
ABSTRACT

KONER, SALIL. Modern Statistical Methods for Multivariate and Functional Data.
(Under the direction of Ana-Maria Staicu and Jonathan P Williams).

The proliferation of collecting a huge volume of data, continuously streaming out of
technological devices, saw the large-scaled prediction algorithms such as random forest,
neural networks, boosting, deep learning, engulf the classical statistical techniques in the
twenty-first century. Variable selection is one of the few traditional statistical techniques
that gained popularity even in the era of wide data (p " n), primarily due to its inter-
pretability. Rehearsing the discussion by Efron (2020), the newly popular ‘pure’ predic-
tion algorithms often capture the relation between the predictors and learners that are to
some extent ephemeral, and fundamentally different from the traditional attribution (sig-
nificance testing) techniques, which furnish some notion of causality. To this aspect, this
dissertation work aims to contribute to the armory of traditional techniques by introduc-
ing a non-regularization based variable/model selection technique for multivariate data,
especially in a high-dimensional setting, and by developing two efficient non-bootstrap
based testing procedures for inherently infinite-dimensional second-generation functional
data (Wang et al. 2016).

In the first part, we develop an epsilon-admissible subset (EAS) methodology for
grouped variable selection for multivariate data in a high-dimensional regression setting.
By introducing a generalized fiducial inference (GFI) framework for the Matrix-Normal
data generating model, we construct a posterior-like GF distribution over the subset of
the model, among a set of correlated predictors, even when the true data generating
model is far from sparse. Under usual regularity conditions, we establish that the EAS
strategy is asymptotically consistent if there exists a sparse true data generating model.
The effectiveness of our approach is demonstrated through numerical studies, compared
to the state-of-the-art regularization-based counterparts.

Next, we shift our attention to longitudinal functional data (LFD), which arises
when functional profiles, images, or any curve-like object is recorded repeatedly over
time. The distributional properties of such data are more complex than univariate func-
tional data, because of its complex hierarchical correlation structure characterized by
between-function and within-function. In the first of the two works on LFD, we propose a
novel projection-based procedure to test (PROFIT) whether the bivariate mean function
changes along the longitudinal direction. The fundamental idea behind the methodology



is to reduce the dimension of the infinite-dimensional functional response by projecting
into a bunch of orthogonal basis functions for the underlying Hilbert space and employ
the likelihood-based testing procedures available for longitudinal data. We derive the
asymptotic null distribution of the test statistic when the basis functions are estimated
from a data-driven marginal covariance function. In association with the derivation of the
null distribution, we also establish a strong uniform convergence rate for the estimated
eigenfunctions in the LFD setup. Through finite sample numerical results, we justify
that the test maintains the nominal level and exhibits excellent power to detect depar-
ture from null, compared to its competitors. We apply our test to assess the progression of
the disease for patients with Multiple Sclerosis, as summarized by fractional anisotropy.

In the second work on LFD, we employ the idea of projection to develop a pro-
cedure (PROLIFIC) for testing the significance of the bivariate treatment effect in a
placebo-controlled four-period crossover design. Our pseudo generalized F type statistic
is two-staged, as designed to test for the significance of bivariate direct treatment effect
in the presence of other nuisance bivariate effects in the model. The non-standard asymp-
totic null distribution of PROLIFIC is derived utilizing the uniform convergence of the
data-driven basis functions. The test maintains the size empirically and appears to be
very powerful to detect the significance of treatment effect even under a reasonably small
and medium sample size, irrespective of the magnitude of the nuisance components in
the model. We apply the test to evaluate the effectiveness of an active drug, Meloxicam,
on household cats with pre-existing Osteoarthritis, to boost the daily physical activity,
recorded by an accelerometer. The biggest triumph of both PROFIT and PROLIFIC
is their efficiency to accommodate large-scale data, which are very common in the con-
text of second-generation functional data, compared to the enormously computationally
intensive resampling-based alternatives.
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Chapter 1

Introduction

1.1 Contribution

Increasingly ample opportunities to store large volumes of data have shifted statisticians
towards the world of big data. More often than not, in many modern applications espe-
cially in genomics, we encounter problems when the number of observations, n is much
less than the number of features p. Selection of the best features to parsimoniously model
the response is essential to understand the important source of variations in the data, and
to obtain a better prediction accuracy. Various regularized approach such as Lasso (Tib-
shirani 1996), SCAD (Fan and Li 2001), Spike and Slab prior (Ročková and George 2018)
has become popular to address this problem for univariate linear regression problems.
Grouped variable selection (Yuan and Lin 2006) is particularly useful when some of the
covariates are highly correlated, e.g. in single nucleotide polymorphism (SNP) data genes
that share the common biological pathway are known to regulate the biological system
similarly. These grouped penalized approaches have also been extended for a multivariate
(Li et al. 2015) and a functional response (Ghosal et al. 2020). However, these approaches
heavily rely on the magnitude of the regression coefficients to decide whether a variable
(or a group of variables) should be included in the model. In a high dimensional setting,
the design matrix is highly collinear and these parameter estimates are often unreliable.
Moreover, penalized methods inherently assume that the true model is sparse. In the first
part of my thesis, I focus on developing a new method to address this potentially hard
problem of best subset selection for a multivariate regression model.

As a first contribution (chapter 2), we extend the epsilon admissible subsets (EAS)
model selection approach, from its original construction in the high-dimensional linear
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regression setting to an EAS framework for performing group variable selection in the
high-dimensional multivariate regression setting. Assuming a matrix-Normal linear model
we show that the EAS strategy is asymptotically consistent if there exists a sparse, true
data generating set of predictors. Nonetheless, our EAS strategy is designed to estimate
a posterior-like, generalized fiducial distribution over a parsimonious class of models
in the setting of correlated predictors and/or in the absence of a sparsity assumption.
The effectiveness of our approach, to this end, is demonstrated empirically in simulation
studies, and is compared to other state-of-the-art model/variable selection procedures.

My second and third work concentrates on developing testing procedures for lon-
gitudinal functional data (LFD) which occurs when functional responses are recorded
repeatedly. Examples of this type of data include physical activity data continuously
recorded via wearable devices such as accelerometer, Fitbit or Apple watches, for a week
(Wang et al. 2021); electroencephalography (EEG) data, event-related potential (ERP)
curves are recorded longitudinally at multiple electrodes on brain scalp (Jeste et al. 2015).
In the second work (chapter 3), we propose a novel statistical procedure to test whether
the mean function for LFD, µps, tq varies over time t. Our approach relies on reducing
the dimension of the response using data-driven orthogonal projections and it employs
likelihood-based hypothesis testing. We investigate the methodology theoretically and
discuss a computationally efficient implementation. The proposed test maintains the
type I error rate and shows excellent power to detect departures from the null hypothesis
in finite-sample simulation studies. We apply our method to the longitudinal diffusion
tensor imaging study of multiple sclerosis (MS) patients to formally assess whether the
brain’s health tissue, as summarized by fractional anisotropy (FA) profile, degrades over
time during the study period.

The third work (chapter 4) is motivated by the interest to understand the efficacy of
a treatment meloxicam on the daily activity levels of household cats with a pre-existing
condition of Osteoarthritis under a crossover design. These activity profiles are recorded
at a minute level by a wearable device called Accelerometer over the entire study period.
To this aspect, we propose an orthogonal projection-based test pseudo generalized F
test for the significance of the functional treatment effect under a functional additive
crossover model after adjusting for the carryover effect and other baseline covariates.
Under mild conditions, we derive the asymptotic null distribution of the test statistic
when the projection function for the underlying Hilbert space is estimated from the
data. In finite-sample numerical studies, the proposed test maintains the size, is powerful
to detect the significance of functional treatment effect, and is very efficient compared to
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bootstrap-based alternatives.
In the remaining part of this chapter, we will introduce the modeling framework for

multivariate data and univariate functional data along with some common methodologies
that are pertinent to the scope of this dissertation.

1.2 Multivariate data

Multivariate data analysis (MDA) deals with analysis of data where multiple scalar out-
comes are recorded simultaneously for each subject. MDA is ubiquitous in many applied
fields such as atmospheric sciences (Nogarotto and Pozza 2020), neuroimaging (Habeck
and Stern 2010), behaviorial science (Vehkalahti and Everitt 2018), genome wide associ-
ation analysis (GWAS) (Van der Sluis et al. 2015) to name a few. Typically in MDA, one
observes n i.i.d copies of q-dimensional response vector Yi “ pYi1, . . . , Yiqq

J with common
mean � “ pµ1, . . . , µqq

J and q ˆ q dimensional covariance matrix �. The dimension of
the multivariate response, q is often assumed fixed. The most popular way to model the
multivariate response is through multivariate linear regression model (MLR), which is
often confused with multiple linear regression, as discussed below.

1.2.1 Multivariate Linear Regression

In MLR, one records measurements of p covariates Xi “ pX1i, . . . , Xpiq along with the
multivariate response Yi with an objective to explain the association between the re-
sponse and the predictor through a linear model. The fundamental difference between
the multiple linear regression and MLR is that in MLR, we assume that the coordinates
of the vector outcome Yi are correlated. Thus, in MLR, the entire vector Yi serves as
one replicate, whereas, in multiple regression the dependence between the coordinates
of the vector Yi, is often ignored. Nonetheless, generalizing the idea of univariate linear
regression, the response is expressed as the linear model,

Yi “

p
‚

j�1

BjXji ` Ei,

where Bj :“ pb1j, . . . , bqjq
J is a q-dimensional regression coefficient vector where b‘j quan-

tifies the influence of j-th predictor on `-th coordinate of the response, and Ei P Rq�1 is
the i-th error vector, with covariance VarpEiq “ �. Column-tacking the response for n
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subjects as Y “ rY1, . . . ,Yns, the covariates as X “ rX1, . . . ,Xns and the error in the
same way, we obtain the classical MLR as

Y “ BX` E,

where B :“ rB1, . . . ,Bps P Rq�p is the unknown regression coefficient matrix. Note
that, this is similar to the model defined in chapter 10 of Muirhead 2009, except they
stacked the response and covariates for each subject horizontally. Under the assumption
that Yi

iid
„ NqpBjXji,�q, the maximum likelihood estimator of B and � coincides with

the least square estimator pB “ YXJpXXJq�1 and p� “ YpI ´ HqYJ{pn ´ pq with
H “ XJpXXJq�1X being the projection matrix onto the row space of X, provided
n ě q ` p. For a fixed dimensional problem (i.e. fixed p and q), these estimators are
asymptotically consistent as nÑ 8.

The problem of identifiability/overfitting/multicollinearity starts to magnify when
p becomes larger than n, or when p grows with n. Such a high-dimensional regression
problem occurs in many applications, especially in genomics, where testing the association
between phenotypes and a large number of single nucleotide polymorphisms (SNPs) is
the primary objective (Ikram et al. 2010). Although black-box algorithms such as random
forest, deep learning offer a solution to the prediction problem, they care very little about
the uncertainty in the prediction or quantifying the association through a parsimonious
model which is to some extent robust (Efron 2020).

Finding the best subset of predictors among the 2p subset models is an NP-hard
problem. Parsimonious modeling of multivariate response through dimension reduction
has been the answer to the high-dimensional(p ą n) multivariate linear regression prob-
lem. Principal component analysis (PCA) is by far the most common data-driven di-
mension reduction tool for multivariate data (Anderson 1962). The major advantage of
PCA is that it facilitates principal component regression (Rawlings et al. 2001, chapter
13). Introducing sparsity in the data generating model offers an effective approach to
the model selection problem. Apart from the step-wise information based selection tech-
niques (Akaike 1973; Mallow 1973; Schwarz 1978), following the breakthrough of Lasso
(Tibshirani 1996), several shrinkage criterion-based approaches such as group Lasso Yuan
and Lin (2006), adaptive Lasso MCP (Zhang 2010) have been extended to the case MLR
problem. See George and McCulloch (1997) for a review of Bayesian variable selection
approaches. Other notable techniques are partial least squares (Huang et al. 2004), re-
duced rank regression (Izenman 1975), to name a very few among the vast and growing
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literature on model/variable selection methods.
All of the existing sparsity-based procedures rely on penalizing the magnitude of the

true regression coefficients, i.e. the number of predictors in the estimated model is driven
by the amount of signal coming out of that predictor. As a result, these Lasso-based
approaches are shown to be model/variable selection consistent under a typical sparsity
assumption of the true model. In a high-dimensional scenario, the notion of a true model
is somewhat vague, as any set of n predictors will fit the data equally well. The EAS
approach by Williams et al. (2019a) for univariate linear regression offers a completely
different perspective for model selection, which we extend for multivariate response in
chapter 2. Next, we will discuss the foundational methods for the analysis of functional
data, which have been immensely applicable in biomedical research.

1.3 Functional data

Functional data analysis (FDA) is a statistical tool to analyze data that are of the form of
functions, curves, objects, images, or more general multi-dimensional objects. An example
of functional data would be the trend of Covid-19 over time in a particular region (Tang
et al. 2020; Boschi et al. 2020). Refer to https://covid.cdc.gov/covid-data-tracker/

#demographicsovertime for a recent trend of weekly Covid-19 cases and death in the
US cross-sectioned by sex, age, and ethnicity.

Typically in functional data, we observe mi measurements tYij : j “ 1, . . . ,miu sam-
pled discretely at time points ttij : j “ 1, . . . ,miu for every subject i “ 1, . . . , n. In the
general notion of functional data, we assume that these observations are realization of
an underlying stochastic process Xiptq at time tij. In general, the functions are observed
at a uniform time grid t1, . . . , tm, where it is assumed that m is large and the distance of
between tj ´ tj�1 is small so that the samples are observed ‘fully’ in the compact domain
T . However, in practice the number of time points at which the functions are observed
can be quite different for each subject and the trajectories can be observed sparsely.
Depending on the growth of mi, functional data has been categorized as dense or sparse
(Wang et al. 2016). The key distinction between the multivariate and the functional data
is that functional data is intrinsically infinitely dimensional, where the dimension of mul-
tivariate response q is often assumed fixed. Moreover, there is a natural ordering between
the response observe at a time t1 and one that is observed at a later time t2 with t1 ă t2.
This ordering is often not present or meaningful in the multivariate response. For these
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reasons, inference for functional data requires more sophisticated techniques to properly
utilize the rich source of information contained in them.

The above classification of the functional data is primarily driven by the precision
in the estimation of mean and covariance. While we describe the common estimation
techniques in functional data in the following section, we will intuitively explain the ra-
tionality behind this segregation. Needless to say, traditional parametric approaches that
assume a fixed number of parameters are not appealing to explain the massive informa-
tion contained in the high-dimensional nature of the data, especially when the trajectories
are observed densely. Smoothness plays a fundamental role to to tackle the curse of di-
mensionality in the analysis of functional data. Much of the prevalent statistical methods
for FDA incorporate some degree of smoothness such as continuity of the derivatives of
the mean and/or the covariance. Pivoting on the assumption of smoothness, the denser
the trajectories are observed, the more and more information we have about the struc-
ture of the characteristics of the underlying stochastic process Xptq. This phenomenon is
observed in the estimation of mean function µptq, as the rate of convergence happens is
proportional to the growth of mi with the sample size n. Conventionally, if the number
of repeated measures mi grows with n at a rate such that the mean or the covariance
functions can be estimated at an (almost) parametric

?
n rate, concerning some metric,

such as L2-norm or sup-norm, then those functional data are called dense. On the other
hand, if the growth ofmi is not fast enough to achieve the fastest rate of convergence then
they are called sparse functional data. With this definition, longitudinal data where the
response is typically measured irregularly for every individual with the number of mea-
surements mi bounded above for each i comes under the framework of sparse functional
data (Zhang et al. 2016).

As a by-product, statistical methodologies involving functional data and related the-
oretical results vary across the sampling plan of the response. Like other statistical do-
mains, over two decades of research work on functional data can be broadly classified into
three categories, Estimation, Prediction, and Attribution, speaking in Efron’s terms. On
the estimation front, the objective is to estimate the true mean and covariance of the
underlying process. On the prediction front, the goal is to reconstruct the individual tra-
jectories with some degree of confidence. When the sampling plan is dense, one can afford
to reconstruct the underlying curve under the smoothness assumption; however when the
functions are observed sparsely, one needs to pool information from the trajectories of
other individuals to estimate the mean and covariance, reconstruction of individual-level
trajectories are not possible. On the attribution front, the objective is to formally as-
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sess several conjectures about the mean and covariance functions, such as equality of
mean functions among two groups, the significance of a covariate on the overall mean
process or equality of the covariance function, etc. In general, hypothesis testing is the
most difficult among these because it requires modeling both the mean and the complex
dependence among the response suitably. In the next section, we will briefly discuss the
key smoothing techniques employed that are widely applied in the literature and touch
base upon some of the existing testing procedures.

1.3.1 Tools for estimation of mean and covariance function in

FDA

Typically, we assume that the functions X1ptq, . . . , Xnptq are n i.i.d copies of a random
process Xptq : t P T in a compact interval T with a continuous mean µptq “ EXptq and
a covariance function �pt, t1q “ CovpXptq, Xpt1qq. Assuming that Yij are contaminated
with some mean zero measurement error eij, leads to the model,

Yij “ Xiptijq ` eij, (1.1)

where the measurement errors are assumed to be independently distributed with mean
zero and variance σ2

j for all i. It is often assumed that that the errors are homoscedastic
so that σ2

j “ σ2 for all j. However, that is no necessary as long as σ2
j “ σ2ptjq for some

smooth function σ2ptq. Inference of the mean µptq and the covariance function �pt, t1q has
been the center of the research. The rest of the section provides a very brief overview of
the common techniques associated with the estimation of the mean and the covariance
function, in order to enhance the readers’ acquaintance with the topic. We refer the reader
to the two books by Ramsay and Silverman (2005) and Kokoszka and Reimherr (2017)
for a very detailed insight on FDA.

When the samples are observed densely at a same time schedule for each subject, i.e.
tij “ tj and mi “ m with m large, the structure is analogous to a multivariate data and
a sample estimate of the mean function and the covariance function can be obtained as
pµptjq “ n�1

°

i�1 Yij for every j “ 1, . . . ,m, p�ptj, tj1q “ n�1
°n
i�1pYij´pµptjqqpYij1´pµptj1qq

for j ‰ j1. A smooth estimate of �pt, t1q over the entire interval T can be obtained by
smooth interpolation of the sample estimates at the grid points. Finally an estimate of
the variance of measurement error at the observation point tj is obtained by pσ2ptjq “

n�1
°n
i�1pYij ´ pµptjqq

2 ´ p�ptj, tj1q.
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When the functional data are observed densely but the sampling scheme differs for
each subject, one can not follow the above principle to estimate the mean and covariance
surface. Instead, one can reconstruct a smoothed version of the individual level response
profile by some smoothing technique. Among the widely applied smoothers available,
nonparametric local polynomial kernel (LPK) (Wand and Jones 1994; Fan and Gijbels
2018) and semiparametric spline smoother (Wahba 1990; Gu 2013) are the most popular.
To start with kernel smoothing, assuming that the stochastic process Xptq has pp ` 1q

continuous derivative in a neighborhood of t, we can expand it as Xiptijq « Xiptq` ptij ´

tqX
p1q
i ptq ` ¨ ¨ ¨ ` ptij ´ tqpX

ppq
i ptq, where X

pjq
i ptq is the jth derivative of Xiptq as t. Then

one can construct the p-th order LPK reconstruction of the original curve as

pXiptq “ pa0 :“ arg min
a0;:::;ap

mi
‚

j�1

rYij ´ a0 ´ a1ptij ´ tq ´ . . . apptij ´ tq
p
s
2K

�

tij ´ t

h




,

where h is the kernel bandwidth parameter that controls the amount of weight given to
the data points in the vicinity of t. The literature of selecting the optimal bandwidth
is pretty dense and still open for exploration (Jones et al. 1996; Sheather and Jones
1991). For the spline smoother, a smooth reconstruction of the profiles is obtained by
expanding Xptq in terms of suitable known basis. Many choices of basis functions are
possible, such as exponential basis, Fourier basis, B-spline basis or Wavelet basis. The
choice of bases are primarily made upon investigating the nature of the data; for example,
if there is a periodic nature of the curve, Fourier basis is recommended, Wavelets are
best suited for data that is dominated by local spiky features. B-splines are the most
popular choice of basis used in the non-parametric and the functional data literature,
because of their faster and stable computation and robustness to the variation in the
pattern of the data (Friedman et al. 2001). In regression splines (Eubank 1999), we write
Xiptq «

°K
k�1Bkpsqβik for sufficiently largeK, where B1ptq, . . . , BKptq are basis functions.

Then the smooth reconstruction of the original curve is obtained as pXiptq “
°K
k�1Bkpsqpβik

where p� is obtained as the minimizer to the objective function

p� :“ arg min
�

mi
‚

j�1

�

Yij ´
K
‚

k�1

Bkptqβk

�2

.

The number of basis functions K determines the quality of the fit, an overly larger value
of K may also fit the noise in the data, which we want to ignore. If K is too small, then
we may miss some important features. The major problem of regression spline of choosing

8



the knots points and the number of basis function K is ameliorated by smoothing splines
(De Boor 1978) which penalizes the roughness of the function Xiptq as quantified by the

r-th derivative
���Xprq

i ptq
���2

with r ą 0 and solves the objective function

pXiptq :“ arg min
�

mi
‚

j�1

pYij ´Xiptijqq
2
` λ

» ���Xprq
i ptq

���2

dt,

where λ ą 0 is the smoothing parameter that controls the trade-off between bias and vari-
ance. The tuning parameter λ is often estimated by generalized cross-validation (GCV)
(Craven and Wahba 1978) or restricted maximum likelihood (REML) (Kimeldorf and
Wahba 1970). The knots are placed at the data points. Other notable smoothing tech-
niques are penalized splines (Ruppert et al. 2003) which is a hybrid of regression splines
and smoothing splines both using a reduced number of knots and penalizing the rough-
ness. Depending on the placement of knots and the choice of roughness penalty, penalized
splines are categorized as P-splines (Eilers and Marx 1996), O-splines (O’Sullivan 1986)
etc to name a few. Nonetheless, once a noiseless reconstruction of the original curve is
obtained, one can construct a smooth estimator of the mean and the covariance function
using the reconstructed curves (Ramsay and Silverman 2002).

When the functional data is observed sparsely, i.e. the number of points at which
the curves are observed are small then a smooth reconstruction of the individual curves
is not possible. In this situation, one has to borrow information from the neighbouring
points and pool the information across the all the subjects to estimate µptq and �pt, t1q.
A univariate smoother is passed through the collection tptij, Yijq : j “, 1 . . . ,miu

n
i�1 to

estimate the mean function as follows. Analogously as above, for the kernel smoother,

pµptq “ pb0 :“ arg min
b0;b1

n
‚

i�1

wi

mi
‚

j�1

rYij ´ b0 ´ b1ptij ´ tqs
2K

�

tij ´ t

h




and for the spline smoother, pµptq “
°K
k�1Bkpsqpθk where

p� :“ arg min
�

n
‚

i�1

wi

mi
‚

j�1

�

Yij ´BJ
ptijq�

�2
` λ�JP�,

where the weights wi are the weights placed on each observation and P is an appropriate
matrix penalizing the roughness of the mean function. For the covariance function, once

9



a smooth estimate of µptq is obtained, it is estimated by smoothing the “raw covariances”
tptij, tij1 , Cijj1q : j, j1 “, 1 . . . ,mi, j ‰ j1uni�1 where Cijj1 :“ pYij ´ pµptijqpYij1 ´ pµptij1q at
j ‰ j1 (Staniswalis and Lee 1998; Yao et al. 2005; Di et al. 2009). Needless to say, one
can always apply the method of estimation of mean and covariance function designed for
sparse data in a dense case, without bothering about reconstructing the original curve. A
FAst Covariance Estimator (FACE) for high-dimensional functional data using penalized
splines is proposed by Xiao et al. (2013) when the data are observed at a regular grid
points.

The literature on the optimal choice of weights wi and the associated rates of the
convergence of the estimated mean and the covariance function is relatively new. Typi-
cally, it is chosen in such a way that

°

imiwi “ 1. Yao et al. (2005) put equal weights to
each observation i.e wi “ 1{

°

mi, which means the subjects with more number of ob-
servations will receive more weight, Li et al. (2010) placed equal weights to each subject,
i.e wi “ 1{nmi. Recently, Zhang et al. (2016) derived the asymptotic rates of conver-
gence under a general weighting scheme for kernel smoothers. Later, Xiao et al. (2020)
established the convergence rates for penalized splines under common fixed design or in
a random design. Consistent estimation of the smooth covariance function is essential for
functional principal component analysis (FPCA) which is still by far the most commonly
used technique in FDA and serves an integral part of the work presented in chapter 3
and 4, as discussed in next section.

1.3.2 Functional principal component analysis

FPCA is one of the most popular dimension reduction tools applied for the reconstruc-
tion of the functional trajectories. The idea of FPCA has been directly extended from
the principal component analysis (PCA) of multivariate data. Suppose the stochastic
process Xptq belongs to the space of square integrable functions L2pT q with the covari-
ance �ps, tq. The principle of FPCA is based on Mercer’s theorem, where under some
regularity conditions, the covariance function admits the spectral decomposition,

�pt, t1q “
8
‚

k�1

λkφkptqφkpt
1
q (1.2)

where λ1 ě λ2 ě ¨ ¨ ¨ ě 0 are the non-negative eigen values of the of covariance function
and tφkptquk¥1 are the orthonormal eigenfunctions, i.e.

‡

φkptqφ‘ptqdt “ Ipk “ `q. Provided
that trp�q “

‡

�pt, tqdt “
°8

k�1 λk ă 8, the above convergence holds uniformly over
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s, t P T . Following the Karhunen-Loeve expansion, the stochastic process Xiptq has the
FPCA expansion

Xiptq “ µptq `
8
‚

k�1

ξikφkptq

where ξik “
‡

pXiptq ´ µptqφkptqdt, k “ 1, . . . , are the FPC score of the decomposition
that are mean zero and uncorrelated across k, with Epξ2

ikq “ λ2
k. The set of orthogonal

eigenfunctions tφkptquk¥1 form a basis for the space L2pT q. One can then approximate
the original process by truncating it upto the first K terms

X
pKq
i ptq :“ µptq `

K
‚

k�1

ξikφkptq

The readers must remember that expansion of Xiptq in terms of other orthogonal bases
such as Fourier, Legendre polynomials is totally feasible. What distinguishes the FPCA
decomposition from any other orthogonal basis decomposition is that the basis tφkptqu
for the space L2pT q is constructed from the covariance function of the process. In other
words, these functions not only serve as an orthogonal basis, but also signify the principal
source of variation in the data, in the sense that the eigenfunction corresponding to
the maximum eigenvalue λ1 explains the most of the variability, followed by λ2 and
so on. As a result, XpKq

i ptq provides the best rank K approximation to the original
infinite dimensional process. This is analogous to the PCA for multivariate data, where
the quantity �pKq :“

°K
k�1 σiuiu

J
i gives the best K-rank approximation to the original

covariance matrix � in both Frobenious norm or operator norm, where σ1 ě . . . σK are
the first K eigenvalues and tuiu

K
k�1 are the corresponding eigenvectors.

To estimate the eigenfunctions one needs to obtain a smoothed version of the esti-
mated covariance �pt, t1q at suitable grid points and then obtain a matrix spectral decom-
position of the covariance to get the estimated eigenvalues and eigenfunctions evaluated
at the grid of points. The smoothed covariance surface can be estimated by the techniques
specified in section 1.3.1, depending on the sampling scheme. To obtain the scores one
needs to adopt techniques according to the sampling scheme. If the design is dense, then
one can approximate the scores by numerical integration with a high level of precision,
because a smooth reconstruction of the noisy profiles Xiptq is possible. However, if the
scheme is sparse, one computes the FPC score by the conditional expectation method
assuming that the score ξik and the error process εij are Gaussian. We refer the readers
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to Yao et al. (2005) for a detailed description of the Principal Component Analysis via
Conditional Expectation (PACE) method.

FPCA has always been the center of the research on FDA, because of its wide range
of applicability in different types of functional data. FPCA for dense functional data is
studied by Besse and Ramsay (1986); Silverman (1996); Cardot (2000); Hall and Hosseini-
Nasab (2006) are the reference therein. For the sparse case, some of the notable articles
are Staniswalis and Lee (1998); James et al. (2000); Yao et al. (2005); Yao and Lee
(2006); Paul et al. (2009). Covariate adjusted FPCA has also been explored by Chiou
et al. (2003); Chiou and Müller (2009); Jiang et al. (2010), to name a few. The rate
of convergence of the eigenfunctions is associated with the rate at which the covariance
functions are estimated. In the case of univariate functional data, the convergence rate
for the covariance function is often dependent on the density at which the response tra-
jectories are observed, i.e. sparse, dense and ultra-dense (Zhang et al. 2016). When the
functional data are observed densely, a parametric rate of convergence for estimated co-
variance functions can be achieved. On the other hand, when the trajectories are observed
sparsely, the rate of the convergence of the eigenfunctions is typically slower than the
parametric rate and it is mostly dependent on the smoothing method applied (Hall et al.
2006).

1.3.3 Hypothesis testing

The volume of work on testing procedures for functional data is relatively less compared
to the gigantic amount of work done on estimation and prediction. Among the tests
developed, most of these are suitable to deal with independent functional data. These
procedures vary across the sparsity level at which the curves are recorded. When the
functional data are recorded densely, L2 norm-based statistic are constructed to test for
the significance of the global model or a particular smooth functional effect (Fan and Lin
1998; Shen and Faraway 2004; Cuevas et al. 2004; Zhang 2011). In some cases, these tests
are applied directly to the raw data, in other cases smoothing techniques such as local
polynomial kernel, regression splines, smoothing splines, P-splines are adopted to recon-
struct the individual functions and then apply the test on the smoothed functions (Zhang
and Chen 2007). Removing noise via smoothing generally improves the power of the tests.
On the other hand, when the functional data are observed sparsely, these L2-norm based
tests can not be constructed. Likelihood-based testing procedures for the significance
of smooth functional effect have been formulated by expanding the functions semipara-
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metrically under complex dependence structure (Greven et al. 2008; Staicu et al. 2014).
These procedures rely on the pooling information from the other observed functions and
convert the problem into a hypothesis involving a set of fixed and variance components
(Crainiceanu et al. 2005). Several goodness-of-fit testing procedures for the significance
of predictor effect on functional response have also been considered in the literature. See
Kokoszka et al. (2008); Patilea et al. (2016); Lee et al. (2020); García-Portugués et al.
(2021) and the references therein. Other notable testing procedures include equality of
mean (Zhang et al. 2010; Crainiceanu et al. 2012; Staicu et al. 2015; Horváth and Rice
2015), covariance functions (Guo et al. 2019) and distribution (Wynne and Duncan 2020)
between two groups.

All the techniques discussed above are suitable for univariate functional data that has
been the most common framework in FDA over the last two decades or so. However, with
the prevalence of a continuous monitoring system, a huge volume of univariate functional
data are collected for subjects across different features. We conclude this section by
providing a very brief discussion on this new genre of functional data, popularly termed
as second-generation functional data.

1.3.4 Second generation functional data

Second generation functional data arises when several functional trajectories are observed
along some other dimension. For example, in the National Health and Nutrition Exam-
ination Survey (NHANES) data, electronic health record data are collected for every
subject at a minute level by a hip-worn accelerometer over 7 days (Leroux et al. 2019).
In the Zurich growth study database, growth curves are measured across different parts
of the body such as height, arm length, shoulder, etc (Park and Ahn 2017). In functional
Magnetic Resonance Imaging (fMRI), blood-oxygen-level-dependent (BOLD) signals are
recorded across different regions of the brain to understand the stimulating areas of the
brain (Li and Solea 2018). To classify by the structure of the data collection, when the tra-
jectories are observed across a common factor, it is termed as multi-level functional data;
when observed across regions, they are called spatially indexed functional data (SFD);
multivariate functional data (MFD) when a finite-dimensional collection of profiles are
observed for each subject as in the Zurich growth study; and longitudinal functional data
when the trajectories are observed repeatedly with a small frequency.

Analysis of the second-generation functional data is different from that of first-generation
functional data because of the complex nature of the covariance structure in the response
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induced by the hierarchy of the data collection. For example, in the LFD, the functional
trajectories that are observed longitudinally are expected to the correlated among each
other simply because they are coming from the same subject, along with the inherent de-
pendence within the individual trajectory. For the spatially observed functional data, the
response is correlated in both space and time. Although this domain is new and rapidly
expanding, so far the research is concentrated on the estimation and the prediction front,
where the dependence structure is countered by extending of FPCA to the specific type
of data, such as multi-level FPCA (Di et al. 2009), longitudinal FPCA (Greven et al.
2011), multivariate FPCA (Happ and Greven 2018), spatial FPCA (Kuenzer et al. 2020),
double FPCA (Chen and Müller 2012), and product FPCA (Chen et al. 2017). Notable
contributions on LFD are Yuan et al. (2014); Zipunnikov et al. (2014); Scheffler et al.
(2020), on SFD Nerini et al. (2010); Baladandayuthapani et al. (2008), on MFD Petersen
and Müller (2016); Li et al. (2020); Volkmann et al. (2021) to name a few.

Hypothesis testing methods for second-generation functional data are very sparse,
primarily because of the high-dimensional nature of data and the difficulty to address
the covariance structure properly. To this end, the majority of this dissertation work is
devoted to constructing test procedures for LFD, which is a major subclass of second-
generation functional data, and to provide a general framework for extending it seamlessly
to other divisions of second-generation functional data and beyond. We conclude this
chapter by providing a gentle introduction to crossover design, which is an important
component of the testing framework developed in chapter 4.

1.4 Crossover design

Experimental design is extremely important to systematically assess the relationship
between factors and responses. In a typical Crossover design, each experimental unit
receives more than one treatment during different periods. As the treatment applied to
a specific unit changes over periods, it is often called change-over or switch-over design.
As per Jones and Kenward (2014), the earliest use of crossover design was in agricul-
tural experiments around the mid-nineteenth century by Liebig et al. (1847). For the
last two decades, crossover designs are extensively used in phase-1 or phase-2 trials of
pharmaceutical studies (Lui 2016). However, their use is not limited as they are exten-
sively used in biological assay (Finney 1956), for evaluation of food products by FDA
(Brown Jr 1980), weather modification experiments (Moran 1959), psychological studies
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(Ruiz-Cantero et al. 2007), bio-equivalence studies (Jaki et al. 2013), consumer prefer-
ence experiments (Harker et al. 2008). Senn (2002) provides application of such designs in
pharmacokinetic studies. Several books on crossover designs such as Jones and Kenward
(2014), Ratkowsky et al. (1992) offer a detailed description of the experiments where
crossover designs have been used historically.

A crossover design is defined by three parameters, viz. t : number of treatments to be
compared, g : number of treatment groups, p : number of periods over which responses are
observed. Throughout the paper, we denote a crossover design with these parameters as
dpt, p, gq. It is crucial to notice that, unlike parallel-group design, the number of treatment
groups (g) is not always equal to the number of treatments to be compared (t). Here, a
treatment group is defined by a sequence of treatments and the length of the sequence
is the number of periods in the study. The experimental units selected for the study are
randomly assigned to one of the g treatment groups. We define ni as the number of units
in the ith group, i “ 1, 2, . . . , g. Clearly, n1 ` n2 ` ¨ ¨ ¨ ` ng “ N , the total number of
subjects or units in the study.

Table 1.1: A visual representation of crossover design with two (in (a)) and three (in (b))
treatments, four periods and six treatment groups

(a) Diagram of a d(2,3,4)
design

Group Period
1 2 3

1 A B A
2 B A B
3 A A B
4 B B A

(b) Diagram of a d(3,4,6) de-
sign

Group Period
1 2 3 4

1 A B C C
2 B C A A
3 C A B B
4 A C B B
5 B A C C
6 C B A A

Let us consider a small example with t “ 2, p “ 3 and g “ 4. Two treatments
are to be compared (say A and B) and each subject is assigned to one of the four
treatment groups while the response is observed over three periods. Example of a dp2, 3, 4q
design is presented in table 1.1(a). Each row defines a treatment group and the columns
represent the period. The four treatment groups are ABA, BAB, AAB, and BBA. Each
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cell represents the treatment that is applied to a subject in a treatment group and a
particular period. For example, a subject in treatment group 3 receives treatment A at
period 1, again A in period 2 and B in period 3. This implies that each subject receives
multiple treatments over the period of the study. In other words, the treatments are
switched over across the periods; this is why it is called a crossover or switch-over design.
Similarly table 1.1(b) provides diagram of another crossover design with three treatments
(A,B and C), four periods and six treatment groups, i.e a dp3, 4, 6q design. To clarify more,
a subject in the group 5 receives treatment B in period 1, A in period 2, and treatment
C in both periods 3 and 4. Subjects in groups 3 start with treatment C followed by A,
B, and B again over the four study periods.

The extensive use of crossover design stems from a major drawback of traditional
parallel-group design, where each subject is randomly assigned to one of two or more
treatment groups (see Jones and Kenward 2014, section 1.3). In most experimental de-
signs, the inherent heterogeneity in the experimental units induces a high between-subject
variability in the response. Then the standard error will be inflated if variability between
the subjects is large compared to the measurement error. Naturally, an analysis of vari-
ance (ANOVA) type test for detecting a significant treatment difference has low power.
On the other hand, in a crossover design where each subject receives more than one
treatment in different periods, it is possible to estimate every treatment contrast (and
possibly contrasts of all other effects) through within-subject difference after eliminating
variability due to the subject. If the magnitude of the within-subject variation is minimal,
then, the test can be done with high power. It is reasonable to contemplate that there
can be a confounding effect of the period on the response, but this can be eliminated by
splitting the units into two groups where one group receives treatment in period 1 and
another receives placebo in period 1, and the ordering gets switched in the next period.
Moreover, crossover designs are generally more economical as fewer subjects are required
in order to get the same number of responses compared to parallel-group study (Bose
and Dey 2009).

One potential objection to crossover design is that the effect of treatment at period 2
is confounded by the residual effect of the treatments applied in period 1. This residual
effect is termed as carryover effect of treatment (Cochran et al. 1941). In most trials, the
objective is to measure the direct effect of the treatment on the response after adjusting
for carryover. Efficient estimation of direct treatment effect through the within-subject
difference in the presence of significant carryover can be done by choosing a suitable
crossover design with more than two periods and/or more than two groups. A significant
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amount of research has been done in the late twentieth century to address the estimation
of direct treatment effect in presence of carryover (Grizzle 1965; Hills and Armitage 1979;
Willan and Pater 1986). Moreover, the use of crossover design is limited to applications
where the treatment might change the initial condition of the experimental unit signif-
icantly. For example, if a surgery completely cures a patient, then the condition of the
patient before and after surgery is not the same. With that perspective, crossover designs
are particularly effective in assessing treatments that can not cure the subject completely
but moderates the disease such as migraine or asthma (Senn 2002).
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Chapter 2

The EAS approach to variable selection
for multivariate response data in
high-dimensional settings

2.1 Introduction

With the advent of modern data collection technologies, in many real-life applications
multiple responses are simultaneously collected that are characterized by a set of explana-
tory variables. Data of this structure falls under the scope of the multivariate regression.
Examples arise in chemometrics (Frank and Friedman 1993), genome-wide association
study (GWAS) (Boulesteix and Strimmer 2005), etc. More often than not, the number of
predictors, say p, is much larger than the number of observed multivariate response vec-
tors, say n. Parsimoniously modeling the variability in the response without overfitting
is necessary to enhance the prediction accuracy. For example, in GWAS, identification of
key genetic markers out of millions that are associated with a univariate or multivariate
phenotype is of scientific interest (Vounou et al. 2010). Model/variable selection is a sta-
tistical framework that has been widely popular in this context. A naive way to approach
this multivariate problem is model the components of the response as separate univariate
regressions on the predictors, and to employ existing selection techniques available in the
univariate setting. However, since the multiple responses for each subject are often corre-
lated, prediction error can be minimized substantially if one uses the inherent association
between the responses effectively (Breiman and Friedman 1997). Finding the best model
in the context of multivariate linear regression (MLR) without ignoring the correlation
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between the responses, especially in a high-dimensional setting is a challenging task and
has received much attention in the literature over the last decade.

In this direction, we develop an EAS procedure for group variable selection in the
high-dimensional MLR setting. The EAS procedure was originally developed in a high-
dimensional univariate regression setting by Williams et al. (2019a), and has been ex-
tended to the vector auto-regression setting by Williams et al. (2019b). However, an
EAS procedure has not been constructed for the multivariate regression setting, nor has
there been built a group selection mechanism for EAS selection. Analogous to Bayesian
model selection approaches, we consider a generalized fiducial inference (GFI) approach
(Hannig et al. 2016) that explicitly estimates the generalized fiducial (GF) distribu-
tion over the class of all subsets of predictors; whereas frequentist and most Bayesian
approaches exclusively focus on coefficient estimation to perform variable selection. In
a high-dimensional setting, it is very problematic for a variable selection procedure to
over-rely on the magnitude of the estimated regression coefficients because they lack iden-
tifiability and are numerically unstable. Moreover, most variable selection procedures for
multivariate regression do not consider the correlation structure of the multivariate re-
sponses. Our multivariate group EAS procedure is designed to inherently accommodate
the arbitrary covariance structure of the response. As explained in Lee and Liu (2012),
accounting for the correlation is important because, for example, in the case of the least
absolute shrinkage and selection operator (LASSO) estimator the shrinkage criterion is
effected by the magnitude and sign of the correlation between the responses.

Mathematically, under a standard sparsity and Gaussian errors assumption we prove
that our proposed EAS procedure achieves strong model selection consistency, as de-
fined in Narisetty et al. (2014). That is, we show that, over the class of all ε-admissible
subsets of the predictors/groups, the GF probability of a true sparse model converges
to one in probability as the sample size goes to infinity, and the number of predic-
tors/groups is allowed to grow sub-exponentially as a function of the sample size. Ad-
ditionally, as a next paper in the series of papers to investigate EAS model selection
strategies in various settings, the algorithm we propose improves on the computational
efficiency and stability of the algorithms proposed in Williams et al. (2019a,b). We
provide user-friendly R software to implement our EAS procedure, available at https:

//salilkoner.wordpress.ncsu.edu/research/.
Under sparsity assumptions, Obozinski et al. (2011) proved support union recovery

for high-dimensional multivariate group LASSO, and Chen and Huang (2012) estab-
lished selection consistency for SRRR when p is fixed. As for the Bayesian methods,

19



Liquet et al. (2017) demonstrated model selection consistency under an orthogonal de-
sign, which is a bit restrictive from a practical perspective. To the best of our knowledge,
the only currently existing paper to prove a consistency result in a high-dimensional
Bayesian multivariate regression setting is Bai and Ghosh (2018a). However, they show
an estimation consistency result for the regression coefficients, rather than a model se-
lection consistency result. Moreover, their method is not designed to shrink coefficients
to zero, so to implement variable selection they infer the insignificance of a predictor if
the estimated posterior credible interval (at some a-priori specified level) of its coefficient
includes zero.

The choice of the tuning parameter ε used in Williams et al. (2019a) is somewhat
unintuitive as it is primarily driven by theoretical consistency rates, and it is dependent
on the size of the true model, which is typically unknown. In our paper, we design the
grouped EAS variable selection procedure in such a way that the tuning parameter can be
searched over a (true sparse model agnostic) grid with respect to some pre-specified error
metric. In Williams et al. (2019a), ε is chosen via k-fold cross-validation (CV), which is
computationally expensive (especially in a multivariate setting). In our paper, we imple-
ment a computationally efficient version of the EAS algorithm that bypasses the original
repeated sampling based pseudo-marginal Markov chain Monte Carlo (MCMC) algo-
rithm, and also chooses the tuning parameter through a multivariate version of Bayesian
Information Criterion (BIC), instead of choosing it through k-fold CV.

Lastly, in various simulation setups we demonstrate that our EAS procedure is either
competitive with or outperforms the state-of-the-art Bayesian or frequentist approaches,
based on various metrics such as prediction error, misclassification rate and average
proportion of correct model selection. Moreover, our method does an excellent job in
assigning a very high probability mass to the true model compared to the other Bayesian
methods, consistent with its theoretical selection consistency property, in sparse/dense
and low/high dimensional setting.

Standard model selection techniques for univariate linear regression via Mallow’s Cp
and other types of information criterion have been extended to multivariate regression;
see Sparks et al. (1983); Bedrick and Tsai (1994); Fujikoshi and Satoh (1997), and the
references therein. Since the inception of LASSO (Tibshirani 1996), penalized methods
introducing sparsity in the regression coefficients have engulfed the MLR literature. No-
table contributions are the simultaneous variable selection using L8SVS, Turlach et al.
(2005) and L2SVS by Simila and Tikka (2006); the remMap procedure by Peng et al.
(2010) employs an elastic net type penalty to identify master predictors. Rothman et al.

20



(2010) pioneered the estimation of the regression coefficients taking into account the cor-
relation between the responses, which was extended by Lee and Liu (2012). Provided
that the groups are known, Li et al. (2015) proposed a multivariate sparse group LASSO
strategy to impose the group structure, which was later augmented by Wilms and Croux
(2018) for simultaneous covariance estimation.

Several authors approached the high-dimensional multivariate regression problem via
a dimension reduction technique, termed as reduced rank regression (RRR) (Izenman
1975; Velu and Reinsel 2013). The key idea is to assume that the coefficient matrix admits
a low-rank factorization and to enforce sparsity in the factor matrices. For instance, Yuan
et al. (2007) suggested to shrink the nuclear norm of the coefficient matrix, and Chen et al.
(2012) suggested penalizing the left and right singular vectors. However, these methods
are designed to extract the latent factors, not for the selection of significant predictors. To
carry out variable selection using RRR, Chen and Huang (2012) developed a sparse RRR
(SRRR) method that projects the response onto a data-driven orthonormal matrix and
induces sparsity in the latent factor. Furthermore, a sparse penalized least squares (SPLS)
based framework has been popular in genetic association studies, which is equipped to
perform both variable selection and dimension reduction (Chun and Keleş 2010).

From a Bayesian perspective, Brown et al. (1998, 2002) employed a stochastic search
variable selection (SSVS) procedure in the multivariate regression setting. Zhu et al.
(2014) developed a Bayesian version of low-rank approximation to investigate the associ-
ation between the predictors and the multivariate response. Liquet et al. (2017) extended
the Bayesian group LASSO using a spike-and-slab prior to perform variable selection. To
mitigate the computational issues of spike-and-slab priors for the large p scenario, Bai and
Ghosh (2018a) introduced continuous global-local shrinkage priors to perform variable se-
lection. Recently, Deshpande et al. (2019) formulated an expectation-maximization (EM)
based maximum a posteriori (MAP) estimation procedure for fast simultaneous variable
and covariance selection using continuous shrinkage priors.

So far the NP-hard problem of best subset selection has been conveniently handled by
introducing sparsity in the true data generating model. However, in a high-dimensional
setting, especially when there is a strong degree of collinearity amongst the predictors,
there may not be a unique model that fits the data best, and so the concept of a true
model is somewhat vague. Moreover, the typical `1 and `2 regularization methods shrink
the coefficients to zero only based on their magnitude, which is again unreliable in the
presence of multicollinearity. Our EAS procedure provides a fresh perspective on variable
selection in the MLR setting by defining an admissibility condition for candidate models.
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The admissibility criterion relates to the idea that any candidate model, as defined by a
set of predictors, is redundant if there exists a subset model that explains the variation
in the response data as well as the candidate model. Thus, while we prove important
mathematical properties of the EAS approach under a sparsity assumption, in finite
sample data analyses the key functionality of our EAS approach is not to determine the
model that is necessarily the true set of predictors, but to identify a parsimonious model
that explains the data as well as the true model, if it exists. This criterion is meaningful
even in the absence of a sparsity assumption. We refer to the criterion as ε-admissibility,
and define it precisely in Section 2.2.

In addition to other factors, the ε-admissibility of a given model takes into account the
covariance structure of the multivariate response. In a multi-response setting, the noise
associated with a particular component of the response may be significantly higher than
the other components. Many of the variable selection procedures such as remMap, L2SVS
or RRR, neither consider this difference in noise levels nor the intra-dependence in the
multivariate response. By rescaling the mean of the response with the square-root inverse
of the covariance, the signal from each predictor can be modeled on a uniform scale, which
improves the precision of our EAS algorithm to detect truly significant predictors.

Prior choice/specification in contemporary Bayesian approaches are typically not cho-
sen because they reflect true prior knowledge/beliefs, but they are tailored to simplify
computational complexities and/or achieve desirable large sample/frequentist properties.
While this practice is pragmatic, it is a violation of fundamental Bayesian principles. In
contrast, GFI is an equally principled framework that has an appeal to objective Bayesian
perspectives, but it does not suffer from the arbitrary choice of prior specification. See
Hannig et al. (2016) for a full introduction of GFI. In our paper, we introduce a GF-based
inferential approach for the MLR setting under the Gaussian data generating assumption
with a general covariance structure. The key characteristic of the EAS-based GF distribu-
tion is that it assigns very negligible probability to the models that fail the ε-admissibility
criterion, and in doing so significantly reduces the class of candidate models to choose
from. This is the intuition for why the procedure is able to achieve strong model selection
consistency, if sparsity is assumed.

An advantage of our GFI-based variable selection procedure over the frequentist coun-
terparts is that it provides an estimate of the model probabilities, derived from the
posterior-like GF distribution of the model parameters. Even many Bayesian approaches,
such as Multivariate Bayesian model with Shrinkage Priors (MBSP) by Bai and Ghosh
(2018a), multivariate spike-and-slab prior (mSSL) by Deshpande et al. (2019), and Spike-
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and-Slab Group Lasso (SSGL) by Bai et al. (2020) are not developed to compute relative
model probabilities; rather they are designed to estimate the MAP probability model pa-
rameters. In a finite sample scenario, relative model probabilities are useful because they
give a certain degree of confidence in choosing one model over another, and they reflect
a useful discrimination between competing models, especially in the high-dimensional
setting.

The rest of the paper is organized as follows. In Section 2.2 we layout the EAS
methodology and highlight differences from other EAS approaches. Next, the computa-
tional algorithm to implement the method is presented in Section 2.3. A few essential
non-asymptotic results characterizing the meaningfulness of the EAS procedure along
with the main consistency result are stated in Section 2.4. The proof of the main result
is given in the Appendix, and the proofs of all other results are relegated to the Sup-
plementary Material. Finite sample numerical results covering both n ą p and p ą n

cases are illustrated in Section 2.5. Computer codes to reproduce all empirical results are
available at https://salilkoner.wordpress.ncsu.edu/research/.

Notations

Throughout the course of the paper we will use the following notations. For an vector
a P Rn, kak “:

a

°n
i�1 a

2
i denotes vector 2-norm; for any matrix A, kAk refers to the

spectral norm (i.e., kAk :“ supx;kxk�1 kAxk); kAkF denotes the Frobenius norm; and
kAkmax :“ maxi;j jaijj denotes the max norm. For any symmetric matrix A, λminpAq and
λmaxpAq denotes the minimum and maximum eigenvalues, respectively, of the matrix
A. For an m ˆ r random matrix X, X „ Matrix-Normalm;rpM,U,Vq is equivalent to
vecpMq „ Nm;rpvecpMq,VbUq (see Gupta and Nagar 2018, definition 2.2.1). For amˆr
random matrix X, X „ Tm;rpν,M,U,Vq means X follows a matrix t-distribution with
mean M, scale matrices U, V, and degrees of freedom ν (see Gupta and Nagar 2018,
definition 4.2.1). For any set M , jM j denotes the cardinality of M . For any event A, IpAq

denotes the indicator function that the event happens. Lastly, for two sequences an and
bn, an “ opbnq means limnÑ8 an{bn “ 0.
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2.2 Methodology

In MLR, n pairs of examples pXi,Yiq are observed, where Yi :“ pYi1, . . . , Yiqq
J is the

q-dimensional multivariate response for i-th subject, and Xi :“ pX1i, . . . , Xpiq
J contains

the values of p predictor variables that are presumed to be associated with the response.
The response is expressed as the linear model,

Yi “

p
‚

j�1

BjXji `AUi,

where Bj :“ pb1j, . . . , bqjq
J is a q-dimensional regression coefficient vector where b‘j cap-

tures the effect of j-th predictor on `-th coordinate of the multivariate response, A is
q ˆ q matrix, and Ui P Rq�1 is the i-th error vector, so that VarpYiq “ AAJ. Fur-
ther denoting Y :“ rY1, . . . ,Yns P Rq�n as the horizontal column stacked response, and
U :“ rU1, . . . ,Uns as the corresponding qˆn dimensional error matrix, the multivariate
regression model with a sample of size n is summarized as,

Y “

�

p
‚

j�1

BjXj1, ¨ ¨ ¨ ,
p
‚

j�1

BjXjn

�

`AU “ BX`AU, (2.1)

where B :“ rB1, . . . ,Bps P Rq�p is the coefficient matrix and X :“ rX1, . . . ,Xns P Rp�n is
the design matrix. Note that this is the traditional multivariate linear model expression,
with the exception that the observations are stacked horizontally instead of vertically.

In the context of variable selection, for any index set M Ď t1, . . . , pu, let XM denote
the matrix with rows comprised of the rows of X corresponding to the indices in M . In
subsetting the rows of X for variable selection, the columns of B must be subset to only
those corresponding to the indices in M ; take BM to be the column-subsetted coefficient
matrix. Accordingly, conditional on index set/model M , expression (2.1) reduces to,

Y “ BMXM `AMU, (2.2)

where the subscript M in the q ˆ q matrix AM simply denotes the association with the
index set M . Observe that variable selection in this multivariate model is in fact a group
selection problem because the active columns (i.e., the groups) of the coefficient matrix
B are being selected. This fact establishes the need for the a group selection mechanism
within the variable selection procedure. Nonetheless, the EAS variable selection procedure
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that we develop seamlessly accommodates the additional problem of selecting among
known/posited groups of predictors, rather than the power set of the predictors 1, . . . , p

(i.e., the natural grouping). Our presentation will focus on EAS methodology for solving
the problem of grouped variable selection for MLR under the natural grouping, but the
methodology and theoretical results cover (as a sub-case) the simpler case when a class
of predictor groups are known. In that case, simply restrict the class of candidate models
that the algorithm is allowed to choose from.

In the case of Gaussian error, we introduce the notion of a true data generating model
as the assumption that,

Y „ Matrix-Normalq;n
�

B0
Mo

X0
Mo
,V0

Mo
, In

�

, (2.3)

for some fixed (but unknown) Mo Ď t1, 2, . . . , pu, and some fixed (but unknown) param-
eter matrices B0

Mo
and V0

Mo
“ A0

Mo
A0J
Mo

, for some positive definite matrix A0
Mo

. Note
that in the case of the covariance matrix V0

Mo
, the subscript Mo simply denotes the as-

sociation with the index set Mo and the matrices B0
Mo
P Rq�|Mo| and X0

Mo
P R|Mo|�n, but

it is not constructed by subsetting some more general matrix V0. Analogous to Williams
et al. (2019a), the index ‘o’ in Mo is in reference to the term ‘oracle’, and the super-
script ‘0’ emphasizes that the quantities B0

Mo
, X0

Mo
, and V0

Mo
are fixed quantities (in

contrast to their GF/Bayesian-like random variable counterparts BMo , XMo , and VMo ,
to be introduced shortly). The matrix normal notation in (2.3) is a compact way of saying
that the multivariate responses Y1, . . . ,Yn are independent and identically distributed
multivariate normal random vectors with mean B0

Mo
XMo and q ˆ q covariance matrix

V0
Mo

.
The objective of our paper is to develop a methodology that identifies a non-redundant

(i.e., ε-admissible) set Mo (the true model or possibly a related sub-model of the true
model) out of the 2p candidate sets in the power set of t1, 2, . . . , pu. In the special case
that the true model is sparse, the objective is to show that the method will identify
the true model Mo, as the sample size is taken to infinity. The notion of ε-admissibility
is defined in Definition 2.2.1. To build up to this definition, the following model-based
perspective is required.

For any index set M Ď t1, . . . , pu, we assume the conditional distribution,

Y|BM ,VM „ Matrix-Normalq;n pBMXM ,VM , Inq , (2.4)
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where BM and VM “ AMAJ
M are random matrices that reflect the uncertainty in

not knowing the true data generating model nor true values of its parameter matri-
ces. Under the Gaussian error assumption, the quantities BM and VM are expected to
be centered, respectively, around the least squares estimator pBM :“ YXJ

M

�

XMXJ
M

��1

and the restricted maximum likelihood estimator pVM :“ p�M{pn ´ jM jq, with p�M :“

YpIn ´HMqY
J and HM :“ XJ

M

�

XMXJ
M

��1
XM . Note that the matrix HM is the or-

thogonal projection onto the row space of XM . Moreover, given the true data generating
model (2.3), it follows that EppYq “ EppBMXMq “ B0

Mo
X0
Mo

HM , and so if M Ě Mo

then EppYq “ B0
Mo

X0
Mo

. This means that any collection of predictors with linear span
containing the oracle predictors, Mo, is as good at explaining variation in the data as
the true model (in terms of residual sum of squares). However, such a large/redundant
set of predictors lacks efficiency in terms of prediction accuracy. Exploiting this idea, the
critical definition supporting our methodology is presented next.

Definition 2.2.1. A q ˆ jM j regression coefficient matrix BM coupled with an index set
M Ď t1, . . . , pu is said to be ε-admissible if h�pBMq “ 1 where,

h�pBMq “ I

"

1

2




p��1{2
M pBMXM ´BminXq




2

F
ě ε

*

ItjM j ă n´ qu, (2.5)

where Bmin is the solution to the optimization problem,

arg min
BPRq�p




p��1{2
M pBMXM ´BXq




2

F
subject to jtj : kBjk ‰ 0uj ď jM j´ 1.

Definition 2.2.1 characterizes a notion of redundancy for any set of predictors, indexed
by M . The quantity kBMXM ´BXk2

F captures the difference in prediction of the model
M from all models with fewer predictors. Any modelM that is not ε-admissible is redun-
dant in the sense that there exists a subset of fewer predictors that approximately linearly
spans the same subspace. This very notion of redundancy makes the EAS method differ-
ent from the traditional regularization-based approaches, where redundancy is expressed
as a model containing negligible or zero magnitude regression coefficients. Nonetheless,
Definition 2.2.1 encompasses the traditional notion of redundancy because, if one column
of BM is equal to zero then h�pBMq is 0 for all ε ą 0. Additionally, as a consequence of the
rows of XM spanning a finite-dimensional vector space, h�pBMq assigns value zero to all
models M with jM j ą n, by definition. As a consequence, the EAS procedure inherently
reduces the difficultly of the model selection problem from 2p candidate models to 2n,
a fact that is fundamental to the scalability of the EAS procedure for high-dimensional
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settings. Furthermore, if XM does not have full row rank, then h�pBMq is again zero by
its construction.

The above definition of the h-function is well-defined in the sense that for M with
jM j ă n´ q, the matrix p�M is invertible with probability 1. Lemma 2.4.2 in Section 2.4
justifies that the minimum eigenvalue of p�M diverges away from 0 for large n. Next, for
identifiability of a sparse true model,Mo, the choice of ε must not be so large that it clas-
sifies Mo as redundant. Conversely, if ε is chosen too small, then many redundant models
might also satisfy the ε-admissibility criterion. It will be seen throughout the remainder
of the paper that this trade-off analysis is the crux of the theoretical underpinnings of
the EAS approach.

The key distinction between the definition of the h-function defined in (2.5) and
the one defined in Williams et al. (2019a) is the introduction of the empirical error
covariance matrix p�M . For any fixed M , a common assumption is that the quantity
kBMXM ´BXk2

F is on the order of n (for large n). As a result, the optimal choice of
ε as derived in Williams et al. (2019a) turned out to be a function of both n and |Mo|.
Moreover, the form of their suggested ε is somewhat unintuitive as it was derived purely
from a theoretical result. On the other hand, since p�M is also on the order of n (for
large n), adjusting for the inverse square root of p�M , as in (2.5), proportionately scales
kBMXM ´BXk2

F. This enables us to choose the threshold ε via simple grid search based
on some metric such as cross-validation (CV) technique or information criterion (IC),
independently of n and |M |. A detailed description of the computational procedure we
propose is presented in Section 2.3.

With our ε-admissibility notion of redundancy now defined, we are ready to build the
statistical framework that will facilitate its use in a model selection. The GFI approach
adopted by Williams et al. (2019a) remains an advantageous pathway for constructing
a posterior-like probability distribution over the class of candidate models; one that is
principled in the sense of Bernstein-von Mises asymptotics, but also avoids the problem of
prior choice/specification. In contrast to the univariate regression model (as in Williams
et al. 2019a), however, construction of the GF distribution in the MLR setting is not a
simple extension and is accompanied by unique challenges, especially so for dealing with
the arbitrary covariance matrix of the multivariate response vectors.

The difficulty in deriving and studying an expression for a GF distribution, for most
continuous data models, is that it requires deriving a complicated function of partial
derivatives with respect to the unknown model parameters. Interesting data models for
which the GF density can be expressed analytically (up to a normalizing constant), such
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as we will show for the MLR with arbitrary coefficient and covariance matrices, are
interesting in their own right for their contribution to the growing literature on GFI.
The necessary assumptions and materials for deriving/computing a GF distribution are
provided in Hannig et al. (2016). In the remainder of this section we provide the details
relevant to our methodology.

Given an index set, M , the unknown parameters in model (2.4) are BM and AM . As
in the GFI setup, re-express the data generating equation (2.4) as,

Y “ BMXM `AMU “: G
�

U, pBM ,AMq
�

, (2.6)

where U „ Matrix-Normalq;np0, Iq, Inq. As prescribed in Theorem 1 of Hannig et al.
(2016), the GF density of the parameters pBM ,AMq can be expressed as,

rpBM ,AM | Yq :“
f
�

Y, pBM ,AMq
�

J
�

Y, pBM ,AMq
�

‡

f
�

Y, prBM , rAMq
�

J
�

Y, prBM , rAMq
�

dprBM , rAMq
,

where f is the matrix normal likelihood function, and the Jacobian term,

JpY, θq :“ D

�

d

dθ
GpU, θq

�

�

�

U�G�1pY;�q




,

where DpCq “
?

det CJC for a matrix argument C. With θ “ prBM , rAMq, and after
some routine matrix calculations the Jacobian term reduces to,

J
�

Y, pBM ,AMq
�

“
�

det AMAJ
M

��q{2 �
det XMXJ

M

�q{2
�

det p�M

	q{2

.

Accordingly, restricting M to the class of ε-admissible models yields the GF density,

r�pBM ,AM | Yq9
e�

1
2

trrRMV�1
M s

pdet VMq
pn�qq{2

�

det XMXJ
M

�q{2
�

det p�M

	q{2

h� pBMq ,

where RM :“ pY ´BMXMq pY ´BMXMq
J. Note the dependence of r�p¨ | Yq on the

choice of ε. Further, r�p¨ | Yq should not be confused with the notation for a conditional
probability density function, but should be understood to reflect the fact that the GF
distribution is a function of the observed data Y.

Moving along, analogous to a Bayesian model selection approach, we construct a
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probability distribution over all ε-admissible index sets as the marginal distribution,

r�pM | Yq9

»

Rq�jMj

»

Rq�q
r�pBM ,AM | Yq dAM dBM

“
�

det XMXJ
M

�

q
2

�

det p�M

	
q
2

»

h� pBMq

»

e�
1
2

trrRMV�1
M s

pdet VMq
pn�qq{2

dAM dBM .

We simplify this expression as equation (2.7), stated next, and provide a detailed account
of the intermediate steps in the Supplementary Material.

r�pM | Yq9�q

�

n´ jM j
2




π
qjMj

2

�

det p�M

	�p
n�jMj�q

2 q
E rh� pBMqs , (2.7)

where the expectation is taken with respect to the density of matrix t-distribution, i.e.,

BM „ Tq;jM j

�

n´ jM j´ q ` 1, pBM , p�M ,
�

XMXJ
M

��1
	

. (2.8)

Note that the GF distribution of BM is concentrated around the least squared estimator,
pBM , defined previously.

Observe in (2.7) that for models with jM j ą n´q, the h-function is zero by definition,
and thus r�pM | Yq is trivially zero. This probability mass function has the interpretation
as the relative likelihood of the model M versus that of all other candidate models in the
class of ε-admissible models. It becomes clear from the expression (2.7) that r�pM | Yq

is largely driven by the inverse of the empirical error covariance matrix, and that the h-
function delivers a multiplicative effect on the probability. For a large redundant model,
M , we expect that the determinant of the empirical error covariance is small relative to
that of Mo, and so we leverage the choice of ε such that E rh� pBMqs controls the value
of r�pM | Yq. This insight is formalized in Section 2.4.

As we illustrate in the remainder of this paper, the GF mass function r�pM | Yq serves
as a vehicle for model selection and inference. In the next section we discuss the details
of the necessary computations, and provide an algorithm to generate samples from this
GF distribution.

2.3 Model estimation and computational techniques

In order to generate samples from r�pM | Yq we must be able to compute E rh� pBMqs.
Although the expectation is with respect to a matrix t-distribution, the complex expres-
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sion for h�pBMq makes the form of its expectation intractable, and so standard MCMC
techniques do not apply. This issue is typical of all the previously developed EAS im-
plementations. The MLR EAS analogue of the previous EAS approaches is to employ
a pseudo-marginal MCMC algorithm by estimating E rh� pBMqs with the average of a
large number of random samples from the GF distribution of BM (i.e., its matrix t-
distribution). We extend these algorithms to the MLR case and discuss them briefly,
here.

From Definition 2.2.1, evaluating h�pBMq can be formulated as the mixed integer
quadratic program (MIQP) with quadratic constraints,

vec pBminq “ arg min
b;z1;:::;zp

!1

2
bJQMb´ aJMb

)

,

subject to b P Rqp, zj P t0, 1u for j P t1, . . . , pu,

bJCjb ď MUz
2
j , and

p
‚

j�1

zj ď jM j´ 1,

where QM :“ pXXJ
q b p��1

M , aM :“
�

XXJ
M b

p��1
M

	

vec pBMq, Cj is a block diagonal
matrix with p blocks of qˆ q zero matrices, except Iq in the j-th block, and MU ą 0 is a
properly chosen constant. In particular, the quantity MU must be chosen large enough
so that MU ą maxj kpBminqjk2

2 (Bertsimas et al. 2016). Further, since Bmin is not a-
priori known, Bertsimas et al. (2016) provides a data-driven formula to specify MU in
the MIQP, which can be solved efficiently with any MIQP solver, such as CPLEX.

In approximating E rh� pBMqs by drawing, say N , random samples from the GF distri-
bution of BM , at each step of the pseudo-marginal MCMC algorithm we need to solve the
MIQP N times. Although a single MIQP is fast to solve, the complexity of the compu-
tation of E rh� pBMqs grows with N , and so further streamlining of the computations are
needed. First, observe that a solution, Bmin, to the MIQP is not always necessary to eval-
uate h�pBMq; rather h�pBMq “ 0 if there exists any B (satisfying the MIQP constraints)
such that 1

2
kp��1{2

M pBMXM ´BXqk2
F ă ε. If this ‘stopping’ condition is met prior to

obtaining Bmin, then the MIQP solver can be terminated early. Second, as an alterna-
tive to an explicit MIQP solver, a discrete first-order gradient-descent based algorithm
proposed in Bertsimas et al. (2016) can be implemented for a crude but super-efficient
computation of h� pBMq, when h� pBMq “ 0. This ‘projected gradient-descent’ algorithm
is advocated as a warm start to the MIQP in Bertsimas et al. (2016), and the pseudocode
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Input: Input a model with index set M , BM , the full design matrix X, p�M , a
pre-specified ε ą 0 and an initial solution Binit with number of columns
with non-zero norm less than jM j´ 1

Output: Value of h�pBMq

1 Calculate L “ λmaxpXXJqλ�1
minp

p�Mq and set Bcur “ Binit;
2 Calculate the objective function gpBcurq “

1
2
kp��1{2

M pBMXM ´BcurXqk2
F;

3 while diff ą threshold or gpBcurq ą ε do
4 Calculate B “ Bcur ´

1
L
p��1
M

�

BcurXXJ ´BMXMXJ
�

;
5 Obtain indices i1, i2, . . . , ijM j�1 such that

kBi1k ě kBi2k ¨ ¨ ¨ ě


BjM j1



 ¨ ¨ ¨ ě 

Bppq



 ;
6 Set Bj “ 0 for all j P t1, 2, . . . , pu z

 

i1, i2, . . . , ijM j�1

(

;
7 Calculate di� “ jgpBcurq ´ gpBqj;
8 Update Bcur “ B ;
9 end

10 return h�pBMq “ I pgpBcurq ą εq

Algorithm 2.3.1: Pseudocode for projected gradient descent to compute h�pBMq.

for our implementation of it is given in Algorithm 2.3.1. Note that the gradient of objec-
tive function in the optimization problem in Definition 2.2.1 is Lipschitz continuous with
Lipschitz constant L “ kp��1

M kkXXJk. For BM that are not ε-admissible, Algorithm 2.3.1
very quickly finds a solution to determine that h�pBMq is zero. As derived in the previous
section, the GF distribution of BM is centered around the least squared estimator, pBM ,
and so initializing Algorithm 2.3.1 at pBM with its column having minimum norm set to
zero, often yields h�pBMq “ 0 within a few iterations.

Now that we have a computationally efficient algorithm for computing the h�pBMq,
the remaining task is to demonstrate the mechanism for generating samples from the GF
distribution of M . Observe that the GF probability mass function r�pM | Yq can written
as the marginal law of,

r�pM,BM | Yq :“ �q

�

n´ jM j
2




π
qjMj

2

�

det p�M

	�p
n�jMj�q

2 q
h� pBMq , (2.9)

with respect to the location-scale matrix t-distribution specified in (2.8). Then the Grouped
Independence Metropolis Hastings (GIMH) algorithm by Andrieu et al. (2009) yields
samples (asymptotically) from r�pM | Yq by, for each step of the algorithm, proposing
index sets M and averaging the value of r�pM,BMpkq | Yq over N generated matrices
BMp1q, . . . ,BMpNq from the matrix t-distribution in (2.8).
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Input: Input a model with index set M at current step, a proposal probability
function qp�M |Mq, a sufficiently large number N and a pre-specified
ε ą 0

Output: A new model with index set M�

1 Calculate �M “

$

’

&

’

%

M Y ta new covariateu w.p 1{3

M z ta existing covariateu w.p 1{3

M z ta existing covariateu Y ta new covariateu w.p 1{3

;

2 Calculate LS estimator of pBM and p�M for the model M ;
3 Calculate LS estimator of pB

�M and p�
�M for the proposal model with �M ;

4 Generate BMpkq „ Tq;jM j

�

n´ pjM j` qq ` 1, pBM , , p�M ,
�

XMXJ
M

��1
	

, for

k “ 1, 2, . . . , N ;

5 Generate B
�Mpkq „ Tq;j�M j

�

n´ pj�M j` qq ` 1, pB
�M ,

p�
�M ,

�

X
�MXJ

�M

��1
	

, for

k “ 1, 2, . . . , N ;
6 Compute h�pBMpkqq and h�pB�Mpkqq using the MIQP or Algorithm 2.3.1 for all

k “ 1, 2, . . . , N ;
7 Calculate rNpMq :“ 1

N

°N
k�1 r� pM,BMpkq | Yq and

rNp�Mq :“ 1
N

°N
k�1 r�

�

�M,B
�Mpkq | Y

	

;

8 Accept M� “ �M as the new sample with probability

ρ
�

M,�M
	

:“ min

"

rN p�MqqpM |�Mq

rN pMqqp�M |Mq
, 1

*

;

Algorithm 2.3.2: Pseudocode for Grouped Independence Metropolis Hastings
algorithm to generate samples from r�pM | Yq.

The theoretical details for the applicability of pseudo-marginal MCMC for EAS com-
putations are provided in the supplementary material of Williams et al. (2019a). We
present the pseudocode for our implementation in Algorithm 2.3.2. An important re-
mark is that in contrast to the previous EAS articles, in our empirical investigations we
find that rather than generating matrices BMp1q, . . . ,BMpNq in approximating h�pBMq,
it suffices to take h�ppBMq as an approximation. This is likely partly due to our construc-
tion for the h function having a better scaling with ε than in earlier developments of EAS
approaches, and the fact that the distribution in (2.8) is centered at pBM . Regardless,
we demonstrate empirically in Section 2.5 that this approximation gives results that are
competitive with the state-of-the-art Bayesian and frequentist methods for the MLR,
both in terms of performance and computation time.
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2.4 Theoretical Results

The main objective of this section is to establish the consistency of our model selection
procedure, particularly in the high-dimensional setting (i.e., p " n) with the assumption
that the true model is sparse. We begin by stating and describing essential conditions
and necessary supporting results to show that r�pMo | Yq converges in probability to 1

as n Ñ 8. Our strong model selection consistency result is stated as Theorem 2.4.11.
Throughout this section we a-priori fix the following values. The constants c, C P p0,8q
that appear in our results are taken as special fixed values that depend only on the sub-
Gaussian norm of a centered multivariate Gaussian vector with covariance matrix V0

Mo
.

Let
�
λv and �λv be the minimum and maximum eigenvalues of the true covariance matrix,

V0
Mo

, respectively, and define the function κpxq :“ min tx,
?
xu. Denote by Pyp¨q be the

probability measure associated with the sampling distribution of the response Y, as in
(2.3), and denote by Pp¨q the probability measure associated with the GF distribution of
the parameters. Similarly, denote by Eyp¨q be the expectation with the sampling distri-
bution of the response Y, as in (2.3), and denote by Ep¨q the expectation with respect to
the GF distribution of the parameters.

Conditon 2.4.1 requires that the true covariance matrix of the response is positive-
definite and finite, which implies that none of the components of the multivariate response
are degenerate and they all have finite second moments. Since the dimension of the
multivariate response, q, is fixed, this assumption is rather routine.

Condition 2.4.1 (Non-singularity of true covariance). The dimension of the multivari-
ate response vector, q, is fixed, and 0 ă

�
λv ă �λv ă 8.

In our methods, it is important that V0
Mo

is positive-definite so that there exists a
positive-definite, consistent estimator of it, for example, p�Mo{pn´ jMojq. This estimator
plays an essential role in our definition of the h function (among other roles). In particular,
Condition 2.4.1 makes it possible that, for large n, the minimum eigenvalue of p�M{pn´

jM jq is bounded away from 0 with high probability, for an important class of models.
This fact is established in Lemma 2.4.2, presented next.

Lemma 2.4.2. Assume the data generating model (2.3), and that Condition 2.4.1 holds.
Then for any fixed α1, α2 ą 0 with 0 ă α1 ` α2 ď 1, and for any M Ď t1, 2, . . . , pu

satisfying n ą jM j` qmax tpC{κpα2
�
λvqq

2, 1u,

Py
�

λmin

�

p�M{pn´ jM jq
�

ě p1´ α1 ´ α2q
�
λv

	

ą 1´ V0;npM,α1, α2q,
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where,

V0;npM,α1, α2q :“ 2e
�c

!

�p�2
�
�vq
?
n�jM j�C?q

)2

`
4
a

λmax p�Mq
a

�λv
?

2πα1
�
λvpn´ jM jq

exp

�

´
α2

1�
λ2
vpn´ jM jq2

8 λmax p�Mq
�λv




Ip�M ‰ 0q,

and �M :“ B0
Mo

XMopIn ´HMqX
J
Mo

B0J
Mo

.

Observe that the matrix �M plays an important role in approximating the probability
on the right side of the inequality. In the special case that �M “ 0, a tighter probability
bound is established with V0;npM,α1, α2q :“ 2 exp

�

´ c
 

κpα2
�
λvq

a

n´ jM j´C?q
(2�. In

particular, this applies for the true model Mo, as well as all index sets M with M ĚMo.
For the lower bound on the minimum eigenvalue in Lemma 2.4.2 to hold with high

probability, it is required that V0;n Ñ 0 as n Ñ 8. This is a fundamental necessary
condition for proving that r�pM | Yq will concentrate probability mass 1 on Mo, in
probability, and is ensured if and only if λmax p�Mq “ opn2q. To better understand the
behavior of �M , consider two special cases presented next, which in some sense represent
the ‘largest’ values of �M .

Example 1 (Orthogonal design). Suppose that XMo has orthogonal rows with the first
row being an intercept (i.e., a vector of ones). Then XMoX

J
Mo
“ diagpn, d2;n, . . . , djMoj;nq

where dj;n is the squared euclidean norm of the j-th row of XMo , for j P t2, . . . , jMoju.
Next, let M Ă Mo contain only the index of the intercept row (i.e., XM “ 1Jn ). In
this case, �M “

°jMoj
j�2 dj;nB

0
Mo;j

B0J
Mo;j

, where B0
Mo;j

denotes the j-th column of B0
Mo

for
j P t1, . . . , jMoju, and so,

λmaxp�Mq “ sup
}v}�1

vJ
�

jMoj
‚

j�2

dj;nB
0
Mo;jB

0J
Mo;j

	

v ď


B0

Mo



2
¨max

j
tdj;nu.

Thus, under a standard ‘restricted eigenvalues’ assumption (e.g., Bickel et al. 2009) on
XMoX

J
Mo

(see Condition 2.4.4 below), if B0
Mo

is sufficiently sparse (see Condition 2.4.3
below), then λmax p�Mq “ opn2q. �

Example 2 (M orthogonal to Mo). Suppose that M Ď t1, . . . , pu is such that XMoX
J
M is

the |Mo| ˆ |M | zero matrix. Then, XMopIn ´HMq “ XMo , and so,

λmaxp�Mq “ sup
}v}�1

vJB0
Mo

XMoX
J
Mo

B0J
Mo

v ď


B0

Mo



2
¨
�

�XMo

�

�

2
,
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which requires a similar restricted eigenvalues condition and sparsity assumption as in
the previous example to ensure λmax p�Mq “ opn2q. �

As motivated by these examples, the next two conditions are critical to guarantee
that V0;n Ñ 0 as n Ñ 8 in Lemma 2.4.2. Moreover, these conditions are also necessary
for other supporting results needed to establish model selection consistency, presented
later.

Condition 2.4.3 specifies a measure of sparsity in the true model, relative to the
number of candidate predictors to choose from. Under a typical sparsity assumption
where



B0
Mo



2
! n, it follows that the number of predictors are allowed to grow at sub-

exponential rate with the sample size, n, ensuring that our method is suitable to perform
in the high-dimensional setting. Model selection consistency with this size of p relative
to n is on par with the state-of-the-art results in the literature (Bai and Ghosh 2018a).

Condition 2.4.3 (Sparsity and maximum number of predictors). For some fixed α P

p0, 1q, the true regression coefficient matrix satisfies


B0

Mo



2
log p “ opn1��q.

In order to establish strong model selection consistency it is necessary, however, to
impose a certain restriction on the sample space of 2p candidate models. If jM j is on
the order of n, then the row space of XM might span Rn leading to a rank deficient
empirical error covariance matrix, p�M . Accordingly, r�pM | Yq from equation (2.7) will
be undefined in this case. Since we assume that the data arise from the non-degenerate
statistical model (2.3), we must exclude index sets M with n� ă jM j ă n ´ q for some
fixed α P p0, 1q. Recall that the h-function assigns value 0 to M with jM j ě n ´ q, and
that q is small and fixed. Throughout the remainder of this section, we assume α P p0, 1q
to be some a-priori fixed value with |Mo| ď n�, and with appeal to Condition 2.4.3 there
certainly exists a meaningful such α. It will be observed in the coming results that the
fraction α can be interpreted as a tuning parameter that balances the maximum model
size to be considered versus the rate of convergence of the EAS procedure.

Moving along, Condition 2.4.4 ensures that the design matrix for the true model
has full row rank, and that its minimum and maximum squared singular values, as a
proportion of the sample size, are finite and bounded away from 0. This type of restricted
eigenvalues condition is routinely needed in the variable selection literature (Chen and
Huang 2012; Lahiri 2021).

Condition 2.4.4 (Restricted eigenvalues). There exists constants c� and c� such that,

0 ă c� ď λmin

�

XMoX
J
Mo
{n
�

ă λmax

�

XMoX
J
Mo
{n
�

ď c� ă 8, @n P N.
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Thus, bounding the maximum eigenvalue of the idempotent matrixI n � H M by 1,

Condition 2.4.4 gives,

� maxp� M q ¤ n� maxpX M o X J
M o

{nq� maxpB 0
M o

B 0J
M o

q ¤ nc�



 B 0

M o




 2

;

so that, by Condition 2.4.3,V0;n Ñ 0 asn Ñ 8 in Lemma 2.4.2. This result is summarized

in Corollary 2.4.5, stated next.

Corollary 2.4.5. Assume that the conditions of Lemma 2.4.2 are satis�ed, and further

assume Conditions 2.4.3 and 2.4.4. Then theV0;npM; � 1; � 2q in Lemma 2.4.2 can be

replaced by,

rV0;npM; � 1; � 2q:� 2e� c
!

� p� 2
�
� v q

?
n� jM j� C

?
q
) 2

�
2




 B 0

M o






a
c� �� v

?
�� 1�

� v

a
n � jM j

exp

�

�
� 2

1�
� 2

vpn � jM jq

16c�



 B 0

M o




 2 �� v

�

Ip� M � 0q:

Next, in order to the show that r � pM o | Y q Ñ 1 in probability, we must show that

r � pM | Y q{r � pM o | Y q Ñ 0 in probability, at a rate vanishing faster than 2� n �
uniformly

for every modelM � M o with jM j ¤ n� . Recall that the probability mass function

r � pM | Y q, in equation (2.7), is proportional to a polynomial of the inverse of the de-

terminant of the empirical error covariance matrix. That being so, we must bound the

ratio of determinant, as in Theorem 2.4.6. This ratio is analogous to the ratio of sum of

squared residuals (RSS) that commonly appears in univariate model selection problems,

though, the multivariate situation is much more complicated requiring delicate handling

of minimum eigenvalues close to zero. That being so, this result is interesting in its own

right for the (high-dimensional) MLR literature.

For for any model M with |M | ¤ n� , it is understood that the determinant of p� M o

as a proportion of that of p� M will behave di�erently depending on whetherM ˆ M o or

M † M o. In the �rst case, whenM ˆ M o, the ratio will be strictly less than 1 sinceM is

missing at least one oracle predictor. Conversely, the extreme scenario in the other case

is that M • M o, in which case the ratio exceeds 1, but by some bound that converges to

1 asn tends to in�nity.

Theorem 2.4.6. Assume Conditions 2.4.1, 2.4.3, and 2.4.4. Then for su�ciently large

n, the following approximations hold.
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Case 1: This case pertains to the modelsM ˆ M o.

Py

�

�
£

M :M ˆ M o

$
&

%
Y :

�
det p� M o

det p� M

� n � j M j � q
2

¤ e� qn� logjM o j

,
.

-

�


 ¥ 1 � V1;n ;

where,

V1;n :� jM oj qexp
�

�
� n; jM o jn� logjM oj

�
� v

2�� v
� 0:09pn � jM ojq � jM oj logpjM ojq




� 2 jM oj exp
�

� c
!

� p
�
� v{4q

a
n � jM oj � C

?
q
) 2

� jM oj logjM oj



�
8 jM oj




 B 0

M o






a
c� �� v

?
�� 1�

� v

a
n � jM oj

exp

�

�
p
�
� v{16q2pn � jM ojq

c�



 B 0

M o




 2 �� v

� jM oj logjM oj

�

;

with � n; jM j :� 1 � 2n � logjM o j
n� jM j� q such that� n; jM j P p0; 1q for large n.

Case 2: This case pertains to the modelsM † M o such that jM j ¤ n� .

Py

�

�
�
�

£

M :M † M o
jM j¤ n �

$
&

%
Y :

�
det p� M o

det p� M

� n � j M j � q
2

¤ eqpn � logpn� jM o jq� jM j log pq

,
.

-

�

�
�

 ¥ 1 � V2;n ;

where,

V2;n :� 2qexp
�

�
n�

2
logpn � jM ojq �

pjM oj � 1q
2

logp� n;n � q



;

and � n; jM j :� 1 � 2pn � logpn� jM o jq� jM j log pq
n� jM j� q .

Observe that both quantitiesV1;n and V2;n vanish exponentially fast for largen, by

Condition 2.4.3. There are two key facts that we learn from Theorem 2.4.6. The �rst is

that the ratio of the determinants, of the empirical error covariances raised to the power

on the order ofn, will drive r � pM | Y q{r � pM o | Y q to 0 for M ˆ M o (i.e., Case 1). The

second fact is that the ratio of the determinants, of the empirical error covariances raised

to the power on the order ofn, will perhaps grow at a sub-exponential rate for large

n, for M † M o such that jM j ¤ n� (i.e., Case 2). As such, the role of theh function

is necessary to control the explosive nature of these ratios for models with redundant

predictors. The following two theorems establish that theEph� pB M qqand Eph� pB M o qq

terms are adept at accomplishing this task. Necessary conditions on the choice of� are
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stated in the order that they are needed.

Condition 2.4.7 (� -admissibility). The size of the true modeljM oj is less thann� .

Moreover, for largen, the true modelM o satis�es,

1
36qpn � jM ojq







�
V 0

M o

� � 1{2
�

B 0
M o

X M o � rB min X
	 







2

F
¡ �;

where rB min is the solution to the optimization problem,

rB min :� arg min
B PRq� p







�
V 0

M o

� � 1{2 �
B 0

M o
X M o � BX

� 






2

F
;

subject tojt j : kB j k � 0uj ¤ jM oj � 1.

Condition 2.4.7 provides an upper bound for the choice of� , necessary for the iden-

ti�ability of the true model and coe�cients, as in De�nition 2.2.1 of the h function.

Based on Condition 2.4.4 the quantity on the left side is bounded by a constant factor

as n Ñ 8 , and it re-scales for the covariance matrixV 0
M o

of the response. Notice that

given a speci�ed� , the smaller the norm of the regression coe�cient matrixB 0
M o

, the

more di�cult it becomes to identify the true model as � -admissibile. It is in this sense

that � -admissibility de�nes redundancy both in the sense of correlated predictors and

in the sense of predictors with weak signal (after scaling for the response covariance).

This is related to the `beta-min' condition commonly discussed in the variable selection

literature for LASSO (Section 7.4 of Bühlmann and Van De Geer 2011).

Recall that Condition 2.4.3 is a sparsity condition imposed on the size of



 B 0

M o




 ,

rather than directly on the size of|M o|. As such, Condition 2.4.3 allows for increasing

|M o| so long as the components ofB 0
M o

are diminishing in magnitude, but not necessarily

zero. However, Condition 2.4.7 rules out the identi�ability ofB 0
M o

in that case. Thus, the

combined implications of Conditions 2.4.7 and 2.4.3 for identi�ability of the true model,

is a dense coe�cient matrix B 0
M o

and an upper bound on the size of|M o|.

With the addition of Condition 2.4.7, Theorem 2.4.8 ensures that the oracle model

is � -admissible. In our proof strategy, this theorem provides a necessary, non-asymptotic

probabilistic guarantee thatE ph� pB M o qqin the denominator ofr � pM | Y q{r � pM o | Y q is

bounded away from zero, so long as� is not too large.

Theorem 2.4.8. Assume Conditions 2.4.1, 2.4.4. Then, for every� ¡ 0 satisfying
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Condition 2.4.7,

Py
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a
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	 2

*

� expp� 0:15qpn � jM ojqq:

Lastly, to justify that r � pM | Y q{r � pM o | Y q Ñ 0 for all redundant models, it remains

to establish that E ph� pB M qqvanishes rapidly for all modelsM † M o with |M | ¤ n�

(recall the cases in Theorem 2.4.6). This brings us to the �nal major supporting result,

Theorem 2.4.10, for establishing strong model selection consistency. However, in contrast

to the the upper bound condition on� in Condion 2.4.7, a lower bound condition on� is

necessary to ensure thath� pB M qassigns negligible probability mass to redundant models

via r � pM | Y q.

Condition 2.4.9 (Redundancy). For any model M with M † M o with jM j ¤ n� , for

large n,
9

�
� v pn � jM jq




 B 0

M o
X M o

�
H M � H M p� 1q

� 


 2

F
  �;

where H M p� 1q :� H M zt j � u is the projection matrix for the size that is constructed after

omitting the predictor j � from the modelM that minimizes

j � � arg min
j PM




 B 0

M o
X M o

�
H M � H M zt j u

� 


 2

F
:

Condition 2.4.9 is necessary for showing thatEph� pB M qq Ñ 0 in probability for all

redundant models, and further characterizes the non-� -admissible notion of redundancy.

The quantity on the left side of the condition is the mean di�erence in the prediction

between modelsM and M ztj � u. Condition 2.4.9 implies that modelsM with M † M o

are redundant in the sense that they contain at least one predictor whose omission will

not change the mean predicted response by more than� , as measured by the properly

scaled squared Frobenius norm.

Condition 2.4.7 coupled with Condition 2.4.9 provides the crucial interval for the
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choice of� within which the oracle model is identi�able and the EAS procedure achieves

strong model selection consistency. Notably, due to the appropriate scaling of quantities

in the h function, this interval neither depends on the sample sizen nor the size of the

model M .

Theorem 2.4.10. Assume Conditions 2.4.1, 2.4.3, and 2.4.4. Then, for su�ciently large
n, and for every� ¡ 0 satisfying Condition 2.4.9,

Py

�

�
�
�

£

M † M o
jM j¤ n �

"
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Theorem 2.4.10 is a non-asymptotic concentration bound forE ph� pB M qqthat applies

uniformly over all modelM † M o. This is the critical theoretical aspect of theh function

that addresses the explosive nature of the ratios of the determinants, of the empirical

error covariances raised to the power on the order ofn, uniformly over all modelsM † M o

such that jM j ¤ n� , as exhibited in Case 2 of Theorem 2.4.6.

To this point in the article, su�cient analysis has be constructed to argue thepairwise

model selection consistency result thatr � pM | Y q{r � pM o | Y q Ñ 0 in probability for any

M � | M o| with jM j ¤ n� . For the case whenp is �xed, this also implies strong model

selection consistency. In the case whenp Ñ 8 and particularly for p " n, however,

further justi�cation is required because the number of candidate models to consider is2n �
.

Theorems 2.4.8 and 2.4.10 are able to manage this exponential-sized class of candidate

model with the essential attribute that they provide concentration inequalities of tails

that are uniform and vanish exponentially fast inn. This fact is stated as our main result,

Theorem 2.4.11.

Theorem 2.4.11. Assume the data generating model (2.3), and suppose that Conditions

2.4.1, 2.4.3 and 2.4.4 are satis�ed. Then for every� ¡ 0 satisfying Conditions 2.4.7
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and 2.4.9,
r � pM o|Y q

°
M :jM j¤ n � r � pM |Y q

PyÝÑ 1;

as n Ñ 8 or n; p Ñ 8 .

The proof of Theorem 2.4.11 is presented in the Appendix, and the proofs of all

other results are organized in the Supplementary Material. Note that Theorem 2.4.11 is

the only non-asymptotic result in our theoretical developments, and so as long as the

conditions are satis�ed, it is expected that it is reasonably illustrative of the performance

of our constructed EAS procedure on observed data. We provide evidence substantiate

this claim in �nite sample numerical studies presented next in Section 2.5.

2.5 Numerical Results

In this section we demonstrate the performance of our EAS method in comparison to

the state-of-the-art variable selection procedures for MLR. Very recently Bai and Ghosh

(2018a) developed the MBSP method that is equipped to perform variable selection for

MLR. They demonstrate a distinctly superior performance of MBSP over all the exist-

ing methods, especially in a high-dimensional setting. To make standard the comparison

between the MBSP and EAS approaches, we mimic the exact same synthetic data sim-

ulation study design constructed in Bai and Ghosh (2018a).

The simulation design can be broadly categorized into three parts,low dimensional

(LD) (n ¡ p), high dimensional (HD) pp ¡ nq and ultra high dimensional (UHD)

(p " n). Two sub-categories are considered within each of these categories, to analyze

performance for varying sizes of the true model,jM oj, versus the total number of pre-

dictors, p. Within each category the dimension of the multivariate response,q, is also

varied to study the e�ect of q on the model selection performance. In total, there are six

experiments, summarized in Table 2.1.

For each of the six simulation designs, we generate synthetic data by the following

mechanism: Then columns of the design matrixX are sampled from a multivariate

normal distribution with mean zero and covariance matrix� , that has an ARp1qstructure

with correlation coe�cient 0:5 (i.e., � ij � 0:5j i � j j , for i; j P t1; : : : ; pu). The true model

M o is constructed by randomly selectingjM oj elements fromt 1; : : : ; pu. Once the true

modelM 0 is constructed, each component of theq� jM oj true regression coe�cient matrix

B 0
M o

is set as a value generated from the random variableU � IpU ¡ � 0:5q, with U �
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Table 2.1: n is the sample size,p is the number of predictors,q is the dimension of multivariate
response vectors, andjM oj is the size of the true model.

Dimension Sparsity n p q jM oj

LD pn ¡ pq
Sparse 60 30 3 5
Dense 80 60 6 40

HD pp ¡ nq
Sparse 50 200 5 20
Dense 60 100 6 40

UHD pp " nq
Ultra-sparse 100 500 3 10
Sparse 150 1000 4 50

Uniformp� 5; 4q, so that the values always lie withinr� 5; � 0:5sYr0:5; 5s. The multivariate

response vectorsY 1; : : : ;Y n are independently generated from a multivariate normal

distribution with mean B M o X M o and covarianceV 0
M o

, where the covariance matrixV 0
M o

also has an ARp1q structure with V 0
M o ;ij � � 20:5j i � j j for i; j P t1; : : : ; qu and � 2 � 2.

Table 2.2: Performance of EAS compared other methods over1000replications

Method MSPE FDR FNR MP PpM o | Y q PCM

LD pn ¡ pq, sparse :n � 60; p � 30; q � 3; jM oj � 5

BIC 2.17 0.0096 0 0.0007 0.952 0.952

CV 2.17 0.0148 0 0.0014 0.951 0.951

MBGLSS 2.17 0.0042 0 0.0003 0.903 0.976

MBSP 2.28 0.0194 0 0.0013 N/A 0.891

MLASSO 2.47 0.6683 0 0.1245 N/A 0

MSGLASSO 2.65 0.4393 0 0.0553 N/A 0.032

SPLS 6.66 0.1419 0.023 0.0178 N/A 0.175

SRRR 2.17 0.0113 0 0.0008 N/A 0.939

LD pn ¡ pq, dense :n � 80; p � 60; q � 6; jM oj � 40

BIC 4.14 0.0129 0 0.0021 0.9309 0.932

CV 4.12 0 0.0004 0 0.997 0.997

MBGLSS 4.10 0.0007 0 0.0001 0.9383 0.972

MBSP 4.25 0.0028 0 0.0003 N/A 0.897

MLASSO 5.94 0.331 0 0.055 N/A 0

MSGLASSO 6.23 0.3118 0 0.0505 N/A 0

SPLS 145.08 0.2738 0.2291 0.0467 N/A 0
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Table 2.2 (continued)

SRRR 4.14 0.0033 0 0.0004 N/A 0.886

HD pp ¡ nq, sparse :n � 50; p � 200; q � 5; jM oj � 20

BIC 3.40 0.0351 0.0002 0.0015 0.8798 0.882

CV 3.36 0.0075 0.0005 0.0004 0.9509 0.951

MBGLSS 52.29 0.5503 0.0076 0.0561 0.2029 0.232

MBSP 4.43 0.0124 0 0.0003 N/A 0.778

MLASSO 15.85 0.7818 0.0001 0.0721 N/A 0

MSGLASSO 21.10 0.737 0.0049 0.0568 N/A 0

SPLS 112.05 0.5214 0.0401 0.0307 N/A 0

SRRR 15.54 0.7448 0.0016 0.0582 N/A 0

HD pp ¡ nq, dense :n � 60; p � 100; q � 6; jM oj � 40

BIC 6.91 0.0589 0.0135 0.0065 0.6673 0.669

CV 6.45 0.0203 0.0089 0.0026 0.8599 0.858

MBGLSS 6.31 0.0026 0.0002 0.0002 0.7697 0.936

MBSP 9.78 0.0297 0.0002 0.0021 N/A 0.339

MLASSO 34.86 0.5281 0.0006 0.0748 N/A 0

MSGLASSO 32.95 0.5265 0.001 0.0748 N/A 0

SPLS 197.30 0.4721 0.1437 0.0659 N/A 0

SRRR 22.03 0.474 0.0031 0.0603 N/A 0

UHD pp " nq, ultra-sparse :n � 100; p � 500; q � 3; jM oj � 10

BIC 2.23 0.0143 0 0.0004 0.9609 0.9609

CV 3.98 0.6135 0 0.0222 0.2116 0.2116

MBGLSS 2.23 0.0032 0 0.0001 0.7691 0.9729

MBSP 2.86 0.0666 0 0.0005 N/A 0.5366

MLASSO 3.09 0.841 0 0.0396 N/A 0

MSGLASSO 16.71 0.7683 0.0013 0.0228 N/A 0

SPLS 27.54 0.2405 0.0055 0.0039 N/A 0.001

SRRR 5.91 0.9363 0 0.0981 N/A 0

UHD pp " nq, sparse :n � 150; p � 1000; q � 4; jM oj � 50

BIC 3.00 0 0 0 0.9944 0.995

CV 3.00 0.0013 0 0.0001 0.9913 0.991

MBGLSS 354.19 0.932 0.0175 0.1532 0 0

MBSP 3.46 0.0026 0 0 N/A 0.871
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Table 2.2 (continued)

MLASSO 19.00 0.8143 0 0.055 N/A 0

MSGLASSO 90.39 0.7995 0.0081 0.0455 N/A 0

SPLS 306.63 0.5796 0.0221 0.0193 N/A 0

SRRR 34.99 0.8052 0.0006 0.0514 N/A 0

The EAS procedure is implemented by computing Algorithm 2.3.2 described in Sec-

tion 2.3 to draw MCMC samples from the space of all2p candidate models. Observe that

Algorithm 2.3.2 is developed to work for a �xed� . We propose two methods for selecting

the tuning parameter � ; (i) 10-fold CV and (ii) via BIC by searching over a pre-speci�ed

grid of � values. For both the CV and BIC routines, we take a uniform grid of 24 possible

values for� , from 0.05 to 10 in all six experiments. In the CV procedure, for each of the

10 folds we implement our EAS method on the training set by running the MCMC500

steps, discarding the �rst200steps, and evaluating the performance on the validation set,

as follows. The initial estimates from the multivariate LASSO (MLasso) (Friedman et al.

2010) serves as the weights for proposing/removing predictors in the MCMC algorithm.

The expectation of h� pB M q for any model M is approximated by evaluating theh at

the least square estimatorpB M , which makes the computation very fast compared to the

previous version of EAS procedures. The MAP estimated model from the MCMC sample

is taken as a point estimator to compute the mean squared prediction error (MSPE) on

the validation set. The optimal � is chosen as the one that minimizes the average of the

MSPE over the 10 folds. Finally, we re-run Algorithm 2.3.2 on the entire dataset using

the optimal selected� for 10,000 MCMC steps and discard the �rst 5,000.

For the BIC procedure, the computational cost is much less. In this case, for every� in

the grid, we run Algorithm 2.3.2 for 5,000 steps, discard the initial 2,000 in obtaining the

MAP estimated model, and compute the BIC for the MAP model. The� corresponding

to the minimum BIC value is selected as optimal. The advantage of using BIC is that we

do not need to run the algorithm again for the optimally chosen� , we can simply use the

MCMC chain from the initial runs as our estimated sample for the chosen� .

We compare the performance of our method with (1) theMBSPapproach as imple-

mented in the R package MBSP (Bai and Ghosh 2018b); (2) theMBGL-SSmethod as

implemented in the R package MBSGS (Liquet and Sutton 2017) with the natural group-

ing (i.e., each predictor represents one group); (3) theSRRRmethod as implemented in

the R package rrpack (Chen 2019), with pre-speci�ed rankq and adaptive group LASSO
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penalty; (4) the SPLSapproach as implemented in the R package spls (Chung et al. 2019),

with the thresholding parameter� selected by cross-validation, and the number of hidden

components is set asq; (5) the MSGLassomethod as implemented via R package MS-

GLasso (Li et al. 2016b) with each predictor representing its own group; (6) theMLasso

method as implemented via the glmnet package (Friedman et al. 2010) that penalizes

the norm of each of the columns of the coe�cient matrix. The objective function for

MLassois speci�ed in Section 4 of Liquet et al. 2017. We also wanted to compare with

the MRCEmethod that was originally implemented in the R package MRCE (Rothman

2017), but the package is now removed from CRAN. Lastly, we could not implement the

mSSL(Deshpande et al. 2019) method because it is not yet available in CRAN and the

github version requires a speci�c older version of Rcpp that is no longer supported.

For the frequentist procedures, the estimated model is de�ned to be the non-zero

columns of the estimated coe�cient matrix. For MBGL-SSthe median thresholding esti-

mator is used, and forMBSPthe coe�cients selected in the estimated model are those for

which the 95% credible interval does not contain0. For our EAS method we take the

least square estimator of the MAP model as the point estimator forB 0
M o

.

The metrics we use to evaluate the performance of the various methods, over 1,000

synthetic data sets for each of the 6 experiments, are the following. We report median

MSPE on an out-of-sample test set, sayY new , that is of the same size asY . We also report

the average false discovery rate (FDR), the average false negative rate (FNR), average

mis-classi�cation probability (MP), and average proportion of correct model selection

(PCM). The results are displayed in Table 2.2. The results are a bit less noisy than those

reported in the simulation study in Bai and Ghosh (2018a) because they only generated

100synthetic datasets, and they didnot report the out-of-sample prediction performance.

The explicit formulas for computing the metrics are, MSE:� kY � pY k2
F{nq, MSPE :�

kY new � pY newk2
F{nq, FDR :� FPpFP � TPq, FNR :� FNpFN � TNq, and MP :� p FP �

FNq{pq, where TP, FP, TN, and FN are, respectively, the number of true positives,

false positives, true negatives, and false negatives. Moreover, we also present the average

estimated posterior probability of the true model, denotedPpM o | Y q, for the Bayesian

procedure and average �ducial probability,r � pM o | Y q, for the EAS procedure. Note that

neither r � pM o | Y q nor PpM o | Y q can be calculated for the frequentist methods, or the

MAP or credible region based Bayesian methods, likeMBSP.

In the genericn ¡ p case for both sparsity levels of the true model, irrespective of

whether � is chosen based on BIC or CV, our method performs on par with all other

methods in terms of predictive performance, except SPLS which tends to exhibit inferior
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level of accuracy. In terms of variable selection performance, our method chooses the

correct model with a high probability and very low FDR and FNR, similar to the Bayesian

methodsMBGLSS, MBSPand frequentist methodSRRR. Other frequentist procedures tend

to exhibit a lot of false positives. Our method does an excellent job in assigning a very

high (GF) probability to the true model. Moreover, it is an advantage of our method, and

MBGLSS, that they provide a probabilistic assessment of the competing modelsM so that

inference can be made on how much better, say the MAP estimated model is from the

second best model and so on. For instance, if there are many models that are assigned

similar probabilities, then the practitioner is warned not to over-interpret inference based

on a single model.

In the p ¡ n and p " n scenarios, our EAS method does ful�ll the expectations

consistent with the strong model selection consistency property. This is demonstrated by

the fact that the EAS procedure, either using the BIC or CV tuning selection procedures,

outperformsMBSPin terms of both the prediction performance and the average proportion

of correct model selections. It also assigns a very high GF probability to the true model,

which, again is consistent with our strong model selection consistency theoretical result.

The selection performance of the frequentist procedures seem to degrade rapidly when

one moves from small to largep. They tend to select a lot of false signals in the estimated

model. An interesting remark in support ofMBGLSSis that it seems to perform on par

with the EAS procedure and outperformMBSPin some of the high-dimensional designs

considered, arguably when eitherp is not so much larger thann or when the true model is

ultra-sparse. This contradicts the numerical results presented in Bai and Ghosh (2018a)

whereMBGLSSis shown to perform poorly in all of the high-dimensional scenarios. In the

p " n and the ultra-sparse, when the optimal� is chosen by CV, it seems to commit

a lot of false discoveries. This might be attributed to the lack of identi�ability of the

true model in some of the folds, thus choosing an� that it is relatively smaller than the

optimal one. However, choosing the� through BIC seems to mitigate these computational

bottlenecks observed with the CV procedure.

2.6 Concluding remarks

The theoretical results presented in this article assume that the dimensionq of response

is �xed. However, we kept careful account of all instances ofq in all of the non-asymptotic

results presented, leaving an indication for the reader to understand the in�uence ofq
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in the consistency rates. An obvious extension of our work is to allowq to grow, and

in that case a careful account of the role ofq in the theory is critical to determine the

circumstances in which the EAS method remains a consistent model selection procedure.

A �eld where this extended theory could be applied is functional data analysis (FDA),

where the response is measured very densely for each subject and naturally the dimension

of the response grows. Although smoothness in the mean and the covariance function is

fundamental to the analysis of FDA, many FDA procedures simply rely on techniques that

are developed for multivariate response data. Thus, we view this article as a promising

�rst step on the pathway to a novel functional variable selection procedure.
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Chapter 3

PROFIT: Projection-based Test in

Longitudinal Functional Data

3.1 Introduction

Modern longitudinal studies from a variety of �elds include curves, images, or more gen-

erally, object-like variables measured repeatedly over time, for each individual of many.

For example in circadian rhythm studies, the daily physical activity is recorded every

minute of the day, for multiple days (not necessarily every day), for hundreds or thou-

sands of adults (Xiao et al. 2015); in longitudinal neuroimaging clinical studies often

one-dimensional pro�les summarizing the brain tissue health status at a hospital visit

are collected on patients observed at multiple visits (Yuan et al. 2014). In our di�usion

tensor imaging (DTI) study of multiple sclerosis (MS), brain images are taken at each

hospital visit of a patient, for patients viewed at many visits during the study duration.

An important scienti�c question in this framework is to formally asses whether the mean

curve or image remains constant over time. For the motivating DTI study, the brain's

health tissue, as imaged by DTI, is summarized by the fractional anisotropy (FA) along

corpus callosum (CCA) - the largest �ber bundle in the central nervous system, which is

known to be a�ected by MS. Investigating whether the mean FA along the CCA changes

over the studied time period has the potential to shed light about the MS progression

during this time frame.

Longitudinal functional data (LFD) is a second generation functional data structure

where a response pro�le (function) is observed over a compact interval, repeatedly, at

many times for each subject, inducing dependence between the functions. Owing to this
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Figure 3.1: Fractional anisotropy (FA) pro�le along the corpus callosum (CCA) of two MS
patients at the di�erent hospital visits over the duration of the study. The patients are observed
at six visits (left panel) and �ve visits (right panel) respectively. The visit times (in years) are
marked at the bottom for each patient with 0 indicating baseline visit.

hierarchical structure, there has been an increasing interest in modelling and analysis of

multilevel functional data, mostly focused on multi-way functional principal component

analysis (FPCA). See Sche�er et al. (2020), Lynch and Chen (2018), Chen et al. (2017),

Hasenstab et al. (2017), Park and Staicu (2015), Greven et al. (2011), Morris and Carroll

(2006) to name a few. In the context of DTI study, assume that we observen iid copies of

t t j ; Yj p�qumj � 1, wherem is the number of repeated visits,t1   : : :   tm are the times of the

visits in the set T , and for eachj , Yj p�qis one-dimensional �trajectory" corresponding to

time t j and observed at �ne grid of pointssj 1   : : :   sjR j in the set S. We assume that

Yj psq, s P tsj 1; : : : ; sjR j uare observations of a smooth square integrable stochastic process

X j p�q PL 2pSqmeasured at discrete time pointssj 1; : : : ; sjR j , possibly contaminated with

measurement error, and furthermoreX j p�qcorresponds to timet j . Denote by � p�; t j q �

ErX j p�qs, the mean of the latent pro�le at time t j , for t j PT .

Figure 3.1 shows one dimensional FA �trajectories� (pro�les) for two randomly selected

MS patients from the DTI study. We are interested to formally investigate whether

the mean response changes over time. In the case of the DTI study, any change in the

mean pro�le of the white matter tract during such a short time is equivalent to disease

progression. We want test the null hypothesis that the mean function� p�; tq is time

invariant, or

H0 : � ps; tq � � ps; t1q; for all s PS; and all t � t1 PT (3.1)
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versus the alternative

H1 : � ps; tq � � ps; t1q; for some sPS; and somet � t1 PT :

Hypothesis testing of the above kind has been discussed in non-parametric regression

in the context of �test for omitted variables�. See Chen and Fan (1999) Fan and Li

(2000), Hall et al. (2007), Delgado et al. (2014) and the reference therein. Most of the

methodologies inherently assume that the observations are independent and thus cannot

be imported to our situation, as they fail to account for the existing dependence in the

data; not accounting for data dependence yields to an in�ated size, and hence is an invalid

testing procedure.

Over the past twenty years, there has been an explosion of research on modelling and

inference for independent functional data. For correlated functional data, the interest

has been on modeling the complex dependence of the data and of the associations with

covariates (Baladandayuthapani et al. 2008; Di et al. 2009; Scheipl et al. 2015; Staicu

et al. 2020). Testing procedures for independent functional data focus on assessing the

signi�cance of a smooth functional e�ect (Shen and Faraway 2004; Zhang 2011), equality

of the mean function for two groups (Cuesta-Albertos and Febrero-Bande 2010; Horváth

and Rice 2015; Zhang et al. 2019a), equality of covariance functions (Paparoditis and

Sapatinas 2016; Guo et al. 2019), or equality in distribution (Pomann et al. 2016; Wynne

and Duncan 2020). These tests are either constructed by taking point-wise supremum of

the classical ANOVA based F-test or by considering aL2-norm based Global Pointwise

F (GPF) statistic that has a mixture of chi-square null distribution. For correlated func-

tional data, to the best of authors knowledge, testing for the time-varying mean function

has been only considered by Park et al. (2018), where the authors proposed anL2-norm

based distance between the estimated mean response under the null and the alternative

hypotheses, and used bootstrap to approximate the test's null distribution. The testing

procedure is thus computationally intensive, making it unfeasible to study its size and

power properties in large sample sizes. Developing a testing procedure for formally as-

sessing the time behavior of the mean function in this complex dependence setting that

is computationally feasible and has good testing properties is an important gap in the

literature.

In this paper we propose a novel statistical procedure for testing whether the mean

function varies over time in a longitudinally recorded functional data. The methodology

accounts for the data dependence both over the time of the repeated visits,t, and the grid
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points at which the data pro�les are observed,s. The idea is to represent the bivariate

mean function � ps; tq using a set of orthogonal basis functions alongs and coe�cient

functions that vary with t. Due to the orthogonality, when the data pro�les are projected

along each direction in part, thet-varying coe�cients corresponding to� ps; tq are equal

to the mean of the data-projections. This allows us to approximate the original null

hypothesis by a set of simpler null hypothesis about thet-varying coe�cients and leverage

the existing inferential methods available in longitudinal data literature to test each of

these simpler hypotheses.

We propose to use data-driven orthogonal basis functions obtained from the spectral

decomposition of the so called �marginal covariance� function. Constructing the marginal

covariance for longitudinal functional data (Chen and Müller 2012) has been discussed

previously by Park and Staicu (2015) and Chen et al. (2017). As a primary contribution

of the paper, we develop a projection-based test for the time invariance of mean function

and derive its asymptotic null distribution under mild conditions. The asymptotic null

distribution has a similar form to the restricted likelihood ratio statistic established by

Crainiceanu and Ruppert (2004). The proposed test maintains the type I error rate, has

an excellent power in �nite sample and is computationally e�cient.

One of the crucial steps in deriving the null distribution of the test is establishing an

uniform convergence rate of the estimated eigenfunctions of the marginal covariance. It

is well-known that this rate directly depends on the smoothing method applied for the

estimation of the covariance function. We derive an asymptotic uniform convergence rate

of the marginal covariance function and of the resulting eigenfunctions for longitudinal

functional data, under a general weighting scheme and sampling plan. Chen et al. (2017)

derived a Hilbert-Schmidt norm convergence of the covariance function when the response

data is observed densely in both arguments. When one sampling scheme is sparse -

as in the framework studied here - we observe that a parametric uniform rate for the

marginal covariance estimation cannot be achieved. In this situation, the convergence

rate of the marginal covariance function is dominated by the rate of the mean function

in longitudinally observed functional data.

The article is organized as follows. In section 3.2 we formulate the problem math-

ematically and introduce the model framework. The testing procedure along with the

theoretical results related to the asymptotic null distributions is described in section 3.3.

Simulation studies are presented in section 3.4 to demonstrate the �nite sample per-

formance of the test. Section 3.5 contains the application of our test on DTI study.

Assumptions related to the main theorems of the paper and an outline of the proof of the
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theoretical results are in Appendix. Detailed proofs of the theorems as well as additional

simulation results are provided in the supplementary material.

3.2 Problem formulation and model framework

3.2.1 Alternate formulation of the original hypothesis

Consider the space ofcontinuous functions over the bounded and closed domainS on

which we de�ne the usual inner product  f; g ¡�
³

S f psqgpsqds; by an abuse of notation,

denote it by L2pSq. Let t � kpsq: s PSuk¥ 1 be a set of orthonormal basis functions in

L2pSq, with
³

S � kpsq� k1psqds � 1pk � k1q for k; k1 ¥ 1. Any continuous function � ps; tq

can be represented uniquely as� ps; tq �
° 8

k� 1 � kptq� kpsq for all s P S, where � kptq �
³

S � ps; tq� kpsqds is the coe�cient function corresponding to� kpsqfor k ¥ 1. Hereafter we

use
³

f psqds to represent integration overS of some functionf . It follows that the function

� ps; tq satis�es the null hypothesis (3.1) if and only if the corresponding coe�cients

functions with respect to the basist � kpsq: s PSuk¥ 1, are constant. In other words, the

null hypothesis (3.1) can be equivalently written as

� kptq � � kpt1q @t � t1; with t; t 1 PT ; (3.2)

and for all k ¥ 1. By the same logic a function� ps; tq for which H1 is valid has the

respective basis coe�cients,� kptq, varying with t for somek ¥ 1.

This representation allows us to simplify the testing problem: the initial formulation

concerns testing that a bivariate function is a univariate function, while the representation

(3.2) implies testing a series of simpler hypotheses that a univariate function is constant.

Naturally, there are several challenges with this latter approach. The �rst issue is the type

of orthonormal basis used: pre-speci�ed or data-driven. The second issue is the number of

hypotheses to be tested. Irrespective of the answer to these questions, once an orthogonal

system is available, the simpler hypotheses are to be carried using the �projections� of

the original data pro�les on the respective directions� kpsq's. We discus this point next

and consider the two remaining challenges related to the basis in Section 3.3.
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3.2.2 Model framework

Let the i th datum be
�
t ij ; Yij psq: s P tsij 1; : : : ; sijR ij u

� m i

j � 1
, for i � 1; : : : ; n where Yij p�q

is a one-dimensional curve observed at thej th time visit, t ij , for j � 1; : : : ; mi . In real

world applications, the curvesYij p�qare observed on a �ne gridt sij 1; : : : ; sijR ij u for large

Rij ; equivalently, for everyi; j , the set t sijr : r � 1; : : : ; Rij u is dense inS. It is assumed

that mi is small for everyi , but t t ij : i � 1; : : : ; n; j � 1; : : : ; mi u is a dense set inT .

Furthermore, we assume thatS and T are closed and bounded intervals. Without loss

of generality assume thatsijr � sr for all r forms an equally spaced grid inS and use

the index s instead ofsr . To distinguish between the two types of sampling designs, we

refer to the functional design to be dense and call �s� the functional argument, and to

the longitudinal design to be sparse and call �t� the longitudinal argument. We denote

� ps; tij q � ErYij psqs, where � p�; �q is an unknown smooth intercept function de�ned on

S � T , and write

Yij psq � � ps; tij q � � i ps; tij q; (3.3)

where � i p�; t ij q is a zero-mean random deviation, with" i independent and identically

distributed (iid) over i . The residual process is meant to capture the variability of the data

over the functional arguments, over the repeated timet ij , as well as due to measurement

error. The proposed testing procedure makes weak assumptions in this regard.

Let � kpsq's be continuous orthogonal functions, as described in Section 3.2.1, and de-

note by Yk;ij :�
³

Yij psq� kpsqds the projected pro�le response onto this direction; in prac-

tice such projections can be calculated with high accuracy using numerical integration,

since the pro�les are observed over �ne grids. The model (3.3) implies the decomposition

of Yk;ij

Yk;ij � � kpt ij q � � ik pt ij q; (3.4)

where � kptq �
³

� ps; tq� kpsqds, with � kptq � ErYk;ij s and � ik pt ij q �
³

� i ps; tij q� kpsqds is

zero-mean residual that is dependent overj .

3.2.3 Testing framework under the projected model

For each basis function� kpsq, we approximate the corresponding projections of the

observed pro�les Yij p�q onto this directions using Riemann approximation asYk;ij �
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1
R

° R
r � 1 Yij psr q� kpsr q: Testing the null hypothesis (3.1) is equivalent to testing

H 1
0k : � kptq � Ck ; for some constantCk vs H 1

1k : � kptq � � kpt1q for somet � t1;

(3.5)

for all k ¥ 1. We choose a su�ciently large truncation K and reduce (3.1) to multiple

testing of K null hypotheses; to control the familywise error rate of the global testing

procedure we adjust the signi�cance level of each test using a Bonferroni correction. Fur-

thermore, the testing of each simpli�ed hypothesis is carried in the implied model (3.4) for

Yk;ij . Testing such null hypotheses in the context of dependent data has been previously

studied in the literature; we consider the likelihood ratio test whose null distribution was

�rst studied by Crainiceanu and Ruppert (2004) for independent data and later extended

to dependent data (Wiencierz et al. 2011; Staicu et al. 2014).

To begin, we represent the mean function� kptq using the mixed e�ects model repre-

sentation as in Ruppert et al. (2003). Speci�cally, consider the truncated power basis of

order p P t 1; 2; : : : u and knots � 1; : : : ; � Q, and write � kptq � � 0k � � 1k t � � � � � � pktp �
° Q

q� 1 bkqpt � � qq
p
� for k � 1; : : : ; K . Denote by � k � p � 0k ; � 1k ; : : : ; � pkqJ the vector of

the coe�cients corresponding to the polynomial basis and bybk � p bk1; : : : ; bkQqJ the

vector of spline coe�cients. As it is common in the literature we treat the coe�cients

of the polynomial terms as �xed but unknown parameters and the coe�cients of the

non-polynomial terms as random. Using the mixed model representation we can write

� kpt ij q � X T
ij � k � ZT

ij bk , whereX T
ij � p 1; t ij ; : : : ; tp

ij q, ZT
ij � pp t ij � � 1qp

� ; : : : ; pt ij � � Qqp
� q

and bkq's, are assumed to be iid with mean zero and variance� 2
b;k for k � 1; : : : ; K .

Let X i be themi � p p � 1q�xed design matrix obtained by row-stackingX T
ij and simi-

larly let Z i be themi � Q random design matrix obtained by row-stackingZT
ij . Denote by

N �
° n

i � 1 mi the total number of time points for all the subjects, byX �
�
X J

1 ; : : : ;X J
n

� J

the N � p p � 1q matrix of X i 's, and by Z �
�
ZJ

1 ; : : : ; ZJ
n

� J
the N � Q matrix of Z i 's.

Furthermore, let Y k �
�
Y J

k;1; : : : ;Y J
k;n

� J
with Y k;i � p Yk;i 1; : : : ; Yk;im i q

J be the vector of

the projected responses fori th subject, Yij p�qfor j � 1; : : : ; mi , onto the direction � kp�q.

The projected model (3.4) can be written in a mixed model representation as

Y k � X � k � Zb k � eik ; (3.6)

where the residual vectorek �
�
eJ

1k ; : : : ; eJ
nk

� J
is constructed in the same way, with

eik � p ei 1k ; : : : ; eim i kqJ and eijk � � ik pt ij qas in model (3.4). In this model framework, the
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null hypothesis for testing (3.5) can be alternatively represented as

H0k : � 1k � � � � � � pk � 0; � 2
b;k � 0; (3.7)

versus the alternativeH1k : � jk � 0 or somej P t1; : : : ; pu or � 2
b;k � 0.

Hypothesis testing problem of this kind has been already investigated in the literature

in the context of longitudinal and functional data under simple and complex correlation

structure. For testing one variance component in linear mixed model with trivial residual

dependence Crainiceanu and Ruppert (2004) derived both the likelihood ratio test (LRT)

and restricted likelihood based test (RLRT) statistic along with their asymptotic and

�nite sample null distributions; see also Crainiceanu et al. (2005), Greven and Crainiceanu

(2013).

The correlation structure of the error componenteik in the implied linear mixed model

(3.6) is non-trivial. Wiencierz et al. (2011) developed both LRT and RLRT testing proce-

dure when the error dependence structure is known up to some parameters. We consider

Staicu et al. (2014) who assume a completely unknown dependence structure and use

methods from functional data analysis to accommodate such dependence in a LRT-based

framework. Speci�cally, let � Y;ik be themi � mi covariance matrix of the erroreik , with the

pj; j 1qth element equal to Covpeijk ; eij 1kq � 
 kpt ij ; t ij 1q � � 2
e;k, where
 kp�; �q is an unknown

continuous covariance function and� 2
e;k ¡ 0. Due to the independence of the subjects

subject, Covpekq � � Y;k � diagp� Y;k1; : : : ; � Y;knq. Using a Gaussian working assump-

tion for ek and bk , twice of the log-likelihood function in given by2 logLp� k ; � k ; � 2
b;kq �

� logp|� Y;k � � 2
b;kZZ J |q � p Y k � X � kqJ p� Y;k � � 2

b;kZZ J q� 1pY k � X � kq.

The covariance matrix of the residual� Y;k is typically unknown and Staicu et al.

(2014) extended the LRT by replacing the true covariance by an appropriate estimator.

We estimate � Y;k by using bi-variate smoothing technique, e.g. kernel smoothing (Yao

et al. 2005) or penalized splines smoothing (Xiao et al. 2013). Letp� Y;k be an estimator

of the covariance matrix ofYk;ij 's. We pre-whiten the responseYk;ij by the inverse square

root of p� Y;k; repeat the procedure for the design matricesX and Z and let Y �
k � p� � 1{2

Y;k Y k ,

X �
k � p� � 1{2

Y;k X , and Z �
k � p� � 1{2

Y;k Z. The pseudo-likelihood function is equal to

2 logLY �
k
p� k ; � 2

b;kq � � logp|I N � � 2
b;kZ

�
kZ � J

k |q�p Y �
k � X �

k � kqJ pI N � � 2
b;kZ

�
kZ � J

k q� 1pY �
k � X �

k � kq:

To test H0k , we use the pseudo likelihood ratio test (pLRT) discussed in Staicu et al.

(2014). In the next section we propose a criterion to select the orthogonal basis that
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allows us to study the null distribution of the resulting pLRT under the multiple testing

setting.

3.3 Projection-based Functional Invariance Test

(PROFIT)

3.3.1 Choice of the orthogonal basis

The orthogonal basis can be selected using a preset of basis functions, such as Fourier

basis, or orthogonal B-spline basis, or wavelets and so on, or data-driven basis. Using a

preset basis makes the selection of the truncationK very di�cult. The level K needs

to be su�ciently large to capture the complexity of the bivariate mean � ps; tq and in

the absence of any information about the data, a preset basis would typically require

a very largeK . To bypass this, we choose the latter and consider the eigenbasis of an

appropriate covariance.

Assume the residual process� i p�; �q in (3.3) has a covariance function represented as

Covt � i ps; tq; � i ps1; t1qu � cps; s1; t; t 1q � � ps; s1q1pt � t1q � � 2
e1ps � s1q1pt � t1q; (3.8)

where c is a continuous covariance function overS2 � T 2, � is a continuous covariance

function over S2 and � 2
e ¡ 0. For example, a residual of the form described in Park and

Staicu (2015) would have the covariance (3.8):� i ps; tij q � Ui ps; tij q � � sm
ij psq � � wn

ij psq,

whereUi is iid continuous bivariate process with covariance functioncp�; �; �; �q, � sm
ij is iid

smooth process with covariance� p�; �q and � wn
ij is iid white noise process with covariance

covt � wn
ij psq; � wn

ij ps1qu � � 2
e1ps � s1q.

We use this covariance to obtain the orthogonal basis used in the proposed testing

procedure. Speci�cally, let f ptq be the marginal density of the time pointst ij 's and

consider the so-called �marginal covariance� (Park and Staicu 2015) de�ned by

� ps; s1q �
»

T
cps; s1; t; t qf ptqdt � � ps; s1q; (3.9)

this quantity is a proper covariance function. Furthermore,� ps; s1qis a continuous covari-

ance and thus, using Mercer's theorem, it has a spectral decomposition in terms of pairs of

eigenvalues and eigenfunctions:� ps; s1q �
° 8

k� 1 � k � kpsq� kps1q, where � 1 ¥ � 2 ¥ : : : ¥ 0

and
³

� kpsq� k1psqds � 1pk � k1q. Let t � kp�quk be the orthogonal eigenbasis and de�ne
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the �nite truncation K using the percentage of variation (PVE). By setting a thresh-

old, say PVE=95%, the truncation K is chosen such that
° K

k� 1 � k{ tr p� q ¥ PVE but
° K � 1

k� 1 � k{ tr p� q   PVE where tr p� q �
³

� ps; sqds is the trace of the covariance kernel� .

We discuss next the implications of using a data-driven basis within the testing pro-

cedure framework: we �rst present the estimation of the orthogonal basis, discuss the

theoretical properties of the basis functions' estimator, and develop the asymptotic null

distribution of the testing procedure based on projections of the data pro�les onto the

data-driven basis functions. Ultimately, we introduce the overall testing procedure for

testing that the bivariate mean is time-invariant, which we call �PROjection-based Func-

tional Invariance Testing procedure", in short PROFIT, and justify its validity.

3.3.2 Data-driven orthogonal basis

Using data-driven basis functions creates challenges, primarily due to the fact that the

original data pro�le is projected on directions that are based on the whole data set. As a

result, the independence of the projections, which holds when pre-speci�ed directions are

used, is no longer valid. Nonetheless, we describe estimation of the marginal covariance

(see also Park and Staicu (2015), Chen et al. (2017)) and discuss the theoretical properties

of the resulted estimator. Without log of generality we assume thatT � r 0; 1s.

We �rst obtain an estimator the mean function � ps; tq by pooling all the data and

performing a bivariate smoothing. Nonparametric smoothing can be done either by us-

ing local smoothing approaches such as kernel smoothing (Chen et al. 2017), or global

smoothing methods (Wood 2017; Xiao et al. 2013). Denote the smooth bivariate mean

estimator of � ps; tq by p� ps; tq. In the second step, we work with the de-meaned re-

sponse,rYij psr q � Yij psr q� p� psr ; t ij q, which we use to de�ne the �raw marginal covariance�
r� psr ; sr 1q,

r� psr ; sr 1q �
n¸

i � 1

vi

m i¸

j � 1

rYij psr qrYij psr 1q; (3.10)

where the weightsvi may vary across subjects, such that
° n

i � 1 mi vi � 1. The marginal

covariance estimator,p� ps; s1q, is obtained by smoothing the marginal raw covariance by

using bivariate kernel smoothing (Yao et al. 2005). LetK p�qbe a symmetric kernel in

r� 1; 1s and h� ¡ 0 be a bandwidth parameter; the marginal covariance estimator is
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p� ps; s1q � pa0,

ppa0; pa1; pa2q � arg min
a0 ;a1 ;a2

¸

1¤ r � r 1¤ R

�
r� psr ; sr 1q � a0 � a1psr � sq � a2psr 1 � s1q

� 2

� K
�

sr � s
h�



K

�
sr 1 � s1

h�



: (3.11)

Finally, the data-driven basis, t p� kpsquk , is obtained as the eignbasis of the estimated

covariancep� p�; �q and the truncation K is chosen as discussed in the previous section.

For each k ¥ 1, de�ne the projections of the data onto the direction p� kpsq as

Wk;ij � R� 1
° R

r � 1 Yij psr qp� kpsr q; we refer to Wk;ij by �quasi-projections�, because they

are transformations of the data using data-driven directions. The pseudo-likelihood func-

tion of Section 3.2.3, obtained by substitutingYk;ij with the quasi projections Wk;ij ,

leads to a pseudo-likelihood ratio testing procedure; deriving the asymptotic null distri-

bution of the resulting test is signi�cantly more challenging compared to Staicu et al.

(2014). This is because, unlikeYk;ij , the quasi projectionsWk;ij are no longer independent

acrossi , as the eigen functions
!

p� kpsq: k � 1; : : : ; K
)

are estimated from the full data

Yij psr q: i � 1; : : : ; n , j � 1; : : : mi ; r � 1; : : : ; R. Instead, as we show in Theorem 3.3.1,

the recovery of the data-driven directionsp� kp�qcan be achieved with high accuracy, im-

plying minimal changes in the asymptotic null distribution of interest; see Theorem 3.3.2

in Section 3.3.3.

The di�erence between the projected responses and their quasi counterparts equals

Wk;ij � Yk;ij � R� 1
R¸

r � 1

Yij psr q
!

p� kpsr q � � kpsr q
)

k � 1; 2; : : : ; K ; (3.12)

thus, in order to uniformly bound the di�erencejYk;ij � Wk;ij j, we need to establish a uni-

form rate of convergence for the estimated eigenfunctions. Park and Staicu (2015), who

considered a similar residual covariance structure, made a �rst attempt to study the theo-

retical properties of the eigenfunction of the marginal covariance estimator. However they

only derived the consistency of the eigenfunctions estimators. Later, Chen et al. (2017)

showed the Hilbert-Schmidt norm convergence rate of these quantities. No published

work has hitherto established the strong uniform convergence rate of the eigenfunctions

derived from the marginal covariance estimator. In the next theorem we discuss the uni-

form convergence rate of the marginal covariance estimator for longitudinal functional

data, when the �nal marginal covariance is estimated through bivariate linear kernel
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smoothing.

Theorem 3.3.1. Consider datart ij ; Yij psq; s P ts1; : : : ; sRusm i
j � 1 , i � 1; : : : ; n and assume

the model (3.3) is correct. Assume that the mean� ps; tqcan be estimated byp� ps; tq, where

sup
sPS;tPT

jp� ps; tq � � ps; tqj � Op� nq a:s for some sequence� n � op1q:

Let K p�qbe a symmetric kernel inr� 1; 1s and h� ¡ 0 be a bandwidth parameter and

estimate � ps; s1q as in (3.11), wherer� psr ; sr 1q is the raw covariance estimator described

in (3.10). Suppose thatsupi mi ¤ B for someB   8 and the assumptions (A1)-(A6) and

(B1)-(B3) that are listed in the Appendix A hold true. Furthermore, ifvi � 1{p
° n

i � 1 mi q

or vi � 1{pnm i qand either of (i) R{pn{ lognq1{4 Ñ C, whereC ¡ 0 and h� � p logn{nq1{4

or (ii) R{pn{ lognq1{4 Ñ 8 , h� � o
�

plogn{nq1{4
	

such thath� R Ñ 8 , holds, it follows

that

sup
s;s1PS

�
�
� p� ps; s1q � � ps; s1q

�
�
� � O

� c
logpnq

n
� � n

�

a:s:

In Theorem 3.3.1, the case(i) corresponds to dense functional data, whereas case

(ii) is for ultra-dense functional data (Zhang et al. 2016). Since we assume that the

trajectory Yij p�qis observed at a dense gridt s1; : : : ; sr u, we do not present the rate for

the case when the trajectories are observed on a sparse grid regime. However, the rate

for the sparse case can be easily derived from the general result proven in supplementary

material. The assumptions of the Theorem 3.3.1 are fairly standard in the literature of

nonparameteric statistics; see Appendix A for more discussion on the conditions of the

theorem. Bivariate mean estimation at the rate required by the theorem is discussed in

Chen and Müller (2012), when bivariate kernel smoothing is used to obtainp� ps; tq. In

a hypothetical situation, when the mean function is known, and thus does not require

estimation (� n � 0), we can obtain an almost parametric rate for the marginal covariance

function. This can be attributed to the fact that the estimation of the smoothed marginal

covariance does not require smoothing over the sparsely observed longitudinal argument

t; the smoothing is only done for the functional arguments. Thus, marginalizing over

the longitudinal argument t does not result in a loss of the convergence rate. In real

world applications, the mean function� ps; tq is not known and has to be estimated from

the data; we need to smooth over both the sparse and the dense arguments to obtain a

smoothed estimatorp� ps; tq. As a result, the uniform rate for the bivariate mean function,

� n , is slower than the parametric rate (Chen and Müller 2012), which ultimately implies
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that the uniform rate of the estimator p� ps; s1qis dominated by that of the mean function

estimator. In the next section we formulate the likelihood ratio based statistic to test the

global null hypothesis in (3.1) by using the quasi projectionsWk;ij .

An important implication of Theorem 3.3.1 is that the eigenfunctions of the marginal

covariance� ps; s1qare estimated at the same rate by the eigenfunctions of the covariance

estimator p� ps; s1q (Li et al. 2010). In particular, sup
sPS

�
�
� p� kpsq � � kpsq

�
�
� � opp1q for all k.

3.3.3 Pseudo-likelihood ratio test using the quasi projections

For k � 1; : : : ; K , compute W k �
�
W J

k;1; : : : ;W J
k;n

�
where W k;i � pWk;i 1; : : : ; Wk;iN i q

J

is the vector of quasi projections. Based on the accuracy in the estimation of the eigen-

functions � kpsq, the quasi projectionsWk;ij and the actual data projectionsYk;ij are very

close, and as a result we can modelWk;ij using (3.4), and furthermore we can assume

model (3.6) for W k . Let p� W;k be the covariance estimator based onWk;ij 's, calculated

similarly to p� Y;k, by replacingYk;ij 's with Wk;ij 's. In the supplementary material we show

that p� W;k is a consistent estimator of� Y;k. Compute the corresponding scaled versions

of the data and design matrices using the inverse square root ofp� W;k , xW k � p� � 1{2
W;k W k ,

pX k � p� � 1{2
W;k X pZk � p� � 1{2

W;k Z, for k � 1; : : : ; K; and write the pseudo-likelihood function

L xW k
p� k ; � 2

b;kq as in the Section 3.2.3. The pseudo-LRT statistic is constructed as

{pLRT N;k � sup
H 0k Y H 1k

2 logL xW k
p� k ; � 2

b;kq � sup
H 0k

2 logL xW k
p� k ; � 2

b;kq k � 1; 2; : : : ; K:

(3.13)

The following theorem states that asymptotically, the null distribution of {pLRT N;k re-

mains the same as if the true eigenfunctions� kpsq, and thus Yk;ij were used.

Theorem 3.3.2. Consider the datart ij ; Yij psq; s P ts1; : : : ; sRusm i
j � 1 for i � 1; : : : ; n and

suppose the model (3.3) is true. Assume thatp� kpsq's are consistent estimators of the

eigenfunctions� kpsq in sup norm, i.e. supsPS j p� kpsq� � kpsqj Ñ 0 in probability asn Ñ 8

and furthermore, assume that for everyk � 1; : : : ; K the conditions (C1)-(C3) hold for

the elements of the projected model in (3.6). Under the null hypothesis (3.1), for each

k � 1; : : : ; K

{pLRT N;k
dÝÑ sup

� ¥ 0

#
Q¸

q� 1

�� kq#q

p1 � �� kqq
�

Q¸

q� 1

logp1 � �� kqq

+

� X asn Ñ 8 ; R Ñ 8 ;

(3.14)
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where#q
iid� � 2

1, X � � 2
p, and independently distributed with#q for all q � 1; : : : ; Q. The

quantities t � kquQ
q� 1 and t � kquQ

q� 1 are speci�ed in condition (C3) of Appendix A.

The pseudo-likelihood ratio statistic is di�erent from Staicu et al. (2014) as it is cal-

culated using the quasi projectionsWk;ij . Moreover, the derivation of the null asymptotic

distribution accounts for the dependence ofWk;ij acrossi . The main reason we obtain the

same asymptotic null distribution of {pLRT N;k as in Staicu et al. (2014) is the uniform

convergence of the eigenfunctionsp� kpsq. An outline of the proof is provided in Appendix

B. The asymptotic null distribution is not standard, but it can be easily simulated from

it. In particular, a p-value for testing the null hypothesisH0k , P
�

pLRT8 ;k ¡ {pLRT N;k

	

can be computed empirically by fast simulation from the distribution ofpLRT8 ;k using

the R packageRLRsim(Scheipl et al. 2008). See Crainiceanu and Ruppert (2004) for

details.

The projection based functional invariance test, or PROFIT, formally assess the null

hypothesis (3.1),H0 : � p�; tq � � p�; t1q for all t � t1 by simultaneous testing of (3.5)

for k � 1; : : : ; K and using a Bonferroni multiple testing correction to control for the

familywise error rate. For any� P p0; 1q and K ¥ 1, PROFIT is de�ned by the rejection

region

R K
PROFIT �

" !
Tij ; pSr ; Yijr qR

r � 1 ; j � 1; : : : ; mi

)

i
: min

k� 1;:::;K
P

�
pLRT8 ;k ¡ {pLRT N;k

	
 

�
K

*
;

(3.15)

wherepLRT8 ;k denotes the distribution on the right hand side of (3.14) fork � 1; : : : ; K .

The next corollary states that this rejection region has a probability controlled by the

nominal level � , when the null hypothesis is true.

Corollary 3.3.3. Assume the setup and the conditions of the Theorem 3.3.2, and fur-

thermore, assume that the null hypothesis described in (3.1) is true. Then, for anyK

P
�
R K

PROFIT

�
¤ �: (3.16)

The choice of the truncation levelK does not a�ect the size of the PROFIT; nonethe-

less it may a�ect its power. Speci�cally, consider a hypothetical situation where the true

eigenbasis of the marginal covariance is truncated tot � kpsquKk� 1, and the mean� ps; tqdoes

not vary with t along theseK leading directions, but it varies with t along thepK � 1qth

direction, � K � 1psq. Testing the null hypothesis along the leadingK eigenfunctions will

have no power. On the other hand, selecting an unnecessarily large valueK would yield
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an arbitrarily small level of signi�cance,� {K , and ultimately lead to a loss of power. We

propose to selectK using a reasonable level of PVE; in our numerical investigations we

selectK using a PVE=90% and observe that PROFIT has competitive empirical size

and power performance. The steps associated with the implementation of PROFIT are:

1 Construct a smooth estimator of the bivariate mean function asp� ps; tq;

2 Compute the demeaned responserYij psr q � Yij psr q � p� psr ; t ij q;

3 Obtain a smooth estimator ofp� ps; s1q using the demeaned responses;

4 Get
!

p� kpsq
) K

k� 1
from the spectral decomposition ofp� ps; s1q with K chosen by a

pre-speci�ed PVE;

5 for k � 1; 2; : : : ; K do

6 Construct the projected datatpt ij ; Wk;ij q: i � 1; : : : ; n and j � 1; : : : ; mi u by

calculating Wk;ij � R� 1
° R

r � 1 Yij psr qp� kpsr q ;

7 Compute the test-statistic {pLRT N;k in (3.13) ;

8 Calculate empirical p-value,pk using the asymptotic null distribution

in (3.14).
9 end

10 Reject H0 in (3.1) if mint pk : k � 1; : : : ; K u   � {K for a chosen signi�cance level

� .
Algorithm 3.3.1: Pseudocode for PROFIT

3.4 Simulation study

3.4.1 Data generation

We study the empirical size and the power of the PROFIT in �nite sample sizesn, for

testing the null hypothesis (3.1) and whenn varies from 100 to 400. We generate data

as in (3.3) with the mean function equal to� ps; tq � cosp�s {2q � 5� pt{4 � sq3 where �

quanti�es the departure from the null hypothesisH0. If � � 0, � ps; tq does not vary over

t; thus � � 0 representsH0 and generating data from this setting allows us to study

the size of the test. Whenj� j ¡ 0, the mean � ps; tq varies with t; this represents the

alternative hypothesis, and thus generating data from this setting allows to study the

power behavior.

For each subjecti , the number of pro�les, mi , is generated randomly either from

t 8; 9; : : : ; 12u (high sparsity level) or from t 15; : : : ; 20u (low sparsity level). For eachmi ,
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the time points t ij are uniformly sampled fromT � r 0; 1s. The pro�les Yij p�qare ob-

served over a dense gridR � 101 points equally spaced overS � r 0; 1s. For each pro�le

Yij psq, the residual term is generated as� i ps; tij q � � i 1pt ij q� 1psq� � i 2pt ij q� 2psq� r ij 1� 1psq�

r ij 2� 2psq � � wn
ij psq; where � 1psq �

?
2 sinp2�s q, � 2psq �

?
2 cosp2�s q, � ik ptq are indepen-

dently generated from� ik ptq � � i;k 1

?
2sinp2�t q � � i;k 2

?
2cosp2�t q; k � 1; 2; t P r0; 1s,

where � i; 11
iid� N p0; 4q, � i; 12

iid� N p0; 2q, � i; 21
iid� N p0; 3q, � i; 22

iid� N p0; 1q and they are mu-

tually independent. The random coe�cients of r ij 1, r ij 2 are independently distributed

from N p0; � 2
e;1q, with � 2

e;1 � 2 and N p0; � 2
e;2q with � 2

e;2 � 4{3, respectively and� wn
ij psr q

iid�

N p0; � 2q for � 2 � 10.

3.4.2 Computation details

We carry out the steps of the Algorithm 3.3.1 by �rst obtaining a smooth version of the

bivariate mean function using the sandwich smoother (Xiao et al. 2013) implemented

in fbps function of refund (Goldsmith et al. 2020) package in R. After demeaning

the response, we obtain the orthogonal basis functionsp� kpsq : k � 1; : : : ; K by ap-

plying the bivariate kernel smoother to the �raw covariances� usingFPCAfunction in the

fdapace (Carroll et al. 2021) package withK chosen based on PVE equal to90%. The

smoothing parameters in both the mean and the covariance estimation are chosen using

generalized cross-validation (GCV). After projecting the response, we model the mean

function � kptq using truncated linear basis by placing the knots� 1; : : : ; � Q at a equally

spaced quantile levels of the observed visit times
!

t t ij um i
j � 1 : i

)
with a number of knots

Q � maxt 20; minp0:25 � number of uniquet ij ; 40qu(Ruppert et al. 2003). For eachk,

the covariance function of the projected response,
 kpt; t 1q, is estimated by representing

the random component� ik ptq as a truncated KL expansion, i.e.� ik ptq �
° L k

` � 1 cik`  k` ptq,

where k` ptqbe the estimated eigenfunctions and thecik` are estimated score coe�cients.

The eigenfunctions/eigenvalues corresponding to the projected data are estimated using

fpca.sc function in refund package. The number of eigenfunctionsL k : k � 1; : : : ; K

is chosen with PVE of90%. After denoising the quasi projectionsWk;ij with the inverse

square root of estimated covariance matrixp� W;k , we �t the LMM in (3.6) using the lme

function in nlme (Pinheiro et al. 2021) package and compute the test-statistic{pLRT N;k

along with the p-values viaexactLRT function in RLRsimpackage. The p-value with

PROFIT is calculated as the minimum of theseK p-values.
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3.4.3 Competitive methods

We can compare the performance of the PROFIT with the two alternative approaches.

The �rst method uses the multiple testing framework that we propose combined with

the L2-norm based-testing procedure discussed in Zhang and Chen (2007). Speci�cally,

for each k, we use the projected data to test the hypotheses (3.5) and calculate the

test statistic as TZC;k �
³1

0

�
p� kptq � pCk

	 2
dt, k � 1; 2; : : : ; K where p� kptq and pCk be

the estimated mean functions for the projected datat Wk;ij : i; j u under the alternative

and the null hypotheses, respectively. The �smoothing �rst, then estimation� approach

cannot be used because the sampling design of time pointst t ij : j � 1; : : : ; mi u for each

subject is sparse. Instead, we obtain a smooth estimate ofp� kptq by �tting 10 cubic basis

functions to the projected dataWk;ij 's, and pCk is the sample average of the projected

responses,t Wk;ij : @i and j u, pooling information from all the subjects. GCV is used to

select the smoothing parameters. The asymptotic null distribution of the test statistic

is approximated in two ways: i) mixture of scaled chi-squared distribution ;
° L k

r � 1 p� kr A r

where A1; : : : ; AL k follows iid � 2
1 and p� kr are eigenvalues of the estimated covariance

p
 kpt; t 1q with L k chosen via a PVE of90%; and ii) bootstrap of the subjects (see Section

3 of Zhang and Chen (2007)). We useB � 1000bootstrap samples to estimate the null

distribution of the test statistic. Bonferroni correction is used to control the family-wise

error rate in this multiple testing framework. We call these two methods asZC-MC(Zhen

and Chen, mixture of Chi-square) and ZC-BT(Zhen and Chen, bootstrap), respectively.

The second method is theL2-norm based test statistic proposed in Park et al. (2018),

Tboot �
³1

0

³1
0 pp� A ps; tq � p� 0psqq2 dsdt, where p� 0psq and p� A ps; tq are the estimated mean

functions under the null and the alternate hypotheses, respectively. Both �ts are esti-

mated under a working independence assumption; the null distribution of the testTboot is

estimated usingB bootstrap samples carried using the algorithm (3) of Park et al. 2018.

Due to the massive computational time required by this method (see Table 3.2, based on

B � 300 bootstrap samples,10 cubic B-splines to estimate� 0psq and tensor product of

10 cubic B-splines ins and 5 cubic B-splines int to obtain p� A ps; tq) we do not include

this method in our comparative study of size and power.

3.4.4 Assessing performance of the test

Size: Table 3.1 shows the empirical Type-1 error rate of the PROFIT for nominal levels

� � 0:01; 0:05; 0:1; 0:15 across di�erent sample sizen and sparsity levels of the repeated
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Table 3.1: The empirical type I error rates of PROFIT based on 10,000 simulations. Standard
errors are presented in parentheses.

mi � t 8; : : : ; 12u
� � 0:01 � � 0:05 � � 0:10 � � 0:15

n � 100 0.013 (0.001) 0.057 (0.002) 0.110 (0.003) 0.157 (0.004)
n � 150 0.010 (0.001) 0.053 (0.002) 0.105 (0.003) 0.152 (0.004)
n � 200 0.010 (0.001) 0.046 (0.002) 0.095 (0.003) 0.145 (0.004)
n � 300 0.009 (0.001) 0.047 (0.002) 0.096 (0.003) 0.142 (0.003)
n � 400 0.009 (0.001) 0.048 (0.002) 0.095 (0.003) 0.142 (0.003)

mi � t 15; : : : ; 20u
� � 0:01 � � 0:05 � � 0:10 � � 0:15

n � 100 0.010 (0.001) 0.052 (0.002) 0.103 (0.003) 0.152 (0.004)
n � 150 0.008 (0.001) 0.049 (0.002) 0.101 (0.003) 0.146 (0.004)
n � 200 0.009 (0.001) 0.047 (0.002) 0.096 (0.003) 0.140 (0.003)
n � 300 0.009 (0.001) 0.048 (0.002) 0.097 (0.003) 0.143 (0.004)
n � 400 0.008 (0.001) 0.046 (0.002) 0.096 (0.003) 0.145 (0.004)

measuresmi . The estimates and the standard error (in the parenthesis) are obtained

based on10; 000simulations.

As the sample size gets larger (n ¥ 150), the empirical size of the test are within twice

standard error of the stipulated nominal level� . However, we observe a slight in�ation

of the size of PROFIT when the sample size isn � 100 and there are between 8 to 12

pro�les per subject. As the number of curves per subject increases (mi is between 15 to

20), the test shows a correct empirical size even forn � 100. This slight in�ation is the

result of poor quality estimation of the covariance of the projections, and as a result of

the eigenfunctions, in this situation; Table B.1 of Appendix C con�rms that when the

true eigenfunctions are used instead, PROFIT maintains the correct nominal size. In the

supplementary material we study the size of the other competitors (see Table B.2), and

we summarize the result here.ZC-MTfails to maintain the size when there are few curves

per subject (mi is between 8 to 12) even for large sample sizesn � 400; the performance

does improve with increasing the number of curves per subject. In contrast,ZC-BTshows

a conservative behavior for all the sample sizesn and number of curves per subjectmi

studied.

Power : Fix the level of signi�cance � � 0:05. The empirical power of PROFIT is

plotted as a function of � for di�erent sample sizen and sparsity levels of the repeated

measurements in Figure 3.2. As expected, the power of the test increases with the sample

size. Moreover, the power increases as the number of curves for each subjects increases.

Interestingly, the power of the test increases more with increasing the number of curves

per subject than with increasing the number of subjects. This is due to the accuracy
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Figure 3.2: Empirical power curve for PROFIT, ZC-MC and ZC-BT as a function of � across
sample sizen varying from 100 to 300 when the sparsity levels of the visit times arelow (solid
line) and moderate (dashed line). The numbers are based on5000simulations.

Table 3.2: Computation time (in seconds) for one simulation whenn � 200

PROFIT ZC-MC ZC-BT Park et al. (2018)
mi � t 8; : : : ; 12u 7.546 2.317 24.412 1126.880
mi � t 15; : : : ; 20u 8.010 2.376 30.081 1841.730

in estimating the covariance of the projected data, which is higher, when the number of

curves per subjectmi increases; the observation is likely speci�c to the setting considered

and it may not generalize. The power curves of the competitive methods are shown in

the middle and rightmost plots of Figure 3.2; they show that PROFIT is much more

powerful than the available competitors, irrespective of the number of curves per subject

are observed.

The computation times of the proposed method forn � 200are tabulated in Table 3.2

under di�erent sparsity conditions. We can see that our method is scalable to the ZC-

MC method, thanks to the fast simulation from the asymptotic null distribution by

RLRsimpackage (Scheipl et al. 2008), and is much faster compared to the analogous

bootstrap based procedures. The bootstrap based approach (Park et al. 2018) takes

enormous amount of time (about150 times slower than PROFIT), by comparison, as it

requires �tting the bivariate smoother multiple times for each simulation.
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3.5 Di�usion Tensor Imaging Study

Multiple sclerosis is an autoimmune disease that is associated with physical and cognitive

disorder. It is characterized by the disruption of myelin sheaths and axonal loss, which

impairs the integrity of the white matter (WM) tracts (Basser and Pierpaoli 2011). DTI

is a powerful tool to visualize the microstructural organization of the WM, by describing

the di�usion of the molecule of water in the white matter; acute demyelination leads

to preferential direction of the water motion. Fractional Anisotropy (FA) measures the

degree of anisotropy of the water di�usivity process and re�ects the myelinal and axonal

disintegrity in the normal appearing WM of MS patients (Hasan et al. 2005). This study

involves 162 MS patients aged between 20 and 70 years old, for whom FA pro�les along

the corpus callosum tract (FA CCA) are measured at each of their hospital visits during

about 4.3 years, the length of the study. The visit times of patients vary between1 to 8,

with almost 90% of the patients having less than6 visits to hospital during the course

of the study. A segment of the full data is freely available in the R packagerefund

(Goldsmith et al. 2020).

FA is known to be scienti�cally correlated to the state of MS progression (Goldsmith

et al. 2011; Ciccarelli et al. 2003). Studying the dynamics of the FA pro�les over times can

be helpful to detect the progression of MS, as in healthy individuals FA is not expected

to change much during this short study. In this paper we formally investigate whether

the mean FA along the CCA changes over time. This is very important, as it can inform

better interventions to prevent the rapid progression of the disease (Coote et al. 2009).

First, we align and scale the visit times, so thatt i 1 � 0 and t ij P r0; 1s for all patients.

For each i and j the FA CCA pro�les Yij p�qare observed atR � 93 locations equally

spaced along the CCA tract. To adjust for the patients' age, we posit the model

Yij psq � � ps; tij q � Agei � psq � � i ps; tij q; (3.17)

where � p�; tq is the mean FA along CCA at time t, � p�qis a smooth e�ect of the age

along the tract location, that is assumed constant during the duration of the study,

and � i p�; �q is the residual process. The objective of study can be equivalently written as

H0 : � ps; tq � does not vary overt versus the alternativeHA : � ps; tq � varies overt; in

this regard we use PROFIT as described in the paper.

We estimate the bivariate mean functionp� ps; tqnonparametrically using tensor prod-

uct of univariate B-splines viamgcvpackage in R (Wood 2017). The distribution of the
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(a) Estimated mean function p� ps; tq

(b) Univariate crosssection ofp� p�; tq

Figure 3.3: (a) Estimated smooth bivariate mean p� ps; tq as a function of the tract loca-
tion, (in the y-axis) and the visit times in years (in x-axis). (b) The univariate restriction of
estimated mean FA trajectory, p� p�; tq for di�erent t, starting from the baseline t � 0, and
t � 0:42; 0:89; 1:35; 1:82 and 2:29 years.

hospital visits of the subjects is highly right-skewed, we placed the knots at20 points for

t based on the quantiles of the visit timest ij . For the dense components, the knots are

placed at 10 equidistant points. The smoothing parameter is selected via REML. The

smooth version of the estimated bivariate mean function after adjusting for the baseline

age of the patients is presented in Figure 3.3(a). The contour of estimated FA pro�le

p� p�; tq at di�erent values of t, as presented in �gure 3.3(b) shows a preliminary evidence

of departure from null hypothesis.

Once the population level e�ects are estimated, we demean the response,Yij psq �

p� ps; tij q � Agei p� psq, and estimate the marginal covariance functionp� ps; s1q via penal-

ized spline smoother (Di et al. 2009) implemented infpca.sc function in refund by
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(a) Estimated correlation structure

(b) Estimated eigen functions

Figure 3.4: (a) Heat map of the estimated marginal correlation structure of FA trajectories
as a function of scaled tract locations; s1 P r0; 1s � r 0; 1s. (b) Estimated eigenfunctions p� kpsq
from the spectral decomposition of marginalized covariance functionp� ps; s1q as a function of
s P r0; 1s. The leading 5 eigenfunctions correspond to PVE� 90%

taking 10 B-spline basis in the direction of tract locations. Figure 3.4(a) presents the

heat map of the estimated marginal correlation structure, indicating a strong correlation

along the nearby points in the tract and decaying as the distance increases. The spectral

decomposition of the estimated marginal covariance function yieldsK � 5 eigenfunctions

t p� kp�quKk� 1 that explain 90%of the data variation, as in Figure 3.4(b).

For eachk in part, let Wk;ij � 1
93

° 93
r � 1 Yij psr qp� kpsr qand consider the implied approx-

imated modelWk;ij � � kpt ij q � Agei � k � � ik pt ij q; where � k �
³

� psq� kpsqds be the e�ect

of age in the projected model. PROFIT allows to approximate the testing procedure by

simultaneous testing of5 simpler hypothesis of the form (3.5),H 1
0k : � kptq � constant. We

use truncated linear splines to model the smooth mean� kp�qand the testing continues
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as explained in Section 3.2.3. The p-values of all the5 pseudo-likelihood ratio tests are

0; 0:002; 0; 0:24 and 0 respectively, suggesting a very strong evidence of mean FA pro�le

for MS patients deteriorate over the duration of the study.
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Chapter 4

PROLIFIC: Projection-based Test for

Lack of Importance of Smooth

Function in Crossover Design

4.1 Introduction

The prospect of monitoring health electronically has led to rapid use of wearable devices

that are capable of collecting abundant amount of health related information continuously

over time. Accelerometer is one of the most popular wearable devices that can objectively

measure the physical activity (PA) count as densely as at a minute level (Bussmann et al.

2001; Wang et al. 2021). PA is widely regarded as one of the most informative biomarkers

that is associated with various health outcomes such as morbidity, mortality rate, and

hypertension (Warburton et al. 2006; Kraus et al. 2019).

Most literature on this topic, summarize the massive activity data using various sum-

mary measures in pursuit of explaining the association between activities and health

outcomes (Varma and Watts 2017; Reider et al. 2020). However, such summaries-based

approaches completely eliminate the variation of the PA over time. Recent works consider

functional data analysis (FDA)-based techniques to account for the temporal dependence.

These approaches view the daily PA counts as realization of some latent stochastic process

and focus on modeling, prediction and studying the association between response with

various important covariates such as age, gender, etc. through functional mixed models

(Schrack et al. 2014; Goldsmith et al. 2016). See Zhang et al. (2019b) for a comprehensive

review of the existing statistical methodologies on the accelerometric PA pro�les.
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Modelling daily PA involves handling complex functional dependence that inherently

exists in the data. When the daily PA activities are recorded over multiple days, Gold-

smith et al. (2015) proposed a multilevel functional data method to analyze PA pro�les,

which was extended by Xiao et al. (2015) to account for subject speci�c covariates. How-

ever, in many applications response trajectories are not observed daily for each subject,

and the days over which they are observed are di�erent for each subject. For example, in

the di�usion tensor imaging (DTI) study of Multiple Sclerosis (MS) patients, fractional

anisotropy pro�les are recorded along white matter tracts over di�erent hospital visits

within a span of 4 years (Greven et al. 2011). Such a data structure where functional

response pro�les are observed with a small number of curves per subject, fall under the

framework of longitudinal functional data (LFD) (Morris and Carroll 2006; Di et al.

2009). In our motivating study, household cats were subjected to a placebo-controlled

Table 4.1: Layout of the four period crossover design with active treatment meloxicam

Group
Period 1
(3 weeks)

Period 2
(3 weeks)

Period 3
(3 weeks)

Period 4
(3 weeks)

1 (29 subjects) Meloxicam
Washout

Placebo
Washout

2 (29 subjects) Placebo Meloxicam

four period crossover design (Table 4.1) with intermediate washout period where daily

PA pro�les were measured at every minute level for each subject through accelerometer

over 12 weeks (Gruen et al. 2015). See Ratkowsky et al. (1992); Jones and Kenward

(2014); Bose and Dey (2009) for a complete assessment on the literature on crossover

design. The objective of the study is to formally test the e�cacy of an active drug

meloxicam on the cats with degenerative joint disease (DJD) in the form of an improved

daily physical activity counts. Let t � p�; dqube the mean response that is speci�c to the

meloxicam treatment during thedth day, since the beginning of the treatment period.

We want to formally assess whether,

H0 : � p�; dq � 0 @d vs HA : � p�; dq � 0 for somed: (4.1)

Most often, especially in a two period two treatment crossover design (chapter 2

72



of Jones and Kenward 2014), the e�ect of treatment at period 2 is confounded by the

residual e�ect of the treatments applied in period 1. This residual e�ect is termed as

�carryover� e�ect of treatment (Cochran et al. 1941). In most trials, the objective is to

measure the direct e�ect of the treatment on the response after adjusting for carryover.

However, e�cient estimation of direct treatment e�ect after removing the inherent high

between-subject variability, even in the presence of signi�cant carryover, can be done by

choosing a suitable crossover design with more than two periods and/or more than two

groups, which is the case in our meloxicam study. A signi�cant amount of research has

been done in the late twentieth century to address the estimation of direct treatment

e�ect in presence of carryover (Grizzle 1965; Hills and Armitage 1979; Willan and Pater

1986). Moreover, use of crossover design is limited to applications where the treatment

might change the initial condition of the experimental unit signi�cantly. For example,

if a surgery completely cures a patient, then the condition of the patient before and

after surgery is not the same. With that perspective, crossover designs are particularly

e�ective in assessing treatments that can not cure the subject completely but moderates

the disease such as migraine or asthma (Senn 2002).

The literature of testing procedures for the bivariate mean function or bivariate

smooth e�ect of a predictor involved in the context of LFD is sparse. Much of the existing

methodologies on LFD concentrates on modelling through functional principal compo-

nent analysis (FPCA) (Park and Staicu 2015; Sche�er et al. 2020). To the best of our

knowledge, the only functional testing procedure developed for LFD tests for invariance

of the smooth bivariate mean� ps; dq along the longitudinal componentd (Park et al.

2018; Koner et al. 2021). In this paper, we develop a pseudo Generalized F (pGF) test

for the signi�cance of smooth bivariate e�ect of treatment on the PA in a hierarchically

structured longitudinal functional crossover design. Our methodology relies on projecting

� p�; dq onto a set of orthogonal basis functionst � kp�quk¥ 1 and testing the dependence of

coe�cient functions over d by extending the generalized F test developed by Wang and

Chen (2012) in a more complex dependence structure. This allows us to transform the

global null hypothesis into a number of simpler hypotheses along the longitudinal direc-

tion d. Compared to the pseudo likelihood ratio test (pLRT) developed in Koner et al.

(2021), our pGF test is �exible, in the sense that it allows testing for the signi�cance

of a smooth bivariate e�ect in the presence other smooth e�ects in the model. This is

important in our crossover design because we have to test for direct treatment e�ect in

the presence of overall mean e�ect and the confounding carryover e�ect.

Oh et al. (2019) constructed the pGF statistic to test for the signi�cance of univariate
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smooth e�ect of a baseline covariate by projecting the response to a single direction.

Moreover, their methodology requires the direction to be known. Whereas in this paper,

we estimate the basis functions from the marginal covariance of the LFD (Park and

Staicu 2015) and construct the test based on the projection of the original response onto

the estimated directions. As a result, the rate of convergence of the test statistic to its

asymptotic null distribution is dependent on the rate at which the eigenfunctions are

estimated. The asymptotic null distribution has a similar form to generalized F test by

Wang and Chen (2012) and samples from the null distribution can be generated very

e�ciently.

Testing for the direct e�ect of the treatment in the presence of carryover e�ect has its

own challenges. Denoting� p�; dq the carryover e�ect of the treatment that in�uences the

response in thedth day of the washout period. Because the carryover is the residual e�ect

of treatment, under the H0, � p�; dq � 0 implies � p�; dq � 0. On the other hand, under

HA the objective is to test for the direct e�ect of treatment, not the carryover� p�; dq.

This makes the hypotheses non-trivial in the sense that theH0 and H1 combined do not

span the entire parameter space. As a result, a generalized F based statistic considering

the null model where both the treatment and the carryover e�ect are zero, and the full

model where both of them are present, will fail to maintain the empirical type 1 error.

To mitigate this problem, we propose a two-stage procedure to carryout the test, where

we �rst test for signi�cance for the carryover e�ect in the presence of treatment, and in

the second stage, we test for treatment e�ect under a model where carryover e�ect is

present or absent depending on the conclusion of the test of carryover conducted at the

�rst stage. The proposed two-stage procedure maintains the type 1 error, has an excellent

power in small samples and computationally e�cient.

The rest of the article is organized as follows. In section 4.2 we formulate the problem

mathematically and introduce the model framework. The testing procedure along with

the theoretical results related to the asymptotic null distribution are described in sec-

tion 4.3. Numerical studies are presented in section 4.4 to demonstrate the �nite sample

performance of the test. Section 4.5 summarizes the �ndings on the e�cacy of the active

treatment meloxicam on physical activity, based on the conclusion drawn from the test.

Assumptions related to the main theorem of the paper are in Appendix. Detailed proofs

of the theorems as well as additional results related to the real data applications are

provided in the supplementary material.
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4.2 Model Framework

Let the i th datum be tprdipj ; t Yipj psipjr q : r � 1; : : : ; Ripj usm ip
j � 1; p � 1; : : : ; 4q; Ci` ; ` �

1; : : : ; Lu, whereYipj p�qis one-dimensional response trajectory (PA) observed fori th sub-

ject at the j th day during period p, dipj for j � 1; : : : ; mip , p � 1; : : : ; 4, along with

a set of subject-speci�c baseline covariatesCi` ; ` � 1; : : : ; L. The response curve is ob-

served over a �ne grid
 
sipj 1; : : : ; sipjR ipj

(
with Ripj large. We assume that for every

i; p and j , the set
 
sipj 1; : : : ; sipjR ipj

(
is dense in compact setS. Without loss of gen-

erality, we assume thatRipj � R and sipjr � sr for all r; i; p and j and use the index

s instead of sr to denote a typical observation in the entire trajectory. It is assumed

that the number of curves in each period,mip , is small for eachi but the collection

t dipj : j � 1; : : : ; mip ; p � 1; : : : ; 4; i � 1; : : : ; nu, over all the subjects is dense in a com-

pact setD. Let gi P t1; 2u be the group identi�er for each subject, i.e.gi � 1 if the subject

is in group 1 and gi � 2 otherwise. As depicted in Table 4.1, in a crossover design, the

treatment regime applied at a periodp is identi�ed by the group indicator gi . Let I ip;�

be the variable indicating whether the active drug meloxicam is applied on subjecti at

period p, i.e. I ip;� � 1 if gi � 1; p � 1 or gi � 2; p � 3 and I ip;� � 0 otherwise. Simi-

larly, let I ip;� be the indicator variable for the carryover e�ect in the washout period i.e.,

I ip;� � 1 only if gi � 1; p � 2 or gi � 2; p � 4. We model the response trajectory using a

functional additive crossover model (FACM) as,

Yipj psq � � ps; dipj q � � ps; dipj qI ip;� � � ps; dipj qI ip;� �
L¸

` � 1

Ci` � `psq � � i ps; dipj q; (4.2)

where � p�; dq is the population mean;� p�; dq be the direct e�ect of the treatment, along

with the carryover e�ect � p�; dqfor the day d since the beginning of the period. Addition-

ally, � `psqquanti�es the smooth e�ect of the baseline covariate on the response curve. It

is assumed that all these population level e�ects are smooth uni/bivariate functions. Fi-

nally, � i ps; dipj q is a mean zero random deviation independent and identically distributed

across all subjectsi . The error process is meant to capture the variability in the response

trajectory along with the variation in the response across di�erent days in the period and

the measurement error.

Under the FACM in (4.2) the hypothesis for signi�cance of treatment e�ect translates
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to,

H0 : � ps; dq � 0; � ps; dq � 0 @s; d vs HA : � ps; dq � 0 for somes; d: (4.3)

Under the null hypothesis of no treatment e�ect, the carryover e�ect is constrained to

be zero, whereas under the alternative of signi�cant treatment e�ect, the carryover e�ect

can either be zero or non-zero. Testing problem of this kind is atypical in the literature as

the nuisance parameter� ps; dq is dependent on the actual parameter of interest� ps; dq.

Since the carryover e�ect size is informative of the treatment e�ect, we propose to pursue

it sequentially, by �rst testing for carryover e�ect and then for treatment e�ect. We will

describe it in detail in the next section.

4.2.1 Alternate formulation of original hypothesis

Let t � kp�quk¥ 1 be a set of orthonormal basis functions inL2pSq, with
³

S � kpsq� k1psqds �

Ipk � k1q for k; k1 ¥ 1. Then, under the assumption of continuity,� ps; dq can be repre-

sented uniquely as� ps; dq �
° 8

k� 1 � kpdq� kpsqfor all s PS, where� kpdq �
³

S � ps; dq� kpsqds

is the coe�cient function corresponding to � kpsq for k ¥ 1. Using the same set of or-

thogonal basis, we can expand the carryover e�ect as� ps; dq �
° 8

k� 1 � kpdq� kpsq with

� kpdq �
³

S � ps; dq� kpsqds. Then, the original null hypothesis in (4.3) is equivalent to

testing a series of simpler hypotheses as,

H0k : � kpdq � 0; � kpdq � 0; @d PD vs HAk : � kpdq � 0 for somed; (4.4)

for all k ¥ 1. Thus, we have converted the complex hypothesis testing for the signi�cance

of bivariate smooth e�ect into a series of hypotheses involving univariate functions that

are much easier to solve. The idea of representing a bivariate smooth function into a set

of orthogonal bases in a hypothesis testing problem for functional data was introduced

by Koner et al. (2021), in the context of formally assessing whether the population mean

� ps; dq is varying over d or not. Their testing framework focuses on a population level

function, not a covariate e�ect (treatment e�ect) and does not generalize to the case

when there are other bivariate e�ects in the model, such as the carryover e�ect in our

FACM (4.2).

Under the null hypothesisH0, even though we are interested in testing signi�cance of

� kpdq, the carryover e�ect coe�cients � kpdq is also constrained to be zero; these parame-

ters are allowed to vary freely in the alternative hypothesis. In fact, the presence of the
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carryover e�ect is only possible if there is a treatment e�ect. Ideally, we do not want to

impose this constraint while estimating� kpdqand � kpdq, as they are separately estimable

in our crossover design. Also, assuming a structure of the carryover as a function of the

treatment e�ect would be restrictive (see Senn 2002, section 1.8). Moreover, in practice

the carryover e�ect can be zero while the treatment can be signi�cant. Having an prelim-

inary idea about the presence of carryover can guide us to test the signi�cance of direct

treatment e�ect in a more substantive model, improving e�ciency of the test. To this

end, we carryout the testing problem in two stages, where at the �rst stage we test for

the carryover e�ect,

H01;k : � kpdq � 0 vs HA1;k : � kpdq � 0; (4.5)

followed by testing for the treatment e�ect,

H02;k : � kpdq � 0 vs HA2;k : � kpdq � 0; (4.6)

using the information gained from the �rst stage, as discussed in section 4.3. Prior to

that, we set up the framework for testing (4.5) and (4.6) in the FACM (4.2) below.

4.2.2 Testing framework under the projected model

Given the set orthogonal basis functionst � kpsqu, consider the projected data,Yipj;k �
³

S Yipj psq� kpsqds, for k ¥ 1. The integral can be computed numerically with a very high

precision since the grid at which the functional trajectories are observed is dense. The

FACM in (4.2) for the projected response transforms to,

Yipj;k � � kpdipj q � � kpdipj qI ip;� � � kpdipj qI ip;� �
L¸

` � 1

Ci` � `;k � � i;k pdipj q; (4.7)

where the components in the projected model are obtained by projecting each term of

the original model onto� kp�q, i.e. � kpdq :�
³

S � ps; dq� kpsqds, � `;k �
³

S � `psq� kpsqds, and

� i;k pdipj q �
³

� i ps; dipj q� kpsqds is zero-mean residual that is dependent overp and j .

In the context of the meloxicam study, the response trajectories are observed over

20 days, one can approach the hypothesis problem in (4.4) as testing of20-dimensional

vector p� kpd1q; : : : ; � kpd20qqJ � 0. However, when the time points at which trajectories

are observed are very sparse and di�erent for each subject so that the setD can not
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be construed as a �nite set with small number of elements, or when the variation of

� kpdq is smooth over time, standard analysis of variance (ANOVA) type approaches are

not powerful. Employing the smoothness of� kpdq, we expand� kpdq as a truncated poly-

nomial basis as� kpdq � � 0�;k � � 1�;k d � � � � � � h � �;k dh � �
° Q �

q� 1 bq�;k pd � � qqh �
� , where

� 1; : : : ; � Q � are appropriately placed knots (Ruppert et al. 2003). Similarly, we can ex-

pand the other smooth e�ects� kpdqand � kpdqas� kpdq � � 0�;k � � 1�;k d�� � � � � h� �;k dh � �
° Q �

q� 1 bq�;k pd � � qq
h �
� and � kpdq � � 0�;k � � 1�;k d � � � � � � h � �;k dh � �

° Q �
q� 1 bq�;k pd � � qq

h �
� .

Denote by � �;k �
�
� 0�;k ; � 1�;k ; : : : ; � h � �;k

� J
the vector of the coe�cients corresponding

to the polynomial basis and byb �;k �
�
b1�;k ; : : : ; bQ � �;k

� J
the vector of spline coe�-

cients for the mixed model representation of the smooth mean� kpdq. Similarly, denote

by � �;k � p � 0�;k ; � 1�;k ; : : : ; � h� �;k qJ the vector of the coe�cients corresponding to the

polynomial basis and byb �;k � p b1�;k ; : : : ; bQ � �;k qJ the vector of spline coe�cients for

the smooth treatment e�ect � kpdq; and � �;k , b �;k as the vector of polynomial basis

coe�cients and the spline coe�cients respectively for the carryover e�ect � kpdq. As it

is common in the literature we treat the coe�cients of the polynomial terms as �xed

but unknown parameters and the coe�cients of the non-polynomial terms as random.

Using the mixed model representation we can write� kpdipj q � X J
ipj;� � �;k � ZJ

ipj;� b �;k ,

where X J
ipj;� � p 1; dipj ; : : : ; dh �

ipj q, ZJ
ipj;� � pp dipj � � 1qh �

� ; : : : ; pdipj � � Q � qh �
� q and bq�;k 's,

are assumed to be iid with mean zero and variance� 2
�;k for q � 1; : : : ; Q� . For the

treatment e�ect we can similarly write, � kpdipj qI ip;� � X J
ipj;� � �;k � ZJ

ipj;� b �;k , where

X J
ipj;� � I ip;� � p1; dipj ; : : : ; dh �

ipj q, ZJ
ipj;� � I ip;� � ppdipj � � 1qh �

� ; : : : ; pdipj � � Q � qh �
� q and

bq�;k
iid� p 0; � 2

�;k q's, and � kpdipj qI ip;� as X J
ipj;� � �;k � ZJ

ipj;� b �;k with bq�;k
iid� p 0; � 2

�;k q.

Let X i;� be themi 
 � p h� � 1q�xed design matrix constructed by row-stackingX J
ipj;�

over p and j and Z i;� be the mi 
 � Q� random design matrix obtained by row-stacking

ZJ
ipj;� , wheremi 
 :�

° 4
p� 1 mip . Similarly, construct X i;� and Z i;� for the treatment e�ect

and X i;� and Z i;� for the carryover e�ect respectively. Further construct ami 
 � L matrix

X i;w corresponding to the baseline covariatesCi` in the model (4.7), i.e.X i;w � 1m i 
 b

rCi 1; : : : ; CiL s and column stack it with X i;� to construct X i;b � r X i;� ; X i;w s, where1m i 


is the mi 
 -length column vector1's and b denotes the Kronecker product. Denote by

N :�
° n

i � 1 mi 
 the total number of curves for all the subjects, byX b �
�
X J

1;b; : : : ;X J
n;b

� J

the N �p L � h� � 1qmatrix of X i;b 's, by X � �
�
X J

1;� ; : : : ;X J
n;�

� J
the N �p h� � 1qmatrix of

�xed e�ect for � kpdq, by X � �
�
X J

1;� ; : : : ;X J
n;�

� J
the N �p h� � 1qmatrix of �xed e�ect for

� kpdq, by Z � �
�
ZJ

1;� ; : : : ; ZJ
n;�

� J
the N � Q� matrix of Z i;� 's and byZ � �

�
ZJ

1;� ; : : : ; ZJ
n;�

� J

the N � Q� matrix of Z i;� 's. Furthermore, let Y k �
�
Y J

1;k ; : : : ;Y J
n;k

� J
with Y i;k be the

columns vector of the projected responses fori th subject by stacking Yipj;k over p and
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j 's. The projected model (4.7) can be written in a mixed model representation as

Y k � X b� b;k � X � � �;k � X � � �;k � Z � b �;k � Z � b �;k � Z � b �;k � ek ; (4.8)

where � b;k � p � J
�;k ; � 1;k ; : : : ; � L;k qJ be the ph� � L � 1q length vector for �xed e�-

cient coe�cient for the mean and the baseline covariates and the residual vectorek �
�
eJ

1;k ; : : : ; eJ
n;k

� J
with ei;k is constructed by stacking� i;k pdipj q over all p and j . In this

model framework, the null hypotheses (4.5) and (4.6) can be equivalently expressed as

H 1
01;k : � �;k � 0; � 2

�;k � 0; vs H 1
A1;k : � �;k � 0 or � 2

�;k � 0; (4.9)

and

H 1
02;k : � �;k � 0; � 2

�;k � 0; vs H 1
A2;k : � �;k � 0 or � 2

�;k � 0: (4.10)

Hypothesis testing of smooth e�ects carried out by the linear mixed model as above

has been discussed in nonparameteric regression literature; Crainiceanu and Ruppert

(2004) �rst computed null distribution of a restricted likelihood ratio test (RLRT). Greven

et al. (2008) extended the RLRT for data with complex correlation structure. However,

in the presence of nuisance variance components that lies in a close neighbourhood of the

boundary, RLRT based test appears to be conservative. Moreover, generalization of RLRT

for testing of variance components on the presence other nuisance variance components

is not straight forward. Wang and Chen (2012) developed generalized F based testing

procedure for testing signi�cance of a single smooth e�ect under multiple variance com-

ponents. However, they assumed that the errorek are independently distributed across all

i , p, and j . In our setup, the covariance structure ofei;k in (4.8) is non-trivial. Assuming a

completely unknown dependence structure, let� 2
k � ik be themi 
 � mi 
 covariance matrix

of ei;k in the linear mixed model (4.8), with typical element Covt � i;k pdipj q; � i;k pdip1j 1qu �

� 2
k t 
 kpdipj ; dip1j 1q� 1u where
 kp�; �q is a continuous covariance function and� 2

k ¡ 0. Under

the independence of the subjects, Covpekq :� � 2
k � k � � 2

k diagp� 1;k ; : : : ; � n;k q. De�ning,

� k :� � 2
�;k { � 2

k , � k :� � 2
�;k { � 2

k and 
 k :� � 2
�;k { � 2

k , the covariance ofY k under the mixed

model is � 2
kV k with V k :� � k � � kZ � ZJ

� � � kZ � ZJ
� � 
 kZ � ZJ

� , upto a constant � 2
k . One

can estimate the unknown covariance� k nonparameterically applying bivariate smooth-

ing technique such as kernel smoother (Yao et al. 2005) or penalized splines (Xiao et al.

2013). Inspired by Oh et al. (2019), we extend the generalized F test to the sequential

procedure for testingH 1
0k in the form of H 1

01;k and H 1
02;k , by substituting the true co-

variance with a proper estimator, as elaborated in our PROjection-based testing for the
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Lack of Importance of Functional e�ect in Crossover design (PROLIFIC) in section 4.3.

4.2.3 Selection of the orthogonal basis

Testing the original hypothesis problem in (4.3) reduces to simultaneous sequential test-

ing of H01;k and H02;k ; k � 1; : : : ; K for a large value ofK . Moreover, the above testing

framework requires a speci�ed set of orthogonal basis systemt � kpsquk¥ 1 for the space

L 2pSq to compute the projected response and testH0k under the projected model (4.7).

Theoretically, any known preset orthogonal basis function such Fourier basis, wavelets

or Legendre basis will work. However the selection of truncation parameterK becomes

di�cult, and typically that will require to test a very large number of simpler hypotheses

of the form H0k . To avoid this, we choose a set of data-driven eigenbasis from an ap-

propriate covariance function, as adopted by Koner et al. (2021). Speci�cally, de�ne the

so-called �marginal covariance�� ps; s1q of the error process� i ps; dipj q in model (4.2) by

marginalizing over the the sampling distribution of the design pointsdipj 's. As � ps; s1q

is guaranteed to be a proper covariance function (Park and Staicu 2015), we extract

the eigenfunctionst � kpsqu from the spectral decomposition of� ps; s1q (Mercer 1909).

Finally, the truncation parameter K is chosen as the minimum value ofK such that
° K

k� 1 � k{ tr p� q ¥ PVE, where � 1 ¥ � 2 ¥ � � � ¥ 0 are the eigenvalues,tr p� q:�
³

� ps; sqds

is the trace of the covariance� ps; s1q and the PVE (typically 95%) is some pre-speci�ed

threshold indicating the percentage of variation explained.

Although using a set of eigenfunctions identi�es principal sources of variations in the

data and provides an objective framework for choosingK parsimoniously, in practice

these eigenfunctions are unknown. As a result, the projected responseYipj;k can not be

computed unless the eigenfunction are estimated with high accuracy. A detailed descrip-

tion of the estimation of the eigenfunctions from the marginal covariance is laid out in

Koner et al. (2021), we omit it here to avoid redundancy. We develop the testing procedure

using these estimated set of eigenfunctions
!

p� kpsq
) K

k� 1
as our choice of orthogonal basis

functions. Furthermore, we derive the null distribution of the proposed test statistic; the

results rely on the uniform convergence of the eigenfunctions estimators (Theorem 4.3.1).
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4.3 PROjection-based test for Lack of Importance of

Function in Crossover design (PROLIFIC)

The projected responseYipj;k in model (4.7) is unobserved as the true eigenfunctions

t � kp�quk¥ 1 of the marginal covariance� ps; s1qare unknown. However, we can compute the

�quasi projections�Wipj;k :�
³

S Yipj psqp� kpsqdsas a proxy to the unobservedYipj:k . The rate

of accuracy in the estimation of the eigenfunctionp� kp�qensures that the quasi projections

Wipj;k are su�ciently close to Yipj;k . For eachk � 1; 2; : : : ; K , stack the Wipj;k s for each

subject i to construct W i;k :� p W J
i 1;k ; : : : ;W J

i 4;kqJ with W ip;k :� p Wip1;k ; : : : ; Wipm ip ;kqJ .

Let p� W;k be a consistent estimator of� k constructed via W k :� p W J
1;k ; : : : ;W J

n;k qJ .

Scale the data and design matrices by the inverse square root ofp� W;k to compute €W k :�
p� � 1{2

W;k W k , rX k :� p� � 1{2
W;k X � p p� � 1{2

W;k X b; p� � 1{2
W;k X � ; p� � 1{2

W;k X � q � p rX b;k; rX �;k ; rX �;k qand rZk :�
p� � 1{2

W;k Z � p p� � 1{2
W;k Z � ; p� � 1{2

W;k Z � ; p� � 1{2
W;k Z � q � p rZ �;k ; rZ �;k ; rZ �;k q. Moreover, de�ne, rX � �;k :�

prX b;k; rX �;k qto be the subset ofrX k by removing the columns corresponding to� �;k . Simi-

larly, de�ne rX � �;k :� p rX b;k; rX �;k qand the same forrZ � �;k and rZ � �;k . Denoter :� L � h� �

h� � h� � 3 as the rank ofX k and rP k :� rX k

�
rX J

k
rX k

	 � 1
rX J

k as the projection onto the col-

umn space ofrX k . Lastly, de�ne rV kp� k ; � k ; 
 kq:� I N � � k
rZ �;k

rZJ
�;k � � k

rZ �;k
rZJ

�;k � 
 k
rZ �;k

rZJ
�;k

and rH k � rH kp� k ; � k ; 
 kq:� rX k

�
rX J

k
rV kp� k ; � k ; 
 kq� 1 rX k

	 � 1
rX J

k
rV kp� k ; � k ; 
 kq� 1 to be the

generalized projection matrix onto the column space ofrX k under the full model (4.8).

With this setup, we layout the two stages of our testing procedure below.

Stage 1: Testing for carryover under the full model

First, we test the signi�cance of the carryover e�ect under the model (4.8). The RSS

for the full model (4.8) using the quasi-projections isqRSSkp� k ; � k ; 
 kq :� €W J
k pI N �

rH kqrV kp� k ; � k ; 
 kq� 1pI N � rH kq€W k{ � 2
k . Under the null hypothesisH 1

01;k , � �;k � 0 and


 k � 0. The RSS underH 1
01;k simpli�es to

qRSSS1
0;kp� k ; � kq:� €W J

k pI N � rH � �;k qrV kp� k ; � k ; 0q� 1pI N � rH � �;k q€W k{ � 2
k ;

where rH � �;k :� rX � �;k prX J
� �;k

rV kp� k ; � k ; 0q� 1 rX � �;k q� 1 rX J
� �;k

rV kp� k ; � k ; 0q� 1. The pseudo

quasi GF (pqGF) statistic for testing H 1
01;k can be constructed as,

pqGFS1
N;k :�

qRSSS1
0;kpp� k ; p� kq � qRSSkpp� k ; p� k ; p
 kq

qRSSkpp� k ; p� k ; p
 kq{N
; (4.11)

81



where p� k , p� k , and p
 k are estimated via REML under the full model (4.8). We call it

as a pqGF statistic because it is constructed viaquasi projections and the components

of the model (4.8) are scaled by apseudoestimator of the true covariance. The test

statistic has a similar form to what Wang and Chen (2012) considered. However, the

fundamental di�erence between the RSS of Wang and Chen (2012) andqRSSk is that

the latter is constructed through the quasi-projectionsWipj;k , not Yipj;k . This makes the

derivation of the null distribution signi�cantly more challenging as Wipj;k are no longer

independent acrossi , becauset � kp�quk¥ 1 are obtained from the full data. Nonetheless,

the next theorem states that if the eigenfunctions are estimated with high accuracy, then

the null distribution changes by a minimal amount.

Theorem 4.3.1. Consider the data
 
rdipj ; Yipj psq; s P ts1; : : : ; sRusm ip

j � 1

( 4

p� 1
for i � 1; : : : ; n

and suppose that conditions 1-2 hold for the true model (4.2). Furthermore, assume that

supsPS j p� kpsq � � kpsqj Ñ 0 in probability as n Ñ 8 and the conditions 3-4 hold for

the elements of the projected model in (4.8). Suppose,� �;k;s p� k ; � kq be thesth eigenvalue

of the Q� � Q� matrix rZJ
�;k

rV kp� k ; � k ; 0q� 1pI N � rH kp� k ; � k ; 0qqrZ �;k with rH kp� k ; � k ; 
 kq:�

rX k

�
rX J

k
rV kp� k ; � k ; 
 kq� 1 rX k

	 � 1
rX J

k
rV kp� k ; � k ; 
 kq� 1. Then, for every k � 1; : : : ; K , under

the null hypothesis (4.3) the test statistic has an approximate distribution,

pqGFS1
N;k

d
�

° Q �
s� 1

p
 k � �;k;s pp� k ;p� k q
1� p
 k � �;k;s pp� k ;p� k qu

2
s � � 2

h � � 1 � opp1q

1
N

! ° Q �
s� 1

1
1� p
 k � �;k;s pp� k ;p� k qu

2
s � � 2

N � r � Q �

)
� opp1q

; (4.12)

whereus
iid� Np0; 1qand independently distributed with� 2

h � � 1 and � 2
N � r � Q �

. The quantities

p� k , p� k and p
 k are the minimizer of the spectral decomposition of the negative log-pro�le

restricted likelihood under the alternative,

pp� k ; p� k ; p
 kq:� arg min
� k ;� k ;
 k

�

pN � rqlog

#
Q �¸

s� 1

u2
s

1 � 
 k � �;k;s p� k ; � kq
� � 2

N � r � Q �

+

�
Q �¸

s� 1

logt 1 � 
 k � �;k;s p� k ; � kqu �
Q � � Q �¸

s� 1

logt 1 � ! � �;k;s p� k ; � kqu

�

;

where! � �;k;s p� k ; � kq be thesth eigenvalue ofD � � p� k ; � kqrZJ
� �;k pI N � rP kqrZ � �;k D � � p� k ; � kq

with D � � p� k ; � kq:� diagp
?

� k I Q � ;
?

� k I Q � q.

The asymptotic null distribution in (4.12) is non-standard. However, one can gen-

erate samples from it very e�ciently following Algorithm B of Wang and Chen (2012).
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The assumption of uniform convergence of the eigenfunctions is satis�ed if the marginal

covariance� ps; s1q can be estimated at a uniform convergence rate. A uniform rate for
p� ps; s1q follows along the lines of the proof of Theorem 3.1 of Koner et al. (2021) pro-

vided that the mean of Yipj p�qis estimated consistently at an uniform rate. Although

establishing uniform convergence of the components of FACM (4.2) is not the focus of

this article, there are several works on uniform convergence rate for a nonparameteric

regression function such as Stone (1982); Lai and Wang (2013); Delaigle et al. (2016);

Xiao (2019), which can be directly applied to our case. In that sense, uniform convergence

of eigenfunctions is viable in the context of our model (4.2).

Fixing an � P p0; 1q, let pqGFS1
8 ;k;� be the 100p1 � � q% percentile of the distribution

of the random variable on the right hand side of (4.12). Then a� -level test for the null

hypothesisH 1
01;k has the rejection region,

R S1
�;k :�

 
YN : pqGFS1

N;k ¥ pqGFS1
8 ;k;�

(
; (4.13)

where YN :� rt Yipj psr q: r � 1; : : : ; Ru : j � 1; : : : ; mip ; p � 1; : : : ; 4sn
i � 1 is the collection

of response for all subjects and recallN �
° n

i � 1

° 4
p� 1 mip .

In the second stage, we test the null hypothesisH 1
02;k for the direct treatment e�ect

under a model that is evidenced by the conclusion drawn from the the �rst stage. To

be speci�c, if the null hypothesisH 1
01;k is rejected, then we testH 1

02;k under the full

model (4.8) (Stage 2a). However, if we fail to rejectH 1
01;k then we test H 1

02;k under a

reduced model assuming that there is no carryover e�ect (Stage 2b). The test-statistics

along with its null distribution for testing H 1
02;k in both the cases are discussed below.

Stage 2a: Testing for treatment in the presence of carryover

Assume that H 1
01;k was tested at Stage 1 and the decision was to reject. Evidenced by

the signi�cance of the carryover e�ect, using the full model (4.8) construct the RSS

under H 1
02;k as qRSSS2a

0;k p� k ; 
 kq :� €W J
k pI N � rH � �;k qrV kp� k ; 0; 
 kq� 1pI N � rH � �;k q€W k{ � 2

k

with rH � �;k :� rX � �;k prX J
� �;k

rV kp� k ; 0; 
 kq� 1 rX � �;k q� 1 rX J
� �;k

rV kp� k ; 0; 
 kq� 1, since � �;k � 0

and � k � 0 under H 1
02;k . Then, the pqGF statistic for testing H 1

02;k e�ect under the full

model (4.8) can be constructed as,

pqGFS2a
N;k :�

qRSSS2a
0;k pp� k ; p
 kq � qRSSkpp� k ; p� k ; p
 kq

qRSSkpp� k ; p� k ; p
 kq{N
; (4.14)
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wherep� k , p� k , and p
 k are estimated via REML under the full model.

Corollary 4.3.2. Assume all the conditions of the Theorem 4.3.1. Lett � �;k;s p� k ; 
 kquQ �

s� 1

be the eigenvalues of theQ� � Q� matrix rZJ
�;k

rV kp� k ; 0; 
 kq� 1pI N � rH kp� k ; 0; 
 kqqrZ �;k . Then

under the null hypothesis in (4.3) the test statistic has an approximate distribution as

follows

pqGFS2a
N;k

d
�

° Q �
s� 1

p� k � �;k;s pp� k ;p
 k q
1� p� k � �;k;s pp� k ;p
 k qu

2
s � � 2

h � � 1 � opp1q

1
N

! ° Q �
s� 1

1
1� p� k � �;k;s pp� k ;p
 k qu

2
s � � 2

N � r � Q �

)
� opp1q

; (4.15)

whereus
iid� Np0; 1q and independent with� 2

h � � 1 and � 2
N � r � Q �

, and

pp� k ; p� k ; p
 kq:� arg min
� k ;� k ;
 k

�

pN � rqlog

#
Q �¸

s� 1

u2
s

1 � � k � �;k;s p� k ; 
 kq
� � 2

N � r � Q �

+

�
Q �¸

s� 1

logt 1 � � k � �;k;s p� k ; 
 kqu �
Q � � Q �¸

s� 1

logt 1 � ! � �;k;s p� k ; 
 kqu

�

;

where! � �;k;s p� k ; 
 kq be thesth eigenvalue ofD � � p� k ; 
 kqrZJ
� �;k pI N � rP kqrZ � �;k D � � p� k ; 
 kq

with D � � p� k ; 
 kq:� diagp
?

� k I Q � ;
?


 k I Q � q.

Fixing an � P p0; 1q, let pqGFS2a
8 ;k;� be the 100p1 � � q% percentile of the distribution

of the random variable on the right hand side of (4.15). A� -level test for testing the null

hypothesisH 1
02;k under the model (4.8) has rejection region

R S2a
�;k �

 
YN : pqGFS2a

N;k ¥ pqGFS2a
8 ;k;�

(
: (4.16)

Stage 2b: Testing for treatment in the absence of carryover

Consider the situation that H 1
01;k was tested and the results indicated lack of evidence of

carryover e�ect. Then we testH 1
02;k under a simpler model of (4.8), omitting the terms

due to the carryover e�ect as,

Y k � X b� b;k � X � � �;k � Z � b �;k � Z � b �;k � ek ; (4.17)

The RSS under the model (4.17) isqRSSS1
0;kp� k ; � kq, de�ned in Stage 1. Additionally when

H 1
02;k is true, the RSS simpli�es to qRSSS2b

0;k p� kq :� €W J
k pI N � rH b;kqrV kp� k ; 0; 0q� 1pI N �

rH b;kq€W k{ � 2
k with rH b;k :� rX b;kprX J

b;k
rV kp� k ; 0; 0q� 1 rX b;kq� 1 rX J

b;k
rV kp� k ; 0; 0q� 1, since� �;k �
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0 and � k � 0. Then the pqGF statistic for testing H 1
02;k under the model (4.17) can be

constructed as

pqGFS2b
N;k :�

qRSSS2b
0;k pp� kq � qRSSS1

0;kpp� k ; p� kq

qRSSS1
0;kpp� k ; p� kq{N

: (4.18)

Corollary 4.3.3. Assume that all the conditions of the Theorem 4.3.1 hold. Suppose,

� �;k;s p� kq be thesth eigenvalue of theQ� � Q� matrix rZJ
�;k

rV kp� k ; 0; 0q� 1pI N � rH S2b
� �;k qrZ �;k

with rH S2b
� �;k :� rX � �;k

�
rX J

� �;k
rV kp� k ; 0; 0q� 1 rX � �;k

	 � 1
rX J

� �;k
rV kp� k ; 0; 0q� 1 is the generalized

projection onto column space ofrX � �;k . Under the null hypothesis in (4.3) the test statistic

has an approximate distribution,

pqGFS2b
N;k

d
�

° Q �
s� 1

p� k � �;k;s pp� k q
1� p� k � �;k;s pp� k qu

2
s � � 2

h � � 1 � opp1q

1
N

! ° Q �
s� 1

1
1� p� k � �;k;s pp� k qu

2
s � � 2

N � r 0 � Q �

)
� opp1q

; (4.19)

where r0 :� L � h� � h� � 2 is the rank of rX � �;k , us
iid� Np0; 1q and independent with

� 2
h� � 1 and � 2

N � r 0 � Q �
and

pp� k ; p� kq:� arg min
� k ;� k

�

pN � r0qlog

#
Q �¸

s� 1

u2
s

1 � � k � �;s;k p� kq
� � 2

N � r 0 � Q �

+

�
Q �¸

s� 1

logt 1 � � k � �;s;k p� kqu �
Q �¸

s� 1

logt 1 � � k ! s;ku

�

;

where! s;k be thesth eigenvalue of theQ� � Q� matrix rZJ
�;k pI N � rP � �;k qrZ �;k with rP � �;k :�

rX � �;k prX J
� �;k

rX � �;k q� 1 rX J
� �;k .

Fix an � P p0; 1q, let pqGFS2b
8 ;k;� be the 100p1 � � q% percentile of the distribution of

the random variable on the right hand side of (4.19). A� -level test for the null hypothesis

H 1
02;k under the model (4.17) has rejection region

R S2b
�;k �

 
YN : pqGFS2b

N;k ¥ pqGFS2b
8 ;k;�

(
: (4.20)

Two-stage test rule

We are now ready to present the proposed two-stage test along directionk. Fix a level

of signi�cance � 1 P p0; 1q for testing the carryover at Stage 1. For any� P p0; 1q, a level
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� -test for testing the null hypothesisH 1
0k has the rejection region,

R kp� ; � 1q:�
!

R S1
� 1 ;k

£
R S2a

�;k

) ¤ ! �
R S1

� 1 ;k

� c £
R S2b

�;k

)
: (4.21)

The above test along the direction ofp� kp�q is the key ingredient of the PROLIFIC,

presented in (4.22).

Corollary 4.3.4. Assume the conditions of the Theorem 4.3.1 and �x a level of signi�-

cance� 1 P p0; 1qfor the test for the carryover e�ect in (4.13). Then for everyk � 1; : : : ; K

and any � P p0; 1q, under the null hypothesisH0,

PpR kp� ; � 1qq ¤ �:

The proof follows by the fact that both the tests in (4.16) and (4.20) reject the null

hypothesisH0 with a probability at most � when H0 is true. It is important that both

the tests at the second stage for the treatment e�ect are conducted at the same level,� ,

in order to ensure that the overall two-stage procedure has an overall size� . Moreover,

the size of the overall test in (4.21) is independent of the level (� 1) at which the carryover

is tested at Stage 1. This is because under the Gaussian data generating assumption the

contrasts contributing to the direct treatment e�ect and that for the carryover e�ect are

asymptotically independent. Put it di�erently, the inference drawn from test of carryover

e�ect at Stage 1 does not in�uence the conclusion from the tests at Stage 2a and 2b,

which is also evidenced by the numerical results presented in section 4.4. This is the

main reason behind the widely discussed criticism against the two-stage procedure for

the typical AB/BA design (Senn 2002, chapter 3) as the two tests at the Stage 1 and the

Stage 2 are not independent (Freeman 1989; Wang and Hung 1997).

Under the null hypothesisH 1
02;k , both the tests with rejection regionsR S2a

�;k and R S2b
�;k

are equally capable of making a correct decision about the signi�cance of treatment

e�ect, up to an error level � . Thus testing for the carryover e�ect at the �rst stage does

not have any direct implication when H0 is true. However, the impact of testing for

the carryover at the �rst stage will be profound on the power to detect departure from

null. To justify this, suppose that in truth, both the treatment and the carryover e�ects

are signi�cant. Then the power to detect the signi�cant treatment e�ect using the test

in (4.20) will be much smaller than using solely of (4.16), as the later is conducted on

a correct model. Therefore, the test for the carryover e�ect at the �rst stage provides a

tool against possible model mis-speci�cation, while testing for treatment e�ect.
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One might object the necessity of conducting the Stage 2a arguing that if the conclu-

sion of the carryover test at Stage 1 appears signi�cant, so be the treatment e�ect. While

this is a valid argument when both the treatment and the carryover e�ect is signi�cantly

di�erent from zero in truth, however, conducting this additional step is still meaning-

ful because i) under the alternative the test at Stage 2a would also show a very strong

evidence in favor of signi�cant direct treatment e�ect, ii) under the null hypothesis, in

certain odd cases, when the carryover test commits a type 1 error, the test at Stage 2a

makes a further attempt to provide evidence against rejecting the null hypothesis.

Finally, our projection based test, PROLIFIC, formally assesses the global null hy-

pothesisH0 by simultaneous testing ofH 1
0k along theK directions and using a Bonferroni

multiple testing correction to control for the familywise error rate. Fix the nominal level

� 1 P p0; 1q for the test of carryover at Stage 1. Then, for everyK ¥ 1 and pre-speci�ed

nominal level � , the rejection region for PROLIFIC is,

R K
PROLIFIC p� ; � 1q:�

K¤

k� 1

R k

� �
K

;
� 1

K

	
: (4.22)

Corollary 4.3.5. Assume the setup and the conditions of the Theorem 4.3.1. Further-

more, assume that the null hypothesis in (4.3) is true. Then, for anyK ¥ 1,

P
�
R K

PROLIFIC p� ; � 1q
�

¤ �;

for every �; � 1 P p0; 1q.

The choice of the truncation parameterK does not a�ect the size the PROLIFIC.

However, it a�ects the power to detect departure from null. In an hypothetical situation,

when the treatment e�ect � ps; dq is not di�erent zero along the direction of the eigen-

functions t � kpsquKk� 1, but it is signi�cantly di�erent zero along a direction � j psq for some

j ¡ K , then the test does not have any power. On the other hand, choosing a large value

of K will make the level for the individual hypothesis testing very small,� {K and � 1{K ,

leading to a loss of power. In numerical results, we see that pre-specifying the PVE to

90%, PROLIFIC has desirable size and strong power performance.

The choice of nominal level� 1 for the test for the carryover at Stage 1 should be

determined based on the implication of �nding a signi�cant carryover e�ect. A test for

the carryover e�ect may be important to assess the usefulness of the washout period. A

very small value of� 1 will lead to poor identi�cation of the carryover, and as a result
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we might end up testing for the direct treatment e�ect in a wrong model. In practice,

we recommend choosing a slightly higher value� 1 (say 10%) compared to � (say 5%).

We conclude this section by describing the steps associated to implement PROLIFIC in

Algorithm 4.3.1.

1 Construct a smooth estimator of the components of mean model asp� 0psq,
p� ps; dq, p� ps; dq and coe�cient for other baseline covariatest � `psquL

`� 1;
2 Compute the demeaned response,

rYipj psr q:� Yipj psr q � p� 0psq � p� ps; dipj qI ip;� � p� ps; dipj qI ip;� �
° L

`� 1 Ci`
p� `psq;

3 Obtain a smooth estimator ofp� ps; s1q using the demeaned responses;

4 Get
!

p� kpsq
) K

k� 1
from the spectral decomposition ofp� ps; s1q with K chosen by a

pre-speci�ed PVE;
5 for k P t1; : : : ; K u do
6 Construct the projected datatrpdipj ; Wipj;k qm ip

j � 1; p � 1; : : : ; 4s; i � 1; : : : ; nu by

calculating Wipj;k � R� 1
° R

r � 1 Yipj psr qp� kpsr q;
7 Compute the p-valuepk of test in (4.21) with a speci�ed level of signi�cance

� 1{K for the test of carryover at Stage 1;
8 end
9 Reject H0 in (4.3) if mint pk : k � 1; : : : ; K u   � {K at some level of signi�cance

� ;
Algorithm 4.3.1: PROLIFIC

4.4 Simulation study

4.4.1 Data generation

To assess the performance of PROLIFIC, we generate synthetic data for sample sizen

varying from 100to 300. As described, we consider a crossover design with4 periods and

within each period the response pro�les are observed sparsely overmip time points. The

number of pro�les in each period,mip , is generated randomly fromt 8; 9; : : : ; 12u (low

sparsity level). For eachmip , the time points dipj are uniformly sampled fromD � r 0; 1s.

The pro�les Yipj p�qare observed over a dense gridR � 101 points equally spaced over
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S � r 0; 1s. With the above simulation design, the data is generated from the model

Yipj psq � � ps; dipj q � � ps; dipj qI ip;� � � ps; dipj qI ip;� � � i ps; dipj q:

The residual term in the model is generated as� i ps; dipj q � Ui psq � " sm
ipj psq � "wn

ipj psq,

whereUi psq is mean zero subject speci�c random deviation that in�uences the response

trajectories at every time point dipj , along with a smooth random variation " sm
ipj psq

that is presumed to capture the additional variability at that speci�c time point and

white noise process"wn
ipj psq. The random components of the model are generated non-

parametrically from the following mechanism:Ui psq � � i; 1� 1psq � � i; 2� 2psq; " sm
ipj psq �

r ipj; 1� 1psq � r ipj; 2� 2psq where � 1psq �
?

2 sinp2�s q, � 2psq �
?

2 cosp2�s q, � i; 1
iid� N p0; 1q,

� i; 2
iid� N p0; 0:7q, r ipj; 1

iid� N p0; 0:5q, r ipj; 2
iid� N p0; 0:1q and they are mutually independent.

Finally, "wn
ipj psr q

iid� N p0; 0:25q for all i; p; j and r .

The components of the mean model are as follows:� ps; dq:� 2dcosp�s {2q, � ps; dq:�

� cosp�s {2qp1 � 4f � p0:8d; a; bqqand � ps; dq:� �
 cosp�s {2qp1 � 4f � p2d{3 � 0:8; a; bqqwith

a   b and f � px; a; bq is the density of Beta distribution with parametera ¡ 0 and b ¡ 0.

The above structure for the treatment e�ect ensures that the projection of� ps; dq on

� kpsq,
³1

0 � ps; dq� kpsqds; k � 1; 2 is proportional to the f � px; a; bqwhich right-skewed for

a   b. From a practical perspective (as we also see it in the data analysis), thisgoing

up trend and vanishing featurenature of treatment e�ect is reasonable. We scale the

time point by 0:8 to ensure that � ps; dq does not vanish at the end of the period, i.e at

d � 1. Furthermore, the assumed structure of the carryover e�ect can be viewed as a

continuation of the treatment e�ect in the next period which is non-zero ford   0:3 and

then it vanishes ford ¥ 0:3. The knob � parametrizes the magnitude of the treatment

and the carryover e�ect. Both � ps; dqand � ps; dqare equal to zero if� � 0. On the other

hand, the parameter
 controls the magnitude of carryover relative to the treatment, in

particular setting � ¡ 0 and 
 � 0, we can enforce absence of carryover even when the

treatment is signi�cant. In our simulation study, we take the shape parameters of the

beta density asa � 2; b � 4. We do not include any baseline covariates in the simulation

study, but we will have some in our data analysis.

4.4.2 Details of computation

To obtain the smooth estimates of bivariate mean functionp� ps; dq, treatment e�ect

p� ps; dq and carryover e�ect p� ps; dq we �t the FACM using gamfunction in R package
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mgcv(Wood 2004). Using the residulals, we estimate the marginal covariance using the

bivariate sandwich smoother by Xiao et al. (2013) implemented in the fpca.face in R

packagerefund (Goldsmith et al. 2020). After estimating K and the eigenfunctions
p� kpsq with a PVE of 90%, we project the response onto the direction of the eigen-

functions. Next, we �t the smooth components of the projected model (4.7) using a

truncated linear basisph� � h� � h� � 1q by placing the knots � 1; : : : ; � Q at a equally

spaced quantile levels of the observed visit times
!

t dipj um ip
j � 1 : i; p

)
with a number of knots

Q � maxt 20; minp0:25� number of uniquedipj ; 40qu(Ruppert et al. 2003), which is also

the same for�; � and � . For eachk, the covariance function� k of � i;k pdipj q is estimated

nonparametrically usingfpca.sc function in refund package. The number of eigenfunc-

tion is chosen with PVE of 90%. After denoising the quasi projectionsWk;ij with the

inverse square root of estimated covariance matrixp� W;k , we �t the LMM in (4.8) using

the lme function in nlme (Pinheiro et al. 2021) package and conduct the two-stage test

in (4.21) by simulating from null distribution of the test statistics in (4.12), (4.15) and

(4.19) implementing algorithm B of Wang and Chen (2012). Finally the overall conclu-

sion for the hypothesis (4.3) is drawn combining the results of each of thek � 1; : : : ; K

tests as per the rule (4.22).

4.4.3 Remarks on competing methods

Similar to Park et al. (2018), one can estimate the bivariate treatment� ps; dq and the

carryover e�ect � ps; dq applying any bivariate smoothing technique and construct a di-

vergence based statistic
³

S

³
D

�
{� ps; tq � � ps; tq

	 2
dsdt and

³
S

³
D

�
{� ps; tq � � ps; tq

	 2
dsdt

to test for the signi�cance of treatment and the carryover e�ect respectively. However,

resampling based techniques are essential to approximate the null distribution of the test

statistic. In a LFD setup, particularly when the data are collected as densely as at a

minute level, it takes humongous amount of time to get a reliable empirical size and

power of the test within real time. However, one can adopt other procedures suitable to

test for signi�cance of unknown smooth function in univariate functional data and apply

them to test for the projection of treatment e�ect on � kpsq, i.e. to test for H0k : � kpdq � 0

under the projected model (4.7). In this regard, we compute theL2-norm based statis-

tic TZC;k �
³1

0 t p� kptq � � kptqu2 dt constructed by Zhang and Chen (2007) to test for null

hypothesisH0k . When the functional data are observed densely, the asymptotic null dis-

tribution of the test statistic takes the form of a mixture of chi-square distribution with

weights corresponds to the eigenvalue of the covariance matrix� k . As discussed in their
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paper, we approximate the null distribution by both the mixture of chi-square and by

bootstrap. Since we do not observe the functions densely in our projected model, we call

this method as an adapted version of the test and abbreviate it as Ad-ZC. The conclu-

sion of about the overall test can be done by applying the same two-stage procedure

implemented for PROLIFIC.

4.4.4 Assessing performance of the test

Table 4.2: Empirical size of PROLIFIC based on 5000 simulations

� � 0:01 � � 0:05 � � 0:1 � � 0:15
n � 50 � 1 � 0:05 0.012 (0.002) 0.054 (0.003) 0.106 (0.004) 0.154 (0.005)

� 1 � 0:1 0.013 (0.002) 0.055 (0.003) 0.106 (0.004) 0.155 (0.005)
n � 100 � 1 � 0:05 0.012 (0.002) 0.049 (0.003) 0.097 (0.004) 0.144 (0.005)

� 1 � 0:1 0.012 (0.002) 0.049 (0.003) 0.097 (0.004) 0.144 (0.005)

Size: The empirical type 1 error rate of the PROLIFIC across small (n � 50) and

medium (n � 100) sample size is presented in Table 4.2 at speci�ed nominal levels

� � 0:01; 0:05; 0:1 and 0:15, with the two di�erent levels ( � 1) of the carryover test at

the �rst stage. The standard error of the estimates are presented in the parenthesis and

the numbers are obtained based on5000simulations. Even for sample size as small as

n � 50, the empirical size of PROLIFIC is maintained within twice standard error of the

stipulated nominal level. The numbers demonstrate that the size of the overall test is not

in�uenced by the level (� 1) at which the test of carryover is conducted, as long as both

the tests for the signi�cance of the treatment e�ect at the second stage are conducted at

the same level� .

Table C.1 displays the empirical size of the test conducted byL2 norm based statistic

of Ad-ZC method, when the null distribution is approximated by mixture of chi-squares.

Remarkably, the test fails to maintain the nominal level by large margin, at least for

sample size up to100. It is possible that a sample of size isn � 100 is not large enough

to fairly approximate the asymptotic null distribution. On the other hand, when the null

distribution is approximated by bootstrap, the test exhibits a rather conservative type 1

error.

Power: Fix the level of signi�cance � � 0:05. The empirical power of PROLIFIC
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(a) True carryover is non-zero (b) True carryover is zero

(c) True carryover is non-zero (d) True carryover is zero

Figure 4.1: Upper panel: Power curve of the PROLIFIC as a function of � for � � 0:05 in
comparison to the power of Ad-ZC (when null distribution is approximated by bootstrap) across
n � 50 and 100, when the true � ps; dq is (a) nonzero and (b) zero, based on1000simulations.
The level of the carryover test � 1 is set at 0:1. Lower panel: Power curve of PROLIFIC for
� � 0:05 across sample sizen � 50 and 100 and two di�erent levels of the test of carryover at
Stage1, � 1 � 0:05 and 0:1, when the true � ps; dq is (c) nonzero and (d) zero.

is plotted as a function of� for small and medium sample size in Figure 4.1, based on

1000simulations. The left column pertains to the situation when both the carryover and

the treatment e�ect are signi�cant, and the right column when carryover is absent and

only the direct treatment e�ect is signi�cant. We do not present the power of the Ad-ZC

when the null distribution is approximated by mixture of chi-squares, because it fails

to maintain the size. As expected, in both the cases, we see that the power of the test

increases rapidly with the increment in the sample size and as� goes away from zero.

The upper panel demonstrates that PROLIFIC is more powerful than Ad-ZC to detect

departure from null, irrespective whether carryover is zero or not. The overlapping plots
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in the lower panel illustrate that the power of PROLIFIC is not a�ected by the level (� 1)

at which the carryover is tested at the �rst stage.

The strength of PROLIFIC in detecting a very slight departure from null even with

very small sample size can be attributed to the fact that both the contrasts for the

treatment and the carryover are estimable after removing the variation due to subject and

that for every subject, we observe the functional observations over four periods. Overall,

the numerical results testify for the e�ectiveness of the two-stage procedure to detect the

signi�cant direct treatment e�ect in a crossover design, when both the treatment and

carryover contrasts are separately estimable, in contrast to the widely criticized lack of

power of the two-stage procedure in the case of AB/BA crossover design (Senn 2002,

chapter 3).

4.5 Meloxicam study of cats with osteoarthritis

The data originates from the meloxicam study of58 household cats with existing condi-

tion of osteoarthritis. These cats were enrolled in a completely randomized double masked

placebo-controlled crossover trial conducted at the College of Veterinary Medicine of

North Carolina State University. The subjects were randomized into two groups. As de-

scribed in Table 4.1, the �rst group received the single dose of active drug meloxicam for

the 20 days in the �rst period, followed by placebo during the last three periods. Whereas,

group 2 received the drug at period3 and received placebo at all the remaining three

periods. The objective of study is to understand the e�cacy of an active drug meloxicam

on the joint pain as re�ected by an improved PA counts, measured at every minute level

during the day by an activity monitor. See Gruen et al. (2015) and Gruen et al. (2017)

for a complete details of the study.

4.5.1 Data preprocessing

Figure C.1(a) presents the daily raw activity counts recorded by Accelerometer for a

randomly selected cat over5 days in every period. Since the cats in general stays in a

resting state for a long period of time, followed by a sudden jump due to some external

factors, the raw activity pro�les are condensed by a lot of zeros between two high peaks.

To reduce the large scale of variation in the activity counts, we add them by1 and take

the logarithm, i.e. x ÞÑlogpx � 1q. Let us call these log transformed PA counts as logPA.

As a part of the preprocessing step, we take the cumulative average of the logPA at
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every minute in the day asYipj psr q:� r � 1
° r

` � 1 logp1 � PA ipj ps`qq, wherer � 1; : : : ; 1440

denotes the minutes in a day withr � 1 referring to the midnight (12:00:00 AM) and

PA ipj ps`q is the PA counts for the i -th at the `-th minute of the j -th day in the p-th

period. We focus on the time of the day from5AM to 10PM, when the owners are more

likely to be awake; Figure C.2 and C.3 show the cumulative average of the logPA for four

randomly selected cats during this time over some days in all the four periods. As the

pro�les are relatively smooth, we work withYipj psr qbetween 5AM to 10PM (i.e.r � 300

to 1320) as our response pro�le to test for the signi�cance of the treatment e�ect.

There are several baseline covariates collected at the beginning of the study, notable

of them are age (in days), weight (WT), a numeric radiologist evaluated disease severity

score called as DJD score. The number of PA pro�les in each period (mip ) varies across

the subjects and a frequency distribution oft mip un
i � 1 for all the four periods is provided

in Figure C.4(a). The age of cats in the study varies between 6 years to 21 years with

median age of 12 years. Based on a simple boxplot analysis (Figure C.4(b)), we removed

the cats with 6 years (cat number 14) and21 years (cat number 15) of age from further

analysis.

4.5.2 Data analysis

To test for the signi�cance of the treatment e�ect, we posit the FACM,

Yipj psq � � ps;Ageipj q � � ps; dipj qI ip;� � � ps; dipj qI ip;�

� WT i � 1psq � WE ipj � 2psq � DJD i � 3psq � � i ps; dipj q; (4.23)

where Ageipj is the age of thei -th cat at the j -th day of the p-th period, WEipj is the

weekend indicator, i.e. it takes values1 if the j -th day in the p-th period is a weekend,

otherwise it is zero. All the other components in the model are de�ned previously. The

quantity Ageipj can be easily computed by adding the baseline age of the cats with the

total number days spared in the study period. Instead of including age of the cat at the

baseline in an additive manner, we consider that the mean of the response evolves as a

smooth function of age, which allows us to the model the e�ect of age more generally.

The DJD score is an factor that is expected to a�ect the PA. The activities of the cats

are also expected to be di�erent over weekdays or weekends, as their owners stay at home

and spend more time with them.

To test for the signi�cance of the direct treatment e�ect H0 : � ps; dq � 0 vs H1 :
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