
ABSTRACT

LI, PEIYI. System Support for Reliable and Scalable Quantum Computing. (Under the direction
of Huiyang Zhou).

Quantum computing has the potential to address a wide range of applications, including

chemical simulation, combinatorial optimization, cryptography, and machine learning. How-

ever, current Noisy Intermediate-Scale Quantum (NISQ) devices face two major challenges

that hinder the realization of quantum advantage: high error rates, which degrade computa-

tional reliability, and a limited number of qubits, which constrain problem scalability. In this

dissertation, we tackle both challenges through system support. In the first and second work,

we propose the algorithmic scheme that enhance computational reliability on NISQ devices. In

the third work, we propose hardware architecture that enable large-scale quantum computing.

In the first work, we propose an enhanced virtual distillation scheme that incorporates

circuit cutting to address a critical limitation: while virtual distillation offers exponential error

suppression in theory, its practical effectiveness is undermined by the significant gate overhead

introduced when implementing it on NISQ devices with limited connectivity. Our scheme

applies circuit cutting to separate the virtual distillation circuit into two components: payload

circuits, which prepare the target quantum state, are executed on quantum devices, while

measurement circuits, which performs rotations to transform the measurement into computa-

tional basis, are simulated classically. This hybrid execution strategy, combined with classical

post-processing to recombine results, reduces the noise accumulation and enhances the ef-

fectiveness of the virtual distillation technique. We demonstrate our scheme’s effectiveness

through noisy simulation and experiments on real quantum devices.

In the second work, we propose QuTracer, a comprehensive error mitigation framework

that addresses both gate and measurement errors in subsets of qubits by tracing the states of

qubit subsets throughout the computational process. In order to monitor qubit subset states,

We introduce Qubit Subsetting Pauli Checks, which utilizes circuit cutting and Pauli Check

Sandwiching to trace the qubit subsets distribution to mitigate errors. QuTracer follows a

three-phase workflow that includes analysis and circuit preparation, circuit execution and

error mitigation, and global distribution update via Bayesian recombination. QuTracer can be

applied to various algorithms including, but not limited to, VQE, QAOA, quantum arithmetic

circuits, QPE, and Hamiltonian simulations. In our experiments, we perform both noisy simu-

lations and real device experiments to demonstrate that QuTracer is scalable and outperforms

the state-of-the-art approaches.

In the third work, we propose the Quantum Network Processing Unit (QNPU), which enables



quantum applications to efficiently scale beyond the capacity of individual quantum proces-

sors, serving as a critical building block for future quantum supercomputers. The QNPU works

alongside the Quantum Processing Unit (QPU) in our decoupled processing units architecture,

where the QPU handles local quantum operations while the QNPU manages quantum commu-

nication between nodes. We design a comprehensive instruction set architecture for the QNPU

with high-level communication protocol abstractions, implemented via micro-operations

that manage EPR resources, quantum operations, and classical communication. To facilitate

programming, we introduce DistQASM, which extends OpenQASM with distributed quantum

operations. We then propose a microarchitecture featuring both scalar and superscalar QNPU

designs to enhance performance for communication-intensive quantum workloads. Finally,

we evaluate the performance of our proposed QNPU design with distributed quantum work-

loads and demonstrate that the QNPU significantly improves the efficiency of communication

between quantum nodes, paving the way for scalable quantum computing.
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CHAPTER

1

INTRODUCTION

Quantum computing has great potential in a variety of applications, including chemical sim-

ulations [Lan10], optimization problems [Far14], machine learning [Sch15], and cryptogra-

phy [Buh14]. Despite this promise, we are currently in the Noisy Intermediate-Scale Quantum

(NISQ) era [Pre18], where existing quantum devices contain tens to thousands of noisy qubits.

Two fundamental challenges stand between current NISQ devices and the realization of useful

applications: reliability and scalability.

The first challenge is reliability. NISQ devices suffer from various noise sources such as

coherent noise, incoherent noise, state preparation and measurement noise that significantly

degrade computational accuracy. While quantum error correction (QEC) [Kit97; Aha08; Got09]

provides a path to fault-tolerant quantum computation, there is a heavy cost in the number

of qubits to protect the quantum information, a requirement far beyond the capacity of cur-

rent NISQ devices. As a result, quantum error mitigation (QEM) [Tem17; Kan19; Cai23] have

emerged as a practical alternative for improving computational reliability in the near term.

QEM are generally algorithmic schemes that mitigate noise through post-processing of mea-

surement outcomes from an ensemble of circuit execution where the circuits run at the same

noise level as the original unmitigated circuit [Cai23]. Various QEM approaches have been

proposed, including zero noise extrapolation [Tem17; GT20], clifford data regression [Cza21],

virtual distillation [Hug21] or error suppression by derangement [Koc21a], probabilistic error
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cancellation [Ber22], measurement subsetting [Das21a; Dan23], and Pauli check sandwich-

ing [Gon23].

Even as QEM improves reliability, a second major challenge arises: scalability. Many quan-

tum algorithms require qubit resources far beyond the capacity of individual quantum proces-

sors. To enable large-scale quantum computation, distributed quantum computing (DQC) [Cuo20]

have been proposed, which enables scalability by partitioning large quantum circuit across

multiple quantum processors, each contributing a portion of the overall computation. Caleffi

et al. [Cal24] categorize current DQC architectures into three types based on scale: multi-core

quantum architecture [Ovi23; Esc23], multi-computer quantum architecture, and multi-farm

quantum architecture. These categories are distinguished primarily by the physical distance

between remote qubits. Multi-core architectures feature very short distances within the same

refrigerator; multi-computer architectures span distances within a single room or building; and

multi-farm architectures involve long-range, geographically distributed connections [Cal24].

This dissertation addresses both the reliability and scalability challenges in quantum com-

puting. The first and second works propose QEM schemes and frameworks that improve

computational reliability through classical post-processing of quantum measurement out-

comes, without modifying the underlying quantum hardware. The third work proposes a novel

DQC architecture that introduces specialized hardware to accelerate quantum communication

protocol execution and enable scalable quantum computing. Collectively, these works span

from algorithmic schemes to hardware architecture design, providing system-level support at

both the software and hardware layers to enable reliable and scalable quantum computing.

Specifically, we make the following three contributions:

• Enhanced Virtual Distillation: We propose an enhanced virtual distillation scheme that

incorporates circuit cutting to overcome implementation challenges on NISQ devices.

While virtual distillation theoretically achieves exponential error suppression, its imple-

mentation on limited-connectivity NISQ devices requires numerous SWAP gates that

introduce significant noise. Our scheme addresses the challenge by applying circuit cut-

ting to partition the virtual distillation circuit into fragments: payload subcircuits execute

on quantum hardware, while measurement subcircuits are simulated on classical com-

puters. By recombining fragment execution results through classical post-processing, we

achieve enhanced error mitigation performance compared to standard virtual distilla-

tion.

• The QuTracer Framework: We propose the QuTracer framework to mitigate both gate and

measurement errors in subsets of qubits by tracing the states of qubit subsets throughout

the computational process. Our framework introduces three key innovations. First, we re-
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purpose circuit cutting to track the quantum states during the circuit execution. Second,

we propose qubit subsetting Pauli checks, which transforms Pauli check sandwiching

circuit into an ensemble of low-cost circuits, eliminating the need for error-prone ancilla

qubits while enabling continuous error monitoring. Third, we propose and incorpo-

rate multiple optimizations for qubit subsetting, these optimizations include localized

gate simulation, gate bypassing, state traceback, false dependency removal, and qubit

remapping that collectively improve output fidelity.

• Quantum Network Processor Unit: We propose Quantum Network Processing Unit

(QNPU), a dedicated hardware architecture for distributed quantum computing that

enables scalability beyond single quantum processors. The QNPU operates within our

proposed decoupled processing architecture alongside the Quantum Processing Unit

(QPU), creating a division of labor where the QPU executes local quantum operations

while the QNPU manages quantum communication between distributed nodes. We

design a comprehensive instruction set architecture and microarchitectures for the

QNPU. We then implement a cycle-level simulator to simulate the performance of our

proposed design. The evaluation results demonstrate that our design enable efficient

distributed quantum computing.
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CHAPTER

2

ENHANCING VIRTUAL DISTILLATION

WITH CIRCUIT CUTTING FOR QUANTUM

ERROR MITIGATION

2.1 Introduction

Quantum computation holds immense promise for solving complex problems beyond the

reach of classical computers. However, quantum systems are highly susceptible to errors caused

by various noise sources. These errors can severely degrade the performance and reliability

of quantum algorithms. Therefore, it is essential to develop techniques that can mitigate the

effects of errors and enhance the quality of quantum computation.

In the quest to mitigate errors and enhance the reliability of quantum computations, various

techniques have been proposed. One notable technique, known as virtual distillation [Hug21;

Vik22] or error suppression by derangement [Koc21a], aims to achieve exponential suppression

of errors when estimating the expectation value of an observable. The main idea behind virtual

distillation is to prepare multiple copies of a noisy quantum state, denoted asρ, “bridging” them

through a circuit and then perform measurements on these copies [Koc21a]. By utilizing the

information obtained from these measurements, one can estimate the expectation value with
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respect to the state ρM /Tr
�

ρM
�

, where M represents the number of copies. As M increases,

this state approaches the closest pure state to ρ exponentially fast [Hug21]. By effectively

approaching a pure state, the technique enables a more accurate estimation of the expectation

value, thereby enhancing the reliability of quantum computations.

Virtual distillation holds great potential as a technique to mitigate the detrimental effects

of noise in quantum systems. However, for near-term quantum devices, several obstacles can

hinder the effectiveness of virtual distillation. First, the need for 2-qubit gates, which are essen-

tial for “bridging” multiple copies of a quantum state, can lead to a significant increase in the

number of required SWAP gates. Due to the limited qubit connectivity in near-term quantum

devices, additional swap gates must be inserted before applying 2-qubit gates that involve

non-adjacent qubits. Unfortunately, both these inserted SWAP gates and the 2-qubit gates used

to “bridge” multiple state copies introduce significant noise, substantially compromising the

reliability of the virtual distillation process. Second, the process of preparing multiple copies

of a circuit is vulnerable to crosstalk errors [Sar20]. Crosstalk between instructions can corrupt

the quantum state when multiple instructions are executed simultaneously [Mur20]. Virtual

distillation can be more susceptible to crosstalk between instructions, given that the prepara-

tion of multiple state copies significantly increases the likelihood of parallel gate executions on

nearby qubits. Furthermore, the virtual distillation circuit can be more susceptible to detec-

tion crosstalk (or readout) crosstalk [Sar20] because the preparation of multiple state copies

and the subsequent measurements introduce a large number of measurement operations. As

program size expands and the number of measurement operations increases, it becomes more

susceptible to readout crosstalk [Das21a].

To improve the reliability and effectiveness of virtual distillation on near-term quantum

devices, further noise mitigation techniques are needed. Reference [Koc21a] has explored

zero-noise extrapolation [Tem17; Li17] to mitigate the effects of noise of the virtual distillation

circuits. However, they primarily focused on demonstrating the performance of zero-noise

extrapolation in a depolarizing noise model. In a realistic scenario where various noise sources

exist in the virtual distillation circuit, applying zero-noise extrapolation becomes challenging.

The presence of multiple noise sources complicates the process of finding an accurate curve-

fitting model, rendering zero-noise extrapolation less effective in practice.

This limitation highlights the need to develop alternative noise mitigation strategies that

are better suited for real-world scenarios. In this chapter, we propose noise mitigation using a

quantum circuit-cutting strategy for virtual distillation on quantum devices. Our proposed

approach involves cutting the virtual distillation circuit into smaller fragments and running

them independently. By doing so, our proposed scheme can mitigate a significant amount of

noise, and our experiments demonstrate the effectiveness of our strategy in enhancing the
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performance of virtual distillation on real quantum devices.

This chapter is organized as follows: In Section 2.2, we provide a review of the virtual

distillation protocol and the circuit structure typically used in this protocol, then we analyze

the overhead of a virtual distillation circuit on real devices and highlight the motivation for our

work. Section 2.3 introduces our quantum circuit-cutting strategy and discusses its potential

for enhancing virtual distillation. Section 2.4 describes the experimental setup, including the

benchmarks, evaluation metrics, and noise models. Experimental results and performance

analysis will be presented in Section 2.5. Finally, Section 2.6 concludes the chapter.

2.2 Background and Motivation

2.2.1 Theory of Virtual Distillation

This section reviews the theory of Virtual Distillation, and the notation used is based on

Ref. [Hug21; Vik22]. When the state preparation process is affected by incoherent noise, the de-

sired pure quantum state, represented as
�

�ψ
�


ψ
�

�, can be distorted into a mixed state, described

by the density matrix:

ρ =
d
∑

k=1

λk

�

�ψk

�


ψk

�

� (2.1)

In Equation (2.1), λk represents the probability of the system in the state
�

�ψk

�

, where λk ≤ 1

and
∑

k λk = 1. For simplicity, we assume that the first state
�

�ψ1

�


ψ1

�

� in the mixture is the

dominant eigenstate, with λ1 being the dominant eigenvalue.

To mitigate the effects of noise and restore the purity of the state, the mixed state ρ can be

exponentiated M times, normalizing ρM yields:

ρM

Tr
�

ρM
� =

∑d
k=1λ

M
k

�

�ψk

�


ψk

�

�

∑d
k=1λ

M
k

(2.2)

The mitigated expectation value, denoted as 〈O 〉mitigated, is obtained by evaluating the trace

of the observable O with the state ρM /Tr
�

ρM
�

:

〈O 〉mitigated :=
Tr
�

OρM
�

Tr
�

ρM
� (2.3)

By computing 〈O 〉mitigated, virtual distillation approximates the expectation value with respect to

the dominant eigenstate
�

�ψ1

�


ψ1

�

�. Although the dominant eigenstate
�

�ψ1

�


ψ1

�

� is not necessar-

ily the desired state
�

�ψ
�


ψ
�

�, theoretical analysis [Koc21b] shows the mismatch between these
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two states is exponentially smaller than the build-up of the other erroneous states
�

�ψk

�


ψk

�

�

k ̸=1
.

This approach enables the mitigation of errors and provides an enhanced estimation of quan-

tum observables.

2.2.2 Circuit Implementation of Virtual Distillation

To estimate the expectation value of the state ρM /Tr
�

ρM
�

, Ref. [Hug21] utilize the following

equation:
Tr
�

OρM
�

Tr
�

ρM
� =

Tr
�

O iS (M )ρ⊗M
�

Tr
�

S (M )ρ⊗M
� (2.4)

Here, O i represents the observable O acting on an arbitrary subsystem i , while S (M ) denotes

the cyclic shift operator applied to M systems.

This equation provides an expression for estimating the desired expectation value by relating

it to the trace of the observable O iS (M )ρ⊗M and the trace of S (M )ρ⊗M . To estimate these two

traces, it is necessary to prepare M copies of the state ρ. For practical implementation on

near-term quantum devices, we will focus on the case of preparing two copies of the state.

The circuit implementation involves two main steps. First, M copies of the state ρ need

to be prepared. In the context of preparing two copies, it is represented as ρ⊗2. The second

step is to measure the expectation value of ρ⊗2 with respect to the observables S (M ) and O iS (M ).

Reference [Hug21] discusses two methods for measuring these observables. One approach

involves the introduction of ancilla qubits, where the ancilla qubits are prepared in the state

|+〉 = (|0〉+ |1〉)/
p

2 and a sequence of controlled-SWAP gates are applied to “bridge” the M

copies of ρ. Alternatively, another approach eliminates the requirement for ancilla qubits. This

method relies on diagonalizing gates designed to diagonalize the observables S (M ) and O iS (M ).

These diagonalizing gates “bridge” the M copies of ρ and allow measurement of these observ-

ables in the computational basis. We can then estimate the expectation values based on the

measurement outcomes. The virtual distillation circuit with diagonalizing gate implementation

is shown in Fig. 2.1.

In practical scenarios, the execution of controlled-SWAP gates on near-term quantum

devices often introduces substantial noise, rendering the implementation of virtual distillation

using ancilla qubits impractical. As a result, the remainder of this chapter focuses on the virtual

distillation implementation by utilizing diagonalizing gates.
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Figure 2.1: The virtual distillation circuit with two copies of the original circuit and the diago-
nalizing gates. When mapping the virtual distillation circuit to a device with limited connectiv-
ity, extra SWAP gates are introduced to move the diagonalizing gates to adjacent qubits with
coupling.

2.2.3 Virtual Distillation Circuit Complexity on Device with Limited Con-

nectivity

According to the findings in Ref. [Hug21], the implementation of the virtual distillation circuit

requires only a single additional layer of diagonalizing gates. Consequently, the number of extra

gates needed for virtual distillation exhibits a linear growth relative to the number of qubits in

the circuit. Furthermore, Ref. [Koc21a] suggests that the preparation of the quantum state
�

�ψ
�

typically necessitatesO [a (N )N ] gates, where a (N ) represents the computation depth. However,

in scenarios where the computational problems extend beyond a constant-depth circuit, the

gate count in the primary computation increases at a faster rate than O (N ). Consequently, as

the computation is scaled up, the additional gate count required for constructing the virtual

distillation circuit becomes relatively less significant.

Nevertheless, it is crucial to acknowledge that the aforementioned study does not take into

account the inherent connectivity limitations of near-term quantum devices. The qubits in the

superconducting quantum computers [Kel19; Cho21a] and the neutral atom array quantum

computers [Gra22] are not fully connected. While the existing trapped-ion devices featuring

tens of qubits offer full connectivity, the challenge lies in designing a scalable QCCD (Quantum

Charge-Coupled Device) architecture [Pin21] that comprises thousands of qubits. Such an

architecture would consist of multiple fully-connected clusters; however, the inter-connection

across these clusters remains limited. The connectivity limitation in the quantum devices

requires the insertion of additional SWAP gates before applying the diagonalizing gates. Fig. 2.1
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shows an example of mapping a 6-qubit virtual distillation circuit to a physical device with

linear connectivity. Three SWAP gates are inserted for qubit routing. In the worst-case scenario,

each diagonalizing gate requires at most N −1 SWAP gates to move the two logical qubits to

adjacent physical qubits. Therefore, the upper bound of the number of extra gates introduced

by virtual distillation is O (N 2). As the circuit size grows, the number of these additional gates

increases at a rate faster than linear, resulting in a substantial overhead.

In order to assess the impact of these additional SWAP gates in the virtual distillation circuit,

we employed a RealAmplitudes circuit from Qiskit library [Rea]. The RealAmplitudes circuit is

commonly utilized as an ansatz circuit in chemistry applications and consists of alternating

layers of rotation-Y gates and CNOT gates. An example of the RealAmplitudes circuit can be

seen in Fig. 2.2.

q0

q1

q2

[0]
RY

[1]
RY

[2]
RY

[3]
RY

[4]
RY

[5]
RY

[6]
RY

[7]
RY

[8]
RY

Figure 2.2: Example of a 3 qubit RealAmplitudes circuit with 2 repetitions and circular entan-
glement.

In our study, we utilized the RealAmplitudes circuit as the original circuit for state prepara-

tion, varying the number of qubits and layers. Subsequently, we applied the virtual distillation

approach to examine the impact of additional SWAP gates on circuit size. To evaluate the

overhead associated with applying virtual distillation on a near-term device, we transpiled

both the original circuits and the circuits after applying the virtual distillation approach. The

transpilation process utilized a coupling map derived from the 127-qubit IBM machine, named

ibm_sherbrooke. This machine adopts a heavy hex lattice topology commonly used in IBM

quantum machines. The optimization level is set to 3 to minimize the number of additional

inserted SWAP operations. The resulting CNOT gate counts after transpilation are presented

in Fig. 2.3b. For comparison purposes, we also included the circuit translation results using a
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Figure 2.3: Change of circuit size with respect to the number of qubits. Note that the total
CNOT gate count in the virtual distillation circuit is equal to two times the CNOT gate count in
the original circuit, plus the additional CNOT gates introduced during the construction of the
diagonalizing gates.

fully connected coupling map in Fig. 2.3a.

We systematically increased both the number of qubits (ranging from 10 to 50) and the

alternating layers of rotation-Y gates and CNOT gates (ranging from 10 to 50) to modify the

gate complexity of the original circuit. Figure 2.3a illustrates the ideal scenario with a fully

connected coupling map, where the additional gate count required for constructing a virtual

distillation circuit grows linearly with respect to the number of qubits, resulting in a relatively

smaller overhead compared to the increase in gate count of the original circuit. However, by

visualizing the changes in circuit size on a limited connected coupling map from the real

quantum device through Fig. 2.3b, it becomes evident that as the circuit scales up, the number

of additional gates required for constructing the virtual distillation circuit remains substantial,

introducing significant overhead. This observation highlights the fact that running the virtual

distillation circuit on a limited connectivity device significantly increases circuit complexity,

thereby undermining the effectiveness of the virtual distillation approach. In light of this, we

propose a solution for enabling the application of the virtual distillation approach on near-

term quantum devices by employing circuit-cutting techniques to reduce gate complexity

significantly.
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2.3 Enhancing virtual distillation

In this section, we will delve into enhancing the virtual distillation circuit by utilizing quantum

circuit-cutting techniques. We begin by introducing the theory behind quantum circuit cutting.

Subsequently, we explain how this method can be applied to the virtual distillation circuit,

highlighting the advantages of our approach.

2.3.1 Quantum Circuit Cutting

This section provides a basic overview of Quantum Circuit Cutting [Pen20; Per21; Uch22]. In

Ref. [Per21], it was shown that an arbitrary quantum state represented by a density matrix ρ,

can be decomposed as:

ρ ≃
1

2

∑

M∈B
M ⊗ trn

�

Mnρ
�

(2.5)

Here,B represents the basis of self-adjoint 2×2 matrices, where for convenience, we can select

B ≡{X , Y , Z , I } as the basis. The symbol trn denotes a partial trace operation with respect to

qubit n , while Mn denotes the action of the operator M on qubit n , with the operator I acting

on the remaining qubits.

Original 
Circuit

Three copies of subcircuit j

Original 
Circuit

Original 
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Classical simulator

Classical simulator

Classical simulator

Mitigated Pairwise distribution
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distribution

YX

X
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X
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X

Measure in
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+

Four copies of subcircuit k

Y

Y

Y

Y

Figure 2.4: Circuit cutting for a single-qubit circuit.

Each term in the equation (2.5) can be divided into two components. The first component,

trn

�

Mnρ
�

, corresponds to the measurement of the observable Mn while the system is in the

state ρ. This portion of the circuit can be referred to as subcircuit j . The second component

involves the initialization or preparation of the eigenstates of M . This segment can be denoted

as subcircuit k . By following this approach, the equation demonstrates how a quantum state
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can be reconstructed after a cut is made on one of its qubits, as illustrated in Fig. 2.4. This

technique forms the core of quantum circuit cutting.

As shown in Fig. 2.4, cutting one wire results in three copies of the subcircuit j and four

copies of the subcircuit k . It is important to highlight that the total number of copies exhibits

exponential growth as the number of cuts made to a circuit increases. Therefore, an efficient

scheme with circuit-cutting needs to find good cutting points that limit the total number of

cuts in the circuit. While identifying suitable cutting points in general poses challenges, the

inherent structure of the virtual distillation circuit facilitates the identification of good cutting

points.

2.3.2 Applying Quantum Circuit Cutting in Virtual Distillation
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Circuit
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Mitigated Pairwise distribution
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Recombination
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+

+

+

Unmitigated virtual distillation distribution

...
...

...

Figure 2.5: Demonstration of applying quantum circuit-cutting to the virtual distillation
circuit. The transparent gates in the circuit are the ones that have no dependency on the
diagonalizing gates.

As discussed in Section 2.2.3, implementing virtual distillation circuits on real devices has

two challenges: 1) Additional SWAP gates are inserted before applying the diagonalizing gates.

2) Both the inserted SWAP gates and the diagonalizing gates are subject to noise and may

hinder the virtual distillation result.

These two challenges can be effectively addressed by cutting the virtual distillation circuit

into fragments of the diagonalizing gates and fragments of the original circuit that prepares the
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noisy quantum state. First, by independently executing these smaller fragments, the require-

ment for inserting SWAP operations is significantly reduced. Second, since the size of each

diagonalizing gate does not increase with the number of qubits in the original circuit, we can

efficiently simulate the diagonalizing gates on a noise-free classical simulator. This simulation

aids in mitigating the noise introduced by the diagonalizing gates and enhances the overall

performance. Liu et al. introduced the Simulated Quantum Error Mitigation (SQEM) frame-

work [Liu22] where they leveraged circuit cutting to simulate the Pauli Check Sandwiching

circuit [Gon23] for quantum error mitigation.

Ideally, our objective is to cut out all the diagonalizing gates simultaneously; however, the

number of subcircuit copies grows exponentially with the number of cuts. To overcome this

limitation, we leverage the fact that diagonalizing gates are only applied pairwise and propose a

pairwise circuit cutting scheme. The proposed scheme is demonstrated in Fig. 2.5. The original

circuit for generating the noisy quantum state is an n-qubit circuit and we prepare two copies

of the noisy state in the virtual distillation circuit.

• First, the virtual distillation circuit is executed on a physical device to acquire the unmiti-

gated noisy output distribution Pum (q0q ′0q1q ′1...qn−1q ′n−1).

• Then, we will replicate the virtual distillation circuit n times to obtain n mitigated pairwise

distributions P (q0q0), ..., P (qn−1q ′n−1). Since the goal is to obtain pairwise distribution,

each replica only consists of gates that have dependency with the measurement, i.e., two

identical subcircuits of the original circuit and a diagonalizing gate. The diagonalizing

gate is cut out and simulated on a noise-free simulator, while the rest of the circuit is

executed on a physical device.

• Lastly, to obtain the final mitigated result, we need to update the unmitigated noisy output

distribution Pum (q0q ′0q1q ′1...qn−1q ′n−1)with mitigated pairwise distributions P (q0q0), ...,

P (qn−1q ′n−1). We utilize the recombination method described in [Liu22] to merge these

results and produce the overall mitigated output.

To optimize the circuit and reduce noise, we utilize the following optimizations in the

scheme. Firstly, when executing the part on the classical simulator, we can reuse the results of

the diagonalizing gate if the separated diagonalizing gates have the same matrix. This approach

saves computation time and resources. Secondly, for the part executed on the quantum device,

we eliminate any gates that are not predecessors of the separated diagonalizing gate. This

pruning process results in a more compact and less noisy circuit that is customized for the

specific quantum device. As shown in Fig. 2.5, the transparent gates in the diagram are the

ones that have no dependency on the diagonalizing gates and can be eliminated.
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2.3.3 Advantage of Applying Quantum Circuit Cutting in Virtual Distillation

The application of the quantum circuit cutting technique in virtual distillation offers several no-

table advantages. These advantages contribute to enhancing the performance and effectiveness

of the virtual distillation circuit.

First, by dividing the virtual distillation circuit into multiple parallel steps, we enable effi-

cient execution of the circuit. This parallelization allows us to take advantage of the available

computational resources and accelerate the overall processing time. Furthermore, by reusing

the results of the diagonalizing gate on the classical simulator, we reduce the computational

overhead associated with redundant calculations. Additionally, by removing irrelevant gates

that are not predecessors of the separated diagonalizing gate, we eliminate unnecessary op-

erations, resulting in a more concise and streamlined circuit. This pruning process mitigates

the impact of noise and significantly improves the quality of the mitigated pairwise distribu-

tions P (q0q0), ..., P (qn−1q ′n−1). Also, by eliminating non-essential gates, we create a circuit that

is optimized for the connectivity and operational constraints of the quantum device. This

customization improves the circuit’s compatibility with the device, increasing the likelihood of

successful execution and achieving desired results.

To obtain the final mitigated output, the outcomes from each step, which correspond to

individual pairs of qubits in the circuit, need to be combined. The recombination method

described in [Liu22] provides an effective approach for merging these results. By leveraging clas-

sical post-processing techniques, we can integrate the outcomes from each step and generate

the overall mitigated output.

In summary, applying the quantum circuit cutting technique in virtual distillation brings

several advantages, including efficient parallel execution, noise reduction, and accurate out-

come recombination. These advantages contribute to improving the performance, reliability,

and scalability of virtual distillation, making it a promising approach for near-term quantum

devices.

2.3.4 Complexity Analysis

The proposed scheme is scalable with respect to the number of qubits N in the original circuit.

The total time is directly proportional to the number of runs performed on the physical device.

As we replicate the virtual distillation circuit N times and the circuit cutting results in three

copies for each replica, the total number of hardware runs is O (3N ). The runtime can be

reduced since the hardware execution of these copies can be parallelized.

Regarding the computational complexity associated with simulating diagonalizing gates,

the size of the diagonalizing gate is determined by the number of copies M in the virtual distil-
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lation setup. Since a large value of M significantly increases the size of the virtual distillation

circuit, it is common practice to set M to 2, and the diagonalizing gates become two-qubit gates.

Consequently, the classical simulation complexity is bounded by a constant value O (C ). Since

the number of diagonalizing gates in the circuit is N and the gates are simulated independently,

the classical computational complexity isO (N ). Notably, many diagonalizing gates are identical

so we can reuse the simulation results to reduce the classical computational overhead.

2.4 Experimental Methodology

2.4.1 Benchmark

To evaluate the effectiveness of our approach, we conducted experiments using the Variational

Quantum Eigensolver (VQE) algorithm to solve the MaxCut problem. We utilized the RealAm-

plitudes circuit as Ansatz for the VQE algorithm, which consists of alternating rotation Y gates

and CNOT gates, e.g., Fig. 2.2. In our experiments, we set the alternating layer number of the

rotation Y gates and CNOT gates to 2. The circuit parameters were fixed to the optimal values

obtained using the ‘COBYLA’ optimizer on a noise-free simulator. The problem Hamiltonian

for the MaxCut problem is defined as:

H =
∑

(i , j )∈E

1

2

�

1−Zi Z j

�

(2.6)

where Zi is the Pauli Z operator acting on qubit i . E is the set of the graph edges in the MaxCut

problem.

2.4.2 Evaluation Criteria

To assess the effectiveness of different error mitigation approaches, we calculate the absolute

error of the expectation value for the problem Hamiltonian compared to the noise-free ex-

pectation value. This allows us to quantify the deviation of each error mitigation approach

from the noise-free solution. To assess the gate complexity of different error mitigation ap-

proaches, we transpile the circuit into basis gates and count the number of CNOT gates. This

provides a measure of the gate operations required by each error mitigation approach, offering

a comparison of the circuit complexities.
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2.4.3 Experiment Platform

Our experiments were conducted using the Qiskit framework v0.39.0. We utilized both a real

quantum machine, a 27-qubit ibm_hanoi, and a simulator, Qiskit Aer simulator, in our experi-

ment. The simulator allows us to simulate quantum circuits under both noise-free and noisy

conditions. We set the shot number to 10,000 for both the simulator and the real quantum

machine.

2.4.4 Noise Models

Qiskit offers noise models that incorporate certain sources of noise from real quantum devices,

and we use the noise model from real quantum device ibm_hanoi as our basic noise model.

This basic noise model considers factors such as gate errors, gate time, T1 and T2 relaxation

times, and readout errors for each qubit. The parameter of this noise model is based on the

calibration data taken on September 27, 2023. The median CNOT error is 7.936e −3, the median

gate time is 346.667ns, the median readout error is 1.200e − 2, the median T1 is 120.385µs,

and the median T2 is 138.652µs.

In order to provide a more realistic evaluation of our approach, we incorporated addi-

tional noise sources in our experiments. Specifically, we modeled the ZZ crosstalk for CNOT

gates and the readout crosstalk. By including these noise sources, we aimed to accurately cap-

ture the impact they have on the performance and effectiveness of different error mitigation

approaches.

To model the ZZ crosstalk for CNOT gates, we adopted a method similar to the one described

in [Ahs22]. This involved introducing additional RZ Z gates in the circuit whenever there were

CNOT gates in the same layer and in adjacent positions. We set the angle θ of the inserted RZ Z

gate to −π/3.5 based on the Ref. [Ahs22].

Readout crosstalk refers to the phenomenon where the measurement of one qubit can be

affected by the state of neighboring qubits due to unintended coupling [Sar20]. The basic noise

model only considers the single-qubit readout errors which assumes that the readout noise

acts independently on each individual qubit. To model the readout crosstalk, we introduced

a 2-qubit readout error matrix for pairs of neighboring qubits. In our simulations, we set the

readout error matrix as:










0.991 0.003 0.003 0.003

0.003 0.991 0.003 0.003

0.003 0.003 0.991 0.003

0.003 0.003 0.003 0.991










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2.4.5 Comparison with Extrapolation Approach

We conducted a comparison with the zero-noise extrapolation approach [Tem17; Li17] com-

monly employed for quantum error mitigation. The extrapolation technique aims to estimate

the expectation value of an observable by extrapolating measurements obtained from circuits

at different noise levels.

In the case of the extrapolation approach for virtual distillation, we followed a similar

methodology as described in Ref. [Koc21a], where we scaled up the diagonalizing gates in the

virtual distillation circuit for the extrapolation process. This scaling was specifically applied to

the diagonalizing gates, as they are often subject to noise and can limit the precision of the

virtual distillation approach in realistic scenarios.

In our experiments, we choose three scale factors 1, 3, and 5, for linear extrapolation.

The implementation of our approach and the comparison results with the extrapolation

approach are publicly available at https://github.com/peiyi1/project_error_mitigation.

2.5 Evaluation

In this section, we compare different error mitigation approaches under different noise models.

Then we run experiments on real machines to show that our approach works for real quantum

devices.

2.5.1 Comparison under Different Noise Models

To evaluate the noise robustness of our circuit-cutting approach, we conducted a comparative

analysis with different error mitigation approaches across various noise models. The results

of these comparisons are presented in Table 2.1 and Table 2.2, which display the simulation

outcomes for the 4-qubit and 6-qubit VQE circuits, respectively.

To showcase the circuit optimization achieved through our approach, we compared the

number of CNOT gates in different error mitigation techniques. Our focus on the CNOT gate

count is motivated by the fact that 2-qubit gates typically introduce more gate noise in compar-

ison to single-qubit gates and the CNOT gate is a widely used 2-qubit gate in superconducting

systems. After applying the circuit-cutting technique, the CNOT gate count decreases compared

with other mitigation approaches. By eliminating unnecessary gates, our approach reduces the

overall gate count, thereby mitigating the impact of noise. This reduction in gate count leads to

improved pairwise distributions, ultimately enhancing the accuracy of the output distributions

in the presence of noise.
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Table 2.1 and Table 2.2 also provide the expectation value and the absolute error obtained

by different approaches under various noise models. The results demonstrate that as the com-

plexity of the noise model increases, the error mitigation effectiveness of the virtual distillation

approach diminishes. However, our circuit-cutting approach maintains a high level of error

mitigation across different noise models. This achievement is attributed to the division of the

circuit into smaller fragments, which greatly reduces the occurrence of CNOT gates executing

at the same layer and in adjacent positions, thereby eliminating a significant portion of the

ZZ crosstalk noise. Table 2.1 and Table 2.2 display the count of RZ Z gates when modeling the

ZZ crosstalk for CNOT gates, indicating that our circuit-cutting approach introduces less ZZ

crosstalk, whereas the original virtual distillation approach introduces a substantial amount of

ZZ crosstalk. Furthermore, the tables also illustrate the efficient mitigation of readout crosstalk

achieved by our circuit-cutting approach. This is achieved by reducing the number of mea-

surement operations in the circuit. Conversely, the original virtual distillation circuit requires

the preparation of at least two copies of the circuit, resulting in an amplification of readout

crosstalk due to the increased number of qubits and measurement operations.

When comparing our circuit-cutting approach with the extrapolation approach, we observe

that for smaller virtual distillation circuits, as illustrated in Table 2.1, the extrapolation method

indeed exhibits effective error mitigation. However, as shown in Table 2.2, as the circuit size

increases and the complexity of the noise model grows, the effectiveness of the extrapolation

approach decreases. This is because the presence of multiple noise sources complicates the

establishment of an accurate curve-fitting model for extrapolation. In contrast, our circuit-

cutting approach consistently achieves error reduction even in the presence of more complex

noise sources. This highlights the effectiveness and reliability of our approach in mitigating

errors in quantum circuits.

2.5.2 Real Device Results

To validate the practical applicability of our approach, we conducted experiments on a 27-qubit

quantum device ibm_hanoi. The results for a 4-qubit and a 6-qubit VQE circuit are presented

in Table 2.3. Our circuit-cutting approach outperforms other error mitigation methods, high-

lighting the effectiveness of our approach in real-world quantum computing environments.

In addition to the experiments reported in Table 2.3, we also performed experiments on

a 10-qubit VQE circuit. However, despite applying circuit cutting, the resulting subcircuits

still contained a substantial number of gates, leading to significant noise that prevented us

from obtaining adequately mitigated pairwise distributions required for updating the noisy

output distribution effectively. Consequently, we were unable to achieve satisfactory results.
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Table 2.1: Simulation results for the 4-qubit VQE circuit

gate count expectation value absolute error
error mitigation

method
C N OT gate count RZ Z gate count basic1 basic

+GCT
2 basic
+GCT+RCT

3 basic
basic
+GCT

basic
+GCT+RCT

no mitigation 17 0 -2.6594 -2.656 -2.637 0.313 0.316 0.335
virtual distillation 63 16 -2.7925 -2.696 -2.681 0.180 0.276 0.291
virtual distillation
+ extrapolation

63,71,796 16,24,32 -3.003 -2.911 -2.895 0.031 0.061 0.077

virtual distillation
+ circuit cutting

11,14,17,177 0,0,0,0 -2.914 -2.914 -2.913 0.058 0.058 0.059

1 basic denotes the basic noise model that Qiskit offers that incorporates noise from real quantum device ibm_hanoi
2 basic + GCT denotes the basic noise model, which includes the ZZ crosstalk for CNOT gates
3 basic + GCT + RCT denotes the basic noise model that includes both the ZZ crosstalk for CNOT gates and the readout

crosstalk
4 The ideal expectation value for the original circuit in a noise-free simulator is -2.972
5 The expectation value for the virtual distillation circuit with noise-free diagonalizing gates is -2.965
6 The numbers 63, 71, and 79 represent the CNOT gate count for the extrapolation circuit with noise scales of 1, 3, and 5,

respectively.
7 The numbers 11,14,17 and 17 represent the CNOT gate counts for the virtual distillation circuit when cutting and measuring

each pair of qubits in the circuit, respectively.

Table 2.2: Simulation results for the 6-qubit VQE circuit

gate count expectation value absolute error
error mitigation

method
C N OT gate count RZ Z gate count basic

basic
+GCT

basic
+GCT+RCT

basic
basic
+GCT

basic
+GCT+RCT

no mitigation 31 0 -4.278 1 -4.300 -4.269 0.644 0.622 0.653
virtual distillation 117 36 -4.5622 -4.222 -4.199 0.360 0.699 0.723
virtual distillation
+ extrapolation

117,129,141 36,56,72 -4.914 -4.506 -4.482 0.008 0.416 0.440

virtual distillation
+ circuit cutting

16,18,21,26,28,31 2,0,0,8,4,0 -4.842 -4.785 -4.783 0.080 0.137 0.139

1 The ideal expectation value for the original circuit in a noise-free simulator is -4.922
2 The expectation value for the virtual distillation circuit with noise-free diagonalizing gates is -4.903
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Table 2.3: Real device results for the VQE circuit

4-qubit circuit 6-qubit circuit
error mitigation

method
expectation value absolute error expectation value absolute error

no mitigation -2.540 1 0.432 -3.635 2 1.287
virtual distillation -1.964 1.008 -2.659 2.263
virtual distillation
+ extrapolation

-2.101 0.871 -3.002 1.920

virtual distillation
+ circuit cutting

-2.747 0.225 -4.498 0.424

1 The ideal expectation value for the original circuit in a noise-free simulator is -2.972
2 The ideal expectation value for the original circuit in a noise-free simulator is -4.922

This further emphasizes the scalability and practical limitations of existing error mitigation

approaches for larger quantum circuits.

2.6 Summary

In this chapter, we propose a circuit-cutting based scheme aimed at enhancing the virtual

distillation technique on near-term quantum devices. We observe the virtual distillation’s

performance is hampered by the limited connectivity and the noisy operations in the near-

term quantum devices. To address these challenges, we propose an efficient and effective

scheme that involves cutting the virtual distillation circuit into fragments and simulating

the diagonalizing gates on noise-free simulators. This approach allows us to obtain high-

quality pairwise distributions that can be utilized to update the original noisy distribution.

Our experiments on a noisy simulator and real device show that our proposed approach

outperforms both the standard and the extrapolation-enhanced virtual distillation methods.
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CHAPTER

3

QUTRACER: MITIGATING QUANTUM GATE

AND MEASUREMENT ERRORS BY TRACING

SUBSETS OF QUBITS

3.1 Introduction

Quantum computing is rapidly emerging as a transformative technology, offering great po-

tential for chemistry simulations [Lan10], combinatorial optimization [Far14], machine learn-

ing [Sch15], and other domains [Buh14]. Ideal quantum computers with fully fault-tolerant

error correction codes [Aha08; Kit97] remain distant, and we currently find ourselves in the

Noisy Intermediate Scale Quantum (NISQ) era [Pre18], characterized by quantum computers

comprising of tens to thousands of noisy qubits and limited connectivity.

In the NISQ era, quantum error mitigation has emerged as a promising strategy to deal

with errors arising during quantum computation. Instead of fully correcting the errors, we may

mitigate these errors to an acceptable level. Various approaches have been proposed to this end,

including Zero Noise Extrapolation [Tem17; GT20], Clifford Data Regression [Cza21], Virtual

Distillation [Hug21; Koc21a], Symmetry Verification [BM18; McA19; McC20; Cai21; Tsu23],
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Pauli Check Sandwiching (PCS) [Deb20; Gon23; Ber23], and measurement subsetting [Das21a;

Dan23].

Previous work in measurement subsetting [Das21a; Dan23] made the observation that

measuring a subset of qubits leads to lower measurement errors than measuring all the qubits

by reducing the measurement crosstalk. The more accurate local distributions from subset

measurements can then be used to improve the measurement results of all the qubits, i.e., the

global distribution. Inspired by measurement subsetting, we propose the following hypothesis:

if we can mitigate the noise of a subset of qubits throughout the entire circuit execution

and achieve high-fidelity results for these subsets of qubits, can we significantly improve the

overall fidelity? In this chapter, we develop a novel qubit subsetting framework, QuTracer, to

validate our hypothesis. QuTracer continuously tracks the state of qubit subsets throughout the

computational process and mitigates errors along the way. The high-fidelity local distributions

can be obtained and used to refine the noisy global distribution. Compared to the previous

work on measurement subsetting, QuTracer effectively mitigates both gate and measurement

errors. Mitigating noise in a subset of qubits is also much more effective and less costly than

directly mitigating the noise on all the qubits.

QuTracer consists of multiple novel ideas. First, we repurpose the circuit cutting technique

to track the state of qubit subsets, analogous to watchpoints during program execution. Second,

we propose qubit subsetting Pauli check (QSPC) to mitigate the errors on qubit subsets. Our

proposed implementation of QSPC has low circuit cost. For example, adding single-qubit

subset Pauli checks only requires insertion of single-qubit gates. Third, we propose a multi-

layer qubit subsetting approach designed to mitigate errors in circuits requiring multiple layers

of Pauli checks. Fourth, we propose a series of novel optimizations specifically tailored for the

process of qubit subsetting, offering improvements in efficiency and accuracy.

Our noisy simulator and real-device experimental results confirm the effectiveness of our

proposed QuTracer framework.

Our contributions can be summarized as follows:

• We introduce QuTracer, a qubit subsetting framework that monitors the distribution

of a subset of qubits to mitigate errors. It mitigates both gate errors and measurement

crosstalk errors, thereby surpassing the capability of measurement subsetting.

• We repurpose circuit cutting to track the quantum states during the circuit execution.

This is analogous to enabling watchpoints when debugging classical programs.

• We propose qubit subsetting Pauli Checks (QSPC) to mitigate the errors on qubit subsets.

QSPC has a lower cost than the existing Pauli check error detection schemes.
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• We propose and incorporate multiple optimizations for qubit subsetting. These opti-

mizations include state preparation reduction, localized gate simulation, gate bypassing,

state traceback, false dependency removal, and qubit remapping.

• We demonstrate the scalability and effectiveness of our approach through rigorous ex-

perimentation. Our experimental results on both noisy simulators and real quantum

devices show that QuTracer significantly outperforms the state-of-the-art approaches.

This chapter is organized as follows. In Section 3.2, we review related works and discuss the

motivation of qubit subsetting. In Section 3.3, we use the inverse quantum Fourier transform

circuit as an example to illustrate the QuTracer framework. In Section 3.4, we present the theory

and the design of qubit subsetting Pauli checks. In Section 3.5, we present the design of the

QuTracer framework and discuss the relevant optimizations. In Section 3.6, we provide the

experimental setup. In Section 3.7, we discuss both the noisy simulation and the real-device

results. Finally, Section 3.9 concludes this chapter.

3.2 Background and Motivation

3.2.1 Measurement Error Mitigation via Measurement Subsetting

Measurement subsetting, i.e., the JigSaw protocol, aims to reduce the effects of measure-

ment errors [Das21a]. The protocol splits the experiment shots into a set containing all the

end measurements and a set containing only partial measurements. The circuits with partial

measurements are equivalent to the complete circuit, except that some of the measurement

operators at the end are removed. The circuit with all measurements generates a noisy global

distribution. The partial measurement circuits generate local distributions that have high

local fidelities due to the reduced measurement errors. Then, the local distributions refine the

global distribution through a Bayesian recombination method that uses local information to

update the global distribution. VarSaw is an improved version of JigSaw intended for variational

quantum algorithms (VQA) [Dan23]. It recognizes that various time and spatial redundancies

exist in measurement subsetting for VQA circuits. By eliminating such redundancy, VarSaw

can achieve better efficiency.

Takeaway: While Jigsaw and Varsaw target measurement errors, gate errors remain un-

mitigated. The effectiveness of measurement subsetting is limited for circuits with a high

circuit depth, leading to a high gate error rate. Therefore, a subsetting technique that can also

effectively mitigate gate errors is desired.
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3.2.2 Circuit Cutting

Quantum circuit cutting decomposes a payload circuit into smaller fragments such that they

can run on smaller quantum devices [Pen20; Ayr20; Per21; Ayr21]. Circuit cutting works by

measuring a complete basis set on the left side of the cut and preparing the corresponding

states on the right side of the cut. To see how this can be done when cutting one qubit, we can

fragment an arbitrary quantum state ρ as

ρ =
1

2

∑

M∈B
M ⊗ tr j (M jρ), (3.1)

whereB represents the basis set of 2×2 Pauli matrices, tr j is the partial trace over qubit j , and

M j represents an operator that acts with Pauli operator M on qubit j and acts with identity

I on other qubits. By expanding M in its spectral decomposition, we can decompose ρ into

a sum of channels that contains measurements M on qubit j followed by the preparation of

quantum states which are the eigenstates of M . When cutting multiple qubits, the number of

Pauli basis scales exponentially O (4n )with the number of the cutting qubits n .

Measuring the probability distribution of qubits at the cut provides complete information

about the quantum state at that position. In conventional circuit cutting, this state information

is used to reconstruct the state after the circuit cutting. However, we make a key observation

that the state information at the cut can also be leveraged to monitor the execution of the

program and to facilitate error mitigation.

Takeaway: Circuit cutting, rather than being solely used for dividing a circuit into multiple

subcircuits, can be repurposed to monitor the quantum states throughout the execution of a

circuit.

3.2.3 Pauli Check Sandwiching (PCS) and SQEM framework

PCS [Gon23] is a technique designed to detect errors in quantum circuits. This method involves

applying a set of checks that have known transformations with the payload circuit to mitigate

the errors.

The n-qubit Pauli group Pn is defined as

Pn = {I , X , Y , Z }⊗n ×{±1,±i }. (3.2)

Let U denote the payload unitary circuit. Pauli checks are chosen such that the following
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|0〉 H H

ρ CL U ϵ CR ρo u t

|0〉 H H

ρ U C †
R ϵ CR ρo u t

Figure 3.1: General idea of Pauli Check Sandwiching (PCS). ϵ is the noise map due to U . The
two circuits are equivalent as a result of Eq. (3.3), and the sandwiched ϵ can be seen as a
transformed noise map. The gates that prepare the input state ρ are not shown.
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constraint is satisfied

CRU CL =U (3.3)

and typically, CL and CR are elements of the Pauli group. For a single pair of checks, the PCS

scheme applies the circuit shown in Fig. 3.1 and post-selects on the zero outcome of a Z-basis

measurement of the ancilla qubit. Note that the right check along with the post-selection can

be recognized as the Hadamard test often used in quantum error correction [Nie11]. The single

layer scheme and its equivalent form are depicted in Fig. 3.1. As long as the error operator

anti-commutes with CR , it can be effectively eliminated as a result of post-selection.

In PCS and other error mitigation techniques, the error mitigation protocol introduces

extra errors via additional gates (e.g., the Hadamard test gates) and ancilla qubits. This extra

noise degrades the performance of the error mitigation schemes. Simulated Quantum Error

Mitigation (SQEM) was developed to minimize the added noise [Liu22] by leveraging circuit

cutting. In SQEM, circuit cutting is performed so that the payload subcircuit becomes sepa-

rated from the quantum error mitigation subcircuit. The payload circuit fragment runs on the

quantum hardware and the quantum error mitigation fragments are simulated on a classical

computer. The results of the fragments are recombined via classical post-processing.

Although SQEM addresses the issue of additional noise from mitigation circuits, it inherits

the scalability challenges of circuit cutting. When mitigating multi-layer VQE or QAOA circuits,

SQEM requires cutting the error mitigation circuit across layers, leading to an overhead that

scales exponentially with the number of layers.

Takeaway: PCS is a promising mitigation technique but the extra noise due to its additional

gates and ancillas limits its effectiveness. Although the SQEM framework reduces this extra

noise of PCS and can be used for shallow VQE circuits, there is a need for a more generalized

framework capable of handling multi-layer, complex circuits. The crucial part is to address the

scalability resulting from circuit cutting.

3.3 Motivating Example: Inverse QFT

In this section, we use the inverse quantum Fourier transform (iQFT) circuit as an example to

show the key idea behind the QuTracer framework. QFT and iQFT are basic building blocks

in many quantum algorithms including Shor’s algorithm [Sho94], quantum adder [Dra00],

quantum multiplexer [RP17], quantum phase estimation [Kit95], and HHL algorithm [Har09]. A

three-qubit iQFT circuit is shown in Fig. 3.2(a). When running on a noisy simulator that incor-

porates both simulated gate and measurement errors, the Hellinger fidelity of the output state
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Optimized bitwise distributions:
q0:
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q2:
fidelity:  0.71

q0:
q1:
q2:
fidelity:  0.68

q0:
q1:
q2:
fidelity:  0.87

QuTracer bitwise distributions:

q0:
q1:
q2:

Ideal bitwise distributions:

Gate errors: 
E1q: 0.01, E2q: 0.1 

Measurement errors:
EMq0: 0.1
EMq1: 0.3
EMq2: 0.3
EMancilla: 0.3

Figure 3.2: QuTracer optimized circuits and the corresponding bitwise distributions (i.e.,
local distribution with subset size of 1) and output Hellinger fidelity (i.e., fidelity of global
distribution). (a) The original iQFT circuit that generates the noisy global distribution; (b)
Circuit copies with a measurement subsetting size of one; (c) Optimized circuit copies of (b) by
removing the gates that the measurement subset has no dependence upon; (d) Circuit copies
with PCS to mitigate gate errors; (e) The QuTracer optimized circuit copies of (d).

is 0.39 due to the noise in both circuit execution and qubit measurements. The measurement

error vary from 0.1 to 0.3.

The key ideas behind our proposed qubit subsetting are that (a) it optimizes the circuit

copies generated for qubit subsets, and (b) it enables error mitigation during the computation

of these qubit subsets. The circuits in Fig. 3.2(b) employ measurement subsetting, i.e., Jigsaw,

with a subset size of one, resulting in three separate circuit copies for this three-qubit iQFT.

Jigsaw maps the qubit subset to qubits with lower measurement errors, and the resulting output

fidelity becomes 0.57 after combining the more accurate local distributions. In comparison,

QuTracer further optimizes these circuits. First, the gates that the measurement operator has no

dependency on can be removed. Second, as we only measure the probability distribution on the

Z basis, the Rz gates, which only induce a phase change, can also be eliminated. The optimized

circuits are shown in Fig. 3.2(c). Note that this optimization opportunity is unique and arises

specifically when the focus is on the distribution of a subset of qubits. As the optimized circuits

contain fewer gates, local distributions can be further improved, and the fidelity of the refined

global state becomes 0.71.

After optimizing the circuit, we apply error mitigation schemes. Fig. 3.2(d) shows the circuits

after applying PCS. Here, Pauli-Z checking is used as the Z gate on the control qubit commutes

with the control-Z gate to be protected. By introducing an ancilla qubit and the Pauli-Z checking
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circuit, errors that anti-commute with the Pauli-Z operator (e.g., Pauli-X and Pauli-Y) can be

detected. The ancilla qubit and the extra gates are marked in red in the figure. However, these

extra operations themselves introduce noise, and there is no guarantee that the noise reduction

would outweigh the induced errors due to the extra gates. In our experiment, this added

mitigation actually showed worse local distributions than Fig. 3.2(c), and the output fidelity

becomes 0.68. To overcome the noise due to the mitigation circuits, we propose to implement

these mitigation operations “virtually." As elaborated in the following section, we develop

a qubit subsetting Pauli check (QSPC) technique, which transforms these operations into a

collection of lower-cost circuits that introduce only minimal noise. Consequently, the circuits

depicted in Fig. 3.2(d) are transformed into the more efficient ones shown in Fig. 3.2(e), which

involve state preparation and measurements, but only introduce additional single-qubit gates,

which have much lower error rates than two-qubit ones. With QSPC, the local distributions

become more accurate as a result of mitigating both gate and measurement errors. The fidelity

of the refined global distribution becomes 0.87, a 53% improvement over Jigsaw.

3.4 Qubit subsetting Pauli Checks (QSPC)

In this section, we present Qubit Subsetting Pauli Checks (QSPC), a novel approach specifically

designed to check a subset of qubits.

3.4.1 Intuition

QSPC incorporates two key elements. First, it employs PCS protocol to mitigate gate errors.

Second, it virtualizes the PCS circuits by transforming them into an ensemble of state prepa-

ration and measurements. This is achieved by leveraging the circuit-cutting idea. As a side

benefit, some quantum gates can be replaced with classical computation if they depend solely

on the state at a cut. Moreover, as the post-selected output states can be prepared directly from

the cut, there is no need to measure the ancilla qubits, thus QSPC is immune to measurement

errors on ancilla qubits. Virtualization of the PCS circuit also offers a unique advantage: it

integrates the measurement errors from the original circuit into the error channel protected by

the Pauli checks. This results in the virtual Pauli checks effectively mitigating both gate and

measurement errors, a significant improvement over the original PCS that only addresses gate

errors.
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3.4.2 Theory

The circuit implementation of the PCS protocol shown in Fig. 3.1, uses a pair of n-qubit gates

{CL , CR } to check the n-qubit circuit U . The requirement is CRU CL =U . With the error channel

being ε(ρ) =
∑

i EiρE †
i , the post-selected output state of the PCS protocol is [Gon23]:

ρo u t =

∑

i

��

CR Ei C †
R +Ei

�

UρU †
�

CR E †
i C †

R +E †
i

��

tr
�∑

i

��

CR Ei C †
R +Ei

�

UρU †
�

CR E †
i C †

R +E †
i

��� (3.4)

As long as the error operator Ei anticommutes with CR , CR Ei C †
R +Ei = 0 and the error can

be eliminated as a result of post-selection. When there is no error, i.e., Ei = I , ρo u t =UρU †,

meaning that the execution of the gate U is noise free. In QSPC, we use Pauli-Z checks to

protect a subset of qubits, the subset size of qubits is set to 1, i.e., CR = CL = Z j , where Z j

represents an operator that acts with Pauli operator Z on qubit j and acts with identity I on

other qubits, and qubit j is the qubit that we want to protect. Pauli-Z checks capture bitflip

errors on the protected qubit as X anti-commutes with Z. The discussion of protecting more

than one qubit simultaneously, i.e., setting the qubit subset size to be larger than 1 will be

introduced in section 3.5.4.

Generating the output state ρo u t shown in Eq. (3.4) requires ancilla qubit measurement

and post-selection, which introduce extra noise. To address the issue, we make the observation

that it is sufficient to obtain the expectation value of ρo u t with respect to an observable O ,

〈O 〉= tr(ρo u t O ), instead of the exact state ρo u t . There are two reasons for this. Firstly, in many

algorithms, including variational ones, the expectation value of an observable is needed instead

of the output distribution. Secondly, measuring the probability of a classical output is actually

equivalent to measuring the corresponding observables. The benefit of using tr(ρo u t O ) is

that it can be computed virtually by leveraging the circuit cutting technique. To compute

tr(ρo u t O ), we first derive the following relationship: since CRU CL =U , we have C †
RU =U CL

and U †CR = C †
L U †. Then, we use Eq. (3.4) to compute the numerator and denominator of

tr(ρo u t O ) separately. The numerator of tr(ρo u t O ) can be computed from the following four

terms:

tr(Σi EiUρU †E †
i O ) (3.5)

tr(Σi EiU CLρU †E †
i O CR ) (3.6)

tr(Σi EiUρC †
L U †E †

i C †
R O ) (3.7)

tr(Σi EiU CLρC †
L U †E †

i C †
R O CR ). (3.8)

These four terms can be obtained by preparing ρ, CLρ,ρC †
L , and CLρC †

L , passing them
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Figure 3.3: Qubit subsetting Pauli check for a single qubit. (a) Circuit with one qubit to measure
as a result of measurement subsetting; (b) Circuit with Pauli-Check Sandwiching; (c) Circuit
with our proposed qubit subsetting Pauli checking. εg denotes the error channel that consists
of gate errors. εm denotes the measurement error channel. εg m denotes the error channel that
consists of both gate and measurement errors. The sequence of gates U1−m sharing the same
control qubit exists widely in algorithms such as QFT and QPE. We use this pattern to illustrate
QuTracer’s ability to protect a series of operations commuting on a subset of qubits.

through a quantum gate U followed by a noisy quantum channel ε(ρ), and measuring four

observables O , O CR , C †
R O , and C †

R O CR , respectively. This process consists solely of state prepa-

ration and measurement and do not involve ancilla qubits and controlled unitary gates which

are required in the PCS circuits. Therefore, the errors typically associated with the QSPC check-

ing circuit can be significantly reduced. We will detail the procedure for calculating Term (3.6);

other terms can be calculated by the same procedure.

For Term (3.6), we need to first prepare CLρ. But CLρ is not a quantum state that can be

directly prepared. However, based on Eq. (3.1), CLρ can be decomposed as Eq. (3.9), which is a

linear combination of channels that contains measurements followed by state preparation.

This allows us to use a similar process as the wire cutting in quantum circuits to obtain CLρ.

CLρ =
1

2

∑

M∈B
Z M ⊗ tr j (M jρ), (3.9)

Therefore, the preparation of CLρ transforms into setting up a series of circuits involving

measurements followed by state preparation. In each circuit, the measurement operator M j

is applied to the state ρ, followed by preparing the eigenstates of Z M on the j th qubit. Then

based on Term (3.6), all these circuits go through the quantum gate U and noisy quantum

channel ε(ρ), the observable O CR is measured to obtain the results. Fig. 3.3(c) gives an example

of setting up the circuits to compute Term (3.6) when the checking qubit is the first qubit. The

results from all the circuits are combined linearly to derive the outcome for Term (3.6).

We can calculate all the terms for the numerator of tr(ρo u t O ) by the above procedure. The
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calculation for the denominator of tr(ρo u t O ) is in the same manner with the observable O

being the identity I for all the qubits. A maximum of 18 distinct circuits is sufficient to calculate

tr(ρo u t O ). In some scenarios, we care about the information of the protected qubit of ρo u t in

all three measurement basis X , Y , and Z . Then in the worst-case scenario, we need to prepare

30 different circuits to calculate tr(ρo u t X j ), tr(ρo u t Yj ), and tr(ρo u t Z j ) by reusing results from

some circuits.

3.4.3 QSPC vs. SQEM

In our approach, the transformation of the PCS circuit into an ensemble of state preparations

and measurements is akin to the process of cutting and simulating Pauli check circuits, as

discussed in the SQEM framework [Liu22]. However, the key distinction between our Qubit

Subsetting Pauli Checks (QSPC) and the SQEM approach lies in the state reconstruction pro-

cess. Circuit cutting necessitates preparing and measuring on all bases for complete state

reconstruction. For a cut fragment with m measurement locations and n state preparation

locations, the standard circuit cutting requires 3m × 4n circuit copies, as detailed in [Per21].

Since there are two measurement locations and one state preparation location when cutting the

circuit in Fig. 3.3(b), SQEM requires 36 circuit copies. In contrast, QSPC directly calculates the

necessary state preparations and measurement bases, thus significantly reducing the number

of required state preparations and measurements. As mentioned earlier, the calculation re-

quires 18 circuits. Even in the worst case scenario, QSPC surpasses SQEM, requiring 30 circuits.

In the experimental section (Section 3.7), we will present the overhead for various benchmarks

and demonstrate the substantial reduction in circuit cost achieved through our method.

3.4.4 Measurement Error Mitigation

QSPC offers a unique advantage in that it enables the mitigation of both gate and measurement

errors. In the original PCS scheme shown in Fig. 3.3(b), the error channel εg consists of gate

errors that occur between the two checks. The measurement errors denoted by εm are not

mitigated. However, with QSPC’s “virtual” implementation of checks, the final measurements

on the qubits are also sandwiched between these checks. As we prepare states and measure

observables in QSPC, the resultant error channel, denoted εg m , consists of both gate and

measurement errors. The post-selected output state that we reconstructed is the state that

mitigates both gate and measurement errors. This is particularly effective when measurement

errors can be viewed as products of bit-flip Pauli X errors. Since these measurement errors

anticommute with Pauli Z checks, they can be effectively mitigated using the QSPC method.
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In summary, QSPC virtualizes the single-qubit PCS circuit in Fig. 3.3(b) and converts it

to an ensemble of circuits in Fig. 3.3(c) that only contains additional single-qubit gates, thus

eliminating the use of ancilla qubits and reducing the noise in these checking circuits. In

addition, the ensemble of circuits mitigates the measurement errors. In the next section, we

will discuss how to incorporate QSPC in our error mitigation framework to protect a general

quantum circuit.

3.5 QuTracer Framework

3.5.1 Framework

Our QuTracer framework involves continual tracking of the state of qubit subsets throughout

their computational process.

In order to track the state during circuit execution, we re-purpose the circuit-cutting tech-

nique: for a cut, we actually measure the distribution at the cutting point and prepare the

necessary states accordingly. We can insert multiple cut points on a subset of qubits and mea-

sure at these points to track their state at each cut point. In other words, the purpose of these

cuts is not to separate a circuit but to track the quantum states to ensure the correct execution

of the circuit. This is analogous to creating watchpoints when debugging classical programs.

Note that having watchpoints on many qubits incurs exceedingly high overhead. On the other

hand, watchpoints are a good fit when used on a small subset of qubits as the overhead would

be much more manageable. By measuring at the “quantum watchpoints" and error-mitigating

the state of a subset of qubits, we can achieve high-fidelity qubit subset distributions.

The workflow of our approach is as follows. Given a quantum circuit, it is first executed to

produce the global distribution. Then, QuTracer performs qubit subsetting to produce high-

fidelity local distributions and refines the global one. At a high level, QuTracer takes three

distinct steps shown in Fig. 3.4:

• Analysis and Circuit Preparation: For a circuit with a subset of qubits of interest, analyze

the circuit to determine the cut locations where the measurement of the qubit subset

states is needed. To measure the states of the qubit subset, multiple state preparation

and measurement circuits will be generated following the circuit cutting protocol.

• Circuit Execution and Error Mitigation: Execute the circuits and subsequently update

the qubit subset states. During this step, error mitigation techniques are strategically

employed to ensure an accurate estimation of the subset state.
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Figure 3.4: QuTracer workflow and the optimizations

• Global Distribution Update: Refine the global distribution based on the qubit subset

states. The global distribution is updated using the same Bayesian recombination algo-

rithms utilized by SQEM [Liu22].

Within each step, we propose further optimizations as listed in Fig. 3.4. To facilitate a clear

and focused examination of the concepts and optimizations, we limit the size of the qubit

subset to one in the following discussion.

3.5.2 Single-layer Qubit Subsetting

In this subsection, we use Quantum Phase Estimation (QPE) as an example to illustrate how

its execution result can be refined by the QuTracer framework. Fig. 3.5(a) depicts a quantum

phase estimation circuit featuring three ancilla qubits. As only these ancilla qubits are to be

measured, qubit subsetting is specifically applied to these three qubits by obtaining the ac-

curate distribution of one ancilla qubit at a time. Here, we focus on the third qubit. As shown

in Fig. 3.5(a), the circuit analyzer strategically inserts three circuit cut points. The criteria for

choosing cut points is to divide the gate operations into sets of commuting operations. The

reason is that a sequence of commuting operations can be efficiently checked by our Qubit

Subsetting Pauli Checks (QSPC) approach. Initially, each cut point requires measurement in

three bases and preparation in six states. However, many state preparations and measure-

ments can be optimized. The Analysis and Circuit Preparation step incorporates the following

optimizations:

State preparation reduction: In Fig. 3.5(a), we prepare six states |0〉, |1〉, |+〉, |−〉, |i 〉 and

|−i 〉 at the cut point ρ3,1 in order to compute ρ3,2. The expectation value of states |−〉 and |−i 〉
can be derived with classical post-processing based on the expectation value of the other four

states |0〉, |1〉, |+〉, and |i 〉. Therefore, the number of state preparations in the cut point ρ3,1 can
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Figure 3.5: QuTracer framework for Quantum Phase Estimation (QPE)

be reduced to four.

Localized gate simulation: Since we restrict the size of the subsetting, the localized gates

that operate only on the subset of qubits can be efficiently simulated using classical computers.

In our example, we track the state on the third qubit. As such, we simulate all the single-

qubit gates on the qubit from the start. Therefore, we can compute ρ3,1 without the need for

any measurement. Similarly, ρ3,3 can be derived based on ρ3,2 with a classically simulated

Hadamard gate. As a result, we can eliminate the state preparation atρ3,2 and the measurement

at ρ3,3. This optimization also ensures the noiseless execution of the localized gates.

Gate bypassing: Leveraging gate properties, we can reduce the required number of mea-

surements. For example, the controlled gates do not change the Z basis distribution on the

control qubit. Since we compute the density matrix ρ3,1, there is no need to measure ρ3,2 in the

Z basis because the sequence of controlled U gates leaves the distribution unchanged. This

sequence of gates can be bypassed when tracking the Z basis distribution, thereby ensuring

noiseless computation on the Z basis.

State traceback: We can reduce the number of measurements and preparations when we

trace back from the final measurements on the computational basis. Since only the measure-

ment in the Z basis is necessary at the circuit’s conclusion, we can omit the measurements on

the X and Y bases. For instance, by following our discussion on gate bypassing, on the third

qubit, the last two controlled-RZ gates do not alter the distribution on the Z basis. It suffices

to acquire only the Z basis information of ρ3,3. Since we simulate the single-qubit Hadamard
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gates, we only need to measure on the X basis for ρ3,2 to acquire the Z basis distribution of ρ3,3.

After the aforementioned optimizations, the circuit with the necessary preparations and

measurements is shown in Fig. 3.5(c). Only four circuits are needed to calculate the output

distribution on the third qubit. In the second step of the process, labeled Circuit Execution

and Error Mitigation, we further implement the following optimizations:

False dependency removal: As we only need to measure a subset of qubits, we can remove

the gates that the subset measurement is not dependent upon. This is similar to identifying

causal cones in variational quantum ansatz studies [Ben21; Ama22]. Nevertheless, there might

be false dependencies in the circuit diagram. In the original circuit, the controlled-U gate

and controlled-U 2 gate may affect our measurement of ρ3,2. By employing gate commuting

rules, we can shift these gates after the measurement of ρ3,2. Then, it becomes evident that the

controlled-U gate and controlled-U 2 gate can be removed. After this optimization, the gates

that the ρ3,2 measurement is dependent on are shown in Fig. 3.5(d).

Qubit remapping: Since the optimized circuit to be executed on the hardware is different

from and smaller than the original circuit, we can remap it to physical qubits with low noise.

The remapping ensures the low noise execution of the circuit. Furthermore, circuits for different

subsets of qubits may re-utilize the same set of high-quality qubits. We employ the noise-aware

mapping scheme [Nat23] for our re-mapping.

Qubit subsetting Pauli checks: The final circuit shown in Fig. 3.5(d) can be protected by

QSPC. As we prepare the input state in different states and acquire the measurement results

from the real device, we can calculate the error mitigated distribution on the X basis following

the discussion in Section 3.4. We start with the ground state |0〉 and calculate the noiseless den-

sity matrixρ3,1. Then, we run the circuit in Fig. 3.5(d) to acquire the noise-mitigated distribution

on the X basis. Next, we simulate the Hadamard gate and bypass the Rz gates to get the final

output distribution on the third qubit. In this process, the only step susceptible to hardware

noise is the execution of the controlled gate U 4. The reduction of the circuit size, coupled with

QSPC for error mitigation, makes the local distribution of the third qubit substantially more

accurate than measurement subsetting.

We can follow a similar procedure to obtain the accurate local distribution of the first and

the second qubits. These qubits exhibit similar properties, and each only needs a single-qubit

subsetting Pauli check. Notably, this requirement remains consistent regardless of the size

of the Quantum Phase Estimation (QPE) algorithm, where the single-qubit distribution only

demands a single-qubit subsetting Pauli check per individual qubit. In the next section, we

will use the multilayer VQE algorithm as an example to explore the challenges associated with

sequentially implementing multiple qubit subsetting Pauli checks.
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3.5.3 Multi-layer Qubit Subsetting

In this subsection, we illustrate the application of the QuTracer framework on a multi-layer

ansatz circuit for variational quantum algorithms. As depicted in Fig. 3.6(a), the ansatz circuit

is composed of layers of single-qubit Y-rotation gates and linear entanglement with CZ gates.

In our discussion, we concentrate on the top qubit. As illustrated in Fig. 3.6(a), four circuit cuts

are placed as two circuit cuts are needed per layer to ensure that the check is performed only on

the qubit subset. For example, we can use pairs of Pauli Z checks at cut points (1,1) and (1,2) to

protect one layer of CZ gates. However, if we use only the cut points (1,1) and (1,4) to check two

layers, we cannot find pairs of single-qubit gates CL and CR that would satisfy the requirements

for Pauli checks. The reason is when a single-qubit Pauli check is specified on one side, the

corresponding check on the other side becomes a multi-qubit operation. Consequently, the

operation would not be restricted to the subset, necessitating the tracking of additional qubits

beyond the subset.

As we have identified the four cut points, we perform the aforementioned optimizations

and construct the quantum circuits. As shown in Fig. 3.6(b), each layer generates a circuit

that can be protected with a single-qubit subsetting Pauli check. For the first circuit, the

calculations yield the mitigated distributions at (1, 2) and (1, 3). However, for the second circuit,

we measure the state at (1,3) and obtain an unmitigated density matrix ρ1,3, which is then

used to calculate the mitigated density matrix ρ1,4. The challenge arises when considering the

sequential execution of these circuits. If they run separately and in sequence, the mitigation is

restricted to one layer only, with no provision to transmit the mitigated data to the subsequent

calculation. Attempting to merge these two circuits to simultaneously check the two layers

(akin to simultaneously cutting at all four cut points) would lead to an exponential increase

in the required state preparation and measurement as the number of layers increases. The

primary challenge lies in effectively transferring the mitigated distribution from one layer to

the next.
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The problem of transferring the mitigated distribution from one layer to the next can be

translated into the task of updating the global output distribution based on the local output

distributions. Referencing Fig. 3.6(b), the circuit for calculating ρ1,4 yields the output distri-

bution P = {00 : a , 01 : b , 10 : c , 11 : d }which is the measurement result for locations (1,3) and

(1,4), and P can be viewed as the global output distribution when measuring locations (1,3)

and (1,4) simultaneously. Since we already obtain the error-mitigated output distribution at

(1,3) represented as M = {0 :α, 1 :β} based on the calculation in the first layer, we can use M

to update the global output distribution P . The global output distribution is updated using

the same Bayesian recombination algorithms utilized by SQEM [Liu22]. The updated global

output distribution Pup d a t e has a bitwise distribution for location (1,3) which is the same as the

error-mitigated output distribution M . We can then employ the error-mitigated probability

Pup d a t e in the second layer’s qubit subsetting calculation, which will mitigate the noise in both

layers.

3.5.4 Different Subset Sizes

While increasing the subset size captures more global correlation, the noise also increases. The

previous measurement subsetting works [Das21a; Dan23] suggest that a subset size of 2 strikes

a balance. Increasing the subset size allows us to “virtualize" multiple Pauli checks concurrently.

For instance, the VQE circuit shown in Fig. 3.6 consists of single-qubit Pauli Z checks. Extending

the subset size to 2 allows simultaneous application of IZ and ZI checks, which detects more

errors. However, as will be discussed in the following subsection, the classical and quantum

overhead scales exponentially with the subset size. We restrict the subset size to one or two in

our experiments. When running QuTracer with subset size of two, in the worst case scenario, it

requires 302 circuits.

For circuits yielding symmetric output states, it’s advisable to use a subset size greater than

one. This is because measuring a single qubit typically produces a uniformly distributed bitwise

outcome, which does not effectively refine the global distribution from the original circuit.

For example, the Z2 symmetry in the MaxCut problem and the QAOA ansatz results in output

states that are bit-flip invariant, with single qubit distributions being uniformly distributed.

Therefore, the subset size should be larger than one. We will show the results for QAOA by

setting the subset size to be two in Section 3.7.

3.5.5 Scalability

The cost of our proposed QuTracer framework includes classical circuit analysis, quantum

circuit execution, and classical post-processing. It scales linearly with the number of layers in
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the circuit. Consider the original circuit with n qubits, m layers, k shots, and a qubit subset

size of s . First, we consider the overhead in quantum processes. The total number of shots

represents the total execution time on a quantum device. For each qubit subsetting Pauli check,

we require O (C s ) number of preparation and measurement circuits, whereas C is the number

of circuit copies for a single-qubit QSPC. Then, following the discussion in measurement

subsetting [Das21a], the number of subsets to be evaluated is O (n ). Since we have m layers,

the total number of quantum circuits is O (C s nm ). These circuits for the same check O (C s )

need to be executed in sequential, while different checks O (nm ) can be parallelized. Since

these quantum circuits only involve state preparation and measurement and do not rely

on data from classical post-processing, they can be executed simultaneously with classical

post-processing. These quantum circuits require fewer shots than the original circuit. As we

measure the expectation values, the number of shots [Per14] scales polynomially with the

number of qubits: k ∼ O (n r /ε2), where r is a constant determined by the quantum circuit

and is greater than one, and ε is the output error rate. Since we only measure a subset of

qubits, the number of shots in each circuit copy ε is bounded by O ( s
n k ) to maintain the same

error rate. Therefore, the total number of shots in the QuTracer framework is O (C s mk ), which

increases linearly with the number of layers in the circuit. As discussed in Section 3.4, if we

limit the subset size to 1, the number of shots is upper-bounded by O (30mk ). As we will show

in Section 3.7.5, the actual overheads are smaller due to our proposed optimizations. The

constant C can be further reduced by utilizing Local Operations and Classical Communication

(LOCC), specifically through mid-circuit measurements and classically controlled operations.

Following the discussion in [Har23], we can prepare the states based on the measurement

results and reduce the constant C from 30 to 15. However, due to the lower fidelity associated

with mid-circuit measurements and classically controlled operations, we did not implement

these techniques in our experiments.

Next, we analyze the classical computation overhead. The circuit analysis simply traverses

the circuit and has a complexity of O (nm ). The primary bottleneck in classical computation

arises in post-processing the measured data to calculate the post-selected output states. Since

the number of basis states grows exponentially with the number of qubits, the classical compu-

tation overhead for each qubit subsetting check is O (C ′s ), where C ′ is the time for processing

the measurement results of all the circuit copies for a single-qubit QSPC. Since we limit the

subset size, both the classical memory and computation overhead is O (C ′s nm ), which scales

linearly with the number of qubits and the number of layers. Due to the data dependency

across layers, classical computations for the same check on the same qubit (O (C ′s m )) are

sequential. The computations for different qubits O (n ) can be performed in parallel.
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3.6 Experimental Methodology

We evaluate our proposed QuTracer on noisy simulators and real quantum devices.

Benchmarks: The benchmarks in our experiments include Quantum Phase Estimation

(QPE) [Kit95], Bernstein-Vazirani algorithm, the QFT adder [Dra00], the QFT multiplier [RP17],

Variational Quantum Eigensolver (VQE) [Kan17], and Quantum Approximate Optimization

Algorithm (QAOA) [Far14].

Implementation: We implemented our QuTracer framework on top of the quantum com-

puting framework Qiskit [Qis23].

Devices: We perform our noise simulation experiments on the Qiskit noisy simulator with

noise models that incorporate single- and two-qubit gate errors and measurement errors. The

real device experiments are conducted on the 27-qubit quantum device ibm_hanoi, 127-qubit

quantum device ibm_kyoto, and 127-qubit quantum device ibm_cusco.

Evaluation metrics and setup: We use Hellinger Fidelity [Nik01] as the evaluation metrics.

Hellinger Fidelity serves as a measure of similarity between two probability distributions. We

use it to evaluate the closeness between the noisy distributions to the ideal (i.e., noise-free)

probability distributions.

We map and optimize the circuits with the maximum optimization level in Qiskit. Since the

circuit transpilation is a stochastic process, we transpiled a circuit fifty times and selected the

design with the least number of CNOTs. The number of shots for the original circuits running

on the real device is set to 100000. The experiments for the same benchmark are executed in

the same calibration cycle to avoid unexpected changes in hardware properties.

Comparison with JigSaw and SQEM: To evaluate the effectiveness of QuTracer, we com-

pared it with the JigSaw and SQEM approach. JigSaw runs half of the shots in the global mode

where all the qubits are measured, and the other half in the subset mode where only a subset

of qubits are measured. Consistent with recommendations in prior measurement subsetting

works [Dan23; Das21a], the subset size in JigSaw is configured to 2.

3.7 Evaluation

3.7.1 Measurement Error Mitigation

In this experiment, we simulate a 15-qubit VQE circuit on Qiskit noisy simulator to study the

measurement error mitigation effect of different error mitigation approaches. The 15-qubit

VQE circuit has a similar circuit structure as shown in Fig. 3.6(a), but with one layer of linear

entanglement CZ gates. The subsetting size of QuTracer and SQEM approach is set to 1. We
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use a depolarization noise model in which each 1- and 2-qubit gate has depolarizing noise

with a certain probability. The single- and two-qubit gate errors are fixed at 0.001 and 0.01,

respectively. The noise model also incorporates uniform single-qubit measurement errors. To

study the effectiveness of the Pauli check circuits, we also simulate the circuits with the ideal

Pauli checks (ideal PCS), i.e., the Pauli checks are implemented with no measurement errors

on the ancilla qubits and no gate errors on the checking circuits. We use the Pauli Z checks

shown in Fig. 3.3(b). Fig. 3.7 shows the output fidelities of different approaches as we vary the

measurement error from 0.01 to 0.16. Since the noise model does not incorporate measurement

crosstalk, the fidelity obtained from Jigsaw is similar to the fidelity of the original circuits. The

circuits with ideal Pauli checks mitigate the gate errors and have shown improved fidelities

over the original circuits. However, as we increase the measurement error, the measurement

error becomes dominant and the fidelity improvement with ideal Pauli check circuits becomes

less significant. Since SQEM and QuTracer both implement Pauli check circuits virtually, they

are capable of mitigating the measurement noise. As the measurement error increases, both

approaches mitigate a large proportion of the measurement error and lead to significant fidelity

improvements. QuTracer achieves a higher fidelity than SQEM due to its optimizations and

the reduced number of basis measurements. Based on the experiments, we evidently show

that the “virtual" implementation of the Pauli checks enables the mitigation of measurement

errors.

3.7.2 Gate Error Mitigation

In this experiment, we conduct simulations of an 8-qubit VQE circuit using Qiskit noisy sim-

ulator to study the gate error mitigation effect of different error mitigation approaches. The

subsetting size of QuTracer and SQEM approach is set to 1. We use a depolarization noise

model with a single-qubit gate error of 0.001, a two-qubit gate error of 0.01, and a single-qubit

measurement error of 0.001 for all qubits. In order to assess the influence of gate errors, we vary

the CNOT depth in the circuit by changing the repetition times of the linear entanglement gate

layer, ranging from 1 to 25. Fig. 3.8 shows the Hellinger fidelity under different error mitigation

methods. JigSaw shows the same fidelity as the original circuit, as it does not mitigate gate errors.

In comparison, both SQEM and QuTracer exhibit fidelity improvement. With increasing circuit

depth, the fidelity gap between SQEM and QuTracer widens. This discrepancy arises because

higher circuit depths introduce more gate errors. SQEM necessitates a state reconstruction

process involving the preparation and measurement on all bases using the original circuit. As

more gate noise is introduced, the accuracy of the state reconstruction process diminishes. On

the other hand, QuTracer utilizes the optimization of False Dependency Removal to eliminate
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unnecessary gates, allowing it to outperform SQEM. A gate count comparison in Section 3.7.5

confirms this distinction.
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Figure 3.8: Changes in Hellinger fidelity with respect to the CNOT depth.

3.7.3 Multi-layer Qubit Subsetting

In this experiment, we use a 10-qubit QAOA circuit on MaxCut problems with four layers to

study the effectiveness of multi-layer qubit subsetting in a realistic noise model. The subsetting

size of QuTracer is set to 2. The noise model and coupling map are from the quantum device

ibmq_mumbai. This noise model incorporates various factors, including gate errors, gate time,

T1 and T2 relaxation times, and readout errors for each qubit. The parameter for this noise

model is based on the calibration data collected on February 22, 2024. The median CNOT error

is 7.611×10−3, the median gate time is 426.667 ns, the median readout error is 1.810×10−2, the
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median T1 is 125.94µs, and the median T2 is 188.75µs.

The results are shown in Fig. 3.9. We observe that as the number of checked layers increases,

the fidelity improvement from QuTracer becomes more significant. Checking only the fourth

layer improves the fidelity by 3.96%, checking both the third and the fourth layer improves

the fidelity by 5.74%, checking the second, the third, and the fourth layer improves the fidelity

by 7.68%, and checking all layers improves the fidelity by 9.42%, showing that sequentially

checking multiple layers is effective in error mitigation.

We also compare with ideal Pauli checks (ideal PCS), i.e., the Pauli checks are implemented

with no measurement errors on the ancilla qubits and no gate errors on the checking circuit.

Interestingly, QuTracer surpasses the performance of the ideal PCS. This is because when

QuTracer checks multiple layers, it can take advantage of utilizing the optimization of False

Dependency Removal to remove unnecessary gates in the circuits for each of the layers, while

PCS checks multiple layers simultaneously and can not take advantage of the optimizations

for each of the layers, which results in a larger circuit with higher noise.
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Figure 3.9: Changes in Hellinger fidelity with respect to the number of checking layers.
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3.7.4 Scaling of Circuit Depth

In this subsection, we use 10-qubit QAOA circuits on MaxCut problems with layers ranging

from 1 to 5 to evaluate QuTracer’s efficiency in handling circuits of varying depths in a realistic

noise model. The detailed parameters of the noise model are discussed in Section 3.7.3. The

subsetting size of QuTracer is set to 2. The results are shown in Table 3.1.

For the QAOA circuits, QuTracer interprets each circuit step as a distinct layer, applying Multi-

layer Qubit Subsetting to check each of the layers. In examining individual layers, the necessity

to check multiple pairs of qubits can be reduced by the nature of the problem addressed by

QAOA. Specifically, when the application of QAOA is to solve MaxCut problems on regular

graphs, the QAOA circuits exhibit symmetric properties. As a result, checking one pair of qubits

can yield results for multiple qubit pairs located in symmetric positions.

Results presented in Table 3.1 indicate that as circuit depth increases, the Hellinger Fidelity

of the original circuits, prior to the application of any error mitigation strategies, diminishes

due to the introduction of additional noisy layers. However, the efficacy of QuTracer in enhanc-

ing Hellinger Fidelity becomes more significant with deeper circuits, Table 3.1 includes the

fidelity improvement of QuTracer over the unmitigated results, showing QuTracer’s capability

to effectively mitigate errors in deeper circuits.

We also compared with JigSaw, which shows little improvement in Hellinger Fidelity. This

is due to the Qiskit device noise model, which does not account for cross-talk noise, thereby

impacting JigSaw’s performance.

Table 3.1: Simulation results for QAOA circuits with different layers.

Normalized number of shots Average 2-qubit basis gate count Hellinger Fidelity
Fidelity

Improvement
Workload Original JigSaw QuTracer Original JigSaw QuTracer Original JigSaw QuTracer QuTracer

10-q QAOA
with 1 layers

1 1 16 26 26 6 0.90 0.90 0.92 2.89%

10-q QAOA
with 2 layers

1 1 106 52 52 21 0.80 0.80 0.83 3.58%

10-q QAOA
with 3 layers

1 1 196 78 78 29 0.78 0.79 0.84 8.41%

10-q QAOA
with 4 layers

1 1 286 104 104 37 0.74 0.74 0.81 9.42%

10-q QAOA
with 5 layers

1 1 376 130 130 47 0.59 0.60 0.70 18.09%
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Table 3.2: Real device results for single-layer circuits.

Normalized number of shots Average 2-qubit basis gate count Hellinger Fidelity
Workload Original JigSaw SQEM QuTracer Original JigSaw SQEM QuTracer Original JigSaw SQEM QuTracer

4-q
QFTMultiplier

1 1 N/A 11 28 28 N/A 18 0.49 0.49 N/A 0.65

5-q QPE 1 1 N/A 11 29 29 N/A 11 0.20 0.20 N/A 0.49
6-q QPE 1 1 N/A 11 44 44 N/A 17 0.19 0.19 N/A 0.29

7-q QFTAdder 1 1 N/A 15 75 75 N/A 37 0.22 0.22 N/A 0.35
9-q BV 1 1 13 11 21 21 21 2 0.07 0.09 0.13 0.89

12-q VQE
with 1 layer

1 1 13 11 11 11 11 2 0.67 0.76 0.88 0.96

15-q VQE
with 1 layer

1 1 13 11 14 14 14 2 0.36 0.50 0.65 0.87

10-q QAOA
with 1 layer

1 1 N/A 16 26 26 N/A 6 0.57 0.57 N/A 0.86

Table 3.3: Real device results for circuits with multiple layers.

Normalized number of shots Average 2-qubit basis gate count Hellinger Fidelity
Workload Original JigSaw QuTracer Original JigSaw QuTracer Original JigSaw QuTracer
12-q VQE

with 2 layers
1 1 29 22 22 7 0.37 0.52 0.65

12-q VQE
with 3 layers

1 1 47 33 33 10 0.29 0.39 0.49

15-q VQE
with 2 layers

1 1 29 28 28 7 0.21 0.28 0.69

15-q VQE
with 3 layers

1 1 47 42 42 11 0.06 0.06 0.54

10-q QAOA
with 2 layers

1 1 106 52 52 21 0.16 0.28 0.36

10-q QAOA
with 3 layers

1 1 196 78 78 29 0.14 0.16 0.40
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3.7.5 Real Device Experiments

The experimental results on the real device are shown in Tables 3.2 and 3.3. Applying SQEM

to the benchmarks QFTMultiplier, QPE, QFTAdder, and QAOA is not practical as it incurs an

exponential overhead. Therefore, we mark parts of the results in SQEM as N/A. The experiments

on the same benchmark are executed in the same calibration cycle, while those for different

benchmarks may be performed in different cycles with different hardware properties.

We initiate our discussion by focusing on the benchmarks that require only a single-layer

QSPC in QuTracer. As shown in Table 3.2, the benchmarks include QFTMultiplier, QPE, QFTAd-

der, VQE and QAOA with a single layer of CZ gates. QFTMultiplier, QPE, QFTAdder, and VQE

are running on the 27 qubit machine ibm_hanoi, the subsetting size of QuTracer is set to 1;

QAOA is running on 127 qubit macine ibm_kyoto, the subsetting size of QuTracer is set to 2.

The results with QuTracer show the highest output fidelity with an average of 2.3× , 2.03× and

2.15× improvement over the unmitigated results, the results with JigSaw, and SQEM. In the

VQE example, when increasing the number of qubits from 12 to 15, JigSaw’s results exhibit a

noticeable decrease from 0.76 to 0.50. As shown in the table, the average CNOT counts for the

QuTracer framework are significantly smaller than other approaches, which leads to improved

output fidelity.

Table 3.3 shows the results of different schemes on the VQE algorithm and QAOA with

multiple layers of CZ gates. VQE benchmark is running on 27 qubit machine ibm_hanoi, the

subsetting size of QuTracer is set to 1; QAOA benchmark is running on a 127-qubit machine

ibm_cusco, the subsetting size of QuTracer is set to 2. The SQEM framework is not included

as its overhead scales exponentially with the number of layers. QuTracer improves the output

fidelity by up to 9× (3.06× on average) compared to the original circuit and by up to 9× (2.43×
on average) compared to JigSaw. As we increase the number of layers in the circuit, gate errors

begin to play a more significant role. The superior fidelity improvement of QuTracer comes

from its ability to effectively mitigate the increased gate errors.

3.8 Discussion

3.8.1 Integration with Other Error Mitigation Techniques

Our proposed QuTracer framework is complementary with other error mitigation techniques.

QuTracer generates multiple copies of the original circuit with fewer gates and fewer qubits.

Existing error mitigation techniques such as dynamical decoupling [Das21b], zero-noise extrap-

olation [GT20], Clifford data regression [Cza21], and probabilistic error cancellation [Ber22] can

be applied to improve the fidelity of circuit copies on hardware. Moreover, the reduced size of

46



the circuit copies enables a better scaling of mitigation approaches. For example, Clifford data

regression requires fewer training data for smaller circuits. The study of integrating QuTracer

with other error mitigation techniques is left for future work.

3.8.2 Application-tailored Extension of QuTracer

Prior work [Dan23] presents a measurement subsetting framework, Varsaw, that is designed to

mitigate measurement noise in variational quantum algorithms (VQA). Compared to Jigsaw,

the Varsaw framework reduces the computational cost by identifying spatial redundancy across

subsets from different VQA circuits and temporal redundancy across global distributions from

different VQA iterations. The optimizations in Varsaw can be seamlessly integrated into the

QuTracer framework to produce an application-specific extension that reduces computational

overhead.

3.9 Summary

In this chapter, we propose a qubit subsetting framework, QuTracer, to mitigate both gate and

measurement errors. The key idea is to track a subset of qubits to mitigate the error along the

computation process so as to achieve high-fidelity local distributions, which are then used to

refine the global distribution. Our experimental results on noisy simulators and real quantum

devices show that the proposed framework significantly outperforms current state-of-the-art

approaches.
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CHAPTER

4

QNPU: QUANTUM NETWORK PROCESSOR

UNIT FOR QUANTUM SUPERCOMPUTERS

4.1 Introduction

As quantum computing advances, its potential to solve large-scale problems in domains such

as cryptography [Sho94], and chemistry problems [McA20] becomes increasingly apparent.

These large-scale problems often require computational resources far beyond the capacity of

a single quantum processor. One promising solution for large-scale problems is distributed

quantum computing (DQC) [Cuo20; Cal24], which enables scalability by partitioning large

quantum algorithms across multiple quantum processors, each contributing a portion of the

overall computation.

Significant efforts have been devoted toward realizing DQC. Some works [Cuo20; Rod20;

Ang24] propose full-stack layered architectures to capture the broad challenges of building dis-

tributed quantum systems. Others target specific challenges: At the software level, frameworks

such as the Quantum Message Passing Interface (QMPI) [H2̈1] extend the classical MPI stan-

dard to quantum systems, providing programming models for DQC. From the compiler level, a

variety of frameworks [Wu22b; Wu22a; Wu23] have been developed to optimize the scheduling
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of inter-node communication, thereby reducing the overhead of distributed execution. On

the hardware side, demonstrations on various qubit technologies, including superconducting

qubits [Mag20; Smi22; Sto23], ion traps [Mai25] have showcased the feasibility of distributed

quantum systems.

However, despite significant progress in distributed quantum systems, current systems

lack specialized hardware to efficiently process inter-node communications. When distributed

quantum algorithms require frequent communication between processors, existing approaches

suffer from substantial performance bottlenecks due to the absence of dedicated communica-

tion processing units. This limitation becomes particularly severe for communication-intensive

quantum algorithms, where the overhead of managing inter-node communications can domi-

nate overall execution time.

To address this critical gap, we introduce the concept of a quantum supercomputer, a

computing system that integrates multiple quantum processors through quantum and classical

links to enable large-scale quantum computation. As a key component of this architecture, we

propose the Quantum Network Processor Unit (QNPU), a specialized hardware unit designed

to efficiently execute quantum communication protocols between processors.

Figure 4.1: Organization of quantum nodes in a quantum supercomputer. Each quantum
node integrates a Quantum Processing Unit (QPU) and a Quantum Network Processing Unit
(QNPU). Both units contain a classical controller and a quantum chip (qubits). Black solid lines
between classical controllers are classical links, and blue dashed lines between quantum chips
are quantum links. While only two nodes are shown for clarity, a quantum supercomputer can
scale to multiple nodes with similar interconnection patterns forming different topologies.

As shown in Figure 4.1, a quantum supercomputer is organized as interconnected quantum

nodes. Each node has a Quantum Processor Unit (QPU) that executes local quantum com-
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putations within the quantum node, and a Quantum Network Processor Unit (QNPU) that

performs quantum communication protocols between quantum nodes. Both the QPU and

QNPU consist of two key components: a classical controller managing instruction execution;

and a quantum chip containing physical qubits for quantum operations. Within each quantum

node, QPU and QNPU interact through both a classical link and a quantum link. Intra-node

classical links connect their controllers, enabling the QPU to delegate quantum communica-

tion protocols to the QNPU for execution; Intra-node quantum links connect their quantum

chips, enabling qubit movement between the QPU and the QNPU. Communication between

quantum nodes involves inter-node classical links and quantum links. Inter-node classical

links support classical data transfer between nodes; inter-node quantum links support building

the entanglement between nodes.

This decoupled architecture, which incorporates QPU and QNPU in one quantum node

and separates local computation (handled by QPUs) from quantum communication protocols

(managed by QNPUs), enables efficient execution of distributed quantum algorithms.

Our key contributions are as follows.

• Proposed a decoupled architecture for quantum supercomputers, which separates local

computation (handled by QPUs) from quantum communication protocols (managed by

QNPUs).

• Proposed a layered stack for quantum supercomputer architecture that breaks down the

complexity of running distributed quantum algorithms.

• Proposed DistQASM which extends OpenQASM to simplify programming for distributed

quantum computing.

• Proposed an instruction set architecture for QNPU to perform the quantum communica-

tion protocols between quantum nodes.

• Designed the microarchitecture for QNPU for efficient execution of quantum communi-

cation protocols.

• Implemented a cycle-level performance simulator to evaluate QNPU performance on

distributed quantum workloads.

By bridging the gap between distributed quantum algorithms and quantum supercomputer

hardware, our work paves the way for scalable and efficient quantum computing, bringing us

closer to realizing the full potential of quantum computing.
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4.2 Background and Related Work

4.2.1 EPR Pair Generation

Inter-node Quantum communication in a quantum supercomputer consumes entangled states

between nodes for quantum state and gate teleportation [Wan19; Cho18; Her22]. One of the

widely used resource entangled states is Einstein–Podolsky–Rosen (EPR) pairs [Ein35], which is

represented as 1p
2
(|00〉+ |11〉).

In contrast to quantum network applications, where EPR pairs are generated between

remote nodes separated by long distances, typically on the order of kilometers [Wei22; Kna24;

Sto24], we focus on distributed quantum algorithms running on the quantum supercomputers,

where communication nodes are located within a relatively short range, such as within a single

room. This proximity makes the generation of EPR pairs significantly less challenging and

time-consuming compared to quantum networks.

For instance, in superconducting quantum computing systems, the nodes of a quan-

tum supercomputer consist of superconducting chips [Smi22; Gui23]. The physical connec-

tions enabling EPR pair generation can be coaxial cables that directly link superconducting

qubits across different nodes—an approach that has already been experimentally demon-

strated [Mag20; Sto23]. By cooling these coaxial cables to cryogenic temperatures, the loss of

microwave photon propagation can be minimized. Consequently, EPR pairs between nodes

can be efficiently generated through the direct exchange of microwave photons [Sto23; CI18;

Bes20; Niu23; Gre24].

4.2.2 EPR Pair Buffering

Efficient utilization of communication resources in quantum nodes requires a strategy for

handling EPR pairs after generation. The concept of EPR pair buffering, proposed in [Wu22a],

addresses this need by introducing a buffering mechanism to store generated EPR pairs. As

illustrated in Fig. 4.2, once an EPR pair is generated on the communication qubits of two

connected quantum nodes, the entangled state is swapped into other available data qubits in

the quantum node. This process releases the communication qubits, enabling them to generate

new EPR pairs. The buffered EPR pairs remain available for future quantum communication

tasks.
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Figure 4.2: The concept of EPR pair buffering in a distributed quantum computing system.
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Figure 4.3: Two communication protocols. (a) TP-Comm version for implementing a remote
CNOT. (b) CAT-Comm version for implementing a remote CNOT.

4.2.3 Quantum Communication Protocols

With the shared EPR pairs between quantum nodes, two types of quantum communication

protocols, TP-Comm and Cat-Comm, can be utilized for quantum communication and remote

gate operations [H2̈1; Wu22a; Wu22b; Wu23].

Figure 4.3 illustrates example quantum circuits for these protocols. The TP-Comm protocol,

shown in Fig. 4.3(a), employs a prepared EPR pair to teleport a qubit state from node A to node

B. Once the state is teleported, the qubit in node B can serve as the control qubit in a CNOT

gate, effectively realizing a remote CNOT gate between the two nodes.

In comparison, the Cat-Comm protocol, shown in Fig.4.3(b), utilizes a shared EPR pair

to entangle the qubit in node B with the data qubit in node A through the “cat-entangler”

circuit. After generating this entanglement, the qubit q ′0 in node B acts as an intermediary

for the remote CNOT operation. Subsequently, the “cat-disentangler” circuit disentangles the

qubit q ′0 in node B from the other two qubits to complete the remote CNOT operation. Unlike

the TP-Comm protocol, the Cat-Comm protocol does not teleport the quantum state, which
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restricts the supported remote gate operations. However, Cat-Comm enables “broadcasting”

of entanglement, making it suitable for multi-node or collective operations[H2̈1; Wu22a].

4.2.4 Related Work

Quantum networks: Quantum networks can be classified into two types. The first type, quan-

tum internet [Pir16; Weh18], enables long-range quantum communication over optical links.

These networks rely on quantum repeaters to mitigate photon loss. The second type, quantum

intranet [Cho21b], enables quantum information transfer within shorter-range networks. Ex-

perimental work [Mag20; Sto23] has demonstrated that superconducting qubits connected via

microwave links can realize such short-range quantum networks. Our work focus on quantum

supercomputers where each node in the quantum supercomputer is connected via short range

microwave links.

DQC Architectures: Several scalable architectural directions have been explored to real-

ize DQC. The chiplet architecture [Smi22; LaR25] integrates multiple smaller quantum chips

via microwave links, analogous to multi-core classical systems where multiple processing

cores collaborate to solve a problem in a distributed fashion. Another scalable design is the

quantum data center (QDC) [Sha25], which utilizes optical switches to interconnect multiple

quantum processors. QDCs operate over short distances, therefore avoid the need for quan-

tum repeaters, making them well suited with near-term hardware capabilities [Zha24b]. The

distinction between these approaches lies in their scaling philosophy: chiplet architectures

achieve performance improvements by integrating multiple quantum processing elements

within a single node (scale-up), while QDC architectures enhance computational capacity by

interconnecting multiple independent quantum nodes (scale-out). Our work follows the scale-

out paradigm, focusing specifically on accelerating quantum communication between nodes

through the design of specialized hardware, the Quantum Network Processor Unit (QNPU).

DQC Compilers: A variety of compiler frameworks [Wu22b; Wu22a; Wu23] have been pro-

posed to optimize inter-node communications in distributed quantum systems. Other works

focus on specific architectrue setting: Zhang et al.[Zha24b] presents a compiler framework for

EPR scheduling to mitigate entanglement generation latency in quantum data centers, and

Zhang et al. [Zha24a] presents Multi-Entry Communication Highway (MECH), which leverages

compiler-managed ancillary qubits to enhance concurrency in chiplet architectures. While

these efforts improve communication efficiency through software-level optimizations, our

work introduces hardware acceleration via the Quantum Network Processing Unit (QNPU), a

design that both complements and benefits from compiler-driven strategies.

Instruction Set Architecture and Microarchitecture for Quantum Communications:
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QuMIS [Fu17] and eQASM [Fu19] are executable ISAs designed for quantum processors, focus-

ing on local quantum operations but lacking support for quantum communication between

distributed processors. NetQASM [Dah22] extends this by supporting quantum network appli-

cations with instructions for generating entanglement between remote quantum nodes. More

recently, Donne et al. [Don25] introduced an architecture and operating system (QNodeOS)

to support quantum network applications with multitasking capabilities. Our work builds

upon these foundations but takes a fundamentally different approach by physically decoupling

computation and communication processing units. By introducing a dedicated Quantum

Network Processing Unit (QNPU) that operates in parallel with the Quantum Processing Unit

(QPU), the inter-node communication can be executed more effeciently.

Large-Scale Fault-Tolerant Distributed Quantum computer: Kim et al. [Kim24] address

the challenges of fault tolerance in million-qubit-scale quantum computers distributed across

multiple dilution refrigerators. Their work focuses on implementing fault-tolerant quantum

computation using surface codes with lattice surgery, with an emphasis on minimizing logical

error rates in large-scale distributed systems. In contrast, our approach tackles the comple-

mentary challenge of providing efficient quantum communication between quantum nodes

through a dedicated Quantum Network Processing Unit (QNPU). Kim et al.’s fault-tolerant

techniques could be integrated with our QNPU-based communication stack to construct a

scalable distributed quantum system that is both fault-tolerant and communication-efficient.

4.3 Quantum Supercomputer with Decoupled Processing Units

In this section, we present the layered stack for the quantum supercomputer, then focus on

the decoupled processing units of the quantum supercomputer.

4.3.1 Layer Stack for Quantum Supercomputers

Inspired by the classical network architecture’s Open Systems Interconnection (OSI) model,

previous works have proposed layered quantum network stacks to support quantum network

applications [Dah19; Koz20]. Similarly, the work in [Ang24] introduced a layer stack for a

multinode quantum computer (MNQC) architecture. Our proposed layer stack for quantum

supercomputers draws upon these ideas while tailoring the design for the efficient execution

of distributed quantum algorithms. Figure 4.4 illustrates our four-layer architecture.

Physical Layer: The physical layer forms the foundation of the quantum supercomputer. It

is responsible for generating raw EPR pairs between directly connected quantum nodes. As

our design adopts the established protocols described in [Dah19; Koz20] for the physical layer,

54



Physical Layer
Raw EPR Pair Generation

Network Layer (QNPU)
Quantum Communication Protocol Execution

Application Layer

Data Link Layer
Robust EPR Prefetch

Figure 4.4: Layered architecture for quantum supercomputers. The design consists of four
distinct layers, each providing specific functionalities and interfacing with adjacent layers.

we do not further elaborate on its specifics here.

Data Link Layer: We define the data link layer’s primary function as EPR prefetch, which

ensures reliable pre-generation and buffering [Wu22a] of required EPR resources to hide EPR

pair generation latency. Prior work [Zha24b] has proposed compiler frameworks enables look-

ahead scheduling of EPR pairs, which can be integrated into the data link layer to realize this

prefetch functionality.

To efficiently manage and track prefetched EPR pairs, we introduce the EPR Resource Table,

as shown in Table 4.1. Each quantum node maintains this table to track EPR resources. When

an EPR pair is prefetched, corresponding entries are appended to the tables in both the source

and destination nodes. Each entry contains a unique EPR Pair ID, the remote node identifier,

the current state of the EPR pair (available, occupied, or empty), and the EPR qubit index

indicating the location of the entangled qubit in the local node.

Network Layer: Operating above the data link layer, the network layer is responsible for
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Table 4.1: Structure of the EPR Resource Table, where each row represents an EPR pair entry.
The Pair ID uniquely identifies each EPR pair, while the Remote Node field indicates the con-
nected quantum node. The State field can be "Available" (ready for use), "occupied" (currently
in use), or "Empty" (available for new EPR pair prefetch). EPR Qubit Index showing the location
of the entangled qubit in the local node. Empty entries (marked with "-") indicate slots available
for new EPR pair prefetching.

Pair ID Remote Node State EPR Qubit Index
1 Node B Available 3
2 Node C Occupied 7
- - Empty -

executing quantum communication protocols including the TP-Comm and Cat-Comm proto-

cols by utilizing the prefetched EPR resources. Upon receiving a protocol execution request,

this layer consults the EPR Resource Table to identify and allocate a suitable EPR pair. Given

that distributed quantum algorithms often involve numerous remote gates (operations that

span spatially separated nodes), the network layer plays a crucial role in facilitating these

communication-intensive operations.

To handle the high volume of such communication protocols, we introduce a dedicated

hardware accelerator: the Quantum Network Processor Unit (QNPU). By offloading commu-

nication tasks to the QNPU within the network layer, our decoupled architecture allows the

Quantum Processing Unit (QPU) to focus exclusively on local computations.

Application Layer: At the top of the stack, the application layer hosts the QPU, which

runs distributed quantum algorithms. When a remote operation is required during algorithm

execution, the QPU issues a communication request to the network layer. The QNPU processes

this request, executing the requisite quantum communication protocol using the available

EPR resources. This separation ensures that local computations and network operations are

handled independently, maximizing overall system efficiency.

Our layered approach provides a comprehensive framework for quantum supercomputers,

balancing the requirements of quantum communication, EPR resource management, and

algorithm execution in a scalable and efficient manner.

4.3.2 Decoupled Processing Units for Quantum Supercomputers

As established in Section 4.3.1, our architecture employs a clear separation of concerns: the

application layer hosts Quantum Processing Unit (QPU) for executing distributed quantum

algorithms, when the QPU encounters operations requiring quantum communication, it

offloads these tasks to the QNPU. This decoupled design contrasts with traditional designs
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Figure 4.5: Decoupled processing units for quantum supercomputers. Each quantum node
separates computation and communication resources: QPU contains a compute zone with
data qubits for local quantum computation, while QNPU contains a communication zone
with communication qubits for EPR pair prefetching and quantum communication protocol
execution. The orange dashed line indicates EPR pair establishment between QNPUs, and
blue dashed lines show qubit movement capabilities between the computation zone and
communication zone.

[Dah22] that consolidate both computation and communication functions within a single

processing unit.

In our design as shown in Figure 4.5, the QPU’s qubits constitute the "computation zone,"

dedicated solely to executing local quantum operations, whereas the QNPU’s qubits form the

"communication zone," optimized for performing quantum communication protocols. This

zone-based organization requires quantum state transfer between distinct functional zones.

The advantages of this decoupled architecture are multifold. First, it allows specialized

optimization of each processing unit for its specific task, improving both computational and

communication efficiency. Second, it enables parallel operation of computation and commu-

nication tasks, reducing overall execution time for distributed quantum algorithms. Third, it

provides a clean separation of concerns that simplifies system design, implementation, and

future scaling. These benefits directly address the performance bottlenecks in distributed quan-

tum computing, particularly for communication-intensive algorithms like those evaluated in

Section 4.7.
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4.4 Programming Model for Distributed Quantum Computing

While distributed quantum computing offers significant advantages for scaling quantum

applications, it introduces complexity in programming and EPR resource management. In this

section, we introduce a programming model which extends the OpenQASM [Cro22] to simplify

the development of distributed quantum algorithms.

4.4.1 DistQASM: Extending OpenQASM for Distributed Quantum Comput-

ing

We propose DistQASM, an extension of OpenQASM [Cro22]designed specifically for distributed

quantum computing. DistQASM builds upon OpenQASM’s human-readable representation

of quantum circuits while adding critical features for distributed quantum computing. By

extending rather than replacing OpenQASM, DistQASM maintains compatibility with the

existing quantum software ecosystem while enabling the expression of distributed quantum

operations. We introduce several key extensions in DistQASM:

1. Node-specific qubit declarations to identify which physical node hosts each qubit;

2. Explicit Remote Block Markers to clearly delineate code that will execute on a remote

node;

3. Direct Protocol Specification to define instructions for quantum communication proto-

cols so that user can directly choose the protocol when writing the distributed quantum

program. For the TP-Comm protocol, we define the teleport instruction to teleport

a state from local node to remote node. For the CAT-COMM protocol, we define two

DistQASM instructions:cat_ent andcat_disent. The cat_ent instruction will entangle

the qubit in local node with the qubit in remote node. The cat_disent will disentangle

these two qubits.

The following are the examples of a distributed quantum program (GHZ) using DistQASM with

two different protocols:

Listing 4.1: A GHZ state preparation circuit distributed in quantum node A and B using the

TP-Comm protocol

qreg q[2] @nodeA;//Declare two qubits located on Node A
qreg r[2] @nodeB;//Declare two qubits located on Node B
h q[0];//local operations on Node A
cnot q[0], q[1];//local operations on Node A
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teleport q[1], r[0];//Use TP-Comm protocol to transfer state from Node A
to B

pragma remote_begin nodeB //Indicates that subsequent operations execute
on Node B

cnot r[0], r[1];//local operation on Node B
pragma remote_end //Return execution control to Node A

Listing 4.2: A GHZ state preparation circuit distributed in quantum node A and B using the

CAT-Comm protocol

qreg q[2] @nodeA;//Declare two qubits located on Node A
qreg r[2] @nodeB;//Declare two qubits located on Node B
h q[0];//local operations on Node A
cnot q[0], q[1];//local operations on Node A
cat_ent q[1], r[0];//CAT-Entanglement to establish remote entanglement
pragma remote_begin nodeB //Indicates that subsequent operations execute

on Node B
cnot r[0], r[1];//local operation on Node B

pragma remote_end //Return execution control to Node A
cat_disent r[0], q[1];//CAT-Disentanglement to do state disentanglement

4.4.2 DistQASM Instruction Translation

As shown in Listings 4.1 and 4.2, DistQASM supports user-friendly instructions for both TP-

Comm and CAT-Comm protocols. These high-level instructions abstract away the underlying

EPR resource management and communication protocol coordination between quantum

nodes.

In our design, the compiler translates these high-level DistQASM instructions into low-

level instruction sequences executed on respective nodes’ QPUs. The teleport instruction is

translated into two complementary instruction sequences: one instruction sequence on the

source node and the other on the destination node. Similarly, the cat_ent or the cat_disent
is also translated into paired instruction sequences that coordinate across the participating

nodes. We illustrate this translation process using the teleport instruction as an example:

On the source node’s QPU, the compiler generates an instruction sequence that performs:

1. Communication qubit allocation and zone transition: An available qubit is requested

from the communication zone, and the qubit state is transitioned from the computation

zone to the communication zone. This step reflects our decoupled QPU architecture,
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where computation and communication resources are physically separated. We assume

that the QPU ISA provides instructions to perform this zone transition.

2. Teleportation protocol execution: The teleportation protocol is initiated and delegated to

the QNPU. We define an ISA instruction, SEND_TP_QUBIT, to represent this step. Details

are provided in the next section of QNPU ISA design.

On the destination node’s QPU, a complementary instruction sequence performs:

1. Reception of the teleported state: The state is received via the GET_TP_QUBIT instruction,

which is executed by the QNPU. Details about this instruction’s definition are provided

in the next section of QNPU ISA design.

2. Zone transition back to computation zone: Once finished the teleportation, the QNPU

signals the QPU via a TRANSFER_SUCCESS_NOTIFY instruction (Details of this instruc-

tion are provided in section 4.5.2). The QPU then initiates a zone transition to move the

teleported qubit state from the QNPU’s communication zone to the QPU’s computation

zone.

This instruction translation strategy allows DistQASM to serve as a scalable and expressive

programming interface for distributed quantum systems, while delegating low-level resource

management and synchronization to the compiler and underlying microarchitecture.

4.5 QNPU ISA Design

The QNPU Instruction Set Architecture (ISA) is designed to efficiently execute the quantum

communication protocols, TP-Comm or Cat-Comm. Our QNPU ISA design is guided by two

principles:

1. Abstraction of Quantum Communication Protocols: Instructions related to communi-

cation protocols initially flow from the QPU to the QNPU to execution, and QPU does

not need to know the implementation details of the communication protocol. There-

fore, our ISA should provides concise, well-defined protocol instructions that enable

efficient instruction transfer between these components while abstracting the underlying

complexity of quantum communication.

2. Protocol Implementation withµops: When the QNPU receives the communication proto-

col instructions from the QPU, it must execute the corresponding sequence of operations

required for the protocol implementation. To achieve this, our architecture adopts the
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microcode approach, allowing the QNPU to decode the communication protocol instruc-

tions into sequences of micro-operations (µops) for protocol execution. Therefore, the

ISA must define these µops, including EPR pair management, quantum gate operations,

measurements, and classical message exchange between nodes.

4.5.1 Communication Protocol Instructions

We define the instructions for both the TP-Comm and Cat-Comm protocols. These instructions

are used by the compiler to support the DistQASM communication instructions, as discussed in

Section 4.2. When encountered by the QPU, these instructions are sent to QNPU for execution.

• SEND_TP_QUBIT <qubit_reg>, <dst_node_id>: Executes the TP-Comm protocol

to transfer a quantum state from a source qubit in the source node to the destination

node. This instruction handles the operations in the source node.

• GET_TP_QUBIT <qubit_reg>: This instruction is a complementary instruction with

SEND_TP, which handles the operations in the destination node. It identifies the tele-

ported qubit and saves its index into the specified register, enabling the remote QPU to

access the teleported state.register.

• SEND_CAT_ENT_QUBIT <qubit_reg>, <dst_node_id>: Executes the CAT-Comm pro-

tocol to entangle a quantum state from a source qubit in the source node to the destina-

tion node. This instruction handles the operations in the source node.

• GET_CAT_ENT_QUBIT <qubit_reg>: This instruction is a complementary instruction

with SEND_CAT_ENT, which handles the operations in the destination node. It identi-

fies the entangled qubit and saves its index into the specified register for subsequent

operations by the remote QPU.

• SEND_CAT_DISENT_QUBIT <qubit_reg>, <src_node_id>: Executes the disentan-

glement part of the CAT-Comm protocol to dis-entangle a qubit from the destination

node to the source node.

• GET_CAT_DISENT_QUBIT <qubit_reg>: This instruction is a complementary instruc-

tion with SEND_CAT_DISENT.

4.5.2 Micro-Operations

When the QNPU receives the communication protocol instructions from the QPU, it decodes

them into sequences of micro-operations (µops) to implement the protocol. Here, we define
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the comprehensive set of µops required for quantum communication protocols and divide

them into three categories: EPR Resource Management µops, Classical Communication µops,

and Quantum µops.

EPR Resource Management µops: These µops manage the entanglement resources neces-

sary for distributed quantum communication:

• EPR_RESERVE <EPRIdReg>, <dst_node_id>: The local node’s QNPU executes this

µop to occupy a prefetched EPR pair for quantum communication by checking the EPR

resource table. If an available EPR pair is found, its ID is saved into the register EPRIdReg.

• EPR_RESERVE_SYNC <StatusReg>: The remote node’s QNPU executes this µop to syn-

chronize EPR information with the local node, with the synchronization status saved in

StatusReg. This ensures resource consistency across the distributed quantum nodes.

• GET_EPR_QUBIT <qubit_reg>: The QNPU executes this µop to retrieve the local qubit

associated with the occupied EPR pair, storing its address in qubit_reg, so that later on

the quantum operations can be applied to this qubit.

• EPR_RELEASE <qubit_reg>: When the qubit in qubit_reg is measured or its state is

transferred, the QNPU executes this µop to update the EPR resource table, marking the

EPR pair’s status as empty and releasing the qubit for future use. This supports efficient

resource recycling.

Classical Communication µops: These µops manage the classical information exchange

required to coordinate quantum operations across distributed nodes.

Quantum µops: Quantum µops implement the local quantum operations required for

communication protocols. These include standard quantum gates and measurements as

described in previous works [Fu17; Fu19]. With our execution mdoel, these µops are executed

by the QNPU specifically for communication-related quantum operations, while the QPU

handles computation-zone quantum operations.

Example: Micro-operation Sequences for Communication Protocols

To illustrate how the communication protocol instructions are decoded into µops, we present

the µop sequences for the TP-Comm protocol related instructions, which includes the two

complementary instruction SEND_TP_QUBIT and GET_TP_QUBIT.

The source node’s QNPU would execute the following sequence of µops upon receiving the

instruction SEND_TP_QUBIT from its QPU:
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Listing 4.3: Micro-operation sequence for SEND_TP_QUBIT. The three categories of micro-

operation are color-coded in the listing.

// 1. EPR resource management
EPR_RESERVE EPRIdReg, NodeB// Reserve an EPR pair betweem Node A and Node

B for the TP-COMM protocol, store the EPR id into EPRIdReg
SEND_EPR_ID NodeB, TransferID_1, [EPRIdReg] // Classical communication,

send EPR ID to Node B for synchronization
ACK_WAIT NodeB, TransferID_1, StatusReg//Wait for acknowledgment from node

B to confirm successful EPR pair synchronization
GET_EPR_QUBIT EPRQubReg //get the EPR pair’s local qubit, result stored in

EPRQubReg
// 2. perform quantum operations and measurements
CNOT CommQubReg, EPRQubReg // Apply CNOT gate
H CommQubReg // Apply Hadamard gate
MEAS EPRQubReg, BitXReg // Measurement, result stored in BitXReg
MEAS CommQubReg, BitZReg // Measurement, result stored in BitZReg
// 3. Release the local qubit for the current reserved EPR pair
EPR_RELEASE EPRQubReg //After measurement, EPR qubit can be released
// 4. Classical communication of measurement results
TP_SEND_BITS NodeB, TransferID_1, BitZ, BitX // Send measurement results

to Node B

In Listing 4.3, EPR_RESERVE, GET_EPR_QUBIT, and EPR_RELEASE are EPR management

µops; SEND_EPR_ID, ACK_WAIT, and TP_SEND_BITS are classical communication µops; and

CNOT, H, MEAS are quantum µops. They are colored coded in the listings.

Similarly, the destination node’s QNPU would execute the following sequence of µops upon

receiving the instruction GET_TP_QUBIT:

Listing 4.4: Micro-operation sequence for GET_TP_QUBIT. The three categories of micro-

operation are color-coded in the listing.

// 1. EPR resource management
RECV_EPR_ID EPRIdReg, TransferID_1 // Receive EPR ID information, result

stored in EPRIdReg
EPR_RESERVE_SYNC StatusReg //Verify EPR pair availability and update local

EPR information table to be reserved
ACK_SEND NodeA, TransferID_1, StatusReg //Send acknowledgment to Node A

regarding EPR pair synchronization status
GET_EPR_QUBIT TeleportQubReg //Get local EPR qubit for teleportation,

result stored in TeleportQubReg
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// 2. Apply quantum operations based on classical information
TP_RECV_BITS BitXReg, BitZReg TransferID_1 // Receive measurment

information from Node A, results stored in the BitXReg, and BitZReg
(BitXReg) X TeleportQubReg // Apply X gate if BitX is 1
(BitZReg) Z TeleportQubReg // Apply Z gate if BitZ is 1
// 3. Update teleportation tracking information
TRANSFER_SUCCESS_NOTIFY TransferID_1 // Notify Node B’s QPU of

teleportation success, enables zone transition to computation zone
// 4. Release the qubit for the EPR pair(after zone transition completes)
EPR_RELEASE TeleportQubReg //Release qubit after state transfer to

computation zone

The micro-operation sequences for the CAT-Comm protocol would follow a similar pattern.

This detailed design of µops provides the QNPU with a comprehensive set of low-level opera-

tions to implement quantum communication protocols, which allows for flexibility in protocol

implementation while maintaining a clean interface for QPU.

4.6 QNPU Microarchitecture

4.6.1 QNPU Scalar Pipeline Design

As illustrated in Fig. 4.6, each quantum node in our proposed architecture consists of both a

Quantum Processing Unit (QPU) and a Quantum Network Processing Unit (QNPU).

The QPU comprises three main components: (1) a classical controller, (2) a qubit control

and readout interface for the data qubits in the computation zone, and (3) data qubits in

the computation zone. The classical controller processes input instructions and translates

quantum operations into codewords, which are then sent to the qubit control and readout

interface. This interface is responsible for converting the received codewords into control

pulses for the qubits in the computation zone. Additionally, it performs qubit measurements

and sends the results back to the classical controller.

The QNPU serves as the communication interface between quantum nodes, enabling the

execution of quantum communication protocols. Similar to the QPU, the QNPU consists of

three components: (1) a classical controller, (2) a qubit control and readout interface for the

communication qubits in the communication zone and (3) communication qubits in the

communication zone. The QNPU classical controller receives the quantum communication

protocol instructions from its QPU and decodes them into sequences of µops. These µops are

then executed by specialized execution units and ultimately translated into control pulses for
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Figure 4.6: Overview of the QNPU microarchitecture. The primary QPU’s controller orches-
trates the execution across nodes, while the QNPU handles communication protocols through
specialized execution units for EPR resource management, quantum operations, and classical
communication.
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the qubits in the communication zone.

While previous works [Fu17; Fu19; Zha21] have discussed QPU microarchitecture design,

this chapter presents a novel QNPU microarchitecture specifically designed for distributed

quantum computing. Our proposed pipeline architecture, shown in Figure 4.6, efficiently

processes the communication protocol instructions. The key components of our QNPU mi-

croarchitecture include:

• Instruction Buffer: Stores quantum communication instructions delegated from the

QPU. This buffer enables instructions from the QPU to its QNPU.

• Decoder: Translates the communication protocol instructions into sequences of µops

that are placed in theµops buffer. The decoder maintains instruction atomicity by waiting

for all µops from the current instruction to complete execution before decoding a new

instruction.

• µops Buffer: Holds the decoded µops before they are dispatched to their respective

execution units. This buffer helps manage the flow of operations across the specialized

execution units.

• Specialized Execution Units: Three distinct execution units directly correspond to the

three categories of µops defined in our ISA:

– EPR Resource Management µops Execution Unit: Manages the entanglement re-

sources through the EPR resource table, which tracks the status and allocation of

EPR pairs.

– Classical Communication µops Execution Unit: Handles the exchange of classical

information between nodes, coordinating with the network buffers.

– Quantum µops Execution Unit: Executes quantum operations on the communica-

tion qubits.

• Register File: Provides storage for operation results and state information, accessible by

all execution units.

• Network Buffers: The sending and receiving buffers enable classical message exchange

between QNPUs across different nodes, ensuring proper coordination during protocol

execution.
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QNPU Micro-Operation Execution: In order to show how the QNPU instructions run on

the QNPU, we now present how the QNPU for a source Node A and a destination Node B

execute the complementary instruction SEND_TP_QUBIT and GET_TP_QUBIT respectively.

The instructions for the Cat-Comm protocol execute in a similar way.

Node A’s QNPU (SEND_TP_QUBIT Execution): When Node A’s QNPU receives the SEND_-
TP_QUBIT instruction, its decoder generates the µops sequence as shown in Listing 4.3 and

routes each µop to the appropriate execution unit:

1. The EPR_RESERVE µop executes in the EPR Resource Management Execution Unit, al-

locating an EPR pair from the EPR Information Table and storing its ID in the register

EPRIdReg with the ready bit set.

2. The SEND_EPR_ID µop runs in the Classical Communication Execution Unit, forwarding

the EPR pair ID to Node B through the network sending buffer.

3. TheACK_WAITµop keep querying the network receiving buffer for synchronization status

from Node B, storing the result in the StatusReg.

4. Upon successful synchronization, GET_EPR_QUBIT retrieves the local qubit for the EPR

pair by consulting the EPR resource table.

5. The Quantum µops Execution Unit processes the CNOT, Hadamard, and measurement

operations sequentially.

6. After measurements, EPR_RELEASE updates the EPR resource table to mark the qubit as

available for future use.

7. Finally, TP_SEND_BITS transmits the measurement results to Node B, completing the

portion of the teleportation protocol in the source node.

Node B’s QNPU (GET_TP_QUBIT Execution): Concurrently, Node B’s QNPU processes the

complementary GET_TP_QUBIT instruction:

1. TheRECV_EPR_IDµop waits for EPR ID information from Node A and stores it in EPRIdReg

with the ready bit set.

2. The EPR_RESERVE_SYNC µop verifies EPR pair availability and updates the local EPR

resource table to match Node A’s record.

3. ACK_SEND confirms successful synchronization back to Node A, allowing the protocol to

proceed.
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Figure 4.7: Overview of the QNPU Superscalar microarchitecture. This figure shows a two-
way superscalar design which enables parallel execution of two communication protocol
instructions.

4. GET_EPR_QUBIT identifies the local EPR qubit for the teleportation operation.

5. TP_RECV_BITS receives the measurement results from Node A, enabling the conditional

application of X and Z gates based on these results.

6. Upon completion of the quantum operations,

TP_SUCCESS_NOTIFY informs Node B’s QPU that the teleportation has succeeded, en-

abling zone transition.

7. Finally, after the state transfer is complete, EPR_RELEASE frees the EPR resource for

future use.

4.6.2 QNPU Superscalar Design

Distributed quantum circuits frequently require remote gate operations, resulting in numerous

quantum communication protocol instructions. Our scalar design, while effective, creates a
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performance bottleneck as the QNPU decoder must wait for all µops from the current instruc-

tion to complete execution before decoding a new coomunication protocol instruction. This

sequential processing limits throughput, especially in communication-intensive quantum

algorithms.

To address this limitation, we propose a superscalar pipeline design for the QNPU that

enables parallel execution of multiple communication protocol instructions. Note that as

the communication protocol instructions are first processed in QPU, QPU checks the data

dependencies the same way as classical instructions and only issues the ready instructions. As

a result, only independent communication protocol instructions are forwarded to the QNPU

for concurrent execution, ensuring correctness while maximizing parallelism.

As shown in Figure 4.7, our superscalar QNPU architecture incorporates multiple Decoder

where each decoder independently processes communication protocol instructions, allow-

ing simultaneous decoding of multiple instructions. Each decoder has its own µops buffer

and execution units, preventing resource contention between parallel instruction streams.

This architecture offers significant advantages for distributed quantum computing. When

one decoder stalls due to outstanding µops in its buffer, incoming communication protocol

instructions can be routed to available decoders. The QPU’s dependency checking ensures

that only instructions that can safely execute in parallel are forwarded to available decoders,

maintaining computational correctness while exploiting available parallelism.

This superscalar design is particularly valuable for executing distributed quantum circuits

containing multiple independent remote quantum operations. By processing multiple com-

munication protocol instructions in parallel, the superscalar QNPU significantly reduces the

overall execution time, accelerating distributed quantum algorithms.

4.7 Evaluation

4.7.1 Experiment Setup

Performance Simulator: We developed a cycle-level simulator to evaluate the timing behavior

of our proposed decoupled architecture. The simulator can be configured to model both the

scalar and superscalar QNPU designs. We assume the availability of a compiler that efficiently

schedules EPR pair generation, as demonstrated in prior work [Zha24b]. With such compiler

support, we model perfect EPR scheduling and pre-generation, which hides the latency of EPR

generation.

Baseline: We implement an in-order pipelined scalar QPU that executes instructions for

both local and remote gates. In other words, it supports pipelined execution but not parallel exe-
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cution of instructions. For fairness, we assume this monolithic QPU also has the same compiler

support as our decoupled architecture, i.e., perfect EPR scheduling and pre-generation.

Benchmarks: Our benchmarks include Hamiltonian Simulation, Greenberger–Horne–Zeilinger

(GHZ), Bernstein-Vazirani (BV), Quantum Fourier Transform (QFT), Variational Quantum

Eigensolver (VQE), and Quantum Approximate Optimization Algorithm (QAOA). For Hamilto-

nian simulation, we study one-dimensional Transverse Field Ising Models (TFIM) of varying

sizes. For VQE, we adopt the two-local ansatz from the Qiskit circuit library, with full entan-

glement layers or linear entanglement layers. For QAOA, we evaluate MaxCut problems on

2-regular graphs and randomly generated graphs. For randomly generated graphs, half of all

possible edges are connected.

Metric: We evaluate performance using Execution Time, defined as the total time required

for a distributed quantum program to complete on the given architecture.

4.7.2 Experiment Results

We evaluate the execution time of distributed quantum workloads under three architectural

configurations: (1) a monolithic QPU architecture (i.e., baseline), (2) a decoupled design with a

scalar QNPU, and (3) a decoupled design with a 4-way superscalar QNPU. Table 4.2 summarizes

the results of benchmarks with different circuit sizes and node counts.

Decoupled vs. Monolithic Architectures: Across all benchmarks, the decoupled architec-

ture with a scalar QNPU provides only marginal improvements over the monolithic baseline,

typically around 1%. This indicates that simply removing contention between computation and

communication yields limited benefits, as the execution time of local gates is small compared to

that of remote gates. In contrast, the decoupled architecture with a superscalar QNPU achieves

substantial speedups, often exceeding 70%, for communication intensive benchmarks like BV,

QFT, VQE with full entanglement ansatz, and QAOA. These results show that the true advantage

of our proposed decoupling architecture lies in separating computation from communication,

which simplifies the design of superscalar communication pipelines and enables efficient

parallel execution of remote gates.

Circuit-size Scaling: In this experiment, we increase the number of qubits on each node

by increasing the circuit size while keeping the number of nodes the same. For Hamiltonian

simulation, GHZ, and VQE with linear entanglement ansatz, the max number of remote gates

per node remains constant as the circuit size grows (e.g., from 50 to 150 qubits, the max number

of remote gates per node remains 4 for Hamiltonian simulation benchmarks), and these remote

operations are strictly serialized. Thus, both scalar and superscalar QNPUs yield negligible

gains compared to the monolithic baseline. In contrast, for BV, QFT, VQE with full entanglement

70



Table 4.2: Performance Evaluation Results

Experiments Benchmark #Tot. #Max. Monolithic arch.: Decoupled arch. Imprv. Decoupled arch. Imprv.
name-#qubit-#nodes remote remote execution cycles (scalar QNPU): (4-way

CNOTs CNOTs/node execution cycles superscalar QNPU):
execution cycles

Circuit-size Scaling
Variable qubits,
constant nodes

Hamiltonian Simulation-50-5 8 4 468 464 0.85% 464 0.85%
Hamiltonian Simulation-100-5 8 4 768 764 0.52% 764 0.52%
Hamiltonian Simulation-150-5 8 4 1068 1064 0.37% 1064 0.37%
GHZ-50-5 4 2 188 184 2.13% 184 2.13%
GHZ-100-5 4 2 288 284 1.39% 284 1.39%
GHZ-150-5 4 2 388 384 1.03% 384 1.03%
BV-50-5 40 40 546 528 3.30% 144 73.63%
BV-100-5 80 80 1072 1051 1.96% 271 74.72%
BV-150-5 120 120 1615 1573 2.60% 410 74.61%
QFT-50-5 1020 408 24214 24006 0.86% 6846 71.73%
QFT-100-5 4040 1616 94154 93248 0.96% 25520 72.90%
QFT-150-5 9060 3624 210206 208220 0.94% 54884 73.89%
VQE-linear-entanglement-50-5 4 2 188 184 2.13% 184 2.13%
VQE-linear-entanglement-100-5 4 2 288 284 1.39% 284 1.39%
VQE-linear-entanglement-150-5 4 2 388 384 1.03% 384 1.03%
VQE-full-entanglement-50-5 1000 400 11866 11799 0.56% 3371 71.59%
VQE-full-entanglement-100-5 4000 1600 46681 46220 0.99% 12680 72.84%
VQE-full-entanglement-150-5 9000 3600 104489 103506 0.94% 27320 73.85%
QAOA-50-5 2000 800 24383 23583 3.28% 6365 73.90%
QAOA-100-5 8000 3200 97006 93354 3.76% 24372 74.88%
QAOA-150-5 18000 7200 217525 209232 3.81% 54042 75.16%

Node-count Scaling
Variable nodes,
constant qubits

Hamiltonian Simulation-150-2 2 2 945 944 0.11% 944 0.11%
Hamiltonian Simulation-150-5 8 4 1068 1064 0.37% 1064 0.37%
Hamiltonian Simulation-150-10 18 4 1273 1264 0.71% 1264 0.71%
GHZ-150-2 1 1 325 324 0.31% 324 0.31%
GHZ-150-5 4 2 388 384 1.03% 384 1.03%
GHZ-150-10 9 2 493 484 1.83% 484 1.83%
BV-150-2 75 75 1791 1675 6.48% 444 75.21%
BV-150-5 120 120 1615 1573 2.60% 410 74.61%
BV-150-10 135 135 1380 1371 0.65% 364 73.62%
QFT-150-2 5700 5700 253238 252236 0.40% 65068 74.31%
QFT-150-5 9060 3624 210206 208220 0.94% 54884 73.89%
QFT-150-10 10200 2040 198044 196292 0.88% 46060 76.74%
VQE-linear-entanglement-150-2 1 1 325 324 0.31% 324 0.31%
VQE-linear-entanglement-150-5 4 2 388 384 1.03% 384 1.03%
VQE-linear-entanglement-150-10 9 2 493 484 1.83% 484 1.83%
VQE-full-entanglement-150-2 5625 5625 125103 124614 0.39% 32258 74.21%
VQE-full-entanglement-150-5 9000 3600 104489 103506 0.94% 27320 73.85%
VQE-full-entanglement-150-10 10125 2025 98679 97842 0.85% 22964 76.73%
QAOA-150-2 11250 11250 251687 250135 0.62% 65707 73.89%
QAOA-150-5 18000 7200 217525 209232 3.81% 54042 75.16%
QAOA-150-10 20250 4050 208368 197034 5.44% 47602 77.15%
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ansatz, and QAOA circuits, when the circuit size increases from 50 to 150 qubits, both the total

and per-node number of remote gates increase. In these cases, the superscalar QNPU delivers

high reductions in execution time (70–75%), as wider pipelines effectively exploit parallelism

across independent remote gates.

Node-count Scaling: In this experiment, we evaluate scaling of the number of nodes while

fixing the circuit size to 150 qubits. For Hamiltonian simulation, GHZ, and VQE with linear

entanglement ansatz, increasing the node count does not constantly increase the maximum

number of remote gates per node. However, because all remote operations across nodes are

serialized, distributing the circuit over more nodes introduces additional inter-node depen-

dencies, which increases the overall execution time. In contrast, for benchmarks such as QFT,

VQE with full entanglement ansatz, and QAOA, distributing the same circuit across more nodes

increases the total number of remote gates but decreases the maximum number of remote

gates assigned to each node. This reduction in per-node communication burden shortens

execution time, leading all three architectures to benefit from lower latency as node count

increases.

4.7.3 Impact of Superscalar Width

In the previous subsection 4.7.2, we used a fixed 4-way superscalar QNPU. To better under-

stand how the superscalar width influences performance, we extend our study to multiple

configurations (2-, 4-, 6-, 8-, 10-, 12-, 14-, and 16-way) and analyze their impact across different

benchmarks. We focus on QFT, VQE with full entanglement ansatz, and QAOA, since these

workloads contain remote operations that can potentially be executed in parallel. QFT circuits

involve all-to-all interactions via controlled-phase gates, making them highly communication-

intensive when distributed across nodes. VQE circuits with a full-entanglement ansatz also

exhibit communication-intensive behavior. In contrast, our QAOA evaluation targets Max-

Cut on 2-regular graphs, producing relatively sparse circuits with fewer parallelizable remote

operations than QFT and VQE.

Circuit-size scaling: Figure 4.8 shows results for QFT, VQE, and QAOA circuits of 30, 60, and

90 qubits distributed across 5 nodes. With a fixed node count, increasing circuit size introduces

more remote operations per node, creating greater opportunities for parallel execution. As

a result, wider superscalar pipelines remain effective for larger circuits. For example, the 90-

qubit QFT continues to benefit from up to 12- and even 16-way designs, whereas the 30-qubit

QFT saturates at 6-way. Across benchmarks, the 90-qubit QAOA saturates around 10-way,

while the 90-qubit QFT and VQE still show gains beyond 10-way. This difference arises from

QAOA’s relatively sparse structure, which provides fewer independent remote gates to exploit
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Figure 4.8: Impact of superscalar width on execution cycles across benchmarks with varying
qubit counts distributed over a fixed number of nodes.
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Figure 4.9: Impact of superscalar width on execution cycles across benchmarks with a fixed
number of qubits distributed over varying numbers of nodes.

in parallel.

Node-count scaling: Figure 4.9 reports results for 30-qubit QFT, VQE, and QAOA circuits

distributed across 2, 5, 10, 15, and 30 nodes. For the fixed QFT-30-qubit circuit, the benefit of

larger superscalar width decreases as the node count increases. With 2 nodes, wider designs

provide clear speedups; with 5 nodes, performance saturates at 6-way; with 10 nodes, at 4-way;

and with 15 nodes, at 2-way. When distributed across 30 nodes, the superscalar design offers no

benefit. This trend reflects the fact that distributing a fixed circuit over more nodes reduces the

number of remote operations per node, thereby also reducing opportunities of independent

remote gates that can be executed in parallel. VQE and QAOA exhibit similar patterns, though

they saturate at different superscalar width.

4.8 Summary

In this chapter, we present a novel quantum supercomputer architecture featuring decoupled

processing units, with QPUs for computation and QNPUs for communication. We develop the

instruction set architecture and microarchitecture for the QNPU. The implementation of our

comprehensive instruction set architecture, along with scalar and superscalar QNPU designs,
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can effectively address key bottlenecks in distributed quantum computing, particularly for

communication-intensive workloads. Furthermore, by extending OpenQASM to our proposed

DistQASM for simplified programming of distributed quantum algorithms, we have provide

a complete solution that bridges the gap between quantum applications and the underlying

hardware infrastructure. To evaluate our design, we implement a cycle-level performance

simulator that evaluates the timing behavior of the proposed architecture under distributed

quantum workloads. The simulation results demonstrate that these architectural innovations

deliver substantial performance improvements compared to conventional monolithic designs.
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CHAPTER

5

CONCLUSIONS AND FUTURE WORKS

This dissertation presents works that address the reliability and scalability challenges in quan-

tum computing. The first work proposes a circuit-cutting-based scheme to enhance the virtual

distillation. The second work proposes a comprehensive error mitigation framework QuTracer

to mitigate both gate and measurement errors. The third work proposes a novel architectural de-

sign for a Quantum Network Processor Unit to accelerate distributed quantum communication

and enable scalable quantum computing.

In the first work, we observe that while virtual distillation offers exponential error suppres-

sion in theory, its implementation on NISQ devices is limited by significant gate overhead.

This overhead introduces more noise than it suppresses, diminishing the effectiveness of

the approach. To overcome this limitation, we develop a circuit-cutting-based scheme that

partitions the virtual distillation circuit into fragments: payload circuits, which prepare the

target quantum states and are executed on quantum devices, and measurement circuits, which

perform basis rotations and are simulated classically. This hybrid quantum–classical execution

strategy reduces gate overhead and eliminates associated gate errors. Experiments on real IBM

quantum devices demonstrate that our enhanced scheme outperforms both the standard and

the extrapolation-enhanced virtual distillation methods.

In the second work, we observe that measurement subsetting (JigSaw) mitigates only

measurement errors while leaving gate errors unaddressed, and that Pauli check sandwiching
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can detect gate errors but requires additional ancilla qubits and controlled operations, which

introduce extra noise. Inspired by these limitations, we develop QuTracer, a comprehensive

error mitigation framework that monitors subsets of qubits throughout circuit execution to

suppress both gate and measurement errors simultaneously. Experimental results on noisy

simulators and real IBM quantum devices show that QuTracer achieves higher output fidelity

than state-of-the-art error mitigation methods.

In the third work, we propose QNPU, a dedicated hardware architecture designed to sup-

port distributed quantum computing. We design the ISA and microarchitecture of the QNPU,

enabling efficient quantum communication across multiple quantum nodes. A cycle-level

performance simulator is developed to evaluate the performance of the proposed design. Sim-

ulation results demonstrate that our design enables efficient distributed quantum computing.

There are still many opportunities remain for extending and building upon our works. First,

the proposed QuTracer framework is complementary to other error mitigation techniques.

Combining QuTracer with existing approaches such as dynamical decoupling, zero-noise

extrapolation, and probabilistic error cancellation may further enhance its mitigation effective-

ness. Second, QuTracer can be extended by incorporating the spatial optimizations to produce

an application-specific extension that reduces computational overhead. Third, developing

compiler frameworks tailored for our proposed QNPU hardware is essential to fully realize

QNPU’s capabilites in distributed quantum computing.
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