ABSTRACT

LI, RUOTING. Machine Learning and Feature Engineering Methods for Interpretable Decision
Tools in Healthcare and Anti-human Trafficking Applications. (Under the direction of Dr.
Osman Ozaltin).

This dissertation focuses on developing interpretable decision tools in healthcare and
anti-human trafficking applications using feature engineering and machine learning. In the
first project, we aim to improve health outcomes of sepsis patients by detecting patterns
in their electronic health records using data mining techniques. Patients presenting with
sepsis related symptoms can rapidly progress to septic shock, giving providers little time to
make life-saving interventions. We convert patients’ health records over time into features
using a pattern mining approach and propose a framework to select a small number of
relevant temporal patterns for the early prediction of septic shock. Our framework begins
with identifying minimal predictive and maximal temporal patterns from the electronic
health records. We then implement pattern selection techniques based on non-contrasted
group support, contrasted group support, and prediction performance. We evaluate the
model performance on real-world hospital data.

In the second project, we aim to detect illicit massage businesses (IMBs) potentially
engaged in human trafficking. IMBs that commit a form of hybrid sex and labor trafficking
hide in plain sight and profit from illegal activities. Data from open websites (e.g. Yelp) can
be analyzed to gather evidence for investigation and prosecution. We propose models in
customer review and business levels to automatically detect trafficking. For the review level
modeling, we use natural language processing based feature engineering methods (i.e.,
Doc2Vec and BERT models) to extract contextual embeddings, improve the downstream
prediction task using data augmentation techniques, and propose ensemble techniques
to combine models that consider context and domain knowledge. For the business level
analysis, we extract features from multiple data sources and select essential ones. We then
implement an interpretable optimal decision-tree model to identify potential IMBs.

The third project focuses on improving the utilization of decreased donor kidneys.
Kidney transplantation (KT) is a life-sustaining treatment for patients with end-stage kidney
disease. One main source for KT is deceased donors. Although demand for kidneys is
high, approximately 20% of the deceased donor kidneys are discarded annually. We aim to
develop models to identify deceased donor kidneys at high risk of discard. Some of those

organs can potentially be intervened for expedited transplantation to reduce the overall



organ wastage in the US kidney allocation system. We analyze clinical data of 60K deceased
donors from the United Network for Organ Sharing (UNQS), create features to consider
temporal information and organ procurement organization (OPO) related factors, and
develop simple and easy-to-use discard risk prediction models, which consist of Kidney
Donor Risk Index (KDRI) and a small number of additional variables. We demonstrate the
competitive performance of the proposed models and provide insights into OPO-level

organ procurement and placement characteristics.
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CHAPTER

1

INTRODUCTION

1.1 Feature Engineering

Feature engineering is the process of extracting informative model features from raw data.
The input features impact the performance of machine learning algorithms. Feature en-
gineering is a board concept that covers topics, such as feature generation, feature trans-
formation, feature selection, and feature analysis. Feature generation focuses on creating
features from raw data when they are not readily available. Feature transformation refers to
the process of creating new features from existing features through mathematical mappings.
Feature selection is about selecting a small subset of features when there are too many of
them. Feature analysis is usually embedded in the feature selection procedure to evaluate
the effectiveness and value of features.

Feature engineering techniques are often speci c to data type. Different data types
need a set of specialized techniques. For example, feature transformation techniques like
binning, one hot encoding, and label encoding are routine procedures for tabular data.
Feature generation techniques like bag-of-words and word embedding generation from
pre-trained language models are main approaches to deal with text data. Feature analysis



and selection are important for all types of data because understanding the contribution
of each feature and its interaction with other features can help to reduce the number of
model features, improve computational ef ciency and model performance. In this thesis,
we apply feature engineering techniques on sequential data, text data, and tabular data to
extract key features for training machine learning models.

1.2 Machine Learning

Machine learning is a collection of methods that leverage data to build statistical models.
Machine learning algorithms are widely used in almost every industry due to their robust
performance and the availability of data. We focus on building binary classi cation models
in this thesis. We explore a variety of machine learning models, including parametric models,
non-parametric models, ensemble models, and advanced interpretable models.

1.3 Interpretable Decision Tools

As the machine learning area advances, there has been an increased trend in using machine
learning models for making high-stakes decisions in various elds such as health care and
law enforcement. However, using machine learning models that lack interpretability can
be problematic. For example, releasing prisoners on parole using a black box machine
learning model as a decision support tool can lead to safety and fairness issues. In health
care, itis important for the clinical providers to diagnose a medical condition quickly but
understanding the underlying reasons of a diagnosis is equally crucial so that appropriate
interventions can be implemented. Therefore, only well-understood decision tools are
likely to be adopted by stakeholders.

We leverage various feature engineering and machine learning methods to develop
interpretable decision tools for the early prediction of septic shock (Section 2), automatic
detection of human traf cking in the massage industry (Section 3), and identi cation of
deceased donor kidneys at high risk of discard (Section 4).



CHAPTER

2

DECISION TOOLS FOR SEPTIC SHOCK
PREDICTION

2.1 Introduction

Sepsis is the body's overwhelming immune response to infection. It is a severe condition
and a leading cause of death in hospitals. Sepsis can rapidly progress to septic shock and
eventually death if not treated in a timely manner. Analyzing patterns in sepsis patients'
health status over time can help predict septic shock before its onset allowing healthcare
providers to be more proactive. We take a feature engineering approach that transforms
patient's health status over time into patterns using temporal pattern mining methods.
However, these methods tend to return too many patterns which can hinder knowledge
discovery and practical implementation at the bedside in acute care settings. Hence, we
propose four selection techniques to select a small number of relevant temporal patterns
and consider these selected patterns as features in the machine learning models for the
early prediction of septic shock. The model performance are evaluated in terms of predictive
power and knowledge discovery. The majority of the text and materials contained in this



chapter were published in Agor et al. (2022).

2.1.1 Background

Sepsis is a major public health problem caused by body's extreme response to an infection.
Itis a life-threatening acute condition that can rapidly lead to tissue damage, organ failure,
and death if not diagnosed and treated in a timely manner (Centers for Disease Control
and Prevention 2018; Hall et al. 2011). It is estimated that at least 1.7 million adults in the
U.S. develop sepsis each year (Rhee et al. 2017), and the incidence of sepsis in the U.S. has
increased annually by 8% to 9% during the past two decades (Paoli et al. 2018). There are at
least 350,000 patients die from sepsis each year, and one in three patients who dies in a
hospital has sepsis (Centers for Disease Control and Prevention 2018). Sepsis is also one
of the most expensive conditions treated in U.S. hospitals. From 2012-2018, the cost of
sepsis care for inpatient and skilled nursing facility admissions has risen to more than $41
billion (Buchman et al. 2020). Generally, sepsis includes four stages: Systemic In ammatory
Response Syndrome (SIRS), Sepsis, Severe Sepsis, and Septic Shock, ranking from the least
severe to the most severe cases. Septic shock, de ned as persistent hypotension requiring
vasopressor administration, is associated with a high risk of mortality (Singer et al. 2016)
for which the average mortality rate can reach around 40% (Bauer et al. 2020). Patients
presenting with sepsis related symptoms can rapidly develop septic shock, giving providers
little time to make life-saving interventions. One study found that 78% of sepsis patients
deteriorated towards septic shock within 48 hours after being admitted to the intensive
care unit (ICU), and 37% of these patients died within 1 or 2 days (Daviaud et al. 2015). This
has prompted the development of effective and ef cient early diagnosis tools based on
Electronic Health Records (EHRS) to detect physiological deterioration leading to septic
shock (Thiel et al. 2010; Cor eld et al. 2014; Guidi et al. 2015; Calvert et al. 2016), which can
enable clinicians to make decision and intervene earlier and signi cantly improve patient
survival rate.

2.1.2 Literature Review

Temporal patterns can improve the early detection of adverse health outcomes when used
as features in prediction models (Moskovitch and Shahar 2015; Batal et al. 2012). A temporal
pattern is de ned as a set of observations and their temporal relations, e.g., blood pressure
was low before ICU admission. Temporal pattern mining has applications in many areas



such as predicting operating conditions in production processes (Peruzzo et al. 2017),
forecasting sales in retail (Wang and Huang 2015), monitoring traf ¢ congestion in urban
planning (Saideep et al. 2019), detecting system intrusions in cyber security (Radhakrishna
et al. 2015), classifying multivariate time series in biomedical data (Moskovitch and Shahar
2015), and mapping patient disease trajectories in personalized medicine (Giannoula et al.
2018). Moreover, temporal patterns in Electronic Health Records (EHRs) have been used
for the early prediction of deterioration in sepsis patients (Ghosh et al. 2017; Khoshnevisan
etal. 2018).

Temporal patterns can provide decision makers with critical information that would oth-
erwise be lost when observing static features. For instance, in the identi cation of complex
acute diseases such as sepsis, although a patient's systolic blood pressure is an important
static feature, a consecutive decrease in systolic blood pressure over a period of time (i.e., a
temporal pattern of systolic blood pressure) is also clinically relevant (Khoshnevisan et al.
2018). However, having an abundance of patterns to evaluate would be a challenge for
health care providers when making bed-side assessments for the risk of developing septic
shock. Hence, reducing the number of patterns can improve real-time decision making
and promote the discovery of new information.

The problem of nding frequent subsequences of observations in data whose support
is more than a given threshold is referred to as sequential pattern mining (Agrawal and
Srikant 1995). If the observations are events occurring over a period of time, sequential
pattern mining can be extended to mine temporal patterns (Muzammal and Raman 2011).
Many constrained-based sequential pattern mining approaches have been proposed in
the literature to reduce the number of patterns and select the most informative ones (Han
et al. 2022). In this section, we review studies that are closely related to this work.

Li etal. (2022) proposed non-overlapping maximal sequential pattern mining to reduce
redundant short patterns. A pattern is maximal if it is frequent, and its super-patterns
are infrequent (Vo et al. 2017). Maximal patterns can be effective in distinguishing two
sequences when most of the shorter frequent patterns occur in both groups (Li et al. 2022).
In this paper, we mine maximal temporal patterns in EHRs and use them as features in
models for the early prediction of septic shock. The non-overlapping condition requires
that each item (observation) in a data sequence is matched by an item in a pattern at most
once when calculating the support of that pattern. This condition can reduce frequent
patterns when counting multiple occurrences of patterns in each sequence (Wu et al. 2017).
We do notimplement the non-overlapping condition because we count the support of each
pattern based on the number of sequences it occurs in.



As a feature of a prediction model, a frequent pattern is more useful than its subpatterns
if it provides additional information to distinguish case group observations from the control
group (Batal et al. 2013). Batal and Hauskrecht (2010) proposed a statistical method to
identify such useful patterns referred to as minimal predictive pattern mining. We mine
minimal predictive temporal patterns in our experiments. Although both maximal patterns
and minimal predictive patterns aim to select the most informative patterns, the former
eliminates shorter patterns while the latter eliminates longer patterns without considering
contrasting rates of the patterns within different groups.

To improve accuracy and pattern interpretability in sequence classi cation, contrast
pattern mining identi es patterns with high-contrast rates between different categories
(He et al. 2019). Setting appropriate frequent and infrequent threshold values is essential
in contrast pattern mining as inappropriate thresholds could result in too many or too
few patterns. Wu et al. developed methods to mine sequential patterns with the highest
contrast rates between different categories (Wu et al. 2021b). They presented computational
experiments to evaluate the accuracy of classi cation models that use contrast patterns as
features. We apply contrast pattern mining in our experiments to identify temporal patterns
that are frequent in septic shock patients but rare in non-septic shock patients, or vice
versa.

2.1.3 Objectives

Knowledge discovery pertains to nding new and relevant information in data (Fayyad
et al. 1996). When making real-time decisions in acute care settings, healthcare providers
aim to make an accurate assessment of a patients' condition based on the most relevant
information as quickly as possible. We propose a framework that combines feature se-
lection techniques with the current state-of-the-art methods in temporal pattern mining

to promote knowledge discovery. We apply this framework to electronic health records
(EHRSs) from a hospital system to predict the onset of septic shock to achieve three goals:
(1) maintain a high prediction performance, (2) minimize the number of temporal patterns
selected, and (3) promote knowledge discovery in relation to early signs of septic shock by
selecting the most relevant temporal patterns. We consider EHRs of patients in septic shock
(case) and non-septic shock (control) groups and apply temporal pattern mining in each
group. Then, we implement four pattern selection techniques to identify a subset of those
mined patterns for the early prediction of septic shock. The rst pattern selection technique,
referred to as PST1, is based on non-contrasted group support. It utilizes the ranking of the



group-speci ¢ support to select the most frequent patterns. The second technique, referred
to as PST2, is based on contrasted group support. It considers the ranking of the absolute
difference in the support of a pattern in the case and control groups. The third technique,
referred to as PST3, utilizes a model-based wrapper method that iteratively selects patterns
when considering the model performance. The last technique, referred to as PST4, employs
a model-based embedded method that selects patterns based on their contributions to the
prediction performance in a statistical model.

2.2 Data

We obtained EHRs from the Christiana Care Health System (CCHS), a two-hospital system
with 1,100 inpatient beds in Wilmington, Delaware. The dataset includes 119,968 adult
patients with 210,289 visits to the CCHS between July 2013 and December 2015. There
are multiple rows in the data for each visit. Each row corresponds to a unique time after
admission when an event was logged into the EHR (e.g., location change, a reported lab
value, etc.). Each column corresponds to an EHR variable (categorical or numerical). We
selected variables based on The Third International Consensus De nitions for Sepsis and
Septic Shock (Sepsis-3) (Singer et al. 2016) and medical expertise (Khoshnevisan et al. 2018).
Speci cally, we consider the following 22 EHR variables related to sepsis and septic shock
diagnosis:

* Vital signs (7 variables): Diastolic blood pressure, heart rate, mean arterial pressure,
oxygen saturation level, respiratory rate, systolic blood pressure, temperature

e Labvalues (10 variables): Bands, bilirubin, blood urea nitrogen, creatinine, C-reactive
protein, lactate, platelet count, procalcitonin, sedimentation rate, white blood cell
count

» Others (5 variables): Location information, oxygen ow rate, sepsis progression indi-
cators (i.e., three binary variables indicating the presence of infection, in ammation,
and organ failure).

2.3 Study Population

The EHR data is structured in three levels. The top level is the patient level, which records the
basic information of each patient. The second level is the visit level and different patients



can have single or multiple visits to the hospital. The third level is the event level, keeping
all the vital signs and lab values for each patient during each visit. In this study, we perform
the analysis at the visit level.

Our focus is on the early prediction of septic shock; thus, we classify the visits into two
groups: septic shock visits (case group) and non-septic shock visits (control group). Only
visits of those patients who were suspected of infection are included in the analysis. We
identify a patient as suspected of infection if the patient was administered an anti-infective
or if a positive test result of PCR (polymerase chain reaction) was reported any time during
the visit. This de nition was proposed in (Khoshnevisan et al. 2018) by synthesizing Sepsis-
3 guidelines and medical experts' opinions and used by other studies in the literature
(Agor et al. 2019, 2021; Lin et al. 2018). Sepsis-3 guidelines identify suspected infection as
the concomitant administration of antibiotics and sampling of body uid cultures. Thus,
they are stricter than the suspected infection de nition that we use. However, identifying
concomitant administration of antibiotics and sampling of body uids based on their time
sequence is often not possible in our data set. There are many factors behind this issue.
Physicians do not consistently place culture orders through the EHR system due to data
entry dif culties (Reisman 2017; The Pew Charitable Trusts 2019). Moreover, there might
be a large window between the initial antibiotic administration time and the arrival time
of lab results. This can occur when, upon arrival, a patient presents as extremely sick and
medical providers administer broad-spectrum antibiotics immediately while the collection
and analysis of cultures are delayed due to the workload of the lab and nursing staff (Cheng
et al. 2019; Relias Media 2019).

A suspected infection visit is identi ed as a member of the case group if it meets two
clinical criteria: (a) one of the ICD9 diagnosis codes is 785.52 (septic shock) and (b) vasopres-
sor administration or persistent hypotension is observed. A visit is said to have persistent
hypotension if there was a measurement of SBP < 90 mmHg or MAP < 65 mmHg for more
than 1 hour. This de nition was also rst proposed in (Khoshnevisan et al. 2018) based on
Sepsis-3 guidelines and medical experts' opinions. Note that Sepsis-3 criteria for septic
shock require adequate uid resuscitation as de ned by the Surviving Sepsis Campaign
guidelines (Evans et al. 2021). We were not able to assess adequate uid resuscitation using
our data.

A visit is identi ed as a member of the control group if it does not have a septic shock
ICD9 code and does not satisfy the aforementioned clinical criteria. We assign 2,964 and
23,901 visits to the case and the control groups, respectively. We randomly sample 2,964
visits from the control group. The “Population Selection” block in Figure 2.1 displays the



Figure 2.1: The owchart for methodology.



procedure for creating the case and control groups.

2.4 Observation Generation

This section describes how we generate observations from visits in case and control groups.
We start by transforming each visit into a multivariate state sequence. We next identify an
observation for each visit using critical time points.

2.4.1 Multivariate State Sequence (MSS) Conversion

A multivariate state sequence (MSS) is a representation of longitudinal data consisting of

a sequence of state intervals (Batal et al. 2016). Each state interval is composed of three
distinct elements: state, start time, and end time. A state is given by atuple  (F,V)where F
represents a variable and V corresponds to the level of that variable. We discretize numeric
variables into ve levels: verylow (V L), low (L), normal (N), high (H), and very high (V H).
Table 2.1, Table 2.2, and Table 2.3 show the range of each level for variables considered in
this study. We perform a sensitivity analysis on the ve-level discretization by running a

set of experiments with a three-level discretization of numeric variables aslow (L), normal
(N), and high (H).

Table 2.1: Discretization table for EHR variables — vital signs.

Vital Signs
Diastolic BP Heart Rate MAP PulseOx | Respiratory Rate | Systolic BP | Temperature
(mmHg) (beats/min) | (mmHg) (%) (breaths / min) (mmHg) (°C)
Very Low (VL) [0, 40) [0, 50) [0, 60) [0, 90) [0, 8) [0, 60) [0, 35)
Low (L) [40, 60) [50, 70) [60,70) | [90,95) [8,12) [60, 90) [35, 36,1)
Normal (N) [60, 90) [70, 100) [70,100) | [95, 100) [12,20) [90, 140) [36.1,37.2)
High (H) [90, 120) [100, 120) | [100, 110) | [100, 101) [20, 24) [140, 180) [37.2,39)
Very High (VH) [120,) [120,) [110,) [101,) [24,) [180,) [39,)

The temporal information of each state is recorded as the tuple  (S,E), where Sand E
are the start and end times of the state, respectively. As shown in the black box in Figure
2.2(b), the state (DiastolicBP,L) has a start time of S= 43 minutes and an end time of
E=88 minutes after admission. The black box in Figure 2.2(c) highlights the corresponding
state interval. Each MSS is a sequence of these state intervals ordered by start time. Figure
2.2 demonstrates an example of transforming the visit-level temporal EHR data to a MSS.

10



Table 2.2: Discretization table for EHR variables — lab results.

Lab Results
Bands | BiliRubin BUN Creatinine | CReactiveProtein Lactate Platelet | Procalcitonin SedRate WBC
(%) (mg/dL) | (mg/dL) (mg/dL) (mg/L) (mmol /L) (103) (mg/mL) (mm/hr) | (103/mm3)
Very Low (VL) | [0, 1) [0,0.1) [0, 4) [0,0.3) / [0,0.3) [0, 100) [0,0.07) / [0,2.5)
Low (L) [1,2) | [0.1,0.2) | [4,7) [0.3,0.5) / [0.3,0.5) |[100,150)| [0.07,0.1) / [2.5,3.4)
Normal (N) [2,8) | [0.2,1.2) [7,20) [0.5,1.2) [0, 10) [0.5,2.2) | [150, 400) [0.1, 2) [0, 30) [3.4,9.6)
High (H) [8,14) | [1.2,1.8) | [20,30) | [1.2,2.0) [10, 50) [2.2,3.5) | [400, 450) [2,10) [30, 50) [9.6, 16)
Very High (VH) | [14,) [1.8,) [30,) [2.0,) [50,) [3.5,) [450,) [10,) [50,) [16,)

Table 2.3: Discretization table for EHR variables — others. Location and sepsis progression
indicators are already categorical variables. For each sepsis progression indicator, 1 means
the presence of the corresponding progression stage while 0 means otherwise.

Others
Location Oxygen Flow In ection Indicator In ammation Indicator Organ Failure Indicator
(4] (LPM) (2] (2] (2]
ED Very Low (VL) | [0, 1) 1 1 1
Nurse Low (L) [1,2) 0 0 0
Step Down Normal (N) [2,4)
ICU High (H) [4,6)

Very High (VH) | [6,)

Figure 2.2: Conversion from EHRs to a MSS: (a) Diastolic BP, systolic BP, and heart rate
values in the EHR during an example visit (b) Discrete levels of numeric variables (c) State
intervals in the corresponding multivariate state sequence.

2.4.2 Observation De nition

After converting each visit to a MSS, we implement the following steps to generate an
observation from each visit. First, we identify an event time for the observation. For shock
visits, the event time is the earliest time when the clinical criteria for septic shock are
met (see Section 2.3). For non-shock visits, the event time is the discharge time. Next, we
de ne the prediction window as a part of the visit that is a user de ned duration of time,
denoted by W,, before the event time. The observation end time for a visitis W, time
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units before the event time. The observation window for a visit  k, which is denoted by
W,, , is the part of the visit that is between admission and the observation end time. The
portion of the MSS of a visit that falls within this observation window in such a way that

the start time of each state interval is before the observation end time isthe  observation
for that visit. Limited information can be extracted using temporal pattern mining from
short observation windows. Therefore, we only consider visits whose observation window

is greater than W,_ . time units. Figure 2.3 shows how we identify the observation window
for each visit. The “check” mark indicates the visit has an eligible observation window, and
these visits are included in the pattern mining step. The “cross” mark means the observation

window is too short.

Figure 2.3: Observation and prediction windows for visits. Visits whose observation win-
dow is shorter than a minimum threshold parameter are excluded from the analysis.
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2.5 Temporal Pattern Mining

We mine temporal patterns from generated observations and use these patterns as features
for prediction models. In this section, we explain the temporal pattern mining process.
We rst describe the temporal relationship between the state intervals. We then formally
de ne a temporal pattern and present the mining process for frequent temporal patterns.

2.5.1 Temporal Relation between State Intervals

A pair of state intervals inaMSS, i.e.,(SI;,Sl;)where i < j, can be related in two ways: either
one happens “before” the other (denoted as b) or they “co-occur” (denoted as c). Let §
and E; be the start and end times of state interval i.We denote the temporal relationship
between S| and Sl; by rel (SI;,SI;). If starttime S|; is afterthe endtime of S|, i.e.,S E,
then the temporal relation between S| and S|; is “before’, i.e., rel(Sl;,Sl;)=b. Otherwise,
if starttime S|, is between the startand end times of S|, i.e.,§ 2 [S, E), then the temporal
relation between S|, and S|; is “co-occur’,i.e., rel(S};,Sl;)= c. State intervals in a MSS are
ordered by their start time, hence we knowthat § § E; wheni < j.Asaresult, “before”
and “co-occur” cover all possible temporal relationships between S| and S|, for i < j. For
a given set of state intervals in a MSS, we de ne the temporal relation matrix R as an upper
triangular matrix with  R; ; =rel(S|;,SI;)2fb,cgforeach i < j. Figure 2.4 demonstrates
the temporal relation matrix for the state intervals of MSS example in Figure 2.2.

Figure 2.4: An example of identifying temporal relations: (a) An example MSS. (b) A vi-
sualization of temporal relationships between state intervals. (c) Temporal relationship
matrix. Since S, = 432 [43,88) =[S1,E1), the relationship between state intervals Sl; and
Sl,is co-occur, i.e., R, = c and since S4=88 88= E1, the relationship between S1I; and
S|, is before, i.e., Ry 4= D.
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2.5.2 Temporal Patterns

A temporal pattern is de ned by atuple ( ,R)where is aset of statesfs,,s,,...,s,gand
R is a temporal relation matrix. Recall that state s = (F,V;) is a tuple of a variable and
its level. Consider a temporal pattern P =( ,,R,)with a setof states | = fs),s;,....,5, 0
Furthermore, let M be a MSS and O b s be the observation end time in M as de ned in
Section 2.4.2. We characterize P as arecent temporal pattern (RTP)in M if it satis es the
following three conditions:

* RTP1:M contains P, meaning there exists a subset of state intervals M, = fSI;,S1,,
.Slh,g M that correspond to the statesin |, and have pairwise temporal relations
inR, (e, Sk =(s,5,E)fori =1,....,n,and rel (S;,S1;)=Rp ) .

« RTP2: The end time of state interval Sl, falls within the last G time units of the
observation endtime (i.e., E, Obs G).

» RTP3: For any pair of consecutive state intervals in M, that do not co-occur, the start
time of the later interval occurs within g time units of the end time of the earlier
interval. (i.e., §.; E gforall SI;,Sl.,2M, suchthat §,,> E).

Figure 2.5 illustrates a three-state pattern P inthe MSS shown in which satis es RTP1-RTP3.

Figure 2.5: A three-state pattern that satis es RTP1-RTP3 in a MSS.

Conditions RTP1, RTP2, and RTP3 determine whether a temporal patternisa RTP in a
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given MSS. For example, RTP2 ensures that the resulting RTPs are “close enough’, de ned
through parameter G, to the event of interest. We identify RTPs that frequently occur in
each group. Let N;,se and N.oniror b€ the number of MSS observations in the case and
control groups, respectively. Furthermore, let Np.ase @nd Npcontiror D€ the numbers of
MSS observations in the case and control groups containing temporal pattern P asa RTPR,
respectively. Then the proportions of such MSS observations in the case and control groups,
denoted by p.ase@Nd peontror s @re givenby pease= % and peontrol = ",'\f;"n—”t‘r';' We

de ne two minimal support threshold parameters, +and .Arecenttemporal pattern P
is a frequent RTP if it satis es the following condition in addition to conditions RTP1-RTP3.

e RTP4: The proportion of MSS observations in the case group that contain temporal
pattern P asaRTPisgreaterthanorequalto ., orthe proportion of MSS observations
in the control group that contain P as a RTP is greater than or equal to (i.e., pcase

+ or P,control )

We mine RTPs based on the above four conditions from the case and control groups
separately. Given a group of observations, for example, the case group observations, we
rst identify all RTPs consisting of a single state (i.e., k =] j=1). Next, a candidate list of
all possible patterns of length k = k + 1 is generated by backward extension (Batal et al.
2012), and those patterns that satisfy conditions RTP1-RTP4 are classi ed as frequent RTPs
of length k. We repeat this process until no additional frequent RTPs can be found.

2.6 Temporal Pattern Elimination

2.6.1 Minimal Predictive RTPs

RTPs may have a nested structure. For example, suppose two patterns that are identi ed as

RTPs in the rstiteration of backward extension are the single-state patterns  {(DiastolicBP,
H)} and {(OrganFailure, 1) }. In the next iteration, the two-state pattern, {(OrganFailure, 1)
co-occurs with (DiastolicBP, H) }, may emerge as a RTP. Both of those single-state patterns
are subpatterns in this two-state pattern. Formally, a temporal pattern  Q =( 4,Ry)isa
subpattern of another pattern P =( ,,R;)ifthe setof states in Q is a subset of the states in
P(ie, 4 »), and the temporal relations of states in ~ , are the same as the temporal
relations of those same states in pattern P (i.e., temporal relation matrix R, is a submatrix
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of R, ). For each subpattern Q of P, the con dence of Q for the case group is calculated:

NQ,case

Confidence(@Q'! case=
Ngcase® Ng control
Let bethe highest con dence among all subpatterns of P and assume that Np. 5. €vents
occurin (Npcaset Npcontror ) Observations through a binomial distribution with probability
. Then the probability of observing Np.,se OF more shock visits in all those visits that
contain P as an RTP (i.e.,Np ase* Npcontror ) When the probability of observing an event is

is given by:
PrObcasez Pr(x NP,case)
= l F(NP,case;NP,case'l' NP,controI 1 )
=1 Pr(x < NP.case)
where X follows a binomial distribution with success probability .Ifthe Prob,,scislarge
enough, itimplies that subpattern con dence explains the likelihood of observing  Np(,se

shock visits that contain pattern P, and P is classi ed as a spurious pattern . Otherwise,
subpattern con dence does not explain the likelihood of observing  Np 5. Shock visits,
and P is classi ed as a non-spurious or minimal predictive  RTP. We use the same procedure
to determine whether P is a minimal predictive pattern in the control group. Therefore,
any frequent RTP is minimal predictive if it satis es the following condition:

* RTP5: TheProb.,se0r Prob.,niro Of pattern P is smaller than a given signi cance
level .(i.e.,Probg,se< OrProb.gniror < )-

The resulting patterns from the mining process satisfying conditions RTP1-RTP5 are
thus frequent and minimal predictive RTPs.

2.6.2 Maximal RTPs

Mining minimal predictive RTPs eliminate spurious multi-state patterns, however some of
those RTPs can still be effective in distinguishing shock and non-shock patients especially
when most of the shorter RTPs with a smaller number of states occur in both case and
control groups. Therefore, we also consider maximal RTPs in our experiments. A pattern is
maximal if its super-patterns are infrequent, and it is frequent (Li et al. 2022). Formally, any
frequent RTP P is maximal if it satis es the following condition:
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* RTP6: A super-pattern of P doesnt exist in the set of frequent RTPs mined from the
same group (i.e., case or control) that P belongs to.

Thus, patterns satisfying conditions RTP1-RTP4 and RTP6 are frequent and maximal RTPs.

2.7 Temporal Pattern Selection

This section proposes four different approaches for selecting RTPs as features in prediction
models. The rsttwo approaches are based on the support of each pattern in the case and
control groups. The remaining two approaches use wrapper and embedded feature selec-
tion techniques (Lal et al. 2006; Hall and Smith 1999). We refer to the rsttechniqueas  Non-
Contrasted Pattern Selection (PST1). This approach selects RTPs by ranking the maximum
support of each pattern in the case and control groups, i.e., pmax = MaX( pcases Pcontrol )-
We then choose the RTPs beginning from the top of the sorted list. Although PST1 can ef -
ciently reduce the number of patterns, and the selected patterns are frequent in at least one
group, it doesnt consider the interactions between the case and control groups. We propose
the Contrasted Pattern Selection (PST2) to select patterns while considering the difference of
a pattern's support in the case and control groups, i.e., pdiff =) Pcase  Pcontrol ). Similar
to PST1, we list the patterns in descending order of their paiff values and select RTPs
beginning from the top of this sorted list.

In general, there are three types of feature selection methods: Iter, wrapper, and em-
bedded methods (Cai et al. 2018). The Iter method evaluates features based on their
individual statistical properties. PST1 and PST2 are examples of the Iter method. The
wrapper and embedded feature selection methods use statistical models; thus, we refer
to them as model-based pattern selection approaches. The wrapper method is an iterative
process which can start with a single feature and add more features in each iteration, or start
with a large set of features and remove some of them in each iteration. A statistical model
is trained in each iteration to evaluate the bene t of adding or removing features. PST3
uses recursive feature elimination (Guyon et al. 2002) as a wrapper method. The wrapper
method may be computationally expensive if the number of features to be considered is
large. The embedded method incorporates feature selection into the training process. This
can be accomplished by a regularization approach to minimize the training error while
forcing the feature coef cients to be sm%l (Jovi c€etal. 2015). Speci cally, in PST4 we use the
Lasso regression with penalty term ?:lj jjwhere ; is the coef cient of the jth feature
(Alharthi et al. 2020). We adjust the weight  to select a target number of features.
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After selecting a subset of the RTPs as features, we generate a binary matrix, A2f0,1g" ",
to train the prediction models, where element ~ A;; is 1if RTP j is contained in the multi-
variate state sequence of observation i and 0 otherwise. We use two models for predicting
septic shock: support vector machine (SVM) with linear kernel and logistic regression (LR).

2.8 Experimental Setup

We aim to present methods for nding temporal patterns that are most useful and informa-
tive in the prediction of septic shock. We set up the following experiments to evaluate the
performance of different pattern mining, elimination and selection techniques towards
this goal.

» Experiment M1: Using all frequent RTPs.  The rst experiment involves using all
frequent RTPs satisfying conditions RTP1-RTP4. The binary feature matrix generated
from these RTPs is used as input to predict septic shock.

» Experiment E1: Using all minimal predictive RTPs. The second experiment involves
using all minimal predictive RTPs satisfying conditions RTP1-RTP5. We do not re-run
the pattern mining process in this experiment. We consider the frequent patterns
extracted in M1 and eliminate those that do not satisfy the condition RTP5. Thus,
there are fewer RTPs in E1 than M1. The binary feature matrix generated from these
RTPs is used as input to predict septic shock.

« Experiment E2: Using all maximal RTPs.  The third experiment involves using all
maximal RTPs satisfying RTP1-RTP4 and RTP6. We do not re-run the pattern mining
process in this experiment. We consider the frequent patterns extracted in M1 and
eliminate those that do not satisfy the condition RTP6. Thus, there are fewer RTPs in
E2 than M1. The binary feature matrix generated from these RTPs is used as input to
predict septic shock.

» Experiment S1.1: Using minimal predictive RTPs selected by PST1.  In this experi-
ment, we employ PST1 to select a subset of the minimal predictive RTPs extracted in
E1. In particular, we select the top 50, 40, 30, and 20 patterns with maximum support
among the case and control groups. We then use these patterns to generate binary
feature matrices for septic shock prediction models.
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» Experiment S2.1: Using minimal predictive RTPs selected by PST2.  In this experi-
ment, we employ PST2 to select a subset of the minimal predictive RTPs extracted
in E1. In particular, we select the top 50, 40, 30, and 20 patterns with maximum sup-
port difference between the case and control groups. We then use these patterns to
generate binary feature matrices for septic shock prediction models.

Experiment S3.1: Using minimal predictive RTPs selected by PST3.  In this experi-
ment, we employ PST3, i.e., the model-based wrapper method, to select a subset of
the minimal predictive RTPs extracted in E1. We set the desired number of patterns
to 50, 40, 30, and 20 when running the recursive feature elimination. Binary feature
matrices are generated based on the selected patterns and used in the prediction
models for septic shock.

Experiment S4.1: Using minimal predictive RTPs selected by PST4. In this experi-
ment, we employ PST4, i.e., the model-based embedded method, to select a subset of
the minimal predictive RTPs extracted in E1. We adjust the weight of the L1 penalty
term (i.e., ) to select close to 50, 40, 30, and 20 patterns with non-zero coef cients.
Binary feature matrices are generated based on the selected patterns and used in the
prediction models for septic shock.

Experiment S1.2: Using maximal RTPs selected by PST1. In this experiment, we
employ PST1 to select a subset of the maximal RTPs extracted in E1. In particular, we
select the top 50, 40, 30, and 20 patterns with maximum support among the case and
control groups. We then use these patterns to generate binary feature matrices for
septic shock prediction models.

Experiment S2.2: Using maximal RTPs selected by PST2. In this experiment, we
employ PST2 to select a subset of the maximal RTPs extracted in E1. In particular, we
select the top 50, 40, 30, and 20 patterns with maximum support difference between
the case and control groups. We then use these patterns to generate binary feature
matrices for septic shock prediction models.

Experiment S3.2: Using maximal RTPs selected by PST3. In this experiment, we
employ PST3, i.e., the model-based wrapper method, to select a subset of the maximal
RTPs extracted in E1. We set the desired number of patterns to 50, 40, 30, and 20 when
running the recursive feature elimination. Binary feature matrices are generated
based on the selected patterns and used in the prediction models for septic shock.
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» Experiment S4.2: Using maximal RTPs selected by PST4. In this experiment, we
employ PST4, i.e., the model-based embedded method, to select a subset of the
maximal RTPs extracted in E1. We adjust the weight of the L1 penalty term (i.e., ) to
select close to 50, 40, 30, and 20 patterns with non-zero coef cients. Binary feature
matrices are generated based on the selected patterns and used in the prediction
models for septic shock.

We repeat all of the experiments with the three-level discretization of numeric variables
described in Section 2.4.1.

We perform ten-fold strati ed cross-validation in each experiment. Speci cally, we
divide the case and control groups into ten folds. We then combine the rst folds of the
case and control groups to create the rsttesting set. The remaining folds from both groups
are used as the training set for pattern mining, elimination and selection. We train the SVM
and LR models using the binary feature matrix corresponding to the training set. Then, we
evaluate the prediction performance using the binary feature matrix corresponding to the
testing set. Fig. 1 depicts the overall process. We report the average performance over ten
folds.

2.9 Results

The observation generation step in Section 2.4 returned 1,819 shock and 2,585 non-shock
visits (see Figure 2.1). The pattern mining parameters are Wp,W,_ = 4hrs; ., =0.3;
G =12hrs;g=1hr; =0.05. With these values, the average numbers of patterns (across
ten folds) identi ed in M1, E1, and E2 are 231, 127, and 185 respectively. All results in
this section are obtained using the ve-level discretization of numeric variables unless
otherwise stated.

2.9.1 Prediction Performance

We evaluate the performance of the septic shock prediction models by six metrics described
in Table 1. The area under the receiver operator curve (AUC) measures how the prediction
model ranks cases and controls regardless of the magnitude difference between the pre-
dicted probabilities. On the other hand, the risk accuracy (RA) measures the magnitude of
the model's ability to distinguish between cases and controls. For example, given a septic
shock patient, a 90% AUC would imply that the predicted risk of this patient is on average

20



greater than 90% of non-shock patients. However, the difference in the predicted risk may

be small. On the other hand, a 90% RA would imply that the predicted risk for a septic shock

patient is on average 90%, while the predicted risk for a non-shock patient is on average

10%.

Table 2.4 displays the prediction performance of the SVM and LR models in experiments

M1, E1, and E2. A similar table for the three-level discretization is given in Table A.7 in

Appendix A.

Table 2.4: Septic shock prediction performance utilizing frequent RTPs (M1), minimal
predictive RTPs (E1), and maximal RTPs (E2). SVM = Support Vector Machine Model and
LR = Logistic Regression.

Accuracy Precision Recall Specicity AUC RA
M1 0.8273 0.7978 0.7785 0.8616 0.9014 0.7449
SVM E1 0.8276 0.7990 0.7773 0.8628 0.9071 0.7561
E2  0.8200 0.7962  0.7575 0.8640 0.8974 0.7417

M1 0.8273 0.7975  0.7790 0.8612 0.9051 0.7727

LR E1 0.8312 0.8039 0.7812 0.8663  0.9087 0.7707
E2  0.8241 0.8039 0.7586  0.8702 0.8998 0.7641

Table 2.5 shows the number of maximal RTPs and minimal predictive RTPs in different

lengths. It also presents the variation in the number of minimal predictive RTPs for different
signi cance levels in the RTP5 condition.

Table 2.5: Pattern length of maximal RTPs and minimal predictive RTPs at different signi -

cance levels.
Maximal RTPs Minimal Predictive RTPs
Parameter =0.05 =0.01 =0.001 =107 =10 10
Total Numbers 185 128 117 93 52 43
Single State 11 32 32 32 32 32
Two States 101 63 56 47 20 9
Three States 73 33 29 14 0 0

Figure 2.6 displays the prediction performance when using the minimal predictive
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RTPs in the SVM model. Each metric is reported for different numbers of RTPs selected in
experiments S1.1, S2.1, S3.1, and S4.1. The red horizontal line corresponds to experiment
E1 with signi cance level = 0.05 and therefore doesnt change with the number of RTPs
selected. Similar results when utilizing the LR model are given in Figure A.1 in Appendix A.

Figure 2.6: Prediction performance of the SVM model in S1.1, S2.1, S3.1, and S4.1. The
number of RTPs is the exact number in each fold of S1.1, S2.1, and S3.1 while the number of
RTPs in each fold of S4.1 can vary. To extract close to 50, 40, 30, and 20 patterns, the average
SVM penalty terms over ten folds in S4.1 are 0.011, 0.005, 0.0032, 0.002.

Figure 2.7 displays the prediction performance when using the maximal RTPs in the
SVM model. Each metric is reported for different numbers of RTPs selected in experiments
S1.2,S2.2, S3.2, and S4.2. The red horizontal line corresponds to experiment E2 with all
maximal RTPs, therefore doesnt change with the number of RTPs selected. Similar results
when utilizing the LR model are given in Figure A.2 in Appendix A.

Table 2.6 displays the numerical prediction performance of three and ve-level dis-
cretization experiments when 50 patterns are selected. For each prediction model (SVM or
LR), pattern selection technique (PST1-PST4) and performance metric, two values (one
for minimal predictive RTPs and another one for maximal RTPs) are reported based on the

ve-level discretization of numeric variables in Table 2.6a and three-level discretization in
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Figure 2.7: Prediction performance of the SVM model in S1.2, S2.2, S3.2, and S4.2. The
number of RTPs is the exact number in each fold of S1.2, S2.2, and S3.2 while the number of
RTPs in each fold of S4.2 can vary. To extract close to 50, 40, 30, and 20 patterns, the average
SVM penalty terms over ten folds in S4.2 are 0.0105, 0.0058, 0.0036, 0.0022.

Table 2.6b. For instance, consider the LR model, PST2 and precision metric. When compar-
ing the prediction performance of the three and ve-level discretization, the four values of
interest are displayed in red in Table 2.6. The bold value indicates the maximum of these
four values. Tables A.8, A.9 and A.10 in Appendix A show these prediction results when 20,
30, and 40 patterns are selected, respectively.

2.9.2 Temporal Patterns and Knowledge Discovery

In this section, we evaluate the selected RTPs from the knowledge discovery perspective
(Fayyad et al. 1996). Table 2.7 illustrates all possible temporal relations in 1-, 2-, and 3-state
temporal patterns.

Table 2.8 and Table 2.9 present the 30 patterns selected with PST2 in experiments S2.1
and S2.2, respectively. The state set and temporal relation matrix R are reported using
the conventions described in Table 2.7. The fourth and fth columns in Table 2.8 and
Table 2.9 show the support of patterns in shock and non-shock groups, respectively. The
last column shows the absolute difference between shock and non-shock support. The
rows of Table 2.8 and Table 2.9 are ordered by the pattern length (humber of states in the
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Table 2.6: Prediction performance of 50 patterns selected from minimal predictive RTPs
and maximal RTPs when using PST1-PST4 in ve-level and three-level discretization exper-

iments.
(a) Numerical results for 50 patterns selected ( ve-level discretization).
Performance Metrics
Technique Experiment Accuracy Precision Recall Specicity AUC RA
PST1 S1.1 0.8162 0.7884  0.7575 0.8574 0.8889 0.7368
S1.2 0.8109 0.7959 0.7282 0.8690 0.8792 0.7281
PST2 S2.1 0.8178 0.8028  0.7398 0.8725 0.8910 0.7399
SVM-Linear S2.2 0.8162 0.8094  0.7249 0.8802 0.8897 0.7384
PST3 S3.1 0.8326 0.8102 0.7757 0.8725 0.9075 0.7642
S3.2 0.8271 0.8108  0.7575 0.8760 0.8991 0.7566
PST4 S4.1 0.8276 0.8206  0.7591 0.8756 0.9040 0.7575
S4.2 0.8294 0.8186  0.7530 0.8829 0.9013 0.7536
PST1 S1.1 0.8178 0.7889  0.7619 0.8570 0.8905 0.7437
S1.2 0.8112 0.7918 0.7354 0.8643  0.8817 0.7348
PST2 S2.1 0.8182 0.7991  0.7470 0.8682 0.8916 0.7456
LR S2.2 0.8185 0.8094  0.7320 0.8791 0.8909 0.7441
PST3 S3.1 0.8351 0.8099  0.7840 0.8709 0.9094 0.7695
S3.2 0.8276 0.8074  0.7641 0.8721 0.9010 0.7612
PST4 S4.1 0.8301 0.8079  0.7713 0.8713 0.9055 0.7642
S4.2 0.8289 0.8120 0.7613 0.8764 0.9017 0.7596
(b) Numerical results for 50 patterns selected (three-level discretization).
Performance Metrics
Technique Experiment Accuracy Precision Recall Specicity AUC RA
PST1 S1.1 0.8144 0.7841 0.7586 0.8535 0.8893 0.7368
S1.2 0.8030 0.7755  0.7348 0.8508 0.8764 0.7222
PST2 S2.1 0.8235 0.8146  0.7403 0.8818  0.8921 0.7430
SVM-Linear S2.2 0.8200 0.8188 0.7238 0.8876 0.8895 0.7394
PST3 S3.1 0.8376 0.8225  0.7729 0.8829 0.9106 0.7716
S3.2 0.8326  0.8248 0.7541  0.8876 0.9015 0.7632
PST4 S4.1 0.8367 0.8217 0.7713 0.8826  0.9068 0.7640
S4.2 0.8339 0.8294 0.7519 0.8915 0.9046 0.7593
PST1 S1.1 0.8173 0.7864 0.7646 0.8543  0.8906 0.7433
S1.2 0.8036 0.7756  0.7370 0.8504 0.8781 0.7287
PST2 S2.1 0.8230 0.8062 0.7514 0.8733  0.8939 0.7498
LR S2.2 0.8194  0.8122 0.7309 0.8814 0.8920 0.7465
PST3 S3.1 0.8415 0.8197 0.7890 0.8783  0.9127 0.7774
S3.2 0.8342 0.8171 0.7702 0.8791 0.9034 0.7681
PSTA4 S4.1 0.8369 0.8203 0.7740 0.8810 0.9096 0.7714
S4.2 0.8321  0.8211 0.7580 0.8841 0.9059 0.7665

pattern) and then ordered by the absolute differences for each value of pattern length. The

absolute difference highlighted in gray indicates that the non-shock support is greater than
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Table 2.7: Visualization of 1-, 2-, and 3-state temporal patterns. A temporal pattern is
de ned by a tuple of two elements: state set (column 2) and temporal relation matrix R.The
third column gives a attened version of the temporal relation matrix R. The last column
shows an example visual representation of each temporal pattern.

the shock support. Those patterns in bold are patterns whose state variable levels are all
normal. Tables displaying the 30 patterns selected using PST1 (S1.1, S1.2), PST3 (S3.1, S3.2)
and PST4 (S4.1, S4.2) are given in Appendix A.

Figure 2.8 shows the mean, variance, and distribution of the absolute differences be-
tween shock and non-shock support of RTPs in each experiment when selecting 30 minimal
predictive RTPs and 30 maximal RTPs.
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Table 2.8: 30 patterns selected in experiment S2.1.
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Table 2.9: 30 patterns selected in experiment S2.2.

Figure 2.8: Distribution of the absolute differences between shock and non-shock support
of RTPs in each experiment when selecting 30 RTPs from all minimal predictive RTPs (left)
and all maximal RTPs (right). For example, there are two RTPs selected in S1.1 that have
absolute differences between 0 and 0.05.
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2.10 Discussion

We discuss the performance of the proposed approaches to selecting temporal patterns for
septic shock prediction and knowledge discovery. We also consider the properties of the
patterns returned by each approach.

2.10.1 The Effect of Minimal Predictive and Maximal RTPs on Prediction
Performance

The average number of frequent and minimal predictive RTPs across ten foldsis 231 and
127, respectively. The set of minimal predictive RTPs found in E1 is a subset of the frequent
RTPs found in M1. Although the number of minimal predictive RTPs is approximately
half of the number of frequent RTPs, both the SVM and LR models trained using minimal
predictive RTPs have better average performance in almost all metrics in Table 2.4. As seen
in Table 2.5, the number of minimal predictive RTPs decreases when the signi cance level
decreases. For example, there are only 43 minimal predictive RTPs when the signi cance
levelis = 10 °. However, most of the patterns in this case ( 32 out of 43) have a single state.
This is because single-state patterns have no sub-patterns, therefore, can never be spurious
(see Section 2.6.1). Hence, reducing the number of patterns by decreasing the signi cance
level will eventually result in only single-state patterns removing the temporal information.
From a knowledge discovery perspective, however, temporal details provided by multi-state
RTPs are essential in clinical decision making for the early prediction of septic shock (Hall
etal. 2011).

The set of 185 maximal RTPs found in experiment E2 is a subset of the 231frequent RTPs
of experiment M1. Unlike the minimal predictive RTPs, the average prediction performance
of maximal RTPs is worse than frequent RTPs in all metrics except speci city in Table 2.4.
The maximal RTPs have better speci city compared to minimal predictive and frequent
RTPs. This suggests that maximal RTPs are better at identifying non-septic shock patients,
which is valuable from a knowledge discovery perspective. Finally, we observe from Table
2.5 that pattern selection techniques are needed alongside the application of the minimal
predictive RTP criteria (RTP5) or the maximal RTP criteria (RTP6) to further reduce the
selected patterns down to a desired number.
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2.10.2 Comparison of Pattern Selection Techniques

We compare the prediction performance of the four pattern selection techniques: non-
contrasted pattern selection (PST1), contrasted pattern selection (PST2), model-based
wrapper method (PST3) and model-based embedded method (PST4). In Figure 2.6 and
Figure 2.7, most of the performance metrics decline when fewer patterns are selected.
However, the rate of this decline is smaller for PST3 and PST4 compared to PST1 and PST2.
PST3 and PST4 provide high prediction performance in most metrics even with a small
number of patterns, and can sometimes perform better than using all minimal predictive

or maximal RTPs.

Itis not surprising that model-based feature selection methods have better prediction
performance than PST1 and PST2 because they select patterns based on the model used for
performance evaluation. However, PST3 and PST4 may require extensive computational
time (Liu et al. 2018). Furthermore, tuning the parameters of model-based selection meth-
ods is challenging (Ma and Huang 2008). PST2 shows better performance than PST1 in
all metrics except recall in Figure 2.6 and Figure 2.7. Therefore, considering the interac-
tion between case and control groups when selecting patterns can improve prediction
performance. Yet, it is interesting to observe that PST1 yields the highest recall but lowest
precision with 20 patterns in Figure 2.6.

When considering the 50 selected patterns in Table 2.6, the minimal predictive RTPs
perform better in recall, AUC and RA while maximal RTPs perform better in precision
and speci city. This observation is consistent when selecting 40, 30 and 20 patterns, and
when implementing a three-level discretization of the numerical variables (see Appendix
A). Higher precision and speci city may result in more false negatives, i.e. classi cation
of septic shock patients as non-septic shock. Then, more patients are likely to be in septic
shock without an early prediction giving physicians less time to react (Zheng et al. 2017). On
the other hand, a strong recall indicates a model's ability to predict those that are actually
in the case group, which is more relevant for the identi cation of severe health outcomes
like septic shock.

2.10.3 Temporal Patterns for the Early Prediction of Septic Shock

In this section, we discuss the patterns chosen by each method (PST1-PST4) from three
perspectives: (a) the states in patterns, (b) the length of patterns, and (c) the ability of
patterns to distinguish between shock and non-shock groups. For this discussion, we
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consider the case when 30 patterns are selected.

Recall that we discretize each numerical state variable as one of the ve values: VL, L,
N, H, VH. The states with value “N” mean the clinical values are in the normal (healthy)
range. We refer to them as normal states, while states with other values are referred to as
abnormal states. In Table 2.8 and Table 2.9, the selected RTPs that contain only normal
states have higher support in the non-shock group ( pcontro ) than in the shock group
( pcase)- This observation holds for most of the RTPs in Tables in Appendix A. Hence, the
proposed pattern mining and selection techniques can identify patterns representing the
patients' health conditions in each group with appropriate state values.

Two of the 30 patterns selected by PST2 in Table 2.8 and Table 2.9 consist of only normal
states, while PST1 selects more than 10 such patterns (see Table C.1 and Table C.4). The
majority of the patterns selected by PST2 have greater support in the case (shock) group. In
practice, presence or absence of those patterns with all normal states selected by PST1 will
most likely not prompt an actionable response. From a knowledge discovery perspective,
identifying RTPs with abnormal states offers a better opportunity to discover trends in EHRs
that might be associated with septic shock or any disease outcome of interest. On the other
hand, there might be many combinations of abnormal states associated with septic shock
(Khoshnevisan et al. 2018), and PST2 can identify combinations of these abnormalities
(even along normal states) that are more useful for the early prediction of septic shock.

We also compare the length of patterns selected by each approach. There are 15 single-
state patterns selected by PST1 in S1.1 and by PST3 in S3.1. Furthermore, 11 single-state
patterns are selected using PST4 in S4.1, and eight single-state patterns are selected using
PST2in S2.1. Single-state patterns do not carry information about the changes in a patient's
health condition over time. Multi-state patterns containing temporal information can
help clinicians identify complex relations linked to the disease. In this sense, the patterns
selected using PST2 and PST4 can be more informative. Many single-state patterns are
eliminated when mining maximal RTPs (see Table 2.5). Nevertheless, applying PST2 still
gives the fewest number of single-state patterns.

The longest multi-state pattern identi ed through pattern selection has three states.
There are 3 three-state minimal predictive RTPs (see Tables 2.8, C.1, C.2, and C.3). Similar
states occur in those patterns: organ failure, in ammation, and infection. This is consistent
with the de nition of severe sepsis (Gl et al. 2017) indicating a more critical stage along the
sepsis spectrum. Note that the three-state patterns identi ed by PST2 include the state of
normal pulse oximetry as it is routinely measured to monitor arterial oxygen saturation in
critically ill patients (Wilson et al. 2010). There are 11 three-state maximal RTPs identi ed
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through pattern selection (see Tables 2.9, C.4, C.5, and C.6). Organ failure, in ammation
and infection states are again frequently observed in these patterns. It is interesting to
observe that being in the emergency department occurs frequently in three-state maximal

RTPs while this state doesnt appear in any three-state minimal predictive RTPs.

Finally, a higher absolute difference between the support of a pattern in the case and
control groups can enhance knowledge discovery. PST2 selects patterns with higher abso-
lute support differences. In Figure 2.8, the embedded method (PST4) selects patterns with
higher absolute support differences compared to the wrapper method (PST3). However, the
wrapper method has a better average prediction performance than the embedded method.
This highlights the tradeoff between prediction performance and knowledge discovery.

2.10.4 Sensitivity Analysis on the Discretization of Numeric Variables

We perform a sensitivity analysis on the ve-level discretization of numeric variables (see
Section 2.4.1) by running experiments with a three-level discretization: low (L), normal
(N), and high (H). Numeric values grouped in “very low” and “very high” categories of
the ve-level discretization are grouped in “low” and “high” categories of the three-level
discretization, respectively. The support of patterns which contain states in “low” or “high”
levels can only increase when using the three-level discretization. On the other hand, ve-
level discretization can provide more informative patterns if the most extreme levels of
some states make a signi cant difference.

The tables provided in Appendix A and Table 2.6 present a comparison of the results
between ve- and three-level discretization with 20, 30, 40, and 50 selected patterns. The
three-level discretization results in better average prediction performance than the ve-
level discretization especially when more patterns are selected. Thus, we conclude that
some of the informative patterns dont have enough support, and therefore are not mined
as frequent patterns when using the ve-level discretization in our data set. However, it is
hard to generalize this result to conclude that three-level discretization of numeric variables
would provide better prediction results than ve-level discretization for any data set.

2.11 Conclusion

Sepsis can rapidly progress into septic shock with high mortality rates if not diagnosed
and treated in a timely manner. Temporal pattern mining is an effective tool to discover
complex relationships in EHRs over time that can be used as features to predict septic
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shock before its onset. Current methods provide a strong foundation in generating a set of
patterns for predicting septic shock (Khoshnevisan et al. 2018). However, making decisions
using many patterns that are deemed important can be dif cult for individuals especially

in an acute care setting.

In this chapter, we utilize various feature engineering techniques and propose a frame-
work that combines feature selection techniques with current state-of-the-art methods
in temporal pattern mining to nd the most relevant patterns for the early prediction of
septic shock. We apply this framework to an EHR data set from Christiana Care Health
System. Our results show that model-based pattern selection techniques such as wrap-
per and embedded methods (PST3 and PST4) result in higher prediction performance
compared to non-contrasted (PST1) and contrasted (PST2) pattern selection approaches.
However, from a knowledge discovery perspective, PST2 has the ability to identify more
multi-state patterns with abnormal states which can provide healthcare professionals with
early indicators of patient deterioration. The decrease in prediction performance when
utilizing patterns selected by PST2 versus PST3 is small and therefore may be a worthwhile
sacri ce for the actionable health information that PST2 provides.

Our study has some limitations. First, We treat each observation in the EHR of a patient
equally in computational experiments. However, some observations might be more relevant
than others for the early detection of septic shock. For example, abnormal states might be
a better predictor of septic shock than normal (healthy) states. Wu et al. (2021a) grouped
observations into three classes: strong interest, medium interest, and weak interest, and
mined the sequential patterns composed of strong interest and medium interest. Thus, a
promising direction for future research is mining weighted temporal patterns that assign
weights to observations in EHRs rather than treating all of them equally (Islam et al. 2022).
Additionally, the results of this study are limited by the fact that our dataset is from a single
institution. This dataset might not be representative of other hospital systems and the
characteristics of their corresponding patient population. Future studies are needed to
assess the proposed pattern selection techniques on different patient populations relative
to prediction performance and knowledge discovery.
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CHAPTER

3

DECISION TOOLS FOR COMBATING
HUMAN TRAFFICKING

3.1 Introduction

Human traf cking is a form of modern-day slavery in which traf ckers use force, fraud, or
coercion to exploit victims for commercial sex or labor against their will (U.S. Department
of State 2021). In this work, we focus on traf cking in the massage industry. lllicit massage
businesses (IMBs) commit a unique form of hybrid sex and labor traf cking. IMBs widely
advertise on speci c classi ed sites to lure victims and attract sex buyers. However, these
websites can be seized by federal authorities US Department of Justice (2018). Therefore,
we diversify the data sources by considering online customer reviews from open websites.
We utilize natural language processing (NLP) based feature engineering technigues and
machine learning to create decision tools that can automatically detect the risk factors of
human traf cking in these reviews. We further explore developing business-level decision
tools by rst extracting and creating features from multi-sources data. We then consider the
selected features and create a sparse and optimized tree model that can identify potential
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IMBs while providing interpretability. Some of the text and materials contained in this
chapter were published in Li et al. (2023) and Tobey et al. (2022).

3.1.1 Background

Human traf cking involves the use of force, fraud, or coercion to obtain some type of labor
or commercial sex act. There have been around 74,000 reported traf cking cases since
2007 according to the statistics of national hotline. In the digital age, human traf cking has
evolved into a complex system that leverages technology to build elusive supply chains,
create sophisticated adaptive networks, and conceal both criminals and victims. Traf ckers
utilize social media and classi ed sites for more anonymous, more pro table, and larger
scale operations (Borrelli and Caltagirone 2020). Identifying victims of traf cking and
prosecuting the offenders is dif cult. In most cases, there is a lack of evidence other than
witness testimonies which are dif cult to obtain.While the U.S. Department of State (2021)
reported the identi cation of over 100,000 traf cking victims globally in 2020, this resulted

in barely 5,000 convictions.

This work focuses on traf cking in the massage industry. There are approximately
11,000 alleged illicit massage businesses (IMBs) exist across the United States (Heyrick
Research 2021), hidden in plain sight among legitimate businesses. IMBs widely use the
internet to advertise in the massage or therapeutic sections of classi ed sites and to lure
victims by deceptive job advertisements. IMB speci ¢ review websites like Rubmaps.ch and
MPReviews.com also provide a platform for sex buyers to rate their experience and share
details about the commercial sex acts purchased. These online activities can be screened by
the counter-traf cking community. However, similar websites such as Backpage.com was
seized by federal authorities (US Department of Justice 2018). Hence, diversifying the data
sources by considering open websites like Yelp.com is important. Although most massage
businesses on Yelp are legitimate, IMBs can also be on Yelp as they use mainstream websites
to appear legitimate in online search results (Polaris Project 2019). We further notice that
customer reviews on Yelp can provide unique perspectives about a massage business as
Yelp reviewers can not only be sex buyers write reviews to share their experiences but can
also be concerned customers complaining of suspicious activities, hence providing more
information about risk factors for traf cking in a massage business (e.g., workers living in
the business).
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3.1.2 Literature Review
Text Analysis in combating sex traf cking

This section reviews previous efforts that use text analysis to combat sex traf cking. The
analysis of sex traf cking advertisements from websites like Craigslist and Backpage can
be traced back to Kennedy (2012) and Wang et al. (2012). Under guidance from law en-
forcement, Kennedy (2012) identi ed keywords and other features in a set of Backpage
advertisements that may indicate underage victims or shared management of victims in
a larger network, both signs of sex traf cking. Wang et al. (2012) created Traf cBot, a tool
that integrated classi ed advertisements for escort and massage services with reviews from
online bulletin boards. Recent efforts proposed methods to identify sex traf cking from the
text and other extracted features of advertisements such as locations and phone numbers.
These studies linked advertisements to uncover sex traf cking networks (Keskin et al. 2021,
Ramchandani et al. 2021), predicted whether advertisements involve traf cking (Alvari
et al. 2017; Esfahani et al. 2019; Tong et al. 2017; Wang et al. 2020, 2012; Zhu et al. 2019a), or
both (Dubrawski et al. 2015; Nagpal et al. 2017). Most of these works created text features
from sex traf cking keywords provided by law enforcement (Dubrawski et al. 2015; Tong
et al. 2017), provided by the counter-human traf cking non-pro t organization Global
Emancipation Network (Wang et al. 2020), or collected from anecdotal sources (Alvari et al.
2017). However, these keywords do not carry the same meaning in reviews of massage
businesses on open websites. For example, “fresh,” which may indicate a minor victim
in a classi ed ad, is frequently used to describe legitimate spa treatments in Yelp reviews.
Such difference in language suggests the need for a speci c lexicon to detect illicit massage
business reviews on open websites. In this work, we used the lexicon developed by our
co-worker Margaret Tobey (Li et al. 2023) which can capture Yelp speci ¢ characteristics.

A group of studies in the literature extracted features through natural language process-
ing. Wang et al. (2012) and Dubrawski et al. (2015) analyzed the classi ed advertisements
from multiple sites, including Backpage, using the bag-of-words method. Alvari et al. (2017)
and Zhu et al. (2019a) used the term frequency-inverse document frequency (TF-IDF)
method to extract feature vectors. TF-IDF identi es the relative importance of a word in a
document that is part of a larger collection (Wu et al. 2008). Zhu et al. (2019a) identi ed
a list of keywords related to sex traf cking by applying feature selection on the TF-IDF
vectors obtained from advertisements.

The keyword search, bag-of-words, and TF-IDF methods are based on word counts. In
contrast, embedding methods can capture syntactic and semantic relationships of words
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(Li and Yang 2018). Word2Vec (Mikolov et al. 2013a) is one of the most popular methods
to generate word embeddings. Skip-gram and continuous bag of words (CBOW) are two
model architectures of Word2Vec. Wang et al. (2020) and Tong et al. (2017) trained skip-gram
neural network models (Mikolov et al. 2013b) on advertisement text. Ramchandani et al.
(2021) used the CBOW model (Mikolov et al. 2013a) to obtain word embeddings on adver-
tisement text. Doc2Vec (Le and Mikolov 2014) is an extension of Word2Vec that extracts
embeddings for documents instead of the words. Simonson (2021) used a Doc2Vec model to
extract embeddings for social media posts and trained a semi-supervised model to identify
commercial sex related posts. Bidirectional Encoder Representations from Transformers
(BERT) is a deep learning model developed by Google (Devlin et al. 2019). Pre-trained BERT
models can capture contextualized meaning in a sentence, generate sentence embeddings
using pooling strategies, and have proven useful in a variety of applications such as de-
tecting offensive tweets (Zhu et al. 2019b) and fake news (Jwa et al. 2019). Esfahani et al.
(2019) presented a method that combines BERT with other language models, and trained a
classi er to detect traf cking in online advertisements. We train a Doc2Vec model and use

a pre-trained BERT model to extract embeddings for massage business reviews on open
websites written by customers instead of advertisements written by traf ckers. These two
types of texts occur at different stages of the exploitation process (Caltagirone 2017).

Analysis and Prediction Models for IMBs

This section summarizes previous studies that combating IMBs using machine learning
models and other analysis methods. Many studies in the literature have been focused
on spatial analysis of IMBs. Bouché and Crotty (2018) studied where IMBs locate and
estimated the demand for illicit massage in Houston, Texas. Crotty and Bouché (2018)
identi ed clustering of IMB locations in Houston census tracts and determined which
demographic characteristics were correlated with the clustering using a geographically
weighted regression method. Chin et al. (2019b) conducted a similar IMB location analysis
in Los Angeles County and New York City. White et al. (2021) expanded similar geographic
analysis across the United States by creating prediction models at the census tract and
county levels to predict IMB prevalence from a variety of geographic and socio-demographic
features.

Other studies in the literature that focused on traf cking in the massage industry mostly
analyzed data from IMB review boards. de Vries and Radford (2021) conducted stakeholder
interviews to identify human traf cking “risk markers" in IMBs such as the rotation of
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victim workers. They obtained seed words from the interviews and trained a skip-gram
model to detect similar terms in reviews from an online review board for sexual services.
The authors created a list of IMB risk markers but did not predict the risk of a given review.
A member of our team worked to develop Artemis, a tool that aggregates large sums of
data including reviews from review boards and uses machine learning to predict massage
businesses at risk of human traf cking (Accenture 2020; Vyas and Caltagirone 2019). This
tool was created for use by law enforcement and private companies and is not publicly
available. Recently, Diaz and Panangadan (2020) proposed an automated review labeling
process and trained a random forest classi er on Yelp reviews to identify risk factors of
human traf cking from massage business reviews on an open website. Our work differs
from theirs in both labeling and modeling processes.

3.1.3 Obijectives

Identifying signs of traf cking requires domain expertise. Manual screening is extremely
time and resource intensive due to the high volume of online activity. Methods like natural
language processing, feature engineering, and machine learning can analyze data to enable
better informed counter-traf cking measures. In this work, we propose models to identify
traf cking in both the review-level and the business-level.

For the review-level task, we aim to automatically detect illicit reviews on open websites
that might potentially be associated with human traf cking in IMBs. We de ne an illicit
review as any customer review that explicitly states or hints at activities related to commer-
cial sex or other risk factors of human traf cking at a business. It is important to note that
commercial sex does not equate to human traf cking unless it is induced by force, fraud, or
coercion (U.S. Department of State 2021). However, evidence shows that a non-negligible
proportion of massage business workers who are engaged in commercial sex are victims of
traf cking. One study that interviewed 116 massage business employees in New York City
and Los Angeles County who provided commercial sex found that 17% of these employ-
ees were forced or coerced to do so (Chin et al. 2019a). In a counter-traf cking initiative
that helped more than 1,200 women who had been arrested at massage businesses, 1 out
of 5 women said they had been traf cked or had experienced coercion (Yakowicz 2021).
These numbers are likely drastically under-reported as traf cking victims usually do not
self-report their status for fear of retribution by their traf ckers or distrust of authorities (US
Department of Justice 2017). We create labeled data sets of Yelp reviews which are crucial for
learning such tasks using active learning and data programming approaches. We analyze
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review text NLP methods based on embeddings. We further explore data augmentation
and ensemble learning techniques to build classi cation models.

For the business-level task, our goal is to collect clues about IMBs from various open
internet sources and create interpretable machine learning models to help investigators
prioritize massage businesses that are most likely to be exploiting victims of human traf-
cking. We obtain and create features from data obtained from Yelp, Census, and GIS les.
We then conduct statistical analysis to select essential features for the modelling process.
We nally implement a optimized and sparse decision tree model for the prediction task.

3.2 Review-Level: Data Preparation

In this section, we describe our two data sources: Rubmaps and Yelp reviews. We also
discuss the labeling of Yelp reviews and pre-processing of the review text. Both data sources
are supplied by our collaborators at the counter-human traf cking non-pro t, Global
Emancipation Network. The rst data set, obtained from the IMB review site Rubmaps,
includes reviews and location information for 10,058 massage businesses across the US.
Review dates range from 2011 to 2019.

Yelp hosts customer reviews of businesses in many industries. We obtained a Yelp data
set that contains reviews from massage related businesses in California, Florida, Georgia,
Texas, and the Washington DC metropolitan area. These states were chosen by our collab-
orators because of existing partnerships with local agencies or because they are known
IMB hotspots (Heyrick Research 2021). The data includes reviews that were available on
Yelp between 2019 and 2020. Although some reviews were posted as early as 2005, around
85% of all reviews across the ve regions were posted since 2015. The Yelp data set includes
business information such as the address, phone number, and services offered in addition
to review details such as review text and rating (1 to 5). We then ltered the Yelp data to
keep only reviews from businesses listing at least one form of massage or spa treatment
as one of their business services. After applying this Iter, 430,682 reviews remained from
64,676 businesses across the ve states.

The data collection, labeling, and pre-processing are collaborative effort of our team.

3.2.1 Labeling Yelp Reviews

Obtaining ground truth for human traf cking is dif cult. We follow data programming and
active learning prodecures to label a subset of Yelp reviews as illicit and non-illicit. Since
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IMBs make up a small proportion of all massage businesses on Yelp, most Yelp reviews

describe legitimate massage experiences. Additionally, sex buyers usually try to conceal

illicit activities from the public, further reducing the number of illicit Yelp reviews. Therefore,

we developed a targeted search process to identify reviews that are most likely to be illicit

to account for the low representation of illicit Yelp reviews. We then used a voting process

that required two of the three reviewers to agree on the label.

The following steps, L1 through L6, describe the search criteria we used for identifying

reviews to label. We considered all Yelp reviews that met one of these criteria. Steps L1

through L5 were applied to Florida Yelp reviews, and step L6 was applied to Yelp reviews

from DC, Texas, and Georgia. The steps were conducted in order, as some steps required

information about previously labeled reviews. Figure 3.1 illustrates the process in more de-

tail. The number of reviews labeled as non-illicit (0) and illicit (1) in each step are displayed

in the rectangular boxes on the arrows.

L1

L2

L3

L4

L5

Yelp/ Rubmaps location intersection : We geocoded business addresses using the
Google Maps Platform. We labeled all Yelp reviews for each business whose loca-
tion matches a Rubmaps business location by latitude, longitude, and address suite
number.

Random sample : To balance the types of businesses represented, we took a random
sample of 500 reviews from businesses that did not match a Rubmaps business
location. After Itering reviews from businesses that didnt list massage or spa services,
167 reviews remained.

lllicit phrase search : We labeled reviews containing a word or phrase that was signi -
cantly more common in illicit reviews than non-illicit reviews, for example, “happy
ending," “prostitution,” and “investigation." The process is elaborated in Li et al.
(2023).

BERT predicted reviews : We used BERT to extract embeddings for all Florida Yelp
reviews in our data set. We trained a logistic regression model using the embeddings
of labeled reviews up to this point to classify reviews. The model was applied to all
unlabeled reviews after step L3, and we labeled the reviews that were classi ed as
illicit.

Manual search for illicit reviews : We searched for two criteria to identify and label
additional reviews: (i) A massage business had only one review, and that review gave
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arating of 1 star (out of 5) or (ii) A review that was written by an author of another
review previously determined to be illicit. We did not include all labeled reviews that
met these criteria in the labeled data set, only the ones labeled as illicit.

L6 Lexicon predicted reviews : From the labeled reviews up to this point, we created
an initial lexicon based on the most frequent terms in illicit reviews. We labeled the
reviews from DC, Texas, and Georgia that were classi ed as illicit by the lexicon-based
classi cation model. See Li et al. (2023) for more details of this process.

Steps L1 through L6 created a labeled data set of 1,735 reviews, 171 of which were labeled
as illicit. In this data set, 1,560 reviews came from Florida, 96 from DC, 63 from Texas, and
16 from Georgia. Step L1, was also applied to the California reviews to create a labeled data
set of 2,628 reviews which were withheld for testing (See Table 3.1 in Section 3.4), 128 of
which were labeled as illicit.

Figure 3.1: Steps used to create the labeled review data. The input data sets were Itered
on the speci ed criteria in the order presented. AQO /1 label indicates a non-illicit or illicit
review, respectively.

3.2.2 Text Pre-processing

We pre-processed the review texts using standard NLP techniques as well as custom steps
designed for IMB speci c language. We performed the following steps on each review text:
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Figure 3.2: Overview of data preparation and modeling steps. A simple linear owchart
of the ve major steps is depicted on the left and the corresponding detailed steps are
depicted on the right. The bold numbers indicate the section number where the step is
described.

custom contraction creation, spelling corrections, stopwords removal, and standard NLP
techniques (i.e., lower-case transformation, decontraction, punctuation removal, lemmati-
zation, and tokenization). After text pre-processing, we represented reviews numerically
through the methods discussed in Section 3.3. Figure 3.2 provides a ow chart of the steps
discussed in this section and the next section.

3.3 Review-Level: Methods

We rst brie y introduce two classi cation models that considers lexicon. We then describe
the embedding-based classi cation approaches. Finally, we develop ensemble models that
combine both model types. Figure 3.2 outlines the proposed modeling methodology.

3.3.1 Lexicon-based Classi cation Models

We implement two classi cation models based on the lexicon developed by Li et al. (2023).
We refer to the rst model as M1, which calculates a total score by summing the weights of
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the lexicon terms in a review. We refer to the second model as M2, which converts each
review to a vector for considering the individual scores of the highest scoring lexicon terms
in each review and a logistic regression model is trained on these vectors for label prediction.
Therefore, for the lexicon methods, we can both bene t from the simplicity of model M1
and extra information brought by model M2.

3.3.2 Embedding-based Models and Data Augmentation

This section presents another text analysis approach where we generate numerical vector
representations (i.e., embeddings) of reviews through the pre-trained BERT model (Devlin
et al. 2019) and the Doc2Vec model (Le and Mikolov 2014). We then train logistic regression
models using embeddings to classify labeled illicit and non-illicit reviews. We also apply a
data augmentation technique to account for the small number of illicit reviews.

BERT-based Classi cation Model.

We use the bert-as-servicepackage (Xiao 2018) to extract 1024 dimensional embeddings for
labeled reviews from the pre-trained BERT-Large-Uncased model. This package implements
a pooling method on the second-to-last layer of BERT to generate embeddings that are
less biased to the pre-training tasks (Xiao 2019). We keep all input values as default except
setting the maximum word sequence length to 150, i.e., the rst 150 words of each review
are considered when generating the embedding. Setting this parameter to a small value
improves the speed of extracting the embeddings (Xiao 2018). In our Yelp review data
set, only 11% of reviews have more than 150 words after pre-processing. We perform ten
replications of ve-fold strati ed cross-validation. In each fold, we train a logistic regression

on the embeddings to classify reviews as illicit and non-illicit. The performance of this
approach is reported in Section 3.4.1.

Doc2Vec-based Classi cation Model.

We train a Doc2Vec model using the distributed bag-of-words algorithm on all reviews
from DC, GA, FL, and TX through the gensim package (Rehurek and Sojka 2010). We set the
minimum frequency of words to two. All other parameters are set to the default values. The
Doc2Vec model is used to obtain an embedding for each review. We perform ten replications

of ve-fold strati ed cross-validation. In each fold, we train a logistic regression on the
embeddings to classify reviews as illicit and non-illicit. We tune the epoch number and

42



embedding dimension in the Doc2Vec model by considering average recall, F1-score, and
AUC over ten replications. We ultimately choose to use 150 epochs and a vector dimension
of 600. The performance of this approach is reported in Section 3.4.1.

Data Augmentation.

Illicit reviews are rare on Yelp. The number of non-illicit reviews is approximately nine
times larger than the number of illicit reviews in our labeled data set. This class imbalance
is a challenge for training an accurate classi er. To address this problem, we perform data
augmentation (DA) on the illicit reviews. DA aims to increase the size of a data set without
collecting new data. Paraphrasing is an augmentation technique that modi es an original
sentence to generate a new one by changing the sentence structure or word choices (Chen
et al. 2021). We apply paraphrasing through back-translation. This method translates a
text to another language and then back to the original language (Sennrich et al. 2016). In
particular, we translate each illicit review from English to ve other languages: Spanish,
French, Chinese, German, and Russian using the GOOGLETRANSLATE function in Google
Sheets. An additional illicit review is generated in the training set when the review in each
language is translated back to English. We then train the previously discussed BERT and
Doc2Vec classi cation models using the original and augmented reviews as the training set.
Applying paraphrasing through transformation functions such as synonym replacement,
random insertion, random swap, and random deletion (Wei and Zou 2019) generated results
similar to back-translation in our preliminary experiments.

Back-translation can also be applied to the test set through a method called test time
augmentation (TTA). With TTA, predictions for different versions of the test data are com-
bined into one prediction for the original test data (Shorten and Khoshgoftaar 2019). Pre-
vious works have shown that TTA can improve accuracy (Wang et al. 2019) and robust-
ness (Moshkov et al. 2020). We apply TTA on the leave-out test set. Each review in the test set
is back-translated from ve languages, generating ve new versions of the test set. The nal
predicted labels are assigned according to the average predicted probabilities across all six
versions of the reviews. We report classi cation results with no back-translation (BERT-No-
DA; D2V-No-DA), with back-translation on training data only (BERT-DA-Training; D2V-DA-
Training), and with back-translation on training and test data (BERT-DA-Training&Testing;
D2V-DA-Training&Testing) in Section 3.4.1. We ultimately select BERT-DA-Training&Testing
(referred to as M3) and D2V-DA-Training (referred to as M4).
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3.3.3 Ensemble of Lexicon-based and Embedding-based Models

We consider two approaches to identify illicit reviews on Yelp. The rst approach consists of
models M1 and M2 based on the lexicon. The second approach consists of models M3 and
M4 based on embeddings. We refer to models M1-M4 as base learnerqsee Figure 3.2). The
lexicon-based models can reliably identify evident illicit reviews with high precision but
they generate more false negatives than the embedding-based models, thus having lower
recall. The embedding-based models on the other hand can recognize subtle semantic
meaning and contextual language of the illicit reviews on Yelp, and thus they have higher
recall but relatively low precision. We can achieve better results by combining the two
approaches through ensemble learning. Bagging (Breiman 1996), boosting (Freund and
Schapire 1996), and stacking (Wolpert 1992) are three main ensemble learning approaches.
The bagging method helps reduce over tting through bootstrap aggregation. The boosting
method corrects prediction errors through iterations. We use the stacking method which
combines multiple base learners into a single model.

We consider two stacking methods. First, we implement the voting ensemble which
is referred to as E1. This method returns the majority label among all base learners as
the predicted label. The limitation of the majority voting ensemble is that each learning
algorithm has the same weight. Second, we use the super learner ensemble method (van der
Laan et al. 2007; Polley and van der Laan 2010). van der Laan et al. (2007) rst proposed the
super learner ensemble method and showed that it performs at least as well as the best base
learner asymptotically. The super learner method is applied to classi cation problems in
many elds such as precision medicine and image classi cation (Luedtke and van der Laan
2016; Ju et al. 2018). We implement the super learner ensemble through two meta-models:
a linear optimization model and a logistic regression model. We refer to these two ensemble
models as E2 and E3, respectively. In all three ensemble models E1, E2, E3 (see Figure 3.2),
we rst perform ve-fold strati ed data split. We train base learners on the training set of
each fold and then make predictions for the reviews in the corresponding test set. We test
two and three as majority vote thresholds for E1. We report results with threshold two in
Section 3.4.2 due to its better performance. For the super learner ensemble models E2 and
E3, we execute the following steps in each fold:

1. We store the predicted illicit probabilities from the base learners (M1-M4) for each
review in the test setina matrix Y ofsize Ni.s; 4, where N, IS the number of test
set reviews.
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Figure 3.3: The processes to generate input matrix(i.e. Z) for training the super learner
ensemble models in one levell fold.

2. We split the training set into level-2 training and test sets through strati ed ve-fold
cross-validation (see Figure 3.3). For each level-2 fold, we re-train the base learners
using the level-2 training set. Then, we predict the reviews in the corresponding level-

2 test set with all four base learners and store the predicted illicit probabilities in a
matrix. We denote the nal matrixas Z, which is the concatenation of ve matrices,
one for each level-2 fold. The size of matrix Z iS Ny;ain 4, Where Ny,.;, is the size of
the training set.

3. We train meta-models for ensembles E2 and E3 using the Z matrix. There is a true
observation (label) for each row inthe Z matrix (each row corresponds to a review).

(a) ForEZ2,we consider alinear model and optimize the weights of four base learners
(M1-M4) to maximize the F1-score. We choose the F1-score as the objective
because of class imbalance (Sun et al. 2009). The formulation of the F1-score is
not convex. Hence, traditional gradient descent methods can not nd the exact
optimal weights. Instead, we implement a meta-heuristic called differential
evolution (Storn and Price 1997) inthe SciPypackage (Virtanen et al. 2020).

(b) For E3, we train a logistic regression meta-model using the Z matrix and the
labels.
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4. We input the Y matrix, i.e., the predicted probabilities from the four base learners for
the reviews in the test set, to ensemble models E2 and E3 to classify each review in
the test set.

We repeat these four steps for ve folds and compute the average performance. The
results for each base learner and ensemble model are presented in Section 3.4.2.

3.4 Review-Level: Results and Discussion

This section presents our results for detecting illicit reviews in two separate Yelp data sets.
The rst data set is used for model training and testing, and it includes 1,564 non-illicit
reviews and 171 illicit reviews (see Figure 3.1). The second data set contains Yelp reviews
from California and is withheld for out-of-sample testing. We evaluate the embedding-
based models with and without DA. We then report the performance of the ensemble
models and base learners.

3.4.1 Performance of the Embedding-based Models

We evaluate three different versions of the BERT-based and Doc2Vec-based classi cation
models: with no back-translation (BERT-No-DA; D2V-No-DA), with back-translation on
training data only (BERT-DA-Training; D2V-DA-Training), and with back-translation on
training and test data (BERT-DA-Training&Testing; D2V-DA-Training&Testing). Figures
3.4a-3.4b display the average F1-score and recall for BERT-based models, and Figures 3.4c-
3.4d display the average F1-score and recall for Doc2Vec-based models in ten replications
of the ve-fold data split. Each marker in the gures indicates the average performance
over ve folds. In Figure 3.4a, using back-translation on the training and test data yields
the highest F1-score in eight out of ten replications. In Figure 3.4c, using back-translation
only on the training data provides the highest F1-score in all replications. Furthermore,
there is a consistent improvement in recall with DA in all experiments as shown in Figure
3.4b and 3.4d. We also display the average performance over all ten replications in the
table above each gure. These results indicate that using back-translation can improve the
classi cation performance. Thus, we select BERT-DA-Training&Testing (referred to as M3)
and D2V-DA-Training (referred to as M4).
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(a) BERT: the effect of DA on F1-Score (b) BERT: the effect of DA on Recall

(c) Doc2Vec: the effect of DA on F1-Score (d) Doc2Vec: the effect of DA on Recall

Figure 3.4: The effect of data augmentation (DA) on F1-score and recall in each
replication for BERT-based and Doc2Vec-based classi cation models.
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3.4.2 Performance of the Base Learners and Ensemble Models

Figure 3.5 shows the number of illicit reviews found by each base learner as well as their
intersections and unions. All results for model M1 and M2 can be referred to Li et al. (2023).
M1, M2, M3, and M4 detect 100, 82, 110, and 109 illicit reviews, respectively. Overall, four
base learners identify 143 unique illicit reviews, 84% of all illicit reviews in the labeled data
set. There are 61 illicit reviews detected by all models, and 28 illicit reviews detected by
none of them. Eight illicit reviews detected by the lexicon-based models are not detected
by the embedding-based models, and 43 illicit reviews detected by the embedding-based
models are not detected by the lexicon-based models.

Figure 3.5: The number of illicit reviews identi ed by base learners. The black circles
indicate which models are considered. For example, the rightmost bar (4 black circles)
means that 61 illicit reviews are found by all models, and 143 are found by at least one of

the models.

We evaluate the classi cation performance of base learners and ensemble models
through ten replications of strati ed ve-fold cross-validation. Figure 3.6 shows the distri-
bution of six metrics for each model. For all performance metrics, lexicon-based models M1
and M2 have less variation across replications. They are more stable and competitive than
the embedding-based models M3 and M4 across all metrics except recall. The illicit reviews
detected by M2 is a subset of those detected by M1 (see Figure 3.5). Thus, M1 has higher
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recall. However, M2 has higher accuracy, speci city, precision, F1-score, and AUC than
M1. Among two embedding-based models, M3 has higher recall and AUC but performs
worse than M4 in other metrics. The ensemble models yield the best performance across
all six metrics. E1 has the highest recall and F1-score, while E3 has the highest accuracy,
speci city, precision, and AUC. E2 performs between E1 and E3 in all metrics.

Figure 3.6: The performance of base learners and ensemble models on the labeled data
set over ten replications. Box-plots show percentile values. Circles indicate best performing
model for that metric.

We also consider the performance in each replication. Figure 3.7 displays the rst
and second best models in each replication (y-axis) for six metrics (x-axis). We make the
following observations:

* M2 has the best accuracy in two out of ten replications, and E3 has the best accuracy
in the remaining eight replications. Furthermore, the second best model for accuracy
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Figure 3.7: First and second ranking models for various metrics on labeled data set in
each of ten replications.

is E3 in each replication where M2 has the best accuracy.

» E3 has the highest speci city, and M2 has the second highest speci city in all replica-
tions.

» E1 has the highest recall in all but one of the replications, and M3 has the second
highest recall in most replications.

* E3 has the best precision in all replications, and M2 is a close second choice.
» E1 has the best F1-score in most replications, and E2 is a close second choice.

» E3 has the best AUC in all replications, and E2 is a close second choice.

Recall that we use the lexicon to expand the set of illicit reviews in the labeling process.
This approach may create bias helping the lexicon-based models M1 and M2, and the
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ensemble model E1 perform better. To address this issue, we collect and label a second
data set of 2,628 California Yelp reviews, which has 128 labeled illicit ones, from business
locations listed on Rubmaps (see Section 3.2.1). The proposed base learners and ensemble
models are trained on the original data set and then applied to classify reviews in this new
data set.

Table 3.1: Model performance on California Yelp reviews. (Note: for the confusion matrix,
clockwise from top left - True Negative, False Positive, True Positive, False Negative.)

M1 M2 M3 M4 E1l E2 E3
Confusion | 2486 14, 2493 7, 2289 211, 2321 179 2445 55 2490 10 2491 9
Matrix 93 35'101 27' 4 82 ' 52 76' 62 66' 68 60' 8l 47
Accuracy 0.9593 0.9589 0.9022 0.9121 0.9554 | 0.9703 0.9658
Specicity | 0.9944 0.9972 0.9156 0.9284 0.9780 0.9960  0.9964
Recall 0.2734 0.2109 0.6406 0.5938 0.5156 0.4688 0.3672
Precision 0.7143 0.7941 0.2799 0.2980 0.5455 018571 0.8393
F1-Score 0.3955 0.3333 0.3895 0.3969 0.5301 0.6061 0.5109

Table 3.1 shows the results of this experiment. In each row, the dark grey boxes show the
highest score for a metric, and light grey shows the next highest score. The results indicate
that the performance of M1, M2, and E1 are worse than their performance on the data
set used for training, especially for recall and F1-score. On the other hand, embedding-
based models M3 and M4 yield the highest recall, and the overall performance of ensemble
models is better than base learners. The results of this experiment highlight the strength of
ensemble models, especially the super learner ensemble models E2 and E3, for improving
performance of the base learners.

3.4.3 Summary of the Numerical Experiments

The lexicon-based models have high precision because they utilize a list of speci c terms
that are reliable indicators of illicit activity. However, the predictions are based on a limited
dictionary which does not capture nuanced context expressed in plain English. This results
in more conservative predictions and a lower recall of the illicit reviews. Meanwhile, the
embedding-based models exhibit higher recall because they can identify illicit reviews with
subtle language elements. To improve the lexicon-based models, we can re ne the lexicon
using results from the embedding-based models. Speci cally, we can analyze the reviews
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that are only classi ed as illicit by the embedding-based models and consider adding the
relevant terms to the lexicon. Yelp reviews describe illicit activities using plain English in
contrast to the slang terms and acronyms frequently used in Rubmaps reviews or other
sex buyer forums. Thus, we do not expect large changes in the language of Yelp reviews at
least in the short term. Furthermore, our approach is robust to temporal phrase changes
because these trends can be monitored over time to update the lexicon as necessary. In
addition to expanding and updating the lexicon, we can re ne the weights assigned to the
lexicon terms. We currently assign weights based on domain expertise but could explore
quantitative methods for determining the optimal term weights (Ustun and Rudin 2019a).

The proposed ensemble models build on the individual strengths of each base learner.
There is not one single model that outperforms in every metric. Thus, the best model to use
depends on the user's objective. A framework for model selection based on user preferences
is presented in Swan et al. (2021). For example, law enforcement may want to prioritize
investigations with the highest precision so as not to waste resources on false positives. On
the other hand, organizations that help victims, may choose a model with higher recall to
reach most of the potential victim-workers.

3.5 Business-Level: Data Preparation

We de ne a three year study period between September 15th, 2018 and September 14th,
2021. We obtain a data set that contains 9,473 labeled massage businesses in two states:
Texas and Florida and refer it as "full data set". 403 of these businesses are labeled as
potential IMBs. The labeling procedure is based on licensing data and information in
Rubmaps reviews, more details can be found in Tobey et al. (2022).

We consider two types of data when we perform the modelling. One type is the business
data that correspond to each massage business, and we obtain such data type from Yelp.
The other type are socio-demographic or geographic data that correspond to the physical
location of each business. We obtain this data type from various sources, such as Census
and GIS les. Table 3.2 displays the data sources and elds that we use to create a list of
potential model features.
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Table 3.2: Data sources used for creating a set of potential model features.

Source Data Fields

Yelp business name, address, phone number, business categories,
price range, reviews (text, author, date, rating)

U.S. Census % non-white, % foreign born, median household income, % hous-

Bureau ACS 5-year  ing vacant, % housing rented,

estimates % households with children, average household size,

% over 25 with bachelors degree, % over 25 with masters degree, %
nonfamily households, % ages 20 to 29, % employed in the man-
ufacturing industry, % employed in education, health care, and
social assistance industries

RUCA codes Rural-Urban Commuting Area (RUCA) Codes indicate if the area
from USDA is metropolitan, micropolitan, small town, or rural

GIS les from vari- locations of all military bases, highways, truck stops, police sta-
ous sources tions, and public schools

3.6 Business-Level: Methods

In this section, we rst describe a series of feature engineering techniques that we apply for
extracting, converting, and selecting features. We then brie y introduce the data sampling
procedures. Lastly, we present an sparse and optimized decision tree models that predicts
the label of a given massage business by answering a series of questions from top to bottom
of the tree.

3.6.1 Feature Engineering

Based on the literature and domain expertise, we select and create a initial set of features
for our prediction task from data sources provided in Table 3.2. For example, we create
two new features for each Yelp review. The rst feature focuses on giving a score to each
review using the lexicon developed by Li et al. (2023). Second, we use the Python package,
‘gender-guesser 0.4.0' to guess the gender of the author of the review based on the user's
rst name. We also create geographic features that might in uence the location of IMBs.
We collect geographic data for the following location types: Truck Stops, Highway, Military
Bases, Police Stations, and Schools. For each massage, we calculated the euclidean distance
to the closest location feature of each type. Table B.5 displays all the initially created features
from raw data sources and provides their corresponding descriptions.

We categorize the continuous features using three quantiles (“low”: 0 to 33.3 percentile,
“medium”: 33.3 to 66.6 percentile, “high”: 66.6 to 100 percentile) or natural bins (e.g. “short”:
less than 20 miles, “medium’: 20 to 60 miles, “long”: more than 60 miles) when conducting
this analysis. Each “medium" category is treated as the reference group and is not included
in the model due to multi-collinearity. We then calculate the odds ratio for each available
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feature in the full data set and consult the results with stakeholder to select a subset of
features for further analysis. The features selected from this univariate analysis are shown
in Table 3.3 with their corresponding odds ratios.

Table 3.3: Data features selected from univariate analysis and stakeholder input. We use
the full data set with sample size N = 9473to calculate the odds ratio for each feature. For
each continuous original feature, the “medium” category is treated as the reference group.

Model features derived from Yelp can directly provide information about the businesses.
It is also important to consider the socio-demographic and geographic features of IMBs
locations because this can help counter-traf cking stakeholders understand community
trends and prioritize at-risk areas (Chin et al. 2019b; Crotty and Bouché 2018; de Vries
2022; White et al. 2021). Additionally, these features tend to be publicly available, easily
accessible, and updated frequently. Therefore, we explore the additional bene ts of the
socio-demographic and geographic features from Table 3.3 through multivariate analysis.
We calculate the adjusted odds ratio for each of these features by controlling for the Yelp
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features. Results from this analysis are reported in Table 3.4. Eight geographic or socio-
demographic features have statistically signi cant adjusted odds ratios. We keep these
signi cant features except two features related to “minimum distance to truck stop” because
the odds ratio of these features are in the opposite direction of expert opinion. For example,
one odds ratio indicates that massage businesses within 20 miles of a truck stop are less
likely to be illicit compared to businesses that are 20-60 miles away from a truck stop. This
might be because most of the businesses labeled as IMBs in our data are from metro areas
which are likely to be far from truck stops. There are 23 features in the nal set including
the 17 Yelp features and six geographic and socio-demographic features. These six features
are percent non-white - low, percent non-white - high, percent foreign born - low, percent

of households with children - low, percent age 20 to 29 - low, and minimum distance to
military base - long.

Table 3.4: Adjusted odds ratios for geographic and socio-demographic features. Statistically
signi cant features (p-value < 0.1) are shown in bold. For each continuous original feature,
the “medium” category is treated as reference group.

3.6.2 Data Sampling

There are only 4.25% positive labels in our full data set, and an imbalanced data set can pose
challenges when training supervised models. We conduct an undersampling technique to
reduce the imbalance between the majority (label 0) and the minority (label 1) classes. We
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observe that the full data set contains a similar number of businesses from Florida and Texas.
Hence, we randomly undersample the majority class (Liu et al. 2008; Drummond and Holte
2003) while maintaining an equal number of businesses from each state. This results in an
undersampled data set that contains 403 label 1 businesses and 1612 label O businesses
(806 from each state), increasing the label 1 proportion from 4.25% to 20%. We conduct
numerical experiments using strati ed ve-fold cross-validation on the undersampled
data set.

3.6.3 Optimized Sparse Decision Tree

Decision trees provide a simple mechanism for classi cation through a sequence of binary
tests or decisions. They are extensively used due to their interpretability and good perfor-
mance on categorical features (Kotsiantis 2013). As a disadvantage, however, decision trees
might have poor out-of-sample performance when the tree is too large. Hence, small trees
are often desirable to avoid over tting and also for interpretability. Heuristic algorithms are
frequently used for training decision trees. These methods rst construct a tree and then
trim it to control its size (Breiman et al. 2017).

In the literature, efforts have been made to optimize decision trees in terms of linear
metrics such as misclassi cation error (Nijssen and Fromont 2007; Narodytska et al. 2018;
Verhaeghe et al. 2020) or more challenging non-linear metrics such as F1 score (Demirovi ¢
and Stuckey 2021). Several studies have considered controlling the shape of the tree, e.g.,
the depth of tree (Bertsimas and Dunn 2017) and number of leaf nodes (Hu et al. 2019), to
enhance interpretability. Lin et al. (2020) extended the sparse optimal decision tree idea
to allow various linear and non-linear metrics such as weighted accuracy and F1 score.
They developed the Generalized and Optimal Sparse Decision Tree (GOSDT) algorithm
that balances the value of a loss function against the number of leaf nodes. The objective
function is formulated as:

R(,x,y)="(d,x,y)+ Hy,

where H, represents the number of leaf nodes. The smaller the regularization term 0,
the more leaf nodes (subgroups) are allowed.

We use the implementation of the GOSDT algorithm in a Python package (Lin 2021).
Since our undersampled data set is stillimbalanced, we use weighted accuracy and F1 score
as our objective in preliminary experiments. F1 score is the harmonic mean of precision
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and recall. The weighted accuracy is given by:

FP+! FN
IN++N

wacc=1

Hence, the cost for predicting positive samples as negative would increase as we increase the
weight ! . The GOSDT algorithm requires users to inputaweight( ! for wacc), an objective
function, and the regularization term . We experiment with different combinations of
these three parameters, using strati ed ve-fold cross validation and training the model for

600 seconds in each fold. Generally, using weighted accuracy as the objective leads to better
F1 score and AUC. We also observe that the performance increases as the regularization
value decreasesuntil 10 7. More leaf nodes can be createdas decreases, allowing for ner
subgroups. However, decreasing  too much might cause over- tting. For the experiments
using the same value, using ! = 4 performs better than using ! = 3. We do not consider a
weight beyond 4 because the proportion of label 0 and label 1 samples in our data set is
4to 1. We determine the nal set of parameters as =10 %and! = 4 with the weighted
accuracy objective. We use these parameters to run cross validation for a longer time (5,400
seconds for each fold) and report the model performance in the following section.

3.7 Business-Level: Results and Discussion

In this thesis, we report the prediction performance of the optimized and sparse decision
tree model and compared it to the baseline model using the random forest as they all
belong to the decision tree family (see Table 3.5). Our team has experimented with other

Table 3.5: Average cross validation test results for optimized and sparse decision tree
compared to the random forest model. TN = true negatives, FP = false positives, FN = false
negatives, and TP = true positives. AUC Range is calculated as the difference between the
highest and lowest AUC value across the ve folds.

Method TN FP FN TP  Precision Recall F1Score AUC AUC Range
Random Forest 299.0 234 432 374 0.617 0.464 0.529 0.821 0.0626

Optimal Decision Tree  267.8 54.6 26.4 54.2 0.508 0.673 0.575 0.802 0.0534

baseline models such as support vector machine, logistic regression, naive bayes, and an
interpretable optimized scoring model. The comprehensive comparison are provided in
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Tobey et al. (2022). We evaluate the performance metrics using strati ed ve-fold cross-
validation and report the average value of each metric over all folds. We display the confusion
matrix for the test set as well as the precision, recall, and F1 score. Lastly we display the
average AUC and range of AUC values across the ve folds. We compare the models based on
the F1 score due to the imbalanced data set. We also consider the AUC because accurately
ranking businesses by risk is important in practice.

We observe that the optimized sparse decision tree has higher F1 score and recall but
lower precision and AUC than the random forest model. The optimized sparse tree model
also has lower AUC range, indicating it is slightly more robust than the random forest
model. We propose the optimized sparse decision tree model for its interpretability. It
is expected that their performance can be somewhat lower than other less interpretable
models. However, the optimized tree model still achieves competitive performance when
compared with the random forest model.

Using the parameter values identi ed in Section 3.6.3, we also run the GOSDT algorithm
on the undersampled data set for 18,000 seconds to obtain the decision tree for visualization
(see Figure 3.8). The predicted label for each leaf node is displayed in a circle. For each leaf
node, we report the number of businesses in the undersampled data ( rst row) and full
data (second row). We also report the number of businesses with label 0 and label 1 as well
as the percentage of correct classi cations in square brackets. As expected, the percentage
of true negatives is greater, and the percentage of true positives is smaller in the full data
set compared to the undersampled data set.

When looking at the tree visualization, we notice that the optimized sparse tree model
can generate prediction by considering the interaction of a small number of mixed features.
For example, the leftmost branch is a combination three features that covers census and
business information. Such combination returns 90.5% and 50% true positive rates on
the undersampled and full data sets, respectively. Furthermore, the middle branch which
contains two business features, one census feature, and one geographic feature generates
100% true negative rates on both undersampled and full data sets. These simple com-
binations can not only help the law enforcement to eliminate less risky businesses and
identify potential IMBs quickly but also provide new evidence and investigative directions
for exploration. Interpretable machine learning models are useful in enabling decision
makers to make well understood and informed decisions. This is especially important in
criminal justice because poorly informed decisions can have dire consequences, and only
well understood decision tools are likely to be adopted by stakeholders (Deeb-Swihart et al.
2019; Raaijmakers 2019).
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Figure 3.8: Decision tree trained on the undersampled data set. White, light grey, and
dark grey nodes indicate the data sources; Yelp, GIS, and Census, respectively. The textin
parenthesis in each node are the feature names in Table 3.3.

3.8 Conclusions

In this chapter, we apply the feature engineering and machine learning methods to create
two decision tools for combating human traf cking. The rst decision tool is in the review
level and is used to automatically detect illicit reviews containing potential risk factors
for human traf cking. Currently, investigators make substantial manual efforts to sort
through evidence including business reviews. Our work can help to save valuable time by
prioritizing risky businesses and pointing to speci c evidence of illicit activity in business
reviews. Furthermore, our proposed NLP-based feature engineering and ensemble based
machine learning framework can be applied to reviews from other open websites like
Google Maps and may have potential applications in other human traf cking and crime
ghting domains, such as screening massage therapist job recruitment advertisements,
truck stop reviews and advertisements, or farm labor job advertisements.

The second decision tool is in the business level, and it is an interpretable machine
learning model that considers business, review, socio-demographic, and geographic in-
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formation and can help investigators prioritize massage businesses that are most likely to
be exploiting victims of human traf cking. We extract and select essential features from
multi-sources information based on literature and using feature engineering techniques.
The proposed model is realistic and practical because counter-traf cking stakeholders
also use multiple data sources in their investigations. Furthermore, the interpretability is
important for stakeholders such as to have con dence in the predictions.

As we use machine learning to combat human traf cking, it is essential to recognize
and address the ethical dilemmas inherent in our research. While our primary objective is
to assist law enforcement agencies and organizations in identifying and combatting human
traf cking, we must also acknowledge the potential for unintended consequences and
misuse of the tools and models we develop. First, the machine learning models we have
developed for this research, including those for the automatic detection of customer reviews
associated with human traf cking and risk analysis of massage businesses involved in such
activities, possess a dual-use nature. On one hand, these models serve as valuable tools
for law enforcement and anti-human traf cking organizations, aiding them in identifying
potential cases and allocating resources more ef ciently. On the other hand, there exists
the risk that these very same models could be exploited by traf ckers or illicit organizations
to evade detection and continue their criminal activities. In addition, machine learning
algorithms are susceptible to bias, which can lead to unjust and discriminatory outcomes.
Our models should be rigorously tested and re ned to minimize bias and ensure fairness,
especially when dealing with sensitive human traf cking cases. Bias mitigation measures
should be an integral part of our research process to avoid perpetuating existing biases in
law enforcement or further marginalizing vulnerable populations.

Regarding these ethical considerations, we can maintain transparency in our research
methods, model development, and data sources. Openness allows for scrutiny and ac-
countability, reducing the likelihood of unethical practices going unnoticed. By providing
clear explanations of how our models work, we empower stakeholders to make informed
decisions and avoid potential misuse. Furthermore, engaging with relevant stakeholders,
such as law enforcement agencies, non-governmental organizations, and legal experts, is
essential to navigate the ethical complexities of our research. Collaborative efforts ensure
that our tools and models are aligned with ethical standards and used in ways that prioritize
the protection of human rights.

In conclusion, our research aims to combat human traf cking through the application
of feature engineering and machine learning, but it is essential to remain vigilant regarding
the ethical implications of our work. Balancing the potential for positive impact with the
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risk of misuse requires an unwavering commitment to ethical principles, transparency,
and ongoing dialogue with stakeholders. Ultimately, our goal is to contribute to the global
ght against human traf cking while minimizing harm and protecting the rights of all
individuals involved.
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CHAPTER

4

DECISION TOOLS FOR IDENTIFYING
KIDNEY AT HIGH DISCARD RISK

4.1 Introduction

Kidney transplantation (KT) is a life-sustaining treatment for patients with end-stage kidney
disease. Nearly 80% of KTs are performed using organs from deceased donors (Lentine
et al. 2022). Nevertheless, the demand for kidney transplants exceeds the supply, with over
92,000 U.S. patients currently on the waiting list for one of approximately 20,000 deceased-
donor kidneys per year (Lentine et al. 2022). Despite their shortage, more than 20% of
the donated kidneys are discarded (Li et al. 2021). Organ quality plays a crucial role in
the substantial number of discarded organs. In this chapter, we develop a risk assessment
framework to identify procured kidneys with high risk of discard. The proposed framework
can help clinical decision-makers make timely interventions to increase the transplantation
likelihood of such organs.
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4.1.1 Background

To increase the utilization and expedite the placement of less-than-ideal kidneys, organ
procurement organizations (OPOs) can deviate from the match-run process and make out-
of-sequence offers to transplant centers. Recent updates in the kidney allocation system
have inadvertently delayed the placement of local kidneys (OPTN 2023), which in turn has
further prompted the need for making exceptions when allocating hard-to-place kidneys.
However, allocation exceptions may exacerbate the existing inequalities in organ access
in the absence of clear guardrails (Hanaway et al. 2020; Lynch and Patzer 2019). Hence,
the early prediction of kidneys requiring additional effort or interventions for successful
placement is crucial to inform allocation decisions. The integration of these predictions
into the allocation system could help guide exception offer decisions, thereby addressing
concerns over fairness and equity.

The Kidney Accelerated Placement(KAP) was a pilot project launched in July 2019 to
identify hard-to-place kidneys and allocate them to transplant centers with a track record
of accepting those organs (Cooper et al. 2019; Schold and Segev 2012). However, the KAP
project failed to increase utilization due to shortcomings including:

(i) the lack of necessary details in the de nition of “hard-to-place" kidneys that is used
to select organs for accelerated placement, and

(i) delayed acceleration of placement until kidneys have been rejected by multiple lo-
cal and regional transplant programs is an intervention that might be too late to
signi cantly improve utilization (Noreen et al. 2022).

Our study addresses these shortcomings by proposing modeling approaches that can be
used to identify kidneys at high risk of discard at the earlier stage of the match run process,
facilitating earlier interventions through accelerated interventions and placement.
Transplant decision-makers and clinicians often rely on the Kidney Donor Risk In-
dex (KDRI) and Kidney Donor Pro le Index (KDPI) to evaluate kidney quality and predict
longevity, both of which subsequently impact acceptance probability (Noreen et al. 2022).
KDRI measures the relative post-transplant graft failure risk associated with a deceased
donor kidney, and KDPI maps KDRI to a cumulative percentage scale. Because kidneys
with a KDPI  85% have inferior quality and longevity, they also experience a higher dis-
card likelihood. The KAP project considered KDPI 80% as one of the main criteria for
triggering placement interventions. However, this metric is primarily designed to predict
post-transplant graft failure risk, thus can be misleading about the discard risk. In Figure
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4.1, the analysis of deceased donor kidneys in the U.S. reveals that a signi cant portion

of kidneys with KDPI < 85% are discarded, while many kidneys with high KDPI are still
transplanted.

Figure 4.1: Percentage of deceased donor kidneys recovered for transplantation between

2016 and 2021 that are discarded (light gray) or transplanted (dark gray) with respect to
KDPI.

4.1.2 literature Review

Recent studies have proposed discard risk modeling as an alternative to heuristic decisions
based on the KDPI  85% criterion (Mehrotra et al. 2020). Massie et al. (2010) and Marrero
et al. (2017) developed logistic regression models that can outperform KDRI in discard risk
estimation. Their models provide insights into the impact of different donor characteristics

on the discard risk. Barah and Mehrotra (2021) developed machine learning models, such
as random forest, gradient boosting tree, and neural networks, to estimate kidney discard
risk. While these models demonstrated good predictive performance, they have three
major downsides. First, Massie et al. (2010) and Marrero et al. (2017) dont consider the
widely used and well-established KDRI (or KDPI) as a variable. KDRI (or KDPI) is one of
the most important metrics for clinicians to look at when making decisions about organ
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placement. Second, they include a large number of model variables, which may hinder
their interpretability and practicality (Rudin 2019). It is critical for healthcare providers
and policy-makers to understand and justify discard risk estimates before using them for
interventions (Linardatos et al. 2020). This accentuates the need for discard risk models
that are both accurate and simple, consisting of a small number of variables. Finally, the
existing discard risk prediction models only consider donor and kidney level characteristics,
neglecting to integrate the impact of Organ Procurement Organization (OPO) related factors
on the disposition of deceased donor kidneys (Doby et al. 2022) and the elapsed ischemia
time on the quality of procured kidneys.

4.1.3 Obijectives

The objective of this study is to develop machine learning models that can predict the
discard risk of deceased donor kidneys in the early phases of the match run. This will enable
timely placement interventions aimed at reducing kidney discard rates, thus maximizing
the potential for bene cial utilization of previously discarded kidneys. We rst propose par-
simonious, easy-to-use discard risk prediction models, which consist of KDRI and a small
number of additional variables. We then develop benchmark prediction models without
using KDRI/ KDPI. Our computational experiments show the competitive performance of
the proposed models and provide insights into OPO-level organ procurement and place-
ment characteristics. In particular, we nd that OPO-level factors play a signi cant role
in determining the disposition of kidneys with similar quality. Furthermore, we observe
a signi cant variability in the proportion of high-(discard) risk organs procured by OPOs
with similar size in terms of total kidney procurement.

4.2 Data Preparation

We obtained the raw deceased donor data set between January 2016 and September 2021
from the United Network for Organ Sharing (UNOS). The data set includes detailed records
for 61,320 donors who have at least one kidney recovered for transplantation. We also
have access to Potential Transplant Recipient (PTR) data for the same time period, which
consists of all kidney offers made to the walitlisted patients in the US. The PTR data records
the match run submission time for each donor, which is used to impute ischemia time

in our study. 110 donors do not have recorded match run submission time. We removed
these donors, and 61210 donors remain in our study. Each entry of the deceased donor
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data contains information encompassing demographic characteristics, physical properties,
as well as medical information such as laboratory values and comorbidities. We compiled a
list of variables related to kidney discard from the literature (Massie et al. 2010; Marrero et al.
2017; Barah and Mehrotra 2021). Kidney transplant nephrologists on our team corroborated
these variables and also suggested additional ones. Overall, 36 variables were included in
our analysis:

» Donor variables (26): Age, height, BMI, creatinine, KDRI, gender, ethnicity, blood type,
cause of death, diabetes status, DCD indicator, history of cancer, history of cigarette,
history of hypertension, history of myocardial infarction, history of cocaine, history
of intravenous drug use, history of other drug, CMV, HCV NAT, HBV CORE, CDC risk
HIV, insulin, protein in urine, ARGININE, coronary angiogram

« Kidney variables (7): Biopsy indicator, double kidney indicator, pump indicator, per-
centage of glomerulosclerosis, interstitial brosis level, vascular change level, discard
reason code

» Other variables (3): OPO center code, clamp time, agonal time

Table C.1 in the supplement C lists all variables and their descriptions. These variables are
used to generate an observation vector for each kidney where two kidneys from the same
donor were treated as two separate observations (Figure 4.2).

4.3 Methods

4.3.1 Variable Creation

We utilized the initial set of variables to create new, more relevant metrics for assessing
the risk of kidney discard. Speci cally, we computed Cold Ischemia Time (CIT) and Warm
Ischemia Time (WIT) for each kidney, considering that prolonged CIT and WIT are known to
adversely affect graft function and have a substantial impact on long-term transplantation
outcomes (Debout et al. 2015; Kami Aska et al. 2016), and transplant centers carefully
evaluate these metrics when responding to kidney offers. For kidneys from DCD donors,
we calculated WIT as the gap between agonal time and the clamp time. Additionally, we
calculated the CIT at the rst match run creation (referred to as CIT onset) as the gap
between the clamp time and the rst match run creation time. We set this variable to zero

if the clamp time occurred after the rst match run creation.
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Figure 4.2. The procedures for creating the kidney level dataset. Numbers inside the square
brackets and parentheses indicate the number of donors and kidneys, respectively.

Double kidney transplantation is a surgical procedure in which both kidneys from a
single donor are transplanted into a single recipient. This approach is employed when
the donor kidneys are smaller in size, as is often the case with infant donors, or when
individual kidneys from donors are considered less suitable for transplantation. Speci cally,
en-bloc kidney transplantation is a procedure where two small kidneys from a donor
weighing less than 18 kg are transplanted into one recipient. In contrast, dual (or 2-for-
1) kidney transplantation involves transplanting both kidneys from a donor weighing
equal to or more than 18 kg, which are individually less suitable for transplantation. These
procedures can increase the utilization of kidneys that would otherwise be discarded. In
our dataset, we observed that en-bloc kidneys exhibit a lower risk of discard (odds ratio
of 0.77), whereas dual kidneys carry a higher risk of discard (odds ratio of 2.72), as shown
in Table 4.2. To account for this disparity, our models incorporate two indicator variables,
namely iISEnbloc and isDual .

Our preliminary analysis also underscored the role of Organ Procurement Organizations
(OPOs) in the disposition of marginal kidneys, primarily those with KDPI scores greater
than or equal to 85%. Figure 4.3 demonstrates the disparities among OPOs, where each data
point represents an individual OPO, and the x and y axes denote the transplantation per-
centages for all kidneys and for all marginal kidneys procured at each OPO, respectively. The
distribution of data points demonstrates a distinct contrast: some OPOs (green data points)
exhibit a higher likelihood of successfully allocating marginal kidneys for transplantation,
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Figure 4.3: Impact of OPO centers on the disposition of marginal kidneys. Categorizing
OPO centers into ve clusters to account for their impact.

while others (purple data points) procure marginal kidneys with a lower transplantation
rate. This preliminary observation prompted the use of k-means clustering to categorize
OPOinto ve unique clusters. This classi cation aided in generating indicator variables to
assess the aggregate in uence of OPOs on kidney disposition.

4.3.2 Missing Data Imputation and Data Exclusion

Our data included variables with unspeci ed categories or categories that were unlikely to
have a signi cant impact on the nal disposition of recovered kidneys (e.g., blood types A,
Al, and A2). We consolidated those categories based on guidance from kidney transplant
surgeons within our team (see Table C.2). We corrected the observed creatinine values
above 20 in six kidneys by replacing them with the value of 20. Missing values of BMlIwere
imputed if the weight and height of the donor were available. Missing values of  WIT and
initial_CIT were replaced using the respective medians of the observed values. Kidneys
with any remaining missing values after these steps were excluded from the analysis (1.2%
of kidneys, 1406 kidneys).

Additionally, we excluded two kidneys with WIT exceeding 24 hours, deeming these
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extreme values as potential outliers that could skew our results. Kidneys can be discarded
for reasons unrelated to kidney or donor characteristics; including these in our analysis
might negatively impact prediction performance. Thus, we excluded kidneys discarded
due to being “not as described" (discard reason code 613, 0.05% of kidneys, 60 kidneys), or
if “the recipient determined to be unsuitable for transplantation in the operating room"
(discard reason code 615, 0.06% of kidneys, 76 kidneys). We also excluded any categories
for variables considered in our analysis if they contained fewer than 20 observations, as
outlined in Table C.2.

4.3.3 Modeling Approaches

We utilized two modeling approaches to predict the discard risk. The rst approach con-
siders several machine learning models. Speci cally, we used the logistic regression (LR)
and random forest (RF). Logistic regression is a parametric model, while random forest is a
non-parametric model. For the second type, we considered a risk scoring-based model,
RiskSLIM (Ustun and Rudin 2019b). A risk score is an interpretable linear classi cation
model that enables users to predict the risk based on simple arithmetic operations. Risk
scores have been widely used in healthcare to evaluate the risk of patients for developing
critical medical conditions (Zimmerman et al. 2006; Bellomo et al. 2004; Wijdicks et al. 2005;
Vincent et al. 1996) and mental illness (Hall 1995; Kessler et al. 2005). RiskSLIM model can
learn optimal integer scores for a certain number of variables speci ed by the user. The
resulting models provide a risk score, s, and an associated discard risk, Py =(1+e S) 1, for
each deceased donor kidney.

4.3.4 Variable Settings

Using different transformations of variables impacts the prediction performance and the
way model results are conveyed. For example, binary variables stress the existence of a
condition, continuous variables consider the quantity, and spline variables can account for
the nonlinear effects of variables. We explored two different transformations for continuous
variables when using the proposed modeling approaches. Inthe rstsetting (S1), we keptthe
original continuous variables, and used splines to incorporate their nonlinear effects. In the
second setting (S2), we categorized each continuous variable, thereby potentially promoting
interpretability at the predictive power's expense. Table 4.1 illustrates the transformations
applied to continuous variables in S1 and S2.
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Table 4.1: Conversion of continuous variables in two settings. The values in the square
brackets under the variable names are used for normalization when using RiskSLIM model.
The normalized values are calculated by dividing the original continuous (spline) value by
the corresponding value. The corresponding variable is not normalized if there is no listed
value in the square bracket.

Notes. Example spline calculation: Consider age and height, which are continuous variables.
Assume that we want to add the right linear spline variable at age  55. For the donor i with age
A, the right linear spline variable takes the positive part of  (A; 55). Similarly, if we want to add
the left linear spine variable at height 160, the variable takes the positive part of (160 H;) for H;
denotes the donor height.

4.3.5 Prediction Models

We proposed two types of kidney discard risk prediction models for each modeling approach.
The rsttype considers incorporating the well-established KDRI metric and a small number
of additional variables to facilitate a simple and easy-to-use risk assessment by leveraging
the capability of KDRI. In the case of logistic regression, we utilized variables in setting
S1, incorporating spline variables to account for non-linear effects that logistic regression
may not capture, thus enhancing prediction performance. Initially, we trained a model
using all variables in setting S1 and KDRI, subsequently identifying the top ve, seven, and
nine important variables in addition to KDRI based on variable coef cients. Following this,
we retrained models using these identi ed sets of variables alongside KDRI. Speci cally,
we utilized six, eight, and ten variables to develop risk prediction models. We followed
a similar approach for random forests, excluding the use of variables in setting S1 and
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instead utilizing the original variables, as random forests inherently accommodate non-
linearity when constructing decision trees. For the risk-scoring approach, we employed
variables in setting S2 and KDRI to train models as binary variables could further enhance
the interpretability of the scoring model. RiskSLIM provides automatic variable selection.
We set the maximum number of selected variables to ten and used the RiskSLIM to optimize
the scoring model for a two-hour time limit.

The second model type is designed to serve as benchmark prediction models without
relying on KDRI. These models focus on building prediction models for kidney discard
risk using all collected variables rather than repurposing or adjusting KDRI. Speci cally,
we trained logistic regression, random forest, and risk score models using variables from
setting S1, the original variables, and variables from setting S2, respectively. In the case
of logistic regression and random forest models, all variables were incorporated. For the
risk score model, we limited the maximum number of selected variables to 20 to expe-
dite optimization. We conducted comparisons between the two proposed model types,
examining their performance across various approaches. We also evaluated their predictive
performance against using KDRI as the sole determinant of kidney discard risk.

We performed ve-fold strati ed cross-validation and evaluated performance using
the receiver operating characteristic (ROC) curve and the precision-recall (PR) curve. The
area under the ROC curve (AUC-ROC) measures each model's ability to distinguish be-
tween transplanted and discarded kidneys. Precision and recall are also critical metrics
for prediction performance. Precision is equivalent to Positive Predictive Value (PPV); it
represents the ratio of correctly predicted discarded kidneys to the total number of kidneys
predicted as discard. Recall is equivalent to sensitivity; it represents the ratio of correctly
predicted discarded kidneys to the actual number of discarded kidneys. As there is a trade-
off between precision and recall, the proposed models can achieve higher recall, becoming
more pro cient in predicting discarded kidneys, at the cost of more false positives (i.e.,
transplanted kidneys predicted as discard) by lowering the decision threshold. We plotted
the PR curve for each model to visualize this trade-off across all potential thresholds and
calculated the area under the PR curve (AUC-PR). We also presented the variables selected
in the machine learning and risk score model and discussed their interpretability. Lastly,
we analyzed kidneys identi ed as high-risk by our proposed models and provided insights
into OPO-level organ procurement and placement characteristics.
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4.3.6 Prediction Scenarios

Our objective is to predict kidney discard risk early in the allocation process. While the
majority of variables considered in our analysis are accessible prior to the onset of the
match run, several crucial biopsy-related variables, such as glomerulosclerosis, interstitial
brosis, and vascular change, may only become available during the match run. In our
data set, approximately 2.8% of kidneys have biopsy results available at the beginning
of the match run. Nevertheless, biopsy results are known to play a major role in kidney
discard (Mohan et al. 2018; Husain et al. 2022) and more than half of the recovered kidneys
undergo biopsy (Husain et al. 2022; Lentine et al. 2019). Recognizing the signi cance of
biopsy-related variables and their potential impact on kidney discard, we built and evalu-
ated prediction models both with and without these biopsy-related variables. In practical
settings, clinical decision-makers can transition to the model that incorporates biopsy data
for a more comprehensive risk assessment once biopsy information becomes available.
In the results section, we thoroughly present the model's performance, considering the
inclusion and exclusion of biopsy-related variables.

4.4 Results

4.4.1 Overview of Study Population and Variables

Figure 4.2 outlines the data preparation process. From an initial pool of 119334 kidneys
procured from 61210 donors, we applied four exclusion criteria, which led to the removal

of 1587 kidneys (1.33%). The resulting data set contains 94057 transplanted (79.9%) and
23690 discarded (20.1%) kidneys. The univariate analysis results are summarized in Table
4.2. Every variable, except blood type B, demonstrated statistically signi cant odds ratios
for discard. For instance, the odds ratios associated with Warm Ischemia Time (WIT) and
Initial Cold Ischemia Time (CIT) were 2.30 and 1.06, respectively, indicating an increase in
discard risk by 130% and 6% per hour increase in WIT and CIT, correspondingly.

4.4.2 Prediction Performance

Figure 4.4 presents the ROC and PR curves when biopsy results are considered in the
proposed prediction models. For each modeling approach, using KDRI and a small number
of additional features can yield competitive prediction performance as the models that
are trained using all available or a large number of variables. In particular, the risk score
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Table 4.2: The results of the univariate analysis (N = 117747). For continuous variables,
the mean value is reported. For binary and categorical variables, the percentage of kidneys
in each category is reported. The highlighted categories are used as the reference group
when calculating the odds ratio for discard.

model that considers KDRI and binary variables can perform better than its benchmark,
which considers at most 20 variables. Figure 4.5 displays and compares the prediction
performance of different modeling approaches when extending KDRI with nine variables.
The random forest exhibits the best performance, followed by the logistic regression and
risk score approaches, and nally by KDRI. Table 4.3 reports the number of false positives
prevented by each model compared to KDRI. For example, using the risk score model
rather than KDRI for discard risk assessment at recall level 0.5 could correctly predict
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and potentially "rescue" around 12,000 discarded kidneys. This approach also prevents
over 3000 transplanted kidneys from being incorrectly classi ed as high discard risk, thus
avoiding unnecessary interventions. The advantage of the proposed risk assessment models
over KDRI becomes even more pronounced at higher recall levels when the decision-maker
aims to rescue a larger proportion of the discarded kidneys.

Table 4.3: The number of false positives avoided by proposed prediction model compared
to using only the KDRI once biopsy information are available. Recall represents the faction
of all discarded kidneys that are correctly classi ed.

Recall | RF(KDRI+9 Variables) LR(KDRI+9 Variables) RS(KDRH Max 9 Variables)
0.5 5528 3501 3396
0.6 8576 4721 4336
0.7 12368 5933 5597
0.8 16206 7542 7151

Figure 4.6 and Figure 4.7 illustrate the prediction performance of proposed models (i.e.,
ROC and PR curves) when biopsy results are not available. These models can be used when
the biopsy is not performed, or the results are still pending. We also display the table (see
Table 4.4) that reports the number of false positives prevented by each model compared to
KDRI when excluding biopsy information. Although the predictive performance of each
model reduce in this case, the observations and conclusions are consistent.

Table 4.4: The number of false positives avoided by proposed prediction models compared
to using only the KDRI. Recall represents the faction of all discarded kidneys that are
correctly classi ed.

Recall | RF(KDRI+9 Variables) LR(KDRI+9 Variables) RS(KDRH Max 9 Variables)
0.5 5739 1395 1105
0.6 9078 2202 1916
0.7 13694 3151 2657
0.8 17136 5033 3425
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(a) ROC curves of Random Forest Models (b) PR curves of Random Forest Models

(c) ROC curves of Logistic Regression Models (d) PR curves of Logistic Regression Models

(e) ROC curves of Risk Score Models (f) PR curves of Risk Score Models

Figure 4.4: The ROC (left) and PR curves (right) for different modeling approaches once
biopsy-related information are available. The area under the curve of each model is
reported in the legend
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Figure 4.5: The ROC (left) and PR (right) curves for KDRI extension models once
biopsy-related information are available. The area under the curve of each model is
reported in the legend.

Table 4.5: Variables selected by random forest, logistic regression, and risk score models.
The last column displays integer points of selected variables and the intercept for the risk
score model.

Random Forest Logistic Regression Risk Score
1 KDRI KDRI KDRI 3
2 Creatinine HCV NAT - Positive Has Diabetes >10 Years 1
3 Age Creatinine >2 Spline Creatinine >2 1
4 | History of Hypertension - Yes Creatinine >1 Spline WIT >1 Hour 1
5 Arginine - Yes Ethnicity - Asian Initial CIT >5 Hours 1
6 BMI Cause of Death - Anoxia Ethnicity - Asian 1
7 History of Cigarette - Yes DCD - Yes Ethnicity - African American -1
8 DCD - Yes Creatinine Intercept -6
9 Coronary Angiogram - Yes Has Diabetes >10 Years
10 Height OPO Cluster 3

4.4.3 Selected Variables by Each Model

We list the variables each risk prediction model selects when excluding and including
biopsy-related variables in Table 4.5 and Table 4.6, respectively. We observe that most
variables in Table 4.5 are embedded in the KDRI calculations, demonstrating that the KDRI
metric can be adjusted to improve the kidney discard prediction. Additionally, we notice
that OPO cluster 3 is selected in the logistic regression model, and two temporal features
are selected in the risk score model. When including biopsy information for risk prediction,
those biopsy-related variables, such as glomerulosclerosis and interstitial brosis, emerge
as important variables (see Table 4.6).
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