
ABSTRACT

RAVI, JOHN JOASH. Toward Scalable Middleware for Shared HPC Resources. (Under the
direction of Michela Becchi).

Exascale HPC systems often utilize accelerators like GPUs to accelerate entire or parts of

applications. Often, large-scale applications struggle to use the available resources fully. This

work investigates methods to improve system utilization by co-scheduling multiple workloads

on heterogeneous systems. We identify issues that can arise with resource sharing and pro-

pose strategies to deal with contention. To improve overall throughput, we propose multiple

runtime systems that utilize available compute units and data paths with novel scheduling

algorithms. We aim to reduce the complexity of using large-scale systems with compute and

I/O heterogeneity.

We design one such runtime system for concurrent kernel execution on GPUs, a technique

that can improve resource utilization and system throughput. Current GPUs support Unified

Virtual Memory (UVM), which provides a virtual memory abstraction with demand paging to

increase programmability and meet the increasing memory requirements of data-intensive

applications. However, performance degradation can occur when applications with competing

memory requirements share GPU resources due to memory page thrashing. To address this, we

propose three methods to transparently mitigate memory interference through kernel preemp-

tion and scheduling policies, which we implement in our own GPU runtime system (PILOT) as

an alternative to NVIDIA’s Multiple Process Service (MPS). Our scheduling policies and runtime

hints show a significant improvement in throughput when memory is oversubscribed.

In addition, we explore utilizing a more efficient GPU I/O datapath by integrating NVIDIA

GPUDirect Storage (GDS) with HDF5, a popular I/O library at NERSC and DOE leadership

computing facilities, to eliminate the need to use host memory as a buffer for data transfers

between GPU memory and the file system. Parallel I/O is another effective method to op-

timize data movement between memory and storage for many scientific applications. We

systematically study various factors affecting the performance and efficacy of asynchronous

I/O and develop a performance model to estimate the aggregate I/O bandwidth achievable by

iterative applications using synchronous and asynchronous I/O. We evaluate the performance

of the recently developed asynchronous I/O feature of HDF5 using benchmarks and real-world

science applications.

Finally, we introduce Runway, a runtime framework that enables computation on in-transit

data with an object storage abstraction. Runway is a culmination of our work on compute

resource sharing on GPUs and utilizing efficient datapaths. In this work, we use Runway to



study methods to offload data compression operations to available processing units based on

latency and throughput. We extend our analysis to multiple heterogeneous compute units,

including multi-core CPU, GPU, and DPU.
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CHAPTER

ONE

INTRODUCTION

An investment in knowledge pays the best

interest.
—Benjamin Franklin

1.1 Motivation

1.1.1 Co-scheduling compute on GPUs

In the last decade, there has been a shift towards using accelerators, such as GPUs, for general-

purpose computation. NVIDIA’s GPU application catalog NVIDIA (2022) currently lists over 600

GPU-accelerated applications from a variety of domains: astronomy, astrophysics, genomics,

climate modeling, molecular dynamics, machine learning, and computational finance, to

name a few, making it evident how GPGPUs have become a commodity used to accelerate

disparate workloads. GPUs are nowadays widely used on HPC clusters. As of June 2021, six of

the top ten supercomputers include a large number of GPUs for general-purpose computation

Top500 (2022). For example, Summit (at Oak Ridge National Laboratory) is equipped with

27,648 NVIDIA Volta V100s.

Thanks to the ability to fit an increasing number of GPUs in a single system, the single-node

performance has dramatically increased. NVIDIA was able to fit eight P100s in a single system

with DGX-1 offering an aggregate peak performance of 74.4 TFLOPs just with GPUs, and sixteen

V100s in a single system with DGX-2 resulting in a GPU peak performance of 224 TFLOPs. Even

the computational power of a single GPU has been increasing from NVIDIA P100 with 9.3

TFLOPS to NVIDIA V100 with 14 TFLOPS. To fully utilize these computational resources in
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both single node and HPC cluster environments, programmers need to efficiently map their

workload to GPUs using CUDA or other high-level programming models such as OpenACC,

and they need to scale their workload effectively. The effective use of the GPU resources in

cluster environments shared by a large number of users is not a trivial problem. In the absence

of virtualization, a full GPU is typically allocated to an application process, no matter the size

of its workload. This can lead to resource underutilization. The scheduling problem is further

complicated when a single program runs multiple MPI processes.

Current GPUs do not offer any runtime scheduling at the operating system level, but they

do support time sharing by applications. Time-sharing, however, does not allow kernels issued

by different processes to run concurrently on a single GPU. A full context switch is required

to ensure security and consistency. Multiple research projects Ravi et al. (2011); Becchi et al.

(2012); Gupta et al. (2009) have proposed a virtual GPU abstraction, allowing programmers to

transparently use a single GPU as if it were multiple GPUs. In order to allow concurrent kernel

execution across processes, NVIDIA has introduced a runtime system called Multiple Process

Service (MPS) NVIDIA (2019). MPS can be used in HPC in combination with cluster workload

managers (e.g., Slurm) to allow more flexible and efficient scheduling of MPI jobs. MPS, however,

does not provide QoS guarantees and mechanisms to control resource contention.

In order to facilitate programming and meet the increasing memory requirements of data-

intensive workloads, NVIDIA GPUs offer Unified Virtual Memory (UVM) support to applications

through CUDA which is a general purpose computing API for NVIDIA’s GPU. This feature

provides a virtual address space encompassing the physical memories of the CPU and the GPUs

on a compute node, as well as full virtual memory support with demand paging since CUDA 8.

Thanks to demand paging and migration, programmers no longer need to manually partition

the application’s data set to fit it into the available GPU memory and explicitly stage memory

transfers between CPU and GPU. In addition, by relaxing memory utilization constraints, this

feature provides more opportunities for sharing a GPU among processes and applications. This

can be particularly beneficial for iterative applications, with each kernel invocation utilizing

only a fraction of the application’s data set. While in its early stages, UVM had a non-negligible

performance cost Landaverde et al. (2014), UVM support has been progressively improved, and

nowadays, on data sets fitting the GPU memory capacity UVM offers performance comparable

to explicit data transfers between CPU and GPU, especially for applications exhibiting regular

memory access patterns Sakharnykh (2017). However, GPU memory oversubscription comes

at a performance cost, in some cases significant, even for kernels and applications running in

isolation on a GPU Li et al. (2019); Ganguly et al. (2019, 2020); Kim et al. (2020). This problem

can be exacerbated in the presence of inter-application concurrency. Indeed, our experiments

show that a kernel can drastically hinder performance of co-running kernels by triggering a
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large number of page faults.

1.1.2 CUDA Unified Virtual Memory Support

Compute Unified Device Architecture (or CUDA) provides an API to utilize NVIDIA’s GPUs

for general-purpose computing. Since CUDA 8, GPU architectures offer full unified virtual

memory (UVM) support. Not only does this functionality allow CPUs and GPUs to share the

same memory address space, it also avoids the need for explicit data transfers between CPUs

and GPUs or among multiple GPUs within a system. Starting from the Pascal architecture, the

UVM kernel driver provides demand paging support and takes care of handling the page faults

when memory is first accessed by the CPU or a GPU. When memory is transferred to the GPU, a

hardware-based page fault handler manages page faults for device memory. The same pointers

can be used to access CPU (host) memory and GPU (device) memory. Thus, the page handling

of the memory allocated by cudaMallocManaged (CUDA UVM’s memory allocation primitive)

is all taken care of by the NVIDIA UVM driver.

By default, the CUDA runtime associates a CUDA context to each CPU process. Just as

traditional virtual memory conventions, the UVM scheme adheres to each CUDA context

having its own process address space. So, a CPU thread can only access the UVM memory of

another CPU thread if they both share the same CUDA context. While the CUDA driver API

allows an application to have more than one CUDA context per process, CUDA contexts are

not allowed to be shared by multiple processes. In other words, an application would need to

rely on inter-process communication (IPC) to share any data across processes. There has been

some research exploring adding support for a GPU version of mmap; however, they rely on

NVIDIA UVM Driver and Linux Kernel modifications Garg et al. (2018); Brokhman et al. (2019).

1.1.3 Asynchronous I/O Challenges

Asynchronous I/O has the potential to improve application performance by overlapping compu-

tation and I/O transfers and can be particularly beneficial for iterative applications alternating

computation and I/O phases. The benefits of asynchronous I/O depend on application and

system characteristics (number and duration of computation and I/O phases, data transfer

setup costs, etc.). Existing data management libraries and recent programming languages pro-

vide the necessary tools to implement asynchronous I/O on these systems; however, profiling

and identifying the effectiveness of such methods has become difficult due to application

and system complexity. All these challenges motivate the need to provide a transparent and

adaptive asynchronous I/O interface to automatically enable asynchronous I/O when needed

without placing the burden on application developers. A first step towards this overarching
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goal is obtaining a thorough understanding of asynchronous data movement. In this work,

we aim to answer some of these challenges by introducing a performance model to decide

whether an I/O phase would benefit from asynchronous I/O.
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CHAPTER

TWO

BACKGROUND AND RELATED WORK

To develop a complete mind: Study the science of art;

Study the art of science. Learn how to see. Realize

that everything connects to everything else.

—Leonardo da Vinci

2.1 GPU Multi-Process Services

NVIDIA’s Multi-Process Service (MPS) is a runtime system that enables multiple CPU processes

to run kernels concurrently on a single GPU. MPS has been designed to enable multi-process

applications (e.g., MPI jobs) to share a GPU. When running, this service transparently intercepts

any CUDA calls issued to the CUDA runtime, and it creates one global CUDA context shared

by all the processes that it intercepts. This avoids the need for switching CUDA contexts when

running multiple processes (time sharing), and it allows processes to share GPU data without

performing IPC (space sharing).

Volta GPUs enable enhanced MPS capabilities. First, Volta MPS allows processes to submit

their work directly to the GPU (rather than passing through the MPS server). Second, it provides

process isolation (i.e., each process has its own GPU address space) and limited provisioning

of GPU resources NVIDIA (2019). Volta MPS aims to implicitly throttle hardware resources

by capping the number of logical resources (threads) for each CUDA context; however, it

does not directly limit access to physical resources such as memory and execution units. We

observed that Volta MPS will not prevent a memory-intensive kernel from causing performance

degradation to co-running kernels since each process still has access to all of the GPU’s on-

device memory bandwidth and PCIe bus bandwidth.
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NVIDIA vGPUs: While offering some performance guarantees, NVIDIA vGPUs incur virtual-

ization overhead and offer limited features do not support all the features without pass-through

enabled, in which the entire GPU will be allocated for a single user or context. Currently, missing

features of vGPUs include Unified Virtual Memory support, profiling, cuda-gdb, and GPUDirect

remote memory access NVIDIA (2020).

GPU Runtime Systems: Previous works have proposed runtime systems to support GPU

virtualization and multitenancy Gupta et al. (2009); Duato et al. (2010); Shi et al. (2012); Ravi

et al. (2011); Becchi et al. (2012); Sengupta et al. (2014), in some cases offering support for

concurrent kernel execution Ravi et al. (2011); Sengupta et al. (2014). However, none of these

systems support UVM and provides memory interference mitigation schemes.

NVIDIA Ampere MIG: The recently released NVIDIA Ampere architecture supports physical

hardware resource partitioning through their Multi-Instance GPU (MIG) feature. Unlike Volta

MPS, MIG can separate GPU’s physical resources, such as cache, DRAM, and execution units,

into multiple GPU instances. With this method, it might be possible to prevent resource-

hungry behavior from hogging GPU resources while ensuring stable application performance

in both single-context and multiple-context setting Krashinsky et al. (2020). However, memory

interference due to oversubscription might still be unavoidable due to the limited bandwidth

between the CPU and GPU memory.

Architectural enhancements: Recent research efforts have proposed architectural enhance-

ments to improve UVM performance and alleviate inefficiencies due to memory oversubscrip-

tion Li et al. (2019); Ganguly et al. (2019, 2020); Kim et al. (2020), as well as hardware preemption

support for GPU. Park et al. (2015); Lin et al. (2016). Due to their nature, these proposals have

been evaluated using cycle-accurate architectural simulators, and they are complementary to

this work.

Runtime optimization for UVM: Li and Chapman Li and Chapman (2019) proposed a set

of compiler-assisted runtime strategies to improve the performance of OpenMP applications

performing GPU offloading with UVM. Differently from PILOT, their focus is on applications

run in isolation. Thus, the proposed runtime does not handle application concurrency and

multiple address spaces and focuses on data placement for a single application.

2.2 Data Management Software Libraries

Data management software, including high-level and middleware I/O libraries, enables portable

performance optimizations across systems and application domains. Hierarchical Data For-

mat version 5 (HDF5), or HDF5, is a popular I/O library and self-describing file format that

provides an abstraction layer to manage data and the metadata within a single file Folk et al.
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(2011). HDF5 is used heavily in various science domains to manage a wide variety of data

models and is used for efficient parallel I/O in HPC simulations and machine learning analyses

Patwary et al. (2015). HDF5 has recently provided a feature called the Virtual Object Layer (VOL)

Byna et al. (2020), to enable HDF5 to support dynamic control of the library at runtime. VOL

allows intercepting the high-level HDF5 public application programming interface (API) and

implementing various optimizations for different types of storage medium, thus enabling bet-

ter data management transparently to the application. The user still gets the same data model

where access is done to a single HDF5 “container”, however, the VOL connector translates from

what the user sees to how the data is actually stored.

A team of researchers have used the HDF5 VOL feature to implement an asynchronous I/O

VOL connector Tang et al. (2021) that enables asynchronous I/O for HDF5 operations using

background threads. This implementation can be compiled as a dynamically linked library

(DLL) and linked to a user’s application directly, remaining separate from the installed version

of HDF5 and making it easy to adopt. The background threads are managed by Argobots, a

lightweight low-level threading framework Seo et al. (2017)). More implementation details of

the VOL connector are available in Tang et al. (2021). Since HDF5 is heavily used by science

applications, in this study we use it to evaluate four large-scale applications utilizing this HDF5

VOL connector that is available publicly1. The scope of this feature, however, is limited to a

single application. Currently, HDF5 exists only as a compiled library with no runtime system

that arbitrates I/O tasks among multiple applications. Adding a daemon-based runtime system

to HDF5 will require a significant rework of core library functionality to ensure proper metadata

handling.

Among the most prominent efforts of asynchronous I/O, POSIX Walli (1995) introduced

asynchronous I/O (AIO) for a process to perform I/O operations alongside computation op-

erations McCall (2017). These “aio_*” functions are available for reading and writing data

asynchronously to the underlying file system. Operating systems, such as Linux provide POSIX

AIO support Bhattacharya et al. (2003). Elmeleegy et al. Elmeleegy et al. (2004) proposed Lazy

AIO (LAIO) routines for converting any I/O system call into an asynchronous call. All these

low-level I/O calls require user involvement in managing dependencies. There have been some

asynchronous I/O efforts at the file system level. For instance, the Light-weight file system

(LWFS) Oldfield et al. (2006) proposes asynchronous I/O support at the file system level. How-

ever, to use the asynchronous I/O entire file system has to be replaced with LWFS, which is

impractical on production-class supercomputing centers that typically use Lustre, GPFS, etc.

that support thousands of users.

In parallel I/O libraries, several I/O overlapping strategies have been explored. Among

1HDF5 Asynchronous I/O VOL: https://github.com/hpc-io/vol-async
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them, Patrick et al. Patrick et al. (2008) and Zhou et al. Zhou et al. (2006) explore overlapping

I/O with computations in the MPI-IO interface Thakur et al. (1999) at the MPI-IO level and

at the application level, respectively. These studies were either performed at small scale or

specific to applications. High-level libraries, such as ADIOS Liu et al. (2014) and HDF5 Tang

et al. (2021) provide asynchronous I/O. In ADIOS, asynchronous I/O is provided using a staging

interface, where data is transferred to staging servers that are supported by Data Spaces Docan

et al. (2010). HDF5’s asynchronous I/O Tang et al. (2021) uses background threads for caching

data either to a memory buffer on the same node where a process is running or to a node-local

SSD. In both these I/O libraries, the staged or cached data is later written to long-term storage

asynchronously. Similarly, Multilayered Buffer System (MLBS) Alturkestani et al. (2019, 2020) is

a recently proposed specialized I/O library for demonstrating the capability of overlapping

I/O with computation phases using background threads. DataElevator Dong et al. (2016)

uses similar strategy of writing to a burst buffer and move the data to a capacity storage

asynchronously.

Proactive Data Containers, or PDC Tang et al. (2018, 2020), is a data management frame-

work, which offers a data object-focused abstraction instead of a file-based storage abstraction.

It is implemented as a runtime system with a set of data management services to perform

automatic data movement and metadata search. PDC implements a client-server architecture

with a set of servers managing data movement across applications. Hence, this framework en-

ables better resource handling especially in workflow-based applications. Although, arbitrarily

increasing the concurrency capacity of PDC with application instances and data servers can

have diminishing performance improvement. Figure 6.1 reports the results of an experiment

where we progressively increase the number of PDC data server instances, with each data

server running the QVAPOR-IO compression kernel on in-transit data. As can be seen, the

system reaches a maximum throughput before saturating the multi-core CPU, and increasing

the number of PDC server instances beyond 5 is not beneficial to performance.

None of these studies looked into asynchronous I/O strategies in a generic fashion or

provided analytical modeling based on factors such as computation time, data size, I/O time,

and overhead of setting asynchronous mechanism. Previous efforts that have focused on

modeling I/O performance on HPC systems Shan et al. (2008); Byna et al. (2008); Meswani et al.

(2010); Behzad et al. (2019); Kumar et al. (2013); Dorier et al. (2014) target prediction of I/O time

using characteristics of application I/O patterns (e.g., contiguous and strided accesses) and

performance tuning parameters (e.g., number of MPI-IO aggregators, file system striping). None

of them, however, include asynchronous I/O in their models and analysis. Although the libraries

described above enable data movement overlapping, they do not motivate the need to switch

between synchronous I/O and asynchronous I/O modes automatically. Our work motivates
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the need to have a runtime analysis of asynchronous I/O and provides a model that can be

easily integrated in existing libraries to determine which I/O mode is beneficial. Our empirical

model uses a history of previous runs and a statistical approach, similar to that of Behzad et al.

Behzad et al. (2019). While Behzad et al. targets only synchronous I/O and focuses on tuning

file system parameters, such as Lustre stripe count and stripe size, we focus on estimating the

aggregate I/O bandwidth achievable by applications with both synchronous and asynchronous

I/O. Our analysis also covers file systems where system parameters (such as stripe size and

stripe count) are automatically configured, such as GPFS on Summit and rely on best practices

for file system parameters based on previous work. Our goal for empirically estimating the

aggregate I/O bandwidth is to decide whether asynchronous I/O will be beneficial over the

ideal observed synchronous I/O.
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CHAPTER

THREE

PILOT: MANAGING MULTI-TENANT GPU UNIFIED MEMORY

FOOTPRINT

Nobody ever figures out what life is all about, and it

doesn’t matter. Explore the world. Nearly everything

is really interesting if you go into it deeply enough.

—Richard P. Feynman

3.1 Introduction

We explore how to address memory oversubscription issues in the presence of concurrency

on current GPU platforms. In particular, we aim to provide a software runtime solution that

allows multi-tenant kernel execution across workload processes while mitigating performance

issues that affect quality of service. In this chapter, we make the following contributions:

• We propose a runtime system, called PILOT, that enables GPU hardware space sharing

with Unified Virtual Memory. PILOT includes support for kernel preemption and can be

used in conjunction with cluster resource managers to allow processes within and across

applications to share computational resources transparently.

• We demonstrate concurrency problems that can result from the oversubscription of

device memory and propose three scheduling policies aimed to share the GPU hardware

resources while mitigating performance degradation due to device memory oversubscrip-

tion. We incorporate these mitigation schemes in PILOT. The first two schemes proposed,

MFit and AMFit, require kernel preemption support while the third one, MAdvise, does

not.
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Figure 3.1 Effect of naïvely scaling utilization of available SMs of various kernels. The experiments
are performed on a Tesla V100 GPU (equipped with 80 SM) using the large datasets in Table 3.2.

• We validate PILOT on a set of applications from the Rodinia Che et al. (2009) and PolyBench-

GPU Grauer-Gray et al. (2012) benchmark suites using Pascal and Volta GPUs, and com-

pare it with Nvidia MPS. Our results show that the proposed scheduling policies are

effective in mitigating memory oversubscription problems, benefitting not only the

execution time of each kernel, but also the overall throughput.

3.1.1 The Case for GPU Multi-Tenancy

NVIDIA GPUs are equipped with parallel compute units called streaming multiprocessors

(SMs). Each SM includes ALU cores and on-chip memory (register file, instruction and data

cache) and is capable of running separate instruction streams. In order to leverage the hardware

resources on a GPU, applications must be highly parallelizable. While the number of compute

cores available on high-end Nvidia GPUs has increased over time, earlier algorithms have not

been optimized for the size and feature set of the latest GPUs. In addition, memory-bound

applications do not significantly benefit from increased compute capabilities. To evaluate the

utilization of modern GPUs, we run a set of applications from Rodinia benchmark suite Che

et al. (2009) and PolyBench-GPU Grauer-Gray et al. (2012) on an Nvidia Tesla V100 GPU. Figure

3.1 reports the performance improvement of utilizing half (40 SMs), three-quarters (60 SMs),

and full (80 SMs) over a quarter (20 SMs) of the GPU. We found that the considered GPGPU

applications experience diminishing performance improvements when scaling the number

of SMs used. Some applications such as 2mm, 3mm, gemm, syrk, and syr2k are memory-

bound instead of compute-bound, so utilizing more SMs just creates more memory contention.

Moreover, gaussian benchmark results in a slowdown when using more than 20 SMs. This is

because gaussian performs many small kernel invocations, and the kernel launch overhead

increases with the number of threads spawned (due to higher GPU resources allocation). This

motivates utilizing a runtime to allow multiple applications to space share the GPU resources.
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Figure 3.2 Speedup offered by MPS and PILOT over the bare CUDA runtime in the absence of mem-
ory oversubscription (y-axis). We run a varying number of concurrent VectorAdd programs (x-axis).
Each VectorAdd instance has a 512MB device memory footprint.

3.1.2 GPU Concurrency QoS Limitations

Figure 3.2 shows the performance benefit of MPS when multiple processes issue work to a

single GPU (Titan Xp for Pascal architecture or Tesla v100 for Volta architecture) concurrently.

In these experiments, we look at the effect of resource sharing in the absence of memory

oversubscription (i.e., with little to no contention). To this end, we run multiple instances of

a simple VectorAdd CUDA program, each instance allocating about 0.5 GB of memory using

UVM. We perform three sets of experiments: one using MPS, one using our PILOT runtime,

and one using the CUDA runtime alone (baseline).

Along the x-axis we vary the number of instances of VectorAdd, while the y-axis reports the

speedup in kernel execution time enabled by MPS and PILOT over the baseline (bare CUDA

runtime). This figure also plots the runtime variance in the form of confidence intervals. As

expected, with only one instance of VectorAdd there is no difference in kernel runtime. However,

by enabling multiple processes to space share the GPU, in the presence of multiple VectorAdd

instances MPS and PILOT lead to a noticeable speedup over the bare CUDA runtime (which

allows only GPU time-sharing).

On both the Pascal and Volta architectures, MPS does not offer quality of service (QoS)

guarantees. While often beneficial, concurrent kernel execution can be prone to problems,

such as one process adversely affecting the performance of other processes. Previous work Ravi

et al. (2011); Sengupta et al. (2014) has focused primarily on contention on on-chip resources,

such as registers and shared memory. Here, we focus on device memory contention, especially

in the presence of UVM. With UVM, a memory-intensive kernel causing a lot of page faults can

dramatically affect the performance of all other kernels sharing the GPU.

To test this behavior, we designed a memory-intensive kernel that runs indefinitely and
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Figure 3.3 Slowdown of VectorAdd kernel when co-run with a memory-intensive kernel over when
running in isolation (y-axis). Along the x-axis we vary the memory footprint of the memory-intensive
kernel. The memory subscription percentage is indicated on top of each bar. In these experiments,
PILOT mitigations are not enabled.

touches as many pages as it can in a short amount of time. The specifics of this kernel are

described in detail in Section 3.3.1. Figure 3.3 shows performance results obtained when vary-

ing the memory footprint of the memory-intensive kernel from 1GB to 5GB to 10GB, and

running it along with an instance of VectorAdd with a working memory size of 512MB. Along

the y-axis we show the slowdown experienced by the VectorAdd kernel when run along the

memory-intensive kernel (i.e., the execution time of the VectorAdd kernel when co-run with the

memory-intensive kernel normalized to its runtime when run in isolation). To demonstrate the

effect of memory oversubscription, in these experiments we do not enable any memory inter-

ference mitigation mechanisms in PILOT. The experiments are performed on a Titan Xp GPU

equipped with a 12GB device memory and a Tesla v100 equipped with 32GB device memory. To

demonstrate oversubscription we reserve a fixed amount of GPU memory using a cudaMalloc

and cudaMemset. By reserving 85% of the available 12GB device memory on the Titan Xp and

32GB device memory on the Tesla v100, we were able to achieve oversubscription with smaller

working memory sizes of our memory-intensive application and VectorAdd application. With a

memory-intensive kernel allocation of 5GB, the device memory is more than 100% subscribed

on both architectures. Thus, when the memory footprint of the memory-intensive kernel in-

creases beyond 5GB, there is a noticeable slowdown in kernel execution time of VectorAdd

under NVIDIA MPS on Pascal, NVIDIA MPS on Volta, and PILOT (with memory interference

mitigation disabled).

In summary, memory interference causes the performance of VectorAdd to be highly af-

fected by the behavior and the memory footprint of the memory-intensive co-located kernel.

During oversubscription of on-device GPU memory, the PCIe bandwidth, shown in Figure 3.4,

severely affects concurrent application performance. Our PILOT runtime aims to provide a

framework to mitigate such hardware contention issues and provide a way to implement more
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effective scheduling policies.
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3.2 PILOT’s Design and Implementation

Since NVIDIA’s MPS is closed source, we chose to implement our own GPU runtime system,

called PILOT. PILOT enables concurrent kernel execution, provides UVM support, and incorpo-

rates mechanisms to manage memory oversubscription among multi-tenant GPU applications.

Like MPS, PILOT acts as an intermediary between applications and the CUDA runtime. PILOT

follows the high-level design of previously proposed GPU virtualization systems Ravi et al.

(2011); Becchi et al. (2012); Sengupta et al. (2014) (although the previous systems do not offer

UVM support and memory-aware scheduling support). Specifically, it intercepts CUDA API

calls invoked by applications, it internally schedules those calls to virtual GPUs (vGPUs), and it

finally issues them to the CUDA runtime.

Figure 3.5 shows the high-level architecture of PILOT. PILOT includes two components:

a front-end library and a back-end daemon. The front-end library (called l i b c ud a r t .s o )

is shared and defines all the function calls that PILOT intercepts; the back-end daemon is a

proxy process sitting between the running applications and the CUDA runtime. CUDA API

calls interception is done by utilizing the LD_PRELOAD environment variable to override calls

to the CUDA runtime. At the start of each program, the front-end establishes a connection

to the back-end daemon through UNIX sockets, and it then uses this connection to redirect

CUDA function calls to the back-end. This front-end/back-end implementation is common
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to runtime systems that operate via function call interception and redirection. The core of

the service is implemented in the back-end. The back-end leverages the use of multiple CPU

threads to concurrently execute GPU applications. Specifically, it associates to each GPU a set

of CPU threads - called vGPUs - whose number is configurable. vGPUs act as proxy threads:

they issue to the CUDA runtime function calls that have been intercepted by the front-end and

redirected to the back-end for scheduling and dispatching. PILOT leverages CUDA streams to

concurrently execute each program, and it associates a non-blocking stream to each vGPU.

This allows for a configurable amount of parallelism. It is important to note the number of

CUDA streams that the GPU can run concurrently is a hardware limitation that depends on the

GPU architecture Harris (2015). Mapping of GPU work to vGPUs is performed by a Scheduling

Thread, which implements the scheduling policies described in Section 3.2.4.

Function call interception allows PILOT to overwrite the application’s behavior. This mech-

anism can be used not only to map and schedule CUDA calls to GPUs, but also to enable

applications encoded to perform explicit CPU/GPU data transfers to seamlessly use UVM.

This, in turn, allows applications to oversubscribe GPU memory. Specifically, PILOT can be

configured to issue a cudaMallocManaged call for each cudaMalloc received, and ignore cud-

aMemcpy calls associated to UVM allocations. To limit the number of page faults and allow

performance similar to explicit CPU-GPU memory copies Sakharnykh (2017), PILOT can be

configured to use prefetching (i.e., issue cudaMemPrefetchAsync calls upon receiving cud-

aMemcpy requests). In case of large allocations, prefetching can be limited to a preset fraction

of the GPU memory capacity.

3.2.1 UVM Support

We note that, in our design, the PILOT back-end is the only process exposed to the CUDA

runtime. As a consequence, the address spaces of the applications are decoupled from the

address space seen by the CUDA runtime (and the GPUs). This, in turn, complicates the

support of CUDA programs utilizing UVM. In order to support UVM, PILOT must handle the

page tables across the CUDA applications’ and the back-end process’s address spaces. With

CPU memory allocations, it is possible to share virtual memory references by using mmap to

create a shared memory. However, we have no control over the implementation of the CUDA

memory allocator. Since each memory address space is tied to a CUDA context, and there is

no CUDA API functionality to share a CUDA context or its memory mappings between the

runtime process and the application processes, we need to maintain a separate copy of the

page tables content which needs to be synced at certain times during execution. To accomplish

this, we incorporate in PILOT a functionality proposed by Garg et al. Garg et al. (2018) to
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Figure 3.5 High-Level Design of the PILOT Runtime Framework

provide checkpoint-restart support for GPU applications. Specifically, they proposed using a

shadow region table (a software-managed page table that maps one or more pages from one

address space to another) to checkpoint UVM-managed data and share memory pages with a

proxy process. Their approach utilizes the Linux segfault handler to track which address space

contains the “latest” copy of the data.

We designed the PILOT daemon to run on the same system as the programs that it intercepts.

This allows us to perform more efficient data copies by using two Linux system calls: process_-

vm_read and process_vm_write. These system calls allow transferring data between the address

spaces of the intercepted application and the PILOT daemon without any intervention from

their respective remote process. Furthermore, the data move directly between the address

spaces of the two processes without needing to pass through the kernel space.

3.2.2 Kernel Preemption

Kernel preemption allows implementation of more complex scheduling policies at the software

level. For efficiency, our runtime would need a low-latency method to preempt long-running

CUDA kernels. However, CUDA (as of version 11.4) does not offer API functions to preempt a

running kernel short of killing the host process that made the CUDA call. CUDA API calls such

as cuStreamDestroy, cuCtxDestroy and cudaDeviceReset result in a blocking stall that causes
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Table 3.1 Overhead of coarse-grain software preemption using the small, medium and large datasets
of Table 3.2. The data indicate the slowdown over preemption-free execution.

Benchmark kernel small med. large
backprop 4.36 1.43 1.17
bfs 2.02 1.44 1.40
hs3d 1.70 1.69 1.66
partfilter 3.75 3.66 2.94
lavamd 1.33 1.01 1.00
nn 2.23 1.26 1.22
gaussian 5.86 3.09 2.40
corr 1.53 1.14 1.08
gesummv 2.64 1.94 1.17
2dconvol 6.85 1.70 1.08
geomean 2.55 1.56 1.33

applications to wait for the running kernel to finish its execution. While GPU architectures

since Pascal support instruction-level preemption, this feature has not been exposed through

the CUDA runtime or driver API.

To achieve software preemption of kernels without manual intervention, we leverage a

dynamic instrumentation tool Villa et al. (2019) to dynamically inject code into CUDA kernels.

We use a global flag set by the PILOT runtime to indicate if the kernel should stop running

and inject in the kernel some code to check the value of this flag and, if set, preempt the

kernel’s execution. We prose two preemption schemes: fine-grain and coarse-grain. The fine-

grain preemption scheme aims to enable instruction-level preemption, and it introduces a

check of the global flag after every instruction in the GPU kernel code. As can be expected, the

runtime overhead of the fine-grain preemption scheme can be very high, making this method

impractical. The coarse-grain preemption scheme aims to reduce runtime overhead for long

running kernels. Typically, long-running kernels include iterating loops. Thus, the coarse-

grain approach inserts preemption checks before backward branches inside the kernel code.

Since checking at every back-edge inside a deeply nested loop might still be too expensive, we

only insert preemption-checks before the back-edge of the outer-most loop inside the kernel.

Algorithm 1 illustrates our instrumentation logic utilizing a nested back-elimination policy.

Kernel preemption introduces two overheads: instrumentation and runtime overhead. The

former can be ignored, since the kernel code can be instrumented one time before running

the application. The runtime overhead depends on two factors: the number of instructions

injected in the kernel and the location of those instructions. Table 3.1 shows the slowdown in

kernel execution caused by coarse-grain preemption when utilizing a quarter of available SMs
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on an NVIDIA v100 GPU. In our experiments the fine-grain software preemption technique

incurred a 15-80x slowdown even for GPU kernels without loops. For kernels with loops, such

as 2d convolution, we noticed slowdowns up to 5000x. As can be seen, this method introduces a

limited overhead, which tends to decrease as the data set size and the kernel runtime increase.

Given its reduced overhead, we utilize the coarse-grain software preemption scheme to enable

the MFit and AMFit mitigation policies in PILOT.

Algorithm 1 Coarse-Grain Injection for Kernel Preemption

1: Subroutine 1–Find Basic Blocks with back edges O (m )
2: for each b b in CFG do
3: if (b b .l a s t _i n s t r isa Branch) and (b b .l a s t _i n s t r.P C ≥ b b .l a s t _i n s t r.t a r g e t ) then
4: B E d g e s .insert(b b .l a s t _i n s t r )
5: end if
6: end for
7: Subroutine 2–Eliminate all nested loops O (n 2−n )
8: for each e d g e A in B E d g e s [0 : n ] do
9: for each e d g e B in B E d g e s [0 : e d g e A) do

10: if e d g e A.P C > e d g e B .P C and e d g e A.t a r g e t ≤ e d g e B .t a r g e t then
11: B E d g e s .remove(e d g e B )
12: break
13: end if
14: end for
15: end for
16: Subroutine 3–Insert preempt check for non-nested loops O(p)
17: for each e d g e in B E d g e s do
18: e d g e .insert_before("preempt_check")
19: end for

Checkpoint-Recovery Support

Kernel preemption is complicated by the need to checkpoint-recover intermediate data. Some

GPU kernels modify data in place (for example, consider a vectorAdd kernel that computes A =

A+B ). Preempting such kernels can leave the data in an inconsistent state. Furthermore, due

to address aliasing in the C language, it can be difficult to identify such kernels automatically.

A safe method would be to checkpoint all input data before launching the application and

to recover such data when a kernel is preempted. The use of shadow region tables in PILOT

allows us to implement such a feature. In general, a checkpoint-recovery based preemption

scheme for CUDA applications can be achieved by terminating the running kernel (using our

software preemption method) and overwriting resident data in the GPU memory buffer with a
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copy from the CPU memory buffer.

Producer-consumer relationships between kernels require check-pointing intermediate

data on the CPU. Since UVM-enabled kernels share pages with the CPU memory, the shadow

page table keeps the unmodified data before the kernel launch. We synchronize these shadow

regions with the GPU data after successful completion of a kernel and upon stream synchro-

nization events. When we relaunch a CUDA kernel after preemption, we copy data from the

shadow region tables again to achieve a proper restart. Without this extra copy of the data, a

UVM-enabled CUDA kernel would not be able to restart its computation due to the corruption

of committed mid-running values.

Avoiding Checkpoint-Recovery Overhead

This checkpoint-recovery support can introduce additional latency. This overhead can be

avoided in certain cases. If we can determine that an application does not modify any input

data and has no side effects (referred to as “pure function”), our runtime does not need to

recover any input data after preemption. CUDA kernels always return v o i d , and it is expected

that the output will be generated in one of the input arguments. So by definition, CUDA kernels

cannot be classified as pure functions. However, it is still possible to identify if a CUDA kernel

modifies data in place if the user includes the r e s t r i c t keyword for each data structure

passed-by-pointer to a CUDA kernel to avoid address aliasing. In addition, some convergence-

based applications can be tolerant to interruptions even if they modify their input data. For

example, in BFS each kernel iteration assigns each node at a level with its depth value. If that

kernel iteration were interrupted and only a subset of the nodes were assigned a depth value,

recomputing the depths will still result in the same answer since it will override any values

from the previous iteration. In our experiments, when necessary, we modified the benchmarks

to avoid modifying data in place and, as a result, to avoid the need for checkpoint-recovery.

3.2.3 Memory Usage Tracking

In order to provide memory interference mitigation, PILOT must implement mechanisms to

estimate or track the memory utilization of the kernels.

Approximate Memory Footprint – The "approximate memory footprint" technique esti-

mates the memory capacity needed by each CUDA kernel based on its input arguments and

the corresponding memory allocation calls. We achieve this by intercepting all CUDA memory

allocations with PILOT and storing the allocation size in a HashMap. When a compute kernel

is launched, PILOT matches the memory pointers from the input arguments to the compute

kernel with the allocations in the HashMap to determine working memory size for a kernel. The
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resulting estimate serves as an upper bound on the amount of memory that the kernel will use.

Having this estimate allows admission control of concurrent kernels based on their combined

memory footprint. This approach, however, has two limitations. First, it does not support

pointer-based data structures (such as linked lists or nested structures with pointer fields),

since this would require dynamically keeping track of all of the memory allocations performed.

It is worth noting that pointer-based data structures are rarely used in CUDA applications,

and they are not included in any of the Rodinia benchmarks that we used in our experiments.

Second, demand paging (supported on Pascal and later GPUs) allows CUDA kernels to bring

data in device memory only when required. Thus, the estimate performed using this technique

can significantly exceed the actual memory footprint of the kernel and be too restrictive. For ex-

ample, this can affect applications that perform iterative kernel invocations, each on a portion

of the overall data allocated (e.g., graph traversal).

Active Memory Usage Tracking – To overcome this limitation, we also implemented in

PILOT a more complex method of actively tracking memory on GPU per kernel invocation. With

this technique, our runtime is able to mitigate or throttle interference of memory-intensive

kernels. Since we do not have direct access to the GPU driver information, we implemented

an approach that tracks memory allocations by monitoring the CPU page table. We found

that the /proc/self/smaps file contains the CPU page table information, and can be used to

identify allocations made with the CUDA UVM driver. Using the kernel parameters passed

into a CUDA call, our runtime parses the smaps file to read the status of the CPU pages. While

tracking the active device memory, we found that when a page is sent to the GPU it is marked

as clean on the CPU page table. So, our runtime forces all CPU pages allocated by CUDA UVM

to be marked as dirty before any CUDA kernel invocation. This way, we can tell exactly how

many pages are used by a CUDA kernel at runtime.

3.2.4 Mitigation Schemes

Here, we discuss the three mitigation schemes that we designed and implemented in PILOT to

address the memory interference problem of concurrent GPU kernels. We show the behavior

of each mitigation scheme using nvprof traces. Figure 3.6 shows the baseline behavior of PILOT

with no memory interference mitigation. In this example a 2D convolution kernel (2dconvol)

is run concurrently with the memory-intensive kernel described in Section 3.3.1 (PageDoS). In

this setting, PILOT tries to overlap all kernel computation without providing QoS guarantees.

As can be seen, the number of GPU page faults (colored red by nvprof) is significant, and, in the

presence of memory oversubscription, it can lead to inefficiencies. This observation motivates

us to provide methods to enable better provisioning of GPU resources at the software level.
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Figure 3.6 PILOT baseline: 2dconvol (1GB) + pageDoS (12GB) timeline

Memory Fit (MFit)

Our first scheme is a subscription-based scheduler called Memory Fit which aims to limit

the oversubscription of the GPU memory by only scheduling a kernel when there is enough

free memory on GPU to satisfy the kernel’s estimated memory footprint. To achieve this, the

Scheduling Thread polls the active memory usage of the GPU. When an application issues a

kernel launch request, the Scheduling Thread will invoke the kernel only if there is enough space

on the GPU to accommodate all of its allocated memory buffers. If there are no concurrent

kernels running, then the kernel launch request will be serviced immediately. To prevent

starvation, each application is associated a user-defined maximum wait time. When this wait

time is exceeded, PILOT will preempt running kernels (in descending order of memory allocated

size) until enough memory is freed. Figure 3.7 shows this admission control scheme in action

with a 2D convolution kernel (2dconvol) running concurrently with our memory-intensive

kernel (pageDoS). In this case, to avoid memory oversubscription, pageDoS is delayed to

run after 2dconvol is completed. Note that the number of page faults has decreased when

compared to PILOT’s baseline implementation. This approach has two limitations. First, it

does not support pointer-based data structures (such as linked lists or nested structures with

pointer fields). It is worth noting that pointer-based data structures are rarely used in CUDA

applications, and they are not included in any of the benchmarks used in our experiments.

Second, demand paging (supported on Pascal and later GPUs) allows CUDA kernels to bring

data in device memory only when required. Thus, the memory usage estimate using this

technique can significantly exceed the actual memory footprint of the kernel and be too

conservative.
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Figure 3.7 PILOT MFit: 2dconvol (1GB) + pageDoS (12GB) timeline

Active Memory Fit (AMFit)

The shortcoming of the MFit scheme is that an application might allocate more memory than

it might actively use in a particular kernel launch. Our Active Memory Fit scheme addresses

this issue by monitoring the active memory usage of each CUDA kernel. Since we do not have

direct access to the GPU driver information, we identify and track the memory allocations

made with the CUDA UVM driver by monitoring the CPU page table. We found that, when a

page is sent to the GPU, it is marked as clean in the CPU page table. So, our runtime forces all

CPU pages allocated by CUDA UVM to be marked as dirty before any CUDA kernel invocation.

This way, we can tell exactly how many pages are used by a CUDA kernel at runtime. When

a CUDA kernel request is sent to PILOT, the kernel is launched immediately. The Scheduling

Thread will keep track of the active memory usage, and, in case of memory oversubscription, it

will preempt kernels with the most active memory usage. The preempted kernels will not be re-

executed until there is enough GPU memory available. To prevent starvation, the system limits

the wait time until re-execution to a predefined threshold. Figure 3.8 shows this mitigation

scheme in action with a 2D convolution kernel (2dconvol) trying to run concurrently with

two breadth-first search kernels (bfs). Since the bfs kernels are iterative small kernels, we do

not enable preemption for them using our global flag method. The 2dconvol kernel, on the

other hand, is a single long-running kernel, so we make it preemptable. 2dconvol tries to

run with oversubscription of device memory, and PILOT will only allow 2dconvol to run if

there are no other kernels running. In this case, PILOT prioritizes the bfs kernels over the long-

running 2dconvol, it preempts 2dconvol and re-executes it after bfs have finished. An important

detail that this figure does not show is that the time that it took for 2dconvol to recover from

preemption was less than the time it took for bfs to finish. However, we acknowledge that

our preemption scheme is expensive. A more efficient preemption scheme would make this

mitigation method more effective.
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Figure 3.8 PILOT AMFit: 2dconvol (16GB) + BFS (312MB) timeline

Memory Advise (MAdvise)

Our Memory Advise scheme mitigates memory-based interference by providing memory hints

to the CUDA runtime. In particular, this method leverages the UVM cudaMemAdvise primitive,

which allows setting a preferred location (i.e., CPU or GPU memory) for a particular range of

memory addresses. In MAdvise, the Scheduling Thread keeps track of the active memory usage.

Each process is allowed a predefined amount of device memory to utilize. If a process’s active

memory usage exceeds its provisioned memory limit, then PILOT will invoke cudaMemAdvise

to hint the CUDA runtime to keep the rest of that process’s memory pinned in host memory.

The data already resident in the device memory will not get sent back to the host memory. This

approach could be described as lazy or on-demand eviction. The cudaMemAdvise primitive

will not evict pages explicitly; a separate event must occur, such as the allocation of new pages

from a different process, to evict the pages of the throttled process back into host memory. A

significant advantage of MAdvise is that it does not require kernel preemption, thus avoiding

all associated overheads. Figure 3.9 demonstrates using the performance benefits of CUDA

runtime memory management hints to throttle memory-intensive behavior based on memory

oversubscription. As can be seen, the MAdvise scheme reduces the device memory pressure

leading to an overall speedup of applications with bad memory access patterns. When a CUDA

kernel finishes running and there is enough device memory to unthrottle another kernel, PILOT

will unset the cudaMemAdvise hint to allow any pages pinned to host memory to be brought

to the GPU device memory and keep them resident there.
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Figure 3.9 PILOT MAdvise: 2dconvol (1GB) + pageDoS (12GB) timeline

Table 3.2 Benchmark applications and dataset sizes for the evaluation of PILOT

Suite # Name Description SM Util. Kern. Exec. Prob. Size (sm/md/lg) Mem. Req. (sm/md/lg)

Rodinia

1 backprop Back Propogation 100% Long running 65k/1M/3.4M 8.8MB/133.5MB/453MB
2 bfs Breath-First Search 100% Iterative 1M/26M/134M 39MB/1GB/4.9GB
3 hs3d Hotspot3D 75% Iterative 512/2048/4096 48MB/768MB/3GB
4 partfilter Particle Filter 63% Iterative 1024/4096/10240 10.2MB/160MB/1GB
5 lavamd N-Body 56% Long running 10/50/100 7.5MB/936MB/3.3GB
6 nn k-Nearest Neighbor 100% Long running 4M/40M/400M 45.8MB/457.8MB/4.5GB
7 gaussian Gaussian Elimination 100% Iterative 4096/8192/12288 128MB/512MB/1.1GB

Polybench
8 corr Correlation compute 63% Long running 2048/4096/8192 64.1MB/256.2MB/1GB
9 gesummv Scalar, Vector, and Matrix multiply 100% Long running 4096/8192/16384 256MB/1GB/4GB
10 2dconvol 2D Convolution 100% Long running 252/8192/18432 1MB/1GB/5.1GB

3.3 Experimental Evaluation

3.3.1 Experimental Setup

Benchmark applications: We used a set of programs from the Rodinia Che et al. (2009, 2010) and

PolyBench-GPU Grauer-Gray et al. (2012) benchmark suites and ported them to utilize Unified

Virtual Memory. In all cases, we used three input datasets with varying size. The characteristics

of the applications and datasets used are summarized in Table 3.2. In order to explicitly control

the GPU utilization of each workload, we modified all CUDA kernels to use a configurable

number of thread-blocks and a configurable thread-block size.

Even if an application executes two GPU kernels on two separate CUDA streams, the CUDA

runtime does not guarantee any overlap of the streams. The GPU warp scheduler will schedule

warps based on the hardware resources (registers and shared memory) available on an SM,

and the kernel’s resource requirements (i.e., the number of threads per block, the number of

registers per thread, the shared memory allocated per block). Since each GPU architecture has

a different amount of hardware resources available in an SM and compiles to a separate ISA,

SM Util. in Table 3.2 is the percentage of occupancy possible for each SM in Volta and Pascal

Architectures.
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Memory-intensive Kernel: To evaluate our memory interference mitigation schemes, we

wrote a memory-intensive GPU kernel (see Listing 3.1) which we co-run with the benchmark ap-

plications above. Since we are focusing on unified virtual memory with on-demand paging, this

kernel sweeps through all the allocated pages to bring them into the device memory and keep

them resident there. This execution pattern serves to test the extreme case of memory-intensive

GPU kernels. This kernel has a configurable memory allocation size and a configurable number

of CUDA threads. We encapsulate its body in a forever-running while-loop to ensure maxi-

mum memory interference. With UVM, the page size is determined by the driver, and the API

provides no explicit control over it. Since the smallest page size is 4KB, we define a stride of

4KB conservatively to touch as many pages as possible.

__global__ void pageDoS ( f l o a t *A) {

i n t t i d = blockDim . x * blockIdx . x + threadIdx . x ;

while ( 1 )

f o r ( i n t i =0; i < PAGES_PER_THREAD ; i++ )

A [ t i d *ELEMENTS_PER_PAGE + TOTAL_THREADS*ELEMENTS_PER_PAGE* i ] += 1 ;

}

Listing 3.1 Memory intensive CUDA kernel

With UVM, the page size is determined by the driver, and the API provides no explicit

control over it. Pascal GPUs support up to 2MB pages to better utilize the device TLB, but the

smallest granularity of a page size is 4KB (the same as for CPUs). We define a stride of 4KB

conservatively to touch as many pages as possible.

In order to scale the occupancy of GPU kernels, one common technique is to utilize flexible

kernels rather than mapping algorithms to a specific number of CUDA threads. Flexible kernels

have a configurable number of thread-blocks and a configurable thread-block size Harris (2013).

This is not only done to make a reasonable comparison between our two GPU-equipped system

which have a big difference in the number of streaming multiprocessors (SMs) available, it is

also necessary in order to not oversubscribe the GPU compute resources with a single GPU

kernel. Even if an application executes two GPU kernels on two separate CUDA streams, the

CUDA runtime does not guarantee any overlap of the streams. The GPU warp scheduler will

schedule warps based on the hardware resources (registers and shared memory) available

on an SM, and the kernel’s resource requirements (i.e., the number of threads per block, the

number of registers per thread, the shared memory allocated per block). We modified all of

the kernels to make them flexible. Since each GPU architecture has a different amount of

hardware resources available in an SM and compiles to a separate ISA, SM Util. in Table 3.2 is

the percentage of occupancy possible for each SM in Volta and Pascal Architectures.
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Table 3.3 System configuration for the evaluation of PILOT

Pascal System Volta System
CPU Intel Xeon E5620 v4,

2.40GHz
Intel Xeon ES-2530 v4,
2.20GHz

RAM 47GB DDR3 1066 126GB DDR4 2133
GPU NVIDIA Titan Xp PCIe

GDDR5X 12GB, 30
SMs

NVIDIA Tesla v100
PCIe HBM 32GB, 80
SMs

OS Ubuntu 18.04.5, Kernel 5.4
Drivers NVIDIA Driver 470.42.01, CUDA 11.4

3.3.2 Results

We run our experiments on two single-node, single-GPU systems (Table 3.3). Since NVIDIA

Volta GPUs offer enhanced MPS capabilities, we performed our experiments on both Pascal

and Volta GPUs. For space constraints, here we show only the results reported on Volta GPUs.

We observed similar trends on Pascal GPUs. Even though we describe our experiments on a

single GPU, our runtime is scalable to use multiple GPUs on a single node. Each GPU’s memory

usage is tracked separately. We recall that AMFit does not require preemption. We perform two

sets of experiments on NVIDIA MPS and PILOT. In the first, we co-run each application with

our pageDoS memory-intensive kernel. In the second, we co-run applications in pairs. In order

to study the performance of PILOT under different degrees of device memory subscription,

in each set of experiments we fix the dataset size of the applications (large datasets in Table

3.2) and block off a varying amount of GPU memory (using cudaMalloc and cudaMemset). We

note that, since the GPU reserves some device memory for internal use, 100% subscription is

actually a slight oversubscription scenario.

Memory intensive experiments: Figure 3.10 shows how PILOT performs when each bench-

mark application is co-run with the memory-intensive kernel, both without memory oversub-

scription mitigation (PILOT base) and with the proposed mitigation schemes (PILOT MFit,

PILOT AMFit, and PILOT MAdvise). We plot, as a bar chart, the overall kernel execution time of

each benchmark on PILOT normalized to the execution time on NVIDIA MPS. We also plot the

total incurred GPU-sided page faults as triangles on the secondary y-axis. In Figure 3.10a, we set

the combined memory footprint of the memory-intensive kernel and benchmark application

to be around 75% of device memory capacity. We show the memory oversubscription cases

in Figure 3.10b and Figure 3.10c (100% and 150% oversubscription, respectively). Oversub-

scription leads to a substantial increase in execution time and page faults, so for visibility we

plot each figure on a log scale for both y-axis. We make the following observations. First, when

GPU memory is under-subscribed, MPS, PILOT baseline (i.e., no oversubscription mitigation)

and PILOT with mitigation enabled perform very similarly. Second, under PILOT baseline,
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even slight oversubscription causes a dramatic increase in kernel execution time for all bench-

marks. However, through the proposed memory oversubscription mitigation schemes, PILOT

is capable of limiting, and in some cases avoiding, the performance degradation, significantly

outperforming Nvidia MPS. All three mitigation schemes allow a decrease in page faults.

Multi-tenancy experiments: To evaluate our mitigation schemes in practical scenarios, we

co-run pairs of benchmark applications from Table 3.2. To gain an understanding of how the

UVM driver creates significant contention when oversubscribed, we show a memory trace of the

entire co-scheduled window in Figure 3.11 of pairing three applications: hs3d+2dconvol+bfs.

We plot the memory trace as a 2D histogram of CPU- and GPU-page faults binned over space

(y-axis) and time (x-axis). We plot the total latency of each bin below each histogram with blue

color representing lower latency and red color representing higher latency to complete the

memory transaction(s). We distinguish between a GPU-page fault (creating a host-to-device

memory transaction) as a positive page size, and a CPU-page fault (creating a device-to-host

memory transaction) as a negative page size. We plot the frequency count of page faults in

each bin as follows: (1) page faults over time are on top of the graph, (2) page sizes over entire

co-running window are to the right of the graph. With this memory trace, we can visualize how

the applications execute over time and where the latency occurs. In Figure 3.11a, the under-

subscribed case, we observe two distinct memory movement phases. First, data is sent to the

GPU memory while the kernels are run, and second when output data is sent back to the CPU

memory to be verified. The page sizes selected by the UVM driver is normally distributed over

the co-scheduled window. In the Figure 3.11b, the over-subscribed case, the data movement to

the GPU memory dominates the execution timeline. Moreover, the UVM driver evicts large

pages from the GPU memory to the CPU memory which incurs large page fault latency. Our

MAdvise mitigation scheme deals with this behavior by pinning memory pages to the CPU

memory.

We recall that MAdvise does not require kernel preemption, and thus it does not incur

any overheads associated with software kernel preemption, checkpoint and recovery support.

We measure performance of the following pairs: (i) corr+backprop, (ii) hs3d+2dconvol, and

(iii) bfs+kNN. Figure 3.12 shows the slowdown experienced by each kernel when co-running

over standalone execution (i.e., without inter-kernel concurrency) without and with oversub-

scription mitigation (through MAdvise). We make the following observations. First, under 75%

and 100% memory subscription, all kernels experience little-to-no slowdown in execution

time, despite running concurrently. Second, oversubscription causes a more pronounced slow-

down, especially for hs3d when co-run with 2dconvol and bfs when co-run with kNN. In this

case, MAdvise is effective in reducing memory contention and, as a consequence, limiting

the slowdown experienced. The worse performance of hs3d and bfs is linked to its irregular
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Figure 3.10 Each benchmark application is co-run with the memory-intensive pageDoS kernel. On
the left y-axis we plot execution time normalized to running with NVIDIA MPS. On the right y-axis,
we plot the total device-caused page faults.

memory access patterns (it has been shown that irregular applications are more affected by

memory oversubscription Ganguly et al. (2020)). MFit and AMFit are even more effective than

MAdvise in reducing contention; however, they incur some additional overhead affecting the
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Figure 3.11 Memory trace of co-running hs3d+2dconvol+bfs with NVIDIA MPS. Positive page sizes
represent GPU-caused page faults, while negative page sizes represent CPU-caused page faults.

total application time due to preemption and rescheduling.

3.4 Chapter Summary

In this chapter, we have shown how concurrent execution of applications on GPU can lead to

memory oversubscription, which can significantly affect the applications’ execution time. We

have proposed and implemented three policies that can transparently mitigate performance

degradation due to oversubscription of on-device GPU memory. We have developed PILOT, a

runtime system similar to NVIDIA MPS that is able to transparently serve as a middleware CUDA
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Figure 3.12 Multi-tenancy experiments where benchmark applications are co-run in pairs: (i)
corr+backprop, (ii) bfs+2dconvol, (iii) bfs+kNN. The charts plot the slowdown experienced by each
kernel over standalone execution, without and with memory interference mitigation (MAdvise pol-
icy).

runtime. PILOT supports concurrent multi-kernel execution, UVM, active device memory

monitoring, and kernel preemption. Possible future directions include integration with the

UVM driver and exploring workload-specific prefetching schemes.

In order to reduce the cost for tracking and synchronizing the pages between user processes,

one could consider modifying NVIDIA UVM driver to support sharing of UVM pages across

multiple process address spaces and enabling page tracking. This modification, however, might

require per-GPU architectural changes, since UVM is handled differently on Volta (multiple

memory channels) and Pascal GPUs.
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CHAPTER

FOUR

ENABLING EFFICIENT DATAPATHS TO GPUS

4.1 Introduction

Complexity of next-generation systems is increasing rapidly with heterogeneous processing

units and deep memory and storage hierarchies. Recent and upcoming high performance

computing (HPC) systems are relying on accelerators to speed up parts of large-scale simula-

tions, visualizations and machine learning applications. For instance, the main computation

for the National Energy Research Scientific Computing Center’s (NERSC) next supercomputer,

Perlmutter, will be done on GPUs NERSC (2022). Similarly, exascale systems such as Aurora and

Frontier at the Department of Energy (DOE) leadership computing facilities are also designed

with GPUs. In addition to heterogeneity in processing, memory and storage hierarchies are

also deepening with multiples levels of memory and storage. This leads to various challenges

in utilizing on-device memory and data movement. As systems become more heterogeneous

and complex, it becomes increasingly challenging to tune I/O performance for an application

on different platforms. I/O libraries, such as HDF5 The HDF Group (1997) and MPI-IO ROMIO

team at ANL (2021), provide interfaces to implement optimizations for different file systems

and memory hierarchies Folk et al. (2011).

By providing an I/O abstraction to applications, high-level I/O libraries, such as HDF5

and netCDF Rew and Davis (1990), enable easier performance tuning for each system Li et al.

(2003), Liu et al. (2014). In particular, system specific I/O optimizations can be reused across

different applications with minimal effort. On top of this, I/O libraries can support complex

data structures with an easy-to-use interface. HDF5 is one of most widely used middleware

libraries in HPC applications Zhao (2014). HDF5 provides storage abstraction layers to enable

per system I/O performance tuning. Applications that use HDF5 can benefit from significant
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I/O performance increase over the default I/O calls. In this work, we describe moving data

between NVIDIA GPUs and storage transparently using HDF5 and the latest GPUDirect Storage

(GDS) technology Thompson and Newburn (2019). I/O between GPUs and storage traditionally

include using CPU’s memory as an intermediate buffer and transfers between the GPU and

CPU memories. These not only uses the extra buffer on CPUs, but also can be slow. NVIDIA

recently introduced GPUDirect Storage technology that allows avoiding CPU memory as an

intermediate buffer and uses a direct path between GPU memory and storage. Our work enables

utilizing GDS directly from HDF5. In this effort, we have developed a prototype HDF5 Virtual

File Driver (VFD) for enabling applications using HDF5 to utilize GDS without the need to

using the GDS API. In summary, the contributions of this effort are:

• Design and implementation of HDF5 GDS VFD that integrates GDS functionality in

HDF5 for transparently moving the data between GPUs and storage. We note that the

GDS library is still in early user testing phase, which we use in this effort. Hence, this is

one of the earliest efforts to use the cutting-edge GDS technology.

• Performance characterization of write and read functionalities for GPU compute appli-

cations

• Performance tuning of the HDF5 GDS VFD using multiple threads

4.2 Background and Motivation

4.2.1 GPU Compute: GPUDirect Storage

Data parallel applications can achieve an immense speed up by utilizing GPUs. Its parallel

architecture is optimized to perform many operations at once; however, GPU-accelerated

applications still rely on CPUs to supply it with data and to launch compute tasks as kernels on

GPUs. This can be inefficient due to multiple copies of the same data, in which case the CPU,

or host, memory is referred to as a “bounce buffer”. In Figure 4.1aa., we show the dataflow of

current GPU accelerated applications. In a read operation (e.g., in machine learning applica-

tions), data is first fetched from the file system to CPU memory and then transferred to the

GPU memory. Applications using NVIDIA’s CUDA programming perform these explicit data

movements between CPU (host) and GPU (device) using cudaMemcpy, where destination and

source can be specified with host and device. In some applications, the CPU does perform

some pre-processing of the data, but in other cases staging the data in the host memory is

unnecessary.
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(a) without GPUDirect Storage (b) with GPUDirect Storage

Figure 4.1 Read operation data flow from local storage to GPU (a) without GPUDirect Storage and (b)
with GPUDirect Storage

NVIDIA’s GPUDirect Storage enables a direct path between local or remote file systems

and GPU memory. This new technology is similar to GPUDirect RDMA, which used the GPU’s

remote direct memory access feature to move data directly between a network interface card

and GPU memory. In Figure 4.1b., we show how the data can avoid being copied to the CPU

memory and sent directly between the GPU memory and the file system.

GPUDirect Storage (GDS) currently supports Quadro and Tesla GPUs newer than the Volta

architecture. Moreover, a GPUDirect Storage-enabled distributed file system or block system

needs to be present. In this work, we also include results experimental results on a local file

system using ext4 and a distributed file system using lustre. If those technologies are not

available, cuFile (the kernel module driver of the GDS technology) provides a compatibility

mode which uses an internal CPU bounce buffer to provide GPU I/O. In some scenarios, the

compatibility mode can perform better than the cudaMemcpy method.

4.2.2 HDF5: Virtual File Driver

HDF5 is a widely used I/O library that provides portability, reliability, and performance. It

used by many different types of applications ranging from high performance computing to

mobile devices. As shown in Figure 4.2, the HDF5 library provides a rich set APIs for describing

various data models and organizing the data objects along with their descriptions as metadata.

HDF5 contains various components to manage memory, converting data types, storing data as

chunks, I/O filters such as compression and de-compression, etc. The virtual file driver (VFD)

layer of HDF5 allows the implementation of mappings between the HDF5 address space and

storage The HDF Group (1997). An application can specify which VFD to use through an HDF5

API call or by setting an environment variable, HDF5_DRIVER. By default, the SEC2 VFD is used
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Figure 4.2 HDF5 Virtual File Driver Abstraction

to provide POSIX file-system functions calls, such as read and write to perform I/O to a single

file. A commonly used VFD in HPC applications is the MPI-IO VFD to allow parallel I/O using

MPI and MPI-IO Walli (1995). There also exists the DIRECT VFD which forces data to be written

to the file system directly without being copied into system kernel buffer by making use of the

O_DIRECT flag. To create a mapping for HDF5 applications to utilize GPUDirect Storage, we

create a GDS VFD that utilizes cuFile to provide direct GPU I/O through POSIX-like system

calls (read and write to a single file).

4.3 Design and Implementation

4.3.1 Differences from SEC2 VFD

We implement HDF5 GDS VFD to interface with GPUDirect Storage POSIX-like API function

calls.

The self-describing format of HDF5 requires two types of I/O requests: metadata and

data. The metadata describes the data stored in HDF5 dataset objects. The metadata have to

be added separately by the user from CPU memory. Even though I/O calls to the GDS VFD

will enable direct access to GPU memory, the HDF5 metadata still needs to reside in CPU

memory. To enable a direct path between the storage system and GPU memory, it is necessary

to disable OS buffering. This is done by opening the file descriptor with O_DIRECT enabled.

Furthermore, in the HDF5 GDS VFD, we differentiate between a CPU memory pointer and a

GPU memory pointer using the CUDA API. CPU memory operations are serviced using native

POSIX reads/write calls using pread and pwrite. GPU memory operations are serviced using
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the GDS cuFile calls for reading and writing the data, i.e., cuFileRead and cuFileWrite,

respectively.

4.3.2 GDS VFD Performance Tuning Options

The GDS VFD, based on HDF5’s DIRECT VFD, supports sequential applications with a single

process. The VFD can be used by MPI applications, where each GPU can write its own file. To

improve concurrency of each process in performing I/O operations, we have implemented

support for multi-threading and for selecting the size of I/O blocks. We provide these two

options as configurable options that an application can tune, i.e., the number of CPU Threads

participating in a single I/O call and the size of each I/O call. Each of these knobs can be

dynamically changed during the runtime of the application. By default, HDF5 GDS VFD will

not spawn any threads and will perform the full I/O request without chunking them into

smaller sizes. When the multi-threading option is selected, threads are spawned to achieve

concurrent I/O operations.

Multiple I/O Threads

On parallel file systems, such as Lustre, multiple storage servers and devices (Lustre Object

Storage Servers and Object Storage Targets) are available for providing concurrent I/O opera-

tions. In order to saturate the I/O bandwidth of these parallel file systems, it is necessary to

use multiple CPU I/O threads accessing these storage targets concurrently. In order to study

the effects of using multiple I/O threads, we implemented support for serving each I/O call to

HDF5 with multiple POSIX threads (pthreads) when using the GDS VFD. A user can provide

the number of threads to be used by HDF5.

Block Size

Parallel file systems also provide an option for writing a block of data to be stored on a storage

target. In Lustre, each block is called a stripe and the size of it as ‘stripe size’. Depending on the

number of available storage targets, users can select a stripe count to set the number of stripes

on Lustre. Making I/O calls with a block size similar to the stripe size, applications can achieve

higher throughput Behzad et al. (2013). In the GDS VFD, we provide a configurable option to

set the stripe size and stripe count for writing to the Lustre file system.
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4.4 Experimental Evaluation and Results

To evaluate the performance of our HDF5 GDS VFD, we designed a few micro-benchmarks,

which use different application techniques aimed at observing the cost of I/O at different sizes.

In these experiments, we compare the performance of using default HDF5 SEC2 VFD, DIRECT

VFD, and GDS VFD. In the default SEC2 option, data I/O includes explicit data transfers between

CPU and GPU using the cudaMemcpy calls. We ran these tests on an NVIDIA DGX-2 test-bed

equipped with an NVMe-based local storage and a Lustre File System. The local storage was

configured in RAID 0 with two NVMe drives with 1.8 GB/s theoretical max sequential write

each. The configured Lustre on this system is using a progressive file layout. Note that these

performance results are preliminary, as the version of GPUDirect Storage (GDS) library is still

in beta testing stages, and some of the performance metrics shown in this work might vary in

the full release.

4.4.1 Performance on the Local File System

We characterized the performance of GPU-accelerated applications, which copy data between

the file system and GPU memory using cudaMemcpy (labeled ‘SEC2’ and ‘DIRECT’ in the

figures), cudaMemcpyAsync (labeled ‘SEC2+PINNED’ and ‘DIRECT+PINNED’). As mentioned

earlier, without the GDS VFD, applications have to transfer data explicitly from the GPU memory

buffer to CPU memory and write to file system using H5Dwrite, which writes using a POSIX

write call. With pageable memory allocations, the data transfers between the GPU and CPU

can be slow due to Operating System overhead of verifying that memory pages have not been

swapped. By pinning the CPU memory allocations, the extra overhead can be avoided at the

cost of reducing the overall memory available for other applications on CPUs. Each I/O request

to HDF5 is internally performed without spawning extra threads or splitting I/O calls to smaller

block size; this is the default behavior for both the SEC2 VFD, DIRECT VFD, and GPUDirect

Storage VFD.

In Figure 4.3, we demonstrate the performance benefit of using GPUDirect Storage VFD.

For write sizes greater than 256 MB using the GDS VFD achieves higher observed write rate

(the ratio of the size of data written to the wall-clock time) when compared to the total cost

of writing data from the GPU buffer to the local file system. In this experiment, we perform a

sequential write operation varying from 64 MB to 2 GB. The observed write rate using pinned

memory with DIRECT VFD is higher than the other cases for lower write sizes. Since this is a

sequential write benchmark, the extra buffering the OS does when not enablingO_DIRECT adds

some extra latency for the SEC2 VFD case. Also for lower I/O sizes, the extra cost of querying

CUDA for the memory buffer location inside the GDS VFD reduces the observed write rate.
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Nonetheless, for the larger write sizes by utilizing GPUDirect Storage we were able to achieve

almost the theoretical maximum write speeds of our local file system.
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Figure 4.3 Write performance from a GPU to a node-local NVMe storage with varying write sizes

In Figure 4.4, we compare the performance of using the GDS VFD when performing read

operations. With a smaller read size, the GDS VFD does not outperform using the SEC2 VFD

with Read Ahead enabled; our GDS VFD outperforms the SEC2 VFD for read sizes greater than

128 MB. If O_DIRECT is not enabled, the OS will try to ‘Read Ahead’ by prefetching and caching

data; this offers a noticeable performance boost for sequential reads. The read rates of SEC2

with Read Ahead disabled, using the fadvise system call, performs similarly to DIRECT VFD.

Although it is possible to support Read Ahead with GDS, it is not yet supported by the cuFile
driver. Thus, using SEC2 VFD with Read Ahead left enabled would yield higher write rates than

our HDF5 GDS VFD for read sizes less than 128 MB.

4.4.2 Performance on Lustre with multiple threads

When using a network file system, such as Lustre Braam (2019) or WekaFS Zvibel and Hiatt

(2017), better performance can be achieved by using multiple CPU I/O threads and splitting

the I/O requests in smaller block sizes. We offer these parameters to be tuned with the GDS

VFD. The following results compare the observed read and write rates with the GDS VFD and

the default HDF5 SEC2 VFD which does not spawn any threads or split the I/O requests into

smaller blocks. This experiment uses a single GPU and writes to a Lustre file system.

In Figure 4.5, we show the write rate to Lustre with varying number of CPU threads and

varying block size. The write rate of the SEC2 VFD is overlaid on each plot for easy comparison;
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Figure 4.4 Read performance from a node-local NVMe storage to a GPU with varying read sizes

however, the SEC2 VFD does not split the I/O requests as noted earlier. We show that with more

I/O threads, the overall throughput increases substantially for larger write sizes. We only tested

with block sizes from 1 MB to 8 MB; we observe that varying the block size does not affect the

write rate. In Figure 4.6, we compare the read rates between the SEC2 VFD (with Read Ahead

enabled) and the GDS VFD. In both cases, we noticed far smaller throughput than the write

rates.

4.4.3 Performance with Multiple GPUs

The benefit of the GDS VFD with a distributed file system is much more apparent when using

multiple GPUs. We demonstrate that by increasing the number of GPUs used, we can achieve a

much higher throughput to the file system. One can use multiple GPUs with our HDF5 GDS VFD

by utilizing MPI and letting each MPI rank write to a separate file. In these two experiments, we

make each MPI rank operate on 2 GB data size with 4 MB block size. The GDS VFD is configured

to spawn 4 CPU threads to service each I/O request.

In Figure 4.7, we show more than 2× speed up when using the GDS VFD versus the SEC2

VFD. Moreover, the aggregate write rate scales linearly as we add more GPUs to participate in

the I/O requests. In Figure 4.8, we also show an increase in the aggregate read rate as we add

more GPUs with our GDS VFD; however, the SEC2 VFD (with Read Ahead enabled) performs

better in all cases. We suspect that Lustre caching to be the primary reason for this discrepancy,

which needs further profiling to confirm.
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Figure 4.5 Write rates with multi-threaded GDS VFD with varying I/O sizes
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Figure 4.6 Read rates with multi-threaded GDS VFD with varying I/O sizes
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Figure 4.8 Read performance of GDS using multiple GPUs

4.5 Chapter Summary

In this work, we described and demonstrated how applications can benefit from utilizing

GPUDirect Storage VFD with HDF5. We compared the performance of GDS VFD with the default

HDF5 SEC2 VFD for GPU-accelerated applications. We demonstrated about 2× speed up for

write rate and read rates with GPU I/O to and from local storage. For distributed file systems,

we demonstrated around 2× speed up for the write rate. The HDF5 GDS VFD development is

based on cutting-edge technology and various follow-up R&D efforts are in progress building

on this initial successful implementation and performance improvements.
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CHAPTER

FIVE

UNDERSTANDING ASYNCHRONOUS I/O

The purpose of models is not to fit the data but

to sharpen the questions.

—Samuel Karlin

5.1 Introduction

Many HPC simulations, machine learning, and deep learning applications alternate com-

putation and I/O phases. In order to take advantage of increasingly powerful HPC systems,

scientists can scale their simulations in three ways: (1) by targeting more complex problems

with high computational demands, (2) by increasing the number of time steps or duration of a

computation and I/O phase, and (3) by running the simulation at finer resolution (space or

time), which will increase the number of time steps. Several research efforts have focused on the

scaling capabilities of computation phases Chou et al. (2006), Kredel et al. (2015). Scaling the

computation performed by an application often leads to scaling its working memory size, thus

making the data movements and the resulting I/O overhead more apparent. If the latency of

I/O phases in an application is too high, it can become a bottleneck and lead to poor utilization

of compute resources.

Recent and upcoming HPC architectures are adding fast solid state storage layers to reduce

the I/O latency, but data still have to be moved between long-term storage and memory. For

instance, the Summit system at Oak Ridge Leadership Computing Facility (OLCF) contains

compute nodes with an SSD for faster access and a shared parallel file system (GPFS). Upcoming

exascale computing architectures are expected to contain a fast node-local storage layer, a

high performance storage layer, and a high capacity storage layer. With GPUs available on
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these systems and the need to move data across heterogeneous memory locations, optimizing

data movement and parallel I/O becomes even more complicated. Optimizing data transfers

within applications can improve performance at the cost of programmability and portability.

To improve time-to-solution, I/O libraries, such as HDF5 Folk et al. (2011) and ADIOS Liu

et al. (2014), allow researchers and developers to implement optimizations transparently to the

application. Furthermore, asynchronous I/O implementations have been gaining prominence

among these I/O libraries, such as HDF5 Async I/O VOL Tang et al. (2021) and data management

systems, such as PDC Tang et al. (2018). Asynchronous I/O support in these parallel I/O libraries

allows overlapping of the I/O phases with the computation phases of the application.

However, there hasn’t been a systematic study of benefits and limitations of asynchronous

I/O. When computation phases are short, i.e., an I/O phase takes more time than the computa-

tion phase, asynchronous I/O might not lead to performance benefits. Moreover, asynchronous

I/O requires some buffer space in order to avoid synchronization issues. When the data trans-

fers required to initialize those buffers and set up asynchronous I/O take longer than the

following computation phase, the overhead of asynchronous I/O might lead to performance

degradation over performing I/O synchronously.

In order to gain a better understanding of asynchronous I/O, we identify and study several

factors affecting its performance. These include: the amount of data to be transferred via I/O,

the number of MPI ranks and nodes involved in I/O, and various costs (computation time, I/O

time, data transfer setup costs, etc.). We use this study to develop a cost model for estimating

the performance benefits of asynchronous I/O over synchronous I/O. We validate this cost

model using a set of I/O kernels that are representative of plasma physics simulations and a

big data clustering application. We then show the benefits of asynchronous I/O on four real

science applications with different input parameters. The HDF5 VOL feature also allows us to

incorporate our modeling strategy which relies on runtime tracking of I/O calls to determine if

asynchronous I/O is beneficial over synchronous I/O.

To the best of our knowledge, an evaluation and model of asynchronous I/O at scale is missing.

In summary, this work makes the following contributions:

1. An experimental evaluation of the aggregate I/O rate achievable by HDF5 without and

with asynchronous I/O on two large-scale systems: Summit and Cori. We run our ex-

periments up to 2k nodes on Summit and identify when synchronous I/O becomes a

bottleneck.

2. An analytical model for estimating performance of synchronous and asynchronous I/O

based on computation time, data movement time, and setup costs.

3. A model-based approach to evaluate efficacy of both I/O modes using two I/O kernels
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and four large-scale science applications.

5.2 Methodology

Asynchronous I/O operations at a high-level can be broken into read and write I/O. Read

operations can be made asynchronous by incorporating prefetching strategies in an application,

while the latency of write operations can be hidden by employing effective caching strategies.

However, these asynchronous I/O methods may have negative impact on performance for some

applications and datasets. For iterative applications, asynchronous I/O might even benefit

some iterations of the application and not others.

In order to understand potential benefits for applications, it is necessary to quantify the

effectiveness of asynchronous I/O. In this section we propose a performance model to estimate

the performance benefits and overheads of asynchronous I/O methods. With our methodology,

we try to target a subset of applications that we believe are important in the next generation

of HPC. We note that previous work, such as Lofstead et al. (2011), have recognized common

I/O trends in HPC workloads. Our model applies to iterative applications, with each iteration

alternating computation and I/O phases. Many HPC workloads follow this pattern, including

the applications evaluated in this work. We consider various costs included in asynchronous

I/O operations, i.e., initialization cost, data transfer time, computation time, and number of

iterations. To reiterate, the proposed performance model has two objectives: estimating the

effectiveness of asynchronous I/O on future iterations based on performance observed in

previous iterations of the application, and estimating scalability. In particular, we are interested

both in strong scaling and weak scaling behaviors of asynchronous I/O (i.e., scalability with

the number of nodes and the data size).

5.2.1 Iterative-based IO Performance Model

To model asynchronous I/O, we start by breaking down the total execution time of an iterative

application into the sum of the execution time of all epochs plus the initialization and termina-

tion times (Eq. 5.1). During initialization, asynchronous I/O methods allocate memory buffers

for caching, set up communication channels, initialize background threads for performing

I/O, and open file descriptors. The time to complete each iteration is characterized by te p o c h .

The total number of iterations can vary based on the application and be input-dependent due

to convergence requirements. The termination of asynchronous I/O method involves freeing

any memory buffers and finalizing background threads, etc. The initialization and termination

costs (ti ni t and tt e r m , respectively) are typically small and, based on our experiments, relatively
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constant as we scale the number of available nodes. The proposed performance model has

two objectives: estimating the effectiveness of asynchronous I/O on future iterations based on

performance observed in previous iterations of the application, and estimating scalability. We

will now focus on estimating each epoch time.

ta p p = ti ni t +
i t e r s .
∑

i=0

te p o c h + tt e r m (5.1)

We assume that each epoch is composed of a computation phase (tc o mp ) and an I/O phase

(ti o ). This is typical for large-scale scientific simulations that converge on a solution by iterating

in discrete time steps configured by the user. The computation time in our model includes any

communication time and the synchronization time among parallel processes. An I/O phase in

our model includes all data transfers that are involved with I/O operations (such as copying from

GPU memory to CPU memory before persisting to storage). In Eq. 5.2a, we show a synchronous

epoch time (ts y n c _e p o c h ), which is composed of separate I/O and computation phases, where

computation is stalled during the I/O phase. In Eq. 5.2b, we show an asynchronous epoch time

(ta s y n c _e p o c h ), where the I/O phase either partially or fully overlaps with the computation phase.

With the max operator in Eq. 5.2b, we either account for only the computation phase time if it

can fully overlap with the I/O phase or the remaining I/O phase time if it is partially overlapped.

Furthermore, an asynchronous epoch also introduces an additional data transfer, which we

denote as tt r a n s a c t _o v e r he a d . This additional data transfer is a non-zero-copy, usually between

fast volatile memory and slower non-volatile storage, which is often used in asynchronous I/O

implementations to eliminate data races between the main application thread and background

I/O threads.

ts y n c _e p o c h = ti o + tc o mp (5.2a)

ta s y n c _e p o c h =ma x (tc o mp , ti o − tc o mp ) + tt r a n s a c t _o v e r he a d (5.2b)

In Figure 5.1 we show various scenarios comparing a synchronous epoch and an asyn-

chronous epoch. Each scenario has computation phases, I/O phases and transactional over-

heads to set up the asynchronous data transfers. With asynchronous I/O, the I/O cost changes

from fully blocking (i.e., synchronous) to partially blocking because of the transactional over-

head. If the computation phase is longer than the I/O phase, the I/O latency can be completely

overlapped, as seen in Figure 5.1a. If the computation phase is shorter than the I/O phase, it

may still achieve some overlap, as seen in Figure 5.1b. In both these scenarios, an asynchronous

epoch also includes the transactional overhead, which we denote as “Overhead” in the figures.

This overhead captures the data transfer to an extra memory buffer to avoid data races or mod-

ification by subsequent computation phase for an asynchronous I/O method. Even though
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the transactional overhead may be small, it makes the transparent asynchronous I/O method

not always beneficial. This is shown in Eq. 5.2b, where the computation is assumed to overlap

with the data transfer from the previous iteration. When the tc o mp ≤ tt r a n s a c t _o v e r he a d , utilizing

asynchronous I/O will result in a slowdown because no amount of overlap will amortize the

cost of introduced transactional overhead, as shown in Figure 5.1c.
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File IO
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3 3 3 3

3 3 3 3

22 22 22 22
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(a) Ideal scenario of asynchronous
I/O, where computation phase is
longer than the I/O phase yielding
complete overlap of I/O latency.
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(b) Partial overlap scenario, where
computation phases are shorter in
time than the I/O phases that may re-
sult in a partial overlap of I/O latency.
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(c) Slowdown scenario,
where the introduced
transactional overhead is
longer than the feasible
computation and I/O
overlap.

Figure 5.1 Each timeline shows a scenario for overlapping a computation phase with I/O phase,
synchronous on top and asynchronous on bottom.

5.2.2 Empirical Modeling of Epoch Time

To estimate the different costs mentioned in Eq. 5.2, we use an empirical modeling approach

based on real measurements from two supercomputers: Summit at the Oak Ridge Leadership

Computing Facility (OLCF) and Cori at the National Energy Research Scientific Computing

Center (NERSC). Refer to Section 5.3.1 for more information about these HPC systems. We

use this empirical approach because the I/O costs vary from system to system depending

on the hardware configuration and file system characteristics. Recall that our model requires

estimating three costs: compute time (tc o mp ), transactional overhead (tt r a n s a c t _o v e r he a d ), and

I/O time (ti o ).

In Figure 5.2, we summarize the process of estimating using a history of time measure-

ments and a statistical method for each cost, and progressively adding new measurements to

the history for improving the accuracy of the model. Measurements collected while running

applications are also added to the history. We measure the computation time directly in the

application and use a weighted average over the measurements taken in previous iterations

to estimate the computation time of the next iteration. This simple approach of estimating
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the computation phase can be replaced with advanced models Chou et al. (2006); Kredel et al.

(2015). In this work, we focus our estimation to transactional overhead and I/O times.

previously
measured times

execute iterations
cost

estimate
performance 

model

Figure 5.2 A model feedback loop added to a high-level I/O library to estimate costs associated with
asynchronous I/O.

The transactional overhead and I/O rate are dependent on the hardware used in the com-

pute nodes, communication interconnects, network between compute and storage subsystems,

and the parallel file system. Moreover, the number of jobs running on the systems using the

shared storage system simultaneously can also affect the observed I/O rate. We define the I/O

rate as the ratio of data size and the I/O time. In this subsection, we briefly describe the method

we use to estimate the transactional overhead and the I/O rate.

Estimating transactional overhead

The transactional overhead poses a challenge in using asynchronous I/O, especially when data

or computation scaling is involved. In the strong scaling case, data size is fixed while compute

resources are increased. This implies that the overall read and write time for an application will

decrease until there is some bottleneck, such as interconnect latency; moreover, the compute

time will also decrease. If the on-node DRAM is used for caching, then the cache time is

expected to be relatively constant during the execution of the application. This implies that for

strong scaling applications at some point the performance of transparent asynchronous I/O

will be worse. For weak scaling applications, data size scales with the available resources, which

implies that the duration of computation and I/O phases will stay relatively constant given

adequate resources. However, the synchronous I/O phase commonly becomes a bottleneck

due to interconnect bandwidth. For both weak and strong scaling applications, to determine if

asynchronous I/O is beneficial we need to track how much transactional overhead is added and

if enough overlapping potential exists to hide the added overhead. We estimate the transactional

overhead by measuring data copy costs between different memory buffers, which, depending

on the application, can be located either on CPU or on GPU.

For CPU applications that enable transparent asynchronous I/O, the transactional overhead

is the cost of a memcpy between two CPU memory buffers. We measured the bandwidth of a
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memcpy transfer with varying sizes of data on a single node on both systems using a micro-

benchmark. We found the memcpy bandwidth to be constant after 32M B , so we expect a

constant bandwidth when we calculate the transactional overhead due to CPU memory-to-

memory copy for I/O requests greater than 32 MB. The transactional overhead for smaller I/O

requests will depend on the data size. In the considered applications the data sizes are large

enough to amortize the data transfer.

For GPU-accelerated applications, the I/O transactional overhead includes the blocking

memory transfer time between the CPU memory and GPU memory. On some systems the

GPUs are connected to the CPUs using PCI-E 3.0 connections which have a theoretical upper

limit of 15.75G B/s bandwidth. The interconnect on Summit, NVLink 2.0, has a theoretical

upper limit of 50G B/s . However, there is some overhead associated with copying data between

the GPU and CPU such as setting up a direct memory access (DMA) controller. Since the DMA

controller requires the memory pages to not be swapped out during transfer, the runtime will

incur additional overhead for creating a transaction copy when not pinning the host memory

pages. In our micro-benchmarks, the memory copy cost is amortized for data sizes greater

than 10M B , and we found that with pinned host memory the peak bandwidth is close to the

theoretical maximum. Since these constants can vary between systems, we created a set of

microbenchmarks and scripts to extract the transactional overhead.

Estimating the I/O time

In the I/O path, the data might have to be copied between multiple storage systems before

being ready or resident on the target storage location. In the synchronous I/O case, each of

these data movements will result in a blocking I/O call. The full cost of I/O will thus be the sum

of all the data transfers. With parallel I/O, since all the nodes have to synchronize after their

respective data transfers, the MPI process taking the longest time determines the I/O time for

that iteration. Each data transfer time is based on the size of the data being transferred divided

by the I/O rate of that data transfer (Eq. 5.3). In the case of strong and weak scaling scenarios,

the size of the data plays a critical role in estimating the I/O cost. We assume that any start up

costs involved in setting up the data transfer are constant and our model captures that as an

ti ni t in Eq. 5.1.

ti o =
d a t a _s i z e

fi o _r a t e
(5.3)

Previous studies exist in estimating I/O performance on HPC systems. While these studies

focused on predicting I/O performance based on application I/O patterns and various tuning

parameters, our goal is to estimate the overall cost for executing an I/O request (read or write)
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from a high-level library (i.e., HDF5 in our case) without considering the entire application’s or

overall system’s I/O. We use a statistical model which relies on the number of MPI ranks and

data size of a read or a write request, i.e., HDF5 API calls H5Dread and H5Dwrite.

The data movement time is dependent on how much bandwidth a storage system and

interconnect is able to support. We estimate the I/O rate based on a history of I/O requests

by an application. For each I/O request, we record the data size, number of MPI ranks, and

aggregate I/O rate. Based on the measurements, we apply statistical methods similar to Behzad

et al. (2019)) to fit the I/O performance with varying number of MPI ranks and data size to

extract a model that estimates the I/O cost; however, instead of using nonlinear regression

methods, we apply linear regression and linear-log regression to estimate model parameters

analytically. With this approach, we are able to model both weak scaling and strong scaling

performance. Recall, with weak scaling we increase the problem size while scaling available

resources, while with strong scaling we keep the problem size constant while scaling available

resources.

Using Eq. 5.4, we fit a linear regression to estimate how the I/O rate scales as we increase

the number of nodes and the dataset size. For synchronous I/O, Y denotes a Nx1 matrix that

contains measured aggregate I/O rate to the parallel file system for N past data transfers. For

asynchronous I/O, Y denotes a Nx1 matrix that contains the measured aggregate I/O rate of a

non-zero-copy to a temporary storage location which is used to calculate the transactional

overhead for N past data transfers. For both modes, X denotes a Nx2 matrix that contains the

data size and number of participating processes for the previous N data requests.

fe s t _i o _r a t e =⇒ yi =β0 xi ,0+β1 xi ,1

β = (X T X )−1X T Y
(5.4)

We utilize the coefficient of determination, denoted as r 2, to assess how strong of a linear

relationship exists between the measured aggregate I/O rate (Y) and the scaling factors used in

our model (X). The r 2 values range from 0 to 1 and are commonly expressed as percentages. An

r 2 value above 70% indicates a strong linear correlation Schober et al. (2018). We calculate r 2

using Eq. 5.5. Using the coefficient of determination allows us to quantify how well our linear

method is able to model the observed aggregate I/O rate (Y) based on the data size and the

number of participating processes for all measured I/O requests (X). In our experiments, we

have observed a strong linear correlation (r 2 values above 80% for synchronous I/O and 90%

for asynchronous I/O) between the observed aggregate I/O rate and the considered scaling

factors.

r 2 =
C o v (X , Y )2

V a r (X )V a r (Y )
(5.5)
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5.3 Experimental Setup

5.3.1 System Configuration

To evaluate the asynchronous I/O cost model introduced in §5.2.1, we performed our experi-

ments on two systems:

Summit is a pre-exascale supercomputing system with 200 petaflops (PF) performance located

at OLCF Vazhkudai et al. (2018). It is composed of 4,608 nodes, where each node contains two

IBM 3.07 GHz POWER9 CPUs, each with 22 cores, and 6 Nvidia V100 GPUs. Each compute node

has a 1.6 TB NVMe SSD and the entire compute system is connected to an IBM’s SpectrumScale

GPFS storage that has a 2.5 TB/s peak bandwidth.

Cori is a≈30 PF Cray XC40 system located at NERSC Declerck et al. (2016). We use the “Haswell”

partition of the system that is comprised of 2,388 Intel Xeon “Haswell” processors. The compute

subsystem is connected to a Lustre parallel file system that offers a peak bandwidth of 700

GB/s and an SSD-based burst buffer with a peak bandwidth of 1.7 TB/s. Based on NERSC best

practices, we use 72 OSTs (stripe_large) as stripe count for all our experiments.

5.3.2 I/O Kernels

We use two I/O kernels, VPIC-IO and BD-CATS-IO, to represent large-scale simulations which

commonly use a checkpoint-based approach segmented by multiple epochs, each including

a computation and a I/O phase. Domain scientists typically configure the frequency of I/O

phases, such as number of checkpoints, to increase overall throughput.

VPIC-IO Byna and Sim (2015) was extracted from a plasma physics code, Vector Particle in

Cell (VPIC), that studies interactions of a magnetic re-connection phenomenon Byna et al.

(2012). The kernel emulates writing particle data, where each particle has 8 properties and

each MPI process writes (8x1024x1024) particles (≈32 MB). The number of particles increases

with the number of MPI processes (weak scaling). Each property of the particles is written to a

1-D HDF5 dataset. In Byna et al. (2012), the frequency of I/O phase is after ≈2000 time steps,

i.e., 2 hours computation time between I/O phases. In our evaluations, we set the periodicity

of I/O phases in VPIC-IO using a 30 second sleep in place for the computation.

BD-CATS-IO Byna and Sim (2015) is an I/O kernel similar to that of the BD-CATS algorithm,

where particle data written by plasma physics Byna et al. (2012) and astrophysics Almgren et al.

(2013) are read from HDF5 files. Big Data Clustering at Trillion Particle Scale (BD-CATS) is a

highly scalable version of DBSCAN clustering Patwary et al. (2015). In our tests, we read the data

written by the VPIC-IO kernel. This I/O kernel reads all the time steps’ data, and the clustering

computation was replaced with 30 seconds of sleep time.
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5.3.3 Applications

In addition to I/O kernels, we evaluate three large-scale real science simulations. These simula-

tions are similar to the I/O kernels which use a checkpoint-based approach with distinct com-

putation and I/O phase per epoch. We also evaluate a machine learning workload, Cosmoflow,

to demonstrate our methodology can extend beyond just simulation and checkpoint-based

workloads. For each of the full workloads, we use configurations based on publicly available

data sets to demonstrate a strong scaling scenario to evaluate our model.

Nyx Almgren et al. (2013) is a massively parallel, adaptive mesh, cosmology simulation code

that uses the AMReX framework Zhang et al. (2019) for computation and performing I/O. In each

I/O phase, Nyx outputs a single plotfile in the HDF5 format containing information for visual-

izations. We run two configurations for Nyx: small and large. The former runs at 256x256x256

dimensions and writes a plotfile every 20 time steps; the latter runs at 2048x2048x2048 dimen-

sions and writes a plotfile every 50 time steps. We set the initial I/O frequency based on our

discussion with the domain scientists in real-world use cases where the number of I/O phases

is reduced to increase overall throughput. We do an additional experiment where we vary the

duration of the compute phase to understand how partial overlap of data movement can affect

overall throughput.

Castro Almgren et al. (2020) is another cosmology simulation solving compressible radiation

/MHD / hydrodynamics equations for astrophysical flows using adaptive mesh resolutions.

Castro also uses the AMReX framework for computation and performing I/O, which is imple-

mented with synchronous or asynchronous I/O using HDF5. We run the Castro simulation at

128x128x128 dimensions with 6 components in each multifab and 2 particles per cell.

EQSIM Mccallen et al. (2020) is an earthquake simulation framework using SW4, a 3D seismic

modeling code that solves fourth-order accurate wave equations. We compare synchronous

and asynchronous modes of HDF5 output with SW4. We ran the simulation at grid size 50 with

30000x30000x17000 dimensions and checkpoint every 100 time steps. The simulation size does

not increase as we scale up the compute resources, thus also demonstrating a strong scaling

scenario.

Cosmoflow Mathuriya et al. (2018) is a deep learning tool to process large 3D matter distri-

butions using convolutional neural network (CNN) and predict cosmological parameters. We

used the publicly available Cosmoflow 1283 voxels dataset. We compare synchronous and

asynchronous modes of a custom PyTorch DataLoader. We run each scaling scenario for 4

epochs with batch size set to 8.
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5.4 Evaluation

5.4.1 Evaluation of I/O Rate

We focus on the scalability of I/O performance across nodes in HPC systems to validate our

model. Our results are split into two categories: I/O kernels composed of primarily I/O compo-

nent of a real-world application (VPIC-IO, BD-CATS-IO) to evaluate the performance model,

and four real-world large-scale applications to evaluate the efficiency of asynchronous I/O at

different scales. We measured the time to perform read or write operations from HDF5. The

measured time of read or write operations includes the transactional overhead. We derived

the I/O rate (shown as “Aggregate bandwidth” in the plots) that was observed over all the I/O

phases of a benchmark or an application. We vary the number of MPI ranks (6 per node on

Summit and 32 per node on Cori-Haswell) while measuring the aggregate bandwidth.
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(b) VPIC-IO on Cori
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(c) BD-CATS-IO on Summit
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(d) BD-CATS-IO on Cori

Figure 5.3 A comparison of the aggregate bandwidth (log scale) of the I/O kernels (weak scaling)
between synchronous and asynchronous modes. The estimated performance is shown as a dotted
line.

VPIC-IO (write)

With the VPIC-IO kernel, we compare the measured I/O performance in synchronous and

asynchronous modes. Using the configuration described in Section 5.3.2, the VPIC-IO bench-

mark captures write performance that varies as we increase the data size proportionally to the

number of MPI Ranks (i.e., weak scaling). We include the peak measured aggregate bandwidth
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for all I/O phases in a bar plot in Figure 5.3a and 5.3b. We run each configuration at least 5

times across multiple days to account for interconnect and storage system contention amongst

other applications running on the system. In these figures, we compare the synchronous write

performance and asynchronous write performance on Summit and Cori-Haswell systems, re-

spectively. The asynchronous aggregate bandwidth demonstrates the ideal scenario described

in Section 5.2.1, where the compute phase is sufficiently large enough to completely overlap

the I/O phase. We manually tune the length of the simulated computation phase to completely

hide the asynchronous I/O time. This means the performance of the asynchronous epoch is

based on the performance of the transactional overhead.

We note the aggregate bandwidth scales similarly between both systems for both syn-

chronous and asynchronous epoch in a weak scaling scenario. The synchronous aggregate

bandwidth saturates at 768 MPI Ranks (128 nodes) on Summit and 1024 MPI Ranks (32 nodes)

on Cori-Haswell, while the asynchronous aggregate bandwidth scales linearly based on the

constant bandwidth of the transactional overhead (see Section 5.2.2). Our model fits well with

the trend of synchronous write aggregate bandwidth which is based on a linear-log regression

and shown as a dotted line in Figure 5.3. The asynchronous write aggregate bandwidth scales

linearly based on the constant bandwidth of the transactional overhead described in Section

5.2.2.

BD-CATS-IO (read)

We run the BD-CATS-IO benchmark using the configuration described in Section 5.3.2. We

increase the data size proportionally to the number of MPI Ranks (weak scaling). To profile

performance of asynchronous read operations, we use the prefetching capabilities of the

HDF5 asynchronous I/O VOL connector. In the current implementation of the VOL connector,

prefetching is triggered after reading data for the first time step. The first read is a blocking

operation (i.e., synchronous) since there is a dependency on the data for the first computational

phase. We measured the total read time observed by the BD-CATS-IO kernel. This I/O kernel

reads the data written by VPIC-IO in multiple time steps, and we include a simulated compute

time in between the I/O phase to demonstrate an asynchronous epoch.

In Figure 5.3c and Figure 5.3d, we compare synchronous and asynchronous I/O on Summit

and Cori-Haswell, respectively. The aggregate bandwidth value in GB/s is calculated, which

is the ratio of the data read and the I/O phase time. As it can be observed, asynchronous I/O

achieves superior performance improvement over synchronous I/O for reading data from

subsequent time steps after the first time step. Since the I/O time is overlapped with a simulated

computation phase on Summit and on Cori, the calculated bandwidth values for asynchronous

I/O are orders of magnitude higher than those observed with synchronous I/O. The estimated
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values from our regression are also shown in these plots, which are matching with the measured

bandwidth values well– similar to the write scenario.
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(d) Castro on Cori

Figure 5.4 A comparison of aggregate bandwidth (log scale) of two large scale cosmology simulations
between synchronous and asynchronous modes with estimated performance shown as a dotted line.

Nyx

Since Nyx has an option to use GPUs, we run it with two separate configurations as described in

Section 5.3. In Figure 5.4a, we show the observed bandwidth of file I/O on Summit with the large

configuration sizes, and in Figure 5.4b, we show the performance of file I/O on Cori-Haswell

with the small configuration. For each configuration, we scale the number of MPI ranks with

the same dataset size (strong scaling).

On Summit, the aggregate bandwidth of synchronous I/O decreases slightly as we increase

the number of MPI ranks. Similar to the trend we observe with Castro, since each MPI rank has

to operate on a smaller amount of data, the overall throughput decreases. This is the opposite

for the asynchronous I/O mode, since a smaller size of data will result in faster transaction

time, thus reducing the overhead. With complete overlap of the computational and I/O phases,

the asynchronous I/O performance scales up linearly with the number of MPI ranks.

However, on Cori-Haswell, we observe the small data size of each request leads to poor

synchronous aggregate write performance at all scales, and the asynchronous aggregate write

bandwidth does not scale up linearly. Even though the computation time can overlap the I/O

time to the file system fully, the asynchronous write performance is limited by the transactional
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overhead on Cori-Haswell. The data decreases in size and is not enough to saturate even

the bandwidth of the on-node DRAM. When we increase the number of MPI ranks, each

rank is operating on a smaller amount of data. This results in the aggregate performance of

synchronous I/O to not scale up as the number of MPI ranks increase.

Castro

We run Castro using the configuration described in Section 5.3. Using the same data size, we

scale the number of MPI Ranks across multiple nodes. This allowed us to see how the file I/O

scales with synchronous I/O and asynchronous I/O modes. In Figure 5.4c and Figure 5.4d, we

show the aggregated bandwidth reported on Summit and Cori-Haswell systems, respectively.

Since the dataset size remains constant with the number of MPI ranks (strong scaling), the

amount of data each rank processes and writes decreases proportionally for writing plot files.

As a result, with the number of ranks increasing, the individual node bandwidth to the

parallel file system decreases similar to EQSIM. On Summit, we see for synchronous I/O the

aggregate bandwidth decreases as we scale up the number of MPI Ranks. On Cori-Haswell,

we see the synchronous I/O performance increases until it saturates at 2048 MPI Ranks. This

scaling of the synchronous I/O rate differs between the two systems primarily because of how

the Alpine file system on Summit allocates storage resources. The GPFS does not provide a way

for the user to declare striping for file or directories; instead, it is tuned to react to the workload.

In this case, we can see that a strong scaling scenario impacts the observed aggregate I/O rate

to the file system when we decrease the data size for each MPI Rank as we scale up.

With asynchronous I/O enabled, we see the opposite trend. On Summit and Cori-Haswell,

the computational phase is sufficiently large to completely hide the I/O cost. This results in

a linear speedup on both systems, since the cost to make a transactional copy of the data is

constant for each node.

Cosmoflow

We evaluate the I/O phase for Cosmoflow training using the configuration described in Section

5.3. In Figure 5.5, we plot the aggregate read bandwidth for reading a batch. For synchronous

I/O, the performance does not scale after 128 nodes; whereas, the asynchronous I/O is able to

maintain a higher bandwidth. Our model is able to accurately estimate the I/O performance

based on the best maximum I/O rates from previous iterations. We only run Cosmoflow on

Summit due to the availability of GPUs.
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Figure 5.5 A comparison of aggregate bandwidth (log scale) of Cosmoflow on Summit between syn-
chronous and asynchronous modes with estimated performance shown as a dotted line.

EQSIM

We ran EQSIM by keeping the problem size the same as we increase the number of MPI Ranks

across multiple nodes (i.e.,strong scaling). In Figure 5.6, we plot the performance difference

between synchronous and asynchronous I/O on Summit. Since the problem size remains the

same as we scale up, the size of the data on each rank decreases proportionally. This causes the

synchronous I/O performance to decrease while the asynchronous I/O performance remains

consistent. We are able to model the performance of both I/O modes accurately, as shown by

the dotted lines in Figure 5.6. We observe similar trend with EQSIM on Cori as Castro, thus we

omit those results.
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Figure 5.6 A comparison of aggregate bandwidth (log scale) of EQSIM on Summit between syn-
chronous and asynchronous modes with estimated performance shown as a dotted line.
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5.4.2 Impact of Computation and I/O Phase Overlap

Partial Overlap of Computation Phase

For iterative simulations, a computation phase is composed of one or more time steps before

performing a checkpoint in an I/O phase. The I/O frequency is a parameter that is configured

by the application developer. In all the above experiments, we have explored the ideal scenario

for asynchronous I/O where computation phases were longer than I/O phases. To study the

impact of shorter computation phases, we experiment varying the number of simulation time

steps for each computation phase. Partial overlap of computation and I/O phases can decrease

the effectiveness of asynchronous I/O.

In Figure 5.7, we vary the number of simulation time steps per computation phase on Nyx

from 1 to 192. We recall that, in our previous experiments (Figure 5.4b), we configured Nyx

so as to perform a checkpoint every 20 time steps. In general, increasing the check-pointing

frequency (i.e., decreasing the number of time-steps per computation phase) will increase

the duration of the application because more I/O is performed. With asynchronous I/O, we

see the impact of performing more I/O is less pronounced than with synchronous I/O until

the computation phase becomes too short to overlap with the I/O phase (at 1 time-step per

computation phase).
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Figure 5.7 A comparison of synchronous and asynchronous modes with varying number of time
steps per computation phase for Nyx on Cori. The estimated application duration for each mode is
shown as a dotted line.

5.4.3 Factors Affecting Performance Predictability

The experiments above show that our empirical model can make accurate estimations of the

aggregate I/O bandwidth achieved by applications both in strong and weak scaling scenarios.
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For asynchronous I/O, we observed a very strong linear correlation between the scaling factors

(dataset size and number of MPI Ranks) and the observed aggregate I/O bandwidth, with an r 2

above 90% for each estimation. In the synchronous I/O case, while lower, the r 2 consistently

above 80% still shows good linear correlation. As noted in Section 5.2.2, our goal was to model

the ideal case performance (i.e., the maximum aggregate I/O bandwidth achieved) for both

synchronous and asynchronous I/O. This allowed high accuracy using linear methods. In

practice, however, the accuracy of the model depends on the degree of contention, which can

vary based on workloads sharing the network and file system. Where Node-level contention in

HPC systems can be avoided since with batch schedulers typically allocate entire nodes to a

single application, Full System-Level contention can cause some variability in measurements.

The impact of contention on I/O in synchronous and asynchronous modes at the full system

level can observed as variability across runs. For all of our experiments, we run each I/O kernel

and application in synchronous and asynchronous modes at least 5 times across multiple days

to account for interconnect and storage system contention with other applications running on

the system.

Figure 5.8 plots all of the aggregate bandwidth measurements for the VPIC-IO benchmark

on Summit across multiple days. As can be seen, a benefit of asynchronous I/O is to hide the

system-level variability, leading to consistent aggregate I/O bandwidth independent of the full

system-level contention.

96 192 384 768 1536 3072 6144 12288
# MPI Ranks

10
2

10
3

10
4

10
5

Ag
gr

eg
at

e 
Ba

nd
w

id
th

(G
B/

s)

Synchronous I/O Asynchronous I/O

Figure 5.8 A comparison of VPIC-IO performance variability on Summit with I/O in synchronous and
asynchronous modes.
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5.5 Lessons Learned

In this study, we have provided a systematic approach to quantify the benefits of asynchronous

I/O. Although enabling asynchronous I/O can alleviate I/O bottlenecks in most cases, we

found limitations for scalability in current implementations. By measuring the performance

of synchronous and asynchronous I/O with I/O kernels and real-world applications, we also

identified key performance differences between two large-scale high-performance computing

systems. Although Summit’s GPFS storage is capable of a high aggregate bandwidth for syn-

chronous I/O, the performance is heavily dependent on the data size and number of nodes.

Both of these parameters affect how Summit’s storage system allocates I/O resources to an

application. Performance of synchronous I/O on Cori-Haswell also depends on the number

of nodes; however, the user is given more control on the allocation of I/O resources for each

application (for example, by setting the stripe count). We note that the data size and number

of nodes impact how much of the synchronous I/O we can saturate before reaching the limits

of the resources selected.

Typically, the performance scalability of an application depends on whether it increases

the problem size for more resources, weak scaling, or keeps the problem size constant, strong

scaling. From this study, we note that this also applies to the performance scalability of I/O,

whether synchronous or asynchronous. For strong scaling applications, I/O latency can become

a bottleneck for asynchronous I/O due to smaller data sizes. The cost to setup the data transfers

relative to the amount of data being transferred decreases the effective bandwidth for the I/O

requests. Nonetheless, we find that asynchronous I/O enables more predictable performance

of I/O requests. By using a buffering location that is not being shared across multiple users

or workloads, such as in-node memory or SSD, we can hide I/O performance variability with

asynchronous I/O. These trade-offs on both systems and applications will impact how a user of

these checkpoint-based applications configures the I/O frequency. The proposed methodology

allows to accurately estimate the aggregate I/O bandwidth achieved by asynchronous I/O (in

the absence of node-level oversubscription), and the ideal aggregate bandwidth achieved by

synchronous I/O (in the absence of full system-level contention).

5.6 Chapter Summary

In this study, we have taken the first steps of understanding the benefits and limitations of

asynchronous I/O. We have proposed a simple performance model to estimate the aggregate

I/O bandwidth achievable by an application based on past iterations with both synchronous

and asynchronous I/O. We have validated our model and performed an extensive experimental
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evaluation of synchronous and asynchronous I/O on two large-scale HPC systems, Summit

and Cory-Haswell, using two I/O kernels and four real-world science applications run at scale.

In our experiments, we have used the HDF5 asynchronous I/O feature. Our evaluation and

analysis have highlighted benefits and limitations of asynchronous I/O based on application

characteristics and data transfer setup costs.
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CHAPTER

SIX

RUNWAY: IN-TRANSIT DATA COMPRESSION

6.1 Introduction

Current high-performance computing (HPC) systems process massive amounts of data. These

systems are built with high performance interconnects and parallel file systems to support data

intensive workloads. Such workloads not only consume, but can also produce large amount

of data for post-processing, such as analysis or visualization. In addition, since large-scale

simulations often run for multiple hours or even days, these applications typically checkpoint

state over some specified duration. Managing data movement can quickly become a barrier to

perform scientific research at scale.

Solutions to manage persisted data for large-scale applications can range from using high-

level I/O libraries, such as HDF5 Folk et al. (2011) and ADIOS2 Liu et al. (2014), to application-

specific frameworks, such as AMReX native I/O Zhang et al. (2021). Application developers

typically prefer the I/O libraries, since they offer performance portability while keeping the

application code maintainable. These libraries aim to abstract the specifics of the system

architecture, parallel file system parameters, and data format. However, current I/O libraries

have complex APIs and tuning methods to make efficient use of storage. This motivates a need

for simpler I/O libraries, e.g., pMEMCPY Logan et al. (2021).

In addition to abstracting optimizations, many high-level I/O libraries provide a way to

define and perform computations or transformations while data is being moved between

memory and storage. For example, HDF5 Folk et al. (2011) offers filters, while ADIOS2 Liu

et al. (2014) offers plugins. These extensions enable developers to extend the I/O libraries with

new features, which others can use and optimize for their needs. For example, scientific data

reduction is an actively researched feature to enable better bandwidth and storage utilization
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Jin et al. (2022). Although useful, we believe the current development and integration of these

features in widely used I/O libraries is still limited. For example, popular I/O libraries offer lim-

ited resource handling and scheduling capabilities, which can be critical to high performance

applications. Other optimization techniques, such as asynchronous I/O and compression

filters, are offered by existing I/O libraries (e.g., HDF5), but are limited to per-application task

scheduling. Understanding when to apply a transformation and what system resources to use

has been out of scope for I/O libraries.

Recent research has explored the ability to directly read and write to storage from Graphics

Processing Units (GPUs). This eliminates the need to buffer data on system memory and frees

up CPU cycles to perform other critical tasks. NVIDIA provides driver support to enable I/O to

NVMe and NVMe-oF through GPUDirect Storage (GDS) Ravi et al. (2020). GDS enables lower

I/O latency due to less data transfers. It also allows higher aggregate bandwidth with multiple

storage targets not needing to be serialized through a CPU-backed memory buffer. I/O libraries

have begun exploring how to support GPUs directly in the data path Ravi et al. (2020).

The complexity of data management solutions is further increased by the use of accelerators

found in many modern HPC systems. In the exascale era of HPC, many applications rely on

GPUs as general compute accelerators. Programming heterogeneous computing resources

on HPC systems (i.e., CPUs and GPUs) is tricky due to different design considerations. While

multi-core CPUs rely on large caches, GPUs use smaller caches and rely on the programmer to

optimize memory accesses. GPUs support concurrent execution of orders of magnitude more

threads which helps to hide memory access latency. With these design considerations, it is

often difficult to provide I/O functionality that can optimally use CPUs and GPUs Moreover,

future systems might see even more specialized accelerators, each with specific algorithm

design considerations.

Data Processing Units, or DPUs Burstein (2021), are becoming more popular for various

use cases in HPC systems and data centers. Typically, DPUs are equipped with CPUs and

specialized accelerators to offload network-related tasks such as filtering. Offloading I/O and

data management tasks to the DPU frees up compute cycles on the host DPU which can be

used by the application. Programmers and I/O libraries can take advantage of specialized

hardware on the DPU to perform tasks, such as data compression, to further accelerate data

movement.

In this work, we investigate the dynamic integration of in-transit data transformation

and analysis capabilities in I/O libraries. This requires mechanisms to transparently map

and schedule data transformation tasks on available processing resources, and adapt the

data transformation parameters to the characteristics of the data. Our proposed mapping and

scheduling policy considers the following factors: current and target data location, data transfer
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costs, and available processing units. We propose Runway, a configurable and extensible

runtime system for in-transit data processing. Runway builds on top of the Proactive Data

Containers (PDC) system Tang et al. (2018, 2020), a data management framework with a client-

server design that offers an object storage abstraction. In PDC, data to be persisted are stored

in objects, which are partitioned in data regions handled by different PDC servers. As example

data transformation task we consider lossy compression, and explore setting the compression

error bound adaptively to different partitions of a data object for balancing accuracy and

performance.

In summary, we make the following contributions:

• A GPU- and DPU-aware runtime framework enabling computation on in-transit data.

Our system, called Runway, performs dynamic mapping of data transformation tasks on

available compute resources, while adaptively setting the data transformation parameters

(e.g., compression error bound) based on the data;

• A dynamic resource mapping scheme based on a cost model taking into account factors

such as resource availability and overlapping of compute and data movement;

• An adaptive compression scheme with per-region tuning.

We evaluate Runway on Perlmutter, a state-of-the-art large-scale cluster at NERSC, equipped

with AMD EPYC CPUs and NVIDIA A100 GPUs to demonstrate the I/O scalability. We also

evaluate Runway on a smaller testbed system that has an NVIDIA A30 GPU and an NVIDIA

Bluefield-2 DPU to showcase our proposed dynamic resource mapping scheme across diverse

accelerators.

6.2 Background and Motivation

PDC currently lacks the extensibility found in other I/O libraries, such as HDF5. In this work,

we build Runway on top of PDC’s client-server design; thus, Runway inherits PDC’s data object

abstraction. We propose a novel way of supporting dynamic features, focusing on compression

on in-transit data and scheduling to compute accelerators, such as GPUs and DPUs. Support-

ing dynamic features is critical to enable researchers to integrate their work in production

applications. The client-server design allows us to decouple application parallelism with I/O

parallelism. The current design of HDF5 filters only supports parallelism with number of MPI

ranks the application launches. Moreover, there is no support to perform the computation

asynchronously. Runway demonstrates a need to support asynchronous computation and
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Figure 6.1 Data transfer throughput can saturate when a hardware resource is fully utilized. This
data transfer performs ZFP compression in-transit while persisting the QVAPOR data object of the
Hurricane ISABEL dataset.

better resource management. We compare Runway’s dynamic resource mapped in-transit

compression to the current state-of-the-art in-transit compression, namely, HDF5 filters.

6.2.1 Hardware Accelerators

Recent work on I/O libraries have also explored supporting hardware accelerators in the data

path. HDF5 exposes low-level I/O operations through the virtual file driver (VFD). Since many

applications utilize GPUs for compute, HDF5 had added support for GPUDirect Storage (GDS)

through the GDS VFD Ravi et al. (2020). GPUDirect Storage eliminates the need to buffer data

in system memory. GPUs can support computations at very high throughput compared to a

multi-core CPUs. Thus, GPU compression with GPUDirect Storage can be used to accelerate

I/O throughput Real and de Bayser (2021).

Developers often want to schedule I/O tasks on idle hardware, so they do not contend with

resources used by more critical computations, such as CPUs and GPUs. For example, PDC

reserves a core on each compute node for its data servers. In this work, we consider offloading

data management servers to the DPU. We also explore taking advantage of the DPU’s specialized

compression accelerator to increase the lossy-based compression throughput.

6.2.2 Scientific Data Reduction

Recent work on error bound lossy compression, such as ZFP Diffenderfer et al. (2019) and SZ

Jin et al. (2022), has shown that scientific data reduction can yield high compression ratios and

still maintain high quality thresholds. Moreover, these data transforms can be implemented

efficiently by using high throughput parallel resources, including multicore CPUs and GPUs

Tian et al. (2020). These recent developments enable I/O libraries to take advantage of scientific

data reduction to improve I/O latency and reduce I/O bandwidth.

The effectiveness of data reduction can depend on multiple factors, including error bounds
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Figure 6.2 Comparison of the performance of the SZ2 and SZ3 compression algorithms on two appli-
cations from SDRBench. The left plots shows how compression ratio (Y-axis) increases with higher
absolute error bound (X-axis). The center plots show how the same error bounds (X-axis) can impact
compression time. The right plots show how the quality metric, PSNR (Y-axis), varies with the abso-
lute error bound.

and entropy of the data. For example, data intended for visualization can tolerate larger error

bounds. Larger error bounds allow lossy compression to dramatically reduce data size at the cost

of losing some result quality, typically measured with peak signal-to-noise ratio (PSNR). Figure

6.2 shows how varying the absolute error bound can impact compression ratio, compression

latency, and compression quality. See Section 6.4 for more information about the experimental

setup. Recent efforts have begun exploring automatically tuning these error bounds Krasowska

et al. (2021); Underwood et al. (2022).

However, for sparse scientific data, the effectiveness of data reduction methods might not

be uniformly beneficial at a global data object. For example, object data can contain multiple

temporal and spatial data regions. Each of the regions might have different characteristics,

leading to different error bounds. Recent work has begun exploring the need for a locally tuned

error bound Liang et al. (2022a). For example, in Figure 6.3 we show a data object (QRAIN)

from the Hurricane ISABEL dataset. This data object is of dimensions 100x500x500 as shown

on the top row of the figure. Because this data object contains both a temporal and spatial

dimension, it is a 3 dimensional data object, where the first object indicates the timestep.

Analysis is distributed across discrete grids, or data regions, indicated as 100x100 regions in

the bottom 3 figures. Some data regions yield much higher compression ratios than others. In

this work, we demonstrate the benefits of supporting a non-uniform compression scheme in

I/O middleware.
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Figure 6.3 Hurricane Isabel QRAIN data object with dimensions 100x500x500. The top two plots show
the entire 500x500 data object at simulation timesteps 0 and 100, respectively. The bottom six plots
show the first three 100x100 data regions in the x-direction for bottom simulation timesteps.

6.3 The Runway Framework

We design Runway to be a novel object data management service that supports in-transit

computation. As mentioned above, Runway builds on the design of an existing object data

management service, i.e., Proactive Data Containers (PDC) Tang et al. (2018). Similar to PDC,

our framework targets large-scale applications and systems. Because our goal aligns well with

PDC’s using a server for scheduling in-transit computations and to perform asynchronous

I/O, we use PDC as the base framework. Current and upcoming large-scale systems leverage
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Figure 6.4 Overview of Runway which is implemented using a client-server model.

heterogeneous resources to push computing limits. Runway aims to simplify the application

developer’s effort to manage data in the context of heterogeneous resources. To use our frame-

work, application developers need to replace calls to existing I/O functionality with a simplified

data management API. Using a distributed client-server model, Runway can move data in and

out of the application memory address space asynchronously using remote procedure calls

(RPCs).

In Figure 6.4 we show the high-level design of the Runway framework. Runway uses Mercury,

a high performance RPC library that facilitates data movement through Remote Memory Access

(RMA) Soumagne et al. (2020). Mercury enables low overhead communication and fast data

transfer for large-scale systems. Application developers can register Runway lambdas, which

are computation operations on data that would be executed in-transit. Runway lambdas are

mapped and scheduled on the available compute resources at runtime. We describe each of

these features in detail in the following sections.

6.3.1 Supporting Object Data Model

Runway implements an object data model used in PDC. Data are organized as a collection of

objects inside containers. Each object is composed of a binary blob and metadata, including a
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name, ID, dimensions, time of data generation, ownership, etc Tang et al. (2018). Large objects

are partitioned into smaller regions that are defined by starting offsets in the object, element

counts, and data sizes. A region is the primary way to interface with data; it can reside in any

layer of the memory hierarchy (i.e., GPU memory, CPU memory, NVMe, disk, etc.) Tang et al.

(2020). This approach enables a simple programming model to interface with data while relying

on a flexible runtime to support a deep memory hierarchy. In this work, we build on this object

data model abstraction to enable an extensible computation framework.

6.3.2 Supporting In-transit Computations

The Runway framework supports computations, or operations on data that is in memory. There

are two types of lambdas: data transformations and data analysis. Data transformations are de-

fined as operations that change the input data in some way. Examples of data transformations

include compression, decompression, encryption, and decryption. Data analysis produces

some new results based on the input. Analysis functions include computing statistical sum-

maries (min, max, histograms, etc.) of a region. Analysis functions can also include calculating

the data entropy of a dataset, a useful metric for data reduction.

In addition to the built-in lambdas, Runway is designed to be extensible with user-defined

plugins. A common interface exists for registering computation functions. Client-sided compu-

tations operate on region-only data, whereas server-sided computations operate on object-level

data. The region-only data are mapped to the application process address space, so no new

data need to be accessed. However, data objects can span multiple data locations, such as

across memories of distributed compute nodes. Thus, accessing data objects requires the use

of data iterators to fetch data blocks.

A computation function can have multiple variants. For example, multiple approaches

currently exist to perform scientific data reduction. The most suitable compression method

to use depends heavily on the application and its data. Moreover, each compression function

might have different hardware-specific implementations. To capture this, Runway allows for

multiple variants to be registered for a computation function. There are two types of interfaces

for a computation function: Direct and Iterative. The direct interface supports region-based

functions, while the iterative interface supports object-based functions. The direct interface is

a straightforward method to operate on in-transit data. Data are passed to the direct interface

function as a function argument through an opaque pointer. Additionally, metadata about the

data region are passed through function arguments. The iterative interface allows computation

to operate on entire data objects without needing to map to a smaller region. Since data objects

can be very large, and often exceed the memory capacity, data can be traversed with iterators.
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In this case, the function argument is composed of a data iterator that is used to retrieve the

next data block. The runtime will transparently retrieve data blocks that might reside in the

working memory of another node in the distributed data server.

6.3.3 Supporting Heterogeneous Resources

Our runtime is built to take advantage of accelerators in HPC systems. For computations,

multiple variants can be registered where each variant targets a different resource. We can

have a variant that is optimized for performing the computation on the CPU and another on

the GPU. This allows the Runway system to decide which resource to utilize to perform the

computation.

GPU

Graphics processing units (GPUs) enable processing data at very high throughput. Recent work

has explored directly interacting with data stored in the file system with GPUs. Runway enables

using the GPU as a data movement accelerator. We support this by offloading computation,

including data transformations and data analysis, to the GPU when compatible code variants

are registered.

Figure 6.6 shows the performance differences between SZ running on a recent data center

CPU and cuSZ (i.e., a CUDA implementation of SZ) running on recent data center GPUs. We

measure the overall compression throughput of using an A30 GPU to be 2.5 GB/s. Although

this is 2-3x higher throughput than a multi-threaded CPU implementation, GPU execution

incurs the additional cost for transferring data between the host and device memory.

DPU

Data processing units (DPUs) are typically used in data centers to offload networking and

communication tasks from the host CPU. A SmartNIC is a type of network interface card (NIC)

that includes a programmable CPU that executes the offloaded tasks. In this work, we use the

terms DPU and SmartNIC interchangeably to refer to the NVIDIA Bluefield-2 device. This DPU

includes an ARM Cortex-A72 CPU meant to handle less compute intensive tasks, and Runway’s

worker instances can be fully offloaded to it. The Bluefield-2 DPU also includes specialized

accelerators for specific tasks, such as data compression and hashing. Future versions of the

Bluefield DPU are planned to include a GPGPU as well.

To understand the performance from offloading a computation to the DPU, we profile

a popular compression algorithm on real-world scientific data. As expected, we found the
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embedded ARM core on the DPU to be much slower than the host CPU, especially for multi-

threaded workloads. However, the Bluefield-2 board includes a special-purpose accelerator of

DEFLATE, a lossless data compression algorithm that uses a combination of LZ77 algorithm

and Huffman coding. Lossy compression algorithms make use of lossless compression as

the last step, which we found to be a bottleneck. We devised a variant of SZ that uses ZLIB

(DEFLATE), which can be offloaded to the DEFLATE accelerator found on the Bluefield-2

device.

6.3.4 Supporting Asynchronous Tasks

More complex computations can add latency to data operations. Also, data transfers to discrete

memory found on accelerators can impose extra latency. In order to avoid decreasing the

overall application throughput, we implement an asynchronous event system. To automate

targeting computation variants for different heterogeneous resources, Runway uses a task

scheduler. The task scheduler uses a simple cost model that takes into account the overall

latency to perform an in-transit computation. We define the overall latency to include the time

to transfer the data to and from an accelerator memory, as shown in Equation 6.1.

tl a t e n c y = th2d _t i me + tc o mp u t e + td 2h_t i me (6.1)

The data transfer latency can be calculated based on the peak interconnect bandwidth and

data size. For synchronous I/O, we keep a running average of past compute kernels’ execution

time. This is sufficient to statically map to resources. However, when we overlap an I/O phase

with compute (asynchronous I/O), the challenge of avoiding contention due to oversubscribing

resources becomes an issue. Thus, we propose an empirical model to estimate the execution

time of an in-transit computation based on runtime data, such as tracking device utilization

during execution. We define “device utilization” as the percentage of time spent busy over a

sampling period.

To estimate the compute latency of performing an in-transit compression, we find a corre-

lation between device utilization, data size, and compression latency. Equation 6.2 shows a

cubic polynomial which takes two input variables, xi ,0 (device utilization) and xi ,1 (data size) to

predict the compression latency yi . The i parameter represents an index into the past history

of previous measurements. Using least squares of a cubic polynomial, we can fit a line of best

fit for the data collected on each device. Each device we fit this model to will have a different

set of β0, β1, β2, and β3.

fe s t _c o mp u t e =⇒ yi =β0 ∗ x 3
i ,0+β1 ∗ x 2

i ,1+β2 ∗ xi ,1+β3 (6.2)
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In summary, the dynamic resource mapping scheme uses a cost matrix that takes into

account the following parameters: 1. current data location, 2. transfer costs, 3. target data

location, and 4. available compute units. We use empirical data from past runs to refine the

model for future operations.

6.4 Experimental Setup

With a mixture of I/O kernels, computation kernels, and real-world data from scientific appli-

cations, we evaluate Runway on a testbed system and a large-scale cluster. In this section, we

describe the systems and benchmarks in detail.

6.4.1 System Configuration

Perlmutter is a pre-exascale supercomputing system with 200 petaflops (PF) performance

located at OLCF NERSC (2022). It is composed of 1,536 GPU nodes and 3072 CPU nodes. Each

GPU-accelerated node features four NVIDIA A100 GPUs and one AMD "Milan" EPYC 7763

CPU. The memory subsystem in each GPU node includes 40GB of HBM2 per GPU and 256GB

of host DRAM. Each CPU node features two AMD EPYC CPUs with 512GB of memory per node.

The entire compute system is connected to a HPE Cray’s ClusterStor E1000 storage with 35 PB

of storage space. It is an all-flash file system, built on a Lustre file system, with an aggregate

bandwidth of > 5 TB/sec and 4 million IOPS (4 KiB random).

Our smaller testbed system is equipped with two Intel Xeon CPUs, two NVIDIA A100 GPUs, and

an NVIDIA Bluefield-2 DPU. Each GPU has 24GB of HBM2 memory and 126GB of host DRAM.

The DPU has an embedded ARM Cortex-A72 SoC with 16GB of DRAM. It has an Ethernet

network interface with dual ports of 25 Gb/s. Both the GPU and DPU are connected over PCIe

and serve as offload accelerators to the host CPU. Refer to Table 6.1 for a summary of the system

configurations.

6.4.2 I/O Kernels

We implement I/O kernels using scientific datasets found in the Scientific Data Reduction

Benchmark, SDRBench Zhao et al. (2020). SDRBench is a standard compression assessment

benchmark suite that contains multiple real-world scientific datasets across different domains.

Metadata, which document how to parse the data from the binary files, are provided for each

dataset. Refer to Table 6.2 for a summary of the datasets used in this work.

Nyx is a massively parallel, adaptive mesh, cosmology simulation. During its execution, it
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Table 6.1 System configuration for the evaluation of Runway

Testbed
Two-node system

NERSC Perlmutter
Large scale cluster

CPU
2x Intel Xeon ES-2530 v4,
10-Core

AMD EPYC 7763
64-Core

RAM 126GB DDR4 256GB DDR4
GPU NVIDIA A30 PCIe 24GB NVIDIA A100 SXM4 40GB
DPU NVIDIA Bluefield-2 -
OS Ubuntu 18.04.5 SUSE Linux 15
Drivers NVIDIA Driver 515.48.07, CUDA 11.7

Table 6.2 Benchmarks used for the evaluation of Runway

Dataset Data Objects Entropy Dimensions Mem. Req.

Nyx Temperature 23.99
512x512x512

Single Precision
512 MB

Hurricane
ISABEL

QCLOUD 1.30
100x500x500

Single Precision
100 MBQRAIN 21.45

QVAPOR 24.19

QMCPACK
QMCPack

(einspline)
26.08

115x69x69x28
Single Precision

612 MB

S3D Pressure 26.77
500x500x500

Double Precision
1 GB

Miranda Density 22.5
96 regions of

3072x3072x3072
Single Precision

106 GB

stores simulation state composed of particle data for checkpoint-restart of the simulation or

post-analysis visualization. The dataset found in SDRBench has post-analysis Nyx simulation

data composed of 3D arrays in space of size 512x512x512. Each particle contains 6 fields of

single-precision floating-point data: velocity x, velocity y, velocity z, temperature, dark matter

density, and baryon density. Our I/O kernel treats each field as a separate data object. Since

all of the fields have a similar data entropy, we only show results for one of the data object

(temperature) in our work.

Hurricane ISABEL is a climate simulation application. The dataset contains 13 single-precision

floating-point fields where each field is a 3D array of 100x500x500. The first dimension is a

simulation timestep. We evaluate three of the fields, each represented as a data object, in our

I/O kernel. Of the three fields we evaluate, QCLOUD has much lower data entropy than QRAIN,

and QVAPOR.

QMCPACK is an ab initio quantum MonteCarlo package for analyzing the electronic structure
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of atoms, molecules, and solids. In this dataset, there is one field called ’einspline’, which

represents the state stored in memory during the simulation. In our I/O kernel, we represent

this field as a single-precision floating-point data object with size 115x69x69x288. The first

three dimensions represent the x,y,z coordinates and the last one is orbital index.

S3D is a combustion simulation application. The dataset contains 11 fields components each of

which is a 3D array of double-precision floating-point values of size 500x500x500. We evaluate

the pressure component as a separate data object in our S3D-I/O kernel.

Miranda is a hydrodynamics simulation code used to study the instability growth of turbulent

mixing. This dataset has a single data object, density, from a late time step of a simulation

run on a 3072x3072x3072 uniform grid. The density data object have been partitioned into 96

regions of dimensions 3072x3072x32. Some of the regions in this data set have zero entropy (all

have the same value).

6.4.3 Computation Kernels

Using Runway’s dynamic extensions, we implement interfaces to two error-bound lossy com-

pression transforms: ZFP and SZ. In addition to in-transit compression kernels, we also utilize

a compute kernel which computes π.

ZFP Diffenderfer et al. (2019) is a lossy compression library for floating-point data. It contains

four critical steps: (1) partition data into grids of 4d blocks; (2) convert each block to a fixed-

point representation; (3) decorrelate values by applying orthogonal transforms; (4) perform bit

manipulation (an embedded coding from MSB to LSB), then truncation. ZFP implements three

modes to bound compression error: fixed rate, fixed accuracy, or fixed precision. The fixed-rate

mode compresses a block to a fixed number of bits. The fixed precision mode compresses to a

variable number of bits but keeps the number of bit planes fixed. The fixed accuracy mode

compresses a block with relation to a tolerated maximum error.

SZ Liang et al. (2022b) is a modular parametrizable lossy compressor framework for scientific

data. It contains four critical steps: (1) predict data values based on a model; (2) apply linear

quantization; (3) perform variable-length encoding; (4) perform lossless compression using

existing algorithms. SZ provides three modes to bound compression errors: absolute error

bound, relative error bound, and peak-to-signal noise ratio (PSNR). cuSZ Tian et al. (2020) is a

CUDA implementation of SZ which performs all of the algorithm steps on a GPU.

We propose dpuSZ as a DPU implementation of SZ that utilizes the lossless compression

acceleration of the NVIDIA Bluefield-2. Due to its superior compression ratio and speed, SZ3

uses Zstandard (ZSTD) by default to perform its lossless compression Zstd (2015). However, we

revisit using ZLIB as SZ’s lossless compressor due to ZLIB being based on DEFLATE, which is
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accelerated on the Bluefield-2 DPU.

BBP-π is a compute kernel that implements the Bailey-Borwein-Plouffe (BBP) algorithm to

calculate the n-th hexadecimal digit of πwithout calculating the first n −1 digits Bailey (2006).

Although the BBP algorithm can calculate any arbitrary digit of π, it still scales linearithmically,

O (n log n ). We use this kernel to vary the utilization of compute units. This enables us to explore

how our dynamic resource mapping strategy performs when overlapping a computation kernel

other than compression kernels. We implement two variants of this algorithm—an OpenMP

implementation targeting multi-core CPU and a CUDA implementation targeting a GPU.

6.5 Experimental Evaluation

6.5.1 Accelerated Offloading

We first look at the performance of SZ compression on the BlueField-2 DPU and the NVIDIA

A100 GPUs available in our testbed system.

DPU execution - Figure 6.5 shows the execution time breakdown of the critical steps of the

SZ algorithm on DPU. As discussed in Section 6.4.3, SZ is a modular compression framework,

which allows multiple implementations for different steps of the algorithm. In the figure,

ZSTD identifies the default SZ implementation; ZLIB is the version of SZ that uses a software

implementation of ZLIB in the lossless compression step, and DPDK_ZLIB is the version that

uses the DEFLATE accelerator available on DPU for this last step. For all three versions, we

have a single- and a 4-threaded OpenMP implementation: the former using a single Arm core,

and the latter using all four Arm cores of the DPU (4 cores). As can be seen, for ZSTD the

lossless compression part of the SZ algorithm has execution time comparable to the other steps.

With ZLIB, software-implemented lossless compression is 6× slower than ZSTD with similar

compression ratio. However, thanks to the hardware acceleration of DEFLATE on the DPU

Intel DPDK (2022), DPDK_ZLIB is 27× faster than ZLIB. This improves the overall compression

throughput of the SZ algorithm by a factor of 2.34× over the default ZSTD mode on the DPU.

Later, we will refer to this variant of SZ as dpuSZ3.

CPU vs. GPU vs. DPU compression - We now consider three variants of SZ: (Variant 1)

SZ3 targeting host CPU, (Variant 2) dpuSZ3 targeting the DPU, and (Variant 3) cuSZ targeting

the GPU. With a breakdown of the cost of data transfers and compression latency for each

device, Runway can decide which variant, thereby which device, to use at runtime. Figure 6.6

plots the comparison between directly writing the data to storage and performing in-transit

compression with each variant. As can be seen, using SZ on the QVAPOR data object from

the Hurricane ISABEL dataset improves the I/O write latency due to having to write less data.
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Figure 6.5 Comparison of different modes of SZ (Y-axis) executed on the DPU with a breakdown of
execution time (X-axis) of each step of the SZ algorithm. The QVAPOR data object from the Hurricane
ISABEL dataset is being compressed in-transit with Runway. The compression throughput for each
mode is indicated on the right of each bar.
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Figure 6.6 Comparison of different variants of SZ (X-axis) executed on the testbed using Runway on
the QVAPOR data object from the Hurricane ISABEL dataset. Variant 0 does not use compression,
while variants 1, 2 and 3 perform compression on CPU, DPU and GPU, respectively. A breakdown of
data transfers to and from the device, compression latency, and write time is indicated by the type of
shaded region on the stacked bar plot.

However, the compression latency of executing on the embedded cores of the DPU results in

an overall slowdown compared to directly writing with no compression. On the other hand,

using CPU and GPU compression can be beneficial to overall I/O performance despite the

compression overhead.

Based on the data transfer costs between CPU and accelerator (GPU or DPU) and the

compression latency, a static resource mapping method would choose the GPU-based cuSZ

variant. However, this mapping decision might not be the best one if the GPU is being utilized

by application code or other compression tasks. Static resource mapping makes sense when

performing I/O synchronously or when the offload target is not fully utilized. When performing

I/O asynchronously, in-transit data compression can contend with the computation phase of

the application.
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6.5.2 Per-region Tuning

Here, we evaluate Runway’s non-uniform compression scheme where each region is inde-

pendently tuned instead of performing uniform compression on the whole data object. In

Figure 6.7, we show how the entropy for a 3072x3072x32 region of the 3072x3072x3072 Density

object in the Miranda dataset is not-uniform. This type of entropy in a data object showcases

the benefit for performing non-uniform compression. In Figure 6.8, we plot the compression

ratios achieved when performing uniform compression for the data object vs non-uniform

compression for each region. When the entropy varies dramatically within the region, the

non-uniform compression performs about 15% more compressibility. When the entropy is

similar in the region, there is little difference in overall achieved compression ratio. The main

takeaway from this experiment is that predictors work better locally, especially when entropy

varies dramatically within a region. This is evident when we skip the lossless stage for SZ with

the SZ_BEST_SPEED compression mode; there is a 46.5% improvement in compressibility.

We also evaluate how Runway performs at large scale while comparing it with an existing

0 10 20 30 40 50 60 70 80 90
Region with dimensions 3072x3072x32

0
10
20

32
-b

it
E

nt
ro

py

Figure 6.7 The 32-bit Entropy for each 3072x3072x32 region of the 3072x3072x3072 Density object in
the Miranda dataset. The x-axis is the region number in the z-dimension.
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solution of using HDF5 filters. Figure 6.9 shows how I/O scales exponentially and quickly

becomes a bottleneck at larger scale. In this experiment, we increase the amount of data

proportionally to the number of MPI ranks (i.e., weak scaling). Performing SZ3 compression

in-transit with HDF5 or Runway on the entire data object improves the overall I/O latency

dramatically. We also compare with performing per-region based non-uniform compression

which allows each region to be compressed independently. Note, the Y-axis is plotted with a log-

scale. Per region compression exposes additional parallelism and relaxes the error bound for

regions that are highly compressible, thus we observe slightly better latency with non-uniform

compression. At scale, non-uniform mode improves I/O time by around 20% over uniform

mode.

6.5.3 Dynamic Resource Mapping

With the experiments in this section, we make a case for the need to implement dynamic

resource mapping when performing in-transit compression asynchronously. The set of experi-

ments in Figure 6.10 show multiple instances of the same I/O kernel using the same resource to

perform SZ compression. It is clear that device utilization correlates with compression latency.

In some cases when the device utilization is above a threshold, such as 0.7, the compression

latency is 2-3× slower to perform on the GPU. We rely on the model proposed in Section 6.3.4

to predict the compression latency based on empirical data obtained in all of these multiple

compression instances.
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Figure 6.9 Comparison of scalability of Runway at large scale on Perlmutter when performing in-
transit SZ3 compression on the Pressure data object from the S3D dataset. The total I/O time is
shown on the Y-axis (log-scale), and the number of MPI ranks is shown on the X-axis. The stacked bar
plot shows how much time is spent on SZ3 compression and in performing the write operation. On
top of each bar, we show the percentage improvement for non-uniform mode over uniform mode.
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(a) SZ on Testbed
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(b) SZ on Perlmutter
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(c) cuSZ on Testbed
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(d) cuSZ on Perlmutter

Figure 6.10 Each plot measures how the processing unit utilization (left Y-axis, indicated as bars) and
SZ compression latency (right Y-axis, indicated as points) scales when increasing the number of I/O
kernel instances (X-axis). For each point, we plot the range of compression latency measured for all
instances.
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Figure 6.11 shows how the model fits with the data obtained on the testbed GPU. Since this

is a 2D projection of a cubic polynomial model, the prediction line appears to be disjoint. We

plot the same data with a 3D projection in Figure 6.12a. In the 3D projection, we do not color

code each data point with the type of data object being compressed as we did in Figure 6.11.

In Figure 6.12, we plot the prediction estimated with our empirical cost model as a surface

plot, which varies with the device utilization and data size for each data object. Each data point

represented as a circle on the plot indicates a separate I/O call with in-transit compression

enabled.
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Figure 6.11 Changes in SZ compression time (Y-axis) based on the GPU utilization (X-axis). The
dashed line is our prediction based on all past measurements done on the GPU on the testbed sys-
tem. This is a 2D projection of GPU utilization and data size (not shown). Each data object from all
the runs are highlighted are color-coded.

The correlation for device utilization, data object size, and compression latency is adequate

for the GPU device utilization with a r 2 = 0.6 and r 2 = 0.5 on the A30 and A100, respectively.

For the CPU utilization, the correlation is very strong with a r 2 = 0.96 and r 2 = 0.99, on the Intel

Xeon and AMD Epyc, respectively. Since the GPU performs compression very fast compared to

that on CPU, especially for smaller data sizes (few milliseconds), the observed performance

variability is higher compared to the CPU correlation. This is a limitation of using nvidia-smi

which supports a polling interval of 1 ms or above to monitor the GPU utilization. In practice,

data sizes for real-world applications will be much larger, so the variability would be less with

the same GPU utilization monitor.

Furthermore, the model can be used to predict the compression latency even when a

different compute kernel is running concurrently, such as BBP-π. In Figure 6.13, we run together

an in-transit SZ compression of QVAPOR-IO data object and compute BBP-π algorithm. The

prediction model indicates the compression latency roughly doubles after 0.7 GPU utilization.

Our dynamic resource mapping scheme takes advantage of this modeling to determine which

device to utilize to reduce contention.
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Figure 6.12 Comparison of correlation among our prediction model, device utilization, and data
size of each data object (X-axis and Y-axis) with the SZ compression latency on the vertical Z-axis.
Each I/O with in-transit compression is plotted as a circle in each plots. The prediction is plotted as a
surface plot in the 3D projection.
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Figure 6.13 Multiple workloads (QVAPOR-IO and BBP-π) sharing same resource (A30 GPU). We vary
the BBP-π duration to vary the GPU utilization (X-axis). We show how increasing the GPU utilization
will increase the compression latency (Y-axis). The predicted time based on our prediction is shown
as a dotted line.
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When performing asynchronous I/O, the DPU can be a better offload target when the host

CPU and GPU are busy. In Figure 6.14, we demonstrate three different scenarios: (1) QVAPOR-

IO performing an in-transit SZ compression while co-running a CPU version of BBP-π; (2)

QVAPOR-IO performing an in-transit cuSZ compression while co-running a GPU version of

BBP-π; (3) QVAPOR-IO performing an in-transit dpuSZ compression while co-running both

a CPU and GPU version of BBP-π. When we increase the workload on the CPU and GPU

(compute more digits of BBP-π), we see a speedup by offloading compression to the DPU. At

64k digits of π, the overall application time is 9% faster.
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Figure 6.14 We compare the total time for performing an in-transit SZ compression asynchronously
for QVAPOR-IO dataset while performing an BBP-π computation. The x-axis shows which device
computes BBP-π and number of digits. The legend on top of the figure shows which device performs
the in-transit compression.

6.6 Chapter Summary

In this chapter, we introduce Runway, a client-server I/O runtime capable of in-transit data

transformation and analysis. With Runway, we explore the benefits of offloading in-transit

compression to two accelerators: GPU and DPU. We introduce a cost model to determine

the target resource for a data transformation task dynamically based on runtime parameters.

We evaluate our cost model with extensive experiments on real-world scientific datasets. Our

evaluation and analysis have highlighted the need to implement a dynamic resource mapping

scheme while performing in-transit data compression asynchronously. Finally, we explore

per-region compression, which exposes additional parallelism and improves latency.
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CHAPTER

SEVEN

CONCLUSIONS

The philosophers have only interpreted the world, in

various ways. The point, however, is to change it.

—Karl Marx

7.1 Summary of Contributions

This study highlights the pressing need for better resource management in HPC systems and

identifies key challenges that arise when multiple workloads are co-scheduled. To address

these challenges, we have explored a range of strategies including the development of a GPU

runtime system that eliminates contention when over-subscribing device memory, an I/O

runtime that dynamically maps in-transit data compression to a device, and the use of efficient

I/O techniques such as Asynchronous I/O and GPUDirect Storage to improve latency and

bandwidth. We are confident that our findings will be highly beneficial for future large-scale

science simulations that rely on workflow-based approaches, and that our runtime system,

with its simple data object abstraction, will enable effective checkpointing and visualization of

simulation states.

7.2 Future Directions

As we conclude our work on developing a dynamic runtime system for better resource manage-

ment in HPC systems, it is important to consider potential future directions for this technology.

Our runtime system, Runway, offers a number of benefits for multitenant HPC environments,
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including reduced contention, improved I/O performance, and efficient data object abstrac-

tion. Moving forward, we believe that there are several exciting opportunities to build on this

foundation and further enhance the capabilities of Runway. In this section, we outline some

potential directions for future research and development that could help to unlock even more

of the potential of our work.

Scaling to even larger systems: Although Runway is highly scalable, it may still face chal-

lenges when running on extremely large systems. In the future, it would be interesting to explore

ways to further optimize Runway’s performance on such systems, such as by developing new

load-balancing algorithms or improving communication patterns.

Integrating with cloud computing: Cloud computing is becoming an increasingly popular

platform for running HPC workloads. One direction for future work could be to explore ways

to integrate Runway with cloud platforms such as Amazon Web Services or Microsoft Azure, to

enable more flexible deployment and management of HPC workloads.

Expanding to other hardware platforms: While Runway was designed with GPUs and

DPUs in mind, it could potentially be adapted to work with other types of hardware as well,

such as FPGAs or ASICs. Investigating the feasibility and benefits of such adaptations could be

an interesting direction for future work.

Exploring new applications and domains: Finally, as with any new technology, there may

be unforeseen applications or domains where Runway could be useful. Future work could

involve exploring these new applications and domains, and investigating how Runway could

be adapted to better support them. One possible direction could be workflow-based scientific

applications that use data object abstraction for transactions or real-time visualization.
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