
ABSTRACT

WU, SHUOHAO. Pricing and Inventory Control for Inter-temporal Products. (Under the
direction of Dr. Russell E King and Dr. Donald Warsing).

We study a joint pricing and inventory management problem for a single inter-

temporal perishable item with limited shelf-life in an infinite horizon. This work aims

to provide insights into optimal pricing and replenishment policies and establish a

practical solution for retailers to maximize potential profit with stochastic customer

demand.

Retailers who sell perishable items face a significant challenge in managing their

inventory and setting the right price when customers are sensitive to the freshness

of the merchandise and the price, in addition to the natural variation of traffic and

demand. A good replenishment decision can help a retailer satisfy customer demand

while reducing waste. Because of the deteriorating characteristics of the inventory, a

retailer may further tailor its restocking quantity depending on the inventory levels of

items at different shelf-life ages. At the same time, a retailer can adjust pricing levels to

influence the sell-through rate via demand elasticity. For items getting close to the end

of their shelf-life, a retailer can apply a clearance strategy by differentiating their pricing

point with a markdown to attract customers who are less sensitive to freshness than

price. We consider it a joint decision-making process by optimizing the replenishment

and pricing strategies at the same time.

We first establish a framework for the optimization problem. Without losing general-

ity, we start by investigating a scenario for an item with a two-period shelf-life. A model

that considers demand sensitivity for pricing and quality is established to maximize

long-term operation profit. The retailer can observe carry-over inventory from the last

period and make pricing and replenishment decisions at the beginning of each period.

Assumptions of customer pricing sensitivity and freshness sensitivity are introduced at

various levels to evaluate and compare the best policies. We derive the optimal strat-



egy for each scenario with a proof-of-concept dynamic programming formulation and

expose the benefits of having markdown tactics and dynamic pricing.

To make our contribution more practical, we conduct an in-depth study of customer

behavior with markdown pricing and create a regression-based model to capture de-

mand characteristics from sales data. The demand function is revised to make it more

general for various demand assumptions. We observe significance in regression results

using an industry dataset. With the new demand function, we revise the pricing and

replenishment optimization and generate optimal policies. We also evaluate model sen-

sitivity to regression parameters in the revised demand function. The proposed model

shows reliable performance for a group of tested items. We summarize the insights to

guide business operators.

This work shows the potential of applying an intelligent markdown strategy with a

carefully tailored replenishment strategy. The benefit can become increasingly marginal

when additional flexibility in pricing is introduced. With the foundation of this work

and the optimization framework, we can expand to more complex scenarios to cover

other business use cases.
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CHAPTER

1

INTRODUCTION

1.1 Problem

We study a problem where a retailer needs to make a decision on the pricing and re-

plenishment of a perishable item so that the total pro�t can be maximized. The item

may have multiple phases of freshness during its shelf-life, with declining qualities or

attractiveness over time. The retailer can set different prices for the different phases.

We call the price of the freshest or newest goods the base price or full price. The

prices for items in aged phases can be called markdown prices, because it is reasonable

to assume that they are no higher than the base price. We recognize that there exist

goods that the price may go up over time, especially for certain luxury and collective

goods, but here we focus on consumable items whose value goes down as they age.

Both the base price and markdown price(s) are to be optimized, and can be adjusted

over time. However, depending on the strategy, the retailer may be more reluctant

1



to dynamically change the base price, and may have certain rules on the markdown

prices. Such regulation limits the �exibility but may have some merits in keeping a well-

controlled operation. In this research we evaluate the performance of pricing models

from a �xed pricing strategy to a fully dynamic one.

This class of problems are characterized by several elements:

• Pricing dynamics, including

– number of markdown opportunities

– number of price change opportunities

• Shelf-life

• Replenishment lead time

• Planning horizon

• Cost structure

Notice that, in our context, markdowns and price changes are not the same concept.

We de�ne a markdown as applying a lower price for aged items, while a price change

is an adjustment of either the base price or or the previously established markdown

price(s) over time. For a single item, there can be one or more markdowns. For example,

if there are two markdown opportunities in an item's shelf-life, then there can be at most

three prices for that item: one for the base price and one each of the markdowns. If the

retailer chooses to adjust the setting of either the base price, or the markdown price(s)

at any time, we call it a price change.

Retailers can have a single or multiple markdown opportunities, based on the shelf-

life phase to which an item belongs. A single chance markdown implies that there

could be at most two prices facing customers at any given time, while multiple-chance

markdowns may provide customers with multiple prices at the same time.

The price change setting can be “�xed” where there is no opportunity to make

adjustments after the initial decision on all price settings, or “periodic dynamic” where
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a retailer can change the prices in every period (e.g. every day), or “full dynamic” where

the price can be changed at any moment in continuous time.

Because we are most interested in the impact of different pricing strategies as well

as the replenishment policies, the most discriminating factor is the con�guration of

price change opportunities and markdown opportunities. Shelf-life is another critical

characterizing factor for the simpli�cation of the problem. We will make general as-

sumptions on lead time, planning horizon, inventory cost, and ordering cost structure.

These are not our main focus but they also play important roles in determining the

optimal solutions.

We show the problem space in Figure 1.1.

Figure 1.1: Problem space of the model

1.2 Motivation

Many retailers discount their time-sensitive merchandise when it is close to the end

of its shelf-life, in order to clear inventory and promote sales of newer or fresher items.

However, the “cannibalization effect” exists when both new and old items are available
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to customers, who might prefer newer or fresher items when the price difference, if

any, is not signi�cant, leaving aged items unsold, or might choose the ”old” items if the

markdown price is desirable, thus affecting the sales of new items which have a higher

margin.

Such problems are very common. Some examples include:

• Fresh produce and bakery departments of grocery stores, where new items are

more favorable than aged ones, and each item may be replenished daily and have

multiple periods of shelf-life.

• Consumer electronics products that aggressively evolve in new generations, with

old generation(s) still in the market, e.g. smart phones, tablets, personal computers

and various computing accessories.

• Fashion industry, where new styles are presented in close proximity to old items.

One supermarket chain has a so-called Customer Value Program (CVP) that applies

discounts on fresh and produce products on the day prior to the sell-by day Shanker

(2019). Store employees usually mark down items in the morning during the daily culling

period. All items that are unsold are removed from the shelf by 10 PM on the sell-by day.

This allows customers to choose possibly two prices for the same merchandise, where

the only difference apart from price is the freshness.

Pricing is an age-old challenge for any business. Un-tailored dynamic pricing ad-

justments could lead to volatile �uctuations in inventory levels and replenishment

chaos, which may increase the likelihood of having unexpected out-of-stock and / or

over-stocked items, neither of which are appreciated by business owners. Excessive price

adjustments may not work, either, as they require excess consumption of labor hours,

often bring in more operational challenges than gains, and may confuse customers.

On the other side of the coin, a good pricing strategy may result in great bene�ts to a

company. A research study in the 1990s shows that a 2-3% adjustment of prices could

potentially increase a companies' operation pro�ts by up to 35% Marn and Rosiello
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(1992). In addition, researchers have demonstrated the potential of dynamic pricing

to provide retailers a new choice to better deal with the uncertainties of demand. For

example, research shows that, compared to a �xed pricing setup, dynamically changing

the price can generate a 7.3% increase in revenue Zhao and Zheng (2000). Thus, it is

critical for retailers to determine suitable pricing decisions on their perishable or time-

sensitive items, and such decisions should include the timing, the magnitude, and the

frequency of price adjustments.

However, inventory management and replenishment optimization should also be

considered in the same scope of the decision-making process Elmaghraby and Ke-

skinocak (2003). There are a number of well-studied and established optimal inventory

management policies, although in the most classic models, pricing is not a decision

variable and is assumed to be given. Firms may still bene�t from the application of the

most basic algorithms like the economic ordering quantity (EOQ) model or dynamic lot

sizing models, even though the result is not truly optimal because some fundamental

assumptions of these models may not hold. For example, the assumption of a constant

demand rate is not suitable when the business makes price adjustments. That being said,

replenishment optimization may still have a relatively large impact on the total cost. A

recent study on competing perishable products shows that given the particular settings,

properly changing the order quantity alone would bring more than 80% of the bene�ts

among all combinations of improvements, including dynamic pricing Sainathan (2013).

In order to provide customers with good service and shelf availability, and to cut

unnecessary cost in order to maintain a sustainable business, retailers need to consider

both pricing and inventory control altogether. A well-coordinated strategy means a re-

tailer needs to focus on not only the sales side (sales �oor, assortment planning, pricing

strategy) of the business, but also the operations side (back-room, sourcing, replen-

ishment, labor planning), and to minimize the total cost of goods sold. Development

of such a holistic operations strategy can be the discriminating factor that drives the

business to success Irvin et al. (1989). Customers can enjoy a good selection of the high
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quality or low price offerings and the freedom to make their preferred choice. At the

same time, the retailer would grasp every sales opportunity by providing customers dif-

ferentiated goods with well-tailored prices, while controlling the unnecessary operation

expenses, e.g. the cost of carrying to much stock.

1.3 Thesis layout

In this dissertation, Chapter 2 focuses on the modeling, the parametric analysis, and the

practical data-driven methodologies for the inventory and pricing model for a single

product with a two-period self-life. Some studies (Li and Graves (2012), Sainathan (2013))

have laid out the basis of the modeling, but the characteristics of the optimal policy,

especially when there is competition and substitution, are not in any well-regulated

structure. In addition, it is not clear how a retailer can learn from their historical data and

marketing research to determine the parameters of the random variable distributions

that are critical inputs to these optimization models. We address these issues and also

present insights for some special cases.

In Chapter 3, an alternative customer demand model is investigated. The demand

model proposed in Chapter 2 is revised to become more �exible and easier to interpret.

Depending on whether or not the traf�c volume for customers who do not purchase

is observable, an additional data estimation algorithm is adopted. With industrial and

simulated numerical cases, statistical analysis is carried out to understand goodness-of-

�t and reliability of the proposed model. We discuss when we have con�dence using

the approach and when we should proceed with more caution.

Combining the optimization model in Chapter 2 and the demand model in Chapter

3, we establish an end-to-end pricing and replenishment solution for the two-period

shelf-life, single item problem in Chapter 4. The target of this exercise is to generate

practical and actionable insights for decision makers. Sensitivity analysis is also carried

out on model parameters.

6



Finally, Chapter 5 discusses possible future work. This includes introduction of

the problem where item's shelf-life is more than 2 periods, and a full dynamic pricing

strategy that allows price change at any moment within one period, one step further

from the periodic pricing strategies in our scope.
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CHAPTER

2

OPTIMIZATION FOR PRODUCTS

WITH A TWO-PERIOD SHELF-LIFE

2.1 Introduction

In classic inventory control problems, both selling price and demand are regarded as

exogenous factors. With such a setting, researchers focus on the ordering policy for a

single or multiple items, with zero or positive lead time, over a single, �nite, or in�nite

horizon, to maximize operational ef�ciency such as to minimize the expected total cost,

or to maximize pro�ts. In the literature, demand is usually modeled as a random variable

with known or unknown parameters, thus the inventory system can be modeled as a

stochastic process and the optimal stocking or ordering policy may follow.

Another stream of studies focuses on pricing optimization. Many researchers �nd

evidence of the positive effect by controlling pricing. After studying the average eco-
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nomics of over two thousand companies, Marn and Rosiello (1992) state that getting the

pricing right is one of the most fundamental management functions. They show that a

1% change in pricing can increase a �rm's operating pro�t by 11.1%, much higher than

that created by increasing sales volume (3.3%) or improving �xed cost (2.3%).

However, from a business perspective, isolating replenishment decisions from other

marketing decisions may result in a sub-optimal output, which would bring inef�ciency

to the whole business process.

In this chapter, we discuss the pricing and replenishment policies for a perishable

item with short shelf-life in an in�nite horizon. Following the problem description in

Section 1.1, we start our analysis of a relatively simple con�guration where each item has

two period shelf-life, and there is at most one chance of markdown. Each price, either

the full price or the markdown price, is �xed or allowed to be “periodic dynamic,” which

means we either don't change the price or we only change the price at the beginning of

each period. We study the optimal joint control strategies, the bene�ts of having different

types of price change opportunities, and present insights for operations managers.

2.2 Literature review

Optimal pricing policies and related ful�llment strategies for perishable inventory have

been studied by researchers for decades. We categorize existing the literature from two

viewpoints:

• Modeling of pricing effects and customer behaviors

• Modeling of competition or substitution

These angles focus on the relationship between demand and pricing, and the rela-

tionship, if any, between the demand of one item and that of other items. We investigate

the efforts to coordinate pricing management and inventory control, given different

operational constraints, in order to achieve sustainable business success. We review

optimal pricing-inventory policies in those given scenarios.
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2.2.1 Pricing effects

One of the most critical aspects in the pricing optimization models is to understand

the linkage between demand and pricing. In classic economics studies, this linkage

is called the price elasticity of demand (PED), where the rate of change in demand is

proportional to the rate of change in price Varian and Repcheck (2010). Demand in

these models is deterministic and decreasing in price.

Uncertainty of demand is addressed by different models. Mills Mills (1959) intro-

duces a price-theoretic model that incorporates an additive demand function consisting

of a risk-free price-dependent part D (p ) and an independent random part. D (p ) is the

expected demand for one item given price p , and the random part follows some distri-

bution independent of D (p ) with zero mean. The author suggests that this is a strong

assumption because the retailer cannot in�uence the uncertain part of the demand by

changing the price. The same pricing model but for an n -period case is discussed in

Thowsen (1975).

A multiplicative demand function is introduced by Karlin and Carr (1962), where

the demand is a product of a price-dependent demand function and a random variable.

Here, the random variable is set as non-negative and has a expected value of 1, to

capture the uncertainty. This stochastic model is analyzed in comparison with the

deterministic counterpart, and the result shows that the optimal price is always higher

under multiplicative uncertainty.

2.2.2 Single vs. multiple products

Single product

Many researchers have studied jointly optimal inventory and pricing policies for single-

item models. As we have mentioned in the previous section, Mills (1959) and Karlin

and Carr (1962) extend the classic newsvendor problem with variable pricing of a single

product. Mills (1959) studies an additive pricing-demand model, while Karlin and Carr
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(1962) study a multiplicative pricing-demand model. These studies show the impact

brought by the demand uncertainty associated with pricing decisions.

With no �xed ordering cost, Federgruen and Heching (1999) prove that the so-called

base stock list price policy is optimal for a single item periodic review model. This policy

has two optimizing critical values (y � ,p � ), and when the inventory level is below the

base stock quantity y � , then order up to y � , and price the product with p � ; when the

inventory level is above y � , order nothing, and put a discount on the price.

On the foundation of Thomas (1974), Chen and Simchi-Levi (2004) prove that an

(s,S,p ) policy is optimal for single-item, joint pricing and inventory control models in

a �nite horizon, with backlogged shortages, �xed ordering cost, and additive demand.

The (s,S,p ) is �rst introduced in Thomas (1974), who states that, for any period of time,

if the initial inventory x is less or equal to s, we order up to S, while if x is between

s and S, the price depends on x . Feng and Chen (2004) further extend the result to

in�nite periodic review models, and prove that an (s,S,p ) policy is still optimal. Song

et al. (2009) further explore the optimality of this policy within multiplicative demand

framework.

Multiple products

For problems with multiple items, early studies focus on the newsvendor-type problems.

The decision is often made for the initial ordering quantity and pricing level, as well as

the assortment. See van Ryzin and Mahajan (1999), Maddah et al. (2007), and Aydin and

Porteus (2008). Petruzzi and Dada (1999) also review this class of problems.

In recent years, there has been an increase in the number of papers addressing

pricing and inventory models over multiple periods with multiple items or competition.

In a �nite horizon setup, Song and Xue (2007) pioneer the study of a price-driven substi-

tution model and show that, for the multiple products problem with backlogging, a joint

concave optimization model can be formulated with respect to a market share vector,

which is a function the price vector. The authors also characterize the optimal policy.
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Akçay et al. (2010) study a joint pricing decision on multiple perishable items for

a �nite period of time without an opportunity for replenishment. This study classi�es

customers' choices with respect to product differentiation into two types: vertically

differentiated or horizontally differentiated. For vertical differentiation cases, customers

would only consider quality-based attributes along with selling price when they want

to make a purchase, which basically implies that if all items are marked with the same

price, all customers would choose the one with best quality. In horizontal differentiation

cases, customers may rely not only on an item's quality and price, but also have their

own preference among different products. Researchers adopt a linear random utility

model to formulate the linkage between demand and customer choice.

Li and Huh (2011) prove that, for multiple differentiated products, the optimal policy

for a joint inventory-pricing control problem is an (s,S) policy. They model the demand

with a nested logit model, where there are K possible groups of items. The attractiveness

of product j in group k is modeled as u j k = a j k � bk p j k , where p j k is the price, a j k

represents the price-independent component, and bk represents the price-sensitive

component. The problem has a make-to-assemble setting, where demand for multiple

products would deplete the inventory of a single common part. The decision is on the

pricing of each product and the order-up-to level of the common part. Assuming full

backlogging, zero lead time, positive �xed ordering cost, and in�nite horizon, they prove

that the expected single-period pro�t function satis�es a suf�cient condition for the

optimality of an (s,S) policy.

Li and Graves (2012) present a problem in the high-tech industry, where both new

and old generations of a product compete with each other, but the new generation is set

to replace the old in the end. Substitution is possible when either one of the products is

out of stock. A simple MNL (Multinomial Logit) model is used where the utility function

contains both timing and pricing information. The model is set to determine the optimal

pricing. A linear time factor is added into the consumer utility to represent a customer's

preference. No replenishment during the transition period is allowed. The optimal
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Figure 2.1: Illustration of the model with two-period shelf-life

pricing for both old and new products is determined for each period of the horizon

given the initial inventory.

2.3 The model

We adopt most of the settings from Sainathan (2013). The retailer sells an item that has

two periods of shelf-life. In the �rst period, the item is in its pristine state with good

quality. During the second period, the item is in its expiring state. At the beginning of

each period, the retailer needs to determine how many pristine items to produce or

order. The replenishment lead time is assumed to be zero, so the new items are available

for sale immediately. Meanwhile, items in the expiring state are also presented on the

shelf in order to be sold. The retailer needs to determine the price for items in each

state (pristine, expiring) at the beginning of the period. During each period, customers

come to the store according to some stochastic process, and each may purchase at most

one item from either of the groups or leave without any purchase. Any pristine items in

surplus at the end of the current period become the expiring items in the next period.

The old items in the current period expire and are discarded at the end of the period

with no salvage cost or value. Backlogging is not allowed. If the choice of a customer is

out of stock, the demand is lost. Figure 2.1 illustrates the event sequence and inventory

of both new and old classes of items.
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2.3.1 Demand function

In the literature, researchers have constructed several models of demand in order to

investigate the properties of optimal business decisions with dynamic pricing and

demand substitution.

Additive and multiplicative demand functions

Traditionally, there are two special classes of price-sensitive demand functions, the

additive demand function Mills (1959), and the multiplicative demand function Karlin

and Carr (1962). The additive demand function can be written as:

d t = Dt (pt ) + � t

where � t is a random variable with Ef � t g= 0.

Here, the demand volume is a function of price plus some randomness. Dt (pt ) is

the expected demand in period t given the selling price pt . It is often assumed that

Dt (pt ) is strictly decreasing with the price, and it is modeled using either linear, log, logit,

exponential, or iso-elasticity functions, etc. Xin et al. (2014).

The multiplicative demand function can be written as:

d t = � t Dt (pt )

where � t is a random variable with Ef � t g= 1.

However, neither of the additive nor multiplicative demand functions are capa-

ble of modeling problems with multiple products or multiple shelf-life ages, where

competition or price discrimination may be present.
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Exogenous demand model

The possibility of customers substituting one product for another is commonly ad-

dressed using an exogenous demand model. In such a case, it is assumed that each

customer chooses a product i as the �rst choice with probability ! i , if the product

is available. When the product is out of stock, the customer then substitutes another

product j for it with probability � i j . Some models explicitly set the probability of a

customer choosing not to buy anything. Kök et al. (2008) provide a good review of such

models.

Multinomial demand models

In multinomial demand models, it is assumed that there is a probability for each cus-

tomer to select one item type. With n customers entering the system, the combination

of realized sales for each item type, given suf�cient inventory, follows a Multinomial dis-

tribution. There are a few variations of such a model to try to closely mimic reality. Many

multinomial demand models use utility functions to connect the controllable or observ-

able parameters, like the price and quality, with the customers' behavior expressed in

the selection probability.

Utility function

Multinomial demand models take advantage of a utility function to model the customers'

choice. Utility is the measure of net bene�t from a decision. In a simple example, utility

can be a function that is increasing in product quality, and decreasing in product price.

Utility is also sometimes modeled as the reservation price Zhao and Zheng (2000),

which is de�ned as the price that a customer is willing to pay. For a single item, if the

distribution of such a reservation price is denoted as Ft (�) (usually known to the retailer,

through marketing research), with subscript t showing that it could be time variant, then

the probability of a customer buying an item with price p at time t is r (p , t ) = 1 � Ft (p ).

Here, we discuss two utility function models from the literature. The �rst one assumes
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a uniformly distributed customer sensitivity to the quality of a product. The second is a

widely-used model that employs a multinomial logit function to describe customers'

behavior.

Utility function with uniform quality sensitivity

As modeled in Sainathan (2013), if the product only has two periods of shelf life, and the

retailer can markdown an item when it is in its last period of age, then each customer

has three choices: (1) buy one new product, (2) buy one old product, or (3) leave without

buying. The decision is made by comparing the utilities for these choices:

u i = � � i � pi (2.1)

where

i = index for new ( i = 0) and old ( i = 1) item;

u i = utility value;

� = customer's quality sensitivity, we assume � � Uniform (0,1);

� i = product type i 's quality factor, � 0 > � 1;

pi = unit price for item type i .

Each customer's utility for no-purchase is set as 0. Then for each customer, the

choice with the highest utility wins.

The random variable � measures the customers' sensitivity to the quality of an

item, and dictates the uncertainty of customer behavior. For any customer, given all

the parameters, we can determine the probability that he / she chooses a given class of

items.

Let r i = Pf the �rst winning choice is i g, and r 0
i = Pf the �rst or second choice is i g.

Obviously, r 0
i � r i , for i 2 f 0,1g. The probabilities of customers' choices are de�ned

in this way so that when the inventory of both classes of items are positive, the proba-

bility of the next customer choosing item i is r i ; if either of the class of items is out of
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stock, then the probability of choosing an item from the other class i is r 0
i , because this

class might be his or her �rst or second winning choice.

It is proven in Sainathan (2013) that

r0 = max(1 � p0� p1
� 0� � 1

,0), r1 = min (1, p0� p1
� 0� � 1

) � p1
� 1

, if
p0

� 0
�

p1

� 1

r0 = 1 � p0=� 0, r1 = 0, if
p0

� 0
<

p1

� 1
(2.2)

r 0
i = 1 � pi =� i .

The probability expressions are derived by using the characteristics of the standard

uniform distribution of � .

Multinomial logit (MNL)

Another common modeling choice is to set the utility of choosing product i as

u i = � i � pi + � i (2.3)

where � i is the price and quality factor that determines the attractiveness of such product

to a customer, and is assumed to be “known” to the retailer. � i is the unknown random

part of utility that is not observed. Given that the � i are independent and identically

Gumbel distributed, with CDF F (x ; � , � ) = e � e(x � � )=�
, where x 2 R and � = 1, the well-

studied conclusion (as shown in McFadden (1973)) for the probability of a customer

choosing product i is

r i =
e � i � pi

1+
P 1

j =0 e � j � p j
. (2.4)

A customer's utility for no-purchase is set as 0. It can be easily shown that the proba-

bility of no-purchase is then

rnull = 1 �
1X

i =0

r i =
1

1+
P 1

j =0 e � j � p j
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When one group of items is stocked out, the customer's decision would be either to

buy one from the other group of the items or not to buy anything. The probability of

choice in this situation can also be modeled with the multinomial logit (MNL) and the

probability of choosing the item in the remaining group i is

r 0
i =

e � i � pi

1+ e � i � pi
. (2.5)

Demand realization

The choice probabilities, r i , enable us to model the realization of demand given the

total traf�c, and we can then update the inventory from one period to the next and

calculate the pro�ts. We denote the sales for the new items as S0, and for the old items as

S1. Due to the uncertainty in customers' behavior, both S0 and S1 are random variables,

and can be regarded as the actual ful�lled demand for each group of the items. Given

the possibility of substitution, S0 and S1 are not independent, otherwise the traditional

conclusions for single-item pricing-inventory models should suf�ce if we treat each

group of items separately.

We assume that the total traf�c follows a general distribution with probability mass

function f ( j ) = � j , for j 2 N. Depending on the data, we can use the Poisson, Negative-

binomial, or other appropriate distributions to approximate the total traf�c.

Denote the initial inventory of item group i asqi , for i 2 f 0,1g. The joint probability

for realized demand, conditioning on the initial inventory of both groups of items and

the pricing decision, can be written as

PfS0 = s0,S1 = s1jq0,q1,p0,p1g= � (s0, s1jq0,q1,p0,p1) (2.6)

We have two possible approaches to determine � .

Method 1

Logically, we have:
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1. When for any i , si > qi , we have � (s0, s1jq0,q1,p0,p1) = 0 because we do not allow

backlogging.

2. When for all i , si < qi , then it is clear that s0 customers purchase s0 units of new

items as their �rst choice, s1 customers purchase s1 units of old items as their

�rst choice, and j � s0 � s1 customers leave without any purchase ( j is the total

traf�c, including customers who choose not to buy). Since the probability of any

customer's �rst choice being the new item is r0, being the old item is r1, and being

no purchase is 1 � r0 � r1, the joint probability of realized demand, conditioning

on the total traf�c, follows the joint distribution of a multinomial trials process,

so we have

� (s0, s1jq0,q1,p0,p1) =
1X

j = s0+ s1

•
j !

s0!s1!( j � s0 � s1)!

‹
r s0
0 r s1

1 (1 � r0 � r1) j � s0� s1 � j

3. When s0 = q0 and s1 � q1, or in the opposite case when s1 = q1 and s0 � q0, �

depends not only on the choice probabilities r i or r 0
i , but also on the sequence

that customers arrive at the retailer. This will be discussed in detail below.

Because the sequence of arrivals of customers with different utilities matters in

determining � , previous literature proposed a recursion method (Sainathan (2013)).

De�ne 
 (s0, s1j j ,q0,q1,p0,p1) as the conditional joint-sales probability given the total

number of customers remaining to arrive as j , then 
 can be recursively calculated as
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 (s0, s1j j ,q0,q1,p0,p1) =

8
>>>>>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>>>>>:


 (s0, s1j j � 1,q0,q1,p0,p1) if q0,q1 = 0,

r 0
0
 (s0 � 1,s1j j � 1,q0 � 1,q1,p0,p1)

+(1 � r 0
0)
 (s0, s1j j � 1,q0,q1,p0,p1) if q0 > 0,q1 = 0

r 0
1
 (s0, s1 � 1j j � 1,q0,q1 � 1,p0,p1)

+(1 � r 0
1)
 (s0, s1j j � 1,q0,q1,p0,p1) if q0 = 0,q1 > 0

r0
 (s0 � 1,s1j j � 1,q0 � 1,q1,p0,p1)

+ r1
 (s0, s1 � 1j j � 1,q0,q1 � 1,p0,p1)

+(1 � r0 � r1)
 (s0, s1j j � 1,q0,q1,p0,p1) if q0,q1 > 0

(2.7)

and 
 (0,0j0,q0,q1,p0,p1) = 1, 
 (s0, s1j j ,q0,q1,p0,p1) = 0 if s0 + s1 > j or si > qi , or si < 0,

for i 2 f 0,1g.

Then � can be calculated as

� (s0, s1jq0,q1,p0,p1) =
1X

j =0


 (s0, s1j j ,q0,q1,p0,p1)� j . (2.8)

It can be easily shown that the computational complexity of the above recursive

function can be as large as O(3N ) after we draw the recursion tree for the equations

under second, third, and fourth conditions in Equation (2.7). With this computational

complexity, generating the joint probability matrix is so time consuming that it is nearly

impossible for business users to implement for realistically-sized problems. In addition

to Equation (2.7), probabilities for each of the pricing policies (as shown in next section)

must be computed, which makes it even harder to solve for a given precision.

Method 2

Another approach is to model the whole demand arrival and ful�llment process as

a semi-Markov process. Assume that the customers still arrive according to a certain

random process, e.g. Poisson process. The state space is the inventory level for both

new and old items. The initial state is (q0,q1). The system stays in each state for the
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interarrival time of customers, and transitions to the next state (could also be the same

state as the customers may leave the store without any purchase) according to the

choice probabilities derived from the utility distributions as shown in Equations (2.2,

2.3, 2.4). Within each period, such a system can be modeled as a semi-Markov process

f I (t ), t � 0, t � T g, where I(t ) = (I0(t ), I1(t )) is the inventory levels of new and old items

at any given time point, and T is a period length (e.g. number of daily store hours).

Thus, in this way, we can generate the joint probability � (s0, s1jq0,q1,p0,p1) by gen-

erating the transition probability of P[I (0),I (T )](T ) , where the system transitions from the

starting state I (0) = (q0,q1) to the ending state I (T ) = (q0 � s0,q1 � s1).

There are two ways to compute the transition probabilities in the matrix P(T ):

1. Solve Kolmogorov backward and forward equations for the process, then directly

calculate the probability matrix with given total time T ;

2. Condition on the total traf�c, use the embedded discrete-time Markov chain to

compute the conditional probability transition matrix, and then sum up over all

possible traf�c levels as:

� (s0, s1jq0,q1,p0,p1) =
1X

j =0

P[I (0),I (T )]j j (T )� j , (2.9)

where the conditional probability matrix can be easily calculated as

P[I (0),I (T )]j j (T ) =
€
P( j )

�

Š

[I (0),I (T )]
(2.10)

and P� is the one-step transition probability matrix for the Markov chain embed-

ded in the semi-Markov process, de�ned as
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(P� )[(I0,I1),(I0� � 0,I1� � 1)] =

8
>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>:

r0 if I0 > 0,I1 > 0,� 0 = 1,� 1 = 0,

r1 if I0 > 0,I1 > 0,� 0 = 0,� 1 = 1,

1 � r0 � r1 if I0 > 0,I1 > 0,� 0 = 0,� 1 = 0,

r 0
0 if I0 > 0,I1 = 0,� 0 = 1,� 1 = 0,

1 � r 0
0 if I0 > 0,I1 = 0,� 0 = 0,� 1 = 0,

r 0
1 if I0 = 0,I1 > 0,� 0 = 0,� 1 = 1,

1 � r 0
1 if I0 = 0,I1 > 0,� 0 = 0,� 1 = 0,

0 otherwise

(2.11)

Equation 2.11 depicts all possible scenarios in the system for each customer arrival

and their choice, given the speci�c inventory situation.

The bene�t of solving Kolmogorov equations to calculate P(T ) is that the calcula-

tion is straightforward once the equations are solved and the closed-form solution is

obtained. Conditioning on the total traf�c requires more computational resources in

the summation of Equation 2.9, but the modeling process is much easier.

We can show that, in order to determine � , the aforementioned Method 1 and

Method 2 are equivalent.

Lemma 1. Let � 1 = PMethod 1 fS0 = s0,S1 = s1jq0,q1,p0,p1g denote the joint probability

calculated with Method 1, � 2 = PMethod 2 fS0 = s0,S1 = s1jq0,q1,p0,p1gthe joint probability

calculated with Method 2, we have � 1 = � 2.

Proof. Because of Equations 2.8 and 2.9, in order to prove Lemma 1, it is suf�cient

to prove that 
 (s0, s1j j ,q0,q1,p0,p1) = P[I (0),I (T )]j j (T ), where I(0) = (q0,q1), and I(T ) =
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(q0 � s0,q1 � s1). From Equation 2.10, we then need to prove 
 (s0, s1j j ,q0,q1,p0,p1) =
€
P( j )

�

Š

[I (0),I (T )]
, where I(0) = (q0,q1), and I(T ) = (q0 � s0,q1 � s1).

Let us denote Tn as the arrival time of n th customer, thus I(Tn ) describes the state

after the decision of the n th customer. We have

€
P( j )

�

Š

[I (0),I (T )]
=

€
P( j )

�

Š

[I (0),I (Tj )]

=
€
P(1)

� P( j � 1)
�

Š

[I (0),I (Tj )]

=
X

8I(T1)

€
P(1)

�

Š

[I (0),I (T1)]

€
P( j � 1)

�

Š

[I (T1),I (Tj )]

where I(T1) is the state of inventory after the decision of the �rst customer, and
€
P(1)

�

Š

[I (0),I (T1)]

is the one step transition probability from the initial state to a state after T1. We have

four possible cases for the starting inventory I (0) = (q0,q1), by considering Equation 2.11,

the above equations can be derived as:

€
P( j )

�

Š

[I (0),I (T )]
=

X

8I(T1)

€
P(1)

�

Š

[I (0),I (T1)]

€
P( j � 1)

�

Š

[I (T1),I (Tj )]

=

8
>>>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>>>:

0 if q0 = 0,q1 = 0,

r 0
0

€
P( j � 1)

�

Š

[(q0� 1,q1),I (Tj )]
+ (1 � r 0

0)
€
P( j � 1)

�

Š

[(q0,q1),I (Tj )]
if q0 > 0,q1 = 0,

r 0
1

€
P( j � 1)

�

Š

[(q0,q1� 1),I (Tj )]
+ (1 � r 0

1)
€
P( j � 1)

�

Š

[(q0,q1),I (Tj )]
if q0 = 0,q1 > 0,

r0

€
P( j � 1)

�

Š

[(q0� 1,q1),I (Tj )]
+

r1

€
P( j � 1)

�

Š

[(q0,q1� 1),I (Tj )]

+ rnull

€
P( j � 1)

�

Š

[(q0,q1),I (Tj )]
if q0,q1 > 0

where rnull = 1� r0 � r1. It can be shown that the above equation is equivalent to Equation

2.7.
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2.3.2 Optimization model for an in�nite horizon

We assume the item cost is c , and there is no salvage cost / value after the second period

of shelf-life. We would also assume the inventory holding cost is negligible in our cases.

Thus, the pro�t in one period would only contain the sales and ordering cost, and can

be expressed as

� (q0,q1,p0,p1, s0, s1) = p0 � s0 + p1 � s1 � c � q0. (2.12)

Notice that even though q1 is not explicitly presented in Equation (2.12), it in�uences

the distribution of S0 and S1. We can then write the expected one period pro�t (one-step

reward) as

E[� (q0,q1,p0,p1)] =
q0X

s0=0

q1X

s1=0

� (q0,q1,p0,p1, s0, s1) � � (s0, s1jq0,q1,p0,p1). (2.13)

For a given beginning of period aged item inventory of q1 and speci�ed values of

q0,p0,p1, the dynamic programming function can be written as

V (q1) = E[� (q0,q1,p0,p1)] + �
q0X

s0=0

q1X

s1=0

V (q0 � s0)� (s0, s1jq0,q1,p0,p1) (2.14)

where � is the discount factor. Thus, the optimality equation is:

V � (q1) = max
q0,p0,p1

(

E[� (q0,q1,p0,p1)] + �
q0X

s0=0

q1X

s1=0

V � (q0 � s0)� (s0, s1jq0,q1,p0,p1)

)

. (2.15)

We can solve for the optimal policy P = f q �
0 ,p �

0 ,p �
1 jq1, for all q1gusing dynamic program-

ming.

2.3.3 Special case: �xed pricing for p0

In this model, for each period we decide how many new items to purchase, q0, and

the aged-item price, p1, based on the aged-item inventory level, q1, and �xed new item

price, p0. Compared with the base model, we have following different pricing settings:
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• for new items, the pricing level, p0, is a static single value across all periods and

inventory levels;

• this pricing level for new items is pre-optimized and predetermined.

Such a model represents the business environment where a retailer sets a static price

for the new (fresh) items while being �exible on the markdown prices for aged items.

The optimal policy can be written as P = p �
0 , f q �

0 ,p �
1 jq1, for all q1g.

Given the value of p0 and the beginning of period aged-item inventory, q1, we can

rewrite the optimality Equation (2.15) as

V � (q1,p0) = max
q0,p1

(

E[� (q0,q1,p0,p1)] + �
q0X

s0=0

q1X

s1=0

V � (q0 � s0,p0)� (s0, s1jq0,q1,p0,p1)

)

.

(2.16)

We then have the second stage optimization for p0 such that the following equation can

be satis�ed for any �rst period, aged-item inventory level, q1,

V � (q1,p �
0 ) = max

p0
V � (q1,p0). (2.17)

2.3.4 Special case: �xed pricing for both p0 and p1

In this case, we make following assumptions on pricing settings:

• pricing levels are �xed values over time across all inventory levels for new and

aged items, respectively;

• pricing levels for both new and aged items are pre-optimized and predetermined.

In each period, the optimal order quantity, q �
0 , is still subject to the beginning of

period inventory of old items, q1. We then optimize the �xed pricing decisions using the

optimized ordering decision over all possible �xed prices. The state space is still f q1g,

the decision variable of the dynamic program reduces to only the ordering quantity q0

for new items. The optimal policy can be written as P = p �
0 ,p �

1 , f q �
0 jq1, for all q1g.
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We can rewrite the optimality equation (2.15) as

V � (q1,p0,p1) =

max
q0

(

E[� (q0,q1,p0,p1)] + �
q0X

s0=0

q1X

s1=0

V � (q0 � s0,p0,p1)� (s0, s1jq0,q1,p0,p1)

)

. (2.18)

The optimal pricing levels then satisfy the following equation

V � (q1,p �
0 ,p �

1 ) = max
p0,p1

V � (q1,p0,p1) (2.19)

for any given �rst period, aged-item inventory level, q1. Basically, Equation (2.18) shows

the �rst stage optimization on the replenishment quantity given the initial inventory

level of aged items, and Equation (2.19) states the second stage optimization on the

�xed pricing decisions.

2.3.5 Special case: both prices �xed and p0 = p1

In addition to the assumptions in 2.3.4, we further assume that the prices for both the

old and new items are the same. This means the retailer does not have any intent to

markdown the items. Actually, it is not uncommon for retailers to price their perishable

items, however the freshness, with the same price. The advantages of such a decision

may include having simple accounting practices, easy system implementation, and

less cost for changing the price. Some retailers rely on proper on-shelf rotation and

placement rules to sell the aged items faster. For example, retailers may have their

employees place the aged items at the front of their shelf, hoping that some customers

would pick them since they are most convenient. However, sensitive customers may

still choose items according to their true freshness or due date. We want to analyze the

potential loss, if any, of such business practice.

The state space is still f q1g, the decision variable in each period is the order quantity

of new items, q0 . The optimal policy can be written as P = p �
0 ,p �

1 , f q �
0 jq1, for all q1g, where
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we must have p �
0 = p �

1 .

We can rewrite the optimality equation (2.15) as

V �
p0=p1

(q1,p0,p1) =

max
q0

(

E[� (q0,q1,p0,p1)] + �
q0X

s0=0

q1X

s1=0

V �
p0=p1

(q0 � s0,p0,p1)� (s0, s1jq0,q1,p0,p1,p0 = p1)

)

.

(2.20)

The optimal pricing levels then satisfy the following equation

V �
p0=p1

(q1,p �
0 ,p �

1 ) = max
p0,p1

V �
p0=p1

(q1,p0,p1) (2.21)

for any given �rst period, aged-item inventory level, q1.

2.3.6 Special case: dynamic pricing and p0 = p1

To have a complete bene�t analysis for the markdown strategy and dynamic pricing, we

further explore a special case where a retailer adopts a periodic dynamic pricing scheme

without markdown.

The state space is still f q1g, the decision variable of the dynamic programming is

the ordering quantity q0 for new items and the pricing points p0,p1, with p0 = p1. The

optimal policy can be written as P = f p �
0 ,p �

1 ,q �
0 j q1, for all q1,and p0 = p1g.

We can rewrite the optimality equation (2.15) as

V �
p0=p1

(q1) =

max
q0,p0,p1jp0=p1

(

E[� (q0,q1,p0,p1)]

+ �
q0X

s0=0

q1X

s1=0

V �
p0=p1

(q0 � s0,p0,p1)� (s0, s1jq0,q1,p0,p1,p0 = p1)

)

.

(2.22)
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2.3.7 Discretization of price

In order to construct a countable decision space for computational purposes, we assume

that the prices for both old and new products are restricted to a discrete set bounded

by an upper and a lower limit. This assumption is aligned with the observation we

have from real life cases, where retailers often set the full or markdown prices within a

predetermined set.

A step size is used to discretize price. With a small step size of the pricing levels,

e.g. each incremental step represents one cent, it is not practical to generate all possible

alternative actions. We address this issue by dynamically adjusting the step sizes in

multiple runs of the dynamic programming and reducing the action space, so that the

computation pressure is largely released.

2.4 Analysis

Here we describe a series of numerical studies that will allow us to explore the behavior

of the optimal pricing and inventory management policy as the problem parameters

are varied. The goal is to characterize the structure of optimal decisions under various

scenarios (sets of input parameter values), and reveal the economic value of the different

levels of dynamic pricing adjustments and markdowns described above.

2.4.1 Con�guration of numerical study

To construct a general scenario, we assume the traf�c distribution follows a homoge-

neous Poisson process, with an arrival rate of � during each single period. The base

model has four parameters that must be speci�ed: the product quality indices, � 0 and

� 1, for new and aged items, respectively; the item cost c ; and the traf�c arrival rate � .

We consider the con�gurations shown in Table 2.1 for our study. Each parameter has a

high level value, a middle level value, and a low level value. Notice that, we restrict that

� 0 � � 1, to ensure that the new item has better or equal quality than the aged item. In
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Table 2.1: Parameter con�guration for numerical analysis

Parameter Values

� 0 10,12,14
� 1 8,10,12
c 7,9,11
� 5,7,9

total, we have 72 scenarios.

As we discussed in Section 2.3.7, another important parameter is the step size of

pricing levels. Though it might uncover theoretical insights, it is generally not necessary

for retailers to get down the second decimal place. In addition, retailers may use a

management system that only chooses from a selection of prices, which further reduces

the possible solution space. In the experimentation, we �rst use 0.20 dollar as the

minimum pricing interval, i.e. we consider price points like f . . . ,3.2,3.4,3.6, . . .g.

To understand the value of introducing markdown and dynamic pricing, we evaluate

the maximum pro�t with all �ve models described in Section 2.3. For convenience, we

adopt the notation shown in Table 2.2 to identify each of the cases.

Table 2.2: Optimization models notation and description

Model name Description
1 DP periodic dynamic pricing
2 FP0 �xed p0, periodic dynamic pricing for p1

3 FP0P1 �xed p0 and p1

4 SP0P1 �xedp0 and p1, with identical values
5 DS periodic dynamic pricing, with identical values

2.4.2 Key observations

In this section, we report some of the most relevant �ndings from our experimentation.

Because we have three decision variables in the optimization, it is not clear in many
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cases that the optimal policy has a well-formed structure. However, we do observe

some meaningful behaviors of the optimal decisions. In addition, we observe that

both markdown pricing and dynamic pricing bring increased pro�ts, compared to a

non-dynamic single-priced con�guration. Our study shows that the bene�ts of having

markdown is much greater than that of dynamic pricing.

Optimal policy characterization

Figures 2.2,2.3,2.4, 2.5, and 2.6 show typical examples of the optimal ordering and pricing

policy given the model restrictions and parameter con�gurations. Numerical details are

reported in Table A.2 in Appendix.

Here, in each �gure, we use two charts to illustrate optimal decisions. On the left

chart, re-order quantity q0 is plotted in a blue line with respect to state variable q1. Long

term state probability P r (q0) is also superimposed on this chart in gray bars for each

state (q1). On the right chart, we show the optimal pricing points of p0 and p1 with

respect to state variable q1, in blue and orange lines, respectively.

Figure 2.2: Example of optimal pricing and inventory policy when both p0 and p1 are
dynamic
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Figure 2.3: Example of optimal pricing and inventory policy when p0 is �xed while p1

is dynamic

Figure 2.4: Example of optimal pricing and inventory policy when both p0 and p1 are
�xed
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Figure 2.5: Example of optimal pricing and inventory policy when both p0 and p1 are
�xed and equal

Figure 2.6: Example of optimal pricing and inventory policy when both p0 and p1 are
dynamic and equal
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We make the following observations for the optimal policy structure from the results

of all scenarios considered.

Observation 1 (Pricing decisions) .

1. When dynamic pricing is allowed (Model DP, FP0P1, DS), the optimal price points

are state-dependent (Figure 2.2, 2.4, and 2.6).

2. In most cases,p �
0,DP is non-decreasing in q1, but it is not guaranteed (Model DP,

Figure 2.2).

3. In all cases, p�
1,DP is non-increasing in q 1 (Model DP, Figure 2.2).

4. The gap between optimal prices of new and aged items p �
0,DP� p �

1,DP is non-decreasing

in q 1 (Model DP, Figure 2.2).

5. In most cases,p �
1,FP0 is non-increasing in q1, but it is not guaranteed (Model FP0P1,

Figure 2.4).

6. For the optimal price points in Model FP0P1 and Model SP0P1, we have p �
1,FP0P1 �

p �
SP0P1� p �

0,FP0P1, where p �
SP0P1= p �

0,SP0P1= p �
1,SP0P1(Figures 2.4 and 2.5).

The last observation on prices suggests that there exists a lower-bound for p �
0,FP0P1

and a upper-bound for p �
1,FP0P1 of the optimal pricing decisions when a discount is

introduced to the non-dynamic pricing scheme.

Observation 2 (Ordering decisions) .

1. In all models and with all con�gurations, the optimal ordering quantity of new

items q �
0 is non-increasing with respect to the carried-over inventory of aged items

q1.

2. In some cases, there exists a positive reservation ordering quantity for new items,

when the optimal order q �
0 > 0 regardless of the value of q1.
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The �rst observation on ordering quantities is aligned with our intuition that the

optimal ordering amount is decreasing, if not staying the same, when the initial inventory

of old items is increasing. This shows that, with more soon-to-perish inventory, it is more

likely that the retailer should deplete such inventory �rst and order less new product.

However, we are not able to �nd a universally adopted well-de�ned structure for the

optimal decisions. In some cases, we �nd the policy a base-stock-like policy, where

the summation q0 + q1 acts as a constant “order-up-to level” with respect to the initial

inventory level q1. However, this optimal policy characteristic does not hold for some

other cases.

The second observation on ordering decisions is counter-intuitive. In some in-

stances, the order amount q0 �rst decreases to a given, positive value and stays there, as

q1 increases. Figure 2.5 is one example of such situation. We show that this phenomenon

is valid in our models.

Proposition 1. It is possible that q �
0 > 0 even when q1 is suf�ciently large.

Proof. In order to prove the existence of optimal decisions that satisfy q �
0 > 0, it is

suf�cient to prove that q0 = 0 is not optimal when q1 >> 0. To see this, we construct a

simple example with two cases for given q1,p0,p1: in Case A, we assume the order for

new items q0,A = 1, and in Case B, q0,B = 0. For simplicity, we also assume the prices

p0,p1 are �xed. We need to prove that, under certain circumstances, E(� A) > E(� B ).

From Equation 2.13 and Equation 2.8, we have:
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E(� A) =
q0X

s0=0

q1X

s1=0

� (q0,q1,p0,p1, s0, s1)� (s0, s1 j q0,q1,p0,p1) jq0=1

=
q1X

s1=0

� (q0 = 1,q1,p0,p1, s0 = 0,s1)� (s0 = 0,s1 j q0 = 1,q1,p0,p1)

+
q1X

s1=0

� (q0 = 1,q1,p0,p1, s0 = 1,s1)� (s0 = 1,s1 j q0 = 1,q1,p0,p1)

=
q1X

s1=0

(p1s1 � c )
1X

j = s1


 (s0 = 0,s1 j j ,q0 = 1,q1,p0,p1)� j

+
q1X

s1=0

(p0 + p1s1 � c )
1X

j = s1+1


 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j

=
q1X

s1=0

(p1s1 � c )
1X

j = s1

r s1
1 � j

+
q1X

s1=0

(p0 + p1s1 � c )
1X

j = s1+1


 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j ,

and

E(� B ) =
q0X

s0=0

q1X

s1=0

� (q0,q1,p0,p1, s0, s1)� (s0, s1 j q0,q1,p0,p1) jq0=0

=
q1X

s1=0

� (q0 = 0,q1,p0,p1, s0 = 0,s1)� (s0 = 0,s1 j q0 = 1,q1,p0,p1)

=
q1X

s1=0

p1s1

1X

j = s1


 (s0 = 0,s1 j j ,q0 = 0,q1,p0,p1)� j

=
q1X

s1=0

p1s1

1X

j = s1

r s1
1 � j .
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We can see that the difference between the two expected pro�ts is

E(� A) � E(� B ) =
q1X

s1=0

(p0 + p1s1 � c )
1X

j = s1+1


 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j

� c
q1X

s1=0

1X

j = s1

r s1
1 � j

=(p0 � c )
q1X

s1=0

1X

j = s1+1


 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j

+ p1

q1X

s1=0

s1

1X

j = s1+1


 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j

� c
q1X

s1=0

1X

j = s1

r s1
1 � j (2.23)

Here, (p0 � c )
P q1

s1=0

P 1
j = s1+1 
 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j is the marginal pro�t for

a new item given the sales of the new item is 1, p1
P q1

s1=0 s1
P 1

j = s1+1 
 (s0 = 1,s1 j j ,q0 =

1,q1,p0,p1)� j is the marginal expected sales of old items, if the sales of the new item is

1, and c
P q1

s1=0

P 1
j = s1

r s1
1 � j is the marginal cost of a new item, if no customer chooses it.

r1 is the probability when a customer's �rst choice is old items. Because of the recursive

formulation, it is dif�cult to expand
P 1

j = s1+1 
 (s0 = 1,s1 j j ,q0 = 1,q1,p0,p1)� j . Here, we

can prove that it is possible that E(� A) � E(� B ) > 0 in a special case assuming � 1 = 1, as

we would have E(� A)� E(� B ) = p1r1+ p0r0 � p1r 0
1 � c , which can be positive (for example,

when p0 = 12,p1 = 12,� 0 = 14,� 1 = 8,c = 7, we have r0 = 0.879, r1 = 0.002, r 0
0 = 0.881, r 0

1 =

0.018, and E(� A) � E(� B ) = 3.357> 0).

Proposition 1 states that, under certain conditions, the retailer can be better off by

always ordering new items, regardless of the inventory of the old items. This character-

istic of the optimal ordering quantity is similar to the “partially decoupled” inventory

policy introduced in Nagarajan and Rajagopalan (2008), where when the substitution

rate is suf�cient small, the base-stock level of one product is independent to that of

the other substitutable product. However, we also notice that, our result is not “decou-
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pled:” in many cases, q �
0 decreases asq1 increases, when q1 is small, however there

exist cases when q �
0 does not decrease at some q1 intervals. Figure 2.5 is one example of

such exception. This is because the ordering quantity of the new product q0 is related

to the inventory level of the old product in the next period, not only because of the

substitutability, as assumed in Nagarajan and Rajagopalan (2008), but also because

leftover of the new products in the current period would be carried over as old products

in the next period.

Observation 3 (Optimization of Model FP0P1) . The maximum gain for each �xed price

pair is unimodal with respect to (p0,p1).

Figure 2.7 shows the expected one-period pro�t (gain) given the pricing points for

both old and new products. The optimal pricing decision for this case is thus the price

pair with the maximum gain. This observation can help us construct ef�cient algorithms

to quickly locate the optimal result.

Figure 2.7: The expected pro�t with different �xed pricing points
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Value of markdown and dynamic pricing

Finally, it can be pointed out that, with more �exibility on the decision making, it can

be more bene�cial for the retailer.

Proposition 2. V � (q1) � V � (q1,p �
0 ) � V � (q1,p �

0 ,p �
1 ) � V �

p0=p1
(q1,p �

0 ,p �
1 )

Proof. This can be easily shown by noticing that the solution space of Equation 2.18 and

2.19 is just a subset of the solution space of Equation 2.20 and 2.21. In such maximization

model, the optimal solution of Equation 2.18 and 2.19 is no less than that of Equation

2.20 and 2.21. We can prove with the same logic for V � (q1) � V � (q1,p �
0 ) and V � (q1,p �

0 ) �

V � (q1,p �
0 ,p �

1 ).

In our analysis, a markdown paradigm is applied in Model DP, FP0, and FP0P1, where

the price for soon-to-perish items is less than that of new items. The only difference

among these three models are the degrees of dynamic pricing �exibility. In Model FP0,

the pricing decision in each period for old items is state-dependent, whereas in DP, the

decisions for both classes of items are state-dependent. In Model FP0P1, because we set

both prices to the same value, there is no markdown, and customers would make their

selection purely on the freshness and attractiveness factors, i.e. the � values.

Our study suggests that both markdown and dynamic pricing have positive impact

on the total pro�t. Table 2.3 shows the details of gains with different con�guration for

each model. Table 2.3 shows the relative pro�t increment from the performance of Model

SP0P1, where both prices are �xed and equal. The result shows that, by introducing

markdown and dynamic pricing, given the optimal ordering policy for all cases, the

retailer can achieve 8.47% to 41.12% of increment on the total pro�t.

However, we also notice that markdown pricing has more signi�cant impact on the

pro�t increment, compared to that from allowing dynamic pricing. This can be shown

in both Table 2.3 and Table 2.5. In Table 2.5, we compare the bene�t loss in Model FP0,

FP0P1, and SP0P1, if we do not have full degree of dynamic pricing and markdown

pricing as we have in Model DP. The loss with Model FP0 and FP0P1 is relatively small,
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ranging from 0.03%to 1.48%for Model FP0, and from 0.26%to 1.74%for Model FP0P1.

Model SP0P1 suffers the most signi�cant loss from 8.81%to 29.14%. These comparisons

show that the bene�t of having dynamic pricing is much less than the bene�t of having

markdown pricing.

Table 2.3: Optimal gains with different models and selected con�gurations

� 0 � 1 c � DP DS FP0 FP0P1 SP0P1

10 8 7 5 $ 4.76 $ 4.25 $ 4.71 $ 4.69 $ 3.67
10 8 7 7 $ 7.50 $ 6.70 $ 7.47 $ 7.42 $ 6.13
10 8 7 9 $ 10.42 $ 9.25 $ 10.32 $ 10.24 $ 8.72
12 8 7 5 $ 9.25 $ 8.14 $ 9.19 $ 9.16 $ 7.55
12 8 7 7 $ 14.24 $ 12.60 $ 14.20 $ 14.16 $ 11.91
12 8 7 9 $ 19.42 $ 17.22 $ 19.37 $ 19.28 $ 16.69
12 10 7 5 $ 10.50 $ 9.63 $ 10.44 $ 10.40 $ 8.99
12 10 7 7 $ 16.01 $ 14.57 $ 15.86 $ 15.76 $ 13.94
12 10 7 9 $ 21.59 $ 19.74 $ 21.43 $ 21.28 $ 19.08
12 10 9 5 $ 4.60 $ 4.07 $ 4.54 $ 4.52 $ 3.36
12 10 9 7 $ 7.34 $ 6.51 $ 7.29 $ 7.24 $ 5.73
12 10 9 9 $ 10.22 $ 9.02 $ 10.14 $ 10.05 $ 8.24
14 8 7 5 $ 14.73 $ 13.24 $ 14.72 $ 14.69 $ 12.83
14 8 7 7 $ 22.37 $ 20.19 $ 22.34 $ 22.28 $ 20.06
14 8 7 9 $ 30.16 $ 27.63 $ 30.10 $ 30.02 $ 27.51
14 10 7 5 $ 15.80 $ 14.25 $ 15.74 $ 15.70 $ 13.33
14 10 7 7 $ 23.81 $ 21.39 $ 23.77 $ 23.70 $ 20.61
14 10 7 9 $ 32.01 $ 28.79 $ 31.95 $ 31.85 $ 28.26
14 10 9 5 $ 8.96 $ 7.82 $ 8.87 $ 8.85 $ 6.87
14 10 9 7 $ 13.98 $ 12.28 $ 13.93 $ 13.89 $ 11.23
14 10 9 9 $ 19.13 $ 16.73 $ 19.03 $ 18.95 $ 15.70
14 12 7 5 $ 17.52 $ 16.25 $ 17.36 $ 17.30 $ 15.51
14 12 7 7 $ 26.07 $ 24.17 $ 25.87 $ 25.75 $ 23.48
14 12 7 9 $ 34.78 $ 32.32 $ 34.54 $ 34.34 $ 31.65
14 12 9 5 $ 10.25 $ 9.32 $ 10.14 $ 10.09 $ 8.47
14 12 9 7 $ 15.71 $ 14.17 $ 15.51 $ 15.44 $ 13.36
14 12 9 9 $ 21.26 $ 19.30 $ 21.12 $ 20.97 $ 18.39
14 12 11 5 $ 4.47 $ 3.96 $ 4.41 $ 4.40 $ 3.17
14 12 11 7 $ 7.22 $ 6.36 $ 7.16 $ 7.11 $ 5.42
14 12 11 9 $ 10.06 $ 8.85 $ 10.00 $ 9.91 $ 7.92
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Table 2.4: Percentage improvement in gain compared to the SP0P1 (�xed pricing with
the same price) model

� 0 � 1 c � DP FP0 FP0P1 DS

10 8 7 5 29.81% 28.57% 27.97% 15.94%
10 8 7 7 22.43% 21.87% 21.02% 9.35%
10 8 7 9 19.51% 18.38% 17.43% 6.18%
12 8 7 5 22.43% 21.74% 21.30% 7.86%
12 8 7 7 19.58% 19.27% 18.90% 5.85%
12 8 7 9 16.35% 16.03% 15.52% 3.13%
12 10 7 5 16.80% 16.09% 15.59% 7.12%
12 10 7 7 14.82% 13.78% 13.07% 4.54%
12 10 7 9 13.15% 12.30% 11.52% 3.46%
12 10 9 5 36.73% 34.84% 34.37% 21.04%
12 10 9 7 27.93% 27.17% 26.33% 13.54%
12 10 9 9 23.90% 22.95% 21.87% 9.46%
14 8 7 5 14.81% 14.77% 14.51% 3.26%
14 8 7 7 11.53% 11.40% 11.07% 0.65%
14 8 7 9 9.66% 9.42% 9.12% 0.43%
14 10 7 5 18.46% 18.02% 17.76% 6.85%
14 10 7 7 15.52% 15.31% 14.98% 3.76%
14 10 7 9 13.28% 13.06% 12.70% 1.88%
14 10 9 5 30.45% 29.11% 28.86% 13.83%
14 10 9 7 24.49% 24.00% 23.64% 9.35%
14 10 9 9 21.87% 21.21% 20.71% 6.58%
14 12 7 5 12.93% 11.94% 11.51% 4.75%
14 12 7 7 11.00% 10.17% 9.65% 2.90%
14 12 7 9 9.88% 9.12% 8.47% 2.10%
14 12 9 5 21.13% 19.73% 19.24% 10.07%
14 12 9 7 17.56% 16.09% 15.55% 6.01%
14 12 9 9 15.64% 14.83% 14.07% 4.94%
14 12 11 5 41.12% 39.03% 38.71% 24.87%
14 12 11 7 33.17% 32.03% 31.13% 17.35%
14 12 11 9 27.03% 26.24% 25.20% 11.81%
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Table 2.5: Percentage loss in gain (absolute percentage value) compared to the DP
(periodic dynamic pricing for both new and old items) model

� 0 � 1 c � FP0 FP0P1 SP0P1 DS

10 8 7 5 0.95% 1.42% 22.96% 10.68%
10 8 7 7 0.46% 1.15% 18.32% 10.68%
10 8 7 9 0.94% 1.74% 16.32% 11.15%
12 8 7 5 0.56% 0.92% 18.32% 11.90%
12 8 7 7 0.26% 0.57% 16.38% 11.49%
12 8 7 9 0.27% 0.71% 14.05% 11.36%
12 10 7 5 0.61% 1.04% 14.38% 8.29%
12 10 7 7 0.91% 1.52% 12.91% 8.96%
12 10 7 9 0.75% 1.45% 11.62% 8.57%
12 10 9 5 1.38% 1.72% 26.86% 11.47%
12 10 9 7 0.60% 1.25% 21.83% 11.25%
12 10 9 9 0.77% 1.65% 19.29% 11.66%
14 8 7 5 0.03% 0.26% 12.90% 10.06%
14 8 7 7 0.12% 0.41% 10.34% 9.75%
14 8 7 9 0.21% 0.49% 8.81% 8.41%
14 10 7 5 0.37% 0.59% 15.58% 9.80%
14 10 7 7 0.19% 0.47% 13.44% 10.18%
14 10 7 9 0.20% 0.52% 11.73% 10.07%
14 10 9 5 1.03% 1.22% 23.34% 12.75%
14 10 9 7 0.39% 0.68% 19.67% 12.16%
14 10 9 9 0.54% 0.95% 17.94% 12.54%
14 12 7 5 0.88% 1.26% 11.45% 7.24%
14 12 7 7 0.74% 1.22% 9.91% 7.29%
14 12 7 9 0.68% 1.28% 8.99% 7.07%
14 12 9 5 1.15% 1.56% 17.44% 9.13%
14 12 9 7 1.25% 1.71% 14.93% 9.82%
14 12 9 9 0.70% 1.36% 13.52% 9.25%
14 12 11 5 1.48% 1.71% 29.14% 11.51%
14 12 11 7 0.86% 1.53% 24.91% 11.88%
14 12 11 9 0.62% 1.44% 21.28% 11.98%
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2.5 Conclusion and Discussion

The results presented in our study show the bene�ts of introducing markdowns and

dynamic pricing when there exists competition and substitution among perishable items.

We �nd that allowing a price gap (through markdown) between items with different levels

of freshness and attractiveness would lead to the most signi�cant sales lift, while the

improvement through dynamic pricing is relatively marginal. A retailer should carefully

choose its own optimization model by taking into account other factors, e.g. cost of

price change.

2.5.1 Demand model

In our study, the characteristics of the demand of competing items in each group is

captured through the multi-nominal logit function. However, the MNL model exhibits

the independence-from-irrelevant-alternatives (IIA) property, which means that the

ratio of the purchase probabilities for any two alternatives is independent of the presence

of other alternatives. This property may be unrealistic in many business environments.

Another drawback of MNL model is that it cannot specify both the probability r i of

each choice and substitution rate at the same time. This is because both of the metrics

are linked by the value of utility u i . Provided one metric, the other metric would be

determined implicitly. This property limits the �exibility of the model, especially when

dealing with real data.

In addition, one observation from supermarket operations is that with more items

presented on-shelf, the demand tends to be larger. As a consequence, some retailers have

some minimum stock level (presentation stock) in order to generate sales, regardless

of inventory carrying cost, which, in some cases, is not as critical as the sales. Some

research considers such phenomena to construct stock-dependent demand models.

Goyal and Giri (2001) and Bakker et al. (2012) both provide in-depth reviews of such

studies.
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2.5.2 Service level

The model described in previous sections is a pro�t maximization optimization, and

we are not considering the service level requirement. In the cases we considered, the

retailer might suffer a direct loss at the rate of pro�t margin per each unit of unmet

demand. There could be more loss due to damage in customer satisfaction. As a result,

we �nd in some cases in our numerical study, the long run probability of having zero

inventory of new items at the end of a period is not negligible. Because the model is

constructed on an assumption that the traf�c distribution is time-invariant, we may

underestimate the penalty of being out-of-stock and the resulting low service level.

Many retailers may have a business goal regarding service level in their inventory

carrying policy. Our model can factor that constraint into the optimization process but

the characteristics of the optimal strategy would be impacted.

2.5.3 Cost of price change

We ignore the cost of price changes in our model. This assumption makes sense for

many cases where either such cost is very small, e.g. in digitized environment, or if it

is sunk cost that has no in�uence on our decisions. However, as noted in Gallego and

Ryzin (1994), price changes may bring substantial costs for advertising and ticketing.

The cost of price changes may cancel out the bene�t of introducing a dynamic pricing

paradigm.

2.5.4 Strategic customers

In our model, we assume that the customer arrival distribution and customers' prefer-

ences are time invariant for a given pricing and inventory policy. However, if customers

acquire knowledge related to the markdown scheme and become more strategic in

their purchase — e.g. some customers may wait and only purchase the markdown

merchandise — the insights we obtained from this study may no longer be valid. The

rich literature on pricing and inventory in the presence of strategic customers mainly
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focuses on single item cases. For example, Whang (2015) studies a case where a retailer

announces two prices for its two selling season and customers would decide when to

purchase. We see less literature on problems with competitive or substitutive products

in this research stream, as surveyed in Levy et al. (2004) and Chen and Chen (2015).
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CHAPTER

3

MODELING OF CUSTOMER

BEHAVIOR

3.1 Introduction

In this chapter, we investigate the model we use for the demand function. In Chapter

2, the demand of each class of items is described as a multinomial logit model. This

chapter focuses on the data-driven procedures and tests for such a demand model. We

wish to answer questions like: is the MNL model really representative of actual customer

behavior, when should we adopt such a model, and when we should be more cautious

and explore other options.
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3.2 Literature review

There exists a rich literature on the data analysis and parameter estimation using a multi-

nomial logit model (MNL). Kok and Fisher (2007) use the Expectation-Maximization

(EM) method, an algorithm that works well for data sets with missing data, to estimate

the probability of a customer choosing to purchase, the coef�cients of demand drivers,

and the coef�cients of utility drivers. Instead of probabilistic traf�c, their model uses a

regression-based traf�c model that takes account of temperature, sunshine, humidity,

promotion, weekday index, and holiday index. As a result, the log-likelihood function

can be separable in each of unknown parameters. Talluri and van Ryzin (2004) study a

yield management problem seen in the airline industry by modeling customer behavior

as a discrete choice model. In their study, an EM-algorithm-based method is used to

generate estimates of traf�c.

3.3 Generalized demand function

3.3.1 Traf�c function

We model the arrival of customers as a homogeneous Poisson process, with a rate of � .

For the total traf�c, the probability of having n t customer-arrivals during period t is:

Pt (n t ) =
� n t e � �

n t !
. (3.1)

We use yt k i 2 y to denote the decision of each customer k during period t regarding

the choice i , and it can be expressed as:

yt k i =

8
><

>:

1, if customer k chooses to purchase a unit of item i in period t

0,otherwise,

(3.2)

where the range of each index is t = 1, . . . ,T , k = 1, . . . ,n t for each t , and i is the product
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index which, in our case, is i 2 f 0,1,? g, representing the purchase of the new product,

the one-period-old product, or nothing, respectively.

It is very likely that a store's traf�c would follow some seasonal trends. For example,

for grocery stores, the daily traf�c is usually higher during weekends than weekdays. A

non-homogeneous Poisson process model can be used if there exists strong seasonality.

Another way to deal with data that contains seasonality is to deseasonalize the data

before feeding it to the model. For the simplicity and practicality of our model, we

assume the model would always consume non-seasonal input, such that Equation 3.1

holds.

3.3.2 Utility function

In this chapter, we improve the customer choice model studied in Chapter 2 with an

updated utility function. We still consider both quality and pricing factors on the utility

for each choice, but instead of Equation 2.3, we now consider the utility during period t

as:

Ui t = u i t + � i t = � T xi t + � i t = � 0 + � 1� i t + � 2pi t + � i t (3.3)

The parameters are de�ned as follows:

• xi t is the attribute vector for each choice i , xi t = (1,� i t ,pi t )T ;

• � i t is the quality metric for item group i in period t . Its value is assumed either

“known” or can be calculated by the retailer;

• pi t is the unit price of items in item group i in period t ; and

• � = (� 0, � 1, � 2) is a vector of the intercept, the coef�cient of quality metric, and

the coef�cient of price, respectively. The � values are determined using historical

sales information of the speci�c item under consideration.

We still assume that the price and quality won't change during each period. This

is a reasonable assumption considering the practice of retailers, especially for brick-
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and-mortar retailers who cannot afford to change prices too often within a shopping

period, e.g. a day. In addition, even if it may become more technically possible to execute

frequent price change with electronic price tags in stores or through online channels,

we can always resize the length of each period such that this assumption can still hold.

For a more general model, in addition to quality and price, we can extend our fea-

tures to more �elds, e.g. macro-economic metrics, consumer con�dence index, lo-

cal retail competition index, and seasonality, in order to improve the performance.

In this case, if we have n features in total (plus the intercept), we would have xi t =

(xi t 0, xi t 1, xi t 2, . . . ,xi t n ) and � = (� 0, � 1, � 2, . . . ,� n ). Discussion in Kok and Fisher (2007)

provides a good direction on utilizing multiple features.

The term � i t is included based on the same assumption as in Chapter 2, representing

the random, unexplained portion of the utility. For no-purchase cases, we still assume

u? t = 0.

3.3.3 Customer choice

With the characterization of the MNL model, the probability of a customer choosing

product i in period t when items from both groups are in stock is:

r i t =
eu i t

eu? t +
P

j , j 2f 0,1geu j t
=

e � 0+� 1� i t +� 2pi t

1+
P

j , j 2f 0,1ge � 0+� 1� j t +� 2p j t
(3.4)

and the probability of no-purchase is:

r? t =
1

1+
P

j , j 2f 0,1ge � 0+� 1� j t +� 2p j t
. (3.5)

As mentioned earlier, for better alignment, the model may also consider other mea-

surable factors as parts of xi t , including potential traf�c drivers like weather, weekend

seasonality, holiday seasonality, competition, demographics, and the store's operational

metrics. However, for the simpli�ed model here, we can assume that the joint in�uence

of those factors is captured in the random factor � i t .
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3.4 Parameter estimate

Depending on whether we have knowledge of the total traf�c information or not, there

are two main categories of parameter estimate approaches. If the retrievable data con-

tains the information encompassing the entire customer base, including those without

any purchase, an MLE-based method is proposed to get the estimates of both the co-

ef�cients and the total traf�c parameter. In the cases where the no-purchase choice

cannot be captured, we propose a solution leveraging Expectation-maximization (EM)

algorithm. For all cases, we apply the same performance measurement to evaluate the

goodness of �t.

3.4.1 Estimation with all traf�c information

Estimate � and � together

Under the assumption of no stock-outs, if we have the information of the arrival time and

the choice of each customer, we can estimate the arrival rate and weighting coef�cients

through a simple maximum likelihood method.

We establish the procedure following the model in Talluri and van Ryzin (2004),

with some variation in order to align their model with our notation and the unique

complexity in our model.

With Equations 3.1 and 3.4, and with the actual choices of all customers denoted by

y, as described in Equation 3.2, we have the likelihood function:

L(� , � jy) =
TY

t =1

Pt (n t )
n tY

k =1

Y

i 2f 0,1,? g

r yt k i
i t . (3.6)
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The log-likelihood function would be:

l (� , � jy) = log L(� , � jy)

=
TX

t =1

ln (Pt (n t ))
n tX

k =1

X

i 2f 0,1,? g

yt k i ln (r i t )

=
TX

t =1

(n t ln (� ) � � � ln (n t !))
n tX

k =1

X

i 2f 0,1,? g

yt k i

 

� T xi t � ln

 
X

j 2f 0,1,? g

e � T x j t

!!

.

(3.7)

De�ning the following two functions:

l � ,t (� ) =
n tX

k =1

X

i 2f 0,1,? g

yt k i

 

� T xi t � ln

 
X

j 2f 0,1,? g

e � T x j t

!!

, (3.8)

and

l � ,t (� ) = n t ln (� ) � � � ln (n t !), (3.9)

we can simplify the log-likelihood function (Equation 3.7) to:

l (� , � jy) =
TX

t =1

l � ,t (� )l � ,t (� ). (3.10)

Unlike the model in Talluri and van Ryzin (2004), this log-likelihood function is

inseparable in � and � . Comparing Equation 3.10 with the log-likelihood function when

only traf�c � is considered, we �nd that the difference is that we have l � ,t (� ) as additional

weights. Furthermore, this log-likelihood function has a larger weight during periods

when the traf�c is heavier, because l � ,t (� ) would be greater with larger n t , given the

same � . This relation makes the regression more complicated. We show this rigorously

here.

The �rst order optimality condition of the log-likelihood with respect to the parame-
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ter � is:

@

@ �
l (� , � jy) =

@

@ �

TX

t =1

(n t ln (� ) � � � ln (n t !))l � ,t (� )

=
1

�

TX

t =1

n t l � ,t (� ) �
TX

t =1

l � ,t (� ).

(3.11)

With the �rst order condition, the estimate of � with given � is:

b� j� =
1

P T
t =1 l � ,t (� )

TX

t =1

n t l � ,t (� ). (3.12)

This shows that the estimate of � conditioned on the value of � is a weighted average

of total arrivals of each period, and the weighting factors are the log-likelihood values

given � in each period.

The maximum likelihood estimate (MLE) of the pair (� , � ) can be obtained by solving

the following optimization:

(b� ,b� ) = argmax
� ,�

l (� , � jy). (3.13)

Note that l � ,t (� ) is identical to the log-likelihood function of the standard MNL model,

which is shown to be jointly concave in � under a general condition McFadden (1973).

l � ,t (� ) can also be easily shown to be concave in � (because l � ,t (� ) is twice-differentiable

for all � > 0, and l 00
� ,t (� ) = � n t =� 2 � 0 for all � >0).

Because Equation 3.7 is a summation of products of l � ,t (� ) and l � ,t (� ), concavity of

this log-likelihood function l (� , � jy) is not guaranteed 1.

However, in practice, we should be able to use an iterative method to �nd the MLEs

of (� , � ), by �xing � and solving for � with a gradient ascent method. Then, we can �x

1Actually, Equation 3.7 can be non-concave over the solution set for (� , � ). In order to prove l (� , � jy) is
concave, it is suf�cient to prove l � ,t (� )l � ,t (� ) is concave. The necessary and suf�cient condition Marchi
(2011) requires that we need to have (l � ,t (� 1)� l � ,t (� 2))(l � ,t (� 1)� l � ,t (� 2)) � 0, for any (� 1, � 1) and (� 2, � 2) in the
feasible solution space. However, l � ,t (� 1) � l � ,t (� 2) can be either negative or positive depending on values
of � 1, � 2, regardless of values of � 1, � 2, while the value of l � ,t (� 1) � l � ,t (� 2) only depends on the component
values of the � vector and can also be positive or negative. Hence the suf�cient and necessary condition
cannot be met without further limitation on the variable values.
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� and solve for � using Equation 3.12, and then go back to solve for � with the new �

value, and so on, until the values converge. Because the functions l � ,t (� ) and l � ,t (� ) are

both concave in their own set of variables, this method provides an effective and fast

way to get the MLE.

Estimate � and � separately

We have demonstrated in the Section 3.4.1 that, for our log-likelihood function given in

Equation 3.7, the traf�c parameter � and choice parameter � are not decomposable. This

is mainly because we have time-variant xi t over different t . Speci�cally, both quality

factors � i t and prices pi t in xi t can change over time. As we show in Section 3.6, this

complication may bring instability to the estimates.

One obvious option is to use a �xed price and a �xed quality factor over time, for

each class of merchandise.

Lemma 2. @
@ �l (� , � jy) = f � (� )f � (� ), where f � (�) is a function of � only and f � (�) is a function

of � only, when � i t = � i and p i t = pi for all i and t .

Proof. Because� i t = � i and pi t = pi for all i and t , we have:

l � ,t (� ) = l � (� )

.

Then Equation 3.11 becomes:

@

@ �
l (� , � jy) =

1

�

TX

t =1

n t l � (� ) �
TX

t =1

l � (� )

=
1

�
l � (� )

TX

t =1

n t � T l � (� )

= l � (� )

‚
1

�

TX

t =1

n t � T

Œ
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Now � and � are separable in the �rst order condition.

Given the assumptions in Lemma 2, Equation 3.12 becomes:

b� j� =
1

T

TX

t =1

n t , (3.14)

which is no longer a function of � . To get the estimate of � , a gradient ascent method

can be used.

This assumption reduces the MNL function to a relatively simple structure where

customers always choose from goods with the same set of characteristics. If the pricing

point is �xed over the focused time horizon, and the quality factor is constant for each

group of items, then this simpli�cation assumption holds and we can easily �nd the

estimates of (� , � ).

If we observe multiple price points of the same item group in the existing historical

data set, we can set the price of each class of goods to the average historical price.

Similarly, for the quality factor, we have such a simpli�cation step in data pre-processing

as well, if multiple quality levels are present within the same item group. This pre-

processing retains some degree of price and quality differentiation amongst different

classes of goods, but it would fail to utilize all the information from historical data.

Another possible approximation option is just to ignore the traf�c, and focus on all

customers as a single group. This assumes that timing is not a big factor in determining

customer behavior. Each customer may face different prices and quality status values

when he or she comes into the store. Again, this is also a classical MNL regression

problem when we try to get parameter estimates. As for � , a separate �tting can be

carried out where we only focus on the total traf�c for each day. The MLE for � in this

case coincides with Equation 3.14. However, as we have shown in Section 3.4.1, this

method may introduce bias to our result.
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3.4.2 Estimation without knowing no-purchase traf�c

One main limitation of the aforementioned method in Section 3.4.1 is that we assume the

retailer knows the total traf�c, such that we know the choice of all customers, including

those who choose not to buy anything and leave. Such data is typically not available for

physical stores. For an average store with digital point of sales (POS) records, we can

only see the data of transactions when customers actually make purchases.

A transaction-based record system usually keeps the item identi�er like Price Look-

up Codes (PLU) or Universal Product Code (UPC), along with the quantity and total

price paid, and the timestamp of such transaction. Table 3.1 shows a sample snapshot

of a database table from this type of system.

Expectation-maximization (EM) method (Talluri and van Ryzin (2004), Kok and

Fisher (2007)) is well-suited for our case where the data is incomplete. As the name

suggests, the EM method has two parts: the E (expectation) step generates the function

of expected log-likelihood conditioning on known estimate of parameters, and the M

(maximization) step optimizes parameter estimates in order to maximize the expected

log-likelihood function. Starting from a random initial estimate value, these two steps

are executed iteratively, until the result converges.

In our model, we start by assigning the initial values for our parameters � and � as

(b� ,b� ). The initial values can be generated through a mixture of simple business logic and

domain knowledge. In this study, the initial value of b� is chosen from a neighborhood of

historical periodic sales volume, and the initial values of b� is set to (1,1,� 1).

We denote n? t as the unobservable traf�c during period t , n0t as the total traf�c for

new item sales, n1t as the total traf�c for old item sales, and use n t as the total observed

traf�c (for customers with purchases), n t = n0t + n1t . Using these notations, we can

rewrite the log-likelihood function 3.7 as:

54



Table 3.1: A typical transaction-based sales record table, data extracted from Chen et al.
(2012)

InvoiceNo StockCode Description Qty InvoiceDate UnitPrice CustomerID

536365 85123A WHITE .. 6 12/ 1/ 2010 8:26 2.55 17850
536365 71053 WHITE .. 6 12/ 1/ 2010 8:26 3.39 17850
536365 84406B CREAM .. 8 12/ 1/ 2010 8:26 2.75 17850
536365 84029G KNITTE.. 6 12/ 1/ 2010 8:26 3.39 17850
536365 84029E RED WO.. 6 12/ 1/ 2010 8:26 3.39 17850
536365 22752 SET 7 .. 2 12/ 1/ 2010 8:26 7.65 17850
536365 21730 GLASS .. 6 12/ 1/ 2010 8:26 4.25 17850
536366 22633 HAND W.. 6 12/ 1/ 2010 8:28 1.85 17850
536366 22632 HAND W.. 6 12/ 1/ 2010 8:28 1.85 17850
536367 84879 ASSORT.. 32 12/ 1/ 2010 8:34 1.69 13047
536367 22745 POPPY'.. 6 12/ 1/ 2010 8:34 2.1 13047
536367 22748 POPPY'.. 6 12/ 1/ 2010 8:34 2.1 13047
536367 22749 FELTCR.. 8 12/ 1/ 2010 8:34 3.75 13047
536367 22310 IVORY .. 6 12/ 1/ 2010 8:34 1.65 13047
536367 84969 BOX OF.. 6 12/ 1/ 2010 8:34 4.25 13047
536367 22623 BOX OF.. 3 12/ 1/ 2010 8:34 4.95 13047
536367 22622 BOX OF.. 2 12/ 1/ 2010 8:34 9.95 13047
536367 21754 HOME B.. 3 12/ 1/ 2010 8:34 5.95 13047
536367 21755 LOVE B.. 3 12/ 1/ 2010 8:34 5.95 13047
536367 21777 RECIPE.. 4 12/ 1/ 2010 8:34 7.95 13047
536367 48187 DOORMA.. 4 12/ 1/ 2010 8:34 7.95 13047
536368 22960 JAM MA.. 6 12/ 1/ 2010 8:34 4.25 13047
536368 22913 RED CO.. 3 12/ 1/ 2010 8:34 4.95 13047
536368 22912 YELLOW.. 3 12/ 1/ 2010 8:34 4.95 13047
536368 22914 BLUE C.. 3 12/ 1/ 2010 8:34 4.95 13047
536369 21756 BATH B.. 3 12/ 1/ 2010 8:35 5.95 13047
536370 22727 ALARM .. 24 12/ 1/ 2010 8:45 3.75 12583
536370 22726 ALARM .. 12 12/ 1/ 2010 8:45 3.75 12583
536370 21724 PANDA .. 12 12/ 1/ 2010 8:45 0.85 12583
536370 21883 STARS .. 24 12/ 1/ 2010 8:45 0.65 12583
536370 10002 INFLAT.. 48 12/ 1/ 2010 8:45 0.85 12583
536370 21791 VINTAG.. 24 12/ 1/ 2010 8:45 1.25 12583
536370 21035 SET/ 2 .. 18 12/ 1/ 2010 8:45 2.95 12583
536370 22326 ROUND .. 24 12/ 1/ 2010 8:45 2.95 12583
536370 22629 SPACEB.. 24 12/ 1/ 2010 8:45 1.95 12583
536370 22659 LUNCH .. 24 12/ 1/ 2010 8:45 1.95 12583
536370 22631 CIRCUS.. 24 12/ 1/ 2010 8:45 1.95 12583
536370 22661 CHARLO.. 20 12/ 1/ 2010 8:45 0.85 12583
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Given our initial estimate of � and � , the expected value for n? t is:

dn? t = E(n? t jb� ,b� ,n0t ,n1t )

= b� br? t

= b� �
1
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P

j e
c� 0+ c� 1� j t + c� 2p j t
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(3.16)

Notice that dn? t is not only a function of b� , but also depends on b� . With dn? t , the

expectation of log-likelihood is:
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(3.17)

This concludes the expectation step. Next, given Equation 3.17, we can update the

estimates of (� , � ) using a similar procedure as discussed in Section 3.4.1 by maximizing
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this expectation of the log-likelihood function:

(b� ,b� ) = argmax
� ,�

E(l (� , � jy)jb� ,b� ). (3.18)

Equation 3.18 gives new estimates of parameters, (b� ,b� ). Using these updated values,

we then go back to the expectation step and update the log-likelihood function. These

steps are repeated until the estimates converge.

3.4.3 Test statistics

Generally, for models following a MNL discrete choice model, the basic Pearson Chi-

squared test can be used to measure the goodness-of-�t of a model Hosmer and Lemeshow

(1980). There are some extended test statistics that also show good insights for multi-

nomial logit models (e.g., Goeman and le Cessie (2006) and Fagerland et al. (2008)).

However, the test statistics in the literature do not perfectly serve our case because in

our compound model we not only have multinomial logistics regression, but also have

to estimate the total traf�c. Kök et al. (2008) present a similar model, and use maximum

average deviation to measure the goodness-of-�t. For an airfare choice model developed

by Talluri and van Ryzin (2004), the researchers compare the actual and estimated values

of the parameters by showing that they are close.

For our demand model's goodness-of-�t test, we start with a Chi-square test and

compare the absolute sales estimate and actual sales quantities. Finally, a con�dence

interval for each estimator is derived using a likelihood-ratio test in order to provide

more insights on our model �tting.

We assume there are customers that arrive but leave without any purchase, and such

behavior might be affected by the characterizing parameters, e.g. price and freshness.

The following section is divided into two parts, depending on whether or not we can

observe the no-purchase traf�c. We start with the goodness-of-�t test assuming we

know the traf�c of all purchase decisions. We then modify our test to accommodate the

situation when the information of no-purchase traf�c is not visible.
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Test with no-purchase traf�c

Chi-square test

We �rst compute the Pearson � 2 test statistic by comparing the expected and “ob-

served” choice frequencies. Here we need to consider the choice of each customer as an

independent observation, because the parameters change over time. For instance, we

may have different pricing points for the same class of items during different days.

Denote br i t as the estimated probability of choosing item from group i during period

t , we have:

br t i =

8
>><

>>:

e c� 0+ c� 1� i t + c� 2pi t

1+
P

j e
c� 0+ c� 1� j t + c� 2p j t

if i 2 f 0,1g,

1

1+
P

j e
c� 0+ c� 1� j t + c� 2p j t

if i = ? .

We can put the observations and estimates into a contingency table as in Table

3.2, with
P T

t =1 n t rows representing each customer and 3 columns representing their

choices: to buy one unit of new item ( i = 0), buy one unit of old item ( i = 1), or leave

without purchasing anything ( i = ? ). For customer k on day t , Ot k i = 1 if item i was

selected and 0 otherwise, while Et k i represents estimated choice probability of item i .

Then the � 2 test statistic is:

X 2 =
X (Ot k i � Et k i )2

Et k i
=

TX

t =1

n tX

k =1

X

i 2f 0,1,? g

(yt k i � br i t )2

br i t
. (3.19)

And from the dimension of the contingency table, we can see the degrees of freedom

for X 2 is:

dfX 2 = (
TX

t =1

n t � 1) � (3 � 2) = 2(
TX

t =1

n t � 1).

Note that the above statistics in Equation 3.19 has a major problem: for each cell of

Table 3.2, the observed frequency Ot k i and expected frequency Et k i are both small

in their values, which are no greater than 1. This violates the requirement to have

suf�ciently large frequencies Fagerland et al. (2008).

One way to adjust our model in order to meet the minimum frequency condition is
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Table 3.2: Contingency table at day-customer level

i = 0 i = 1 i = ?
Day Customer Ot k 0 Et k 0 Ot k 1 Et k 1 Ot k ? Et k ?

1 1 y110 br10 y111 br11 y11? br1?

1 2 y120 br10 y121 br11 y12? br1?

... ... ... ... ... ... ... ...
1 n1 y1n10 br10 y1n11 br11 y1n1? br1?

2 1 y210 br20 y211 br21 y21? br2?

2 2 y220 br20 y221 br21 y22? br2?

... ... ... ... ... ... ... ...
T nT yT nT 0 brT 0 yT nT 1 brT 1 yT nT ? brT ?

Table 3.3: Contingency table at day level

i = 0 i = 1 i = ?
Day Traf�c Ot 0 Et 0 Ot 1 Et 1 Ot ? Et ?

1 n1
P n1

k =1 y1k 0 bn1br10
P n1

k =1 y1k 1 bn1br11
P n1

k =1 y1k ? bn1br1?

2 n2
P n2

k =1 y2k 0 bn2br20
P n2

k =1 y2k 1 bn2br21
P n2

k =1 y2k ? bn2brT ?

... ... ... ... ... ... ... ...

T nT
P nT

k =1 yT k 0 bnT brT 0
P nT

k =1 yT k 1 bnT brT 1
P nT

k =1 yT k ? bnT br2?

to combine multiple rows into a single row, so the frequencies get aggregated, too. Here,

we can combine rows by transaction days. Table 3.3 illustrates the revised contingency

table aggregated at the day level.

With day-level grouping, Equation 3.19 can be revised as:

X 2 =
X (Ot i � Et i )2

Et i
=

TX

t =1

X

i 2f 0,1,? g

(
P n t

k =1 yt k i � bn t br i t )2

bn t br t i
. (3.20)

with the degrees of freedom being:

dfX 2 = (T � 1) � (3 � 1) = 2(T � 1).

If we have multiple choices, say in a general case when the shelf-life is n periods

with n � 2, then the degrees of freedom should be dfX 2 = (T � 1) � (n + 1 � 1) = n (T � 1).

59



Con�dence interval

There are several ways to obtain the con�dence interval for a discrete choice demand

model. Rao's Score test, Wald test, and Likelihood Ratio test (LR) are among the most

established methods (Bull et al. (2007)). Here, we choose the LR test.

The LR test statistic for � 0 is

2 log
L( ˆ� 0, ˆ� 1, ˆ� 2, �̂ jy)

L( ˆ� 1, ˆ� 2, �̂ jy, � 0 = 0)

where L( ˆ� 1, ˆ� 2, �̂ jy, � 0 = 0) is the reduced model under the null hypothesis that H0 : � 0 =

0.

The statistic is approximately distributed as Chi-square with 1 degree of freedom

when the reduced model has one fewer predictor variable.

To �nd the con�dence interval for � 0 at the � -level, it is equivalent to �nding the

range of all possible x 's such that the null hypothesis H0 : � 0 = 0 is not rejected at

100(1 � � )% level when � 0 = x , which is:

2 log
L( ˆ� 0, ˆ� 1, ˆ� 2, �̂ jy)

L( ˆ� 1, ˆ� 2, �̂ jy, � 0 = x )
� � 2

1� � ,df=1. (3.21)

Similar calculation can be done to compute con�dence interval bounds for other �

values and for � .

At a 5% � -level, � 2
1� � ,df=1 is a constant and can be denoted as � 2

95%,df=1 = 3.841459,

Inequality 3.21 can be transformed to a simpler format with regards to x :

l ( ˆ� 1, ˆ� 2, �̂ jy, � 0 = x ) � l ( ˆ� 0, ˆ� 1, ˆ� 2, �̂ jy) + � 2
95%,df=1=2 � 0. (3.22)

Solving Inequality 3.22 involves calculation of the likelihood function l (�), which is

not straight forward to simplify. A numerical method can be used to �nd the roots of the

function of x on the left hand side of Inequality 3.22, in order to determine the bounds

of x so that the inequality stands. Such bounds de�ne the con�dence interval of the
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corresponding estimated parameter.

Test without no-purchase traf�c

If the traf�c of customers with zero purchase is unobserved, all rows in Table 3.3 would

have yt k ? = 0. Thus, for each day t , all n t customers from the data would have made a

purchase. We can execute the same Chi-square test analysis for this POS-type “partial”

data set. Note that now the degrees of freedom is reduced to:

dfX 2 = (T � 1) � (2 � 1) = T � 1. (3.23)

However, due to the lack of observation of no-purchase traf�c, we cannot directly

use Inequality 3.22 to solve for the upper and lower bounds of the estimators. The

con�dence interval inequality is still applicable for other parameters: � 0, � 1, and � 2. So

in this case, we would only show the analysis for 3 out of 4 parameters.

3.5 Numerical example

In this section, we discuss the �ndings from two groups of data analysis with the pro-

posed model. We �rst introduce the data we use, and move on to the model testing and

result. The different ways of measuring the model performance are also discussed.

3.5.1 Data

We use a data set from industry where the data is captured from transactions at front-end

registers as pure POS data points. The data contains SKU number, transaction date,

transaction price, and total units purchased, for each transaction. In this data set, total

traf�c is not known.

With this data set, the aforementioned demand model is applied to calculate the

estimates and the signi�cance of regression.
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Data description

Due to con�dentiality, we cannot directly disclose the industry transaction data here.

However, following description and �gures can help us understand the landscape of

what we have.

Having markdown pricing events while selling new and fresh units of the same item

at full price is not applicable for the majority of SKUs. We select a list of SKUs that have

ample price change history and markdown sales. In total, we have gathered 51 SKUs'

transaction data, from a period between 2018 to 2020. We cap the number of transaction

days at 8 weeks, for 56 days. Most of the SKUs are from bakery, produce, deli, and meat

categories, which have relatively fast sales velocity and relatively high in-stock levels,

compared to other general merchandising departments. It is also worth mentioning

that these are perishable items, and markdown is applied when items are close to the

end of their shelf life. From observation, we notice that most markdown items will be

either sold out within 2 days from the day of initial markdown, or discarded.

Figure 3.1 shows the price distribution of both new and old item groups. Figure

3.2 shows the price point pairs for each item each day in our data set. The clusters of

multiple p1 for the same p0 indicates that there exist multiple markdown price points for

the same original full price. To understand the historical markdowns more clearly, Figure

3.3 shows the distribution of the markdown percentages of all item-day combinations.

Most markdowns are in the range of 20% to 30%.

Data pre-processing

Before we feed the industry data to the regression pipeline, a few procedures are taken to

make sure we cleanse the data as much as possible, remove “noisy” data points, adjust

certain metrics, and regulate the data in the right format.

Inventory constraint

There are days when “new” and / or “old” items see no sales. Sometimes it could be

that there is no demand on those days. Sometimes it is because those items are out of
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Figure 3.1: Price distribution of new and old items, across all price points and all days
of every item
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Figure 3.2: Relation of new and old items' prices, each dot represents a price pair for
the same item on the same day from our data set
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Figure 3.3: Distribution of markdown percentage
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Figure 3.4: Distribution of total sales daily quantity of top sellers in our data set
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Figure 3.5: Distribution of full-price daily sales quantity of top sellers in our data set
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Figure 3.6: Distribution of markdown-price daily sales quantity of top sellers in our
data set; the distribution can be found as highly skewed
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stock. We cross-reference the historical inventory information, and �lter out days on

which either full priced items or markdown priced items are out of stock at the beginning

of the day and there is no replenishment. Because sales quantity may be capped at total

available inventory level, in order to capture the true demand distribution, we further

limit our scope to the days when there is left over inventory at the end of the day for

both “new” and “old” items. These data �lters help us focus on customers' behavior on

staple items during normal days. If we include days with stock-out, we would need to

investigate demand distribution beyond what actual sales reveal.

Seasonality

The sales quantity is impacted by seasonal trends, no matter what pricing point is

set. For example, grocery stores usually see higher traf�c and sales during the weekend,

compared to weekdays, due to customer shopping patterns. Other timing factors like

holidays, pay period, and local events can all impact the sales. In our customer behavior

model, we adopt a homogeneous traf�c assumption as the total traf�c parameter �

is time-invariant and thus deseasonalize the sales data before parameter estimation.

We �rst capture the seasonality by generating a normalized sales index from the total

sales of all SKUs in each category across the whole period. Then, the sales quantity of

each selected SKU is seasonally adjusted by dividing the actual sales quantity by the

seasonality index of the corresponding category. The adjusted sales quantity is used in

our main analysis.

Obviously, it is worthwhile to investigate whether a time-variant model can best

re�ect real-world sales patterns. This is beyond the scope of this analysis. Meanwhile,

with the deseasonalized model, we can always project the deseasonalized estimation

back to the normal scale by re-applying the sales seasonality index. In this study, we can

always assume that the data is deseasonalized.

Multiple markdown prices

There are two scenarios when we see sales with multiple markdown prices of the

same item during the same day. The �rst scenario is when the store generates additional
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markdown(s) after the �rst one. The second scenario is when the store has leftover

items on markdown price from the previous day, and initiates the �rst markdown on

the current day's full-price items at a different markdown price. We �nd both scenarios

exist in our data set.

We notice that the retailer store that provides the transaction data may execute more

than one markdown on the same item. When a store creates an additional markdown,

the new markdown price would be at a deeper discount, and a new bar code would be

generated. The retailer does this because there might still be leftover inventory of the

“old” items after the initial markdown, and the end of shelf-life date is not the current

day. The second markdown usually happens on the next day after initial markdown, but

sometimes it can also be done on the same day, during the afternoon or evening shift,

with the �rst markdown created during the morning shift. The store has rule-based

policies that specify the timing and magnitude of a second markdown, and a third

markdown in some departments. In our data set, however, we do not �nd any instances

of third markdowns.

For the second scenario, it is not unusual when the �rst markdown is taken at one

percentage two days before the end of shelf-life of some perishable items, and on the

last day of their shelf-life, some new markdown is taken at a different percentage for a

group of items with different freshness.

Both scenarios contribute to the data points when more than one markdown price

can be seen in the POS records on the same day for the same item. This violates our

model assumption that we allow at most two possible prices per day, one being the

full price and the other being the markdown price. To address this misalignment, we

combine some prices together to become a single markdown price if they are close to

each other (and combine the sales at each price point together at the same time), and

exclude those days when we still have multiple distinct markdown prices. Of course,

this price count assumption can be relaxed in a more general model, but it is not our

goal in this chapter.
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3.5.2 Demand �tting

Using the industry data set, we have no visibility of the no-purchase traf�c, thus we use

the methodology discussed in Section 3.4.2 to estimate both utility parameters � and

the traf�c parameter � .

Table 3.4 shows the result of regression and selected metrics of goodness of �t.

Degrees of freedom (“DOF”) is calculated using Equation 3.23. Average sales (“Avg Sales”)

is the average total daily sales quantity across all days in the selected period, including

both “new” and “old” item sales.

Table 3.4: Estimates and goodness of �t analysis for SKUs in industry data set

SKU ID � 0 � 1 � 2 � DOF RMSE R2 MAE CI Gap Avg Sales

UE0089N 2.48 4.65 -6.99 75.03 42 5.39 95.10% 3.65 3.79% 50.51

CN0019M -0.55 2.69 -0.05 56.31 37 5.43 94.21% 3.94 139.35% 50.32

RS0097U 3.00 5.33 -8.30 77.12 33 5.92 93.69% 4.60 3.55% 52.53

GN0099S 0.02 3.14 -2.66 78.12 32 6.15 93.13% 5.02 351.87% 53.70

BK0031C 1.46 3.76 -2.39 73.53 44 6.16 92.72% 4.41 5.61% 49.00

RV0078F 7.04 5.46 -12.87 74.05 28 6.33 92.26% 4.54 2.44% 49.86

YL0079A -2.67 3.91 -0.42 67.40 47 6.16 91.64% 4.21 9.75% 42.83

WO0091G -0.33 3.02 -1.33 66.42 49 5.49 91.45% 4.36 17.98% 41.92

XG0073I 0.70 4.46 -4.96 72.00 41 6.45 91.44% 4.90 9.41% 47.36

QC0086C -5.16 1.26 2.61 70.94 46 6.38 91.27% 4.71 5.70% 46.45

GS0042F -2.54 2.57 0.60 71.11 46 6.70 90.33% 4.76 12.41% 46.60

YH0044Y -3.63 1.79 1.82 71.72 38 6.68 89.88% 5.00 6.45% 47.13

PY0023N 8.81 7.11 -16.59 78.18 27 7.20 89.07% 5.47 1.89% 53.79

RZ0024J -2.53 2.88 -0.18 51.11 55 4.10 89.03% 2.96 18.09% 26.41

BB0019Q -3.94 2.20 1.39 73.61 35 7.93 88.45% 5.57 6.04% 49.03

EE0034J -0.46 3.33 -1.41 65.39 50 6.58 87.87% 4.76 13.48% 40.86

UH0036Q -0.48 3.78 -3.10 64.89 53 6.82 87.86% 4.67 12.32% 40.37

ZC0043A -0.92 3.16 -1.79 71.43 46 7.67 87.79% 5.73 9.54% 46.98

HU0037H -9.17 2.49 7.67 60.85 52 6.74 87.36% 4.20 3.06% 36.32

NF0016O 0.37 5.31 -3.46 68.59 33 7.88 86.72% 5.54 17.62% 44.35

VL0048A 0.67 5.75 -6.64 58.68 55 6.62 85.99% 4.01 8.48% 33.98

UT0057X -1.81 2.47 -0.17 65.30 55 7.23 84.53% 5.32 22.33% 40.52

UP0083D -3.65 1.25 1.59 74.33 45 8.51 83.62% 6.78 6.56% 49.80

Continued on next page
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Table 3.4 – continued from previous page

SKU ID � 0 � 1 � 2 � DOF RMSE R2 MAE CI Gap Avg Sales

YD0039A 4.69 5.84 -11.01 64.16 50 7.09 83.54% 4.83 2.27% 40.25

IF0017T 0.03 2.87 -2.02 50.21 55 4.87 81.99% 3.65 144.58% 25.30

QI0087S -3.28 2.05 0.96 64.40 47 8.09 80.93% 5.96 6.78% 39.96

LQ0060R -0.42 3.10 -2.48 64.96 49 8.18 79.22% 6.19 14.76% 40.56

BP0065L 1.13 3.29 -2.85 43.18 55 4.38 75.35% 3.19 7.54% 18.70

SB0010A 0.12 3.45 -3.77 53.77 55 7.36 74.35% 5.12 41.94% 29.38

OT0024S -2.01 1.54 0.94 67.11 53 8.79 73.89% 6.35 10.38% 42.81

DM0040Y 3.90 3.12 -7.07 74.38 46 9.70 72.43% 7.93 3.39% 50.23

UJ0054N -1.81 2.83 -0.69 47.18 55 5.96 72.33% 4.06 9.06% 22.73

DC0099M -0.50 1.54 -0.46 81.63 42 11.01 69.24% 9.27 24.15% 57.30

IY0071Y 3.18 3.66 -0.86 55.95 55 8.32 63.99% 5.92 3.48% 31.45

XV0049R 1.56 4.07 -3.29 53.79 55 6.04 62.11% 4.87 5.13% 27.34

HN0036Z 7.29 8.27 -5.68 52.80 55 6.01 52.99% 3.85 1.60% 25.11

AS0070W 1.62 1.68 -2.81 82.39 48 9.76 51.88% 7.43 6.99% 58.69

EI0091L -1.99 1.25 0.09 46.70 55 6.52 50.38% 5.04 20.12% 21.98

KP0040I -0.45 1.81 -0.29 39.29 55 6.20 50.11% 4.85 19.54% 20.43

XJ0048U 1.56 1.70 -1.51 79.81 47 11.32 49.32% 9.09 7.11% 54.98

IU0064A -1.96 3.86 -2.69 37.39 55 5.53 49.19% 3.63 7.01% 12.71

KZ0015Z 1.57 2.40 -2.60 57.56 38 8.36 48.91% 6.52 7.37% 32.46

ZL0087F -0.82 1.09 0.02 27.78 55 4.66 47.68% 3.65 390.13% 17.82

LG0024U -2.34 1.74 -0.19 36.08 37 4.17 44.33% 2.82 29.83% 11.37

JF0020T -2.73 0.69 0.68 39.95 55 5.09 43.31% 3.74 15.24% 15.59

OT0032E -0.58 2.05 -1.36 34.27 55 2.75 40.67% 2.16 17.63% 10.04

JG0073O 1.73 1.67 -3.53 63.95 54 10.46 38.33% 8.34 6.79% 40.16

WX0070Z -0.56 1.30 -0.28 44.39 55 6.65 32.91% 5.39 17.95% 18.84

VR0090P 0.89 1.47 -0.69 50.18 55 6.40 29.33% 4.70 11.09% 25.41

LF0075Q 0.14 1.17 -1.51 36.16 42 2.62 15.55% 2.19 64.89% 10.72

TG0029M -0.96 0.56 -0.41 38.12 55 4.18 1.81% 3.20 27.59% 13.54

Goodness-of-�t test

Using procedures described in Section 3.4.3 and 3.4.3, we can get multiple performance

metrics for goodness-of-�t.

Chi-squared test
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Figure 3.7: Distribution of R-squared for each item

Chi-square test results, R-squared, RMSE (Root Mean Square Error), and MAE (Mean

Absolute Error), are reported in Table 3.4.

Speci�cally, the distribution of R-squared is shown in Figure 3.7. More than half of

the sampled items report R-squared higher than 50%, with the highest R-squared at

91.45% and the lowest at 1.81%.

MAE shows the absolute difference between estimated sales quantities using our

model with the estimated parameters, and the actual historical sales volume. MAE is

higher for items with higher average daily sales, but the relative error is smaller when

we divide MAE by the daily sales quantity.

Con�dence Interval

We also study the con�dence interval of each parameter's estimation. As discussed

in Section 3.4.3 and Section 3.4.3, a likelihood-ratio test is applied to the estimates, and

lower and upper bounds of 95%con�dence intervals are calculated. With the bounds,

we create a relative gap metrics to represent how “tight” the con�dence interval is with
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Figure 3.8: Distribution of average relative gap of con�dence interval for each parame-
ter of each item (excluding items for which con�dence interval cannot be calculated for
all parameters)

regards to each estimate, using the following formula:

Relative GapÒ� i
=

U BÒ� i
� LBÒ� i

Ò� i

� 100%, for each i 2 (0,1,2) (3.24)

We show the average con�dence interval relative gap across all estimates for each

item, as shown in Table 3.4. A histogram of average relative gap is presented in Figure

3.8 and Figure 3.9 shows a close-up view for its distribution within the lower part of the

histogram. For our testing items, the relative gap of the majority of items is less than

20%, which means the upper and lower bounds of the 95% con�dence interval of the

parameter are within about 10% of the absolute value of estimate from the parame-

ter estimate itself. We do not �nd meaningful commonality among items with tight

con�dence interval.

Detailed numerical result on the con�dence intervals are presented in Table B.2 in

Appendix.

Finally, Figure 3.10 shows the regression performance of both R-squared and con-
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Figure 3.9: Close-up view of distribution of average relative gap of con�dence interval
for each parameter of each item (excluding items for which con�dence interval cannot
be calculated for all parameters)

�dence interval gap for each item in our scope. We observe a concentration of good

performers with high R-squared and low relative con�dence interval gaps. However,

there are items with less-than-ideal regression results that have low R-squared and wide

relative con�dence interval gaps.

Insights from demand �tting

Our numerical result is limited by the choice of items and data pre-processing proce-

dures. This being said, we do see the potential of our discrete choice customer demand

model from the regression result on the industry data set. For most items, we see signi�-

cant regression, with an overall high R-squared and low MAE, and we see signi�cance

for each parameter as well.

Meanwhile, we notice that there exist items with lower than acceptable demand

�tting performance. Focusing on R-squared for example, as shown in Figure 3.11, we

note that items with higher daily sales volume tend to have a higher R-squared, which

means the model can explain more variance and provide better prediction given the
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Figure 3.10: Average relative gap of con�dence interval vs. R-squared for each item
(excluding items for which con�dence interval cannot be calculated for all parameters)

choice of pricing points. However, for items with relatively lower average daily sales,

model accuracy through R-squared tends to be lower. Using the coef�cient of variation,

we also notice that the relative �uctuation in demand for fast selling items tends to

be smaller than that of slower selling items, as shown in Figure 3.12. This observation

is aligned with our general experience in retail industry, where is it easier to forecast

demand for staple items than slow movers due to the difference in variance. Our result

shows that it is no exception in our data set, and the best performers are usually found

in items with high sales.

3.6 Discussion

3.6.1 Stock-based demand

In our model, we assume presentation of an item will not impact customer demand.

However, this is not always true. Research like Balakrishnan et al. (2004) suggests that

demand may be “stimulated” by displayed stock level because high inventory may

promote visibility, and signal popularity and assurance among customers. Early work
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Figure 3.11: Relation between sales velocity (represented as the average daily total sales
quantity) and R-squared from our model �tting. A logarithmic regression on these two
metrics shows P value = 2.085e � 09 on F statistic, and R2 = 0.5227, as shown by the
trend line in the chart.
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Figure 3.12: Relation between sales velocity (represented as the average total daily sales
quantity) and coef�cient of variation (CV).
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in this area includes Baker and Urban (1988), Mandal and Phaujdar (1989), and Vrat

and Padmanabhan (1990), where deterministic models are studied. Literature review

and model comparison, as well as sensitivity analysis on parameters for periodic-review

models can be found in Urban (2005). A variety of more recent models are proposed

to address inventory management with stock-level-dependent demand (e.g., Tsoularis

(2015), Önal et al. (2016)).

3.6.2 Stock-out-based product substitution

Our model does not consider the impact of sales of substitutable items. We simplify the

model in Chapter 2 by assuming that in both historical data and future sales, we would

always have enough inventory to serve customers, for any class of goods. In other words,

we assume there is no stock-out. Following this assumption, in our numerical study, we

exclude data points for the cases when there is no left over inventory for either class of

items.

This assumption seems very risky and may raise a reasonable level of doubt, and

it may discount the potential gain of the optimal pricing and replenishment policy, or

there may exist a better policy. Some literature suggests that the introduction of stock-

out-based product substitution may increase the expected pro�ts, as shown in Tan

and Karabati (2013). Other research provides insights on various policies that optimize

overall cost or pro�t, as shown in Nagarajan and Rajagopalan (2008).

However, even without exploring rigorous analysis for cases where stock-out is

allowed through backlogging, explicitly modeled lost sales, or demand transfer and

substitution, one way to simplify the approach is to reconcile the model with actual

historical demand. This means we can use analytical tools to estimate possible lost sales

and adjust our historical data, such that the sales records distorted by unavailability can

be brought up to its normal level. This will make analyzing existing traf�c and customer

behavior more reliable, as shown in Nahmias and Smith (1994), Agrawal and Smith

(1996) and DeHoratius et al. (2008). Literature on this topic is beyond the scope of our
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work, but it certainly shows a promising way to address the data issue.

3.6.3 Uniqueness of model �tting

As discussed in Talluri and van Ryzin (2004), there might exist multiple combinations of

(� , � ) that will produce the same probability distribution. As presented in Section 3.4.1

and Section 3.4.2, we use the standard MLE method or EM algorithm in our procedure

to estimate demand parameters. The uniqueness of MLE of our proposed model is not

proven here. Follow-up research may need to examine the regularity conditions of MLE

in our demand model.

3.6.4 Computation ef�ciency

With multiple interdependent parameters and the scale of historical records, computing

MLE estimates for millions of SKUs might be a challenging task, even with advanced

computation infrastructure. It is worth researching how volatile the parameter estimates

might change over time for a given item. In our numerical example, we assume that

those parameters are constant over the whole horizon, and seasonality can be omitted.

If that is also the case with real data, or if it can be shown that the parameters are not

�uctuating during different period of time, the estimates we get from one period will be

still useful for the future periods.

However, if the demand of an item has strong seasonality and signi�cant shift of

customer behavior, our model should be adjusted accordingly. For example, the de-

mand data should be deseasonalized �rst before being fed into the regression model,

reapplying the seasonality when we predict future demand. In addition, if customer be-

havior changes drastically, we will also need to update the estimates on a more frequent

cadence.
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CHAPTER

4

TWO-PERIOD SHELF-LIFE MODEL

WITH REVISED DEMAND

ESTIMATION

4.1 Introduction

In this chapter, we revisit the two-period shelf-life model using the revised demand

function developed in Chapter 3. We try to construct a more practical data-driven

solution that can help decision makers determine the optimal pricing and replenishment

strategy. We also test the robustness of our optimization model with different regression

assumptions, in order to evaluate the reliability of the model.

As stated in Chapter 3, with increased adoption of digital systems, retailers can accu-
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mulate a signi�cant amount of sales and customer behavior data over time. For instance,

the introduction of barcodes and POS systems greatly help retailers acquire transac-

tion information and update inventory data in real-time. Computer vision, Internet of

Things, and deep learning algorithms all together enable the retailers to collect even

more data points. Information such as indoor location-based traf�c, on-shelf inventory,

customers' information pro�le, their attention, and even their expression or emotion

can all be captured for retailers to analyze and improve their service.

There are also challenges that come with technological advancement and prolifera-

tion of data. When data collection becomes easier, generation of insights becomes more

and more important. Because data itself does not drive action, it is the insights from

the data that give managers visibility to the operating status and thus make informed

decisions. However, throughout our research journey and interactions with the industry,

we �nd there are two major challenges: data quality and data balance.

Data quality issues usually emerge when the data collection process fails to capture

all the possible scenarios in reality. For example, inventory level is one of the most impor-

tant metrics in the retail industry, but it is very dif�cult to maintain a very high accuracy

level without manual auditing. Due to unexpected issues like damage, misplacement,

theft, POS coding errors, and so many other possible contributing factors, keeping good

quality of “on-hand” information requires a lot of human effort.

Another challenge is data balance. We see imbalanced data volume for different

stores, departments, and items. Busy stores, high volume departments, and fast-selling

items usually can see more data points that may lead to better predictability for the

future scenarios. Meanwhile, we see relatively limited information for slow-moving

items, usually with higher variation in key metrics like sales volume. This makes it very

dif�cult to adopt a one-size-�ts-all strategy for operation decisions.

In our project, we acknowledge these challenges in the industry data, and therefore

evaluate our model for different scenarios and con�gurations.
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4.2 Model

4.2.1 Demand distribution

We use the same notation as in Chapter 2 and 3. We adopt the customer choice model

from Chapter 3. The probability of a customer choosing product i in period t is:

r i t =
eu i t

eu? t +
P

j eu j t
=

e � 0+� 1� i t +� 2pi t

1+
P

j e � 0+� 1� j t +� 2p j t
, (4.1)

and the probability of no-purchase is:

r? t =
1

1+
P

j e � 0+� 1� j t +� 2p j t
(4.2)

Again, if items from one group, either new ( i = 0) or old ( i = 1), are out of stock, the

probability of a customer choosing one item in the other group i is:

r 0
i =

e � 0+� 1� i +� 2pi

1+ e � 0+� 1� i +� 2pi
. (4.3)

4.2.2 Pricing and replenishment optimization

The optimization model is constructed in the same way as in Chapter 2. The objective

of the optimization is still to maximize the total long term expected pro�t per period.

To recap, at the beginning of each period, a decision is made to set the pricing points

for both “old” and “new” item groups and to determine the re-stocking quantity for new

items. These decisions are optimized based on the inventory level of the “old” items

that are carried over from last period.

4.2.3 Pricing strategies

Depending on how dynamic and �exible a retailer can be in setting its pricing points

and markdowns, there are various pricing strategies. Here, we adopt the same collection

of pricing strategies as examined in Chapter 2.
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We consider at most two levels of pricing points for any item at any given time. This

means there could be at most one markdown price in addition to the full price. Values of

p0, the price of fresh items for their �rst period of shelf life, and p1, the price of expiring

items for the second and last period of shelf life, can be either the same or different.

When p0 = p1, we have identical pricing for “old” and “new” items, thus there is no

markdown on second-period items, and there is only one price presented to customers.

With p0 > p1, we can have both full price and markdown price facing customers on items

with different freshness.

We allow the prices to be set each period. Both p0 and p1 will be determined at the

beginning of each period along with the decision on the replenishment quantity for

new items. We study different degrees of �exibility in terms of setting the prices from

one period to the next. Speci�cally we construct strategies that allow price changes for

both p0 and p1, for only p1 with p0 �xed, or neither, i.e. both p0 and p1 �xed across the

decision horizon.

A summary of model notation and description on different pricing strategies is

re-listed in Table 4.1.

Table 4.1: Optimization models: notation and description

Model name Description
1 DP dynamic full price and markdown price
2 FP0 �xed full price, with dynamic markdown price
3 FP0P1 �xed pricing with markdown ( p0 > p1)
4 SP0P1 �xed pricing without markdown ( p0 = p1)
5 DS dynamic pricing without markdown

Among all �ve considered models, DP has the greatest �exibility level, while SP0P1

has the least. FP0, FP0P1, and DS models have their �exibility level in between to different

extents.

With DP, both prices for “old” and “new” item groups are adjustable at the beginning

of each period, and can be different from each other (although we would enforce that
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p0 � p1) so that we can see an explicit markdown price p1.

With FP0, we try to establish a scenario when the full price does not change, but

the retailer can actively adjust a lower markdown price for expiring items. This model

represents a common practice in retail that the full price is either never changed or

changed infrequently, but price change is applied to the aging items.

The PF0P1 strategy is also very common in that markdown is allowed but both the

full price and markdown price are pre-determined and �xed at a constant level. Some

retailers automatically update aging items with the �xed pricing level (or using a �xed

markdown percentage, essentially resulting in the same �xed markdown price). In this

case, the optimization problem requires determination of the best choice of the two

�xed pricing levels (full and reduced prices) and then the inventory policy to maximize

in the long run net revenue per period (gain).

With the SP0P1 model, both prices are set at the same value ( p0 = p1) and are invariant

over all periods. This is the least �exible setting regarding the pricing decisions. This

represents a practice that many traditional retailers have today that a constant price is

determined regardless of product age.

Lastly, the DS model is for the scenario where markdown price is not allowed ( p0 = p1),

but the value of the single price point can be adjusted at the beginning of each period.

In Section 3.4.1, we show that, with a baseline demand model, the DP model has the

highest expected gain among all models due the the maximum �exibility it enables. In

this chapter, we use a more realistic and data driven demand mode, but the customer

purchasing dynamics stay the same. In this analysis, our primary goal is to examine

the optimal strategy with the DP model to understand the potential bene�t over other

models.
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4.3 Analysis

4.3.1 Con�guration of the numerical study

We use the industry data set that we analyze in Chapter 3 as data input. With the regres-

sion result, we can extract the estimates of parameters from the output, and insert those

estimates into our optimization model formulation.

In our model, as described in Chapter 2, our problem state space is de�ned by the

beginning inventory level of items starting their second period of shelf-life. Because

we use a �nite inventory level and only allow integer inventory quantities and sales

quantities, we have a �nite state space. With the estimate, the optimization model

determines the optimal decision of pricing and replenishment order quantity for each

state.

Traf�c estimate scaling

Because items in the industry data set usually have a large daily sales quantity and histor-

ical inventory level, we need to down-scale the traf�c estimate so that our optimization

model is tractable. If we use the original traf�c estimates, such as those shown in Table

B.2, it would require us to have a very large solution space and make the optimization

model very slow to converge. Scaling the traf�c estimate helps us establishing optimal

pricing and stocking policy without losing policy characteristics.

The main drawback to such down-scaling is that this may reduce the relative pre-

cision of ordering decisions. In the model, inventory levels of either item groups and

re-ordering quantity are all integers. This is aligned with reality as many products have

a unit of measurement in integer counts. With down-scaled traf�c, we would expect

down-scaled total sales and would need lower maximum inventory. The state space

would thereby be reduced as would the possible replenishment quantities. This reduces

the size of the action space. As a result, the size and solution execution time of the

Markov Decision Process optimization model is reduced.
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Understanding the effective scaling method to balance model performance and

computation ef�ciency is beyond this work's scope, but it can be an important step for

a retailer who adopts markdown pricing and replenishment optimization based on its

own computation resource and sales volume.

Pricing decision discretization

The portion of the action space associated with the pricing decisions is discrete in our

model. We use $ 0.05 as the minimum incremental pricing resolution in most of our

analysis. This choice is based on the trade off between model computing performance

and the optimal gain.

It is worth noting that, with a �ner pricing step size, a higher optimal pro�t per period

is possible due to the fact that the model would have a larger state and action space.

This may also yield a somewhat better policy. However, with the curse of dimensionality,

the optimization's computation time would also sharply increase. Given that the �nest

resolution on price would be to the penny, the potential improvement in pro�t per

period can be easily bounded. A more detailed analysis is appended in Section 4.4.1 to

demonstrate this.

4.3.2 Results

We discuss the numerical results in two sections. First, we discuss the optimal policy for

pricing and replenishment decisions. Second, we provide a sensitivity analysis of our

model.

4.3.3 Optimal policy

Figure 4.1 shows the optimal policy for one of the items in our industry data set. We

observe that the ordering quantity q0 for new items is non-increasing with quantity of

q1, and the optimal pricing point p0 for new items is non-decreasing with q1, while the

optimal pricing point p1 for aging items is non-increasing with q1.
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Figure 4.1: Optimal policy of Item UE0089N with DP Model

4.3.4 Sensitivity analysis

Design of sensitivity analysis

One critical aspect in analyzing our model is to investigate how it reacts to all types of

uncertainty in the market and how robust the optimal policy would be.

There are two ways to understand the model sensitivity.

1. Sensitivity to the regression parameter estimates

2. Sensitivity of the optimal policy: sensitivity to demand distribution's variation

In the �rst case, we are interested in the robustness of the model to errors in the

input demand distribution. Speci�cally, we seek to understand how the pro�t per period

and the policy knowing the error between the regression estimate (demand distribution

model with estimated demand parameters as the input to our optimization) and the

actual underlying customer behavior. There are multiple causes of the error:

1. Over/ under-estimation
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2. Lack of goodness-of-�t

3. Wrong model assumption

In the second case, we study how the optimal policy found for a speci�c assumed

demand distribution performs if, instead the demand follows a different demand dis-

tribution either from different parameters of the same distribution function, or from a

different distribution function type. This will show the sensitivity of the optimal strategy

and is especially meaningful as the market may change at any time.

In our main body of study, we focus on the �rst type of sensitivity analysis to examine

our model's sensitivity towards our presumed demand pattern. We comment the second

type of sensitivity in the Discussion section in this chapter.

Sensitivity to regression estimates

In order to understand our model's sensitivity, the model's performance is evaluated in

multiple scenarios.

To establish scenarios, we adopt a ceteris paribus approach, which is to keep all other

factors the same while studying one factor's impact.

For model performance, we compare the expected “gain”, the long term average

pro�t, with different optimal policies. Each “optimal” policy is derived from its unique

input con�guration with altered parameters. This can help reveal model sensitivity to

the quality of the regression on the demand model parameter estimates.

Figure 4.2 illustrates the logic �ow of sensitivity analysis on parameter estimates. We

�rst de�ne the base policy and altered policy as follows:

1. Base policy: a policy generated from parameter estimates;

2. Altered policy: a policy generated from altered demand parameter estimates.

Result of the sensitivity analysis

We use selected items and their historical data to conduct the sensitivity analysis.
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Figure 4.2: Framework of sensitivity analysis on parameter estimates

Sensitivity on regression estimates

Table 4.2 shows the model performance comparison between the baseline and the

altered cases, all using periodic dynamic pricing model “DP” (see Section 4.2.3). Here,

we pick an item with a relatively good regression result. This means, the regression has

a relatively high R2 and relatively tight con�dence interval on all estimated parameters.

We observe that the long term average gain, or equivalently the expected periodic

pro�t, does not deviate much from the optimal gain that results from the optimal pricing

and replenishment policy established at the estimated values of demand. The worst

case has a deviation of less than 1%.

We also explore some less-than-ideal cases from the demand regression analysis, es-

pecially the items for which we found the regression does not yield satisfactory goodness-

of-�t. In the following, three of such cases are listed:

1. An item with a high R2 but a relatively wide con�dence interval range.

2. An item with a low R2 but a relatively tight con�dence interval range.

3. An item with a low R2 and a relatively wide con�dence interval range.

Table 4.3 shows a comparison of policy performance for an item with high goodness-

of-�t but relatively loose con�dence intervals. Compared to the result of the ideal case
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Table 4.2: Simulated model performance with altered optimal policies; the optimal
policy in each case is derived using the altered demand estimate with the 95% con�dence
interval boundary value (see case description); all models adopt periodic dynamic
pricing (DP); Example of an item with high R2 and tight con�dence interval

Case Description Gain Absolute Deviation Relative Deviation

Optimal Policy at Estimate 1.7622 NA NA
LB of � 0 1.7568 (0.0054) -0.31%
UB of � 0 1.7570 (0.0053) -0.30%
LB of � 1 1.7483 (0.0139) -0.79%
UB of � 1 1.7541 (0.0081) -0.46%
LB of � 2 1.7581 (0.0041) -0.23%
UB of � 2 1.7574 (0.0049) -0.28%

LB of � 0, � 1, � 2 1.7454 (0.0169) -0.96%
UB of � 0, � 1, � 2 1.7547 (0.0075) -0.42%

(presented in Table 4.2), we see a larger gap between the gain with the optimal policy at

estimate and the gain with the optimal policy at bounds. The deviation is even more

signi�cant when the optimal policy is established using all parameters at con�dence

level bounds.

Table 4.4 shows comparison of policy performance for an item with low goodness-

of-�t but relatively tight con�dence intervals. This is the most surprising result from

our analysis. Even though the regression performance is not as satisfactory, because the

bounds are tight around the maximum likelihood estimate, we �nd that the expected

gain is very stable as well with policies established at the bounds.

Table 4.5 shows comparison of policy performance for an item with low goodness-

of-�t and relatively loose con�dence intervals. As expected, we see increased deviation

on the optimal gains. From our comparisons, we can surmise that the width of the con�-

dence intervals on the parameter estimates appears to determine whether the demand

model estimate will generate robust results. Of course, more extensive experimentation

would be required in order to strengthen this result. Still, even with wide intervals, we

observe only a 5% - 6% decline in the optimal gain.
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Table 4.3: Simulated model performance with altered optimal policies; the optimal
policy in each case is derived using the altered demand estimate with the 95% con�dence
interval boundary value (see case description); all models adopt periodic dynamic
pricing (DP); Example of an item with high R2 and wide con�dence interval

Case Gain Absolute Deviation Relative Deviation

Optimal Policy at Estimate 1.6906 NA NA
LB of � 0 1.6689 (0.0218) -1.29%
UB of � 0 1.6830 (0.0076) -0.45%
LB of � 1 1.6689 (0.0218) -1.29%
UB of � 1 1.6684 (0.0222) -1.32%
LB of � 2 1.6640 (0.0267) -1.58%
UB of � 2 1.6476 (0.0430) -2.55%

LB of � 0, � 1, � 2 1.6066 (0.0840) -4.97%
UB of � 0, � 1, � 2 1.5933 (0.0973) -5.76%

Table 4.4: Simulated model performance with altered optimal policies; the optimal
policy in each case is derived using the altered demand estimate with the 95% con�dence
interval boundary value (see case description); all models adopt periodic dynamic
pricing (DP); Example of an item with low R2 and tight con�dence interval

Case Description Gain Absolute Deviation Relative Deviation

Optimal Policy at Estimate 11.4063 NA NA
LB of � 0 11.4053 (0.0009) -0.01%
UB of � 0 11.3587 (0.0476) -0.42%
LB of � 1 11.3622 (0.0441) -0.39%
UB of � 1 11.3740 (0.0323) -0.28%
LB of � 2 11.3622 (0.0441) -0.39%
UB of � 2 11.3934 (0.0129) -0.11%

LB of � 0, � 1, � 2 11.3467 (0.0595) -0.52%
UB of � 0, � 1, � 2 11.3652 (0.0411) -0.36%
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Table 4.5: Simulated model performance with altered optimal policies; the optimal
policy in each case is derived using the altered demand estimate with the 95% con�dence
interval boundary value (see case description); all models adopt periodic dynamic
pricing (DP); Example of an item with low R2 and wide con�dence interval

Case Description Gain Absolute Deviation Relative Deviation

Optimal Policy at Estimate 1.5139 NA NA
LB of � 0 1.4870 (0.0269) -1.78%
UB of � 0 1.5120 (0.0020) -0.13%
LB of � 1 1.4928 (0.0211) -1.39%
UB of � 1 1.5120 (0.0020) -0.13%
LB of � 2 1.4870 (0.0269) -1.78%
UB of � 2 1.5120 (0.0020) -0.13%

LB of � 0, � 1, � 2 1.4655 (0.0484) -3.20%
UB of � 0, � 1, � 2 1.4676 (0.0464) -3.06%

4.4 Discussion

4.4.1 Pricing precision

Without any business rule, it would be very challenging to determine the range of

optimal pricing points. So in our optimization, we consider a wide range of possible

pricing points, in order to �nd the optimal policy. Considering the combination of

different pricing points of old and new items, compounded with all possible decisions

on replenishment quantities, the action space can become very large. With a large action

space, it can be very challenging to construct and solve the corresponding MDP problem

in a reasonably short computation time, if it is even solvable given the computational

resources.

In the current analysis up to this point, we specify the resolution of the pricing

decision to be at one decimal digit point, e.g. we may set the price at “3.7” dollars. In

reality, however, retailers usually set the price precision at two digits, e.g. “3.69” dollars,

which is the usual setting in the majority of POS and accounting systems.

Here, we address the pricing precision challenge from the following two angles:

1. How much precision do we need in order to achieve an acceptable optimization
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Table 4.6: Computation and gain with different choices of pricing precision

Precision Solving Time (seconds) Optimal Gain Gap to Max Gain

0.20 1.1451 1.6447 3.86%
0.10 2.9063 1.6714 2.30%
0.05 10.6287 1.7087 0.12%
0.01 238.8508 1.7108 NA

Figure 4.3: Optimal policy with pricing resolution at 0.20 dollars

result?

2. Can we improve our algorithm to quickly �nd the optimal pricing points?

In order to understand the acceptable pricing precision choice, we construct an

experiment where we run the same optimization with different levels of precision,

starting from 0.20 to 0.01. Table 4.6 shows the comparison. We observe that increasing

the pricing precision level (or reducing the step size of pricing points) results in longer

solving time, but can help achieve higher expected gain.

90



Figure 4.4: Optimal policy with pricing resolution at 0.10 dollars

Figure 4.5: Optimal policy with pricing resolution at 0.05 dollars
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Figure 4.6: Optimal policy with pricing resolution at 0.01 dollars

4.4.2 Sensitivity to demand distribution

With the framework we build in Chapter 3, we consider the customer purchasing process

as a multi-class choice problem and adopt a multinomial logistic regression to capture

customer behavior. Our analysis shows promising results for some evaluated cases.

In addition, this demand model is very �exible in terms of adding more features as

predictors to achieve even better regression performance.

However, our optimization is based on a regressive model, not a predictive model.

Future demand patterns may shift from the historical distribution. This would make

our current optimal pricing and inventory policy sub-optimal. We propose another

sensitivity analysis that evaluates such demand shift. Figure 4.7 shows the summary of

this analysis. We seek to evaluate how well the original optimal policy performs with a

different demand pattern. This analysis can be done in future research.

A solution to deal with shifting demand patterns is through continuous model re-

training and learning. This is particularly critical for items with non-stationary demand

or new items without enough historical data. For a non-stationary demand pattern, a
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Figure 4.7: Framework of sensitivity analysis on demand deviation

re-training cadence is needed to make sure the model performance stays satisfactory.

For new items, we either mimic a similar item's demand pattern and the associated

model estimates as a beginning baseline, or use a forecast estimate, and proactively let

the model adjust itself with more data getting accumulated.
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CHAPTER

5

SUMMARY AND FUTURE RESEARCH

DIRECTIONS

5.1 Summary of research

The overall objective of our research is to investigate if we can �nd an optimal policy

for order making and price making decisions for merchandise with multiple periods

of shelf life and decaying quality. There exist multiple variable factors in our problem,

including customers' behavior, which is re�ected in their sensitivity to price and to

quality of goods.

In Chapter 2, with some assumptions on the demand pattern over time, we start with

a customer demand distribution as a function of both price and age of inventory, and we

apply a joint optimization model to determine optimal pricing and replenishment policy

for a 2-period shelf-life item. Optimal policies are observed with multiple scenarios
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established at different level of values of the customer demand model parameters. One

of the most important insights we observe is that a retailer does not need to adopt a

fully dynamic policy in order to achieve the majority of the bene�t from a static pricing

baseline. This means the retailer does not need to implement a very sophisticated system

that adjusts its pricing points every time the system status changes, but rather can have

a periodic review of pricing and still get signi�cant bene�t, compared to a policy where

no price change is allowed at all.

Because we have made several simplifying assumptions in the demand distribution

function for the proof of concept model in Chapter 2, we test our model performance

in realistic scenarios in Chapter 3, where we relax multiple assumptions to make the

demand distribution more �exible and generic. This relaxation also means we can now

use the type of real sales data available to any retailer to “train” the demand model

through a regression that �ts the actual demand at item level. The biggest challenge is

that we acknowledge that not every system can capture all the information needed to

establish a reliable regression, especially for the traf�c information of those customers

that choose not to purchase anything. This challenge leads to a revised regression

approach that adopts an EM (Expectation Maximization) algorithm in order to generate

estimates for all needed variables. We test the demand regression model with retail sales

data, and observe that we have reasonable goodness of �t for some items in the scope,

while for some other items the regression performance is not very satisfactory.

With the revised demand model and parameter estimates we collect in Chapter

3, we re-evaluate our optimization model in Chapter 4. For items with good demand

distribution model �t, we see very promising results. At the same time, it shows very

interesting result for items with less-than-ideal demand model �tting. We observe that

the optimization model can be sensitive to demand parameter estimates but as long as

the estimates have relatively tight bounds the model can still be robust.

The �ndings from this research provide directional guidance and implementable

techniques for retailers' day-to-day decision making process. We observe that even
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applying the strategy with lower level of complexity, retailers can be better off from a

pricing-replenishment optimization and achieve signi�cant portion of the bene�t that

a more sophisticated strategy may provide.

5.2 Future research direction

In our research, we focus on problems where items have two-period shelf life with zero

lead time for replenishment. In any periodic price change and replenishment policy in

this two-period setting, the maximum number of markdown opportunities is one, and

there would be at most two prices in the same period. We also assume that the retailer

can only control the pricing and re-order quantity, and customers would make their

own purchase decision. Future research can relax our assumptions. For example, we

can relax the lead-time assumption to allow one-period or multi-period lead-time for

certain realistic scenarios. Here, we present a detailed discussion on some particular

directions of assumption relaxation, including shelf life, price change cadence, and

inventory �ow sequence.

5.2.1 Optimization with multi-period shelf-life

In retail, merchandise usually has multiple product life cycle phases, and each phase

would have its unique characteristics in terms of customer perception, demand pattern,

and optimal pricing strategy. One of the main research directions, after we have the

insights from the two-period shelf-life model, is to explore the scenario when an item

has multiple periods of shelf-life, as illustrated in Figure 1.1.

Multi-period shelf-life problem's state space would be no longer only a scalar metric

of the inventory level of the aging items, but a vector of quantities of the aging inventory

in each shelf-life period.

When the shelf life is more than two periods, there could be more than one chance of

announcing a markdown price, and possibly more than one markdown price presented
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to the customer at the same time. If the shelf-life is n periods, with periodic pricing

policy, the maximum possible number of markdown opportunities is n � 1. If we can

have m markdown opportunities for an item, this item can have at most m + 1 different

pricing points during its entire shelf life.

It is very common to have m = 1 in brick-and-mortar stores, when those retailers

only markdown once for their perishable products. It is not unusual to have m = 2 in

some places. For example, in their fresh food departments (bakery, meat, dairy, and

frozen), Wal-mart has a Customer Value Program (CVP) that has one or two markdowns,

e.g. an item gets marked down about 30% off at 5 days from expiration, and then 50%

off one day before the expiration. Another example is German grocery store chain Aldi

as it places a “red discount sticker” to perishable items like meat or bakery, when they

approach their sell-by-date. The initial discount can be 30%, and then up to 75% when

it is close to the end of the day.

When m > 2, a retailer has multiple discounts on its merchandise. This is often seen

in the apparel industry where items are priced differently at different phases of a season.

It is even possible for m to be a relatively large number for an on-line marketplace,

where there are used items with “like new”, “very good”, “good”, and “acceptable” condi-

tions sold at different prices, along with the “buy new” option for customers to choose.

Examples from some well-known retailers are shown in Figure 5.1 to Figure 5.2. If a

retailer has an inventory with multiple conditions, which can be represented through the

multiple stages across the shelf-life, this forms the basis for developing a smart strategy

of pricing and replenishment of new inventory, in addition to markdown pricing of

aging inventory — an interesting extension of the work presented in this dissertation.

As a side note, it is an interesting direction to determine the optimal value of m

for shelf-life, such that a retailer can achieve a good balance between management

ef�ciency, revenue, and pro�tability.

As illustrated in Figure 1.1, with multi-period shelf-life, a retailer also has full �exi-

bility to dynamically update its prices across the horizon, for both new items and those
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