
Abstract

HU, TAO. High-throughput Data Modeling And Flexible Statistical Methods. (Under
the direction of Yi-Hui Zhou and Eric Laber.)

With the increased demands for analyzing large and complex data, it is critical to

integrate and explore effective methodologies and computational algorithms in the era

of Big Data. Big Data has been described as having the “four V” properties − Volume,

Variety, Velocity and Veracity. This dissertation aims to explore those properties within

the background of modern data, and to develop novel and flexible frameworks which

accommodate some drawbacks of traditional statistical methods. First, a zero-inflated

beta-binomial model is described for modeling microbiome count data. This framework

introduces zero inflation to account for the excessive zero counts, and it can also handle

both discrete and continuous phenotypes as well as other covariates. Thus, association

tests between microbiome community composition and phenotypes of interest can be

performed. A penalization method is also proposed to predict missing phenotypes based

on microbiome counts data. Second, three exact testing procedures are proposed for

SNP set analysis, which has been widely applied in analyzing next generation sequencing

(NGS) data. Comparing with single SNP testing, SNP set analysis is able to detect

signals by examing groups of SNPs together. Traditional testing procedures are based on

asymptotic null distribution of the test statistic, but they are not valid for small sample

sizes. The proposed exact tests will achieve high power even when sample size is small.

To solve the computation bottleneck issue for exact testing methods, computationally

efficient algorithms are derived and implemented into a user friendly software. Finally,

an approximate Thompson sampling strategy is proposed for streaming data analysis.

Streaming data is characterized as accumulating properties and high complexity. The

proposed strategy is a model-based planning algorithm, and is designed to balance the

exploration-exploitation trade-off which is caused by the unknown environment. Ap-

proximate Thompson sampling enables us to estimate the system dynamics and optimal

policy that give best rewards at the same time. Asymptotic convergence rates are derived

for the proposed algorithm. Two real application examples are given to demonstrate the

performance of the algorithm.



c© Copyright 2017 by Tao Hu

All Rights Reserved



High-throughput Data Modeling And Flexible Statistical Methods

by
Tao Hu

A dissertation submitted to the Graduate Faculty of
North Carolina State University

in partial fulfillment of the
requirements for the Degree of

Doctor of Philosophy

Bioinformatics with Co-Major in Statistics

Raleigh, North Carolina

2017

APPROVED BY:

Yi-Hui Zhou
Co-chair of Advisory Committee

Eric Laber
Co-chair of Advisory Committee

Fred Wright Brian Reich

David Reif



Dedication

To my family.

ii



Biography

Tao Hu was born in Xinyu, Jiangxi Province, China in 1989. He completed his Bachelor’s

degree in Bioinformation Technology from Huazhong University of Science and Technol-

ogy, Wuhan, China, in June 2011. After graduation, he worked as an internship at

Shanghai Center for Bioinformation Technology, Shanghai, China, and mainly focused

on gene prediction and other bioinformatics analyses. In August 2012, he enrolled at

North Carolina State University, Raleigh, NC, USA, to pursue his doctoral degree in

Bioinformatics. In 2013, he decided to take Statistics as co-major.

His research interests include statistical modeling, machine learning and statistical

computing.

iii



Acknowledgements

First I would like to thank my co-advisors, Dr. Yi-Hui Zhou and Dr. Eric Laber. Thanks

for their precious guidances and supports. They not only led me into the world of data

analysis and showed me the beauty of research, but also taught me how to overcome

difficulties in my academic life , even my daily life. Their passions and dedications at

work and research will inspire me forever.

I would also give my sincere appreciation to my committee members Dr. Fred Wright,

Dr. Brian Reich and Dr. David Reif for their valuable comments and suggestions. I

especially thank Dr. Fred Wright for his helps in improving my research and dissertation.

I also want to thank all the professors, who taught me at NC State, for imparting their

knowledge to me.

I also would like to thank Dr. Hua Zhou from University of California, Los Angeles

and Dr. Jin Zhou from University of Arizona for their guidances in the project “Exact

variance component tests of SNP sets”.

I would like to say thank you to many colleagues and friends, Nick Meyer, Cai Li,

Yuelong Guo, Xiang Ji, Yiwen Luo, Jihe Liu, Kuangyu Wang. Thanks for their insightful

discussions and sharing their research experiences.

As always, I wish to express my deepest gratitude to my beloved family. Their caring,

support and love is the source of my motivation.

Last but certainly not least, I would like to thank my wife, Shuzhen Kuang, for her

ceaseless understanding, patience, encouragement, companionship and love. She comforts

me so much because I know that she will always be there when I go back home.

iv



Table of Contents

List of Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vii

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

Chapter 1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Introduction to data types . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2.1 Microbiome count data . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2.2 SNPs data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2.3 Streaming data . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.3 Existing methods in general . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3.1 Common strategies for discovery and prediction studies . . . . . . 6
1.3.2 Common strategies for streaming data . . . . . . . . . . . . . . . 7

1.4 Challenges with the data . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.5 Contributions and organizations . . . . . . . . . . . . . . . . . . . . . . . 10

Chapter 2 Zero-inflated Beta-binomial Model for Microbiome Count Data
Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.2.1 Why we need a zero-inflated model . . . . . . . . . . . . . . . . . 14
2.2.2 Design for discovery study . . . . . . . . . . . . . . . . . . . . . . 16
2.2.3 A framework for prediction study . . . . . . . . . . . . . . . . . . 18

2.3 Asymptotic results for prediction algorithm . . . . . . . . . . . . . . . . . 22
2.4 Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.4.1 Simulation for discovery study . . . . . . . . . . . . . . . . . . . . 25
2.4.2 Simulation for prediction study . . . . . . . . . . . . . . . . . . . 27

2.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.5.1 Discovery study . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.5.2 Prediction study . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.6 Real data analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
2.6.1 Discovery study . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
2.6.2 Prediction study . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

Chapter 3 Exact Variance Component Tests of SNP Sets . . . . . . . . . 43
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.2 Methods and materials . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.2.1 Notations and model . . . . . . . . . . . . . . . . . . . . . . . . . 45

v



3.2.2 eScore . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.2.3 eLRT and eRLRT . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.2.4 Data availability . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.3.1 Fast algorithm for fitting variance component model . . . . . . . . 48
3.3.2 Approximating null distributions of eLRT and eRLRT . . . . . . 50

3.4 Simulation studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
3.4.1 Comparison of SKAT and eScore . . . . . . . . . . . . . . . . . . 51
3.4.2 Type I error controlling . . . . . . . . . . . . . . . . . . . . . . . 53
3.4.3 Power comparisons . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.4.4 Evaluate approximation method for eLRT and eRLRT . . . . . . 58

3.5 Real data analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

Chapter 4 Approximate Thompson Sampling for Large Decision Problems 63
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
4.2 Thompson sampling with parametric models . . . . . . . . . . . . . . . . 65
4.3 Asymptotic properties . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
4.4 Illustrative simulation experiments . . . . . . . . . . . . . . . . . . . . . 69

4.4.1 Control of influenza . . . . . . . . . . . . . . . . . . . . . . . . . . 69
4.4.2 Management of mallard populations in the U.S. . . . . . . . . . . 74

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

APPENDICES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
Appendix A Proof of Theorem 2.3.1 in Chapter 2 . . . . . . . . . . . . . . 89
Appendix B Derivation of eScore test statistic and null distribution in Chap-

ter 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
Appendix C Derivation of eLRT and eRLRT and their null distributions in

Chapter 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
Appendix D Proofs of theoretical results in Chapter 4 . . . . . . . . . . . 97

vi



List of Tables

Table 2.1 Type I errors for discrete case at level α = 0.05 . . . . . . . . . . . 29
Table 2.2 Type I errors for continuous case at level α = 0.05 . . . . . . . . . 29
Table 2.3 Top 10 OTUs discovered by different methods. Note that “cstr”

stands for constrained modeling. Values in brackets are q-values
adjusted by FDR. . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

Table 3.1 Empirical type I error rate of eScore, eLRT, and eRLRT based on 106 simulation

replicates. Top panel shows the cases when simulation region include both

common and rare, while bottom panel shows the cases when only rare variants

are included. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
Table 3.2 Models (Scenarios) for simulating phenotypes for power compar-

isons, based on a 10kb region of the haplotype pool from the SKAT
software. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

Table 3.3 The number of gene sets that pass genome-wide significant level
at FWER 0.05 from the COPDGene exome sequencing study. For
eScore, eRLRT, eLRT, and SKAT, linear kernel and no weights are
adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

Table 3.4 The number of gene sets that pass genome-wide significant level
at FWER 0.05 from the COPDGene exome sequencing study. For
eScore, eRLRT, eLRT, and SKAT, linear kernel and no weights are
adopted. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

Table 3.5 Runtimes (in seconds) of different methods for the COPDGene data
analysis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

Table 4.1 Proportion of infected individuals T days post outbreak. Results
are reported under: (i) no treatment; (ii) assigning treatment to
the 20% of population with highest estimated probability of infec-
tion at the next time point (Myopic); and (iii) assigning treatment
to 20% of the population using approximate Thompson sampling
(Thompson sampling). The work, school, and public network types
are generated using a Barabasi-Albert (BA), Erdos-Renyi (ER), or
Watts-Strogatz (WS) model. Estimates are based on 100 Monte
Carlo replications. . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

vii



Table 4.2 Estimated average total harvest during fifteen year management pe-
riod under the following policies: (i) assigning a liberal harvest prac-
tice every year (Liberal); (ii) assigning a moderate harvest practice
every year (Moderate); (iii) assigning a restricted harvest practice
every year (Restricted); (iv) approximate dynamic programming
with radial basis functions (ADP); and (iv) approximate Thompson
Sampling (ATS). Estimates are based on 100 Monte Carlo replica-
tions. The unit for population size is million. . . . . . . . . . . . . 78

viii



List of Figures

Figure 1.1 Visualization of streaming data. Si represents the state informa-
tion, Ai represents actions decision maker administer and Ri rep-
resents outcome. . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

Figure 2.1 Fittings of microbiome count data for taxaLactobacillus.vaginalis
under different models in “ravel” dataset. Panel (a) is the his-
togram for original data. Panel (b)-(f) are histograms of fittings
under corresponding models. . . . . . . . . . . . . . . . . . . . . . 15

Figure 2.2 Power plots under different scenarios . . . . . . . . . . . . . . . . 31
Figure 2.3 Comparing estimated standard deviation and bootstrapping stan-

dard deviation of β1i for discrete case. . . . . . . . . . . . . . . . . 33
Figure 2.4 Comparing estimated standard deviation and bootstrapping stan-

dard deviation of β1i for continuous case. . . . . . . . . . . . . . . 34
Figure 2.5 The plots of mean-variance relationship and OTU group correla-

tions for simulated data. . . . . . . . . . . . . . . . . . . . . . . . 35
Figure 2.6 Prediction results when sample size is 20. . . . . . . . . . . . . . . 36
Figure 2.7 Prediction results when sample size is 100. . . . . . . . . . . . . . 37
Figure 2.8 Mean-Variance plot on the log scale of the real dataset. . . . . . . 39
Figure 2.9 Prediction results for soil microbiome data. . . . . . . . . . . . . . 41

Figure 3.1 Discrepancy between SKAT and eScore p-values. Left: there is no
SNP set effect (null model, σ2

g = 0). Right: there is SNP set effect
(alternative model, σ2

g = 0.5). . . . . . . . . . . . . . . . . . . . . 52
Figure 3.2 Power comparison when causal variants are both common and rare

(Models I-III). Left panel shows the power when 10% of the variants
in the testing region are causal; right panel shows the power when
30% of the variants in the testing region are causal. Heritability is
fixed at 10%. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

Figure 3.3 Power comparisons when causal variants are rare only (Models IV-
VI). Left panel shows the power when 10% of the variants in the
testing region are causal; right panel shows the power when 30%
of the variants in the testing region are causal. Heritability is fixed
at 20%. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

ix



Figure 3.4 Pvalues comparisons with and without χ2 approximation for sample
size 500, 1000, and 2000. Pvalues from eLRT tests are shown in
columns one and two, while pvalues from eRLRT are shown in
columns three and four. Second and forth columns are the zoom-in
plots when pvalues are less than one. 1000 simulation replicates
are included. Phenotypes are simulated under the null hypothesis
and 10kb testing region is used for evaluation. Red line represents
the line with slope 1 and intercept 0. . . . . . . . . . . . . . . . . 59

x



Chapter 1

Introduction

1.1 Motivation

With the develepment of technology, we are able to generate large amounts of data which

is high volume or has high “velocity”, meaning that it is generated quickly. There is grow-

ing popularity to use the term “Big Data” to represent such data and the corresponding

analytical methods (Lynch, 2008; Marx, 2013; Cavanillas et al., 2016). High volume in-

dicates that the size of data is much larger. For example, high-throughput sequencing

technologies (Metzker, 2010; Reuter et al., 2015), which are powerful tools in genomics

studies, can quantify hundreds of thousands of genes at a time and then pull out the

massive information for stream down analysis. At the same time, hardware and software

solutions have been proposed to accommodate the increasing requirement of storing and

processing such big data (Shvachko et al., 2010; Zhang et al., 2010; Saecker and Markl,

2013). High velocity indicates that the data is accumulating and available in real-time.

As a comparison, traditional data analysis procedures employ statistical methods (linear

regression, machine learning techniques, and so on) to a training data set, which is ob-

served and fixed. The high velocity property is becoming common in many fields. For

example, in data-driven management of infectious diseases, the information about the

spread of disease is accumulating and all historical information can be used to decide

how to assign treatments (Chadès et al., 2011). Both high volumn and high velocity

data provide us a deeper insight of the objects and give us the opportunity to decipher

unknown realms.

However, challenges also come with opportunities. Though statistical methods and
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theories have developed so maturely that they become the routines for data analysis,

methods for Big Data are still in early stages. We may need to make restricted or even

impractical assumptions to ensure ordinary methods work (Fan et al., 2014; Gandomi

and Haider, 2015). Also, the data cleaning, handling of missing data, and other quality

control issues could be nontrivial (Graham, 2009; Jagadish et al., 2014). Three important

questions are: 1) will ordinary methods be applicable to Big Data problems? 2) if not,

can we develop new statistical methods which are suitable for Big Data problems? 3)

are there statistical theories that guarantee the performances of those methods?

In this dissertation, we focus on high-throughput ‘omics data and streaming data. The

objectives are to develop new modeling methods, computational efficient algorithms, and

statistical theories for these data. For high-throughput ‘omics data, we focus specifically

on microbiome count data and single-nucleotide polymorphism (SNP) data, and explore

them with two types of analytics: discovery modeling and predictive modeling (Shmueli,

2010). Discovery modeling aims to reveal knowledge from the observed data, while pre-

dictive modeling attempts to find out what unobserved data should look like. Streaming

data comes in sequentially and the underlying data generation process is unknown in

many situations (Litvin et al., 2013; Fackler and Pacifici, 2014). That data is complex

because it accumulates rapidly over potentially infinite time horizon, also called high

dimensional, or it is composed of a single data point at each time stage.

1.2 Introduction to data types

1.2.1 Microbiome count data

The human microbiome is a collection of all microbes (e.g., bacteria, fungi, and viruses)

at human body sites (Cho and Blaser, 2012). Usually we are interested in the collection

of microbes in a specific human site, such as gut, oral cavity, skin, etc. The species of

microbes are different across organisms, and across humans. The human microbiome has

10 times more bacterial cells than human cells, and collectively 1,000 times more genes

than the human genome (Whitman et al., 1998; Consortium et al., 2012). Therefore,

the human microbiome can be considered an extension of the human genome. Due

to its huge magnitude, the human microbiome plays important roles in human health

(Clemente et al., 2012; Johnson and Versalovic, 2012; Bäckhed et al., 2005). For example,

microbes will interact with the human immune system to prevent harmful invaders,
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produce vitamins that human genes can not synthesize, and so on. More recently, studies

indicate that the human microbiome has a vital impact on human diseases, such as

diabetes (Qin et al., 2012), obesity (Turnbaugh et al., 2009) and HIV (Lozupone et al.,

2013).

Traditional methods for studying microbiome is culture-dependent, which means re-

searchers need to cultivate an organism selectively in lab and then detect the microbes

in it. However, traditional methods are low-throughput and the vast majority of mi-

crobes can not grow in lab. Taking advantage of modern high-throughput sequencing

technologies, researchers are able to directly sequence the extracted DNA (i.e., without

lab cultivation) at a genome-scale, thus make it possible to reveal the diversity of micro-

bial communities. Modern microbiome studies based on high-throughput sequencing are

parts of metagenomics (Riesenfeld et al., 2004).

Currently, there are two major sequencing strategies for microbiome studies: 16S

rRNA gene profiling (Consortium et al., 2012) and shotgun metagenomic sequencing

(Tringe et al., 2005; Liu et al., 2011).

• 16S rRNA gene profiling

In order to figure out the composition of a microbiome, we need to distinguish

each distinct genome. Since sequencing every letters for all genomes is impractical

and unnecessary, there exist molecular markers that help us uniquely identify a

genome. One of the most popular markers is the 16S ribosomal RNA (rRNA) gene

with 1.5Kbp length. The 16S rRNA gene is present in all bacteria genomes, so

no genomes will be missed, and it contains both conserved regions and variable

regions, which can be used to cluster the components of a microbiome.

The 16S rRNA gene profiling method begins with sequencing all 16S sequences.

Then the 16S sequences can either be searched with 16S databases or clustered

based on the variable regions. The resulting clusters are called Operational Taxo-

nomic Units (OTUs). Each OTU can be roughly thought of as a species.

• shotgun metagenomic sequencing

The basic principle is to break extracted DNA sequences from the sample into small

pieces, sequence all those short sequences and then reconstruct them into original

sequences. Researchers can obtain all genes and the abundance of microbes present

in a sample. However, the downstream analysis of the shortgun metagenomic data
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is still a big challenge (Sharpton, 2014). For example, binning (assign metagenomic

sequence to a taxa) and assembly (combine the reads from the same genome region

into a contig).

In this dissertation, we will focus on the 16S rRNA sequencing data, although the basic

approach is applicable to full-genome sequencing data. Typically, the data is represented

by a count matrix, with rows represent samples and columns represent OTUs. In the rest

of this dissertation, we will use the term “microbiome count data” to represent 16S rRNA

sequencing data. As the development of modern sequencing technologies, the number of

OTUs is large, usually on the scale of 103 - 105. Other than the OTU counts, microbiome

count data usually come with several covariates for each sample. The covariate can be

discrete (for example, group indicator) or continuous (for example, phenotypes).

The main interest for this type of data is to test the effects of certain covariates

(usually phenotypes) to the composition of microbiome count data while adjust other

confounders. The effects can be different across OTUs, and thus we are interested in

finding covariates which are correlated with each single OTU. Essentially, it is discovery

modeling for each OTU. We use the term “discovery study” to represent such study,

and similar methology can be applied to other count data, for example, RNA-Seq data

(Marioni et al., 2008; Robinson and Oshlack, 2010; Anders and Huber, 2010). In practice,

many phenotype values are missing. Thus, another interest is to predict the missing

phenotypes based on counts information and any other covariates. We use the notion

“prediction study” to represent such study.

1.2.2 SNPs data

Single-nucleotide polymorphism (SNP) is a single nucleotide variation in DNA sequence

within a population. SNPs are the most common type of genetic variation among people,

about one in 1000 letters of human DNA vary in the form of a SNP. The letters in human

DNA sequences are also known as nucleotides. The four possible letters are A (adenine),

C(cytosine), G(guanine), and T (thymine), and they are linked to a phosphodiester

backbone to construct a DNA strand. Thus, a SNP, for example, could be replacing

letter C with letter T in a DNA strand. Though SNP doesn’t always mean abnormal,

certain SNPs are landmarks for pinpointing disease-causing genes (de Bakker et al., 2006;

Hampe et al., 2007; Welter et al., 2014).
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There are three types of biological techniques to measure the SNPs: (1) Hybridization-

based methods using the biology of complementarity to hybridize DNA probes to the SNP

site, and obtaining the Polymerase chain reaction (PCR) products of hybridization, we

can check the physical or chemical properties of the PCR product to determine the ex-

istence of SNP. A modern version is to utilize microarrays to interrogate many SNPs

simultaneously; (2) Enzyme-based methods make use of restriction endonucleases, which

possess high affinity to unique restriction sites. Use such restriction endonucleases to cut

the DNA sequences, and run a digestion on the resulting genomic subsequences. A larger

subsequence indicates the existence of SNP; (3) Direct sequencing methods are not avail-

able until last decades due to development of sequencing technology. Next-generation

sequencing technology is a population method to measure the genotypes directly and

thus locate the SNPs. The type of SNP data we consider here is usually represented by

genotype matrix, with rows represent individuals and columns represent SNPs. Covari-

ates are also available for each individual.

The main interest for this type of data is to associate SNPs with interested phenotype

(for example, disease). The idea to use a linear model, and estimate the SNP effects either

as fixed or random effects. Instead of testing SNP one by one, researchers tend to examine

group of SNPs at a time. This is called SNP set analysis (Fridley and Biernacka, 2011).

We use the term “discovery for per-set analysis” to represent such study. Grouping SNPs

make sense because a disease is usually effected jointly by multiple SNPs.

1.2.3 Streaming data

The streaming data considered here is accumulating along time stages. A visualizing of

streaming data is shown in in figure 1.1. The data generation process can be summarized

as follows: imagine there is a unknown system/environment and a decision maker who will

interact with the system. At each time stage, decision maker observes state information of

the system. Based on the state information and all history information collected during

previous time stages, the decision maker administers an action to the system, and an

outcome will be given as feedback. Thus, the data at each single time stage is a tuple

of state information, action and outcome. For example, in the context of mobile-health,

data collected actively through a mobile device can be used to monitor a patient’s health

status and thus to inform an individualized treatment strategy that applies appropriate

interventions to the patients (Riley et al., 2011; Litvin et al., 2013).
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Figure 1.1: Visualization of streaming data. Si represents the state information, Ai
represents actions decision maker administer and Ri represents outcome.

The objective is to construct decision support system that map cumulatived data to

a decision such that mean cumulative utility, which is certain function of outcome, will

be maximized with respect to all time stages. The key feature of this task is that we do

not know the system dynamics model that generates the state information or outcome.

Thus, the estimation of decision support system and system dynamics model must be

done simultaneously and in real-time. And there is a trade-off between estimated de-

cision support system that lead to a large gain in information about system dynamics

model with those that would maximize mean cumulative utilities based on current es-

timated system dynamics model. This is known as exploration-exploitation trade-off in

reinforcement learning (Kaelbling et al., 1996; Sutton and Barto, 1998).

1.3 Existing methods in general

1.3.1 Common strategies for discovery and prediction studies

Modern discovery and prediction problems always fit into the framework of high-dimensional

data analysis, in which number of features p is greater than sample size n. Canonical

asymptotic theorems handle the case when sample size n goes to infinity, and many well-

established methods have been developed. There are mainly two types of high-dimension:

(1) p > n, p → ∞, and n is fixed. This also known as high dimensional low sample size
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(HDLSS); (2) p
n
→ constant, and p, n→∞. The theory of random matrices is the foun-

dation to solve this problem. In this dissertation, we consider microbiome count data

and SNP data, in which the number of features are much more than sample size, they

are both high-dimensional. For microbiome count data, features are OTUs, and for SNP

data, features are the SNPs.

Popular methods for modeling microbiome count data are assuming certain distri-

butions for count data and then linking them with phenotypes of interest and other

covariates. Poission (Min and Agresti, 2005) and negative binomial (Fang et al., 2014)

are two population choices for the count distribution. And examples for linking count

data with phenotypes include generalized linear models and generalized linear mixed

models (Li, 2015; Chen and Li, 2016).

SKAT (sequence kernel association test) is one of the most popular tool for SNP set

analysis (Wu et al., 2011). SKAT employs generalized linear mixed model (GLMM) and

uses quadratic form to test the random effects of SNP set, and assumes a mixture chi-

squared distribution as p-value’s asymptotic null distribution. Other methods include

burden tests (Price et al., 2010).

In our knowledge, there is little systematic works on the prediction problem in the

context of microbiome count data. The prediction problem considered here is similar

as quantitative trait prediction (Yi and Xu, 2008; De Los Campos et al., 2009; Mackay

et al., 2009). However, due to the special characteristics of microbiome count data, those

methods may not be appropriate.

1.3.2 Common strategies for streaming data

The problem of decision support system estimation considered here belong to a broad

class of data-driven decision making (Power et al., 2015). A popular formulization of

data-driven decision making is Markov decision process (Howard, 1960). The core idea

of Markov decision process is to find an optimal policy, which maps state information

to decision, such that long term rewards are maximized. Standard algorithms for esti-

mating Markov decision process include policy iteration (Howard, 1960; Iyengar, 2005),

policy search(Robins et al., 2008; Zhang et al., 2012), and Q-learning (Murphy, 2003;

Laber et al., 2014). This estimation problem is also similar to estimation of dynamic

treatment regime, which aims to construct individualized treatment allocation strategy

for the health of patients (Murphy, 2003; Robins, 2004). However, the intrinsic property
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of dynamic treatment regime algorithm that it is designed for independent, identically

distributed data in simple settings (for example, finite time horizon, and the estimation

is offline), prevent its directly application to our settings.

As a tool to handle the exploration-exploitation trade-off, Thompson sampling was

proposed originally for multi-armed bandit problems and has been studied extensively

recently years (Agrawal and Goyal; Russo and Van Roy, 2014; Gopalan et al., 2014). The

key idea of Thompson sampling is to compute a posterior distribution over the optimal

policy at each time stage, and choose the policy that maximize mean cumulative utility

over the posterior distribution as current estimation (Thompson, 1933; Scott, 2010).

Gopalan and Mannor (2015) applied Thompson sampling to Markov decision processes

for the first time. Thus, there are accumulating evidences indicating that Thompson

sampling has great potential to handle general decision-making problems.

In our settings, an important perspective is that decision makers have to interact with

the system or environment in order to receive feedback, and that feedback will further

help to construct a better decision support system. In many cases, the system dynamics

are unknown, i.e., we only observe the final feedback but have no idea about how the

feedback is generated. A common way to handle this issue is using model-based planning

algorithm (Sutton and Barto, 1998). Model-based planning algorithm require a informed

model for the system dynamic. During each iteration, we will seek the optimal policy

under an updated estimator for the system dynamics. Therefore, estimations for the

optimal policy and system dynamics are processed at the same time, which turn out to

be exactly the same as the exploration-exploitation trade-off.

1.4 Challenges with the data

Though many studies have been conducted to analyze the data types which are focused

on here, there are still several challenges:

• Microbiome count data

With similar properties as RNA sequencing data, microbiome data is also count

data. An important characteristic of microbiome data is its excessive zero counts,

beyond that prediction from a standard count model, even with overdispersion.

If we apply statistical methods designed for RNA seqiencing data directly, they

may lead to extreme fitting for microbiome data. What’s more, it is promising if
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we develop a method that borrows the information from the data itself or other

side information. As a result, that method should be able to model the data more

precisely.

Another issue is that when missing data appear, popular practice is to throw the

missing data away or impute them by naive methods, seldom researches are about

to handle this missing data problem in microbiome data, let along the statistical

properties of those methods (for example, the coverage and mean squared error).

• SNPs data

SNP set tests are classical and powerful method for analyzing next generation

sequencing data. But the popular Sequence Kernel Association Test (SKAT) is not

appropriate for small or median sample size, becasue SKAT computes p-value base

on asymptotic properties. Thus, it is necessary to design testing procedure which

is suitable for small size.

Besides that, testing variance components in linear mixed model is computationally

challenge, especially when scale it to genome-wide studies (Zeng et al., 2014, 2015).

Thus, it is important to develop computationally efficient algorithm to this problem.

• Streaming data

Streaming data is complicated in the way that the data are either: (i) accumulating

rapidly over an indefinite time horizon; (ii) high-dimensional; or (iii) composed

of a single data stream, i.e., no independent replication. We need to adjust our

estimations time by time when new data come in or out.

Existing methods for dynamic treatment regimes can not be applied directly be-

cause their estimation procedures are offline and they are designed for independent,

identically distributed data, while the streaming data is accumulating and we can

only observe a single replicate of the data.

Thompson sampling is a powerful tool to balance exploration and exploitation for

multi-armed bandit problem. however, existing methods about Thompson sam-

pling are designed for relatively simple settings. In our decision support system

estimation problem, the settings are more complexed because: (i) the number of

possible decisions is too large to enumerate; (ii) compute draws from posterior dis-

tribution is computationally expensive; and (iii) the scale of our problem may be
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very large that existing solutions can not fit. What’s more, we are especially inter-

ested in the asymptotic properties of Thompson sampling type algorithm. Instead

of measured by empirical experiments, we want to develop statistical theories about

the convergence rates of the algorithm.

1.5 Contributions and organizations

Chapter 1 introduces the motivation and data types this dissertation focus on, as well as

issues with statistical methods for those data types.

Chapter 2 describes a zero-inflated beta-binomial model for microbiome count data. It

introduces zero inflation probability to account for the excessive zero counts and propose

a polynomial relationship between over-dispersion parameter and sample mean, as well as

prediction methods for microbiome data. Asymptotic result for the proposed prediction

algorithm is also derived.

Chapter 3 describes three exact tests for testing SNP set random effect in linear mixed

model, and implement computationally efficient software for use.

Chapter 4 describes approximate Thompson sampling for streaming data, and derives

the convergence rate of approximate Thompson sampling. Two real application examples

are also given to demonstrate the performance of this algorithm.
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Chapter 2

Zero-inflated Beta-binomial Model

for Microbiome Count Data Analysis

2.1 Introduction

The human microbiome consists of the collection of all microbes at sites in or on the

human body (Cho and Blaser, 2012), with 10 times more cells than the human host,

and representing 1000-fold greater diversity of genes (Whitman et al., 1998; Consortium

et al., 2012). Many studies have shown that microbial communities play an important

role in maintaining health for the host species (Bäckhed et al., 2005; Turnbaugh et al.,

2009; Clemente et al., 2012; Qin et al., 2012). Therefore, deciphering the composition

of the microbiome and its association with phenotype (for example, disease status) is

critical in understanding biological mechanisms.

Traditional methods for studying microbiomes have been culture-dependent and low-

throughput, as the vast majority of microbes cannot be easily isolated and grown. With

modern high-throughput sequencing and a metagenomic approach (Riesenfeld et al.,

2004), investigators can now directly sequence the extracted DNA of an entire micro-

biomal community, revealing the diversity of microbial communities. A common se-

quencing strategy (Consortium et al., 2012) is to sequence only the 16S ribosomal RNA

(rRNA) gene, which is highly specific to bacterial species. The 16S rRNA sequences

can be grouped into different clusters called Operational Taxonomic Units (OTUs), or

taxa. The data are represented by a sequence count matrix, organized here with rows

representing samples and columns representing OTUs.
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In the past decade, a number of methods have been developed for microbiome count

data analysis. Those methods aim to explore the associations between phenotypes of

interest and the microbiome counts. We will refer to such method as discovery study

throughout the paper. Distance-based analysis (McArdle and Anderson, 2001; Lozupone

and Knight, 2005; Chen et al., 2012) is one popular approach to associate overall mi-

crobiome composition with phenotypes. The basic strategy is to compute the pairwise

distance matrix among samples using a specific metric, and then apply downstream anal-

yses to these distances. For analyses by OUT, a logistic normal multinomial regression

model (LNM) (Xia et al., 2013) has been used, assuming the count data came from a

multinomial distribution given the underlying composition of OTUs, while the composi-

tions are modeled with a logistic normal distribution. MiRKAT (Zhao et al., 2015) is a

kernel-based regression model, where microbiome compositions are included in the ker-

nels, and the phenotype is regressed on the kernels and other covariates. A more recent

method employs a zero-inflated Gaussian distribution (ZIG) (Paulson et al., 2013).

In a discovery study, the goal is to perform association testing between the microbiome

count data versus the included phenotype, which can NOT be missing. However, it is

common that some phenotype values are missing, or that we may be interested in future

(unobserved) phenotypes. In this case, we may be interested in imputing/predicting the

missing phenotype values from the microbiome count data. We will call such imputation

effort as a prediction study. To our knowledge, there is little existing systematic research

on prediction methods designed specifically for microbiome count data. A trivial idea

is to apply existing data imputation methods on the microbiome count data directly.

However, these methods do not consider the unique characteristics of microbiome count

data.

Although the recently developed methods have appealing properties, it remains im-

portant to conduct basic analyses at the feature (OTU) level. Direct modeling of mi-

crobiome count data versus phenotype typically uses generalized linear models (GLMs),

which typically must account for overdispersion (Anders and Huber, 2010; Xu et al., 2015;

Weiss et al., 2015), and for which methods developed for RNA sequence (RNA-Seq) data

may be appealing. For example, the negative binomial modeling in edgeR (Robinson

et al., 2010) has been applied on micriobiome data with phyloseq (McMurdie and Holmes,

2014). BBSeq (Zhou et al., 2011b) employs a beta-binomial model for the count data

and estimates the overdispersion parameter through a polynomial mean-overdispersion
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relationship. However, directly employing RNA-Seq data analysis methods may be prob-

lematic because microbiome count data is usually sparse ,with many zero counts (Weiss

et al., 2015). Accordingly, zero-inflated negative binomial models (ZINB) Fang et al.

(2014) have also been proposed, but do not allow for arbitrary covariates.

Here, we summarize the major challenges of analyzing microbiome count data as: 1)

microbiome count data has excessive zero counts; 2) there usually exist special structure

with the data (Zhou et al., 2011b), and fail to consider it may lead to bad results; 3) there

is still lack of flexible software to conduct the analysis; and 4) there is little systematic

research on predicting missing phenotypes. Existing methods are designed to handle one

or several challenges above, but not all of them. In this paper, we intended to propose a

framework which handle all the challenges at the same time.

Specifically, we propose a framework that can be used for both discovery and predic-

tion studies. First, we present a zero-inflated beta-binomial model (ZIBB) to explore the

association between phenotypes/covariates and microbiome count data. The ZIBB model

assumes the count data distribution consists of a mixture of a point mass probability at

zero, and a beta-binomial distribution (which may have an appreciable additional mass at

zero). Our proposed method is an extension of the beta-binomial model of BBSeq (Zhou

et al., 2011b). ZIBB models the effects of phenotypes on the microbiome data counts,

as well as the effects of other covariates on the zero counts probability. A Wald statistic

is used to test statistical significance of the phenotype while accounting for covariates.

Second, we propose a prediction algorithm for imputing the missing phenotype values.

Our prediction algorithm formulate the corresponding parameter estimation problem as

solving a penalized GLM, and then calculate a posterior mean as final prediction based on

Bayes rule. We also demonstrate the asymptotic properties of our prediction algorithm.

The proposed framework has the following advantages over canonical methods:

(i) ZIBB assumes that the count distribution is beta-binomial, which has a clear two-

stage interpretation that each count follows a binomial distribution for a varying

success probability that itself is a beta random variable. The success probability

has a clear interpretation, i.e., as proportional to the compositional proportion of

an OTU at a sample.

(ii) ZIBB also employs logistic regression to model the zero point mass probability as a

function of covariates. The approach is important to provide additional flexibility

in fitting microbiome data.
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(iii) Using the same strategy as BBSeq (Zhou et al., 2011b), ZIBB considers a con-

strained approach to model the over-dispersion as a polynomial function of the

systematic (mean) component of the GLM. The constraint follows the observation

that sample overdispersion estimates are often strongly correlated with the sample

mean for real count data, including microbiome data. Simulations will show that

the constrained approach indeed increases the power of our method compared to

competing methods.

(iv) We propose a prediction algorithm under the assumptions of the ZIBB model. This

prediction algorithm take advantage of ZIBB modeling for microbiome count data,

and it is easy to interpret if we assume the ZIBB model.

(v) An R package, ZIBBSeq, is implemented. This package aims to provide user friendly

pipelines for analyzing the microbiome count data. It simplify the analyzing proce-

dure for researchers, especially for who are not that familiar with statistical meth-

ods. This package is also helpful for experienced researcher, as it packed useful

functions and facilitate the researches to focus more on the higher level other than

the calculation details.

Last, the simulations and real data analysis demonstrate that the proposed ZIBB

based approach performs well for microbiome data analysis.

2.2 Methods

2.2.1 Why we need a zero-inflated model

The two major improvements of our proposed framework are 1) employing zero-inflated

modeling and 2) considering a constrained approach to estimate the over-dispersion pa-

rameters. To illustrate that those two improvements are necessary, we extracted count

data of taxon Lactobacillus.vaginalis from a dataset we termed “ravel” (Ravel et al.,

2013) and fit it with different models (Figure 2.1). Figure 2.1.a is the histogram of origi-

nal microbiome count data for the taxon Lactobacillus.vaginalis, Figure 2.1.b-Figure 2.1.d

are the histograms of fittings under Poission, ZIP and ZINB models, and Figure 2.1.e-

Figure 2.1.f are the histograms of fittings under our proposed method: Figure 2.1.e is

the result without imposing constraints on the over-dispersion and Figure 2.1.f is the
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c. Zero−inflated Poission model
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d. Zero−inflated Negative Bionomial model
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e. Zero−inflated Beta−bionomial free model
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f. Zero−inflated Beta−bionomial constrained model
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Figure 2.1: Fittings of microbiome count data for taxaLactobacillus.vaginalis under dif-
ferent models in “ravel” dataset. Panel (a) is the histogram for original data. Panel
(b)-(f) are histograms of fittings under corresponding models.

result after imposing the constraint. Compared to Figure 2.1.b, Figure 2.1.c, and Fig-

ure 2.1.d, zero-inflated models evidently provide a better fit for the data, while Poisson

model fitting leads to an unrealistically lower proportions of zero counts. Our proposed

method with constrained approach provides the most realistic fit, which is suggestive of

the improved performance when using a separate model to constrain the over-dispersion

parameters. Below we conduct more simulations and real data analysis to explore the

performance of our proposed methods.
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2.2.2 Design for discovery study

The models for discovery study

The count data is am×nmatrix arising from 16S rRNA gene profiling or other sequencing

strategy. Let Y = (yij) ∈ Zm×n be the count matrix, and each element yij represents the

count of OTU i in sample j (i = 1, . . . ,m, j = 1, . . . , n). Let sj =
∑m

i=1 yij be the library

size for sample j.

The canonical beta-binomial model assumes that yij follows a two-stage model. Namely,

yij follows a binomial distributionBin(sj, µij), and µij ∼ Beta(α1ij, α2ij). Let fcount(·|α1ij, α2ij)

be the probability mass function (pmf) of the beta-binomial distribution with parameter

(sj, α1ij, α2ij), or

fcount(yij|α1ij, α2ij) =

(
sj
yij

)
B(yij + α1ij, sj − yij + α2ij)

B(α1ij, α2ij)
, (2.1)

where the dependence on sj is implied. Because µij ∼ Beta(α1ij, α2ij), we have E(µij) =

α1ij/(α1ij + α2ij). Noting that the variance of Beta(α1ij, α2ij) is φiE(µij)(1 − E(µij)),

it is trivial to solve that α1ij = E(µij)(1 − φi)/φi, and α2ij = (1 − E(µij))(1 − φi)/φi.
Therefore, the beta distribution using parameter (α1ij, α2ij) can be reparameterized with

(E(µij), φi). The reparameterized form has a clear interpretation: φi ≥ 0 is the overdis-

persion parameter. In the rest of this paper, we will focus on this reparameterized form.

An important characteristic of microbiome count data is the presence of excessive

zeros, i.e. larger than predicted from the count model, even with overdispersion. We

propose a zero-inflated beta-binomial (ZIBB) model to account for this zero inflation.

The zero-inflated beta-binomial model assumes that the density of count yij is a mixture

of a point mass at zero (zero model) and a beta-binomial distribution (count model). Let

the density of yij be

f(yij|α1ij, α2ij, πij) = πijIyij=0 + (1− πij)fcount(yij|α1ij, α2ij), (2.2)

where πij is the point mass at zero, fcount(·) is the pmf of the canonical beta-binomial

distribution as in (2.1).

To include the effects of phenotype and covariates in our modeling, we use the fol-

lowing link functions:

(i) For the zero model, we model πij as
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logit(πij) = log

(
πij

1− πij

)
= zTj ηi, (2.3)

where zj = (z0,j, . . . , zq−1,j)
T ∈ Rq is the vector of zero-inflation related covariates

(including the intercept, thus z0,j = 1) for sample j, and ηi = (η0,i, . . . , ηq−1,i)
T ∈ Rq

is the vector of corresponding coefficient for OTU i. An example for the choice

of zero-inflation-related covariates is zTj = (1, log sj) if q = 2. We denote Z =

(z1, . . . , zn)T ∈ Rn×q, and refer to Z as the design matrix for the zero model.

(ii) For the count model, we model E(µij) as

logit(E(µij)) = log

(
E(µij)

1− E(µij)

)
= xTj βi, (2.4)

where xj = (x0,j, . . . , xp−1,j)
T ∈ Rp is the vector of phenotypes of interest (the design

matrix includes the intercept, thus x0,j = 1) for sample j, and βi = (β0,i, . . . , βp−1,i)
T ∈

Rp is the vector of corresponding coefficients for OTU i. We denoteX = (x1, . . . , xn)T ∈
Rn×p, and call X the design matrix for the count model.

In real biological datasets Zhou et al. (2011b), there exists a strong correlation be-

tween the mean and and variance, as well as between the mean and overdispersion. To

model this relationship, we use the following polynomial fit as the constraint between

overdispersion parameter φi and coefficients βi in the count model

logit(φi) =
K∑
k=0

γk{mean(Xβi)}k (2.5)

In practice, K = 3 is typically sufficient to effectively model the relationship. To dis-

tinguish this modeling for mean overdispersion relationship from fitting the relationship

for each OTU separately, we call this model and associated estimation approach the

constrained-model. Otherwise, if φi is estimated separately for each i, it is called free-

model.

Parameter estimation

In the discovery study, the unknown parameters are {ηi, βi, φi}i=1,...,m for free modeling,

and {ηi, βi, γk}i=1,...,m,k=1,...,K for constrained modeling (φi’s being implied by γk’s).
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Parameter estimation for free modeling is handled by maximum likelihood method.

Note that in our modeling, the parameters for different OTUs are separate. Thus, we can

treat OTUs as separate for parameter estimation, and a parallel computing strategy can

therefore be applied to accommodate large number of OTUs in modern datasets. Within

each OTU, the number of unknown parameters are small, so problematic issues of the

high dimensional testing (p > n) are avoided.

To estimate {γk}k=1,...,K in constrained modeling, we use the estimates of βi and φi

from free modeling and fit the polynomial model according to Equation (2.5), and use

least squares solutions tp estimate the γk’s. Estimations for other parameters are the

same as in free modeling. However, the constrained modeling technically ties together

the OTUs, so that the likelihood approach for estimation may be viewed as a form of

composite likelihood (Lindsay, 1988).

Testing procedure

The main purpose of a discovery study is to test the effects of a phenotype of interest,

which is included in the design matrix X, on the distribution of count data. Below,

for simplicity, we assume only one phenotype is included in X. Thus, we know that

p = 2 in this case. Our primary interest is to test the statistical significance of β1i for

each OTU i, i = 1, . . . ,m. We use a Wald statistic β̂1i/SE(β̂1i) for the testing. In real

microbiome count datasets, the included phenotype can either be discrete (for example,

group indicator), or continuous (for example, body mass index values). For the discrete

case, we use a t distribution to approximate the distribution of the Wald statistic under

the null hypothesis. For the continuous case, we approximate the Wald statistic’s null

distribution by a standard normal.

2.2.3 A framework for prediction study

Prediction by Naive Bayes

In previous discovery studies, the information for phenotype is needed as in Equa-

tion (2.4). In practice, we will observe many missing values for those phenotypes. The

prediction study considered here aims to impute missing phenotype values given micro-

biome counts information. Therefore, the role of response and independent variables are

reversed as in section 2.2.2.
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Following the notations in Section 2.2.2, let Y ∈ Zm×n be the count matrix and

X = (x1, . . . , xn)T ∈ Rn×p be the design matrix for the count model as in (2.4). Again

for simplicity, we assume only one phenotype is included in X (and thus p = 2), and the

goal is to impute all missing values for phenotypes x1j, j = 1, . . . , n. The discovery study

aims to model the distribution P (Y |X) of Y givenX and test the statistical significance of

certain parameters, while the prediction study aims to estimate the distribution P (X|Y ),

for which a posterior mean estimation provides low mean-squared error. In our proposed

ZIBB framework, P (Y |X) is nothing more than the likelihood function of the count data.

Assuming θ is the vector of governing parameters, and assuming independence of OTUs,

P (Y |X) has the form:

P (Y |X) = P (Y |X, θ) =
m∏
i=1

n∏
j=1

f(yij|α1ij, α2ij, πij), (2.6)

where f(yij|α1ij, α2ij, πij) is the density for count data under the ZIBB framework as in

(2.2).

A natural idea to solve the prediction problem is Naive Bayes. According to Bayes

rule, we have P (X|Y, θ) = P (X)P (Y |X, θ)/P (Y ), where P (X) could be the empirical

prior distribution for the observed X, and P (Y ) is the marginal distribution of the count

matrix which can be considered as a scaling constant. Thus, we know that P (X|Y, θ) ∝
P (X)P (Y |X, θ). If we are able to obtain a valid estimation θ̂ for the unknown parameters

θ, then we can take the posterior mean of X based on P (X|Y, θ̂) as a final prediction

result.

Once we obtain the parameter estimation θ̂, the prediction procedure can be done

separately for all individuals. For illustration, we focus on the prediction of x1j for

individual j. In practice, the phenotype x1j, which we want to predict, can either be

discrete or continuous. We discuss both cases in detail.

(i) x1j is discrete. Suppose x1j be one of values from the set {c1, . . . , cD} with D

elements, and let x
(d)
j = (1, cd)

T , d = 1, . . . , D be the vector when phenotype x1j

takes value at cd. The likelihood function (2.6) when xj = x
(d)
j can be written as

P (Y |xj = x
(d)
j , θ̂) =

m∏
i=1

f
x

(d)
j

(yij|α̂1ij, α̂2ij, π̂ij),
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where function f
x

(d)
j

(·) has the same form as in (2.2), the subscript x
(d)
j emphasizes

that the phenotype takes value at cd. Further assume that the prior distribution

P (x1j) of x1j is uniform over the set {c1, . . . , cD}. Then, the posterior probability

for x1j is given as:

P (x1j = cd|Y, θ̂) =
P (Y |xj = x

(d)
j , θ̂)∑D

d=1 P (Y |xj = x
(d)
j , θ̂)

,

and the prediction x̂1j for the phenotype x1j is calculated as:

x̂1j =
D∑
d=1

cd · P (x1j = cd|Y, θ̂),

(ii) x1j is continuous. We assume that the prior distribution P (x1j) of x1j has a normal

distribution with mean c0 and standard deviation s0. The choice of c0 and s0 will be

determined by the training datasets. Taking a grid over the interval [c0 − 5s0, c0 +

5s0], we will end up with a point set {c1, . . . , cD} (with length D). The number D

of total points is determined by the distance between any two adjacent points in

the set. We use D = 100 as the default. Then the same method as in the discrete

case is employed to predict x1j, i.e., x̂1j =
∑D

d=1 cd · P (x1j = cd|Y, θ̂)

P (x1j = cd|Y, θ̂) =
fn(cd|c0,s0)·P (Y |xj=x

(d)
j ,θ̂)∑D

d=1 fn(cd|c0,s0)·P (Y |xj=x
(d)
j ,θ̂)

where fn(cd|c0, s0) is the density for a normal distribution N(c0, s
2
0).

So the key for prediction is to estimate the unknown parameters θ. In the discovery

study, we already talked about how to estimate parameters by maximizing likelihood

functions directly. However, this parameter estimation procedure ignores several impor-

tant criteria. In many real datasets, number of OTUs m is usually larger than sample

size n, and it is reasonable to assume that only a small portion of OTUs have real effects

on the distribution of the count data. In addition, OTUs are not independent units, they

can be divided into different species biologically. In next section, we consider grouped

penalized-based methods to estimate the unknown parameters.
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Formulating the penalized parameter estimation problem

Let yij, i = 1, . . . ,m, j = 1, . . . , n be the count for OTU i in sample j. Assume the pmf of

count yij as f(yij|α1ij, α2ij, πij)
4
= f(yij|ηi, βi, φi) = πijIyij=0+(1−πij)fcount(yij|α1ij, α2ij),

where fcount(·) and πij are from (2.1) and (2.3). Denote θ̃i = {ηi, βi, φi} as the parameter

for OTU i, and θ = {θ̃1, . . . , θ̃m, γ0, . . . , γK} as all parameters. Suppose the OTUs can be

divided into G groups, and denote β(g) as the concatenation of vectors belong to the set

{β1i : OTU i belong to group g}. Further denote the number of OTUs in group g as dg.

We formulate the parameter estimation for the prediction study as solving the following

optimization problem:

θ̂ = arg min
θ
−

m∑
i=1

n∑
j=1

log f(yij|θ̃i) + λ
G∑
g=1

√
dg‖β(g)‖2

s.t. logit(φi) =
K∑
k=0

γk{mean(Xβi)}k, i = 1, . . . ,m (2.7)

where λ ∈ R+ is the penalty coefficient or shrinkage parameter. Note that the penalty

term is the L-2 norm, which is the same as in group lasso (Yuan and Lin, 2006). We

add a penalty on the coefficients of the count model, but do not penalize the other

parameters. The coefficients of the zero model control the ratio of counts that are zeros.

The overdispersion parameters control the overdispersion as a function of the mean.

In addition, we can use the mean-overdispersion relation by adding Equation (2.5) as

constraints in the optimization problem.

Parameter estimation algorithms

We will solve optimization problem (2.7) by the augmented Lagrangian method (ALM)

(Bertsekas, 2014). The ALM starts by defining an augmented Lagrangian as
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Lρ(θ, w) = −
m∑
i=1

n∑
j=1

log f(yij|θi) + λ

G∑
g=1

√
dg‖β(g)‖2

+
m∑
i=1

wi

(
logit(φi)−

K∑
k=0

γk{mean(Xβi)}k
)

+
ρ

2

m∑
i=1

(
logit(φi)−

K∑
k=0

γk{mean(Xβi)}k
)2

(2.8)

where wi’s and ρ are Lagrangian multipliers, and ρ is fixed as a large constant. The

ALM is an iterative algorithm, and there are two steps in each iteration t: (i) find the

unconstrained minimum as θ(t+1) ← arg minθ Lρ(θ, w(t)); (ii) update the multiplier vector

w as w
(t+1)
i ← w

(t)
i + ρ

(
logit(φ

(t)
i )−

K∑
k=0

γ
(t)
k {mean(Xβ

(t)
i )}k

)
.

In order to solve the optimization problem in step (i) at each iteration, we employ the

Fast Iterative Shrinkage-Thresholding Algorithm (FISTA) by Beck and Teboulle (2009).

FISTA can be used to solve the minimization problem which has an objective function

of h(θ) = `(θ) + v(θ), and both ` and v are convex functions. In our case, we have

v(θ) = λ
∑G

g=1

√
dg‖β(g)‖2 and `(θ) = Lρ(θ, w)− v(θ).

A core component of FISTA is the concept of a proximal operator. Define the proximal

operator of a convex function v as proxv(θ) = arg minu(v(θ) + 1/2‖u− θ‖2
2). For sv(θ) =

sλ
∑G

g=1

√
dg‖β(g)‖2, where s > 0, we can show that:

proxsv(θ)g =

(1− sλ
√
dg/‖β(g)‖2)β(g) ‖β(g)‖2 ≥ sλ

√
dg

0 otherwise
(2.9)

FISTA is also an iterative process, and each iteration t involves two major steps: (i)

extrapolation: w ← θ(t−1) + t−2
t+1

(θ(t−1) − θ(t−2)), and (ii) proximate gradient descent:

θ(t) ← proxsv(w − s∇`(w)). Note that s is the step size.

2.3 Asymptotic results for prediction algorithm

In this section, we develop asymptotic results for the prediction problem in section 2.2.3.

Here, we formalize it as a constrained penalized maximum-likelihood-estimation problem.

Suppose there are n independent data points {z1, . . . , zn} with density function fn(zi, θn),

where θn ∈ Rpn is the parameter vector with length pn, and i = 1, . . . , n. Let θ∗n be
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the true parameter. Note that all subscript n emphasizes its relationship to sample

size n. All pn parameters will be grouped into gn groups with group size {d1, . . . , dgn},
and let θ

(j)
n denote the sub-vector of parameters which corresponds to group j. Let

An = {j : θ
(j)
n 6= 0} be the set of groups in which the parameter sub-vector is not zero.

Then the optimization problem we consider can be formalized as:

θn = arg min
θ∈Rpn

−
n∑
i=1

log fn(zi, θ) + nλn

gn∑
j=1

√
dj‖θ(j)‖

s.t. hn(zi, θ) = 0, i = 1, . . . , n (2.10)

where hn(·) are the equal constraints. Using a sufficiently large Lagrangian multiplier τn,

the original optimization problem (2.10) can be written as:

θn = arg min
θ∈Rpn

−Ln(θ) + nλn

gn∑
j=1

√
dj‖θ(j)‖+ τnHn(θ) (2.11)

where Ln(θ) =
∑n

i=1 log fn(zi, θ) and Hn(θ) =
∑n

i=1 hn(zi, θ). We will define the La-

grangian function as Ln(θ) = −Ln(θ) + nλn
∑gn

j=1

√
dj‖θ(j)‖ + τnHn(θ) throughout this

section.

In order to derive the asymptotic properties of an estimator θ̂n for problem (2.10)

or (2.11), we need to propose several regularity conditions. Let an = |An|maxj∈An
√
dj.

We then list the assumptions as follows:

• Assumptions on penalty term

(i) an = Op(n
−1/2);

(ii) λnan = Op(
√
pn/n);

(iii) λn → 0 and λn
√
n/pn →∞;

• Assumptions on functions

(iv) the derivatives of the likelihood function should satisfy

Eθn

[
∂ log fn(z, θn)

∂θnj

]
= 0, j = 1, . . . , pn

and
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Eθn

[
∂ log fn(z, θn)

∂θnj

∂ log fn(z, θn)

∂θnk

]
= −Eθn

[
∂2 log fn(z, θn)

∂θnj∂θnk

]
(v) The Fisher matrix for the likelihood function

In(θn) = E

{[
∂ log fn(z, θn)

∂θn

] [
∂ log fn(z, θn)

∂θn

]T}
satisfies

Eθn

[
∂ log fn(z, θn)

∂θnj

∂ log fn(z, θn)

∂θnk

]2

< C1 <∞

and

Eθn

[
∂2 log fn(z, θn)

∂θnj∂θnk

]2

< C2 <∞

(vi) Define a pseudo-Fisher matrix for the equal constraints as

Ihn(θn) = E

{[
∂hn(z, θn)

∂θn

] [
∂hn(z, θn)

∂θn

]T}
Also assume

Eθn

[
∂hn(z, θn)

∂θnj

∂hn(z, θn)

∂θnk

]2

< C3 <∞

and

Eθn

[
∂2hn(z, θn)

∂θnj∂θnk

]2

< C4 <∞

(vii) There exists some vector u such that

1

2
uT [In(θn)− τnIhn(θn)]u > 0, as n→∞

Given the above regularity conditions, we will have the following estimation consis-

tency. The proof is provided in Appendix A.
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Theorem 2.3.1 (Estimation consistency). Let an = |An|maxj∈An
√
dj, and θ̂n be a

local minimizer of problem (2.10). Under assumptions (i), (ii), (iv)-(vii), we will have

‖θ̂n − θ∗n‖ = Op[
√
pn(n−1/2 + an)].

Note that Theorem 4.3.1 is a natural generalization of Theorem 3.3 in Nardi et al.

(2008). Nardi et al. discussed the asymptotic properties of a group lasso estimator for

the linear model. In this paper, we extend it to our generalized linear model.

2.4 Simulations

2.4.1 Simulation for discovery study

Type I errors and powers

This simulation compared the performances of various statistical methods for detecting

association between microbiome composition and experimental phenotypes. Two types

of phenotypes were considered: a discrete phenotype and a continuous phenotype, with

no additional covariates. For both cases, only one phenotype was included. Thus, the

effect coefficient βi for OTU i was a vector with length p = 2, namely βi = (β0i, β1i)
T ,

where β0i corresponded to the intercept. So, we want to perform the test H0 : β1i = 0.

For the discrete case, our proposed ZIBB methods were compared with BBSeq, ZINB

and edgeR. For the continuous case, only edgeR was chosen because other candidates

were designed for handling discrete phenotypes. In summary, this simulation compares

the type I errors and powers among competing methods for testing H0 : β1i = 0.

In this simulation, we try to simulate data which mimics real data as much as possible.

The simulated datasets were dependent on a real microbiome dataset, termed ”kostic”,

which includes 2505 OTUs and 185 samples (Kostic et al., 2012). To obtain reasonable

parameter values, we fit the kostic data with the free and constrained ZIBB models,

and treated the estimated β̂0i and γ̂k as true parameter values. We used the effect size

r = eβ1i(1 + eβ0i)/(1 + eβ0i+β1i) to determine β1i given β0i and a specific r. We then

randomly chose 90% (Macklaim et al., 2013; Paulson et al., 2013; Zhou et al., 2011b) of

the β1i’s to be zeros.

The generation procedures of design matrix X were different for the discrete and

continuous cases. For the discrete case, we assume that the phenotype is an experimental

group indicator, and X is a n-by-2 matrix. The first column of X are 1’s which correspond
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to intercept, and the second column of X are indicators for the two groups. The two

groups have either the same sample size (n1 = 30 versus n2 = 30, n1 = 50 versus

n2 = 50) or different sample sizes (n1 = 15 versus n2 = 30). For the continuous case,

we assume the phenotype can be any real values. To generate the continuous phenotype,

we first drew a random subsample Y
′

of the kostic data with n samples (n = 20 or

n = 60). Then we standardized Y
′

to Y
′′

and performed SVD decomposition on Y
′′

to

get principal components accordingly. The phenotype is then set as 0.05 times the first

principal component plus random noise which follows a standard normal distribution.

Next, the overdispersion parameters φi’s were generated according to Equation (2.5).

The count data Y were then simulated based on the beta-binomial distribution (2.1). To

add a zero inflation effect, we fit a logistic regression model between the proportion of

zeros of simulated count data and corresponding library size according to Equation (2.3),

and then treated predicted π̂ij’s as the true point mass at zero. Finally, the simulated

beta-binomial count data is set to zero with probability π̂ij. Any OTUs with zero counts

across all samples were removed. In the discrete case, OTUs with zero counts across any

one of groups were also removed. Usually, the removal rate is 1% - 5%, so losing excessive

zeros is of little concern.

For each value of effect size r, 100 datasets were generated using the procedures above.

Each dataset includes 3000 OTUs.

Checking the standard deviation

Because the test statistic we use is a Wald statistic, the standard deviation SE(β̂1i) of

the estimated parameter β̂1i is critical to evaluate the corresponding p-value. Inaccurate

SE(β̂1i) may lead to incorrect p-values, and misleading type I error or power afterwards.

In order to check the accuracy of SE(β̂1i) by our proposed ZIBB method, we compare

it with the one calculated using a bootstrap strategy. For a sufficient sample size, the

bootstrap standard deviations are likely to be good estimates of the true standard error.

Using the same data generation strategy as in the simulations above, we are able

to obtain a simulated microbiome count dataset (Y,X,Z) with m OTUs and n sam-

ples. Applying ZIBB method on this dataset, we can calculate corresponding standard

deviations {SE(β̂1i)}i=1,...,m for parameter β1i. Then, we construct B = 100 bootstrap

datasets {(Y (b), X(b), Z(b))}b=1,...,B. Each bootstrap dataset (Y (b), X(b), Z(b)) is generated

by re-sampling n samples with replacement from the original dataset (Y,X,Z). For each
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bootstrap dataset, we calculate the estimated parameter {β̂(b)
1i }i=1,...,m. For a specific

OTU i, the standard deviation of estimated β̂
(b)
1i across all bootstrap datasets is denoted

it as SE(β̂B1i). We then compare the standard deviations {SE(β̂1i)}i=1,...,m by the ZIBB

method to the standard deviations {SE(β̂B1i)}i=1,...,m by bootstrapping.

We check the accuracy of estimated standard deviations by using both the free model-

ing approach and constrained modeling approach. For the discrete case (i.e., phenotype

is discrete), the sample size is n1 = 50 versus n2 = 50. For the continuous case, the

sample size is n = 100. The number of OTUs is m = 3000. To determine the true value

for β1i, three effect size r values are chosen, r = 0.5, 1, 2.

2.4.2 Simulation for prediction study

This simulation compared the performances of various methods for predicting missing

phenotypes. In this simulation, the overall settings are similar to the discovery study.

Again, we consider two types of phenotype: discrete and continuous. For both cases,

only one phenotype is included. The design matrix X for count model (2.4) is then a

n-by-2 matrix, where n is the number of samples. The first column of X are 1’s which

correspond to intercept. The second column of X are the phenotypes {x1j}j=1,...,n. The

goal is to predict the values for some missing x1j’s.

In this simulation, we divide all OTUs (total number is m) into groups of size 30.

To set the true values for the beta parameters, we first determine β0i using the same

method as in the simulation settings for discovery study (Section 2.4.1). For β1i’s, we set

the first parameters of the first two OTU groups to be non-zero (i.e., β1,1 and β1,31), all

other {β1i}i=2,...,30,32,...,m as zeros. Therefore, in this simulation setting, only the first two

groups have true effects. The two none-zero β1,1 and β1,31 are determined by the effect

size r as in Section 2.4.1. Here, we choose r = 2.

For the discrete case (phenotype x1j is discrete), the x1j are indicators for the two

groups. The two groups have the same sample size (n1 = 10 versus n2 = 10, n1 = 50

versus n2 = 50). For the continuous case (phenotype x1j is continuous), the x1j are

random samples from a standard normal distribution, and the total sample size is either

n = 20 or n = 100. Once obtaining the true values for beta’s and matrix X, we use the

same data generation procedure as in simulations for the discovery study (Section 2.4.1)

to generate the corresponding count matrix Y which follows ZIBB modeling with the

mean-overdispersion constraint (2.5).
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In order to simulate groups of correlated OTUs while maintaining realistic mean-

variance structure, we devised a novel row-ordering strategy for microbiome count data

Y . The approach uses an approximate target within-cluster (rank) correlation ρ1 > 0 for

all pairs of OTUs within each cluster. In addition, the approach can be used to specify

that a cluster has correlation ρ2 with a phenotype x. We assume that x has been re-scaled

to have mean zero, variance 1. Let k denote a cluster, and Ωk index the collection of OTUs

in the cluster. For a cluster that is not correlated with x, a “prototype” N(0, 1) vector ak

is first simulated. Then, for each OTU i ∈ Ωk, a new random normal deviate is simulated,

Bi =
√
ρ1 − ρ2

2 ak + ρ2x+ ε, where ε ∼ N(0, 1− ρ2
1). For two different OTUs i1 and i2 in

the cluster, this approach ensures corr(Bi1 , Bi2) = ρ1 while corr(Bi1 , x) = ρ2. Next, the

count matrix values Y are re-ordered according to each corresponding realized bi vector to

create a new matrix Y ′. Specifically, let subscript (j) refer to the jth order statistic, and

rank(bi) be the vector of ranks of bi, with jth element rank(bi)j. Then Y ′ij = Yi(rank(bi)j)

for i ∈ Ωk, j = 1, ..., n. As the Pearson correlation of bivariate normal random variables

is approximately equal to the rank correlation, this approach ensures that the re-ordered

Y ′ matrix has elements in each cluster with rank correlation approximating the targets

ρ1, ρ2. In the simulations shown, the correlations ρ1 are held constant for each cluster,

while the correlation ρ2 is chosen to be nonzero for only 10% of clusters. We note that

the re-ordering procedure does not change the matrix elements of Y , but merely re-orders

each row. Thus the mean-variance relationship is preserved. The re-ordered Y ′ matrix

will then replace original Y matrix, and be treated as the new simulated microbiome

count values.

LASSO and group LASSO are chosen as the competing methods. To evaluate the

performance of each method, we employ 10-fold cross validation. The whole dataset is

divided into 10 subsets with equal size. Take 9 of the 10 subsets as training data and

the remaining 1 subset as testing data. We computed the mean squared error (MSE)

on the testing data for each competing method. Repeat the above process 10 times to

make sure that each subset will be tested. In order to calibrate the measure of MSE,

we also check the correlation between predicted and true values. One-hundred datasets

were generated using the procedures above under each scenario. Each dataset includes

1000 OTUs.
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Table 2.1: Type I errors for discrete case at level α = 0.05

Sample ZIBB.f ZIBB.c BBSeq.f BBSeq.c ZINB edgeR

15 vs 30 0.054 0.041 0.055 0.026 0.061 0.028
30 vs 30 0.060 0.040 0.061 0.028 0.051 0.029
50 vs 50 0.075 0.039 0.064 0.027 0.051 0.031

ZIBB.f represents for ZIBB with free modeling, ZIBB.c represents for
ZIBB with constrained modeling, BBSeq.f represents for BBSeq with
free modeling, BBSeq.c represents for BBSeq with constrained modeling

Table 2.2: Type I errors for continuous case at level α = 0.05

Sample size ZIBB free ZIBB constrained edgeR

20 0.093 0.061 0.068
60 0.093 0.054 0.090

2.5 Results

2.5.1 Discovery study

Type I errors

The type I errors for different methods are listed in Table 2.1 (discrete case) and Table 2.2

(continuous).

For the discrete case, free modeling of ZIBB have inflated type I error, while con-

strained modeling of ZIBB are able to control the type I error well. Note that we manually

mimic the constraint (2.5) on the overdispersion parameters. This result demonstrates

the superiority of considering the mean-overdispersion constraint in terms of controlling

type I error. When the null hypothesis is true, i.e. β1i = 0, we will have more false-

positives findings if we do not take the mean-overdispersion relation into consideration.

We observe the same patterns for BBSeq, and this further verifies that adding constraints

on the overdispersion is important. For both approaches under the ZIBB modeling, the

type I errors are increasing as the sample size increase. The reason is that we employ a

t distribution to approximate the null distribution of the Wald statistic for the discrete
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case (use standard normal distribution to approximate for continuous case), but this

approximation works well for small sample sizes. When the sample size increases, the

approximation will become worse, which lead to the increase of type I error. Because

BBSeq employs the same procedure for testing as in ZIBB, it is sensible that the type

I error also increases as sample size increases. The type I errors for ZINB are a little

inflated, while edgeR controls the type I error well.

For the continuous case, none of methods control the type I error perfectly. Free

modeling of ZIBB have inflated type I errors in both n = 20 and n = 60. After adding the

mean-overdispersion constraint, the ZIBB control the type I error much better, though

they are still greater than the nominal level. For edgeR, the type I error is about the

same (a little bit larger) as constrained modeling of ZIBB at a small sample size, and

become as bad as free modeling of ZIBB at larger sample sizes.

Power

We plot the power versus effective size r for different methods in Figure 2.2. Figure 2.2.a

- 2.2.c show the power plot for the discrete case when the sample sizes are n1 = 15 versus

n2 = 30, n1 = 30 versus n2 = 30, and n1 = 50 versus n2 = 50 respectively. Figure 2.2.d -

2.2.e show the power plot for the continuous case when the sample sizes are n = 20 and

n = 60.

In all five scenarios, constrained modeling for ZIBB performs the best as expected.

When the effect size r is far away from 1 (i.e., the absolute value of β1i is far away from

0), almost all methods perform similarly. That is because in those cases, the signal is

obvious and even a bad method has a high chance to identify the signal. When sample size

increases, the differences between constrained modeling for ZIBB and other competing

methods become smaller.

We also observe unique patterns in discrete or continuous cases. For the discrete

case, ZINB and free ZIBB perform similarly. The constrained BBSeq performs better

than edgeR and converge under larger effective sizes. Free BBSeq performs the worst

at all three sample sizes. For free BBSeq, it neither considers the mean-overdispersion

relationship, nor takes the excessive zero counts into consideration (i.e., do not include

zero inflation portion), and we should not be too surprised that it performs the worst.

For the continuous case, free ZIBB performs better than edgeR under smaller effective

sizes while edgeR performs better than free ZIBB under larger effective sizes.
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(a) Discrete case: n1 = 15 vs n2 = 30 (b) Discrete case: n1 = 30 vs n2 = 30

(c) Discrete case: n1 = 50 vs n2 = 50 (d) Continuous case: n = 20

(e) Continuous case: n = 60

Figure 2.2: Power plots under different scenarios
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Overall, the results are reasonable. Because data generation processes follow con-

strained modeling of ZIBB, it is natural that constrained ZIBB performs the best. ZINB

follows the zero-inflated model and thus it adjusts the sparsity characteristic of micro-

biome count data. We believe that the reason the constrained BBSeq and edgeR perform

similarly is because constrained BBSeq matches the count model for constrained ZIBB

while edgeR adjusts the estimation of overdispersion by empirical Bayes methods. Keep

in mind that we intended to simulate data which mimic the real one. Therefore, the

simulation results suggest that our proposed ZIBB method is valid in practice.

Standard deviations

We plotted the estimated standard deviation of β1i versus the standard deviation of β1i

obtained by bootstrapping strategy for both the discrete case (Figure 2.3) and continu-

ous case (Figure 2.4). We checked the results obtained by free modeling approach and

constrained modeling approach, and vary the true value of β1i at three different levels.

At the chosen sample size (n = 100), bootstrap standard deviations are good estimates

for the true values. According to Figure 2.3, estimated standard deviations calculated by

our proposed ZIBB method roughly match those calculated by bootstrapping. Compared

to the discrete case, the results for continuous case follow a similar pattern. Though the

disparities between our estimated standard deviation and bootstrapping are higher than

the discrete case, they are still in a reasonable range. The higher variations showed in

continuous case indicate the potential complexity of estimation and testing when the

phenotype is continuous. Overall, our proposed ZIBB method is able to calculate a

reasonable and accurate standard deviation for the parameter we want to test.

2.5.2 Prediction study

An important step in this simulation is the re-ordering of count matrix in order to

introduce OTUs correlations. Figure 2.5 shows the mean-vairance relationship for Y

and Y ′ for a simulated dataset (top row), while portions of the OTU correlation matrix

for Y and Y ′ are shown (bottom row). The plots illustrate that the mean-variance

relationship is preserved exactly, while group correlations have been introduced in Y ′ by

our proposed re-ordering procedure.

We compared the mean square errors (MSEs) of our proposed ZIBB penalized method

with competing methods, and also checked the correlations between predicted and true
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Figure 2.3: Comparing estimated standard deviation and bootstrapping standard devi-
ation of β1i for discrete case.
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Figure 2.4: Comparing estimated standard deviation and bootstrapping standard devi-
ation of β1i for continuous case.
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Figure 2.6: Prediction results when sample size is 20.

values. The results are shown in Figure 2.6 (sample size is n = 20) and Figure 2.7 (sample

size is n = 100).

Three types of competing methods are our proposed ZIBB penalized method, LASSO,

and group LASSO. Both the ZIBB penalized method and group LASSO need OTU

grouping information, so we either provide the true grouping or estimate the grouping

by checking correlations among different OTU count vectors.

Overall, our proposed ZIBB penalized method performs similarly to group LASSO in

terms of MSE. However, a method with smaller MSE does not necessarily imply that it is

a better method. Checking the correlation between predicted values and true values offers

an alternate approach to judgment based on the MSE. The correlation plots in Figure 2.6

and Figure 2.7 confirm to us that the measurement of MSE is reasonable. Our proposed

method has much lower MSE than LASSO under all scenarios, and it indicates that

using the grouping property of the OTUs in microbiome count data is promising. In real

data applications, this ability could be important, because OTUs are grouped naturally
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Figure 2.7: Prediction results when sample size is 100.
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in many cases (Brooks et al., 2017), and the OTUs in the same group may have similar

effects on the distribution of count data. Lastly, we observed that performances of ZIBB

penalized method increase as the sample size decrease, but the increase is not significant.

Specifically, the differences between ZIBB penalized method and group LASSO become

smaller as sample size increases. Thus, ZIBB penalized method is especially appealing

for small sample sizes.

2.6 Real data analysis

We analyzed a real dataset from Zhou et al. (2011a). This dataset measured soil microbial

communities from different samples. After necessary data cleaning, a total of 56 samples

and 16825 OTUs are reported in this dataset. There is one experimental factor “warmed”:

the soil can either be warmed or not. We treat that as the phenotype of interest. Note

that this phenotype is a discrete one. Figure 2.8 is the sample mean versus sample

variance plot on the log scale of this real dataset, from which we can see that there exist

a strong relationship between sample mean and sample variance, and this observation

further ensure us the rationality of adding the overdispersion constraint (2.5). Next, we

conduct both the discovery and prediction study.

2.6.1 Discovery study

We treat the experimental factor as phenotype of interest and test the statistical effects

of this phenotype on the composition of soil microbiome. As the phenotype considered

here is discrete, we compared our proposed ZIBB method with BBSeq, ZINB and edgeR.

The top 10 OTUs (OTUs with smallest p-values) discovered by different methods are

listed in Table 2.3.

First, we observe that OTU “R4862” and “R4720” are selected as top 10 by all meth-

ods except ZIBB free and BBSeq free methods. Note that OTU “R4862” is always the

most significant OTU, so it is very likely that OTU “R4862” plays important role in

effecting the composition of soil microbiome community. However, neither the two free

modeling methods (ZIBB free and BBSeq free methods) do not find it. This illustrate that

methods without considering the overdispersion constraint (2.5) may lead to unreliable

findings. Second, the ZIBB constrained method gives the most smallest p-values overall,

which demonstrate that our proposed method is able to calculate more accurate p-values
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Table 2.3: Top 10 OTUs discovered by different methods. Note that “cstr” stands for
constrained modeling. Values in brackets are q-values adjusted by FDR.

ZIBB.free ZIBB.cstr BBSeq.free BBSeq.cstr ZINB edgeR

OTU p-value OTU p-value OTU p-value OTU p-value OTU p-value OTU p-value
R15394 5.98e-05 R4862 2.26e-08 R3582 8.58e-03 R4862 5.82e-06 R4862 2.53e-05 R4862 9.97e-11

(4.20e-1) (1.79e-4) (9.99e-1) (4.68e-2) (2.03e-1) (8.02e-7)
R11162 1.06e-04 R1857 2.37e-05 R4192 9.18e-03 R983 2.03e-03 R4720 2.04e-04 R4720 1.61e-05

(4.20e-1) (6.48e-2) (9.99e-1) (9.98e-1) (6.42e-1) (6.45e-2)
R23157 2.12e-04 R4203 3.27e-05 R1862 1.44e-02 R3809 6.96e-03 R514 2.40e-04 R1857 3.78e-05

(5.59e-1) (6.48e-2) (9.99e-1) (9.98e-1) (6.42e-1) (9.87e-2)
R514 1.74e-03 R264 3.27e-05 R3809 1.87e-02 R4720 7.07e-03 R9075 1.11e-03 R3910 4.91e-05

(9.99e-1) (6.48e-2) (9.99e-1) (9.98e-1) (1.00e-0) (9.87e-2)
R4497 1.96e-03 R2138 1.19e-04 R1073 2.03e-02 R1273 8.02e-03 R23679 1.12e-03 R3026 8.67e-05

(9.99e-1) (1.89e-1) (9.99e-1) (9.98e-1) (1.00e-0) (1.39e-1)
R4192 4.01e-03 R31950 2.09e-04 R174 2.11e-02 R4826 8.33e-03 R3577 1.19e-03 R4826 3.47e-04

(9.99e-1) (2.57e-1) (9.99e-1) (9.98e-1) (1.00e-0) (4.66e-1)
R3577 4.28e-03 R983 2.55e-04 R1273 2.11e-02 R212 1.01e-02 R2505 1.44e-03 R3809 1.54e-03

(9.99e-1) (2.57e-1) (9.99e-1) (9.98e-1) (1.00e-0) (1.00e-0)
R9225 5.13e-03 R23679 2.60e-04 R2168 2.38e-02 R3026 1.12e-02 R3809 1.49e-03 R4316 1.54e-03

(9.99e-1) (2.57e-1) (9.99e-1) (9.98e-1) (1.00e-0) (1.00e-0)
R2740 5.17e-03 R19577 3.58e-04 R4851 2.48e-02 R3582 1.44e-02 R31950 1.60e-03 R3787 1.57e-03

(9.99e-1) (3.15e-1) (9.99e-1) (9.98e-1) (1.00e-0) (1.00e-0)
R512 5.40e-03 R4720 4.41e-04 R6660 2.95e-02 R4192 1.48e-02 R1857 1.99e-03 R3952 1.83e-03

(9.99e-1) (3.49e-1) (9.99e-1) (9.98e-1) (1.00e-0) (1.00e-0)

and thus provide more significant OTUs statistically. Though the smallest p-value re-

ported by edgeR is significantly smaller than that of ZIBB constrained method, the other

p-values reported by edgeR are larger. Third, the OTUs in red color in Table 2.3 are the

ones which are selected by more than one methods. We can see that the findings by ZIBB

constrained method have no overlap with those two free modeling methods (ZIBB free

and BBSeq free methods), while other methods have certain overlaps with free modeling

methods. Lastly, Table 2.3 also provide the q-value corresponding to the p-value. The

q-value is adjusted by false discovery rate (FDR), so it can be used to check the validity

of the p-values. Comparing the q-values, it is obviously that ZIBB constrained has the

most reliable p-values. Therefore, our proposed ZIBB framework performs well in real

data analysis, and the constraint (2.5) is vital, missing this overdispersion constraint may

lead to wrong results.
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Figure 2.9: Prediction results for soil microbiome data.

2.6.2 Prediction study

According to Zhou et al. (2011a), there are clear differences in the composition and struc-

ture of microbial communities between warming and non-warming soil. So it is reasonable

to impute warming phenotype based on the information of soil microbiome counts. We

again treat the experimental factor “warmed” as the target phenotype, and run our pre-

diction algorithm to impute it. Similar as in the simulation study for prediction, we use

the 10-fold cross validation strategy, and compare our proposed ZIBB penalized method

with group LASSO and LASSO. Figure 2.9 show the MSEs of different methods, as well

as the correlations between the predicted and true phenotypes. The pattern we observe

here is similar as simulations: LASSO method perform the worst, group LASSO and

the ZIBB penalized method perform similarly. And the correlation plots ensure us that

the measurement of MSE is valid and reasonable. In fact, in this real data analysis, our

proposed ZIBB penalized method is a little bit better than group LASSO, which further

illustrate the potential application of the ZIBB penalized method in real data analysis.

However, the superiority of ZIBB penalized method is not significant.
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2.7 Discussion

In this paper, we have described a zero-inflated beta-binomial model (ZIBB) for the

distribution of microbiome count data. Our proposed method can be used for both

discovery and prediction studies. Simulations demonstrate that i) for discovery study:

ZIBB modeling with the constrained approach is preferred among several competing

methods; ii) for prediction study: ZIBB penalized method performs similar as group

LASSO, and is more appealing for small sample sizes. We created an R package ZIBBSeq,

which integrate the functionalities of discovery and prediction algorithms proposed in this

paper. ZIBBSeq provides a user friendly pipeline to analyze the microbiome count data.

Researchers are able to explore both discovery and prediction studies through ZIBBSeq,

even though they are less familiar with modeling and optimization algorithms.

There are several directions in which this work can be improved. First, simula-

tions demonstrate that the proposed ZIBB penalized method performs similarly to group

LASSO in the prediction study. In contrast, ZIBB modeling is preferred in the discov-

ery study. The current parameter estimation procedure in the prediction study is based

on grouped penalization. It could be possible to extend current optimization criteria

and include terms which explore the inner structure of the microbiome count data. An-

other possible extension is to include other biological information. For example, we

could include the evolutionary information of the OTUs to help us better understand the

structure of the data itself, and guide us to a better prediction. Second, we show the

estimation consistency of the proposed prediction algorithm. But, we are also interested

in the behavior of selection consistency, which is defined as the probability of selecting

the groups that have true effects. We need to impose additional assumptions in order

to achieve selection consistency. It will be worthwhile if we can propose a more general

framework that not only works for the ZIBB model, but other generalized linear models,

and provide corresponding asymptotic results.
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Chapter 3

Exact Variance Component Tests of

SNP Sets

3.1 Introduction

SNP (single nucleotide polymorphism) set analysis, also referred to as gene set, pathway

or region-based analysis, has been widely applied in the genetic association analysis

(Wang et al., 2007, 2010). It examines the effects of groups of SNPs to the phenotype. The

underlying logic of SNP/gene set analysis is that each single SNP or gene might contribute

a small and undetectable effect, but when examined jointly, the combined effect of all

the SNPs/genes would rise to the detectable level. In practice, we are interested in

testing SNPs which are in the same exons or canonical pathways. Compared to SNP-

level analysis, SNP set analysis has increased power because it reduces multiple testing

burden and aggregates weak signals. Besides its success in Genome-wide Association

Studies (GWAS) (Wang et al., 2009; Group et al., 2011; Chen and Gyllensten, 2015),

SNP set analysis plays an important role in analyzing rare variants in the next generation

sequencing studies (NGS).

Many studies have been conducted about SNP set analysis. Burden test is among the

first SNP set analysis tool, which combine rare variants in a genetic region into a single

burden variable and then regress the phenotype on the burden variables to test for the

cumulative effects of rare variants (Morgenthaler and Thilly, 2007; Madsen and Browning,

2009; Price et al., 2010). However, burden test will loose power when a genetic region has

both protective and deleterious variants or many non-causal variants (Lee et al., 2012).
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Linear mixed model (LMM) based method has been demonstrated as an alternative SNP

set analysis method in terms of the drawbacks of burden test, while maintains significant

power performance under different scenarios. SKAT (sequence kernel association test)

is the first generalized linear mixed model (GLMM) based method for testing the joint

effect of variants in an unrelated sample (Wu et al., 2011). However, SKAT may be still

underpowered at small sample sizes, because it uses an asymptotic score test based on

large sample theory. In this project, we consider exact variance component tests that are

applicable to genetic studies with small to moderate sample sizes.

Testing variance components in the LMM framework is challenging and has received

considerable attention in the statistical literature (Chen and Dunson, 2003; Greven et al.,

2012; Drikvandi et al., 2013) and genetic studies(Qu et al., 2013; Zeng et al., 2014; Zeng

and Wang, 2015). Although likelihood ratio test (LRT) and restricted likelihood ratio

test (RLRT) are known to be more powerful than score test in finite sample, they impose

serious computational challenges to genome-wide studies, because the alternative model

has to be fitted for each SNP set and the calculation of p-values is usually not available

in closed form and thus computationally expensive.

Our contributions in this work can be summarized as follows:

• develop exact score (eScore) test that achieves higher power than SKAT at small

sample sizes but maintains computational efficiency;

• examine the computational bottleneck of exact likelihood ratio test (eLRT) and

exact restricted likelihood ratio test (eRLRT) and design new algorithms that are

scalable to genomic studies;

• investigate the power of three exact variance component tests under various genetic

study scenarios and demonstrate that the exact variance component tests have

proper type I error rates in small sample sequencing association studies, and that

eLRT and eRLRT significantly boost power in rare variant studies;

• develop and freely distribute a user-friendly software for genetic testing using the

three exact variance component tests, and this software is freely available at https:

//github.com/Tao-Hu/VarianceComponentTest.jl.
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3.2 Methods and materials

3.2.1 Notations and model

Suppose y is a n×1 vector of quantitative phenotypes, X is an n×p covariate matrix (e.g.,

gender, smoking history, principal components, etc), G is an n ×m genotype matrix of

m genetic variants, and W is a pre-specified diagonal weight matrix for genetic variants.

Consider a linear mixed model

y = Xβ +Gγ + ε, (3.1)

γ ∼ N(0, σ2
gW ), ε ∼ N(0, σ2

eIn),

where β are fixed effects, γ are random genetic effects, and σ2
g and σ2

e are variance

component parameters for the SNP set and environmental effects respectively. Therefore,

the phenotype vector y has covariance

V = σ2
gS + σ2

eIn,

where S = GWG
′
is the kernel matrix capturing effects of the SNP set. The log-likelihood

function is then given as

L(β, σ2
g , σ

2
e) = −n

2
ln(2π)− 1

2
ln det(V )− 1

2
(y −Xβ)

′
V −1(y −Xβ). (3.2)

3.2.2 eScore

The classical score test statistic for testing H0 : σ2
g = 0 (no SNP-set effect) vs HA : σ2

g > 0

takes the form

Sscore =

J
−1
σ2
g ,σ

2
e

(
∂
∂σ2
g
L
)2

∂
∂σ2
g
L > 0

0 ∂
∂σ2
g
L ≤ 0

where J is the Fisher information matrix and ∂
∂σ2
g
L is the score function, both evaluated

at the maximum likelihood estimate (MLE) under H0. After some algebra, we can show

that
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Sscore = max

{
(y −Xβ̂)

′
S(y −Xβ̂)

(y −Xβ̂)′(y −Xβ̂)
,
tr(S)

n

}
, (3.3)

where β̂ = (X
′
X)−1X

′
y is the least squares estimate of fixed effects.

Let s = rank(X), PX = X(X
′
X)−1X

′
be the projection matrix onto the column space

C(X), and {µ1, . . . , µk} be the strictly positive eigenvalues of (In−PX)S(In−PX). Then

under the null hypothesis H0, Sscore is distributed as

Sscore|H0 ∼ max

{∑k
i=1 µiw

2
i∑n−s

i=1 w
2
i

,
tr(S)

n

}
where w1, . . . , wn−s are independent standard normals. The derivation of eScore and its

null distribution is showed in Appendix B. The p-value of observed Sscore = t is calculated

as

P

(∑k
i=1 µiχ

2
1,i∑n−s

i=1 χ
2
1,i

≥ t

)
= P

(
k∑
i=1

(µi − t)χ2
1,i − tχ2

n−s−k ≥ 0

)
where χ2

1,1, . . . , χ
2
1,k, χ

2
n−s−k are independent chi-square random variables. Therefore eS-

core p-values can be calculated using the same numerical methods SKAT uses to evaluate

the tail probability of mixture of independent chi-squares.

Now, let’s take a look at the test statistics employed by SKAT, which is given as

SSKAT =
(y −Xβ̂)TS(y −Xβ̂)

(y −Xβ̂)T (y −Xβ̂)/(n− s)
=

(y −Xβ̂)TS(y −Xβ̂)

σ̂2
e

(3.4)

and then calculates its p-value using the null distribution
∑k

i=1 µiχ
2
1,i of σ−2

e (y−Xβ̂)TS(y−
Xβ̂). Note that SSKAT is distributed as

∑k
i=1 µiχ

2
1,i only asymptotically under the null

model. Under the alternative model (σ2
g 6= 0), however, σ̂2

e is a biased estimator that

tends to over-estimate the true σe. This bias potentially affects the power of SSKAT. We

will show the subtle difference between SKAT and eScore using a simulation example.

3.2.3 eLRT and eRLRT

We follow the testing procedure for a single variance component proposed by Crainiceanu

and Ruppert (2004). Appendix C gives self-contained derivations.
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The likelihood ratio test (LRT) statistic for testing H0 : σ2
g = 0 vs HA : σ2

g > 0 is

SLRT = 2 supHA L(β, σ2
g , σ

2
e) − 2 supH0

L(β, σ2
g , σ

2
e). After some algebra, SLRT has exact

distribution under H0

SLRT := sup
λ≥0

n ln

∑n−s
i=1 w

2
i∑k

i=1
w2
i

1+λµi
+
∑n−s

i=k+1w
2
i

−
l∑

i=1

ln(1 + λξi)

 (3.5)

where w1, . . . , wn−s are independent standard normals, ξ1, . . . , ξl are the strictly positive

eigenvalues of S, and µ1, . . . , µk are the strictly positive eigenvalues of (In−PX)S(In−PX).

The restricted/residual likelihood ratio test (RLRT) is based on the restricted/residual

log-likelihood

RL(σ2
g , σ

2
e) = −n− s

2
ln(2π)− 1

2
ln det(Q

′
V Q)− 1

2
y
′
Q(Q

′
V Q)−1Q

′
y (3.6)

where In − PX = QQ
′
. The RLRT statistic is SRLRT = 2 supHA RL(σ2

g , σ
2
e) − 2 supH0

RL(σ2
g , σ

2
e). After some algebra, SRLRT has exact distribution under H0

SRLRT := sup
λ≥0

(n− s) ln

∑n−s
i=1 w

2
i∑k

i=1
w2
i

1+λµi
+
∑n−s

i=k+1w
2
i

−
k∑
i=1

ln(1 + λµi)

 (3.7)

where w1, . . . , wn−s are independent standard normals, and µ1, . . . , µk are the strictly

positive eigenvalues of (In − PX)S(In − PX).

Applying eLRT and eRLRT to next generation sequencing studies, which routinely

test 103 ∼ 106 SNP sets, incurs serious computational challenges. First we need to find

the MLE or restricted maximum likelihood estimate (REML) for each SNP set, which

requires repeatedly inverting n-by-n matrices. Second computing the p-value of eLRT

or eRLRT for each SNP set is nontrivial. Crainiceanu and Ruppert (2004) propose the

straightforward way of simulating B points from the null distribution (3.5) or (3.7),

which are showed in Algorithm 1 or Algorithm 2. That involves solving B univariate

optimizations, where B needs to be at order of 106 to obtain p-values at order of 10−4

with accuracy. This method is hard to scale to genomic scans with a large number of

SNP sets.
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Algorithm 1 Simulate B points from null distribution of eLRT

Eigen-decomposition: S = Uldiag(ξ1, . . . , ξl)U
T
l ;

Regress S1/2 := Uldiag(
√
ξ1, . . . ,

√
ξl) on X and obtain residuals (I − PX)S1/2;

Obtain eigenvalues (µ1, . . . , µk) of (I − PX)S(I − PX);
For b = 1 to B do

Simulate (w1, . . . , wn−s) independent standard normals;

Find and record LRTb = supλ≥0

{
n ln

∑n−s
i=1 w2

i∑k
i=1

w2
i

1+λµi
+
∑n−s
i=k+1 w

2
i

−
∑l

i=1 ln(1 + λξi)

}
;

Algorithm 2 Simulate B points from null distribution of eLRT

Eigen-decomposition: S = Uldiag(ξ1, . . . , ξl)U
T
l ;

Regress S1/2 := Uldiag(
√
ξ1, . . . ,

√
ξl) on X and obtain residuals (I − PX)S1/2;

Obtain eigenvalues (µ1, . . . , µk) of (I − PX)S(I − PX);
For b = 1 to B do

Simulate (w1, . . . , wn−s) independent standard normals;

Find and record RLRTb = supλ≥0

{
(n− s) ln

∑n−s
i=1 w2

i∑k
i=1

w2
i

1+λµi
+
∑n−s
i=k+1 w

2
i

−
∑k

i=1 ln(1 + λµi)

}
;

3.2.4 Data availability

Simulated datasets are generated using computing language JULIA. COPDGene exome

sequencing study is part of NHLBI GO-ESP project and has deposited to dbGaP(Study

Accession: phs000296.v3.p2).

3.3 Implementation

3.3.1 Fast algorithm for fitting variance component model

This section describes an efficient algorithm for fitting the variance component model

(3.2) or restricted likelihood model (3.6). Let S = Udiag(ξ1, . . . , ξn)U
′

be the eigen-

decomposition of the SNP set variance matrix. Then
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L(β, σ2
g , σ

2
e) = −n

2
ln(2π)− 1

2

n∑
i=1

ln(σ2
e + σ2

gξi)−
1

2
(ỹ − X̃β)

′
diag(w)(ỹ − X̃β),

where ỹ = U
′
y, X̃ = U

′
X, and w = {(σ2

e +σ2
gξ1)−1, . . . , (σ2

e +σ2
gξn)−1}. The strategy is to

update the mean components β and variance components (σ2
e , σ

2
g) alternately. Updating β

given (σ2
e , σ

2
g) is a standard weighted least squares problem. To update (σ2

e , σ
2
g) given β(t),

we denote residuals r(t) = ỹ−X̃β(t). Then the objective function is then −1
2

∑n
i=1 ln(σ2

e +

σ2
gξi)− 1

2

∑n
i=1 r

(t)2
i (σ2

e+σ2
gξi)

−1, which can be maximized by a minorization-maximization

(MM) technique (Hunter and Lange, 2000). The simple MM updates are

σ2(t+1)
e = σ2(t)

e

√√√√∑n
i=1 r

(t)2
i (σ

2(t)
e + ξiσ

2(t)
g )−2∑n

i=1(σ
2(t)
e + ξiσ

2(t)
g )−1

σ2(t+1)
g = σ2(t)

g

√√√√∑n
i=1 ξir

(t)2
i (σ

2(t)
e + ξiσ

2(t)
g )−2∑n

i=1 ξi(σ
2(t)
e + ξiσ

2(t)
g )−1

. (3.8)

In this algorithm, each iteration only involves solving a weighted least squares problem

and O(n) operations for updating variance components.

For eRLRT, we need to find the REML for each SNP set. Let B ∈ Rn×(n−s) be an

orthonormal basis of C(X)⊥. Then BTY is distributed as a multivariate normal with

mean 0n−s and covariance

BTV B = σ2
eB

TB + σ2
gB

TSB = σ2
eIn−s + σ2

gB
TSB

Let the eigen-decomposition of the covariance matrix BTSB be

BTV1B = Γdiag(ξ1, . . . , ξn−s)Γ
T

Then the transformed data Ỹ = ΓTBTY distributed as a multivariate normal
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Ỹ ∼ N(0n−s, σ
2
eIn−s + σ2

gdiag(ξ1, . . . , ξn−s))

and the restricted log-likelihood function (3.6) becomes

−n− s
2

ln(2π)− 1

2

n−s∑
i=1

ln(σ2
e + σ2

gξi)−
1

2

n−s∑
i=1

ỹ2
i (σ

2
e + σ2

gξi)
−1

Therefore, the MM updates (3.8) remain unchanged for finding REML except replacing

ri by ỹi and n by n− s.

3.3.2 Approximating null distributions of eLRT and eRLRT

We already talked about the computational intensity of calculating p-value for eLRT and

eRLRT if using Monte Carlo based method. We propose an approximation scheme that

only requires drawing a small number of samples for each SNP set and thus is highly

scalable to genomic scans.

We approximate the exact null distributions (3.5) and (3.7) by a mixture distribution

of form π0χ
2
0 : (1 − π0)aχ2

b , where the point mass π0 at 0, scale parameter a, and the

degree of freedom b for the chi-squared distribution need to be determined for each SNP

set. We illustrate with eLRT. Denote the expression to be maximized in (3.5) by f(λ).

The point mass of the null distribution at 0 is well approximated by the probability of

f(λ) having a local maximum at 0

P (f
′
(λ) ≤ 0)

= P

(∑k
i=1 µiw

2
i∑n−s

i=1 w
2
i

≤ 1

n

l∑
i=1

ξi

)

= P

 k∑
i=1

µi − n−1

l∑
i′=1

ξi′

χ2
i −

n−1

l∑
i′=1

ξi′

χ2
n−s−k ≤ 0

 .

Therefore π0 can be calculated by either numerically evaluating the cumulative distri-

bution function of the mixture of chi-square distribution at 0 or by simple Monte Carlo
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method. To estimate a and b, we simulate a small number (300 by default) of SLRT by

numerically maximizing f(λ) using Newton-Raphson method, and then estimate param-

eters by matching the first two sample moments to those of aχ2
b . The algorithm is showed

in Algorithm 3, and B̃ = 300 by default. This approximation scheme is well-known as

the Satterthwaite method in statistics (Satterthwaite, 1941), which has been successfully

used to approximate the null distributions of many test statistics.

Algorithm 3 Obtain the approximated distribution aχ2
b to the null distribution of

eLRT/eRLRT

Simulate B̃ samples (Λ1, . . . ,ΛB̃) from the null LRT distribution (Algorithm 1) or null
RLRT distribution (Algorithm 2);

Let Λ̄ =
∑B̃
i=1 Λi

B̃
, and s2

Λ =
∑B̃
i=1(Λi−Λ̄)2

B̃−1
;

Compute the two parameters of the approximated distribution aχ2
b as a =

s2Λ
2Λ̄
, b = 2Λ̄2

s2Λ
.

3.4 Simulation studies

In the simulation studies, we 1) illustrate the difference between SKAT and eScore; 2)

compare the control of type I error and performance of power between SKAT and our

proposed exact tests; and 3) demonstrate the performance of the approximation method

for eLRT and eRLRT. In all simulation studies, we utilize the haplotype pool that comes

with the SKAT software (Wu et al., 2011) to generate genotypes of study samples. That

is, for each simulation replicate, we pair 2n randomly drawn haplotypes to form the

genotypes of a sample of n subjects.

3.4.1 Comparison of SKAT and eScore

As we already mentioned above, SKAT will loss power at small sample size. To illustrate

this argument, we design a simulation experiment. Genotypes of n = 200 samples are

formed by randomly pairing 400 haplotypes drawn from the halotype pool distributed

with the SKAT software. We used the first 5kb as the test region, which contains 61 mono-
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allelic SNPs, 20 rare variants with MAF (minor allele frequency) less than 0.05 (13 with

MAFs < 0.01), and 12 common SNPs. 1,000 replicates of y are generated under the null

(σ2
g = 0) and alternative model (σ2

g = 0.5) respectively. Under the alternative hypotheses,

causal variants are chosen using criterion MAF < 0.05. For simplicity no covariates are

included. Figure 3.1 displays the discrepancy of p-values between eScore and SKAT.

Under the null model (left panel), SKAT p-values roughly match those from eScore,

except 73.1% of the tests should have p-values equal to 1. This reflects the fact that σ̂2
e

is a fairly accurate estimate of σ2
e under the null model. Under the alternative model

(right panel), however, σ̂2
e is a biased estimate and the SKAT p-values are systematically

larger than those from eScore, especially in the region of small p-values. This can lead to

loss of power by SKAT in genome scans where a stringent p-value threshold is necessary

to correct multiple testing. The difference is more dramatic at smaller sample sizes or

stronger effect size σ2
g .
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Figure 3.1: Discrepancy between SKAT and eScore p-values. Left: there is no SNP set
effect (null model, σ2

g = 0). Right: there is SNP set effect (alternative model, σ2
g = 0.5).
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3.4.2 Type I error controlling

To assess empirical type I error of eScore, eLRT, and eRLRT, we consider combinations

of following factors: (1) test region: first 5kb or first 10kb; (2) samples size n: 500, 1000,

or 2000; and (3) significance level α: 0.05, 0.01, or 0.0001.

We evaluate type I error when both common and rare variants are included in the

region as well as when only rare variants (minor allele frequency, MAF, is less than 5%) are

included in the region. We generate 106 replicates for each simulation scenario. For each

replicate, we first simulate 4 continuous covariates from independent standard normals, 1

binary covariate from Bernoulli(0.5), and then generate phenotypes from model 3.1 with

β = 1, σ2
g = 0, and σ2

e = 1. Results in Table 3.1 show that the three exact tests control

type I error at all α levels.

3.4.3 Power comparisons

For our power comparison, we take the first 10kb of the haplotype pool as the test region,

which includes 171 variants. We consider following simulation factors to evaluate power:

• sample size n: 500, 1000, or 2000,

• MAF of causal variants: common and rare (MAF < 0.5) or rare only (MAF < 0.05),

• percentage of causal variants: 10% or 30%,

• distribution of causal effects: N(0, σ2
g) or c| log(MAF)|,

• direction of causal effects: half positive and half negative or all positive.

For convenience, we label combinations of these factors as Models I–VI in Table 3.2.

Covariates are generated same as in last section and we set fixed effects at β = 1. SNP

set signal strength σ2
g or c is determined such that the test region explains 5% of the total

heritability when causal variants include common variants or 10% when causal variants

are rare only. Heritability is defined as h2 = σ2
g/(σ

2
g + σ2

e). For Models I and IV, causal

effects γ follow a normal distribution N(0, σ2
gI), where σ2

g = 0.1, and environmental

variance component is set at σ2
e = (1 − 1/h2)Var(Gγ). Models II, III, V, and VI mimic

the simulation scheme in (Wu et al., 2010), where the magnitude of causal effects γ is

determined by c| log(MAF)|, so that rarer variants have larger effects. We control c to

obtain a desired heritability of 5% or 10% by setting
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Table 3.1: Empirical type I error rate of eScore, eLRT, and eRLRT based on 106 simulation replicates.
Top panel shows the cases when simulation region include both common and rare, while bottom panel
shows the cases when only rare variants are included.

Common + Rare

Length n α eScore eLRT eRLRT

5kb 500 5× 10−2 4.99× 10−2 5.07× 10−2 5.00× 10−2

1× 10−2 1.01× 10−2 1.02× 10−2 1.01× 10−2

1× 10−4 9.70× 10−5 9.3× 10−5 8.60× 10−5

5kb 1000 5× 10−2 5.00× 10−2 5.08× 10−2 4.92× 10−2

1× 10−2 1.00× 10−2 1.01× 10−2 9.95× 10−3

1× 10−4 1.02× 10−4 1.04× 10−4 1.06× 10−4

5kb 2000 5× 10−2 5.01× 10−2 5.03× 10−2 4.61× 10−2

1× 10−2 1.01× 10−2 1.02× 10−2 9.74× 10−3

1× 10−4 1.04× 10−4 1.00× 10−4 9.09× 10−5

10kb 500 5× 10−2 5.02× 10−2 5.05× 10−2 4.95× 10−2

1× 10−2 1.00× 10−2 1.02× 10−2 1.01× 10−2

1× 10−4 9.30× 10−5 1.01× 10−4 9.80× 10−5

10kb 1000 5× 10−2 5.02× 10−2 5.05× 10−2 4.71× 10−2

1× 10−2 1.00× 10−2 9.94× 10−3 9.60× 10−2

1× 10−4 1.07× 10−4 9.40× 10−5 9.2× 10−5

10kb 2000 5× 10−2 5.03× 10−2 5.02× 10−2 3.97× 10−3

1× 10−2 1.00× 10−2 1.00× 10−2 8.81× 10−3

1× 10−4 9.21× 10−5 7.07× 10−5 7.61× 10−5

Rare Only

Length n α eScore eLRT eRLRT

5kb 500 5× 10−2 5.01× 10−2 5.00× 10−2 5.00× 10−2

1× 10−2 1.00× 10−2 1.00× 10−2 1.00× 10−2

1× 10−4 9.68× 10−5 1.18× 10−4 1.15× 10−4

5kb 1000 5× 10−2 4.98× 10−2 4.97× 10−2 4.97× 10−2

1× 10−2 9.81× 10−3 9.80× 10−3 9.97× 10−3

1× 10−4 8.95× 10−5 9.60× 10−5 9.04× 10−5

5kb 2000 5× 10−2 5.05× 10−2 5.03× 10−2 5.03× 10−2

1× 10−2 1.01× 10−2 1.01× 10−2 1.01× 10−2

1× 10−4 9.59× 10−5 8.39× 10−5 8.15× 10−5

10kb 500 5× 10−2 5.03× 10−2 5.01× 10−2 5.02× 10−2

1× 10−2 1.00× 10−2 1.02× 10−2 1.02× 10−2

1× 10−4 9.70× 10−5 9.40× 10−5 9.30× 10−5

10kb 1000 5× 10−2 4.97× 10−2 4.99× 10−2 4.99× 10−2

1× 10−2 1.00× 10−2 1.00× 10−2 1.00× 10−2

1× 10−4 1.15× 10−4 0.95× 10−5 1.04× 10−5

10kb 2000 5× 10−2 5.03× 10−2 5.00× 10−2 4.96× 10−2

1× 10−2 1.00× 10−2 1.00× 10−2 1.00× 10−2

1× 10−4 9.00× 10−5 9.60× 10−5 1.00× 10−4
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Table 3.2: Models (Scenarios) for simulating phenotypes for power comparisons, based
on a 10kb region of the haplotype pool from the SKAT software.

Disease Causal Variants Causal Effects Percentage of
Model MAF Distribution Direction Causal Variants

I < 0.5 N(0, σ2
g) - 10% or 30%

II < 0.5 c log(MAF) half and half 10% or 30%
III < 0.5 c log(MAF) all positive 10% or 30%
IV < 0.05 N(0, σ2

g) - 10% or 30%
V < 0.05 c log(MAF) half and half 10% or 30%
VI < 0.05 c log(MAF) all positive 10% or 30%

c =

√
h2

1− h2

1

Var(G| log(MAF)|)

Significant level α is 10−4. We simulate 1000 replicates for each scenario. There-

fore the largest Monte Carlo standard error for power estimate is controlled below√
0.5× (1− 0.5)/1000 ≈ 0.016.

For simplicity, in both simulation and real data analysis, SNP weights are not incor-

porated and the linear kernel is adopted for both exact tests and SKAT. SKAT Optimal

(SKAT-o) uses the default setting in Lee et al. (2012). Note all exact tests can incorporate

variant weights or other kernels just as in SKAT or SKAT-o.

Figure 3.2 displays the results for Models I, II, and III (common and rare causal

variants) and Figure 3.3 for models IV, V, and VI (rare causal variants only). Left panels

of both figures are results when 10% of the variants in the region are causal, while the right

panels show powers when 30% of variants are causal. It is clear that (1) performance of

score tests (SKAT and eScore) are comparable in these scenarios, (2) eLRT and eRLRT

significantly boosts power over score tests across all scenarios, especially when causal

variants are rare only or sample size is small, and (3) When the causal variants are both

common and rare, SKAT-o method can increase power extensively compared with SKAT

method with linear kernel. Its power is comparable to eLRT and eRLRT (Figure 3.2).
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Figure 3.2: Power comparison when causal variants are both common and rare (Models
I-III). Left panel shows the power when 10% of the variants in the testing region are
causal; right panel shows the power when 30% of the variants in the testing region are
causal. Heritability is fixed at 10%.
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10% Causal Variants 30% Causal Variants
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Figure 3.3: Power comparisons when causal variants are rare only (Models IV-VI). Left
panel shows the power when 10% of the variants in the testing region are causal; right
panel shows the power when 30% of the variants in the testing region are causal. Heri-
tability is fixed at 20%.
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3.4.4 Evaluate approximation method for eLRT and eRLRT

The key technique that lead to the computational efficiency of our algorithm is the usage

of approximation method to sample from the null distributions of eLRT and eRLRT.

In order to evaluate the performance of this approximation, we compare the pvalues of

eLRT and eRLRT with approximation method against no approximation. Scatter plots

of pvalues from approximation method against no approximation are shown in Figure

3.4. Phenotypes are simulated under the null hypothesis with fixed covariates, and the

simulation scenario is the same as in simulation for Type I error controlling when the

test region is the first 10kb and include both common and rare variants (e.g., scenario 2

in Table 3.1). We also provide zoom-in plots excluding the cases whose pvalues are equal

to one.

Across 1000 simulation replicates, for eLRT and for sample size 500, 1000, and 2000,

the absolute differences range from 1.03×10−4 to 4.07×10−2, 1.72×10−4 to 3.74×10−2,

and 1.14× 10−5 to 4.47× 10−2, respectively. Mean of the absolute differences is around

1.2×10−3 for all three sample size cases while standard deviation is around 4×10−3. There

are 10% among 1000 replicates approximation method generate conservative pvalues than

no approximation, while 5% approximation method generate smaller pvalues than no

approximation method. For eRLRT, the absolute differences range from 1.01 × 10−5 to

3.59× 10−2, 2.97× 10−5 to 4.48× 10−2, and 2.26× 10−5 to 3.56× 10−2, for sample size

500, 1000, and 2000 respectively. Mean of the absolute differences for eRLRT is around

3× 10−3 for all three sample size cases while standard deviation is around 5× 10−3. This

simulation indicates that our approximation method works well for generating pvalues

and reducing computation burden.

3.5 Real data analysis

We further illustrate our methods using the COPDGene exome sequencing study (http:

//www.copdgene.org/). After quality control, 399 individuals remain for the analysis.

We analyze 16, 619 genes along the whole genome and apply different testing methods to

3 phenotypes: height, cigarette packages per year (PackYears), and body mass index

(BMI).

For all 3 phenotypes, we adjust population substructure using the top three eigen-

vectors generated by the Eigenstrat software (Price et al., 2006), age, and gender. For
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Figure S1: Pvalues comparisons with and without �2 approximation for sample size 500, 1000, and 2000. Pvalues

from eLRT tests are shown in columns one and two, while pvalues from eRLRT are shown in columns three and

four. Second and forth columns are the zoom-in plots when pvalues are less than one. 1000 simulation replicates are

included. Phenotypes are simulated under the null hypothesis and 10kb testing region is used for evaluation (e.g.,

scenario (2) in Table 3 of the manuscript). Red line represents the line with slope 1 and intercept 0.

13

Figure 3.4: Pvalues comparisons with and without χ2 approximation for sample size
500, 1000, and 2000. Pvalues from eLRT tests are shown in columns one and two, while
pvalues from eRLRT are shown in columns three and four. Second and forth columns
are the zoom-in plots when pvalues are less than one. 1000 simulation replicates are
included. Phenotypes are simulated under the null hypothesis and 10kb testing region is
used for evaluation. Red line represents the line with slope 1 and intercept 0.

59



PackYears, we additionally adjust for current smoking status. Table 3.3 shows the num-

bers of gene sets that pass Bonferroni adjusted exome-wide significance level 3 × 10−6.

Table 3.4 contains detailed information of gene sets that pass exome-wide significance

level for height. It also lists gene sets with p-value < 10−4 for trait PackYears and BMI

for the purpose of side-by-side comparison of p-values, as none of the gene sets pass the

exome-wide significant level.

Table 3.3: The number of gene sets that pass genome-wide significant level at FWER
0.05 from the COPDGene exome sequencing study. For eScore, eRLRT, eLRT, and
SKAT, linear kernel and no weights are adopted.

eScore eRLRT eLRT SKAT∗ SKAT-o

Height 5 8 15 4 3
PackYears 0 0 0 0 0
BMI 0 0 0 0 0

We make following observations. (1) For the complex trait height, eLRT and eRLRT

identify 8 and 15 genes that pass the Bonferroni adjusted genome-wide significant level

and eScore identifies 5. In contrast, SKAT and SKAT-o only identify 4 and 3 respectively.

(2) For the other 2 traits, no genes pass Bonferroni adjusted genome-wide significance

level in all tests. (3) eScore p-values are universally smaller than SKAT. (4) The optimal

kernel in SKAT-o does not show advantage over SKAT with linear kernel and no weight

in this analysis.

We also compare the computational time of different methods. Table 3.5 records

the run times of each method on a desktop with i7-3770 CPU @ 3.40GHz and 16 GB

RAM. For each trait, exact tests (eScore, eLRT, eRLRT) completes the analysis in less

time than 1 minute. SKAT takes slightly longer than exact tests, while SKAT-o takes

significantly longer time.
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Table 3.4: The number of gene sets that pass genome-wide significant level at FWER
0.05 from the COPDGene exome sequencing study. For eScore, eRLRT, eLRT, and
SKAT, linear kernel and no weights are adopted.

Height (p-value < 3× 10−6)
Gene eScore eRLRT eLRT SKAT SKAT-o Position Chr SetSize

ANKRD39 5.47× 10−6 8.77× 10−6 1.51× 10−6 7.42× 10−6 1.42× 10−5 97521896 2 2
ATP5D 1.17× 10−6 1.58× 10−6 5.19× 10−7 1.89× 10−6 4.74× 10−6 1243764 19 3
BHMT2 3.60× 10−6 2.55× 10−5 1.92× 10−6 4.80× 10−6 2.48× 10−6 78379543 5 2
CDC16 8.50× 10−7 2.86× 10−7 3.45× 10−7 1.19× 10−6 1.19× 10−6 115028428 13 1
DOLPP1 5.08× 10−6 8.19× 10−6 1.39× 10−6 6.92× 10−6 1.27× 10−5 131848186 9 2
EVX2 2.44× 10−4 5.32× 10−6 9.53× 10−6 2.71× 10−4 7.25× 10−5 176948416 2 2
FAM204A 8.50× 10−7 2.86× 10−7 3.45× 10−7 1.19× 10−6 1.19× 10−6 120095908 10 1
FASLG 2.20× 10−5 2.09× 10−5 2.34× 10−6 2.92× 10−5 6.48× 10−5 172628477 1 3
IFNGR1 2.51× 10−6 2.01× 10−6 9.91× 10−7 3.76× 10−6 5.48× 10−6 137521195 6 3
KRTAP13-1 1.83× 10−3 2.33× 10−6 4.50× 10−6 1.94× 10−3 1.64× 10−3 31768732 21 4
MN1 9.33× 10−4 2.97× 10−7 5.57× 10−7 1.00× 10−3 6.08× 10−4 28194819 22 5
NDRG4 3.84× 10−6 7.09× 10−6 1.19× 10−6 5.31× 10−6 1.02× 10−5 58529726 16 2
PLD6 5.33× 10−6 1.62× 10−5 1.52× 10−6 7.24× 10−6 1.40× 10−5 17107768 17 2
RAPH1 1.69× 10−6 5.52× 10−6 6.32× 10−6 2.36× 10−6 3.26× 10−6 204324540 2 3
TTC1 5.68× 10−6 1.53× 10−7 7.89× 10−8 7.55× 10−6 7.76× 10−6 159473903 5 3
ZER1 1.79× 10−4 7.34× 10−6 2.13× 10−6 2.11× 10−4 1.34× 10−4 131512382 9 5
ZNF513 2.16× 10−6 1.48× 10−6 4.45× 10−7 3.71× 10−6 1.06× 10−5 27601136 2 7

PackYears (p-value < 10−4)
Gene eScore eRLRT eLRT SKAT SKAT-o Position Chr SetSize
SIN3A 9.65× 10−4 1.33× 10−5 3.60× 10−5 1.08× 10−3 1.51× 10−3 75693827 15 5

BMI (p-value < 10−4)
Gene eScore eRLRT eLRT SKAT SKAT-o Position Chr SetSize
ADAMTS7 0.10 8.61× 10−4 7.40× 10−4 0.10 7.23× 10−5 79073876 15 21
ADRA2A 2.26× 10−4 2.92× 10−4 9.34× 10−5 2.89× 10−4 5.05× 10−4 112838638 10 2
APOLD1 9.82× 10−6 1.78× 10−5 1.98× 10−5 1.73× 10−5 1.57× 10−5 12909721 12 4
HEPH 5.30× 10−2 3.88× 10−4 2.25× 10−4 6.57× 10−2 6.46× 10−5 65434485 23 11
SNAPC5 2.63× 10−5 2.10× 10−4 6.20× 10−5 3.06× 10−5 3.36× 10−5 66788877 15 3

Table 3.5: Runtimes (in seconds) of different methods for the COPDGene data analysis.

Trait SKAT SKAT-o eScore eLRT eRLRT

height 61.6 4004.1 53.5 64.8 31.9
PackYears 61.2 4041.3 50.3 56.9 28.4

BMI 57.7 4191.1 51.6 66.5 30.2
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3.6 Discussion

In this project we study and implement computationally efficient exact variance com-

ponent tests (eScore, eLRT, and eRLRT) for testing SNP sets in sequencing studies.

Simulation study and real data analysis show that (1) all exact tests control type I er-

ror, (2) eScore yields smaller p-values than SKAT at small sample size, and (3) eLRT

and eRLRT significantly boost power over eScore and SKAT, especially when sample

size is small or there are plenty of rare variants. Although the derivation of eLRT

and eRLRT require normal assumption of genetic effects within a region, we evaluate

the misspecified distribution and how that will affect power. In all scenarios, even

without normal assumption, our methods shows superior power compared with com-

peting methods. The software package, ExactVCTest, is implemented in the open

source, high-performance technical computing language Julia and is freely available at

https://github.com/Tao-Hu/VarianceComponentTest.jl.

There are a few directions for future work. One statistical challenge is to develop

LRT or RLRT for testing SNP set in related samples. In related samples case, there will

be additional kinship matrix and thus more than two variance components. Rigorous

testing of multiple variance components still remains a statistical challenge. Another

statistical challenge is how to adjust the normal assumption of the proposed exact tests

while maintain relatively high powers.

62

https://github.com/Tao-Hu/VarianceComponentTest.jl


Chapter 4

Approximate Thompson Sampling

for Large Decision Problems

4.1 Introduction

Technological advancements have made it possible to collect, store, manipulate, and ac-

cess large amounts of data on complex systems in real-time. Therefore, there is enormous

potential to use accumulating data to construct adaptive decision support systems that

map up-to-date information to a recommended decision. Two examples are data-driven

management of infectious diseases wherein the spread information of the disease can be

used to guide treatment resources allocation (Chadès et al., 2011), and adaptive manage-

ment of natural resources wherein management decisions are chosen over time according

to resource availability (McCarthy et al., 2010; Fackler and Pacifici, 2014).

In this project, we apply a variant of Thompson sampling (Thompson, 1933) to es-

timate a decision support system that maximizes mean cumulative utility. Thompson

sampling is appealing in the way that it avoids directly computing a posterior distribution

over the optimal decision at each time point. The estimation problem we consider here

is related to estimation of an optimal dynamic treatment regime (Murphy, 2003; Robins,

2004). A dynamic treatment regime is a sequence of functions, one per decision stage,

that map up-to-date information to a recommended decision and the goal is to estimate

a regime that maximizes expected cumulative utility. However, existing methodology for

estimation of optimal dynamic treatment regimes is designed for offline estimation using

independent, identically distributed data observed over finite time horizon. In contrast,
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the problems we consider here involve online estimation using a single stream of data,

and an indefinite time horizon.

The proposed estimator is an example a model-based planning algorithm in rein-

forcement learning (Sutton and Barto, 1998). Model-based planners estimate a system

dynamics model and then apply (approximate) dynamic programming algorithms to the

estimated system as if it were known. A key feature of model-based planning is the need

to balance making decisions that lead to improved model estimates with those that lead

to high-utility under the current estimated model, which is known as the exploration-

exploitation trade-off in the computer science literature (Kaelbling et al., 1996; Sutton

and Barto, 1998). In the past decades, Thompson sampling has been studied extensively

as a means of balancing exploration and exploration for multi-armed bandit problems

(Agrawal and Goyal; Gopalan et al., 2014; Russo and Van Roy, 2014). However, Thomp-

son sampling for more complex decision problems have received less attention. An im-

portant extension for the application of Thompson sampling is applying it to Markov

decision processes (Gopalan and Mannor, 2015). However, this method can not be ap-

plied directly to our settings here. In our settings, set of states may be infinite, and

computing draws from the posterior may not be possible without conjugate priors. And

all those violate the assumptions in Gopalan and Mannor (2015).

In summary, we propose an approximate Thompson sampling to estimate an optimal

decision strategy that maximizes mean cumulative utility. This estimator is can be

applied in settings in which data are: (i) accumulating rapidly over an indefinite time

horizon; (ii) high-dimensional; (iii) composed of a single data stream, i.e., no independent

replication; and (iv) the number of possible decisions is too large to enumerate. We derive

rates of convergence on the difference in cumulative utility under the proposed estimator

and an optimal decision support system. The proposed estimator relies on a model

for the underlying system dynamics and therefore is ideally suited to settings where

existing domain knowledge or historical data can be used to inform a class of models.

We demonstrate the proposed algorithm on two applications, in which domain knowledge

is abundant.
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4.2 Thompson sampling with parametric models

Consider a decision problem evolving in discrete time T = {1, 2, . . .}. At each time

t ∈ T the decision maker: (i) observes current state St ∈ Rp; (ii) selects an action

At ∈ A; and (iii) observes next state St+1 and utility U t = U(St+1, At, St) ∈ R. We

assume (A0) that the state process is Markovian so that St is conditionally independent

of S1, . . . , St−2, A1, . . . , At−2 given St−1 and At−1. A decision strategy, π : domSt → A, is

map from states to actions so that under π a decision maker presented with St = st will

select action π(st). Our goal is to construct an estimator of an optimal strategy that can

be applied when the dimension of the state space, p, and the number of possible actions,

card(A), are large.

We use potential outcomes (Rubin, 1974) to define an optimal decision strategy.

Use overline to denote history as āt = (a1, . . . , at). Potential state at time t under

action sequence āt−1 is denoted S∗t(āt−1), and potential utility at time t is U∗t(āt) =

U{S∗t+1(āt), at, S∗t(āt−1)} then. Potential state at time t under π can be expressed as

S∗t(π) =
∑

āt−1 S∗t(āt−1)
∏t−1

v=1 1π{S∗v(āv−1)}=av , and the potential utility at time t under

π is U∗t(π) = U [S∗t+1(π), π{S∗t(π)}, S∗t(π)]. Define the total discounted mean utility of

a strategy π as

V (π) = E
∑
t≥1

γt−1U∗t(π) (4.1)

where γ ∈ (0, 1) is a discount factor. Given a class of strategies, Π, a Π-optimal strategy,

πopt ∈ Π, satisfies V (πopt) ≥ V (π) for all π ∈ Π.

We make several standard assumptions to make sure that πopt is identifiable in terms

of the underlying generative model. Let W ∗ = {S∗t(āt−1), U∗t(āt) : āt ∈ At}t∈T denote

the set of all potential states and utilities. We assume: (A1) sequential ignorability,

W ∗ |= At|S̄t, Āt−1; (A2) positivity, P (At = at|S̄t = s̄t, Āt−1 = āt−1) > 0 for all s̄t, āt−1

such that at ∈ {π(st) : π ∈ Π}(t ∈ T ) and (A3) consistency, St = S∗t(Āt−1)(t ∈ T ).

Under (A0)-(A3) it can be seen that the mean utility at time t under π is

EU∗t−1(π) =

∫
U(st, at−1, st−1)

{
t∏

v=2

f t(sv|sv−1, av−1)δπ(sv)(a
v)

}
δπ(s1)(a

1)f 1(s1)dλ(s̄t, āt)

(4.2)
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where f v is the conditional density of Sv given Sv−1 and Av−1(v = 2, . . . , t), f 1 is the

marginal density of S1, δu is a point mass at u, and λ is a dominating measure.

Further assume that the densities f t for t ≥ 2 are stationary and indexed by a low-

dimensional parameter θ ∈ Θ ⊆ Rp, i.e., f t(st|st−1, at−1) = f(st|st−1, at−1; θ∗), where θ∗

is the true parameter value. The likelihood for θ is

L(θ) ∝
t∏

v=2

f(Sv|Sv−1, Av−1; θ)

And we also assume that f 1 is known.

Let θ̂t the maximum likelihood estimator of θ∗ based on data accumulated during the

first t time points, and assume that
√
t(θ̂t− θ∗) is asymptotically normal with mean zero

and asymptotic variance-covariance Ω(θ∗). We will assume the conditions under which

the asymptotically normality holds for data that are not independent and identically

distributed (Silvey, 1961; Crowder, 1976). Further assume that there exist Ω̂t which

converges in probability to Ω(θ∗).

Define the truncated total discounted mean utility of a strategy π as V T
θ (π) =

Eθ
∑T

t=1 γ
t−1U∗t(π) for any T > 1. Given a non-decreasing sequence of positive inte-

gers {rt}t≥1, and let PΘ be the orthogonal projection onto Θ, then the approximate

Thompson sampling is given in algorithm (4).

Algorithm 4 Approximate Thompson sampling for estimation optimal policy

Initiate system dynamics parameter θ̃1 and state S1

Compute π̂1 = arg maxπ∈Π V
r1

θ̃1 (π)

For k ≥ 1
Apply action Ak ∼ π̂k(Sk), then observe Y k, Sk+1

Construct maximum likelihood estimator θ̂k+1 given Hk+1

Draw θ̄k+1 from Normal
{
θ̂k+1, (k + 1)−1Ω̂k+1

}
Set θ̃k+1 = PΘθ̄

k+1

Compute π̂k+1 = arg maxπ∈Π V
rk+1

θ̃k+1 (π)

We call this algorithm be approximate Thompson sampling because at each t, calcu-
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lation of the discounted mean utility is truncated at rt, and the sampling distribution of

the maximum likelihood estimator is used as an approximation of the posterior distri-

bution of θ. Next, we will show that approximate Thompson sampling is consistent and

characterize how the rate of convergence depends on the sequence {rt}t≥1.

The approximate Thompson sampling algorithm we talked about so far focus on

maximum likelihood estimation, the results in the next section can be applied directly

to any estimator that is asymptotically normal and satisfies the assumed regularity con-

ditions. Assume that there exists a sequence of positive constants {αt}t≥1 such that

αt(θ̂t− θ∗) = Op(1) and modify the approximate Thompson sampling algorithm to draw

samples as θ̄t+1 = θ̂t+U t/αt where {U t}t≥1 are independently and identically distributed

sub-exponential random variables with mean zero. For simplicity, we will focus on the

case of asymptotically normal estimators.

4.3 Asymptotic properties

The major theoretical interest is the rates of convergence for the regret Vθ∗(π
opt)−Vθ∗(π̂t).

Let H t = (S̄t, Āt) to be the information accumulated at time t. In addition to (A0)-(A3),

we make following additional assumptions for all t ≥ 1

(A4) |U t| ≤ 1 with probability 1;

(A5) the parameter space Θ ∈ Rq is compact and θ∗ is an interior point of Θ;

(A6)
√
t(θ̃t − θ∗) = Op(1);

(A7) the log likelihood function `t(θ) satisfies `t(θ) = `t(θ∗)+(θ−θ∗)TDt(θ∗)+o(‖θ−θ∗‖),
where t−1/2Dt(θ∗) = Op(1);

These assumptions are mild. Assumption (A6) will be hold if θ̂t is is regular and

asymptotically normal, and therefore the approximate Thompson sampling algorithm is

drawing samples from a t−1/2-neighborhood of θ∗. Assumption (A7) will be hold if the

log-likehood is continuously differentiable. The proceeding theorem 4.3.1 gives a bound

of the regret, and the proof can be found in Appendix D.

Theorem 4.3.1. Under assumption (A1)–(A5), if {rt} be a sequence of non-decreasing

positive integers., then
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Vθ∗(π
opt
θ∗ )− Vθ∗(π̂t) = Op

{(rt
t

)1/2

+ γrt
}

Thus, if rt = − log(t)/ log(γ2), then the right-hand-side is Op

[
{log(t)/t}1/2

]
.

Theorem 4.3.1 illustrates the bias-variance trade-off associated with choosing {rt}t≥1:

as rt increases, the Monte Carlo error in approximating Vθ̂t with V rt
θ̂t

decreases; as rt

increases, the error in approximating V rt
θ∗ with V rt

θ̂t
also increases.

If we make additional assumptions on the behavior of
√
t(θ̃t − θ∗), we can come up

with a sharper bound of the regret. Define πopt
θ = arg maxπ∈Π Vθ(π) for any θ ∈ Θ,

then πopt = πopt
θ∗ . In addition, for any ε > 0, define the worst-case regret Rθ∗(ε) in an

ε-neighborhood of θ∗ as

Rθ∗(ε) = sup
θ:‖θ−θ∗‖≤ε

{
Vθ∗(π

opt
θ∗ )− Vθ∗(πopt

θ )
}

Further define the radius of regrets R−θ∗(δ) for any δ ≥ 0 as sup {τ ≥ 0 : Rθ∗(τ) ≤ δ}. The

radius R−θ∗(δ) measures how close θ must be to θ∗ to ensure that Vθ∗(π
opt
θ∗ )− Vθ∗(πopt

θ ) is

no more than δ. Intuitively, problems with a smaller radius are harder because a more

accurate estimator of θ∗ is required.

Now let’s formally modify assumption (A6) and (A7) to,

(A6’)
√
t(θ̃t−θ∗) = t−1/2

∑t
v=1 φ

v(Hv; θ∗)+W t, where φv(Hv; θ∗) is bounded with proba-

bility one, E{φv(Hv; θ∗)|Hv−1} = 0, and there exists ζ, σ > 0 such thatE exp(λtζW t)

≤ exp(λ2σ2/2) for all t and λ ∈ R;

(A7’) the log likelihood function `t(θ) satisfies `t(θ) = `t(θ∗)+(θ−θ∗)TDt(θ∗)+Qt(θ, θ∗),

where ‖Dt(θ∗)/
√
t‖ is bounded almost surely and |Dt(θ∗)| ≤ tM‖θ − θ∗‖1+η for

some η > 0 and constant M ≥ 0.

Under those modified assumptions, we will have the following theorem 4.3.2 and the

proof can be found in Appendix D.

Theorem 4.3.2. Under assumption (A0)–(A4) and (A6’), for any δ > 0,
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pr
(
Vθ∗(π

opt
θ∗ )− Vθ∗(π̂t) > δ

)
≤ K1 exp

[
−t{R−θ∗(δ/3)}2K2

]
+K3 exp

{
− t

(rt)2

[
(1− γrt)

{
1
√
rt

+K4R
−
θ∗(δ/3)

}]−2

δ2K5

}

provided rt ≥ log(δ/6)/ log(1−γ), where K1, . . . , K5 are constants that depend on the

dimension p and discount factor γ but not δ or t.

Corollary 4.3.1. Under assumption (A0)–(A4) and (A6’), further suppose that R−θ∗(0) >

0 and define Πopt
θ∗ = {π ∈ Π : Vθ∗(π) = Vθ∗(π

opt)}. Then P{lim supt→∞ π̂
t /∈ Πopt

θ∗ } =

0, i.e., approximate Thompson sampling selects an optimal decision strategy eventually

always with probability one.

Theorem 4.3.2 is intuitive in the sense that the regret bound becomes looser as the

radius R−θ (δ) decreases.

4.4 Illustrative simulation experiments

We use illustrate the proposed approximate Thompson sampling algorithm in two sim-

ulated examples: (i) treatment allocation for control of the spread of influenza using an

agent-based, compartmental model; and (ii) adaptive management of mallard populations

in the U.S. The first example was chosen to illustrate the use of approximate Thomp-

son sampling in a setting where the set of possible decisions is too large to enumerate,

and thus existing methodologies are not applicable. The second example was chosen to

examine the performance of approximate Thompson sampling in a setting where classic

(approximate) dynamic programming algorithms can be applied as a gold standard.

4.4.1 Control of influenza

Consider a simple agent-based compartmental model for the daily spread of the flu within

a closed population, i.e., there are no births or deaths. Each day, every member of

the population is in one of three states: uninfected and susceptible (S); infected and

contagious (I); or recovered and neither susceptible nor contagious (R) (Keeling and

Rohani, 2008). We assume that disease transmission can occur only when an infected and
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susceptible individual come into contact, and that individuals can only contact according

to direct links in a social network where the individual is in. Individuals could appear

in different social networks over time according to the their current health status. Each

member in the population is also a member of a fully connected ‘family’ social network.

The set of families is obtained by randomly partitioning the entire population into of

groups of size 1-15. Each individual in the population is classified as being a student,

employed, or retired. Students are randomly assigned to one of ns schools, employees

are randomly assigned to one of ne employers, and retired persons are all assigned to the

public area. At the beginning of each day, members will go to the place where they are

assigned unless they are infected in which case they will go out with probability p and

stay at home with probability 1− p. We generate the public, work, and school networks

according to a Barabasi-Albert, Erdos-Renyi, or a Watts-Strogatz model.

Simulation settings

Let St` denote the state of individual ` ∈ L = {1, . . . , L} at time t ∈ T . And let

St` = (St`,1, S
t
`,2, S

t
`,3), where St`,1 ∈ {0, 1, 2} is the status of individual at time t so that 0

codes susceptable, 1 codes infected, and 2 codes recovered, St`,2 denotes the age of subject

` which is assumed to remain constant for all t, and St`,3 ∈ R denotes a measure of suscepti-

bility. Draw ages of students independently from a uniform distribution on {0, 1, . . . , 25},
ages of employers independently from a uniform distribution on {15, 16, . . . , 65}, and ages

of retired independently from a uniform distribution on {50, 51, . . . , 90}. Evolution of

susceptibility follows a first-order autoregressive model, St+1
`,3 = ρSt`,3 + vAt` + εt`, where

At` ∈ {0, 1} is an indicator that individual ` received treatment at time t and {εt`} are

independent normal random variables with mean zero and variance 0.25.

Let It` denote the set of infected individuals with whom individual ` could potentially

make contact at time t, then the probability that individual ` becomes infected at time

t is

1−
∏
i∈It`

{1− pcexpit(θ0 + θ1S
t
`,2 + θ2S

t
`,3 + θ3A

t
` + θ4A

t
i + θ5A

t
`A

t
i + θ6(St`,2 − Sti,2)2)}

where pc denotes the probability of contact, expit(u) = exp(u)/{1 + exp(u)}.
We optimize over a deterministic class D of policies which is governed by parameter
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η ∈ R5 (the dimension of η is determined by the dimension of feature vector defined

below). D has the form of

{π(st;M, S̄t, Āt−1, η)}` =

{
1 if

∑
w∈L 1φT` (st;S̄t,Āt−1)η≥φTw(st;S̄t,Āt−1)η ≥M

0 otherwise

where φ`(s
t; S̄t, Āt−1) is a feature vector for individual ` ∈ L constructed from st and

η. For each member `, he or she will be assigned a score ht` = φT` (st; S̄t, Āt−1)η at

time step t, and then the policy will assign treatment to the M individuals with largest

scores, and ties are broken randomly. The feature vector φ`(s
t; S̄t, Āt−1) is comprised

by five elements as φ`(s
t; S̄t, Āt−1) = {φ`,1(st), φ`,2(st), φ`,3(st), φ`,4(st), φ`,5(st; S̄t, Āt−1)},

where φ`,1(st) ∈ {0, 1} is an indicator of infection; φ`,2(st) ∈ {0, 1} is an indicator of

susceptibility; φ`,3(st) ∈ {1, . . . , 100} is age in years; φ`,4(st) ∈ R is susceptability; and

φ`,5(st; S̄t, Āt−1) = 1φ`,1(st)=0

∑
w 6=` 1φw,1(st)=1δ

t
w,` + 1φ`,1(st)=1

∑
w 6=` 1φw,1(st)=0δ

t
w,` and δtw,`

is the indicator that whether individual w and ` are connected in the social network at

time t. We can consider φ`,5(st; S̄t, Āt−1) as a measurement of connectivity in the social

network for individual ` at time t. Let π0 be the maximum proportion of individuals who

can receive treatments at each time step. Therefore, M = bπ0Lc.

Simultaneous perturbation algorithm to find optimal policy

By the above definition of the deterministic class of policies, a specific parameter vector

η determine a policy π(η), and the mapping result of this policy lay in the space of 2L,

where L is the number of individuals. When L is large, 2L will be such a huge number

that it is impossible to try each combination in order to find the optimal policy. Thus, in

this example, the most computationally expensive step is how to find the optimal policy

π̂t+1 = arg maxπ∈Π V
rt+1

θ̃t+1 (π) at each iteration.

We employ simultaneous perturbation algorithm in Spall (2005) to perform the max-

imization step to obtain π̂t. At each iteration t, we first need to construct an estimator

V̂ rt
θ̃t

(π(η̂t)) of V rt
θ̃t

(π(η̂t)), where η̂t is the current parameter estimator at time t. V̂ rt
θ̃t

(π(η̂t))

can be constructed by Monte Carlo strategy (i.e., simulate the process multi times, and

take the average as estimator). We need to initiate several sequence before the simulta-

neous perturbation algorithm starts. Let αj = 5/(1000 + j)1.5 and ζj = 0.1/j1.25. The

simultaneous perturbation algorithm is given in Algorithm 5. The benefit of simultane-
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ous perturbation algorithm is that only 2 evaluations of V̂ rt
θ̃t

(π(η̂t)) are required at each

iteration (classical gradient decent algorithm needs 2 × dim(η) evaluations). Note that

the computation for V̂ rt
θ̃t

(π(η̂t)) could be very expensive, so simultaneous perturbation

algorithm will save many computation sources.

Algorithm 5 Simultaneous perturbation algorithm

Given η1 = η̂t, set k = 1
do

Draw a random vector Zk, where Zk has same dimension as ηk

and each element is either -1 or 1 with equal probability

Generate perturbations of V̂ as Y t+T+1 = V̂ rt

θ̃t
(π(ηk + ζkZ

k))

and Ỹ t+T+1 = V̂ rt

θ̃t
(π(ηk − ζkZk))

ηk+1 = ηk + αk
2ζk

(Zk)T (Y t+T+1 − Ỹ t+T+1)

Set k = k + 1
while αk ≥ tol
Output ηk as η̂t+1

simulation results

We measure the performace of Thompson sampling in terms of proportion of individuals

who are infected T = 10 and T = 20 days after disease outbreak. We select 10% of the

population at random to start as infected at t = 1 when disease management begins.

Assume that at most 20% of the population can be treated at each time point, i.e.,

π0 = 0.2. We also consider two baseline treatment allocation strategy as comparisons:

(i) no treatment; and (ii) a myopic policy wherein treatment is applied to the 20% of the

population having the highest estimated probability of becoming infected at the next time

point. Table 4.1 shows the results based on 1000 Monte Carlo replications. Thompson

sampling resulted in significantly fewer infections at the end of the observation period

than no treatment or treating myopically; the advantage of Thompson sampling appears

to increase with population size.
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Table 4.1: Proportion of infected individuals T days post outbreak. Results are reported
under: (i) no treatment; (ii) assigning treatment to the 20% of population with highest
estimated probability of infection at the next time point (Myopic); and (iii) assigning
treatment to 20% of the population using approximate Thompson sampling (Thompson
sampling). The work, school, and public network types are generated using a Barabasi-
Albert (BA), Erdos-Renyi (ER), or Watts-Strogatz (WS) model. Estimates are based on
100 Monte Carlo replications.

T = 10

Network Popn. size No Treatment Myopic Thompson sampling

BA 100 0.402 (0.000451) 0.272 (0.000279) 0.175 (0.000913)
BA 1000 0.452 (0.000413) 0.311 (0.000395) 0.199 (0.000553)
BA 10000 0.463 (0.005632) 0.334 (0.004502) 0.216 (0.007015)
BA 100000 0.470 (0.000336) 0.343 (0.000517) 0.231 (0.004364)
WS 100 0.409 (0.002713) 0.289 (0.000308) 0.222 (0.000449)
WS 1000 0.471 (0.007324) 0.346 (0.004761) 0.261 (0.008027)
WS 10000 0.479 (0.000531) 0.377 (0.006054) 0.283 (0.003962)
WS 100000 0.492 (0.005904) 0.387 (0.006382) 0.291 (0.005043)
ER 100 0.401 (0.000928) 0.302 (0.000969) 0.194 (0.006406)
ER 1000 0.446 (0.000826) 0.353 (0.005216) 0.247 (0.005913)
ER 10000 0.454 (0.000574) 0.365 (0.003182) 0.258 (0.004216)
ER 100000 0.465 (0.000776) 0.382 (0.004277) 0.273 (0.005328)

T = 20

Network Popn. size No Treatment Greedy Thompson sampling

BA 100 0.340 (0.000104) 0.187 (0.003379) 0.0895 (0.000739)
BA 1000 0.364 (0.000375) 0.201 (0.000603) 0.113 (0.000706)
BA 10000 0.375 (0.000425) 0.224 (0.000954) 0.121 (0.001472)
BA 100000 0.382 (0.000316) 0.232 (0.000541) 0.140 (0.003049)
WS 100 0.326 (0.000523) 0.191 (0.000237) 0.109 (0.000837)
WS 1000 0.368 (0.000416) 0.203 (0.001824) 0.116 (0.000635)
WS 10000 0.372 (0.000865) 0.220 (0.002083) 0.132 (0.003346)
WS 100000 0.385 (0.001206) 0.228 (0.001724) 0.143 (0.002501)
ER 100 0.317 (0.000178) 0.177 (0.000354) 0.127 (0.000413)
ER 1000 0.341 (0.000773) 0.239 (0.000536) 0.152 (0.004086)
ER 10000 0.357 (0.000692) 0.253 (0.000891) 0.164 (0.003641)
ER 100000 0.366 (0.000565) 0.265 (0.000672) 0.181 (0.005103)
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4.4.2 Management of mallard populations in the U.S.

In the second illustrative example, we consider adaptive management of mallards in the

United States. The U.S. Fish and Wildlife Service has initiated an adaptive harvest

management program for midcontinent mallards since 1995 (Johnson et al., 2015). The

goal is to maximize the longterm, cumulative harvest. After more than 20 years of the

program, the U.S. Fish and Wildlife Service has established a set of models for the system

dynamics, which will be updated each year using Bayes rule, and a dynamic programming

algorithm to select from among four types of harvest practices: (i) liberal; (ii) moderate;

(iii) restricted; and (iv) closed. For each of these harvest practices, different sets of

guidelines are passed to individual agencies who set specific harvest limits based on these

guidelines (Fish et al., 2016). Our intent is to demonstrate that approximate Thompson

sampling is competitive even in small domains where approximate dynamic programming

can be applied.

Simulation settings

The mallard population dynamics model we use here is based on the 2016 United States

Fish and Wildlife Service model (it is simplified in that we consider a single fly-way,

see (Fish et al., 2016) for additional details). Let Nt be the population size of mal-

lards at year t. Let Nt,AM , Nt,AF , Nt,Y M , Nt,Y F be the population size of adult male,

adult female, young male and young female respectively. Furthermore, define Pt be the

number of ponds at year t, Rt ∈ (0, 1) is the reproduction rate at year t, and At ∈
{tliberal,moderate, restricted, closed} to be the harvest practice at year t. Under each

hunting season, there is a harvest rate for each combination of age and sex. LetKtype,age,sex

be the harvest rate for a certain subpopulation under a specific hunting season. According

to Fish et al. (2016), the harvest rates for adult males are (0.1139, 0.0977, 0.0552, 0.0088)

under liberal, moderate, restrict and closed hunting seasons, respectively. And let the

ratios of harvest rates for other subpopulations to adult males be fixed, which are (1.5407,

0.7191, 1.1175) for young males, adult females, young females, respectively. Let yt be

harvest of mallards at the end of time t, then under a chosen harvest practice at, we can

compute the harvest as yt = Nt,AMKat,AM +Nt,AFKat,AF +Nt,Y MKat,Y M +Nt,Y FKat,Y F .

Under harvest practice At = at, let SAM(at), SAF (at), SYM(at), SY F (at) be the survival

rates for adult males, adult females, young males, and young females respectively. These

survival rates are determined by harvest rates as
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Sage,sex = S0,sex(1−Ktype,age,sex)

where S0,M = 0.7896 for males and S0,F = 0.6886 for females. Then the population sizes

change according to following equations

Nt+1,AM = Nt,AMSAM(At) + 0.897(Nt,AFRtSYM(At))

Nt+1,AF = Nt,AF (SAF (At) +RtSY F (At))

Nt+1,Y M = Nt,Y MSAM(At) + 0.897(Nt,Y FRtSYM(At))

Nt+1,Y F = Nt,Y F (SAF (At) +RtSY F (At))

Rt = 0.7166 + 0.1083Pt − 0.0373Nt

Pt+1 = β0 + β1Pt + ε (4.3)

where ε is a normal random variable with mean 0 and variance 0.25. So (β0, β1) are the

parameters that govern system dynamics.

Approximate dynamic programming

Approximate dynamic programming is a well-established method that can be used to

select harvest practices in this example. Let xt = {Nt,AM , Nt,AF , Nt,Y M , Nt,Y F , Pt} be the

state information at time t, and there are M = 4 possible actions/hunting seasons at

each decision point t. A number of N Gaussian radial basis functions (RBFs) are used

to approximate the Q-function such that Q(xt, aj) = φT (xt, aj)θ, where θ ∈ RNM . The

function φ(xt, at) has the form,

φ(xt, aj) = [0, . . . , 0︸ ︷︷ ︸
a1

, . . . , 0, φ̄1(xt), . . . , φ̄N(xt)︸ ︷︷ ︸
aj

, 0, . . . , 0, . . . , 0︸ ︷︷ ︸
aM

]T

and where,
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φ̄i(x
t) =

φ
′
i(x

t)∑N
i′=1 φ

′

i′
(xt)

φ
′

i(x
t) = exp

[
−(Nt,AM − ci,AM)2

b2
i,AM

− (Nt,AF − ci,AF)2

b2
i,AF

− (Nt,YM − ci,YM)2

b2
i,YM

−(Nt,YF − ci,YF)2

b2
i,YF

− (Pt − ci,P)2

b2
i,P

]
Note that φ

′
are the RBFs, in which ci’s are chosen to be arranged equidistant in each

subpopulation, and bi’s are chosen to be the distance along each dimension between two

adjacent RBFs. And set the number of RBFs as N = 50. Let θ∗ be the true values, we

want to construct estimates θt such that θt will converge to θ∗ as t→∞.

The approximate dynamic programming (ADP) is showed in Algorithm 6. αt is the

learning rate and we set it to αt = 1/(t+ 1). L is the number of Monte Carlo replicates

used to approximate the Q-function and set L = 20. We want to check the harvest after

15 years, so T = 15, and therefore γ = 1. Overall, ADP is a iterative process and within

each iteration the estimates for θ are updated, and the decision maker will choose an

action based on current estimation of the Q-function.

Algorithm 6 Approximate dynamic programming

Initiate θ1 arbitrarily;
For t = 1 to T

Apply at and observe xt+1 and yt;
Create L Monte Carlo samples such that state x

′
j is sampled from the conditional

distribution given xt and at, and y
′
j is the corresponding outcome, j = 1, . . . , L;

Update θt+1 = θt + αt

[
1
L

∑L
j=1

(
y
′
j + γmaxa φ

T (x
′
j, a)θt

)
− φT (xt, at)θt

]
φ(xt, at);

Choose action at+1 = arg maxa φ
T (xt+1, a)θt+1;
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Simulation results

We compare Thompson sampling fit with maximum likelihood with the following strate-

gies: (i) always apply a liberal harvesting practice (Liberal); (ii) always apply a moderate

harvesting practice (Moderate); (iii) always apply a restricted harvesting practice (Re-

stricted); and (iv) approximate dynamic programming fit using radial basis functions

(Approximate DP). In simulation studies, 20 years of ponds data are generated accord-

ing to (4.3) with (β0 = 2.2127, β1 = 0.3420) before simulation process. At each time

step in simulation, (β0, β1) are re-estimated that incorporates newly observed data. We

change simulation scenarios by setting initial population size from 6.0 million to 13.0

million. For each simulation scenarios, we check the accumulated harvest for 15 years

under different strategies, and we run 100 Monte Carlo replicates.

The estimated average cumulative harvest over the fifteen year management period

are displayed in Table 4.2. For each initial population size approximate Thompson sam-

pling is competitive with approximate dynamic programming which is the current gold

standard in this domain. Both approximate Thompson sampling and approximate dy-

namic programming perform similarly to the liberal harvest strategy as both recommend

this harvest practice often; frequent recommendation of the liberal harvest practice is

consistent with actual recommendations of the United States Fish and Wildlife Service

over the past 20 years (Johnson et al., 2015).

4.5 Discussion

We proposed a variant of Thompson sampling that can be applied to online decision mak-

ing problems with potentially high-dimensional state or decision spaces. The proposed

algorithm can be applied to essentially any sequential decision problem with a posited

class of dynamics models and an estimator of parameters indexing the underlying dy-

namics model. Thus, we believe that Thompson sampling is useful as a general purpose

tool for a wide range of decision problems.

There are several directions that this work can be extended. Our proposed estima-

tor is an example of model-based planning algorithm. Thus, one possible extension is

a semi-parametric or non-parametric version of the proposed algorithm, so that it can

be applied to scenarios in which domain knowledge is absent. According to the positiv-

ity assumption (A2), Thompson sampling have strictly positive support for all possible
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Table 4.2: Estimated average total harvest during fifteen year management period under
the following policies: (i) assigning a liberal harvest practice every year (Liberal); (ii)
assigning a moderate harvest practice every year (Moderate); (iii) assigning a restricted
harvest practice every year (Restricted); (iv) approximate dynamic programming with ra-
dial basis functions (ADP); and (iv) approximate Thompson Sampling (ATS). Estimates
are based on 100 Monte Carlo replications. The unit for population size is million.

Initial popn. size Liberal Moderate Restrict ADP ATS

6.0 11.47 (0.314) 10.67 (0.214) 7.31 (0.085) 11.48 (0.279) 11.58 (0.293)
7.0 12.35 (0.335) 11.44 (0.226) 7.76 (0.089) 12.36 (0.297) 12.47 (0.313)
8.0 13.11 (0.352) 12.11 (0.237) 8.14 (0.091) 13.12 (0.313) 13.23 (0.328)
9.0 13.80 (0.367) 12.71 (0.246) 8.49 (0.094) 13.81 (0.325) 13.92 (0.342)
10.0 14.41 (0.378) 13.24 (0.253) 8.79 (0.096) 14.42 (0.336) 14.54 (0.354)
11.0 14.97 (0.388) 13.72 (0.259) 9.07 (0.097) 14.98 (0.345) 15.10 (0.363)
12.0 15.47 (0.397) 14.16 (0.265) 9.32 (0.099) 15.49 (0.352) 15.60 (0.372)
13.0 15.94 (0.404) 14.56 (0.270) 9.54 (0.100) 15.95 (0.359) 16.07 (0.379)

decisions. However, in some cases, the recommended decision would be viewed as unac-

ceptable by domain experts. In practice, decision makers may chose to dispute or even

discard the recommended decision, and thereafter lead to disrupting of the exploration-

exploitation trade-off procedure. Therefore, another important extension would be one

that accommodate constraints on the decisions, and the constraints could be evolving,

such as time-dependent or data-dependent.
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José Maŕıa Cavanillas, Edward Curry, and Wolfgang Wahlster. New Horizons for a
Data-Driven Economy. Springer, 2016.

Iadine Chadès, Tara G Martin, Samuel Nicol, Mark A Burgman, Hugh P Possingham,
and Yvonne M Buckley. General rules for managing and surveying networks of pests,
diseases, and endangered species. Proceedings of the National Academy of Sciences,
108(20):8323–8328, 2011.

Dan Chen and Ulf Gyllensten. Lessons and implications from association studies and
post-gwas analyses of cervical cancer. Trends in Genetics, 31(1):41–54, 2015.

Eric Z Chen and Hongzhe Li. A two-part mixed-effects model for analyzing longitudinal
microbiome compositional data. Bioinformatics, page btw308, 2016.

Jun Chen, Kyle Bittinger, Emily S Charlson, Christian Hoffmann, James Lewis, Gary D
Wu, Ronald G Collman, Frederic D Bushman, and Hongzhe Li. Associating micro-
biome composition with environmental covariates using generalized unifrac distances.
Bioinformatics, 28(16):2106–2113, 2012.

Zhen Chen and David B Dunson. Random effects selection in linear mixed models.
Biometrics, 59(4):762–769, 2003.

79



Ilseung Cho and Martin J Blaser. The human microbiome: at the interface of health and
disease. Nature Reviews Genetics, 13(4):260–270, 2012.

Jose C Clemente, Luke K Ursell, Laura Wegener Parfrey, and Rob Knight. The impact
of the gut microbiota on human health: an integrative view. Cell, 148(6):1258–1270,
2012.

Human Microbiome Project Consortium et al. Structure, function and diversity of the
healthy human microbiome. Nature, 486(7402):207–214, 2012.

Ciprian M Crainiceanu and David Ruppert. Likelihood ratio tests in linear mixed mod-
els with one variance component. Journal of the Royal Statistical Society: Series B
(Statistical Methodology), 66(1):165–185, 2004.

Martin J Crowder. Maximum likelihood estimation for dependent observations. Journal
of the Royal Statistical Society. Series B (Methodological), pages 45–53, 1976.

Paul IW de Bakker, Gil McVean, Pardis C Sabeti, Marcos M Miretti, Todd Green,
Jonathan Marchini, Xiayi Ke, Alienke J Monsuur, Pamela Whittaker, Marcos Delgado,
et al. A high-resolution hla and snp haplotype map for disease association studies in
the extended human mhc. Nature genetics, 38(10):1166–1172, 2006.

Gustavo De Los Campos, Hugo Naya, Daniel Gianola, José Crossa, Andrés Legarra,
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Appendix A

Proof of Theorem 2.3.1 in Chapter 2

This proof follow Nardi et al. (2008). In this proof, we particularly use the special

form of the Lagrangian function Ln(θ), and finally obtain the desired bound. Let αn =
√
pn(n−1/2 + an). We will show that for any given ε, there exists a large constant C such

that,

P

{
inf
‖u‖=C

Ln(θ∗n + αnu) > Ln(θ∗n)

}
> 1− ε (A.1)

which implies that there exists a local minimum θ̂n inside the ball {θ∗n +αnu : ‖u‖ = C},
and ‖θ̂n − θ∗n‖ = Op(αn). Next, we have

Ln(θ∗n + αnu)− Ln(θ∗n) =− [Ln(θ∗n + αnu)− Ln(θ∗n)] + τn[Hn(θ∗n + αnu)−Hn(θ∗n)]

+ nλn

gn∑
j=1

√
dj(‖θ∗(j)n + αnuj‖ − ‖θ∗(j)n ‖)

≥− [Ln(θ∗n + αnu)− Ln(θ∗n)] + τn[Hn(θ∗n + αnu)−Hn(θ∗n)]

+ nλn
∑
j∈An

√
dj(‖θ∗(j)n + αnuj‖ − ‖θ∗(j)n ‖)

(A.2)

Let’s first take a look at the first term in (A.2), by Taylor’s expansion,

Ln(θ∗n + αnu)− Ln(θ∗n) = αnu
T∇Ln(θ∗n) +

1

2
uT∇2Ln(θ∗n)uα2

n[1 + 0p(1)] (A.3)
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According to assumption (v),

|αnuT∇Ln(θ∗n)| ≤ αn‖∇Ln(θ∗n)‖‖uT‖ = Op(αn
√
npn)‖u‖ = Op(nα

2
n)‖u‖ (A.4)

and,

1

2
uT∇2Ln(θ∗n)uα2

n =
1

2
uT
{

1

n
[∇2Ln(θ∗n)− E∇2Ln(θ∗n)]

}
unα2

n −
1

2
uT In(θ∗n)unα2

n

= −1

2
uT In(θ∗n)unα2

n + op(1)nα2
n‖u‖2 (A.5)

Comparing (A.4) and (A.5), it is easy to see that choosing C = ‖u‖2 to be large enough,

αnu
T∇Ln(θ∗n) will be dominated by 1

2
uT∇2Ln(θ∗n)uα2

n. Therefore, by (A.3), Ln(θ∗n +

αnu)− Ln(θ∗n) is dominated by 1
2
uT∇2Ln(θ∗n)uα2

n.

Next, we consider the second term in (A.2), by Taylor’s expansion,

Hn(θ∗n + αnu)−Hn(θ∗n) = αnu
T∇Hn(θ∗n) +

1

2
uT∇2Hn(θ∗n)uα2

n[1 + 0p(1)] (A.6)

Similar as in (A.4) and (A.5), we have

|αnuT∇Hn(θ∗n)| ≤ αn‖∇Hn(θ∗n)‖‖uT‖ = Op(nα
2
n)‖u‖ (A.7)

and,

1

2
uT∇2Hn(θ∗n)uα2

n = −1

2
uT Ihn(θ∗n)unα2

n + op(1)nα2
n‖u‖2 (A.8)

According to (A.6)-(A.8), Hn(θ∗n + αnu)−Hn(θ∗n) is dominated by 1
2
uT∇2Hn(θ∗n)uα2

n.

For the third term in (A.2), it can be bounded by
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nλn
∑
j∈An

√
dj(‖θ∗(j)n + αnuj‖ − ‖θ∗(j)n ‖) ≥ −nλn

∑
j∈An

√
djαn‖uj‖

≥ −‖u‖αnnλn|An|max
j∈An

√
dj

= −‖u‖αnnλnan
= −‖u‖Op(nα

2
n) (A.9)

By (A.2)-(A.9), it is followed that Ln(θ∗n+αnu)−Ln(θ∗n) is dominated by−1
2
uT∇2Ln(θ∗n)uα2

n+
1
2
uT∇2Hn(θ∗n)uα2

n, which is positive by (A.5), (A.8) and assumption (vii). That completes

the proof.
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Appendix B

Derivation of eScore test statistic

and null distribution in Chapter 3

We derive the exact score test for H0 : σ2
g = 0 vs HA : σ2

g > 0 in the variance component

model Y ∼ Nn(Xβ, V ), where

V = σ2
eIn + σ2

gS

The log-likelihood function is

L(β, σ2
e , σ

2
g) = −n

2
ln(2π)− 1

2
ln det(V )− 1

2
(y −Xβ)TV −1(y −Xβ)

and its partial derivative with respect to σ2
g is

∂

∂σ2
g

L(β, σ2
e , σ

2
g) = −1

2
tr(V −1S) +

1

2
(y −Xβ)TV −1SV −1(y −Xβ)

The information matrix relevant to variance components has entries
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E

(
− ∂2

∂σ2
e∂σ

2
e

L

)
=

1

2
tr(V −2)

E

(
− ∂2

∂σ2
e∂σ

2
g

L

)
= E

(
− ∂2

∂σ2
g∂σ

2
e

L

)
=

1

2
tr(V −2S)

E

(
− ∂2

∂σ2
g∂σ

2
g

L

)
=

1

2
tr(V −1SV −1S)

Rao’s score statistic is based on

I−1
σ2
g ,σ

2
g

(
∂

∂σ2
g

L

)2

evaluated at the MLE under the null. We evaluate the partial derivatives at the MLE

under the null

β̂ = (XTX)−1XTy, σ̂2
e =

yT (I − PX)y

n

That is

D1 :=
∂

∂σ2
g

L(β̂, σ̂2
e)

= − ntr(S)

2yT (I − PX)y
+
n2yT (I − PX)S(I − PX)y

2[yT (I − PX)y]2

=
−ntr(S)[yT (I − PX)y] + n2yT (I − PX)S(I − PX)y

2[yT (I − PX)y]2

Iσ2
g ,σ

2
g

:= E

(
− ∂2

∂σ2
g∂σ

2
g

L(β̂, σ̂2
e)

)
=

n2tr(S2)

2[yT (I − PX)y]2

from which we form the score statistic
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T =

I
−1
σ2
g ,σ

2
g
D2

1 D1 ≥ 0

0 D1 < 0

=


[
−ntr(S) + n2 y

T (I−PX)S(I−PX)y
yT (I−PX)y

]2
yT (I−PX)S(I−PX)y

yT (I−PX)y
≥ tr(S)

n

0 yT (I−PX)S(I−PX)y
yT (I−PX)y

< tr(S)
n

.

Equivalently the score test rejects when

T = max

{
yT (I − PX)S(I − PX)y

yT (I − PX)y
,
tr(S)

n

}
is large.

To derive the null distribution of T , let s = rank(X), the eigen-decomposition of

(I − PX)S(I − PX) be

(I − PX)S(I − PX) = Q1diag(µ1, . . . , µk)Q
T
1

where k = rank((I − PX)S(I − PX)), {µ1, . . . , µk} be the strictly positive eigenvalues of

(In − PX)S(In − PX), Q2 be an orthonormal basis of C(X,Q1)⊥, and Q = (Q1, Q2) ∈
Rn×(n−s). Then under the null

T = max

{
yTQdiag(µ1, . . . , µk, 0, . . . , 0)QTy

yTQQTy
,
tr(V1)

n

}
D
= max

{
σ2
e

∑k
i=1 µkw

2
i

σ2
e

∑n−s
i=1 w

2
i

,
tr(S)

n

}
D
= max

{∑k
i=1 µkw

2
i∑n−s

i=1 w
2
i

,
tr(S)

n

}
,

where wi are n− s independent standard normals.
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Appendix C

Derivation of eLRT and eRLRT and

their null distributions in Chapter 3

Let λ = σ2
g/σ

2
e be the signal-to-noise ratio, and rewrite the covariance as V = σ2

e(In +

λS) = σ2
eVλ, where Vλ = In + λS. Testing H0 : σ2

g = 0 vs HA : σ2
g > 0 is equivalent

to testing H0 : λ = 0 vs HA : λ > 0. The log-likelihood function is L(β, σ2
e , λ) =

−n
2

lnσ2
e − 1

2
ln det(Vλ) − 1

2σ2
e
(y − Xβ)TV −1

λ (y − Xβ). The likelihood ratio test (LRT)

statistic is

LRT = 2 sup
HA

L(β, σ2
e , λ)− 2 sup

H0

L(β, σ2
e , λ)

= sup
λ≥0

{
n ln yT (I − PX)y − n ln yTAλy − ln det(Vλ)

}
(C.1)

where Aλ = V −1
λ − V −1

λ X(XTV −1
λ X)−1XTV −1

λ . The restricted/residual likelihood ratio

test (RLRT) is based on the restricted/residual log-likelihood RL(σ2
e , λ) = −n−s

2
lnσ2

e −
1
2

ln det(QTVλQ)− 1
2σ2
e
yTQ(QTVλQ)−1QTy. The RLRT statistic is

RLRT = 2 sup
HA

RL(σ2
e , λ)− 2 sup

H0

RL(σ2
e , λ)

= sup
λ≥0

{
(n− s) ln(yTQQTy)− (n− s) ln[yTQ(QTVλQ)−1QTy]

− ln det(QTVλQ)
}

(C.2)
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Since both I−PX and QQT are the orthogonal projection onto C(X)⊥, I−PX = QQT .

LRT statistic (C.1) becomes

LRT = sup
λ≥0

{
n ln yT (I − PX)y − n ln yTAλy − ln det(Vλ)

}
= sup

λ≥0

{
n ln yTQQTy − n ln yTAλy − ln det(Vλ)

}
It is easy to show that under the alternative model when λ > 0, σ−1

e QTy ∼ N(0n−s, diag(1+

λµ1, . . . , 1 + λµk, 1, . . . , 1)), {µ1, . . . , µk} be the strictly positive eigenvalues of (In −
PX)S(In − PX). Therefore the first term of LRT statistics (C.1) can be expressed in

distribution as sum of squared standard normal distributions. Following the same idea,

we can show Aλ = QDQT , where D = diag((1 + µ1)−1, . . . , (1 + µk)
−1, 1, . . . , 1). Let

{ξ1, . . . , ξl} be the strictly positive eigenvalues of S. LRT statistics (C.1) is further re-

duced to

LRT = sup
λ≥0

{
n ln yTQQTy − n ln yTQDQTy − ln det(Vλ)

}
D
= sup

λ≥0

n ln

∑n−s
i=1 w

2
i∑k

i=1
w2
i

1+λµi
+
∑n−s

i=k+1w
2
i

−
l∑

i=1

ln(1 + λξi)


Finally the calculation of LRT statistics becomes an optimization problem with the

constraint λ > 0 and Newton-Raphson algorithm is implemented.

Similar derivation as eLRT can lead us rewrite the eRLRT statistics (C.2) as

RLRT
D
= sup

λ≥0

(n− s) ln

∑n−s
i=1 w

2
i∑k

i=1
w2
i

1+λµi
+
∑n−s

i=k+1 w
2
i

−
k∑
i=1

ln(1 + λµi)


where w1, . . . , wn−s are normal random variables with covariance diag(1 + λξ1, . . . , 1 +

λξk, 1, . . . , 1).
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Appendix D

Proofs of theoretical results in

Chapter 4

Proof of Theorem 4.3.1. Define ξθ∗(k, π) = Eθ∗
∑

v≥k+1 γ
v−1U∗v(π), then Vθ∗(π) = V k

θ∗(π)+

ξθ∗(k, π). For any π

Vθ∗(π) = V rt

θ∗ (π) + ξθ∗(r
t, π)

= V rt

θ̃t
(π) + V rt

θ∗ (π)− V rt

θ̃t
(π) + ξθ∗(r

t, π)

≤ V rt

θ̃t
(π̂t) + V rt

θ∗ (π)− V rt

θ̃t
(π) + ξθ∗(r

t, π)

= V rt

θ∗ (π̂t) + V rt

θ̃t
(π̂t)− V rt

θ∗ (π̂t) + V rt

θ∗ (π)− V rt

θ̃t
(π) + ξθ∗(r

t, π)

= Vθ∗(π̂
t) + V rt

θ̃t
(π̂t)− V rt

θ∗ (π̂t) + V rt

θ∗ (π)− V rt

θ̃t
(π) + ξθ∗(r

t, π)− ξθ∗(rt, π̂t)

≤ Vθ∗(π̂
t) + 2 sup

π∈Π
|V rt

θ̃t
(π)− V rt

θ∗ (π)|+ 2γr
t

1− γ

where the first inequality follows from the definition of π̂t and the second inequality uses

the fact |U t∗(π)| ≤ 1 so that |
∑

v≥rt γ
v−1U t∗(π)| ≤ γr

t
/(1 − γ). The above inequality

does not depend on the choice of π, so it is valid for πopt, hence

Vθ∗(π
opt)− Vθ∗(π̂t) ≤ 2 sup

π∈Π
|V rt

θ̃t
(π)− V rt

θ∗ (π)|+ 2γr
t

1− γ

If we can show that supπ∈Π |V rt

θ̃t
(π) − V rt

θ∗ (π)| = OP (
√
rt/t), then it lead to the desired

result. Let write V rt

θ̃t
(π)− V rt

θ∗ (π) as
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∫ ( rt∑
k=1

γk−1uk

){
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

−
∫ ( rt∑

k=1

γk−1uk

){
rt∏
v=2

f(sv | sv−1, av−1; θ̃t)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

=

∫ ( rt∑
k=1

γk−1uk

){
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

−
∫ ( rt∑

k=1

γk−1uk

){∏rt
v=2 f(sv | sv−1, av−1; θ̃t)∏rt
v=2 f(sv | sv−1, av−1; θ∗)

}

×

{
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

=

∫ ( rt∑
k=1

γk−1uk

){
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

−
∫ ( rt∑

k=1

γk−1uk

)
exp{`rt(θ̃t)− `rt(θ∗)}

×

{
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

=

∫ ( rt∑
k=1

γk−1uk

)
[1− exp{`rt(θ̃t)− `rt(θ∗)}]

×

{
rt∏
v=2

f(sv | sv−1, av−1; θ∗)π(av | s̄v−1, āv−1)

}
π(a1 | s1)f(s1)dλ(s̄r

t

, ār
t

)

= E

(
rt∑
k=1

γk−1U∗k(π)

)
[1− exp{`rt(θ̃t)− `rt(θ∗)}]

By Taylor expansion and assumptions (A6) and (A7), we have

`r
t

(θ̃t)− `rt(θ∗) =
√
t(θ̃t − θ∗)TD

rt(θ∗)√
rt

√
rt

t
+ o(‖θ̃t − θ∗‖)

It can be seen that for any µ ∈ [0, 1]
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E

(
rt∑
k=1

γk−1U∗k(π)

)
exp

[
µ
{
`r
t

(θ̃t)− `rt(θ∗)
}]

<∞

Thus, apply a Taylors series approximation to 1− exp{`rt(θ̃t)− `rt(θ∗)} will lead to the

result we want to prove.

Lemma D.0.1. Assume (A1)-(A5), (A6), (A7). Then for any v > 0

P
{
‖θ̃t − θ∗‖ > v

}
≤ K1 exp(−tv2K2),

where K1 = 2p and K2 = {4p2(M/8 + σ2)}2.

Proof. Because the L2 norm is bounded above by the L1 norm, thus

P
{
‖θ̃t − θ∗‖ > v

}
≤ P

{
p∑
j=1

|θ̃tj − θ∗j | ≥ v

}
≤

p∑
j=1

{
P (θ̃tj − θ∗j ≥ v/p) + P (θ∗j − θ̃tj ≥ v/p)

}

We derive a bound on P (θ̃tj − θ∗j ≥ v/p), and the same method can be used to derive the

bound on P (θ∗j − θ̃tj ≥ v/p). Let w̄ > 0, then

P (θ̃tj − θ∗j ≥ v/p) = P
[
exp{tw̄(θ̃tj − θ∗j )} ≥ exp{tw̄v/p}

]
≤

E exp{tw̄(θ̃tj − θ∗j )}
exp{tw̄v/p}

=
E exp{w̄

∑t
k=1 φ

k
j (H

k; θ∗) + w̄
√
tW t

j}
exp{tw̄v/p}

≤
[
E exp{2w̄

∑t
k=1 φ

k
j (H

k; θ∗)}
]1/2 {exp(2w̄

√
tW t

j )}1/2

exp{tw̄v/p}
, (D.1)

where the first inequality follows from Markovs inequality and the second inequality

follows from the Cauchy-Schwartz inequality. We will derive bounds on the two terms in

the numerator of (D.1) separately. First, by assumption (A6’)
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{E exp(2w̄
√
tW t

j )}1/2 = {E exp(2w̄t1/2−εtεW t
j )}1/2

≤ {exp(2w̄2t1−2εσ2)}1/2

= exp(w̄2t1−2εσ2).

For the other term in the numerator of (D.1), again by assumption (A6’)

E

{
2w̄

t∑
k=1

φkj (H
k; θ∗)

}
= E

(
E

[
exp

{
2w̄

t∑
k=1

φkj (H
k; θ∗)

}
|H t−1

])

≤ E

[
exp

{
2w̄

t∑
k=1

φkj (H
k; θ∗)

}]
exp(w̄2M/4),

where M is such that |φkj (hk; θ)| ≤
√
M/2 for all hv (such an M exists by assumption

(A6’)), and the inequality follows from Hoeffdings lemma. Iterating the above arguments

for t− 1, t− 2, . . . , 1, we will have

[
E exp

{
2w̄

t∑
k=1

φkj (H
k; θ∗)

}]1/2

≤ exp(tw̄2M/8).

Thus, we have shown that

P (θ̃tj − θ∗j ≥ v/p) ≤ exp

{
tw̄2M

8
+ w̄2t1−2εσ2 − w̄tv

p

}
= exp

{
−w̄t

(
v

p
− w̄M

8
− w̄σ2

t2ε

)}
.

Set w̄ = v{2p(M/8 + σ2)}−1 then

exp

{
−t
(

4R−θ∗

Mp

)(
v

2p
− 4R−θ∗

Mpt2ε

)}
≤ exp

[
−tv2{4p2(M/8 + σ2)}−1

]
.

That complete the proof for this lemma.
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Lemma D.0.2. Assume (A1)-(A5). Then,

|V rt

θ̃t
(πopt

θ̃t
)− V rt

θ̃t
(π̂t)| ≤ γr

t

1− γ
.

Proof.

V rt

θ̃t
(πopt

θ̃t
) ≤ V rt

θ̃t
(π̂t)

= Vθ̃t(π̂
t)− ξθ̃t(r

t, π̂t)

≤ Vθ̃t(π
opt

θ̃t
)− ξθ̃t(r

t, π̂t)

= V rt

θ̃t
(πopt

θ̃t
) + ξθ̃t(r

t, πopt

θ̃t
)− ξθ̃t(r

t, π̂t)

≤ V rt

θ̃t
(πopt

θ̃t
) +

γr
t

1− γ
.

That complete the proof.

Proof of Theorem 4.3.2. If R−1
θ∗ (δ) = 0 the result holds trivially so we assume R−1

θ∗ (δ) > 0.

Write

P{Vθ∗(πopt)− Vθ∗(π̂t) > δ} = P{Vθ∗(πopt)− Vθ∗(π̂t) > δ, ‖θ̃t − θ∗‖ > R−1
θ∗ (δ/3)}

+ P{Vθ∗(πopt)− Vθ∗(π̂t) > δ, ‖θ̃t − θ∗‖ ≤ R−1
θ∗ (δ/3)}.

Applying the preceding lemma, it can be seen that the above expression is bounded above

by

K1 exp
[
−t{R−1

θ∗ (δ/3)}2
]

+ P{Vθ∗(πopt)− Vθ∗(π̂t) > δ, ‖θ̃t − θ∗‖ ≤ R−1
θ∗ (δ/3)}.

We now focus on bounding the second term in the above expression, which we can write

as

P{Vθ∗(πopt)− Vθ∗(πopt

θ̃t
) + Vθ∗(π

opt

θ̃t
)− Vθ∗(π̂t) > δ, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)}

≤ P{Vθ∗(πopt

θ̃t
)− Vθ∗(π̂t) > 4δ/5, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)},
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where the inequality follows from the implication that Vθ∗(π
opt)− Vθ∗(πopt

θ̃t
) ≤ δ/5 when-

ever ‖θ̃t − θ∗‖ ≤ R−1
θ∗ (δ/5). Furthermore, using the definition of V rt

θ∗ it can be seen that

the term on the right hand side of the above display is bounded above by

P

{
V rt

θ∗ (πopt

θ̃t
)− V rt

θ∗ (π̂t) +
2γr

t

1− γ
> 4δ/5, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)

}

= P

{
V rt

θ∗ (πopt

θ̃t
)− V rt

θ̃t
(π̂t) + V rt

θ̃t
(π̂t)− V rt

θ∗ (π̂t) +
2γr

t

1− γ
> 4δ/5, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)

}

≤ P

{
V rt

θ∗ (πopt

θ̃t
)− V rt

θ̃t
(πopt

θ̃t
) + V rt

θ̃t
(π̂t)− V rt

θ∗ (π̂t) +
3γr

t

1− γ
> 4δ/5, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)

}

≤ P

{
2 sup

π
|V rt

θ∗ (π)− V rt

θ̃t
(π)|+ 3γr

t

1− γ
> 4δ/5, ‖θ̃t − θ∗‖ ≤ R−1

θ∗ (δ/5)

}
, (D.2)

Using the derivations in the proof of Theorem 4.3.1, it follows that

V rt

θ∗ (π)− V rt

θ̃t
(π) =

rt∑
k=1

γk−1EU∗k(π)
[
1− exp

{
`r
t

(θ̃t)− `rt(θ∗)
}]

.

Under (A6) and (A7) one can use a Taylor series approximation to obtain an upper

bound on V rt

θ∗ (π)− V rt

θ̃t
(π) of the form

1− γrt

1− γ

[
K3

√
rt‖θ̃t − θ∗‖+K4r

t‖θ̃t − θ∗‖1+η
]
,

where K3 ≥ 0 and K4 ≥ 0, and neither K3 nor K4 depends on t, δ, or π. Derivations of

K3 and K4 will be given after this proof. Using this bound, it follows that the last term

in (D.2) is bounded above by

P

{
2

1− γrt

1− γ

[
K3

√
rt‖θ̃t − θ∗‖+K4r

t‖θ̃t − θ∗‖1+η
]

+
3γr

t

1− γ
> 4δ/5,

‖θ̃t − θ∗‖ ≤ R−1
θ∗ (δ/5)

}
≤ P

{
2

1− γrt

1− γ

[
K3

√
rt‖θ̃t − θ∗‖+K4r

t‖θ̃t − θ∗‖{R−1
θ∗ (δ/5)}η

]
+

3γr
t

1− γ
> 4δ/5

}
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where the inequality follows from replacing ‖θ̃t − θ∗‖1+η with the upper bound ‖θ̃t −
θ∗‖{R−1

θ∗ (δ/5)}η and subsequently removing the condition ‖θ̃t − θ∗‖ ≤ R−1
θ∗ (δ/5). Rear-

ranging terms shows that the last term in the above display is equal to

P

{
‖θ̃t − θ∗‖ ≥

(
2δ

5
− 3γr

t

1− γ

)({
1− γrt

1− γ

}(
K3

√
rt +K4r

t{R−1
θ∗ (δ/5)}η

)−1
)}

≤ P

{
‖θ̃t − θ∗‖ ≥

(
2δ

5
− 3γr

t

1− γ

)({
1− γrt

1− γ

}(
K3/
√
rt +K4{R−1

θ∗ (δ/5)}η
)−1
)}

where we have used rt ≥ 1. The desired result follows from applying Lemma C.0.1.

Derivation of K3 and K4 are given as follows. Write

V rt
θ∗ (π)− V rt

θ̃t
(π) =

rt∑
k=1

γk−1EU∗k(π)
[
1− exp

{
`rt(θ̃t)− `rt(θ∗)

}]
≤

rt∑
k=1

γk−1EU∗k(π)|`rt(θ̃t)− `rt(θ∗)|,

where we used 1− exp(−x) ≤ x ≤ |x|. Applying the expansion from (A7’) yields

|`rt(θ̃t)− `rt(θ∗)| = |
√
rt(θ̃t − θ∗)TDrt(θ∗)/

√
rt +Qrt(θ̃t, θ∗)|

≤ K3

√
rt‖θ̃t − θ∗‖+K4r

t‖θ̃t − θ∗‖1+η,

where K3 and K4 satisfy supt ‖Dt(θ∗)/
√
t‖ ≤ K3 and Qt(θ, θ∗) ≤ tK4 for all t. Thus,

using |U∗(π)| ≤ 1 almost surely, we have

V rt
θ∗ (π)− V rt

θ̃t
(π) ≤ 1− γrt

1− γ

[
K3

√
rt‖θ̃t − θ∗‖+K4r

t‖θ̃t − θ∗‖1+η
]
.
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