ABSTRACT

KASHYAP, PRIYANK. Machine Learning to Enable Side-Channel Analysis and Generative
Modeling in Electronic Design Automation. (Under the direction of Paul D. Franzon and

Aydin Aysu).

With more demand than ever for semiconductors across the board, electronic design
automation (EDA) tool designers seek ways to reduce time to market. Machine learning
(ML) presents a unique conundrum in that it enables design acceleration via tools while
reducing the entry barrier for bad actors to extract secret information from devices.
Similarly, this work explores how ML can be particularly impactful from a hardware
security perspective while providing significant speedups over traditional design methods.

ML can achieve human performance levels and is easily accessible for various vision
tasks. Though in EDA, numerous problems are time-dependent and can have multiple
solutions. This work uses an image representation called a Gramian field (GAF) to
formulate a time series task as an image task. The work applies the time series data as is
and then uses GAFs to enable side-channel analyses (SCAs) of two post-quantum key
exchange (PQKE) protocols. The work then shows generative approaches to modeling a
high-speed SerDes through GAFs. The SerDes modeling uses the GAF as both a source
of information and a target. The work then looks at the GAF with a similar lens to SCA
and provides an alternate approach to model a receiver with a sequence-to-image task.
Lastly, it builds on the findings of generative modeling and applies them to determine
heat maps for a given power map for a 3DIC.

With these methods, the GAF-based approach shows at least 1.5x performance
improvement over its time-series counterpart in obtaining the secret information. Overall,
ML-based SCAs can extract the secret key for unseen devices and are highly effective in

the presence of lightweight defenses such as jitter. The GAF approach enables a generative



model of the receiver while accounting for varying channel conditions, bitstream, and device
configurations. It expands to working under challenging channel conditions, specifically
crosstalk, and for different modulation schemes. It then models a transmitter by generating
a GAF and opens the door for general-purpose analog models. The work then shows
that using the time series to model a receiver directly reduces the memory consumption
by at least 50.8% and speeds up the training by at least 58% without any performance
degradation. Lastly, it applies the findings of the generative approach to accurately model
the power to heat transformation with an RMSE of 0.089 in a 0 to 1 scale to the ground
truth.

These results show the double-edge nature of ML in EDA. Conversely, ML reduces
the model development time for SerDes modeling to a week, including the data collection
phase, freeing up crucial engineering time and reducing the simulation times for generating
heat maps for given power maps. On the other hand, ML-based SCAs have the potential
to wreak havoc on devices that form a crucial part of our infrastructure, thus, making it

critical for hardware designs to consider defenses that deter such attacks.
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CHAPTER

INTRODUCTION

1.1 Motivation

Advancements in machine learning (ML), speci cally deep learning (DL), have profoundly
a ected di erent elds, with electronic design automation (EDA) being a signi cant
bene ciary. Today EDA tools use cutting-edge algorithms and nd use in various parts
of the design ow. These tools attempt to solve NP-hard problems and often rely on
heuristics or the engineer operating the tool to guide the design process. With these
problems coupled with advancements in ML, the EDA industry has started to create
data-driven alternative rather than end-to-end, time-consuming, and computationally

expensive tools. The existing application of ML in EDA shows tremendous promise in



alleviating many of the problems that have plagued the industry.

This work aims to tackle complex problems with the help of modern ML algorithms.
Speci cally, this work aims to present how EDA can leverage ML techniques to design
hardware that keeps the next generation of device security in mind, provide alternative
data-driven modeling strategies, and can be a source for quick thermal simulations.

With the internet of things (IoT) devices used by millions worldwide, the need to
design hardware with security in mind is more crucial than ever before. Additionally, as
noisy intermediate-scale quantum (NISQ) technology becomes available, there is a need
for the next generation of key exchange protocols. Though the proposed algorithms are
theoretically secure, their implementations allow for successful power side-channel attacks
(SCASs). ML-based SCAs are gaining popularity as they do not require domain-speci c
knowledge. Thus, it is critical to understand the impact of these SCAs and design new
hardware with them in mind.

Serializer/deserializer (SerDes), which enables the communication between chips, con-
sists of a TX and a receiver (RX). The industry shares di erent TX and RX models
via IBIS Algorithmic Modeling Interface (IBIS-AMI) models that protect the vendor's
intellectual property (IP) while detailing the component's performance. However, devel-
oping the IBIS-AMI requires signi cant design time and a process requiring multiple
design iterations. The numerous iterations present problems as spice-level simulations take
signi cant computational resources. Data and simulation-driven simulation techniques
o er an alternative ow that can alleviate bottlenecks in the design ow.

Furthermore, as the transistor count on an integrated chip (IC) has increased, designing
with thermal constraints in mind is more necessary than ever. Adding to the thermal
woes is the 3D stacking which provides tremendous speed up but intensi es the prevalent
thermal issues. Traditional thermal simulations based on nite element method (FEM)

methods are time-consuming. Thus it is highly bene cial for a designer to generate a



correct thermal solution for any given oorplan.

1.2 Technical Contributions

The technical contributions of the work are:

1. The rst demonstration of DL-based SCA on parallelized post-quantum
key-exchange (PQKE) implementations and its superiority to traditional

SCA.

We developed DL-based single-trace SCAs and quanti ed their superiority to classical
techniques by up to 150% foFrodo [1], a PQKE. These results showed that DL-based
SCAs can break parallelized implementations, previously considered unbreakable
due to algorithmic noise. The proposed method has similar accuracy compared to

the state-of-the-art approach.

2. Extend the method for conversion of time series to images for SCA.

We convert power measurements into 2D images and formulate SCA as an image
classi cation problem. Then we use a 2D convolutional neural network (CNN) classi-
er to determine the secret key. This approach shows 1.5x performance improvement

over the 1D-CNN.

3. Present a cross-device analysis wherein the DL model trains on data

from a single device and breaks previously unseen devices.

We implement a cross-device attack by pro ling a single device to attack three
previously unseen devices. The attacks achieved a 99% accuracy in determining the

secret key for the previously unseen devices for hardware implementationg=oddo.



4. Present an evaluation of emulated lightweight defenses using the devel-

oped SCAs.

We emulate lightweight defenses such as dummy cycle insertion, random jitter, and
random shu ing of inputs in software by reusing measurements for regular device
operation. The 1D-CNN and 2D-CNN [2], [3], can extract the secret key successfully

in all settings when trained on emulated data.

5. Model a RX with varying tap settings, input channel conditions, and
bitstreams with time-series data by augmenting the data using the method

described in a single DL model.

We show that conditional GANs (cGANs) can model a RX while handling random
bitstream, channel conditions, and tap settings using data augmentation described
previously. The cGAN approach applies to modeling the RX's performance as an
eye diagram or a bit-error ratio (BER) contour plot while preserving the underlying
statistics such as eye height and width. The approach works at di erent operating

frequencies; in this work, we show a model for 5 @b, 15 Gb-s, and 32 Glss.

6. Present a data-driven ow for a RX that handles crosstalk and di erent

modulation schemes.

We demonstrate the ability of cGANs to work with actual world data while handling
challenging scenarios such as crosstalk. Furthermore, we show the cGAN's ability
to model di erent modulation schemes, such as 30G pulse amplitude modulation

4-level (PAM-4) with crosstalk.

7. The rst to model a SerDes TX with load and varying tap con guration

using a data-driven approach.

We show that through data augementation process, a cGAN can predict the pulse



response for a TX and tell the user about its performance. The recovered pulse
response has an root-mean-squared error (RMSE) of 0.0080 with the data range
between [Q1], indicating that it correlates to the simulated waveform. The approach
shows Moreover, we show this approach can open the door for general purpose

analog models.

8. We present a sequence-to-image model using transformers to provide an

alternate scheme for modeling a RX.

We develop a time series to image DL model that does not require the computational
overhead associated with time series to image transformations. Such an approach
does not degrade the model's accuracy or signi cantly increase computation time

while reducing memory consumption.

9. We extend the approach from SerDes modeling to thermal modeling of

3D s (3DICs).

We show that a cGAN-based approach is on par with the state of the art to model
the temperature stack. Such a modeling scheme considers the power consumption
at the di erent points in the chip stack and outputs the power map for the desired

layer(s).

1.3 Organization

The rest of the document is as follows; Chapter 2 presents the necessary ML background
for the work. Chapter 3 focuses on the SCA work in its entirety, from the background
and state of the art to the developed SCAs and relevant results. Chapter 4 highlights
the generative methods to model a high-speed RX with the time series transformation.

Chapter 5 shows the generative work that recovers a waveform that via the the time



series transformation and how it can be applicable to analog macro-modeling. Chapter 6
presents the work that models the RX with the time series data directly. Chapter 7
present the application of the generative approach to predict heat maps for a 3DIC.

Lastly, Chapter 8 summarizes the work done and presents a discussion on future work.

1.4 Acronyms

3DIC 3D

ANN  Arti cial Neural Network
BEOL Back End of Line

BER  Bit-Error Ratio

BERT Bit-Error Ratio Tester

BTC  Bathtub Curve

CDR  Clock Data Recovery

cGAN Conditional GAN

CNN  Convolutional Neural Network
CTLE Continuous Time Linear Equalizer
DFE  Decision Feedback Equalizer
DFT  Discrete Fourier Transform
DL Deep Learning

DNN  Deep Neural Network

DPA  Dierential Power Analysis
EDA  Electronic Design Automation
EDT  Electronics Desktop

EH Eye Height



EW
FEM
FEOL
FEXT
FFE
FID
FIR
GADF
GAF
GAN
GASF
H-DPA
HD
HTC
HW
IBIS-AMI

Eye Width

Finite Element Method

Front End of Line

Far-End Crosstalk

Feed Forward Equalizer

Frechet Inception Distance

Finite Impulse Response
Gramian Angular Di erence Field
Gramian Angular Field
Generative Adversarial Network
Gramian Angular Sum Field
Horizontal Di erential Power Analysis
Hamming Distance

Heat Transfer Coe ecient
Hamming Weight

IBIS Algorithmic Modeling Interface
Integrated Chip

Internet of Things

Intellectual Property

Inception Score

Intersymbol Interference

Latin Hypercube Sampling

Long Short-Term Memory

Layout Versus Schematic



MAE  Mean Absolute Error

MAPE Mean Absolute Percentage Error
MHA  Multiheaded Attention

ML Machine Learning

MLP Multilayer Perceptron

MMD  Maximum Mean Discrepancy

MTF Markov Transition Field

NEXT Near-End Crosstalk

NISQ  Noisy Intermediate-Scale Quantum
NIST  Nation Institute of Standards And Technology
NLP Natural Language Processing

NN Neural Network

NRZ Non-Return-To-Zero

PAM-4 Pulse Amplitude Modulation 4-Level
PCC Pearson Correlation Coe cient
PDE Partial Di erential Equation

PDK Process Design Kit

PDN Power Delivery Network

PINN  Physics-Informed Neural Network
POI Point of Interest

PQKE Post-Quantum Key-Exchange
PRBS Pseudo-Random Binary Sequence
RAM  Random Access Memory

RelLU Recti ed Linear Unit



RF Random Forest

RMSE Root-Mean-Squared Error

RNN Recurrent Neural Network
RP Recurrence Plot
RX Receiver

SCA Side-Channel Attack
Seg2lmg Sequence-To-Image
SerDes  Serializer/deserializer

SID System Identi cation

SNR Signal-To-Noise Ratio
SOSD Sum of Squared Di erence
SVM Support Vector Machine

TA Template Attack

TIM Thermal Interface Material
TX Transmitter

Ul Bit Period

VGG Visual Geometery Group



CHAPTER

BACKGROUND

2.1 Introduction

This chapter presents the necessary ML background at the crux of the work. First, the
chapter presents information on the building blocks of the DL models, namely deep neural
networks (DNNs), and CNNs. It follows this by presenting an overview of the higher-
level models that use these building blocks, i.e., transformers and generative adversarial

networks (GANS) .
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Figure 2.1: DNN with 3 hidden layers.

2.2 DNN

Arti cial neural networks (ANNSs) are models which aim to mimic the neurons in the
brain. ANNs have an input layer, an output layer, and a single hidden layer. The number
of neurons or units in the input layer corresponds to the number of input features that the
data has. The number of output units depends on the task; for instance, if performing a
regression task for one variable, the model outputs a single value, whereas a classi cation
model might requiren output units for n possible classes. Hidden layers are the layer(s)
between the input and output of the ANN. If there is more than one hidden layer, the
network is deep and referred to as a DNN. The number of neurons and hidden layers
varies depending on the task. For instance, to capture complex input features, we increase
the number of layers or neurons in each layer. In the event of over tting, where a network
cannot generalize to unseen data, we reduce the layers in the network or the number of
neurons per layer. A weight and bias describe each neuron in the network and are the
parameters that training seeks to determine. Fig. 2.1 shows a DNN with 3 hidden layers
with 7 neurons each, an input layer with 5 neurons, and an output layer with 3 neurons.

Other than the input layer, all layers can have an activation function that enables

11



the model to determine the complex relationships in the data. These activation functions
range from no activation or linear to non-linear activation, like the recti ed linear unit
(ReLU), sigmoid, softmax, and tanh. TABLE 2.1 shows each activation function's numeric

representation.

Table 2.1: Description of activation functions

Name Numeric Representaion

Linear f(x)=wx+Db

Sigmoid f(x)=

1+exp X
2
tanh | f(X)= ——
an (X) T+exp &
<
ReLU | f(x)= 0 forx<O
x forx O

2.3 CNN

CNNs are a class of DL models that have shown better performance than classical
approaches for image recognition [4]. A CNN is a particular neural network that processes
information with a grid-like structure. Fig. 2.2 shows a 1D-CNN, which consists of the

following layers:

12



Figure 2.2: Convolutional and pooling layers of a 1D-CNN.

~ Convolutional Layer. The convolutional layer performs feature extraction while
preserving the relationship between pixels. In this layer, a speci c size Iter passes
over the input and performs convolutions to produce a set of linear activations.
The Iter moves by a xed amount referred to as the stride. The network often
initializes the lter in the corner of the input to capture the features of the entire
input. So either the input has to be zero-padded, or the network will not use the

corner features.

Pooling layer. This layer follows the convolutional layer and sub-samples the pro-
duced feature map to make it invariant to small changes in the input [5]. Like the
convolutional layer, a Iter determines which values to sub-sample, and a stride
length de nes how much to move the Iter. Pooling generally is either maximum

pooling which takes the maximum of the values of the image in the lter area, or

average pooling, which averages all values in the lter.

Fully Connected Layeror DNN: This layer predicts the probability distributions

of the input over di erent classes. The function is a fully connected (dense) layer
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of neurons, with the outputs having aSoftmaxactivation. The Softmax nds use
here as it converts logits, raw scores of the output layer, to probabilities. The
following equation shows the softmax functiors(y;) = %J— wherey; is the i

]

logits value [6].

Batch Normalization Layer. During the training of neural networks (NNs), updating

the parameters of a previous layer causes the parameters of a later layer to change.
This phenomenon is known as internal covariate shift [7], which slows down the
training by requiring the learning rates of the models to be small. Batch normalization
addresses this problem by normalizing the parameters of the network layer-wise
and readjusting the parameters. This approach reduces training time while giving

similar performance [7].

Dropout Layer. NNs are challenging to train and often tend to over t the training
data. Dropout is a technique that addresses this problem by randomly dropping
neurons (with their connection) during training which prevents the network from
learning data from the training set only [8]. Such an approach improves the perfor-

mance of NNs on supervised learning tasks and can help with generalization [8].

2.4 Transformers

A single transformer encoder model contains di erent blocks within it; speci cally, it
contains two add and normalization layers, a feedforward network, and the workhorse of
the model, the multiheaded attention (MHA). This subsection looks at the role each of

these plays in the overall model in detail.

~ Positional Embedding and EncodingA tokenizer gives each word a unique token

value in most natural language processing (NLP) tasks. After tokenization, an
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embedding layer maps the sparse tokens into a lower dimensional layer. With heavy
research into NLP, many pre-trained embedding layers exist, but one can also train

a custom embedding layer for their data as needed.

After embedding, a positional encoding layer encodes positional information. The
positional encoding step is crucial, as without it, the model sees just the vector
representation of the words with no positional information. The positional encoding
enables the model to identify the word's order. The baseline transformer uses a set
of sines and cosines at di erent frequencies to perform the positional encoding. One

possible positional encoding is given by:

P E(posi2i) = sin( pos=1000G=dmoce! )
(2.1)

PE(pospi+1) = COS(pOSﬂ.OOOGi:dmoda )

whereposis the position in the sequence andthe dimension.

Add and Normalize There are multiple add and normalization blocks throughout
the model. Each joins a residual connection and passes the run result through layer
normalization. The residual connection gives a direct path for the gradient, and the

normalization ensures that the outputs are on a reasonable scale.

Multiheaded Attention (MHA): In a sequence-to-sequence model, encoders process
the entire sequence to generate a context before passing it on to a decoder, translating
the original sequence into a di erent domain. In encoder recurrent neural networks
(RNNSs), the context corresponds to the number of hidden units and is e ectively
the hidden state of the last RNN encoder. Bahdanau et al. [9] and Luong et al. [10]
proposed two approaches to attention to deal with issues in generating context for

large sequences. Self-attention enables the model to focus on critical parts of the

15



input sequence to the nal prediction.

In a transformer, the attention model learns three sets of weight&/o, Wk , and
W,y . These weights multiply with the input to give us a query,Q, key, K, and value,

V. The following operation gives us the output of a single self-attention layer.
Q_ KT
Z = Softmax(—pd_—)v (2.2)
k

where di is the dimension of the key vector and the square root af; results
in stable training. The multiplication of the query and key matrices represents
how well a query matches a key, whereas ti#&oftmax normalizes the result. The
multiplication by the value enables the values of the more likely results to bubble
up. This attention approach is a scaled dot product attention and tends to perform

faster while requiring less memory than additive attention.

As the name suggests, multiple of these attention models combine via concatenation
and multiply by another weight matrix, Wg, to give the output of a single multihead.

This MHA approach allows each head to learn di erent sequence representations.

Whether the MHA is in the encoder or decoder, it is known as global attention,
cross-attention, and causal attention. Global attention enables any sequence to access
any part of the sequence in parallel, overcoming the limitation of long short-term
memory (LSTM) (processing information sequentially) and CNN (limited receptive
eld) encoders. Cross-attention takes the full context from the encoder and allows
the sequence access to all the context. Lastly, the causal-attention layer masks the
input to preserve the auto-regressive nature of the model. The layer does so by
ensuring only the position of the sequence that the model predicts is unmasked,

whereas everything else has a mask value af [11].
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" Feedforward Layer The feedforward layer takes each position's attention output to

process independently to get the FFN output for that input.

2.5 Generative Adversarial Network

Generative networks have found tremendous use for tasks such as synthetic dataset
generation, super-resolution, and image translation, to name a few. The GANs themselves
consist of two modules: the generatoiG, which generates samples similar to the ground
truth, and a discriminator, D, whose job is to determine if a sample presented to it is the
ground truth or not. Mathematically, the generator attempts to learn a mapping from
some noise vectorz, to a desired imagey, given parameters 4 of the neural network,
i.e., G :z! y. The discriminator's function D (yj q), returns the probability that the
sampley, presented to it, is from the dataset or the generator. Together the generator
and discriminator play a min-max game where they try to outperform each other until

they reach a state of equilibrium [12]. To that extent, the loss function is:

Lean (G;D) = Ey [logD(y)]

+ E;[log(1 D(G())NI:

(2.3)

Unlike regular GANSs, the cGAN uses labeled data to enable the model to extend
the latent spacez and thus generate and discriminate images better. The generator
learns a mapping given some input, and noise vectorz, to generate an outputy. The
discriminator trains to discern whether, for the given inputx, y is from the dataset or
the generator [13]. To that extent, the loss function in Equation 2.3 changes to give the

loss function of the cGAN:
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Leean (G; D) = Exy [logD (yjx)]
(2.4)
+ Exz [log(1  D(G(zjx)))] :
Additionally, prior work has shown that adding additional loss terms to the generator
training improves the quality of the images generated by the model [13]. Thus the GAN's

nal objective is as follows:

L = Leean (G,D)+ ) 1- (25)

In its implementation, binary cross entropy is the loss function to train the GAN/cGAN.
The discriminator aims to distinguish between real and false by predicting a 1 and 0,
respectively, and it trains to distinguish the classes. On the other hand, the generator
tries to get the discriminator to predict a 1 on its image and uses the feedback from the
discriminator to re ne its output. However, GAN training has many pitfalls, including
mode collapse, where the generator generates the same output no matter what. Alternate
loss functions, such as a Wasserstein GAN with gradient penalty, aim to combat this
issue [14]. Another alternative is hinge loss from support vector machine (SVM) [15],
which measures the model's accuracy and con dence. That is to say, predicting that a

sample is false is insu cient, but how false the sample is, determines the loss.
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CHAPTER

3

DEEP LEARNING BASED SIDE
CHANNEL ANALYSIS

3.1 Introduction

This chapter presents DL-based SCA for parallelized implementations of 2 PQKE protocols.
The chapter rst presents the necessary background required for SCA and accompanies it
with state of the art. It then o ers a baseline approach, a 1D-CNN, and shows how to
augment the data to adapt it to a 2D-CNN. Then it presents a brief discussion on the

hyper-parameter tuning for the developed SCA. It follows this with a description of two
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constrained scenarios, cross-device attacks, and software-emulated defenses, where the
SCA nd use. Then there is a discussion on the evaluation setup before showing all the

relevant results, including comparisons of DL-based SCA and classical analysis.

3.2 Background

Frodo [1] and NewHop¢16] are key-exchange protocols that let two or more parties
establish a unique, symmetric key over an insecure medium. The algorithms include the
arithmetic functions of matrix multiplication for Frodo and the polynomial multiplication

for NewHopewhich multiplies the known plaintext with a secret key. Prior work has
shown that an attack onFrodo and NewHopés equivalent to attacking the matrix and
polynomial multiplication [17].

Di erent parameter options are available for bothFrodo and NewHopeWe analyze
them at Security Level 5 as per the NIST call for proposals for this work. Fd¥frodo, it
corresponds to using matrices of sizes n,n /R, M n, M / wheren, r, and m, are
respectively, 1344, 8, and 8 with integer elements moduld®2Whereas forNewHopethis
corresponds to operating with polynomials of degree 1023 with integer coe cients modulo
12289. The sub-key spaces féirodo lie in the interval [ 5;+5], and for NewHopeany of
the 33 values that lie between [16; +16].

As mentioned before, breakingrrodo and NewHopes equivalent to successfully applying
SCAs on matrix and polynomial multiplication [17]. The hardware architectures focus
on the operationsA S and a s, where A (or a) is the public value andS (or s) is the
secret sub-key. This multiplication function uses the same secret sub-keys more than once
in the computation; therefore, the attacker can extract the secret information from a
single power trace [17]. The architecture name changes accordingly depending on how

many coe cients the hardware design processes in parallel. This work looks at attacking
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implementations that process 1, 2, 4, 8, and 16 coe cients; thus, we hat/godo/ NewHop4,
Frodo/ NewHop@, Frodo/ NewHopd, Frodo/ NewHop®8, and Frodo/ NewHopé6.

Note that the algorithms are ever-evolving: most recentlyrodo increased the keyspace
to[ 6;+6], whereasNewHopeeduced the keyspace to [8; +8]. However, these changes

in the key sizes maintain the fundamental approaches we aim to utilize.

3.2.1 Classical SCA

SCAs use the principle that the power consumption of an IC depends on the data it is
currently processing. The most common unpro led SCA on current hardware encryption
standards employ di erential power analysis (DPA), which analyzes changes occurring
in the power measurements as inputs or secret key changes [18]. On the other hand,
pro led attacks, speci cally template attacks (TAs), build a multivariate probability
density function of the target computations to estimate a secret key [19]. In the rest of

this subsection, we look at these two analyses in more depth.

Horizontal-Di erential Power Analysis (H-DPA)

Classic DPA, or vertical DPA, is an unpro led SCA that uses a divide-and-conquer
approach. It estimates distinct parts of the key known as sub-keys and checks the
estimations through multiple tests on a power trace (or through smaller pieces of a power
trace called sub-traces) [17]. The tests remove noise and reveal the underlying correlation.
Once the desired sub-key is derived, the adversary can apply the same procedure to
acquire the subsequent sub-keys.

In a vertical DPA, the adversary performs a single test on a power trace and collects
numerous measurements to reveal the secret key. However, in a horizontal di erential

power analysis (H-DPA), the adversary performs numerous tests by targetting di erent

21



computations with a single measurement to reveal the secret key. The challenging aspect
of H-DPA stems from the need for multiple tests in a single power trace that will leak
the same sub-key. As we discussed previoudiyodo and NewHopéepend on matrix, and
polynomial multiplication, respectively, with the side-channel leakage of these functions

resulting in the recovery of the session key [17].

Template Attack (TA)

To perform a TA, we rst create a pro le of the device and apply this pro le to nd the
secret sub-keys. The template is e ectively a multivariate distribution that describes the
critical samples in the power traces.

To reduce the number of samples and the size of the templates, we selected speci c
point of interests (POIs). There are di erent approaches [20]{[23] to determine the
POls that vary enormously between key coe cients. This work uses the sum of squared
di erence (SOSD) method, one of the most robust approaches to improve the classi cation
performance of the TA [22]. We havé di erent operations, and i sample points in many

traces namedt;..ty.

Figure 3.1: An example of POI selection from SOSD results.
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Fig. 3.1 shows that there are four peak points for the SOSD. We picked these four
peak points as POls because the power consumption variation is maximum at these
sampless;. After selecting the POls, we follow the procedure to create a pro le for each

sub-key for the attack [23].

3.2.2 Deep Learning Based SCA

With the improvements in available computational power, there has been a surge in using
DL-based SCA techniques to attack cryptographic devices. Figure Fig. 3.2 outlines the
method of such pro led attacks. During the training phase, an adversary pro les the
device using di erent keys and inputs and builds a DL-based classi er. The adversary can
then use this classi er in the eld to estimate the secret key. DL techniques manage to
Iter and align traces automatically, which is typically dealt with by specialized methods

known only to side-channel experts.

Figure 3.2: DL-based SCAs illustrating training and testing phases.

The goal of any classi er is to take an input vectox and assign it to one oK discrete

classe<, wherek = 1;2;:::;K [24]. Figure Fig. 3.3 shows a DL-based classi er that
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predicts the secret key. In this casex refers to power traces, and; corresponds to

keys|the classi er trains with this data pair.

Figure 3.3: DL-classi er taking power-trace as an input and predicting a key.

3.3 State of the Art

Implementations of lattice-based cryptosystems are vulnerable to power-based SCAs [17].
However, attacking lattice-based PQKE protocols is challenging as the protocols generate
a new secret key for each session, limiting the attack to a single power measurement.
The horizontal di erential analysis "addresses the single trace limitation by analyzing the
key-dependent intermediate computation for each execution [17]. Single-trace template
attacks are also possible for serial software and hardware implementations [25]{[28].
Traditional ML methods such as SVMs and random forests (RFs) outperforms classical
attacks like DPA and TA [29]{[31]. However, these analyses attack unprotected versions of
AES With the availability of more computational power, there has been a surge in using
DL for SCA. Maghrebi et al. are among the rst to apply DL to the area using the older
DPAv2 contest measurements foAES-128[32]. DL-based techniques show that they can
successfully determine the secret key by attacking the Hamming weight (HW) or Hamming

distance (HD) of AES-1288-bit [33]{[37]. Prou et al. introduce the SCA community to
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various DL algorithms for SCA [33]. Moreover, it establishes the ASCAD dataset, an
AES-1288-bit implementation. The dataset also has relevant power measurements for the
rst-order masking of the sbox. Timon presents an evaluation of baseline DL models such
as CNNs, multilayer perceptrons (MLPs), and RNNs on the ASCAD dataset in a non-
pro led setting by combining a classical analysis, speci cally Correlation Power Analysis
with DL [34]. Picek et al. demonstrate that using HW/HD results in an imbalanced
dataset and present techniques to handle these situations. However, targeting the sub-key
instead of an intermediate computation helps the attack succeed [35]. Kim et al. show
that DL-based SCAs based on state-of-the-art models like visual geometery group (VGG)
can e ectively determine the secret key for SCA [36]. It also shows how regularization
can play a role in improving training.

As the success of DL in SCAs grows, so do the ways that one can use it to extract secret
information from hardware successfully. Das et al. demonstrate the rst cross-device attack
on AES-128by using multiple devices to train a DL-based model and di erent devices
to test the model's exibility [38]. Both Ramezanpour et al. show a semi-supervised
approach to performing SCAs by using DL models to learn features automatically and
then using the learned features for performing the SCA [39], [40]. Researchers use data
augmentation techniques in other cases to learn new features and leverage the existing
DL models [41], [42]. Park et al. transform the power measurement into an image by
superimposing all the waveforms on top of each other to create a drawing and then passing
it through a DL model [42]. On the other hand, Hettwer et al. explore di erent time
series to image transformations to extract the secret key and show that combining two
transforms can breakAES-128from the ASCAD dataset [41]. Even with advancements in
DL, all of the work thus far looks at extracting information algorithms such asAES-128
RSA, and older algorithms. With the nation institute of standards and technology (NIST)

issuing a call for candidate algorithms for PQKE, it is vital to use DL to demonstrate the
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ine ectiveness of their implementations.

3.4 1-D Approach

DL-based SCAs can successfully obtain the secret key from existing algorithms such as
8-bit AES-128by using the HW and HD [30], [33], [34]. Using HW/HD brings challenges,
primarily imbalanced datasets, and prior work has developed alternative strategies to
address it [35]. This work covers the data imbalance issue by predicting a sub-key rather
than the HW/HD.

In this work, the baseline model is a CNN whose architecture is similar to the VGG's
NN, which performs image classi cation tasks and is e ective in an SCA context [36].
The model consists of 3 consecutive convolutional layers with a xed number of channels,
followed by a maximum-pooling layer. Afterward, the model has a batch normalization
layer to improve the model's training time. A dropout layer follows batch normalization to
prevent over tting and precedes a attening layer. The last two layers are fully connected,
with the number of neurons in the output layer corresponding to the number of sub-keys

possible, 11 forFrodo and 33 forNewHope

3.5 1-D to 2-D Conversion

There has been a push to convert time-series data to images and then utilize DL, speci cally
CNNSs, to classify the resultant image [41]{[44]. We use prior work as an inspiration,
convert the time-series power measurements to a Gramian angular elds (GAFs) and then
use CNNs to extract the secret sub-key. Using this transformation, the CNN can extract
features that do not exist in the raw time series and make it an image classi cation task,

which is a well-researched area [43]. Other transformations exist; the Markov transition
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Figure 3.4: Time series conversion to a GASF.

eld (MTF) and recurrence plot (RP) capture transition dynamics and the signal trajectory
passing the same area in the phase space, respectively. However, these transformations do
not contribute to image classi cation tasks and introduce additional hyper-parameters [41],
[43], [45]. Moreover, the GAF retains the temporal correlations between di erent time
steps and can transform back to the original time series, which is valuable.

The transformation rescales the original data between f1; 1] or [0, 1] to convert a
waveform to a GAF. Then it expresses the scaled time series in the polar coordinate
system by taking the arccosine of the value of the scaled time series at each time step

represented by , and the radiusr is represented by:

8
g - arccogxi); 1 x 1 (3.1)
-B r =(tj=N) |

wherex; is the rescaled value at a given time-steft; represents the time-step for the
given value, andN represents a constant factor used to regularize the span of the polar
coordinate system. In this work, the radius is irrelevant to generating the image and is
only used for visualization purposes.

Lastly, the transformation generates aim m Gramian matrix, where m is the length

of the time sequence. Theijj )th entry of the Gramian matrix is the trigopnometric sum
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or di erence between theith and j th step. The following equation de nes the Gramian

angular sum eld (GASF):

2 3
co{ 1+ 1) ::: cog 1+ )

G- coy 2.+ 1) i cog 2.+ n) (3.2)
co n+ 1) i coy nt n)

where |, represents the encoded angular value of theh time-step. Fig. 3.4 shows the
GASF generation ow from rescaling the time series, expressing the time series in the

polar coordinate system, and the GASF generation.

3.6 2D Classi cation

Figure 3.5: 2D-CNN architecture used for training all implementations.

To develop the 2D-CNN, we use the 1D-CNN baseline we developed previously
in Section 3.4 to get a baseline model and alter it. One key distinction between the 1D

and 2D networks is the lack of batch normalization for the 2D network, as the model
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experiences over tting on the training set. Fig. 3.5 shows the nal network architecture for
evaluation. The overall model consists of three convolution layers followed by a maximum-
pooling layer. In Fig. 3.5, above each layer are the number of inputs and the size or shape
of the input. After the third set of pooling layers, we atten the output and introduce

a dropout layer to address any over tting. The attened output then ows to a fully
connected layer with ReLU activations, followed by the output layer, which has Softmax
activation to give us the logits of the sub-key classi cation. The number of neurons in the

output layer varies depending on the algorithm.

3.6.1 Training Challenges

As detailed in Section 3.5, the Gramian eld ism  m, wherem is the sequence length size.
Thus, as the underlying time-series length increases, the GAF size increases exponentially.
For instance, if a sub-trace is 60-time steps and the model requires 10 sub-traces to classify
the image, the GAF size is approximately 600 600 pixel. Though such an image size is
feasible for a single image, a larger dataset with the same image resolution struggles to t
into memory. Therefore, it is crucial to reduce the GAF size to achieve reasonable training
times. For the 2D-CNN, the input size is 100 100 pixel, so the data preprocessing
ow downsamples the GAF to that resolution. Such an approach is prevalent in working
with high-resolution images, where researchers downsample images without hindering the
network's performance [43], [46].

For our ow detailed in Fig. 3.4, the GASF process uses 60 time-steps out of 290
time-steps from each sub-trace to reduce the complexity of the model and training time.
The time to generate a single GASF with 25 sub-traces is(ll s, whereas preprocessing a

full power trace for the 1D-CNN takes @1 s.
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3.7 Hyper-parameter Selection

Hyper-parameter selection has an enormous impact on the training times and the ability
of the model to generalize well to unseen samples. To nd the hyper-parameters that
work for the 1D-CNN model, we evaluate the validation set at every training iteration
with early stopping and checkpointing enabled. The early stopping stops the training
loop when the validation loss has not changed for ve training iterations|in contrast,
checkpointing saves the model at any point with low losses, allowing the option to revert

the training.

Figure 3.6: Loss and accuracy curves féirodo-1 on 1D-CNN.

The network architecture, kernel size, stride length, lter size, learning rate, optimizer,
batch size, and the number of training iterations are all hyper-parameters tuned to nd a
suitable network architecture. After nding the hyper-parameters, we retrain the model
using the combined training and validation datasets. The model uses a categorical cross-
entropy as the loss function and AdaGrad optimizer with a learning rate of:0. Using
AdaGrad, the algorithm tunes the learning rate during the learning process; thus, the

optimizer will nd the appropriate value even though we initially have a large learning rate.
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Once we adjust the hyper-parameters mentioned above for the sequentabdo design,
we keep them xed for all parallelizedFrodo and NewHopémplementations. Fig. 3.6
shows that for the 1D-CNN, we found a set of reasonable hyper-parameters as there is no
evidence of over tting/under tting between the training and validation data.

We repeat this process for the 2D-CNN using the sequentigfodo design to determine
the hyper-parameters before xing them for parallelized implementations dfrodo and
all implementations of NewHope. We found that training takes 10 minutes on average for

both networks and aligns with DL-based SCAs foAES[33].

3.8 Cross-Device Attacks

Cross-device attacks are a class of pro le-based attacks where the adversary builds a
pro le using multiple devices and extracts secret information from previously unseen
devices using the built pro le. Das et al. and Bhasin et al. follow this example by creating
DL models with data from di erent devices available during training, allowing the models

to consider the device variations [38], [47].

This work di ers from prior work as it builds a pro le for a single device and obtains
secret information from multiple devices. To do this, we collect power measurements from
4 devices; one is used to create the pro le, and the other 3 as target devices. Further,
we target the highest parallelization level for both algorithms, making this scenario the
worst-case scenario for an adversary due to the limited number of sub-traces available.
In this scenario, the adversary only needs measurements from a single device to build a

compelling pro le that extends to multiple devices.
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3.9 Emulated Defenses

Given the success of DL-based attacks oRES countermeasures will soon appear for
PQKE protocols. We evaluate defenses by emulating them in software using the existing
power measurements. The following subsections describe the defenses we considered and

how we emulated them.

3.9.1 Jitter Insertion

The rst emulated defense we look at is random jitter insertion. For each power trace,
we shift the time series measurement with a wrap-around to simulate the impact of the
jitter. The power measurement shift is random between the range;[@umsgypirace], Where
NUMghirace 1S the number of time steps in each sub-trace. Fig. 3.8 shows an example of a
random jitter trace, shown in blue, as a shifted version of the original trace, shown in

yellow, by some amount.

Figure 3.7: Random jitter added to traces, shifting the original trace
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3.9.2 Dummy Cycle Insertion

The second defense is a random dummy cycle insertion. In this, the emulation inserts
the dummy state randomly into the power trace, which desynchronizes the alignment
of sub-traces (i.e., computations) within the single power measurement, reducing the
e ectiveness of classical attacks. To represent a dummy operation, we construct a dummy
state power cycle by creating an average sub-trace from all existing sub-traces in a
given power measurement. Then we insert it randomly between two actual sub-traces to
desynchronize the power trace. Fig. 3.8 shows an example of a dummy cycle, shown in

green, inserted between the 30 50th time steps with the actual waveform shown in red.

Figure 3.8: Dummy cycle insertion between 30 50th time step

3.9.3 Random Shuing of Inputs

As described beforefrodo is based mainly on the matrix multiplication of a known plain
text with the secret key to obtain intermediate results. Thus, one can e ectively mask
the multiplication operation by randomly shu ing each input and then resynchronizing
them in the future for addition with the following input's result. Since we are attacking

each row of multiplication and extracting the secret key, we can emulate the random
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shu ing of inputs by moving the sub-traces in random order. Fig. 3.9 shows how the
random shu ing of inputs works, where the rst row consists of the actual power trace
with the sub-traces in order. The second row shows the shu ed sub-traces with the arrows

denoting their original positions.

Figure 3.9: Random shu ing of the original sub-traces

3.10 Evaluation Setup

We use a Sakura-G board with a Xilinx Spartan-6 XC6SLX75 FPGA for computations. The
board also has a 1-ohm shunt resistor to measure the voltage drop while using the onboard
ampli ers to measure FPGA power consumption. We use a PA-203 low-noise AC ampli er
from Langer EMV-Technik with 20 dB gain [48]. We collect power measurements using
a PicoScope-3206D model oscilloscope at 308=s. We then preprocess the raw power
traces to split up the entire power trace into sub-traces, which capture the information
about the device for each cycle of operation. We train and evaluate the DL models on a
computer with 64 GB of random access memory (RAM), an NVIDIA 2080 TI graphics
card, and an Intel i7 9700K CPU. We use TensorFlow [49] as the backend, with a Keras
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front end [50] to train and evaluate all DL models.

3.10.1 Threat Model

In this work, we perform a chosen-plaintext attack, where the secret key changes while
the input plaintext stays xed. The primary metric for evaluation is the success rate
vs. the number of sub-traces, as the number of sub-traces is limited. As the hardware
processes more coe cients for the parallel device implementations, the number of sub-
traces decreases proportionally. For sequential implementations lefodo, there are 1344
sub-traces, whereas for the highest parallelization levefrodo-16, there are only 84

sub-traces. The same trend exists fddewHopas well.

3.11 Results

This section presents all the results of TA, H-DPA, and DL-based SCAs on all implemen-

tations of Frodo and NewHope

3.11.1 Comparison of DL-based Attacks

We collect 200 and 100 measurements per sub-key for Rtbdo and NewHopémplemen-
tations before splitting them evenly for training and testing. Fig. 3.10 compares the
success rate for a 1D-CNN, 2D-CNN, and an ideal case to determine the sub-key using
sub-traces from the power measurement. The ideal scenario represents the minimum
number of sub-traces to classify the sub-key. The 2D-CNN outperforms the 1D-CNN
as the parallelization level increases fdfrodo and all implementations for NewHope.
On average, the 2D-CNN requires 9 sub-traces to attain a 99% success rate, whereas a

1D-CNN requires 12 sub-traces. Though not signi cantly di erent, fewer traces would
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Figure 3.10: Comparison of DL-based SCAs dfrodo and NewHope

bene t the adversary in such a setting. Adding to this, forNewHope-16the 1D-CNN
does not reach completion as the number of sub-traces runs out. For this reason, we use
2D-CNN as the benchmark for subsequent comparisons.

Most DL models generally require considerable training and evaluation datasets.
However, as shown in Fig. 3.11, the evaluation accuracy after 200 and 100 samples per
sub-key forFrodo and NewHoperespectively, the success rate varies at most only 0.2%,
almost negligible. Hence, we use a limited number of samples to evaluate the models

e ectively.

Figure 3.11: Evaluating test set size foFrodo-16 and NewHope-16
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Figure 3.12: Comparison of DL-based vs. classical SCAs Brodo and NewHope

3.11.2 Comparison against Conventional Attacks

Fig. 3.12 compares the 2D-CNN to H-DPA and TA. The results show that 2D-CNN
requires 80% and 90% fewer sub-traces on average to reach a 100% success rate for all
Frodo and NewHopémplementations. Moreover, the TA and H-DPA are unsuccessful
in extracting the sub-key for the highest parallelization level as there are no more sub-
traces left. The 2D-CNN approach outperforms H-DPA and TA by up to 10 and 1.25 ,
respectively, in the attained success rate at the highest parallelization level. Another
key takeaway is that as the parallelization level goes up, the performance of traditional
analyses goes down. The performance degradation of traditional analyses goes down
primarily due to an increase in algorithmic noise. However, the 2D-CNN can successfully
Iter out noise from the power traces [36]. Further, the ability of the CNN to Iter out
noise shows promise for it to break further parallelized designs where the traditional

techniques falil.
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3.11.3 Cross Device Attacks

We look at the highest parallelization level for the cross-device attacks, nameiyodo-16
and NewHope-16Such a setting represents the worst-case scenario for an adversary, as it
is more challenging to break the parallelized design. For this setting, we look at 6 di erent
DL models to quantify the results: a 1D-CNN, a 1D-CNN with batch normalization and
regularization [36] referred to as 1D+regularization, a 2D-CNN, and a 2D-CNN with
batch normalization and regularization referred to as 2D+regularization. The 1D-CNN
attacks also include a variant that downsamples the power trace to compare the 1D
and 2D approaches indicated by DS in the name. The hyper-parameters of the baseline
1D-CNN and 2D-CNN are the same as we determined previously in Section 3.7. For the
cases that utilize regularization, we introduce it as Gaussian noise at the inputs of the
relevant baseline model.

The primary di erence for all models is that they train on power measurements from a
single device and then attempt to discern the key for 3 devices. We look at four Sakura-G
boards for the scope of this work, one of which the DL model uses for training, and the
other 3 are for evaluation. The dataset for this attack consists of 500 measurements per
key from each device, regardless of the algorithm. This work di ers from prior cross-device
analyses as they used di erent devices to create a pro le, whereas we use onbirgle
device [38], [47].

As is evident from Fig. 3.13, the proposed 2D-CNN outperforms the 1D-CNN, 1D-
CNN+DS, and TA by achieving a higher success rate within the rst 25 sub-traces for
Frodo-16. Compared to 1D+regularization, the proposed 2D-CNN achieves a 99% success
rate in the rst 15 sub-traces. For NewHopethe 2D-CNN performs better than all the
other methods by at least 20% after 25 sub-traces. The addition of regularization to the

2D-CNN shows no performance improvement over the baseline 2D-CNN+regularization.
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Figure 3.13: Cross device attacks using DL-based SCA

Moreover, the success rate of cross-device TA only reaches 70% and 65%r ido-16 and
NewHope-16&vith the full power trace. These results reiterate that the 2D-CNN identi es
more features and can generalize them across multiple devices, as discussed in Section 3.5.
Compared to 1D-CNN with noise, the 2D-CNN has a similar, if not better, performance,

suggesting that the 2D-CNN does not over t a single device.

Figure 3.14: GASF features from random rows for di erent devices

39



Diving deeper into the power measurements from the 4 devices and their corresponding
GASF transforms, we see that the 2D transformation lters out the noise between di erent
devices. Looking at Fig. 3.14, which shows 4 di erent rows of the GASF matrix and the
values corresponding to that row for all 4 devices, it is evident that the peaks of all the
devices occur at the exact location. These features allow the 2D-CNN to search for the
same features across the di erent devices, thus giving it an advantage over the other

technigues.

3.11.4 On High-Frequency Operation

As described before, all the measurements thus far are from devices running at a frequency
of L5MHz. Here, we evaluate the hardware running at 24/Hz, a standard frequency for
major embedded processors [51], [52]. In this analysis, as the frequency increases, each
sub-traces' length decreases as the sampling rate is kept constant. We keep the network
architectures the same as previously discussed in Section 3.7. We also limit the training
to 200 and 100 power measurements per sub-key fenodo and NewHoperespectively;

this scenario is where an adversary has a limited humber of measurements to build a

DL-based pro le of the device.

Figure 3.15: Success rate for high frequency implementations
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As is evident in Fig. 3.15, both methods reach an 88% success rate after 20 sub-
traces forFrodo-16, whereas, folNewHope-16both approaches are successful. It is worth
pointing out that the number of samples per sub-trace drops by increasing the frequency

of operation. Hence, the models require a minimum of 4 sub-traces to perform the analysis.

3.11.5 Emulated Defenses

As the e ects from the defenses can appear randomly in the power measurement, we
utilize a 1D-CNN over the 2D-CNN. Using a 2D-CNN is challenging to test the defenses
due to the memory limitation of our evaluation hardware. We also look at the highest
parallelization level, Frodo-16 unless otherwise stated, over NewHope becaus®do is

still being considered for standardization by NIST, and its implementations are more

likely to employ these defenses.

Figure 3.16: Success rate comparison of emulated defenses

Fig. 3.16 details the success rates of TA, H-DPA, and the 1D-CNN approach for
Frodo-16 running at 24MHz. This gure reiterates the ability of the DL-based SCAs
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to outperform the classical attacks in a non-defense setting. With emulated defenses,
the success rate drops to an average of 8% and 9% for the H-DPA and TA, respectively.
However, the 1D-CNN still achieves a 100% success rate, using the same number of
sub-traces for jitter-based defenses. As mentioned before, the emulation inserts a single
dummy cycle; the model uses the entire power trace to determine the impact of the
dummy state and lter it out. Though each defense requires an individual model, the

trained model cannot determine the sub-key value without enabling defenses.

Table 3.1: Results on attacking a shu ed input defense.

Design Number of Sub-traces| Success Rate
Shu ed
Frodo-1 84 99%
Frodo-1 128 99%
Frodo-1 256 99%
Frodo-1 512 95.88%
Frodo-16 84 99%

However, Fig. 3.16 does not tell the complete picture of the random shu ing of the
inputs as a defense. We observe that the dataset needs more samples of random shu ing
of the sub-keys to converge on the correct solution. As the randomization increases,
the model's ability to obtain the secret key diminishes| TABLE 3.1 shows this trend.
Frodo-16 contains more algorithmic noise than other designs; it does not have as many
combinations for shu ing. However, for Frodo-1, there are over 1024 sub-traces that
allow for larger shu ing, making it more secure. We see in TABLE 3.1 that as we increase

the number of sub-traces foFrodo-1, the accuracy decreases.
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3.12 Summary

This chapter presents DL-based power SCAs on parallelized implementation of two PQKE
protocols, Frodo and NewHopeTo successfully enable the SCA, the analysis targets the
underlying matrix and polynomial multiplication that form the basis for both algorithms.
The chapter rst examines a 1D-CNN approach to extract the secret key from the power
traces. Then it proposes to use a 2D transformation, GAFs, to convert the power traces
to images and use 2D-CNNs to extract the secret key. The 2D approach can extract the
secret key in fewer sub-traces than the 1D approach. The 2D approach then demonstrates
the rst cross-device attack that trains on a single device and extends to multiple devices
and implementations of the algorithms that run at high frequency. The last portion
discusses the impact of lightweight defenses such as jitter, dummy cycle insertion, and
random shu ing of inputs on the DL-based attacks. The attacks can successfully extract
the information for dummy cycle insertion and jitter but struggle with the highly random

shu ing of inputs.
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CHAPTER

A4

GENERATIVE METHODS FOR
RECEIVER MODELING MODELING

4.1 Introduction

This chapter presents work using GAFs along with generative modeling to model high-
speed RXs. It uses the GAF transformation from Chapter 3 to provide the model with a
way to learn information from a waveform. The remainder of the chapter is structured as
follows. Section 4.2 provides the necessary background, such as the various components

of a SerDes, link modulation schemes, and operational conditions, like crosstalk. The
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chapter then delves into the prior work for SerDes modeling in Section 4.3. The following

section, Section 4.4, looks at numerous generator and discriminator architectures. Sec-
tion 4.5 follows with an overview of various datasets and then delves deeper into each
dataset by looking at the relevant methods and results. Section 4.6 then concludes the

chapter by summarizing the results.

4.2 Background

A modern SerDes consists of a TX, a RX, and a communication channel. RXs consist of
continuous time linear equalizer (CTLE) and decision feedback equalizer (DFE) lters

to mitigate the e ects of the channel, such as intersymbol interference (ISI). The CTLE
boosts the signal frequency content passing through a lossy channel. DFEs use previous
decisions to subtract out ISI impacts of transmitted bits over the channel. On the other
hand, TXs consist of a feed forward equalizer (FFE), which pre-distorts the transmitted
waveform to attenuate the low-frequency portion of the signal while maintaining the
high-frequency part. The remainder of the section details the equalization methods for a

RX and the signal integrity methods available to engineers.

4.2.1 Continuous Time Linear Equalizer (CTLE)

RXs use a CTLE to mitigate the impact of the channel. High-speed channels have limited
bandwidth, making them behave as low-pass lters, thus attenuating the signal at higher
frequencies. The CTLE's frequency response peaks at speci ¢ frequencies, thereby boosting
the overall frequency response of the channel at higher frequencies. Overall, the CTLE
attens the channel's response at lower frequencies and increases the bandwidth, thereby
equalizing it. However, designing a CTLE requires caution as it can amplify noise and

crosstalk at higher frequencies.
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The transfer function of a simple channel, that is, one with no frequency notches, is

as shown below:
kch
S+ pch

(4.1)

ch =
wherekc, some channel constant, an@, represents the dominant pole where the drop-o

happens. The overall transfer function of a CTLE is:

Kerie (S+ z1)
(s+ p1)(s+ p2)

Here = 4.2)

wherekcr e is a constant,p; and p, are the 2 poles of the CTLE, andz; is the single
zero. To equalize the channel e ects, we want to design the CTLE such that itgmatches
the pe Of the channel. Additionally, the poles of the CTLE are greater than the poles of

the channel, therefore, increasing the bandwidth of the equalized channel.

4.2.2 Decision Feedback Equalizer (DFE)

Figure 4.1: Basic DFE working operation

Most high-speed link RXs implement a DFE to cancel out ISl introduced by the
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channel. The DFE uses a slicer to decide on the equalized waveform, then passes the
decision through delay elements before multiplying the delayed waveform by some weight
and removing this from the incoming waveform. We con gure the delay elements such that
the equalization occurs in 0.5-bit periods (Uls) away from the sampling point. Fig. 4.1
demonstrates this mechanism.

Since the DFE needs previous decisions to cancel out the ISI without any frequency
boost, it is immune to noise, unlike the CTLE. Additionally, due to the dependence on
previous decisions, it can only remove post-cursor ISI and contains a timing critical path.

If the DFE has n-taps, it can remove ISI from the previous-bits. Where the values of
the n DFE taps correspond to how much ISl is present in the unequalized waveform. Fig. 4.2
shows a 2-tap DFE equalization scheme, where the DFE equalizes the waveform at the
1st and 2nd UI. The unequalized blue waveform determines the tap values and occurs

between consecutive Uls so the slicer can sample the correct bit.

Figure 4.2: DFE removing post-cursor ISI.
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4.2.3 Eye Diagrams

Engineers use eye diagrams to gain information about the performance of a communication
link. An eye diagram overlays all possible time-domain waveforms, which covers all possible
transitions on top of each other. The open area of the eye diagram is the region where a
RX can sample the information without any issues. Using persistence mode to capture the
eye diagram on a scope reveals the amplitude and time uctuations. The x-axis represents
the time, and the y-axis represents the amplitude. Engineers usually want a large open
eye, indicating low amplitude and timing noise. Fig. 4.3 shows the process described above,
where each period overlays on each other to create the eye diagram and how channel

irregularities can reduce the eye-opening.

Figure 4.3: Eye diagram with waveforms superimposed on top of each other.

For physical devices, a sampling scope measures the voltage at the receiver. The scope

takes a small part of any signal, and compared to the required system speci cations, it is

48



insigni cant. Such a sparse sampling makes it challenging for the scope to capture rare

scenarios and inform engineers through eye diagrams about these rare events.

4.2.4 Bathutub Curves and Bit-Error Rate (BER) Plots

Though su cient to relay information, it is impossible to capture high BERs, the number

of bits that arrive at the RX in error per unit time, as low as 1 10 *®or 1 error in 10°

bits using a sampling oscilloscope, and hence an eye diagram. As a result, many engineers
use bathtub curves (BTCs) and their 2D representations, BER contours plots, to measure
the performance of the link [53].

Unlike eye diagram measurements which require a sampling scope, one obtains BTCs
and their corresponding BER contour plots by testing a device with a bit-error ratio
tester (BERT). The underlying sampling strategy used by a BERT enables the BER
contour plots to reveal edge cases, such as closed eyes, that are otherwise not possible by

a sampling scope, thus demonstrating its inherent advantage over the eye diagram [53].

Figure 4.4. Eye diagram, BER contour plot and corresponding BTC.

In Fig. 4.4 shows a persistent eye diagram, BER contour plot, and horizontal BTC for
one measurement. The open region at the center allows one to sample the data e ectively

with low errors. As we move out towards the edges, the BER increases, as indicated by the
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blue to red transition region, and nally, the errors become prominent, as indicated by the
red region. One can extract the horizontal BTC by slicing the BER contour horizontally,

down the center, as shown on the left.

425 Crosstalk

Crosstalk is energy induced on traces running next to each other, be it parallel, on top of
each other, or side-by-side, due to mutual coupling between lines. When traces are in close
proximity, a change in current in one trace results in a current owing in an adjacent one.
In such a scenario, the trace whose switching activity induces a current is the aggressor,
whereas the other is the victim. Crosstalk is edge dependent, which means the faster the
rise/fall time of the aggressor's transition, the worse the crosstalk. With high-speed data
rates where the rise/fall time of the signal is relatively short, crosstalk dominates. The
presence of crosstalk can reduce the noise and timing budget available to the designer.
Depending on the kind of coupling, there are two kinds of crosstalk: forward or far-end
crosstalk (FEXT) and backward or near-end crosstalk (NEXT). FEXT occurs due to
crosstalk due to capacitive coupling minus crosstalk due to inductive coupling. In contrast,
NEXT is due to the addition of the two couplings. Both have di erent e ects on the
victim line; NEXT saturates and induces a pulse that gets longer as coupling increases,
whereas FEXT always depends upon the driver's edge rate, and the magnitude increases

as the coupling length increases before saturating.

4.2.6 Pulse Amplitude Modulation Level-4 (PAM-4)

With ever-increasing data needs and connectivity requirements, PAM-4 is more crucial
than ever, primarily as traditional non-return-to-zero (NRZ) not support speeds beyond

32 Gb=s for lossy channels.
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In an NRZ scheme, one symbol corresponds to one bit and has two amplitude levels,
a0 or al. In NRZ, the baud rate equals the bitrate; 1 Gbaud equals 1 Gbps. In PAM-4,
one symbol corresponds to two bits)0, 01, 10, or 11, and there are 3 distinct logic levels.
As there are two bits per symbol, that means for the same bitrate, PAM-4 has half the
baud rate of the NRZ. Thus 15G baud PAM-4 is equivalent to 30G baud NRZ, enabling
twice the throughput while using half of the channel bandwidth [54]. A result of PAM-4
having half the baud rate of a similar NRZ signal is that channel loss is half that of the
NRZ signal. PAM-4's uses Grey code to reduce the bit error rate, ensuring only a 1-bit
error per symbol.

With all of the above, it might be tempting to use PAM-4 with existing legacy channels;
however, PAM-4 is more susceptible to channel impairments than NRZ. Unlike NRZ,
where there are only 2 transitions possible, PAM-4 has 12 total transitions giving 3 eye
openings. Each PAM-4 eye opening's height iss3 of a corresponding NRZ, thus degrading
the signal-to-noise ratio (SNR) by %dB. The reduction of the eye size makes the PAM-4

most susceptible to crosstalk and re ections, giving it a higher bit-error rate.

4.3 State of the Art

Utilizing ML for modeling SerDes is an active area of research as it solves multiple prevalent
issues in the industry. They aim to solve two problems: decreasing the simulation time
to perform transient simulations and working around the complexity associated with
developing IBIS-AMI models.

For SerDes RX modeling, prior work falls into two major categories, one that predicts
waveforms and eye diagrams and the other being able to predict eye-diagram character-
istics. For the former case, Ambasana et al. convert the frequency domain s-parameter

corresponding to the channel and determine the eye height (EH) and eye width (EW) [55].
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However, the minimal dataset varies only 7 channel parameters, treated discreetly to
obtain the desired characteristics [55]. Kashyap et al. do not model the RX explicitly but
instead, determine the channel parameter's impacts on an eye diagram [56]. Speci cally,
they perform a cross-correlation amongst di erent variables to remove redundant ones
and streamline the learning for a DNN [56]. Trinchero and Canavero use SVM regression
to predict eye characteristics given speci ¢ channel parameters [57]. Lu et al. extend prior
work by demonstrating how a DNN can model a high-speed channel and its performance
gains over SVM regression in predicting eye characteristics [58]. These studies though
valuable, could be more comprehensive in terms of the results. Predicting eye characteris-
tics reveals information about 4 distinct points of the eye-opening and not much more.
Moreover, all reduce the dimension of the problem by either using domain knowledge or
introducing steps such as Pearson correlation coe cient (PCC) [56]{[58]. As devices speed
up, engineers refer to BER plots and BTCs as a better metric to evaluate a high-speed
link, as it allows them access to unique cases absent in an eye diagram.

Most prior work aims to model the RX and its components by predicting the transient
waveform. Choi and Cheng demonstrate a system identi cation (SID) approach for
a high-speed serial link and handle 3 cases: a backplane channel, a redriver, and an
active-optical-cable. Each case creates individual models as each case presents di erent
parameters [59]. However, in some instances, such as modeling the RX/TX, the approach
requires unique models for each system con guration. Thus, multiple SID model runs
must simulate an entire serial link to nd a relevant result from TX to RX. Li et al.
advance the work by modeling the CTLE within a RX using nonlinear SID models [60].
Like Choi and Cheng, each con guration of the CTLE requires a unique SID model,
and they demonstrate 256 di erent con gurations [59], [60]. Furthermore, Li et al. use
PCC to determine which time steps contribute toward I1SI and disregard other time

steps [61]. In this work, they reconstruct an eye diagram from the time series model and
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demonstrate low error rates to the ground truth eye characteristics by simulating millions
of bits. Though SID models have a signi cant advantage in faster training than other
methods, they su er because each con guration requires an independent model, thus
taking the same training time as a DL model. Dolatsara et al. demonstrate a polynomial
chaos approach to simulate the transient waveform [62]. The resultant waveform and eye
diagram show meaningful results; the jitter of the proposed method is within 1% error
to the ground truth [62]. Nevertheless, Dolatsara et al. stress the model heavily in the
training phase using 2° transitions to cover most cases and evaluate the trained model
under similar channel conditions [62].

RNNs show promise in e ectively modeling the RX's transient waveform. Nguyen et
al. use an RNN with a LSTM cell to predict the transient waveform of the RX from the
same pseudo-random binary sequence (PRBS) dataset and channel condition [63]. Nguyen
and Schutt-Aine build upon the work, by using a DNN to learn the impact of the DFE
tap settings, and use the learned representation to set the initial state of an LSTM-based
RNN [64]. However, they do not go beyond a single pulse response for the RX [64].

Unlike SerDes RX modeling, there is little focus on modeling the TX, so it tends to
be modeled implicitly through nal system performance. Lu et al. show how parameters
across the link, including the TX's pre-emphasis level, determine the nal eye characteris-
tics [58]. Choi and Cheng consider the transceiver's setting when predicting the transient
waveform [59]. Nguyen and Schutt-Aine use an RNN to predict the pulse response of the
RX with variable DFE settings, which though limiting in determining a RX's performance,
would be su cient for a TX [64].

To our knowledge, generative approaches have yet to be used to solve the issues with
modeling a RX and TXs. Di erent EDA areas use GAN to assist with image-based
tasks. Ye et al. use a mask pattern as input and predict the corresponding resist pattern

for lithography through a cGAN [65]. Another area where GANs are nding use is for
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well generation for analog/mixed-signal devices. Unlike in digital circuits, well regions,
which establish the bulk of MOSFETS, need to be distinctly drawn to pass layout versus
schematic (LVS). WellGAN uses a cGAN to predict the well regions given placement
results. A re nement algorithm then ensures that the proposed region from the cGAN is

legal for design rules and can pass LVS [66].

4.4 Model Architectures

As mentioned in Section 2.5, two models make a GAN or cGAN, a generator, and a
discriminator. This section looks at di erent generator and discriminator architectures

that model a RX in this work.

4.4.1 Generator Architectures

As the name suggests, the generator learns to generate new samples from the dataset
from noise in a GAN or with conditional parameters in a cGAN. In the case of the cGAN,
where the generator translates an image from one domain to another well-researched
and has found numerous applications for image tasks and, more importantly, in EDA
ows [65], [66]. Much of the prior work looks at introducing novel generator architectures

to perform this domain-to-domain translation task. To that extent, we focus on the
U-Net, a semantic segmentation architecture [67]. As the problem is domain-to-domain

translation, we represent the time-domain waveforms as GAF, as shown in Section 3.5.

U-Net

A U-Net-based generator from Pix2Pix forms the foundation of our generator model [13].
The base generator has two parts, an encoder and a decoder. The encoder, or time encoder,

extracts features from a GAF and learns a latent or hidden space. The time encoder has
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Figure 4.5: U-Net generator with an encoder-decoder architecture.

a series of downsampling blocks that reduce the input dimension to accomplish this. The
successive downsampling results in a bottleneck from which the decoder reconstructs the
desired output. Each downsampling block has a convolutional layer, batch normalization,
and a LeakyRelLU activation function.

The decoder network consists of upsampling blocks that enable it to reconstruct the
output at a desired resolution; in this work, the output resolution is 256x256 unless
otherwise mentioned. The upsampling blocks consist of convolutional transpose layers,
batch normalization, and a ReLU activation.

The encoder and decoder networks mirror each other with respect to the bottleneck
in the network. Such an architecture enables the encoder to forward information to the
decoder at the same resolution, bypassing information loss when downsampling on the
encoder side. Fig. 4.5 shows this baseline generator architecture where the time encoder
learns from a GAF and the decoder generates an eye diagram. Unlike GANs, which learn
from random noise, cGANs with a U-Net add noise to the network as a dropout layer [13].
In this implementation, dropout is present at the rst 3 upsampling blocks to add noise.

RX and TX modeling depends on the tap settings of the device in question. We

introduce another encoder model, tap encoder, that learns a hidden state from the tap
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Figure 4.6: U-Net generator with an two encoders and a decoder architecture.

values to handle these settings. The tap and time encoder combine at the bottleneck and
form the input to the decoder model. Fig. 4.6 shows the architecture with the 2 encoders

and a decoder that generates a BER contour plot.

4.4.2 Discriminator Architectures

As the name suggests, the discriminator discerns whether a sample is from the generator
or the dataset. Since the introduction of GANs, much research has looked at alternative
structures for discriminators. This section discusses two discriminative architectures, the

PatchGAN and the U-Net discriminator.

PatchGAN

The PatchGAN is a discriminator designed based on the receptive eld size [13]. Unlike
traditional discriminators, which provide a single binary prediction to indicate whether the

model believes the sample is authentic. The PatchGAN, is a CNN that outputs patches
that indicate whether a region of the sample is from the dataset. Such discriminative

architecture improves the nal texture or style of the desired image.
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Figure 4.7. U-Net discriminator architecture with multiple encoders.

U-Net

An alternative to PatchGAN is a U-Net discriminator; it is similar to the generator model
with an encoder-decoder back to back-with information passed between them. This model
predicts both the individual pixel level and an image level. These two prediction levels
enable the discriminator to focus on global features and local details [68]. The global
prediction gives a simple binary classi cation to indicate whether the combination of
inputs is real or fake. In contrast, the local prediction is a binary prediction on each pixel
location.

The global and local predictions result from the input waveform, tap conditions, and
the generated or synthetic BER contour plot. Fig. 4.7 shows a U-Net discriminator, which
takes the generated or ground-truth BER, tap values, and the GAF representation of
the input waveform. The tap values shown in pink, correspond to the CTLE tap, and
the orange corresponds to the DFE tap con gurations. An additional network at the

bottleneck makes a global prediction, and the decoder's output is the local pixel prediction.
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4.5 Dataset

This section details the di erent datasets and approaches for modeling a high-speed SerDes
RX. The following subsections detail each dataset, including preprocessing, approach,
and appropriate results. TABLE 4.1 shows all datasets the models train on and their

high-level characteristics.

Table 4.1: Datasets characteristics used for evaluating RX modeling.

Name Simulation/ DFE | CTLE Channel | Crosstalk | Characteristics
Measurement Conditions
Eye Simulation No Yes Yes Yes Eye
BER Simulation | Yes | No Yes No BTC/Eye
NRZ-1 | Measurement| Yes | Yes Yes No BTC/Eye
NRZ-2 | Measurement| Yes | Yes Yes Yes BTC/Eye
PAM4-1 | Measurement| Yes | Yes Yes No BTC
451 Eye

This section details the work for predicting a %5b=s RX with an NRZ modulation scheme

to recover the correct eye-opening.

Data Description

We collect data for a SerDes running at &b=s in Cadenc® Virtuoso with VerilogA blocks
for the di erent RX and TX components at 5ps intervals. The data collection process
captures the waveform at the RX input, after the transmission line, and at the output
of the DFE. In addition to the waveforms, the collection also accumulates eye diagram
statistics such as EH and EW. Before using the eye characteristics for the metric DNN,

we rescale the values between;[[] to improve the network convergence. The channel is an
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Figure 4.8: GASF data preprocessing ow used as cGAN input.

RLGC model whose values are uniformly changed during the data collection to generate
2000 samples. The TX generates a unique bitstream for each channel condition during
the simulation.

Once the simulation completes, we preprocess the waveforms. The preprocessing
transforms the input waveforms to a GASF by downsampling at the Nyquist frequency.
As discussed in Section 3.5 this downsampling is crucial as the GAF is m, thus making
it memory-bound. We convert the output waveforms to eye diagrams by overlaying two
Uls of information on top of each other for the entire waveform, giving us 300 Uls of
information. After generating the eye diagram, the preprocessing rescales the pixel values
to be between [01] like the rest of the inputs.

Fig. 4.8 shows the waveform preprocessing ow for the GASF generation. The original

waveform gets downsampled by selecting every 10th sample and transforms to a GASF
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