
 

ABSTRACT 

BOUNAJIM, DOLLY BASHIR. Is AI the End of Critical Thinking? A Mixed-Methods 
Evaluation of the Impact of LLMs on Cognitive Load, Self-Efficacy, Content Knowledge, and 
Discussion Readiness in a Flipped Classroom Context. (Under the direction of Dr. Eric Wiebe). 

The emergence of generative AI has forced a reconsideration of how learning is 

supported and evaluated, raising concern that usage of these tools bypasses the effortful thinking 

that meaningful learning requires. Set within a flipped classroom context, this dissertation 

examined how two forms of LLM support during discussion preparation, a pre-generated AI 

analysis and an interactive AI chatbot, affected undergraduate students’ cognitive load, 

self-efficacy, content knowledge, and discussion question performance. Because much prior 

work treats AI use as a single, uniform condition, this study also incorporated a qualitative 

analysis of the chatbot interactions to examine how students actually used the tool, rather than 

assuming all use was the same. Students were assigned a philosophy reading and asked to 

prepare for a classroom discussion of it. They were randomly assigned to one of three conditions: 

a Reading Only group, a group that received the reading along with a pre-generated AI analysis 

of it, and a group that received the reading along with an interactive AI chatbot. Quantitative 

analyses showed that chatbot access significantly reduced intrinsic and extraneous cognitive load 

relative to reading alone, without displacing germane load, the effortful processing that 

contributes to learning. Access to the AI analysis significantly improved performance on the 

open-ended discussion items, and chatbot access significantly raised self-efficacy. The three 

groups did not differ on content knowledge. 

The chatbot interactions were analyzed using constant comparative method, which 

produced a codebook of five categories describing how students engaged with the tool. Based on 

 



 

these interaction types, three engagement profiles emerged, Surface, Strategic, and Deep, 

organized under the core category of Differential Epistemic Delegation, which describes how 

much of the work of building understanding students left to the AI versus took on themselves. 

These profiles were used in exploratory analyses relating engagement to the quantitative 

outcomes, providing interpretive context for the experimental findings. Across both strands, how 

students used the tool mattered more for their outcomes than whether they had access to it, 

emphasizing the value of teaching students to use these tools in ways that support rather than 

bypass learning. 

 
Keywords: AI in education, cognitive load theory, human-AI interaction, AI engagement 
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Introduction 

The rapid advancement of generative AI has ushered in new possibilities, and 

uncertainties, for educational innovation. Large language models (LLMs), such as ChatGPT, can 

generate human-like text in response to prompts, providing detailed explanations, producing 

content, and engaging users in interactive exchanges making them a versatile tool for various 

applications within education (OpenAI, 2023).  

Within education, LLMs have sparked both interest and concern. On one hand, they may 

present an opportunity to enhance learning by providing students with personalized study aids 

and tailored feedback outside of traditional classroom settings (Baskara, 2023). On the other 

hand, their use raises questions about effects on deep learning and critical thinking, along with 

concerns about academic integrity and the role of educators (Kim & Adlof, 2024; Xu et al., 

2024). The rapid and pervasive emergence of these tools within education has left research 

trailing behind. Much of the existing research evaluates LLMs by comparing them to other forms 

of information gathering, such as traditional search engines, often with full reliance on 

quantitative measures (Bai et al., 2023; Patac & Patac Jr, 2025; Stadler et al., 2024). This 

comparative framing overlooks variation in how students engage with LLMs, limiting insight to 

how distinct usage patterns may differentially shape the learning experience and subsequent 

outcomes. Because LLMs are fundamentally interactive systems whose outputs depend on how 

users engage with them, understanding their role in learning requires examining what students do 

with them, not only whether they had access to one.  

The flipped classroom model presents a promising opportunity to leverage the benefits of 

LLMs while addressing some of their associated challenges. In a flipped classroom, students 

engage with instructional materials before class, allowing classroom time to be devoted to 
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discussion and active learning activities rather than traditional lecture (Bergmann & Sams, 

2014). This approach aligns with a constructivist view of learning, in which understanding is 

built through active engagement and dialogue rather than passively receiving instruction 

(Jonassen et al., 1995). However, the flipped classroom model’s success heavily depends on 

students' engagement with pre-class materials, and levels of preparation can vary considerably 

across students (Akçayır & Akçayır, 2018). By integrating an LLM in this context students could 

benefit from the immediate, personalized support that LLMs offer while engaging with pre-class 

material, potentially resulting in more students arriving to class prepared and participating in 

classroom discussion. 

This dissertation examined how different levels of LLM support during pre-class 

preparation affected college students' cognitive load, self-efficacy, content knowledge, and 

readiness for discussion within a flipped classroom context. Using a mixed-methods design, it 

sought to determine whether LLMs could help bridge the gap between passive content 

consumption and active, meaningful participation in the learning process. To address the gap in 

the current literature, it also examined how students used the tool and what that meant for their 

outcomes. Through a human factors lens, this research drew on cognitive load theory and 

constructivist learning theory to inform the effective use of LLMs in educational settings, 

ultimately contributing to the broader discourse on the role of AI in education. 

 

Theoretical Framework 

Cognitive Load Theory 

Cognitive Load Theory (CLT) serves as an instructional framework that accounts for 

human cognitive architecture, guiding the design of teaching methods and learning environments 
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to align with how the brain processes information (Sweller, 2011). Central to CLT is the idea that 

learning occurs most effectively when instruction minimizes unnecessary effort while preserving 

the kind of effort that leads to deeper understanding. CLT distinguishes between three types of 

cognitive load: intrinsic, extraneous, and germane.  

Intrinsic load is determined by the inherent complexity of the material itself, relative to a 

learner’s prior knowledge. Tasks with many interrelated elements pose a high intrinsic load. 

Extraneous load arises from poor instructional design that imposes unnecessary cognitive strain. 

Suboptimal instructional features that impose extraneous load include disorganized presentation 

of information, excessive jargon, and presenting irrelevant information that does not contribute 

to learning. Germane load refers to the cognitive effort that directly contributes to learning 

processes, such as organizing knowledge, making inferences, and integrating new concepts with 

existing schemas in long-term memory (Kalyuga, 2007; Kirschner et al., 2018; Paas & Van Gog, 

2006).  

Instructional guidance grounded in CLT plays a key role in managing these loads 

effectively by simplifying intrinsic load, reducing extraneous load, and supporting germane load. 

By providing support that reduces extraneous load and directs attention towards meaningful 

processing (germane load), such guidance helps learners make sense of the inherent complexity 

of the material (intrinsic load). Understanding the impacts of these load types, CLT offers 

actionable strategies to optimize instruction. One well established example is the worked 

example effect which shows that novice learners benefit more from studying a problem alongside 

its solution than from engaging in unguided problem solving (Paas & Van Gog, 2006; Sweller, 

2011). This approach reduces unproductive search often associated with high element 

interactivity tasks, allowing learners to allocate cognitive resources toward understanding 
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underlying principles. Worked examples are just one possibility of instructional support that 

LLMs can provide to a student in unlimited quantities, if asked. 

Instructional support must be aligned with a learner’s needs, which is often not the case 

in standardized instruction within a classroom. For instance, high intrinsic load can become 

extraneous when learning materials are misaligned with a learner's level of prior knowledge, and 

appropriate scaffolds are not provided. For example, when novice learners encounter content 

with a high degree of element interactivity, the intrinsic load of the material can overwhelm their 

cognitive capacity, effectively transforming into extraneous load. However, what may be optimal 

for a novice learner might present suboptimal conditions for a more experienced learner 

(Bounajim et al., 2021; Kalyuga, 2007). For example, too much guidance presented to 

experienced learners can hinder their learning, as it forces them to break down well-established 

knowledge structures, a phenomenon known as the expertise reversal effect (Kalyuga, 2007). 

Learning activities that are intentionally designed to foster the development of relevant 

knowledge structures contribute to germane cognitive load, which is a key aspect of essential 

cognitive load (Kalyuga, 2007). For instance, these activities might prompt learners to explain 

the principles and reasoning behind the solutions they encounter or to compare different problem 

solving approaches in similar but contextually distinct scenarios.  

LLMs present a novel instructional support mechanism that can dynamically respond to 

learner input. In theory, LLMs can help manage intrinsic load by simplifying complex language, 

summarizing dense material, and breaking down arguments into digestible parts. Ways it can 

reduce extraneous load is by offering clear step-by-step explanations or providing immediate 

clarification upon request. Recent studies examining cognitive load and learning outcomes 
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support these claims by showing that students perceive LLMs as helpful in simplifying intrinsic 

load and reducing extraneous load (Patac & Patac Jr, 2025; Stadler et al., 2024).  

However, LLMs’ ability to support germane cognitive load, the cognitive load most 

essential for deep learning, is less predictable. While an LLM is capable of providing outputs 

known to be conducive to germane load (i.e. generating reflective prompts, asking probing 

questions, and helping students navigate reasoning), it is dependent on the user to prompt the 

tool to respond in these productive ways (Patac & Patac, 2025). Stadler et al. (2024) found that 

although students using LLMs reported lower mental effort, their written justifications were 

lower quality compared to students who used traditional web searches, suggesting that when 

learning becomes too easy, students may bypass the deeper processing (germane load) needed to 

build a richer conceptual understanding. Additionally, it also has the potential to impart an 

extraneous cognitive load if it does not properly tailor to students prior knowledge, or presents 

them with an overwhelming amount of information. It becomes the responsibility of the user to 

prompt the LLM in a way that informs the tool to accommodate their current understanding. This 

puts the weight on the user, not the tool, meaning how a student chooses to engage with an LLM 

matters more than whether they have access to one. Yet much of the existing work on 

educational LLM use and cognitive load does not include qualitative analyses of what students 

did with the tool once given access. The present study attempted to fill that gap by including a 

qualitative analysis of how students used the provided LLM and an exploratory analysis of how 

their usage related to their outcomes.  
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Constructivist Learning Theory 

As an educational philosophy, constructivism highlights the active role of learners in 

constructing understanding by combining new information with prior knowledge and personal 

experiences (Schunk, 2012). This outlook on knowledge acquisition starkly contrasts 

conventional methods of lecture based teaching, denoting that because knowledge is subjectively 

received, it cannot be passively transferred to, and directly mirrored by a learner (Jonassen et al., 

1995; Narayan et al., 2013; Ukozor, 2011). The flipped classroom model operationalizes this 

theory as it inverts traditional instruction by shifting foundational learning to pre-class activities, 

freeing in-class time for collaborative learning (Akçayır & Akçayır, 2018). This shift aligns with 

constructivism's emphasis on learner centered environments and collaborative sense/meaning 

making. 

Equipped with the ability to respond to students' existing mental models, AI learning 

applications lend themselves to this learner-centered approach (Grubaugh et al., 2023). When 

used intentionally, an LLM can facilitate a constructivist learning environment by standing as a 

conversational tool in which students can ask questions, explore topics, and receive feedback and 

support (Kim & Adlof, 2024). However by utilizing this framework within a flipped classroom 

model, we can mitigate concern around the usage of tools like an LLM as a means to passively 

acquire knowledge, as the constructivist view posits that learners are actively developing their 

knowledge through their experiences and interactions with others (Kasneci et al., 2023; Rasul et 

al., 2023).  

Jonassen et al. (1995) identify four essential characteristics of constructivist learning 

systems: the contextual setting of the learning experience, the active process of knowledge 

construction, collaboration among learners during the learning journey, and interaction between 
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learners and tools within the learning environment (Jonassen et al., 1995). Based on these four 

elements, Kim and Adlof (2024) proposed that an LLM can serve as a transformative tool that 

supports constructivist education by facilitating learning in four key areas: context, construction, 

collaboration, and conversation. Specifically they argue that when used intentionally, an LLM 

can help create authentic and personally meaningful contexts; aid students in constructing 

knowledge through iterative exploration and reflection; act as a collaborative partner/tutor by 

scaffolding students’ prior knowledge and offering feedback; and promote dialogue that deepens 

understanding and metacognitive awareness (Kim & Adlof, 2024). All furthering the idea that 

LLMs should not be implemented as passive content generators, but rather as a tool that actively 

supports learners' sense-making processes, which can be done within a flipped classroom model. 

Self-Efficacy 

​ Within the framework of social cognitive theory, self-efficacy refers to a learner’s belief 

in their ability to successfully perform tasks or achieve learning goals (Bandura, 1977). In 

academic contexts, self-efficacy plays a role in shaping how students approach learning. Because 

flipped classroom models require students to interact with material on their own prior to 

classroom discussions, their belief in their ability to understand and use that material can 

significantly influence their behavior and learning outcomes, regardless of actual performance 

(Bandura, 1977; Zimmerman, 2000). For example, two students might score equally well on a 

comprehension assessment before class, yet only one may feel confident enough to ask questions 

and actively participate in discussion. This makes the role of self-efficacy worthy of study, as it 

could explain variability in engagement and participation that might not be captured by 

performance data alone. With this, self-efficacy provides insight into a student's perception of 
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their own understanding and how confidently and effectively they act on that understanding in 

cognitively demanding learning environments.  

Self-efficacy can also help explain students’ perceived workload. A student who feels 

confident in their preparation might experience less frustration and confusion, which are factors 

that contribute to extraneous cognitive load (Bounajim et al., 2021; Fredericks et al., 2021). This 

relationship between self-efficacy and cognitive efficiency is especially important in a flipped 

classroom setting that puts emphasis on discussion.  

Further, prior research has found that students with higher academic self-efficacy are 

more likely to persist through challenging learning tasks, and report greater satisfaction with 

flipped learning environments (Algarni, 2025). Prior research has also found that learning with 

the assistance of an LLM has led to better self-efficacy, learning motivation, and learning 

engagement scores, which they expect is attributed to the tool meeting personalized learning 

needs, as well as the tool’s positively framed communication and “wit” (Li, 2023).  

Considering all this, self-efficacy offers a quantifiable construct that can be analyzed in 

relation to other outcome variables such as comprehension, discussion readiness, and cognitive 

load, capturing variation that performance metrics alone may overlook.  

 

Study Overview 

Cognitive Load Theory (CLT) offers a valuable framework for understanding how 

learners interact with complex learning material and where instructional supports like an LLM 

can either ease or intensify cognitive demands. In this work we attempted to address the noted 

concern that an LLM simplifies learning material in a way that forgoes the germane load 

essential for meaningful learning by inserting the tool as a support for classroom discussion 
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preparation within a flipped classroom model. The flipped classroom model allows students to 

acquire foundational knowledge at their own pace, which helps manage intrinsic load and reduce 

extraneous load, freeing up class time for deeper learning (germane load) (Akkaraju, 2016). 

Within this model, we sought to extract the benefits of LLMs as an instructional support during 

classroom preparation in a way that contributes to richer classroom discussion, easing the 

concern that LLMs only detract from learning. This dissertation drew on CLT to measure the 

influence of AI support on intrinsic, extraneous, and germane load during the preparation phase 

of the flipped learning cycle. 

Because how students engage with an LLM may matter more than access alone, and 

because that engagement has not often been examined qualitatively alongside outcome measures, 

this dissertation presents a mixed-methods study. We examined how different levels of AI 

support during pre-class preparation affected cognitive load, self-efficacy, content knowledge, 

and discussion question performance within a flipped classroom context. Undergraduate students 

were randomly assigned to one of three conditions (Reading Only, AI Analysis, or AI Chatbot) 

and were instructed to prepare for a classroom discussion on an assigned philosophy reading. 

The study examined not only whether AI affected students' preparation but also differences in 

engagement via student-chatbot interactions and how that engagement related to outcomes. 

Student-AI chatbot interactions were coded using constant comparative analysis methods and 

yielded three qualitatively derived engagement profiles (Surface, Strategic, and Deep), that were 

then validated using a k-means cluster analysis (Figure 6). The study addressed the experimental 

questions regarding the measured outcomes of providing AI support in the context, and the 

exploratory question of how students usage differentially impacts those outcomes.  
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Research Questions 

RQ1: How does AI support affect cognitive load? 

​ This question examined to what degree different forms of AI support (analysis or chatbot) 

during preparation affected intrinsic, extraneous, and germane cognitive load. Of particular 

interest was whether AI access would reduce the unproductive cognitive burden of preparation 

(intrinsic and extraneous load) without reducing the productive effort that builds understanding 

(germane load).  

H1a: AI support during preparation will reduce intrinsic load relative to reading without 

support. 

H1b: AI support during preparation will reduce extraneous load relative to reading without 

support. 

H1c: Germane load will remain stable across conditions, as AI scaffolding is expected to 

reduce unproductive cognitive demands without displacing productive cognitive 

effort. 

RQ2: How does AI support affect content knowledge? 

This question examined the effects of AI support on students’ performance on a 15-item 

multiple choice content knowledge assessment measuring their ability to recognize key concepts 

and arguments from the reading. 

H2: AI support during preparation will improve multiple choice content knowledge 

assessment scores relative to reading without support.  

RQ3: How does AI support affect discussion question performance? 

This question examined if and how open-ended discussion question scores differed by 

group. 
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H3: AI support will improve open-ended discussion question performance relative to 

reading without support. 

RQ4: How does AI support affect self-efficacy?  

This question examined whether access to AI tools during preparation influenced 

students’ confidence regarding their readiness to engage with the material in an upcoming class 

discussion. 

H4: AI support will increase students’ confidence in their readiness to engage in 

classroom discussion.  

RQ5: How did students use the AI chatbot? 

This question examined the qualitative patterns that emerged across student interactions 

with the AI chatbot. 

H5: Students will differ qualitatively in how they engage with the AI chatbot, and these 

differences will help explain variability in outcomes within the AI Chatbot condition. 
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Method 

Participants 

Participants were undergraduate students recruited through the North Carolina State 

University’s SONA research participation pool and received three course credits for their 

participation. The duration of the study was no more than 1.5 hours. To qualify, participants must 

have had access to a laptop or desktop computer with internet access. To ensure a similar 

baseline of relevant knowledge, individuals with backgrounds in philosophy were excluded. 

An a priori power analysis was conducted using G*Power (Faul et al., 2007) for a 

one-way between-subjects ANOVA with three conditions. Assuming a medium effect size (f = 

0.25; Cohen 1988), α = .05, and power = .80, the analysis indicated a required total sample size 

of N= 159. To account for anticipated attrition, recruitment targeted approximately 10% above 

this threshold. A sensitivity analysis confirmed that with N = 168, three groups,  α = .05, and 

power = .80, the study was adequately powered to detect effects as small as f = 0.24, just below 

the conventional medium effect threshold, indicating sufficient statistical sensitivity for the 

planned analyses (Faul et al., 2007).  

The initial sample consisted of 202 participants that completed the survey. Thirty 

participants were excluded for completing the ten cognitive load items in under 10 seconds, 

indicating invalid/inattentive responses. Three additional participants in the AI Chatbot condition 

were excluded for having zero interactions with the assigned chatbot tool. One additional 

participant was excluded because of a technical failure that prevented the AI chatbot from 

loading a response to their interactions. These exclusions resulted in a final analytic sample of 

N= 168. Participants were randomly assigned to one of three conditions: Reading Only (n = 54), 

Reading + AI Analysis (n = 56), or Reading + AI Chatbot (n = 58).  
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Participants ranged in age from 18 to 51 (M = 19.19, SD = 3.08). The sample was 52.4% 

Women (n = 88), 47.0% Men (n = 79), and 0.6% Non-Binary (n = 1). In terms of racial and 

ethnic identity participants identified as White/Caucasian (72.6%, n = 122), Black/African 

American (7.1%, n = 12), Asian American/Pacific Islander (7.1%, n = 12), Hispanic/Latino 

(6.0% n = 10), Other (4.2%, n = 7), Middle Eastern/ North African (1.8%, n = 3), and American 

Indian/Alaskan Native (1.2%, n = 2). Participants who selected “Other” included individuals 

who identified as Indian, Asian, and multiracial.  

Materials 

Informed Consent. Participants received an IRB-approved consent form that provided 

them with information about the study, which they signed electronically via Qualtrics. 

Assigned Reading. All participants were assigned “Moral Luck” by Thomas Nagel 

(1979) (Appendix A). When considering which reading to assign, we decided a philosophy text 

would present a cognitive challenge for those without backgrounds in philosophy, as they often 

include philosophical jargon. Of all philosophy texts, “Moral Luck” was selected for a number of 

reasons. First being because it contains a moderate level of philosophical jargon. Additionally, 

the essay's conceptual density lends itself well to a content knowledge assessment as Nagel lays 

out four distinct types of moral luck with clear definitions and examples. Last, the length of the 

reading, 11 pages, was appropriate for the time constraints of the study. 

AI-Generated Reading Analysis. Participants in the AI Analysis group received an 

AI-generated analysis of “Moral Luck” alongside the reading. The analysis was produced by 

GPT-4 and used accessible language to summarize Nagel’s central arguments and break down 

each of the four types of moral luck with definitions and examples drawn from the reading itself 

(Appendix B). It also identified the central tension between control and moral judgement raised 
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by Nagel, and concluded with a takeaway summarizing the arguments' philosophical 

significance. Participants in the AI Chatbot group also received this analysis following their own 

preparation with the chatbot, to ensure all groups experienced this baseline AI information. 

Measures 

AI Chatbot. Participants in the AI Chatbot condition received access to a conversational 

AI chatbot embedded directly into the Qualtrics survey environment (Figure 1). To create a 

custom conversational AI chatbot to embed within the survey, we followed the open-source 

Qualtrics-AI Link (QUAIL) framework developed by Behrend and Landers (2025). Specifically 

we followed “Use Case 4: LLM as Conversation Partner” where participants engage in ongoing 

interaction with a LLM and the conversational data are recorded for later analysis. The chatbot 

interface was adapted from the authors’ publicly available Conversational QUAIL codebase 

referenced in paper, and was integrated into qualtrics using custom JavaScript and embedded 

data fields. The system was powered by OpenAI’s GPT-4o mini model. 

We made several modifications to the original QUAIL implementation to ensure security. 

Rather than storing the API key directly in the Qualtrics code, a separate relay server was created 

and deployed using Render. The relay server code was maintained through a GitHub repository 

and acted as an intermediary between qualtrics and the OpenAI API. Participant messages 

submitted through the chatbot interface were sent from Qualtrics to the relay server, which then 

securely communicated with the OpenAI API and returned generated responses back to the 

environment. Additionally, amendments were made to the code’s original interface design to 

improve usability and readability for participants. This included adjustments to fonts, styling, 

and implementing a scrollable chat window. The chatbot system underwent iterative refinement 

and pilot testing prior to deployment. The system prompt given to the chatbot to define its role 
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was “You are an AI tutor designed to help undergraduate students understand difficult 

philosophy readings, specifically Thomas Nagel’s 'Moral Luck.' Provide clear, supportive 

responses and let the user guide the discussion,” to encourage that it not advance the 

conversation on its own, so that the length and direction of each session could be determined by 

the participant.  

On the users side, they were introduced to the tool with the following starter message: 

“Hi! I'm here to help you understand Thomas Nagel's "Moral Luck" and get ready for our class 

discussion” (Figure 1). Participants could exchange messages freely throughout the preparation 

phase, and were told “You may use as many prompts as needed until you feel ready to engage in 

discussion.” Each participant's full conversation was recorded for later coding.   

​
    Figure 1. User interface for the AI chatbot tool embedded within Qualtrics.  

​

​ Cognitive Load. Participants were asked to complete the Leppink Cognitive Load 
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Questionnaire (Leppink et al., 2013), an 10-item self-report instrument designed to measure three 

types of cognitive load: intrinsic (α = .81), extraneous (α = .75), and germane (α = .82). Items 

were tailored to fit the context of a flipped classroom and were administered directly following 

the preparation stage. Participants rated each item on a 0 to 10 scale, with 0 indicating “not at all 

the case” and 10 indicating “completely the case.” Items 1-3 measured intrinsic load, items 4-6 

measured extraneous load, and items 7-10 measured germane load (Appendix E). 

This instrument was selected because it provided a theoretically grounded and widely 

validated method that distinguishes the three types of cognitive load and was specifically 

developed for use in educational settings. As stated by Leppink et al. (2013), “Being able to 

properly measure the different types of CL would help educational researchers and instructional 

designers to better understand why learning outcomes attained with instructional formats may 

differ between formats or between learners.” For those stated reasons, it aligned well with the 

aims of the present study. See Appendix E for the list of scale items.  

Self-efficacy. To assess students’ confidence in understanding the assigned reading and 

participating in class discussions, a modified version of the Self-Efficacy for Learning and 

Performance subscale from the Motivated Strategies for Learning Questionnaire (Pintrich, 1991) 

was used. This scale has been widely validated in higher education settings and has been 

frequently used to measure academic self-efficacy in flipped classroom research (Algarni, 2025). 

The original subscale consisted of eight items and reported a Cronbach's alpha of .93 (Pintrich, 

1991). Three items concerning broader course performance (i.e. grades, tests, and 

instructor-related factors) were omitted as the context of this study deals with a single discussion 

preparation reading activity rather than an entire course. Five items were retained and adapted to 

reflect confidence in understanding and discussing the assigned reading. Items were rated on a 
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7-point Likert scale ranging from 1 (“not at all true of me”) to 7 (“very true of me”). Example 

items included “I believe I successfully learned the material” and “I expect to do well if I were to 

engage in a classroom discussion about Moral Luck” (Appendix D). 

Content Knowledge Assessment. To assess content knowledge and recall of the 

philosophy reading, Thomas Nagel’s “Moral Luck”, participants completed a 15-item multiple 

choice assessment (Appendix C). Because no standardized assessment for the reading was found, 

the questions were informed by the types of concepts and examples commonly discussed in 

educational materials about the essay (Nelkin, 2025; Siler, 2021). The assessment was developed 

to measure participants’ recall of the major concepts presented in the reading, namely the four 

types of moral luck and Nagel’s central arguments, as well as application of these concepts to 

scenarios grounded in the reading.  

Open-Ended Discussion Questions. To assess their preparedness to engage in discussion 

of the reading, participants completed three open-ended response items. Each item was framed as 

a professor-initiated discussion prompt akin to the kind a student would encounter in a flipped 

classroom (Appendix F). The first item asked participants to connect the reading to prior 

knowledge. The second item asked them to reflect on how thinking about moral luck had 

challenged the way they view the choices and actions of themselves, others, or society and to 

explain their reasoning. The third item asked them to construct an original hypothetical scenario 

that illustrates one of the four types of moral luck and to explain why it fits. Unlike the content 

knowledge assessment which tested recall, the items were designed to capture the kind of applied 

and integrative thinking that Paas and Van Gog (2006) associate with germane cognitive 

processing. Responses were scored using a rubric assessing the degree to which each response 
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demonstrated engagement with the ideas. Scores for each item were summed to produce a total 

open-ended score. Appendix F includes the complete open-ended items and grading rubric.  

Prior AI Use. Two items assessed participants’ prior experience with AI tools. The first 

item asked “How often do you use AI tools (e.g., ChatGPT, Gemini, Copilot) to support your 

learning and school-related tasks?” rated on a 7-point scale from 1 (Never) to 7 (Multiple times 

per day). The second item asked, “How skilled are you at using AI tools to support your learning 

and prepare for class?” rated on a 5-point scale from 1 (I do not know how to use AI for learning 

or class preparation) to 5 (Expert- I use AI confidently for a wide range of learning and 

preparation tasks).  

Experimental Task 

 The study was administered entirely online via Qualtrics where participants were 

randomly assigned to one of the three conditions. The study was embedded within a flipped 

classroom context in which students were assigned Thomas Nagel’s “Moral Luck” (1979) and 

told to prepare for a classroom discussion on the reading. In the Reading Only condition, 

participants read the essay without any additional support. This condition served as the control 

condition. In the AI Analysis condition, participants received the essay alongside an 

AI-generated analysis of the text. In the AI Chatbot condition participants read the essay and had 

access to a conversational AI chatbot, followed by access to the same analysis the AI Analysis 

group received. This decision was made to isolate the effect of interactive chatbot engagement 

beyond what could be attributed to the AI-generated analysis alone.  

18 



 

Design 

This study employed a between-subjects experimental design. The independent variable 

was the level of AI support provided during the discussion preparation, manipulated across three 

randomly assigned conditions: Reading Only, AI Analysis, and AI Chatbot.  

​ Six dependent variables were measured: three subjective cognitive load outcomes 

(intrinsic load, extraneous load, and germane load), reported self-efficacy, content knowledge 

assessment score, and discussion question performance. Preparation time and self-reported prior 

AI use (frequency and skill) were also recorded. 

​ Engagement profile (Surface, Strategic, or Deep) was a participant-level predictor 

variable used in the exploratory analyses and was derived from the qualitative coding of chatbot 

usage for the AI Chatbot condition.  

Procedure 

Participants completed the study online via the survey platform Qualtrics. If they 

attempted to access the survey on a mobile device they were automatically redirected to an 

end-of-survey screen with the following message: “Thank you for your interest in completing 

this study. At this time, we are unable to support mobile devices for this study. Please come back 

to this study using a computer.” Participants who accessed the survey via a laptop or desktop 

computer were first directed to the consent form, followed by demographic items. Participants 

then received the following disclaimer:  

​ “Accurate research depends on your honest efforts. This study is about comparing 

preparation methods, not evaluating you as a student. Your answers will remain 

anonymous and will be combined with others in your same condition.  
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To keep the results meaningful, please do not use any outside resources or help. 

Please treat the preparation exactly as you would for your actual classes. The assessments 

that follow are designed to gauge your understanding, engagement, and experience as 

they relate to the preparation condition. They are not a grade or a judgment of you 

personally.  

The study should take up to 1.5 hours, and once you begin, please stay in the 

study window until you finish. Any tab switching will be flagged and may result in your 

data being excluded.” 

Participants were then asked if they are at all familiar with the essay “Moral Luck” by Thomas 

Nagel. If they selected yes they were redirected to an end-of-survey message informing them that 

they are ineligible to participate in the study, resulting in the exclusion of 11 students. Those 

unfamiliar with the text were then randomly assigned to one of the three conditions. In the 

Reading Only condition, participants were asked to “... please read Thomas Nagel’s Moral Luck 

as if you were preparing to take part in a classroom discussion. Focus on understanding the ideas 

so you feel ready to engage in discussion. Do not move on from this page until you have 

completed your preparation; you will not be able to go back. After finishing, you will answer 

questions to assess your comprehension of the material.” 

Those in the AI Analysis condition received a similar message, but were told to use the 

provided AI-generated analysis alongside the reading to prepare for discussion. The AI Chatbot 

condition also received the message, but were told to use the chatbot and the reading to prepare 

for discussion, and that they can use as many prompts as needed until they feel ready to engage 

in discussion. Each condition received the following message: “The “Next” button will be 

disabled for 5 minutes to prevent accidentally moving ahead too quickly. You can work at your 
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own pace, spending up to 45 minutes on this page will still leave plenty of time to complete the 

survey.” Preparation time was recorded via embedded timers. After moving on from the 

preparation page, the AI Chatbot group also received the AI-generated analysis assigned to the 

AI Analysis group.  

​ Following the preparation phase, all participants completed the cognitive load scale, 

self-efficacy scale, multiple choice content knowledge assessment, and the open-ended 

discussion question responses in the order listed. They then completed the prior AI use items and 

an optional open-ended response item for comments and feedback about the survey. Finally, 

participants were debriefed and thanked for their participation.  
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Data Analysis 

Quantitative Analysis 

Data were analyzed using R version 4.4.2 (2024-10-31) (R Core Team, 2024). Primary 

analyses for the three-group experimental comparisons were conducted using one-way ANOVAs 

with Tukey’s HSD post hoc tests to identify pairwise differences between conditions. Levene’s 

test was used to assess homogeneity of variance prior to each ANOVA, and Shapiro-Wilk tests 

were used to assess normality within each group. Where normality assumptions were violated, 

ANOVA was considered appropriate given its robustness to such violations when group sizes are 

sufficient. Effect sizes are reported as eta-squared (η²) for omnibus tests and Cohen’s d for 

pairwise contrasts. To further test whether the effect of condition differed across load types, the 

three cognitive load outcomes were also examined in a 3 (condition) × 3 (load type) mixed 

ANOVA, with condition as a between-subjects factor and load type (intrinsic, extraneous, 

germane) as a within-subjects factor. Mauchly’s test was used to evaluate sphericity for the 

within-subjects effects, and the Greenhouse-Geisser correction was applied to the degrees of 

freedom when the assumption was not met. Effect sizes for this model are reported as partial 

eta-squared (ηp²). A significant condition by load type interaction was interpreted by the 

one-way ANOVAs and Tukey-adjusted contrasts previously described for the three load types. 

For the exploratory five-group profile analyses, Welch t-tests were used for pairwise 

comparisons rather than assuming equal variances given the unequal group sizes across the three 

engagement profiles within the AI Chatbot condition. Bonferroni correction was applied to 

control for multiple comparisons within the profile-level analyses (k = 3). Kruskal-Wallis tests 

were used as nonparametric alternatives where appropriate, including for ordinal prior AI use 

variables. All quantitative analyses were conducted in R. 
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Qualitative Coding 

Each individual interaction submitted by a student to the chatbot was treated as a unit of 

analysis. All 171 student-AI interactions across 57 chatbot participants were coded using 

constant comparative analysis (Creswell & Creswell, 2017; Strauss & Corbin, 1998), in which 

categories are not defined in advance but are instead built up through close reading of each 

interaction and iterative comparison across cases. Open coding was conducted in ATLAS.ti 

where each interaction was read, labeled, and compared against others until stable patterns began 

to emerge. Those patterns were grouped into axial categories, which were then ultimately 

organized into a single core concept that best explained the variation across the dataset 

(Appendix G). The aim of this approach was to let the data reveal how students were using the 

chatbot rather than confirm categories that had been decided ahead of time. To determine 

inter-rater reliability, a random 30% of the interactions were given to a second coder alongside a 

codebook that described each axial category. The second coder applied the codebook 

independently. Raw agreement between the first and second coder ranged from 89% to 97%, 

with an average of 92% across all five categories (Table 1). Cohen’s kappa coefficients indicated 

substantial agreement overall, with a mean κ of .77 (range .65 to .89) (Landis & Koch, 1977; 

Kurasaki, 2000).  

 

23 



 

Table 1 

Axial Codes, Examples, Raw Agreement and Cohen’s Kappa. 
 

Axial Code 
Category 

Example Student-AI Interaction Inter-Rater 
Raw Agreement 

Cohen’s 
kappa 

Passive 
Knowledge 
Acquisition 

“Give me a summary on the book” 89% .65 

Targeted 
Conceptual 
Inquiry 

“Go further into what Nagel 
questions.” 

92% .81 

Discussion 
Preparation 

“Anything else I should know 
about the book that would make 
me successful on a test?” 

95% .80 

Generative 
Meaning-Making 

“Yes, that helps a lot. I'd like to 
explore the tension more. Why do 
we still hold people morally 
responsible even though so much 
is influenced by luck? How does 
Nagel explain that conflict?” 

89% .71 

Non-Engagement “Ok” 97% .89 
Note. This table provides the five axial code categories that followed from the open coding 
process. It provides examples of students' interactions within those categories, along with the raw 
agreement scores between the two raters, and their respective Cohen’s kappa. 
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Results 

Preparation Time 

​ A one-way ANOVA revealed that preparation time, measured in minutes, did not differ 

significantly across conditions, F(2, 165) = 0.73, p = .483, Kruskal-Wallis H(2) = 0.95, p = .623 

(Reading Only: M = 16.00, SD = 11.6; AI Analysis: M = 19.20, SD = 26.0; AI Chatbot: M = 

15.30, SD = 13.2). Preparation time did not correlate significantly with any primary outcome 

variable within the AI Chatbot group (all p > .10), or the AI Analysis condition (all p > .29). 

Within the Reading Only condition, preparation time correlated significantly with open-ended 

performance (r = .31, p = .022), but did not correlate with any other outcome variable (all p > 

.49). This pattern suggested that time on task was associated with the open-ended discussion 

question performance only for students who relied solely on the reading, not for students in 

either AI-supported condition. 

Prior AI Use 

​ One-way ANOVAs confirmed that the three conditions did not differ significantly on 

prior AI use frequency, F(2, 165) = 0.55, p = .576, or AI skill level, F(2, 165) = 0.04, p = .966, 

suggesting random assignment produced comparable groups in regards to these variables.  
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Table 2 

Means and Standard Deviations for All Outcome Variables by Condition (3-Group). 

Condition n Subjective Load Scores 

  Intrinsic Extraneous Germane SE MC OE 

Reading Only 54 5.85 (1.71) 5.36 (2.03) 6.06 (1.97) 4.25 (1.26) 8.02 (3.48) 5.04 (2.03) 

AI Analysis 56 5.45 (2.10) 4.71 (2.07) 6.42 (1.90) 4.56 (1.29) 8.55 (3.17) 6.11 (2.02) 

AI Chatbot 58 4.67 (2.16) 3.84 (2.27) 6.39 (1.98) 4.86 (1.16) 8.64 (2.98) 5.91 (2.12) 

Note. Values are presented as M (SD). Subjective Load (Intrinsic, Extraneous, Germane) was 
measured on a 0 to 10 scale. SE = Self-Efficacy, measured on a 0 to 7 scale. MC = Multiple 
Choice (content knowledge assessment), scored out of 15. OE = Open-Ended (discussion 
questions), scored out of 9. 
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RQ1: How does AI support affect cognitive load? 

​ A 3 (condition) × 3 (load type) mixed ANOVA was conducted to test whether the effect 

of condition differed across the three types of cognitive load, with condition as a 

between-subjects factor and load type as a within-subjects factor. Mauchly’s test indicated that 

assumption of sphericity was violated, p < .001, so degrees of freedom were corrected using 

Greenhouse-Geisser estimates (ε = .67). The condition by load type interaction was significant, 

F(2.68, 220.89) = 3.60, p = .018, ηp² = .04, indicating that the effect of condition on cognitive 

load differed across the three load types. The main effect of condition was significant, F(2, 165) 

= 6.14, p = .003, ηp² = .07, but was qualified by the interaction. The main effect of load type was 

also significant, F(1.34, 220.89) = 30.55, p < .001, ηp² = .16. This main effect likely reflected 

differences in item wording and item count across the three subscales each contained rather than 

differences in experienced load. The germane load items were positively worded around 

engagement and learning, which students endorsed more readily than the difficulty-focused 

intrinsic and extraneous items, which explains why the germane load was numerically higher on 

average. Because these subscales represent different constructs and their absolute means cannot 

be compared, and the load type main effect was therefore not interpreted further. Because the 

interaction was significant, the effect of condition was examined separately within each load type 

using one-way ANOVAs with Tukey-adjusted comparisons.    

 

Intrinsic Load 

​ A one-way ANOVA revealed a significant effect of condition on intrinsic load, F(2, 165) 

= 5.08, p = .007, η² = .058. Post hoc comparisons using Tukey’s HSD indicated that Reading 

Only students (M = 5.85, SD = 1.71) reported significantly higher intrinsic load than AI Chatbot 
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students (M = 4.67, SD = 2.16), p = .006. The contrasts between the Reading Only and AI 

Analysis conditions (M = 5.45, SD = 2.10) and between AI analysis and AI Chatbot were not 

significant (ps = .551 and .095) (Table 2) (Figure 3). These results provided partial support for 

H1a: AI support reduced intrinsic load relative to reading without support in the AI Chatbot 

condition but not the AI Analysis condition.  

Extraneous Load 

A one-way ANOVA revealed a significant effect of condition on extraneous load, F(2, 

165) = 7.20, p = .001, η² = .080. Tukey’s HSD indicated that Reading Only students (M = 5.36, 

SD = 2.03) reported significantly higher extraneous load than AI Chatbot students (M = 3.84, SD 

= 2.27; p < .001) (Table 2). The contrasts between Reading Only and AI Analysis (M = 4.71, SD 

= 2.07) and between AI Analysis and AI Chatbot were not significant (ps = .249 and .078) 

(Figure 3). This finding partially supported H1b: AI Chatbot support reduced extraneous load 

relative to reading without support in the AI Chatbot condition but not in the AI analysis 

condition. 

Germane Load 

​ A one-way ANOVA revealed no significant effect of condition on germane load, F(2, 

165) = 0.63, p = .534, η² = .008 (Reading Only: M = 6.06, SD = 1.97; AI Analysis: M = 6.42, SD 

= 1.90; AI Chatbot: M = 6.39, SD = 1.98). Tukey’s HSD confirmed no significant differences 

among any pair of conditions (all ps > .56). These results support H1c: germane load did not 

differ significantly across conditions, indicating that AI support did not displace productive 

cognitive effort.  

Overall, AI support significantly reduced intrinsic and extraneous cognitive load in the 

AI Chatbot condition relative to reading without support, while germane load remained stable 
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across all three conditions (Figure 2) (Table 2). This pattern, lower intrinsic and extraneous load 

under AI support alongside unchanged germane load, was reflected in the significant condition 

by load type interaction from the mixed ANOVA.    

 

 

Figure 2. Cognitive load profile by condition (3-group). Error bars = ±1 SE. Cognitive load 
ratings are on a 0–10 scale. The AI Chatbot condition showed significantly lower intrinsic and 
extraneous load than Reading Only, while germane load is equivalent across all three conditions. 
 
 
RQ2: How does AI support affect content knowledge? 

A one-way ANOVA revealed no significant effect of condition on multiple choice 

content knowledge assessment scores, F(2, 165) = 0.60, p = .548, η² = .007 (Reading Only: M = 

8.02, SD = 3.48; AI Analysis: M = 8.55, SD = 3.17; AI Chatbot: M = 8.64, SD = 2.98) (Table 2). 

Post hoc comparisons using Tukey's HSD confirmed no significant differences among any pair 

of conditions (Reading Only vs. AI Analysis: p = .658; Reading Only vs. AI Chatbot: p = .565; 
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AI Analysis vs. AI Chatbot: p = .989). H2 was not supported: AI support during preparation did 

not improve content knowledge assessment scores relative to reading without support (Figure 3). 

In summary, content knowledge did not differ significantly across the three conditions, 

indicating that AI support during preparation neither improved nor diminished students recall of 

the major concepts and arguments of the reading.  

RQ3: How does AI support affect discussion question performance? 

A one-way ANOVA revealed a significant effect of condition on open-ended discussion 

question performance, F(2, 165) = 4.22, p = .016, η² = .049. Tukey’s HSD indicated that Reading 

Only students (M = 5.04, SD = 2.03) scored significantly lower than AI Analysis students (M = 

6.11, SD = 2.02), p = .019. The contrast between Reading Only and AI Chatbot (M = 5.91, SD = 

2.12) and between AI analysis and AI Chatbot was not significant (ps = .065 and .871). H3 was 

partially supported: access to an AI Analysis significantly improved open-ended discussion 

question performance relative to reading without support, while the AI Chatbot condition did not 

(Figure 3).  

​ Summatively, the performance on open-ended discussion items meant to gauge students’ 

ability to respond to professor-initiated discussion questions was strongest among students who 

received the AI-generated analysis, while AI Chatbot students did not show a clear advantage 

over students who only had the reading.  

RQ4: How does AI support affect self-efficacy? 

A one-way ANOVA revealed a significant effect of condition on self-efficacy, F(2, 165) 

= 3.44, p = .034, η² = .040. Post hoc comparisons using Tukey’s HSD indicated that Reading 

Only students (M = 4.25, SD = 1.26) reported significantly lower self-efficacy than AI Chatbot 

students (M = 4.86, SD = 1.16), p = .026. The contrasts between Reading Only and AI Analysis 
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(M = 4.56, SD = 1.29) and between AI Analysis and AI Chatbot were not significant (ps = .392 

and .389). H4 was partially supported: AI Chatbot access significantly increased self-efficacy 

relative to reading without support, while the AI Analysis condition did not. 

Self-efficacy was strongest among students who had access to the AI Chatbot, while 

students who received the AI-generated analysis did not report significantly different 

self-efficacy from students who prepared with only the reading (Figure 3).  
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Figure 3. Mean scores by condition for all six outcome variables. Error bars = ±1 SE. Significance brackets indicate Tukey HSD p < 
.05. Open-Ended (discussion questions), scored out of 9. 
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RQ5: How did students use the AI chatbot? 

Following open coding, interactions were compared across participants to identify 

recurring patterns in the types of cognitive work students were doing. Tags that appeared 

together and reflected a similar underlying behavior were grouped into axial categories (Table 1). 

Five categories emerged from this process.  

Passive Knowledge Acquisition was the most common category, accounting for 47.4% of all 

coded interaction (n = 81). These interactions shared a common structure, all revolving around 

asking the AI to explain or summarize content from the reading, all while not contributing any 

interpretation of their own. For example, “explain Moral Luck by Thomas Nagel to me and give 

me everything I need to know about it” and “give me a summary highlighting the key points.” 

These types of interactions positioned the AI as the expert and the student as the recipient of 

information.  

Targeted Conceptual Inquiry accounted for 19.3% of interactions (n = 33). Unlike the passive 

acquisition, these interactions were more focused, with students asking about specific concepts 

or examples rather than requesting a broad overview. Examples include “can you give me an 

example of constitutive luck?” and “what is it that Nagel calls out about society.” The ability to 

identify specific concepts where they needed further clarification reflected a degree of 

metacognitive awareness; they knew what they did not yet know.  

Generative Meaning-Making accounted for 15.8% of interactions (n = 27). These interactions 

displayed higher-order engagement. Rather than a more passive approach of asking the AI to 

summarize or explain something, students brought their own thinking to the conversation. One 

student wrote: “in my opinion this challenges us because it takes away our control over 

ourselves, would you agree?”. Another challenged concepts of the reading and responded with 
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“What if the ball was in the street and the child didn't check both ways, could we then blame the 

child, or the parenting regarding street safety?” Across these interactions, students did the 

interpretive work themselves and used the AI as a thinking partner rather than a content static 

source of information.  

Discussion Preparation accounted for 11.1% of interaction (n = 19). These interactions were 

explicitly oriented towards the proposed/hypothetical classroom discussion. Students asked 

things like “what will I need to know for this discussion?”, “give me some quotes I can cite for 

this discussion”, and “what else should I be prepared for if I were to lead a discussion on the 

text?” This category was distinct from passive acquisition, as students strategically positioned 

the prompts towards preparing for a discussion.  

Non-Engagement accounted for 6.4% of interactions (n = 11). These included messages where 

no meaningful exchange occurred. These included one to two word interactions such as “hi,” 

“that’s it,” and “no comments.”  

Engagement Profiles 

As coding progressed, a pattern consistently began to emerge across the data. Students 

differed fundamentally in how much cognitive work they brought to the chatbot versus how 

much they assigned the AI to do for them, and their usage fell on a spectrum. On one end of the 

spectrum, nearly half of the students approached the chatbot as a system to deliver information, 

asking it to explain and summarize the reading and accepting its responses without contributing 

any thinking on their own within their interactions. At the other end of the spectrum was a small 

group of users who brought their own interpretations and used the AI to test and extend them. In 

between those two groups sat a third group who moved beyond broad summaries and had more 
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purposeful engagement as they asked targeted questions and were thinking ahead regarding the 

classroom discussion, without generating their own interpretations of the material. 

​ The main distinguishing factor amongst these three groups was what kind of thinking 

they did and where they directed it. A student who asks “what does moral luck mean” is asking 

the AI to construct their understanding for them. A student who asks “can you explain the 

difference between causal luck and resultant luck specifically”, two concepts within the reading, 

is showing they have enough grasp of the reading to know what they do not yet understand. A 

student who asks “I think Nagel is saying that we judge people for things outside of their control, 

is that right?” has already done interpretive work and is looping the AI in to respond to it. These 

interactions reflected differences in the process of sense-making. 

​ The core category that best accounted for this variation was Differential Epistemic 

Delegation, which was the degree to which students delegated the work of building 

understanding to the AI. This was the type of cognitive work targeted by the germane load 

measure. Three engagement profiles were derived, each representing a position along the 

spectrum of this core category (H5).  

Surface profile (n = 28, 49.1%) was characterized by exclusive reliance on passive content 

acquisition. Every interaction these students had (excluding non-engagement comments) fell 

under the Passive Knowledge Acquisition code (Figure 4). They averaged 1.68 interactions (SD 

= 0.67), and in each one they asked the AI to explain, summarize, or simplify the reading for 

them (Table 3). They did not ask follow-up questions nor offered interpretations. For these 

students, the chatbot functioned as more of a study guide. 

Strategic profile (n = 21, 36.8%) was characterized by targeted conceptual inquiry and 

discussion preparation, alongside passive acquisition. These students averaged 3.33 interactions 
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(SD = 1.83) (Table 3). They used the chatbot more purposefully by asking about specific 

concepts and explicitly preparing for class discussion, but did not have generative engagement. 

They moved beyond broad summaries but stopped short of contributing their own 

interpretations, using the chatbot as a tool for targeted information gathering rather than for 

thinking through things. 

Deep profile (n = 8, 14.0%) was defined by at least one Generative Meaning-Making interaction 

(Figure 4). Of their averaged 5.62 interactions (SD = 1.85), 3.08 of those interactions were coded 

as generative (Table 3). They brought their own interpretations to the chatbot and used it to test 

their thinking. For example, one student connected Nagel’s argument to herd mentality and the 

influence on social consensus on individual moral judgement. Another student built an original 

scenario that involved a child running into the street to challenge the reading’s framework of 

how luck and agency interact. Compared to the other profiles, these interactions clearly stood out 

in regards to the cognitive effort behind them.  

 

Table 3 

Engagement Profile Descriptives for Chatbot Participants. 

Profile n % of Chatbot 
Group 

Mean Interactions 

Surface 28 49.1% 1.68 (SD = 0.67) 

Strategic 21 36.8% 3.33 (SD = 1.83) 

Deep 8 14.0% 5.62 (SD = 1.85) 

Note. Profiles are mutually exclusive and cover all chatbot participants with codable interactions. 
 

36 



 

 

Figure 4. Axial code composition by engagement profile. Surface (n = 28), Strategic (n = 21), 
and Deep (n = 8) were qualitative engagement profiles derived from participants in the AI 
Chatbot condition. Bars represent the mean proportion of each profile’s interactions assigned to 
each code. 
 
Cluster Analysis 

Because the three engagement profiles were derived from qualitative coding rather than 

being randomly assigned, a k-means cluster analysis was conducted to assess whether the 

profiles reflected real patterns in the data rather than an output of interpretation alone. The 

variables considered for each participant only included the proportion of interactions coded as 

passive, targeted, generative, or discussion preparation.  

The factoextra package in R (Kassambara & Mundt, 2020) was used to determine the 

optimal number of clusters and visualize the results. K-means clustering works by grouping 

participants based on how similar their interaction patterns are to one another, all while having 

no knowledge of the engagement profiles that had already been assigned. The elbow method 

runs the clustering algorithm multiple times and each time it is being asked to find groups to the 
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point at which asking for more groups stops meaningfully improving how well participants fit 

within those groups. The elbow plot indicated that two groups best fit the data (Figure 5). 

The two-group solution separated students into a generative cluster (n = 8) (the same 

participants from the Deep profile) and a non-generative cluster (the Surface and Strategic 

profiles combined). A three-group solution was also examined to test if the algorithm could 

produce the existing three profiles on its own. Of the 57 participants in the Chatbot condition, 55 

were placed in their assigned engagement profile (Figure 6). All 8 Deep profile students were 

correctly grouped, as were 27 of 28 Surface students and 20 of 21 Strategic students. Two cases 

that landed in different groups were students whose interaction patterns sat at the boundary 

between the Strategic and Surface profiles. The first student only had two interactions, one 

interaction was coded passive and then the second interaction was coded both passive and 

discussion preparation, as it had a component of both: “Can you give me an overall summary of 

Thomas Nagel's "Moral Luck" and what key takeaways would be for an in class discussion.” The 

presence of the discussion preparation tag was the reasoning behind them being coded as 

Strategic. But when considering the low number of interactions and the high proportion of 

passive codes (67%) (Figure 4), the cluster algorithm justifiably coded them as Surface. The 

second student had three interactions, two were non-engagement and one was passive. The 

algorithm saw the one passive interaction and gave them a low passive proportion score. It also 

considered the number of interactions, three, which looked more like the count for those it 

considered as Strategic. While the case for the first student was justifiable, the second should 

remain coded as Surface rather than strategic as the analysis suggested, as the algorithm was not 

accounting for intent/context. Aside from these two edge cases, the qualitative coding process 

and this data driven cluster analysis approach arrived at nearly identical results.  
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Figure 5. K-Means Cluster Analysis: Two-Group Solution.  
Note. The elbow method identified k = 2 as the best fit, separating generative engagers (Deep 
profile, n = 8) from non-generative engagers (Surface and Strategic combined, n = 49). Numbers 
represent individual participants. Clustering was based on proportions of passive, targeted, 
generative, and discussion preparation codes. 
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Figure 6. K-Means Cluster Analysis: Three-Group Solution (96.5% Agreement). 
Note. A three-group solution was examined to test correspondence with qualitatively derived 
engagement profiles. 55 of 57 participants were placed in their assigned profile. Numbers 
represent individual participants. Clustering was based on proportions of passive, targeted, 
generative, and discussion preparation codes. 
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Table 4 

Means and Standard Deviations for All Outcome Variables by Group (5-Group, Exploratory). 

Group n Subjective Load Means Scores 

  Intrinsic Extraneous Germane SE MC OE 

Reading Only 54 5.85 (1.71) 5.36 (2.03) 6.06 (1.97) 4.25 (1.26) 8.02 (3.48) 5.04 (2.03) 

AI Analysis 56 5.45 (2.10) 4.71 (2.07) 6.42 (1.90) 4.56 (1.29) 8.55 (3.17) 6.11 (2.02) 

AI Chatbot        

Chatbot Surface 28 5.10 (2.41) 4.24 (2.60) 5.69 (2.07) 4.76 (1.33) 9.18 (3.45) 5.18 (2.28) 

Chatbot Strategic 21 4.59 (1.91) 3.46 (1.89) 6.75 (1.22) 4.63 (0.85) 8.33 (2.29) 6.57 (1.78) 

Chatbot Deep 8 3.21 (1.38) 3.21 (1.91) 7.75 (1.26) 5.90 (0.79) 7.88 (2.85) 6.50 (1.77) 

Note. Values are presented as M (SD). Surface, Strategic, and Deep are subdivisions of the AI 
Chatbot condition based on qualitative engagement profiles. These groups were not randomly 
assigned.  Subjective Load (Intrinsic, Extraneous, Germane) was measured on a 0 to 10 scale. SE 
= Self-Efficacy MC = Multiple Choice (score out of 15); OE = Open-Ended (score out of 9).  
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5-Group Exploratory Findings  

​ To offer a closer look at what was happening inside the AI Chatbot condition, the 

following analyses examined whether outcomes differed across the engagement profiles within 

the Chatbot condition (H5). Because the engagement profiles were not randomly assigned, and 

the Deep group was small (n = 8), these analyses were exploratory and are treated as interpretive 

context to the primary three-group findings. Welch corrections were applied throughout to 

account for unequal group sizes across the three engagement profiles.  

Preparation Time by Engagement Profile 

​ A one-way ANOVA revealed that preparation time did not differ across the five groups, 

F(4, 162) = 0.77, p = .550, Kruskal-Wallis H(4) = 4.88, p = .300 (Reading Only: M = 16.00, SD 

= 11.6; AI Analysis: M = 19.20, SD = 26.0; Chatbot-Surface: M = 12.20, SD = 9.5; 

Chatbot-Strategic: M = 18.10, SD = 16.5; Chatbot-Deep: M = 18.40, SD = 14.9). 

Prior AI Use and Chatbot Engagement 

​ To examine whether prior AI experience explained differences in how students engaged 

with the chatbot, AI use frequency and self-reported AI skill level for learning and school related 

tasks were examined as potential correlates of chatbot engagement within the AI Chatbot 

condition using Pearson correlations. AI frequency positively correlated with total interactions (r 

= .32, p = .015), proportion of generative interactions (r = .32, p = .017), and germane load (r = 

.31, p = .019). AI skill level was not significantly associated with any of these variables (all p 

>.16). A Kruskal-Wallis test indicated that AI frequency differed significantly across engagement 

profiles, H(2) = 6.91, p = .032. Dunn’s post hoc tests with Bonferroni correction revealed that 

Deep profile students reported significantly higher prior AI frequency (M = 5.62, SD = 1.19) 

than Surface profile students (M = 3.97, SD = 1.71), p = .014. Strategic students (M = 4.52, SD = 
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1.47) did not differ significantly from either group. Self-reported AI skill level did not differ 

significantly across profiles, H(2) = 4.18, p = .124. These findings suggested that students who 

frequently used AI in learning and education contexts tended to engage with the chatbot more 

deeply, and more often, during the study. 

Cognitive Load by Engagement Profile 

Cognitive load differences became more pronounced upon breaking up the AI Chatbot 

group by how students interacted with the chatbot (Figure 7) (Table 4). A one-way ANOVA 

across the five groups was significant for intrinsic load, F(4, 162) = 4.08, p = .004, η² = .091. 

Tukey’s HSD indicated that Deep students (M = 3.21, SD = 1.38) reported significantly lower 

intrinsic load than both Reading Only students (p = .005) and AI Analysis students (p = .027). 

No other Tukey contrasts reached significance for intrinsic load (all ps > .10). Welch t-tests 

indicated that Deep students reported significantly lower intrinsic load than Surface students, 

t(20.4) = -2.83, p = .010, d = -0.96, and Strategic students, t(17.6) = -2.15, p = .046, d = -0.83. 

​ For extraneous load, a one-way ANOVA was significant, F(4, 162) = 4.31, p = .002, η² 

= .096. Tukey’s HSD indicated that Strategic students (M = 3.46, SD = 1.89) reported 

significantly lower extraneous load than Reading Only students (p = .006) (Figure 7). No other 

Tukey contrasts reached significance. A Welch t-test confirmed that Strategic students reported 

significantly lower extraneous load than AI students as well, t(39.0) = -2.51, p = .016, d = -0.63.  

​ A one-way ANOVA revealed a significant effect of group on germane load, F(4, 162) = 

2.58, p = .040, η² = .060. The only Tukey contrast to reach significance was Surface versus 

Deep. (p = .049) (Figure 7). A Welch t-test confirmed that Deep students (M = 7.75, SD = 1.26) 

reported significantly higher germane load than Surface students (M = 5.69, SD = 2.07), t(19.0) = 

-3.48, p = .003, d = 1.20. Surface students showed no germane load advantage over Reading 
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Only students. Deep students showed higher germane load than Reading Only students, (p = 

.006, d = 1.03), but did not survive the more conservative Tukey correction (p = .119). 

Content Knowledge Assessment Outcomes by Engagement Profile 

A one-way ANOVA across the five groups was not significant for content knowledge 

assessment scores, F(4, 162) = 0.68, p = .605, η² = .017; Reading Only: M = 8.02, SD = 3.48; AI 

Analysis: M = 8.55, SD = 3.17; Chatbot-Surface: M = 9.18, SD = 3.45; Chatbot-Strategic: M = 

8.33, SD = 2.29; Chatbot-Deep: M = 7.88, SD = 2.85) (Table 4) (Figure 7). Indicating that how 

students engaged with the chatbot had no significant impact on their performance on the content 

knowledge assessment.   

Discussion Question Scores by Engagement Profile 

For open-ended performance, a one-way ANOVA was significant, F(4, 162) = 3.75, p = 

.006, η² = .085. Tukey’s HSD indicated that Reading Only students (M = 5.04, SD = 2.03) scored 

significantly lower than both AI analysis students (M = 6.11, SD = 2.02; p = .049) and Strategic 

Chatbot students (M = 6.57, SD = 1.78; p = .030) (Table 4). All other Tukey contrasts were 

non-significant (all p > .12). A Welch t-test confirmed that Strategic students scored significantly 

higher than Reading Only students, t(41.4) = 3.22, p = .003, d = 0.81. Surface (M = 5.18, SD = 

2.28; Tukey p = .998) and Deep students (M = 6.50, SD = 1.77; Tukey p = .184) did not differ 

significantly from Reading Only students (Figure 7). 

In summary, those who received the AI analysis and those in the Strategic engagement 

profile scored significantly higher on the discussion items than students who prepared with the 

reading alone. This pattern suggested that a structured AI-generated analysis and a strategic, 

purposeful approach to chatbot engagement both supported the kind of thinking captured by the 

open-ended discussion items. 
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Self-Efficacy by Engagement Profile 

A one-way ANOVA across the five groups was significant, F(4, 162) = 3.48, p = .009, η² 

= .079. Tukey’s HSD revealed that Deep students (M = 5.90, SD = 0.79) reported significantly 

higher self-efficacy than both Reading Only students (M = 4.25, SD = 1.26; p = .004) and AI 

Analysis students (p = .034) (Table 4). No other Tukey contrasts reached significance. Welch 

t-tests confirmed that Deep students reported significantly higher self-efficacy than Surface 

students (M = 4.76, SD = 1.33), t(19.7) = -3.05, p = .006, d = 1.05, and Strategic students (M = 

4.63, SD = 0.85),  t(13.7) = -3.80, p = .002, d = 1.55 (Figure 7).  

Together these results indicated that Deep students reported significantly higher 

self-efficacy than every other group. This suggested that the most generative form of chatbot 

engagement was associated with the highest confidence in students' readiness to engage in 

classroom discussion.  
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Figure 7. Mean scores by group for the five-group exploratory analysis for all six outcome variables. Error bars = ±1 SE. Significance 
brackets indicate Tukey HSD p < .05. Reading Only (n = 54) and AI Analysis (n = 56) were the two experimental conditions. Surface 
(n = 28), Strategic (n = 21), and Deep (n = 8) were qualitative profiles derived from participants in the AI Chatbot condition. 
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Discussion 

​ To address the concerns and evolving dialogue surrounding the use of AI in learning and 

educational contexts, this study examined how different levels of AI support for pre-class 

preparation affected cognitive load, self-efficacy, content knowledge, and discussion question 

performance. Additionally, this study examined how undergraduate students used a 

conversational AI tool to prepare for a hypothetical classroom discussion on the assigned 

reading. At the forefront of the concerns surrounding AI usage in learning and educational 

contexts is whether it removes the productive thinking that learning requires. The present study 

explored this concern by measuring the amount of germane load experienced by students under 

different AI support conditions and additionally examining the types of engagement they chose 

to experience. Exploratory analyses leveraged the qualitative data from the student-AI 

interactions within the AI Chatbot condition to add context to the experimental findings.  

RQ1: How does AI support affect cognitive load? 

​ The strongest experimental findings in this study were the reductions in intrinsic and 

extraneous load for the AI Chatbot group relative to Reading Only students. The stronger of the 

two was the reduction in extraneous load, the cognitive cost of working through poorly organized 

or difficult to process material, which in this context was related to the dense philosophical text. 

The reduction in extraneous load suggested that the chatbot made the task of working with a 

complex reading less effortful, in terms of undesirable effort, not the productive effort measured 

by germane load. This was consistent with prior findings that students experience lower 

extraneous load when using LLMs, which has been attributed to the tool’s ability to clarify and 

break down complex material on request (Patac & Patac Jr, 2025; Stadler et al., 2024). 
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Intrinsic load, which involves the perceived complexity of the material itself, was also 

significantly lower for chatbot users. Students could immediately ask clarifying questions and 

break down concepts, which could contribute to experiencing the material as more manageable 

even before fully understanding it.   

Germane load is the productive cognitive effort colloquially understood as the load 

contributing to learning. It is the load that is implied when concerns of critical thinking are 

brought up in regards to AI usage. We found that germane load did not differ significantly across 

all three conditions, meaning AI support was not associated with increasing nor decreasing the 

amount of perceived productive effort. However, our claims regarding germane load are 

restricted by the limits of hypothesis testing: no significant difference does not necessarily mean 

groups were equal in their experience of germane load. However, visual examination of the 

results showed that  chatbot users' germane load was comparable to those who received the 

reading alone. This pattern was consistent with Cognitive Load Theory’s view of effective 

instructional scaffolding: well designed support reduces unproductive cognitive demands that 

can interfere with learning without reducing the productive demands that contribute to learning 

(Sweller, 2011). This result is in contrast with Stadler et al. (2024), who found that students using 

an LLM reported lower germane processing and weaker reasoning than students using traditional 

search. The most likely reason is the difference in task, as their students gathered and synthesized 

information from multiple sources to reach a justified recommendation, whereas the present 

study asked students to prepare for discussion from a single assigned reading. The measures also 

differed, their germane load items were framed around difficulty (Klepsch et al., 2017) and the 

items used here were around productive engagement (Leppink et al. 2013).  

48 



 

The five-group exploratory analyses added nuance to this finding, suggesting that 

germane load depended on how students engaged with the tool. Surface students who exclusively  

used the chatbot passively showed no germane load advantage over Reading Only students. Deep 

students, who were defined by their generative engagement, reported significantly higher 

germane load than Surface students. Productive mental effort had more to do with how the tool 

was leveraged rather than access alone. This was consistent with the view that LLMs only 

supports germane processing when the user prompts it towards reflection and reasoning (Patac & 

Patac Jr, 2025).  

RQ2: How does AI support affect content knowledge? 

Performance on the multiple choice content knowledge assessment did not differ 

significantly across the three conditions. The condition a student was in had almost no impact on 

how they performed on the content knowledge assessment. It was possible the lack of difference 

in content knowledge stemmed from the task or the test, but in any case those with AI did not 

perform worse than those reading the material alone.  

Factual recall demanded by the assessment depended on exposure to and then encoding 

of specific content, and students who received AI support could have been doing something 

qualitatively different with their preparation time like engaging with summaries, explanations 

and discussion preparation rather than rehearsing specific content. While the AI chatbot was 

capable of providing such support, it had to be prompted to do so, and none of the recorded AI 

interactions leveraged the tool in that way, which could explain why their performance did not 

differ from Reading Only students in terms of rehearsal style encoding that benefits content 

knowledge assessment performance. In the exploratory five-group findings even Deep students 

who were most actively engaged with the tool did not outperform anyone on content knowledge.   
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RQ3: How does AI support affect discussion question performance? 

Open-ended discussion question performance differed significantly across the three 

conditions. AI Analysis students scored significantly higher than Reading Only students with a 

moderate effect size. AI Analysis and AI Chatbot students barely differed from each other, 

meaning the AI Chatbot group trended in the same direction, higher than Reading Only, but did 

not reach significance. This pattern suggested that having access to the AI-generated analysis of 

the reading supported the kind of applied engagement targeted by the open-ended items. 

This finding was worth considering alongside RQ2. AI analysis support did not change 

on the content knowledge assessment performance, but it did improve open-ended performance. 

It highlighted the difference between the two learning outcomes. The content knowledge 

assessment asked students to recognize specific concepts and scenarios from the reading, while 

the open-ended items asked them to move beyond the text by integrating their own thinking, 

reasoning, and prior knowledge, consistent with the applied and integrative thinking that Paas 

and Van Gog (2006) associated with germane cognitive processing. The AI analysis appears to 

have supported applied thinking even though it did not strengthen content recognition demanded 

by the content knowledge assessment.  

The likely reason was because of the AI analysis itself. It laid out the four types of luck, 

named the central tension, and ended with a take away summarizing the philosophical 

significance of the argument. While those points do not encompass all that was asked by the 

discussion questions, it did provide an organized framework to draw on even after no longer 

having access to the analysis, functioning much like an advanced organizer, a support linked to 

better learning and retention (Ausubel, 1960). The organized framework likely reduced 

unproductive search and freed students to draw connections, a form of support shown to benefit 
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learners working through complex material (Paas & Van Gog, 2006; Sweller, 2011). Students 

who only had the reading were working from a less organized understanding from the lengthy 

and jargon dense reading alone, which could have made it harder to put together 

connections/reflections and original examples.  

While the Chatbot condition trended in the same direction but did not reach significance, 

this may be attributed to the variation in usage. When the chatbot condition was broken down by 

engagement profile in the exploratory analyses, Strategic students scored significantly higher 

than Reading Only on the open-ended items while Surface students did not. As discussed in their 

profile, Strategic students were defined by their usage regarding discussion preparation and 

targeted inquiry, making up nearly half of their interactions. These exploratory findings gave 

important context to the experimental findings of this study, and again echoed that access to a 

conversational AI did not improve performance on its own. What students brought to the 

conversation with the chatbot was what made the difference. 

RQ4: How does AI support affect self-efficacy?  

Chatbot users reported significantly higher self-efficacy than Reading Only students, 

while AI analysis fell between the two and did not differ significantly from either. Having an 

interactive tool during preparation shifted how confident students felt about engaging with the 

material and participating in discussion. These students were able to navigate the material on 

their own terms and get answers tailored to what they asked. Because they worked through the 

reading through interactions, rather than just simply reading the essay, they were able to walk 

away with a sense of agency of the effort they put in. This separates them from AI Analysis 

students who could not get that same sense of engagement as their analysis was assigned to them 
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rather than generating it using their own interactions. This pattern also aligns with prior work 

linking LLM supported learning to gains in self-efficacy (Li, 2023).  

The results from the exploratory analysis expanded on the Chatbot group’s self-efficacy 

results. Deep students reported significantly higher self-efficacy than every other group in the 

study. Surface students reported self-efficacy that was comparable to Reading Only students. 

This pattern strengthened that confidence was associated with the more purposeful and effortful 

forms of engagement, the kinds that leave students feeling that they actually worked through the 

material. It is worth clarifying that confidence and competence are not the same. While Chatbot 

students felt more prepared, that confidence did not correlate with the other performance 

outcomes of this study. This distinction echoes the caution that self-efficacy reflects a learner’s 

belief in their capability and does not need to align with measured performance (Bandura, 1977; 

Zimmerman, 2000).  

RQ5: How did students use the AI chatbot? 

The qualitative findings revealed that students used the chatbot in noticeably different 

ways. The engagement profiles and the clear distinctions between them, confirmed by the cluster 

analyses, demonstrated that they naturally fell on a spectrum. While the profiles were distinct, 

what the spectrum captured was the degree to which the students were doing the work of 

building understanding, versus how much of that work was left to the AI. Naming this core 

category Differential Epistemic Delegation described what was going on behind the three 

profiles: Surface had few interactions, all of them passive. They had significantly less germane 

load than Deep. While it would be easy to suggest that they purposefully left it to the tool to do 

the heavy lifting, that would not capture the full story. Arguably, this could be attributed to their 

lack of prior experience with using AI tools in this context, they had significantly lower prior AI 

52 



 

use frequency than those in the Deep group. Again, nearly half of the chatbot participants were 

identified as Surface and never moved past passive usage. Due to the fact that many students fell 

in this category while also having the lowest prior AI use scores, the more reasonable 

interpretation was not that they were purposefully trying to avoid effort or choosing not to 

engage deeply with the tool. It was that they were unfamiliar with, or unaware of, the tool’s 

capabilities to support them in this context. This lack of experience could have been what led 

them to resort to the most straightforward interactions of “summarize this please.” Strategic 

participants moved past this exclusively passive usage type by asking targeted and discussion 

preparation, but never worked their way into generative interactions. They retained some of the 

knowledge building work for themselves, as their targeted inquiries showcased a level of 

metacognitive awareness; they were able to decipher which concepts they felt they needed to 

know more about rather than accepting the output to their passive interactions at face value. Last, 

there’s the Deep group. They made up eight of the 57 chatbot participants and were the only 

profile to reach generative engagement. At the far end of the epistemic delegation spectrum, 

these students handed over the least of the knowledge building work. Rather than asking the 

chatbot to supply their understanding they brought their own interpretations to it and used it to 

extend their thinking. Their generative interactions were markedly different from all others in the 

study, they brought up concepts like herd mentality, drew in other philosophers, connected the 

reading to personal experiences, and posed their own hypothetical scenarios.Their higher 

germane load scores were unsurprising given these interactions. They actively engaged in a 

dialogue with the AI, using it as a genuine thinking partner rather than making straightforward 

demands of it, the kind of iterative and reflective exchange that constructivist approaches 

describe as the ideal use of LLMs (Kim & Adolf, 2024). It was also unsurprising that these 
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students had the highest prior experience of the three engagement profiles. They did not appear 

to have been discovering these abilities in real time, as they seamlessly debated and dialogued 

with the AI as if they were falling back into conversation with a familiar peer or mentor, a 

relationship long underway and free of formalities. 

Differential epistemic delegation, as we use it here, is not meant to imply an intentional 

or strategic handoff, but rather an uninformed one, as supported by Surface students reporting 

significantly less prior AI use than Deep. The term regards only the epistemic work happening 

within their interactions and describes what was objectively occurring across the profiles, which 

was how much of the work of building an understanding was left to the AI and how much the 

students took on for themselves. To call it deliberate would mean these students knew how to use 

the chatbot in ways that paid off here (the generative and strategic engagement tied to higher 

germane load, self-efficacy, and discussion performance) and chose not to. Education should go 

toward teaching students how to use AI well, if it is to be used at all. It is important to cement 

these findings in the context of the time this study took place. Data were collected between 

October 2025 and February 2026, just as AI usage in these contexts was still emerging, as it 

continues to be at the time of this writing. If these same results were replicated after students had 

been taught what these tools can do and had real experience using them in this context, it would 

be more reasonable to suggest they were purposefully offloading cognitive effort. Until then, it 

was assumed that was not the case here. 

Limitations 

The primary limitation of this study was that staging an actual in-person classroom 

discussion was beyond its scope, leaving the focus on the preparation portion of the flipped 

classroom model. Observing an in-person discussion would have been the most direct way to test 
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what each preparation condition produced. Instead we relied on students following the 

hypothetical scenario of an upcoming classroom discussion, and only had three structured 

discussion questions that could not replicate the variable conditions of an active in-person 

discussion. The second limitation concerns both the content knowledge assessment and the 

open-ended questions and scoring rubric as they were developed for this study and would have 

benefited from more validation. Instead of appearing in a fixed order, the two should have been 

counterbalanced to mitigate order effects. Additionally, the open-ended responses were scored by 

a single rater and could have benefitted from a second rater to improve accuracy and consistency 

of the scores. A third limitation concerns how the AI analysis was presented to the Chatbot 

condition. Students received it immediately after the preparation page, where they were told to 

move on from that page when they were done preparing. Being ready to move on, students only 

spent an average of 67 seconds on the page, with the median of 51 seconds being the more 

representative value considering outliers. Additionally, it was not provided alongside the reading 

for reference. We avoided placing it under the chatbot on the preparation page to encourage 

chatbot usage. A fourth limitation regards the task framing and its potential effect on the content 

knowledge assessment scores. Students were only told to use what was provided to them on each 

of their respective preparation pages to prepare for a classroom discussion and were not told 

what kind of questions would follow. Given the context of the experimental task, it would be 

reasonable to assume the questions that followed were discussion questions alone. A fifth 

limitation concerns the model itself as the LLMs available during data collection had known 

constraints on sustaining coherence across long contexts. This was unlikely to affect the 

exchanges in this study as they were relatively brief, but it could be more consequential for 
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studies examining longer sessions of use. Regardless, the results should be interpreted in the 

context of the model used.   

Beyond these, the engagement profile analyses were exploratory and could only be used 

as interpretive context. The groups were unequal in size, and because the profiles were derived 

from students' chatbot interactions, they could not capture the full extent of students thinking 

outside the tool. Last, the study used a single philosophy reading completed in a single online 

session by undergraduate students from a university located in the Southeastern region of the 

United States, limiting the generalizability of the findings.  

Conclusion 

​ The use of generative AI in education has been quick, with knowledge of its impact 

trailing far behind. AI brings benefits to some, but also economic and environmental costs, 

misuse and misinformation, and, relevant to this study, the uprooting of many traditional ways of 

teaching and assessing learning. The purpose of this study was not to advocate for more or less 

LLM use, but to consider contexts where it could contribute to learning rather than detract from 

it, and to strengthen its support of the guided collaborative meaning-making that emerges when 

students reason through ideas using an LLM.  

​ Situated in the preparation phase of a flipped classroom, this work targeted the central 

concern regarding AI in education, answering whether AI support undermines the deep thinking 

that learning requires. Within the scope of this study, we found that not to be the case. Chatbot 

access reduced the unproductive demands (intrinsic and extraneous load) of preparation without 

displacing the productive effort tied to learning (germane load), and raised students’ confidence 

about taking part in a classroom discussion. Access to an AI-generated analysis of the reading 
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improved performance on the open-ended items intended to gauge readiness for discussion. AI 

support neither improved nor diminished content knowledge assessment scores.  

​ The qualitative results revealed meaningful variation in tool usage and resulted in three 

engagement profiles (Surface, Strategic, and Deep). The exploratory analyses gave interpretive 

context to the experimental findings, and showed the way the tool was used mattered more than 

access alone. The results did not provide evidence that students reached for the tool  to avoid 

thinking, but the data cannot fully explain why students who engaged shallowly did so. Prior AI 

use was associated with deeper engagement, which suggests familiarity played some role, but 

engagement depth likely reflected individual differences in how students approached the task 

rather than tool proficiency alone. What the findings do support is that access alone did not 

produce deep engagement. This pointed to the need for instruction in prompt engineering and 

tool use that supports learning rather than bypasses it, to encourage that if AI tools are going to 

be used, they are used productively. However, such instruction is not likely to fully determine 

how deeply any given student chooses to engage. 

Future Work 

​ As discussed in limitations, this work could have benefited from a complete flipped 

classroom cycle, rather than focusing on the preparation phase alone. If it were within scope, the 

ideal extension of this research would carry the design through to an observed classroom 

discussion. The outcome measures would be administered after the preparation phase and again 

the discussion, serving as pre and post discussion scores. Regarding the data collected in this 

study, future work can be done to examine the length of AI responses to student interactions and 

if the length of responses impacted extraneous load measures. Additionally, future work should 
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test whether more productive forms of engagement can be taught, and the best methods for doing 

so.  

 

 

 

 
 
 

 

​
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Appendix A 

The Assigned Reading 

Participants in all three conditions were assigned Thomas Nagel’s essay “Moral Luck” as 

the content for the flipped classroom task. The essay examines how factors outside a person’s 

control influence the moral judgements we make about them, a concept Nagel terms moral luck. 

The full text is not reproduced here because it is copyrighted; it is available in the cited source.​

 

Nagel, T. (1979). Moral luck. In Mortal questions (pp. 24–38). Cambridge University Press. 
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Appendix B 

AI-Supported Student Guide to Understanding Moral Luck by Thomas Nagel 

Analysis of Thomas Nagel’s “Moral Luck” 
Thomas Nagel explores a puzzle about morality: we usually believe people 
should only be morally judged for things under their control, yet in practice 
our judgments are shaped by luck. 

 

The Problem 
A basic principle of morality is that people cannot be blamed or praised for 
what they cannot control. But Nagel shows that much of what we consider 
when judging people depends on luck, not just choice. 
Example: If two people act with the same intention, but only one succeeds 
(such as in an attempted crime versus a completed crime), we usually 
judge them differently — even though what separates them is luck in the 
outcome. 

 

Four Types of Moral Luck 
​​ Resultant Luck – How things turn out as a result of an action.​

Example: A reckless act that leads to a terrible accident is judged 
more harshly than the same act that happens to cause no harm. 

​​ ​
Circumstantial Luck – The situations and challenges a person faces.​
Example: Someone may never know whether they would have resisted 
or collaborated in conditions like those faced under Nazi rule. Their 
moral record partly depends on circumstances they happen to face. 

​​ ​
Constitutive Luck – The kind of person one is: temperament, 
capacities, and inclinations.​
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These traits, shaped by genetics and upbringing, affect how we act 
but are not under our control. 

​​ ​
Causal Luck – The broader chain of events that led up to one’s 
choices and actions.​
Since each decision is shaped by prior conditions, going back before 
one’s birth, this raises the question of how much control is ever 
possible. 

 

The Tension 
Nagel emphasizes a deep conflict: 

​​ If we demand that morality apply only to what people can fully control, 
very little remains. 

​​ But if we continue judging based on outcomes, circumstances, or 
character, then luck plays a decisive role in moral responsibility. 

 

Takeaway 
Nagel concludes that morality is marked by an inescapable contradiction: 
We cannot give up moral judgment, yet once we recognize the role of luck, 
it becomes impossible to see moral responsibility as entirely fair or 
consistent. 
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Appendix C 

Content Knowledge Assessment 

 

Instructions: Answer the following questions based on Thomas Nagel’s Moral Luck.  

Multiple Choice: 

1.​ Which of the following is NOT a type of moral luck according to Nagel? 
a.​ Resultant luck 
b.​ Circumstantial luck 
c.​ Intentional luck 
d.​ Constitutive luck 

2.​ Which scenario best illustrates Nagel’s idea of moral luck? 
a.​ A driver is judged harshly after an accident caused partly by bad weather 
b.​ A student receives an award purely for their effort, regardless of results 
c.​ A person wins the lottery through sheer chance 
d.​ A thief is punished solely because they intended to steal, regardless of outcome 

3.​ Why does Nagel believe moral luck is problematic? 
a.​ It suggests that people are responsible for actions beyond their control 
b.​ It implies that luck has no effect on moral evaluation, which challenges the 

fundamental principle of moral responsibility 
c.​ It shows that morality is purely subjective 
d.​ It denies any role for external influences in moral judgement 

4.​ What is an example of circumstantial luck? 
a.​ A driver runs a red light but does not hit anyone 
b.​ A person who is biologically prone to be more impatient 
c.​ A person being born in a war zone 
d.​ A scientist making an accidental discovery  

5.​ What does Nagel conclude about the problem of moral luck? 
a.​ That we must abandon the concept of moral responsibility altogether. 
b.​ That we should revise our moral judgments to account for intention instead of 

outcomes. 
c.​ That the problem is unsolvable and reveals a fundamental paradox in our 

moral concepts. 
d.​ That moral luck is an illusion and the Control Principle is always correct. 

6.​ What does Nagel mean by constitutive luck? 
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a.​ The luck involved in whether a person's good intentions are successfully 
translated into action 

b.​ The luck in one’s personality and disposition 
c.​ The luck of having been raised in a community with strong moral values 
d.​ The luck of the unpredictable consequences that determine the moral value of an 

action's result 

7.​ What type of luck questions the freedom we have to act independently of our past? 
a.​ intentional luck 
b.​ Circumstantial luck 
c.​ Causal luck 
d.​ Resultant luck 

8.​ According to Nagel, the problem of moral luck reveals a paradox in our concept of: 
a.​ Justice, because the legal system cannot account for luck. 
b.​ Agency, because we seem to be responsible for more than what we actively 

author. 
c.​ Moral Character, because it is formed by factors beyond our control. 
d.​ Knowledge, because we can never know the true intentions of others. 

9.​ What would a strict view against moral luck argue? 
a.​ Only intention and choices under our control matter morally 
b.​ Outcome is much more important than intent 
c.​ Moral responsibility is best understood as a function of external societal 

expectations and rules 
d.​ Character is innate and therefore cannot be the subject of true moral evaluation 

10.​Someone who argues that only the 'good will' of an agent is morally significant, 
regardless of outcomes, is rejecting the possibility of which type of moral luck? 

a.​ Circumstantial luck 
b.​ Causal luck 
c.​ Resultant luck 
d.​ Constitutive luck 

11.​What is the purpose of Nagel’s discussion of moral luck? 
a.​ To show that a person's good intentions are the only thing that matters morally 
b.​ To defend retributive punishment by showing that luck is factored into our legal 

systems 
c.​ To highlight a problem with how we think about responsibility 
d.​ To demonstrate that we have free will more often than not when facing moral 

choices 

12.​How does Nagel connect moral luck to free will? 
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a.​ He argues that luck undermines the idea of full autonomy 
b.​ He explains that luck supports the possibility of genuine moral choice 
c.​ He treats luck as irrelevant to questions of freedom and responsibility 
d.​ He suggests that free will and luck are in constant tension but cannot be cleanly 

separated 

13.​The classic example of the two equally careless drivers, one who hits a child and one who 
does not, is used to primarily illustrate which type of luck? 

a.​ Circumstantial luck 
b.​ Causal luck 
c.​ Constitutive luck 
d.​ Resultant luck 

14.​What is the philosophical principle that Nagel suggests is intuitively compelling but 
ultimately threatened by the existence of moral luck? 

a.​ The Principle of Utility 
b.​ The Control Principle 
c.​ The Categorical Imperative 
d.​ The Principle of Non-Contradiction 

15.​Why does Nagel consider 'causal luck' to be the most radical threat to our concept of 
moral responsibility? 

a.​ Because it only affects the outcomes of our actions, not our intentions. 
b.​ Because it suggests that some people are born in luckier circumstances than 

others. 
c.​ Because it questions whether we are the true sources of our actions at all. 
d.​ Because it is the only type of luck the legal system can recognize. 
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Appendix D 

Modified Self-Efficacy Scale 

Adapted from the Self-Efficacy for Learning and Performance subscale of the MSLQ (Pintrich, 
1991). 

Instructions: 

Please indicate how true each of the following statements is for you.  

Scale: 7-point Likert scale ranging from 1 (not at all true of me) to 7 (very true of me) 

 

I understood the main arguments presented in Moral Luck 

I feel confident in my ability to explain what the author meant by “moral luck” 

I expect to do well if I were to engage in a classroom discussion about Moral Luck 

I feel confident that I could answer questions about the reading 

I believe I successfully learned the material 
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Appendix E 

 
Leppink Cognitive Load Questionnaire (Tailored) 

 
Instructions: 
Please indicate to what extent each of the following statements applies to your experience with 
the learning activity. 
Use a scale from 0 (not at all the case) to 10 (completely the case) 
 
Please consider these items across ALL the material that was presented 
Example items:  
 
Intrinsic Load Items  

1.​ The content I had to study was very complex. 
2.​ The material involved concepts that were difficult to understand. 
3.​ The topic required a lot of prior knowledge to grasp fully. 

 
Extraneous Load Items  

4.​ The language in the materials was hard to follow. 
5.​ It was difficult to identify and link the most important information. 
6.​ The explanations and examples in the materials were unclear or confusing. 

 
 
Germane Load Items  

7.​ The materials led me to actively process and work with the content. 
8.​ The materials really enhanced my knowledge and understanding of the concepts 

presented 
9.​ Working with the material helped me think about how the concepts connect to what I 

already know. 
10.​The material encouraged me to think deeply about the concepts. 
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Appendix F 
 
Open-Ended Discussion Questions 

 
 

1.​ Professor asks: How does Nagel’s reading connect to what you’ve learned before — in 
class, in other philosophy texts, or even in everyday life? Can you give an example?  
You respond: 
 

2.​ Professor asks: Nagel discusses how luck can influence moral responsibility. How has 
thinking about moral luck changed the way you view the choices and actions of yourself, 
others, or society? Explain your reasoning.  
You respond: 
 

3.​ Professor asks: Can you create a hypothetical scenario for one of the four types of moral 
luck and explain why it fits? How does thinking through this example help you 
understand the concept better?  
You respond: 
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Score Classification Assessment Criteria 

3 Deep / Exceeds 
Prompt 

The response demonstrates a profound 
understanding of the philosophical concept. It 
provides highly specific, nuanced examples, 
engages in critical self-reflection, pushes back 
thoughtfully against the text, or synthesizes the 
material to generate new insights. 

2 Adequate / 
Meets Prompt 

The response correctly addresses all components of 
the prompt. It shows a clear, accurate understanding 
of the text and provides valid, standard examples. It 
relies on conventional interpretations without the 
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deeper, original synthesis required for a higher 
score. 

1 Incomplete / 
Superficial 

The response addresses the prompt but is missing 
key components (e.g., provides a scenario but 
forgets the required reflection). It demonstrates 
surface-level engagement, relies on vague 
generalizations, or reveals a slight misunderstanding 
of the core philosophical logic. 

0 Missing / 
Irrelevant 

The response completely fails to address the 
prompt, is entirely off-topic, represents a copy-paste 
error, or the student explicitly states an inability to 
answer without attempting to engage with the 
material. 



 

Appendix G 

Examples of the Qualitative Coding Process 
 

Student-AI Interaction Open Codes Axial Code Category 

Give me a summary on the 
book 

global_inquiry, 
summary_request 

Passive Knowledge 
Acquisition 

Go further into what Nagel 
questions. 

Elaboration_request, 
global_inquiry 

Targeted Conceptual Inquiry 

Anything else I should 
know about the book that 
would make me successful 
on a test? 

discussion_preperation, 
global_inquiry 

Discussion Preparation 

Ok Non_response Non-Engagement 

Yes, that helps a lot. I'd like 
to explore the tension more. 
Why do we still hold people 
morally responsible even 
though so much is 
influenced by luck? How 
does Nagel explain that 
conflict? 

higher_order_cognition, 
meaning_making, 
specific_inquiry, 
student_interpretation 

Generative 
Meaning-Making 

Note. The first column presents examples of student prompts to the AI. The second column lists 
the initial open codes assigned, and the third column displays the final axial code category to 
show how open codes logically formed into the axial categories. 
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