
ABSTRACT

GORSKI III, SIGMUND ALBERT. Semi-Automated Evaluation of Access Control Enforcement
in the Android Platform. (Under the direction of Dr. William Enck.)

With the rise of modern computing platforms, such as Android and iOS, the popularity of
mobile devices has expanded rapidly over the last decade. This growth is large in part a result
of the greatly increased availability of applications for modern computing platforms, stemming
from the ease at which applications can be created. To enable such accessible application
creation, modern computing platforms provide much of the groundwork required to support
the wide-ranging applications of mobile devices through the implementation of feature-rich
application programming interfaces (APIs). However, such feature-rich APIs require a large and
complex code base whose security must now be managed by the platform. In this dissertation, we
hypothesize that the introduction of these feature-rich APIs result in inconsistent and vulnerable
access control enforcement. To support this hypothesis, we develop tools to analyze the code base
of the APIs and identify inconsistencies and vulnerabilities in the access control enforcement.

We first present ACMiner (Authorization Check Miner), an analysis framework that is a
basis for our exploration of the access control of the APIs in the Android platform. ACMiner
provides a means to mine the authorization checks that make up the access control of Android’s
APIs. Using these mined checks in combination with association rule mining, ACMiner detects
inconsistencies in the enforcement of APIs which may correspond to vulnerabilities. We apply
ACMiner to Android 7.1.1, identifying 28 vulnerabilities that are caused by missing authorization
checks, demonstrating the existence of vulnerabilities in the APIs of modern computing platforms
stemming from the misconfigurations that occur when designing a complex code base.

We then present ARF (Android Re-Delegation Finder), an analysis framework for the
detection of permission re-delegation vulnerabilities in the interconnected relationships of APIs
of the Android platform. ARF is constructed on top of ACMiner, making use of its extensive
resources to design techniques to detect when APIs improperly re-delegate access to the data and
functionality of other APIs in the Android platform. We run ARF on Android 8.1.0, discovering
170 vulnerable paths constituting 86 vulnerable APIs, further demonstrating the existence
of vulnerabilities in the APIs of modern computing platforms emanating from their complex
interconnected relationships.

We conclude by presenting the FReD (File Re-Delegation) finder for Android, an analysis
framework for the detection of security sensitive file access re-delegation vulnerabilities. FReD
makes use of the resources and data produced by ACMiner, the techniques of ARF, and the
UNIX access control policy of security sensitive files to detect when APIs improperly re-delegate
access to security sensitive files. We run FReD on Android 9.0.0, discovering 12 vulnerable APIs,



demonstrating: (1) the existence of weaknesses in the access control protecting interactions
between modern computing platforms and their traditional underpinning and (2) the continued
existence of vulnerabilities in the APIs of modern computing platforms.
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CHAPTER

1

INTRODUCTION

With 5 billion people owning a mobile device at the beginning of 2019 [Tay19] and a projection
of 7.2 billion people owning a mobile device by 2023 [Eri18], it is clear that mobile device use
in modern society has become and will continue to be pervasive for many years. Indeed, a
survey of the 18 countries with the most advanced economies found a median of 76% of the
population owned a mobile device in the beginning of 2019 [Tay19]. Further still, mobile devices
have usurped more traditional computing devices in terms of how individuals access the Internet
with mobile devices accounting for 73% of the global Internet consumption in 2018, which is
projected increase by 3% by the end of 2019 [Zen18].

To enable smooth interactions with mobile devices and to spur their adoption, mobile
computing platforms introduced the application (i.e., app) model, a move which has largely
been accredited with the sudden rise in mobile device popularity over the last decade. While
applications can and will interact with the Internet, they provide a much more diverse range of
functionality than simple webpages. Indeed, using a combination of the functionality and data
rich mobile devices and the abundance of information available on the Internet, applications have
been developed for areas such as social media (e.g., Facebook, Twitter, and Instagram), personal
health (e.g., Fitbit, Garmin, and MyFitnessPal), entertainment (e.g., Spotify and Audible),
gaming (e.g., Pokemon GO and Fortnite), and even navigation (e.g., Google Maps). Applications
for mobile devices have also been developed for business purposes as well such as email (e.g.,
Gmail), document reading and editing (e.g., Microsoft Word, Excel, and PowerPoint), and
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communication (e.g., Slack and Skype). In fact, as of 2016 91% of corporate employees were
found to be using at least one mobile application for business purposes [Laz17]. Applications and
mobile devices are so widely used that users in the United States are spending on average around
140 minutes each day staring at their screens while using around 10 unique applications [Ann17].
Moreover, there are currently over 2.5 million Android [App19] and 2.1 million iOS [Mic18]
applications available in the Google Play Store and Apple App Store respectively, markets which
have globally surpassed $86 billion in worth since 2017 [Syd18].

While the success of mobile devices is largely dependent on the availability of an abundance
of mobile applications, it is the computing platforms themselves that provide the data and robust
functionality required to make these applications possible. Traditionally, computing platforms
(e.g., Linux) provide applications access to little functionality (e.g., system calls and file access),
requiring application developers to construct the framework which they need to function, the
application the user will interact with, and any security mechanisms needed to manage access
to the application’s data. In contrast to traditional computing platforms, modern computing
platforms (e.g., Android and iOS) [Roe12; Wan07] through a set of application programming
interfaces (APIs) provide applications access to data and functionality that is feature-rich yet
tightly controlled by the platform itself. Such a design enables application developers to focus
on the development of the application the user will interact with, easing the burden on the
developer and making application creation much easier. While this design is an improvement
over traditional computing platforms, modern computing platforms become responsible for
securing the functionality and data provided by the APIs, entailing new access control challenges
that the computing platform must solve.

1.1 Problem

One of the main contributions of modern computing platforms are the feature-rich APIs that
provide the functionality and data allowing mobile applications to exist in their present form.
However, with the addition of these APIs, modern computing platforms also take on the
responsibility of protecting the data and functionality provided through APIs from exposure and
improper use. To support the feature-rich APIs, a large and complex code base is required where
many of the components of the APIs are interconnected and much of the data and functionality
is shared internally with other APIs as well as with applications. As a result of the complexity
and interconnectedness of the API code, modern computing platforms must implement access
control that is fine grained to properly manage access to the functionality and data provided by
the APIs. Currently, modern computing platforms employ a decentralized approach to access
control that places authorization checks (e.g., permission, UID, GID, and package name checks in
Android) near the functionality and data for which they control access. Unfortunately, as a result
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of the complex interactions and shear size of the API code bases, the placement of authorization
checks is error prone and can lead to vulnerabilities. However, even more centralized access
control approaches (e.g., the Linux Security Modules) suffer from similar issues [Edw02; Jae04;
Tan08] since by definition fine grained access control requires some form of authorization check
to be placed near the functionality and data being protected. As a result, while the feature-rich
APIs of modern computing platforms greatly improve the adaptability of the platforms, the
requirement of fine grained access control in such complex systems inherently will result in
vulnerabilities.

1.2 Thesis Statement

As stated previously, the design that makes modern computing platforms so popular and widely
used also increases the difficulty of securing the platforms correctly, inherently resulting in
platform vulnerabilities. While theoretically true, there has been little evidence of this fact as
past research has primary focused on the security of individual applications [Enc09a; Fel11a;
Fel11b; Enc10; Pea12; Nad13; Spa14; Bac15a], assuming implementation of the platform security
to be correct. As such, this lack of evidence informs the following thesis statement:

The feature-rich runtime environment of modern computing platforms such as Android results
in inconsistent and vulnerable access control enforcement spread throughout the system.

Evidence of this thesis can be found in Chapters 4-6. Chapter 4 demonstrates the existence
of vulnerabilities within the access control enforcement of modern computing platforms through
the identification of 28 vulnerable APIs in Android 7.1.1 that relate to missing authorization
checks. Of these 28 vulnerabilities, we were rewarded bug bounties for three, one of which was
also assigned a common vulnerabilities and exposures (CVE) identifier because of the severity.
The remaining vulnerabilities were internally fixed by Google. Chapter 5 further demonstrates
the existence of such vulnerabilities through the identification of 86 vulnerable APIs in Android
8.1.0 that stem from the complex interconnected relationships of the APIs in the Android
platform. Of these 86 vulnerable APIs, six were assigned a CVE and fixed almost immediately
after Google was alerted. The remainder were designated to be fixed in the next major release of
Android. Finally, Chapter 6 demonstrates the continued existence of vulnerabilities within the
access control enforcement of modern computing platforms by identifying 12 vulnerable APIs
in Android 9.0.0 that are brought about by interactions between the Android platform and its
traditional Linux underpinning.
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1.3 Contributions

In this dissertation, we make the following contributions:

1. We design and implement an analysis framework to mine the authorization checks of
APIs in the Android platform and use this data to detect inconsistencies in the access
control that may correspond to vulnerabilities. As a result of the feature-rich specification of
APIs in modern computing platforms, it is common for APIs that are functionally similar
to share identical access control components. However, as features have been added to
modern computing platforms, the platform complexity has increased resulting in APIs with
similar functionality but not quite identical access control components. Such situations
may be indicative of vulnerabilities in the in the access control of the APIs. To detect these
vulnerabilities, we design and implement ACMiner [GI19b] (Authorization Check Miner)
which utilizes the Soot [VR99; Lam11] static analysis framework to mine the authorization
checks for each API of the Android platform. It then applies association rule mining to detect
APIs that have a similar but not quite identical set of authorization checks. Such situations
indicate inconsistencies in the authorization logic of the APIs in the Android platform and
point to the possibility of a vulnerability existing. We ran ACMiner on Android 7.1.1 and
identified 28 vulnerabilities related to missing authorization checks, demonstrating the
existence of vulnerabilities resulting from access control misconfigurations in APIs with
similar functionality. Of these 28 vulnerabilities, we were awarded bug bounties for three,
one of which was assigned a common vulnerabilities and exposures (CVE) identifier (i.e.,
CVE-2019-9438). The remaining vulnerabilities were internally fixed by Google. For more
information on ACMiner, see Chapter 4.

2. We design and implement an analysis framework to detect permission re-delegation vulne-
rabilities caused by interconnected API relationships within the Android platform. As a
result of the complex nature of APIs in modern computing platforms, it is common for an
API to call other APIs to perform operations or retrieve data. However, such interactions
can be complex an lead to misplaced or missing authorization checks causing some APIs
to re-delegate access to the functionality of others. To detect such situations, we design
and implement ARF [GI19a] (Android Re-Delegation Finder) which combines the data
produced by ACMiner with an interconnected graph of the APIs in the Android platform
to detect possible instances of re-delegation. We ran ARF on Android 8.1.0 and discove-
red 170 vulnerable paths in the interconnected graph constituting 86 vulnerable APIs,
demonstrating the existence of vulnerabilities that stem from the complex interconnected
relationships of APIs in modern computing platforms. Of the 86 vulnerable APIs, six were
assigned a common vulnerabilities and exposures (CVE) identifier (i.e., CVE-2019-9351,
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CVE-2019-9377, CVE-2019-2098, CVE-2019-2092, CVE-2019-2091, and CVE-2019-2090)
and fixed almost immediately after Google was alerted, while the remainder were slotted
to be fixed in the next major release of Android. See Chapter 5 for more information on
ARF.

3. We design and implement an analysis framework to detect security sensitive file access re-
delegation vulnerabilities caused by weaknesses in the access control protecting interactions
between the modern Android platform and its more traditional Linux underpinning. Modern
computing platforms are constructed on top of traditional computing platforms, adding a
layer of APIs that provide applications with feature-rich functionality. However, it is still
necessary for modern computing platforms to interact with their traditional underpinning
to retrieve and store data (i.e., file access). Unfortunately, these interactions can expose
files to similar access control weaknesses as those identified by ARF. That is, through
misplaced or missing authorization checks, it may be possible for APIs to re-delegate
access to security sensitive files. To identify such instances, we design and implement the
FReD (File Re-Delegation) finder for Android. FReD uses the Soot [VR99; Lam11] static
analysis framework to extract a set of regular expressions that represent the possible file
paths accessed by each API of the Android platform. Then, FReD matches these regular
expressions to the set of security sensitive files present in the Android platform that can
potentially be accessed by APIs based on their UNIX access control policy. This creates
a mapping between the APIs and the set of security sensitive files they are potentially
accessing. Finally, FReD combines the mapping with the data produced by ACMiner, the
UNIX access control policy, and techniques of ARF to detect potential instances of security
sensitive file access re-delegation. We ran FReD on Android 9.0.0 and discovered that out
of a set of 139,463 security sensitive files, 697 are potentially being accessed by at least one
of the APIs in the Android platform. Through the application of the access control policy
extracted by ACMiner and the analysis of the output of FReD, we discovered 12 vulnerable
APIs, demonstrating: (1) the existence of vulnerabilities that result from weaknesses in
the access control protecting interactions between modern computing platforms and their
traditional underpinning and (2) the continued existence of vulnerabilities within the
access control enforcement of modern computing platforms. For more information on
FReD, see Chapter 6.

1.4 Dissertation Organization

The goal of this dissertation is to provide evidence for the existence of vulnerabilities in modern
computing platforms that stem from the complexities introduced by their feature-rich APIs. As
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the Android platform comprises 85.9% of the mobile device market as of 2017 [Gar18], we choose
to focus our analysis on the APIs of the Android platform. The remainder of this dissertation
proceeds as follows. In Chapter 2, we provide an overview of the Android platform and detail
several vulnerabilities identified by our semi-automated analysis tools to demonstrate how the
tools can be used to improve the security of the platform. In Chapter 3, we explore the research
into the security of the Android platform since its inception over a decade ago. In Chapter 4,
we introduce ACMiner and detail the vulnerabilities in the Android APIs it identifies using
consistency analysis. In Chapter 5, we introduce ARF and describe the permission re-delegation
vulnerabilities it identifies in Android’s APIs. In Chapter 6, we introduce FReD and describe the
security sensitive file access re-delegation vulnerabilities it identifies in the APIs of the Android
platform. Finally, Chapter 7 provides future directions and concludes.
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CHAPTER

2

ANDROID PLATFORM STRUCTURE
AND SECURITY

Since the release of the first iPhone in 2007 and Android in 2008, modern computing platforms
have usurped more traditional computing platforms, becoming the primary means by which
people consume data in the modern age [Zen18]. With the core of the Android platform being
open source and Android comprising 85.9% of the modern device market as of 2017 [Gar18],
Android is an ideal candidate for research into the security of modern computing platforms. This
chapter provides a detailed overview of the structure of the Android platform and motivates
the need for the development of the semi-automated tools of later chapters by highlighting
vulnerabilities in Android’s feature-rich runtime environment that were overlooked during manual
inspection.

2.1 The Android Platform

The Android platform has gone through many iterations since its first release in 2008. While
there have been large improvements to its design, the core system architecture has remained the
same. As Figure 2.1 shows, at its base Android is a Linux system, with a Linux layer providing
access to files, devices, hardware, and other traditional data objects. However, to provide the
feature-rich runtime environment that has been a great boon to mobile platforms, Android
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Figure 2.1 An overview of the architecture of the Android platform excluding segments that are
not relevant to this thesis for simplicity (e.g., the hardware abstraction layer (HAL)). Note binder is
displayed twice for clarity. Binder IPC is conducted through the driver in the Linux layer and is not
part of the middleware or application layers.

implements a middleware on top of the Linux layer. The middleware layer of Android takes
the form of hundreds of system services that provide APIs which grant applications access to
data (e.g., phone number and contacts), hardware resources (e.g., location and Bluetooth), and
functionality (e.g., power and application management). In addition to providing a feature-
rich runtime environment for applications through the APIs of the middleware, Android also
implements a component framework as a basis for the structure of all Android applications. The
component framework consists of four component types: activity, service, broadcast receiver,
and content provider. In the remainder of this section, we detail the general design of Android
applications, the structure of the system services, and the techniques used by Android to facilitate
inter-process and inter-component communication (IPC and ICC).

2.1.1 Applications

Android applications are composed of four components (i.e., activity, service, broadcast receiver,
and content provider) which correspond to the starting points for an application [Enc09b].
Activities form an application’s user interface, with each activity defining a different screen for
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the user to interact with the application. On the other hand, service, broadcast receiver, and
content provider components all operate in the background supporting the functionality of the
application’s activities. Service components behave similar to daemons, providing support for
long-term operations and data processing, while broadcast receivers perform short-term tasks
triggered by asynchronous broadcast messages. Similarly, content providers function as databases,
providing a common interface for application data management. While Android application
components do support interactions with native code (i.e., C/C++ code) through the java native
interface (JNI), they are primarily composed of Java code. However, unlike traditional Java
applications, Android applications do not contain a single well defined starting method (i.e., a
main method). Instead, each application component has its own life-cycle consisting of callbacks
(e.g., create, start, pause, resume, and stop) that are triggered by changes in the component.

In order to manage, retrieve data, or trigger functionality in Android application components,
it must be possible for application components to communicate with other components both
in the same application and in different applications (i.e., exported components). To facilitate
this communication, Android provides a inter-component communication (ICC) framework
constructed on top of the binder inter-process communication (IPC) framework (see Section 2.1.3).
Generally, ICC in Android takes the form of asynchronous intent message passing, which can be
used to start activity and service components, as well as pass messages to broadcast receivers.
Intents can be directed at specific components through the specification of a component’s name
and package or generically addressed to a category of application components through the use
of an action string. When action strings are involved, intents are resolved by the system based
on an application’s intent filters, which map components to the action strings they are designed
to handle. On the other hand, content providers rely on a synchronous ICC model, which
is triggered by an application requesting access to data through the use of uniform resource
identifiers (URIs). URIs allow an application to request access to data by indicating to the system
the specific content provider and level of granularity of data for which the application wishes to
access. After the system has granted access to the content provider, a object is returned allowing
applications to send any number of requests (e.g., query, update, delete, and insert) to the
content provider to retrieve and modify data. Though involving intents and not URIs, a similarly
synchronous procedure is used to access the data and functionality of service components after
the initial asynchronous calls to bindService and startService.

Included with the code of an Android application is the manifest file AndroidManifest.xml

which specifies the configuration for the application. Within a Android manifest file developers
can specify options such as the components that are enabled, intent filters, and components
that are exported. In addition to these options, the Android manifest is also where developers
define the permissions an application is to request from the user. Permission checks are the
primary way that Android controls access to other application components, as well as APIs that
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provide system managed data and functionality (e.g., location, Bluetooth, and internet). Thus
to access this permission protected data, those permissions required to access the data must be
both specified by developers in the manifest and granted by users at install time or runtime (see
Section 2.1.4).

2.1.2 System Services

While Android applications have a tightly controlled structure, the system services of the
middleware have a less rigid design. Indeed, the system services do not necessarily use the well
defined components found in Applications. While some may provide certain components (e.g.,
content providers and broadcast receivers) to better interface with applications, the system
services behave more like traditional Linux daemons. However, unlike traditional Linux daemons,
it is common for multiple system services to share the same process in order to facilitate the rapid
sharing of data (e.g., ActivityManagerService, PackageManagerService, and WindowManagerSer-

vice). Moreover, the system services are primarily written in Java code, supporting interactions
with native code (i.e., C/C++ code) through the java native interface (JNI). However, some
system services (e.g., CameraService) are entirely written in native code because of their close
relationship with the device hardware. Further still, while many system services are started by
the SystemServer during the boot process, some are started later by other system services or
through actions triggered by the user.

Despite the lack of uniformity in the structure of the system services, there is one commonality
that all system services share. Since the purpose of the middleware is to provide the feature-rich
runtime environment of Android, all system services must expose APIs so that applications
and other system services can interact with them. As such, the system services of Android can
be identified using the sets of APIs they expose for external interaction through the binder
inter-process communication (IPC) framework (see Section 2.1.3).

2.1.3 Inter-Process Communication

As a result of the complex nature of the feature-rich runtime environment supported by the
APIs of the middleware, it is neither practical nor secure for Android to house the entire code
base of the middleware inside each application. Thus, it is necessary for Android to contain a
inter-process communication (IPC) mechanism to enable access to the data and functionality
of the system services in the middleware that provide the functionality of Android’s APIs. As
illustrated in Figure 2.1, Android introduced the binder IPC framework to facilitate interactions
between applications and system services. Backed by the binder kernel driver, binder supports
both synchronous and asynchronous remote procedure calls (RPCs), which consists of sending
marshalled data through the binder kernel driver to the target method of a service indicated by
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Figure 2.2 Overview of an asynchronous RPC through binder IPC.

a integer value and object reference respectively.
To enable external access to the data or functionality of a service, the service must first specify

the signatures of the RPC methods that will become entry points into the service. Generally this
is done using the Android Interface Definition Language (AIDL), which automatically generates
the code required to unmarshall the data passed to entry points of the service (i.e., stub), the
code required to marshall the data sent to the binder kernel driver (i.e., proxy), and a Java
interface class defining the RPC methods of the service reachable through binder (i.e., interface).
However, as a result of legacy code, some services (e.g., ActivityManagerService) manually
define the proxy, stub, and interface classes without using the AIDL specification. In either
case, for the entry points of a service to be externally accessible, when the service starts, the
service must register itself with the ServiceManager by calling addService, passing in a reference
to itself along with a string ID for lookup purposes. The ServiceManager can then be exploited
by any application or system service to obtain a proxy for any of the registered services. These
proxies are then used to perform RPCs on the entry points of the services. Figure 2.2 illustrates
a asynchronous RPC from an application API through the binder IPC to the supporting entry
point of a system service. Note in addition to enabling RPCs to the system services, Android
also uses binder IPC to facilitate its inter-component communication (ICC) through specialized
entry points in the ActivityManagerService that process intents and retrieve content provider
proxies based on uniform resource identifiers (URIs).

2.1.4 Access Control

Relying on suggestions from decades of security research [Wic90; Ioa02; Sno05; Enc08], Android
restricts application and system service access by running each as a unique security entity. To
do this, Android makes use of the Linux multi-user system, assigning each process a unique UID.
This enables the Linux layer to limit a process’s access to files by only allowing access to those
files the process creates within its personal storage. However, there are two exceptions to this
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general rule for restricting file access. First, it is sometimes necessary for processes to access
the same files (e.g., Bluetooth and network devices). To facilitate these interactions, Android
generally assigns these files a specialized group ID and then grants the processes access to the
files by setting their GID to be that of the files’ group ID. Second, some system server process
require broader access to the files and data of the Android platform. Such processes are assigned
the UIDs system or root, granting them access to a broad range of files managed by the Linux
layer as well as data and functionality managed by the middleware.

While older Android versions relied entirely on Linux Discretionary Access Control (DAC)
to impose its UID based isolation, Android has more recently started using Mandatory Access
Control (MAC) in parallel with DAC through the addition of SEAndroid [Sma13]. Although
DAC policies are flexible, they are also subject to a number of shortcomings because the security
entity (i.e., user) defines the access control policy and can modify it if needed [Los98]. This
is especially dangerous for processes running as system or root since they have broad access
and may be able to effect changes across the Android platform if compromised. To mitigate
such situations, Android uses the MAC framework of SEAndroid to enforce least privilege on
the system services that run with dangerous levels of access (e.g., system or root), effectively
limiting the attack surface if such processes were ever compromised.

Although using the Linux layer’s DAC and MAC frameworks to isolate processes is an
improvement over traditional computing platforms, with the addition of the APIs in the
middleware and the complex inter-component interactions of applications, there are too many
paths for which a process’s data or functionality can be accessed. As such, it is impossible
to properly control access to these resources using such a coarse grained approach alone. To
protect the resources of the system services as well as applications, Android uses a more fine
grained approach involving permission strings. The permission strings themselves are simple text
representations of the resources they are protecting and can be either custom strings defined by
an application or from the set of permissions already defined by the system. For a permission to
actually protect a resource, the system must check if the entity requesting access to the resource
has been granted the permission to access the resource. In the system services, this involves the
placement of permission checks throughout the code of the middleware, normally somewhere
between the entry points of the services and the protected resources. For applications, on the
other hand, permissions for accessing components are defined in the application manifest and
automatically enforced by the inter-component communication (ICC) framework.

Traditionally, for an application to gain the permission to access certain protected resources,
the permission must first be requested by the application within the application’s manifest. The
device user then grants the application the permissions it requested in its manifest by installing
the application on the device. This kind of all-or-nothing approach to granting permissions was
found to be too heavy handed and has resulted in over-privileged applications [Enc11; Fel11a;
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Au11; Ber11; Nad14]. As such, starting in Android 6, Android now provides the ability to grant
or revoke certain dangerous permissions (e.g., read/write calendar, read/write contacts, and
location) at runtime. On the other hand, the system services do not require the user to grant
them permissions. Instead, the system services are assigned permissions at boot time based on
device configurations as well as the UID and GID of the services.

While access to the resources of APIs in the middleware is generally protected using
permission checks, there are also a number other types of authorization checks placed throughout
the middleware that may deny callers access [GI19b]. These include checks involving application
flags of the caller, values retrieved from SystemProperties, and even the package name of the
caller. In addition, there are a number of checks which either restrict or shortcut access to a
caller assigned a certain UID, GID, PID, UserId, or AppId. Further still, some services (e.g., Device-

PolicyManagerService and AccountManagerService) define their own authorization checks based
on semantics of the service. As such, while seemingly simple from an application’s standpoint,
the authorization logic of the Android middleware is actually complex and not well defined,
making analysis of the access control in the Android middleware a hard problem.

2.2 Security Challenges of an Expanding Middleware

As discussed in Section 2.1.3, the remote procedure calls (RPCs) of the middleware services
grant applications access to the feature-rich runtime environment of the Android platform. This
design has been ingrained in the Android platform from the beginning. However, as the Android
platform evolved over the last decade, the middleware services have been required to support
new functionality which has lead to an increase in the complexity of the middleware. Indeed,
this increase in complexity can be seen by examining the number of RPCs for each version of
Android: 4,004 RPCs for Android 7.1.1, 4,800 RPCs for Android 8.1.0, and 5,337 RPCs for
Android 9.0.0. That is a increase of 1,333 RPCs in just three years. Because of this rapid increase
in the complexity and size of the middleware code base, it is difficult for platform developers and
researchers to manually verify the access control enforcement mechanisms of the middleware
at a pace that matches the introduction of new features, and inherently more complexity. As
such, while it is the responsibility of the Android platform to protect the functionality of its
feature-rich runtime environment, vulnerabilities in the access control enforcement still exist
despite the efforts of domain experts.

Our tools ACMiner, ARF, and FReD (see Chapters 4-6) provide semi-automated approaches
that are geared towards aiding a domain expert’s pursuit of the vulnerabilities in the access
control enforcement of the Android platform. While the goal in the development of these tools
was not to precisely identify vulnerable RPCs, the semi-automated approaches of the tools
target complexities in the middleware of the Android platform to identify potentially vulnerable
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RPCs. This allows domain experts to narrow the scope of the middleware code base that must
be examined for vulnerabilities, reducing the overall overhead for domain experts when vetting
the security of the middleware. Indeed, our tools ACMiner, ARF, and FReD identified 28, 86,
and 12 vulnerable RPCs in Android versions 7.1.1, 8.1.0, and 9.0.0 respectively, where each
overall semi-automated analysis and verification process individually took a matter of days as
opposed to the months a domain expert would spend to perform equivalent manual analyses.

1 // RPC with correct authorization logic
2 ApplicationInfo getApplicationInfo ( String packageName , int flags ,
3 int userId ) {
4 if (! sUserManager . exists ( userId )) return null;
5 flags = updateFlagsForApplication (flags , userId , packageName );
6 enforceCrossUserPermission ( Binder . getuid (), userId ,
7 false , false , "");
8 ...
9 }
10
11 // RPC missing enforceCrossUserPermission
12 ParceledListSlice getInstalledApplications (int flags , int userId ) {
13 if (! sUserManager . exists ( userId ))
14 return ParceledListSlice . emptyList ();
15 flags = updateFlagsForApplication (flags , userId , null );
16 // Insert enforceCrossUserPermission here
17 ...
18 }
19
20 void enforceCrossUserPermission (int uid , int userId ,
21 boolean fullPermission , boolean shell , String m) {
22 if ( shell)
23 enforceShellRestriction ( DISALLOW_DEBUGGING_FEATURES , uid , userId );
24 if ( userId == getUserId (uid) || uid == 1000 || uid == 0) return ;
25 boolean ret = (! fullPermission &&
26 checkCallingOrSelfPermission ( INTERACT_ACROSS_USERS ) == 0) ||
27 checkCallingOrSelfPermission ( INTERACT_ACROSS_USERS_FULL ) == 0;
28 if (! ret) throw SecurityException (m);
29 }

Figure 2.3 Vulnerability found in PackageManagerService by ACMiner.

2.3 Effectiveness of Semi-Automated Techniques

To illustrate the effectiveness of our tools at discovering vulnerabilities in the Android platform,
consider the following four vulnerabilities in Android’s multi-user enforcement mechanisms that
were identified by our tools. All four of these vulnerabilities have been confirmed by Google
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and fixed in future iterations of the Android platform. However, all represent vulnerabilities
that were both: 1) introduced as a result of the complex overhaul of Android’s access control
enforcement mechanisms that were performed to allow multiple physical users per device and 2)
overlooked in the manual inspections of the access control enforcement mechanisms of Android
by domain experts.

1 // RPC with correct authorization checks
2 boolean hasBaseUserRestriction ( String key , int userId ) {
3 checkManageUsersPermission (" hasBaseUserRestriction ");
4 // Unique check without a SecurityException
5 if (! UserRestrictionsUtils . isValidRestriction (key ))
6 return false;
7 ...
8 }
9
10 // RPC missing checkManageUsersPermission
11 boolean hasUserRestriction ( String key , int userId ) {
12 if (! UserRestrictionsUtils . isValidRestriction (key )) return false;
13 ...
14 }
15
16 void checkManageUsersPermission ( String message ) {
17 if (! hasManageUsersPermission ())
18 throw new SecurityException ();
19 }
20
21 boolean hasManageUsersPermission () {
22 int uid = Binder . getCallingUid ();
23 return UserHandle . isSameApp (uid , 1000) || uid == 0 ||
24 checkComponentPermission ( MANAGE_USERS , uid , -1, true) == 0;
25 }

Figure 2.4 Vulnerability found in UserManagerService by ACMiner.

First, consider the vulnerability in Figure 2.3 that ACMiner discovered in Android 7.1.1. This
vulnerability was assigned the CVE-2019-9438 as it constitutes a significant information leak
and weakness in the multi-user enforcement system of Android. The figure contains simplified
code segments from the PackageManagerService, a important service responsible for managing
installed applications and the data associated with them. As shown, the PackageManagerServ-

ice contains the RPCs getApplicationInfo and getInstalledApplications, where the former
returns information about a single application while the latter returns information about all
applications installed for a physical user of the device. Essentially, the information returned by
getApplicationInfo is a single element of the information return by getInstalledApplications.
However, as the figure illustrates, getInstalledApplications is more permissive than getApp-
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licationInfo because of the omission of the authorization check enforceCrossUserPermission.
This omission allows any user to learn of the applications installed for any other user of a device,
information which, as illustrated by getApplicationInfo, should only be available to the system
and special callers.

1 // Deputy RPC in the DevicePolicyManagerService
2 List getPermittedAccessibilityServicesForUser (int userId ) {
3 List <String > result = new ArrayList < >();
4 ...
5 long id = mInjector . binderClearCallingIdentity ();
6 try {
7 // Call to target RPC
8 List < AccessibilityServiceInfo > is =
9 mService . getInstalledAccessibilityServiceList ( userId );
10 if (is != null) {
11 for ( AccessibilityServiceInfo service : is) {
12 ServiceInfo si = service . getResolveInfo (). serviceInfo ;
13 ApplicationInfo ai = si. applicationInfo ;
14 if (( ai. flags & FLAG_SYSTEM ) != 0)
15 result .add(si. packageName );
16 }
17 }
18 } finally {
19 mInjector . binderRestoreCallingIdentity (id);
20 }
21 return result ;
22 }
23
24 // Target RPC in the AccessibilityManagerService
25 List getInstalledAccessibilityServiceList (int userId ) {
26 // Multi -user authorization check
27 int resolvedUserId = mSecurityPolicy
28 . resolveCallingUserIdEnforcingPermissionsLocked ( userId );
29 UserState us = getUserStateLocked ( resolvedUserId );
30 if (us. mUiAutomationService != null) {
31 List < AccessibilityServiceInfo > is = new ArrayList < >();
32 is. addAll (us. mInstalledServices );
33 is. remove (us. mUiAutomationService . mAccessibilityServiceInfo );
34 return is;
35 }
36 return us. mInstalledServices ;
37 }

Figure 2.5 Vulnerability found in DevicePolicyManagerService by ARF.

Further still, consider the vulnerability in Figure 2.4 that ACMiner discovered in Android 7.1.1.
This figure contains a code snippet from the UserManagerService, a service responsible for
managing the settings, restrictions, and access of the multiple physical users of a Android device.
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In the figure, there are two RPCs: hasBaseUserRestriction and hasUserRestriction. These
RPCs perform similar functionality, but have inconsistent authorization checks. Specifically, if
the caller does not have the signature level permission MANAGE_USERS, hasBaseUserRestriction

throws a SecurityException. The omission of this permission check from hasUserRestriction

allows any user to learn of the restrictions placed on itself or other users, information which is
security sensitive and only available to the system or special callers. While this vulnerability
was not assigned a CVE, we did receive a bug bounty for it as it may be possible to combine
the vulnerability with others to compromise the Android platform.

1 // Deputy RPC in the PackageManagerService
2 boolean isPackageDeviceAdminOnAnyUser ( String packageName ) {
3 ...
4 int [] users = sUserManager . getUserIds ();
5 for (int i = 0; i < users. length ; ++i) {
6 // Call to target RPC
7 if (dpm. packageHasActiveAdmins ( packageName , users [i]))
8 return true;
9 }

10 return false;
11 }
12
13 // Target RPC in the DevicePolicyManagerService
14 boolean packageHasActiveAdmins ( String pn , int userId ) {
15 // Multi -user authorization check
16 enforceFullCrossUsersPermission ( userId );
17 DevicePolicyData policy = getUserData ( userId );
18 int N = policy . mAdminList .size ();
19 for (int i=0; i<N; i++) {
20 if ( policy . mAdminList .get(i). info. getPackageName (). equals (pn ))
21 return true;
22 }
23 return false;
24 }

Figure 2.6 Vulnerability found in PackageManagerService by ARF.

Continuing this trend, consider the vulnerability in Figure 2.5 that ARF discovered in
Android 8.1.0. This vulnerability was assigned the CVE-2019-2091 as it constitutes another
significant information leak. Here the figure contains code snippets from RPCs in the DevicePol-

icyManagerService and the AccessibilityManagerService, where the former manages both the
special administrative user accounts and the users controlled by those administrators while the
latter manages the long-running privileged applications that capture a persons interactions with
the user interfaces of other applications to trigger special events (e.g., password managers). As
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shown in the figure, RPC getPermittedAccessibilityServicesForUser calls RPC getInstalled-

AccessibilityServiceList to retrieve a list of the package names for the accessibility services
available to some physical device user. However, while RPC getInstalledAccessibilityService-

List only allows the system and special callers to retrieve information about any physical device
user, this restriction was not passed onto RPC getPermittedAccessibilityServicesForUser

because of a lack of multi-user enforcement authorization checks. Effectively, this vulnerability
in the RPC getPermittedAccessibilityServicesForUser allows an application running under
one physical device user to get a list of the accessibility services enabled for any other user,
information that should only be available to the system and special callers as evidenced by RPC
getInstalledAccessibilityServiceList.

Finally, consider the vulnerability in Figure 2.6 that was also discovered by ARF in An-
droid 8.1.0. This vulnerability was assigned the CVE-2019-2090 as it represents yet another
significant information leak across physical users of a single device. The figure here contains code
fragments from RPCs in the PackageManagerService and the DevicePolicyManagerService. As
the figure illustrates, RPC isPackageDeviceAdminOnAnyUser calls RPC packageHasActiveAdmins

to determine if a installed application is acting as a administrator for any user of the device.
However, while RPC packageHasActiveAdmins only allows the system and special callers to
retrieve this information for any physical device user, isPackageDeviceAdminOnAnyUser returns
similar information without such restrictions. Effectively, as a result of the lack of multi-user
enforcement authorization checks in RPC isPackageDeviceAdminOnAnyUser, any user can deter-
mine the applications that are acting as device administrators for any other user. This is a level
of access to information that as evidenced by the RPC packageHasActiveAdmins, as well as the
previous three examples, should only be available to the system and special callers.
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CHAPTER

3

RELATED WORK

This dissertation provides evidence for the existence of vulnerabilities in modern computing
platforms that stem from the complexities introduced by their feature-rich APIs. With Android
comprising a majority of the mobile device market, we focus our analysis on the Android
platform. As a result, the contributions of later chapters center on developing and improving
techniques used to validate the access control policy within the Android platform. However, as
Android has been a popular target for research into the security of modern computing platforms,
security research of the Android platform spans a vast number of topics. We begin the discussion
of prior Android security research by exploring the myriad of research that has focused on
Android applications over the last decade. Then, we look at the research challenges of the
Android platform and the frameworks that have been introduced to harden the security of the
platform. Finally, we conclude with a look at the tools that have been developed to validate the
correctness of existing access control policy within the Android platform.

3.1 Android Application Analysis

As a result of the Android design abstractions that make applications easier to analyze and the
new security problems that applications have introduced, there has been a myriad of research
exploring the security of Android applications over the past decade. The overall research topics
have varied widely but can be subdivided into seven main fields of focus: (1) the study of
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how applications leak sensitive information and the analysis tools developed to detect such
exposures, (2) the development of frameworks to prevent sensitive information from leaking from
a device, (3) the development of tools to mitigate or prevent over permissioned applications,
(4) the development of frameworks to isolate advertisement libraries, (5) the study of the
complex interactions between applications and how these interactions have lead to permission
re-delegation vulnerabilities, (6) the study of the sensitive data application developers claim
to be accessing and how users can better be informed of the data applications are gathering,
and (7) the adaptation of malware to the design of modern platforms and the development of
techniques designed to detect such malware. The remainder of this section discusses each field
of focus and provides examples of research from each field.

3.1.1 Detecting Privacy Infringements and Information Flow Analysis

With the amount of private information available on mobile devices, much of Android’s privacy
and security research has focused on the detection of sensitive data leaks by applications.
TaintDroid [Enc10] launched research in this area by adding dynamic taint tracking to the
Android system, enabling the detection of sensitive data leaks by applications. TaintDroid was
accompanied by the introduction of the DED [Enc11] decompiler for Android applications, which
was used, in combination with some simple static analysis techniques, to detect the misuse
and leakage of personal information (e.g., Android personal identifiers and location). Following
in the footsteps of TaintDroid, AndroidLeaks [Gib12] provides an simple framework for the
detection of sensitive data leaks through the use of static taint tracking. On the other hand,
Aurasium [Xu12] interposes code into compiled APKs to enable users to monitor what sensitive
data an application accesses and how it is used, while UiRef [And17] looks at the sensitive data
gathered by applications from user input by analyzing application layouts to detect requests for
sensitive information based on the labels associated with input fields.

While there have been outliers, Android research into the detection of sensitive data leaks has
mostly focused on making application analysis more complete and precise. FlowDroid [Arz14b]
was the first to offer an analysis of Android applications that is both context and object sensitive,
enabling the highly precise static taint tracking of sensitive data. FlowDroid is complemented
by the release of SUSI [Arz14a], which uses machine learning techniques to detect new sources
and sinks for use with static taint tracking analysis. Unfortunately, FlowDroid does not handle
inter-component communications (ICC) and as a result is not able to completely analyze an
applications functionality. ComDroid [Chi11] and EPICC [Oct13] both provide techniques for
handling ICC in Android applications, but these techniques are geared more towards the detection
of data that is exposed because of improper protections which can be exploited by malicious
applications (e.g., intent spoofing or broadcast theft). IccTA [Li14], however, introduced a
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solution to the ICC problem for FlowDroid, making its ability to detect sensitive data leaks
more complete. Amandroid [FW14] provides an alternative application analysis framework for
the detection of sensitive data leaks that is akin to that of FlowDroid and IccTA. However, as a
result of a call graph which models ICC and which is both flow and context sensitive, Amandroid
can be used to support a wide range of application analysis research while FlowDroid is limited
to static taint tracking as a result of the design decisions that make it both context and object
sensitive. Most recently, DroidSafe [Gor15] introduced a framework similar to FlowDroid and
Amandroid but designed to detect sensitive data leaks in malicious applications that intentionally
attempt to hide such flows from tools that mainly target benign applications (i.e., FlowDroid
and Amandroid).

3.1.2 Preventing Privacy Infringements

In addition to the effort to detect sensitive data leaked by applications of the Android platform,
there has been significant research into its mitigation as well. Apex [Nau10] gave device users
the ability to reject an application’s access to data by providing the users the ability to deny an
application’s requested permissions at install time. A similar but more adaptable idea has recently
been adopted into the Android platform in the form of the runtime permission model. This
model allows the user to freely grant or revoke certain permissions at runtime. CRePE [Con10]
similarly gives more control to users by allowing users to set fine-grained access control policies
their data and installed applications based on the device state (e.g., location, time, and noise).
Hornyack et al. [Hor11] continued this approach by allowing users to control the data that gets
exported from the device. MockDroid [Ber11] and TISSA [Zho11] took a similar approach to the
prevention of sensitive data leaks by allowing the user to restrict access to sensitive data. Both
modified the middleware to return dummy data when an application is denied access to certain
data by the user. Such a concept was adapted into the Android platform in the form of the
AppOpsService. However, this service has since become obsolete because of the aforementioned
runtime permission model.

Sensitive data leaks are not just a problem for device users but are also a problem for the
applications themselves. To grant applications more control over their own data, researchers
have turned to information flow control techniques [Den76; Bib77; Cla87]. One of the earliest
adoptions of information flow control in the Android platform was Saint [Ong09]. Saint provides a
framework that allows a application to specify the applications that can access its data and send
it data. Aquifer [Nad13] took this a step further, using decentralized information flow control
(DIFC) [Mye97] based on the Android workflow to prevent data from applications from being
exported or used in a way the application developer forbade. Finally, Weir [Nad16] modified the
Android platform to provide a complete implementation of DIFC, allowing applications to fully
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control their data while it remains on the system.

3.1.3 Permission Control

The application model of the Android platform requires application developers to define the set
of permissions an application needs to request to access the sensitive data and operations of the
middleware. As there are 454 permissions in Android 9.0.0 that a application may be required
to request for the various operations of the middleware, application developers can sometimes
request more permissions than required, increasing the attack surface were an application to be
compromised or misused. Vidas et al. [Vid11] tackles this problem by recommending a minimum
set of permissions for an application to function through analysis of the applications source code.
Alternatively, some existing permissions in the Android platform are too coarse-grained and may
grant applications access to more sensitive data and resources than required. I-arm-droid [Dav12],
AppGuard [Bac13], and Jeon et al. [Jeo12] all tackle this problem through the insertion of
reference monitor hooks [And72] in compiled APK code. Both I-arm-droid and AppGuard place
the reference monitor hooks within the same application as the hooks, while Jeon et al. uses
Android’s intrinsic application isolation and inter-procedural communication mechanisms to
house the reference monitor in a separate application. On the other hand, the Boxify [Bac15b]
application allows for the transparent sandboxing of other Android applications through the use
of isolated processes, system call redirects, and API call redirects, effectively enabling the same
fine-grained permission control as I-arm-droid, AppGuard, and Jeon et al. without the need for
modifications of the compiled APK code.

3.1.4 Advertisement Permission Separation

As many applications for the Android platform are free to use, a vast number of applications
on the Android market contain advertisement libraries. These advertisement libraries are often
over-privileged, requiring applications that use them to request more permissions than are
necessary to function thus increasing the attack surface were an application to be compromised
or misused. AdSplit [She12], AdDroid [Pea12], and LayerCake [Roe13] tackle this problem by
separating the advertisement library from the rest of the application, allowing the application
to run with only the permissions it needs to function. AdSplit modifies the APK of applications,
allowing advertisement libraries to run separately in the background under a different UID than
the source applications. AdDroid takes a more robust approach by ingraining advertisements into
the middleware, providing new APIs and services to handle the retrieval of advertisements from
requested networks. LayerCake [Roe13] improved on both approaches by providing support for
embedded views which allow advertisement libraries to be run as separate applications, enabling
advertisement using applications to embedded the activities of advertisement applications into

22



their own application views. Finally, Compac [Wan14] takes an alternative approach by providing
a framework for the enforcement of permissions by package name, allowing application code and
advertisement libraries to run within the same application with different permissions.

3.1.5 Permission Re-Delegation

As applications are able to define components that can be externally accessed by other applica-
tions, it is possible that a application may re-delegate access to the APIs of the middleware or
other applications. Indeed, by exploiting vulnerabilities in applications that send SMS messages,
Davi et al. [Dav10] was able to send SMS messages from applications that had not acquired the
necessary permissions (i.e., permission re-delegation). To mitigate the permission re-delegation
problem, Felt et al. [Fel11b] and Quire [Die11] both implemented similar modifications to the
Android platform, applying techniques such as privilege reduction to prevent application to
application permission re-delegation. Similar to Felt et al. and Quire, XManDroid [Bug12;
Bug11b] modified the Android platform to prevent permission re-delegation by applications.
However, XManDroid also addressed the problem of malicious application collusion attacks. On
the other hand, Sorbet [Fra12] provides a formally defined framework for the Android platform
designed to reduce application permission re-delegation through the support of coarse-grained
secrecy and integrity policies. CHEX [Lu12], Woodpecker [Gra12b], and SEFA [Wu13] took
a different approach by tackling the permission re-delegation problem through the detection
of weaknesses in applications. CHEX applied simple static analysis techniques to third-party
applications to detect data flows from protected APIs to improperly protected and exported
components. On the other hand, Woodpecker and SEFA focused on system applications (e.g.,
settings and contacts), targeting permission re-delegation vulnerabilities in stock and vendor
modified versions of system applications respectively.

3.1.6 Improving User Awareness

While Android requires a user to approve the set of permissions a application declares at install
time, the data and resources an application is granted access to are not always clear to users.
Indeed, studies have found that users are likely to simply select accept without reading these
messages when installing applications [Ege09; Kel12]. Furthermore, research has shown that
providing clear information about the data applications are accessing helps users make smarter
decisions on the applications they are installing [Kel13; Har14; Wij15]. As such, to better
inform users about the data and resources an application may access, research has targeted
the development of tools to extract such information from application descriptions and privacy
policies. WHYPER [Pan13], AutoCog [Qu14], and CHABADA [Gor14], for example, use natural
language processing (NLP) to determine the reason an application is requesting permissions
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from the developer provided application descriptions. On the other hand, PolicyLint [And19a]
uses NLP to extract the sensitive data applications may be collecting on users from privacy
policies, while at the same time, detecting logical contradictions in the policies that may indicate
deceitfulness on the part of the developer. Finally, DescribeMe [Zha15] aims to help the developer
better inform users of the data its requesting and the reason behind the requests by automating
the generating of security relevant application descriptions.

3.1.7 Malware Detection

Although Android’s UID based isolation of applications and other security improvements have
reduced the attack surface for malware, malware is still a problem for the Android platform.
As such, the detection of malicious Android applications has also been a focus of study by the
security community. Kirin [Enc09a], for instance, uses security rules to perform a lightweight
detection of malware at install time. To scale malware detection across multiple Android
application markets, DroidRanger [Zho12c] maps malware signatures to the permissions required
to perform the malicious activity. Similarly, DroidMOSS [Zho12a] and DNADroid [Cru12] both
compare applications across markets to detect instances of application cloning, where one or
more applications share similar user interfaces or functionality, as near identical application
designs can be indicative of malicious behavior. Continuing this trend, MAST [Cha13] and
RiskRanker [Gra12a] provide a means of ranking the risk of applications in the Android
markets to determine which are more likely to be malware, while Zhou et al. [Zho12b] analyzes
thousands of applications to develop new signatures for malware. DroidScope [Yan12], A5 [Vid14],
and IntroLib [Den12] provide tools for automating the analysis of known malware through
virtualization and library call introspection. On the other hand, DroidSIFT [Zha14] provides
a framework for the detection of malware using API dependency graph comparison. Similarly,
ASDroid [Hua14] detects the hidden operations of malicious applications by applying natural
language processing (NLP) techniques to activities displayed when protected APIs are accessed.
MDoctor [Lag14] uses the applications currently installed on a device to assess the likelihood
the device will become infected with malware. Lastly, Ernst et al. [Ern14] provides a extensive
framework for the detection of malicious flows of information in applications found on the Google
Play Store.

3.2 Android Platform Improvements and Analysis

Despite application reliance on the correctness of the access control implementation in the
Android platform, a majority of Android security research has treated the platform code as a
black box, focusing only on the security of Android applications. Research into improving or
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analyzing the security of the android platform can be divided into the following three categories,
those that: (1) harden the security of the entire Android platform by leveraging classic security
architectures to complement existing security mechanisms, (2) focus on the security of the
Linux layer of the Android platform, and (3) analyze the middleware to understand and detect
vulnerabilities in existing access control logic.

3.2.1 Hardening Platform Security with Classic Security Architectures

To harden the security of the entire Android platform researchers have sought to import
classic security architectures into the Android platform that complement the current security
mechanisms of the Android platform. TrustDroid [Bug11a], for example, enables physical user
separation through the use domain isolation, allowing the Android platform to support different
physical users and work profiles on a single device without the sharing of data. Android has
since adapted a similar but non-virtualized approach to provide support for multiple users
and work profiles [Goo19b] L4Android [Lan11] sought to bring the benefits of the L4 micro-
kernel [Lie95] to the Android platform by isolating the entire Android platform in a virtual
machine that runs on top of the L4 micro-kernel. Similarly, FlaskDroid [Bug13], inspired by
the Flask architecture [Spe99], provides a mandatory access control (MAC) [Boe85; Bad95]
framework for all layers of the Android platform. Continuing this trend, ASM [Heu14] modified
the Android platform to insert authorization hooks that security modules can register for,
allowing the Android platform to support the addition of custom security modules similar to
those of the Linux Security Module (LSM) [Wri02] framework. Finally, ASF [Bac14] is similar
to ASM except in that the framework trusts the security module’s developer by not allowing
the modules to be restricted using Android’s existing permission model.

3.2.2 Linux Layer

With the Unix and Linux operating systems far proceeding that of the Android platform, there
has been a myriad of research into the improvement of security for these platforms. This research
covers a wide range of topics such as: the detection of vulnerabilities using taint tracking [Xu06;
Sax10; New05; Ber02], the mitigation of the effects of vulnerable code using sandboxing [Gol96;
Lai88; Ach00; Pre01], access control management [Jae02; McD03; Boe85; Bad95; Nat], and
even information flow control [Sha06; Van07; Zel06; Zel08; Kro07]. However, as the Linux layer
is no longer directly accessible to applications in Android, much of the knowledge from past
research is being applied instead to similar but new problems in Android’s application model
(see Section 3.1). Thus, research into the security of the Linux layer in the Android platform
has focused on the improvement of existing access control policies. Zhou et al. [Zho14], for
example, studies how OEM modifications to the Android platform introduce vulnerabilities in the
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discretionary access control (DAC) policies of the Linux layer. However, it was the introduction
of SEAndroid [Sma13] (i.e., SELinux [Nat] and mandatory access control (MAC) [Boe85; Bad95])
to the Android platform that gave researchers a real target for analysis [Res15; Res17; Im18].
EASEAndroid [Wan15], for example, classifies SEAndroid audit log events as benign or malicious
using machine learning techniques. On the other hand, SPOKE [Wan17] identifies over-permissive
SEAndroid policy by approximating least-privilege execution using compatibility tests. Finally,
Chen et al. [Che17] compares the DAC and MAC policies of the Linux layer to identify access
control policy flaws.

3.2.3 Middleware

Even though the security of the Android platform is dependent on the correctness of the
middleware’s access control policy, research into analyzing the existing security of the middleware
has been sparse because of the complexity of its code base. Middleware security research can
be grouped into three main categories, those that: (1) extract the authorization checks of the
middleware for use when analyzing applications, (2) validate the correctness of the access control
policy in the middleware, and (3) detect the improper re-delegation middleware resources.

3.2.3.1 Access Control Policy for Application Analysis

Some of the earliest research on the access control policy of the middleware was designed to aid
application security research and not to provide assurances for the correctness of the middleware’s
access control implementation. To this effect, Stowaway [Fel11a] and PScout [Au12] both present
tools that extract the permissions protecting the entry points of the middleware using dynamic
and static analysis techniques respectively. Bartel et al. [Bar14] and Axplorer [Bac16] later
improve on the permission models of PScout by addressing the intricacies of the Android
middleware that made static analysis difficult for PScout. However, it was not until the recent
introduction of the Arcade [Aaf18b] that models of the access control of the middleware considered
the existence of access control that does not involve permissions.

3.2.3.2 Access Control Policy Validation

The problem of evaluating the correctness of the access control implementation in the middleware
has roots in classic problem of validating of the placement of authorization checks for the
Linux Security Modules (LSM) [Wri02]. Research into the Linux kernel’s LSM implementation
developed verification techniques such as the type analysis used by CQUAL [Zha02], program
dominance [Zha04], and dynamic analysis involving the creation of authorization graphs from
control flow traces [Jae04; Edw02]. As a result of the lack of ground truth in the Android
middleware, those tools providing solutions involving consistency analysis [Jae04; Edw02; Tan08]
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or those that infer the security specification from the kernel code bases (i.e., AutoISES [Tan08])
are the closest to the Android middleware placement problem. Unfortunately, all LSM validation
solutions assume the security functions and data structures are well known, uniformly defined,
and consistent throughout the system. However, for the Android middleware, while the permission
check functionality is well documented and uniform, the other authorization checks strewn
throughout the middleware are not. As such, none of the techniques from the research into the
LSM authorization check placement problem are directly applicable to the Android middleware.

To validate the placement of authorization checks in the Android middleware, prior works
have applied consistency analysis techniques to the authorization checks. Kratos [Sha16] was
the first to tackle this problem by comparing the call graphs of middleware entry points and
identifying paths where protected operations could be reached through two differing sets of
authorization checks. Unfortunately, Kratos relies on a limited and manually defined set of
authorization checks to perform its analysis. AceDroid [Aaf18a] improved on the analysis of
Kratos by simplifying the authorization logic through the merging of checks that objectively seem
different but conceptually behave the same. Despite this improvement, AceDroid’s verification
of the middleware is still limited by both its over-simplification of the authorization logic in
order to perform its cross device consistency analysis and its use of a limited and manually
defined set of authorization checks. Fortunately, our tool ACMiner [GI19b] solves the problem
of the limited authorization check definitions of Kratos and AceDroid by providing a semi-
automated approach to the identification of authorization checks in Android’s middleware
that is significantly more complete. Using this extensive definition of authorization checks in
combination with the association rule mining of the authorization checks for each entry point,
ACMiner is able to perform a more in depth consistency analysis of the Android middleware,
identifying vulnerabilities which prior works had missed (see Chapter 4).

3.2.3.3 Resource Re-Delegation

Nearly all operating systems rely on privileged deputies to protect sensitive resources while
providing an interface for indirect access by lesser-privileged software. As such, it is no surprise
that confused deputy vulnerabilities [Har88; Ko94] are another classic example of a security
problem in the Android platform. Once again, research into confused deputy vulnerabilities for
Android has largely been targeted at Android applications (see the permission re-delegation
problem in Section 3.1.5). However, in the middleware, it is common for the services to interact
with one another through remote procedure calls (RPCs) to provide more extensive functionality.
These interactions can often be complex and involve paths that go through multiple RPCs. As
a result of the complex interconnected relationships of the middleware’s RPC entry points, it
is possible for entry points to re-delegate access to other entry points. Making use of the data
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provided by ACMiner, our work ARF [GI19a] tackles the problem of identifying permission
re-delegation in the middleware, a subset of the authorization re-delegation problem. In doing
so, it is the first to demonstrate the existence of re-delegation vulnerabilities in the Android
middleware (see Chapter 5).

In addition to RPC entry points of the middleware re-delegating access to other entry
points, they may also re-delegate access to resources controlled by the Linux layer (i.e., security
sensitive files). This problem is similar to that of the identification of attack surfaces (e.g., loaded
library and configuration files) in Linux programs that can be exploited to allow lesser-privileged
software access to normally restricted files [Vij12b; Vij12a; Rue08; Sun08]. However, as the
entry points that may be exploited are RPCs within the middleware, these techniques cannot
be directly applied to the Android platform. To fill this gap, our work FReD analyzes the entry
points of the middleware, extracting a mapping of entry points to the files they may potentially
access. Then using the data provided by ACMiner, it detects instances of potential security
sensitive file access re-delegation. In doing so, it is the first to demonstrate the existence of
vulnerabilities within the Android platform that result from conflicts between the access control
policy of the middleware and Linux layers (see Chapter 6).
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CHAPTER

4

ACMINER: EXTRACTION AND
ANALYSIS OF AUTHORIZATION

CHECKS IN ANDROID’S MIDDLEWARE

Billions of users rely on the security of the Android platform to protect phones, tablets, and
many different types of consumer electronics. While Android’s permission model is well studied,
the enforcement of the protection policy has received relatively little attention. Much of this
enforcement is spread across system services, taking the form of hard-coded checks within
their implementations. In this chapter,1 we propose Authorization Check Miner (ACMiner),
a framework for evaluating the correctness of Android’s access control enforcement through
consistency analysis of authorization checks. ACMiner combines program and text analysis
techniques to generate a rich set of authorization checks, mines the corresponding protection
policy for each service entry point, and uses association rule mining at a service granularity to
identify inconsistencies that may correspond to vulnerabilities. We used ACMiner to study the
AOSP version of Android 7.1.1 to identify 28 vulnerabilities relating to missing authorization
checks. In doing so, we demonstrate ACMiner’s ability to help domain experts process thousands
of authorization checks scattered across millions of lines of code.

1Portions of this chapter appear in ACMiner [GI19b]
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4.1 Introduction

Android has become the world’s dominant computing platform, powering over 2 billion devices
by mid-2017 [Dal19]. Not only is Android the primary computing platform for many end-users,
it also has significant use by business enterprises [McC19] and government agencies [Mil19;
Ran19]. As a result, any security flaw in the Android platform is likely to cause significant and
widespread damage, lending immense importance to evaluating the platform’s security.

While Android is built on Linux, it has many differences. A key appeal of the platform
is its semantically rich application programming interfaces (APIs) that provide application
developers simple and convenient abstractions to access information and resources (e.g., retrieve
the GPS location, record audio using the microphone, and take a picture with the camera).
This functionality, along with corresponding security checks, is implemented within a collection
of privileged userspace services. While most Android security research has focused on third
party applications [Enc09a; Fel11a; Fel11b; Enc10; Pea12; Nad13; Spa14; Bac15a], the several
efforts that consider platform security highlight the need for more systematic evaluation of
security and access control checks within privileged userspace services (e.g., evidence of system
apps re-exposing information without security checks [Gra12b; Wu13], or missing checks in the
Package Manager service leading to Pile-Up vulnerabilities [Xin14]).

To date, only two prior works have attempted to evaluate the correctness of access control
logic within Android’s system services. Both Kratos [Sha16] and AceDroid [Aaf18a] approximate
correctness through consistency measures, as previously done for evaluating correctness of
security hooks in the Linux kernel [Edw02; Jae04; Tan08]. However, these prior works have
limitations. Kratos only considers a small number of manually-defined authorization checks
(e.g., it excludes App Ops checks). AceDroid considers a larger set of authorization checks,
but these are still largely manually defined, primarily through observation. Kratos performs
coarse-grained analysis using call-graphs, leading to imprecision. AceDroid’s program analysis
provides better precision, but oversimplifies its access control representation, making it difficult
to identify vulnerabilities within single system images.

In this chapter, we propose Authorization Check Miner (ACMiner), a framework for evalu-
ating the correctness of Android’s access control enforcement through consistency analysis of
authorization checks. ACMiner is based on several novel insights. First, we avoid identification
of protected operations (a key challenge in the space) by considering program logic between the
remote procedure call (RPC) entry points of services and code that throws a SecurityException.
Second, we propose a semi-automated method of discovering authorization checks. More specifi-
cally, we mine all constants and names of methods and variables that influence conditional logic
leading to throwing a SecurityException. From this dataset, we identify security-relevant values
(e.g., “restricted”) and develop regular expressions to automatically identify those conditions
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during program analysis that mines policy rules from the code. Third, we use association
rule mining to identify inconsistent authorization checks for entry points in the same service.
Association rule mining has the added benefit of suggesting changes to make authorization
checks more consistent, which is valuable when triaging results. By applying this methodology,
ACMiner allows a domain expert (i.e., a developer familiar with the AOSP source code) to
quickly identify missing authorization checks that allow abuse by third-party applications.

We evaluated the utility of ACMiner by applying it to the AOSP code for Android 7.1.1. Of
the 4,004 total entry points to system services, ACMiner identified 1,995 with authorization
checks. Of these entry points, the association rule mining identified inconsistencies in 246. We
manually investigated these 246 entry points with the aid of the rules suggested by the association
rule mining, which allowed us to identify 28 security vulnerabilities. ACMiner not only reduced
the effort required to analyze system services (i.e., by narrowing down to only 246 entry points
out of 4004), but also allowed us to rapidly triage results by suggesting solutions. Out of the 28
security vulnerabilities, 7 were in security-sensitive entry points that may be exploited from
third-party applications, and an additional 12 were in security-sensitive entry points that may
be exploited from system applications. The rest were in entry points with relatively low security
value. All 28 vulnerabilities have been reported to Google. At the time of writing, Google has
confirmed 2 of these vulnerabilities as “moderate severity.”

This chapter makes the following contributions:

• We design and implement ACMiner, a framework that enables a domain expert to identify
and systematically evaluate inconsistent access control enforcement in Android’s system
services. Our results show that this analysis is not only useful for identifying existing
vulnerabilities, but also inconsistencies that may lead to vulnerabilities in the future.

• We combine program and text analysis techniques to generate a rich set of authorization
checks used in system services. This technique is a significant improvement over prior
approaches that use manually-defined authorization checks.

• We use ACMiner to evaluate the AOSP version of Android 7.1.1 and identify 28 vulnera-
bilities. All vulnerabilities have been reported to Google, which at the time of writing has
classified 2 as “moderate severity.”

We designed ACMiner to give security researchers and system developers deep insights into
the security of Android’s system services. This chapter describes how ACMiner can systematically
analyze the consistency of the authorization checks in the system services. However, ACMiner
may also be useful for other forms of analysis. For instance, ACMiner can aid regression testing,
as it can be extended to highlight changes to the policy implementation on a semantic level.
The information extracted by ACMiner can also be used to study the evolution of access control
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in Android, potentially discovering new vulnerabilities. Finally, since changes by OEMs have
historically introduced vulnerabilities, OEMs can use ACMiner to validate their implemented
checks against AOSP.

The remainder of this chapter proceeds as follows. Section 4.2 provides background. Section 4.3
describes the challenges and provides an overview of ACMiner. Section 4.4 describes the design
of ACMiner in detail. Sections 4.5 and 4.6 describe our analysis of the system services of AOSP
7.1.1. Section 4.7 describes the limitations of our approach. Section 4.8 concludes.

4.2 Background and Motivation

The Android middleware is implemented using the same component abstractions as third-
party applications [Enc09b]: activities, content providers, broadcast receivers, and services. In
this chapter, we only consider service components, which provide daemon-like functionality.
Apps interface with service components via remote procedure calls (RPCs) facilitated by the
binder inter-process communication (IPC) mechanism. Binder RPCs consist of sending parcel
objects that indicate the target interface method being called via an integer. For the most
part, Android’s system services use the Android Interface Description Language (AIDL) to
automatically generate the code that unmarshalles these parcels. Moreover, when interfacing
with system services, third party apps rely on public APIs implementing a proxy to construct
the parcel. When the parcel is unmarshalled by the service interface, the arguments are passed
to a stub that calls the corresponding entry point method in the service component. While
not all RPC entry points have corresponding public APIs, any third-party application can use
reflection to invoke the entry points for these “hidden” APIs.

Android uses two broad techniques to enforce access control. For coarse-grained checks
(i.e., at the component level), the Activity Manager Service (AMS) enforces policy specified
in application manifest files. This chapter focuses on fine-grained checks (i.e., at the service
entry point level), which are enforced using hard-coded logic within the service implementation.
This hard-coded logic includes variants of the checkPermission method, Unix Identifier (UID)
checks, as well as many subtle checks based on service-specific state. Prior work [Sha16; Aaf18a]
has primarily relied on manual enumeration of these checks, which is error prone. To simplify
discussion in this chapter, we refer to such methods that return or check Android system state
as context queries.

Figure 4.1 provides a motivating example for this chapter, which contains a vulnerability
discovered by ACMiner. The simplified code snippet is from the User Manager Service, which
provides core functionality similar to the Activity Manager and Package Manager Services. In
the figure, there are two entry points: hasBaseUserRestriction and hasUserRestriction. The
entry points perform very similar functionality, but have inconsistent authorization checks.
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1 // Entry point with correct authorization checks
2 boolean hasBaseUserRestriction ( String key , int userId ) {
3 checkManageUsersPermission (" hasBaseUserRestriction ");
4 // Unique check without a SecurityException
5 if (! UserRestrictionsUtils . isValidRestriction (key ))
6 return false;
7 ...
8 }
9
10 // Entry point missing checkManageUsersPermission
11 boolean hasUserRestriction ( String key , int userId ) {
12 if (! UserRestrictionsUtils . isValidRestriction (key )) return false;
13 ...
14 }
15
16 void checkManageUsersPermission ( String message ) {
17 if (! hasManageUsersPermission ())
18 throw new SecurityException ();
19 }
20
21 boolean hasManageUsersPermission () {
22 int uid = Binder . getCallingUid ();
23 return UserHandle . isSameApp (uid , SYSTEM_UID )
24 || uid == ROOT_UID || ActivityManager . checkComponentPermission (
25 " android . permission . MANAGE_USERS ", uid , -1, true)
26 == PackageManager . PERMISSION_GRANTED ;
27 }

Figure 4.1 Vulnerability found in UserManagerService by ACMiner.

Specifically, hasBaseUserRestriction throws a SecurityException if the caller does not have the
proper UID or permission.

This example is particularly apropos to ACMiner, because hasUserRestriction does not call
any of the context queries considered by prior work [Sha16; Aaf18a]. It also does not throw a
SecurityException. Without knowledge that isValidRestriction is an authorization check, no
form of consistency analysis could have identified that hasUserRestriction has a missing check.

4.3 Overview

The goal of this chapter is to help a domain expert quickly identify and assess the impact of
incorrect access control logic in implementations of system services in Android. As with most
nontrivial software systems, no ground truth specification of correctness exists. Rather, the
“ground truth” resides largely within the heads of the platform developers. Prior literature has
approached this type of problem by approximating correctness with consistency. The intuition
is that system developers are not malicious and that they are likely to get most of the checks
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correct. The approach was first applied to security hook placement in the Linux kernel [Edw02;
Jae04; Tan08] and more recently the Android platform [Sha16; Aaf18a].

Evaluating authorization check correctness via consistency analysis requires addressing the
following challenges.

• Protected Operations: Nontrivial systems rarely have a clear specification of the functional
operations that require protection by the access control system. Protected operations
range from accessing a device node to reading a value from a private member variable.
Axplorer [Bac16] attempts to enumerate protected operations for Android; however, the
specification is far from complete.

• Authorization Checks: What constitutes an authorization check is vague and imprecise.
While some authorization checks are clear (e.g., those based on checkPermission and
getCallingUid), many others are based on service-specific state and the corresponding
authorization checks use a variety of method and variable names.

• Consistency: The granularity and type of consistency impacts the precision and utility
of the analysis. While increasing the scope of relevant authorization checks increases the
noise in the analysis, not considering all authorization checks (as in Kratos [Sha16]) or
using heuristics to determine relevancy (as in AceDroid [Aaf18a]) raises the risk of not
detecting vulnerabilities.

ACMiner addresses these challenges through several novel insights. First, ACMiner avoids
the need to specify protected operations by considering program logic between service entry
points and code that throws a SecurityException. Our intuition is that if one control flow path
leads to a SecurityException, an alternate control flow path leads to a protected operation.
Furthermore, the conditional logic leading to the SecurityException describes the authorization
checks. However, we found that not all authorization denials lead to a SecurityException,
therefore, we also include entry points that contain known authorization checks. Second, AC-
Miner semi-automatically discovers new authorization checks using a combination of static
program analysis and textual processing. More specifically, ACMiner identifies all of the method
names, variable names, and strings that influence the conditional logic leading to a Securi-

tyException. The security-relevant values are manually refined and used to generate regular
expressions that identify a broader set of authorization checks within service implementations.
Third and finally, ACMiner uses association rule mining for consistency analysis. For each entry
point, ACMiner uses static program analysis to extract a set of authorization checks. Association
rule mining compares the authorization check sets between entry points in the same service.
The analysis produces suggestions (called “rules”) of how the sets should change to make them
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Figure 4.2 Overview of ACMiner. At each stage, ACMiner significantly reduces the information an
expert needs to analyze.

more consistent. These rules include confidence scores that greatly aid domain experts when
triaging the results. This general approach is depicted in Figure 4.2.

To more concretely understand how ACMiner operates, consider the discovery of the vul-
nerability shown in Figure 4.1. As a pre-processing step, ACMiner helps a domain expert
semi-automatically identify authorization checks. First, ACMiner determines that the return
value of isValidRestriction controls flow from the entry point hasBaseUserRestriction to a
SecurityException. As such, this method name, along with many security irrelevant names
are given to a domain expert. The domain expert then identifies security relevant terms (e.g.,
“restriction”), which ACMiner consumes as part of a regular expression. Next, ACMiner mines
the policy of the User Manager Service, extracting a policy for both hasBaseUserRestriction

and hasUserRestriction, with the policy for hasUserRestriction only being extracted because
isValidRestriction was identified as an authorization check. For each entry point, the policy
is then encoded as a set of authorization checks (e.g., isValidRestriction and ROOT_UID ==

getCallingUid()). Finally, ACMiner performs association rule mining to suggest set changes
that make the policy more consistent. Such suggestions led us to discover the vulnerability in
hasUserRestriction.
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Figure 4.3 ACMiner’s processing stages and input files.

4.4 Design

ACMiner is constructed on top of the Java static analysis framework Soot [VR99; Lam11]
and has been parallelized so as to improve the run time of the complex analysis of Android’s
services. The design of ACMiner can be divided into four phases: (§4.4.1) Mining Authorization
Checks, (§4.4.2) Refining Authorization Checks, (§4.4.3) Extracting Reusable Authorization
Check Definitions, and (§4.4.4) Inconsistency Analysis.

4.4.1 Mining Authorization Checks

The first phase of ACMiner is mining authorization checks. This phase consist of the follo-
wing program analysis challenges: (§4.4.1.1) Call Graph Construction, (§4.4.1.2) Exclude List
Construction, (§4.4.1.3) Identifying Authorization Check Statements, (§4.4.1.4) Representing
Authorization Checks, and (§4.4.1.5) Simplifying Authorization Checks.

4.4.1.1 Call Graph Construction

Authorization checks are mined by traversing a call graph of the service implementation. ACMiner
constructs call graphs using the following three steps.
Extracting Java Class Files: Since ACMiner is designed to analyze both AOSP and OEM
builds of the Android middleware, ACMiner extracts a .jar containing all the class files of the
Android middleware in Soot’s Jimple format from Android’s system.img. If the system.img
contains .odex or .oat files, ACMiner decompiles and recompiles them into .dex using baksma-
li/smali [Gru17]. ACMiner then uses Dexpler [Bar12] to decompile the .dex files and .jar files
containing .dex files (i.e., .apk files) into Jimple. As shown in Figure 4.3, ACMiner automates
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this process and outputs a .jar file containing all the class files of the Android middleware in
Soot’s Jimple format. This .jar containing Jimple files is then used on all subsequent runs of
ACMiner. All other input formats for Soot (e.g., .class, .java, .apk, and .jar) are translated by
Soot into Jimple, Soot’s own intermediate representation of Java code, before performing any
program analysis. As such, while this pre-processing can take upwards of 20 minutes, it saves
time by eliminating unnecessary re-computation.
Extracting System Services and Entry Points: Android’s middleware is composed of
isolated services that communicate through predefined remote procedure call (RPC) interfaces
facilitated by the binder inter-process communication (IPC) mechanism. This division allows
ACMiner to analyze each service separately, by defining each service by the code reachable
through its RPC entry points. ACMiner extracts system services and their entry points similar to
prior work [Au12; Sha16; Aaf18a]. Specifically, ACMiner uses Soot’s class hierarchy information
to find all classes that: (1) are subclasses of android.os.Binder and (2) implement the onTrans-

act method. Next, ACMiner identifies the signatures of the handler methods that onTransact

methods call. Our insight is that all such methods are invoked on the same receiver object (i.e.,
this). Note that handler methods need not be implemented in the stub class itself: it can also
be implemented in subclasses. ACMiner therefore uses Soot’s class hierarchy information to
identify all of the stub’s subclasses. Finally, the class and method information is used to identify
all concrete methods in these stub and subclasses that match the handler method signatures.
These concrete methods become the entry points for analysis.
Reducing the Call Graph: ACMiner constructs a call graph representing all possible transitive
calls from the entry points. ACMiner uses the Class Hierarchy Analysis (CHA) [Dea95], which is
guaranteed to provide an over-approximation of the actual runtime call graph. In contrast, Kratos
and AceDroid use other potentially more accurate call graph builders (i.e., SPARK [Lho03]
and its WALA equivalent), which use points-to analysis to construct a less complete under-
approximation of the runtime call graph. The loss of completeness occurs when constructing
call graphs for libraries and other Java code without main methods. Therefore, it is important
to note that unlike the prior work, ACMiner is more complete and guaranteed to include all
paths containing authorization checks.

Since CHA call graphs are coarse over-approximations of the runtime call graph, ACMiner
must apply heuristics to mitigate call graph bloat. When resolving targets for method invocations,
CHA considers every possible implementation of the target method whose declaring type is
within the type hierarchy of the call’s receiver type. If the invoked method is defined in a
widely used interface or superclass, the resolution may identify hundreds of targets for a single
invocation. Thus, the resulting CHA call graph for the Android middleware is too large to be
analyzed in a reasonable amount of time and memory [Lho07].

To mitigate call graph bloat, we manually defined a list of classes and methods to exclude
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from the analysis, which become cutoff points in the call graph. We ensured that the class or
method subject to exclusion did not contain, lead to, or was used in an authorization check.
While the exclude list may require revision for newer versions of AOSP or modifications made
by vendors, the creation of the exclude list is a largely one-time effort. A detailed description of
the exclusion procedure can be found in Section 4.4.1.2.

Finally, when analyzing an entry point, ACMiner treats all other entry points as cutoff
points in the call graph. This decision further reduces call graph bloat. Unfortunately, it also
introduces unsoundness into the call graph, which we discuss in Section 4.7.

4.4.1.2 Exclude List Construction

To reduce the call graph bloat, we manually defined a exclude list containing classes and methods
which become cutoff points in the call graph. A subset of the exclude list for Android AOSP
7.1.1 is displayed in Table 4.1 (see our website [Acm] for the complete exclude list). As shown
in Table 4.1, to exclude elements from the call graph, the exclude list defines the following six
exclusion procedures. (1) Class Path which excludes any method of a class whose full class
name either exactly equals the listed name or starts with the listed name when the listed name
ends with .* or $*. (2) Interface which excludes any method that implements a method of an
interface that exactly equals the listed name. (3) Interface All which excludes all methods of all
classes that implement directly or indirectly an interface that exactly equals the listed name. (4)
Superclass which excludes any method that implements a method of a class that exactly equals
the listed name. (5) Superclass All which excludes all methods of all classes that extend directly
or indirectly a class that exactly equals the listed name. (6) Method Signature which excludes a
single method that matches the supplied method signature.

To define the exclude list, we explored the call graph, looking for classes and methods that
form roots of call graph areas not useful to our analysis. We started by broadly excluding, using
the Class Path procedure, any packages that are not Android related as these are generic Java
libraries and will not contain Android specific authorization checks. Since these generic Java
libraries often contain interfaces and classes implemented and extended in code outside the Java
libraries, we also found it necessary to use the Interface and Superclass procedures to cover
subclasses of these in Android specific code. Next, as we still observed significant bloat, we
broadened our search to include Android specific code. We started excluding packages such as
android.icu.* and com.android.org.bouncycastle.* as these are common non-Android libraries
that were integrated into the Android specific code but hold no Android-specific authorization
checks. Lastly, we looked for methods in the call graph with a large number of outgoing edges
and/or a large number of outgoing edges for the same method invoke statement, adding the
methods and classes to the exclude list as needed.
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Table 4.1 Subset of the Excluded List for the Call Graph

Procedure Excluded Elements
Class Path java.*, javax.*, gov.nist.javax.*, org.*, sun.*, com.sun.*, -

com.ibm.*, com.google.common.*, soot.*, junit.*, com.androi-
d.dex.*, dalvik.*, android.test.*, android.text.*, android.-
util.*, android.animation.*, android.view.animation.*, andr-
oid.icu.*, android.database.sqlite.*, android.content.res.*,
com.android.org.bouncycastle.*, android.graphics.*, androi-
d.preference.*, android.os.UserHandle, android.os.Process, -
android.os.Binder, android.os.Debug, android.net.Uri, andro-
id.net.Uri$*, libcore.util.Objects, android.os.Bundle, andr-
oid.os.Parcel, android.view.View, libcore.io.IoUtils

Interface java.lang.Iterable, java.util.Iterator, java.util.ListIter-
ator, java.lang.Comparable, java.util.Comparator, java.util-
.Collection, java.util.Deque, java.util.Enumeration, java.u-
til.List, java.util.Map, java.util.Map$Entry, java.util.Nav-
igableMap, java.util.NavigableSet, java.util.Queue, java.ut-
il.Set, java.util.SortedMap, java.util.SortedSet, java.lang-
.Runnable, android.os.Parcelable, android.os.IInterface

Interface All java.lang.AutoCloseable, libcore.io.Os, android.database.C-
ursor

Superclass java.lang.Object, android.graphics.drawable.Drawable, andr-
oid.content.Context

Superclass All com.android.internal.telephony.SmsMessageBase, java.lang.T-
hrowable, android.app.Dialog, android.view.View

Method Signature DevicePolicyManagerService: void writeToXml(XmlSerializer)
UserManagerService: void writeUserLP(UserData)
UserManagerService: void writeUserListLP()

In addition to the entries described above, the exclude list has a few more additions and
omissions. First, while com.android.Context is excluded using the Superclass procedure, all
permission check methods in the class are omitted from this exclusion. This enables ACMiner to
capture the authorization checks inside these various important methods. Second, classes such as
android.os.UserHandle and android.os.Process have many authorization check methods, yet
are elements of the exclude list. Adding such classes to the exclude list gives context to the
operations these authorization-checks perform. Such context would be lost otherwise since the
actual checks involve manipulating integers values.
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4.4.1.3 Identifying Authorization Check Statements

Once ACMiner has the call graph for all entry points, the next step is to identify authorization
checks. As described in Section 4.2, the complete set of authorization checks is unknown. AC-
Miner takes a two pronged approach to identifying authorization checks. First, it identifies all
possible checks leading to a protected operation (this section). Second, it refines the list of
possible authorization checks based on code names and string values (Section 4.4.2). To describe
this process, we must first define a control predicate.

Definition 1 (Control Predicate). A conditional statement (i.e., an if or switch statement)
whose logic authorizes access to some protected operation.

Identifying protected operations is nontrivial, as they may range from accessing a device
node to returning a private member variable. However, even if we knew the protected operations,
we would still need to determine which conditional statements are control predicates. ACMiner
uses the key observation that Android frequently throws a SecurityException when access is
denied. Therefore, ACMiner marks all conditional statements on the control flow path between
entry points and the statement throwing the SecurityException as potential control predicates.

While throwing a SecurityException is the most common way Android denies access, it is
not the only way. Some entry points deny access by returning false or even by returning empty
data. Such denials are not easily identifiable. Fortunately, as shown in Figure 4.1, Android often
groups authorization checks into methods to simplify placement. We refer to such groups of
authorization checks as context queries.

Definition 2 (Context Query). A method consisting entirely of a set of control predicates,
calls to other context queries, and/or whose return value is frequently used as part of a control
predicate.

By identifying context queries, ACMiner can mark control predicates not on the path between
a entry point and a thrown SecurityException, thereby making the authorization check mining
more complete. As shown in Figure 4.3, ACMiner is configured with a input file that specifies
context queries. Our method for defining this input is described in Section 4.4.2.

Using these insights, ACMiner identifies authorization checks with fairly high accuracy. The
identification procedure is as follows. First, ACMiner marks all conditional statements inside a
context query and the subsequent transitive callees as control predicates for the entry point.
Next, ACMiner performs a backwards inter-procedural control flow analysis from each statement
throwing a SecurityException and each context query invocation to the entry point. During
this backwards analysis, ACMiner marks all conditional statements on the path as potential
control predicates. Finally, to capture control predicates that occur without a SecurityException,
ACMiner performs a forward inter-procedural def-use analysis on the return value of a context
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query. During this analysis, ACMiner marks any conditional statement that uses the return
value as a potential control predicate. Note, ACMiner does not currently track the return value
through fields, as this was found to be too noisy. However, ACMiner can track the return
value through variable assignments, arithmetic operations, array assignments, and the passed
parameters of a method invoke.

4.4.1.4 Representing Authorization Checks

ACMiner represents the authorization checks for each entry point as a set of context queries
and control predicates. We initially represented authorization checks as boolean expressions
representing the control flow decisions that lead to a thrown SecurityException or invoked
context query. This representation would allow ACMiner to verify the existence, order, and
the comparison operators of the authorization checks. However, for complex services (e.g., the
Activity Manager) this representation was infeasible due to the large number of authorization
checks. Additionally, we found that without more complex context-sensitive analysis, ACMiner
could not extract authorization checks involving implicit flows. Therefore, we simplified our
consistency analysis to only consider the existence of an authorization check for an entry point.
This approach requires two reasonable correctness assumptions: (1) all authorization checks have
been placed and ordered correctly, and (2) all control predicates have the correct comparison
operator. ACMiner cannot detect violations of these assumptions.

The existence of authorization checks is easily represented as a set; however some processing
is required. For each variable in a authorization check statement, ACMiner must substitute
all possible values for that variable. More specifically, for each control predicates and context
queries statement (i.e., conditional or method invoke statement), ACMiner must generate a list
containing the product of all the possible variables and the values for each variable. To reduce
redundant output, ACMiner only computes the product for context queries that do not have a
return value or whose return value is not used in a control predicates.

For this expansion, ACMiner applies an inter-procedural def-use analysis to each variable
used in a statement, thereby obtaining the set of all possible values for that variable from the
entry point to this specific use site. It then computes the product of these sets to achieve the
complete set of authorization checks for a single statement. If a variable is assigned a value
from the return of a method call, ACMiner does not consider the possible return values of the
method, but instead includes a reference to all the possible targets of the method call. Similarly,
if a variable is assigned a value from the field of a class or an array, ACMiner includes only
a reference to the field or array instead of all the possible values that may be assigned to the
field or array. As such, while the list of values largely consists of constants, it may also contain
references to fields, methods and arrays. The resulting combination of all the iterations of values

41



for each control predicate and each required context query of an entry point makes up the final
set of authorization checks output by ACMiner.

4.4.1.5 Simplifying Authorization Checks

The set of authorization checks ACMiner generates has the potential to be exponentially large.
To prevent this growth and to remove noise in ACMiner’s output, we apply 10 simplification
rules to the authorization checks. These simplifications are designed to increase the number of
authorization checks that are equivalent from a security standpoint and in no way affect the
completeness of the authorization checks. We detail each of the 10 simplification rules below.
Note the value ALL represents the set of all possible values and is used by ACMiner to indicate
that a variable can be assigned any value.

1. Any variable that is not of a primitive type or a string type is assigned the value ALL. We
found such variables were safely ignored as they did not add any additional context to the
authorization checks being output and instead generated a large amount of noise when
included.

2. A value of ALL is assigned if a cycle is detected when resolving the possible values for a
variable. This is done to handle instances where a variable’s value is generated from a loop
or a recursive method call.

3. A value of ALL is assigned when a variable represents a parameter of the current entry
point method. As entry point methods are the starting points of ACMiner’s analysis, the
values of their parameters cannot be determined by ACMiner’s analysis.

4. All variables obtaining their value from lengthof, instanceof, new, and cast expressions
are assigned a value of ALL. We found that such variables could be safely ignored as no
new context is gained about the authorization checks by including these expressions.

5. Expressions retrieving a value from an array are assigned the value ALL if either the
array index or reference variables have the value ALL. If either of the variables required to
retrieve a value from an array cannot be determined, then a value for the entire expression
is indeterminable. Thus, the value ALL is assigned since no new context will be gained
from such expressions.

6. Variables whose values are retrieved from a call to a method in the class Bundle are assigned
the value ALL. As the Bundle class is used to pass data through binder, the values returned
by its methods are determined by the callers of the entry points, and therefore, cannot be
determined by ACMiner’s analysis.
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7. A variable determined to have multiple possible values where at least one is ALL is assigned
only the ALL value. If a variable’s value is indeterminable on at least one data flow path,
then ultimately the set of possible values for the variable is the set of all possible values
(i.e., ALL).

8. Any variable whose set of possible values contains NULL and has a size greater than or
equal to two has the NULL value removed. NULL values do not provide any additional
context about the authorization checks. In fact, they are often a source of noise in the
output of ACMiner resulting from the initializing of a variable to null and then the
overriding of the variable to a valid value before it is used in an authorization check. As
such, we remove all NULL values when the analysis determines at least one other possible
value for a variable.

9. A pair of values representing a possible state for a control predicate is removed from the
output of ACMiner if: the pair contains NULL or ALL, both values are constant, or both
values are equivalent. All three situations do not provide any additional context about the
authorization check and instead introduce noise into the output of ACMiner.

10. If a control predicate represents a call to the equals method of a object, the pairs of values
for this control predicate are replaced by those containing the calling object and argument
object of the invoked equals method in each pair of values. As Java object equals methods
used in a conditional statements take the form if(o1.equals(o2) == 0), the pair generated
by ACMiner to represent the authorization check would normally contain one entry for the
value of the equals method and one entry for the constant value. However, what is desired
is the values of the objects being compared by the equals method (e.g., string comparisons).
As such, we simplify the representation of such authorization checks by reconstructing the
pairs so that they contain the values of the calling object and the argument object (i.e., o1

and o2) of the invoked equals method.

4.4.2 Refining Authorization Checks

The techniques in Section 4.4.1.3 identify potential control predicates; however, not all conditional
statements are authorization checks. Performing consistency analysis at this point would be
infeasible due to the excessive noise in the data. Therefore, ACMiner uses a one-time, semi-
automated method to significantly reduce noise.

Our key observation is that Section 4.4.1 over approximates authorization checks on the path
from entry points to a thrown SecurityException or context query. From this over-approximation,
ACMiner can generate a list of all the strings and fields used in the conditional statements, a
list of the methods whose return values are used in the conditional statements, and the methods
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Table 4.2 Initial List of Context Queries

Classes Methods
Context
ContextImpl
ContextWrapper

enforcePermission
enforceCallingPermission
enforceCallingOrSelfPermission
checkPermission
checkCallingPermission
checkCallingOrSelfPermission

AccountManagerService checkBinderPermission
LocationManagerService checkPackageName
IActivityManager
ActivityManagerProxy
ActivityManagerService

checkPermission

ActivityManagerService
ActivityManager

checkComponentPermission
checkUidPermission

IPackageManager
IPackageManager$Stub$Proxy
PackageManagerService

checkUidPermission
checkPermission

containing the conditional statements. These values can be manually classified as authorization-
related or not. The general refinement procedure is as follows: (1) a domain expert filters out
values not related to authorization, (2) the refined list is translated into generalized expressions,
(3) ACMiner uses the generalized expressions to automatically filter out values not related to
authorization, and (4) the generalized expressions are refined until the automatically generated
list is close to that defined by the domain expert. While creating generalized expressions is time
consuming, they can be used to analyze multiple Android builds with minimal modifications.

The specific refinement procedure is divided into two phases: (§4.4.2.1) identifying additional
context queries and (§4.4.2.2) refining control predicate identification.

4.4.2.1 Identifying Additional Context Queries

ACMiner uses context queries as indicators of the existence of authorization checks when no
SecurityException is thrown. Our initial list of context queries, shown in Table 4.2, was very
limited and only contained 33 methods. To expand this list we performed the following steps:
(1) run ACMiner as described in Section 4.4.1 using the initial list of context queries, (2) from
the marked conditional statements generate a list of the methods containing these conditional
statements and the methods whose return values are used in these conditional statements, (3)
have a domain expert inspect the list, identify methods that match our definition of a context
query, and add these to our list of context queries, and (4) repeat steps 1→3 until no new
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(and (or ( starts-with-package android. )
( starts-with-package com.android. ))

( regex-name-words `^( enforce |has|check )\s
([ a-z\s]+\s)? permission (s)?\b`)
(not ( equal-package android.test )) ... ))

Figure 4.4 Example expressions to describe context queries.

context queries are added to the list. For Android AOSP 7.1.1, this procedure took about 48
hours and increased the number of context queries to 620 methods.

To make this list reusable, we translate it into a set of generalized expressions that describe
context queries across different Android versions. The expressions consist of regular expressions,
string matches for the package, class, and name of a method, and conditional logic. An example
expression is shown in Figure 4.4. Overall, we defined 49 generalized expressions to describe
context queries for Android AOSP 7.1.1, which took <10 hours. The expressions enabled AC-
Miner to identify an additional 255 methods, resulting in a total of 875 context queries. See
Section 4.4.3.1 for details on the translation procedure and our website [Acm] for the complete
expression list.

4.4.2.2 Refining Control Predicate Identification

To refine the over-approximation of authorization checks, ACMiner again uses a semi-automated
method of refinement, this time for control predicates. The process begins by running AC-
Miner with the refined context queries from Section 4.4.2.1. The expert then inspects lists of
strings, fields, and methods for the potential control predicates, removing those not related to
authorization.

From our exploration, we discovered a number of different categories of control predicates.
Some we were aware of such as those involving UID, PID, GID, UserId, AppId, and package
name. However, even within these categories, we discovered new fields, methods, and contexts
in which checks are performed. We also discovered previously unknown categories of control
predicates including those: (1) involving SystemProperties, (2) involving flags, (3) performing
permission checks using the string equals method instead of the standard check permission
methods, (4) checking for specific intent strings, and (5) checking boolean fields in specific
classes. Finally, we discovered that a significant amount of noise was generated by the conditional
statements of loops and sanity checks such as null checks. Using all of the information gained
from the exploration of elements related to possible control predicates, we defined a filter that
refines control predicate and reduces the overall noise.

Overall, the exploration took about 56 hours and we defined a 41-rule filter in about 16
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Table 4.3 Method and Field Matching Expressions

Operation Description
starts-with-(package|class|name) Resolves to true if the package, class, or name starts

with the given string for some method or field.
ends-with-(package|class|name) Resolves to true if the package, class, or name ends

with the given string for some method or field.
contains-(package|class|name) Resolves to true if the package, class, or name con-

tains the given string for some method or field.
equals-(package|class|name) Resolves to true if the package, class, or name equals

the given string for some method or field.
regex-(package|class|name) Resolves to true if any part of the package, class, or

name matches the given regular expression for some
method or field.

regex-name-words Resolves to true if the method or field name matches
any part of the given regular expression when the
name is split at word boundary indicators.

regex-class-words Resolves to true if the method or field class matches
any part of the given regular expression when the
class is split at word boundary indicators. Note this
operation takes in a second argument which specifies
which class name to match in the case of an inner
class. The indexing starts at 0 for the inner most
class name and increases by 1 for each outer class
name. An index of -1 means the regex can match any
of the class names from inner most to outer most.

hours. See Section 4.4.3.2 for a detailed overview of the exploration procedure and a description
of the filter. The actual filter can be found on our website [Acm]. The application of the filter
for Android AOSP 7.1.1 reduced what ACMiner considered to be control predicates from 25808
to 3308. Such a significant reduction not only underscores the need for a filter but also makes
the consistency analysis (Section 4.4.4) more feasible.

4.4.3 Extracting Reusable Authorization Check Definitions

As discussed in Section 4.4.2, we explore the output of ACMiner in a semi-automated manner to
refine our definition for what constitutes a authorization check. To make this a one-time effort,
the patterns observed in this exploration are then translated into a reusable: (1) expression
list that defines context queries for ACMiner and (2) filter to eliminate conditional statements
that are not control predicates. The remainder of this section provides additional details of the
exploration procedure and describes how we translate the patterns observed in the exploration
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1 public String getProviderMimeType (Uri uri , int userId ) {
2 enforceNotIsolatedCaller ();
3 int callingUid = Binder . getCallingUid ();
4 int callingPid = Binder . getCallingPid ();
5 boolean clearedIdentity = false ;
6 long ident = 0;
7 if ( canClearIdentity ( callingPid , callingUid , userId )) {
8 clearedIdentity = true;
9 ident = Binder . clearCallingIdentity ();
10 }
11 ...
12 }
13
14 void enforceNotIsolatedCaller ( String caller ) {
15 if ( UserHandle . isIsolated ( Binder . getCallingUid ()))
16 throw new SecurityException ();
17 }
18
19 boolean canClearIdentity (int pid , int uid , int userId ) {
20 if ( UserHandle . getUserId (uid) == userId )
21 return true;
22 if ( checkComponentPermission ( INTERACT_ACROSS_USERS , pid ,
23 uid , -1, true) == 0
24 || checkComponentPermission ( INTERACT_ACROSS_USERS_FULL , pid ,
25 uid , -1, true) == 0)
26 return true;
27 return false;
28 }

Figure 4.5 Entry point getProviderMimeType in the ActivityManagerService and related authori-
zation checks.

into inputs that can be reused across multiple versions of Android.

4.4.3.1 Generalizing Context Query Definitions

To generalize our definition of context queries, we develop a representation that allows us
to express the context queries as a boolean combination (i.e., and, or, and not) of regular
expressions and string matching procedures used to describe the package, class, and/or method
name. Table 4.3 outlines a complete list of the base expressions used to define the regular
expressions and string matching procedures. Figure 4.6 shows an example expression from the set
of expressions generated for Android AOSP 7.1.1 (see our website [Acm] for the entire expression
list) that describes, along with several others, the context query canClearIdentity shown in line
19 of Figure 4.5. In Figure 4.6 we see the expression is actually made up of 4 different operations.
As one would imagine, the and and or operations behave just like their counterparts in normal
conditional logic. Furthermore, starts-with-package behaves as expected by checking to see if
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(and
(or

( starts-with-package android. )
( starts-with-package com.android. )

)
( regex-name-words `^can\s(clear\ sidentity |draw\ soverlays

|run\shere|user\ smodify \ saccounts | access \sapp\ swidget
|read\ sphone \s(state| number )| caller \ saccess \smock )\b`

)
)

Figure 4.6 Example expression describing context queries such as the method canClearIdentity in
line 19 of Figure 4.5.

the package name of the class in which a method is defined starts with a given string (i.e.,
either android. or com.android.). Finally, regex-name-words is a bit more complicated. It checks
to see if any part of a method name matches the given regular expression when the method
name is split by word boundary indicators (i.e., the capital letters of in the case of camel-case
or the underscore characters in a name). For example, the method named canClearIdentity

is transformed into the string can clear identity before the regular expression matching is
performed. By splitting the method name at word boundary indicators, this allows the regular
expressions to be defined in terms of key words without having to worry about situations where
one word might contain others in its spelling (e.g., is and list).

4.4.3.2 Defining the Control Predicate Filter

We explore the unique fields, strings, and methods (i.e., elements) used in every marked
conditional statement to decide which of these elements are used for authorization. Elements
identified as being related to the authorization mechanisms of Android become the key means by
which ACMiner separates control predicates from other conditional statements. As an elements
relation to the authorization mechanisms of Android are dependent on their use in many cases,
the control predicate filter must provide a means of specifying the uses cases in which an element
becomes authorization related. Therefore, while the control predicate filter cannot rely solely
on the expressions outlined in Table 4.3 it can reuse them. As such, the control predicate
filter consists of a customized XML specification that is constructed from a group of rules
conditionally joined together using the and, or, and not operators. As shown in Figure 4.3, the
control predicate filter is taken as input to ACMiner and is ultimately used to determine if a
marked conditional statement will be included in the final list of control predicates ACMiner
uses for its analysis. The remainder of this section outlines the procedure used to define the
filter and provides several examples of rules that can be found in the filter for Android AOSP
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1 public boolean dumpHeap ( String process , int userId , ...) {
2 if( checkCallingPermission ( SET_ACTIVITY_WATCHER ) != 0)
3 throw new SecurityException ();
4 ProcessRecord proc = findProcess (process , userId );
5 if (!("1". equals ( SystemProperties .get( SYSTEM_DEBUGGABLE , "0")))
6 && 0 == (proc.info.flags & ApplicationInfo . FLAG_DEBUGGABLE ))
7 throw new SecurityException ();
8 ...
9 return true;
10 }
11
12 ProcessRecord findProcess ( String process , int user) {
13 int p = Binder . getCallingPid ();
14 int u = Binder . getCallingUid ();
15 user = handleIncomingUser (p, u, user , true , ALLOW_FULL_ONLY , null );
16 ...
17 return proc;
18 }
19
20 int checkCallingPermission ( String permission ) {
21 int pid = Binder . getCallingPid ();
22 int uid = UserHandle . getAppId ( Binder . getCallingUid ());
23 return checkComponentPermission ( permission , pid , uid , -1, true );
24 }
25
26 int checkComponentPermission ( String permission , int pid , int uid ,
27 int owningUid , boolean exported ) {
28 if(pid == MY_PID ) return 0;
29 int appId = UserHandle . getAppId (uid );
30 if( appId == 0 || appId == 1000 || UserHandle . isIsolated (uid)
31 || ( owningUid >= 0 && UserHandle . isSameApp (uid , owningUid )))
32 return 0;
33 if (! exported ) return 1;
34 return checkUidPermission ( permission , uid );
35 }

Figure 4.7 Entry point dumpHeap in the ActivityManagerService and related authorization checks.

7.1.1. A complete version of the control predicate filter can be found at our website [Acm].
Exploring the Elements of Conditional Statements: To define the control predicate filter
we explore the elements used in the marked conditional statements. In general, the exploration
proceeds as follows. (1) We examine the control predicates contained within context queries and
the name of the context queries themselves. As elements used within the control predicates of
context queries are important, we include these elements in our list of elements that indicate
control predicates. Additionally, by studying these control predicates, we gain insight into what
control predicates might look like elsewhere and learn new key words to identify additional
elements with authorization context. (2) We perform a search on the lists of elements used in
the marked conditional statement using the key words learned from the previous step as these
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<KeepFieldValueUse Value ="(and
( regex-name-words `\b(flag(s)?)\b`)
( regex-class-words `\b(( uri\ spermission )

|(( package | application )\ smanager \ sservice )
| permission \s(state|data )| package \ ssetting
| layout \ sparams | display |( activity | application
| provider |user| service | display | device )\ sinfo )\b` 0)

)">
<Restrictions UseUnion ="false" >

<IsInArithmeticChain HandleConstants = "false" />
</ Restrictions >

</ KeepFieldValueUse >

Figure 4.8 Example rule in the control predicate filter matching control predicates such as line 6 of
Figure 4.7.

can indicate common functionality. (3) We verify if the elements resulting from the previous
search are actually used in control predicates by looking at both how all conditional statements
use an element and the overall flow of the methods containing the conditional statements. Any
elements that are determined to be used in control predicates are added to our list of elements
that indicate control predicates. When recording elements that indicate control predicates we
also record exactly how the elements are being used in control predicates as certain elements
may only be authorization related in specific context. For example, as shown in Figure 4.7,
methods such as the get method of SystemProperties are widely used throughout the system
and only hold authorization context when specific strings are provided as arguments (e.g.,
SYSTEM_DEBUGGABLE). (4) Finally, if any new key words are discovered or if any elements used in
the marked conditional statements have not been examined, we repeat steps 2-3 again.
Defining Rules: To illustrate how rules are defined, Figure 4.8 provides an example rule from
our filter specification. It details the rule KeepFieldValueUse which is used to match the control
predicate at line 6 of Figure 4.7. As shown, the rule uses the expressions outlined in Table 4.3
to first identify the use of a flag field in a conditional statement that may potentially indicate
a control predicate. The rule then further restricts what is considered a control predicate by
applying the restriction IsInArithmaticChain. This restriction only allows conditional statements
to be considered control predicates if the field or method return value is used in a chain of
arithmetic expressions whose resolution is then used in the conditional statement. The arithmetic
operations are all standard Java binary and unary operators (e.g., +, -, ==, !=, and !). Such a
restriction allows us to both exclude situations like if(0 == method(flag)) where the flag field
is being used in a conditional statement as an argument to a method and include conditional
statements who use field and method return values (e.g., Figure 4.7 line 6).

To further illustrate how rules are expressed in the filter, Figure 4.9 provides a more complex
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<KeepMethodReturnValueUse Value="( equal-name equals )">
<Restrictions UseUnion ="false" >

<IsInArithmeticChain HandleConstants = "false" />
<Restrictions UseUnion ="true" >

<IsValueUsedInMethodCall Position ="-1" >
<Matcher class= "MethodMatcher" Value ="(and

( regex-class-words `\ bsystem \ sproperties \b` 0)
( regex-name-words `\bget\b`)

)"/>
<Restrictions UseUnion ="false" >

<IsValueUsedInMethodCall Position ="0" >
<Matcher class= "StringMatcher" Value ="(

regex `ro \.( factorytest | test_harness
| debuggable | secure )`

)"/>
</ IsValueUsedInMethodCall >

</ Restrictions >
</ IsValueUsedInMethodCall >
<IsValueUsedInMethodCall Position ="0" >

...
// Same data as
// <IsValueUsedInMethodCall Position ="-1" >
// except flipped

</ IsValueUsedInMethodCall >
</ Restrictions >

</ Restrictions >
</ KeepMethodReturnValueUse >

Figure 4.9 Example rule in the control predicate filter matching control predicates such as line 5 of
Figure 4.7.

example of a rule that matches control predicates like line 5 of Figure 4.7. The specification
of the rule KeepMethodReturnValueUse is similar to that of KeepFieldValueUse from our
previous example except for an additional set of restrictions. These restrictions are all forms
of IsValueUsedInMethodCall which enables us to specify the possible arguments for a method
as well as the possible calling object of the method. In this case, we have two sets of nested
IsValueUsedInMethodCall restrictions, the results of which are ored together when evaluated.
The outer most IsValueUsedInMethodCall restriction in either set specifies that only a method
whose return value is used as part of the equals call, whose name contains get, and who is a
member of the class SystemProperties can be used to identify a control predicate. The Position
attribute of IsValueUsedInMethodCall specifies where this restriction is to check for a value
matching this description (i.e., -1 for the calling object and 0 for the first argument of the
method). The inner IsValueUsedInMethodCall restriction of each set then further specifies that
any method matching the outer restrictions’ description must also take as an argument at
position 0 a string that matches the given regex. Combining all these restrictions together, we
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get a rule that says to treat any conditional statement as a control predicate if it is checking if a
value A equals some string where A is the return value of a get method in SystemProperties

that retrieves a system value for some specified key.
Default Rules: Aside from rules like those presented above, the filter also handles a few
special cases by providing rules that are enabled by default. These mainly cover two categories of
conditional statements, those that: are inside context queries and those that are loop conditionals.
As defined in Section 4.4.1.3, any conditional statement in a context query or using a context
query’s return value should be considered a control predicate. As such, the filter should always
include these conditional statements as control predicates. The filter uses the description
of context queries (see Section 4.4.2.1) to identify context queries and preserve conditional
statements as control predicates if a conditional statement is within the body of a context query
or the context query’s return value is used in an chain of arithmetic expressions. Moreover, one
of the main sources of noise in ACMiner’s view of the authorization checks is loop conditionals
(i.e., the conditional statements that decide if the control flow should exit a loop). As loops
conditionals are related to control flow and not part of the authorization checks in Android, the
filter explicitly rejects all conditional statements that are loop conditionals.

4.4.4 Consistency Analysis

The final step of ACMiner is consistency analysis of authorization checks for each entry point.
In this chapter, we perform consistency analysis of all entry points within a service. However,
the methodology may work across multiple services, or even across different OEM firmwares.
ACMiner performs consistency analysis by automatically discovering underlying correlative
relationships between sets of authorization checks. Specifically, ACMiner adopts a targeted
approach for association rule mining by using constraint-based querying. It then uses these
association rules to predict whether an entry point’s authorization checks are consistent. The
results are presented to a domain expert for review.

Figure 4.10a shows an example association rule generated by ACMiner from the code in
Figure 4.1. X and Y are sets of authorization checks found in entry points. The rule states
that if an entry point has check(s) from the set X, then it must also have the check(s) in set Y .
ACMiner then uses these generated rules to identify potential vulnerabilities by reporting entry
points that violate the learned rules (i.e., if an entry point has all of the checks in X, but it is
missing checks in Y , then a violation occurs). For instance, Figure 4.10b shows the three entry
points that match X for the rule in Figure 4.10a, out of which hasUserRestriction fails to satisfy
the rule (it does not contain checkManageUsersPermission). On closer inspection, we discovered
that all three entry points either set or get information about user restrictions. Moreover,
the functionality of hasUserRestriction is nearly identical to hasBaseUserRestriction, which
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isValidRestriction(String)

X

hasManageUsersPermission()

checkComponentPermission(MANAGE_USERS,
getCallingUid(), -1, true)

ROOT_UID == getCallingUid()

isSameApp(SYSTEM_UID, getCallingUid())

Y

(a) Association Rule

RPC X → Y
hasBaseUserRestriction X
setUserRestriction X
hasUserRestriction X

(b) Entry Points For Rule

Figure 4.10 (a) shows an association rule generated from the code in Figure 4.1 and (b) illustrates
how the first 2 entry points satisfy the rule, while hasUserRestriction does not, indicating it con-
tains one or more inconsistent authorization checks.

suggests checkManageUsersPermission is needed. As seen in these examples, ACMiner allows an
expert to only compare entry points that are close in terms of their authorization checks, which
is more precise than comparing all entry points to one another.

The remainder of this section discusses ACMiner’s approach to efficiently discover these
association rules and how ACMiner uses them to detect inconsistencies in authorization checks.

4.4.4.1 Association Rule Mining

Association rule mining discovers correlative relationships between sets of authorization checks,
A = {i1, i2, · · · , in}, across a set of entry points, E = {t1, t2, · · · , tm} where each entry point in
E contains a subset of the items in A. An association rule takes the form X =⇒ Y where X
(antecedent) and Y (consequent) are sets of authorization checks and X and Y are disjoint, i.e.,
X ⊆ A and Y ⊆ A and X ∩ Y = ∅.

To avoid an excessive number of association rules, ACMiner uses two statistical constraints
(support and confidence) to remove candidate association rules that are less than the thresholds
minimum support (minsup) and minimum confidence (minconf ). Let αI represent the set of
entry points in E that contain the authorization checks I ⊆ A, i.e., αI = {t ∈ E | ∀i ∈ I, i ∈ t}.
The support of an association rule X =⇒ Y is the probability that a set of authorization checks
Z = X ∪Y appears in the set of transactions E, i.e., σZ = |αZ|

|E| . The confidence of an association
rule is an estimate of the conditional probability of the association rule PY |X where X =⇒ Y

and can be calculated as confX =⇒ Y = σX∪Y
σX .

While association rule mining has been applied to similar problems by prior work [Hwa10],
the large transaction size (i.e., number of authorization checks in an entry point) in our problem
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domain makes general association rule mining algorithms infeasible due to their exponential
complexity. Therefore, ACMiner uses two main optimizations to reduce the complexity to
polynomial time.

First, ACMiner only generates a subset of the association rules called closed association
rules [Sza06]. An association rule X =⇒ Y is closed if X ∪ Y is a frequent closed itemset.
A frequent closed itemset is a set of authorization checks C ⊆ A where the support of C is
greater than minsup and there does not exist a superset C ′ that has the same support as C.
C is closed iff βαC = C where βT represents the largest set of common authorization checks
present in the entry points T where T ⊆ E, i.e., βT = {i ∈ A | ∀t ∈ T, i ∈ t}. Note that only
mining frequent closed itemsets is loss-less, because all frequent itemsets can be generated from
the set of frequent closed itemsets, as proven by Zaki and Hsiao [Zak02]. Our proof that closed
association rules also do not result in information loss can be found in Section 4.4.4.2.

Second, ACMiner generates closed association rules in a targeted manner by placing con-
straints on the authorization checks that appear in the antecedent of the association rule.
Since the goal of consistency analysis is to predict whether an entry point’s implementation
of authorization checks is consistent, we are only interested in generating association rules
where the antecedent of the association rule is a subset of the entry point’s authorization checks
(i.e., X ⊆ Aj where Aj is the authorization checks of entry point ej). For example, consider
Aj = {i1, i2, i3} and we have two frequent closed itemsets {i1, i2, i3, i4} and {i5, i6, i7}. The
association rule {i1, i2, i3 =⇒ i4} is useful, as it could potentially hint that the authorization
checks in Aj is inconsistent and should also contain i4. However, all of the association rules from
the set {i5, i6, i7} do not provide additional information on the consistency of authorization
checks in Aj , as the two sets are disjoint.

Further, assuming that the authorization checks that are present within an entry point are
correct, we can force the antecedent to be constant. In particular, when generating association
rules from a frequent closed itemset I for an entry point Aj , we set X = Aj ∩ I and can generate
association rules by varying the items in Y . If we reduce the authorization checks in X, then
we are making the rule less relevant to the consistency of the entry point Aj while keeping X
constant only produces the most relevant association rules.

4.4.4.2 Completeness Proof for Closed Association Rule Mining

Lemma 1. If X =⇒ Y is a closed association rule and not confident (i.e., confX =⇒ Y <

minconf), there does not exist an itemset Y ′ ⊂ Y where X =⇒ Y ′ is a confident association
rule (i.e., confX =⇒ Y ′ ≥ minconf) unless X ∪ Y ′ is also a closed frequent itemset.

Proof. Let confX ∪ Y = σX∪Y
σX and confX ∪ Y ′ = σX∪Y ′

σX where Y ′ ⊂ Y . If confX =⇒ Y ′ ≥
confX =⇒ Y , then σX ∪ Y ′ ≥ σX ∪ Y . Due to the monotonicity property, σX ∪ Y ′ ≥ σX ∪ Y ,
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because Y ′ ⊂ Y and σY ′ ≥ σY . If σX ∪ Y ′ = σX ∪ Y , then confX ∪ Y ′ < minconf . If
σX ∪ Y ′ > σX ∪ Y , then X ∪ Y ′ is also a closed itemset according to Lemma 2. �

Lemma 2. If X ∪ Y is a frequent closed itemset, then X ∪ Y ′ where Y ′ ⊂ Y is also a frequent
closed itemset if σX ∪ Y ′ > σX ∪ Y .

Proof. Let σX ∪ Y ′ > σX ∪ Y and αX ∪ Y , ∅. For X ∪ Y ′ to not be a frequent closed
itemset, then ∃Y ′′ ⊃ Y ′ | σX ∪ Y ′ = σX ∪ Y ′′ by the definition of a frequent closed itemset. If
σX ∪ Y ′′ = σX ∪ Y ′, then αX ∪ Y ′′ = αX ∪ Y ′. Further, since σX ∪ Y ′ > σX ∪ Y ∧ αY , ∅,
then αY ⊂ αY ′′. If αY 1 αY ′′, then σX ∪ Y ′′ < σX ∪ Y ′ by definition. Since Y ⊃ Y ′ exists and
σX ∪ Y ′′ = σX ∪ Y ′, then σX ∪ Y ∪ Y ′′ = minσX ∪ Y , σX ∪ Y ′′ by the monotonicity property.
Since σX ∪ Y ′ > σX ∪ Y ∧ σX ∪ Y ′ = σX ∪ Y ′′ =⇒ σX ∪ Y ∪ Y ′′ = σX ∪ Y . Therefore,
X ∪ Y ′′ | σX ∪ Y ′′ = σX ∪ Y ′, because X ∪ Y is defined as a closed itemset. Thus, X ∪ Y ′ is
also a frequent closed itemset. �

4.4.4.3 Inconsistency Detection and Output Generation

ACMiner uses the association rules discussed in Section 4.4.4.1 to analyze the consistency of an
entry point’s authorization checks. To minimize the amount of manual effort required to verify
the presence of an inconsistency, we ensure the output only contains high confidence rules by
setting minconf to 85%. Moreover, as we want the authorization checks in the consequent of an
association rule to be formed by at least 2 entry points, we set the minsup to 2

|E| .
While generating the association rules, we mark an entry point’s authorization checks as

consistent if there exists a frequent closed itemset that contains the exact same authorization
checks as the entry point, as this hints that the entry point’s authorization checks are consistent
with another entry point’s authorization checks. In particular, entry point ej ’s authorization
checks Aj is consistent iff ∃C ∈ A|C = Aj ∧ βαC ∧ σC ≥ 2

|E| . In contrast, we mark an entry
point’s authorization checks as potentially inconsistent if an association rule exists where the
entry point’s authorization checks are the antecedent of the rule and the consequent is not empty
(i.e., ∃X =⇒ Y |X ⊆ Aj ∧ Y , ∅).

ACMiner outputs an HTML file for the domain expert to review for each association rule
representing a potentially inconsistent entry point. The HTML file contains the set of supporting
authorization checks for the association rule (i.e., the antecedent), the set of authorization checks
being recommended by the association rule (i.e., the consequent), and the 3 or more entry points
that contain the authorization checks of the association rule. This group of entry points can be
subdivided into two sets: the target entry point and the supporting entry points. The target entry
point is the entry point the association rule has identified as being inconsistent, i.e., the entry
point the association rule is recommending additional authorization checks for. The supporting
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entry points are the 2 or more entry points where the recommended authorization checks occur.
Note that the supporting authorization checks occur in both the target and the supporting
entry points. To aid the review, the HTML file also contains the set of all authorization checks
from the target entry point that do not occur in the supporting authorization checks and for all
authorization checks, the method in the Android source code where the checks occur.

To reduce the manual effort required to confirm inconsistencies, we perform two post-
processing techniques. First, we remove association rules where |recommended authorization
checks| >= 5 ∗ |supporting authorization checks|, since association rules that contain 100 aut-
horization checks which imply 500 authorization checks is improbable. Second, we remove any
remaining association rules that have over 100 recommended authorization checks as such
association rules are unlikely to indicate inconsistencies, and the domain expert may not be
able to evaluate such rules in a reasonable amount of time.

4.5 Evaluation

We evaluated ACMiner by performing an empirical analysis of the system services in AOSP
version 7.1.1_r1 (i.e., API 25) built for a Nexus 5X device. Our analysis was performed on a
machine with an Intel Xeon E5-2620 V3 (2.40 GHz), 128 GB RAM, running Ubuntu 14.04.1 as
the host OS, OpenJDK 1.8.0_141, and Python 2.7.6.

We used ACMiner to mine the authorization checks of all the entry points from this build
of AOSP and perform consistency analysis, as described in Section 4.4. Finally, we manually
analyzed the inconsistencies using a systematic methodology to identify high risk (i.e., easily
exploitable) and high impact vulnerabilities, and developed proof-of-concept exploits to validate
our findings. Our evaluation is guided by the following research questions:

RQ1 Does ACMiner reduce the effort required by the domain expert in terms of the entry
points that need to be analyzed?

RQ2 Do the inconsistencies identified by ACMiner help a domain expert in finding security
vulnerabilities?

RQ3 What are the major causes behind inconsistencies that do not resolve to security vulnera-
bilities?

RQ4 Is ACMiner more effective than prior work at detecting vulnerabilities in system services?

RQ5 What is the time required by ACMiner to analyze all the system services in a build of
Android?
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Figure 4.11 (a) shows how ACMiner is able to reduce the scope of the AOSP 7.1.1 system code
a domain expert needs to evaluate and (b) breaks down the 28 vulnerabilities in terms of risk and
impact.

We now highlight the salient findings from our evaluation, followed by the categorization of
the discovered vulnerabilities. The categorization of non-security inconsistencies, developed via
a systematic manual analysis of our results, is described in Section 4.6.

4.5.1 Evaluation Highlights

As shown in Figure 4.11a, ACMiner reduces the total number of entry points that need to be
manually analyzed down to just 246 entry points with inconsistent authorization checks, a 94%
reduction (RQ1). As a result, ACMiner significantly enhances a domain expert’s ability to
evaluate the consistency of access control enforcement in the Android system by minimizing
the effort required. Further, ACMiner took approximately 1 hour and 16 minutes to mine the
authorization checks of all entry points from the system image of the AOSP build, and spent
an additional 30 minutes producing the HTML files for the association rules that represent
potentially vulnerable entry points. While ACMiner could be optimized further, time taken by
ACMiner is a feasible cost, given its scalability benefits over a fully manual analysis (RQ5).

On manually analyzing the 246 entry points, we discovered a total of 28 entry points
containing security vulnerabilities (RQ2). As Figure 4.11b illustrates, these 28 vulnerabilities
were then classified in terms of their risk (i.e., the ease of exploiting a vulnerability) as well as
the impact (i.e., the gravity of the consequence of an exploited vulnerability). Using this criteria,
we found 7 vulnerabilities that were high risk as well as high impact, 1 vulnerability that was
high risk only, 12 vulnerabilities that were high impact only, and 8 vulnerabilities that were
low in terms of both risk and impact. All 28 vulnerabilities have been submitted to Google.
So far, 2 of our vulnerabilities have been assigned a “moderate” Android Security Rewards
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(ASR) severity level, which is generally awarded to bypasses in access control mechanisms (e.g.,
restrictions on constrained processes, or general bypasses of privileged processes [Goo19a]). In
Section 4.5.2, we categorize these 28 vulnerabilities according to their effect; however, we only
discuss a few of these vulnerabilities in depth, due to space constraints.

ACMiner is significantly more effective than prior work at identifying inconsistent autho-
rization checks. For instance, ACMiner is able to identify 875 unique context queries using
the semi-automated approach described in Section 4.4.2.1, a drastic 2552% improvement over
the original 33 context queries that encompass a majority of the context queries considered by
Kratos [Sha16]. Further, while AceDroid [Aaf18a] is more comprehensive than Kratos in its
identification of Android’s authorization checks, it relies on a manually defined list of context
queries, which is insufficient. That is, as described in Section 4.4.2.1, our thorough attempts at
identifying context queries through manual observation alone resulted in the identification of
only 620 context queries, 71% of the total context queries that ACMiner is able to find using
its semi-automated approach. Thus, while AceDroid does not provide quantitative information
on its set of context queries, we can certainly say that it is not as complete as ACMiner in its
identification of Android’s authorization checks. Indeed, the context query isValidRestriction

in Figure 4.1 is an example of a context query that neither AceDroid nor Kratos was able to
identify, and in fact, one that we missed in our manual definition of Android’s authorization
checks. However, through the general expressions, ACMiner was able to identify isValidRestric-

tion as a context query and the vulnerability outlined in Figure 4.1. Moreover, neither AceDroid
nor Kratos makes any mention of the App Ops restrictions in their definition of Android’s
authorization checks. Yet ACMiner is able to identify 2 vulnerabilities relating to the App Ops
restrictions (see Section 4.5.2). While a full empirical comparison with Kratos and AceDroid
is infeasible due to the lack of source code access, our evaluation demonstrates that ACMiner
makes significant advancements to existing work in terms of the coverage of the authorization
checks, making the consistency analysis as complete as possible (RQ4).

Finally, ACMiner produced 453 association rules denoting inconsistent authorization checks
in 246 entry points. Some entry points had more than one inconsistency. Furthermore, while
some inconsistencies were indeed valid security vulnerabilities (30/453), others were a result of
irregular coding practices in Android (25/453) or indicative of ACMiner’s limitations in terms
of analyzing the semantics of the authorization checks (RQ3). The limitations identified via our
analysis point to hard problems in analyzing Android’s access control logic and motivate future
work.
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Table 4.4 Description of vulnerabilities, along with the services in which they are present

Associated Entry Point (Service) Vulnerability Description
VC1: Multi-user Enforcement

1. getInstalledApplications (PMS) Missing the enforceCrossUserPermission check, allowing any app on one user profile to
discover apps installed on other profiles.

2. getPackagesHoldingPermissions (PMS) Missing enforceCrossUserPermission, allowing any app on one user profile to get sensi-
tive permission information about other profiles.

3. hasUserRestriction (UMS) Missing the hasManageUsersPermission check, which checks for the permission MANAGE-
_USERS, is missing, allowing any user to discover the restrictions on their own and other
user profiles.

4. checkUriPermission (AMS) Missing the handleIncomingUser check that verifies if a user can operate on behalf of
another, allowing any user access to content provider URIs belonging to another user, so
long as the app making the request has access to the content provider.

5. grantUriPermission (AMS) Missing the handleIncomingUser check, with similar implications as checkUriPermissi-
on.

6. killPackageDependents (AMS) Missing the handleIncomingUser check, allowing any user to kill the apps and background
processes of another user.

7. setUserProvisioningState (DPMS) Missing the enforceFullCrossUsersPermission check, enabling any user to change anot-
her user profile’s state.

8. setDefaultBrowserPackageName (PMS) Missing the enforceCrossUserPermission check, enabling any user to set the default
browser of any other user.

9. updateLockTaskPackages (AMS) Missing handleIncomingUser, enabling any user to modify the apps that may be perma-
nently pinned to the screen in a kiosk like venue.

10. installExistingPackageAsUser (PMS) Does not check if the target user exists, allowing any user to install apps on user profiles
that may be created at a later time.

11. setApplicationHiddenSettingAsUser (PMS) Does not check if the target user exists, allowing any user to hide apps on user profiles
that may be created in the future.

12. setAlwaysOnVpnPackage (CS) Does not check for the no_config_vpn user restriction, allowing a managed user to set
its always on VPN to another application.

13. setWallpaperComponent (WPMS) Missing the two checks isSetWallpaperAllowed and isWallpaperSupported, allowing a
managed user to change their wallpaper.

14. startUpdateCredentialsSession (ACMS) Missing checks canUserModifyAccounts and canUserModifyAccountsForType, allowing a
user to trigger an update for the credentials of online accounts like Google and Facebook
even when restricted.

VC2: App Ops
15. noteProxyOperation (AOMS) Missing the verifyIncomingUid check, which checks for a signature permission, allowing

non-system apps to call this entry point.
16. getLastLocation (LMS) A majority of the entry points in the LMS use the AppOpsManager check checkOp, which

is not intended for security, instead of the security check noteOp. getLastLocation uses
the correct check.

VC3: Pre23
17. setStayOnSetting (POMS) For API 23 or above, the pre23 protection level allows any permission to be automatically

granted to non-system apps built targeting the API 22 or below. This vulnerability allows
non-system apps to access 6 additional entry points protected by the WRITE_SETTINGS
signature permission, as WRITE_SETTINGS has the pre23 protection level.

VC4: Miscellaneous
18. unbindBackupAgent (AMS) Missing check for if caller is performing a backup, allowing any app to disrupt the backup

process of another app.
19. getPersistentApplications (PMS) Missing system UID check, allowing any non-system app to discover what apps and

services permanently run in the background.
20. logEvents (MLS) Incorrect check for permission CONNECTIVITY_INTERNAL, should check DUMP when writing

sensitive data to logs.
21. getMonitoringTypes (GHS) Missing check checkPermission, allowing a caller access both fine and coarse levels of

geofence location data.
22. getStatusOfMonitoringType (GHS) Missing check checkPermission, with similar implications as getMonitoringTypes.
23. setApplicationEnabledSetting (PMS) Missing isPackageDeviceAdmin check, allowing an app to disable an active administrator

app.
24. setComponentEnabledSetting (PMS) Missing isPackageDeviceAdmin check, allowing an app to disable components of an active

administrator app.
25. convertFromTranslucent (AMS) Missing check for enforceNotIsolatedCaller, allowing a isolated process to affect the

transparency of windows.
26. notifyLockedProfile (AMS) Missing check for enforceNotIsolatedCaller, allowing an isolated process to trigger a

return to the home screen.
27. setActiveScorer (NSS) Missing BROADCAST_NETWORK_PRIVILEGED permission check which is always paired with

the SCORE_NETWORKS permission check.
28. getCompleteVoiceMailNumberForSubscriber (PSIC) Incorrect check for permission CALL_PRIVILEGED instead of the READ_PRIVILEGED_PHONE-

_STATE results in coarse-grained enforcement.
AMS=ActivityManagerService; AOMS=AppOpsManagerService; CS=ConnectivityService; DPMS=DevicePolicyManagerService; LMS=LocationMana-
gerService; PMS=PackageManagerService; POMS=PowerManagerService; UMS=UserManagerService; WPMS=WallpaperManagerService; PSIC=Phone-
SubInfoController; ACMS=AccountManagerService; MLS=MetricsLoggerService; GHS=GeofenceHardwareService; NSS=NetworkScoreService
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4.5.2 Findings

Table 4.4 describes the vulnerabilities discovered through our analysis of Android 7.1.1 with
ACMiner. On manually analyzing the inconsistent entry points produced by ACMiner, we
discovered 28 entry points that represent security vulnerabilities. While most of these entry
points represent one vulnerability each, two entry points (i.e., getLastLocation and setStayOnS-

etting, vulnerabilities 15 and 16 in Table 4.4 respectively) each led us to clusters of multiple
identically vulnerable entry points, as described later in this section. For simplicity, we count
each cluster as a single vulnerability.

We group the vulnerabilities into the following 3 categories: (1) user separation and restricti-
ons, (2) App Ops, (3) and pre23. This categorization is based on the subsystems affected by
the vulnerabilities (e.g., App Ops), as well as the characteristics they have in common (e.g.,
pre23). Additionally, some vulnerabilities that are hard to classify have been categorized as (4)
miscellaneous.
VC1: Multi-user Enforcement: As shown in Table 4.4, a majority (i.e., 14) of the vulne-
rabilities affect Android’s separation among users (i.e., user profiles in Android’s multi-user
enforcement [Goo19b]). These can be further divided into four subcategories based on how
they may be exploited: (1) leaking user information across users, (2) operating across users, (3)
modifying user settings before a user exists, and (4) allowing users to bypass restrictions.

1. Leaking Information to Other Users: In 5 entry points (i.e., 1→5 in Table 4.4), the lack
of checks leads to potential leaks of security-sensitive information to other users. For instance,
using the vulnerable entry point getInstalledApplications in the PackageManagerService, any
user can learn of the applications another user has installed, as the entry point does not enforce
any checks other than checking if the user being queried exists. Similarly, the entry point
hasUserRestriction in the UserManagerService, previously used as the motivating example,
is not protected with the signature level permission MANAGE_USERS, which is present in the
similar hasBaseUserRestriction entry point. This omitted authorization check allows a user
to know of the restrictions placed on other users, which is security-sensitive information that
should not be public. The entry points getPackagesHoldingPermissions, checkUriPermission

and grantUriPermission similarly leak sensitive information.
We experimentally confirmed the existence of both the vulnerabilities in hasUserRestriction

and getInstalledApplications in Android 7.1.1 as well as Android 8.1. We have submitted bug
reports to Google and received “moderate” ASR severity level for both the bugs. Further, we
confirmed that the vulnerability in getPackagesHoldingPermissions was fixed in Android 8.1.
As a result, we could not submit it to Google’s bug program, which only considers bugs affecting
the latest version of Android. All remaining vulnerabilities have been reported to Google.

2. Operating Across Users: Missing authorization checks in 4 entry points (i.e., 6→9 in
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Table 4.4) allow users to bypass multi-user restrictions and perform sensitive operations on behalf
of other users. For example, we discovered that the entry point killPackageDependents takes in a
userId as an argument but does not actually verify whether the calling user is allowed to perform
operations on behalf of the supplied userId. This allows any user to kill the apps and background
processes of any other user. A similar flaw in entry point setUserProvisioningState enables
any user to set the state of any other user profile to states such as “managed”, “unmanaged”,
or “finalized”. Such changes may be dangerous. For instance, a user may be able to set their
managed enterprise profile to unmanaged, releasing it from the administrator’s control.

Fortunately, all four entry points described in this category can only be called from apps
installed on the system image (i.e., are protected by authorization checks that ensure this).
This indirectly mitigates some damage, by making the vulnerabilities difficult to exploit from a
third-party app. However, capability leaks in privileged apps may allow such vulnerabilities to
be exploited by third-party apps, as prior work has demonstrated [Gra12b; Wu13]. All of these
vulnerabilities have been reported to Google.

3. Modifying User Settings Before A User Exists: Both the entry points installExistingPa-

ckageAsUser and setApplicationHiddenSettingAsUser do not perform the authorization check
exists, which verifies if a the userId passed into the entry points represents a valid user. Without
this check, it is possible for a caller to install an app for a non-existent user or hide an app from
a non-existent user. Thus, when the user for whom this change was made is actually created,
these settings will already be in place. These entry points are only callable from systems apps;
however, system apps may be compromised or may leak capabilities, and the exists check needs
to be in place to prevent system apps from being tricked into allowing users to install apps in
profiles that have yet to be created (e.g., installing apps in a future enterprise profile). We have
submitted these vulnerabilities to Google.

4. Allowing Users to Bypass Restrictions: Vulnerabilities in entry points 12→14 from Table 4.4
allow a user to perform operations despite the restrictions placed on the user profile. For instance,
the entry point setAlwaysOnVpnPackage does not check for the restriction no_config_vpn, allowing
a managed user to set the always on VPN for the user profile to another application, effectively
switching VPN connections. The entry points setWallpaperComponent and startUpdateCrede-

ntialsSession have similar vulnerabilities. All of these vulnerabilities have been reported to
Google.
VC2: App Ops: ACMiner identified weaknesses related to App Ops. One such vulnerability lies
in the noteProxyOperation of the AppOpsService. The entry point makes a note of an application
performing some operation on behalf of some other application through RPC. However, unlike
other entry points in the AppOpsService, noteProxyOperation is missing the authorization check
verifyIncomingUid which includes a check for the signature level permission UPDATE_APP_OPS_STA-
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1 /** Do a quick check for whether an application might be
2 * able to perform an operation . This is not a security
3 * check; you must use noteOp or startOp for your actual
4 * security checks , which also ensure that the given uid
5 * and package name are consistent . ... */
6 int checkOp (int op , int uid , String packageName ) {...}

Figure 4.12 The comment above checkOp from the class AppOpsManager that states it should not be
used as a security check.

TS. Without verifyIncomingUid, it is possible for any non-system app to use noteProxyOperation

to query the restrictions a user has placed on other apps, thus retrieving information that should
not be available to non-system apps.

We discovered a set of identical vulnerabilities in App Ops through our analysis of the getL-

astLocation entry point in the LocationManagerService, which ACMiner pointed out as having
inconsistent authorization checks. The getLastLocation entry point calls the authorization check
reportLocationAccessNoThrow which performs the check noteOpNoThrow from the AppOpsManager,
a wrapper for the AppOpsService. ACMiner correctly identified the use of noteOpNoThrow as
an inconsistency since a majority of the entry points (9) in LocationManagerService use the
authorization check checkLocationAccess which performs the check checkOp from the AppOpsMa-

nager. However, as Figure 4.12 shows, the comment above the checkOp method clearly states
that checkOp should not be used to perform a security check. Instead, one of the various forms
of noteOp should be used. This implies that all 9 entry points using the context query checkLo-

cationAccess suffer from a vulnerability, and that the use of reportLocationAccessNoThrow in
getLastLocation is actually appropriate. This instance demonstrates an interesting outcome of
the use of consistency analysis in ACMiner. That is, our use of consistency analysis in ACMiner is
also useful in identifying instances, where the majority of the related entry points are vulnerable.
As described previously, for simplicity, we count this cluster of vulnerable entry points as a
single vulnerability, which has been submitted to Google.
VC3: Pre23: ACMiner identified a group of vulnerabilities related to Android’s pre23 per-
mission protection level. The entry point setStayOnSetting in the PowerManagerService uses
the authorization check checkAndNoteWriteSettingsOperation, which checks if an app has the
signature level permission WRITE_SETTINGS. Permissions with the signature protection level can
only be granted to system apps (i.e., apps that were originally packaged with the system image).
However, as shown in Figure 4.13, WRITE_SETTINGS has an additional protection level of pre23,
which has an interesting effect on Android versions 6.0 or above (i.e., API 23 or above). It
allows permissions marked as pre23 to be granted to non-system apps that target API 22 or
below [Goo19]. Thus, as a result of the improperly defined permission protection levels for
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<permission android:name =" android . permission . WRITE_SETTINGS "
android:protectionLevel =" signature | preinstalled |appop|pre23" />

Figure 4.13 The permission protection levels of WRITE_SETTINGS in the AndroidManifest.xml
file [And19b]

WRITE_SETTINGS, the pre23 grants non-system apps access to a signature level permission.
The damage resulting from the pre23 vulnerability is not restricted to the entry point setSt-

ayOnSetting. A simple search for the use of the permission WRITE_SETTINGS in the authorization
checks ACMiner mined for all entry points in the system revealed 13 additional entry points
checking for the permission WRITE_SETTINGS, 6 of which can be called from a non-system app
using the pre23 vulnerability (i.e., these 6 entry points are not protected with any other signature
permission). Of the 6, the following 5 entry points deal with tethering and are located in the
ConnectivityService: setUsbTethering, stopTethering, startTethering, tether, and untether.
The last setWifiApEnabled was located in the WifiServiceImpl and allows a caller to set some
WIFI access point configuration, causing the device to connect or disconnect from any WIFI
access point the caller provides. These entry points are clearly more important to protect than
setStayOnSetting, and an adversary may be able to do considerable damage by exploiting them.
We do not count these entry points in our initial list of 28 vulnerabilities. All entry points
affected by the pre23 vulnerability have been submitted to Google.
VC4: Miscellaneous Vulnerabilities: ACMiner also identified 11 vulnerabilities related to
information leaks, denial of service, disabling of administrator apps, and a mixture of other
minor vulnerabilities. All of these vulnerabilities have been reported to Google.

4.6 Non-security Inconsistencies

ACMiner identified 423 inconsistencies (i.e., rules) that did not represent vulnerabilities. Aside
from the 20 rules that were caused by easily fixed bugs in ACMiner, we resolve these non-security
inconsistencies to their likely causes, and classify them into 9 categories, shown in Table 4.5
(RQ3). The first three categories point to irregular coding practices, i.e., (1) inconsistent
application of short-cuts to speed up access, (2) access bugs or discrepancies in how the
permission should be used as per the documentation, or (3) inconsistent application of hard-
coded checks that would potentially lead to vulnerabilities on future updates. The remaining 6
categories point to issues that could be corrected by engineering improvements to ACMiner,
such as considering semantic equivalence between authorization checks, or the integration of call
graph comparison and method-name comparison to mitigate the analysis of functionally different
entry points. The remainder of this section provides additional details on all 9 categories.
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Table 4.5 Non-security Inconsistencies

Type of Inconsistency Number of Rules
1. Shortcuts to Speed-Up Access 7
2. Fixing Access Bugs 2
3. Potential Vulnerabilities 16
4. Difference in Functionality 189
5. Checks With Different Arguments 66
6. Noise in Captured Checks 53
7. Restricted to Special Callers 37
8. Semantic Groups of Checks 23
9. Equivalent Checks 10

4.6.1 Irregular Coding Practices

In addition to detecting vulnerabilities, ACMiner can also be useful for detecting irregular coding
practices in Android’s system services. This may not only improve code quality, but may also
help increase computation speed, fix access bugs, or indicate locations of future vulnerabilities,
as described below.
Shortcuts to Speed-Up Access: As Table 4.5 shows, ACMiner detected 7 inconsistencies that
when fixed will improve the performance of the system. For example, consider the BatteryStats-

Service. In this service, whenever an entry point checks for the permission UPDATE_DEVICE_STATS,
the entry point first calls enforceCallingPermission, which contains an additional PID check
that grants the service quick access to its own entry point, bypassing the permission check. This
optimization speeds up access without a significant security-cost. Now consider another entry
point takeUidSnapshots in the same service. ACMiner recommended this same PID check to
be included when other permissions in the service BATTERY_STATS permission is checked for this
entry point, i.e., ensuring the consistent application of such valuable short cuts.
Fixing Access Bugs: ACMiner detected 2 inconsistencies that when fixed solve access-related
bugs, i.e., discrepancies in how a permission should be used (i.e., as per the documentation). For
example, consider the entry point getUserCreationTime of the UserManagerService. The entry
point is currently limited to being called by either the same user as the user indicated by the
userId passed in as an argument or a parent of user. However, other similar entry points in
the service also grant access to callers with the signature level permission MANAGE_USERS. Thus,
ACMiner recommends the addition of the MANAGE_USERS permission check to this entry point.
This is consistent with the documentation, which states that callers with the MANAGE_USERS

permission may call getUserCreationTime.
Potential Vulnerabilities: ACMiner detected 16 inconsistencies which may lead to future
vulnerabilities. Consider the entry point deletePackage in the PackageManagerService, which

64



checks for the permission INTERACT_ACROSS_USERS_FULL when verifying if the calling user can
operate on the user represented by the userId argument. Almost all the entry points in the
service use the authorization check enforceCrossUserPermission to perform a similar user-related
authorization check. That is, deletePackage still performs the hard-coded permission check, and
is inconsistent with the majority that call the modular enforceCrossUserPermission permission
check. Thus, there is as strong possibility that the hard-coded check in deletePackage may be
overlooked when additional user-related enforcement is introduced, resulting in a vulnerability.

4.6.2 Improvements to ACMiner’s Accuracy

Our systematic investigation of ACMiner’s results leads to 6 causes of non-security rules that
motivate future work:
Difference in Functionality: A majority of the non-security inconsistencies (i.e., 189) were
caused in cases where the target and supporting entry points contained unrelated protected
operations, and thus, comparing their authorization checks resulted in unusable association
rules. We are exploring techniques such as call graph comparison and method-name comparison
to improve entry point groupings to mitigate such rules.
Checks With Different Arguments: We observed 66 non-security inconsistencies where
same authorization checks were instantiated in code with slightly different arguments, without
affecting the security context. This problem may be mitigated by making ACMiner’s analysis
more precise, i.e., by analyzing consistency in terms of the relevant arguments and variables
that actually affect the security context of the authorization check. Such fine-grained analysis is
a non-trivial problem for future work.
Noise in Captured Checks: Despite the use of the control predicate filter, ACMiner still
identifies some conditional statements and method calls improperly as authorization checks. We
have already determined the statements causing this issue, and are addressing it via a routine
refinement of the control predicate filter as well as the expressions used to identify context
queries.
Restricted to Special Callers: We found that numerous entry points in the system are
restricted to being called by special callers (e.g., the UID of system, shell, or root). As a result,
any association rules generated for such entry points are valueless since the target entry point is
more restrictive than the supporting entry points. We are exploring the integration of a unified
view of the hierarchy among the different authorization checks in ACMiner (i.e., in terms of
which checks supersede others) to mitigate such issues.
Semantic Groups of Checks: We observed that a number of unrelated permission checks are
always accompanied by checks for the system or root UID or isolated processes. Thus, ACMiner
ends up generating rules using the UIDs/isolated process checks as supporting authorization
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checks, recommending unrelated permissions as the missing authorization checks. That is, since
ACMiner does not consider such semantic groups, it generates multiple incorrect rules in cases
where a few entry points check for different, unrelated, permissions, while also checking for
UIDs/isolated processes. From our analysis of the results, we have discovered that such rules
can be filtered out as the generally follow a pattern.
Equivalent Checks: ACMiner does not consider the semantic equivalence between authori-
zation checks, and thus, cannot eliminate association rules generated due to multiple checks
having the same outcome. Fortunately, we have discovered numerous sets of equivalent checks
through this analysis, which we plan to apply to ACMiner to improve its accuracy.

4.7 Limitations

While ACMiner is effective at discovering inconsistencies that lead to vulnerabilities, consistency
analysis has a general limitation, i.e., it may not discover vulnerabilities that are consistent
throughout code. Further, for precision, ACMiner does not handle the invocation of secondary
entry points, i.e., calls to entry points from within other entry points. ACMiner omits the
ordering of the authorization checks and hence does not identify improper operator use in
control predicates, which we plan to explore in the future. Moreover, ACMiner’s semi-automated
analysis requires the participation of domain experts. However, as Section 4.5 demonstrates,
our design significantly reduces manual effort in contrast with the manual validation of system
services. As we have already analyzed AOSP version 7.1.1, only minor input is needed to analyze
newer versions or vendor modifications. Finally, ACMiner shares the general choices made by
Android static analysis techniques for precision, i.e., it does not consider native code, or runtime
modifications (e.g., reflection, dynamic code loading, Message Handlers).

4.8 Conclusion

This chapter provides an approach for the systematic and in-depth analysis of a crucial portion
of Android’s reference monitor, i.e., its system services. We design ACMiner, a static analysis
framework that comprehensively identifies a diverse array of authorization checks used in
Android’s system services, and then adapts the well-founded technique of association-rule
mining to detect inconsistent access control among service entry points. We discover 28 security
vulnerabilities by analyzing AOSP version 7.1 using ACMiner, and demonstrate significantly
higher coverage of checks than the state of the art. Our work demonstrates the feasibility of
in-depth analysis of Android’s system services with ACMiner, as it significantly reduces the
number of entry points that must be analyzed, from over 4000 with millions of lines of code to a
mere 246.
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CHAPTER

5

ARF: IDENTIFYING RE-DELEGATION
VULNERABILITIES IN ANDROID

SYSTEM SERVICES

Over the past decade, the security of the Android platform has undergone significant scrutiny by
both academic and industrial researchers. This scrutiny has been largely directed towards third-
party applications and a few critical system interfaces, leaving much of Android’s middleware
unstudied. Building upon recent efforts to more rigorously analyze authorization logic in Android’s
system services, we revisit the problem of permission re-delegation, but in the context of system
service entry points. In this chapter,1 we propose the Android Re-delegation Finder (ARF)
analysis framework for helping security analysts identify permission re-delegation vulnerabilities
within Android’s system services. ARF analyzes an interconnected graph of entry points in
system services, deriving calling dependencies, annotating permission checks, and identifying
potentially vulnerable deputies that improperly expose information or functionality to third-
party applications. We apply ARF to Android AOSP version 8.1.0 and find that it refines the
set of 15,483 paths between entry points down to a manageable set of 490 paths. Upon manual
inspection, we found that 170 paths improperly exposed information or functionality, consisting of
86 vulnerable deputies. Through this effort, we demonstrate the need for continued investigation

1Portions of this chapter appear in ARF [GI19a]
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of automated tools to analyze the authorization logic within the Android middleware.

5.1 Introduction

Android has become a dominant computing platform, running on billions of devices world-
wide. Android-based phones and Internet-of-Things devices are used for entertainment, social
networking, finance, and business, among many other purposes. As security vulnerabilities in
the Android platform have widespread impact, it has been the subject of a significant amount
of security research for the last decade [Aca16; Rea16].

At the core of Android’s security model is a permission framework that prevents third-party
applications from performing malicious or privacy-invasive actions. Android’s permissions have
been well studied [Enc09b; Enc09a; Zha16]. Moreover, research has studied the usability of permis-
sion notifications [Fel12a; Fel12b], contrasted permissions with application descriptions [Pan13;
Qu14], and mapped application programming interfaces (APIs) to the permissions that protect
them [Fel11a; Au12; Bac16; Aaf18b]. More recently, research has used consistency analysis to
identify missing permission and related authorization checks within system services [Sha16;
Aaf18a; GI19b].

Most relevant to this work is permission re-delegation [Fel11b]. Conceptually, Android
permissions are a form of capability. However, permissions are primarily static capabilities and
do not directly support delegation (with a few exceptions related to content provider URIs). To
date, existing work studying permission re-delegation has focused on applications. For example,
Davi et al. [Dav10], Felt et al. [Fel11b], and Quire [Die11], consider scenarios where a third-party
application with permission p creates an API that allows other third-party applications without
permission p to indirectly call a system API protected with permission p. Woodpecker [Gra12b]
and SEFA [Wu13] extended this analysis to system applications (e.g., dialer, contacts) and
applications bundled with the firmware by an OEM.

The goal of this chapter is to investigate permission re-delegation within core system services
of the middleware. Android’s APIs provide wrappers around an inter-process communication
(IPC) mechanism called binder. Every system service exposes a broad set of binder remote
procedure call (RPC) interfaces, which recent literature terms entry points. Not all entry points
are accessible via APIs, but any third party application can use reflection to attempt to call any
entry point directly (though permission checks or other authorization checks may deny access).
This chapter studies permission re-delegation with respect to these entry points.

Prior work studying authorization checks in system services [Sha16; Aaf18a; GI19b] only
considered the logic of the first entry point called by a third-party application. However, entry
points commonly call other entry points, creating complex inter-dependencies among one another.
These inter-dependencies reveal the challenge of static capabilities. Consider the case where third
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party application a calls entry point e1, which in turn calls entry point e2. Further, consider the
case where the authorization logic allows application a to call e1, but not e2. In this case, e1 is
privileged (i.e., a deputy) and therefore can call e2. Sometimes this functionality is desired (e.g.,
e1 sanitizes and endorses requests from application a before calling e2). However, other times e1

will improperly expose e2’s functionality to application a. This improper exposure is the focus
of this chapter.

In this chapter, we propose the Android Re-delegation Finder (ARF), an analysis framework
for identifying permission re-delegation vulnerabilities within Android’s system services. ARF
identifies potentially vulnerable deputies by (1) constructing an interconnected graph of entry
points, (2) annotating entry points with their permission checks, and (3) identifying when a
deputy is less restrictive than another entry point. This list of potentially vulnerable deputies is
further refined by using a combination of insights to eliminate instances that are highly unlikely
to be vulnerabilities. In doing so, ARF reduces the set of potentially vulnerable deputies to a
size reviewable via manual inspection.

We applied ARF to the Android system services in AOSP version 8.1.0_r1 (API 27). Of
the 15,483 entry point paths in the interconnected graph, our analysis identified 490 requiring
manual inspection. The manual inspection identified 86 unique deputies with at least one
vulnerability. These vulnerabilities include system state modification, information leaks, usability
disruption, failures to enforce multi-user separation, and the ability to keep the device from
sleeping. Additionally, of the 86 vulnerable deputies, 14 were not related to re-delegation, but
were weaknesses stemming from missing authorization checks in the deputies. The discovered
vulnerabilities have been reported to Google.

The remainder of this chapter proceeds as follows. Section 5.2 provides background and
motivation. Section 5.3 overviews ARF. Section 5.4 describes ARF’s design. Section 5.5 evaluates
ARF and presents our findings. Section 5.6 discusses limitations. Section 5.7 concludes.

5.2 Background and Motivation

While Android is constructed on top of Linux, it differs significantly from GNU/Linux distributi-
ons. The Android middleware is built using the same four component abstractions as third-party
applications: activity, broadcast receiver, content provider, and service. This chapter focuses
specifically on service components, which provide daemon-like functionality. Interested readers
are referred to prior work [Enc09b] for detailed discussion of component functionality.

The core Android framework is built upon a set of more than 100 system services accessible
to third-party apps (e.g., ActivityManagerService, PackageManagerService, and LocationMana-

gerService). Each service defines a set of remote procedure call (RPC) interfaces, which are
invoked using Android’s binder inter-process communication (IPC) mechanism. At a low level, a
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Figure 5.1 The deputy loses the caller’s identity and may improperly expose the target’s functiona-
lity to third-party applications.

process constructs a parcel message that specifies the target service method identifier (an integer)
and the method arguments. On the server side, the parcel is demultiplexed using the method
identifier to invoke the corresponding entry point in the service. This entry point can determine
the identity of the caller via system methods that return contextual state (e.g., getCallingUid).

We build upon the ACMiner [GI19b] program analysis framework, which is designed to
identify inconsistent authorization checks in Android’s system services. ACMiner identifies service
entry points and constructs a call graph using Class Hierarchy Analysis (CHA). It annotates each
entry point with a flow-insensitive set of authorization checks, which includes both permission
checks and other security-relevant authorization checks. To do so, ACMiner defines two concepts:
(1) a context query is a system method that either encompasses authorization checks or returns
data used in authorization checks (e.g., checkPermission) and (2) a control predicate is any
conditional check that leads to an authorization denial. To determine which conditional checks
are related to authorization logic, ACMiner uses a semi-automated algorithm based on the
textual values of strings, variable names, and method names. Readers are referred to the AC-
Miner [GI19b] for additional details. Of specific note, ACMiner’s call graph analysis of an entry
point stops when it reaches another entry point, regardless of the service to which the entry
point belongs.
Problem Statement: Consider the scenario in Figure 5.1, where application a calls a system
service with entry point e1, which in turn calls entry point e2 (which may or may not be in the
same service as e1). The authorization checks allow application a to directly call entry point e1

but not entry point e2. When the execution enters entry point e1, the code can determine the
calling identity and use methods such as getCallingUid to evaluate authorization checks (e.g.,
checkPermission). However, when execution transitions from entry point e1 to entry point e2,
application a’s calling identity is lost (i.e., getCallingUid returns the UID of the system service).
Therefore, if the authorization checks of entry point e1 are not at least as restrictive as entry
point e2, then information or functionality may be improperly leaked to application a. However,
there is one caveat to this definition. Whenever entry point e1 and entry point e2 share the same
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1 void whitelistAppTemporarily ( String package , long d, int userId ) {
2 StringBuilder reason = new StringBuilder ("from:");
3 UserHandle . formatUid (reason , Binder . getCallingUid ());
4 mDeviceIdleController . addPowerSaveTempWhitelistApp (
5 package , d, userId , reason . toString ());
6 }

Figure 5.2 Entry point whitelistAppTemporarily performs no checks before calling entry point
addPowerSaveTempWhitelistApp, which requires the system-level permission CHANGE_DEVICE_IDLE_T-
EMP_WHITELIST and is not accessible third-party applications.

process (e.g., they are in the same service), unless explicitly cleared by e1, the calling identity
remains the same for both entry points. Section 5.4.3.1 provides more details of this problem as
well as the solution ARF applies to filter out these non-vulnerable paths.

In classic terms, entry point e1 in Figure 5.1 is a privileged deputy. Deputies are necessary
in systems without capabilities (or those with only static capabilities). They act as gatekeepers
that provide sanity checks (i.e., endorsement) before calling security-sensitive operations. While
deputies are not inherently bad, they are often the source of security problems (e.g., confused
deputies [Har88]). The goal of this chapter is to identify deputies that improperly leak information
or functionality to third-party applications.
Motivating Example: Figure 5.2 provides a motivating example identified by ARF. Entry
points whitelistAppTemporarily and addPowerSaveTempWhitelistApp are in the services UsageS-

tatsService and DeviceIdleController respectively. As shown in the figure, whitelistAppTem-

porarily calls addPowerSaveTempWhitelistApp without performing any authorization checks or
service-specific endorsement. Entry point addPowerSaveTempWhitelistApp (definition not shown)
grants its callers the ability to access the network and keep the device awake. It requires
that the caller has the CHANGE_DEVICE_IDLE_TEMP_WHITELIST permission, which has the “system”
protection-level and is not grantable to third-party applications. Therefore, a third-party
application cannot call addPowerSaveTempWhitelistApp, but by calling whitelistAppTemporarily,
it can achieve the same functionality.

5.3 Overview

As described in Section 5.2, Android generally loses calling context when one entry point (i.e.,
deputy) calls another entry point (i.e., target). The goal of this chapter is to identify deputies
that improperly expose information or functionality from targets. As deputies are not inherently
insecure, ARF seeks to minimize the effort required by a domain expert to identify improper
re-delegation of access. To do so, we must overcome the following research challenges.
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Figure 5.3 ARF’s input data and analysis stages.

• There are multiple ways to perform the same check. Android frequently uses shortcuts to
grant access to special callers. Therefore, the deputy and target may semantically perform
the same checks but use different code.

• Android’s system service entry points are heavily interconnected. There are tens of thousands
of unique paths through the entry points. We must reduce the set of potentially vulnerable
paths to a reasonable size for domain expert review.

We address the first research challenge with the following key insights. Android primarily
uses permission checks to authorize third-party applications. Therefore, when an entry point
has permission checks, the other authorization checks are present as shortcuts to grant quick
access for special callers. When an entry point does not have permission checks, but does have
other authorization checks, it is only accessible to special callers (which are not third-party
applications). This insight allows ARF to primarily use permission checks when detecting
authorization re-delegation.

We address the second research challenge by observing that ARF only needs to analyze single
edges between entry points. For example, consider the path e1 → e2 → e3. If ARF identifies
that entry point e1 is less restrictive than entry point e2, then a vulnerability in entry point
e1 may expose the information or functionality in both entry point e2 and entry point e3. The
vulnerability results because all system entry points are privileged, and hence act as deputies.
Note that ARF must also check if entry point e2 is at least as restrictive as e3 because, by
definition, all entry points are callable by third-party applications. Finally, ARF uses a number
of heuristics stemming from domain knowledge to eliminate paths that would not contain
re-delegation vulnerabilities.

Figure 5.3 overviews ARF’s five phases. (1) ARF obtains from ACMiner [GI19b] the authori-
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zation checks and entry point interconnecting relationships for all entry points in the system
services. (2) ARF then determines which of these entry points are callable by third-party
applications by identifying the accessible services. (3) Next, ARF proceeds to identify all paths
containing only two entry points that represent potential permission re-delegation vulnerabilities.
These paths are output to be verified by a domain expert. (4) After the verification, those paths
identified as vulnerable are then fed back into ARF as input. ARF is then run a second time to
identify all paths that represent potential permission re-delegation vulnerabilities and contain
at least one of the vulnerable sub-paths from (3). Once again these paths are output to be
reviewed by a domain expert. (5) The verified vulnerable paths from phases (3) and (4) are then
combined together as the final output of ARF.

5.4 Design

The Android system is segmented into many different services that provide binder-based entry
points for returning information and performing functionality. As described in Section 5.2,
entry points are highly inter-dependent resulting in many privileged deputies. This design
can introduce permission re-delegation vulnerabilities that improperly expose information or
functionality to unprivileged third-party applications.

We designed ARF to detect permission re-delegation vulnerabilities in Android system
services. ARF is constructed using the Soot [VR99; Lam11] Java static analysis framework,
as well as authorization checks mined by ACMiner [GI19b]. This section proceeds as follows:
(§5.4.1) we formally define permission re-delegation and related terms, (§5.4.2) we describe
ARF’s detection methodology, and (§5.4.3) we detail techniques to eliminate paths that are
highly unlikely to be re-delegation vulnerabilities.

5.4.1 Permission Re-Delegation

This section formally defines permission re-delegation and related terms for their use in ARF.
For these definitions, let:

E := set of all entry points in the Android system,
A := set of all possible permission (access) checks, and
A· := E → PA, set of all permission checks for some entry point, where PA is the power

set of A.

Next, to formalize the definition of permission re-delegation we define the key terms less
restrictive and path.

Definition 3 (Less Restrictive). Entry point e1 is less restrictive than e2 (e1 v e2) if Ae1 + Ae2

(i.e., e1 is missing one or more of the permission checks of e2).
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Definition 4 (Path). For entry points e1, e2 ∈ E, e1 , e2, there is a path between e1 and e2

(e1 { e2) if either of the following conditions hold: (1) the call graph of e1 directly invokes e2 or
(2) the call graph of e1 indirectly calls e2 by invoking entry point ei ∈ E, ei , e1 and ei , e2, for
which there is a path to e2 (ei { e2).

By definition, a path must contain at least two entry points but may contain as many entry
points as |E|. To differentiate these situations, we will refer to the former as single edge paths
and the later as multiple edge paths.

Before defining permission re-delegation, we must formally define deputy and target.

Definition 5 (Deputy). An entry point e1 ∈ E is a deputy if ∃e2 ∈ E such that e1 , e2 and
e1 { e2. Put plainly, a deputy is the first entry point in a path.

Definition 6 (Target). An entry point e2 ∈ E is a target if ∃e1 ∈ E such that e1 , e2 and
e1 { e2. Put plainly, a target is the last entry point in a path.

Finally, we can now define permission re-delegation.

Definition 7 (Permission Re-Delegation). If ∃e1, e2 ∈ E such that e1 , e2, e1 { e2, and
e1 v e2 then permission re-delegation occurs. Put plainly, the deputy e1 reaches the target e2

without performing all the permission checks of the target on the caller of the deputy, permitting
the caller of the deputy access to the target as if they were the deputy.

5.4.2 Design Considerations

The following section outlines the technical considerations behind the design of ARF. We begin
by explaining why we target only permission re-delegation instances that can be exploited by
third-party apps in Section 5.4.2.1. Then we detail how ARF identifies services that are accessible
to third-party apps in Section 5.4.2.2. In Section 5.4.2.3, we discuss our reasoning for limiting
ARF to the detection of permission re-delegation instances. Finally, in Section 5.4.2.4, we explain
how ARF reduces the number of reported permission re-delegation instances a domain expert
needs to review from the tens of thousands to just a few thousand.

5.4.2.1 Third-Party Access

It is possible for permission re-delegation to be exploited by both third-party applications and
other system entities (e.g., system applications). However, ARF focuses only on permission
re-delegation that can be exploited by third-party apps. For an application or service to be
considered part of the system, it must be included as part of the signed system image at build
time. For the purposes of this chapter, we assume these applications are benign. Devices that
include malicious applications directly from the OEM are outside the scope of this chapter
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and represent larger security concerns that should be addressed via other means. Finally, while
permission re-delegation vulnerabilities in system applications are possible, prior work [Gra12b;
Wu13] proposes solutions.

5.4.2.2 Identifying Accessible Services

ARF uses ACMiner [GI19b] to identify all the services and their entry points that may be
accessible through binder RPCs. Not every binder-capable service is accessible to third-party
applications. Only services that register with the ServiceManager are accessible. As shown in
Figure 5.3, ARF identifies when system services register with the ServiceManager by statically
analyzing the Android system using Soot [VR99; Lam11]. Only the identified registered services
are considered by ARF for possible permission re-delegation vulnerabilities.

To identify the services registered with the ServiceManager, we first used the fact that
the ServiceManager contains two methods with the name addService, which must be called to
register a service. We then examined the Android system source code to identify any other
methods that provide the same functionality (i.e., that wrap the two core addService methods).
This examination identified an additional two methods in the SystemService class with the
name publishBinderService, which can be used to register a service with the ServiceManager.
Using this knowledge, ARF analyzes the system service code to identify invocations of the four
register methods. From the arguments for each invoke statement, ARF retrieves two values:
(1) the String id for the service, which can be used to get the service from the ServiceManager

and (2) the reference to an object representing the actual service. Next, ARF performs several
inter-procedural and intra-procedural analyses on the object references and their definition
statement(s) in an attempt to resolve the object references to concrete types (i.e., the name of
the class of the service being registered).

For object references that cannot be resolved to concrete types, ARF performs additional
analysis on the methods used to retrieve services from the ServiceManager, specifically getS-

ervice and getServiceOrThrow in the ServiceManager, getBinderService in the SystemService

class, and getService in the FrameworkFacade class. These methods were discovered in a manner
similar to the add services methods. Using the String ids of the remaining unidentified object
references, ARF analyzes the system services code to identify all statements that invoke the
four get methods with one of the String ids as an argument. As services retrieved from the
ServiceManager must be cast to the appropriate type before invoking any RPC entry points
through binder, ARF is able to infer the concrete type of the remaining object references from
the cast expressions used on the object returned by the get methods.
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5.4.2.3 Focusing on Permission Re-Delegation

As discussed in ACMiner [GI19b], the Android system is complex and contains many different
types of authorization checks (e.g., those involving UID, PID, GID, AppId, UserId, and package
name) along with the standard permission checks. However, these other authorization checks
are primarily used internally by Android system entities to allow access by other system entities.
Permission checks remain the dominant way third-party apps are granted access to entry points
that return information or perform functionality.

Using this insight, ARF only needs to identify permission re-delegation, a subset of the
authorization re-delegation problem. To perform this optimization, ARF only selects the permis-
sion checks in the set of authorization checks identified by ACMiner for each entry point. In
other words, when evaluating a path for the possibility of permission re-delegation, entry points
without any permission checks are treated as if they contain no authorization checks and those
with permission checks are treated as if the permission checks are the only authorization checks.
Note that entry points with non-permission authorization checks may be targets of re-delegation
vulnerabilities not identified by ARF. Section 5.6 discusses this limitation in further detail.

Finally, ARF’s analysis focuses on deputies that only check permissions that can be granted
to third-party applications (i.e., permissions with a protection level of normal, dangerous,
instant, runtime, or pre23 ). A deputy that requires permissions not accessible to third-party
applications is unlikely to be accessible via other means. This observation eliminates paths that
are inaccessible to third-party applications and thus do not constitute permission re-delegation.

5.4.2.4 Multi-Edge Paths

ARF generates paths using the entry point reaching relationships output by ACMiner [GI19b].
These relationships detail only the entry points directly calling other entry points (i.e., single
edge paths). However, this information can be used to generate multiple edge paths, as multiple
edge paths are a combination of single edge paths.

Our goal when designing ARF was to detect as many instances of permission re-delegation
as possible, as any may be a vulnerability in the Android system. Our initial design analyzed all
possible paths (i.e., both multiple edge paths and single edge paths). When analyzing AOSP
8.1.0, this design resulted in 15,483 paths containing permission re-delegation. It is unreasonable
to perform a manual inspection to identify vulnerabilities for this many paths.

To reduce the analysis scope, we observed that the analysis does not need to consider all
possible paths. As a multiple edge path is the combination of some number of single edge paths,
if none of the single edge paths comprising a multiple edge path are a permission re-delegation
instance, then the multiple edge path cannot result in a permission re-delegation vulnerability.

For example, consider the path e1 { e3 defined as e1 → e2 → e3. By Definitions 3 and 7, we
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know that if the multiple edge path is not a permission re-delegation instance, then e1 @ e3 =

Ae1 ⊇ Ae3. The expression Ae1 ⊇ Ae3 can be further expanded to Ae1 ⊇ Ae2 ∧ Ae2 ⊇ Ae3

since e1 { e3 is comprised of the single edge paths e1 → e2 and e2 → e3. By negating the
expression, we find e1 v e3 = Ae1 + Ae2 ∨ Ae2 + Ae3, which implies that for path e1 { e3

to be a permission re-delegation instance, at least one of its single edge paths must also be a
permission re-delegation instance.

We use this insight to reduce the analysis scope by splitting our analysis into two phases.
First, ARF only analyzes single edge paths for permission re-delegation. Then manual inspection
verifies if the reported permission re-delegation instances constitute a vulnerability. Second,
we take the single edge paths that are vulnerable and rerun ARF on all multiple edge paths
that contain the vulnerable single edge paths. Again, manual inspection is used to verify if
the reported permission re-delegation instances constitute a vulnerability. Using this method,
we significantly reduced the number of paths containing a permission re-delegation instance
that required manual review. For AOSP 8.1.0, only 2,816 required manual inspection, an 82%
reduction.

5.4.3 Eliminating Non-Vulnerable Paths

While an 82% reduction is significant, reviewing 2,816 permission re-delegation instances still
requires considerable manual effort. To further reduce the effort a domain expert would need
to expend to identify vulnerable paths, we manually reviewed all 2,816 paths in a systematic
manner. First, for each path, we identified the general behavior of the target (i.e., if it returns
data, performs some function, or both). Next, we studied the deputies to determine if it is
possible to access their targets in some meaningful way (i.e., retrieve all or a portion of the data
being returned and/or manipulate the functionality of the target from the deputy). If it seemed
as if the deputy might be exposing the data or functionality of the target, we set them aside for
later review. Otherwise, we studied the non-vulnerable paths to determine how we might be
able to automate their elimination. Overall, the process took approximately 92 hours.

Through this analysis, we discovered that the majority of the non-vulnerable permission re-
delegation instances could be divided into the seven general categories: paths where (§5.4.3.1) the
deputy and target have an equivalent calling identity, (§5.4.3.2) the deputy or target are
authorization checks, (§5.4.3.3) the target is used in an authorization check, (§5.4.3.4) the
deputy is restricted to a special caller, (§5.4.3.5) the deputy does not operate across users,
(§5.4.3.6) the deputy correctly handles the multi-user enforcement already, and (§5.4.3.7) the
target is a result of backwards compatibility code that can never be called by system services.
Using Soot [VR99; Lam11] and the output of ACMiner [GI19b], we developed techniques to
programmatically eliminate the non-vulnerable paths of each category. Figure 5.3 illustrates
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where the noise elimination phase occurs in ARF. We detail the seven techniques used by ARF
below.

5.4.3.1 Equivalent Calling Identity

Within the Android system, authorization checks are usually conducted using the calling identity
of the most immediate caller of an entry point. For example, in Figure 5.1, the deputy’s
authorization checks would be performed on the caller and the target’s authorization checks
would be performed on the deputy only. This is a result of the cross entry point interactions
being conducted through binder RPCs which only stores the calling identity of the entry point
occurring immediately before the current entry point in a path. However, when two entry points
share the same process, it is possible for cross entry point interactions to occur without going
through binder RPCs. For such cross entry point interactions, unless an entry point explicitly
clears the calling identity using clearCallingIdentity in the android.os.Binder class before
calling another entry point, both entry points will conduct authorization checks using the same
calling identity, eliminating permission re-delegation vulnerabilities. To detect such paths, ARF
uses the fact that cross entry point interactions within the same process only ever occur when
an entry point calls another (1) directly within the same service and (2) indirectly through a
reference to the object of another service stored in a field of the calling service. As such, all single
edge paths that match the criteria above and that do not call clearCallingIdentity before
calling the target are excluded by ARF.

5.4.3.2 Deputy or Target is an Authorization Check

A number of entry points are solely used as context queries (e.g., checkPermission in Activity-

ManagerService and PackageManagerService). When these entry points occur as the target of
some path, they are not part of the functionality and instead are responsible for restricting
access to the deputy. Similarly, when these entry points occur as the deputy, all targets become
a part of the larger authorization check and thus cannot be used to expose functionality or
data. In either case, paths involving entry points that are also authorization checks will never
constitute an permission re-delegation. As such, ARF excludes all paths that contain a deputy
or target that is also a context query, as defined by ACMiner.

5.4.3.3 Targets Used in Authorization Checks

There are many entry points that return data that may be used for authorization logic. For
example, getUserInfo in the UserManagerService returns an object containing information about
a specific physical user (e.g., configuration information and access rights). Depending on how
the data is used, getUserInfo could be a part of the functionality of an entry point or part of
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its authorization checks. When occurring as part of the authorization checks of the system,
getUserInfo does not expose functionality or data, and thus does not constitute a permission
re-delegation vulnerability. As such, ARF excludes all paths that contain a target who is called
within a context query since by definition everything occurring within a context query is part of
the authorization checks of the system.

5.4.3.4 Deputy is Restricted to a Special Caller

Some entry points are only intended to be accessed by callers within the system or by special
callers (e.g., administrative apps). Such entry points contain authorization checks that are more
restrictive than any permission check present, if any. When these entry points occur as deputies,
the paths will not be accessible to third-party apps and thus do not contain a permission
re-delegation vulnerability.

Table 5.1 The context queries restricting access to deputies.

Service Method Names
System Restricting Context Queries

AppOpsService checkSystemUid
checkPackage

DevicePolicyManagerService enforceShell
isCallerWithSystemUid

NotificationManagerService checkCallerIsSystem
checkCallerIsSystemOrSameApp
checkCallerIsSystemOrShell

PackageManagerService enforceSystemOrRoot
enforceSystemOrPhoneCaller

UserManagerService checkSystemOrRoot
ShortcutService verifyCaller

enforceSystem
enforceSystemOrShell

LockSettingsService ensureCallerSystemUid
SmsUsageMonitor checkCallerIsSystemOrPhoneOrSameApp

Special Caller Restricting Context Queries
AccountManagerService permissionIsGranted

isAccountManagedByCaller
canUserModifyAccounts
canUserModifyAccountsForType

DevicePolicyManagerService getActiveAdminWithPolicyForUidLocked
LocationManagerService canCallerAccessMockLocation
NetworkScoreService isCallerActiveScorer
NotificationManagerService$7 verifyPrivilegedListener
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ARF removes any path containing a deputy matching one of the following criteria. (1) The
first conditional statement within a deputy is an authorization check for a special UID, PID,
GID, AppId, UserId, and package name whose branch leads to an exit statement (i.e., a return
statement or a SecurityException). We use Soot [VR99; Lam11] to statically analyze each
deputy to detect such situations. (2) A deputy calls a context query that performs the same
authorization checks as (1). To determine which context queries match the criteria in (1), we
examined all the context queries for all deputies. As the number of context queries was relatively
low (205), the examination only took about 2 hours. See Table 5.1 for a list of all the context
queries of the examined deputies that matched criteria (1). (3) A deputy calls a context query
that only allows special callers access to the deputy. Such context queries are unique to the
service and do not contain permission checks or the authorization checks described in (1) (e.g.,
the context query getActiveAdminWithPolicyForUidLocked in the DevicePolicyManagerService

which requires callers to be an active device administrator app). Table 5.1 contains the complete
list of context queries that match this criteria which were determined in the same manner as (2).

5.4.3.5 Deputy Does Not Require Multi-User Enforcement

Recent versions of Android support multiple physical users. Multi-user accounts should be
separate (i.e., one user cannot access the data of or operate on behalf of another user). However,
some operations require system services and apps to access the data of multiple users or perform
functionality on behalf of a non-active user. To allow this functionality, Android introduced
the permissions INTERACT_ACROSS_USERS and INTERACT_ACROSS_USERS_FULL, which grant callers
limited and full access to operate as other users, respectively. Checks for these permissions are
not needed on every entry point in the system as many entry points do not have the ability to
function across users. In fact, for an entry point to perform operations as another user, it must
be passed a userId indicating which user it should operate as. As such, we can detect if a entry
point requires the multi-user permissions by checking if has a userId argument.

We use the argument variable name in the entry point’s method declaration to determine if
it is passed a userId. Unfortunately, this information is lost at compile time and is thus not
available in the compiled code available to our analysis infrastructure. However, for AOSP
versions of Android, the Java source code of the Android system is readily available. As such, we
process the Java source code using features available in the standard javac compiler [Ora19] and
capture the variable names of all method arguments. We then apply text analytics in the form of
the regular expression (?i)^(?:(?:target|)user(?:id|handle|))$|^uid$ to each variable name
to detect if the argument may be a userId. To create this regular expression, we searched for
entry points that require the multi-user permissions in the output of ACMiner [GI19b] and
then manually inferred which argument represented the userId from available context. Using
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the above procedure, ARF excludes all paths whose deputies are not passed an argument that
is a userId but whose targets are checking for the permissions INTERACT_ACROSS_USERS and/or
INTERACT_ACROSS_USERS_FULL exclusively. Additionally, we perform similar exclusions when the
target checks for all of the permissions INTERACT_ACROSS_USERS, INTERACT_ACROSS_USERS_FULL,
ACCESS_INSTANT_APPS, and VIEW_INSTANT_APPS, since permission checks for ACCESS_INSTANT_APPS

and VIEW_INSTANT_APPS were found to be a source of non-vulnerable permission re-delegation
instances when combined with checks for the multi-user permissions.

5.4.3.6 Deputy Already Has Multi-User Enforcement

While the main multi-user enforcement in Android are checks for the permissions INTERACT_A-

CROSS_USERS and INTERACT_ACROSS_USERS_FULL, some entry points require a more complex set
of authorization checks. To handle this, Android created the context query and entry point
handleIncomingUser in the ActivityManagerService, which includes checks for the multi-user
permissions. Since handleIncomingUser is a separate entry point, the authorization checks inside
this context query do not get included in the output of ACMiner [GI19b] for any entry point
that calls handleIncomingUser. As such, ARF is unable to detect that checks for INTERACT_ACRO-

SS_USERS and INTERACT_ACROSS_USERS_FULL actually take place when handleIncomingUser user is
called. Therefore, ARF cannot recognize that a path is not an permission re-delegation instance
when the deputy calls handleIncomingUser and the target checks for the multi-user permissions.
To mitigate this, ARF excludes all paths where the deputy calls handleIncomingUser and the
target checks for the permissions INTERACT_ACROSS_USERS and/or INTERACT_ACROSS_USERS_FULL

exclusively. Similar to the previous case, we also perform exclusions when the target checks for all
of the permissions INTERACT_ACROSS_USERS, INTERACT_ACROSS_USERS_FULL, ACCESS_INSTANT_APPS,
and VIEW_INSTANT_APPS.

5.4.3.7 Backwards Compatibility

For compatibility reasons, the Android system has a number of code segments that are only
reachable from apps compiled for certain API levels. One such code segment is located in the
getStringForUser method of the Settings$Secure class and is only accessible by apps compiled
for API levels below 23. The Settings class and its inner classes are wrappers around calls to
entry points and other code used to access the global system settings. As such, all code in the
Settings classes, including getStringForUser, executes in the same process as the caller until a
entry point is reached. Since getStringForUser runs in the same process as its calling app or
service and because all apps and services of the Android system must be built using the current
API (i.e., 27 for Android 8.1.0), the compatibility code segment of getStringForUser cannot be
accessed by anything in the system. While mostly unimportant, the compatibility code segment
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Figure 5.4 The deputy and target services of the paths identified with vulnerabilities.2

does contain a call to the entry point getString of the LockSettingsService, which performs a
number of permission checks. As a result, ARF generates paths for any deputy that reaches
the target getString and is missing its permission checks, even though the compatibility code
segment can never be executed. To eliminate these paths, ARF excludes all paths where the
target is getString of the LockSettingsService.

5.5 Evaluation

We evaluated ARF by performing an empirical analysis of the system services in AOSP version
8.1.0_r1 (i.e., API 27) built for a Nexus 5X device. Our analysis was performed on a machine
with an Intel Xeon E5-2620 V3 (2.40 GHz), 128 GB RAM, running Ubuntu 14.04.1 as the host
OS, and OpenJDK 1.8.0_171.

As described in Section 5.4, we used ACMiner [GI19b] to mine the authorization checks
of the AOSP 8.1.0 system services and iteratively applied ARF to these checks to discover all
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possible permission re-delegation instances. In both iterations of ARF, we manually analyzed
the possible permission re-delegation paths to determine if the deputies are behaving correctly
or represented vulnerabilities. Our evaluation is guided by the following research questions:

RQ1 Does ARF improve a domain expert’s ability to detect permission re-delegation vulnerabili-
ties while reducing the manual effort of the domain expert?

RQ2 What is the time required by ARF to analyze all the possible permission re-delegation paths
in the Android system?

RQ3 What services appear to be the most susceptible to permission re-delegation and what
services are more likely to have their information or functionality improperly exposed?

RQ4 What are the major reasons for reported paths to not be permission re-delegation instances?

We now highlight trends in our findings from our evaluation and then proceed to categorically
discuss the vulnerabilities identified.

5.5.1 Evaluation Highlights

ARF reduced the number of paths that needed manual review during the first iteration from
15,483 down to just 2,816, a 82% reduction. The elimination techniques described in Section 5.4.3
further reduced this number to 419 single edge paths and 71 multiple edge paths, an overall
reduction of 97%. As a result, ARF significantly enhances a domain experts ability to detect
vulnerabilities caused by permission re-delegation in the Android system while minimizing the
manual effort required (RQ1). Furthermore, ACMiner took about 1 hour and 25 minutes to
output the authorization checks for the Android system of AOSP 8.1.0, with ARF adding an
additional overhead of about 4 minutes to produce a list of possible permission re-delegation
paths (RQ2). While optimizations of ARF may be possible, the time required for ARF to run
is negligible compared to that of ACMiner and significantly more scalable than that of a fully
manual analysis.

Through the manual analysis of the 490 paths identified by ARF, we discovered 170 paths
containing vulnerabilities. Figure 5.4 summarizes all 170 paths by the services of their deputies
and targets.2 The figure highlights services found to be more likely to improperly expose

2AYMS=AccessibilityManagerService; ACMS=AccountManagerService; AMS=ActivityManagerService; AOS=AppOpsSe-
rvice; AS=AudioService; BMS=BluetoothManagerService; CS=ContentService; DIL=DeviceIdleController; DPMS=Devi-
cePolicyManagerService; DMS=DreamManagerService; FS=FingerprintService; HCS=HdmiControlService; JSS=JobSch-
edulerService; LMS=LocationManagerService; LSS=LockSettingsService; MRMS=MediaResourceMonitorService; MSS=-
MediaSessionService; NMS=NotificationManagerService; ODS=OtaDexoptService; PMS=PackageManagerService; POMS-
=PowerManagerService; SS=ShortcutService; SIS=SipService; SSS=StorageStatsService; TMS=TrustManagerService;
UPBC=UiccPhoneBookController; USC=UiccSmsController; UMMS=UiModeManagerService; USS=UsageStatsService; UMS=-
UserManagerService; WMS=WallpaperManagerService; WSI=WifiServiceImpl; WIMS=WindowManagerService
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information or functionality, as well as the services more likely to have their data and functionality
exposed (RQ3). For example, the PowerManagerService (POMS) has a high number of instances
where its functionality is exposed by deputies. This is a result of a category of vulnerabilities
we identified as allowing a caller to keep the device awake, a device state that is exclusively
maintained by the POMS. Similarly, services UiccPhoneBookController (UPBC), UiccSmsController

(USC), ActivityManagerService (AMS), ShortcutService (SS), and PackageManagerService (PMS)
all have a relatively high number of paths with vulnerabilities exposing the POMS because they
either have a number of entry points that access data from hardware, which requires the device to
remain awake (i.e., UPBC and USC), or that perform operations requiring the screen to remain on
(i.e., SS, PMS, and AMS). Apart from the POMS, the services with the highest number of permission
re-delegation vulnerabilities are the core services UserManagerService (UMS), AMS, and PMS, which
are commonly accessed by many other services to perform more complex actions. Lastly, for
a variety of reasons discussed in Section 5.5.2, we found the AccountManagerService (ACMS), A-

udioService (AS), DevicePolicyManagerService (DPMS), NotificationManagerService (NMS), and
UiModeManagerService (UMMS) particularly susceptible to permission re-delegation attacks. We
have reported all 170 vulnerable paths to Google.

While ARF significantly reduces the number of paths a domain expert must manually verify,
it does not remove all non-vulnerable paths. For AOSP 8.1.0, ARF contained 320 paths where
the deputy is performing its role correctly (RQ4). These paths can be grouped into the following
four categories. First, the deputy returns only a portion of the data (i.e., scrubbed data) provided
by the target (5 paths). As such, the restrictive permission checks required by the target can be
substituted for the less restrictive permission checks already in place in the deputy. Second, the
deputy requires a caller to possess a special object (i.e., a token) that can only be obtained from
another properly protected entry point (15 paths). Third, the paths reported by ARF are not
actually traversable at run time but are instead produced as a result of noise in the call graph,
a known limitation of ACMiner which ARF relies on for entry point relationship generation
(63 paths). Fourth, for the remaining 237 paths, while a deputy does reach the target without
checking for the required permissions of the target, the deputy is structured in such a way that
the target’s data and functionality is not reachable by a third-party app. All four categories
described above illustrate hard problems often encountered when analyzing the Android system
and are driving influences for future work.
Threats to Validity: We verified all 170 vulnerable paths through a manual inspection of the
Android middleware code base. Though we have not created proof of concepts for these vulnerable
paths, we are currently in talks with Google to determine the validity of the vulnerabilities and
to resolve these weaknesses in platform.
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5.5.2 Findings

Table 5.2 describes the vulnerabilities discovered through our analysis of Android 8.1.0 with ARF,
except those involving the WAKE_LOCK permission which are detailed in Table 5.3. By manually
analyzing the permission re-delegation instances reported by ARF, we discovered 170 vulnerable
paths, which were distributed across 86 deputies. A majority of the paths with overlapping
deputies actually only have a single vulnerability. Only the entry points startManagedQuickCon-

tact, enableCarMode, and disableCarMode have multiple vulnerabilities. For simplicity, we count
each group of paths with the same deputy as a single vulnerability unless otherwise specified.

We group the permission re-delegation vulnerabilities into the following 5 categories: (1) sy-
stem state modifications, (2) information leaks, (3) disrupting usability, (4) user separation and
restrictions, and (5) keeping the device awake. Additionally, when examining the paths reported
by ARF, we discovered several vulnerabilities that were not related to permission re-delegation,
but were weaknesses in the deputies. These deputies are categorized as (6) non-permission
re-delegation vulnerabilities.
VC1: System State Modifications: As shown in Table 5.2, ARF identified 6 deputies with
permission re-delegation vulnerabilities that enable a third-party application to cause changes in
the state of the system. One such deputy is whitelistAppTemporarily of the UsageStatsService.
As Figure 5.2 shows, the deputy directly exposes the target addPowerSaveTempWhitelistApp of the
DeviceIdleController to being called by third-party applications, bypassing the target’s check
for the system permission CHANGE_DEVICE_IDLE_TEMP_WHITELIST. This missing check enables any
application to be added to a whitelist allowing access to the network and permitting it to keep
the device awake. Such permissions are normally only granted to an application by the user
or the system, but using this deputy, any application can grant themselves access. Similarly,
deputies 2→4, expose the functionality of the target registerStateChangeCallback in the Blue-

toothManagerService, allowing any application to monitor the bluetooth state changes (e.g., on
and device connected) without the BLUETOOTH permission. Lastly, deputies 5 and 6 enable any
application to adjust the HDMI volume without the permission HDMI_CEC by exposing the targets
setSystemAudioMute, sendKeyEvent, and setSystemAudioVolume in the HdmiControlService.
VC2: Information Leaks: Missing permission checks in 2 deputies (i.e., 7 and 8 of Table 5.2)
cause system information from a number of targets to be leaked to callers without the necessary
permissions. For example, isDeviceSecure of the TrustManagerService leaks if the device is secure
(i.e., has a password, lock pattern, or other lock screen mechanism) to any caller by exposing
the combined data from havePassword, havePattern, and getLong in the LockSettingsService.
All three targets normally require their caller to have the system permission ACCESS_KEYGUA-

RD_SECURE_STORAGE to access the data exposed by isDeviceSecure. Similarly, getFreeBytes of
the StorageStatsService leaks a combination of the data from the targets getCacheBytes and
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Table 5.2 A description of vulnerabilities, along with the services in which they are present.2

Deputy (Service) Vulnerability Description
VC1: System State Modifications

1. whitelistAppTemporarily (USS) Missing check for CHANGE_DEVICE_IDLE_TEMP_WHITELIST grants any app network access
and allows them to keep the device awake.

2. startBluetoothSco (AS) Missing check for BLUETOOTH allows any app to monitor changes in the bluetooth hardware
state (e.g., on, off, and device connected).

3. stopBluetoothSco (AS) Missing check for BLUETOOTH allows any app to monitor changes in the bluetooth hardware
state (e.g., on, off, and device connected).

4. startBluetoothScoVirtualCall (AS) Missing check for BLUETOOTH allows any app to monitor changes in the bluetooth hardware
state (e.g., on, off, and device connected).

5. adjustSuggestedStreamVolume (AS) Missing check for HDMI_CEC allows any app to set the HDMI volume to any value.
6. reloadAudioSettings (AS) Missing check for HDMI_CEC allows any app to set the HDMI volume to mute or unmute

depending on the system default value.
VC2: Information Leaks

7. isDeviceSecure (TMS) Missing check for ACCESS_KEYGUARD_SECURE_STORAGE allows any app to determine if the
device has a password, lock pattern, etc.

8. getFreeBytes (SSS) Missing check for PACKAGE_USAGE_STATS allows any app determine cache size of any other
app on a volume.

VC3: Disrupting Usability
9. dismissKeyguard (AMS) Missing check for CONTROL_KEYGUARD allows any app to prevent the device from being

unlocked by denying access to the keyguard input.
10. enterPictureInPictureMode (AMS) Missing check for CONTROL_KEYGUARD allows any app to prevent the device from being

unlocked by denying access to the keyguard input.
11. enqueueToast (NMS) Missing check for SET_PROCESS_LIMIT allows any app to keep a service in the foreground.
12. cancelToast (NMS) Missing check for SET_PROCESS_LIMIT allows any app to keep a service in the foreground.
13. enqueueNotificationWithTag (NMS) Missing check for SET_PROCESS_LIMIT allows any app to keep a service in the foreground.
14. startManagedQuickContact (DPMS) Missing check for SET_PROCESS_LIMIT allows any app to keep a service in the foreground.
15. enableCarMode (UMMS) Missing check for WRITE_DREAM_STATE enables any app to switch the device in and out of

VR mode, causing the screen to flicker.
16. disableCarMode (UMMS) Missing check for WRITE_DREAM_STATE enables any app to switch the device in and out of

VR mode, causing the screen to flicker.
VC4: Multi-User Enforcement

17. getPermittedAccessibilityServicesForUser (DPMS) Missing checks for the multi-user permissions allow any user to get a list of the accessibility
services enabled for another user.

18. isPackageDeviceAdminOnAnyUser (PMS) Missing checks for the multi-user permissions allow any user to determine if an app is
acting as a device administrator for another user.

19. hasNamedWallpaper (WMS) Missing checks for the multi-user permissions allow any user to determine if another user
has a wallpaper of a specific name.

VC6: Non-Permission Re-Delegation Vulnerabilities
20. getEnrolledFingerprints (FS) Missing checks for the multi-user permissions allow one user to get references to the

fingerprints of any other user.
21. getAuthenticatorId (FS) Missing check for USE_FINGERPRINT enables any app to obtain the id of the set of finger-

prints associated with another app.
22. cancelRequest (CS) Missing check for WRITE_SYNC_SETTINGS allows a caller to terminate the periodic syncing

of data to cloud services.
23. areNotificationsEnabledForPackage (NMS) Missing checks for the multi-user permissions allow any user to determine if another user

has enabled notifications for an app.
24. isSeparateProfileChallengeAllowed (DPMS) Missing checks for the multi-user permissions enable any user to check if another user has

a work profile security lock (e.g., password).
25. getPreviousName (ACMS) Missing check isAccountManageByCaller allows any caller to get the previous name for

an account (e.g., Facebook) they are not managing.
26. isCredentialsUpdateSuggested (ACMS) Missing check isAccountManageByCaller enables any non-managing caller to see if the

credentials should be updated for an online account.
27. updateCredentials (ACMS) Missing check isAccountManageByCaller enables any caller to update the credentials of

an online account they are not managing.
28. applyRestore (NMS) Missing checks for the multi-user permissions allow any user to set policy for the NMS that

globally affects all users.
29. getBackupPayload (NMS) Missing checks for the multi-user permissions allow any user to get the policy for the NMS

that globally affects all users.
30. addStatusChangeListener (CS) Missing checks for the multi-user permissions allow any user to monitor the managers

used by other users to sync of data to cloud services.
31. notifyResourceGranted (MRMS) Missing checks for the multi-user permissions allow any user notify others that a media

resource was used through a system-wide broadcast.
32. invalidateAuthToken (ACMS) Missing check isAccountManageByCaller enables any caller to invalidate a authorization

token for an online account they do not manage.
33. switchUser (AMS) Missing checks for the multi-user permissions allow any user to trigger a switch to another

which requires physical user input to complete.
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1 /* *... Note: no permissions are required when calling these
2 * APIs for your own package or UID. However , requesting
3 * details for any other package requires the permission
4 * PACKAGE_USAGE_STATS , which is a system -level permission
5 * that will not be granted to normal apps. ... */
6 @SystemService ( Context . STORAGE_STATS_SERVICE )
7 public class StorageStatsManager {...}

Figure 5.5 The comment above the manager for the StorageStatsService that states all entry
points of the service must have a permission check for PACKAGE_USAGE_STATS.

isQuotaSupported in the StorageStatsService by omitting a check for the permission PACKAG-

E_USAGE_STATS. Since all three entry points are in the same service, normally the permission
check within the two targets would be performed on the same calling identity as the deputy.
However, the deputy clears the calling identity before invoking the targets, allowing third-party
applications to bypass the permission check. Moreover, omitting the permission check in the
deputy violates the policy of the service defined in a comment (Figure 5.5) stating that all entry
points of the service must check for the PACKAGE_USAGE_STATS permission.
VC3: Disrupting Usability: ARF identified 8 deputies (9→16 of Table 5.2) as permission
re-delegation vulnerabilities that enable a caller to disrupt device usability and possibly render
a device unusable. The deputy dismissKeyguard of the ActivityManagerService, for example,
enables an application to render a device inaccessible by allowing the application to dismiss
the window on the Android lock screen that asks for user input to unlock the device. This is a
result of the deputy exposing the functionality of targets dismissKeyguard and wakeUp in the
WindowManagerService and PowerManagerService, respectively, by lacking checks for the system
permissions CONTROL_KEYGUARD and DEVICE_POWER. Deputy 10 has a similar vulnerability as there
is a path that leads through dismissKeyguard to the two targets above. On the other hand, the
deputies enqueueToast and cancelToast in the NotificationManagerService expose the target
setProcessImportant in the same service, enabling a third-party application without the system
permission SET_PROCESS_LIMIT to tell the system to keep any service in the foreground. Such
an action can be used by malicious third-party applications for purposes such as performing
CPU intensive operations, which will both drain the battery and hinder device performance.
Deputies 13→16 suffer from the same vulnerability as they all have a path reaching the above
target through enqueueToast. Lastly, deputies 15 and 16 contain an additional vulnerability
that exposes the target dream of the DreamManagerService to third-party applications through
the omission of a check for system permission WRITE_DREAM_STATE. This enables applications to
cause the screen to flicker as a result of the device switching in and out of VR mode.
VC4: Multi-user Enforcement: ARF identified 3 deputies (17→19 in Table 5.2) involving
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Table 5.3 The deputies that can be used to keep the device awake.

Service Method Names
ActivityManagerService activityPaused

activitySlept
addAppTask
setTaskResizeable
setVoiceKeepAwake
startLockTaskModeById

AudioService handleBluetoothA2dpDeviceConfigChange
setBluetoothA2dpDeviceConnectionState
setWiredDeviceConnectionState

DreamManagerService$BinderService finishSelf
startDozing
stopDozing

JobSchedulerService$JobSchedulerStub cancel
cancelAll

LocationManagerService locationCallbackFinished
removeUpdates
sendExtraCommand

MediaSessionService$SessionManagerImpl dispatchMediaKeyEvent
OtaDexoptService prepare
PackageManagerService performDexOptMode

performDexOptSecondary
registerDexModule
runBackgroundDexoptJob

ShortcutService addDynamicShortcuts
disableShortcuts
enableShortcuts
getDynamicShortcuts
getManifestShortcuts
getPinnedShortcuts
getRemainingCallCount
removeAllDynamicShortcuts
removeDynamicShortcuts
reportShortcutUsed
setDynamicShortcuts
updateShortcuts

SipService close
open3

UiccPhoneBookController getAdnRecordsInEf
getAdnRecordsInEfForSubscriber
getAdnRecordsSize
getAdnRecordsSizeForSubscriber
updateAdnRecordsInEfByIndex
updateAdnRecordsInEfByIndexForSubscriber
updateAdnRecordsInEfBySearch
updateAdnRecordsInEfBySearchForSubscriber

UiccSmsController copyMessageToIccEfForSubscriber
disableCellBroadcastForSubscriber
disableCellBroadcastRangeForSubscriber
enableCellBroadcastForSubscriber
enableCellBroadcastRangeForSubscriber
getAllMessagesFromIccEfForSubscriber
updateMessageOnIccEfForSubscriber

UiModeManagerService$6 disableCarMode
enableCarMode

WindowManagerService updateRotation
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1 /* *... The part of Android Keystore which runs inside an
2 * app 's process invokes this method in certain cases but the
3 * developer does not always demonstrate intent to use
4 * fingerprint functionality . Thus , to avoid throwing an
5 * unexpected SecurityException we do not check access . The
6 * permission check should be restored once Android Keystore
7 * no longer invokes this method from inside app processes .*/
8 public long getAuthenticatorId ( String opPackageName ) {...}

Figure 5.6 The comment for the getAuthenticatorId of the FingerprintService illustrating
where developers compromised security to quickly fix a bug.

weaknesses in Android’s user separation and enforcement [Goo19b]. The first, Deputy 17 leaks
data from addClient and getInstalledAccessibilityServiceList in the AccessibilityManage-

rService. This vulnerability enables an application running under one user to get a list of the
accessibility services enabled for any other user as a result of the missing checks for the multi-user
permissions (i.e., INTERACT_ACROSS_USERS and INTERACT_ACROSS_USERS_FULL). Similarly, because
of omitted checks for the multi-user permissions, Deputy 18 leaks data from getDeviceOwnerCom-

ponent and packageHasActiveAdmins in the DevicePolicyManagerService, allowing any user to
determine the applications that are acting as device administrators for any other user. Lastly,
by omitting the same permission checks, Deputy 19 reveals if a user has a wallpaper with a
given name to other users.
VC5: Keeping the Device Awake: In certain instances, it is necessary to keep the device
awake to perform operations (e.g., the processing of data and accessing of data from radios and
sensors). In all such instances, an entity that will cause the device to stay awake must hold the
WAKE_LOCK permission as the five entry points that control the device awake state require (i.e.,
acquireWakeLock, releaseWakeLock, and updateWakeLockWorkSource in the PowerManagerService

or acquireWifiLock and releaseWifiLock in the WifiServiceImpl). However, when inspecting
the output of ARF, we found 55 instances where the deputy fails to check for the WAKE_LOCK

permission, despite having a path that leads to one of the five aforementioned entry points. As
a result, there are many deputies that, through repetitive calling, allow a caller to keep the
device awake without holding the WAKE_LOCK permission. As the list of deputies that can be used
to keep the device awake is large, we omit them from Table 5.2 and instead include them in
Table 5.3.
VC6: Non-Permission Re-Delegation Vulnerabilities: The goal of ARF is to identify
permission re-delegation vulnerabilities. However, more generalized forms of missing checks
(which were the focus of ACMiner [GI19b]) still exist in the system. While investigating the output
of ARF, we discovered 14 deputies (20→33 in Table 5.2) that have vulnerabilities resulting from
missing authorization checks, but do not expose the information or functionality of the targets
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to third-party applications. For example, getEnrolledFingerprints of the FingerprintService

allows an application with the permission USE_FINGERPRINT running under one user to obtain
references to the fingerprints of any other user. This is yet another vulnerability in the multi-user
enforcement of Android resulting from the missing checks for the multi-user permissions (i.e.,
INTERACT_ACROSS_USERS and INTERACT_ACROSS_USERS_FULL). In another example, the entry point
getAuthenticatorId of the FingerprintService enables applications without the needed normal
USE_FINGERPRINT permission to obtain the id of the set of fingerprints associated another app.
These fingerprints would be those that are application specific (e.g., Google Pay) and not used
to unlock the device. Regardless, they should be protected by a check for the USE_FINGERPRINT

permission. Indeed, as shown in Figure 5.6, comments in the code state that the permission
should be checked but further clarify that said check was removed to prevent “unexpected
SecurityExceptions” from occurring because of design flaws.

5.6 Limitations

As ARF relies on the output of ACMiner [GI19b] for its analysis, it retains many of its limitations.
These limitations include the requirement of manually defined input, the inability to reason
about authorization check ordering in a majority of cases, and the general limitations shared
by tools that statically analyze Android (e.g., native code, runtime modifications, reflection,
dynamic code loading, and Message Handlers). In addition to these limitations, ARF is unable
to detect re-delegation vulnerabilities where the target contains only authorization checks that
are not permission checks (e.g., the special callers from Section 5.4.3.4). This limitation is a
result of ARF’s narrowed focus on targets with permission checks. Furthermore, ARF omits
paths where the deputy contains both system permission checks and third-party permission
checks as it cannot distinguish which occur first, a limitation stemming from ACMiner. We plan
to address both limitations future work.

5.7 Conclusion

This chapter builds upon recent efforts to more rigorously analyze authorization logic in Android’s
middleware. Specifically, we revisited the problem of permission re-delegation. In contrast to
prior work that has studied permission re-delegation by third-party and system applications,
we studied permission re-delegation within system services. We proposed ARF as an analysis
framework to aid security analysts in efficiently identifying deputies in system services that
improperly expose information or functionality to third-party applications. We applied ARF to
Android AOSP version 8.1.0 and show that it can reduce the manual analysis effort from 15,483
paths between entry points down to just 490. We manually reviewed this set, identifying 170
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paths that improperly exposed information or functionality, spanning 86 deputies. This effort
demonstrates the continued need for researchers to study authorization logic within the Android
middleware and to build novel tools to identify flaws that regularly evade manual code review.
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CHAPTER

6

FRED: IDENTIFYING FILE
RE-DELEGATION IN THE ANDROID

MIDDLEWARE

The security of the Android platform benefits greatly from a privileged middleware that
provides indirect access to protected resources. This architecture is further enhanced by privilege
separating functionality into many different services and carefully tuning file access control
policy to mitigate the impact of software vulnerabilities. However, these services can become
confused deputies if they improperly re-delegate files to third-party applications through remote
procedure call (RPC) interfaces. In this chapter, we propose the FReD (File Re-Delegation)
finder for Android, a static program analysis framework which identifies a mapping between
system service RPC interfaces and the file paths opened within the Java portion of the service.
It then combines the Linux layer file access control policy with the Android layer permission
policy to identify potential file re-delegation. We use FReD to analyze Android AOSP v9.0.0 and
identify 12 confused deputies, 10 of which are accessible from third-party applications. These
vulnerabilities include both data manipulation and leaks, demonstrating the need to supplement
sound security architecture with static program analysis.
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6.1 Introduction

Android is a dominant computing platform with more active devices than Microsoft Win-
dows [Tun19]. It is well known for its application-centric security model [Aca16] where each
application is granted high-level permissions based on functional needs. Prior work has deeply
studied this permission model [Enc09b; Enc09a; Zha16], how applications request permissi-
ons [Bar10; Pen12; Tay17], and how users approve them [Fel12a; Fel12b].

Less discussed are the protected resources behind those permissions. Android has a robust
security architecture that has evolved significantly over the past decade [May19]. A key attribute
of Android’s security is a middleware that is highly privilege-separated to mitigate the effects of
software vulnerabilities. Much of Android’s core functionality is broken into separate service
components and system daemons. This middleware provides an abstraction layer that allows
third-party applications to safely and indirectly access protected resources. For example, while
Android devices have a number of sockets in /dev for accessing GPS information, the Unix file
permissions are set so that only the Location Manager Service can access the sockets directly.
The Location Manager Service provides a remote procedure call (RPC) interface for lesser
privileged applications to access location information. It is at this interface where permissions
are checked.

Research has begun to analyze the correctness of permission checks within the Android
middleware. Stowaway [Fel11b], PScout [Au12], and Arcade [Aaf18b] derive a mapping between
APIs for third-party applications and permissions. Kratos [Sha16], ACEDroid [Aaf18a], and
ACMiner [GI19b] approximate correctness using consistency. They use static program analysis
of system services to identify the different access control checks that occur for each RPC entry
point and then determine if specific entry points are missing checks. ARF [GI19a] builds on
these works by considering improper re-delegation between RPC entry points. ARF found that
Android’s RPC entry points frequently call one another, and when the ambient authority of the
execution changes (e.g., crossing between processes), confused deputy vulnerabilities can result.
However, none of these works have been sensitive to the actual protected operation (e.g., they
use a thrown SecurityException to indicate the need for an access control check).

Our work seeks to further extend the ideas of these prior works by considering sensitive
files that can be accessed indirectly through system services. Files are an important subclass of
protected resources that can have significant impact on the integrity of the system. For example,
iOS jailbreaks often leverage file-based confused deputy vulnerabilities in privileged services
to create an unsafe protection state [Des18]. Better understanding the relationship between
RPC entry points and files is valuable, because it can: (1) identify privilege leaks to third-party
applications (e.g., confused deputies) and (2) help direct fuzzers and other security analysis
tools seeking to harden the platform.
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In this chapter, we propose the FReD (File Re-Delegation) finder for Android, which performs
a static program analysis of the Java portion of Android’s middleware to identify a mapping
between RPC entry points (i.e., deputies) and concrete file paths that may be accessed when the
RPC is invoked. We then combine the Linux layer file access control policy with the Android layer
permission check policy to identify when file access is re-delegated to third-party applications.
By manually studying these re-delegations, we are able to identify confused deputies.

We applied FReD to Android AOSP version 9.0.0 and found 12 confused deputies. These
re-delegations can be classified into 3 categories: (1) 1 deputy accessing a file with a GID that
corresponds to a permission, but that permission is not checked on the RPC; (2) 1 deputy
accessing a arbitrary file path passed to the deputy unfiltered through RPC; and (3) 10 deputies
which access files with a system UID or GID that are indirectly accessible to third-party
applications.

We make the following contributions in this chapter:

• We design FReD, which creates a mapping between Android system service RPC entry
points and the files opened in Java code. This mapping can be used to identify confused
deputy vulnerabilities, as done in this chapter, as well as by fuzzers and other security
analysis tools seeking to harden the platform. We plan to publicly release FReD and this
mapping.

• We use FReD to study file re-delegation in the Android middleware. For Android AOSP
version 9.0.0, we identify 12 confused deputy vulnerabilities, including 10 of which that
can be accessed by third-party applications.

The remainder of this chapter proceeds as follows. Section 6.2 provides background on
the Android middleware and a motivating example. Section 6.3 overviews FReD. Section 6.4
describes the design of FReD. Section 6.5 evaluates FReD by applying it to Android AOSP
version 9.0.0. Section 6.6 discusses limitations. Section 6.7 concludes.

6.2 Background and Motivation

The Android platform is built on Linux primitives, including its traditional Unix-based system
calls, file system, and access control. However, unlike traditional Linux distributions, Android
provides an extensive application runtime environment that strongly controls software execution.
Both Android applications and most of the middleware are built upon four types of components:
activities for user interfaces, broadcast receivers for asynchronous communication, content
providers for data sharing, and services for daemon-like servers.

The middleware primarily consists of service components, which provide an abstraction
layer for accessing sensitive resources including system files and device nodes. Applications

94



make remote procedures calls (RPCs) to service entry points using Android’s custom binder
inter-process communication (IPC) message passing system. Services then perform access control
checks on RPCs using conditional statements that consider the Android permissions [Enc09b;
Zha16] granted to the calling application (usually at install-time). This abstraction layer allows
Android to significantly privilege separate functionality into different services running as separate
processes and assign least-privilege access control policy to sensitive files using traditional Unix
permissions, user identities (UIDs), and group identities (GIDs). Recent versions of Android
also use a version of SELinux designed for Android [Sma13]. In a small number of cases where
using a middleware abstraction layer is not practical, the Android runtime will add GIDs to
applications based on the permissions they are granted. In such cases, the application can access
associated files directly.

In this model, Android’s system services act as privileged deputies, which are expected to
perform authorization checks before accessing sensitive resources. Failing to perform proper
authorization checks at RPC entry points may result in confused deputy vulnerabilities. In
this chapter, we are specifically interested in confused deputy vulnerabilities that allow an
unprivileged caller to access files to which it should not have access. Such vulnerabilities can be
used to leak information or compromise system integrity. In fact, file-based confused deputy
vulnerabilities have been integral to jailbreaking techniques on iOS [Des18].

Figure 6.1 shows an example of a file-based confused deputy vulnerability in Android that we
discovered with FReD. The figure shows the add RPC entry point in the DropBoxManagerService,
which is a logging service where system services dump chunks of data from various sources (e.g.,
application crashes and kernel log records). The variable mDropBoxDir contains the directory
/data/system/dropbox, which has the ownership system:system and file permissions rwx------.
Therefore, it is not directly accessible by third-party applications. The DropBoxManagerService

protects the ability to read this data using the READ_LOGS and DUMP permissions (both of which
are only granted to system applications). However, it does not require any permissions to write.
While the code in add does place limits on the filenames written to the directory, the figure
also shows the method trimToFit, which removes data when the device is low on space or the
number of files exceeds 1000. Continuous calls to the add RPC entry point by an attacker can
cause the service to discard logs, potentially hiding evidence of an attack. Furthermore, since
the data is only intended to be used by the system, it should be system protected, or at the
very least require a permission (e.g., a new permission called WRITE_LOGS).

6.3 Overview

As described in Section 6.2, the Android middleware provides an abstraction for indirectly
accessing sensitive files in the Linux layer. It is the responsibility of the middleware to ensure
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1 void add( Entry entry ) {
2 trimToFit ();
3 String tag = entry . getTag ();
4 int flags = entry . getFlags ();
5 int readIn = 0;
6 byte [] buffer = new byte[ mBlockSize ];
7 InputStream in = entry. getInputStream ();
8 File f = new File( mDropBoxDir , "drop"
9 + Thread . currentThread (). getId () + ".tmp");
10 FileOutputStream fout = new FileOutputStream (f);
11 OutputStream out = new BufferedOutputStream (fout );
12 ...
13 while (( readIn = in.read( buffer )) > 0)
14 out.write (buffer , 0, readIn );
15 createEntry (f, tag , flags );
16 ...
17 }
18
19 // Trims the files on disk to reduce space.
20 long trimToFit () {
21 mMaxFiles = Settings . Global . getInt ( mContentResolver ,
22 Settings . Global . DROPBOX_MAX_FILES ,
23 ( ActivityManager . isLowRamDeviceStatic ()
24 ? DEFAULT_MAX_FILES_LOWRAM : DEFAULT_MAX_FILES ));
25 while (! mAllFiles . contents . isEmpty ()) {
26 EntryFile entry = mAllFiles . contents . first ();
27 if ( mAllFiles . contents .size () < mMaxFiles )
28 break;
29 File f = new File( mDropBoxDir , entry. getFilename ());
30 f. deleteFile ();
31 }
32 ...
33 }

Figure 6.1 The deputy add in the DropBoxManagerService allows anyone to write arbitrary data to
system protected log files while expunging older log files.

that these deputies (i.e., RPC entry points) do not improperly expose access to the security
sensitive files. The goal of this chapter is to identify deputies that improperly re-delegate access
to these files. Doing so requires overcoming the following research challenges.

• Android design abstractions complicate the extraction of file paths. Android provides
many classes for accessing files. The majority of these classes wrap other file-related
classes, making it difficult to determine the file being accessed. Moreover, the provided file
paths are not generally simple string literals. Instead, values are commonly dependent on
inter-procedural control flow.

• Extracted file paths match many files not accessible to the middleware. Program analysis
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can only produce a regular expression to match files rather than an exact list of files
accessed by an deputy. The list must be refined to only those files accessible by system
services.

We address the first challenge with the following key insight. Similar to standard Java,
Android defines a majority of the file-access methods and classes within the Android API. As
such, we can predetermine the file methods of the Android API and therefore reduce the analysis
scope when extracting file paths. This greatly decreases the complexity of the data flow analysis
FReD must perform to extract file paths for each deputy.

We address the second challenge by observing that Android includes configuration files
that assign Linux identities (UIDs and GIDs) to processes based on the Android permissions
associated with the processes. This configuration is used for both third-party applications and
system services. We can use this configuration to find the set of files accessible by the UIDs
and GIDs assigned to system services, and therefore potential targets for confused deputy
vulnerabilities. Additionally, since most system services execute as the system UID, we include
files accessible by the system UID and GID.

Figure 6.2 overviews FReD’s seven phases. (1) FReD obtains the authorization checks and
deputies in the Android system using ACMiner [GI19b]. (2) FReD extracts concrete file paths
that match relevant UIDs and GIDs from a real device. (3) FReD generates a list of all API
methods within the Android system. (4) This list is then used by FReD to determine all the file
methods that exist within the API methods. (5) FReD locates all calls to file methods reachable
from the deputies. These calls are used to extract the paths of the files being accessed by the
deputies in the form of intermediate expressions. (6) The intermediate expressions are modified
with runtime data, simplified, and transformed into regular expressions. Finally, (7) FReD uses
the authorization checks from ACMiner, the security sensitive file paths from (2), and the files
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accessed by deputies in the form of regular expressions to detect the re-delegation of access to
the security sensitive files by the deputies.

FReD provides this set of potential confused deputy vulnerabilities to a domain expert for
review. We leave this last step as a manual phase, because the many ways in which files can be
abused are often service-specific.

6.4 Design

FReD is constructed on top of the Java static analysis framework Soot [VR99; Lam11] and
uses the authorization checks mined by ACMiner [GI19b] to perform its analysis. This section
proceeds as follows: (§6.4.1) we explain how FReD identifies security sensitive file paths, (§6.4.2)
we outline how FReD distinguishes methods that operate on files within the middleware, (§6.4.3)
we describe the analysis used to extract the file paths accessed from deputies of the middleware,
and (§6.4.4) we detail FReD’s methodology for detecting the re-delegation of access to security
sensitive files by the middleware.

6.4.1 Security Sensitive File Paths

To determine if access to a security sensitive file is being re-delegated, FReD must first know the
existing files in the file system and their Linux layer access control policy. Since the only way
to obtain this information is from a currently active device, FReD relies of a dump of the file
system paths. To obtain this dump, we run the command ls -laRZ as root on a rooted device
from adb shell. This dump is then parsed and all paths are transformed into absolute file paths
with their associated data intact. As FReD needs to consider all possible paths to a file, it uses
the extracted data to construct the paths to files that go through symbolic links. Since paths
through symbolic links can cycle, we ensure a symbolic link is only ever traversed once when
constructing a file path. In addition to this restriction, we also ignore the symbolic link paths
starting with /sys/.*/subsystem and /proc/.*/fd as these all point back to the root of the file
system causing FReD to attempt to compute an exponential number of paths.

Once FReD has a complete view of the files in the file system, it must determine the
security-sensitive files accessible to the middleware services. Since these services run as system,
files assigned the UID or GID system are included. These files are only intended to be accessed
by the Android system. For other files, FReD relies on the UID and GID to Android permission
mapping defined in several XML files in the /system/etc/permissions directory of the device.
Files with the user and group ownership corresponding to the UIDs and GIDs in the mapping
are also intended to be accessed from the middleware. FReD parses the XML files containing the
mapping to obtain the security sensitive UIDs and GIDs along with their associated Android
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permissions. It then locates all files assigned the security sensitive UIDs and GIDs to include
them in its list of security sensitive file paths. For Android 9.0.0, FReD discovered 139,463
security sensitive files containing of 28 unique UIDs and GIDs.

6.4.2 Identifying File Methods

As illustrated in Figure 6.3, to capture the paths of the files accessed by a deputy in the Java
portion of the middleware, FReD must first know what methods are being to used operate
on files. Fortunately, much of the functionality used to operate on files is encapsulated within
the code of Android’s APIs. As such, FReD can greatly reduce the overhead of the file path
extraction by: (1) using the occurrence of Android API file methods as seeds for the extraction
procedure, and (2) excluding the entirety of the Android API code base from the extraction
procedure, shrinking the scope of the code that needs to be examined for file paths to just
the core code of the middleware. Unfortunately, while some of the common file methods of
the Android API are well known (e.g., those of the FileReader and FileWriter classes), these
common file methods and their classes do not give FReD a complete view of all the file methods
in the Android API. As such, to ensure FReD can capture all the file paths accessed by deputies,
FReD needs to be supplied a more complete view of the file methods.

It is infeasible to manually examine all of the 65,508 Android API methods in Android API
level 28. However, as Figure 6.3 illustrates, since all operations on files in Java must ultimately
result in an exit of the Java Virtual Machine (JVM), we can identify Android API methods as
file methods by examining the native methods they invoke, looking for methods we have flagged
as being native file methods. Thus, we can reduce the problem of identifying file methods in
65,508 API methods to the problem of identifying file methods in the 5,176 native methods of
the Android 9.0.0 middleware, a 92% reduction in the methods that need to be examined.

The specific procedure for identifying the file methods of deputies can be divided into three
phases: (§6.4.2.1) identifying native file methods, (§6.4.2.2) identifying API file methods using
the native file methods, and (§6.4.2.3) marking the occurrence of all file methods in each deputy.

6.4.2.1 Native File Methods

To identify the native file methods within the Android middleware, we use Soot [VR99; Lam11] to
load the compiled Java code of the middleware and then dump all native methods to a file. Each
method is then processed to add back in argument variable names using a procedure [Ora19]
similar to how ARF [GI19a] extracts argument variable names for deputies. We then manually
process the list of native methods to identify native file methods, looking for strings such as open,
create, read, write, append, link, unlink, delete, file, path, fd, fileDescriptor within the
method names, argument names, and argument types. Once a native method has been identified
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as a file method, we then further examine the method and its use within the middleware source
code to loosely determine its functionality in terms of the following three labels: open, access,
and remove. A file method is labeled as open or remove if it takes in as an argument a file path
and either opens the file for reading or writing, retrieves information about the file from the
file system, or deletes the file from the file system. On the other hand, a file method is labeled
access if the method reads or writes to a file or retrieves information about the file from the
file system. These labels are later used by FReD when extracting file paths (Section 6.4.3) to
determine if a file method is directly referencing a file path to perform its operations or if the
file method is using a file descriptor of a previously opened file.

Overall, the process of identifying native file methods in the 5,176 native methods of the
Android 9.0.0 middleware took about 24 hours. We discovered a total of 368 native file methods
out of which 229 were labeled access only with the remaining 139 being labeled as some
combination of all three labels.

6.4.2.2 API File Methods

Once the native file methods have been identified, they can be used to indicate that an API
method is performing some file operation, and thus is potentially a file method. That is, given
the call graph of each API method, if an edge to a native file method exists somewhere within
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the call graph, then the API method is potentially a file method. FReD extracts the set of API
file methods from all API methods using the following two steps.
Extracting API Methods: While the set of API methods for third-party applications is well
defined for each version of Android, it is actually a subset of all the API methods available in
the middleware. Many of the API methods are intended for internal use only, and therefore, are
removed from the set of API methods made available to third-party applications. However, as
FReD is analyzing the internal functionality of the middleware and not third-party applications,
it needs to be given knowledge of both internal and third-party API methods. Luckily, when
building the Android system, a Jar file containing a skeletal structure of all API classes and
methods is produced for use when compiling system applications. As such, using Soot [VR99;
Lam11] to load the Jar file’s classes and methods, FReD can extract the API methods of Android
as defined in the Jar file. For Android 9.0.0, FReD found the Jar contained 34,391 public and
protected Android API methods.

While the skeletal structure of the Jar file is sufficient for compiling system applications, it
does not actually include all methods that are callable from the Android API. As a result of the
many abstract classes in the Android API, it is common for the implementations of these classes
to not be included within the API but to still be accessible through other API methods. For
example, the abstract class java.nio.file.FileSystem is implemented only by privately defined
classes that are not included in the Android API. However, all implementations of java.nio.fil-

e.FileSystem are publicly accessible through the static methods in java.nio.file.FileSystems.
As such, to obtain a complete set of all Android API methods, all overriding methods in classes
of the middleware that implement classes defined within the Android API as outlined by the
Jar file also need to be considered API methods. To extract a complete set of the Android API
methods, FReD uses Soot [VR99; Lam11] to perform a class hierarchy analysis of all the classes
and methods within the Java middleware code base, including additional methods from the
middleware that override methods from the current set of API methods. For Android 9.0.0,
FReD found there to be a total of 65,508 Android API methods.
API Call Graph Construction: Given the set of all possible API methods within the
middleware, FReD extracts the API file methods by performing a reaching analysis on the
call graph of each API method, where the native file methods are sinks whose occurrence
indicates an API method maybe a file method. To perform this analysis, FReD constructs a
call graph for all API methods using the Class Hierarchy Analysis (CHA) [Dea95] available in
Soot [VR99; Lam11]. CHA provides an over-approximation of the actual runtime call graph
and models all possible paths between API methods and sinks, ensuring the set of API file
methods FReD identifies is complete. Unfortunately, the coarse over-approximation of CHA call
graphs introduces call graph bloat in the form of edges between methods that do not exist at
runtime. As such, without taking steps to mitigate the call graph bloat, FReD would falsely
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identify many API methods as file methods, introducing unnecessary noise into FReD’s file path
extraction procedure (Section 6.4.3).

As such, FReD takes a semi-automated approach to both extract API file methods and
simultaneously reduce the call graph bloat using the following three techniques. (A) We realize
that the Android API is actually the combination of two APIs: the standard Java API and the
additional Android API consisting of classes and methods built on top of the standard Java
API. As the Java API is independent of the Android API by design, the extraction of API file
methods can be split into two phases: (1) the extraction of file methods from the Java API
methods, and (2) the extraction of file methods from the Android API methods using the Java
API file methods identified in (1) as additional sinks in the reaching analysis. (B) Similar to
ACMiner [GI19b], FReD makes use of a manually defined list of classes and methods that are
excluded from the reaching analysis, all of which become end nodes in the call graph. (C) In
addition to the exclusion list, FReD makes use of a manually defined inclusion list, initially
consisting of well known file methods within the Java and Android APIs.
Extracting API File Methods: FReD’s file method extraction procedure proceeds as follows.
(1) FReD performs a reaching analysis on all Java API methods, reporting an API as a possible
file method if at least one sink is encountered during the reaching analysis. Note that the label
(see Section 6.4.2.1) for each API file method becomes the union of the labels on all encountered
sinks for an API file method. (2) We then manually examine the paths to sinks and the source
code of each identified Java API file method to determine if it is actually a file method. If it is,
then we add the method to our inclusion list if the method is a commonly called method for
other identified Java API file methods. If the method is not a file method, then we determine
the methods and/or classes that cause this false positive and add them to the exclusion list.
(3) As updates in either list reduce the call graph bloat, if either list is changed we repeat the
process from step (1). (4) Once both lists remain unchanged, we repeat the whole process for
the Android API methods supplying the native file methods, inclusion list, and Java API file
methods as sinks for the reaching analysis. (5) A complete list of all file methods consisting of
the native file methods, the inclusion list, and both Java and Android API file methods is then
output as an XML file and used for the remainder of FReD’s analysis.

Overall, the API file method extraction took approximately 96 hours for Android 9.0.0.
However, to extract API file methods for other versions of Android, the manual effort will be
significantly reduced, as changes in existing API methods should not affect their categorization
as file methods. As such, we would only need to look at newly added API methods when
determining file methods for other versions of Android. For Android 9.0.0, FReD identified
2,237 file methods consisting of 368 native file methods, 572 and 562 Java and Android API file
methods labeled access only, and 335 and 400 Java and Android API file methods labeled as
some combination of all three labels.
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6.4.2.3 Marking File Methods used by Deputies

Once the set of all file methods is generated, FReD performs an additional reaching analysis of
each deputy to identify the file methods they call. FReD relies on ACMiner [GI19b] to extract
the deputies for its analysis and constructs the call graph for each deputy using Class Hierarchy
Analysis (CHA) [Dea95]. The manner in which FReD constructs a call graph for each deputy is
similar to ACMiner except in the definition of the exclusion list. For FReD, all 65,508 Android
API methods are excluded by default from the analysis since FReD has already identified the
file methods within the API methods. In addition to these methods, FReD also relies on a
minimal manually defined exclusion list consisting of only 56 classes and interfaces that are not
file related but that are known to cause call graph bloat when analyzing the Android middleware.
For Android 9.0.0, FReD identified 1966 deputies containing calls to 661 unique file methods.

6.4.3 Extracting File Paths

Extracting the file paths accessed by deputies in the Android middleware is ultimately a data
flow analysis problem. As Figure 6.3 illustrates, file paths in Java are represented by three key
classes: java.lang.String, java.io.File, or java.nio.file.Path. However, both File and Path
classes are wrappers for a String representation of the file path, where a combination of the class
constructors and the methods called on the objects of these classes can be used to determine the
String value within. As such, the problem of extracting the file paths used in the file methods
of any deputy can be reduced to the problem of reconstructing strings from its control flow.
Thus, to extract all the possible file paths accessed by an deputy, FReD performs a backwards
inter-procedural data flow analysis from the variable containing the representation of the file
path opened by a file method to the deputy being analyzed.

The paths extracted by FReD’s data flow analysis are internally represented as intermediate
expressions to provide data that allows FReD to simplify and post-process the expressions. As
shown in Figure 6.2, all intermediate expressions produced by the data flow analysis are written
to an XML file and later transformed into regular expression to be used when detecting security
sensitive file access re-delegation.

The remainder of this section proceeds as follows: (§6.4.3.1) describes the intermediate
expressions FReD uses to represent extracted file paths, (§6.4.3.2) details the data flow analysis
and the challenges encountered in developing it, and (§6.4.3.3) explains how the intermediate
expressions are translated into regular expressions that can be used to match file paths.

6.4.3.1 Intermediate Expressions

Instead of extracting the file paths directly as regular expressions, the data flow analysis of
FReD produces intermediate expressions for the file paths. These intermediate expressions not
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Table 6.1 Building Blocks for Intermediate Expressions

Node Name Type Description
Constant Leaf A Java primitive or string constant value.
Any Leaf Represents a value that could not be determined.
Unknown Leaf Represents a unexpected outcome in the analysis.
PlaceHolder Leaf A placeholder for a value that is being computed.
Append Branch Concatenates the values of its children.
Or Branch Represents the possibility that any one of its children is a valid value.
Loop Branch Indicates the existence of a loop.
Parent Branch The value is the parent path of its child’s value.
Name Branch The value is the file name of its child’s value.
EnvVar Branch Represents a value retrieved from the environment. Its child represents

the key used to get the value.
SysVar Branch Represents a value retrieved from the system properties. Its child is the

key used to retrieve the value.

only represent the file paths being accessed by deputies, but also store extra data (e.g., source
method and statement) about each part that comprises the expression. Such data reduces the
post-processing procedure, making it easier for us to both detect unhandled situations in the
data flow analysis and simplify the expressions when transforming them to regular expressions.

An intermediate expression can be thought of as a tree representing the joining of string
segments according to boolean decisions. As Table 6.1 illustrates, each node in the tree is
categorized as either a LeafNode or a BranchNode. The LeafNode category can be further divided
into the subtypes of ConstantNode, AnyNode, UnknownNode, and PlaceHolderNode. ConstantNodes

are key to the identification of file paths and represent literal constants that have been hard
coded into the Java source code. On the other hand, AnyNodes represent a value that could not
be determined from the source code as its value is computed at runtime from data not available
in the source code. There are many types of AnyNodes (e.g., those representing a UserId, package
name, time stamp, or array value), but all resolve to either the regular expression .* or \d+.
Alternatively, UnknownNodes indicate that the data flow analysis encountered a situation that it
is not currently able to handle. Finally, PlaceHolderNodes are temporary place holders in the
tree for values that have not yet been computed by the data flow analysis. The occurrence
of either UnknownNodes or PlaceHolderNodes in the final intermediate expression output by the
data flow analysis indicates that the data flow analysis needs to be modified to handle a newly
encountered flow.

As Table 6.1 illustrates, BranchNodes can also be further divided into subtypes. The two
subtypes AppendNode and OrNode are key to the construction of intermediate expressions. Append-

Nodes can be thought of as the boolean AND operation, where their child nodes are concatenated
in the order listed. This node is specifically designed to handle the concatenation of strings
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and other values that commonly occur when a file path is constructed in Java source code.
Alternatively, OrNodes represent the boolean OR operation and handle the situation where the
data flow analysis encounters a variable with multiple possible values. There are a number
of other subtypes for BranchNodes, but we leave their explanation to Section 6.4.3.2 as they
correspond to specific data flow analysis challenges.

6.4.3.2 Data Flow Analysis

FReD handles two forms of inter-procedural data flow: (1) the flow of data returned from a
method call and assigned to a variable, and (2) the backwards flow of data that is provided as
argument to the current method by its callees elsewhere in the call graph of a deputy. To perform
the inter-procedural analysis, FReD relies on the same Class Hierarchy Analysis (CHA) [Dea95]
call graph described in Section 6.4.2.3. Additionally, FReD makes use of a work-list algorithm to
perform the analysis. Generally, this analysis proceeds as follows. (A) The work-list is initialized
by PlaceHolderNodes representing the seeds for the analysis. For this analysis, a seed is defined as
the variable determined to contain a file path that is used in a file method of some deputy. (B) For
both types of inter-procedural data flow, FReD creates a PlaceHolderNode representing the data
that needs to be computed and inserts it into the intermediate expression. This PlaceHolderNode

is then added to the work-list of values that need to be computed. (C) Once all values have
been computed, the PlaceHolderNodes are substituted for their actual values in the intermediate
expressions.

In addition to algorithm outlined above, the FReD also performs a number of tasks designed
to handle nine challenges we encountered when performing the analysis on the middleware code.
These nine challenges and their solutions are detailed below.
Seed Discovery: While the file methods used in an deputy may be known, the variable that
houses the file path is not always easily identifiable from the file method. From our exploration
of the file methods that open or remove files, we found the file path to be provided in two ways:
(1) as an argument to the file method or (2) as an argument to the constructor of the object
the file method is called on. For file methods that receive the file path as an argument, it is
provided as one of three types: java.lang.String, java.io.File, or java.nio.file.Path. The
File and Path types are easy to detect within the definition of the file method. However, file
paths given as String objects are not possible to distinguish from other arguments without
manual intervention or knowledge of the method argument variable names. As such, FReD
currently considers all String, File, and Path type arguments in file methods as seeds for the
data flow analysis. This does introduce some noise in the extracted path expressions. However,
the noise is minimal and does not affect FReD’s ability to detect file access re-delegation, since
these Strings do not match physical file paths. For file paths provided as arguments to the
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constructor, FReD must take the additional step of determining the constructor of the object
the file method is invoked from. As such, the variable housing the object the file method is
called on becomes the seed for the data flow analysis.
Loops: FReD handles loops in the code and call graph using the following 4 steps. (1) FReD
ensures the value for a PlaceHolderNode is only ever computed once. (2) FReD constructs a
graph of PlaceHolderNodes where an edge between two PlaceHolderNodes occurs if one of the Pl-

aceHolderNodes references the other in its computed expression. (3) Johnson’s algorithm [Joh75]
for detecting elementary circuits is used to locate all simple cycles in the graph. (4) The PlaceHo-

lderNode referencing the head of the simple cycle is replaced with a LoopNode and pointed at the
computed expression of the head PlaceHolderNode. LoopNodes are included in the intermediate
expressions to ensure the expression provides a complete representation of the file path. However,
in practice, we find LoopNodes are little more than a source of noise for our analysis. As such,
FReD currently removes LoopNodes when transforming intermediate expressions to regular
expressions.
Field Values: As a deputies’ call graph is constructed by treating the deputy as a main method,
the initialization of fields within services and other classes usually occur in methods external
to those of the call graph. To capture the values of file paths stored within class fields, FReD
performs a limited inter-procedural analysis relying only on the class hierarchy information
and not a call graph. For a given field, the analysis starts at all methods that set the field
within the middleware code, tracing the value of the field backwards through method calls
in much the same way as the normal data flow analysis. However, as this analysis has no
well defined end point (i.e., the deputy), we do exclude some fields that are known to contain
values that cannot be resolved by source code analysis alone (e.g., those fields in the classes
android.content.pm.PackageParser and android.content.pm.ApplicationInfo). For these fields,
FReD creates an AnyNode representation of the field reference and inserts it into the intermediate
expression.
String Builders: In Java, the most basic forms of string concatenation are the StringBuilder

and StringBuffer classes. Even inline string concatenation is translated into calls to the append

method in one of these two classes at compile time. While both classes contain a number of
other methods that can be used to construct strings, we find that these do not occur in the data
flow analysis of the file paths. In fact, all occurrences of the StringBuilder and StringBuffer

classes in our analysis occur as a result of inline string concatenations being translated to
these two classes at compile time. As such, FReD assumes that (1) all StringBuilder and
StringBuffer objects are only used within the method they are declared, and (2) only the append

method is used to manipulate the value of the string they contain. Under these assumptions,
the functionality of these two classes can be modeled using the AppendNode.
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Path Builders: Android provides two common APIs for file path construction: the buildPath

method in android.os.Environment, and the get method in java.nio.file.Paths. Both have
similar functionality in that they take in a root file path and a array of 0 or more file path parts
which get appended to the root path. For example, if buildPath is called with the arguments
/foo/bar, first/part, and /second/part, it would produce the path /foo/bar/first/part/se-

cond/part. To model this functionality, FReD first notes that the array of file path parts is
actually a compile-time generated array produced from the variable number of file path parts
that can be supplied to both methods. As such, FReD assumes the array is defined and filled
immediately before a call to these two methods is made, allowing FReD to determine the values
in the array of file path parts. FReD then uses an AppendNode to append each value in the array
to the root path, where the file separator ’/’ is a divider between each file path part.
Arrays and Collections: File path values assigned from Arrays, Collections, Iterators, and
Maps are all represented as AnyNodes within the intermediate expression as their value cannot
be easily determined. Extracting values from these data structures is a known hard problem of
static analysis. As such, while there are some small exceptions to this rule (e.g., Path Builders),
FReD largely ignores them in the data flow analysis.
Directory Listing: The java.io.File class provides five methods for listing files in the directory
represented by the existing path. While the return value of the directory entries is runtime
dependent, FReD can model the access of files in a known directory by appending an AnyNode

representing the child path to the known directory path in the intermediate expression.
Parent Path and File Name: Both the java.io.File and the java.nio.file.Path classes
provide methods for getting the parent path or file name of a existing file path. To model
this functionality, FReD provides the BranchNodes ParentNode and NameNode. These BranchNodes

wrap an expression for the existing path, indicating that either the parent path or file name
needs to be resolved once the existing path expression is known.
Environmental Variable and System Properties: Some file paths are constructed from the
values of environmental variables and system properties. As these values are runtime dependent,
they cannot be determined during the data flow analysis. However, all environmental variables
and system properties are looked up using a string key which must exist somewhere in the Java
source code. As such, FReD can use its data flow analysis to extract the string key of the value
being retrieved from the environment or system, allowing the runtime dependent value to be
defined at a later time. FReD models environment and system variable retrievals using the
BranchNodes EnvVarNode and SysVarNode, which both wrap expressions for the string key.
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6.4.3.3 Regular Expression Transformation

After FReD has extracted the intermediate expressions from the source code of the middleware,
the expressions need to be transformed into regular expressions so that they can be matched to
physical file paths. This transformation is divided into the following seven stages.
Remove Loops: FReD removes all LoopNodes from intermediate expressions and then simplifies
the expressions to remove any empty BranchNodes resulting from the removal of the LoopNodes.
While loops can be used to construct the paths of files in Java code, in practice we found the
loops captured by our data flow analysis resulted from the control flow of the deputies and did
not actually influence the construction of the file paths within the code. As such, LoopNodes can
be safely removed from the intermediate expressions without affecting the regular expression
transformation.
System and Environmental Variables: To fill in runtime and system specific data, FReD
takes in a list of environmental variable and system property key and value pairs. For envi-
ronmental variables, the values are generated by echoing the environmental variable names
in adb shell to get their values. For system properties, the values can be retrieved using adb

shell getprop or by looking up the keys in the various .prop files of the Android system (e.g.,
/default.prop and /system/build.prop). The constant values from the list are then substituted
for each EnvVarNode and SysVarNode in the intermediate expression with a matching key.
Disjunctive Normal Form: To simplify further transformation procedures and to make the
regular expressions more human readable, the intermediate expressions are transformed into
their disjunctive normal form (DNF). DNF simplifies file path dependent transformations (e.g.,
determining the parent or file name of a existing file path) as the intermediate expressions are
converted into lists of AppendNodes containing no OrNodes.
Parent and File Name: With the intermediate expression now in DNF and containing as
many parts in constant form as we can provide, FReD can now evaluate the BranchNodes Pare-

ntNode and NameNode. For each AppendNode child of a ParentNode and NameNode, FReD locates
the last occurrence of the path separator ’/’. If the node is a ParentNode then it is replaced in
the intermediate expression by an AppendNode containing all the children of the AppendNode that
occur before the last ’/’ in the AppendNode. If the node is a NameNode then it is replaced in the
intermediate expression by an AppendNode containing all the children of the AppendNode that
occur after the last ’/’ in the AppendNode. For instances where the child of a ParentNode and
NameNode is an AnyNode, the child AnyNode replaces its parent in the intermediate expression.
Combination and Normalization: After all the above stages, the intermediate expressions
only contain ConstantNodes, AnyNodes, AppendNodes, and OrNodes. As such, both the Constan-

tNodes and AnyNodes can now be combined to simplify the expression. Thus, for any list of
ConstantNodes that occur adjacent to each other in an AppendNode, FReD combines them all into
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a single ConstantNode. Similarly, any list of AnyNodes adjacent to each other in an AppendNode

are combined by FReD into a single AnyNode. Once all ConstantNodes and AnyNodes have been
combined, the file paths represented by each AppendNode in a DNF are normalized to remove
repeating and trailing instances of ’/’.
Duplicates Removal: As a result of all these transformations, it is possible the OrNode housing
a intermediate expression’s DNF form may contain multiple children that resolve to the same
regular expression value. FReD removes duplicate children to ensure the final regular expressions
are in their simplest form.
Regular Expressions: After all the above transformation stages have run, FReD then translates
the intermediate expressions into regular expressions. For ConstantNodes, their value becomes the
string value of the constant they are representing. For AnyNodes, their value becomes either the
string .* or the string \d+ if the AnyNode represents a number. Each AppendNode then combines
the regular expression form of its children together into a single regular expression string. Finally,
the OrNode combines its children together into a regular expression using the separator ’|’.

6.4.4 Re-Delegation Detection

By matching the regular expression representations of the file paths extracted in Section 6.4.3 to
the list of security sensitive files generated in Section 6.4.1, FReD can determine which deputies
(i.e., RPC entry points) are accessing security sensitive files. Then, by comparing the access
control policy of a security sensitive file in the Linux layer to that of the deputies that access it,
FReD can detect instances of potential security sensitive file access re-delegation. To compare
the policies of the Linux layer and middleware, FReD makes use of the middleware authorization
checks mined by ACMiner [GI19b].

The remainder of this section proceeds as follows: (§6.4.4.1) we explain why we only target
re-delegation instances that can be exploited by third-party applications; (§6.4.4.2) we then
detail how FReD detects security sensitive file access re-delegation for files that are restricted to
system processes; and (§6.4.4.3) we explain how we detect other forms of security sensitive file
access re-delegation.

6.4.4.1 Third-Party Access

While it is possible for security sensitive files access re-delegation to be exploited by system
applications, system services, and third-party applications, FReD focuses its analysis on those
re-delegation instances that can be exploited by third-party applications. As system applications
and services must be included as part of the signed system image at build time, it is not possible
for normal users to install such applications. Thus, for the purposes of this chapter, FReD assumes
all system applications and services to be benign. Malicious applications and services included in
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OEM builds are outside the scope of this chapter as they represent more immediate concerns in
the security of the Android system. Additionally, while vulnerabilities in the interactions between
system applications and system services are possible, prior works [Gra12b; Wu13; GI19a] propose
solutions.

6.4.4.2 Re-Delegation of System Files

Files assigned the UID or GID system could potentially represent a vulnerability if exposed
to third-party applications. Such files are intended to be used internally by the services and
applications that comprise the middleware. As such, FReD assumes that if a third-party
application can use a deputy of the middleware to access a file with a UID or GID system, the
deputy is potentially re-delegating access to a security sensitive file. To detect such re-delegation
instances, FReD first checks to see if the authorization checks of the deputy accessing the
file contain at least one check for a system level permission (i.e., those permissions without a
protection level of normal, dangerous, instant, runtime, or pre23 ). If such a check exists, then the
deputy is determined to not be re-delegating access to the file. Additionally, as deputies in the
middleware can be restricted to special callers in the system (e.g., those callers assigned a special
UID, PID, or GID), FReD assumes such deputies are also not capable of re-delegating access to
third-party applications. To detect such deputies, FReD makes use of ARF’s [GI19a] techniques
for detecting deputies restricted to system and special callers. Mainly, the techniques for the
elimination of deputies where either the first conditional statement is a check for a special UID,
PID, or GID or the deputy contains an authorization check that restricts it to special callers
(e.g., the method getActiveAdminWithPolicyForUidLocked in the DevicePolicyManagerService).

6.4.4.3 Re-Delegation of Other Files

For files assigned a UID or GID from the permission mapping outlined in Section 6.4.1, FReD
uses the permissions associated with their UID or GID to detect re-delegation. Thus, for a
deputy accessing a security sensitive file, FReD reports a potential re-delegation instance if the
permissions required by the UID or GID of the file are not a subset of those permissions already
being checked by the deputy. As FReD’s analysis focuses on the detection of third-party accessible
re-delegation instances, FReD uses the same techniques as Section 6.4.4.2 to distinguish between
deputies that can be called by third-party applications and deputies that are restricted to system
callers. FReD reports deputies that are both found to be missing permission checks and callable
by third-party applications as possible re-delegation instances. On the other hand, if FReD
finds that a deputy is missing permissions and is restricted to system callers, FReD reports the
inconsistency but does not flag it as a re-delegation instance.
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6.5 Evaluation

We evaluated FReD by performing an empirical analysis of the deputies for the middleware of
AOSP version 9.0.0_r11 (i.e., API 28) built for a Pixel 3 device. Our analysis was performed on
a machine with an Intel Xeon E5-2620 V3 (2.40 GHz), 128 GB RAM, running Ubuntu 18.04.3
as the host OS, and OpenJDK 1.8.0_171.

As described in Section 6.4, we used ACMiner [GI19b] to mine the authorization checks
of the AOSP 9.0.0 middleware and applied FReD to the deputies in the middleware to detect
possible instances of security sensitive file access re-delegation. We then manually analyzed
the possible re-delegation instances to determine if the deputies were behaving correctly or
represented vulnerabilities.

Overall, ACMiner took about 1 hour and 45 minutes to output the authorization checks
for the Android middleware of AOSP 9.0.0. In addition to this, FReD takes approximately 10
minutes to construct a complete list of the security sensitive file paths, 1 hour and 16 minutes
to extract the intermediate expressions, and 12 minutes to convert the intermediate expressions
to regular expressions and match them to the security sensitive file paths in order to detect
re-delegation instances. While optimization of FReD is possible, the time required by FReD to
detect re-delegation instances is comparable to that of ACMiner.

In the remainder of this section, we proceed to highlight the characteristics of the matched
file paths in Section 6.5.1 and then discuss the vulnerabilities identified in Section 6.5.2.

6.5.1 File Characterization

Our characterization of the matched files is guided by the following research questions:

RQ1 What types of files are potentially being accessed by deputies in the Android middleware?

RQ2 In what ways is the Linux layer restricting access to files potentially accessed by the
middleware?

Within the Linux layer of Android, FReD identified 139,463 security sensitive file paths that
could potentially be re-delegated by deputies within the middleware. Through the extraction
procedure outlined in Sections 6.4.2 and 6.4.3, FReD produced 7,244 intermediate expressions,
which when simplified and transformed, correspond to 557 unique regular expressions. When
applied to the 139,463 security sensitive file paths, FReD found 3,153 intermediate expressions
corresponding to 153 regular expressions that matched 697 security sensitive file paths. These
697 file paths and their deputies are possible sources for security sensitive file access re-delegation
by the middleware. We plan to publicly release this mapping between service RPC entry points
and security-sensitive files.
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Figure 6.4 The number of files matched by where they are stored.

Figure 6.4 provides an overview of the types of security sensitive files matched by to deputies
of the middleware (RQ1). While it appears that many of the deputies are accessing files within
the /dev directory, a majority of the recorded files are the result of the deputies openDvbDevice

and getDvbDeviceList in the TvInputManagerService listing all the files within the directory.
These system-restricted deputies iterate over the files in /dev using a regex to find the devices
it should access. On the other hand, /data/system, /data/system_ce, /data/system_de, and
/data/vendor_de are primarily paired with core system services (e.g., PackageManagerService

and AccountManagerService) since they contain important configuration files, persistent storage
copies of runtime settings, and databases.

The files matched to the deputies of the middleware correspond to 16 unique UIDs and
GIDs (RQ2). As Figure 6.5 illustrates, the majority of the files that are potentially accessed
by the middleware have either a system UID or GID. This makes sense, as the middleware
services run as with the UID system. Additionally, there are 138 matches from the Group audio.
However, once again this is largely a result of the deputies openDvbDevice and getDvbDeviceList

in the TvInputManagerService iterating over the files in the dev directory as described above.
For the remainder of the UIDs and GIDs, the number of file matches are relatively low with
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Figure 6.5 The number of files matched by the UIDs and GIDs assigned to the files.

only bluetooth and mtp having at least 10.

6.5.2 Vulnerability Study

Of the 697 files matched, FReD reported 118 deputies to be potentially re-delegating access to
486 of the matched files. For these deputies, 95 are accessible to third-party applications while
the remaining 23 are only accessible from other deputies within the middleware. Through a
manual review of the reported deputies, we found 10 deputies to be both accessible by third-party
applications and improperly re-delegating access to one or more of the matched files. We also
identified that 2 other deputies were re-delegating access to one or more of the matched files but
were only accessible to other deputies. The remaining 106 deputies were found to be operating
correctly as the matched files were either not accessible to a caller of the deputy at all or the
caller could only retrieve or modify a subset of the data in the file that it is by design allowed to
access.

Table 6.2 describes the vulnerabilities discovered through our analysis of Android 9.0.0 with
FReD. While some of the deputies may be re-delegating access to multiple files, from a security
standpoint, each deputy only contains a single vulnerability. We group the security sensitive file

113



Table 6.2 A description of vulnerabilities, along with the services in which they are present.

Deputy (RPC Service) Vulnerability Description
VC1: Data Manipulation

1. add (DBMS) A missing permission check for writing to system log files allows any app
to record system restricted logging information.

2. removeSharedAccountAsUser (ACMS) Missing check isAccountManagedByCaller allows apps of the current user
to remove shared accounts they do not manage.

3. renameSharedAccountAsUser (ACMS) Missing check isAccountManagedByCaller allows apps of the current user
to rename shared accounts they do not manage.

4. invalidateAuthToken (ACMS) Missing check isAccountManagedByCaller allows callers to invalidate an
authorization token for an account they do not manage.

5. updateCredentials (ACMS) Missing check isAccountManagedByCaller allows callers to update the cre-
dentials of an account they do not manage.

VC2: Data Leaks
6. getSharedAccountsAsUser (ACMS) Missing check isAccountManagedByCaller allows apps of the current user

to get shared accounts they do not manage.
7. getPreviousName (ACMS) Missing check isAccountManagedByCaller allows any caller to get the pre-

vious name for an account they do not manage.
8. isCredentialsUpdateSuggested (ACMS) Missing check isAccountManagedByCaller allows non-managing callers to

see if the account credentials should be updated.
9. getTotalBytes (SSS) Missing check for PACKAGE_USAGE_STATS allows any app to get the size of

system restricted directories /system and /data.
10. isStorageLow (PMS) A lack of any authorization checks allows any app to determine if the

system restricted directory /data is low on space.
VC3: System Restricted

11. pullData (SCS) Missing check for READ_NETWORK_USAGE_HISTORY allows system entities
access to GID net_bw_stats restricted files.

12. dumpHeap (AMS) Arbitrary file path input allows system entities to write to any file the
accessible by the ActivityManagerService.

ACMS=AccountManagerService; AMS=ActivityManagerService; DBMS=DropBoxManagerService; PMS=PackageManagerS-
ervice; SCS=StatsCompanionService; SSS=StorageStatsService

access re-delegation vulnerabilities into 3 categories: (1) those that manipulate data in the file(s),
(2) those that expose data from or about the file(s), and (3) those that are only vulnerable to
other system services and applications.
Threats to Validity: We verified all potential re-delegation instances through a manual
inspection of the Android middleware code. Though we have not created proof of concepts for
these vulnerabilities, we are currently working with Google to determine their validity and to
resolve any flaws in the platform.
VC1: Data Manipulation: As shown in Table 6.2, FReD identified 5 vulnerabilities that
enable a third-party application to access or manipulate data in security sensitive files. The first
deputy, add in the DropBoxManagerService, allows any caller to clear system logging information
which may hide evidence of an attack. A call to add allows the caller to write a data packet of
any form to a temporary log file in the /data/system/dropbox with ownership system:system.
However, as Figure 6.1 shows, continuous calls to add cause the deputy to clear older logging files
when the device is low on space or the number of files exceeds 1000. As such, an attacker could
hide evidence of their attacks by manipulating this deputy. Additionally, all read operations
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for the files in this directory are protected by the system level permissions READ_LOGS or DUMP,
further indicating that the data in these files are only intended to be used by the middleware.

On the other hand, deputies 2→5 allow third-party applications to manipulate data in
the multiple files managed by the AccountManagerService. For the purposes of this discussion,
we focus only on the key database files of /data/system_de/0/accounts_de.db and /data/sy-

stem_ce/0/accounts_ce.db as they are the main source of the vulnerabilities. Both database
files have ownership system:system. In a multi-user system, removeSharedAccountAsUser and
renameSharedAccountAsUser both allow any application running on the current user to remove
or rename the shared accounts (e.g., Facebook) of that user. Account manipulation is typically
restricted to the application that manages the account. However, through these deputies, any
application can modify the shared account data in the two database files, data which requires the
caller to have the system level permissions MANAGE_USERS and CREATE_USERS to create. Similarly,
invalidateAuthToken and updateCredentials both manipulate data in these databases, allowing
any application to affect portions of the databases. The last two vulnerable deputies were
previously identified by ARF [GI19a] in Android 8.1.0.
VC2: Data Leaks: FReD identified 5 deputies (6→10 in Table 6.2) that leak data from security
sensitive files to third-party applications. getSharedAccountsAsUser, like 2→3, affects data in
the databases managed by the AccountManagerService. It allows any application running on the
current user to get a list of the accounts for that user, an action that is typically restricted to
the application that manages the account. Similar to 4→5, getPreviousName and isCredential-

sUpdateSuggested both manipulate data in the same databases and were previously identified
by ARF [GI19a] in Android 8.1.0. On the other hand, deputies 9→10, return information
about security sensitive files, with getTotalBytes returning the size of /data and isStorageLow

returning if /data is low on space. /data has ownership system:system.
VC3: System Restricted: While the goal of FReD is to detect re-delegation instances that
are exploitable by third-party applications, detecting vulnerabilities that can not be directly
exploited by third-party applications is still important [GI19a]. In examining the deputies that
are system restricted we identified 11→12 to be re-delegating access to security sensitive files.
pullData in the StatsCompanionService accesses the file /sys/fs/bpf/traffic_uid_stats_map to
retrieve network statics information. This file is assigned the GID new_bw_stats which is mapped
to the permission READ_NETWORK_USAGE_HISTORY. However, as the deputy only checks its caller
for the system permission STATSCOMPANION, the policy of this deputy is inconsistent with that of
the permission mapping for the Linux layer. Uniquely, dumpHeap in the ActivityManagerService

does not re-delegate access to any single file. Instead, the deputy takes as an argument a file
path where the heap should be dumped and writes it to this location. As such, this deputy can
be used to overwrite files accessible to the middleware services with nonsense data. However,
the deputy is restricted to being called by callers with the permission SET_ACTIVITY_WATCHER,
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a system permission. As such, the scope of this vulnerability is limited. We do note that the
deputy is used for the adb shell am dumpHeap command. However, paths supplied through the
shell to dumpHeap are restricted to dumping files in the /data/local/tmp directory by SELinux
policy.

6.6 Limitations

As FReD relies on ACMiner [GI19b] for its analysis, it retains many of its limitations. These
limitations include the limitations shared by static analysis tools of Android (e.g., native code,
runtime modifications, reflection, dynamic code loading, and Message Handlers), the inability
to reason about authorization check ordering, and manually defined input. In addition to the
manually defined input of ACMiner, FReD requires additional input from a domain expert to
define the file methods used for file path extraction. Furthermore, FReD is only able detect the
potential re-delegation of files opened within the Java code of the middleware. As the analysis
of native code is a common limitation of many static analysis tools, we leave the detection of
files accesses through java native interfaces (JNI) and the hardware abstraction layer (HAL) to
future work. Moreover, as the access control policy of the Linux layer is defined at runtime along
with many of the files in the system, FReD can only detect re-delegation instances for files that
exist on the device at the time the file system dump is produced. Finally, as the extracted file
paths are sometimes dependent on runtime generated values (e.g., values from databases, RPC
callers, package information, etc.), FReD does its best to approximate these values by replacing
them with .* in the regular expressions. This is inherently a source of noise in the analysis of
FReD. However, overall they have a minimal effect on FReD’s ability to detect re-delegation.

6.7 Conclusion

The Android middleware provides an abstraction layer that prevents untrusted third-party
applications from accessing sensitive resources directly. These system services are a form of
privileged deputies, which are common to most operating systems. However, since this access
control is hand-coded into the deputy, there is a possibility for confused deputy vulnerabilities.
This chapter proposed FReD, a static program analysis tool that derives a mapping between
the RPC entry points in Android’s system services and the security sensitive files that they
access. We combined this mapping with the access control policy specified at the entry points
and Unix permissions specified on files to identify file re-delegation. We then inspected all
file re-delegations to determine if they can be abused by callers. In doing so, we identified 12
confused deputy vulnerabilities in Android AOSP version 9.0.0, 10 of which are accessible to
third-party applications. These results demonstrate that even when sound security architecture
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is used, static program analysis is needed to prevent subtle vulnerabilities.
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CHAPTER

7

CONCLUSION AND FUTURE
DIRECTIONS

In this dissertation, we demonstrate that the complex nature of the feature-rich runtime
environments of modern computing platforms (e.g., Android) results in vulnerable access control
enforcement in these platforms through the development of tools to detect such vulnerabilities.
Chapter 4 introduces ACMiner [GI19b] which we use to analyze Android 7.1.1. In doing so,
we identify 28 vulnerable APIs resulting from missing authorization checks, providing evidence
for the existence of vulnerable access control enforcement in modern computing platforms. In
Chapter 5, we present ARF [GI19a] and use it to identify 86 vulnerable APIs in Android 8.1.0.
These vulnerabilities stem from the complex interconnected relationships of the APIs in the
Android platform and provide further evidence for our thesis. Finally, Chapter 6 introduces
FReD which we use to analyze Android 9.0.0, identifying 12 vulnerable APIs in Android platform
that are a result of the interactions between the Android platform and its traditional Linux
underpinning. These vulnerabilities demonstrate the continued existence of vulnerabilities within
the access control enforcement of the Android platform across three recent major iterations
of the platform, providing strong evidence of the need for continued research into improving
the detection and mitigation of such vulnerabilities within Android as well as other modern
computing platforms.

The design of the tools and findings from Chapters 4-6 point to several potential topics
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for future research into the access control enforcement of modern computing platforms. These
topics include:

• Multi-User Enforcement: A reoccurring theme throughout all three chapters is the
existence of weaknesses in Android’s enforcement of separation between multiple users on a
single device. Recent versions of Android have supported the existence of multiple physical
users on a single device. However, as Android’s access control was initially designed around
a single user model that co-opted traditional user identifiers (i.e., UIDs) for use in isolating
applications (see Chapter 2), the access control of Android required a significant redesign
to support separation not only between applications but also applications for multiple
users [Goo19b]. As this implementation has not been seriously vetted, the security of the
Android platform could benefit from a targeted analysis and verification of Android’s
multi-user enforcement mechanisms.

• Re-Delegation of Entry Points Restricted to Administrator Applications:While
a majority of the middleware access control is enforced by checking the caller for security
related identifiers such as permissions, UIDs, and PIDs, some services of the middleware
are largely restricted to be accessed to a single type of special caller. For example, the
majority of the entry points in the DevicePolicyManagerService and AccountManagerServ-

ice can only be called by special device administrator applications or applications that
manage a specific account (e.g., Facebook and Dropbox) respectively. As Chapters 5 and 6
were primarily interested in vulnerabilities that could be exploited by normal third-party
applications, these restrictions were treated the same as other special callers (e.g., those
with the UID system or root). However, while a few extra steps are involved when an
application is installed, it is still possible for third-party applications to take on the role of
a device administrator or account manager. As such, improving the analysis techniques of
Chapters 5 and 6 so both ARF [GI19a] and FReD are able to properly reason about the
access control of entry points that are restricted to special third-party callers may reveal
new vulnerabilities and new instances of re-delegation within the Android platform.

• Cross Language Analysis: While a majority of the middleware code base is constructed
from Java code, some portions of the middleware are written partially or entirely in native
code (i.e., C and C++). Indeed, some services make calls through the Java native interface
(JNI) and hardware abstraction layer (HAL) [Goo19a; Goo19b] to native libraries and
services in order to perform resource heavy operations faster or access special hardware
devices. Moreover, some services, such as the CameraService, are entirely written in
native code and thus were omitted from the analysis of all three chapters. However,
a recent vulnerability in the Camera application that works closely with the CameraS-

ervice reveals the need for a proper review of the access control enforcement of such
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services [Win19]. Thus, by analyzing the native code of the middleware in conjunction
with the analysis of Chapters 4-6, new vulnerabilities may be reveled pertaining to access
control misconfigurations as well as the re-delegation of permissions and file access.

• Other Modern Computing Platforms: While Chapters 4-6 target the Android plat-
form, it is not the only modern computing platform to have implemented the application
model. As such, other modern computing platforms could benefit from vetting techniques
similar to those in this dissertation since they likely suffer from similar weaknesses in the
access control enforcement mechanisms. iOS, for example, uses a similar application model
to that of Android, but the design of the underlining platform supporting its applications
is significantly different. Moreover, while some research has evaluated the access control
mechanisms of the platform and discovered weaknesses in its design [Den15; Des16; Des18;
Des20], iOS has not been a popular research target because of the closed nature of the
Apple products. Due to the popularity of the application model, even traditional computing
platforms are being slowly transitioned into modern computing platforms. macOS, for
example, is being slowly transitioned to a modern computing platform as Apple has both
introduced privacy settings similar to iOS and made it easier to port iOS applications to
macOS through integration of their APIs [Lar18]. Similarly, Microsoft has been pushing
for the use of its app store in Windows 10 by providing a Universal Windows Platform
(UWP) [Mic19] API that allows developers to create applications that can be used across all
Windows 10 devices. Further still, Linux has recently been pushing for the use of packaged
and sandboxed applications distributed through application markets (i.e., flatpaks for
Fedora and snaps for Ubuntu). However, as with Android and iOS, the integration of
these complex systems and APIs with the underlining platforms is likely to introduce new
vulnerabilities into the access control enforcement of the platforms.

• Access Control for IOT Devices: The Internet of Things (IOT) is currently a popular
topic of security research in both the public and industrial domain. Indeed, Apple, Google,
and Amazon recently formed the Project Connected Home Over IP group to standardize
smart home device communication [Rac19]. However, much of the security research into
connected devices has focused on the correctness of IOT policy, treating the mechanisms
that enforce the policy as a black box that is assumed to be implemented correctly. As
seen with Android and many other platforms, such assumptions are rarely correct and are
often an avenue for the persistence of vulnerabilities in complex systems.
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