
ABSTRACT

ALBERGO, NICHOLAS JAMES. Vision-Based Communication as a Formalized Language for
Robotics: A Model-Free Approach Using Dense Optical Flow and Contour Analysis. (Under the
direction of Doctor Kevin Han).

Transmitting information through movement or gestures has a long history and is especially

valuable when other communication modalities are impaired or unavailable. This research

explores vision-based communication (VBC), specifically utilizing motion and light, which

enables collaboration among agents without relying on networking protocols or hardware.

Unlike traditional robot-to-robot communication, which depends on networked data transfer

and is vulnerable to failures or environmental interference (e.g., electromagnetic disturbances

and crosstalk), VBC provides a robust alternative that remains unaffected by such disruptions.

Additionally, it can serve as a common language channel between heterogeneous agent types,

potentially include humans and robots. This work contributes to robotics by developing a

vision-based pseudo-language using formal grammar structured and logically constrained

by an augmented transition network (ATN). The ATN is formulated through an iterative open

coding process on relevant robotic literature to find pertinent symbols that represent common

robotic actions, entities they act on, and parameters they might use. Symbols in the language are

encoded via discrete units of information known as lexical vision units (LVU). For the motion-

based communication (MBC) component, this consists of analyzing the summation of optical

flow field magnitude vectors inside contours that are delineated by directional shifts in motion

mapped to an LVU. With respect to light-based communication (LBC), disjoint sequences of

pulses are used instead. These techniques do not require deep learning models, a common

trend in MBC research that can inhibit generality and introduce computational overhead. Both

motion and hybridized data sets are used, where the hybrid evaluation combines both MBC

and LBC decoding in a singular system to test its feasibility, performance, and introduce high-

intensity proximal noise. The decoding framework is optimized using an array of parameter

tuning tests in various lighting conditions to empirically measure the efficacy of an optical flow-



based VBC strategy in challenging circumstances. Evaluation on the pure motion-based data

in a real-world lab environment under nominal and dim lighting conditions yields a combined

decoding accuracy of 90.8%, which can improve to 95.8% and 88.2% with optimal tuning,

respectively. Additionally, under these conditions and data, frame rates of approximately 60

and 35 frames per second are achieved for each lighting corresponding lighting. Performance

increases significantly when actively decoding messages, reaching 700-1000 frames per second,

after a region of interest (ROI) is constructed during the process of requesting communication.

Evaluation on the hybridized data using a more tuned version of the decoding algorithm yields

an overall mean accuracy of 85.9% with frame rates of 30 and about 400 for the base and ROI

performances, respectively, across both testing conditions. These results validate the efficacy

of using a flexible, model-free, language-based approach to VBC.
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CHAPTER

1

INTRODUCTION

Visual communication has been a fundamental aspect of interaction across species, with

evidence suggesting its use predates auditory communication in humans (Stokoe 2001). It

enables information exchange without the need for spoken language or, in the context of the

modern era, conventional network-based protocols.

Traditional robot-to-robot communication consists of physical data transfer via networking.

However, in the event of a network failure or disruption, this modality of communication cannot

be relied on. For instance, natural phenomena, such as the absorption of electromagnetic

waves via water, can negatively impact the communication channel (Lunkenheimer et al. 2017).

Unforeseen events and disasters such as outages, overloaded networks, or even direct attacks

on the network can also interfere and inhibit communication (Hu et al. 2023; Burgess 2022).

There are several types of non-networked communication that can help to alleviate these

1



concerns, including motion, light, digital display, or speech synthesis. These communication

modalities can facilitate fast and effective collaboration between multiple agents (e.g., robots

and humans) without the need for networking protocols. They also alleviate the need to intro-

duce additional hardware, such as networking infrastructure, augmented reality headsets, or a

physical controller. This entirely removes the reliance on networking capabilities and hardware

for communication, and can be used either as a backup protocol or the primary method when

networking is not an option or likely to be inhibited. Additionally, they can serve as a common

language channel between both human and robotic agents, and enable those not involved in

the initial communication to join in without preparing beforehand.

However, motion-based communication (MBC) stands out among these unconventional

methods for the following reasons. Displays and light-based systems suffer from areas of high

contrast or light intensity, while audio communication is evidently ineffective in vacuums or

underwater (Fulton et al. 2022). Also, motion is not a unique attribute and has the potential to

be generalized in both organic and robotic agents that are capable of some form of actuation.

Depending on the implementation of the MBC framework, agents would not require any

additional hardware such as displays, speakers, or supplementary light-emitting diodes (LED).

Utilizing motion to communicate can therefore be seen as an affordable and intuitive way to

adapt a universal language across both robots and humans going forward. Because of these

reasons, research in the �eld of MBC has gained momentum recently.

Nevertheless, it may also be possible to supplement MBC with similar network-free modal-

ities such as the ones previously mentioned. Leveraging the strengths and weaknesses of

different paradigms in this way can enable a robust and ef�cient alternative communication

method.
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1.1 Research Overview

1.1.1 Problem Statement

Existing MBC research involves using prede�ned trajectories (Raghunathan and Baillieul 2009b;

Nishimura and Schwager 2018), poses (Fulton et al. 2022; Enan et al. 2022), gestures (Kondaxakis

et al. 2014; Jirak et al. 2020) (deictic, mimetic, or a form of sign language), or some combination

(Van�c et al. 2023) to convey information. While these methods have proven to be effective,

the communication paradigm and design choices made are largely holistic. In other words,

each encoding maps to a speci�c meaningful phrase or is uniquely de�ned (see Section 2.1 for

details). Modern MBC research also generally trains and queries some form of model without

entirely exploiting the underlying motion itself. Thus, there is a lack of modularity and �exibility

and additional computational overhead when interpreting encoded messages.

To address these concerns, this research organizes generalized tasks performed by robots

into a formal language represented by an augmented transition network (ATN) (Woods 1970).

Each node is encoded via a discrete quantity of units called lexical vision units , or LVU. The

ATN serves as the underlying grammar and syntax rule structure for the proposed MBC pseudo-

language. Implementing an MBC framework that leverages formal grammar enables more

�exibility and usage of natural language when communicating with motion when compared

to traditional MBC frameworks. This has the potential to enable more adaptive and robust

collaborative task performance across a wide variety of domains.

For MBC, these discrete signals translate to segments of motion. However, they can be

easily mapped to other communication modalities. Although this dissertation predominantly

focuses on MBC, light-based communication (LBC) is explored and evaluated using the same

underlying language structure and a single LED. This is done to both demonstrate the �exibility

of the language and to empirically measure the ef�cacy and introduction of noise by other

network-free modalities when used in combination with MBC. When referring to these two

network-free modalities in a combined, hybridized system (MBC and LBC) the term vision-
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based communication (VBC) is used going forward.

Figure 1.1: Overview of the the investigation and implementation for addressing RQ1, RQ2,
and RQ3 (ordered from top to bottom).

1.1.2 Research Questions

The research questions (RQ) investigated in this dissertation therefore are as follows:

RQ1: What are the most frequently used robotic actions, entities these actions act upon, and

parameters required for a robot to be capable of carrying out prevalent tasks? How can these
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be organized into a �exible language structure?

RQ2: How can this language be optimally communicated using general motion without the

need for a model?

RQ3: Is it feasible to extend this communication framework using other network-free modalities

such as LED communication? How does the additional noise affect MBC when using a hybrid

system?

To address these research questions, this dissertation focuses on implementing VBC as a

pseudo-language. This language is structured to facilitate generalized and ef�cient model-free

VBC while laying a foundation for a re-con�gurable language between autonomous robotic

agents and potentially robotic agents and human operators.

In detail, RQ1 is addressed by performing open coding (Creswell and Poth 2016) on several

robot action research papers and corpora (Pantano et al. 2022; Ahn et al. 2022; Vanzo et al. 2020;

Markievicz et al. 2015) and existing ontologies (Tenorth and Beetz 2009, 2013; Stenmark and

Malec 2013; Goncalves and Torres 2015; Lemaignan et al. 2010; Diab et al. 2019) represented

by OWL �les (W3C Web Ontology Language (Dean et al. 2004)). This yields a preliminary

language-based ontology which is then contextualized within the MBC paradigm. The �nal

result is an ATN and formal grammar consisting of the following syntactic groups : category

types, atomic nodes , action types , entity types , value types , and values. Each group consists

of individual symbols . Non-value symbols in the language are then assigned a priority based

on their frequency and relevance across all works analyzed, which designates how they are

encoded (values use a slightly different encoding scheme - see Section 3.4.2).

Furthermore, RQ2 is addressed by developing a motion-based framework to encode and

decode the symbols found from RQ1. Encoded motion consists of alternating clockwise and

counter-clockwise movement inside a communication window from a Universal Robots UR5e

arm (see Figure 1.2 for a simple illustrated example). Dense inverse search (DIS) (Kroeger et al.

2016) based motion analysis coupled with contour detection and tracking supplemented by a

Kalman �lter (KF) is used to decode the motion-based symbols. Bayesian optimization (Jones
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et al. 1998; Brochu et al. 2010) and iterative search methods are used to select an optimal set

of parameters when evaluating the system from various distances and lighting conditions in

a lab environment. The ef�cacy of this method is compared to state-of-the-art (SOTA) MBC

research.

Figure 1.2: Illustration of the communication paradigm for RQ2: encoding with discrete,
oscillating motion-based segments delimited by directional shifts in movement.

To answer RQ3, the ATN encoded symbols are implemented using LEDs. Encoding involves

utilization of timed pulse sequences with a set gap in between them called the inter-pulse inter-

val or IPI (see Figure 1.3 for a simple visualization). Optical �ow is not necessary for this portion

of the framework, but it is combined with the MBC decoding process to measure performance

and accuracy using a hybridized system and simultaneously interpret both LBC and MBC
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symbols. Additional preprocessing such as masking input with a Fast Fourier Transform (FFT)

to �lter high-frequency components is implemented for MBC to attenuate noise introduced by

LED signaling in close proximity to the robot. Human agent communication feasibility is very

brie�y investigated to gain insight on the challenges of human signaling within the framework

and explore the utilization of the MBC decoding process on other, non-robotic agents.

Figure 1.3: Illustration of the communication paradigm for RQ3: encoding with timed LED
pulses, with the inter-pulse interval gap serving as the delineator (akin to directional shifts
from RQ2).

An overview of the steps taken for investigating RQ1, RQ2, and RQ3 can be seen in Figure

1.1.
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1.2 Summary of Contributions

The contribution from this research is as follows: (1) the development of an adaptable robotic

task collaboration ATN that serves as a foundation for a novel language-based VBC framework.

(2) Usage of encoded symbols as components of a language rather than holistic messages,

which enables �exible communication and language expansion using semantic information in

each symbol. Additionally, by leveraging the hierarchical structure of an ATN, this method helps

minimize the number of required uniquely encoded symbols. (3) Implementation of a model-

free motion detection system for VBC using optical �ow. This is done because movement is

not unique to any agent type (robotic or human), and not relying on a deep learning model

helps to increase generality as well as drastically reduce computation overhead when decoding.

(4) Simultaneously decoding motion and light signals within a single, model-free framework

and the (5) evaluation of the disruptive effects of this hybridized VBC system on each of the

respective modalities to gain insight on feasibility.

1.3 Dissertation Structure

The rest of this dissertation is organized as follows. Chapter 2 contains related works pertaining

to modern VBC research along with their limitations in Section 2.1. Additionally, a background

review of the methodology and concepts utilized in this paper is provided in Sections 2.2-2.5.

Chapter 3 outlines the open coding steps for constructing the formal grammar and encoded

symbols within the associated ATN, including intermediate ontological development (Section

3.2.1) and the re�ning process (Sections 3.2.2 and 3.3). Chapter 4 covers two methods for the

MBC decoding framework: a preliminary version (phase 1, Section 4.3) and a re�ned version

(phase 2, Section 4.4). These two methods (and their respective data sets) are compared at the

end of the chapter. Chapter 5 discusses the design and implementation of a LED decoding

framework using the formalized ATN and a hybrid data set that includes both LED light pulses

and UR5e motion in Sections 5.3.1-5.3.6. The phase 2 MBC framework is also augmented to
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help mitigate the additional noise, resulting in phase 3 MBC. This �nal hybridized framework

is compared to the previous framework similarly to Chapter 4, and the results of phase 3 MBC

decoding all messages from each of the three phases is listed in Appendix C. The dissertation

is concluded with a summary, overarching discussion of limitations and challenges, and the

future scope and practical implications of the research in Chapter 6.
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CHAPTER

2

THEORETICAL BACKGROUND AND

RELATED WORK

Chapter 2 covers both the literature review and theoretical background pertaining to the rest of

the research presented in this dissertation. Namely, Section 2.1 deals with the related work in

the �eld of VBC, including a summary of the limitations and challenges in Section 2.1.5 that are

addressed by the research questions. The remainder of the Chapter presents a literature review

and technical background on the primary concepts used within the methodology for Chapters

3-5. Section 2.2 and 2.3 discuss the background predominantly used in Chapter 3. Namely,

Section 2.2 brie�y discusses the theory and purpose of ontologies, speci�cally pertaining to

robotics, and Section 2.3 outlines concepts of formal grammar relevant to this dissertation.

Sections 2.4 and 2.5 pertain to both Chapters 4 and 5. They include a literature review and
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provide technical details relating to optical �ow (Section 2.4) and image processing techniques

such as preprocessing and object segmentation (Section 2.5) used in this research.

2.1 Visual Communication in Robotics

MBC deals with encoding a message between agents via a pose, gesture, or motion and in-

terpreting the message using computer vision techniques, primarily without the usage of

networking protocols. These agents can consist of robots, humans, or some mix of the two. The

capability to engage in multi-agent communication with both human and robotic agents is a

crucial bene�t of MBC, along with the aforementioned resilience to networking impediments.

Modern robotic MBC research therefore explores robot-to-robot (R2R),robot-to-human (R2H),

human-to-robot (H2R), and multi-agent communication (which includes both types of agents

in the loop).

LBC uses a some form of light (i.e. LEDs, digital displays, lasers) to convey information via

R2R or R2H. In the context of this research, the primary focus is on LBC in the form of visible

light that can be perceived by humans . Methods such as optical wireless communication (OWC)

are therefore out of scope. The VBC techniques explored in this research encompass those in

the MBC domain (gestures, poses, trajectories, or some combination) and LBC.

Sections 2.1.1-2.1.3 cover the major MBC encoding paradigms in recent MBC research. For

simplicity, a gesture-basedsystem is one that uses an end effector (or human hand) to point

(deictic), perform some form of sign language ( mimetic ), or specify a quantity ( quanti�cation ).

Pose-basedMBC involves utilizing an agent's con�guration space (C-space) to encode informa-

tion using a series of joint rotations. Lastly, trajectory-based MBC involves encoding through

movement along a path. Section 2.1.4 covers modern network-free LBC research for R2H and

R2R communication. A visual of the 4 main types of visual communication covered (gesture,

pose, trajectory, and other non-motion VBC can be seen in Figure 2.1.
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Figure 2.1: Four examples of visual communication, including (a) gesture-based, (b) pose-
based, (c) trajectory-based, and (d) other non-motion, visual modalities such as digital dispalys
(left) or LEDs (right).

2.1.1 Gesture-based

Perhaps the predominantly studied and applied modality for network-free MBC, gesture-based

encoding employs deictic, mimetic, or quanti�cation gestures from the agent. During task

collaboration, it is imperative that all agents involved have aligned symbolic representation

of objects in the environment. An effective solution to this challenge has been through the

use of deictic gesturing. Kondaxakis and Gulzar (2018) implement a decentralized planning

framework between two robots where symbols are grounded via physical pointing. The gestures

are detected using their developed method from a precursory paper (Kondaxakis et al. 2014)

that leverages the Robot Operating System's (ROS) Point Cloud Library (PCL). As the focus

of their research is on grounding symbolic representations via gestures, the framework still

relies on traditional networked communication to signal the objects identities and ensure both
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robots are prepared for the pointing process. Despite laying the groundwork for deictic gesture

usage in multi-robot collaboration, it is not purely MBC and therefore is susceptible to the

aforementioned challenges of using a network to transmit information.

Aside from attempting to solve the grounding problem, gestures are commonly used as a

common language channel between humans and robots. Van �c et al. (2023) propose a pseudo-

language for human-robot interaction (HRI) by implementing a framework using a combina-

tion of deictic, mimetic, and quanti�cation gestures in addition to teleoperation. This setup

requires Leap Motion Controller (Weichert et al. 2013) and a gesture classi�cation model (Vanc

2022) to recognize the encoded gesture-based signals real-time. Although this research frames

the MBC paradigm as a language, the usage of a model can pose challenges when attempting

to utilize the language beyond H2R communication using a humanoid hand.

There are a plethora of other gesture-based H2R communication frameworks, generally

leveraging deep learning paradigms such as convolutional neural networks (CNNs) (Ali Yildiz

2023) and large language models (LLMs) (Kobzarev et al. 2025), or making use of Google's

MediaPipe (Lugaresi et al. 2019) within the perception pipeline. Gesture recognition has greatly

improved recently both with effective range (Bamani et al. 2024) and accuracy largely due to

improvements in arti�cial intelligence. However, there is still the challenge of communication

�exibility, such as customized gestures to carry out a certain task or function (Hussain et al.

2024). The majority of these utilize gestures as a feedback mechanism, such as signaling the

robot to stop or slow down, rather than selecting and conveying information from a de�ned

lexicon of messages. The exception is Van �c et al. (2023), but again their implementation is

model-reliant.

2.1.2 Pose-based

In the context of this research, the salient components of the pose of an agent are the roll,

pitch, and yaw orientations of its body (or end effector, in the case of a robotic manipulator).

Encoding from Koreitem et al. (2019) is done using a set of ordered lists, called a code, where
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each element is a particular pose con�guration (i.e., roll, pitch, yaw) in which the orientation

space is binned. Their work focuses on minimizing a cost function across all codes. For each

possible pose con�guration, the cost is calculated by three factors: probability of occurrence,

detection error of their orientation regressor, and time to execute. Decoding is performed via

CNN-based pose estimation. As the main focus is the optimization of the encoded messages

with respect to time, energy, and accuracy, there is less of an emphasis on �exibility. Using a

pose estimation model limits generality, and each pose encodes a pre-built, holistic message.

Gao and Chen (2022) attempt to apply human pose estimation to the industrial robotic

arm domain. Six-axis robot arms contain less joints and "simpler recognition contexts" than

human beings. By applying knowledge distillation, a more complicated model of human pose

estimation can be utilized to train an ef�cient 6 degrees of freedom (DOF) robotic arm pose

estimator. The teacher model is trained with traditional softmax cross-entropy loss functions

with a modi�ed human pose dataset. Their approach to calculating industrial robot pose

consists of classi�cation of pixels as background versus ROI to gather a rough estimate of

dense coordinates, extraction of the exact coordinates via region-based dense regression,

and prediction of 2D pose for each region by taking the median point of the dense points.

SoftMax cross-entropy isn't ideal for conveying pose information as it is most useful for object

classi�cation. To deal with this, the authors use a loss function based on mean squared error

(MSE) to compute the offset between the teacher and student model joint predictions.

Although using pose as a method of encoding messages is popular in modern MBC research,

it can be supplemented with trajectory information as well. Research from Enan et al. (2022);

Fulton et al. (2022) mainly use pose-based encodings, but some of their messages also contain

trajectories. For instance, in Enan et al. (2022), the message “GO TO LOCATION" is de�ned

by rolling 45-degrees, moving forward and then backward twice, and then proceeding to the

desired location. Their research is the �rst to create a uni�ed HRI and robot-robot interaction

motion-based framework in which both the human operator and robot can interpret the

gestures. In addition, it is the �rst MBC research to utilize self-attention (Vaswani et al. 2023) for
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decoding. User-de�ned gestures can also be de�ned to extend the language via con�guration

�les.

However, as previously mentioned, pose-based MBC research has not taken full advantage

of the potential generality of motion. That is, there is information contained in the motion

itself rather than the pose that can be used as a sort of lexicon. In the example from Enan

et al. (2022), the individual words go to and location and their respective semantics are not

encoded. Therefore, adding another unique message relating to movement, for instance “GO

TO AGENT," would require an entirely unique encoding, potentially even unrelated to the

original one. Additionally, while the usage of deep-learning models enables potentially high

precision, it comes at a high computational cost and can limit the ability to generalize the

communication framework to other robots.

2.1.3 Trajectory-based

Perhaps the least common method of modern MBC information encoding is, somewhat ironi-

cally, by using only the motion itself. Earlier research (Raghunathan and Baillieul 2008, 2009a;

Jones and Andersson 2013) paved the way for MBC by showing pre-de�ned symbols are able

to be reliably encoded and communicating by leveraging the trajectory of a robot. These works

focused primarily on the optimization of the communicating robot's (i.e. the sender) movement

with respect to minimizing energy cost and maximizing distinguishability.

Nishimura and Schwager (2018) expand on this work by placing the emphasis on the

decoding process (i.e. the receiver). Speci�cally, they assume both the sender and receiver's

relative poses to be unknown, and evaluation is performed in a simulated environment using

a simple pinhole camera model. Both the sender and receiver are unmanned aerial vehicles

(UAV). The encoding paradigm involves a 'codebook' of trajectory classes each consisting of 6

waypoints. A Multi-hypothesis Extended Kalman Filter (MH-EKF) (Kalman 1960) is used to

estimate the joint state of the sender and receiver robot using monocular red-green-blue (RGB)

camera data. To predict the trajectory class (decode the motion signal), the authors take an
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information theoretic approach where the receiver robot selects a control action such that the

entropy for the trajectory classi�cation distribution is maximally decreased.

Although these works utilize motion as the core of the encoding process, the decoding

techniques rely on a pre-built, holistic motion model, precise camera calibration, and a rel-

atively known, simulated environment. Again, since the trajectories are de�ned holistically,

a new unique trajectory would need to be created for each additional message added to the

framework, resulting in potentially poor scalability and �exibility.

2.1.4 Other Visual Modalities

Several studies have investigated the use of light as a signaling medium, leveraging its ability

to convey directionality and status without the need for direct interaction. In particular, Song

et al. (2019) demonstrated the effectiveness of LED lights to convey the robot's gaze direction,

allowing humans to interpret the robot's intent in a more intuitive manner. Their research

highlights the potential of light-based communication to maintain clear and concise interaction

signals. Sharma et al. (2020) expand on this by designing several signals using LEDs such as

gaze, movement, and direction. Similarly, Fernandez et al. (2020) explored how light signals,

akin to car turn signals, can help robots convey movement intent in shared environments,

improving their ability to cooperate with human users in both indoor and outdoor settings.

The work by Al-Turjman et al. (2022) extends this concept into industrial robot control, us-

ing LED-based optical communication to manage robot tasks in environments where wireless

communication is challenging. Though this research resides in the domain of OWC, it demon-

strates that light-based communication can be employed for ef�cient, secure, and relatively

interference-free control of robots, particularly in industrial settings, further reinforcing the

versatility of light as a communication tool.

However, the focus and usage of the auxiliary (non-motion) communication modality

research in this dissertation is to 1) encode it using the same underlying pseudo-language as

the MBC framework and 2) evaluate the feasibility of its use when decoded at the same time as
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MBC. LED-based communication research has yet to investigate this hybridized approach.

2.1.5 Challenges and Limitations

The unifying theme for modern MBC as a whole is the usage of deep learning models for speci�c

agents or types of movement and mapping encoded movement to holistic messages. This can

limit generality and the ability to easily extend the framework's lexicon. In these cases, creating

a new message or introducing a different agent can be a monumental challenge. Generally, R2R

LBC relies on OWC for transmitting data with specialized receivers and processing, making it

unsuitable for human interpretation. R2H LBC uses the same paradigm as modern MBC where

holistic information is conveyed (such as speci�c state or movement information). Similarly,

there has not been an attempt to create a language-based LED communication system that

can work alongside MBC.

Therefore, the model-free, formal grammar-de�ned framework introduced in this disserta-

tion is an attempt to create a more general, model-independent pseudo-language for VBC that

relies simply on the primitive concept of movement. Additionally, according to Fulton et al.

(2022), there has yet to be a framework attempting to combine multiple VBC modalities (such

as motion and LED) into a singular system. The proposed language in this research provides

adaptations to the aforementioned modalities.

2.2 Robot Action Ontologies and Corpora

Ontologies are formal representations of knowledge, typically organized in a hierarchical

structure. De�ned informally as an "explicit speci�cation of a conceptualization" by Gruber

(1993), the work by Guarino et al. (2009) further expands on the de�nition and purpose of an

ontology with respect to knowledge representation. They state that the 'conceptualization' is a

relational structure consisting of a set of entities, layouts of these entities, and relationships

between them. This emphasizes that ontologies structure knowledge in a machine-readable,
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well-de�ned, and commonly agreed-upon manner, making them essential for knowledge

representation and interoperability in AI and the semantic web.

The underlying logic in an ontology consists of individuals (a speci�c entity), classes (broad

concepts of entities), functions (mapping speci�c individuals to another), relations (associa-

tions between individuals or classes), and axioms (logical or formal constraints).

There are multiple classi�cations of ontologies, including the formalized level of the on-

tology (i.e. its language) (Olivares-Alarcos et al. 2019) as well as its scope (or classi�cation). A

formal language, such as W3C Web Ontology Language (OWL) (McGuinness and Harmelen

2004), uses de�ned semantics and interpretation whereas informal ontologies, such as the

Software Engineering Ontology (SEO) (Wongthongtham et al. 2007), do not provide logical

semantics but are more intent on establishing a general structure.

Classi�cations of ontologies include upper, reference, domain, and application ontolo-

gies Olivares-Alarcos et al. (2019). Upper ontologies cover general, broad topics or concepts

like objects and events. Reference ontologies outline shared representations for broad disci-

plines, such as providing “common sense" concepts for robotics. Domain ontologies cover

speci�c subject areas, such as construction, manufacturing, and industry. Finally, application

ontologies tailor domain ontologies to speci�c applications, such as welding in construction or

assembly tasks in manufacturing. This dissertation primarily focuses on domain ontologies in

relevant (i.e. industrial or similar concepts) areas, as well as reference ontologies for robotics.

To begin development of a formalized pseudo-language for VBC, open-source formal

ontologies and corpora that describe robotic processes and relationships are coded. This is

done to build an understanding of the literature as well as commonly used robotic skills and

interactions used in the industry. In addition to this, modern robotic domain, reference, and

application ontologies structured using OWL are coded to re�ne the language. This process is

described in detail in Chapter 3.
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2.3 Formal Language and Grammar

In his seminal paper (Chomsky 1956), Noam Chomsky introduces the concept of language

analysis and description using three distinct models. From least to most complex, these are

�nite-state grammars (FSG), phrase structure grammars (PSG), and transformational grammars.

A �nite-state grammar can be represented using a linear structure consisting of states and

is used for simple languages. They consist of an alphabet � , states Q (including an intitial

state q0 and �nal state F ), and a transition function or rules � . A simple example could be a

ticket-operated turnstile on a subway with:

� = f ticket ,pushg

Q = f locked,unlockedg

q0 = locked

F = unlocked

(2.1)

where the transition rules can be described by the Figure 2.2:

Figure 2.2: Basic example of a �nite-state grammar.

Phrase structure builds on this by adding hierarchical or recursive elements such that they

can represent more nuance in a language. It essentially adds 'memory' to handle nested or

recursive patterns.

19



Lastly, transformational grammars involve rules that manipulate the structure of the ele-

ments thus changing the semantics. For example, in the English language, the sentence "the

robot is powered" can be rearranged to "the robot is powered?" (in addition to appending a

question mark). The sentence itself is then changed from declarative to interrogative.

The Chomsky Hierarchy (Chomsky 1959), is then introduced in his 1959 paper, which cate-

gorizes formal grammars into four distinct types with respect to the range of languages they

are capable of describing. From Type-3 (least descriptive) to Type-0 (most descriptive): regular

grammars, context-free grammars (CFG), context-sensitive grammars (CSG), and unrestricted

(or recursively enumerable) grammars). With the exception of CSG (Type-1), these grammars

can be thought of as rigorously de�ned versions of the initial three grammars from the 1956 pa-

per. Regular grammars (Type-3) correspond to �nite-state grammars, context-free grammars

(Type-2) approximately correspond to phrase structure grammars, and unrestricted gram-

mars (Type-0) approximately correspond to transformational grammars. Context-sensitive

grammars require the context around a non-terminal, such as rules that include conditional,

context-dependent rewriting of symbols.

There are extensions to Chomsky's work, both with respect to types of grammar and mod-

els, that introduce concepts to deal with processing complicated languages. Among these is

the augmented transition network (ATN) (Woods 1970), a formal model of grammar used in

computational linguistics to represent syntactic structures, particularly for natural language

processing (NLP).

ATNs extend �nite state machines by incorporating memory and control structures that

allow for more complex transitions between states based on the input string. Unlike traditional

�nite state grammars, ATNs can process recursive structures and handle context-sensitive

dependencies, making them more suitable for modeling natural languages. In other words,

they are more expressive than a CFG as they can store memory and state information, but not

quite as powerful as an unrestricted grammar. They also lack some of the mechanisms of a CSG

such as the non-contracting rule , which allow arbitrary extensions of a strings length. Therefore,
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Figure 2.3: Augmented transition network approximate expressive power in relation to the
Chomsky Hierarchy. ATNs are more powerful than Type-1 grammars (CFG), and are roughly
on par with Type-2 grammars (CSG).

they fall somewhere between a CFG and CSG in terms of expressive power (see Figure 2.3). For

the purposes of this dissertation, an ATN serves as the foundational model for grammar and

syntactic rules within the pseudo-language.

In an ATN, states can represent syntactic groups or categories (e.g., noun phrases, verb

phrases), and transitions between these states might correspond to the application of gram-

matical rules. What distinguishes ATNs is their ability to store information (such as features or

substructure) during the parsing process, which enables the system to make decisions based

on previous states or processed information. This augmented memory allows ATNs to handle

long-distance dependencies and nested structures, which are common in natural language

syntax.
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2.4 Optical Flow

Optical �ow refers to the pattern of apparent motion between consecutive frames in an image

with respect to the relative movement between the camera and objects in the scene. It provides

information for motion detection, tracking, and scene understanding by generating a �ow

�eld. The estimation of optical �ow has been a signi�cant area of research, especially for real-

time applications in computer vision and robotics. Early work by Horn and Schunck (1981);

Lucas and Kanade (1981) laid the groundwork for optical �ow algorithms, where the former

proposed a global smoothness constraint for �ow estimation, and the latter introduced a local,

gradient-based approach for �ow computation in small patches of the image. These methods

are referred to as denseand sparseoptical �ow, respectively. In dense optical �ow, the �ow

�eld is estimated across every pixel for the entire image, whereas sparse optical �ow estimates

�ow at speci�c feature points such as corners or edges (found using techniques such as those

introduced by Harris and Stephens (1988) or Shi and Tomasi (1994)). Figure 2.4 shows an

example of Lucas-Kanade (LK) sparse optical �ow implemented in OpenCV, and Figure 2.6

illustrates Farneback (Farnebäck 2003) dense optical �ow.

There are several underlying methods used in dense optical �ow, but they can be predom-

inantly categorized as either analytical (such as gradient-based as with Horn and Schunck

(1981); Farnebäck (2003), or patch-based as with Ilg et al. (2016)) or learning-based (such as

Dosovitskiy et al. (2015); Sun et al. (2018); Teed and Deng (2020). Speci�cally, section 2.4.1

covers the foundational, analytical dense optical �ow methods along with the two techniques

that are used as part of the motion analysis component in this dissertation. Section 2.4.2 brie�y

discusses several modern deep-learning based strategies. This dissertation deals with non-

learning based dense optical �ow and as such the remaining sections of 2.4 review the theory,

mathematical formulation, optimization, strengths, and limitations of noteworthy methods in

the �eld.
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Figure 2.4: An example of LK sparse optical �ow. Figure adapted from the OpenCV's optical
�ow tutorial: "Lucas-Kanade Optical Flow in OpenCV," available at: https://tinyurl.com/
bde2d39k(OpenCV 2025)

2.4.1 Analytical Methods

Traditional, gradient-based solutions to dense optical �ow operate under the brightness con-

stancy assumption (Equation 2.3). This assumption state that the brightness of a pixel in an

image remains constant as it moves.

Given a pixel P in an image I with intensity I (x , y, t ), where (x , y ) represents the two-

dimensional (2D) pixel coordinates and t the point in time or frame, differential optical �ow

assumes I remains constant between two points in time (or two frames, t and t + 1) with

respect to the displacement of each pixel ( x + � x , y + � y ):

I (x , y, t ) = I (x + � x , y + � y, t + � t ) (2.2)
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After taking a Taylor series approximation of the right hand side, simplifying, and dividing

by � t , the brightness constancy assumption formally is then given by:

� I

� x
u +

� I

� y
v +

� I

� t
= 0, where

u =
� x

� t
,

v =
� y

� t

(2.3)

This leaves two unknowns ( u and v , or the horizontal and vertical motion of a pixel) with

only one equation, thus creating ambiguity when estimating motion based on information

inside a small portion of the image. Therefore, the problem is under-constrained and additional

assumptions must be made to solve for u and v . This is known as the aperture problem (see

Figure 2.5 for a visual demonstration, and is addressed differently based on the technique.

Figure 2.5: Minimal illustration of the aperture problem in optical �ow. Motion occurs between
(a) and (b), where the true motion is shown by the red arrow. Perceived motion from (a) to (b)
is ambiguous due to the presence of a hard edge that extends beyond the local 'aperture', as it
could have translated by any of the example movement vectors (arrows) displayed.
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Horn-Schunck

To address the aperture problem, Horn and Schunck (1981) introduces a global smoothness

constraint, leading to the following energy functional:

E(u ,v ) =

Z Z
�
(I x u + I y v + I t )2 + � 2

�
kr u k2 + kr v k2

��
d x d y (2.4)

where:

• (I x u + I y v + I t )2 enforces the optical �ow brightness-constancy constraint (the data term).

• kr u k2 + kr v k2 ensures smoothness in the �ow �eld (the smoothness term).

• � is a regularization parameter controlling the balance between data �delity and smooth-

ness.

Then, this becomes an optimization problem, where minimizing the energy functional

leads to the following Euler-Lagrange equations:

I x (I x u + I y v + I t ) � � 2r 2u = 0

I y (I x u + I y v + I t ) � � 2r 2v = 0
(2.5)

where r 2u and r 2v are the Laplacians of the �ow components:

r 2u =
@2u

@x 2
+

@2u

@y 2
, r 2v =

@2v

@x 2
+

@2v

@y 2
(2.6)

By solving the above system iteratively, the update equations for optical �ow are then:

u = ū �
I x (I x ū + I y v̄ + I t )

� 2 + I2
x + I2

y

, v = v̄ �
I y (I x ū + I y v̄ + I t )

� 2 + I2
x + I2

y

(2.7)

Although the Horn-Schunck method is a fundamental contribution in the domain of optical

�ow, modern differential methods have greatly expanded upon the original work to better

handle complicated, large, or noisy movement within a sequence of images.
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Farneback

Farnebäck (2003) handles the aperture problem by modeling local pixel neighborhoods as

polynomials. In other words, instead of solving 2.3 directly, Farneback's method approximates

a small region of the image using a quadratic polynomial expansion:

I (x ) � x T Ax + b T x + c (2.8)

where the matrix A and vector b denote the second and �rst-order spatial derivatives of

I (x , y ), respectively, and the scalar c is a constant representing intensity for a given pixel.

Figure 2.6: Farneback optical �ow implemented on a basic example video sequence in OpenCV
with a static background and very little noise. The �ow �elds are visualized using an HSV image
where color (hue) is a function of the angle of pixel displacement and the brightness (value)
corresponds to normalized magnitude. Figure adapted from the OpenCV's optical �ow tutorial:
"Dense Optical Flow in OpenCV ," available at: https://tinyurl.com/bde2d39k (OpenCV
2025)

Given motion displacement I0(x ) = I(x � d ) where d = (u ,v ), the �rst-order Taylor series

approximation is:

I0(x ) � (x � d )T A(x � d ) + b T (x � d ) + c (2.9)

which can be expanded to:
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I0(x ) � x T Ax � 2d T Ax + d T Ad + b T x � b T d + c (2.10)

Minimizing the residual between the two local quadratic approximations leads directly to

solving for d :

Ad = b

d = A� 1b
2

4
u

v

3

5 = A� 1b

(2.11)

Finally, a Gaussian pyramid is used to compute multi-scale �ow via iterative downsampling

and re�nement:

I s+1(x ) = G(I s(x ), � s) (2.12)

where s is the scale of the image and � s the standard deviation of the Gaussian �lter used

for downsampling and G is the Gaussian blurring operation.

Farneback's method of employing local approximations decoupled dense optical �ow from

reliance on the global smoothness constraint imposed by Horn and Schunck (1981), allowing

more �exibility in �ow computation for image with heterogeneous motion. Additionally, the

utilization of image pyramids introduced the concept of a multi-scale, coarse-to-�ne approach

with optical �ow, a more robust way to handle large motions and occlusions.

Dense Inverse Search

Dense inverse search (DIS) is an optical �ow method that uses a patch-based search, similar to

block-matching, combined with global variational re�nement. Although it is not a gradient-

based approach, DIS still relies on the brightness constancy assumption. Its design decomposes

the problem into three main components.
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The �rst stage involves an inverse-compositional search to compute patch-wise displace-

ments between consecutive frames. For a template patch T centered at position x in the

reference image I t , the goal is to minimize the photometric error over �ow �eld displacement

vectors:
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Thereby �nding the best matching patch in the image with the previous one. After an initial

estimate, the displacement patches are re�ned using an inverse compositional update rule:
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To propagate sparse �ow estimates to a dense �eld, a weighted interpolation of local �ow

vectors is performed:
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Here, � i (x) represents the weight of the i -th patch's contribution at location x. This has the

effect of spreading the local neighorhood approximations for �ow �eld displacement across

the entire image.

The �nal re�nement step applies a variational energy minimization to improve spatial

coherence using a data and smoothness term similar to Horn and Schunck (1981):
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Where the differences lie in using � (x ) =
p

x 2 + " 2, the Charbonnier penalty function which

is a more robust penalty approximation of the L2 norm that helps to handle outliers, and
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nonlinear warping of the images. Essentially, the �ow �eld is not considered to be locally

constant as in the case with Horn and Schunck (1981). This helps to handle larger or irregular

motion and improves the ability to re�ne matching. The �ow �eld is updated iteratively:
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where D represents the data term Jacobian and L is the Laplacian operator imposing spatial

smoothness.

DIS offers a good balance between accuracy and speed, making it well-suited for applica-

tions where dense �ow needs to be computed rapidly over large images or video streams. A

visual comparison between Farneback and DIS optical �ow in OpenCV can be seen in Figure

2.7.

Figure 2.7: CAPTION: farne top (ultrafast) dis bottom

Parameter tuning is performed on DIS for phase 2 of MBC evaluation. Therefore, an expla-

nation of the parameters (and corresponding symbol as given by Ilg et al. (2016)) as well as
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their default values is provided in Table 2.1.

Parameter Purpose Default
value

Finest scale level (� sf) Lowest-resolution pyramid level
where �ow is estimated (0 = full res).

2

Number of inverse searches ( � it ) Gauss–Newton iterations per patch
in DIS stage.

16

Patch size (� ps) Width / height of square patch used
for inverse search.

8

Patch spacing (� ov) Distance between patch centers (pix-
els).

4

Mean normalization (on / off ) Subtract patch mean before match-
ing for illumination invariance.

on

Spatial propagation (on / off ) Propagate good displacements to
neighbors between scales.

on

Smoothness weight ( � ) Regularization weight for variational
smoothness term.

20.0

Color constancy weight ( � ) Weight for brightness–constancy
penalty in variational pass.

5.0

Robustness epsilon (" ) Small constant in Charbonnier
penalty to avoid singularity.

0.01

Gradient constancy weight ( 
 ) Weight for gradient–constancy
penalty in variational pass.

10.0

Variational iterations ( � vo) Number of iterations in the varia-
tional re�nement stage.

5

Table 2.1: Dense inverse search optical �ow algorithm parameters, their roles, and default
values (using default PRESET_FASTsetting) in OpenCV.

2.4.2 Learning-Based Dense Methods

With the rise of machine learning applications and models, a somewhat recent trend in optical

�ow analysis has been the usage of deep learning to solve limitations and improve computation

time. This section provides a brief overview of each without technical details, as they are not

used in this research.
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FlowNet

FlowNet (Dosovitskiy et al. 2015) was one of the pioneering deep learning models for optical

�ow estimation, introducing a convolutional neural network (CNN)-based approach to directly

predict optical �ow from raw image pairs. It utilizes an end-to-end trainable architecture

consisting of a �ow encoder-decoder network. The FlowNet model was designed to handle the

inherent non-linearity in motion estimation by learning feature hierarchies. One of the key

innovations of FlowNet was its ability to predict optical �ow in a single forward pass, bypassing

traditional multi-stage processes such as feature matching or warping. Although FlowNet

demonstrated the potential of CNNs for optical �ow, it suffered from limitations in handling

large motion disparities and �ne-grained details in more challenging scenes.

PWC-Net

PWC-Net (Pyramid, Warping, and Cost volume) (Sun et al. 2018) introduced several advance-

ments to improve upon FlowNet's design. PWC-Net was speci�cally designed to handle large

motion disparities and �ne-grained �ow details by incorporating a multi-scale architecture. It

leverages image pyramids to process input frames at multiple resolutions, which aids in captur-

ing both large and small motions. The network architecture is structured around a cost volume

that allows for the ef�cient integration of temporal and spatial information, signi�cantly im-

proving performance in cases of occlusion, motion blur, and illumination changes. PWC-Net

also bene�ts from an innovative warping strategy, where the network learns to adaptively warp

the target frame based on the predicted �ow, providing a more accurate estimate of optical

�ow in dynamic scenes. This design signi�cantly outperforms FlowNet, particularly in terms

of robustness to motion discontinuities.

RAFT

RAFT (Recurrent All-Pairs Field Transforms) (Teed and Deng 2020) takes a further leap in optical

�ow estimation by introducing a new approach that combines recurrent neural networks
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(RNNs) and all-pairs �eld transforms for more accurate �ow prediction.

Figure 2.8: An example of RAFT optical �ow. Figure adapted from the PyTorch Vision tutorial:
"Optical Flow: Predicting movement with the RAFT model," available at: https://tinyurl.
com/ye2ykkcw(PyTorch Team 2022)

RAFT's central innovation lies in its ability to iteratively re�ne optical �ow predictions using

a recurrent update mechanism. Rather than producing a single prediction in one pass, RAFT

re�nes its �ow estimates iteratively, effectively learning to correct the �ow �eld progressively.

This mechanism allows the model to capture complex motion patterns, making it particularly

effective for scenes with non-rigid motion, occlusions, and signi�cant disparity. Another key

component of RAFT is the use of all-pairs �eld transforms to build a global matching cost

volume, which enables RAFT to consider the entire context of the image during �ow prediction.

As a result, RAFT achieves state-of-the-art performance on multiple optical �ow benchmarks,

including KITTI and Sintel, offering superior accuracy and ef�ciency. The output from the

PyTorch tutorial for RAFT can be seen in Figure 2.8.

Only non-learning optical �ow is used in this research as this helps to improve portability

and generality without the need to �ne tune a model. It also removes the overhead of model

querying when decoding, which is relevant if the baseline performance of a model-free frame-

work is acceptable since there is no additional message interpretation latency. However, it is

still worth noting some of the major, learning-based optical �ow methods commonly used
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in modern computer vision to better understand challenges in optical �ow and how they are

attempting to be solved.

2.5 Image Processing Techniques

The remaining sections brie�y cover the preprocessing, post-processing, segmentation, and

tracking techniques used or investigated in this dissertation.

2.5.1 Preprocessing

Preprocessing techniques are fundamental in computer vision applications, enhancing image

quality and emphasizing relevant features while removing noise. This section reviews key

pre-processing techniques, including Gaussian blurring, thresholding methods, morphological

operations, and the Fast Fourier Transform (FFT) or its inverse (IFFT).

Gaussian Blurring

Gaussian blurring (Gonzalez and Woods 2002) is a widely used smoothing technique that

reduces image noise and detail by applying a Gaussian kernel to an image. Convolving an

image using a Gaussian function removes high-frequency components (Gonzalez and Woods

2018), which can often equate to noise. The Gaussian kernel's standard deviation ( � ) and size

determine the degree of smoothing, with larger values producing greater blurring. Researchers

have leveraged Gaussian blurring for edge detection preprocessing (Canny 1986) and object

segmentation (Szeliski 2011), demonstrating its effectiveness in mitigating noise-induced

artifacts.

Median Blurring

Median blurring (Friedman and Tukey 1974) is a non-linear smoothing technique similar to

Gaussian blurring. Instead of convolving however, median blurring replaces the center pixel's
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value with the median of all pixels within the kernel. It is useful for removing salt-and-pepper

noise (random black and white pixels) while preserving edges slightly better than Gaussian

blurring. An example of Gaussian and median blurring can be seen in Figure 2.9.

Figure 2.9: The results of applying (b) Gaussian and (c) median blurring on an image aug-
mented with arti�cial noise. Although the sharpness of edges is reduced in (b), the image is
smoother compared to (c), where the texture of the chair remains grainy.

Whenever blurring is used in this dissertation, the Gaussian variant is preferred. Using a rel-

atively small kernel mitigates the loss of sharp edges while also performing general smoothing,

which can be important in helping to mitigate irregularly shaped contours.

Thresholding Methods

Thresholding techniques apply a threshold to eliminate a certain level or range of pixel intensi-

ties, converting a grayscale image to binary in the process. This is generally useful for �ltering

out high or low frequency components that are unlikely to represent a useful signal. OpenCV

provides various thresholding functions, the following are used in this dissertation:

Global Thresholding : A �xed threshold value is applied to segment objects from the back-
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ground (Otsu 1979). While computationally ef�cient, global thresholding is sensitive to illumi-

nation changes or if the environment is dynamic. It is therefore used conservatively to eliminate

extreme areas of low or high pixel intensity.

Adaptive Thresholding : Threshold values vary across image regions, achieving a similar

result to global thresholding with increased robustness to dynamic environments or lighting

(Bradley and Roth 2007). An example of adaptive versus global thresholding and its effects can

be seen in Figure 2.10.

Figure 2.10: Example of (b) global and (c) adaptive thresholding. The known, high pixel inten-
sity contrast between the dog and the chair facilitates simple and effective separation between
the two via static thresholding. Adaptive thresholding provides cleaner outlines, but involves
more computation and may not be necessary depending on the requirements of the computer
vision pipeline and doesn't outright remove potentially irrelevant pixel intensities.

Absolute Difference: Computes the absolute difference between two images, useful for

motion detection or changes in brightness across the image (Piccardi 2004). While not strictly

a thresholding technique, it can be used in a similar fashion or combined with thresholding

methods to enhance data �delity.

In-Range Thresholding : This method isolates pixel values within a speci�ed range, com-
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monly employed in technique such as color-based segmentation (Comaniciu and Meer 2002),

but in the case of this research useful for narrowing the detection of extreme pixel intensities

such as �ashing LEDs.

Morphological Operations

Morphological operations modify image structures based on prede�ned kernels similar to

Gaussian blurring, but with an unweighted, typically binary kernel. The purpose of morpholog-

ical convolutions is to alter the shape of the image by �lling in holes or removing rough edges,

rather than simply smoothing the output. The primary operations include:

Dilation : Expands object boundaries by adding pixels to object edges, �ling gaps or generally

improving connectivity in binary images (Haralick et al. 1987).

Erosion: Removes pixels at object edges, generally eliminating small noise artifacts and

re�ning object boundaries (Serra 1982).

Figure 2.11: A thresholded binary image (b) undergoing morphological opening decomposed
into (c) erosion followed by (d) dilation. The opening operation is useful for attenuating noise
from small, high frequency pixel regions while preserving the shape and size of salient objects,
such as the head of the dog.

Opening : A combination of erosion followed by dilation, effective in removing outlier noise

while attempting to preserve object shape (Soille 1999).
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Closing: A dilation followed by erosion, commonly applied to �ll small holes in objects and

connect fragmented regions without drastically altering the original object (Vincent 1993).

These operations are integrated into the preprocessing steps for the VBC decoding frame-

work. A demonstration of morphological opening (erosion followed by dilation) and its effects

can be seen in Figure 2.11.

Fast Fourier Transform for Optical Flow

Black and Anandan (1996) implement robust estimation techniques for optical �ow, acknowl-

edging the limitations of standard gradient-based approaches. One of their key contributions

was introducing statistics in the estimation process to mitigate the effects of outliers such as

motion discontinuities and noise. While their original work did not explicitly incorporate FFT,

subsequent research has applied frequency-domain �ltering as a preprocessing step to reduce

high-frequency noise before computing optical �ow.

Several studies have demonstrated that using FFT-based �ltering can enhance optical �ow

computation by reducing high-frequency noise and improving gradient-based approaches.

Optical �ow algorithms depend on computing spatial and temporal gradients, and noise in

these gradients can lead to incorrect motion vectors. Applying low-pass �ltering in the Fourier

domain removes high-frequency noise while preserving motion-relevant structures. For in-

stance, Zhu et al. (2009) applies a Fourier-based pre-processing step to suppress high-frequency

artifacts before computing optical �ow, improving robustness in real-world conditions. Other

research such as the work from Wang and Itti (2013) demonstrates that incorporating FFT �lter-

ing before optical �ow computation reduced errors in challenging sequences with textureless

regions.

The �nal, re�ned approach to MBC in Chapter 5 builds on this idea by implementing FFT as

a way to remove high-frequency noise during MBC decoding, especially from LED interference.

The FFT �lter assists in producing more robust magnitude estimations as well as shaping
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cleaner contours around pertinent �ow �elds when processing VBC signals.

2.5.2 Object Segmentation and Tracking

In computer vision tasks, object segmentation enables the identi�cation of meaningful regions

within an image. Several techniques have been proposed to improve segmentation accuracy,

particularly in dynamic and complex environments. The following sections detail the object

segmentation techniques applied or attempted in this dissertation, including contour detection,

the watershed algorithm, and clustering techniques (K-means and DBSCAN).

Watershed Algorithm

The watershed algorithm is a region-based segmentation method that treats the image as a

topographic surface where the intensity values represent elevation. Meyer (1992) proposes the

watershed transformation as a way of segmenting regions by "�ooding" basins from markers

placed at local minima. While effective for segmentation of connected regions, the watershed

algorithm can be sensitive to noise and over-segment the image, particularly when boundaries

are poorly de�ned. To address these challenges, various preprocessing steps, such as smoothing

and gradient enhancement, have been employed to reduce noise and improve segmentation

accuracy. For example, Felzenszwalb and Huttenlocher (2004) uses an edge-aware criterion to

control the segmentation quality and improve the watershed transformation. However, the

watershed algorithm is left out of the framework, as it tended to over-segment the input during

preliminary testing, resulting in loss of encoding data.

Clustering

Clustering-based segmentation techniques are widely used for grouping pixels into regions

with similar properties, such as color, texture, or intensity. The K-means algorithm (MacQueen

1967) is one of the simplest and most commonly applied clustering techniques. It partitions the

image into k clusters by minimizing the within-cluster variance. Although K-means is effective
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in some applications, it is sensitive to the initialization of cluster centroids and can struggle

with irregularly shaped objects. In contrast, DBSCAN (Density-Based Spatial Clustering of

Applications with Noise) (Ester et al. 1996) identi�es regions based on dense regions of pixels,

effectively handling noise and outliers in the dataset. DBSCAN does not require the speci�cation

of the number of clusters in advance, making it a useful tool for dynamic scenes or when the

number of objects is unknown.

While K-means and DBSCAN are popular choices, both have limitations in the context of

segmentation tasks. K-means requires careful selection of k, and its performance degrades when

objects have complex shapes or textures. On the other hand, DBSCAN can struggle with varying

densities, especially in heterogeneous datasets. Both of these techniques, especially DBSCAN,

were computationally expensive when integrated into the real-time VBC decoding system,

resulting in very poor frame rates. Thus, they are not implemented in the �nal methodology.

Contour Detection

Contour detection plays a foundational role in many computer vision tasks such as object

recognition, shape analysis, segmentation, and motion tracking. One of the most widely used

tools for contour extraction is the findContours function from the OpenCV library, which

implements a robust and ef�cient approach for detecting the outlines of objects in binary

images. The implementation of findContours in OpenCV is based on the border-following

algorithm from Suzuki and Abe (1985), a classical method for topological analysis of digital

binary images. This algorithm systematically scans the image and extracts the contour of each

connected component by tracing its boundary. A hierarchical representation of nested shapes

(i.e. holes or objects within objects) can also be estimated.

OpenCV supports several retrieval modes, including RETR_EXTERNAL(for extracting only

the outermost contours), RETR_LIST(for retrieving all contours without hierarchy), and

RETR_TREE(for building a full contour hierarchy). Additionally, it offers contour approxima-

tion methods such as CHAIN_APPROX_NONE, which stores every boundary point, and CHAIN_-
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APPROX_SIMPLE, which compresses straight-line segments and reduces memory consumption

by storing only endpoints.

While the contour �nding algorithm operates reliably under controlled lighting and with

clean binary segmentation, it can be sensitive to image noise or imperfect thresholding. In such

cases, preprocessing steps are commonly applied to improve edge coherence and suppress

spurious contours (Bradski and Kaehler 2000).

Contour detection is chosen as the primary method for object segmentation and tracking

within this dissertation's VBC frameworks. Modern techniques that leverage deep learning

models can offer richer semantic information, but the approach in this dissertation aims to

develop a model-free pipeline. As such, OpenCV's findContours is implemented due to its

accessibility, using the optimal computational performance options ( RETR_EXTERNALand

CHAIN_APPROX_SIMPLE) coupled with robust preprocessing and approximation strategies to

enable fast, model-free, reasonably accurate tracking.

Kalman Filtering

The Kalman Filter is a recursive algorithm that provides an ef�cient means for estimating the

state of a dynamic system from noisy and incomplete observations. Originally introduced by

Kalman (1960) for linear systems, the Kalman �lter has been widely applied in a variety of

�elds, especially in control theory, signal processing, robotics, and computer vision. Several

extensions of KF have been developed to address non-linear or complicated dynamic systems.

However, a basic KF is suitable for this dissertation and as such is the only variant covered in

this literature review.

At its core, KF assumes a linear system with Gaussian noise and operates in a two-step

cycle: prediction and update. The system is modeled as:
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xk = Axk � 1 + Buk � 1 + wk � 1, (2.13)

zk = Hx k + vk , (2.14)

where:

• xk is the state vector at time step k ,

• A is the state transition model,

• B is the control input model,

• uk � 1 is the control vector,

• wk � 1 is the process noise (zero-mean Gaussian with covariance Q),

• zk is the observation vector,

• H is the observation model,

• vk is the measurement noise (zero-mean Gaussian with covariance R).

The prediction step estimates the state and its error covariance as:

x̂k jk � 1 = Ax̂k � 1jk � 1 + Buk � 1, (2.15)

Pk jk � 1 = APk � 1jk � 1A> + Q. (2.16)

The update step corrects the prediction based on the new measurement:
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Kk = Pk jk � 1H>
�
HPk jk � 1H> + R

� � 1
, (2.17)

x̂k jk = x̂k jk � 1 + Kk

�
zk � Hx̂k jk � 1

�
, (2.18)

Pk jk = (I � Kk H)Pk jk � 1. (2.19)

As previously stated, KF has served as a baseline for many extensions, including the Ex-

tended Kalman Filter (EKF) for nonlinear systems, the Unscented Kalman Filter (UKF), and

various particle �ltering methods. Despite its assumptions of linearity and Gaussian noise, the

standard Kalman �lter remains a critical foundation for modern estimation theory.

A standard KF is used to help track contours as well as (in phase 2 and 3) assist in estimating

�ow �eld magnitudes within those contours when information is missing.
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CHAPTER

3

PSEUDO-LANGUAGE FORMAL GRAMMAR,

SYNTAX, AND ENCODING

3.1 Chapter Overview

To address RQ1 regarding the most salient robotic actions, entities they act on, parameters

they used, and how to organize them into a �exible language structure, prominent robotic

literature is surveyed and coded. Section 3.2 details the entirety of the coding process. Initially,

a selection of robotic action ontologies and corpora is analyzed to develop an understanding

of fundamental robotic actions and entities they may act on. After an initial literature review,

qualitative analysis via open coding in performed on a select portion of these sets of data -

namely work from Markievicz et al. (2015); Vanzo et al. (2020); Pantano et al. (2022); Ahn et al.
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(2022). These ontologies and corpora are selected as they are among the largest open-source

data sets containingI relevant robotic action information during the literature review. The

methodology for this step is described in Section 3.2.1,

After open coding analysis on these 4 data sets, a rough ontology and benchmark for devel-

oping the pseudo-language is created. This preliminary ontology is re�ned by further coding

performed on OWL �les designed for autonomous robotic communication and collaboration,

which is detailed in Section 3.2.2.

The re�ned ontology is then contextualized with respect to the proposed VBC framework,

yielding the �nal ATN used to represent the syntax and grammar rules of the VBC pseudo-

language. Contextualization and a brief overview of the communication paradigm used with

the ATN is covered in Section 3.3. Section 3.4 covers the full formal speci�cations of the ATN,

including its structure, purpose, encoding, and the underlying formal grammar. A brief overview

of exploratory methods (not used in the �nal methodology) for encoding symbols is discussed

in Section 3.5. The Chapter is concluded with a summary, discussion of the future scope, and

contributions in Section 3.6

3.2 Open Coding Methodology

3.2.1 Robotic Action Corpora

To make the transition from raw robot action data to an encoded language-based ontology,

open coding is performed on robotic corpora. The open coding process which mainly addresses

RQ1 can be brie�y described in these steps:

1. Robotic literature is surveyed, searching with keywords such as "action," "affordances,"

and "ontology."

2. Ontology research (Tellex et al. 2011; Kobayashi et al. 2011; Tenorth et al. 2013) is reviewed

and explored further to �nd discrete, code-able, modern robotic action ontology data.
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3. Four main open-source datasets (Markievicz et al. 2015; Vanzo et al. 2020; Pantano et al.

2022; Ahn et al. 2022) are discovered and coded. This process is repeated after an initial

full run of coding.

4. The output is a rough ontology consisting of skills, primitives , and entities that perform

them.

The four datasets contain various robotic actions or, in the case of The Human Robot

Interaction Corpus (HuRIC) (Bastianelli et al. 2014; Vanzo et al. 2020), frames. In this context, a

frame, based on the theory of Frame Semantics from FrameNet (Ruppenhofer et al. 2006), is a

structure that represents a particular type of experience or concept. Speci�cally, HuRIC uses

frames to represent states or actions carried out by human and robotic agents. Coded frames

and actions are referred to as elements.

Each element has an associated count according to its appearance in the respective litera-

ture. For example, the Motion frame from HuRIC is counted 143 times.

A total of 77 unique elements (with a sum count of 8194) are analyzed across the 4 papers.

In most cases, each piece of data is coded as an ordered set of primitives and / or an ordered

set of skills. Primitives have an additional child in the ontology known as a source. The source

indicates what the primitive is acting on: either the robot itself ( Agent) or the manipulator

(Gripper ). The mapping from primitives to sources is many-to-many, in that coded elements

can consist of 1 or more primitives with 1 or more sources.

In other words, primitives for each element are coded as:

f [Ti ] ! [Sj ] j i , j 2 Ng

where T is the set of possible primitive types and S is the set of possible sources. Skills are

generally coded simply as f K gwhere K is the set of all possible skills for that element. The

bracket notation is used to denote elements that are coded with multiple skills or primitives.

For instance, the Closure frame from HuRIC can be described as a single skill ( Close (Con-
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tainer / Portal) , or a set of 4 primitives that involve grabbing an object or portal, closing the

gripper, and shutting the object of interest. Since grabbing an object can involve both rota-

tional and linear movement, both Rotate and Translate are considered as potential types for

the second primitive. Several coded examples can be seen in Figure 3.1.

Figure 3.1: Several example coded elements from (Pantano et al. 2022) where the columns
(from left to right) represent the name of the element, its count in the literature, and the list of
coded primitives and skills, respectively.

Elements can be coded without speci�c primitives or skills; for example the Motion frame

consists of a single primitive from any of the paths in the primitive tree. More examples of

coding can be seen in Figure 3.1.

Some elements, such as Change_operational_state from HuRIC, are not considered a skill

or primitive. This element falls under the Task category, as it is too vague and requires speci�c

implementation details depending on what state is being changed and how. Additionally, at

the time of coding, these elements were unique and could not be easily grouped as another

code or required a speci�c combination of skills and primitives.

For example, the sentence "They then activated the beacon in order to inform the Interna-

tional coastguard of their position" (Ruppenhofer et al. 2006) is categorized as the Change_op-

erational_state frame by HuRIC. It requires additional information regarding how to activate

the beacon, which could be described and implemented as a speci�c task such as Activate

Beacon.

46



The output of the survey and coding process is a rough ontology that serves as a benchmark

and guide for the subsequent coding of robotic action OWL �les. It consists of 3 main types of

actions: 4 primitives, 6 skills, and a variety of "task" related elements that did not �t either of

the former two categories. Additionally, 2 simple sources are identi�ed: Agent and Gripper , to

be used as arguments for primitives. The choice of action type (primitives, skills, and tasks) is

considered part of the ontology. For instance Primitives ! Translate ! Agent is a valid path in

the ontology. The entirety of the rough ontology and its respective nodes can be seen in Figure

3.2

Table 3.1: Top-level categories and the number of their corresponding coded elements in the
original rough ontology found from the initial coding process, including a coded example for
each symbol.

Symbol Sum Total
(P)

Description Coded Examples

Primitives 32951 Broad category that encom-
passes fundamental actions
such as movement from the
robot or gripper

Any coded Rotate, Translate,
Open/Close (gripper)

Skills 7525 Broad category that encom-
passes higher levels actions
that require multiple primitives

Any coded Pick, Place,
Open/Close (portal/container),
Set ID, or Search

Tasks 3220 Broad category that encom-
passes an arbitrary ordered set
of skills and primitives

Change Operational State,
Pick and Place

Tables 3.1-3.3 show each of the aforementioned nodes (except tasks), the number of codes

corresponding to them, a brief description, and a coded example. The task elements predomi-

nately correspond 1:1 to a coded element (with the exception of pick and place). In other words,

they are pseudo-'coded' using the same name as the original data. As such, individual tasks

are left out of the tables and are to be appended to the language as necessary.
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Table 3.2: Primitive symbols and the number of their corresponding coded elements in the
original rough ontology found from the initial coding process, including a coded example that
each symbol is a component of.

Symbol Sum Total
(P)

Description Coded Examples

Rotate 11252 Angular movement applied to
the agent or gripper

Invert, Mix

Translate 10375 Linear movement (x,y,z) ap-
plied to the agent or gripper

Motion, Arm Motion

Open (Grip-
per)

7151 The act of opening the robot's
gripper

Insert, Open Gripper

Close (Grip-
per)

4173 The act of closing the robot's
gripper

Release, Close Gripper

Agent 674 Referring to the receiver of
communication when sending
a primitive message

Move (to), Locating

Gripper 21845 Referring to the receiver of
communication's gripper when
sending a primitive message

Place, Put

Priority Calculations

To understand the relevance and frequency of codes, a weighted sum is applied for each

element e 2 E to each primitive, skill, and source. This process is done separately for each of

the 4 data sets; in other words, E is the set of all elements pertaining to an arbitrary corpora of

the four analyzed.

Let the set of all primitives, sources, and skills be denoted:

D = f t i g
jT j
i =1 [ f sj g

jSj
j =1 [ f kk gjK j

k =1

Given an arbitrary e with a count of n (e), let the number of each coded t 2 T , s 2 S,

and k 2 K corresponding to that e be denoted as t (e), s(e), and k (e), respectively. Then, the

contributions from e to the weighted frequency sum matrix F(E ,D ) for each primitive, source,

and skill is:
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Table 3.3: Symbols corresponding to skills and the number of their respective coded elements
in the original rough ontology found from the initial coding process, including a coded example
for each symbol.

Symbol Sum Total
(P)

Description Coded Examples

Pick 3476 The act of grabbing an object Bringing, Pick
Place 3182 The act of putting down an ob-

ject
Attaching, Place

Open
(Portal/Container) 405 The act of opening a portal or

container
Store, Open

Close
(Portal/Container) 284 The act of closing a portal or

container
Closure, Close

Set ID 49 Save an object or reference in
memory

Being in Category, Being
Located

Search 129 The act of looking for or ana-
lyzing an object

Locating, Inspecting

F(E,D ) =

2

6
6
6
6
6
6
4

n (e1)

n (e2)
...

n (ejE j)

3

7
7
7
7
7
7
5

�

2

6
6
6
6
6
6
4

t 1(e1) � � � t jT j(e1), s1(e1) � � � sjSj(e1), k1(e1) � � � k jK j(e1)

t 1(e2) � � � t jT j(e2), s1(e2) � � � sjSj(e2), k1(e2) � � � k jK j(e2)
...

...
...

...
...

...
...

...
...

t 1(ejE j) � � � t jT j(ejE j), s1(ejE j) � � � sjSj(ejE j), k1(ejE j) � � � k jK j(ejE j)

3

7
7
7
7
7
7
5

(3.1)

where � denotes the Hadamard product (i.e. element-wise multiplication) between two

matrices. The sum total, or raw priority value , of each item in D is then given by:

Pj =
jE jX

i =1

n (ei ) � M i j , for each j = 1,2, . . . ,jT j + jSj + jK j

where M is the right-hand side matrix from Equation 3.1 and P is the raw priority vector for

each coded element j for a single robot action corpus.
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Normalization

Due to both jej 2 E and jE j in addition to the scope of actions greatly varying for each corpora

analyzed (i.e. SayCan containing predominantly elements involving object manipulation), the

next step involves normalizing the four resulting raw priority vectors. This is done by dividing

the raw value by the sum of all raw values in the same set (i.e. L1 normalization across each T ,

S, and K ).

For instance, given the raw priority values for primitives 8i 2 f 1,2, . . . ,jT jg,Pi , the normal-

ized priority for Tn would be:

P̂n =
Pn

P jT j
i =1 Pi

The purpose behind calculating priority is to establish a hierarchy of relevancy within sibling

nodes in the ontology. Then, this can be used to determine the number of LVUs required to

encode a symbol. Higher priority equates to less LVU usage, and vice versa, to ensure frequently

used messages or symbols have their costs (time and energy spent signaling) minimized with

respect to others.

However, using this rough ontology as a baseline for VBC leads to unresolved message such

as "Pick up this speci�c entity" or "Move to these coordinates." Therefore, before �nalizing

symbol priorities and thus the symbols themselves, the pseudo-language structure must be

re�ned and contextualized within VBC. The priority calculations then predominantly serve as

a useful benchmarking tool for discerning prominent robotic skills and primitives during the

re�nement process covered in the next Section.

3.2.2 Web Ontology Languages in Robotics

A total of �ve OWL �les are analyzed and coded to re�ne and shape the �nal pseudo-language

foundation for VBC. From largest to smallest, the OWL �les used in this research come from

KnowRob (Tenorth and Beetz 2009, 2013), ROSETTA (Stenmark and Malec 2013), OROSU
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Figure 3.2: The rough ontology developed from coding robot action corpora, before going
through OWL coding or contextualization. Tasksare meant to be recon�gurable and encompass
a speci�c sequence of Skills; an example is provided ( Pick + Place)

(Goncalves and Torres 2015), ORO (Lemaignan et al. 2010), and PMK (Diab et al. 2019). For

each of the OWL �les, only classes (i.e. subclasses of owl:Thing , not properties or individuals)

relating to actions, objects, and values are extracted. Doing this ensures high-level, code-able

artifacts that highlight relevant, frequently used robotic tasks, entities, and how these concepts

may be communicated or quantized.

These �ve OWL �les are selected as they are among the �ve largest, open-source, formal

ontologies corresponding to the �eld of robotics. Each ontology for the �ve OWL �les is brie�y

explained below:

KnowRob

Knowledge Processing for Robots (KnowRob) is a comprehensive knowledge representation and

reasoning framework designed to support autonomous robotic reasoning and task execution.

It provides a structured ontology covering a wide range of robotic capabilities, including

perception, manipulation, navigation, and interaction with objects and environments. The

ontology consists of over 7,000 classes, with 554 explicitly coded, allowing robots to infer

relationships, plan actions, and interpret sensor data. KnowRob's extensibility and integration

with various robotic systems make it one of the most widely used ontologies in autonomous

robotics. Its broad scope, however, means that only a subset of its knowledge base directly

applies to speci�c tasks in this research. A visualization of the KnowRob ontology OWL classes
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can be seen in Figure 3.3.

ROSETTA

RObot control for Skilled ExecuTion of Tasks (ROSETTA) is an ontology developed as part

of the SIARAS (Haage et al. 2011) and RoSta (Robot Standards and Reference Architectures)

(RoSta Consortium 2007) European research projects. It was designed to enable intelligent

robotic systems to assist in manufacturing and industrial automation by encoding procedu-

ral knowledge and skill-based reasoning. Its structured approach to task execution makes it

particularly useful for applications involving prede�ned work�ows and robotic learning. The

ontology contains over 700 classes, with 492 explicitly coded, making it one of the most densely

structured ontologies in this study. Compared to KnowRob, ROSETTA has a higher proportion

of coded classes, re�ecting its focus on encoding skill-based knowledge rather than broad

conceptual representation.

OROSU

Ontology applied to Robotic Orthopedic Surgery (OROSU) is a domain-speci�c ontology fo-

cused on surgical robotics, particularly orthopedic procedures such as hip resurfacing. Devel-

oped as an extension of both KnowRob and the Core Ontology for Robotics and Automation

(CORA) (Schlenoff et al. 2012), OROSU provides a structured knowledge base for surgical in-

struments, procedural work�ows, and the operating room environment. It consists of 163

classes, with 75 explicitly coded, making it a relatively small but specialized ontology. While its

primary application is in medical robotics, its structured representation of robotic actions and

object interactions has relevance beyond surgery, particularly in task execution and procedural

reasoning.
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ORO

Open Robots Ontology (ORO) is designed to support HRI, enabling autonomous agents to

collaborate effectively with human partners in shared environments. The ontology encodes

knowledge about task planning, dialogue management, and shared perception to facilitate

communication between robots and humans. ORO consists of 157 classes, with 58 explicitly

coded, following a similar coding density to OROSU. Given the increasing importance of

explainability and adaptability in robotic systems, ORO's structured approach to representing

human-robot collaboration is particularly relevant for scenarios where autonomous agents

must reason about human intentions, actions, and constraints.

PMK

Perception and Manipulation Knowledge (PMK) is a knowledge-based reasoning framework

aimed at improving robotic manipulation and motion planning. It provides structured knowl-

edge for object affordances, grasping strategies, and task-speci�c motion sequences, making it

particularly relevant for robotic manipulation and industrial automation. PMK is the smallest

ontology among those discussed, containing 70 classes, with 41 explicitly coded. Despite its

size, its focused representation of perceptual and manipulation knowledge makes it a valuable

resource for robotic systems that require precise and adaptable manipulation strategies.

Each of these ontologies provides a unique perspective on robotic knowledge representa-

tion, ranging from general upper reference reasoning frameworks (KnowRob, PMK) to task-

speci�c domain and application ontologies (ROSETTA, OROSU, ORO). Their differences in class

structure, coding density, and scope highlight the diverse approaches used to formalize robotic

knowledge. The insights and structured representations from these ontologies contribute to

this research by providing reusable knowledge components and informing the development of

a motion-based communication framework.

Similar to the open coding process with corpora, ambiguous classes can be coded with
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Figure 3.3: A visualization of the KnowRob ontology using GraphDB (Ontotext 2025)

more than one type of symbol; for instance, AvoidedObject can refer to most entities and is

coded as such. See Figure 3.4 for a breakdown of coded action categories and types and Figure

3.5 for entity and value types.

Data Extraction and Cleaning

Determining components of each OWL �le that pertain to actions, objects, and values is

performed manually at a high-level. Root classes (i.e. top-level in the ontology) with relevant

terms or concepts, such as SpatialThing from KnowRob or Skill from ROSETTA and their

54



Figure 3.4: Distribution of action categories and types across all coded OWL �les.

children are extracted. This data is imported into a spreadsheet for each of the 5 OWL �les

using the original format. Essentially, ontologies exported using the open-source ontology

editor and knowledge-base framework Protégé (Musen 2015) retain their tree structure; this

means leaves can be easily determined. All leaves in the spreadsheet are compiled into a list of

code-able classes.

The choice of using leaves is to mitigate redundancy. For example, the class ChangeEnvi-

ronment from ROSETTA has 2 children: ActivateLighting and DeactivateLighting . Therefore,

only the children are included, as keeping ChangeEnvironment introduces a third class that is

already covered by its children.
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Figure 3.5: Distribution of (a) entity and (b) value types across all coded OWL �les.

A �nal cleaning step of performing ablations on irrelevant classes is conducted before

beginning the coding process.

Ablations

Of the 1,095 classes extracted and cleaned from the �ve OWL �les, 126 are considered irrelevant

with respect to communicating robotic actions and intent. As such, they do not factor into the

symbol establishing process or their priority calculations. Figure 3.6 shows the relative portion

and number of ablated elements per ontology: 84, 32, 6, 3, and 1 from KnowRob, ROSETTA,

OROSU, ORO, and PMK, respectively. The excluded elements were selected manually based on

if they met any of the following criteria:

• Abstract objects, concepts, or actions such as “aesthetic design," “imagining".

• Adjectives and adverbs such as “clumsiness" or “as fast as possible".
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• High-level logical concepts such as “partial ordering strict" or “if then else", although

potential work could include conditionals.

• High-level or abstract digital artifacts such as “user interface" or “archive format".

Figure 3.6: Ablations made for irrelevant classes per OWL �le. Among ablated elements are
concepts, emotions, and adjectives.

Coding Iterations

To ensure robust and de�nitive codes, the OWL coding process is performed 5 separate times.

This enables speci�c types of actions, entities, and values to naturally emerge. The �rst run

involves inspecting each class and coding it as either an action or an entity (which also includes

concepts such as literal values). Most actions are high-level, such as "Movement" and "Manip-

ulation," while some are even more generic like "Physical Action." This is done to develop an

understanding of the OWL classes in the context of the previously developed rough ontology.

Subsequent runs deal with iteratively re�ning these codes based on common themes, with

respect to both the ontology and the new data.

The second run attempts to begin treating the design process as developing a formal

grammar or pseudo-language. Rather than coding each piece of data as either an "action" and
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"entity," a more granular, language-based approach is used. Codes take the form of:

VerbA! VerbB! NounA! NounB! Adverb/Specifier

Where:

1. VerbArepresents a high-level action type (such as Movementor Manipulation ).

2. VerbBis a speci�c action within the type of VerbA(such asPick ,Place, or Navigation ).

3. NounAdescribes either a broad entity type ( Agent, Location , etc.) or designates that

the class represents a Value.

4. NounBrepresents either a speci�c entity of the type NounA(for example, Container

for InteractableObjects , secondary entity used by VerbB, or a literal value that may

serve as a parameter to be used with respect to the action described (such as String or

Number).

5. Adverb/Specifier is used occasional to modify the �nal action being performed.

For instance, the class MoveCarefully is coded as:

Movement! Navigation ! Location ! Any! Slowly

where Anyrepresents an arbitrary entity among those that have already been coded.

Evidently, not every class can be represented by action types or actions. Classes such as

DesignedContainer then are only coded using NounAand NounB:

InteractableObject ! Container

In this case, NounAand NounBrepresent a broad entity type and more granular entity type,

respectively. An example of a coded Value is Unreachable:
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Value ! Boolean

The third and fourth iterations use the same paradigm to further re�ne the codes from the

previous one. There are no major changes to the methodology other than removing the 5th

code (i.e. the adverb) in the fourth iteration, as this affects an insigni�cant quantity of classes.

After establishing preliminary codes through 4 iterations, the �fth and �nal iteration is

simpli�ed to include only the "type" and "subtype" of the class. The main types are actions,

entities, and values. For actions, subtypes include speci�c actions. In other words, the former

representation of VerbB, with the underlying action category it is apart of ( VerbA) having been

established. For entities and values, subtypes are speci�c entities and literal values, which were

mainly NounBcodes.

Unlike previous iterations, classes are allowed to be coded using multiple terms. The rea-

soning behind restricting this until the �nal iterations was to ensure codes emerged naturally

and uniquely. However, to get a full understanding of code frequency and distribution, this

restriction is lifted. For instance, the class Acquire from ROSETTA can be interpreted as either

physically obtaining something, taking a measurement (such as a photo), or tracking an object.

It is therefore coded as Handling , Analyze, and Track. Examples of coded data can be seen

in Figure 3.7

The re�ned preliminary ontology consists of a hierarchy of nodes. These are: 4 action

categories, each containing between 2 to 4 action types as children, 14 entity types, and 4 value

types. Collectively, these nodes are referred to as symbols).

However, this version of the language lacks generality and explicit formality, especially in the

context of VBC. Therefore, the ontology is then contextualized by adding new symbols and rules

with respect to the capabilities and constraints of a motion-encoded language (discussed more

in Section 3.3.2). Contextualization is possible due to the language-based design process and

structure, as it is intended for the ontology to be augmented to permit expansion of language

and communication. This process yields a �nal ATN serving as a state-based parsing model for
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Figure 3.7: Example classes coded from the OWL �les in the �nal iteration. Columns (from left
to right) represent the name of the class, the OWL �le it originates from, and its coded broad
category type and subtype, respectively.

the proposed MBC pseudo-language.

3.3 Ontology Augmentation

3.3.1 Information Transmission Overview

Before covering the modi�cations and remaining sections, a brief overview of the VBC encoding

framework is provided. This enables a necessarily more detailed discussion of the design

choices and speci�cation of the ATN.

The overview is intended to present a high-level description of the underlying building
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blocks and theory of the VBC.

Messages are conveyed using a sequence of unit-based values, known as symbols. The

information encoded by a symbol is determined by 1) the current state of the ATN when

decoding and 2) the unit quantity itself. These units are lexical vision units (LVU).

For instance, a message could have the form [2,1,3,1,5,1,2], representing a sequence of

symbols (or parts of a symbol, in the case of most Values) worth 2 LVU, 1 LVU, 3 LVU, and so

on. Determining and measuring the value of a singular LVU is dependent on the method used

for encoding and is covered in Section 4.3.6 (phase 1 MBC), Section 4.4.6 (phase 2 MBC) and

Section 5.3.4 (LBC).

3.3.2 Contextualization

To ensure the ATN is ready for serving as the grammar and syntax rules and state machine for

VBC, it is contextualized within the intended framework. This translates to several modi�cations

to the re�ned preliminary ontology that allow it to better communicate when using discrete,

simpli�ed signals. In essence, "better communication" entails adding convenience nodes that

facilitate more ef�cient ways of communication tailored to the information being conveyed.

For instance, the rules for sending certain values types, such as Integers , can require

a signi�cant amount of movement for even small numbers of sequences of numbers. This

is to ensure a reasonable level of granularity, i.e. being able to encode an arbitrary positive

or negative integer. As such, integers (and most other value types) are encoded using a form

of binary messaging. To compensate for this, another type of integer value type is added to

represent decimal integers, which help save time and energy when the intent is to signal a

relatively small number.

The list of modi�cations to transform the preliminary ontology into the �nal ATN are as

follows:

1. A new category that isn't related to actions: the Atomic category, including Atomic nodes.

These nodes convey information without needing further context or parameters. Among
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them are Halt , Help, Yes, No, and SwitchMode

2. New entity types: HeldS, HeldR, Sender, and Receiver to reference unique entity types

that do not require values to specify them

3. New convenience value types for communicating integers and integer arrays. IntegerD

and IntegerVectorD . in which the integers are not encoded in binary and instead

mapped to a singular shift whose LVU is equivalent to the integer plus 1. For instance,

the number 5 in IntegerD is encoded by a single shift of 6 LVU. This is meant to speed

up signaling of relatively small numbers.

4. A new value type Nearest , which speci�es the nearest entity of the designated

EntityType . This is also quicker to signal, as Nearest does not require an associated

Value like most ValueTypes.

5. EntityParams and AuxParams, which are included after an action type is speci�ed and

control the structure of the rest of the message.

6. General clean-up such as renaming Queryto Execute for clarity

7. Removal of obsolete symbols such as Nonefor EntityTypes and Nonefor ValueTypes,

as their roles are replaced by entity and value parameters.

These modi�cations are discussed more in detail in Section 3.4.

Phase 1 MBC evaluation was performed during the contextualization process. As such, it

contains some of the newly added Atomic nodes. Additionally, the messages use preliminary

intrinsic symbols, such as Nonefor entities and values, the semantics of which are described

in this Section. Aside from this, the remainder of the alterations listed above are not used in

the phase 1 messages. Instead, the following rules and semantics are applied when encoding:

1. Messages begin with an action category or atomic symbol. Aside from atomic signals,

the next symbol in a message is expected to be an action type followed by an entity type
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(Ac t i onC a t e g o r y ! Ac t i onT y pe ! E n t i t y T y pe or simply At omi c Sig na l ).

These represent the minimum length messages in the language, but most messages

require subsequent symbols (in the form of V a l ue T y pe ! V a l ue ) for additional

information.

2. Certain messages require two entity types to be speci�ed as parameters (such as in the

case with H and l i ng ), but as stated above, every action type requires at least one entity

type.

3. Messages including an entity type that is not N one or Se l f always require a value type

to be speci�ed for the associated entity. Some messages also require additional value

types or values that do not designate an entity. These are called auxiliary parameters . For

example:

• Q ue r y ! N one requires a St r i ng value type, this is considered an auxiliary

parameter as the N one entity type does not use value parameters.

• Some actions types have auxiliary parameters after an entity type's value is speci�ed

as well:

M ov e me nt ! N a v ig a t e ! E n t i t y T y pe ! V a l ue T y pe !

V a l ue A (if V a l ue T y pe 6= N one ) ! I n t e g e r ! V a l ue B

tells the robot to follow the entity speci�ed by V a l ue A at a distance given by

V a l ue B.

4. An entity type of N one refers to the nearest entity of any type, and a value type of N one

for a speci�c entity type refers to the nearest entity of that type.

5. Symbols are expected to be provided regardless of whether they are the only expected

subsequent symbol (for example, the Re g i s t e r value type needs to be selected after

providing an E nt i t y � > V a l ue T y pe� > V a l ue sequence for Se t Re g i s t e r, despite

this being the only option). This is done for clarity and consistency, and in the future as a
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potential means for error checking.

6. A message is �nished after the last expected parameter is sent, which depending on

the action type can be either an entity (in the case of N one or Se l f with no expected

auxiliary parameters) or a value. In which case either another message can be sent or the

communications can be ended with the §TC symbol.

The remainder of this Chapter covers the formal speci�cation and grammar for phase 2

and 3.

3.4 Augmented Transition Network Formal Speci�cation

3.4.1 General Structure and Function

The ATN consists of a set of syntactic groups (also referred to as groups) which represent

different components of the pseudo-language, roughly similar to how parts of speech work in

conventional language. In plain text, these are: category types (also referred to as categories),

atomic nodes, action types (also referred to as actions), entity types (also referred to as entities),

value types, and literal values. When referred to within the context of the formal grammar

or encoding / decoding framework, they are written in typewriter format. Individual nodes

within these groups are referred to as symbols and are encoded as discrete units of motion,

known as lexical vision units (LVU). The formal de�nition and computation of an LVU is covered

in Section 4.2.3 and a list of all symbols can be found in Tables 3.4-3.9.

Additionally, the ATN contains a set of rules and the order in which a sequence of symbols

(a message) should be communicated. To begin and end a message (or series of messages), a

speci�c pattern of motion that is unlikely to be replicated during nominal operation or due

to noise from the environment is signaled. This is known as the ToggleCommunications(or

TC) signal; it is not part of any syntactic group and its encoding is unique from the rest of the

symbols (see Section 4.2.4 for details).
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Aside from clarity, the usage of an ATN to serve as a foundation for the language allows

the effective reuse of encoding sequences. Leveraging the structure of the ATN, only siblings

among the same syntactic group require a unique encoding. Therefore, the average number

of LVU needed to convey an arbitrary symbol is reduced, thus reducing the time and energy

required to communicate messages as a whole. This also allows for straightforward addition

and subsequent encoding of new symbols to the language. Lastly, multiple motion-encoded

messages can be chained together by the agent without the need for dummy signaling or

pausing. Figure 3.8 shows the complete ATN. The syntactic groups are colored blue, yellow,

green, red, purple, and orange for categories, atomic nodes, actions, entities, value types, and

values. White nodes represent the TCsignal and ready state. Gray nodes and annotations

indicate logic used within the ATN and are described in the next section.

A message consists of traversing the ATN and uses the following notation with one of two

general forms:

1. For composite messages: CategoryType! ActionType ! EA! VA

! (EntityBlock) E A ! (ValueBlock) V A

2. For atomic messages: CategoryType! AtomicNode

This simpli�ed notation is used when describing a message to clearly show the sequence of

distinct symbols being communicated, it is separate from the Extended Backus–Naur form

(EBNF) of a message. Arrows are used to denote a transition between encoded symbols and

parentheses are included to clearly separate blocks. EntityBlocks ,ValueBlocks , EA(entity

arguments), and VA(auxiliary value arguments ) are contextualized concepts not part of the

coding process. The former two are the generalized formal grammar representations of entity

and value types. The latter two are integer arguments that control how many times these blocks

are repeated.

A ValueBlock can simply be a ValueTypefollowed by a corresponding literal Value:
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Figure 3.8: Augmented transition network representing high-level grammar and rules for the
proposed motion-based pseudo-language. Symbols are colored by syntactic group. Aside from
values, siblings in a group are denoted with a color-coded outline (which indicates that they
require a unique encoding). For brevity, entity and value types are condensed into 2 nodes
each. The number in the top left corresponds to the LVU (or range for the condensed nodes) of
that symbol, with # indicating a literal value

.

String ! "hello"

However, there are unique ValueTypesthat do not require a Value (known as intrinsic

values); in this case, the ValueBlock would contain the singular ValueTypesymbol. Most

EntityTypes also require their own ValueBlock to help specify which entity of that particular

type is being referenced. Similarly to ValueTypes, there are certain unique EntityTypes

(known as intrinsic entities) that are an exception to this rule. Formally, the EBNF for a single
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