
ABSTRACT

RIVAS, ANDY. Development of the Dynamic Operation and Maintenance Optimization
Framework. (Under the direction of Jason Hou).

To meet future energy demand, while producing safe, reliable, and carbon-free energy,

nuclear reactors will be needed. To bring these systems online, reactor designers are looking

to design systems that allow flexible operation as more renewable energy is incorporated

into the grid, are economically efficient/competitive to produce energy sustainably, and

produce energy with a high level of safety. An advanced reactor concept being considered

to achieve these goals by the Department of Energy (DOE) and Nuclear Regulatory Com-

mission (NRC) is the Pebble-Bed High-Temperature Gas-cooled Reactor (PB-HTGR) that

is specifically chosen due to the recent interest in the technology for having low excess

reactivity, inherent safety, allowing for online refueling, high efficiency, and operating at

high temperatures for process heat and to produce hydrogen. To achieve these benefits, the

Dynamic Operation and Maintenance Optimization (DyOMO) framework is proposed and

implements Multi-Variate Control (MVC) to maintain the reactor in operation given pertur-

bations to the system and component-specific Predictive Maintenance (PdM) frameworks

so that maintenance can be performed at the optimal time without sacrificing system safety.

The DyOMO framework consists of a SAM/Simulink physical twin to produce training data

when measurements are not available, a Dynamic Bayesian Network (DBN) digital twin to

perform O&M optimization, external Machine Learning Models (MLMs) to supplement and

accelerate the digital twin, and a Python dashboard GUI to display all results and facilitate

user interaction with DyOMO.

The DyOMO operation optimization module aims to prolong system operation and

improve safety while meeting grid demand using a series of Feedforward Neural Networks

(FFNN) coupled to Genetic Algorithm (GA) to efficiently conduct MVC to simultaneously

perturb all actuators to maintain all process variables at their respective setpoints. Compar-

ing this approach with traditional Single Variable Control (SVC) with Proportional-Integral-

Derivative (PID) controllers for a system with degrading components, the MVC can extend

reactor operation while SVC begins to struggle once the degradation surpasses 0.85% due to

the increase in reactor power above the threshold. The MVC accomplishes this by increasing

the pump speed and control rod position at a slower rate relative to SVC and increasing

the control valve position relative to SVC. When considering 800 reactor years of operation

with increasing degradation, MVC maintained all safety parameters within their respective



thresholds 100% of the time while SVC was able to do the same only 36% of the time when

conducting 100%-25%-100% load-following scenarios with the highest allowable ramp rate

of 5%/min. Given this extra operation time, the system can continue to run until the next

scheduled shutdown when the cost of replacement power cost is at its lowest.

The DyOMO maintenance optimization aims to decrease system maintenance costs by

utilizing system-level and component-level PdM frameworks that use sensor measurements

to identify anomalies, perform root cause analysis, and estimate Remaining Useful Life

(RUL). At the system-level, DyOMO utilizes the DBN to detect deviations in the process

variable distributions, determine which degrading component is the most significant, and

provide an RUL distribution to inform maintenance teams when maintenance is needed.

At the component-level, DyOMO utilizes external MLMs to determine when a component’s

health will deteriorate to failure for pump bearings and the steam turbine rotor. The pump

bearing PdM consists of a Convolutional Neural Network organized as an Autoencoder

(CNN-AE) for anomaly detection, a CNN for fault characterization, and a Bayesian Neural

Network (BNN) to estimate the RUL with uncertainty. To increase the number of training

samples for the pump bearing PdM, the developed synthetic data generation procedure

includes procedures to recreate the fault-specific characteristic frequencies for diagnostics

and the degradation trends for prognostics. The turbine rotor PdM consists of a FFNN for

anomaly detection and a BNN to estimate the RUL with uncertainty. When considering

800 reactor years of pump bearing and steam turbine degradation, the statistical analysis

revealed the pump bearings PdM reduces the number of required maintenance actions by

one per pump over 40 years and decreases the unexpected component failure rate from

10% to 0% when compared to traditional maintenance philosophies, while the turbine rotor

PdM adds increased protection against shock events. Given fewer required maintenance

actions, the system does not need to be shut down for maintenance as often and can

continue to operate until replacement power cost is at its lowest.
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CHAPTER

1

INTRODUCTION

To meet future energy demand, while producing safe, reliable, and carbon-free energy, nu-

clear reactors will be needed. To bring these systems online, reactor designers are looking

to design systems that allow �exible operation as more renewable energy is incorporated

into the grid, are economically ef�cient / competitive to produce energy sustainably, and

produce energy with a high level of safety. An advanced reactor concept being considered

to achieve these goals by the Department of Energy (DOE) and Nuclear Regulatory Com-

mission (NRC) is the Pebble-Bed High-Temperature Gas-cooled Reactor (PB-HTGR) that

is speci�cally chosen due to the recent interest in the technology for having low excess

reactivity, inherent safety, allowing for online refueling, high ef�ciency, and operating at

high temperatures for process heat and to produce hydrogen. To make the PB-HTGR and

other advanced reactor concepts more attractive energy generating sources, the Dynamic

Operation and Maintenance Optimization (DyOMO) framework is proposed and tasked

to decrease system O&M costs. Of the plant generating costs that include fuel and O&M

costs, O&M costs account for about 73% of the total plant generating costs ( 1). Compared

to coal and gas plants, as shown in Figure 1.1, nuclear plants have a much larger O&M con-

tribution to the total generating cost. To address this, the DyOMO framework implements

Multi-Variate Control (MVC) to maintain the reactor in operation given perturbations to
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the system and component-speci�c Predictive Maintenance (PdM) frameworks so that

maintenance can be performed at the optimal time without sacri�cing system safety. The

core of the DyOMO framework is a Dynamic Bayesian Network (DBN) as the Digital Twin

(DT) of the physical system that is capable of propagating system performance into the

future with uncertainty and can integrate external Machine Learning Models (MLMs) to

accelerate the O&M optimization.

Figure 1.1: O&M and fuel costs in $ / MWh and a percentage for coal, gas, and nuclear
power plants ( 1). Nuclear has a higher proportion of generating costs from O&M than fuel,
while coal and gas have fuel costs being greater.

To optimize the reactor operations for safe electricity generation with a high capacity

factor, nuclear reactor facilities utilize various automatic and manual control sequences

throughout the fuel cycle. Currently, this control is performed by a Distributed Control

System (DCS) (2) that controls directly, through various Proportional-Integral-Derivative

(PID) controllers ( 3), select Controlled Variables (CVs) to maintain the desired power level.

The DCS, although effective in maintaining the desired target, does not guarantee that
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the Monitored Variables (MVs) always remain close to their optimal values in response

to perturbations of Uncontrolled Variables (UVs) as a result of the degradation of system

components (e.g., drop in turbine ef�ciency) due to the CVs being linked one-to-one to the

MVs. Over time as reactor systems are operating, the system components will degrade so

that achieving the desired electrical power while abiding by all system safety margins will

become dif�cult. Once this occurs, the system either needs to decrease in power or be shut-

down entirely to perform maintenance. UVs are those that are not directly controllable by

the operator and can change throughout the fuel cycle without operator intervention, CVs

are those that the operators can directly control and only change with operator intervention,

and MVs are those that have safety-related implications if they exceed a pre-de�ned thresh-

old. To improve upon the current DCS design, the DyOMO framework will perturb all CVs

simultaneously, i.e. MVC, to recommend a control scheme that will minimize the overall

difference between the MVs and their setpoints. Due to the interaction effects between the

CVs, the MVC offered by the DyOMO framework can yield better overall control schemes

than the DCS. The operation optimization module of DyOMO consists of multiple Bayesian

Networks (BN) to perform uncertainty-informed optimization, known as MVCBayes, and

multiple Feedforward Neural Networks (FFNN) combined with Genetic Algorithm (GA)

to accelerate the optimization, known as MVCNet. Speci�cally, MVCBayes narrows the

solution space to the region where the optimal control is located and then passes this to

MVCNet to perform the �nal optimization with GA. MVCBayes can locate the region of

the solution space where the optimal control exists since it is uncertainty-informed and

MVCNet is used for the �nal optimization since it runs faster than MVCBayes. Thus, this

machine learning framework will be shown to leverage the multi-variate interactions of the

CVs on the MVs and improve the current DCS control strategy by maintaining the desired

operational conditions for larger degrees of system perturbation and by minimizing the

MV variations, which can then directly be translated to an economic gain.

To optimize the reactor maintenance schedule, advances in sensor technology and

condition-monitoring techniques have dramatically increased the amount and quality of

data that can provide valuable information about the current health of a piece of equipment.

This enables a paradigm shift in the maintenance philosophies in safety-critical indus-

tries such as the nuclear industry. Traditionally, utilities often employ a manufacturer's

Preventative Maintenance (PvM) strategy that follows the manufacturer's recommended

maintenance schedule, but does not take into account the current health status of the com-

ponent. An ideal compromise would be to perform corrective maintenance right before

components are about to fail – the idea behind PdM – or only perform maintenance when
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necessary. PdM has the potential to extend component usage and reduce maintenance

costs when compared to other maintenance strategies. A PdM framework based on state-of-

the-art MLMs supports maintenance operations by detecting and diagnosing anomalous

behaviors in advanced reactor systems, predicting the onset of exceeding preferred opera-

tion envelopes due to identi�ed anomalies, and optimizing the time for maintenance based

on the component Remaining Useful Life (RUL) to minimize the loss of revenue for both the

system and components of the system. The RUL of an asset is de�ned as the amount of time

left before it is no longer able to perform its intended function. Accurate RUL predictions

allow utilities to assess an equipment's current health status and to develop their PdM

framework ( 4). This maintenance strategy would be especially important for nuclear power

facilities to prevent a failed component from shutting down the entire plant for unplanned

maintenance. This would be detrimental to the availability and thus the economics of the

plant as no revenue would be generated while the non-operating costs would continue to

be incurred for that time. If correctly implemented, a PdM framework can maximize the

interval between maintenance operations, minimize the cost and number of unscheduled

maintenance operations, repair downtime, spare parts inventory, personal overtime pre-

miums, and improve the overall availability of the plant ( 5). To make these advantages a

reality, the maintenance optimization module of DyOMO consists of both system-level

and component-level PdM frameworks. At the system-level, DyOMO utilizes the DBN to

detect deviations in the process variable distributions and determine which degrading

component is the most signi�cant. At the component-level, DyOMO utilizes external MLMs,

such as the Convolution Neural Network (CNN) and Bayesian Neural Network (BNN), to

determine when a component's health will deteriorate to failure for pump bearings and

the steam turbine rotor. Thus, this machine learning framework will be shown to leverage

the sensor measurements from the system and components to decrease the number of

required maintenance actions and failure rate when compared to PvM, which can then

directly be translated to an economic gain.

The academic contributions of this dissertation include:

1. Development of a FFNN surrogate of the PB-HTGR core model.

2. Development of a PB-HTGR system model using Simulink.

3. Development of a DBN to be a DT of Simulink and showcased its predictive accuracy.

4. For the DBN, implemented a procedure to translate discrete distributions to continu-

ous distributions as an add-on to GeNIe.
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5. For the DBN, showcased how one would "divorce" the nodes to combat the curse of

dimensionality to emulate reactor systems.

6. Development of a multi-level FFNN to emulate Simulink and showcase its predictive

accuracy.

7. Coupled the DBN and multi-level FFNN to accelerate MVC and improve predictive

capability further, known as DyOMO control. DyOMO control outperforms traditional

single variable control for both steady-state and load-following scenarios.

8. Development of anomaly detection, diagnostic, and prognostic procedures using the

DBN to decide if maintenance is needed on the system level.

9. Development of anomaly detection, diagnostic, and prognostic procedures using

external MLMs to decide if maintenance is needed on the pumps or turbine.

10. Developed a synthetic data generation method that integrates pump bearing fault

characteristic frequencies with its degradation trend to expand the training database

for diagnostics and prognostics.

11. Development of Python dashboard to be DyOMO's GUI to facilitate user interaction

with the framework.

The rest of this thesis is organized as follows. In Chapter 2 a brief overview of MVC being

applied to a variety of systems as well as component monitoring techniques using state-

of-the-art ML methods for RUL predictions will be discussed. In Chapter 3, the DyOMO

framework in its entirety is reviewed along with all of its components and background of all

the different software used. With the DyOMO framework discussed, Chapter 4 will discuss

the SAM and Simulink models that make up the Physical Twin (PT), Chapter 5 will discuss

the various MLMs implemented to assist the DT in accelerating the O&M optimization, and

Chapter 6 will discuss the DBN structure and performance for O&M optimization as well

as how the external MLMs are integrated into the DT. To display all results and control the

simulation, the preliminary Python dashboard GUI will be detailed in Chapter 7. After all of

the DyOMO components are detailed, the framework is demonstrated for a license period

of 40 years and statistics of its average performance are discussed in Chapter 8. Finally, the

conclusion and future work are presented in Chapter 9.
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CHAPTER

2

OVERVIEW OF REACTOR CONTROL AND

MAINTENANCE METHODS

2.1 Reactor Control Methods

To provide safe electricity generation with a high capacity factor, nuclear reactor facilities

utilize various automatic and manual control sequences throughout the fuel cycle. Cur-

rently, reactor control is performed by a DCS ( 2) that controls directly, through various

PID controllers ( 3), actuators throughout the system to maintain the desired power level

and any safety-related variables within prede�ned thresholds. This is achieved by main-

taining a one-to-one relationship between the actuators and the process variable they are

controlling, known as Single Variable Control (SVC). To showcase the effectiveness of PID

controllers for nuclear reactor systems, several studies have been conducted across multi-

ple different reactor designs. In the study conducted by Mousakazemi et al, the researchers

performed a 100-50-100% load-following scenario for a pressurized water reactor by having

the control rod position control the reactor power ( 6). In the study conducted by Zeng et

al, the researchers performed a 100-110-100% load-following scenario for a space nuclear
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reactor system by having the control drum movement control the reactor power ( 7). In the

study conducted by Zarei et al, the researchers performed a 100-50-100% load-following

scenario for the lead-cooled fast reactor BREST by having the control rod position control

the reactor power ( 8). In the study conducted by Singh et al., the researchers developed

a molten salt reactor system model that uses PI controllers to change the feedwater �ow

rate to precisely control core power output ( 9). In the study conducted by Dong et al., the

researchers developed a modular high-temperature gas-cooled reactor system that uses PI

controllers to control the reactor power, helium temperature, and steam temperature using

the control rod speed, primary mass �ow rate, and secondary mass �ow rate ( 10). This

one-to-one relationship works well when the system components have low degradation,

but begins to become insuf�cient once component degradation increases, i.e., this SVC

restricts the design space exploration.

As the component's health status worsens, the system either needs to reduce power

output or be shut down entirely for maintenance. The MVC, where several actuators are

manipulated to control multiple safety-related variables simultaneously, has the potential

to minimize the variation of those variables around their optimal values, or equivalently

to maximize the safety margin. Maintaining the desired operational conditions for larger

degrees of system perturbation can then directly be translated to an economic gain as

system operation can be prolonged until the next scheduled maintenance period and limit

component stress to decelerate degradation. As an example comparing SVC and MVC,

Figure 2.1 shows how both schemes attempt to optimize a control system consisting of two

actuators. By de�nition, the SVC has the actuators move one at a time and is only able to

move within the green region because of this. The SVC can improve the system state and

approach the optimal control, but is not able to achieve the true optimal once the system

components are suf�ciently degraded and the actuators are working against one another to

achieve their respective optimal. The MVC on the other hand can achieve a more optimal

solution within the cyan region by using both actuators at the same time to maneuver the

system safely to this state and have both actuators working with one another to reach the

optimal. Because of the effectiveness of the MVC to achieve a better solution than the SVC,

the DyOMO framework adopts MVC to decrease operational costs and increase system

safety.

To realize the bene�ts of MVC for multitude of different systems, other researchers have

adopted this strategy. In the study conducted by Yu and Gomm, the pair implemented a

FFNN capable of MVC of a laboratory-scaled chemical reactor ( 11). The available actuators

to control the system are the power to the heating element, the �ow rate of NH 4OH and
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Figure 2.1: Comparison of SVC and MVC approach to achieve optimal control with a two
actuator control system. The SVC (pink) can travel anywhere within the green region, while
the MVC (red) can travel anywhere within the solution space.

the �ow rate of air, to control the process variables of liquid temperature, liquid pH and

dissolved oxygen in the solution. With their control framework, the authors showed that

the process variables were able to be controlled well to their desired values, while the PID

controllers implemented for comparison struggled to consistently reach the desired values

for the process variables. In the study conducted by Liu et al, the researchers implemented

a neuro-fuzzy network capable of MVC for a 160 MW oil-�red drum-type boiler-turbine-

generator plant ( 12). The available actuators of this system are the positions of the valves

that control �ow rates of fuel, steam to the turbine, and feedwater to the drum, to control

the process variables of electric power, drum steam pressure, and drum water level devi-

ation. With their control framework, the authors showed that the MVC achieved half the

integral absolute error when compared to a reference control scheme that has a one-to-one

mapping of the control variables to the process variables, i.e. SVC. In a study conducted by

Mohamed et al, the researchers implemented a linear model capable of MVC with a genetic

algorithm to optimize the control variables of a 600 MW supercritical power plant ( 13). The

available actuators of this system are feedwater �ow, raw coal �ow, and valve position, to

control the process variables of electrical power, main steam pressure, and main steam

temperature. With their control framework, the authors showed that the MVC achieved

better performance than the SVC that was previously in place. In the study conducted by
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Pereira et al., the researchers developed a sodium fast reactor primary system model based

on the Experimental Breeder Reactor II to test the model predictive control scheme to

change the core reactivity and the secondary sodium �ow rate to control the reactor power,

sodium tank temperature, and primary inlet plenum temperature with disturbances to

the reactivity and sodium inlet temperature ( 14). In the study conducted by Brits et al, the

researchers performed a 100-25-100% load-following scenario for the Xe-100 PB-HTGR by

having the control rod position control the reactor outlet temperature, the helium circulator

speed control the main steam pressure, the feedwater pump speed control the main steam

temperature, and the turbine throttle valve position control the electrical load ( 15). In each

one of these studies, the developed control systems were successful in safely performing

the load-following scenario to completion.

With MVC being shown to be a promising solution for operation optimization, the

DBN within the DyOMO framework can also be used to project those control actions to

the future to know their impact on the system. Using a DBN to estimate the future state

of one's system given current control has been showcased in other research. In the study

conducted by Varuttamaseni, a DBN was used to estimate the core damage probability

overtime given the number of available injection pumps and if the pressure relief valve

is operational during a loss of feedwater (LOFW) accident ( 16). With this DBN, various

control schemes can be implemented and their impact on system safety can be quanti�ed.

In the study conducted by Lewis et al, the probability that a sodium-cooled fast reactor is in

a healthy state overtime is quanti�ed based on the power-to-�ow ratio, pressure, inlet and

outlet reactor temperature as well as the SCRAM state of the system ( 17). With this model,

one can simulate multiple scenarios / control actions taken to see its impact on the healthy

system probability. Depending on which actions are taken to correct the process variables,

the probability of the system being healthy can be used to indicate its effectiveness or lack

of. In the networks discussed in ( 11; 12; 13), MVC was performed on large systems but

did not incorporate uncertainty in the decision-making process when �nding the optimal

control scheme. Inversely, the networks discussed in ( 16; 17) did have uncertainty, but

did not have many variables within the network to limit complexity. To correct these two

de�ciencies, the operation optimization module of DyOMO will incorporate uncertainty in

the decision-making process when deciding the optimal control for a reactor system that

includes both the primary and the secondary. Because of the effectiveness of the MVC to

achieve a better solution than the SVC, the DyOMO framework adopts MVC to decrease

operational costs and increase system safety.
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2.2 Maintenance Scheduling Methods

When deciding when to perform maintenance on various components within the sys-

tem, several different maintenance methodologies exist depending on the importance

of the component to system safety. The different methodologies are illustrated in Figure

2.2, where the red line indicates when the �rst component would fail if no maintenance

is performed and the cyan x's indicate when maintenance is performed following said

maintenance scheme. A run-to-failure maintenance strategy consists of not performing

maintenance until the component fails. A continuous maintenance strategy consists of

the utility performing maintenance continuously with little time in between such that

failure due to degradation is very unlikely, e.g. performing maintenance every week. A

manufacturer's PvM strategy consists of following the manufacturer's recommended main-

tenance schedule and is what is normally done for mission-critical components, but can be

improved upon with the added sensor quantity to new reactor systems and their improved

quality. Improving upon the PvM philosophy and taking advantage of sensor data, a PdM

framework supports maintenance operations with the use of data analytic tools to perform

anomaly detection, fault characterization, and RUL estimation to optimize the time for

maintenance. Due to the bene�ts of following a PdM maintenance methodology over a

PvM, the DyOMO framework adopts PdM to decrease maintenance costs and increase

system safety by building component-speci�c PdM frameworks to have maintenance only

performed when necessary.

To realize these bene�ts, other researchers have employed a variety of different archi-

tectures to perform anomaly detection, diagnostics, and prognostics. For each of these

objectives, existing approaches can be classi�ed as being physics-based, data-driven, or hy-

brid methods. Physics-based methods rely on explicit �rst-principle mathematical models

that incorporate knowledge of the degradation behavior to describe the system behavior

(18). When the underlying physics are well understood, these methods provide accurate

descriptions of the degradation behavior and do not require large amounts of data to be

used, but they are dif�cult to develop in real cases where the degradation process may not

be directly observable ( 19). Data-driven methods learn the underlying correlations from

data with the help of little or no domain knowledge ( 20). Unlike physics-based methods,

data-driven methods require large amounts of reliable and high-quality data that is dif�cult

to obtain and are often only valid in the training domain ( 21). Hybrid methods combine the

advantages of the two methods above to compensate for their shortcomings ( 22), i.e., they

use prior knowledge extracted from physics models to inform the data-driven approach by
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Figure 2.2: Comparison of different maintenance scheduling methodologies with the red
line indicating when the �rst component would fail if no maintenance is performed and the
cyan x's indicating when maintenance is performed following said maintenance scheme.

attaining process parameters that cannot be measured directly (19). Due to the increased

quantity and quality of data from industrial systems, data-driven methods have gained

popularity and are used in this study.

For anomaly detection, since normal data in general dwarfs the amount of available

faulty data, unsupervised learning approaches are the most common avenue for fault

detection to detect if an incoming sample signi�cantly differs from the established normal

trend ( 20). If a signi�cant difference exists, an anomaly is �agged based on user-de�ned or

statistical rules. The most popular end-to-end unsupervised fault detection architecture

is the Auto-Encoder (AE) used by Luo et al to encode the normal samples into a low-

dimensional latent space and then decode it back to the original input to identify the

presence of a bearing fault ( 23). To improve the effectiveness of the AE architecture, variants

include Stacked AEs (SAE) from (24) that have more layers for motor fault detection, stacked

denoising AEs from ( 25) that deal with noise within the data to detect gas turbine combustor

anomalies, Variational Auto-Encoders (VAEs) from ( 26) that compare distributions for low-
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speed axial bearing anomaly detection, and ( 27) utilizes a �ow-based model that is capable

of comparing distributions to calculate the L2 norm statistic to identify the presence of a

fault.

For fault characterization, the fault-speci�c correlations are learned by the model and

are used to assign probabilities. One of the most common fault characterization MLM is the

Convolutional Neural Network (CNN) that extracts high-level features from 1D sequential

data using convolution and max-pooling operations. Saeed et al utilized RELAP5, a two-�uid

systems thermal hydraulics code, to model four unique transients in the IP-200 reactor to

attain over 99% accuracy characterization accuracy when using a CNN ( 28). Other methods

include, a deep wavelet AE with extreme machine learning to perform diagnostics on

bearings developed by Haidong et al ( 29), a CNN based on ResNet-50 for bearing diagnostics

presented by Wen et al ( 30), domain loss calculated with a linear combination of Gaussian

kernels during training to improve model performance for bearing fault diagnosis shown

in Zhu et al ( 31), and a digital twin model of a triplex pump in Simscape to generate pump

faults to pre-train a sparse de-noising AE to then use a single sample measured from a

physical triplex pump to �ne-tune the model in Zia et al ( 32). A DBN also has the capability of

detecting anomalies and characterizing faults with the use of Conditional Probability Tables

(CPT). Amin used the DBN to calculate the Dynamic Bayesian Anomaly Index (DBAI) to

identify the presence of an anomaly and then characterized the fault based on which parent

node was contributing the most to the DBAI ( 33). Oh et al developed two DBNs for anomaly

detection and severity characterization of LOCA location within a steam generator and its

severity respectively ( 34). The tasks of anomaly detection and severity characterization are

divided between two separate DBNs to decrease overall model complexity and increase the

speed of model execution. Other excellent deep learning methods for diagnostics include

SAE (35), transformers (36), and deep-SincNet (37).

For prognostics, time-dependent system variables are extracted from raw data to estab-

lish a non-linear mapping of component health state to component RUL without needing

to have prior knowledge of damage mechanisms or deterioration laws for speci�c fault

modes. Accurate prognostic models are essential in one's PdM framework to inform main-

tenance teams when intervention is needed. This is the approach utilized by Zheng et

al, where the authors found that an LSTM network followed by a FFNN can make full

use of sensor sequence information to estimate component RUL for turbofans from the

NASA Commercial Modular Aero Propulsion System Simulation (C-MAPPS) dataset ( 38).

In the study conducted by Costa et al, the authors coupled the LSTM algorithm with an

attention mechanism to improve the LSTM RUL predictive performance ( 39). To improve

12



prognostic performance for bearing fault prognostics, Ma et al utilized a CNN-LSTM to

take advantage of the CNN feature extraction and LSTM temporal handling to improve

predictive accuracy for bearing RUL predictions ( 40), Deng et al improved on this design by

combining CNNs, LSTMs, and Transformers for bearing RUL predictions ( 41), and Cao et al

trained a CNN with self-attention to learn both time-frequency and temporal correlations

to perform end-to-end RUL predictions for bearings under different working conditions

(42). To include uncertainty in the prediction to facilitate operator decision-making, a

Bayesian Neural Network (BNN) takes advantage of Bayesian statistics and incorporates

model uncertainties into its RUL predictions. This was done in Rivas et al, where the authors

showed that a BNN can make a prediction of the RUL with an accuracy comparable to other

state-of-the-art algorithms and offer the bene�t of estimating uncertainty associated with

the prediction to inform the decision-making process ( 43). A DBN also has the capability of

predicting RUL with uncertainty and incorporates system-speci�c information to decrease

the size of the model relative to the BNN. Gomes et al used a DBN to perform diagnosis

and prognosis on autonomous control systems in vehicles using evidence recorded in

the past to diagnose current faults within the system and current evidence to predict the

impact of the fault on the system in the future ( 44). Li et al used a DBN to predict the RUL

of an aircraft wing as a function of crack length and is unique in that it uses continuous

and discrete nodes together ( 45). Other excellent deep learning methods for prognostics

include support vector machine (SVM) ( 46), AE (47), and relevance vector machine (RVM)

(48). The approach taken in this work is different from other studies as the system-level

and component-level PdM frameworks are coupled to one another within DyOMO while

the other studies only used a system-level or a component-level PdM but not both. Thus,

the maintenance optimization module of DyOMO will employ these proven methods to

develop system-level and component-level PdM frameworks using the DBN and neural

networks respectively to perform diagnostics and prognostics.
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CHAPTER

3

DYOMO FRAMEWORK

3.1 Reactor System Components

Before discussing the proposed DyOMO framework to provide optimal control strategies

and maintenance schedules to minimize reactor O&M costs, the different reactor com-

ponents common to most reactor systems must �rst be detailed to describe what the

framework is protecting. Beginning with the generation IV nuclear reactors discussed in

(49), the report details both thermal and fast systems that are currently being researched for

commercial use to provide improved safety, sustainability, ef�ciency, and cost-effectiveness.

The thermal systems being considered are high-temperature gas-cooled reactors (HTGR),

molten-salt reactors (MSR), and supercritical-water-cooled reactors (SCWR), while the

fast systems are gas-cooled fast reactors (GFR), sodium-cooled fast reactors (SFR), and

lead-cooled fast reactors (LFR). The common components of these reactor systems are

the reactor, primary coolant pump, steam generator, turbine, condenser, deaerator, and

feedwater pump.

Although the details of the reactor design are of great importance when attempting

to attain the desired neutronics and fuel cycle for each one of the mentioned reactor
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types, from a systems perspective the reactor can be viewed as a constant heat source.

The amount of heat produced by the reactor can be controlled by the amount of positive

reactivity introduced to the system to increase thermal power or the amount of negative

reactivity introduced to the system to decrease thermal power ( 50). An example of these

actions is control rods being inserted into or withdrawn from the reactor to decrease or

increase thermal power respectively. Although the primary system can be designed so that

natural circulation is possible, a pump is usually included to impose forced circulation

to better control the heat transfer from the primary to the secondary. The coolant pump

can be a centrifugal pump if the coolant is non-metallic, as is the case for HTGRs and

MSRs, or an electromagnetic pump if the coolant is metallic, as is the case for SFRs and

LFRs. The reactor thermal power and outlet reactor temperature are controlled to prevent

fuel element failure if the local temperature is allowed to increase high enough. In reactor

systems, there must be a heat exchanger that removes heat from the primary and injects

it into the secondary. The speci�c design of the heat exchanger can vary, e.g. helical coil

or U-tube, but their function is the same in transferring as much heat as possible to the

secondary (51). After the heat is transferred to the secondary, the cold primary �uid is

pumped back into the reactor to be heated once again and continue the cycle.

With the heat from the primary, the feedwater in the secondary is heated until it becomes

high-quality steam before traveling to the turbine where the turbine blades are spun to

produce electricity. The temperature and pressure of the steam exiting the steam generator

must be carefully controlled before entering the turbine because if the vapor quality is

not high enough, i.e. below 97%, the water droplets within the steam will damage the

turbine and decrease system ef�ciency. After the energy has been extracted from the high-

temperature steam, it is then condensed back to liquid water when passed through the

condenser. The condenser is another heat exchanger that extracts the remaining energy

within the water and expels it to a heat sink, such as a lake or river. Exiting the condenser,

the condensate is then passed to the deaerator which removes dissolved gases to protect the

steam system from corrosive gases. Finally, the puri�ed feedwater is passed to the feedwater

pump that imposes forced circulation of the water in the secondary. The feedwater is now

pumped through the steam generator to remove heat from the primary and the cycle is

continued (51).

With any of the components mentioned above, their performance will deteriorate over

time due to degradation from a multitude of initiators. For example, the heat transfer

capability of the steam generator will decrease as foulant is deposited on the tubes, the ca-

pability of the pumps to attain a desired pressure rise will decrease as internal components
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become looser, and the ef�ciency of the turbines will decrease due to blade erosion. With

no intervention, these degradation mechanisms will result in a decrease in overall system

electrical output. To address these challenges, the DyOMO framework aims to perform

O&M optimization through a coupled dynamic multi-variate control scheme and multiple

component-speci�c PdM frameworks. Having a framework that provides optimal controller

setpoints that take into account component degradation so that system process variables

can be maintained at their nominal values would decrease operation costs since the system

would be able to operate for longer periods. Additionally, having a framework that can

predict the trajectory of the component degradation will decrease maintenance costs since

maintenance can be delayed until it is necessary.

Figure 3.1: General reactor system and labeled important components. The primary loop
includes a coolant pump to impose forced circulation and a reactor to impart heat to the
�uid. The secondary loop includes a feedwater pump to impose forced circulation, a turbine
to convert the thermal energy of the steam to electricity, a condenser to condense exhaust
steam to liquid water, and a deaerator to remove dissolved gases. The steam generator
transfers heat from the primary to the secondary.
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3.2 DyOMO Modules for O&M Optimization

The DyOMO framework aims to decrease reactor system O&M costs with four distinct

modules. As shown in Figure 3.2, the four main modules are the PT, DT, external MLMs, and

a Graphical User Interface (GUI). Note that the speci�c tools used within each module are

not unique and can be replaced with different algorithms that meet similar requirements.

For example, the GUI / HMI can be developed in Javascript instead of in Python as long as it

is capable of displaying all results and the user can interact with the interface. Similarly,

different machine learning architectures can be used for the DT or external MLMs.

The PT is tasked with producing ground truth data in the form of input and output

relationships of the system to train the DT and external MLMs. An example of a relationship

is the increase in reactor power as a function of control rod insertion depth. This data can be

obtained through measurements taken directly from the system if available or synthetically

using high-�delity system models. In this work, the System Analysis Module (SAM) code

is coupled with Simulink to produce synthetic system data due to the lack of publicly

available data. SAM is a modern system analysis tool being developed at Argonne National

Laboratory (ANL) for advanced non-LWR safety analysis, being used in this work to model

the dynamics of a PB-HTGR. Simulink is a MATLAB library that allows for modeling systems

of Ordinary Differential Equations (ODEs) with toolboxes available for building controllers.

Simulink is used to model the Balance Of Plant (BOP), the Once-Through Steam Generator

(OTSG) that connects the reactor with the BOP, and the control system that brings the

system process variables to their setpoints. To accelerate data generation, a surrogate of the

SAM PB-HTGR reactor model is developed and directly implemented within the Simulink

environment. This direct integration forgoes the need for an external wrapper and provides

a ready-to-use complete system model that only requires a MATLAB license. Thus, the PT

will be able to produce realistic data that captures the physics of the system to train the DT

and the external MLMs.

After being trained with data provided by the PT, the DT is tasked with performing

O&M optimization on the system level to decrease costs, propagate current and future

uncertainty to quantities of interest to make certain system safety is maintained, modular

and �exible to allow complexity scaling, and to be easily accessible to users. In this work,

a DBN is used as it ful�lls all of these requirements. A DBN is a Directed Acyclical Graph

(DAG) model that conveys process variables as nodes and how they are related to one

another through directed arcs. Due to the structure of the DBN, the algorithm is innately

modular, can propagate uncertainty through time using Bayes theorem, is explainable
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since all connections within the model are visible to the user, and fast running to perform

optimization. Since the DBN is an accurate representation of the PT, data generated using

the DT can be used to train the external MLMs and results from the DT can be displayed

on the GUI. Thus, the DT will be able to perform system-level O&M optimization, scale

with system complexity, and be an accurate representation of the PT.

Using data generated by both the PT and DT, external MLMs can be trained to sup-

plement the DT and accelerate the optimization. Various architectures can be used, such

as a FFNN, AE, CNN, and BNN. The external MLMs will be tasked to perform a speci�c

function, e.g. identify if there is a fault in the feedwater pump, and convey this information

back to the DT as evidence to be propagated through time to quantify its impact on system

safety and total cost. Since one of the requirements of the DT is to be modular, the use of

an external MLM to replace a branch within the DBN would be possible. Thus, if the user

already has their own MLM that they have high con�dence in, it can be directly added to

the DBN to improve predictive capability. Model training and predictive results from these

models are also displayed on the GUI. Thus, the external MLMs will be able to perform

component-level O&M optimization and provide evidence to the DT to accelerate the

system O&M optimization.

Results from the DT and external MLMs are displayed to the user using a GUI developed

in Python Dash. This dashboard will allow the user to control the DT and its external MLMs

from this single interface without requiring one to open individual model scripts, input

�les, or READMEs. Usually, model outputs are given to the user through the command

prompt or saved into CSV �les that can then be post-processed. The GUI performs the

post-processing and facilitates user interaction with the data by automatically displaying

the results in real-time and the impact of control actions or degraded components on the

system. Although a variety of different tools exist to meet these requirements, a dashboard

created using Python will be used to create the GUI due to its accessibility, documentation,

and is a natural extension of the DT and external MLMs that were developed within Python.

Each of the modules used within the DyOMO framework will be detailed further for the

remainder of the chapter, with the PT in Section 3.3, the DT in Section 3.4, the external

MLMs in Section 3.5, and the python dashboard in Section 3.6.
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Figure 3.2: Complete DyOMO framework with interactions. Includes physical twin (PT),
digital twin (DT), external machine learning models (MLMs), and a graphical user interface
(GUI)

3.3 Physical Twin to Generate Training Data

3.3.1 System Analysis Module to Model Primary System

To model the reactor dynamics of a PB-HTGR to generate training data for the DT, SAM

will be used. SAM is a system analysis code developed by ANL that aims to be fast-running,

have transient analysis capability, and can model a variety of advanced reactor systems.

SAM utilizes MOOSE for its object-orientated application framework, utilizes libMesh for

its meshing and �nite-element library, and PETSc for its linear and non-linear solvers.

The main features of SAM include being able to model reactor coolant loops as 1D pipe

networks, integration of �uid and solid components to improve accuracy, able to capture

multi-channel and inter-assembly heat transfer, has a Point Kinetics Model (PKE) with

various reactivity feedback mechanisms of axial / radial expansion, doppler, and fuel / coolant

density with built-in decay heat curves for various common isotopes, able to model heat

transfer of pebbles and mobile molten salt, and can be coupled with other external codes

such as BISON for fuel performance analysis, SAS4A/ SASSYS-1 for balance of plant analysis,

and TRACE for safety analysis (52). Speci�c components that can be modeled in SAM
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Figure 3.3: SAM PB-HTGR model with inlet temperature, pressure, mass �ow rate, and
control rod reactivity as input and outlet reactor temperature, pressure, mass �ow rate, and
thermal power as output.

include, the reactor core, control rods, pipes, pumps, and steam generators. SAM has

also been shown to be capable of modeling typical reactor accidents, such as transient

overpower and loss of �ow, and validated against the EBR-II, FFTF, MSRE, and many integral

effects test results. When specifying �uid properties, SAM allows users to choose built-in

�uid libraries for commonly used �uids, including air, nitrogen, helium, sodium, and two

types of molten salt (Flibe and Flinak). At any point in the system, the user can request

various process variables, such as pressure, temperature, and �uid velocity, to be extracted

in separate CSV �les. SAM also outputs an ExodusII �le that can be opened using Paraview

to visualize the model and the distribution of pressure, temperature, and �uid velocity

throughout the system. Thus during training data generation, SAM provides the outlet

reactor temperature, pressure, mass �ow rate, and thermal power given inlet temperature,

pressure, mass �ow rate, and control rod reactivity as shown in Figure 3.3.
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3.3.2 Simulink to Model Secondary System

In addition to the SAM PB-HTGR reactor model, the PT will also have a BOP on the secondary

and system control using MATLAB / Simulink as SAM is limited in these two functionalities.

The steam generator will also be modeled in Simulink, even though SAM does have the

capability to model steam generators so that the steam generator control systems can be

built with Simulink. MATLAB is a programming language and computing environment

developed by MathWorks, while Simulink is an add-on that enables the user to build systems

as block diagrams. Simulink can model systems that span multiple domains using domain-

speci�c pre-built blocks available in its other libraries, develop maintainable large-scale

models by partitioning individual components into subsystems that allow for independent

development and veri�cation, can parallelize model simulation, and deploy simulations

as a standalone executable, web apps, and Functional Mockup Units (FMUs). FMUs are

tool-independent standard interface representations of the dynamic system that enable

one to run the model without needing access to Simulink and facilitate the integration

of the model into other applications in a standard way ( 53). Simulink contains many pre-

built elements, such as PID controllers, that can be connected to build a complete control

system. In addition to the pre-built elements, one can also create their elements, e.g. steam

turbine element, and incorporate them into the Simulink model as a subsystem. These

components can be consolidated into custom libraries that can then be incorporated into

other models or different subsystems of the same model. These block elements contain

a mathematical representation of the component of interest in the form of inputs and

outputs. Similarly, surrogates of subsystems in the form of TensorFlow pre-trained MLMs

can be imported into Simulink directly utilizing the machine learning libraries in MATLAB

to increase simulation speed. Finally, Simulink provides several data visualization tools,

such as scopes, for the user to see the evolution of process variables in real-time. Thus,

during training data generation, Simulink provides temperatures, pressures, and mass �ow

rates throughout the PB-HTGR primary and secondary given imposed control scheme to

generate steady-state and load-following training data.

3.4 Digital Twin to Perform O&M Optimization

To predict system response in real time to operator actions and optimize component

maintenance schedules, the data generated by the PT is used to train a DBN to act as

the systems DT. BNs are DAGs that convey the elements of the model and how they are
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related to one another through directed arcs. An example of a BN with directed arcs is

shown in Figure 3.4, where one can see that parameter Z is dependent on parameters

X and Y. By de�nition, the marginal probability of parameter X is represented with P(X),

the conditional probability of parameter Z given X is represented with P(Z|X), and the

conditional probability of parameter Z given X and Y is represented with P(Z|X,Y). Thus,

through these learned conditional probabilities, the Z distribution can be computed with

inputs of X and Y.

Figure 3.4: Example of Bayesian Network. P(X) = marginal probability of parameter X,
P(Z|X)= conditional probability of parameter Z given X, P(Z|X,Y) = conditional probability
of parameter Z given X and Y

The conditional probabilities within BNs are incorporated within CPTs and are learned

from multiple data streams to improve model performance, such as experimental data,

historical data, and prior expert opinion. This capability is especially important in the

nuclear �eld where component failure and �eld operations data are usually not readily

available. If the system is not yet available, the BN can be initially constructed using data

from a slightly different system and expert opinion. Once the system is operational, the

data coming from the system can be used to automatically update both the BN structure

and parameters. Once trained, BNs can be used to monitor, diagnose, and make prognostic

predictions of one's system with uncertainty so that operators can make more informed

decisions. Speci�cally, the uncertainty in the predictions includes sensor measurement

uncertainty that decreases with better sensors, model parameter uncertainty that decreases
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with more data, and model structure uncertainty that decreases with a better model.

An extension of BNs are DBNs that maintain all of the same properties but also include

time-dependent relationships through directed arcs across time. Given the network's ability

to conduct both forward and backward inference given new information, e.g. the past and

current system temperature, pressure, and mass �ow rate during an accident scenario, the

DBN is capable of propagating this information to the current time step to characterize the

system state and to the future to predict the evolution of process variables over time. This

will allow operators to see the impact of their control decisions and verify their intended

impact before having to execute the control action.

When given new information, the CPTs in the DBN network are updated and inference

is conducted using Bayes theorem given with

P(yt jX t ) �
P(X t jX t � 1, yt ) � P(yt jX t � 1)

P(X t jX t � 1)
, (3.1)

where X t is the input variable at time step t, yt � 1 is the output variable at the previous

time step, yt is the output variable at time step t , P(yt jX t ) is the posterior distribution of

the output variable at the current time step, P(X t jX t � 1, yt ) is the likelihood of observing

the input variable given the input variable value at the previous time step and the output

variable, P(yt jX t � 1) is the prior of the output variable given the input variable value at the

previous time step, and P(X t jX t � 1) is a normalization constant. Equation 3.1 applies the

�rst-order Markov assumption so that the current time step is only dependent on its parent

node and not on its ancestors. Although this is a common assumption in DBNs to limit the

size of the CPTs, information from multiple time steps can be used to improve prediction

accuracy or decrease prediction uncertainty. Using the relationships de�ned in the CPTs

with new evidence, e.g. sensor measurements, the predictions can be updated accordingly.

DBNs also assume time invariance, where the probability model is assumed constant across

time and the initial data set adequately represents the underlying population.

DBNs also can perform structure and parameter learning if data is available. Since

DBNs are DAGs, the relationships between the different variables of the system must

�rst be de�ned, e.g. knowing that reactor power is dependent on control position and

not the other way around. Structure learning accomplishes this by conducting multiple

marginal and conditional independence tests following the PC algorithm to determine if a

relationship exists between any two parameters and the direction of the dependence. For

example, if P(X,Y|Z) = P(X|Z)P(Y|Z) then an arc between variables X and Y is not necessary

since all information is captured with the relationship between Z and X as well as with
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the relationship between Z and Y since X and Y are independent. After the structure is

known, the next step in model development is to perform parameter learning to �nd the

coef�cients of the previously de�ned relationships. This is done utilizing the Expectation

Maximization (EM) algorithm to maximize the maximum a posteriori estimates or estimate

parameter distributions that agree best with data. This is done by taking the derivative

of the likelihood function and �nding what parameter value makes the derivative zero

utilizing a search algorithm (54).

To develop the DBN to perform O&M optimization, the SMILE / GeNIe software devel-

oped by BayesFusion is used (54). SMILE is a reasoning and learning engine for graphical

models that is capable of modeling both discrete and continuous variables with interactions

de�ned with probability distributions. This software also supports structure and parameter

learning with a variety of validation and model performance tests. To visualize and interact

with the DT, GeNIe is used as SMILE's GUI. Instead of manually building the DBN in GeNIe,

it can be procedurally generated utilizing the Python / SMILE wrapper pysmile and executed

from Python to provide predictions to the user. Thus, the DBN DT provides a fast-running

and accurate representation of the PT with uncertainty to perform O&M optimization.

3.5 External Machine Learning Modules to Accelerate O&M

Optimization

To accelerate O&M optimization for the PB-HTGR, external MLMs are trained to supple-

ment the DT's predictive capability. These external MLMs are tasked to perform a speci�c

function, such as component-level predictive maintenance, while the DT is more general

and used to provide system-level predictions. In this work, the architectures used are the

FFNN to accelerate control scheme optimization, AE for component anomaly detection,

CNN for component diagnostics, and BNN for component prognostics. Thus, the external

MLMs will be able to perform component-level O&M optimization and provide evidence

to the DT to accelerate the system O&M optimization. The remainder of the section de-

tails the architectures, concepts that make each architecture unique, training process, and

performance metrics.
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3.5.1 Feedforward Neural Network

FFNNs are the simplest type of deep neural network, developed utilizing the modules in

Tensor�ow ( 55), that has information propagated in a single direction from input to output

(56). Being the most well-known and used type of neural network, the FFNN has been

used in a plethora of applications for O&M tasks that include anomaly detection, fault

characterization, RUL estimation, and surrogate development of components and systems.

Network Architecture

Shown in Figure 3.5, is an example of the FFNN architecture that has two inputs, two hidden

layers with four and two neurons respectively, and a single output. As the input signal is

propagated forward through the network, the signals are multiplied by weights w, added to

biases b, and processed through an activation function a to calculate the neuron value in the

next layer. An activation function adds non-linearity in the function approximation to better

estimate the output of a non-linear system. Common activation functions include sigmoid,

relu, and tanh functions. The weights w and biases b are learned from data by applying

the Stochastic Gradient Descent (SGD) ( 57) with Backpropagation (BP) ( 58) algorithm. The

propagation of information through the network will yield a model prediction at the output

layer that can then be compared to the output of a testing dataset to quantify the network's

predictive capability.

Stochastic Gradient Descent with Backpropagation

Before applying the SGD and BP algorithms to optimize the network hyperparameters, one

must �rst choose a cost function to be optimized. For the FFNN, the cross-entropy cost

function with L2 regularization is used to learn the weights w and biases b of the network

with

C = �
1

n

X

x

X

j

[yj ln (a L
j ) + (1 � yj )ln (1 � a L

j )] +
�

2n

X

w

w 2, (3.2)

where C is the cross entropy cost function, n is the number training samples, yj are the

training outputs, a l
j is the activation of the j t h neuron in the l t h layer, � is the L2 regular-

ization coef�cient, and w are the individual weights of the connections between neurons.

One of the most commonly used regularization techniques to prevent over�tting is L2

regularization, also known as weight decay. When using L2 regularization, a regularization
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Figure 3.5: Example of a FFNN with two hidden layers. � is the error calculated during
training, b is the neuron bias, w is the neuron weight, and a is the neuron activation.

term is added to the cost function, i.e. �
2n

P
w w 2. The �rst term in Equation 3.2 is the classic

cross-entropy cost, while the second term is the sum of squares of all the weights in the

network scaled by �
2n , where � is the L2 regularization coef�cient that is a hyperparameter

tuned by the user. Hyperparameters are the code-level adjustable parameters that are tuned

during the training process to optimize prediction accuracy. L2 regularization penalizes

more complex models that can lead to over�tting the training data and encourages simpler

models that are better for generalization.

The weights and biases of the network are learned utilizing SGD with BP. SGD is an

iterative optimization algorithm used to �nd the minimum value for a function. This is

done by computing the gradient of the cost function and moving in the opposite direction

so that the cost function C always decreases. Applying this to the weights and biases of the

FFNN, they are updated with

w 0
k =

•
1 �

��

n

‹
wk �

�

m

mX

j =1

@Cx j

@wk
(3.3)

and
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b 0
l = bl �

�

m

mX

j =1

@Cx j

@bl
, (3.4)

where w l
j k is the weight from the k t h neuron in the (l-1) t h layer to the j t h neuron in the

l t h layer, b l
j is the bias of the j t h neuron in the l t h layer, a l

j is the activation of the j t h neuron

in the l t h layer, z l
j =

P
k w l

j k a l � 1
k + b l

j , w l is the weight matrix for the l t h layer, b l is the bias

vector for the l t h layer, a l is the activation vector for the l t h layer, � is the user speci�ed

learning rate, � is the user speci�ed L2 regularization coef�cient, and m is the mini-batch

size. SGD utilizes mini-batches or a small set of randomly chosen training inputs to update

the weight and bias values more often to speed up learning. When all training inputs have

been exhausted with this approach, then one can say that an epoch has been completed,

i.e. one epoch is when an entire training dataset is used by the FFNN once. The notation to

explain how the BP algorithm functions is shown in Figure 3.5 to better explain what the

sub- and super-scripts signify.

BP consists of understanding how changing the weights and biases in a network changes

the cost function, requiring the calculation of the partial derivatives @C
@w l

j k
and @C

@b l
j
. To com-

pute these quantities, it is necessary to introduce an intermediate quantity, � l
j , as the "error"

in the j t h neuron of the l t h layer. BP provides a procedure to compute � l
j and relate it to @C

@w l
j k

and @C
@b l

j
to update the weights and biases of the network during training. This is done with

Equations 3.6-3.9, the four fundamental equations of BP. Beginning with Equation 3.6, the

error in the output layer is calculated after completing a forward pass of the network. Once

this is done, the errors for the next layer going backward are calculated with Equation 3.7.

The error of the �nal layer is calculated �rst as the cost function is a function of the outputs

of the network. The errors are propagated backward utilizing the chain rule. Once all errors

are known within the network, Equations 3.8 and 3.9 can be used to update the weights and

bias values during training. In one epoch, all the training samples go through the FFNN

forward and backward once. This process continues until all user-requested epochs are

completed. Unless otherwise stated, this process of updating network weights and biases is

used to train the other MLMs.

The BP algorithm in its entirety is shown below:

1. Input x: Calculate the activation a x ,0 for the input layer

2. Feedforward: For each subsequent layer of l = 1,2,...,L and the activation function F ,
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compute the activation with

a x ,l = F (w l a x ,l � 1 + b l ) (3.5)

3. Output error: Compute the error vector with

� L
j =

@Cx

@a x ,L
j

F 0(z x ,L
j ) (3.6)

4. Backpropagate the error: For each subsequent layer going backwards through the

network l = L-1, L-2,...,1 compute the error with

� x ,l
j =

X

k

w l +1
k j F 0(z x ,l

j )� x ,l +1
k (3.7)

5. Output: With all of the errors in the network known, the gradients of the cost function

with respect to the weights and biases can be calculated and they can be updated

with

w l ! w l �
�

m

X

x

(a x ,l � 1)T � x ,l (3.8)

b l ! b l �
�

m

X

x

(� x ,l ) (3.9)

Performance Metrics

Once trained, performance evaluation for the trained FFNN is conducted to assess if the

model attains a predictive accuracy that meets the user's speci�cations. High predictive

accuracy is desirable so that one can have con�dence that the FFNN is a reliable surrogate

of the PB-HTGR system. Once trained, the FFNN is capable of predicting the system process

variables given a control scheme. The metrics used to access the FFNN predictive capability

are the R-squared (R2), the normalized root mean squared percent error (NRMSPE), and

the mean absolute percent error (MAPE) de�ned with

R2 = 100%

�

1 �

P
i (yi � ŷi )2

P
i (yi � y )2

�

, (3.10)

NRMSPE=
100%

q
1
K

P
i (yi � ŷi )2

y
, (3.11)
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and

MAPE =
100%

K

X

i

�
�
�
�
(yi � ŷi )

yi

�
�
�
� , (3.12)

where ŷi is the i t h prediction from the model, yi is the i t h observation that the model

is trying to predict, y is the mean of the observations, and K are the number of samples

being considered ( 59). The R2 metric represents the proportion of variation the model can

capture with its predictions or the proportion of total variation of outcomes explained by

the model. The R 2 metric scales the discrepancy taking into account the variable's variation.

The NRMSPE is the standard deviation of the prediction errors normalized with respect to

the observation mean as a percentage. The MAPE is the average absolute prediction error

that is normalized with respect to the observation as a percentage. Between the NRMSPE

and MAPE metrics, the difference is the NRMSPE puts more weight on outliers and thus

penalizes more for large non-symmetric mispredictions.

3.5.2 Autoencoder

For anomaly detection, a Convolutional Neural Network AutoEncoder (CNN-AE) was de-

veloped utilizing the modules in Tensor�ow ( 55). The convolution layers of the CNN are

arranged in an AE network architecture that includes an encoder portion that transforms

the input data into an encoded compressed vector that represents a high-dimensional

representation of normal operating data that is then decoded by the decoder back to the

original input matrix. The difference between the original input and the processed output

is the anomaly score that is used to determine if an anomaly is present. When an anomaly

is present, the differences between the input and the output will be greater.

Network Architecture

Shown in Figure 3.6 is a simpli�ed representation of the CNN-AE architecture showcasing

the compression of the input data in the encoder region and the expansion of the encoded

vector in the decoder region back to the same size as the input data. Within the encoded

and decoded regions, multiple layers can be used depending on the complexity of the faults

present in the training database and the computational costs associated with adding an

extra layer. During training and testing of the CNN-AE, the input layer (blue) receives the

constructed normalized time windows from the pre-processing procedure, is run through

the CNN-AE architecture, and is compared with the output layer (red) to calculate the
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element-wise mean squared error loss. Within the encoded region (blue border), the tem-

poral correlations within the data are learned and represented as the encoded vector (green

border). Within the decoder (red border), the learned representation is transformed based

on the trained weights and biases of the network to return a matrix similar to the one that

was inputted. This is shown in Figure 3.6 with the grayed boxes of the input and output

matrices that would be compared with one another to see how closely the CNN-AE was able

to recreate the input. This comparison yields an anomaly score that is the Mean Absolute

Error (MAE) of the input and output matrices with respect to time and features to yield a

single value. If an anomaly is present, the anomaly score will increase in value since the

decoded representation will be different than what was encoded during training.

Figure 3.6: Simpli�ed representation of the CNN-AE architecture for component-level
anomaly detection showcasing the compression of the encoder and the expansion of the
decoder.

Performance Metrics

Once the data has been assessed and the neural network is built, performance evaluation is

conducted to assess if the anomaly detection of the network meets the user's speci�cations.

The model's predictive performance is evaluated on the validation loss calculated as the

element-wise Mean Squared Error (MSE) of the input and output matrices of the CNN-AE
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for the steady state time windows that the network was not trained on and the anomaly

score that is the mean absolute difference between the two matrices when averaged across

time and features for each sample de�ned with

VL =
1

k � T � F

k � T � FX

i =1

(Oi � I i )
2, (3.13)

and

Sk =
1

F

FX

j =1

•
1

T

‹ TX

i =1

(jO j
i � I j

i j), (3.14)

where VL is the validation loss, Sk is the anomaly score, k is the number of samples / time

windows, T is the time window length, F is the number of features, I i is the i t h input of a 3D

matrix that is coming directly from the data pre-processing modules, Oi is the i t h output of

a 3D matrix that is similar to the input values after being passed through the autoencoder

architecture. Because the CNN-AE is trained on only steady-state datasets, the anomaly

score from a dataset that contains steady-state data will be approximately equal to the

anomaly score calculated from the validation dataset during training. If a fault is present

within the database, the anomaly score calculated by the CNN-AE will increase signifying

due to the presence of an anomaly. The threshold used to decide if an anomaly is present is

calculated with

ST = M �
�
� [Sk ] + 3 � � [Sk ]

�
, (3.15)

where ST is the anomaly threshold, M is the safety margin, � () is a function to calculate

the average of k anomaly scores, and � () is a function to calculate the standard deviation

of k anomaly scores. This de�nition takes the mean across all the no-fault samples after

they have been averaged across time and feature, the result is multiplied by margin M to

decrease the frequency of false positives, and is added to three standard deviations of the

no-fault anomaly score. The margin M is a tunable parameter to control how sensitive

the model is to random perturbations. Thus, the CNN-AE will be capable of performing

component-level anomaly detection by calculating the anomaly score and comparing it to

its threshold to determine the presence of an anomaly.
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3.5.3 Convolutional Neural Network

For deep learning, CNNs are one of the most popular choices for tasks consisting of pattern

detection due to their ability to extract information from the various input parameters to

perform system diagnostics ( 28). This is important for characterizing faults as the CNN

will learn the fault-speci�c correlations necessary to characterize faults with high accuracy.

This is accomplished through the convolution function which is a blending technique that

emphasizes the correlations present between different input parameters. The convolution

extracts features from the data using �lters or kernels that are learned from data ( 57).

Mathematically, convolution is taking the �lter matrix and performing the summation

of a sliding dot product with the input matrix. This concept is showcased in Figure 3.7,

where the weights in the �lter matrix are learned during the training process. These CNNs

utilize multiple feature maps that each have different initial weights in their respective

�lter matrices. Each feature map attempts to learn different features in the data, where

more feature maps lead to more features being extracted. The advantage of this proposed

algorithm is that both the temporal and the high-level abstract features are extracted from

the data.

Figure 3.7: Example of the convolution function being applied to a 2D input matrix.

Network Architecture

Shown in Figure 3.8 is the complete CNN architecture for the diagnostic model that consists

of an input layer, multiple convolution layers, multiple batch normalization layers, a fully

32



connected layer with multiple hidden layers, and a softmax output layer for assigning prob-

abilities to the various transients in the training database. During the training and testing

of the CNN, the input layer (blue) receives the constructed normalized time windows from

the pre-processing procedure. The input layer has its size de�ned as the time window

length multiplied by the number of system parameters to be included in the training. From

the input layer, the normalized values are passed through a series of convolution layers

(green) where the convolution technique is applied for feature extraction utilizing train-

able �lter matrices. For each convolution layer, multiple feature maps are used to extract

more features from the data. The length of each feature map in subsequent convolutional

layers decreases as the convolution function condenses the values from the previous layer

into a single value with the �lter matrix. A batch normalization layer is applied after each

convolution layer to normalize the input channels by applying a transformation that main-

tains the mean activation close to zero and the activation standard deviation close to one.

Before reaching the fully connected layer, the processed values are �attened into a 1D

array (orange). The fully connected layer (red) is necessary for the �nal characterization

to be made. Within the fully connected layer, L2 regularization and dropout methods are

utilized to prevent the CNN from over�tting the training data. L2 regularization modi�es

the cost function such that no one single weight becomes too large and overpowers the

other neurons in the network, i.e. the CNN does not over�t the training data. The dropout

method consists of a percentage of the neurons being "ghosted" for different mini-batches

to construct an ensemble of different networks. Taking a dropout rate of 50%, because each

neuron is "ghosted" (weight set to zero) half of the time, the network is less likely to rely on

a subset of neurons, i.e. the CNN does not over�t the training data. For output, a one-hot

categorical softmax activation layer (yellow) is used to assign probabilities to the different

transients within the training database. The softmax function is de�ned with

F (zi ) =
ezi

P k
j =1 ez j

, (3.16)

where z is the input vector, ez j is the exponential function being applied to the i t h

entry of the input vector, and
P k

j =1 ez j is the summation of the exponential function being

applied to all entries of the input vector. The F (zi ) values will sum to one after k calculations

are performed, with each value being constrained to the range [0,1] letting these values be

interpreted as probabilities.

33



Figure 3.8: Proposed two stage CNN architecture of the diagnostic model for component-
level fault characterization. The architecture includes an input layer, three convolutional
layers, a �atten layer, three fully-connected dense layer, and an output layer with softmax
activation.

Performance Metrics

Once the data has been assessed and the neural network is built, performance evaluation

is conducted using the characterization accuracy. As an example, consider we have three

transients within our database. A possible output characterization vector from the CNN,

ŷi , is [0.2,0.1,0.7], with the respective observation, yi , being [0,0,1]. From this example, the

CNN was successful in characterizing the transient since the most likely fault was the actual

fault and is added to the total number of correct characterizations for the characteriza-

tion accuracy calculation when considering all samples. Thus, the CNN will be capable

of performing component-level fault characterization by calculating the individual fault

probabilities to characterize said fault as the most probable.

3.5.4 Bayesian Neural Network

To perform prognostics, the RUL estimation model is tasked to provide reliable RUL pre-

dictions with uncertainty utilizing a BNN developed with modules in Prob�ow ( 60). To

accomplish this, the BNN assigns probability distributions to model weights and biases

so that the �nal RUL prediction includes uncertainty that can be used to extract the mean

and 95% con�dence intervals. As degradation progresses, the BNN will return decreasing

RUL values in both in its mean prediction and uncertainty. The probability distributions of

the model parameters will be updated using the training data with Bayes theorem and the
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Bayes by Backprop algorithm. Note that the DBN and BNN are similar in that they both use

Bayes theorem to update model parameters, but the DBN model is less computationally

expensive than the BNN since the BNN is a neural network that is a general classi�er and

uses no prior knowledge of the system while the DBN has prior knowledge of the system in

the form of its structure in how variables are related to one another. This distinction makes

the DBN more suitable as a DT than the BNN.

Bayes Theorem

In addition to having the capability to make predictions, BNNs can provide uncertainty

bounds for their predictions. This is accomplished with the backbone of the BNN, the Bayes

theorem that aims to provide a posterior Probability Density Function (PDF) for the output

given the user-de�ned prior and training data ( 61). Bayes theorem for BNN's is de�ned

with

p (� jD ) =
p (D j� )p (� )

p (D )
=

p (D j� )p (� )
R

p (D j� )p (� )d �
, (3.17)

where the � term represents the typical parameters that are found in a BNN, i.e. the

neuron weights and biases ( 62). D is the constructed training pairs after the pre-processing

is complete. The p (� ) term is the prior PDF that has its initial shape dependent on the

untrained Neural Network (NN) parameters and the distribution the user chooses, e.g.

normal or gamma. The p (D j� ) term is the likelihood that the BNN parameters yield the

training pairs. Finally, p (� jD ) represents the posterior distribution that is characterized by

the trained BNN parameters.

Domain knowledge can be injected into the model development in the form of the

chosen prior to bias predictions towards values that experts believe better represent reality.

A simple example of this concept is the use of a gamma distribution to bias all predictions

to be positive for a RUL prediction. The Bayes method with variational inference is used

to approximate the posterior distribution with a small set of parameters, such as mean

and variance for a normal distribution. In the past, BNNs have consisted of Laplaces's

approximation method ( 63), which has low complexity, or the Markov Chain Monte Carlo

(MCMC) method ( 64), which is dif�cult to diagnose and computationally expensive for

real-world applications. Currently, with the use of variational inference to approximate

the posterior distribution from a prior distribution, faster results have been obtained with

BNN's (65). Variational Bayes methods use gradient descent to change the value of �
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parameters from randomly initialized values in the prior distribution to the value whose

resultant distribution best approximates the true posterior. Simple models can be solved

analytically, but for more complicated models the solution for the posterior is intractable

and approximations of the posterior distribution become necessary ( 66). This is where

variational inference becomes a necessity to make BNNs practical for real-world problems.

Bayes by Backprop

Although variational inference is often not as accurate as MCMC, it is indeed much faster.

To train the BNN, the concepts of variational inference and BP are combined to yield

the “bayes by backprop” algorithm. This method regularizes the weights by minimizing a

compression cost, known as the variational free energy or the expected lower bound on the

marginal likelihood ( 67). Due to the appropriateness of the chosen prior and the random

sampling that is done during stochastic variational inference, BNNs inherently provide

strong regularization so that the model does not over�t the training data.

Utilizing variational inference, the posterior distribution p (� jD ) is approximated with

a “variational posterior distribution” q (� j� ). This variational posterior distribution can be

characterized by the parameterized variables in � . Assuming a normal distribution, the

parameters that are trained on are � = (� k ,N N , � k ,N N ), where � is the mean and � is the

standard deviation of the k t h NN parameter distribution. Note that the NN parameters

are assumed independent from one another. With this de�nition, the variational posterior

distribution can be expanded to

q (� j� ) = q (� j� k ,N N , � k ,N N ) = N (� j� k ,N N , � k ,N N ). (3.18)

Note that a normal distribution ( N ) is chosen for this discussion as an example and is

not required by the bayes by backprop algorithm. The goal of the bayes by backprop algo-

rithm is to “�t” a Bayesian model using BP by �nding values for � such that the difference

between the variational posterior distribution, q (� j� ), and the true posterior distribution,

p (� jD ), is minimized, i.e p (� jD ) � q (� j� ). This algorithm functions in two phases to com-

pute a gradient of the loss to update the parameters in � . In the �rst phase, the input data is

propagated forward through the network as in classical BP, but the neural activations in each

layer have intractable distributions due to the neural weights w and biases b being sampled

from their own PDFs, resulting in these intractable distributions being approximated with

variational inference. It is worth noting that although the MCMC method in principle can

generate more accurate distributions of NN parameters, the training process would take
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exponentially more time to complete than the variational inference approach. At the end

of the �rst phase, the logarithm of the marginal probability of the target variable and its

respective gradients with respect to the variables in � are propagated back through the

network to update the variables in � for the posterior approximation. Further discussion

on this procedure can be found in ( 60). During the training process, the difference between

q (� j� ) and p (� jD ) is quantitatively evaluated utilizing the Kullback-Leibler divergence

(KL), where the KL divergence is minimized with trained values of ˆ� according to

ˆ� = argmin
�

[KL(q (� j� )jjp (� jD ))]. (3.19)

The current form of Equation 3.19 is not solvable as the true posterior is unknown. To

overcome this, the KL divergence can be broken up into the three terms shown in

ˆ� = argmin
�

[KL(q (� j� )jjp (� )) � Eq (� j� )(log(p (D j� )) + log(p (D )))]. (3.20)

The �rst term is the KL divergence between the prior and variational posterior distribu-

tions. The second term is the negative expected log-likelihood and the third term is the log

model evidence, i.e. the probability of observing the training pairs. Because the log model

evidence (log(p (D ))) is constant, as the training pairs do not change during the training

process, the �rst and second terms are minimized with trained values of ˆ� according to

ˆ� = argmin
�

[KL(q (� j� )jjp (� )) � Eq (� j� )(log(p (D j� )))]. (3.21)

The KL divergence between the prior and variational posterior distributions is the like-

lihood cost and is analytically computed based on the chosen prior distributions. This

likelihood cost is minimized when the variational distribution is close to the prior. The

expected log-likelihood is the complexity cost and is estimated via Monte Carlo sampling of

NN parameter values from the variational distribution. This complexity cost is minimized

when the model prediction explains the observed data well. These two terms are known as

the negative Evidence Lower Bound (ELBO) and this is the loss function that is minimized

during the training process to maximize the similarity between the variational posterior

distribution, q (� j� ), and the true posterior distribution, p (� jD ). This concept is illustrated

in Figure 3.9, where the prior distribution (green) of each NN trainable parameter is trans-

formed into its respective posterior distribution (blue) after applying the bayes by backprop

algorithm to minimize the ELBO loss. Given each NN parameter posterior distribution,

the BNN evaluates N forward passes through the network with each NN parameter being
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randomly sampled from their respective PDFs. The N RUL predictions are then used to

construct an output distribution that conveys the most probable RUL prediction with its

respective uncertainty. The derivation of these equations and additional discussion on

these concepts can be found in (60), (65), and (67).

Figure 3.9: Prior distributions p (� ) of trainable parameters � being transformed into their
respective posterior distributions q (� j� ) by minimizing the ELBO loss during training

Network Architecture

The main difference between a BNN and a FFNN lies in the description of the BNN's

neurons. While the FFNN has its weights and biases as single discrete values, the BNN

assumes a distribution for its weights and biases and thus, its output ( 68). When passing an

input through the BNN, the input, weight, and bias values used in the activation function

are sampled from their respective posterior PDF. This concept is extended to the fully-

connected BNN in Figure 3.10. Each input, weighted connection, and output in this network

has its respective PDF that is sampled from for the BNN to give a prediction, i.e. Monte Carlo

samples of the posterior are collected until a suf�cient number of samples are collected to

construct the posterior. The �nal BNN architecture consists of an input layer, a single fully

connected dense layer of Bayesian neurons, and a single output neuron. During training

and testing of the BNN, the input layer receives input vectors and are propagated through

the hidden layers to acquire samples from the posterior distribution of the RUL.
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Figure 3.10: Depiction of a fully-connected BNN with a single output for predicting RUL.
The weights and biases of the network are de�ned with probability distributions.

Performance Metrics

Once the data has been assessed and the BNN is built, performance evaluation is conducted

to assess if the prognosis of the network meets the users speci�cations. For the prognostic

dataset, the model's predictive performance is evaluated with the MAE of the difference

between the mean RUL prediction from the true RUL. The MAE metric is computed using

MAE =

P N
i =1 j� i ,p r e d � yi j

N
, (3.22)

where � i ,p r e d is the mean prediction for degradation trend i, yi is the true RUL value

of degradation trend i, and N is the number of degradation trends in the testing dataset.

Thus, the BNN will be capable of preforming component-level prognostics by estimating

the amount of time before the component fails.
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3.6 Python Dashboard as DyOMO's Interface

To display results and control model parameters without having to edit the individual input

�les, a Python dashboard will be used as DyOMO's GUI. The Python dashboard utilizes the

Dash library, which is open source, to translate Python commands to React and HTML to

easily and quickly build customized user interfaces that are web-ready. To showcase the

various ways one can interact with the dashboard, examples of the DyOMO dashboard

are shown in Figure 3.11, Figure 3.12, and Figure 3.13. On the top of the dashboard are the

various tabs available to the user that are the "Overview" page, "Operations" page, "Main-

tenance" page, "Maintenance Schedule" page, "Circulator Pump PdM" page, "Feedwater

Pump PdM" page, "Condenser Pump PdM" page, "Steam Turbine PdM" page, "DBN-MLIP"

page, "MVC-MLIP" page, "External MLIP" page, "MLIP Terminals" page, and "Demonstra-

tion" page. Note that in this chapter an overview of the dashboard capabilities is reviewed

using the DyOMO dashboard as the working example, with a detailed breakdown of each

tab given in Chapter 7.

Figure 3.11 shows the "Overview" page that summarizes the current PB-HTGR system

and component health states. In the center of the page, an image of the PB-HTGR system is

imported with numerous superimposed color-coded annotations that dynamically change

depending on the respective health state. This page shows how the dashboard can import

images, place annotations anywhere, and be able to be dynamically updated. Figure 3.12

shows the "Operations" page which is one of the user input interfaces where one can

specify the load-following scenario to be run. On the user input interface, one can specify

the simulation settings from various drop-downs and radio-items, shown at the bottom of

the page with the "Model to Use", "Control Approach", "System Operation", "Operational

Mode", and "Buffer Mode" settings. Depending on which of these simulation settings are

selected, different simulation parameters will be grayed out or become available to edit.

This is showcased with the options under "Electrical Power Setpoints", "Ramping Times",

and "Set Degradation" being available to edit and the options under "PID Setpoints" and

"Initial Conditions" being unavailable. This page shows how the dashboard can take user

input to impact the simulation without having to open a separate input �le, dynamically

change which simulation parameters are available, and provide multiple ways for one to

select a setting with drop-downs, radio-items, and text boxes. Finally, Figure 3.13 shows the

"Maintenance" page that displays the DT output using a variety of different graph types.

Within the dashboard, the data generated from the DT is post-processed and displayed

using a line graph (top left), text box (top right), box-plots (bottom left), and pie charts
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(bottom right). The graphs being displayed can also be dynamically or manually changed

using the drop-downs that are directly above each graph. Thus, the dashboard provides an

interface where the user can change simulation parameters and settings from the user input

interface without needing to navigate to another �le, see the impact of their changes on the

PB-HTGR system in real-time using the various graph types available, and facilitates sharing

results with others in an interactive way since the dashboard is a web-based application

that can be password protected if needed.
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Figure 3.11: Python dashboard GUI example showing the capability to import images and make annotations. This example
is showing an overview of the PB-HTGR system health state with the annotations indicating the health of various system
variables and components.
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Figure 3.12: Python dashboard GUI example showing the capability to accept user input to impact model and simulation
parameters. The text-boxes that are white are those the user can edit while the text-boxes that are grey are those the user
cannot edit.
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Figure 3.13: Python dashboard GUI example showing the capability to display simulation results using different graph types.
The different graph types include a line graph, box-plot, pie-chart, and text-box.
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CHAPTER

4

PHYSICAL TWIN

4.1 Overview of Physical Twin Model for Data Generation

The PT is tasked with producing ground truth system response data to train the DT and the

external MLMs. To do this, the PT utilizes SAM to model the PB-HTGR core dynamics and

Simulink to model the OTSG, BOP, and control system. From a systems perspective, the

reactor core can be viewed as a constant heat source, where the amount of heat produced

can be controlled by the amount of positive or negative reactivity introduced to the system

(50). To impose forced circulation in the primary and secondary, centrifugal pumps are

used to better control the heat transfer across the OTSG from the primary to the secondary.

To accelerate training data generation, a surrogate of the SAM PB-HTGR reactor model

is trained and directly integrated within the Simulink environment. With this surrogate

integrated, the complete PT within the Simulink environment with the nominal values for

important system variables at 100% electrical power is shown in Figure 4.1. Beginning at the

reactor outlet, hot helium (red) is pumped to the OTSG where heat is transferred across the

interface to convert the feedwater (blue) to steam (orange). After the heat is transferred, the

cold helium (purple) is pumped back to the reactor to be heated once again and continue
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the cycle. The steam is pumped to the turbine to generate electricity and is converted back

to feedwater before entering the OTSG once again to continue the cycle (51).

For transients, such as during load-following, PID controllers are introduced to control

the plant during state transitions. These controllers use the error between the desired

setpoint and the actual value to adjust actuators until the error is zero. The variables to

be controlled are the reactor power, outlet reactor temperature, primary mass �ow rate,

steam temperature, secondary mass �ow rate, steam pressure, condenser pressure, and

system electrical power. Not including the system electrical power, the other variables have

associated thresholds that if exceeded would force the PB-HTGR system to either SCRAM or

decrease in power to maintain safety margins. The control rod controller is tasked to control

the reactor power and outlet reactor temperature. The circulator pump controller is tasked

to control the primary mass �ow rate and steam pressure. The feedwater pump controller

is tasked to control the secondary mass �ow rate and steam temperature. The condenser

pump controller is tasked to control the condenser pressure. The steam valve controller

is tasked to control the electrical power. With any of the system components mentioned,

their performance will deteriorate over time due to degradation and load-following will

become more dif�cult to perform. Examples of component degradation are the decrease in

OTSG heat transfer due to foulant deposited on the tubes, a decrease in pump pressure

rise due to internal components becoming looser, and a decrease in turbine ef�ciency due

to blade erosion. With no intervention, these degradation mechanisms will result in the

decrease of overall system electrical output and the system approaching its safety limits

during the load-following operation.

Thus, the PT built completely in Simulink consists of a PB-HTGR core surrogate, OTSG,

BOP, and control system that can be used to generate representative steady-state and

load-following PB-HTGR system data to train the DT and the external MLMs. Each of

these components / subsystems will be detailed for the remainder of this chapter, with the

variables of interest within the Simulink model in Section 4.2, the SAM reactor model in

Section 4.3, the Simulink reactor model in Section 4.4, the Simulink OTSG model in Section

4.5, the Simulink BOP model in Section 4.6, the Simulink pump model in Section 4.7, the

Simulink control system in Section 4.8, and �nally evaluate Simulink's performance in

Section 4.9.
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Figure 4.1: Complete PB-HTGR Simulink model with important nominal variable values for 100% electrical power. Pt h is the
reactor power, Tp is the outlet reactor temperature, Pp is the inlet reactor pressure, mp is the primary mass �ow rate, Pe is the
electrical power, Ts is the steam temperature, Ps is the steam pressure, and m s is the secondary mass �ow.
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4.2 PB-HTGR Process Variables

4.2.1 Uncontrolled Variables

With the Simulink model introduced, the system process variables to be considered in this

study to train the DT and external MLMs are discussed. The subset of variables within the

Simulink model that are not directly controlled by the operators, but are still measurable,

and can change throughout the cycle without operator intervention are de�ned as the

Uncontrolled Variables (UVs). An example of such a variable would be degradation to any

system component that would negatively impact its performance, as it is measurable and

the operators do not have any control over it. In this work, the UVs are the High-Pressure

Turbine (HPT) ef�ciency degradation, Low-Pressure Turbine (LPT) ef�ciency degradation,

steam generator degradation, circulator pump degradation, feedwater pump degradation,

and condenser pump degradation.

The identi�ed UVs and respective sampling ranges are given in Table 4.1 and were found

through a literature review. The turbine ef�ciencies will decrease over time as the reactor is

in operation due to various degradation modes, such as fouling and erosion. From the study

conducted by Zwebek and Pilidis in ( 69), they found that the turbine ef�ciency degrades

by 2.5% due to fouling and erosion for a total of 5%. Thus, the sampling range for the high

and low-pressure turbine ef�ciency degradation is from 0% to 5%. Plugging of SG tubes

is normally done by the utility to decrease leakage and the probability of a more serious

failure as the steam generator begins to degrade over time. As identi�ed by Pla et. al. in

(70), the authors found that a 2940.3 MWth Westinghouse PWR was able to withstand 10%

plugging without requiring a decrease in reactor power. Also discussed further in Section

6.2.1, the majority of steam generator plugging was below 10% for the systems that did

not have a design defect at installation. Thus, the sampling range for the steam generator

plugging is from 0% to 10%. For variable speed pump degradation, the pressure rise and

mass �ow rate increase begin to decrease given the same pump rotational speed. This can

be caused by a multitude of reasons that result in an imbalance within the pumping system.

A 5% limit is applied to the pump degradation and is signi�cant but unlikely to occur given

periodic maintenance activities. However, this level of degradation is possible if a shock

event occurs that accelerates the nominal degradation rate ( 71). Thus, the larger range is to

allow for greater coverage by the framework in an event of accelerated degradation due to a

shock event, leading to the sampling range being from 0% to 5%. During training database

construction, the UVs are perturbed according to these ranges.
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Table 4.1: Identi�ed uncontrolled variables with respective sampling ranges

Uncontrolled Variable Sampling Range
Low-Pressure Turbine Ef�ciency Degradation (%) [0,5]
High-Pressure Turbine Ef�ciency Degradation (%) [0,5]

Steam Generator Tube Plugging (%) [0,10]
Circulator Speed Pump Degradation (%) [0,5]
Feedwater Speed Pump Degradation (%) [0,5]
Condenser Speed Pump Degradation (%) [0,5]

4.2.2 Controlled variables

The subset of variables within the Simulink model that the operators can directly control

and only change with operator intervention are de�ned as the Controlled Variables (CVs). In

this work, the CVs are the control rod position, turbine control valve, circulator pump speed,

feedwater pump speed, and condenser pump speed. The identi�ed CVs and respective

sampling ranges are given in Table 4.2. For database construction, the sampling ranges for

the CVs were acquired by perturbing the UVs according to the sampling ranges in Table 4.1,

running the Simulink simulation to a steady-state with the PIDs, and de�ning a range to

encompass all observed values. Note that the the control rod position is normalized.

Table 4.2: Identi�ed controlled variables with respective sampling ranges

Controlled Variable Sampling Range
Control Rod Position (%) [0,100]
Turbine Control Valve (%) [30,100]

Circulator Pump Speed (RPM) [300,4500]
Feedwater Pump Speed (RPM) [3100,3700]
Condenser Pump Speed (RPM) [3200,3600]

4.2.3 Monitored variables

The subset of variables within the Simulink model that have safety-related implications

if they exceed a pre-de�ned threshold or are simply variables of interest that are tracked

throughout the fuel cycle are de�ned as the Monitored Variables (MVs). An example of

such a variable would be the reactor thermal power as it is an important variable to keep
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track of during plant operation to not violate any regulatory or safety limits. In this work,

the MVs are the reactor power, outlet reactor temperature, inlet reactor pressure, primary

mass �ow rate, steam temperature, steam pressure, secondary mass �ow rate, condenser

pressure, and electrical power. The identi�ed MVs and respective threshold values are

given in Table 4.3, which come from the IEC 45-1:1991 Standard ( 72). The electrical power

is also considered a MV due to its importance to system operation, but does not have a

safety-related threshold.

Table 4.3: Identi�ed monitored variables with respective setpoint and threshold

Monitored Variable Setpoint Threshold Value
Reactor Power (MW) - 202

Outlet Reactor Temperature (C) 750 770
Inlet Reactor Pressure (MPa) - 6.3

Primary Mass Flow (kg / s) - 84
Steam Temperature (C) 566 571
Steam Pressure (MPa) 16.7 17.3

Secondary Mass Flow (kg/ s) - 84
Condenser Pressure (MPa) 1.68 1.76

Electrical Power (%) - -

4.2.4 Extra variables

The subset of variables within the Simulink model that does not fall into the other three

categories are de�ned as the non-safety related variables or Extra Variables (EVs). Currently,

the EVs consist of the inlet reactor temperature, feedwater temperature, feedwater pressure,

nozzle chest mass �ow rate, low-pressure turbine mass �ow rate, and reheater mass �ow

rate. The purpose of these variables is for the turbine PdM anomaly detection model to

calculate the anomaly score and is further discussed in Section 5.4.4.

4.3 Modeling PB-HTGR Core Dynamics with SAM

The PT will include a PB-HTGR core modeled with SAM to capture changes in the reactor

state due to changes in control during load-following. The generic 200 MW PB-HTGR SAM

model openly available on the INL virtual test bed is adopted and is cooled with pressurized
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helium gas at 6 MPa, the inlet and outlet core temperatures are 260 °C and 750°C respectively,

the nominal helium mass �ow rate at full power is 78.6 kg / s, and the core contains roughly

223,000 pebbles with a packing factor of 0.61 ( 73). The fuel within the PB-HTGR core is

billiard ball-sized graphite pebbles that contain about 10000 specially coated Tristructural

Isotropic (TRISO) uranium fuel particles enriched to 15.5% that are cycled through the

reactor until they attain their discharge burnup and subsequently replaced online.

The PB-HTGR SAM model is shown in Figure 4.2 and modeled following the core-

channel approach. The core-channel approach models the spherical heat structures di-

rectly to not introduce geometry assumptions, thus reducing uncertainty and improving

predictive accuracy. This is done utilizing the "PBCoreChannel" component which is a 1D

�uid component with heat structures to capture the solid-to-�uid thermal �uid behaviors

as the helium �ows through the core. These core channels allow the user to de�ne the ratio

of the total surface area of the pebbles to the total �uid volume and the pebble-speci�c heat

transfer correlations to more accurately model the pebble-to-�uid heat transfer. The ZBS

correlation is used to calculate an effective heat transfer coef�cient that takes into account

pebble-pebble conduction, pebble-coolant convection / conduction, and pebble-pebble

radiation ( 74). The bottom of the core is modeled as a step-wise angled chute to better cap-

ture the actual geometry of the output plenum where the pebbles converge. In addition to

the core, solid structures such as the re�ectors, core barrel, and pressure vessel are modeled

along with �ow channels in the upcomer and bottom re�ector. The different solid structures

are modeled as concentric rings that are thermally coupled with one another to correctly

account for radial heat transfer during no-�ow conditions. Below the core is a porous region

for coolant �ow that is modeled as radially alternating layers of "PBCoupledHeatStructure"

and "PBOneDFluidComponent" components that are thermally coupled.

As shown in Figure 4.2, the core is divided radially into �ve segments to match the

discretization done in ( 75) so that the same delayed neutron fractions, the neutron lifetimes,

the delayed neutron precursor decay constant, prompt neutron lifetime, and reactivity

feedback coef�cients generated by Grif�n can be used in SAM's PKE. As was done in ( 75),

this model only takes into account temperature reactivity feedback from the fuel, moderator,

and re�ector regions, but not coolant reactivity feedback, xenon reactivity feedback, and

core expansion reactivity feedback. The radial and axial core power shapes are from ( 75) to

enforce the correct temperature distribution throughout the core. For a 100%-25%-100%

load-following scenario, SAM is shown to follow the core power response well by changing

the inlet helium mass �ow rate. Speci�cally, the load-following scenario is the helium mass

�ow rate decreasing from 78.6 kg / s (100%) to 19.65 kg/ s (25%) in 15 minutes, keeping the
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Figure 4.2: Schematic of the core model of the generic pebble bed reactor ( 73). The core is
modeled following the core-channel approach and has a porous region for coolant �ow
that is modeled as radially alternating layers of components that are thermally coupled.

mass �ow rate constant at 19.65 kg / s (25%) for 30 minutes, and then ramping back up

to 78.6 kg/ s (100%) in 15 minutes. As the mass �ow rate decreases, the decrease in heat

removal from the fuel causes the average fuel temperature to increase, introducing negative

reactivity into the system and decreasing power. Inversely as mass �ow rate increases, the

increase in heat removal from the fuel causes the average fuel temperature to decrease,

introducing positive reactivity into the system and increasing power. More information

about the PB-HTGR core model can be found in (73).

4.4 Development of SAM PB-HTGR Surrogate

To generate training data for the DT, coupling the SAM PB-HTGR reactor model with

a secondary would be computationally expensive as the SAM PB-HTGR reactor model

requires several hours to simulate an entire load-following scenario. To have a fast-running

model to assess different control schemes, the SAM PB-HTGR model is replaced with a
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FFNN. Once trained, the FFNN provides the outlet reactor temperature, pressure, mass �ow

rate, and thermal power given inlet temperature, pressure, mass �ow rate, and control rod

reactivity. This direct integration of reactor dynamics within Simulink allows for increased

accessibility of the model to others and faster simulations with no external coupling.

4.4.1 Training Database for SAM Surrogate

To generate training samples for the FFNN, the SAM PB-HTGR model inputs were perturbed

utilizing Latin Hypercube Sampling (LHS) to maximize coverage of the sample space with

the ranges de�ned in Table 4.4 ( 76). LHS is a statistical method that generates random

samples of parameter values from a multidimensional distribution. When sampling a

function of L variables, the range of each variable is divided into J equally probable intervals.

The J sample points are then placed to satisfy the Latin hypercube requirements that force

the number of divisions to be equal for each variable ( 76). The LHS is generated to be

within the range of [0,1] with a uniform distribution that is then scaled according to the

appropriate units. Thus, the LHS approach will be used to generate training samples for

the PB-HTGR SAM surrogate by perturbing the reactor inlet conditions according to the

sampling ranges speci�ed in Table 4.4. Note that within the SAM model, velocity is the

actual parameter that is perturbed, but the FFNN is trained with mass �ow rate to facilitate

Simulink integration. Also, note that the reactivity is not converted to pcm to not confuse

the actual sampling range of the quantity within the SAM model. These ranges were chosen

so that the reactor power would roughly range from 25% to 100% reactor power in a plethora

of different conditions to allow for solution space exploration.

Table 4.4: FFNN training data perturbation range

Variable Lower Bound Upper Bound
Inlet Temperature [C] 127 327
Inlet Velocity [m/ s] 1 8
Inlet Pressure [MPa] 5.25 6.05

Reactivity [-] -0.02 0.005

To increase the data generation speed, 5% increment snaps of the steady-state PB-

HTGR core were saved and restarted when a new simulation was initiated. In this context,

a snap is de�ned as a snapshot of the PB-HTGR reactor core at a speci�c state that can
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be restarted with new boundary conditions. The snaps that were saved were at reactor

power levels of 25%, 30% ..., 95%, and 100%. For the system to transverse itself from the

snap inlet conditions to the perturbed inlet conditions, a 1,000 second ramp was enforced

to decrease the resulting oscillation amplitude from the reactivity feedback in the core

model. For example, if the snap saved inlet temperature was 250 °C and the perturbed

inlet temperature was 260 °C, then the inlet temperature will increase by 0.01 °C/ s for 1,000

seconds. After the ramp is complete, the simulation continues at a steady-state for 2,000

additional seconds until the oscillations dissipate and the �nal value at the end of the

transient is saved in the database. Note that this data generation procedure provides steady-

state reactor response to perturbations, and thus is not appropriate for accident analysis.

Training a neural network capable of capturing these more abrupt dynamics is reserved for

future work. Between initiating the correct snap that has its inlet conditions closest to that

of the perturbed inlet conditions and the ramping procedure, steady-state data generation

is performed faster and more consistently. The �nal training database consists of 3,380

samples for training and 1,126 samples for both validation and testing. Histograms of the

training database for the input and output parameters of the FFNN are shown in Figure 4.3

and Figure 4.4 respectively. Note that during the database generation process, the sampling

ranges given in Table 4.4 were narrowed so that more realistic samples could be generated

due to the computational cost associated with running a SAM simulation. This is why the

distributions in Figure 4.3 and Figure 4.4 are not uniform.
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Figure 4.3: PB-HTGR SAM reactor model surrogate training database of input values. The inlet mass �ow rate (top-left), inlet
pressure (top-right), inlet temperature (bottom-left), and external reactivity inserted (bottom-right) are shown.
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Figure 4.4: PB-HTGR SAM reactor model surrogate training database of output values. The outlet mass �ow rate (top-left),
outlet pressure (top-right), outlet temperature (bottom-left), and reactor power (bottom-right) are shown.
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4.4.2 Optimal Hyperparameters of SAM Surrogate

With the training database complete, the FFNN hyperparameters were optimized following

a grid search approach and shown in Table 4.5. The hyperparameter that yielded the smallest

MSE was chosen for the optimal design. To summarize each of the terms in Table 4.5, an

epoch is a single pass through the training data, a mini-batch size is how many samples

are taken as a subset of the entire database to update the neural network weights and

biases, the learning rate is a multiplier that dictates how much the gradients are updated

per mini-batch, the L2 regularization coef�cient modi�es the cost function so that the

model does not over�t the training data, an activation function is used to add non-linearity

into the output of a neuron to better learn the underlying correlations within the data, and

the hidden neurons are the number of nodes between the input and output layers where

the non-linear transformations take place ( 77). The structure is shown as three numbers in

a list that represents the number of hidden neurons per layer from the input to the output,

i.e. 750 neurons in the �rst hidden layer, 1500 neurons in the second hidden layer, and 750

neurons in the third hidden layer.

Table 4.5: FFNN optimized hyperparameters of SAM PB-HTGR core surrogate

Hyperparameter Value
Epochs 1000

Mini-batch Size 50
Learning Rate 0.00005

L2 Regularization Coef�cient 0.00005
Activation Function Sigmoid

Structure [750, 1500, 750]

4.4.3 Predictive Performance of SAM Surrogate

Once optimized, performance evaluation for the trained FFNN is conducted using the R 2,

NRMSPE, and MAPE metrics de�ned in Section 3.5.1. The FFNN's performance based on

these metrics for each output variable is summarized in Table 4.6 using only the testing

dataset. The FFNN was successful in explaining over 99.8% of the variance seen in the

data with respective error being less than 2% for each output variable. In addition to these

metrics, the FFNN predictions (y-axis) is plotted against the observation (x-axis) for each
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output variable in Figure 4.5, where perfect predictions are represented by the orange

scatter points intercepting the black line. One can see that the majority of the predictions

fall on the black line, supporting the small error presented in Table 4.6. Speci�cally for the

reactor power (bottom-right), the error in the predictions begin to increase above 220 MW

and that is why the error metrics in Table 4.6 are elevated compared to the other output

variables. Although the model does not predict power well above 220 MW, this will not

have an impact on model performance once integrated with Simulink since the maximum

allowable reactor power before a system trip is 202 MW, far below the 220 MW extrapolatory

region. If excluding the samples above 220 MW, the NRMSPE drops to 1.06% and the MAPE

drops to 0.89%.

Table 4.6: Predictive performance of the FFNN surrogate of the SAM PB-HTGR core model
using R2, NRMSPE, and MAPE metrics for reactor outlet conditions and thermal power.

Output Variable R 2 (%) NRMSPE (%) MAPE (%)
Outlet Mass Flow Rate 99.95% 0.63% 0.56%

Outlet Pressure 99.98% 0.05% 0.04%
Outlet Temperature 99.89% 0.46% 0.32%

Thermal Power 99.83% 1.71% 1.74%

Once trained, the SAM PB-HTGR surrogate model is integrated into Simulink using

the "Predict" block, which imports the model structure, weights, and biases, as shown in

Figure 4.6. Within Simulink at each time step, the FFNN accepts inlet reactor temperature,

inlet reactor pressure, and inlet reactor mass �ow rate from the circulator pump outlet and

external reactivity from the control rods to predict the resulting outlet reactor temperature,

outlet reactor pressure, outlet reactor mass �ow rate, and reactor power. Thus, the FFNN

accelerates the DT data generation by being a reliable surrogate of the SAM PB-HTGR core

model and is directly integrated into the Simulink environment to perform simulations at a

fraction of the necessary runtime.

4.5 Modeling OTSG Heat Transfer with Simulink

To transfer the heat generated within the PB-HTGR core to the secondary, an OTSG is

modeled. An OTSG includes an economizer, evaporator, and superheater regions into a

single module shell-and-tube type heat exchanger that converts feedwater to steam using
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Figure 4.5: SAM PB-HTGR surrogate predictions of output variables using testing set.
Perfect predictions are obtained when the orange scatter points intercept the black line.

Figure 4.6: SAM PB-HTGR surrogate integrated within Simulink environment using Predict
block

heat from the primary. The OTSG is once-through since the primary �uid �ows through the

OTSG in one pass from top to bottom on the shell side imparting energy to the feedwater

in the secondary before exiting and returning to the reactor inlet. On the tube side, the
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feedwater on the secondary enters the OTSG in the economizer region subcooled and

begins to be heated as it �ows upwards into the evaporator region where nucleate boiling

is the dominant heat transfer mechanism. From here, the saturated feedwater continues to

�ow upward with increasing quality until the superheater region is reached and exits the

top of the OTSG towards the turbine. The OTSG Simulink model outputs cold helium and

superheated steam temperature, pressure, and mass �ow rates with inputs of hot-helium

and subcooled feedwater temperature, pressure, and mass �ow rates.

The OTSG is modeled using a nonlinear lumped parameter modeling approach that

reduces the OTSG into discrete nodel volumes with average homogeneous physical param-

eters. The nodalization scheme of the OTSG is shown in Figure 4.7, where the secondary is

split into the subcooled, two-phase, and superheat regions with same length regions on

the primary. Dedicated nodes are de�ned for each region due to the signi�cant changes

in heat transfer capability depending on the phase of the feedwater. On the secondary,

the two-phase region is entered once the �uid temperature exceeds the saturation tem-

perature ( Ts,sa t ) and the superheat region is entered once the �uid quality surpasses one.

Within the two-phase region on the secondary, the �uid temperature stays roughly constant

and saturated �uid properties are used. Within the subcooled and superheated regions,

the Dittus-Boelter correlation is used for heat transfer. Within the two-phase region, the

Schrock and Grossman heat transfer correlation is used pre-dry out if nucleate boiling

is present and the Groeneveld heat transfer correlation is used post-dry out if nucleate

boiling is not present. On the primary, the temperature Tp ,2� corresponds to the temper-

ature of the helium when the secondary �uid quality exceeds one and the temperature

Tp ,1� corresponds to the temperature of the helium when the secondary �uid temperature

exceeds the saturation temperature. The saturation temperature is calculated as a function

of pressure which is the average between the inlet pressure from the BOP and the outlet

pressure which is calculated as the inlet pressure plus the pressure drop due to friction,

elevation, acceleration, and inlet / outlet form losses. The �uid properties for water / steam

are calculated using the Xsteam Matlab function ( 78) and the �uid properties for helium

are from ( 79). The dimensions of the OTSG are shown in Table 4.7, where the tube length,

number, and outer diameter were �xed based on realistic OTSG values ( 80) while the pitch

and tube thickness were varied to match the performance of the same design modeled

using SimuPACT when decreasing system power from 100% to 25% (81).

When conducting a simulation within Simulink, the heat transfer and length in the

subcooled region ( Q3 and L3 respectively), the heat transfer and length in the two-phase

region (Q2 and L2 respectively), and the heat transfer and length in the superheat region
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Figure 4.7: Once Through Steam Generator (OTSG) lumped parameter model imple-
mented in Simulink. The secondary consists of subcooled, two-phase, and superheat
regions that have respective inlet and outlet conditions. The respective lengths of each
region are summed and compared to the actual length of the OTSG to determine the ap-
propriate total amount of heat transferred from the primary to the secondary.

Table 4.7: Dimensions of the OTSG implemented in the Simulink environment.

Dimension Value
Tube Length [m] 100

Number of Tubes [-] 441
Tube Outer Diameter [m] 0.02

Tube Pitch [m] 0.044
Tube Thickness [m] 0.00529

(Q1 and L1 respectively) are used to determine if the total calculated OTSG length is equal

to the actual OTSG length ( LSG) to con�rm that the OTSG has converged before proceeding

to the next time step. Assuming that the total heat loss from the primary ( Qp ) is equal to the

total heat gained in the secondary ( Qs), i.e. there are no losses to the environment, the heat

transferred from the primary to the secondary is sampled until the calculated OTSG length

is equal to LSG within a � = 0.25m tolerance. This solution procedure is detailed below and
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more detail of the equations used and solution procedure can be found in Chapter 11. Thus,

the OTSG implemented in Simulink is capable of returning temperature and pressure values

along the OTSG, calculating pressure drop from form, acceleration, elevation, and friction

losses, and guaranteeing that the physical steam generator length is always respected.

1. Read in hot helium temperature Tp ,i n , pressure Pp ,i n , mass �ow rate mp , and enthalpy

hp ,i n from the reactor. Read in feedwater temperature Ts,i n , pressure Ps,i n , mass �ow

rate m s, and enthalpy hs,i n from the BOP.

2. GuessQt o t that is close to current reactor power. Guess cold helium pressure Pp ,o u t

and steam pressure Ps,o u t that is close to their nominal value.

3. With inlet primary conditions known, calculate primary outlet enthalpy hp ,o u t directly

with Equations 4.1.

4. With an initial guess for outlet primary pressure, calculate primary outlet temperature

Tp ,o u t with Equation 4.2 as a function of enthalpy and pressure.

5. Calculate the heat transfer in the subcooled region Q3 using Equation 4.3 with the

inlet hs,#� 1 being hs,i n and the outlet hs,# being the saturated �uid enthalpy hs,f . hs,f

is calculated as a function of the saturation pressure Ps,sa t that is assumed as the

average between the secondary inlet and outlet pressures, i.e. Ps,sa t = Ps,i n +Ps,o u t

2 .

6. Calculate the enthalpy of the helium when the secondary �uid temperature exceeds

the saturation temperature hp ,1� using Equation 4.4 with hs,#� 1 being hs,i n , the hs,#

being hs,f , and hp ,#� 1 being hp ,i n .

7. With hp ,1� , calculate the temperature of the helium when the secondary �uid tem-

perature exceeds the saturation temperature Tp ,1� with Equation 4.2 as a function of

enthalpy hp ,1� and pressure Pp ,1� . Pp ,1� is assumed to be equal to the average between

the primary inlet and outlet pressures, i.e. Pp ,1� =
Pp ,i n +Pp ,o u t

2 .

8. Calculate the total heat transfer from primary to secondary U# with Equation 4.5.

The primary / secondary heat transfer coef�cient h t cp / h t cs is calculated using �uid

properties of the helium / water at average temperatures and pressures within the

# region and OTSG geometry. Using the Dittus Boelter correlation, calculate the

primary heat transfer coef�cient h t cp and the secondary heat transfer coef�cient

in the subcooled region h t cs,3. The wall heat transfer coef�cient is de�ned with the

wall thickness � and tube wall thermal conductivity k t ub e .
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9. Calculate the region length L# using Equation 4.6. Rt ub e is the tube radius. Tp ,# and

Ts,# are the average temperature on the primary and the secondary for region # re-

spectively.

10. Repeat steps 5 through 9 for the two-phase and superheat regions to calculate the two-

phase region length L2, temperature of the helium when the secondary �uid quality

exceeds oneTp ,2� , pressure of the helium when the secondary �uid quality exceeds

one Pp ,2� , and the superheat region length L1. Use the Dittus Boelter correlation for

the secondary heat transfer coef�cient in the superheated region h t cs,1, the Schrock

and Grossman heat transfer coef�cient for pre-CHF in the two-phase region on the

secondary h t cs,2a , and the Groeneveld heat transfer coef�cient for post-CHF in the

two-phase region on the secondary h t cs,2b .

11. With each region length known and �uid properties known throughout the primary

and secondary, calculate form, acceleration, elevation, and friction pressure drop

across the primary and secondary

12. Repeat steps 3-11 �ve times until the outlet pressure converges to correctly calculate

the �uid properties. Through trial and error, it was observed that the pressure always

converged by the �fth iteration.

13. Compare the calculated OTSG length L 0
SG to the desired OTSG length LSG and con�rm

if the error is less than the tolerance � .

14. If the calculated OTSG length is within tolerance, then initiate the next time step and

continue from step 1, else repeat the process with a different Qt o t value by subtracting

0.01 MW and continue from step 2 until convergence is achieved.

hp ,o u t = hp ,i n �
Qp

mp
(4.1)

Tp ,o u t = T (Pp ,o u t ,hp ,o u t ) (4.2)

Q# = m s(hs,# � hs,#� 1) (4.3)

hp ,n = hp ,#� 1 +
m s

mp
(hs,# � hs,#� 1) (4.4)
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U# =

�
1

h t cp ,#
+

1

ht cs,#
+

�

k t ub e

� � 1

(4.5)

L# =
Q#

2� Rt ub e U#(Tp ,# � Ts,#)
(4.6)

The assumptions currently used in this model are listed below:

1. The dynamics of the average tube in the OTSG is used for all tubes instead of modeling

each one individually

2. Fluid dynamics are modeled in 1D in the direction of the main �ow and assigned a

constant heat transfer coef�cient

3. Axial heat transfer of the metal nodes is ignored

4. Each node is de�ned with spatially averaged �uid properties

5. Boiling and two-phase �ow effects are modeled as a homogeneous node and assigned

a constant heat transfer coef�cient

6. Steam exiting the secondary side is single-phase superheated steam

7. Constant heat transfer within regions

8. The saturated pressure is the average of the inlet and outlet pressures

9. The system does not change drastically within 0.10 seconds, i.e. not appropriate for

accidents

4.6 Modeling BOP Electricity Generation with Simulink

To convert the thermal energy within the superheated steam from the OTSG into electricity,

the BOP is modeled within Simulink. The BOP model from Singh et al. is used and includes

a nozzle chest, HPT, moisture separator, steam reheater, LPT, condenser, and high / low-

pressure feedwater heaters (9). A schematic of this system is shown in Figure 4.8 and has

been used in many works previously, where the mass �ow rates are symbolized with m , the

enthalpy with h , and pressure with P are shown (82). The BOP Simulink model outputs

subcooled feedwater temperature, pressure, and mass �ow rates to the economizer of the
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OTSG with inputs of superheated steam temperature, pressure, and mass �ow rates from

the OTSG superheater.

Following Figure 4.8, the superheated steam coming from the OTSG is �rst partitioned

by the steam valve so that a portion is directed towards the nozzle chest and the remainder

is bypassed to the reheater according the the turbine control valve position. Depending on

how much steam is bypassed to the reheater, the electrical power of the turbine can be pre-

cisely controlled for steady-state or load-following scenarios. The nozzle chest distributes

the incoming steam into separate turbine inlet nozzles of the HPT where it expands and

performs work by rotating the main shaft. As the steam travels through the HPT, a portion of

the �ow is bled and redirected to the high-pressure feedwater heater. After the HPT, the wet

exhaust steam is directed towards the moisture separator and reheater to be dried before

entering the LPT to improve system ef�ciency and decrease droplet impact erosion in the

LPT. Liquid from the moisture separator and the bypassed main steam used to reheat the

dry steam from the moisture separator are each redirected toward the high-pressure feed-

water heater. The reheated steam entering the LPT is expanded and performs additional

work by rotating the main shaft. The work performed on the main shaft by the HPT and

LPT is converted to electricity in the generator. The amount of electricity generated is a

function of HPT and LPT isentropic ef�ciency that is decreased as the turbines degrade

over time. The LPT also has a portion of the �ow bled to the low-pressure feedwater heater.

Exiting the LPT, the exhaust steam enters the condenser where cooling water from an

external source is used to condense the steam. The condensate is then pumped to the

low-pressure heater using a condenser pump. At the low-pressure heater, the LPT bleed

�ow, the condensate �ow, and the exhaust �ow from the high-pressure heater are each

combined and heated. Before being able to combine streams, they must all be at the same

pressure of the LPT tap or the �ow will not go in the intended direction. The decision of

where to put the LPT tap decides what will be the pressure that the condenser pump will

need to make the condensate and the positions of the throttle valves in the HPT, moisture

separator, and reheater bleed �ows to decrease their pressure. With the streams combined

and heated, the �ow proceeds to the feedwater pump where the feedwater pressure is

increased by an amount that will keep the superheated steam pressure constant. Before

entering the OTSG and repeating the process, the feedwater �ow is again heated one last

time in the high-pressure heater. Note that, unlike the low-pressure feedwater heater, the

bleed �ows do not mix with the feedwater �ow and pass towards the low-pressure heater

after it has imparted its excess energy to the feedwater �ow.

To establish mass �ow in the secondary, the condenser pump and feedwater pump are
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used in series. Note that the pumps were added to the model to improve �delity and they are

not present in the original design presented in ( 9). Instead, the authors simply controlled

the mass �ow rate in the secondary directly with a boundary condition to have the desired

steam conditions. Thus, the BOP implemented in Simulink is capable of simulating real-

time dynamics, be able to perform load-following, and showcasing the control system's

capability in maintaining steam quality. All equations used to de�ne the BOP dynamics are

derived using fundamental laws of mass, momentum, and energy conservation and are

provided in (9). More detail on these equations is provided in Chapter 12.

Figure 4.8: Balance Of Plant (BOP) model implemented in Simulink. The model includes
a nozzle chest, high / low-pressure turbines, moisture separator, steam reheater, condenser,
and high / low-pressure feedwater heaters. The mass �ow rates are symbolized with m , the
enthalpy with h , the temperature with T , and pressure with P (9)

The assumptions currently used in this model are listed below:

1. Reversible adiabatic expansion in the nozzle chest and moisture separator

2. Heat transfer rate in the reheater and feedwater heaters are constant

3. The intermediate and low-pressure turbine dynamics are combined into a single

turbine component
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4. The bleed �ows from the turbines depend linearly on the �ow rate

5. Heat exchange in the reheater is perfect with no pressure drop

6. The �ow through the nozzle chest and the reheater depend on the square root of the

product of the upstream pressure and density of the steam and linearly on the �ow

area according to (83)

7. Steam �ow losses are negligible

8. XSteam tables are used to determine saturated water and steam properties (84)

9. Throttle valves are positioned so that the pressure of the high-pressure feedwater

heater exhaust matches the LPT tap pressure

10. Chosen pump characteristic curves

11. Ignore pressure losses in pipes between components

4.7 Development of Pump Model with Simulink

To improve upon the �delity of the original BOP model, variable speed pumps de�ned

with characteristic curves are added to the PT. In ( 9), the dynamics of the pumps in the

system were ignored and assumed to provide a pressure rise suf�cient to maintain the

superheated steam pressure at a setpoint. This assumption was relaxed with the addition

of condenser and feedwater pumps in the secondary and circulator pumps in the primary.

The condenser pump is used to increase the condensate pressure to match the LPT tap

pressure and the feedwater pump is used to control the superheated steam temperature

at a setpoint. The circulator pumps are tasked to change the �ow rate in the primary to

control the superheated steam pressure by adjusting the OTSG heat transfer coef�cient.

With the superheated steam temperature and pressure controlled, the quality of the steam

entering the turbine can also be precisely controlled to minimize component damage and

better control system output power to meet grid demand. It is imperative to include these

components in the system to accurately model the feedback, pump power consumption,

and eventually transients such as load-following. The Simulink pump model, i.e. same

subsystem design for the condenser, feedwater, and circulator pumps, outputs coolant

temperature, pressure, mass �ow rate, enthalpy, density, and pump power with inputs of

pressure, temperature, and pump rotational speed.
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4.7.1 Pump Characteristic Curves

The pumps themselves are modeled using a family of characteristic curves that represent

operation at different rotational speeds and the corresponding pressure rise and volumetric

�ow rate that results from that speci�c rotational speed. Given these characteristic curves,

the pumps can be sized in a way that produces an operating curve that intersects the

different characteristic curves at various ef�ciencies. Typically one wants these intersections

to occur at the highest ef�ciency, but this is not always the case to be able to have a wider

range of rotational speeds. With an operating curve comparable with the default in SimuPact

(85), the pressure rise and volumetric �ow rate as a function of rotational speed can be

derived and are shown in Figure 4.9 for the circulator pump, feedwater pump, and condenser

pump. The pump performance curves are directly implemented in the pump subsystems

in Simulink to provide the pressure rise and volumetric �ow rate leaving the pumps as a

function of rotational speed that is adjusted by the respective controller to meet a setpoint.

The pressure rise is used to calculate the outlet pump pressure given the pump inlet pressure

and the volumetric �ow rate is used to calculate the outlet pump mass �ow rate given the

outlet pump density that is calculated as a function of pump outlet pressure and pump

outlet temperature.
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Figure 4.9: Volumetric �ow rate (top) and pressure rise (bottom) as a function of pump rotational speed for the circulator
pump, feedwater pump, and condenser pump
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In addition to the pump performance curves, pump power and temperature rise rela-

tionships are also included in the Simulink pump subsystems. The power loss of the pump

is modeled with

PP ump =
� PQ

� h
, (4.7)

where PP ump is the pump power, � P is the pressure rise across the pump, Q is the

volumetric �ow rate at the pump outlet, and � h is the pump hydraulic ef�ciency that is

assumed 80% (85). The power consumption of the pumps is subtracted from the total

electrical power generated by the turbine to calculate net system electrical power and

system ef�ciency. The equation for the temperature rise of the coolant is

� T =
� P

� cp
, (4.8)

where � T is the temperature increase of the coolant, � P is the pressure rise across the

pump, � is the average density of the �uid, and cp is the �uids average heat capacity.

4.7.2 Modeling Pump Degradation

As the pumps continue to operate within the system, they will degrade over time and be

represented in the Simulink model as a decrease in the volumetric �ow rate and pressure

rise given the same pump rotational speed. An example of this is shown in Figure 4.10,

where the circulator pump volumetric �ow rate (top) and pressure rise (bottom) are shown

for 0% degradation (blue), 5% degradation (red), and 10% degradation (green). These are

constructed by decreasing the volumetric �ow rate values within the pump characteristic

curves and observing where the new intersections are for the pump performance curve. An

example of this is shown in Figure 4.11 for a pump rotational speed of ! . The pressure rise

values are kept constant, while the volumetric �ow rate is decreased by the degradation

amount, e.g. 17.80=0.95*18.74. This transformation is applied to each of the available

pump characteristic curves ! N , resulting in a new pump performance curve for volumetric

�ow rate and pressure rise that are imported into the Simulink model before initiating the

simulation.
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Figure 4.10: Pump degradation impact on volumetric �ow rate and pressure rise. Increas-
ing pump degradation causes the volumetric �ow rate and pressure rise across the pump
to decrease given the same rotational speed.

4.8 PB-HTGR Control System using PID Controllers with

Simulink

To generate training data for the DT and external MLMs, a control system must �rst be

implemented within the PT to achieve a steady-state given a speci�c desired control scheme.

The control system is tasked to control various system parameters to speci�c setpoints,

such as desired power generation during load-following, using PID controllers. After being

tuned, PID controllers use the difference between the current process variable value and its

71



Figure 4.11: Pump degradation impact on pump characteristic curves. Increasing pump
degradation causes the characteristic curves to shift along the volumetric �ow rate axis.

setpoint to adjust actuators to bring the process variables to the desired setpoint. The larger

the error, the larger the control action taken to correct the deviation. The PID controller

combines proportional gain Kp , integral gain Ki , and derivative gain Kd to achieve stable

and quick response to perturbations ( 86). The PB-HTGR control system utilizes single-level

PID controllers with a single PID block, cascaded PID controllers with multiple PID blocks,

and gain scheduling that changes the PID gains dynamically to be optimized for a wide

range of operations.

4.8.1 Description of Single-Level PID Controller

Using a single PID to control a MV to its setpoint, an example of a single-level PID controller

and its components is shown in Figure 4.12. The actual process variable value u (t ) and the

desired setpoint y (t ) are used to calculate the error e(t ). The error is transformed using the

proportional, integral, and derivative gains and then summed to return the actuator position

a (t ) within Simulink. With this new actuator position, the resulting process variable value

u (t ) is again calculated and compared to the setpoint to calculate the error and continue

the cycle until it equals zero. For the following discussion, a PID controller for the control

rod driver to maintain the outlet reactor temperature constant will be used as an example.
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Figure 4.12: Example of single-level PID controller that combines proportional gain Kp ,
integral gain Ki , and derivative gain Kd to achieve stable and quick response to perturba-
tions.

The proportional controller multiplies the current error of the variable of interest with

gain Kp to adjust the controller action. For example, if the outlet reactor temperature is

below its setpoint then the control rods will be withdrawn to increase reactor power and

increase outlet reactor temperature at a rate equal to the current error multiplied by the

proportional gain. If using a proportional controller alone, there will be a constant error

present that requires manual biasing or additional control to correct. This biasing is due to

the controller "turning off" whenever the setpoint is crossed, but the physical process has

not yet reached a steady-state resulting in an overshoot. Thus, the proportional controller

oscillates around the optimal control value.

To correct the biasing of the proportional controller, an integrator controller with gain

Ki is used, known together as a PI controller. The integrator controller integrates the error

over time until the error reaches zero for a given time period before the controller turns off.

The integral control decreases its output when a negative error is present to decrease the

proportional controller's effect and eventually reach a steady-state value that eliminates

the biasing. The PI controller is used when high-speed response is not required.

Finally, to increase the speed of response for high-speed response applications, a deriva-

tive controller with gain Kd is added to complete the PID. Since the integrator controller

is reactionary and not predictive, it takes longer to achieve a steady-state since it reacts

to the current error and not the error that will be present given the current control action.

The derivative controller corrects this by predicting the future error given its trajectory and

adds corrections to the integral controller to minimize the overshoot and reach steady-state

faster.

Shown in Figure 4.13 (top) is the PID controller modeled in Simulink used to control
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system electrical power by tuning the steam valve position Cv . The steam valve position

controls the system's electrical power by adjusting the steam bypass ratio to the reheater.

Shown in Figure 4.13 (bottom) is the dialog box to manually tune the PID controller that

has a proportional gain of 6e-04, an integral gain of 3.1e-02, and a derivative gain of 6.2e-03.

The Cv controller takes as input the desired power as the setpoint and the current net

power of the system to output the steam valve position and the respective electrical power

error. Utilizing this controller and others within the control system, various load-following

scenarios are possible.

Figure 4.13: Simulink steam valve PID controller to control system net power by adjusting
the turbine steam valve

Aside from the electrical power, the remaining variables to control within the PT are

those that have safety implications. These MVs are the reactor power, outlet reactor temper-

ature, inlet reactor pressure, primary mass �ow rate, steam temperature, steam pressure,

and secondary mass �ow rate. The safety limits to these variables are given in Table 4.3 with

their respective setpoints. The reactor power is limited to control reactor outlet temperature

and decrease degradation to the inner reactor components. The outlet reactor temperature,
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inlet reactor pressure, and primary mass �ow rate are limited to control the degradation

of the piping outside of the reactor core. The steam temperature and steam pressure are

controlled to control steam quality entering the turbine and limit degradation to the other

BOP components. The secondary mass �ow rate is limited to control the degradation of the

piping within the BOP. Finally, the condenser pressure is limited to maintain acceptable

turbine performance and not be greater than the pressure of the LPT tap. Thus, the control

system is tasked to control all of these MVs simultaneously and guarantee that no limits

are violated during steady-state and load-following scenarios.

4.8.2 Description of Cascaded PID Controller

To control the MVs in Table 4.3, the CVs available within the Simulink model are the steam

turbine valve position, control rod position, circulator pump speed, feedwater pump speed,

and condenser pump speed. Since there are more MVs (9) than CVs (5), cascaded PID con-

trollers will be used to control multiple MVs simultaneously with a single control subsystem.

An example of a cascaded control subsystem is shown in Figure 4.14 and consists of two

or more connected PID controllers. For the following discussion, a cascaded PID control

subsystem for the control rod driver to maintain the reactor power below the limit and

outlet reactor temperature constant will be used as an example. Since the outlet reactor

temperature is desired to be constant, the setpoint is set to be y1(t ) while the actual out-

let reactor temperature is u 1(t ). The error between the desired and actual outlet reactor

temperature is e1(t ) and is transformed by PID1 using the respective gains. Different from

what was shown previously in Figure 4.12, the output of PID1 is the desired reactor power

y2(t ) and not an actuator position. The error e2(t ) between the desired reactor power and

the actual reactor power u 2(t ) is transformed by PID2 using the respective gains to �nally

return the actuator position a (t ) for the control rods. With this con�guration, only a single

setpoint is needed and the gains within each PID controller can be tuned to limit one

variable and precisely control the other. The variable being controlled by PID2 must be

allowed to change over time so that load-following is possible. Note that, the cascaded

con�guration does limit the maximum value that u 2(t ) will achieve during a load-following

scenario, but the PID gains need to be carefully tuned along with the other PIDs within

the PT to minimize its maximum. In other words, u 1(t ) will always be precisely controlled

away from its limit while u 2(t ) can surpass its limit if the system PID gains are not carefully

tuned. Thus, the single CV changes the reactor power, which in turn changes the outlet

reactor temperature.
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Figure 4.14: Example of cascaded PID controller to control two monitored variables. The
actuator position a (t ) changes the desired value of variable 2 u 2(t ) which then controls
variable 1 u 1(t ) to a constant value.

When tuning PID gains for optimal performance, different gains will be identi�ed

depending on the speci�c electrical power ( Pe) the tuning is performed as the system

dynamics change at different power levels. Thus, gain scheduling or dynamically changing

the PID gains as a function of electrical power is adopted to improve PID performance over

a large range of operations. Following this strategy, the cascaded PID controller with gain

scheduling to control two MVs is adopted for the MVs that are dif�cult to control. In Figure

4.15, PID1a has optimized gains to correct e1(t ) with y1a (t ) when the electrical power is

100% and PID1b has optimized gains to correct e1(t ) with y1b (t ) when the electrical power

is 25%. In between 100% and 25%, the desired MV y2(t ) is a linear combination of y1a (t ) and

y1b (t ) that is weighted based on the current electrical power. This more complex control

subsystem architecture allows for improved load-following performance when compared

to the single-level PID controllers and cascaded PID controllers without gain scheduling.

4.8.3 Control System Variable Pairings

With the PID controller architecture described, the next phase in building the control

system is to assign which CV will control which MVs. To accomplish this, the MVs that will

need to be precisely controlled, i.e. u 1(t ), are identi�ed along with the remaining MVs, i.e.

u 2(t ), that can be naturally integrated to complete the cascaded architecture. The MVs

to be precisely controlled are the reactor outlet temperature, steam temperature, steam
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Figure 4.15: Example of cascaded PID controller with gain scheduling to control two
monitored variables. The actuator position a (t ) changes the desired value of variable 2
u 2(t ) which then controls variable 1 u 1(t ) to a constant value with gains that are dependent
on Pe .

pressure, condenser pressure, and electrical power due to their safety implications. With

these variables known, the optimal monitored to control variable pairings are determined

following the Cohen-Coon open loop test presented in ( 87). Note that before applying the

Cohen-Coon test, the condenser pump is paired with the condenser pressure due to its

direct impact and small pressure rise relative to the feedwater pump. Thus, the Cohen-Coon

open loop test is used to �nd the optimal monitored / controlled variable pairings between

the MVs with a setpoint and the CVs. The Cohen-Coon open loop test is conducted by

�rst establishing best guess control variable values to achieve 100% steady-state. Next a

10% step change is applied to each control variable individually and the system is again

stabilized to a new steady-state. Each MV is recorded before and after the step change to

calculate the gradient of the change. The variable pairings that yield the largest gradients,

i.e. the CVs that have the largest in�uence on each MV, are paired with one another. The

results of this study are shown in Table 4.9, where the largest gradients shown in red have

the control rod controlling the reactor outlet temperature, the feedwater pump controlling

the steam temperature, the circulator controlling the steam pressure, and the steam control

valve controlling the turbine electrical power. Note that the gradient for the circulator

pump to control the reactor outlet temperature is greater than the control rod, but was

not chosen due to it �rst being assigned to control steam pressure that has a much stricter

safety margin.

With these initial pairings known, the remaining MVs are chosen to complete the cas-

caded PID architecture. These pairings are chosen based on what other variable is impacted
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Table 4.8: Results of Cohen-Coon open loop test to determine monitored / controlled
variable pairings. Values in red indicate the most sensitive pairings.

Monitored Variable Controlled Variable Gradient
Control Rod 0.053

Reactor Outlet Circulator Pump -0.144
Temperature Feedwater Pump 0.047

Turbine Valve 0.051
Control Rod 0.112

Steam Circulator Pump 0.926
Temperature Feedwater Pump -1.226

Turbine Valve 0.051
Control Rod -0.017

Steam Circulator Pump -0.246
Pressure Feedwater Pump -0.120

Turbine Valve -0.030
Control Rod 0.160

Electrical Circulator Pump 0.740
Power Feedwater Pump -0.332

Turbine Valve 0.849

most directly by the CV. The control rod position directly controls the reactor thermal power

which can increase or decrease the outlet reactor temperature. The circulator pump speed

directly controls the mass �ow rate in the primary loop that impacts the heat transfer

from the primary to the secondary through the OTSG which controls steam pressure by

changing the water / steam thermodynamic properties. The feedwater pump speed directly

controls the mass �ow rate in the secondary loop that can impact the steam temperature

by impacting heat transfer from the primary to the secondary across the OTSG. The turbine

control valve directly controls how much steam is bypassed around the HPT to the reheater

to decrease electrical power. The condenser pump directly controls the condensate pres-

sure to match that of the LPT tap. Since controlling the steam quality is so important to

system performance and the steam margins are narrow compared to the other MVs, the

circulator pump speed and feedwater pump speed controllers incorporate the cascaded

gain scheduling architecture shown in Figure 4.15. The control rod controller incorporates

the cascaded control architecture, but does not have gain scheduling due to the archi-

tecture shown in Figure 4.14 being able to control the quantities well with a single set of

PID gains. Finally, the turbine steam valve and condenser pump speed controllers use the

classic single-level architecture shown in Figure 4.12. The �nal monitored / control variable
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pairings with respective controller subsystem architecture are shown in Table 4.9.

Table 4.9: Simulink proposed control scheme mapping. Controlled variables with 1 have
PID1 controlling the parameter to a constant value. Controlled variables with 1a b use gain
scheduling to control the parameter to a constant value. Controlled variables with 2 has
PID2 controlling the parameter to a changing value

Controlled Variable Monitored Variable
Control Rod Position 1 Outlet Reactor Temperature
Control Rod Position 2 Reactor Power

Circulator Pump Speed 1a b Main Steam Pressure
Circulator Pump Speed 2 Primary Mass Flow Rate

Feedwater Pump Speed1a b Main Steam Temperature
Feedwater Pump Speed2 Secondary Mass Flow Rate

Turbine Steam Valve 1 Electrical Load
Condenser Pump Speed1 Condenser Pressure

4.8.4 Control System PID Gains

With the control system variable pairings and controller subsystem architectures known,

the �nal step in building the PB-HTGR control system is to assign the PID gains. To manually

tune the gains, the rule of thumb is to �rst tune the proportional gain until a constant bias

is reached, then tune the integral gain to eliminate the bias, and �nally tune the derivative

gain to minimize the overshoot. This procedure was �rst applied to get the �rst iteration of

the control system. To further improve control system response, the PID gain optimizing

tools within Simulink are used. Simulink optimizes PID gains by constructing a linearized

representation of the system and applying the closed-loop crossover frequency algorithm

to balance the speed of convergence with robustness. Due to the complexity of the model,

performing a single tuning step was not enough and required several passes over all of

the PIDs until performance improved. This was because the gains in one controller im-

pacted the performance of the other controllers. For the controllers that had a cascaded

architecture, the inner loop was tuned before the outer loop. The controllers were tuned

from the BOP to the reactor in the order of steam valve, feedwater pump, condenser pump,

circulator pump, control rod, and repeated until performance improved. After four itera-

tions, the optimal PID gains were found to be those shown in Table 4.10. With the improved
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PID gains, the variation in all MVs during the load-following scenario was cut in half. For

the load-following scenario, the actual electrical power is now able to keep up with the

desired electrical power in the most extreme load-following case of 100%-25%-100% with

15-minute ramps. Thus, the control system is capable of performing load-following to all

electrical power levels between 100% and 25% at any ramp rate below 5% / min.

Table 4.10: PID gains for Simulink proposed control scheme mapping. Controlled variables
with 1 have PID1 controlling the parameter to a constant value. Controlled variables with
1a have PID1a controlling the parameter to a constant value when the system is at 100%
electrical power. Controlled variables with 1b have PID1b controlling the parameter to a
constant value when the system is at 25% electrical power. Controlled variables with 2 have
PID2 controlling the parameter to a changing value.

Controlled Variable Monitored Variable Kp Ki Kd

Control Rod Position 1 Outlet Reactor Temperature 1 5 0
Control Rod Position 2 Reactor Power 3.41E-06 2.28E-06 0

Circulator Pump Speed 1a Main Steam Pressure -4.01E-01 2.00E-01 -2.00E-01
Circulator Pump Speed 1b Main Steam Pressure -3.01E-01 5.84E-01 -4.00E-01
Circulator Pump Speed 2 Primary Mass Flow Rate 5 50 0

Feedwater Pump Speed1a Main Steam Temperature -2.07E-01 -3.04E-01 1.37E-01
Feedwater Pump Speed1b Main Steam Temperature -5.71E-02 -1.54E-01 5.47E-02
Feedwater Pump Speed2 Secondary Mass Flow Rate 1.67 1.02 5.19E-01

Turbine Steam Valve 1 Electrical Load 6.04E-04 3.06E-02 6.16E-03
Condenser Pump Speed1 Condenser Pressure 5 50 0

4.9 Predictive Performance of PB-HTGR Simulink Model

To evaluate the PB-HTGR control system presented in Table 4.10, a 100%-25%-100% load-

following scenario is performed at the maximum rate of 5% / min to examine the behavior

of the CVs and their impact on the MVs. If the control system is capable of maintaining all

MVs within their respective control limits throughout the load-following scenario, then

one can say that the implemented control system was successful. The observed trends

of the CVs and MVs throughout the operation are compared to other studies to increase

con�dence in the results. Additionally, degradation is applied to the components and their

impact on the MVs is quanti�ed.
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4.9.1 Simulink Response for 100%-25%-100% Load-Following

A 100%-25%-100% load-following scenario is performed to examine the behavior of the

CVs and their impact on the MVs. The load-following scenario is performed with 1250

seconds of steady-state operation at 100% electrical power, 900 seconds down-ramp from

100% to 25% electrical power, 1500 seconds of steady-state operation at 25% electrical

power, 900 seconds up-ramp from 25% to 100% electrical power, and �nally 1250 seconds

of steady-state operation at 100% electrical power. The down- and up-ramp portions of

the transient correspond to a power rate of change of (100-25) / (900/ 60) = 5%/ min, which

is the highest rate of change that is typically seen ( 88). If the control system is capable of

performing the load-following operation with the highest rate of change without violating

any safety limits, then one can conclude that the control system is capable of performing

any load-following scenario. After performing the simulation, the electrical power, CVs,

and MVs are shown in Figure 4.16, Figure 4.17, and Figure 4.18 respectively. In Figure 4.16

and Figure 4.18, the actual variable value (blue) is plotted with the desired variable value

(red). The MVs in Figure 4.18 also have their thresholds (green) plotted. Note that the steam

temperature has numerical noise due to the solved steam generator length not being the

same at each time step, i.e. L 0
SG = LLG + � .

Figure 4.16: PB-HTGR electrical power during a 100%-25%-100% load-following scenario.
Blue is the actual electrical power and red is the desired electrical power.
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Figure 4.17: PB-HTGR controlled variables during a 100%-25%-100% load-following scenario. The controlled variables are
circulator pump speed (top left), feedwater pump speed (top right), normalized control rod position (middle left), turbine
control valve position (middle right), and condenser pump rotational speed (bottom)
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Figure 4.18: PB-HTGR monitored variables during a 100%-25%-100% load-following scenario. The monitored variables are
reactor power (top left), steam temperature (top right), reactor outlet temperature (middle left), steam pressure (middle right),
and condenser pressure (bottom)
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To accomplish the load-following operation, the control system changes each CV in

the same direction as the electrical power. When beginning the down-ramp portion of

the transient from 100% to 25%, the turbine steam valve begins to close redirecting a

larger proportion of steam towards the reheater. With less steam entering the turbine,

the electrical power begins to fall. With more steam directed to the reheater, the reheater

mass �ow rate being directed to the high-pressure reheater increases, which increases the

feedwater temperature. Increasing the feedwater temperature decreases feedwater density,

which decreases the mass �ow rate on the secondary since the speed of the feedwater pump

has not yet changed. The decreased secondary mass �ow rate causes the heat transfer and

pressure drop across the OTSG to decrease. Decreasing the heat transfer across the OTSG

causes the steam temperature to decrease and the cold helium temperature to increase.

Increasing the cold helium temperature decreases helium density and then decreases the

mass �ow rate in the primary. A decrease in the primary mass �ow rate reduces the heat

removal from the fuel which causes the overall core temperature to increase and the reactor

power to decrease due to reactivity feedback.

At this point to maintain the reactor outlet temperature, steam temperature, steam

pressure, and condenser pressure at their respective setpoints, the control system is ini-

tiated. The circulator pump speed decreases to combat the increase in steam pressure

and the feedwater pump speed decreases to combat the decrease in steam temperature by

manipulating the heat transfer across the OTSG. In Figure 4.18, one can see that the pump

responses are slow once the electrical power drops below 50% since the steam temperature

and steam pressure both do temporally deviate from their setpoints before returning. To

correct this deviation, a more sophisticated gain scheduling algorithm can be employed.

While the primary mass �ow rate decreases from the decreased circulator pump rotational

speed, the control rods begin to be inserted into the core to maintain the reactor outlet

temperature at its setpoint. Finally, to maintain the condensate pressure at its setpoint,

the condenser pump speed is increased to combat the increased pressure drop across the

turbine. Since the condenser pump is tasked with maintaining the condenser pressure at

the LPT tap and the pressure rise from the pump is about 5% that of the pressure rise from

the feedwater pump, the condenser pump speed does not have a large impact on the other

MVs as did the other CVs. Towards the end of the down-ramp, the turbine control valve is

seen to oscillate around 2,000 seconds which is due to the steam temperature deviating

from its setpoint. To counteract the decrease in electrical power due to the decrease in

steam enthalpy, the turbine control valve must direct more steam to the turbine to increase

electrical power. Although the steam temperature does deviate, this action from the turbine
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control valve maintains the steady power decrease shown in Figure 4.16 during this portion

of the transient. Following the same logic of the down-ramp portion, the up-ramp portion

of the transient can be explained with the same reasoning. This load-following scenario is

nearly 100 minutes in length and the PB-HTGR Simulink model can complete the simu-

lation in 48 minutes using an 8th-generation Intel core i7 processor. Thus, the Simulink

control system is shown to be capable of performing the load-following operation with

the actual electrical power matching the desired electrical power and no MV surpassing a

safety threshold throughout the entire transient when considering the largest allowable

ramp rate.

4.9.2 Simulink vs SimuPACT Load-Following Response

To have more con�dence in the modeled physics within the Simulink PB-HTGR model and

baseline control system, the Simulink 100%-25%-100% load-following results are compared

to those presented in Brits et al. ( 87). This modeled a PB-HTGR system using SimuPACT

to conduct the same load-following the scenario. SimuPACT is an integrated software

platform developed by SimGenics that enables the development of simulators for power

and process plants. SimuPACT utilizes Flownex as its �ow solver to accurately simulate the

transients and the corresponding system response. Flownex is an NQA1 quality assurance

�ow solver with nuclear accreditation that utilizes point kinetic equations coupled with

thermal-hydraulic models to capture reactivity feedback during a transient. From the load-

following scenario, the resulting CVs / MVs simulated by SimuPACT are shown in Figure 4.19.

These results can be compared to those presented in Figure 4.17 for the CVs and to those

presented in Figure 4.18 for the MVs. In both models, the load-following scenario begins

with the steam control valve moving to change the proportion of steam being directed to

the turbine. As this is occurring, the remaining CVs are adjusted so that the respective MVs

that are being controlled stay close to their respective setpoints. Due to the PID gains being

better optimized within the SimuPACT model and a more sophisticated gain scheduling

algorithm being used, the MV deviations from the setpoint are less than those seen in the

Simulink model. Thus, the Simulink model presents all of the same CV / MV trends during a

100%-25%-100% load-following scenario to those seen in (87).

Although the overall trends match well, the magnitudes of the variables do not match

perfectly throughout the entire load-following scenario due to different modeling assump-

tions. The main differences are detailed below and can explain the different model responses

seen during the load-following scenario.

85



Figure 4.19: Controlled variables (top) and monitored variables (bottom) during 25%-
100%-25% load-following scenario using SimuPACT ( 87). Observed trends are consistent
with those seen in Simulink.

1. The SimuPACT model has boundary conditions de�ned for the turbine outlet condi-

tions and deaerator temperature. The Simulink model does not have any boundary

conditions within the model.

2. The SimuPACT model does not explicitly model the condenser pump and simulate its

impact with a boundary condition. The Simulink model does model the condenser

pump and adds a controller to maintain the condensate pressure at a constant value.
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3. Different functions are used to calculate the isentropic enthalpy to calculate the

turbine power.

4. SimuPACT has pressure drop due to friction and elevation in the entire system.

Simulink does not have friction and elevation pressure drop between components.

5. SimuPACT increases feedwater temperature utilizing a boundary condition, while

the Simulink model has two reheaters to increase the temperature.

6. SimuPACT and Simulink have different pump performance curves.

7. The steam generator within SimuPACT is modeled as a heat transfer surface with the

heat transfer coef�cient being only a function of mass �ow rate. The steam generator

within Simulink is modeled following the process detailed in Section 4.5.

8. The controller gains with the Simulink and SimuPACT models are different and Simu-

PACT employs a more sophisticated gain scheduling algorithm than what is present in

Simulink. Although the gains are different, the controller architectures are the same,

i.e. single-level vs cascaded.

4.9.3 Simulink Response to Component Degradation

In addition to the PT being capable of performing load-following scenarios, the Simulink

model is also capable of simulating the system response to component degradation. The

components that currently can be degraded are the circulator pump, feedwater pump,

condenser pump, turbine, and steam generator. As pumps degrade, the volumetric �ow

rate and pressure rise will decrease given the same rotational speed. This is applied within

the Simulink model by shifting the pump characteristic curves along the volumetric �ow

rate axis and importing the resulting curve as shown in Section 4.7.2. As the turbines

degrade, the isentropic ef�ciency will decrease so that the electrical power output decreases

given the same steam conditions. This is applied within the Simulink model by decreasing

the turbine isentropic ef�ciency input. As the steam generator degrades, tube plugging

becomes necessary to prevent leakage from the secondary to the primary which increases

the pressure drop across the OTSG and decreases the OTSG's heat transfer capability. This

is applied within the Simulink model by increasing the tube average mass �ow rate through

the OTSG and decreasing the heat transfer area of the OTSG by the number of tubes that

were plugged. For example, if 1% of the tubes are plugged, then the average tube mass
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�ow rate will increase by 1 / 0.99 and the heat transfer area will decrease to 0.99. To test the

impact each of these degradation modes have on the MVs, a 1% degradation is individually

applied, and the control system is turned off to better assess the perturbation impact. Note

that if the control system was active, one would observe the same trends discussed in the

previous section, but with larger deviations from the setpoint due to the increased system

stress.

System Response to Circulator Pump Degradation

When applying a 1% degradation to the circulator pump, the primary mass �ow rate de-

creases given the same pump rotational speed. A decrease in the primary mass �ow rate

reduces the heat removal from the fuel which causes the overall core temperature to in-

crease and the reactor power to decrease due to reactivity feedback. By decreasing the

primary mass �ow rate, the heat transfer across the OTSG decreases. Decreasing the OTSG

heat transfer decreases the steam temperature and enthalpy entering the turbine. Decreas-

ing the steam enthalpy causes a decrease in electrical power since the steam has less energy

to convert to electricity. The change in average �uid properties due to the decreased heat

transfer across the OTSG results in the secondary mass �ow rate and pressure drop across

the OTSG to decrease.

System Response to Feedwater Pump Degradation

When applying a 1% degradation to the feedwater pump, the secondary mass �ow rate

and the steam pressure decrease given the same pump rotational speed. Decreasing the

secondary mass �ow rate decreases the heat transfer across the OTSG so that the cold

helium temperature increases. On the primary, an increased cold helium temperature

causes helium density to decrease which decreases the mass �ow rate on the primary.

A decrease in the primary mass �ow rate reduces the heat removal from the fuel which

causes the overall core temperature to increase and the reactor power to decrease due to

reactivity feedback. The increase in cold helium temperature decreases the outlet reactor

temperature due to the reactivity feedback and when added to the temperature increase

from the reduced mass �ow rate, the net impact to the outlet reactor temperature is a

decrease. In other words, the impact of the cold helium temperature increase is greater

than the impact of the decreased mass �ow rate on the outlet reactor temperature. On

the secondary, although the decreased secondary mass �ow rate decreases heat transfer

across the OTSG, the steam temperature increases due to the �uid properties changing
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more than the decreased mass �ow rate. Increasing steam temperature increases electrical

power since the steam has more enthalpy.

System Response to Condenser Pump Degradation

When applying a 1% degradation to the condenser pump, the pressure rise across the pump

decreases given the same pump rotational speed. Since the condenser pump is tasked with

maintaining the condenser pressure at the LPT tap and the pressure rise from the pump is

about 5% that of the pressure rise from the feedwater pump, the condenser pump speed

does not have a large impact on the other MVs.

System Response to Turbine Degradation

When applying a 1% degradation to the turbine, the electrical output decreases given the

same inlet steam conditions. With a lower isentropic ef�ciency, the outlet enthalpy of the

turbine is higher since less energy was extracted. With the higher enthalpy steam traveling

to the moisture separator, the liquid mass �ow rate from the moisture separator m l i q to the

high-pressure feedwater heater decreases since there is less liquid. A smaller m l i q decreases

the heat transfer within the high-pressure feedwater heater which decreases feedwater

temperature. A decrease in feedwater temperature leads to an increase in feedwater density

that increases the feedwater mass �ow rate back to the OTSG. A larger secondary mass �ow

rate results in the pressure drop to increase and the steam temperature to increase due to

the heat transfer across the OTSG being enhanced. The improved heat transfer across the

OTSG decreases the cold helium temperature, increasing helium density, and increasing

mass �ow rate in the primary. An increase in the primary mass �ow rate increases the heat

removal from the fuel which causes the overall core temperature to decrease and the reactor

power to increase due to reactivity feedback. The decrease in cold helium temperature

increases the outlet reactor temperature due to the reactivity feedback and when added

to the temperature decrease from the increased mass �ow rate, the net impact to the

outlet reactor temperature is an increase. In other words, the impact of the cold helium

temperature decrease is greater than the impact of the increased mass �ow rate on the

outlet reactor temperature.
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System Response to Steam Generator Degradation

When plugging 1% of the OTSG tubes and assuming constant mass �ux through the OTSG,

the average mass �ow rate within a tube increases and the heat transfer area decreases.

These competing effects, i.e. increasing mass �ow rate promote heat transfer while decreas-

ing heat transfer area hinders it, resulting in a net decrease in overall OTSG heat transfer

capability. The increased average mass �ow rate within the tubes increases the pressure

drop across the OTSG. The decreased heat transfer capability of the OTSG results in the

steam temperature decreasing and the cold helium temperature increasing. The cold he-

lium temperature increasing, decreases helium density, and decreases the mass �ow rate

in the primary. A decrease in the primary mass �ow rate reduces the heat removal from

the fuel which causes the overall core temperature to increase and the reactor power to

decrease due to reactivity feedback. A decrease in the primary mass �ow rate decreases

the heat removal from the fuel which causes the overall core temperature to increase and

the reactor power to decrease due to reactivity feedback. The increase in cold helium tem-

perature decreases the outlet reactor temperature due to the reactivity feedback and when

added to the temperature increase from the decreased mass �ow rate, the net impact to

the outlet reactor temperature is a decrease. In other words, the impact of the cold helium

temperature increase is greater than the impact of the decreased mass �ow rate on the

outlet reactor temperature. On the secondary, decreasing the steam enthalpy causes a

decrease in electrical power since the steam has less energy to convert to electricity and

the change in average �uid properties due to the decreased heat transfer across the OTSG

results in the secondary mass �ow rate decrease.

Summary of Component Degradation Impact on System

A summary of the MV response to the component-speci�c degradation outlined above

is shown in Table 4.11. The abbreviations for the MVs are Pe for electrical power, Pt h for

reactor power, Tp for outlet reactor temperature, mp for primary mass �ow rate, Ts for

steam temperature, Ps for steam pressure, m s for secondary mass �ow rate, and Pc on for

condenser pressure. Overall, each component degradation mode has competing effects

where some degradation modes increase the MVs and others decrease them. The circulator

and feedwater pumps have a relatively large impact on the system due to their direct impact

on the system, while the condenser pump degradation has minimal impact on the system

due to its pressure rise being a fraction of the feedwater pump pressure rise. The degradation

to the turbine ef�ciency has the largest impact on the electrical power as expected, but
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a relatively minimal impact on the rest of the system compared to degradation to the

other components due to the increased outlet enthalpy indirectly impacting the other MVs.

Finally, the degradation of the steam generator has a signi�cant impact on the system due

to the heat transfer between the primary and the secondary being directly impacted. Thus,

this model allows one to evaluate the effectiveness of a control scheme while applying

variable degradation to the components within the system. In the presence of component

degradation, the control system must be capable of mitigating the degradation impact

on each MV and successfully perform load-following at a ramp rate of 5% / min without

violating any safety limits to be considered effective. Thus, the PT includes a surrogate

of the reactor model, OTSG, BOP, and control system that can model load-following and

steady-state scenarios with and without degraded components to generate training data

for the DT and external MLMs for O&M optimization.

Table 4.11: Percent change (%) in monitored variable response to component-speci�c
degradation. Pe = electrical power, Pt h = reactor power, Tp = outlet reactor temperature,
mp = primary mass �ow rate, Ts = steam temperature, Ps = steam pressure, m s = secondary
mass �ow rate, Pc on = condenser pressure.

Component Pe Pt h Tp mp Ts Ps m s Pc on

Circulator Pump -2.44 -1.20 0.37 -2.56 -2.01 0.75 -0.01 -
Feedwater Pump 1.22 -0.58 -0.07 -0.18 2.88 -2.44 -2.58 -
Condenser Pump - - - - - - - -0.83

Turbine -0.98 0.20 0.03 0.08 0.07 -0.09 0.04 -
Steam Generator -2.93 -1.20 -0.17 -0.62 -2.35 -0.63 -0.04 -
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CHAPTER

5

EXTERNAL MACHINE LEARNING

MODULES

5.1 Overview of External Machine Learning Models for O&M

Optimization

Using data generated by the PT, external MLMs were trained to supplement the DT's predic-

tive capability and accelerate O&M optimization for a system with increasing component

degradation. While the DT provides system-level predictions, the external MLMs can be

individually trained to perform a speci�c task. In this work, the architectures used are the

FFNN to accelerate control scheme optimization, AE for component anomaly detection,

CNN for component diagnostics, and BNN for component prognostics. The coupling be-

tween the external MLMs and the DT is summarized in Figure 5.1, where the MVC MLM

provides optimized control schemes and the pump / turbine PdM frameworks provide com-

ponent health state information. Note that the external MLMs are presented before the DT

to better explain their integration in Chapter 6.

To accelerate operation optimization by providing improved system control in com-
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parison to SVC, the external MLM MVC module consists of 30 individually trained FFNNs

that are coupled to a genetic algorithm, known as MVCNet. Within MVCNet, the outputs of

downstream models are used as input to upstream models to improve the overall accuracy

of the optimization. For example, an upstream MLM can predict the primary mass �ow

rate, which can then be used in the downstream model to predict the reactor power. When

applying the genetic algorithm, the cost function to be optimized assigns step penalties for

control schemes that would SCRAM the reactor or does not produce the desired electrical

power.

PdM frameworks for the circulator pump, feedwater pump, condenser pump, and

steam turbine rotor were constructed to provide component health state information,

decrease the size/ complexity of the DBN, and perform component maintenance schedule

optimization. The pump PdM frameworks consist of an AE for anomaly detection, CNN

for diagnostics, and BNN for prognostics. The turbine rotor PdM framework consists of an

FFNN for anomaly detection and a BNN for prognostics. For pump bearing degradation,

one database was found that contained bearings with outer race faults, inner race faults,

and ball faults measured using vibration sensors. As the fault amplitude increases, a fast

Fourier transform reveals frequency-speci�c fault modes and their increasing amplitude

informs the RUL prediction. For turbine degradation, only examples of overall turbine

ef�ciency degradation over time were found with no breakdown of fault initiators. This

is why the turbine PdM does not have a diagnostic model. For the turbine, an anomaly

is detected once the expected turbine electrical power deviates signi�cantly from what is

measured and the RUL prediction is based on the increased blade hardness due to creep

and cyclic fatigue over time. Due to the lack of publicly available component degradation

data, synthetic data informed from the literature was used to train and test these models.

With the DBN's modular nature, these PdM frameworks are used to replace a branch

within the DBN with a single node that contains the component health state to improve

predictive capability and decrease its complexity. Performing these one-to-one substitu-

tions will aid in limiting the DBN complexity as more degradation modes and control

actuators are added as the model matures. Thus, the external MLMs will be able to perform

component-level O&M optimization and provide evidence to the DT to accelerate the

system O&M optimization. The O&M optimization modules are detailed for the remainder

of the chapter, with the operation optimization module in Section 5.2, maintenance opti-

mization module for pump bearings in Section 5.3, and maintenance optimization module

for steam turbine rotors in Section 5.4.
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Figure 5.1: Overview of external machine learning model integration with the digital twin.
The external MLMs accelerate control scheme optimization and perform component-level
maintenance optimization for the pumps and turbine.

5.2 External MLMs to Perform Operation Optimization

To supplement and accelerate the DT in determining the optimal set of CVs to minimize the

discrepancy between MVs and their setpoints, external MLMs are coupled to optimization

algorithms to quickly and ef�ciently determine the optimal control scheme using MVC

given component degradation, known as MVCNet. Once validated, the control scheme is

directly implemented as the actuator setpoints within the PT for steady-state scenarios. For

load-following, the MVs yielded by the optimization are used as the PID setpoints within

Simulink to prevent any threshold violations during the up-ramp and down-ramp portions

of the transient. In practice, the traditional SVC is used until it is no longer capable of

maintaining all MVs below their thresholds during load-following or steady-state scenarios.

At this point, the MVC would be implemented to extend system operation until the next

scheduled shutdown.
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5.2.1 Overall MVCNet Framework for Operation Optimization

To minimize the variation seen in the MVs given component degradation, the MVCNet

framework shown in Figure 5.2 is utilized. This framework consists of a cluster of FFNNs as

a surrogate of the PT and utilizes a Genetic Algorithm GA to quickly and ef�ciently search

the solution space for the optimal control scheme. The MVCNet consists of multiple MLMs

that are individually trained to predict different MVs at different operating states. The

framework will take as input the UVs U , the desired electrical power Pe , a set of CVsC0 that

have been perturbed by a factor � i by the GA, and the MV setpoints M . With � 1C0,...,� N C0

sets of CVs, the optimization is made possible by utilizing the fast-running MVCNet as the

surrogate of the PT and the ef�ciency of GA. From the N perturbations, MVCNet will output

N sets of MVs M i ,...,M N that will be compared to M to quantify the variation caused by

the various perturbations. Each of these N M i estimates are compared to their thresholds

and a penalty is assessed if they violate their respective safety limit. Similarly, a penalty is

assessed if the predicted electrical power Pe,i is not accurately achieved within a tolerance

� P . Finally, MVCNet also estimates the probability that the steam temperature will be

within its safety margins with VST . If VST is below threshold � V , then a penalty is assessed.

The steam temperature speci�cally is given an additional parameter to assess its validity

since the safety margins are narrow. After all solutions are collected, a cost function 
 is

used to evaluate the sampled control scheme's effectiveness. The set of CVs that minimizes


 is deemed the optimal set of CVs COp t that will minimize the variation in the MV setpoints

and the resulting MVs given U and COp t . This optimal control scheme would then be fed

back to the DBN to model its impact on the system with uncertainty and to Simulink to

quantify MVCNet's predictive performance.

5.2.2 Genetic Algorithm Implementation

To ef�ciently search the multi-dimensional solution space for the optimal control scheme,

GA is used. Note that GA was used in this work, but any optimization algorithm can be

used within the MVCNet framework. Within a search region, the GA perturbs the control

schemes by a factor � i , evaluates their performance with a cost function 
 i , and updates the

population with the best-performing samples for N generations ( 89). The GA optimization

parameters used are shown in Table 5.1. Max iterations are the number of “generations” or

iterations the algorithm is executed for, population size is the number of trial solutions in

each iteration, mutation probability is the chance of each “gene” or CV in each solution to
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Figure 5.2: Overall control scheme optimization framework architecture using MVCNet

be replaced by a random value, crossover probability is the chance of an existed solution to

pass its “genome” or CV values to new trial solutions or the next generation, and parents

portion is the portion of the population in generation i +1 �lled by the members of the

previous generation i. To be clear, an individual sample within the population is a vector

of CV values that were uniformly sampled from the CV ranges de�ned in Table 4.2 and

each individual CV value within this vector is a "gene" that is optimized to yield the best-

performing solution following GA. Thus, this algorithm works based on evolution where

the “strongest” or solution that yields the smallest 
 i has its “genes” or CV values passed

on to the next generation. Over subsequent iterations or generations, the solutions in the

population will improve and the “�ttest” member in the population with the smallest 
 i

value is returned as the optimal set of CVs. As in the animal kingdom, mutation is possible

and allows for the algorithm to explore other solutions to potentially avoid getting stuck at

a local minimum and instead �nd the global minimum in the solution space.

To summarize the GA solution approach, Figure 5.3 shows the current population for

generation t in row one with their respective �tness in row two. Note that the values shown

in Figure 5.3 are illustrative and do not correspond to control schemes. Since the goal is

to minimize the error from nominal, the red and green solutions have the smallest �tness

values and are chosen to "mate". Their offspring in row three have input or "genes" from

their "parents" that make up the new solution. The proportion of genes from a single parent

96



Table 5.1: Parameters of the genetic algorithm applied to control scheme optimization

Parameter Value
Max Iterations 100
Population Size 100

Mutation Probability 10%
Cross Over Probability 50%

Parents Portion 30%

is dictated by the chosen cross-over probability. After the new solution is generated, each

gene has a random chance de�ned by the mutation probability to be perturbed once again

to generate a new solution as shown in row four. This breeding and mutation process

continues until there are enough solutions for the next generation that have a mix of the

offspring and the best-performing parents according to the chosen parents portion, e.g.

30% of generation t +1 will consist of the best-performing solutions from generation t.

This entire process continues for N generations and the best-performing solution COp t is

returned by the algorithm as the optimal solution.

Figure 5.3: Example of genetic algorithm for control scheme optimization. 1) Current
population, 2) Fitness of each solution within the current population, 3) Crossover of �ttest
solutions, 4) Mutation randomly changes a setpoint, 5) Next generation made up of best-
performing solutions from the previous generation and their offspring.
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To rank the different control schemes and quantify their cost during the GA optimization,

the multi-step cost function for 
 i is de�ned to be


 i =
X

yj > z j

jyj � x j j + jPe,i � Pe j +

v
u
u
u
t

1

n

2

4
X

j

�
yj � x j

x j

� 2

+
•

Pe,i � Pe

Pe

‹ 2

3

5 +(100� VST,i )+ � i , (5.1)

where yj is the j t h framework predicted MV value, x j is the j t h MV setpoint value, z j

is the j t h MV threshold value that if exceeded would automatically trip the reactor, Pe is

the desired electrical power value, Pe,i is the predicted electrical power value for sample i

once the perturbation has been imposed on the system, n is the number of MVs, VST,i is

the probability that steam temperature is within its safety margins for control scheme i ,

and � i is the multi-step penalty function that increases depending on which objectives are

not achieved by control scheme i . An added constraint is given to the steam temperature

speci�cally due to its narrow safety margin of 5 °C and its importance in maintaining steam

quality entering the turbine. The VST,i value is estimated using an FFNN discriminator,

where the network is trained to assign high probabilities to the control scheme if the steam

temperature is within safety limits. The multi-step penalty function is de�ned as

� i =

8
>>>>>>>><

>>>>>>>>:

1,000 yj > z j , jPe,i � Pe j > � P

750 yj > z j , jPe,i � Pe j < � P

500 yj < z j , jPe,i � Pe j > � P

250 yj < z j , jPe,i � Pe j < � P ,VST,i < � V

0 yj < z j , jPe,i � Pe j < � P ,VST,i > � V

(5.2)

where � P is the tolerance given to the electrical power, e.g. within 1% of the desired

electrical power, and � V is the probability threshold for the steam temperature to be within

its safety margins, e.g. above 95%. This cost function de�nition consists of �ve steps ranked

in terms of severity. The �rst step is the worst case, where a penalty of 1,000 is applied to

the cost function if an MV surpasses its threshold and the electrical power is not within

tolerance, i.e. yj > z j , jPe,i � Pe j > � P , resulting in an invalid control scheme. The second step

is less severe and thus a penalty of 750 is applied to the cost function if an MV surpasses its

threshold and the electrical power is within tolerance, i.e. yj > z j , jPe,i � Pe j < � P , resulting

in an invalid control scheme. In the third step, a penalty of 500 is applied to the cost
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function if the MVs do not surpass their respective thresholds and the electrical power is

not within tolerance, i.e. yj < z j , jPe,i � Pe j > � P , resulting in a valid control scheme at a

lower electrical power. At this step, the control schemes begin to be considered valid but

the desired electrical power is not achieved due to it not being possible with the current

component degradation or the optimization being stuck at a local minimum. The fourth

step applies a penalty of 250 to the cost function if the MVs do not surpass their respective

thresholds and the electrical power is within tolerance, but the probability that the steam

temperature is within its safety margins is less than the pre-de�ned minimum, i.e. yj < z j ,

jPe,i � Pe j < � P , VST,i < � V , resulting in a low-con�dence valid control scheme with the

correct electrical power. Finally, the �fth and �nal step is the ideal case with no penalty

being applied if the MVs do not surpass their respective thresholds, the electrical power is

within tolerance, and the probability that the steam temperature is within its safety margins

is greater than the pre-de�ned minimum, i.e. yj < z j , jPe,i � Pe j < � P , VST,i > � V , resulting in

a high-con�dence valid control scheme with the correct electrical power. Thus to minimize

the cost function, the GA is incentivized to �nd a control scheme that has all MVs within

their respective safety margins, the electrical power to be within tolerance of the desired

value, and a high probability that the steam temperature is within its safety margin.

5.2.3 Model Architecture of MVCNet

To accurately predict the impact sampled control schemes will have on the system, the

MVCNet architecture is optimized to provide estimates that are close to what is simulated

using the PB-HTGR Simulink model. An example of a portion of the MVCNet architecture is

shown in Figure 5.4 and a summary of all the input / output relationships is shown in Table

5.2. In addition to the input / output relationships shown in Table 5.2, the FFNNs are further

optimized for speci�c electrical power ranges, i.e. 100%-60% for high-power (HP), 60%-40%

for medium-power (MP), and 40%-25% for low-power (LP). Note that these electrical power

ranges were chosen based on the observed accuracy of the trained models. The concept

behind the MVCNet is to use the outputs of upstream MLMs as inputs to downstream

MLMs to improve overall predictive accuracy. Thus, as seen in Figure 5.4, input-A is �rst

directed to the appropriate FFNN-A depending on the requested electrical power Pe,0 to

obtain output-A. With input-A and output-A as input, while staying in the same branch,

the appropriate FFNN-B is used to predict output-B. This procedure is followed until all

MVs are predicted using the input / output relationships shown in Table 5.2. When building

and optimizing MVCNet, it was observed that a single FFNN predicting all MVs had a
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signi�cantly larger error than the structure presented in Table 5.2, even when accounting

for the propagated error from upstream MLMs. The order of inputs / outputs is such that the

MVs with the smaller error are further upstream, i.e. primary mass �ow rate has a smaller

error than the steam temperature, to limit the propagated error. The improved performance

utilizing the MVCNet architecture will be discussed in Section 5.2.6.

Figure 5.4: Example of MVCNet architecture for control scheme optimization. The concept
behind the MVCNet is to use the outputs of upstream MLMs as inputs to downstream MLMs
and the models are further divided into different electrical power ranges to improve overall
predictive accuracy.

From Table 5.2, FFNN-1 is used to provide an initial guess of the optimal control scheme

C0 to begin the optimization using U and the MV setpoints for reactor power Pt h ,0, hot

helium temperature Tp ,0, steam temperature Ts,0, steam pressure Ps,0, condenser pressure

Pc on,0, and electrical power Pe,0 as input. Note that the user provides the MV setpoints as

inputs since these are the values we wish the MVs to be, but this may not be possible given

100



the component degradation. Thus, the actual MVs may be different than the setpoints

initially given to the framework. With an initial guess of the optimal control scheme, the

optimization begins with FFNN-2 to predict the mass �ow rate within the primary mp . With

the FFNN-2 output, FFNN-3 predicts the mass �ow rate within the secondary m s utilizing

the U , Ci , and mp . The mass �ow rates are predicted �rst since their error is relatively

small since the pump degradation and rotational speed are inputs. Next, FFNN-4 predicts

the reactor power Pt h and FFNN-5 predicts the hot helium temperature Tp , cold helium

pressure PC H , and condenser pressure Pc on using U , Ci , and mp as input. The reactor power

is predicted individually to increase its accuracy since it is used as input in downstream

models.

With all primary MVs predicted, FFNN-6 predicts cold helium temperature TC H , feed-

water temperature TF W feedwater pressure PF W , mass �ow rate at the nozzle chest mnc ,

mass �ow rate at the low-pressure turbine m l p t , and the mass �ow rate at the reheater m r h

using U , Ci , and m s as input. The outputs of FFNN-6 are not safety related and do not

contribute to the 
 calculation, but are needed to calculate the turbine anomaly score to

be discussed in Section 5.4.4. The next three MLMs, i.e. FFNN-7, FFNN-8, and FFNN-9,

all use U , Ci , Pt h , and m s as input to predict steam pressure Ps, steam temperature Ts,

and electrical power Pe respectively. The steam pressure and temperature are individually

predicted due to their importance to safety and their narrow safety margins, while Pe is used

as input for FFNN-10. Finally, given U , Ci , Pt h , m s, and Pe the probability that the resulting

steam temperature is valid VST , i.e. between 562°C and 570°C, is estimated. As shown in

Equation 5.2, FFNN-10 is used as a discriminator that applies an additional penalty � V to


 if VST is below 95%. Steam temperature speci�cally is given a discriminator due being

the biggest culprit of making a control scheme invalid due to its narrow safety margin of

5°C. To increase the discriminator's performance, FFNN-10 is trained with a 4 °C margin

instead of the actual 5 °C safety margin, i.e. 562°C-570°C vs 561°C-571°C, to account for the

propagated uncertainty of the upstream inputs. Thus, the MVCNet architecture shown in

Table 5.2 is further divided into HP, MP, and LP cases for a total of 30 individually trained

FFNNs that greatly outperform a single FFNN that are trained to predict all MVs at all power

levels.

5.2.4 Training Database for MVCNet

To train the 30 FFNNs with input / output relationships outlined in Table 5.2, a training

database is constructed utilizing Simulink following the procedure shown in Figure 5.5.
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Table 5.2: Summary of input / output structure for MVCNet. The FFNNs are further divided
into high-power, medium-power, and low-power cases with 60% and 40% cutoffs for a total
of 30 unique MLMs. U = uncontrolled variables, Pt h ,0 = reactor power setpoint, Tp ,0 = hot
helium temperature setpoint, Ts,0 = steam temperature setpoint, Ps,0 = steam pressure set-
point, Pc on,0 = condenser pressure setpoint, Pe,0 = electrical power setpoint, C0 = controlled
variables initial guess, Ci = GA sampled controlled variables, mp = primary mass �ow rate,
m s = secondary mass �ow rate, Pt h = reactor power, Tp = hot helium temperature, PC H =
cold helium pressure, Pc on = condenser pressure, TC H = cold helium temperature, TF W =
feedwater temperature, PF W = feedwater pressure, mnc = nozzle chest mass �ow rate, m l p t

= low pressure turbine mass �ow rate, m r h = reheater mass �ow rate, Ps = steam pressure,
Ts = steam temperature, Pe = electrical power, VST = probability of steam temperature
being valid

Model Name Input Output
FFNN-1 U , Pt h ,0, Tp ,0, Ts,0, Ps,0, Pc on,0, Pe,0 C0

FFNN-2 U , Ci mp

FFNN-3 U , Ci , mp m s

FFNN-4 U , Ci , mp Pt h

FFNN-5 U , Ci , mp Tp , PC H , Pc on

FFNN-6 U , Ci , m s TC H , TF W , PF W , mnc , m l p t , m r h

FFNN-7 U , Ci , Pt h , m s Ps

FFNN-8 U , Ci , Pt h , m s Ts

FFNN-9 U , Ci , Pt h , m s Pe

FFNN-10 U , Ci , Pt h , m s, Pe VST

Since the solution space is vast given the number of variables being considered and their

range of operation detailed in Section 4.2, it is necessary to employ directed sampling with

random sampling to maximize coverage of the sample space given limited resources to

generate the training data. To begin, the UVs and CVs are randomly sampled utilizing LHS

to generate samples to be within the range of [0,1] with a uniform distribution that is then

scaled according to the sampling ranges speci�ed in Table 4.1 for the UVs and the CVs

speci�ed in Table 4.2. These UV / CV pairings are used as input in the Simulink model with

the PID controllers inactive to obtain the resulting MV values. With this initial training

database, MVCNet is trained and its performance is quanti�ed.

With the subsequent iterations of this procedure, MVCNet is now available and can

be used to estimate the optimal CVs given the UVs sampled using LHS. Since MVCNet is

being used to assist in training data generation, this is a form of "directed sampling" since

MVCNet is being referenced to determine what the models do and do not know. To be clear,

random sampling of the CVs is still done to continue exploring the solution space and not
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bias the dataset to a particular region of the solution space. This is especially important

during optimization so that GA knows which regions of the solution space can and cannot

potentially have a more optimal solution. The procedure in Figure 5.5 is repeated until

acceptable performance is achieved. In addition to this procedure, as MVCNet matured,

more samples were generated in regions of the solution space where the model struggled

more, i.e. low-power, or in regions where the system is more likely to exist, i.e. zero to low

degradation. The �nal database includes 79266 total samples that are randomly divided into

70%/ 15%/ 15% training / validation / testing splits during network training. In total, there

were eleven iterations of the MVCNet architecture and the number of samples used to train

them within the training database is shown in Figure 5.6. The �rst version, V1, was trained

with 4855 samples, validated with 1041 samples, and tested with 1040 samples following a

70%/ 15%/ 15% training / validation / testing split. The �nal version, V11, was trained with

55486 samples, validated with 11890 samples, and tested with 11890 samples following

a 70%/ 15%/ 15% training / validation / testing split. After V8, the database size was kept

constant since the increase in the number of samples from V6 to V8 did not greatly improve

performance. The progression of model improvement from architecture and database

updates is detailed in Section 5.2.6.

Histograms of the UVs, CVs, MVs, and EVs of the �nal training database are shown in

Figures 5.7, 5.8, 5.9, and 5.10 respectively. For the UV histograms in Figure 5.7, one can see

that the degradation is uniformly distributed with a spike at zero / low degradation as this is

the most likely system state during operation. The number of samples with increasing steam

generator tube plugging decreases due to MVCNet not being able to �nd valid schemes

within this regime during directed sampling. For the CV histograms in Figure 5.8, the

histograms are skewed as more samples were generated for low-power cases that had the

pump speeds and control rod external reactivity lower to meet the desired electrical power.

Similarly, the MV histograms in Figure 5.9 are also skewed for low-power cases that had the

reactor power, electrical power, and mass �ow rate lower. The reactor outlet temperature,

steam temperature, and condenser pressure are more normal due to directed sampling

producing samples close to their setpoints. The steam pressure is slightly skewed due to the

component degradation increasing the pressure drop across the steam generator. Finally,

the histograms of the EVs in Figure 5.10 are skewed due to more samples being generated at

low-power. Thus, the training database of 79266 total samples is used for hyperparameter

optimization and training of the 30 FFNNs for operation optimization.
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Figure 5.5: MVC training database generation procedure using random and directed sam-
pling.
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Figure 5.6: Number of training samples used to train each of the eleven iterations of the
MVCNet architecture. The number of samples was constant after V8 as adding more data
did not have a signi�cant impact on model performance.
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Figure 5.7: Histogram of uncontrolled variables in MVC training database. Circulator pump degradation (top left), feedwater
pump degradation (top middle), condenser pump degradation (top right), low-pressure turbine degradation (bottom left),
high-pressure turbine degradation (bottom middle), and steam generator tube plugging (bottom right)
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Figure 5.8: Histogram of controlled variables in MVC training database. Condenser pump rotational speed (top left), feedwater
pump rotational speed (top middle), condenser pump speed (top right), turbine control valve (bottom left), and external
control rod reactivity (bottom right)
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Figure 5.9: Histogram of monitored variables in MVC training database. Reactor power (top left), reactor outlet temperature
(top middle), reactor inlet pressure (top right), primary mass �ow rate (middle left), electrical power (middle middle), steam
temperature (middle right), steam pressure (bottom left), secondary mass �ow rate (bottom middle), and condenser pressure
(bottom right)
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Figure 5.10: Histogram of non-safety related variables in MVC training database. Reactor inlet temperature (top left), feedwater
temperature (top middle), feedwater pressure (top right), nozzle chest mass �ow rate (bottom left), low-pressure turbine mass
�ow rate (bottom middle), and reheater mass �ow rate (bottom right)
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5.2.5 Optimal Hyperparameters of MVCNet

To optimize the hyperparameters in MVCNet to minimize the predictive error, a grid search

approach is adopted speci�cally for the low-power FFNNs. Model architectures at low-

power are optimized because the model struggles more in the low-power regime due to

increased system non-linearities. In other words, FFNN-1-LP through FFNN-10-LP are

optimized and the same optimal hyperparameters are used for the respective medium-

power and high-power FFNNs. Before conducting the hyperparameter search, the training

data is normalized to be between [0,1] with the global minimum and maximum values

presented in Table 5.3 so that the model is not biased towards any speci�c input or output

during training. These normalizing coef�cients are determined by observing the minimum

and maximum values within the database and slightly increasing the range further to

prevent any values from being equal to zero exactly, i.e. turning neurons 'off', and to include

new samples that may be outside the current range within the dataset.

Following the grid hyperparameter optimization approach with the normalized training

data, the optimal hyperparameters for FFNN-1 to FFNN-10 are those shown in Table 5.4.

To summarize each of the terms in Table 4.5, the structure indicates the number of hidden

neurons per layer from input to output, the L2 regularization coef�cient modi�es the

cost function so that the model does not over�t the training data, the learning rate is

a multiplier that dictates how much the gradients are updated per mini-batch, and the

activation function is used to add non-linearity into the output of a neuron to better learn

the underlying correlations within the data. In addition to applying L2 regularization to

combat over-�tting, the FFNNs were trained multiple times and the models were tested

on new sets of component degradation to con�rm consistent performance. The hidden

neurons are shown as three numbers in a list that represents the number of hidden neurons

per layer from the input to the output, e.g. 500 neurons in the �rst hidden layer, 1000

neurons in the second hidden layer, and 500 neurons in the third hidden layer for FFNN-1.

The loss function utilized by FFNN-1 through FFNN-9 is the mean squared error and the

loss function utilized by FFNN-10 is the categorical cross-entropy with a softmax activation

output layer to calculate the probability of the steam temperature being within its safety

margins, i.e. 562°C-570°C. Thus, following a 70% / 15%/ 15% training / validation / testing

splits during network training, the optimal hyperparameters for FFNN-1 through FFNN-10

are found to be those in Table 5.4.
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Table 5.3: Global maximum and minimum used to normalize MVC training samples before
training

Variable Minimum Maximum
Circulator Pump Degradation (%) -1 6
Feedwater Pump Degradation (%) -1 6
Condenser Pump Degradation (%) -1 6

Low Pressure Turbine Degradation (%) -1 6
High Pressure Turbine Degradation (%) -1 6

Steam Generator Plugging (#) -5 45
Turbine Control Valve (%) 0 110

Feedwater Pump Speed (RPM) 2900 3800
Circulator Pump Speed (RPM) 200 4800
Condenser Pump Speed (RPM) 3000 4000

External Reactivity (-) -2e-3 3e-3
Reactor Power (MW) 30 230

Hot Helium Temperature (C) 670 810
Cold Helium Pressure (MPa) 5.5 6.5

Primary Mass Flow Rate (kg / s) 0 100
Steam Temperature (C) 520 620
Steam Pressure (MPa) 13.5 19.5

Secondary Mass Flow Rate (kg/ s) 10 100
Condenser Pressure (MPa) 1 2.5

Electrical Power (%) 10 150
Cold Helium Temperature (C) 150 350
Feedwater Temperature (C) 80 280
Feedwater Pressure (MPa) 10 30

Nozzle Chest Mass Flow Rate (kg/ s) 0 100
Low Pressure Turbine Mass Flow Rate (kg / s) 0 60

Reheater Mass Flow Rate (kg/ s) 0 75

5.2.6 Predictive Performance of MVCNet

With the MVCNet structure and optimized hyperparameters discussed, performance evalu-

ation is conducted using the R 2, NRMSPE, and MAPE metrics de�ned in Section 3.5.1. The

MVCNet performance based on these metrics for each MV and EV at each power level are

summarized in Table 5.5 using only the testing dataset. Overall, MVCNet was successful in

explaining over 97.26% of the variance seen in the data with the respective error being less

than 1%. Additionally, FFNN-10 had a prediction accuracy of 99.36% / 97.97%/ 97.75% for

high / medium / low-power scenarios when using only the testing dataset.
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Table 5.4: Optimized MVCNet hyperparameters for control scheme optimization

Model Name Structure L2 Coef�cient Learning Rate Activation
FFNN-1 [500,1000,500] 1e-5 1e-3 relu
FFNN-2 [500,1000,500] 1e-5 5e-4 relu
FFNN-3 [250,500,250] 1e-6 1e-3 elu
FFNN-4 [500,1000,500] 1e-5 1e-3 relu
FFNN-5 [500,1000,500] 1e-5 5e-4 elu
FFNN-6 [500,250,500] 5e-5 1e-3 relu
FFNN-7 [250,500,250] 1e-6 1e-3 relu
FFNN-8 [250,500,250] 5e-5 1e-3 relu
FFNN-9 [500,1000,500] 1e-6 1e-3 elu
FFNN-10 [500,1000,500] 1e-4 1e-3 elu

Table 5.5: MVCNet predictive performance of the testing dataset using R 2, NRMSPE, and
MAPE metrics for monitored and non-safety related variables for high-power / medium-
power / low-power. Values in red indicate worst-performing models.

Variable R2 (%) NRMSPE (%) MAPE (%)
Reactor Power 99.99/ 99.98/ 99.93 0.15/ 0.23/ 0.35 0.12/ 0.18/ 0.27

Hot Helium Temperature 99.60 / 98.35/ 97.48 0.03/ 0.08/ 0.11 0.02/ 0.07/ 0.08
Cold Helium Pressure 99.91 / 98.00/ 97.26 0.01/ 0.01/ 0.02 0.01/ 0.01/ 0.02

Primary Mass Flow Rate 100.0/ 99.98/ 99.96 0.13/ 0.25/ 0.37 0.10/ 0.21/ 0.30
Steam Temperature 98.55/ 99.68/ 97.77 0.06/ 0.04/ 0.20 0.05/ 0.03/ 0.15

Steam Pressure 99.90/ 99.91/ 99.46 0.03/ 0.03/ 0.07 0.03/ 0.02/ 0.06
Secondary Mass Flow Rate 99.99/ 99.99/ 99.97 0.24/ 0.17/ 0.28 0.20/ 0.11/ 0.22

Condenser Pressure 99.85/ 99.73/ 99.77 0.04/ 0.06/ 0.06 0.03/ 0.05/ 0.05
Electrical Power 99.99/ 99.99/ 99.93 0.13/ 0.17/ 0.38 0.11/ 0.13/ 0.30

Cold Helium Temperature 99.87 / 99.73/ 98.45 0.20/ 0.35/ 0.66 0.14/ 0.18/ 0.50
Feedwater Temperature 99.55 / 99.23/ 97.71 0.47/ 0.77/ 0.98 0.32/ 0.43/ 0.87

Feedwater Pressure 99.98/ 99.86/ 99.52 0.08/ 0.07/ 0.09 0.06/ 0.05/ 0.07
Nozzle Chest Mass Flow Rate 100.0/ 99.98/ 99.97 0.09/ 0.23/ 0.27 0.08/ 0.18/ 0.20

Low Pressure Turbine Mass Flow Rate 100.0/ 99.97/ 99.95 0.10/ 0.28/ 0.33 0.09/ 0.20/ 0.24
Reheater Mass Flow Rate 100.0/ 99.97/ 99.96 0.10/ 0.26/ 0.30 0.09/ 0.21/ 0.23

In total, there were eleven iterations of the MVCNet architecture and the evolution of

their improved performance with each iteration is illustrated in Figure 5.11. Also shown is

the performance of the DBN standalone (DBN) and the DBN coupled to the �nal version of

MVCNet (V11+DBN). Along with having a larger training database, illustrated by Figure 5.6,

hyperparameter optimization was performed for versions four and eleven of the MVCNet

architecture. Note that V11, DBN, and V11 +DBN each were evaluated on the same set

of UVs to make the comparisons consistent, while the other MVCNet versions each were

evaluated on different sets of UVs as the models were still being developed.
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Figure 5.11: Improvement in predictive performance of MVCNet to �nd optimal control
schemes. The MVCNet architecture was revised for eleven iterations and the percentage of
severe mispredictions (top left), model effectiveness (top right), MVC effectiveness (bottom
left), and relative MVC effectiveness (bottom right) is shown.

The top left graph of Figure 5.11 shows the percentage of samples that had a severe

misprediction BSampl e s divided by the total number of samples MVCNet predicted was

valid M Sampl e s, i.e.  =
BSampl e s

MSampl e s
. As an example, a severe misprediction would be when the

recommended control scheme from the MVC optimization causes the steam temperature

to be greater than 10 °C from the setpoint once implemented within Simulink, i.e. two times

greater error than the safety margin. This concept is illustrated in Figure 5.12 with severe

mispredictions being characterized as Simulink steam temperatures less than 556 °C or

greater than 576°C. To be clear, all MVs were checked to see if they met the severe mispre-

diction criteria, but was almost always the steam temperature being severely mispredicted.

From Figure 5.11, V1 had the largest percentage of severe mispredictions at 40.57%, there

was a large decrease in severe misprediction with V4 due to hyperparameter optimization

being performed, and V11 had no samples being severely mispredicted.

The top right graph of Figure 5.11 shows the model effectiveness de�ned as the percent-

age of samples that were successful in providing a valid control scheme with the predicted
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Figure 5.12: Examples of valid, invalid, and severe misprediction for steam temperature
(top) and the MLMs effectiveness in predicting the electrical power (bottom). For the
electrical power, the MLM is effective for predictions A and B since the prediction is close
to actual. The MVC is effective for prediction A since the actual is close to the desired.

electrical power being within 1% of actual electrical power using Simulink, i.e. E 0=
� Sampl e s

MSampl e s
.

Note that a valid control scheme is de�ned as a control scheme that was successful in

maintaining all MVs within their respective safety thresholds. Similarly, the bottom left

graph of Figure 5.11 shows the MVC effectiveness de�ned as the percentage of samples

that were successful in providing a valid control scheme with the predicted electrical power

being within 1% of requested electrical power using Simulink, i.e. E =
VSampl e s

MSampl e s
. The differ-

ence between actual and requested electrical power is illustrated in Figure 5.12, with the

requested electrical power being 100%, the actual electrical power of Prediction B being

99% when importing the control scheme to Simulink, and the actual electrical power of

Prediction A being 100% when importing the control scheme to Simulink. After conducting

the operation optimization, Prediction A of MVCNet provides a valid control scheme at an

electrical power that is within 1% of requested and actual while Prediction B of MVCNet

provides a valid control scheme at an electrical power that is greater than 1% away from

requested but is within 1% of actual. Thus, Prediction A would increase the model and MVC

effectiveness, while Prediction B would increase model effectiveness but decrease MVC

effectiveness. The difference between the model effectiveness and the MVC effectiveness

is the model effectiveness is a measure of how representative MVCNet is as a surrogate
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of Simulink and the MVC effectiveness is a measure of how effective the operation opti-

mization is at �nding valid control schemes at the requested electrical power despite the

component degradation. By these de�nitions, the MVC effectiveness decreases, even with

a perfect model prediction, if the component degradation is suf�ciently advanced that

it is physically impossible to achieve the requested power safely. From Figure 5.11, the

model and MVC effectiveness are shown to improve as MVCNet matures and the model

effectiveness is greater than the MVC effectiveness for every iteration due to advanced

degradation making the requested electrical power physically impossible in certain in-

stances. With these metrics de�ned, they are calculated for the high-power, medium-power,

and low-power scenarios and are shown in Table 5.6. The severe mispredictions are 0%, the

model effectiveness at low-power is noticeably lower than at medium or high-power due to

additional non-linearities present at low-power, and the MVC effectiveness is lower than

the model effectiveness due to advanced degradation making the desired electrical power

physically impossible in certain instances.

Table 5.6: Severe misprediction, model effectiveness, and MVC effectiveness percentages
for high-power, medium-power, and low-power MLMs for control scheme optimization

Electrical Power Severe Misprediction Model Effectiveness MVC Effectiveness
60% - 100% 0.00 98.35 94.21
40% - 60% 0.00 100.0 94.95
25% - 40% 0.00 93.39 91.74

From the model and MVC effectiveness plots within Figure 5.11, it appears that the

DBN can �nd more valid control schemes and is more accurate in its predictions than

the most mature MVCNet. However, this is not truly the case since these metrics were

calculated in proportion to the number of samples the respective model believed to be

valid. In other words, if the respective model believed that a valid control scheme did not

exist with the current component degradation, then that sample was not implemented

in Simulink and included in these calculations. Thus, to capture the model's capability to

�nd valid control schemes despite advanced degradation, the relative MVC effectiveness

is de�ned as the total number of valid control schemes with predicted electrical power

within 1% of requested electrical power divided by the total number of scenarios being

considered, i.e. Ê =
VSampl e s

NSampl e s
. This concept is illustrated in Figure 5.13, where the purple area

includes the entire solution space with the best theoretical control not being capable of
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achieving the desired electrical power, the blue area is the solution space where MVCNet

found valid schemes, and the orange area is the solution space where the DBN found valid

schemes. The DBN area is smaller since the mean of the control variable distribution is

used for the control setpoint while MVCNet is used to precisely �nd the optimal. In many

cases with low levels of degradation, the mean of the DBN control distribution is the true

optimal but begins to drift away from the mean once the degradation becomes more severe.

The DBN model and this phenomenon are explored further in Chapter 6.

Figure 5.13: Example of DBN relative MVC effectiveness being less than MVCNet relative
MVC effectiveness with a smaller area of valid control schemes within the solution space

Thus, following the illustration in Figure 5.13, one can see why the relative MVC effective-

ness for the DBN is less than that of the MVCNet since the DBN is only able to provide valid

schemes in a limited regime of the solution space. In other words, the DBN can �nd more

valid control schemes when degradation is low but struggles once the degradation severity

begins to increase. This is why when combining both the DBN and MVCNet in the DyOMO

control scheme, i.e. V11 +DBN, the strengths of both models can be leveraged and results

in an increased relative MVC effectiveness of 43.39% compared to 40.06% when using V11

and 30.79% when using the DBN. More discussion on the DyOMO control scheme is given

in Chapter 6. Note that the results shown in Figure 5.11 are meant to be used as a model to

model comparisons while true performance will be evaluated in Chapter 8 when the MVC

module is tasked to provide optimal control schemes in response to realistic degradation
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trends. The degradation imposed in this study was done randomly and in many cases not

realistic since maintenance would be performed long before those degradation levels are

reached. Although not realistic, this study does show the theoretical limits of the MVC

module's effectiveness if maintenance is never performed. Thus, from these results, one

can conclude that the MLMs within MVCNet were successful in emulating the Simulink

system model with variable component degradation at a fraction of the necessary runtime

so that operation optimization can be performed quickly and ef�ciently.

5.3 External MLMs to Perform Pump Maintenance Opti-

mization

To supplement and accelerate the DT in determining the optimal time to perform mainte-

nance, external MLMs are used to summarize the health state of the circulator, feedwater,

and condenser pumps. These PdM frameworks utilize the current and past sensor mea-

surements to conduct anomaly detection, fault characterization, and component RUL. The

resulting health state as predicted by the respective PdM is then relayed back to the DBN as

evidence to be propagated through time. Utilizing component-speci�c sensor information,

the PdM framework informs operators of the presence of an anomaly, determines the type

of maintenance needed to correct the anomaly, and whether the component can continue

to operate safely until the next scheduled shutdown. This information is pertinent for

operation optimization to know the current and expected component degradation as well

as for maintenance optimization to schedule the appropriate maintenance procedures at

the scheduled shutdown.

5.3.1 Description of Centrifugal Pump Components and Fault Modes

Components of centrifugal pumps typically include an impeller, a pump casing, bearings,

bearing frame, shaft, and mechanical seal, examples of which are shown in Figure 5.14. In

operation, these pumps utilize the rotating impeller to accelerate the working �uid into the

pump casing where the area expands, and the �uid velocity is converted into a pressure

difference so that the pressurized �uid exits the pump discharge. Of the mentioned compo-

nents, they can experience any number of unique failure modes with fourteen of the most

common being bearing failures, seal failures, impeller failures, shaft failures, lubrication

failures, excessive vibration failures, fatigue, cavitation, pressure pulsation, radial thrust,
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axial thrust, suction and discharge recirculation, excessive power consumption, and block-

age (90; 91). Of these fourteen failure modes, bearing failures are the most common types

of pump failure with more than 40% of motor failures being attributed to bearing faults

due to having many possible initiators ( 92). The most common cause of bearing failure is

overheating from improper lubrication, followed by incorrect bearing selection, overload,

and fatigue. Detection and characterization of bearing failure can be performed utilizing

temperature and vibration sensors, with vibration analysis being the most promising con-

dition monitoring technique due to its sensitivity and ability to characterize a wide range of

faults (91). Thus, the pump-based PdM will be built speci�cally to identify and characterize

bearing faults and provide RUL predictions of bearing life based on the evolution of the

vibration amplitudes over time.

Figure 5.14: Typical components of centrifugal pumps that include an impeller, a pump
casing, bearings, shaft, mechanical seal, and motor.

5.3.2 Overview of Pump PdM Framework

To perform health state assessment for the circulator, feedwater, and condenser pumps,

the entire proposed PdM framework along with how the individual MLMs interact with
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one another is summarized in Figure 5.15. The process begins with the acquisition of

data that can come from sensors or be synthetically generated if there is a lack of real

data. During normal operation, this data randomly �uctuates around a mean with a small

amplitude but increases once a fault is introduced to the system for anomaly detection and

fault characterization. As the component continues to operate, the data is continuously

collected and pre-processed to construct health indices as input to the prognostic model

to provide RUL predictions.

The diagnostic procedure includes both the anomaly detection and fault characteri-

zation models. Since the anomaly detection algorithm determines if there is a deviation

from normalcy and not what is causing the deviation, this model provides anomaly �ags

before the fault characterization algorithm can make a con�dent characterization. The

anomaly can be detected by identifying patterns of sensor signals that do not conform to

an established normal behavior. In the PdM framework, a CNN-AE utilizes deviations in

the frequency domain to determine the presence of an anomaly. After the anomaly has

been identi�ed, the fault characterization model then provides the probability of each

fault occurring that the model was trained on and characterizes the fault based on the

most probable. In the PdM framework, a CNN utilizes the raw vibration signals to assign

probabilities to the faults. Thus, the anomaly detection model determines if the component

is in a healthy or unhealthy state to warn the maintenance team of a deviation, and then

the fault characterization algorithm characterizes the fault so that the maintenance team

knows what components need to be replaced or repaired.

Once the diagnostic model characterizes the fault, the fault-speci�c prognostic model

predicts when the component will reach its threshold. In the PdM framework, a BNN tracks

the health index over time to predict the component RUL with uncertainty. The prediction

of both the expected RUL and its uncertainty is desired since one will be able to make a

more informed and conservative decision on when to perform maintenance. Predicting

the RUL as a random variable, the maintenance team can conduct a cost-bene�t analysis

to determine which maintenance activities should be prioritized and how long they can be

safely delayed to extend the component's useful life. This general framework of anomaly

detection and fault characterization activating the appropriate RUL prediction model to

optimize maintenance procedures is followed by other articles ( 93). Performance of the

overall PdM is reserved for the demonstration discussed in Chapter 8.
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Figure 5.15: Proposed PdM Framework for pump bearings to minimize maintenance costs
using anomaly detection, fault characterization, and RUL estimation MLMs. The results
from each MLM are used to evaluate the bearing health state.

5.3.3 Dataset Description for Pump Bearing PdM Validation

To validate the diagnostic and prognostic procedures that will be employed in the PdM

framework, real measurements from bearings run to failure will be used. Both the IMS and

Prognostia datasets are publicly available on NASA's Prognostic Data Repository website.

Since these are popular datasets to showcase diagnostic and prognostic algorithms, results

from other works can also be used to show how the developed MLMs compare.
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Description of the IMS Dataset

This training database for bearing failure is provided by the Center for Intelligent Main-

tenance Systems (IMS) from the University of Cincinnati and has been used for both di-

agnostics and prognostics. The dataset consists of data from three experimental test rigs

that each had four bearings being run until the debris collected within the oil feedback

pipe by a magnetic plug exceeded a certain level and the designed lifetime of 100 million

revolutions was exceeded. Throughout the experiments, the twelve bearings are exposed to

the same forces and the same rotational speed is used. An example of the test rig is shown in

Figure 5.16. These experiments were conducted from October 22nd, 2003 to April 4th, 2004

with forced lubrication, a constant speed of 2,000 RPM, and a constant load of 6,000 lbs

using Rexnord ZA-2115 double-row bearings. The degradation time of the bearings ranged

from 7 to 35 days and were allowed to naturally degrade without any initial fault seeded in

advance. Due to allowing the bearings to fail over a long period of time, the degradation

trends are more complicated, i.e. reconstruction is present, and is more realistic. Installed

on each bearing housing are PCB 353B33 high sensitivity Quartz ICP accelerometers with a

sampling frequency of 20,480 Hz, so that every 10 minutes 20,480 vibration measurements

are recorded for one second. This high sampling frequency has a high enough resolution to

allow for frequency-based diagnostics. At the end of the three experiments, all four bearings

were removed and inspected for potential faults. Bearing 3 of test rig 1 was found to have an

inner raceway fault, bearing 4 of test rig 1 was found to have a roller element fault, bearing

1 of test rig 2 was found to have an outer raceway fault, and bearing 3 of test rig 3 was found

to also have an outer raceway fault. The bearing geometry and characteristic frequencies

are summarized in Table 5.7, where the characteristic frequencies are a function of shaft

rotational speed and bearing geometry. More details of this dataset can be found in ( 94),

(95), and (96).

Figure 5.16: Test rig of four bearings being run to failure used to collect IMS data with two
perpendicular accelerometers
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Table 5.7: Rexnord ZA-2115 bearing geometry and characteristic frequencies

Bearing Characteristics
Pitch diameter 2.815 inch

Rolling element diameter 0.331 inch
Number of rolling element per row 16

Contact angle 15.17
Characteristic frequencies

Shaft frequency 33.3 Hz
Ball pass frequency of outer raceway (ORF) 236 Hz
Ball pass frequency of inner raceway (IRF) 297 Hz

Ball spin frequency (BF) 278 Hz (2x139 Hz)
Fundamental train frequency 15 Hz

For the anomaly detection and fault characterization algorithms, the IMS dataset time

window samples that were used to train the models are shown in Figure 5.17. The top left

�gure is bearing one of test rig one that had no-fault, the top right �gure is bearing three

of test rig one that had an inner raceway fault, bottom left �gure is bearing four of test rig

one that had a rolling element fault, and the bottom right �gure is bearing one of test rig

2 that had an outer raceway fault. The anomaly detection algorithm was trained on the

normal data in green and tested against the faulty data in red after a Fast Fourier Transform

(FFT) was performed so that the input to the model is frequencies instead of raw vibration

signals. The fault characterization algorithm was trained on the normal data in green and

the faulty data in red using the raw vibration signals. The speci�c time ranges of normal

and faulty training samples for each bearing in the IMS dataset are given in Table 5.8. Thus,

the sampling frequency of the vibration sensors used in the IMS dataset is suf�ciently large

so that both diagnostics and prognostics can be performed.

Description of the Prognostia Dataset

The Prognostia dataset is provided by the Franche-Comte Electronics Mechanics Thermal

Science and Optics-Sciences and Technologies Institute and has been used for only prog-

nostics. The dataset consists of seventeen bearings that are run-to-failure, where failure

was de�ned as a bearing experiencing vibration signals with amplitudes that exceed 20

m/ s2. To conduct these experiments in hours, the authors accelerated the degradation of

the bearings by applying a large radial force that was larger than the bearings' maximum

dynamic load but did not seed a fault within the bearings beforehand, i.e. the bearings were
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Figure 5.17: IMS dataset time window samples that were used to train the anomaly de-
tection and fault characterization models. The samples in green were labeled as no-fault,
samples in red were labeled as having the fault identi�ed by ( 95) and the orange line is the
elbow point from ( 92). The top left �gure shows no-fault, the top right �gure shows an inner
raceway fault, the bottom left �gure shows a ball fault, and the bottom right �gure shows
an outer raceway fault.

Table 5.8: Time ranges of IMS dataset time window samples in minutes that were used to
train the anomaly detection and fault characterization models

Bearing Fault Type Normal data Elbow point from (92) Faulty data
Bearing one of None [5,000–10,000] None None

test rig one
Bearing three of Inner [5,000–10,000] 18,000 [19,000–21,540]

test rig one
Bearing four of Ball [5,000–10,000] 15,000 [17,000–21,540]

test rig one
Bearing one of Outer [3,000–4,500] 6,100 [7,000–9,820]

test rig two

degraded naturally. Applying a large radial force accelerates the bearing degradation as the

larger force causes the ball to crash into the fault area to grow the fault area size faster. A

total of three different experiments were conducted with varying shaft rotational speed

and radial load, with seven bearings being exposed to a radial load of 4,000 N at a shaft
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rotational speed of 1,800 rpm on test rig one, seven bearings being exposed to a radial load

of 4,200 N at a shaft rotational speed of 1,650 rpm on test rig two, and three bearings being

exposed to a radial load of 5,000 N at a shaft rotational speed of 1,500 rpm on test rig three.

Installed on each bearing housing are accelerometers with a sampling frequency of 25,600

Hz for 0.10 seconds, so that 2,560 vibration measurements are recorded over the sampling

period. Since the sampling frequency resolution is low, this dataset is only used to validate

the prognostic procedure and not for the diagnostic procedure. The bearing geometry is

given in Table 5.9 and more detail of this dataset can be found in (97).

Table 5.9: NSK 6804 DD bearing geometry

Bearing Characteristics
Pitch diameter 26 mm

Rolling element diameter 3.50 mm
Number of rolling element per row 8

Contact angle 0

5.3.4 Synthetic Data Generation Procedure for Pump Bearing Faults

To train the MLMs within the proposed PdM framework, a synthetic data generation pro-

cedure was developed to expand the diagnostic and prognostic training database due to

the lack of publicly available measurement data. To validate the generated training data,

the MLMs trained with the synthetic data will be tested against the IMS and Prognostia

datasets. If the models trained on synthetic data can reproduce similar results to those from

a model trained on the measurement data, then one can have con�dence in the diagnostic

and prognostic procedures employed in generating the synthetic data. One can use the

synthetic data to train the models to cover more of the sample space and minimize model

extrapolation. The synthetic data generation procedure consists of two phases: phase 1

consists of reproducing the characteristic frequencies within the vibration signal for diag-

nostics and phase 2 consists of reproducing the degradation trend that the vibration signal

would follow after the fault is initiated for prognostics. For this discussion, bearing one of

test rig two within the IMS dataset will be used to showcase the procedure.
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Generating No-Fault and Fault Information for Diagnostics

The �rst phase of the synthetic data generation is to incorporate the characteristic fre-

quencies of a unique fault, i.e. fault information � (t ), with the normal noise native to the

component when no-fault is present, i.e. no-fault information � (t ). The no-fault infor-

mation is obtained from the acquisition of vibration data from the pump operating at

steady-state, i.e. the green data shown in Figure 5.17. The fault information is obtained

utilizing the Semi-Empirical Degradation Model (SEDM) from ( 92). The SEDM is de�ned

with

� (t ) =
IX

i =1

JX

j =1

Ai j � e

� 2�� jÈ
1� � 2

j

� f j � (t � � i � i T )

� sin (2� f j (t � � i � i T )), (5.3)

where, � (t ) is the unscaled fault vibration signal, Ai j is the amplitude of the jth harmonic

upon the ith impulse, f j is the characteristic frequency of harmonic j, � j is the damping

ratio of harmonic j, � i is the difference between theoretical and real impulse time, and T is

the theoretical cycle of the impulse. The resulting signal is unscaled for the degradation

trend and has an amplitude that is dictated by Ai j . The relative amplitude multipliers Ai j

are used to scale the harmonics relative to one another. For example, if the amplitude of the

�rst harmonic is twice as large as the amplitude of the second harmonic, then the Ai j vector

would be [1,0.5]. Every time the fault is detected by the vibration sensor, this is known as

an impulse. The impulse is de�ned as the instance when the rolling elements pass over

a defect on the raceways so that the ith impulse has its largest amplitude at a time equal

to iT and proceeds to exponentially decrease at a rate de�ned by the damping ratio, � j . If

there is perfect periodicity between the impulses, then T is the time between successive

impulses. If there is no perfect periodicity between impulses, then � i is the deviation from

the actual time between successive impulses and T. Finally, the characteristic frequencies,

f j , can be calculated to represent an outer race fault (ORF), an inner race fault (IRF), and / or

ball faults (BF) de�ned with
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where n is the number of rolling elements within the bearing, Rd is the ball diameter,

Pd is the pitch diameter, � is the contact angle, f r is the rotational speed, and j is the

harmonic number. Although in practice the entire bearing would be replaced no matter

which fault type is occurring, the ability to distinguish fault modes through vibration data

is showcased and can be used to distinguish which component needs maintenance, e.g.

bearing or the impeller. These de�nitions are illustrated in Figure 5.18 from Olesen et al.,

where the component consists of ball bearings in between the outer and inner raceways

with the pump shaft running through the center ( 98). For an illustration of the ORF, IRF,

and BF on a physical bearing, Lei et al. can be referenced (93).

Figure 5.18: Bearing cross section showing the inner raceway in orange, outer raceway in
blue, and ten ball bearings in grey. More information on the ball bearing geometry can be
found in (98).

Constructing the Unscaled Vibration Signal for Diagnostics

With the no-fault information measured from the system and the fault information gen-

erated using the SEDM, the �nal step in constructing the synthetic vibration data for

diagnostics is to combine the fault information with the no-fault information in the fre-
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quency domain. This process is summarized in Figure 5.19 below, where we assume that

we know what are the normal vibration signals that can be attributed to noise and what the

theoretical fault characteristic frequencies are based on literature. With these two signals

known, a FFT with functional form F[] is performed and the resulting frequency spectrums

are added with one another. This is possible since the vibration measurements can be

decomposed to a summation of sine functions with frequencies equal to normal operation

or are fault-speci�c. During this process, the fault and no-fault information are assumed

to be in the same phase with one another, but this can also be taken into account during

the synthetic data generation by perturbing � i in the SEDM. After this step is complete,

the combined frequency spectrum is transformed back to the time domain utilizing the

inverse fast Fourier transform (iFFT) function with functional form I[]. This signal is the

unscaled vibration signal with both no-fault and fault information, zi (t), that is suf�cient

to train a diagnostic model.

Figure 5.19: Summary of the unscaled vibration signal generation process with no-fault
and fault information. The signals are combined within the frequency domain after applying
a FFT and returned to the time domain after applying an iFFT.
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Degradation Trend Phases for Prognostics

Throughout the operational life, a bearing experiences three unique degradation trend

phases, that are its no-fault phase, reconstruction phase with slow degradation, and the

advanced degradation phase with exponentially increasing degradation. When a bearing

experiences a fault, the increase in fault size ( Fd ) can be summarized with Figure 5.20 below

from Cui et al. ( 99). At the beginning of the process, a small size fault in either the outer or

inner raceways is present that is suf�ciently small so that the rolling element does not enter

the fault area and the rolling element maintains consistent contact with both raceways, i.e.

Fd << Rd . As the fault area grows, the rolling elements begin to lose contact with one of the

raceways as it dips into the fault area, i.e. Fd < Rd . Due to the contact of the rolling element

with the other side of the fault area and subsequent impact with the inner raceway upon

exit, the amplitude of the vibration signal increases drastically. Because of this continuous

impact smoothing over the fault area, the vibration signals can decrease over a short period,

a phenomenon known as the reconstruction effect. Finally, the fault area grows to a size

that the entire element can enter the fault area, i.e. Fd > Rd . This leads to the complete

four-step vibration response shown in Figure 5.20 that consists of entry (black), collision

(pink), contact (green), and exit (cyan).

When performing a FFT on each of the three degradation phases, Figure 5.21 shows the

progressive increase in vibration and frequency amplitude as the degradation becomes

more severe. In the no-fault regime, the amplitude of the vibration signals is roughly con-

stant and the frequencies seen are attributed to normal operating conditions of the rotating

shaft. As one enters the reconstruction regime, one can see that the amplitude of the vi-

bration signals is now larger and the frequency spectrum now has many more spikes that

are consistent with outer raceway fault characteristic harmonic frequencies. Thus, the

diagnostic model would be able to characterize the fault based on these frequencies, but

prognostics would yield large uncertainties since the bearing is still in the reconstruction

regime and can enter the advanced degradation regime at any time or continue in the

reconstruction for a signi�cant amount of time. Finally, the advanced degradation regime

is entered and both the amplitude of the vibration signals and the frequencies are much

larger than they were in the reconstruction regime. In this regime, both the diagnostic and

prognostic models would be able to provide accurate predictions as the bearing cannot

return to the reconstruction regime.
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Figure 5.20: Interaction of bearings with fault areas of varying widths. Small fault, recon-
struction fault, and advanced fault in the outer raceway are shown from top to bottom
respectively. The ball bearing is between the inner raceway (orange) and outer raceway
(blue) moving left to right. At the advanced fault stage, the complete four-step vibration
response consists of entry (black), collision (pink), contact (green), and exit (cyan).

Degradation Trend Curve Fit for Prognostics

Before being able to generate synthetic degradation trends to train the prognostic model,

a health index must �rst be de�ned. Health indices represent the current health state of

the component and will monotonically increase as the fault becomes more severe. These

health indices are used directly as input to the prognostic model to provide RUL estimates.

In literature, many health indices have been proposed, with the most popular being root

mean square and kurtosis. In this work, the health index used for prognostics is the Relative

Root Mean Square (RRMS), proposed in Yan et al. ( 100). The RRMS is de�ned as the RMS
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Figure 5.21: Example of a bearing being run to failure with the frequency spectrum ob-
tained using FFT for the no-fault, reconstruction, and advanced degradation regimes. As the
degradation grows in severity, the amplitudes increase and more characteristic frequencies
are visible.

at time step j that is normalized with the RMS when no-fault is present so that RRMS =1

corresponds to the component not having a fault and RRMS >1 indicates that a fault is

present. This metric is de�ned as

� (t ) =
� (t )

�
=

q
1
N

P N
i =1[xi (t )]2

1
M

P M
j =1 � j

, (5.7)

where � (t ) is the RRMS at time step t, � (t ) is the RMS at time step t, � is the nominal

RMS at time step t, N is the sampling rate, xi is the measurement data, and M is the nominal

RMS window size. The � (t ) condenses N measurement data points into a single value that

averages out extreme measurements that can be attributed to noise and the � is a constant

that is the average of M � j values when no-fault is present to normalize the � j values.

Since all components have different health states that can be considered normal due to

being manufactured slightly differently or being exposed to slightly different forces within
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the same system, the RRMS would scale both responses so that normality is consistent

and a single failure threshold can be de�ned for all components. Performing the RRMS

operation on bearing one of test rig two within the IMS dataset yields the graph shown in

Figure 5.22. From this degradation pro�le, the RRMS values are monotonically increasing

over time. The beginning �at portion of the curves where RRMS =1 is the no-fault regime,

RRMS begins to increase linearly after the fault inception point while in the reconstruction

regime, and �nally the RRMS grows exponentially after the elbow point within the advanced

degradation regime. Note that the observed oscillations are due to the smoothing of the

fault location as the ball bearing continues to collide with the outer raceway.

Figure 5.22: RRMS of bearing one of test rig two within the IMS dataset. The no-fault
regime is characterized as a horizontal trend with no slope, the reconstruction regime is
characterized as a linear trend with a positive slope with oscillations, and the advanced
degradation regime is characterized with an exponential trend.

To limit the degrees of freedom when de�ning the RRMS for synthetic data generation, it

is necessary to parameterize the degradation trends. As seen in Figure 5.22, the degradation

regimes after the fault inception point are the reconstruction regime that can be summa-

rized with a linear regression model with a positive slope and the advanced degradation

regime that can be described with an exponential. To capture these trends with a single
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function, the power exponential function is de�ned with

� (t ) = b +
•

t

c1

‹
� e

€
t
c2

Š( t
c3 )

(5.8)

where b is the RRMS at the fault inception point, c1 controls the slope of the reconstruc-

tion regime, c2 controls where the elbow point occurs, and c3 controls the rate at which

the slope increases in the advanced degradation regime. This function is similar in form to

the Palmer function that describes the power pro�le of a fuel pellet after being irradiated,

where the power pro�le is mostly �at in the interior of the fuel pellet and spikes at the edges

according to an exponential ( 101). An example of this curve �t is applied to bearing one of

test rig two of the IMS dataset, shown in Figure 5.23 below, where the function is found to

�t the IMS data well after tuning the b, c1, c2, and c3 parameters.

Figure 5.23: Curve �t of the power exponential function applied to bearing one of test rig
two of the IMS dataset

Constructing the Scaled Vibration Signal for Prognostics

With the RRMS metric and its parameterized form de�ned, the second phase of the synthetic

data generation procedure is to incorporate this degradation trend with the unscaled

vibration signal created during phase one. This is done utilizing
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where v (t ) is the scaled vibration signal that incorporates z(t ), the unscaled vibration

signal with no-fault information � (t ) and fault information � (t ). The F[] and I [] functions

are the FFT and iFFT functions respectively. The � (t ) and � de�nitions describe the desired

degradation trend that is to be replicated. Since the general degradation trend for a bearing

was found to be well represented by the power exponential function, the degradation trend

can be perturbed with the b, c1, c2, and c3 parameters using LHS. Note that any health

index can be used following the steps in the derivation process for Equation 5.9. The �nal

parameters that can be perturbed are 
 1(t ) and 
 2(t ), which are multipliers to scale the

fault and no-fault information individually. These coef�cients are calculated using the

frequency RRMS (fRRMS) de�nition, where 
 1(t ) utilizes frequencies that pertain to the

desired fault and 
 2(t ) utilizes frequencies that pertain to all other frequencies. The fRRMS

is calculated using the same equation as the RRMS except that frequency amplitudes are

used instead of vibration signal amplitudes. These coef�cients are needed because as the

fault progresses, the overall amount that the signal amplitude increases between the fault

and no-fault information changes over time. Equation 5.9 is derived in Chapter 10.

Using bearing one of test rig two within the IMS dataset as an example, Figure 5.24

shows 
 1(t ) increasing more rapidly than 
 2(t ) so that the amplitudes pertaining to the fault

frequencies need to increase faster relative to the amplitudes of the other frequencies. From

this, we see that the no-fault frequency amplitudes also increase because the vibrations

from the fault are signi�cant enough to affect the no-fault information through constructive

interference. From Figure 5.24, the 
 1(t ) and 
 2(t ) curves are similar to the RRMS curve

from Figure 5.22, so that they can be de�ned with their own unique power exponential

functions and unique coef�cients. Using Equation 5.9 to recreate the signal of bearing one

of test rig two within the IMS dataset, the synthetically generated signal is found to replicate

the original signal well and is shown in Figure 5.25.

Sampling Synthetic Data Coef�cients

To build a training database that encompasses a wide range of potential bearing faults, the

coef�cients de�ned within the scaled vibration signal are sampled from distributions to
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Figure 5.24: Example of 
 1 and 
 2 for bearing one of test rig two within the IMS dataset.
The 
 1 parameter begins to increase in the reconstruction regime and 
 2 begins increasing
in the advanced degradation regime.

Figure 5.25: Original (red) and synthetic (blue) vibration signals for bearing one of test rig
two within the IMS dataset
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represent the uncertainty in the stochastic process. Thus, several parameters within the

SEDM and power exponential function are sampled from their respective distributions

to simulate a plethora of bearings. The parameters to be perturbed are the characteristic

frequencies f j and the relative amplitude multipliers Ai j within the SEDM and the b, c1,

c2, and c3 power exponential function coef�cients for � (t ), 
 1(t ) and 
 2(t ). Note that the

value of f j depends on the bearing fault to be simulated, i.e. IRF, ORF, or BF are randomly

selected, and b=1 for all bearings simulated to signify that all newly installed bearings

are beginning in a non-degraded state. By de�nition, the sampling range of the relative

amplitude multipliers Ai j are de�ned by a uniform sampling distribution from [0,1], i.e.

Ai j � U [0,1] for j harmonics. From the degradation trends observed in the IMS datasets, the

power exponential function can be �t to the bearings and samples of the coef�cients can be

used to estimate appropriate sampling ranges. Since the degradation evolution of bearings

is a stochastic process, i.e. there can be any number of reconstruction cycles, the power

exponential function coef�cients are sampled from c1 � U [400,1800], c2 � U [400,800], and

c3 � U [20,80]. Thus, by perturbing these coef�cients, the training database for diagnostics

and prognostics is expanded to improve the model's predictive capability. A summary of

the distributions and sampling ranges for each of the scaled vibration signal coef�cients is

given in Table 5.10.

Table 5.10: Distribution and sampling ranges for scaled vibration signal coef�cients used to
generate the pump bearing synthetic training database. f j are the characteristic frequencies
that are consistent with 1) IRF, 2) ORF, or 3) BF. Ai j is the relative amplitude multiplier for
j harmonics. b is a constant that signi�es all newly installed bearings are beginning in a
non-degraded state. c1, c2, and c3 ranges are found from the IMS dataset.

Coef�cient Distribution Lower Range Upper Range
f j Discrete 1 3

Ai j Uniform 0 1
b Constant - 1
c1 Uniform 400 1800
c2 Uniform 400 800
c3 Uniform 20 80
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Sampling Bearing Useful Life

Once the coef�cients in Table 5.10 are sampled, the resulting bearing degradation signal

has ambiguous time units. To assign units of time, e.g. years, to the generated signal a

bearing useful life must �rst be sampled. To assign units of time, e.g. years, to the generated

signal a bearing useful life is sampled using the two-parameter Weibull probability density

function f (u , � , � ) = �
�

€
u
�

Š� � 1
e �

€
u
�

Š�

and lower cumulative distribution function P(u , � , � ) =

1� e �
€

u
�

Š�

, where u is bearing useful life in years, � is the shape parameter, and � is the scale

parameter. The two-parameter Weibull distribution is chosen because it is a popular and

commonly used distribution to de�ne component RUL (102). To �nd the shape and scale

parameters, two distribution conditions must �rst be de�ned. Pump bearing useful life for

time-based maintenance schemes is commonly de�ned with the L10 component life. The

L10 time is the amount of time at which 10% of a large but similar batch of components

would have failed. When purchasing new pumps, companies request that the bearing L10

life rating be about six years ( 103). Thus with an L10 time of six years, one would expect

10% of all bearings from the manufacturer would fail before six years. When properly

maintained, the L10 time of bearings could increase to between eight to 12 years ( 104).

These observations are supported by the work conducted in Zaretsky et al. ( 105). Assuming

that maintenance would be performed once 90% con�dence in component life is no longer

achieved, the two distribution conditions are 10% being below six years and 1% being above

12 years. With these two conditions, the bearing useful life sampling distribution can be

de�ned with shape parameter � = 5.44987and scale parameter � = 9.06737and is plotted

in Figure 5.26.

With the bearing useful life known, the sampled degradation trend can be scaled so that

the RRMS at the sampled useful life is equal to the health index threshold. As an example,

consider a sampled useful life of ten years and a health index threshold of seven. With

this bearing, the health index is one at year zero, the health index is seven at year ten, and

the time steps in between intersect the RRMS curve to determine the respective value at

each time step. This scaling approach is showcased in Figure 5.27, where the limits (0,1)

and (10,7) are user-de�ned and the points in between (6,1.5) and (8,3) are determined by

the intersection of the RRMS curve. Thus, with the bearing degradation in units of real-

time, maintenance scheduling can be optimized and can be compared with traditional

frequency-based maintenance schemes.
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Figure 5.26: Bearing useful life sampling distribution following two-parameter Weibull
probability density function

Synthetic Data Validation Procedure

Once the synthetic data is generated, the �nal step is to validate how well it represents the

measurement data following the procedure outlined in Figure 5.28. One begins with the

measurement data within the IMS dataset being used to train and test MLM1 which provides

a baseline characterization accuracy or MAE that the synthetic data can be compared to.

Next, synthetic data is generated and used to train MLM2 using the same bearing geometry

and shaft rotational speed as the bearings used to train MLM1. Finally, MLM2 trained on

the synthetic data is tested with the IMS measurement data so that when the comparison

of characterization accuracy or MAE is made between MLM1 and MLM2, the comparison

is made using the same test data to draw consistent conclusions. This approach allows for

a one-to-one comparison between the synthetic data and the measurement data to better

assess the synthetic data quality.
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Figure 5.27: Sampling bearing degradation curve to have a RRMS value at each time step.
The example shows that the RRMS at years 0, 6, 8, and 10 are 1, 1.5, 3, and 7 respectively.

5.3.5 Pump Bearing Anomaly Detection using a CNN-AE

Data Pre-Processing Procedure

To detect the presence of an anomaly within the pump bearing, a CNN-AE was developed

utilizing the modules in Tensor�ow ( 106). In the case of the IMS dataset, one second of

measurements is taken with a sampling frequency of 20,480 Hz, i.e. 20,480 measurements

every second and the FFT was performed on these 20,480 measurements so that a new

frequency spectrum sample is available. This frequency spectrum is then normalized from

[0,1] with Z = x � xmin
xma x � xmin

, where Z is the normalized MLM input, x is the un-normalized

process variable, xma x and xmin are the maximum and minimum values within the vector.

In this study, since the input to the CNN-AE is the frequencies for each sampling period,

only the frequencies with the largest ten percent amplitude differences across the entire

spectrum are used to calculate the anomaly score. After testing several percentages of

amplitude differences to include in the anomaly score for each IMS bearing, as shown in

Table 5.11, ten percent was found to yield the largest difference and thus have the largest

sensitivity to detect anomalies. This subset is necessary since the anomalies cause spikes in
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Figure 5.28: Summary of the synthetic data validation process

amplitudes around the characteristic frequencies and their harmonics so that the majority

of the amplitudes stay close to their nominal value. To be clear, the input layer length of the

CNN-AE is equal to the sampling frequency, i.e. 20,480 for the IMS bearings, but only the

top ten percent of differences are included in the anomaly score calculation, i.e. the largest

2,048 differences between the input and output of the CNN-AE.

Table 5.11: Anomaly score increase for different percentages of frequencies included from
fast Fourier transform.

Top Frequencies Included Anomaly Score Increase
100% 10%
10% 19.6%
5% 18%

0.50% 9.5%
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Optimal Hyperparameters of CNN-AE

The optimized hyperparameters of the CNN-AE are shown in Table 5.12 and were deter-

mined through a grid search approach. The CNN-AE model was developed utilizing the

modules in Tensor�ow ( 106). To summarize each of the new terms in Table 5.12, the dropout

rate is the percentage of neurons that are temporarily and randomly removed from the

network during each parameter update so that the model does not over�t the training data,

the features maps per layer are the number of feature maps used to extract information

from the data, and kernel size per layer is the size of the feature map per respective layer.

The feature maps per layer and kernel size per layer are shown as three numbers in a list

that represent the number of feature maps and their size from the input to the output.

During model training, 60% of the normal data, i.e. data in green from Figure 5.17, was

used for training, 20% of the data was used for validation, and 20% of the data was used for

testing. After completing the parametric study and acquiring the respective MSE values,

the hyperparameter value that yielded the smallest MSE was chosen for the �nal optimized

CNN-AE. The optimized CNN-AE was found to have the hyperparameters shown in Table

5.12 that yielded a MSE value of 2.97e-08.

Table 5.12: Optimized CNN-AE hyperparameters

Hyperparameter Value Hyperparameter Value
Mini-batch size 10 Feature maps per layer [50,50,25]
Learning rate 1e-3 Kernel size per layer [50,50,50]
Dropout rate 10% Activation function Tanh

Predictive Performance of CNN-AE

For the diagnostic model to detect the presence of an anomaly, the CNN-AE was devel-

oped to supplement the fault characterization model by providing operators with an early

warning system of a fault being initiated. For all four bearings in test rig two of the IMS

dataset, the anomaly scores at each time step are shown in Figure 5.29 below, where bearing

one is known to have an outer raceway fault. Note that the anomaly scores are normalized

with the �rst anomaly score calculated. From the anomaly scores, even though bearings

two, three, and four are known to not have a fault, the anomaly score does increase over

time since the vibration from the outer raceway fault travels to the vibration sensors on the
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other bearings. With a margin of 1.10, an anomaly is detected for bearing one of test rig two

around -3,800 minutes and illustrated with a black vertical line in Figure 5.29. The margin

of 1.10 is chosen so that the anomaly is detected before the fault characterization model

trained directly on the IMS data detects the anomaly to provide the desired early detection.

Speci�cally, the margin M is calculated to be 1.10 so that the anomaly is detected before the

fault characterization model indicates a fault probability above 80%. At this point, the fault

characterization model would activate and an alarm would sound alerting the operators of

an anomaly being detected. A comparison of the CNN-AE fault detection time with other

architectures from the literature is provided in Table 5.13. The values given in this table are

in minutes before failure, i.e. the amount of time the fault detection model can detect an

anomaly before failure, so that a larger negative number indicates earlier detection. Overall,

the CNN-AE compares favorably with the other architectures when detecting the ORF, IRF,

and BF from the IMS bearings.

Figure 5.29: Anomaly scores at each time step for all four bearings of test rig two within
the IMS dataset
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Table 5.13: Comparison of fault detection time (minutes) of IMS bearings using various
methods. TCN = Temporal Convolutional Network and SVDD = Support Vector Data De-
scription.

Reference ORF IRF BF Architecture
(92) -3,740 -3,560 -6,300 LSTM
(107) -3,170 -1,170 -4,520 LSTM-AE
(108) -4,640 -3,360 -6,560 TCN
(109) -3,930 -3,110 - SVDD

Proposed -3,800 -2,930 -6,060 CNN-AE

5.3.6 Pump Bearing Fault Characterization using a CNN

Data Pre-Processing Procedure

Once the anomaly is detected by the CNN-AE, the fault characterization model is tasked

to characterize that fault utilizing a CNN developed utilizing the modules in Tensor�ow

(106). Since the sampling frequency of a typical vibration sensor is several kilohertz, e.g.

20.48 kHz for the IMS dataset, only a subset of these raw signals per sampling period is

used to construct the CNN input. For example, if the time window is of length 600, then

there are 20,400/ 600=33 training samples per sampling period. This is different from the

CNN-AE which utilized all 20,480 measurements for a single training sample. Compared to

the anomaly detection model, a smaller time window is used to increase the number of

samples to train the model since it is more dif�cult to characterize a fault than to detect an

anomaly. Similarly to the CNN-AE, the values within the time window for the CNN are also

normalized from [0,1].

To allow for temporal sequences to in�uence the model prediction, a time window ap-

proach was adopted for feature extraction when constructing the MLM inputs. To construct

xi inputs to the MLMs, the time window is moved through time sequentially, creating a

new training set with its respective yi observation. An example of how the time windows of

length 50 are constructed is shown in Figure 5.30. This �gure shows three independent time

window samples that span from t =1 to t=50 (x1), t=51 to t=100 (x2), and t =101 to t=150 (x3),

which show the time window progressing through time. To train the fault characterization

model, each time window will correspond to a failure mode that is pre-labeled within the

training database, e.g. x1 can correspond to normal data and x2/ x3 can correspond to a

fault.
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Figure 5.30: Depiction of the running time window construction for diagnostics

Optimal Hyperparameters of CNN

The optimized hyperparameters of the CNN are shown in Table 5.14 and were determined

through a grid search approach. The CNN model was developed utilizing the modules in

Tensor�ow ( 106). To summarize each of the terms in Table 5.14, the time window length is

the length of the input vector and is the number of raw vibration signals used, number of

neurons and feature maps are made equal per layer, and max pooling is used in each of the

convolution layers to decrease to amount of redundant information. During training, 60% of

the normal / faulty data, i.e. data in green / red from Figure 5.17, was used for training, 20% of

the data was used for validation, and 20% of the data was used for testing. After completing

the parametric study and acquiring the respective accuracy values, the hyperparameter

value that yielded the highest accuracy value was chosen for the �nal optimized CNN. The

optimized CNN was found to have the hyperparameters shown in Table 5.14 that yielded a

characterization accuracy of 99.23%.

Predictive Performance of CNN

Once optimized, the CNN assigns probabilities to all potential fault modes in its training

database. As outlined in Figure 5.28, the CNN trained on the IMS data is known as IMS-CNN

and the CNN trained on synthetic data is known as SYN-CNN for simplicity. Note that both

the IMS-CNN and the SYN-CNN use the same hyperparameters de�ned in Table 5.14. The

CNN is trained with vibration signals of known normal and faulty data and tested on all
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Table 5.14: Optimized CNN hyperparameters

Hyperparameter Value Hyperparameter Value
Time window length 1200 Feature maps/ Neurons per layer [25,50,25]

Mini-batch size 50 Kernel size per layer [50,50,50]
Learning rate 1e-4 Max Pooling [20,20,20]
Dropout rate 50% Activation function tanh

L2 regularization coef�cient 1e-3

data to construct the diagnostic plots shown in Figure 5.31 and Figure 5.32 for bearing

one, three, and four of test rig one and bearing one of test rig two of the IMS dataset. The

graphs are organized in such a way so that the time values vertically line up with one

another to determine the differences more easily. Also included are black vertical lines

that indicate the time at which the anomaly would be detected using the CNN-AE. The

diagnostic plots are constructed by calculating the probabilities of each fault for each

time window input. Comparing the IMS-CNN and SYN-CNN models on the same fault,

SYN-CNN has the transition between the no-fault and fault modes occurring later when

compared to IMS-CNN. This is due to the synthetic data not perfectly replicating the IMS

data at the fault inception point, but SYN-CNN can return the correct fault characterization

probability with 100% certainty once the fault has better established itself. When examining

the fault characteristic frequencies over time, the higher harmonics are more pronounced

at the fault inception point and take time to propagate to the lower harmonics where the

synthetically trained model can change its characterization. The higher harmonics being

more pronounced may be due to the lower harmonics constructively interacting with one

another.
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Figure 5.31: Time series predictive plots for IMS bearing 1 of test rig 1 and bearing 1 of test rig 2
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