ABSTRACT

YU, YAO. Performance Approximations and Controls to Queueing Networks. (Under the direction
of Yunan Liu.)

This dissertation provides closed-form formulas to approximate the performance of general
queueing models and effective control policies to reduce congestion in queueing networks. Queueing
models are widely used in the analysis of service systems such as call centers and healthcare sys-
tems. For the smaller-scale system having exponential distributions, it is possible to obtain exact
performance solutions. But when the scale is large or the system is endowed with more realis-
tic stochastic features, it can be extremely difficult to develop closed-form performance formulas.
Computer simulations can be used for studying system performance, but they are time-consuming
and lack of structural insights. Hence, heavy-traffic limits, obtained from asymptotic analysis on
queueing models, are widely used as efficient approximations.

To gain heavy-traffic limits, we need to justify the existence and uniqueness of heavy-traffic
limits. Then, by appropriately scaling heavy-traffic limits, we can use to develop approximations
for realistic queueing models. However, if approximations sometimes do not perform good, we refine
approximations following some engineering principles to enhance the approximation accuracy.

In this dissertation, we study the heavy-traffic limits for various queueing models (networks) in
Chapters 2-5. We start from establishing heavy-traffic limits for loss model (GI/GI/n/0) in Chap-
ter 2. Due to the difficulty, we prove the existence of convergent sequences for GI/GI/n/0 in the
asymptotic analysis but left the uniqueness and the analytical form of heavy-traffic limits unsolved.
In Chapters 3 and 4, based on the well established heavy-traffic limits for time-varying queues
with customer abandonments (Gy/M/s; + GI), we find approximations sometimes become ineffec-
tive to approximate system performance. Therefore, we develop simple engineering approximation
formulas for the overloaded steady-state multi-server queues (GI/GI/n + GI) and time-varying
queues with customer abandonments (G¢/GI/s; + GI). We then conduct extensive numerical ex-
periments to test the effectiveness of new approximations across a wide range of model parameters.
In Chapter 5, we observe that, in real service systems with dedicated servers, customers usually
experience pre-arrival delays before actually arrive at the dedicated server. When the pre-arrival
delay is close to zero, the well-studied joining-the-shortest queue (JSQ) policy has been proven
effective. However, JSQ starts to degrade significantly as this delay grows. We propose new routing
policies which make the queue asymptotically achieve resource pooling and develop the correspond-
ing heavy-traffic limits. We also conduct computer simulations to verify the efficiency of the new

policy.
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Chapter 1

Introduction

This dissertation is motivated by the growing needs to improve the performance of service sys-
tems, such as healthcare systems, call centers, judicial and penal systems, both front office and
back-office operations in business systems and computing systems, see [1, 122, 36] and references
therein. Realistic features of service systems include (i) non-Markovian probabilities structures
[15], (ii) customer abandonments [20], (iii) time-varying arrivals and staffings [74] and (iv) network
structures with various routing policies. All these stated features make service systems difficult to
analyze exactly, therefore effective approximation techniques are needed. Approximation techniques
based on heavy-traffic limits for queues systems have been proven useful since the 1930s. This dis-
sertation aims to (i) advance methodology in heavy-traffic limits for steady-state queueing systems,
(ii) provide useful engineering approximations for a general queueing system based on heavy-traffic

limits, and (iii) develop asymptotically optimal routing policies for queueing networks.

1.1 Non-Markovian Queueing Models with Impatient Customers

1.1.1 Customer Abandonment

Customer abandonment is common in service systems: customers will often choose to leave if
they have not entered service within a reasonable delay. For example, in a hospital emergency room,
patients sometimes leave the hospital before being seen by doctors, known as the left-without-being-
seen (LWBS) effect [122]. Meanwhile, a small number of abandonment results in significant changes
in the system performance such as the customer waiting time and the waiting queue length [32, 20].
In addition, a higher level of abandonment usually indicates a lower grade of customer satisfaction.
Hence the customer abandonment has been recognized as an important feature in service systems
[32, 83, 123, 20].

For service systems with impatient customers, we focus on several key performance measures

including the waiting queue length, waiting time, number of busy servers and total number of



customers in the system, probability of customer abandonment, and probability of delay. We next

introduce the most basic queueing models: the Erlang models.

1.1.2 The Classic Erlang Models

Erlang models assume exponentially distributed service times for mathematical convenience.
The earliest queueing model model is the Erlang-C model [24, 25], referred to as M/M/n/oco,
where the first two “M”’s indicate that the interarrival times and service times are exponentially
distributed, the “c0” means an infinity waiting capacity, and the “n” is the total number of servers.
Customers are served in the order of their arrivals, i.e. first-come, first-served (FCFS). Customer
service times are independent of interarrival times. Unlike Erlang-C, the Erlang-B model, or the
M /M /n/0 loss model, has no waiting line. So customers arriving at an M /M /n/0 system will be
blocked and lost if no server is idle. Both Erlang-C and the Erlang-B models are quite tractable but
restrictive, because they do not consider the customer abandonment. Later in [32], the Erlang-A
model, or the M/M/n/0 + M model, was developed, where the “+M” indicates that customer
patience times are exponentially distributed. Erlang-A models can be regarded as a generalization
of both Erlang-B and Erlang-C models. If the abandonment rate decreases to zero, Erlang-A degen-
erates to Erlang-C; if the abandonment rate increases to oo, Erlang-A becomes Erlang-B, because

customers, if ever delayed, will be blocked as if they abandon immediately.

1.1.3 Non-Makorvian Models

The Erlang models are easy to analyze because the system state (such as the number of cus-
tomers in the system) is a birth-and-death process, which is a special case of continuous-time Markov
chain (CTMC). However, real service systems are much more complex than Markovian models. For
example, statistical analysis shows that customer service times in large-scale call centers are nearly
lognormally distributed and the patience times can be far from exponentially distributed, as their
hazard rates are not a constant, see Figures 1.1 in [15].

There is a significant number of papers that study non-Markovian models. Whitt [107] shows
that the abandonment distribution beyond its mean has a significant impact upon queueing per-
formance, so the M/M/n + GI model (having a general abandonment-time distribution, i.e., the
“+GI”) does not resemble the corresponding Erlang-A model. Although the service time distribu-
tion beyond its mean plays a limited role when estimating mean performance measures (such as
the mean waiting time) [117], we find that the service time distribution significantly affects other
system performance measures (such as variances and tail probabilities of queue length, waiting
time, etc.), see Chapter 3.

For steady-state M/M/n + GI queues, closed-form expressions, though rather complicated,

have been established for some key performance measures. But for the more general M/GI/n+ GI



54%

44 .
7 T P
)
I""II"I""""llllllllllu ...........................
r T T T T T
0

Hazard Rate
0.004
L

0- °
. : ; . T T T T T
100 200 300 400 500 600 700 800 goc o 200 400 600 800

0.

Time
Time

(a) Histogram of sevice time with mean=200, std=249 (b) Hazard rate of patience time

Figure 1.1: Estimated service and patience time from call centers in [15]

model, exact formula is not established yet. Due to the intractability of the system performance,
researchers are motivated to seek approximations, many of which are based on heavy-traffic limits
of queueing models, see Kingman [61, 63, 64| for the GI /G /1 single-server model and later Iglehart
and Whitt [50, 51, 108] for the GI/GI/n multi-server queues. Halfin and Whitt later established
a many-server heavy-traffic limit for the GI/M/s model in [38], which initiated a sequence of
groundbreaking works on many-server heavy-traffic limits.

On the other hand, Whitt [117] developed fluid models for the stationary GI/GI/n + GI
models, and Liu and Whitt [74, 75, 76] extended the stationary fluid model to the time-varying
Gt/GI/s¢+ GI model, having time-varying arrivals (the G;) and staffing (the s;). Later in [77], Liu
and Whitt proved that a fluid model is the many-server heavy-traffic limit for the corresponding
queueing models by establishing functional weak laws of large numbers (FWLLN) results. The fluid
model provides approximations for first order performance measures such as the mean number of
customers in waiting, mean waiting time, etc. Meanwhile, Liu and Whitt in [77] also established
a many-server heavy-traffic limits funcational central limit theorem (FCLT) results for the time-
varying Gy/M /sy + GI queueing model. Their results can be used to approximate variances and
distributions of the time-varying queues having exponential service times. Based on their theoretical
work in [77], we establish Gaussian based approximations for the steady-state GI/GI/n + GI
queueing models and verify their accuracy across a wide range of system parameters in Chapter 3.
In Chapter 4, we extend our results to the time-varying G;/M /n+ GI and G¢/GI/n+ GI systems.



1.2 Routing to Improve Performance

Real service systems can often be modeled as queueing networks having a finite number of sta-
tions. In a hospital, for instance, patients are routed among different departments such as emergency
departments, operating rooms, intensive care units, etc. Patient flows and optimal routing policies
in hospitals have been widely studied [27, 79, 2, 42]. However, patient flows and routing outside a
hospital have not yet drawn enough attention. For instance, many hospitals start to announce their
delays online, so patients can pick a less congested hospital by comparing the announced online
waiting times of all hospitals. However, the actual waiting time experienced by patients may be
significantly different from the announced waiting time, because the information can quick become
outdated after the commute time of patients. In 2003, a Canadian lady brought her eighty-year old
mother to the emergency department in Alberta, Canada. Although the announced waiting time
of the emergency department was fifteen to eighteen minutes, they had to wait five hours until a
doctor was available. Consequently, her mother passed away. If the delay announcements were more
accurate, they could have decided to visit another less-congested hospital [88].

Motivated by health care systems, in Chapter 5 we consider a queueing network having a finite
number of single-server queues in parallel. Each customer will be routed to one queue according to
certain routing policies. Before actually arriving at the destined queue, each customer will experi-
ence a random commute delay. We plan to device an optimal routing policy with the objective of
minimizing the waiting times at all queues. Parallel queues are usually less effective than queueing
models with one waiting line and a pooled service resource (i.e., number of servers) [22]. When the
commute delay is close to 0, it has been proven in [95] that it is optimal to route customers using
the join-the-shortest-queue (JSQ) rule, which successfully synchronizes the sizes of waiting lines at
all queues when the system is in heavy traffic. Unfortunately, our simulation experiments show that
JSQ performs poorly when the commute delay increases. We improve the system performance by
developing a probabilistic routing policy and prove that it is asymptotically optimal as the traf-
fic intensity approaches 1. In addition, we conduct simulation experiments to provide engineering

confirmations. See Chapter 5 for more details.

1.3 Heavy-Traffic Limits of Queueing Models

Heavy-traffic limits of queueing systems have been proven useful in approximating performance
functions in service systems. To explain the general framework of heavy-traffic limits, we consider
a sequence of queueing systems indexed by a scaler n, and show that, as n — oo, the system
performance functions converge in appropriate functional spaces to their corresponding limits. There
are two types of heavy-traffic regimes: (i) the conventional heavy-traffic (CHT) regime and (ii) the

many-server heavy-traffic (MSHT) regime. In the CHT setting, the number of servers is usually



kept fixed while the system is asymptotically in heavy traffic because the traffic intensity goes to
1. In the MSHT case, the traffic intensity is usually kept fixed while the number of servers goes to
infinity. In the rest of this section, we first review the general background of weak convergence and
discuss the general approach to prove weak convergence results (§ 1.3.1). We next review CHT and
MSHT in §§ 7?7 and 1.3.2.

1.3.1 Weak Convergence and Tightness

Heavy-traffic limits are often obtained through weak convergence, also called convergence in
distributions. The most commonly used functional space in queueing theory is space D, which is
the space of all right-continuous functions with limits from the left. For instance, both the queue
length process and the workload process can be defined as random elements in space . In general,
weak convergence is defined for a sequence of probability measures in a separable metric space space
P. The weak convergence of a sequence of random elements X,, in D means the convergence of a
sequence of probability measures induced by X,,, {P,,n > 1}, to a limiting probability measure P,

if for all continuous and bounded functions f,

and we denote the weak convergence P,, = P. See [8, 113] for more details.
Prohorov [90] developed the Prohorov metric d, to measure the distance of two probability

measures. Specifically, for any P, P» € P, the Prohorov metric is defined by
dr(P1,Py) =inf{e > 0: P1(B) < P»(B°) +¢, for all BC D},

where B¢ is the open neighborhood containing B with “c—more radius”. Mathematically, it is
defined as B ={Y € D: m(X,Y) < ¢, for some X € B}. Here m(-,) is the metric measuring the
distance between stochastic processes in space I, and we will specify it later. See more details in
[113].

On the other hand, the convergence of Prohorov metric d.(P,, P) — 0 implies the weak con-
vergence P, = P. However, when specifying weak convergence, instead of studying the probability
measures, we often discuss random elements (such as random variables, etc.). In view of heavy-
traffic limits in queueing theory, we are mainly interested in stochastic processes in space D and
space C, which is the space of continuous functions. Unlike the uniform metric for space C, elements
in space D require weaker metrics, such as Ji, Jo and M; metric, see [113] for details.

There are mainly two methods to show weak convergence: one is the continuous mapping theorem
(CMT) and the other is the compactness approach. We review the basic version of CMT: if X,, = X
in space D, and a function f : D — D is continuous, then Y,, = f(X,) = Y = f(X). See Theorems



3.4.1-3.4.4 in [113] for extensions and more details of CMT.

Though convenient, the CMT approach sometimes is difficult to use because convenient con-
tinuous functions are hard to find. So the compactness approach is usually regarded as a standard
approach to prove weak convergences. The compactness approach requires relative compactness. A
sequence of probability measures is relative compactness if and only if their closure is compact.

Prohorov’s theorem [90] provided a way to relate relative compactness to tightness.

Definition 1.3.1 (see §1.5 in [8]). A subset A of probability measures in space P is tight if and
only if for any e, there exists a compact subset K. in the corresponding funcational space such that
P(K.)>1—¢ forall P € A.

The Arzela-Ascoli theorem facilitates the developments of various tightness criterion for stochas-
tic processes in space C with uniform topology, and Billingsley [8] extended those results for space
D. We refer interested readers to [8, 113] for details.

In Chapter 2 of this dissertation, we prove the tightness of properly scaled steady-state number
for the idle servers in the GI/GI/n/0 loss model by using the definition of tightness shown in
Definition 1.3.1.

1.3.2 Heavy-Traffic Regimes

Different heavy-traffic limits are obtained in different heavy-traffic regimes, which depicts how
queueing parameters changes as the system scale n (the index) increases. There are two kinds of
heavy-traffic regimes: convention heavy-traffic regime (CHT) and many-server heavy-traffic regime
(MSHT).

CHT In CHT, the number of customers and the arrival rate A is fixed but the traffic intensity
(the ratio of the arrival rate to the service rate) approaches to 1. Kingman [61, 63] studied the
conventional heavy-traffic limit for the sequence of GI/GI/1 queue. In the nth GI/GI/1, there
is only one server and customers follows FCFS. Customer interarrive times are i.i.d. Ay, Ao, ...
with rate A and squared coefficient variation (SCV) c3. A new arrival will enter the service if there
is any server idle, otherwise she will join the end of waiting queue. Their service times are i.i.d.
{Sni,i > 1}, having rate u, and SCV c2. As n — oo, we have the traffic intensity p, = ﬁ — 1.
When the traffic intensity p, approaches to 1, the number of customers in GI/GI/1 increases
to oo, but the steady-state waiting time of the nt"* queue, denoted as W,,, is weakly convergent:
(1 — pn)Wy, = W, where W is an exponential random variable having rate 2u/(c3 + ¢2) (see [63]
for more details).

Borovhov [10] and Iglehart and Whitt [50, 51] extended the heavy-traffic limits to GI/GI/s

multi-server queueing systems. In particular, they scale the time in the nth queue and let the traffic



intensity approach 1 in the specify way:

V(1= pa) = B, asn — os,

where 5 could be any positive real number. In this regime, they showed the properly scaled total
number of customers is weakly convergent to a diffusion process, i.e. n=1/2X,,(t) = X(t) in space
D, given the initial condition holds n~/2X,,(0) = X (0). Here X (-) is a reflected Brownian motion
with drift —Gu and diffusion coefficient u(c3 + c2).

MSHT Besides CHT, another widely used heavy-traffic regime is MSHT. In MSHT, the service
rate is fixed but the arrival rate A, and the number of servers s, increases as the system index
n — oo (see [48, 49] and Borovkov [11]). The way in which A, and s, increase as n — oo can be
arbitrary, and the most basic MSHT is to let them change proportionally, i.e., s, = n, A, = nA.
However, in this setting, the traffic intensity p, = % < 1, so some important performance metric,
such as probability of delay, is 0. But in real practice, the probability of delay is an important metric
measuring the quality of service and is not 0. Hence a more delicate MSHT is required. Halfin and
Whitt in their seminal work [38] developed a new MSHT regime for the M /M /n Erlang-C model
and extend it to the GI /M /n model. The regime is later referred to as the quality-efficiency-driven
(QED) regime or Halfin-Whitt regime. In Halfin-Whitt regime, the traffic intensity p,, approaches

to 1 in a specific way as n — oo:

Vn(l = pp) = B, (1.1)

where the constant 5 > 0 is called the quality-of-server (QoS) coefficient. Halfin and Whitt [38]
showed that the properly scaled number of waiting customers is weakly convergent to a diffusion
process with piecewise drift term m(x) = —uS1(;>0) — (v + B)1{z<0y and volatility 2u. In Halfin-
Whitt regime, the steady-state probability of delay is convergent to a nondegenerate probability
a(B) € (0,1) and it is dependent on the QoS coefficient S. Puhalskii and Reiman [91] extended
Halfin-Whitt regime to GI/PH /n and Jelenkovic et al [53] studied GI/D/n. Reed [93] and Puhalskii
and Reed [92] later generalized to queues having generally distributed service times, i.e., GI/GI /n.

Furthermore, Garnett el all. discussed the heavy-traffic limits in Halfin-Whitt regime for queues
with customer abandonment (M /M /n+ M) in [32]. In the presence of abandonment (the +M), the
queueing model is stable when the traffic intensity p, > 1, thus the QoS coefficient 8 can be nega-
tive. Mandelbaum and Zeltyn [84] later introduced Halfin-Whitt regime for the M /M /n+GI model,
having generally distributed abandonment times. Mandelbaum and Momcilovic [82] proposed dif-
fusion approximations for the virtual waiting time (VWT) process and queue length process for
GI/GI/n + GI queues in Halfin-Whitt regime. Then in [19], Dai et al. studied GI/PH/n + GI
model by extending results in Puhalskii and Reiman [91] and Whitt [115]. Later, Dai and He [20]



discovered the deterministic relationship between scaled abandonment process and queue length
process in Halfin-Whitt regime. Kang and Ramanan [55] studied the functional law of large num-
ber (fluid) limits for GI/GI/n queue by providing a measure-valued process recording the elapsed
service time for each server at present and then Kaspi and Ramana [56] extended theirs results to
GI/GI/n+ GI queues which allows customer abandonment. Meanwhile, Zhang [124] also justified
FWLLN limits for GI/GI/n+ GI queues which proposed as fluid models in [117]. Later Kaspi and
Ramanan [57] proved a functional central limit theorem of state process for GI/GI/n queues in
terms of elapsed service time process as well as waiting time process.

Recently, Atar [5] studied a another heavy-traffic regime called nondegenerate-slowdown regime
(NDS) which is “in the middle of” the most basic MSHT and Halfin-Whitt regime. Here “nondegenerate-
slowdown” means the ratio between customer’s delay and her service time, named as slowdown, is
not trivial but in the order of O(1). In the NDS regime, the joint limits of the sojourn time and
service time processes were shown to be an independent reflected Ornstein-Uhlenbeck process and
a “white-noise” (zero-mean) process with a size-biased mixture of exponentials as the marginal.
Ward and Glynn [102, 101] and Huang et al. [41] reviewed and explored unified FCLT limits and

approximations combining conventional heavy-traffic and Halfin-Whitt regimes.

1.3.3 Heavy-Traffic Limits and Gaussian Approximations

Different heavy-traffic limits are obtained in different heavy-traffic regimes. For a sequence of
queueing models in a heavy-traffic regimes, the performance measure, say the queue length @, is
indexed by system scaler n. The heavy-traffic limits are the weak convergence limits of performance
measures under different scaling. We first define the LLN-scaled performance measure Q,, and the

corresponding FWLLN limit Q.
. Qa
n= —

n

= Q,

where () is deterministic. Then we define the CLT-scaled performance measures Qn and its FCLT
limit Q.
Qn - nQ — Q’

vn

where Q is stochastic. Then, the heavy-traffic limits provides the approximations to various per-

Qn

formance measure of a queueing system. For example,
Qu(t) ~ nQ(t) + VQ(t) + o(v/n). (1.2)

In this dissertation, we aim to develop effective engineering approximations for key performance
measures of the stationary GI/GI/n+GI and the time-varying G;/GI/s;+GI queues across a wide

range of model parameters. Our approximations are based on MSHT limits established in Whitt



[117] and Liu and Whitt [73, 75, 74, 77]. Although the queueing models they considered have a
time-varying feature, which is more general than stationary systems, the established heavy-traffic
limits can be applied to stationary queueing models, by setting the time-varying model parameters
to constants and letting time parameter ¢ — co. MSHT FWLLN limits are deterministic approx-
imations that estimate the mean of a performance measure and FCLT limits provide stochastic
refinements to characterize stochastic fluctuations around FWLLN limits. However, we find that
the effectiveness of approximations deteriorates when the system switches between overloaded in-
tervals (OL) and underloaded intervals (UL).

Based on those observations, in Chapter 3 we modified the MSHT approximations to truncated-
Guassian approzimation (TGA) so that good performance prevails in a wide range of parameters.
We also extend TGA’s even further to truncated-Guassian approximation with GI service (TGAG)
so that they apply the GI/GI/n + GI model having non-exponential service times. Extensive
simulation works have been done to test the practical range of our approximations. In Chatper 4,
we extend our techniques to time-varying Gy/M /n + GI and more general G;/GI/n + GI queues,
and conduct various experiments to test the robustness of approximations.

In Chapter 5, we prove that parallel single-server queue under the routing policy JSQ-REB
(joining-shortest-queue with root-excess bias) coincides a pooled system in a heavy-traffic regime.
Specifically, we can also approximate queue length dedicated system by the heavy-traffic limit of
a GI/GI/1 pooled system, which has been shown to be a reflective Brownian motion [17, 113],

namely

Qni(t) = Qualt) = 5 VARBM(t) + (/). (13)

where @, ;(t) is the queue length for the i'" single server in the parallel system and RM B(t) is
a reflective Brownian motion with negative drift —fu and variabilities determined by interarrival

times and service times.

1.4 Simulations

In this dissertation, an extensive amount of computer experiments simulating stochastic queue-
ing systems have been conducted to evaluate the accuracy of our Gaussian approximations. All

simulations are run in MATLAB.

1.4.1 Simulation Procedure

In this dissertation, we evaluated the accuracy of approximations for various steady-state queue-
ing performance. In order to avoid biases caused by transient behavior starting from empty, we start
the sampling after the queueing system approaches steady state in each run. For example, if T is
total simulation budget, we collect the data from 0.57" and end it at 0.957. We cut off the interval



[0.95T", T in sampling in case arrival customers occurred in the final portion has no waiting time
recorded yet.

For all performance measures that we consider, we in total run R = 2,000 runs, and in each
run, we collect the data evenly along the time line [0.57, 7). In particular, in the r** simulation
replication, 1 < r < R, we periodically generate virtual arrivals at deterministic times t1,%,...,tnN
with ¢ = kAt and At =0.1,1 < k < N = |0.57/At]. The virtual customers arrive and abandon as
if they are the real customers but they will not be removed from the queue if they abandon. In each
run 7, we sample the number of customers in queue (@), the number customers in the service (B),
and head-of-line waiting time (HWT) (). In particular, we sample the continuous-time queue-
length process and number of busy servers as well as the waiting time of the head-of-line customers
at discrete time points t1, s, ..., ty,, and record them as Q,(k), B, (k) and W,.(k), while excluding
the virtual arrivals. For potential waiting time, we collect the waiting time of virtual customers
since they will not leave the system even though they are noted as abandoned, denoted as V;.(k).
For probabilities of delay and abandonment, we sample indicator variables, n¢(k) and n%(k), and

record 1 if the k** virtual customer is delayed or abandoned and 0 otherwise.

1.4.2 Experiments Design

A wide range of experiments is conducted to analyze the efficiency of approximations under
different conditions such as abandonment rate, the number of servers (or system scales), and traffic
intensity.

Customer abandonment plays a crucial role in deciding performance of stationary GI/GI/n +
GI (and time-varying G;/GI/s; + GI). As stated before, when abandonment rate is approaching
0, the model becomes a GI/GI/n (G¢/GI/st); when the rate goes to oo, the model becomes
GI/GI/n/0 (G/GI/s:/0), since all delayed customers will abandon immediately. Hence we evaluate
our approximations in a wide range of the abandonment rate.

In addition, all the approximations are based on MSHT limits so they should work well when the
system scale is large, i.e. when the number of servers is large. However, we tested the effectiveness
of our approximations in smaller systems by decreasing the number of servers from 100 to 20, 10,
5 and even 3.

In Chapter 3 and Chapter 4 we tested new approximations in system with particular loadings
for which the performance measures become difficult to evaluate. Furthermore, in Chapter 5, we
examine the asympotic optimality of the JSQ-REB policy for general parallel single-server queues

with pre-arrival delays.
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1.5 Organization

In Chapter 2, we prove the tightness of diffusion scaled number of idle servers in GI/GI/n/0
loss model in Halfin-Whitt regime. In this regime, as mentioned before, the traffic intensity is scaled
by the number of servers n as \/n(1 — p,) — 8 > 0, while the server rate is fixed at 1 with no loss
of generality. Little literature studies the loss model in Halfin-Whitt regime because no tractable
approach is handy to analyze general GI/GI/n/0 model. In this chapter, we first construct an
auxiliary system through which the number of idle servers is converted to the waiting queue length
in a single-server queue, then inspired by Garmarnik and Goldberg [31], we showed the tightness
of the CLT-scaled number in waiting for the single-server queue, and thus the tightness for original
loss model.

In Chapter 3, we develop refined MSHT approximations for various key performance measures
such as the probability of delay, mean and variance of queue length and waiting time, etc. In this
chapter, we firstly obtain the steady state version of the corresponding MSHT fluid and FCLT
limits based on MSHT for time-varying queueing models [77]. Then, we develop Gaussian-based
performance approximation formulas for the GI/M /n+ GI model. We later extend our formulas to
approximate the performance of models having GI service times by incorporating the SCV of the
service times. Extensive simulations are conducted to verify the accuracy of our approximations for
a wide range of model parameters.

In Chapter 4, we extend our results in Chapter 3 and develop approximation formulas of the
performance measures for the time-varying G;/M /n + GI and G;/GI/n + GI models, such as the
mean and variance of queue length and waiting time, etc. Our time-varying formulas are developed
by truncating the MSHT fluid and FCLT limits for the time-varying queueing models developed in
[77]. We again conduct extensive simulations to verify the robustness of our time-varying approxi-
mation formulas for a wide range of system parameters.

In Chapter 5, we study a queueing network with a finite number of single-server queues in
parallel. Each customer, before arriving at a queue, has to experience a random commute delay. We
first show that the commonly used JSQ policy can be disastrous to system performance and cause
high system congestion. Therefore, we proposed a probabilistic JSQ policy, JSQ-REB. The JSQ-
REB policy combines the JSQ policy with probabilistic routing, where the routing probabilities are
fine-tuned based on the system excess capacity. We proved the asymptotic optimality of JSQ-REB
policy by showing that the CLT-scaled queue length process is asymptotically equivalent to that of

the corresponding pooled system. Simulations are conducted to provide engineering confirmations.

1.6 Notations and Acronyms

Notations and acronym used in this dissertation are summarized in Tables 1.1 and 77 below.
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Table 1.1: Summary of notations and acronyms

Notations and acronums Meaning

a.s. almost surely, or with probability one

B, (") the number of busy servers in queue

C space of continuous functions

cedf. complementary cumulative distribution function
cdf. cumulative distribution function

CL critically loaded, or traffic intensity p, — 1
CHT conventional heavy-traffic limit

CLT central limit theorem

CMT continuous mapping theorem

D space of right-continuous functions with left limits
DGA direct Gaussian approximation

EAP exogenous arrival process

ED efficiency driven

FCFS first come first served

FCLT functional central limit theorem

fdd. finite-dimensional distribution

FWLLN functional weak law of large numbers
HWT head-of-line waiting time

iid independent and identically distributed
JSQ jointing-shortest-queue

JSQ-REB jointing-shortest-queue with a root-excess bais
LLN law of large numbers

MSHT many-server heavy-traffic

MMPP Markov Modulated Poisson process

OL overloaded interval

Py probability of abandonment

pd time-averaged probability of delay

pac customer-averaged probability of delay
pdf. probability density function

PWT potential waiting time

12



Acronyms Meaning

On the G/G/n many-server queue

Ql the G/G/n/0 loss model

(Ong the G/G/noo infinity-server queue

Qn(+) the number waiting customers in queue

Q~) FWLLN limit of Qx(+)

Q) FCLT limit of Q,(-)

QD quality-driven

QED quality-and-efficiency driven, i.e. Halfin-Whitt regime
p traffic intensity

R real line

R+ positive real line

SCV squared coefficient of variation

TGA truncatd Gaussian approximation

TGAG truncatd Gaussian approximation adapted to GI service
UL underloaded interval

VWT virtual waiting time

V() potential waiting time for queueing system

Wa(:) waiting time of the head-of-line customers in queue
Xn(+) total number of customers in the queueing model
— almost surely convergence

= weak convergence, or convergence in distribution

13



Chapter 2

Tightness of Steady-State GI/GI/n/0
in Haflin-Whitt regime

2.1 Introduction

Markovian queueing models are mathematically tractable, but statistical analysis of real service
systems reveals the service times and abandonment times are far from exponentially distributed,
see Figure 1.1. However, the exact analysis for general queueing models is almost infeasible. Hence,
heavy-traffic limits are developed to approximate various system performance measures. The crux
to prove heavy-traffic limits is to show the weak convergence of system performance measures. The
standard proof procedure is first to show prove the existence of convergent subsequences, and then
to verify the uniqueness of limits for all convergent sequences. In order to show the existence of
the convergent subsequences, it is suffice to show the tightness defined in Definition 1.3.1. In this
paper, we aim to prove the tightness of the sequence of system performance measures.

Motivated by a theoretical work in [31] on steady-state queue length for multiserver queueing
systems (GI/GI/n) in Haflin-Whitt regime, we aim to show the tightness of steady-state number
of customers for loss models in the same regime. In [31], Gamarnik and Goldberg proved the
tightness of steady-state queue length in the system and the corresponding large-deviation exponent.
However, they did not study the tightness related to system idleness, namely the number of idle
servers in the service pool. Later Goldberg [33] showed the tightness for idleness of the GI/M/n
models having exponential service time. To extend the tightness for more general queues, we firstly
study the tightness of loss model. Then, according to the fact that the number of idle servers in
the loss model serve as an upper bound of that in various queueing models such as GI/GI/n,
GI/GI/n+ GI, etc. Thus, our tightness result for the loss model is a stepping stone for results of
more general queueing models.

Meanwhile, there is a growing interest in practice use of loss models per se. Loss models have
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been widely applied in healthcare, due to the limited resources, to control the flow (and overflow)
of patients requiring intensive care [71], to model ambulance deployment [96] and to determine the
required number of beds, rooms and rental vehicles [21, 3] and [66].

In this chapter, we mainly study the tightness of the number of idle servers for the steady-state
loss model denoted as GI/G1/n/0, which paves the way for the heavy-traffic limits of steady-state
GI/GI/n/0 loss queueing models. There has been a large body of literature on the analysis of
steady-state performance measures on loss queueing models since early twentieth century, most
of which mainly focuses on the analysis of probability of blocking (PoB). Erlang [25] studied the
fundamental steady-state M /M /n/0 loss model in which both interarrival times and service times
are exponentially distributed. The author proposed Erlang-B function to calculate PoB. Then in
§ 5.7.2 in [97], the steady-state number of busy servers in the M/GI/n/0 loss model was shown to be
insensitive with respect to the service-time distribution beyond its mean. Therefore, a generalization
of the service-time distribution is redundant. Later progress on generalizing Erlang’s [25] work was
made in by [18] and [100], by conducting the theoretical analysis for GI /M /n/0 loss models.

Notwithstanding, analytical solutions for further generalized loss model are almost intractable,
and thus heavy-traffic limits are developed to estimate the system performance of loss models.
Borovkov, in [11] and [12], provided rigorous basis for approximations of GI/M /n/0 heavily loaded
loss model such as Hayward’s approximations in [70]. In [104], Whitt gave a mathematical proof
of Hayward’s approximation for GI/M/n/0 and further proposed effective approximations for
GI/GI/n/0 models having non-exponential service times. Whitt’s work [114], based on state-
dependent analysis in the previous one [107], proposed FCLT approximations for the GI/GI/n/m,
model, where m,, is the capacity of waiting room which is allowed to increase as system scale n
grows. Later in [116], Whitt gave the heavy-traffic limit for GI/Hs/n/m, model having specific
hyper-2 exponentially distributed service times. In both works, the waiting room capacity m,, is
required to increases as n grows, so they do not apply to the GI/GI/n/0 loss model. Recently,
Li and Whitt [69] directly dealt with approximation techniques for the GI/G/n/0 loss model, by
relaxing the independence assumption among service times. Their approach heavily draws on the
so-called peakedness, that is the ratio of the variance to the mean of the steady-state number of the
corresponding infinite-server model. However, the heavy-traffic limit for the loss model is still yet
to established.

We focus on the loss model in Haflin-Whitt regime. Our result can help pave the way for future
work on FCLT limits. The Halfin-Whitt regime, as defined in § 1.3.2, though originally analyzed in
[26] and [52], and formally studied in [38]. In the work of [38], the regime for multiple parallel servers
with Markovian service times denoted GI/M /n, is realized by scaling both the system scale n and
the traffic intensity p,, in the way defined in (1.1). We can use that the traffic intensity p,, approaches
1 when n increases. In Haflin-Whitt regime, the probability of delay (PoD) is converging to a non-

trivial function of 5. The more general formula of the PoD limit was found in [116], extending the
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regime to queues with a mixture of exponential distributions with a mass point at 0. Mandelbaum et
al. [32] and [123] studied queues in Haflin-Whitt regime with customers abandonment, in which the
limiting PoD is a function of 3 € R as well as the ratio between abandonment rate and processing

rate.

Our contributions are twofold. First, we show that the CLT-scaled steady-state number of
idle servers for the GI/GI/n/0 loss model in Halfin-Whitt regime is tight, which is not proved
before. But we point out that it remains an open problem to obtain non-trivial heavy-traffic limits,
and the problem is beyond the scope of this dissertation. Another contribution is the auxiliary
system we construct to prove the tightness. In the auxiliary system, the number of idle servers in
the loss model equal to the number of waiting customers in the single-server queue. Such a feature
enables us to study more queueing models such as GI/GI/n+ GI queues with impatient customers
and queueing networks.

The rest of this chapter is organized as follows. We start § 2.2 to prove the tightness in the loss
model. We converted the problem of the loss model to a problem for a single-server queue in § 2.2.1,
by constructing a sequence of auxiliary systems, and we prove the tightness of for the single-server

queue in § 2.2.2. We conclude this chapter in § 2.3.

2.2 Tightness for GI/GI/n/0

To describe a GI/GI/n/0 loss model, we first assume two independent random variables U’s
and V’s having unit mean and bounded (24 ¢)th moment, for some ¢ > 0. That is, we assume that
E[A] = E[S] = 1 and E[4%*¢] < 00, E[S?¢] < co. We then consider a sequence of FCFS GI/GI/n/0
models under Halfin-Whitt regime, denoted as {Qll, le, e } In the model @', interarrival times
are distributed as U/\,,, and service times are distributed as V', where the \,, indicates interarrival
rate and we will specify it later. We define the total number of customers in Q! as X! (¢). Initially,

we assume there are n customers in the system being served; each has the residual service time

distributed as R(V') with cedf.:

P(R(V) > 2) = Ja PfEV[VT »dy _ /OOIP’ (V > y)dy. (2.1)

In Haflin-Whitt regime, we fix that the Halfin-Whitt scalar at 8 > 0 and let the arrival rate
An = n — By/n+ o(y/n). We say f(x) = o(z) if f(z)/x — 0 as z increases. For convenience, we
assign \, = n — 4/n in the remaining of this chapter.

Our main result is obtained under Assumption Ty proposed in [31], and we adopt it here.

Assumption 1. We assume that
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(a) both A, and S, are non-trivial r.v.’s, that is, neither Var(A) nor Var(S) is zero, and

(b) limsup,_ ot~ ! (F(t) — F(0)) < oo holds where F(-) is the cumulative distribution function for
A, and S,, and

(c) the steady state of loss model Q', exists, namely, X' (c0) = limy_yoo XL (t) exists.

Remark 2.2.1. We explain the intuition of Assumption 1. Part (a) indicates that interarrival times
and service times are not constant but randon variables. Part (b) means the pdf’s of interarrival
times and service times, if exists, is finite at the origin. Such an assumption is not restrictive
because all continuous distributions and discrete distributions having zero mass at origin satisfy it.
Part (¢) guarantees the our discussions on steady state is meaningful, and the sufficient conditions
for Part (c) are discussed in [4].

In each loss model {an,n =1,2,.. .}, we obtain the CLT-scaled steady-state number of idle

servers

ol (n - lez(oo))
n \/ﬁ Y

and Xfl is a random variable in R. Based on Assumption 1, we give the main result.

Theorem 2.2.1. The sequence of random variables {X’fl,n =1,2,.. } is tight in (R, A),

where A is the Borel o-algebra on R.

The proof consists two steps: first, we construct an auxiliary system; in the system, the number
of idle servers for a loss model is equal to waiting queue length for a single-server queue. Second, we
show tightness of the queue length for the single-server queue, by adopting techniques developed
by Gamarnik and Goldberg in [31]. We prove the tightness according to Definition 1.3.1. Here, the

compact subset K is choosed to be a closed interval [0, z] for some finite z.

2.2.1 Step I: An Auxiliary System

In this section, we construct an auxiliary system or each Qﬁl, denoted as QL. As Figure 2.1
depicts, the auxiliary system is a closed network having two stations. Such a tandem structure is
initially inspired by the model used in [65]. The first station, called Station 1, is a loss model having
my, 1.1.d. servers with service time distributed as S; the second station is a single-server queue with

the service time distributed as A,,. We set the number of servers in Station 1 to be m,, satisfying
My, = P\n (1 - 5n—1/2ﬂ < (2.2)

to make sure that Station 2 is stable and stays in Haflin-Whitt regime. We explain why m,, is set

so later. The number of customers in Station 4 in Qﬁ{a“ is defined as X, ;(¢) for any time ¢ > 0, and
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their CLT-scaled process are

Xnoa(t)—1

The two stations shown in Figure 2.1 are fed by each other: departures from Station 1 (2) are

Xpa(t)= /=207 and X,aot) =

new arrivals to Station 2 (1). Moreoever, arrivals to Station 1 might be blocked since the station
does not have waiting buffer. To keep system closed, we directly send those blocked customers to

Station 2. We will discuss the benefits of this feature furthermore.

Station 1 Station 2

Blocked

—— 0 0] 6o~

Figure 2.1: An auxiliary system

Initial Condition: In the nth auxiliary system, we assume there are (m,, + 1) customers in the
auxiliary system: m,, of them are in Station 1 and 1 customer is in Station 2. Customers in Stations
1 have i.i.d. residual service times distributed as R(S), the same as those in Q,, and customers
in Station 2 has residual service time distributed as R(A,,). Both R(S) and R(A,,) are defined in
(2.1). With such an initialization, the auxiliary system depicted in Figure 2.1 has three properties

as follows.

(i) The total number of customers in the auxiliary system’s is fixed at m, + 1, i.e. Xy 1(t) +
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Xn2(t) =my + 1, for any t > 0.
(ii) Station 2 is always busy, i.e. X, 2(t) > 1 for any t > 0.

(iii) The number of customers in Station 1 bounds that of the loss model Q' i.e.
Xp(t) = (n—mn) < Xna(t) < X,(), (2.3)

for any t > 0.

Property (i) because the auxiliary system is a closed network. The total number of customers
in the system is fixed at m, + 1. Now, after a little transformation, we find that m, — X, ;(t) =
Xn2(t) — 1, holding for any ¢ > 0. That is to say, the number of idle servers in Station 1 equals the
number of waiting customers (waiting queue length) in Station 2 for any time.

Property (ii) comes from Property (i) and the structure of the auxiliary system. Because of the
fact that the total number is m,, + 1 but Station 1 allows at most m,, customers in it, there has
to be at least 1 customer in the Station 2, namely Station 2 is always busy. Hence, the departure
process of Station 2 is an equilibrium renewal process A, (t) associated with r.v. A4,, as the initial
service time of Station 2 is the residual service time R(A,). Given that the departure process of
Station 2 is the arrival process of Station 1, the first station shares the same arrival process with
those of the loss model Qfl we built before.

Property (iii) comes from the comparison between Station 1 and loss model. For the loss model
, We separate Qfl into two service pools. The first pool has m, servers whereas the second pool
has (n — m,,) servers. Customers will preferably choose the first pool, and they are served in the
second pool only if no servers idle in the first pool. In such a setting, the number of customers in
the second pool is at most (n —m,,), hence the number of customers is the first pool is no less than
(XL(t) — (n — my)). Therefore, the relationships in (2.3) are shown.

Given these properties of the auxiliary system, we give Lemma 2.2.1, in which the number of
idle servers for a loss model (Station 1) is bounded by the waiting queue length of a single-server

queue (Station 2).
Lemma 2.2.1. For any t > 0, we have

~ A~

Xo(t) < XL(t) < X, (t) +28 (2.4)

for any time t > 0, where n — X!, (t) > 0 is the number of idle servers in QL.

Proof. For writing convenience, we drop the time ¢ and write a > b to mean a(t) > b(t) for any
time t > 0.

Xpo—1l=m,—Xp1<n—X, <n—X,1=Xno—1+(n—my), (2.5)
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Scaling both inequalities by n~1/2 provides us (2.4). O

Based on Lemma 2.2.1, to show the tightness of CLT-scaled number of idle servers for a loss

model, it is equivalent to show the tightness of queue length for Station 2.

2.2.2 Step II: Tightness of Queue Length for Station 2

In this section, we prove the tightness of number in waiting in Station 2, i.e., the tightness of the
sequence {n*1/2 (Xna(o0) —1),n=1,2,.. } Here is the overview for the proof. We first bound
total contents in Station 2 by that for a (3}, G;) /G/1 queue, where > """ G; means the arrival
process is a superposition of m,, equilibrium renewal processes. Secondly, we discretize the queue
length expression for (3" G;) /G/1 by adopting Gamarnik and Goldberg’s approach [31]. Then,
based on the time discretization approach, we extend the techniques in Szczotka’s proof in [99] to
prove our goal.

Since Station 2 is always busy, we can regard it as the single-server queue with autonomous
service, in which customers arrive according to the sum of m,, departure processes from Station 1,
see [31] and [113].

Let the sequence of interarrival time and service time on the it server be {R (U 1(l)> , UQ(i), :,Ei), .. }
and {R (Vf”) ,VQi), Vg(i), .. .}, respectively. We denote the departure process on the it" server for
Station 1 as D;(t). Meanwhile, we construct an equilibrium renewal process S;(t) based on the
sequence of service time S;(t) = max {n >0:> 0, Vk(i) < t}.

Using a coupling technique, we show that D;(t) < S;(¢) for all ¢ > 0. Figure 2.2 provides an
intuitive comparison between D;(t) and S;(t). As long as some jobs’ interarrival time is large enough
to left server idle (blank areas), the wasted utilization of server will result in fewer number finished
jobs (denoted as D;(t)) than the counting process S;(t), for any time t after black areas appear. A
rigorous proof for (D;(t) < Sj(t) for any ¢ > 0) is given below.

Rigorously, we prove D;(t) < S;(t) for any ¢ > 0 as follows.

Proof of Inequalify. According to the definition of couting process, we have
n ) n—1 ) )
D;(t) Emax{nEO: <ZUIEZ) \/ZV;”) +Vk(z) <t}7 (2.6)
k=1 k=1

Si(t) :max{nEO: zn:Vki) <t}. (2.7)

k=1

Since (22:1 Uy sl V,j”')) > 1Y@ by definitions (2.6) and (2.7), we have S(t) >
D;(t) for any time ¢ > 0. O
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An(t):l Uy l Uz l Ual Uy l Attirinet>>0

D;(t): R(V1). Vs VsI A I Vs

Si(t): U V2 Vi W, Vs Ve
Figure 2.2: Comparison between D;(t) and S;(t) in terms of arrival times.

The queue length of Station 2 is given by that of a single-server queue with autonomous service.

X 2(00 —1—sup{ZD }<sup{ZS }<Zsup{ ——A()}

t>0 t>0 t>0
(2.8)

where the first equality holds by mathematical induction (see Corollary 1 in [31]), the second
inequality holds because that D;(t) < S;(t) for all t > 0, and the third inequality holds by the fact
that sup{a + b} < sup{a} + sup{b} for any a,b € [—o0, 0.

Gamarnik and Goldberg [31] developed an innovative method to discretize the right-hand-side
term in (2.8) so that it can be further related to the waiting time of GI/GI/1 queue. Then we
prove the equivalent problem by generalizing the proof techniques given in [99]. Their discretization
approach is as follows: for each i = 1,2,...,m,, the function sup{S;(t) — m~'A4,(t)} increases at
the time when S;(t) jumps, namely at k" renewal time Zf;l Vl(i) for all k; € N. As sup{-} is a

continuous function, the right-hand-side term can be expressed as

isup{Si(t)——A } Zsup {k - —A (g‘/’())}

k>0

Hence, according to Definition 1.3.1, to show the sequence of random variables {Xnyg(oo), n > 1}
is tight, it is suffice to show that for any 1 > 0, there exists a compact subset K, = [0, z,] such
that

P <X’n’2(oo) € Kn) >1—mn, for sufficient large n.

In other words, we need to show that, for any n > 0 there exist > 0 and an integer ng € N such



that.

m k; )
P (”_1/2 Z sup {kz —my Ay, <Z V}(Z)> } > 33) <mn, forany n > no.
=1

i=1 k20

For convenience, we define

1 k—1 k—1
Gop =1-— (An (Vk+ZW> — Ay, (Zw)) (2.9)
" =1

=1

where (, ;’s are i.i.d. with each other. By the inequality

mn mn
x
P(ZXZ->$) §2P<Xi>mn>, (2.10)
=1 =1

we can prove Inequality (2.9) by showing

k
P(n%su n >x | < l. 2.11
< up ;C & ~ (2.11)

To prove Inequality 2.11, we extend the proofs of Lemma 3-5, Theorem 5 in [31] and Theorem 1
in [99]. We focus on justify the condition that guarantees (2.11) according to [31].

Proof for (2.11). We begin the proof with three preliminary Lemmas. Lemmas 2.2.2-2.2.4 below
all come from Gamarnik and Goldberg [31]. And we refer readers who are interested in proofs to
Theorem 10.2 in [8], [119] (as they mentioned) and [31].

Lemma 2.2.2 (Lemma 3 in [31]). Suppose k < 0o, Xi,..., X} is a sequence of general random
variables, S; = Zgzl X; and My, = max;<y, |Sj|. Further suppose that there exist real numbers r > 2

and a > 0, and a sequence of non-negative numbers uy,...,ux s.t. for all0 <i < j <k andzx > 0,

P(1S; =Sl Zx)<a™ | >

<I<j
Then there exists a finite constant K, g, depending only on o and 3, s.t. for all x > 0,

2
P(Mp > x) < Kaygaf‘lo‘ Z U
0<I<k

Lemma 2.2.3 (Lemma 4 in [31]). For all r > 2, there exists C, < 0o (depending only on r) s.t. for
all rv. X satisfying E[X| = 0 and E[|X|"], if {Xi,i > 1} is a sequence of i.i.d. random variables
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distributed as X, then for all k > 1,

k T

>x

i=1

E < C k2 E[|X|] (2.12)

Lemma 2.2.4 (Lemma 5 in [31]). Let X denote any non-negative random variable s.t. E[X]| =
p=t € (0,00), and E[X"] < oo for some r > 2. Let {Z£(t),i > 1} denote a set of i.i.d. equilibrium
renewal processes with renewal distribution X. Then there exists Cx , < oo (depending only on X
and r) s.t. for allm > 1 and t > 0,

— punt

< Cx, (1+()%).

Now we begin to show (2.11). First, we notice that mean of (, j is negative for any finite k£ and

the mean approaches to zero as n increases, because

n — By/n+ o(y/n) B+o(1)

BlGua = 1= 5= 0 <0, and lim BlG] = lim — S0 =0. (213)
Then we show (2.11) as follows.
P <n ig%;gm > ;) P <chz > Y2 for some k)
—P (g (Cot — BlCad]) > ga: + \/ﬁk_ﬁw for some k>
< gp (lkl (Cna — E[Caa]) > ‘fx + \/;]_ﬁw for some k € [27, 2]'“])
< ip (;]1 (Cng — ElGn]) + stl}fflg;gﬂjji (Cnp — E[Cn]) > \;ﬁfﬂ + \/;]_525
< f%ﬂ» i (Gua — BlGul) > 2 | + 3P (W >~ (G~ Elcu) > 1xm3> (2.14)
= — =0

where the first inequality holds because that Zle Cn,y > 0 happens only for some finite k£ due to
(2.13), and the last inequality holds by (2.10). Here we define

Fny = (fnﬁ f”_ﬁw) (2.15)
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For further convenience, we define fnJ = (n,1 — E[¢ny] and rewrite (2.14) as

(n supzcnl>><]§;)l[” ng>xmd +ZP<12€5¥<§]ZCnl>IEmJ> (2.16)

According to Markov inequality, Lemma 2.2.3 and Lemma 2.2.4, both terms at the right-hand-side

are bounded as

Y ’Zz 1 Enl
> Gt > Fmg | € — b < G (VI) B[G (2.17)
ar A
I=1 m,j m,j
I E ‘Z{:H én,l
P < > G| > :z»:n,j> < A T <0y (\/ﬁ) (2.18)
l=i+1 m,j m,g
Combining 2.18 and Lemma 2.2.2 and letting o = 1 in Lemma 2.2.2, we have
v 1
P > <K (V) Bl ——. 2.19
(m ZCM m> 1 5 (2.19)

Define M, = (C,1 + K)E|(|" < o0, 7 = 2 + € where € > 0, and plug (2.15), (2.17) and (2.19)
into (2.16). Then we will have

) NG M., oo N \/27B —(2+¢)
1/2 = -
P(” ?Ji%;xp ) 23, <mf f—w) |
— e)
M, ([ Va ) o V2ig -
=7 Z:%(mﬁ +j§+1 Vi 28
M. \/» (24¢) n . 2n+16 —(2+e) oo o
2 ( a:) 22 (1+¢/2)j | (fvn —26) 22 (1+¢/2)j
M, |({mv2" vn/B—2\>*
<5 ( VR ) +(@> . (2.20)

_ 9\ 24¢
For any n > 0, we can choose ng satisfying <% 2)

choose z > m,/ % - */mM,/n so that the right hand side of (2.20) is bounded by n/m. O

< n/(mM,), and for any n > ng, we can

The proved Inequality (2.11) imply that the sequence of {Xmg(oo), n=12,.. } is tight, which
further implies that {Xé(oo), n=12,.. } is tight by Lemma 2.2.1. This concludes the proof of



Theorem 2.2.1.

2.3 Conclusion

In this chapter, we studied tightness of steady-state CLT-scaled the number of idle servers for
GI/GI/n/0 models in Haflin-Whitt regime. To prove the tightness for the loss model, we established
an auxiliary system through which the number of idle server for the loss queue equals the number
of waiting customers for a single-server queue. Then we show the tightness for that single-server
queue by extending innovative proof methods proposed in [31] and [99]. The auxiliary system could
be helpful on solving the tightness for other queueing systems such as GI/GI/n + GI and other

problems in queue networks.
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Chapter 3

Approximations for Heavily-Loaded

G/GI/n + GI Queues

3.1 Introduction

In this chapter we develop and evaluate new engineering approximation formulas for heavily-
loaded non-Markovian queueing systems with customer abandonment. Models that account for
customer abandonment from queue due to customer impatience have generated substantial interest
in recent years because of their application to call centers and other service systems. This has led
to renewed interest in the Markovian M /M /n + M Erlang-A model [32, 81, 115]. However, data
analysis from service systems has also shown that the distributions of the service and patience
times are often not nearly exponential [15]. Data analysis also has suggested that in some cases the
arrival process might not be well modeled by a Poisson process; see [6, 44, 54, 59, 125].

Thus, we focus on the stationary G/GI/n + GI queueing system, allowing a non-Poisson (and
even non-renewal) stationary arrival process (the G), independent and identically distributed (i.i.d.)
service times with a general distribution (the first GI), multiple (n) servers working in parallel,
unlimited waiting space, customer abandonment according to i.i.d. patience times with a general
distribution (the +GT) and the FCFS service discipline. We provide simple formulas to approximate
the mean, variance and distribution of important steady-state performance measures, including the
number of customers in the system, the number in queue and the waiting time (which we take to be
the potential waiting time, i.e., the time a potential arrival at time ¢ that is infinitely patient would
have to wait before starting service). We also give formulas to approximate important steady-state
probabilities, including probability of abandonment (P?), the time-averaged probability of delay
(P?%) and customer-averaged probability of delay (P%®). It is worthy to mention that time-averaged
probability of delay equal to customer-averaged probability only in queues with Markovian arrivals,

and such a feature is called Poisson Arrivals See Time Average (PASTA). In general queueing
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systems having GI arrivals, they are not identical but the difference is little.

The stationary G/GI/n + GI queueing model has several model elements. Even the basic
M /M /n+ M Erlang-A model has four parameters: the arrival rate A, the individual service rate p,
the number of servers n and the abandonment rate . Without loss of generality (by choosing units
to measure time), we can let ;1 = 1 so that there is the parameter triple (A, n,6) or equivalently
(p,n,0), with p = \/nu = A/n being the traffic intensity. In addition, the stationary G/GI/n+ GI

queueing model has a general service-time cdf G with mean !

, a general patience-time cdf F
with mean #~! and a general stationary arrival process with rate ), allowing complex dependence
among interarrival times. We develop performance approximations for that general G/GI/n + GI
model and we conduct extensive experiments to study how all its model elements affect (i) the
performance of the system and (ii) the accuracy of the proposed approximations. We summarize

our conclusions in §3.10.

3.1.1 A Basis in Many-Server Heavy-Traffic Limits

We primarily base these new engineering approximations on the MSHT FCLT for the time-
varying non-Markovian G;/M /n; + GI queueing model in [77], with Gaussian process limits, but
we also draw on the MSHT FWLLN for the more general time-varying G;/GI/n; + GI queueing
model in [74, 75, 117], yielding deterministic fluid limits. Scaled fluid limits appear as centering
terms in the FCLT and so provide the mean values of the resulting Gaussian approximations. These
MSHT limits apply to the stationary G/GI/n 4+ GI model as a special case. In this chapter we
investigate the quality of those approximations and develop heuristic refinements that are more
effective.

For service systems, there is strong motivation for the time-varying feature, because service
systems typically have arrival rates that vary strongly by the time of day. Nevertheless, what we
do here still has significant relevance for service systems because stationary models often can be
applied when the service times are relatively short, as in most call centers. With short service times,
stationary models can be used in a nonstationary way via the pointwise stationary approximation
[35, 105], as reviewed in [34]. Indeed, that is the common approach used to staff service systems in
practice.

The MSHT limits indicate when the approximations should be effective. Because MSHT limits
involve letting the arrival rate and number of servers grow without bound, we expect the approx-
imations to be more effective with large scale. Hence, our base case has n = 100 servers, but we
also find that the approximations are quite effective for smaller scale, e.g., n = 20, 10 and 5.

The MSHT limits for the time-varying non-Markovian G;/M /ny + GI model in [77] are for sys-
tems with a continuous time-varying arrival-rate function that makes the system alternate between

overloaded (OL) intervals, where we locally have p > 1, and underloaded (UL) intervals, where
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we locally have p < 1, without being critically loaded (CL), where we locally have p ~ 1, over a
positive interval. That limit yields one-sided approximations in each of the OL and UL intervls.
Nevertheless, simulation experiments showed that the approximations are remarkably effective for
difficult time-varying systems that are mostly not nearly critically loaded. However, for stationary
models, these MSHT limits hold only for OL models with p > 1 or UL models with p < 1. More-
over, only the OL approximations are effective for the queue length and waiting time processes. For
that reason, the approximations in this chapter are only for heavily loaded models. We do provide
information about the corresponding (less useful) approximations for UL systems in §3.8 and in
the appendix [78].

We investigate the direct application of the MSHT Gaussian process limit in [77], but we
find that the direct approximations are ineffective when the traffic intensity p is near 1. Thus,
a significant contribution here is to develop effective heuristic refinements. We conduct extensive
simulation experiments investigating when these approximations are effective. We find that the
effectiveness of the refined Gaussian approximations for heavily loaded models primarily depends
on two parameters: the traffic intensity p and the abandonment rate 6. Assuming that the scale
(which is characterized by the relevant number of servers n) is not too small, we find that the
refined approximations are effective roughly for p > 1.02 and 6 < 2.0. Since our approximations
tend to work better when the system is heavily loaded, the quality of the approximations tends
to improve as p increases and as 6 decreases. We also find that our approximations are relatively
robust to the variability in the arrival process, service times and patience times, in a reasonable
range.

Even though we focus on heavily loaded models with p > 1, as observed previously, e.g. [107,
117], these are practical cases that often occur in practice, because the abandonment always keeps
the system stable. (For example, see the M/M/n + M base case with p = 1.05 in Table 3.2. The
steady-state mean number in system and abandonment probabilities are representative of what is
often seen in practice.) For these cases, the proposed approximations not only cover general non-
Markovian models, but the accuracy of the approximations and simplicity of the formulas makes
the proposed approximations attractive alternatives even for the Markovian M /M /n+ M Erlang-A
model, as in [32, 81]; e.g., for quick approximations of OL models it may not be necessary to solve
any birth-and-death equations.

From the range of abandonment rates 6, it should be evident that we are only considering
models with abandonment, and only at a typical level; we are not considering the G/G/n/0 loss
model or the G/G/n/oo delay model, which already have been quite extensively studied, e.g., see
[69, 114, 112] and references therein. While the proposed approximations should be useful, they are
far from universal approximations; we are not claiming that the approximations apply to all multi-
server queueing models. To appreciate the limitations, recall that the waiting time distribution in

M/M/n queue and G/GI/n generalizations has an exponential tail [38], unlike the much more
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rapidly decaying tails of our Gaussian approximations, which arise because of the abandonment.
The nice Gaussian approximations here can be understood as a generalization of exact results for
the M /M /n+ M model that hold when 6 = p, where p is the individual service rate. As discussed
in §6 of [28], for that special parameter choice, the number in system has the same structure as
in the associated M /M /oo infinite-server model, so that the steady-state distribution is exactly
Poisson, which is approximately Gaussian provided that the arrival rate is not too small. Limit
theorems supporting such Gaussian approximations for the M /M /oo model go back to [48] and

there has been much work since then. The limits in [77] can be viewed as generalizations.

3.1.2 Overview of the Proposed Approach

We now give a brief overview of our approach. We start by applying the MSHT limits to generate
a Gaussian approximation for the number of customers in the system. Unfolding the limit in the
usual way, we obtain a direct approximation for the total number of customers in the system at
time ¢, X,,(t), as

Xa(t) ~ nX (1) + VaX (t) £ N(nX(t),n0% (1)), (3.1)

where X is the fluid approximation analyzed directly in [74] and obtained as a limit in the MSHT
FWLLN in [75], while X is a zero-mean Gaussian process with variance a?( (t) = Var(X(t)) obtained
from the MSHT FCLT in [77] (which assumes M service), and NV'(m, 0?) denotes a Gaussian random
variable with mean m and variance 2. To obtain associated approximations for the steady-state
variable, denoted by X,,(c0), we take the direct approach and simply let ¢ — oo in (3.1) and obtain

X (o0) &~ nX(c0) + v/nX (c0) 4 N(nX(c0), nai(oo)) (3.2)

Of course, the associated number in queue satisfies Q,(t) = (X, (t) — n)T, where (a)* =
max {a,0} and = denotes equality by definition, but if p > 1, then its MSHT limit holds without
that truncation. If p > 1, then X (co) > 1 in (3.2), so that the direct MSHT limit for the number

in queue yields
Qn(00) = n(X(c0) — 1) + v/nX (00, (3.3)

without any truncation. That makes the approximation have P(Q,(c0) < 0) > 0, even though that
is not possible. Similarly, the direct approximation allows P(By,(c0) > n) > 0, where B, (c0) is the
steady-state number in service, even though that is not possible. As a consequence, these direct
MSHT approximations produce probability distributions in regions that cannot occur. Moreover,

this defect can seriously degrade the approximations; e.g., see Table 3.2.
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Because these direct Gaussian approximations are ineffective except when the system is signif-
icantly OL or UL, e.g., when p > 1.2, we investigate a simple refinement based on truncation that
was proposed in (1.2) of [77], but never tested; indeed that is the purpose of the present chapter.
As in (1.2) of [77], the first step is to make the obvious refinement for the queue length, letting

Qn(0) = (X, (00) — )t ~ (nX(00) + vnX (c0) —n)T. (3.4)
Similarly, we let the number in service be
Bp(o0) = Xp(00) An & (nX (00) + v/nX(00) An,

where a A b = min{a,b}. We call these approximations based on the FCLT for the G/M/n + GI
model in [77] the truncated Gaussian approzimations (TGAs); see §3.3 for the details. In this
chapter we show that the approximations based on the MSHT limit plus this simple truncation

refinement are remarkably effective for OL models.

3.1.3 Related Literature

There are two streams of important related work. The first stream is the literature on MSHT
limits, starting with models without abandonment in [48, 38] and then continuing with stationary
models with abandonment [20, 19, 32, 43, 55, 94], and then time-varying Markov models in [80]
and non-Markovian models in [74, 75, 77]; we refer to those papers for further discussion of the
MSHT literature.

The second stream is the literature on exact results and approximations for the M/GI/n+ GI
model [7, 13, 14, 123]. The exact results for the M /M /n+ GI model in [123] led to further studies
that provided better understanding, such as [83]. However, exact results for the M/GI/n + GI
model with non-exponential service remains an important open problem. Approximations for the
M/GI/n+ GI model were developed in [107]. As we have confirmed in our simulation experiments,
these approximations in [107] are remarkably effective, but they are substantially more compli-
cated, requiring approximation by a state-dependent M /M /s + M (n) model and then a numerical
algorithm.

A main conclusion in [107, 117] was that the steady state performance of the M/GI/n + GI
model tends to be nearly insensitive to the service-time distribution beyond its mean. Our experi-
ments confirm that conclusion for the performance measures considered, but not for all performance
measures. In particular, our simulations show that the mean values of the steady-state queue length
and waiting time have this near-insensitivity property, but the variance and distribution do not;
they depend significantly on the service-time distribution beyond its mean. Moreover, the simula-

tions show that the new approximations of these quantities for the M/GI/n + GI model with a
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non-exponential service times are effective; e.g., see Tables 3.7 and 3.8. Since the limit in [77] is
only for the Gy/M/s; + GI model, with exponential service times, our approximation in this step is
only heuristic. It does follow from a natural modification to account for GI service, but it remains
to be better justified theoretically.

Refinements to the direct MSHT approximations for the time-varying Markovian M;/M/s;+ M
model in [80] have also been developed by [86]. These Gaussian and skewness closure approxima-
tions are remarkably effective, even for critically loaded models, but so far they are restricted to

Markovian models.

3.1.4 Organization of the Chapter

In §3.2 we give a brief review of the heavy-traffic limits which are the building blocks for our
approximations. In §3.3 we develop the TGA formulas for the GI/GI/n + GI queueing systems.
In §8§3.4-3.7 we present results of numerical examples to test the performance of the Gaussian
approximations: In §3.4 we consider the Markovian M /M /n + M model; in §3.5 we consider the
extensions to non-M arrival processes and non-M patience distributions; in §3.6 we consider the
extension to non-M service; and in §3.7 we consider examples with fewer servers and a corresponding
lower arrival rate.

We provide additional supporting material in §§3.8-3.9. In §3.8 we give examples exposing the
limitations of the approximations. In §3.8.1 and §3.8.2 we compare our approximations to previous
approximations developed by Whitt [107] and Reed and Tezcan [94]; these tend to perform better in
the QED regime. In §3.8.3 we expose the limitations of the approximations for UL models. In §3.9
we elaborate on the simulation methodology. We draw conclusions in §3.10. We present additional
material in an appendix [78], which is available as supporting information on the journal and author

web pages.

3.2 The Many-Server Heavy-Traffic Limits for Stationary Models

The MSHT limits are obtained by considering a sequence of stationary queueing models indexed
by the integers n. In the n'" model, there are s, = [ns] servers and the arrival rate is \,, = n\, where
A is the base arrival rate. (The scaling factor becomes the number of servers when we let s = 1.)
The service times and patience times are unscaled; they are assumed to come from independent
sequences of i.i.d. random variables with cumulative distribution functions (cdfs) G and F' with
means F[S] =1/u =1 and E[A] = 1/6 and finite second moments. Let f and F be the probability
density function (pdf) and complementary cumulative distribution function (ccdf) of F; and let G
be the cedf of G. Thus the traffic intensity is p, = A\p/spp = A/su = p for all n.
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The arrival process N, () is assumed to satisfy a FCLT
(No(t) —nAt) /vV/n=cB(t) inD asn— oo, (3.5)

where B is a standard Brownian motion (BM), ¢y > 0 is a variability parameter, = denotes
weak convergence and D denotes the space of right-continuous functions that have left limits; see
[8, 77, 113] for details.

Let Q,(t) and B,(t) to be the number of customers waiting in queue and in service at time
t. Let X,,(t) = Qn(t) + Bn(t) be the total number in the system. Let W, (¢) and V,,(¢) to be the
head-of-line waiting time (the elapsed waiting time of the head-of-line customer if there is any) and
the potential waiting time at time ¢ (the waiting time of an infinitely patient arrival at time ¢ if
there were an arrival at that time). We next review the MSHT FWLLN and FCLT limits for the

stationary model, which are the building blocks for our Gaussian approximations.

3.2.1 The FWLLN Yielding Fluid Limits for the G/GI/n + GI Queue

Let the LLN-scaled processes be

% =220 0 0= 9D g =B g S and V) = Vi),

The waiting times need no spatial scaling because the service-time and patience-time cdf’s are not

scaled. By Theorem 1 in [75], we have the joint convergence for the LLN-scaled functions

(Xn7Qn7Bn7Wn7Vn) :> (X7Q,B,'LU,'U)7 in D57 (36)

where the limit is a vector of deterministic functions, specified in [117, 74]. We next summarize the

steady state performance.

Theorem 3.2.1 (Theorem 3.1 in [117] and Theorem 4.1 in [73]). The stationary fluid model with ca-
pacity s arising as the MSHT FWLLN limit of stationary G/GI /n+GI model with s,, servers has a
steady state characterized by the deterministic vector (b(oo), (o), B(00), Q(00), X (00), w(c0), v(00))
in R7, where X (00) = B(oco) + Q(c0) and the other variables depend on the value of the traffic in-
tensity p = N/sp = A/s .

(a) If p < 1, then for x >0,

B(oo) = /OOO b(x)dr =sp, blx)=AG(x), Q(x)= /000 q(z) dx = w(oo) = v(o0) = gq(z) = 0.
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(b) If p> 1, then

B(x) = /Ooo b(x)de =35, b(z)=suG(z) for x>0,

v(00) = w(oo) = F~! (1 — ;) , q(x) =AF(z) for 0<z <w(co),

Q(o0) = /0 " (@) dz = A /0 e F(z)de.

3.2.2 The FCLT Yielding Gaussian limits for the G/M/n + GI Queue

As in [77], we now restrict to the G/M/n + GI model having M service. To provide the FCLT
limits, let the CLT-scaled processes be

Xo(t) = W Ont) = CMt)\—ﬁ:”LQ(t) Bo(t) = BM”%’LB’(@’
W (t) = Vi (Wa(t) —w(t)),  Va(t) = vr(Va(t) = v(t)), (3.7)

where n is the number of servers, while X (), Q(t), B(t), w(t) and v(t) are the deterministic limit
functions in (4.3), i.e., the deterministic fluid functions in [74]. The FCLT follows directly from the
FCLT for the time-varying G¢/M/s; + GI model (Theorems 4.2 and 5.1 in [77]) by simply letting
A(t) = X and s(t) = s.

Theorem 3.2.2 (MSHT FCLT limits for the G/M/n + GI queues). Consider the sequence of
G/M/n + GI queueing models having s, servers. Under reqularity conditions in [77], including

appropriate initial convergence at time 0,

A~

(XmBQOWn,Vn> = (X,B,Q,W,V> inD® asn — oo.

(a) When p < 1, i.e. in an underloaded (UL) interval, Q=W=V=0, and B ix satisfies the
stochastic differential equation (SDE)

dX (t) = —pX (t)dt + /SN + pX (t)dB(t),

where B is a standard Brownian motion, so that X(t) is a Gaussian process with

2 = CQ— t72 —Uu U t7 —Uu U.
o2 = (& 1)/0G(t JAd +/OG(t JAd
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0
3 t

W(t) = tO+Z/Htu (u)
—' Jo

~ W (t+ v(t)

YO = T o)

where By = By, By = Bs and Bs = B, are independent standard BMs, that are the FCLT limits of
the scaled arrival process (the subscript “N”), service process (the subscript “s”) and abandonment

process (the subscript “a”). Both X (t) and W (t) are zero mean Gaussian processes with variance

process
t A
o2 (1) = / H(t,u) P(u)du + H2(,0) Var (W(0)) (3.8)
0
o%(t) = /t AF(t—u) (3 —1)F(t—u)+1)du
t—w(t)
AR (w(t))od () + Var (X(O)) (Fu(®)?. (3.9)
Finally, H(t,u), I;(t), K;(t) are deterministic analytic functions given by

H(t,u) = exp { ut h(v)dv} = exp { ut md”} _ ey ).

AF(w(u))b(u,0 AF(w(oo))s _
0= S~ P~
B b(u,0) B Sp
B0 = B o) ~ ¥ ~ ™
 P(w()b(w,0) _ Flw(oo)sy
I32(t) ZIORTI) A2 F2(w(c0)) =(p—-1/A
2 -1
P0) = 10+ 1) + 130) = 2= *?

Kl(t?u) (t u \/ ]l{t w(t)u<t} +q t w \/ Il I[{O<u<t w(t)}s
KQ(t,’LL) == b(t,O) 5( )H(t,U),

U)F(t - U)F(t - u)]l{t—w( t)<u<t}

)V A(u) I3(L H(t, L™ (u) Locu<i—w()}

=

=~

£

1

|
<
,\,><
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L) - F(w(u))b(u,0)  exF(w(co))sp L) = — Flw(u)b(u,0)  F(w(oo))sp
)

q(u, w(u))  AF(w(c0)) q(u, w(u)) AEF(w(o0))

L(t) =t —w(c0), A(t) = At and 14 is an indicator random variable of A.
We next provide steady-state distribution for the FCLT limits of the G/M /n 4+ GI model.

Theorem 3.2.3 (Steady-state of the MSHT FCLT limit of G/M/n+ GI queues). The steady-state
of the Gaussian process arising in the MSHT FCLT limit for the sequence of G/M/n+ GI models

with s, servers in model n is given by the vector (Q(oc), B(c0), X (00), W (00), V(c0)) specified be-
low:

(a) If p <1, then

Q(00) = W(oo) = V(o0) =0 and B(oo) = X(00) £ N (0,0%),
where the variance s
o2 = N — 1) /OO G2(u)du + )\/OO Glu)du (3.10)
0 0
(b) If p > 1, then
Q(o0) £ X(00) TN (0,0%), B(oo) =0, W(oo) £ V(o0) £ N(0,0%),
where the variances are
2 1 ) w(oo) B
oty = W and % = (us)’od, + )\/0 F(u) (1+ (c3 — 1)F(u)) du, (3.11)

with w(oo) being the steady-state fluid waiting time in the OL case, given in Theorem 4.1.1.

Proof. Because the limit process is a zero-mean Gaussian process, it suffices to show that the
variances converge as t — oo. In particular, it suffices to show that o3, (t) — 0, and 0% (t) — 0%

as — 00. That is easy to check in underloaded interval, thus we focus on the limit in the overloaded
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interval.

t
oy = tlgn o3 (t) = tli)m (/ I?(u) - H(t,u)du + H2(t,O)Var(W(O))>
o o 0
2 _1)pt 42 [t 2w, 2/ (w(o0)) .
= lim ((CA )+ /e Fuoo) )du+e F<w<oo))tvar(w(())))
t—o00 us 0
Fw(eo)) (A-1p " +2 _ (-1 +2
2f(w(eo) g 2us? Fw(o0))

where the last equality holds because F(w(co)) = 1/p. Inserting it to (4.7), we get the remaining

limit
0% = lim ok () = lim Var (X(O)) (Ful®)® + lim X F2(w()of (1)
+ lim t AE(t—s)((c —1)F(t—s)+1)ds

t—o00 t—w(t)

w(t) _ _
= (\/p)od + tllréloA/(J F(u) (¢} — 1)F(u) +1) du

w(o0) _
= (us)?ody + )\/ F(u) ((c?\ —1)F(u) + 1) du,
0

where lim; o, F(w(t)) = F(w(o0)) = 1/p, limy_,, Var (X(O)) . (Fw(t))2 = 0 since F(t) — 0 as
t — oo but Var (X(O)) is bounded.

Full convergence of the multivariate Gaussian distribution in R® requires convergence of the
pairwise covariances too. That also follows from the representation in Theorem 4.1.2, but we omit

the details, because we will not be applying that. ]

Remark 3.2.1 (Interchange of the two limits). Our MSHT approximation is based on an iterated
limit in which first n — oo and then ¢ — oo, but we need the iterated limit in the other order. As
often is done in MSHT approximations, we are assuming without proof that a limit interchange is
valid, in particular,

lim X(t) = lim lim X,(t) = lim lim X, () = lim X, (cc). (3.12)

t—00 t—00 Nn—00 n—00 t—00 n—o00

We conjecture that (3.12) holds for the G/GI/n+GI model under mild regularity conditions, if any.
For the more elementary M /M /n, M/M/n+ M and M /M /n+ GI models, that limit interchange
was proved in [38, 32, 123].

Remark 3.2.2 (The underloaded case). The MSHT limits above are relatively elementary in the
underloaded case with p < 1. In that case the results reduce to corresponding infinite-server results
in [89] and references there, as shown for the M /M /n model in [48].
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3.3 The Steady-State Gaussian Approximations

In this section, we develop the Gaussian approximation formulas for the steady-state distribution
of the stationary G/GI /n+GI model. Henceforth, we focus on steady-state random variables and no
longer discuss stochastic processes. Thus, for simplicity, we omit the time argument ¢, which would
become oo in steady state; i.e., we let @),, denote the steady-state queue length in model n with
sn servers and we let Q and Q denote the steady-state of the fluid and FCLT limits, respectively,
and similarly for the other variables. (Previously, these were denoted by Q,,(c0), Q(00) and Q(cc).)
Since the steady-state head-of-line waiting time W,, and potential waiting time V,, should coincide,
as do the limits in Theorem 4.1.1 (b) and Theorem 3.2.3 (b), we henceforth use only the notion
Wi, w and W for the waiting time (instead of W, (c0), V;,(00), w(o0), v(c0), W (o) and V(c0)).

We start in §3.3.1 with direct Gaussian approximations (DGA) and then turn to the basic
truncation refinement TGA for the G/M /n+GI model in §3.3.2. Afterwards, in §3.3.3 we generalize
TGA from M service to GI service, which we refer to as TGA-G.

3.3.1 Direct Gaussian Approximations

The most straightforward performance approximation is a direct application of the steady-state
of the deterministic fluid and the zero-mean Gaussian limits. We we use superscript “DGA” to

denote these approximations, which are

X, ~ XP¢ = pX +/nX, (3.13)

B, ~ BP¢4 = nB+nB, QP%=nQ+nQ, (3.14)
1 .

W, =~ WPGA = w4+ —W, (3.15)

NZD

where X, B, () and w are given in Theorem 4.1.1 and X, B, Q and W are given in Theorem 3.2.3.
(Recall that we have eliminated the infinite time argument from the steady-state quantities given
in Theorems 4.1.1 and 3.2.3.)

In addition to approximating means and variances, defined in the obvious direct way, we have

associated approximations for the P¢ and P®, namely,

P!~ piCx PRGAR) =P (WEGA >0) and (3.16)
P* =~ PYGA(n) =P (WPGA > 4), (3.17)

where A is a generic independent patience time.
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3.3.2 Truncated Gaussian Approximations

It is natural to refine the DGA approximations by truncation because Q, = (X, — s,,)" and
B, = (X, A sp)T, where at is max{0,a} and a A b = min{a, b}. Thus, our TGA approximations
for @, and B,, are

2D ox

. +
QLA = (xPoA ns)Jr =nox <X + \/E(X_S)> = Vnox (ZV —ax(n))+n(X — s),

BIGA = (XnDGA A ns)+ =/nox <(Z A —ax(n))+ ;/)?X>+, (3.18)

where Z is a standard Gaussian random variable, ox is given in (3.11), and
ax(n) =+vn(X —s)/ox. (3.19)

In the same spirit, we truncate the DGAs for waiting times (3.15) to obtain their TGAs.

NN
W
WIGA — yTGA — (WwPeA)T = <w + \/ﬁ> =w+ % (ZV—aw(n)), (3:20)

where oy is given in (3.11) and
aw(n) = vVnw/ow. (3.21)

The means, variances and distributions are then approximated in the obvious way. The formulas

can be conveniently expressed as functions of the standard normal ccdf ® and pdf ¢ via

¢(aw(n))> 7

aw (n)

w
NG
Var(VT44) = Var(w + %

E[VI¢4] = Blw + (ZV —aw(n))] =w (@(aw(n)) +

(ZV —aw(n))),

_ (aw(n)ow)? L\ G () - Slaw@)  (dlaw®m)) & ?
- (ol (14 s ) ey () — 2 D) (D) >>)],
TGAl _ Rp(X — 5) 4+ 2X —ax(n))] =n(X —s ax(n #lax(n))
BIQEC) = Bfn(X — 5) + X (2 v —ax(m)] = n(X — ) (#(ax(m) + XXV ).
Var(QT64) = Var(n(X — s) + % (ZV —ax(n)))
I Y g Gax(m)  (dlax() 5o N2
= nlox()rx)? | (14 s ) Blax(o) — A2 (A0 o >>>],

where aw (n) and ax(n) are given in (3.21) and (3.19).
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The P4, P4 and P® are natural analogs of (3.16) and (3.17), i.e.,

P!~ P~ PLGA(n) =P (W19 > 0) —P(w( z +1> >0>
= @ (-aw(n)), (3.22)

P ~ Pi%%m)=P(WI%>A4) =P <w (GWZ;H) - 1) > A>

- /OOO & (aW(n) (% - 1)) F(z)dz, (3.23)

where f is the pdf of the patience time, as before.

Notice that several of the TGA approximations coincide with their DGA counterparts, i.e.,
(XTOA BIXTCA), Var(XTOA), PEOA(n), PEOA(m)) = (XD, BIX PO, Var(XPOA), PROA (), PROA(n)

3.3.3 The Refinement for Non-Exponential Service: TGA-G

Recall that both DGAs and TGAs are developed based on Theorems 4.1.2 and 3.2.3 for the
G/M/n + GI queue. However, the form of the limit in 3.2.3 allows us to identify the impact of
the service process. In particular, we see that the three sources of variability — the arrival process,
service times and patience times — produce identifiable impacts on the limiting Gaussian processes
through three independent Brownian motions. Thus, even though the impact of the service process
is complicated, we can exploit this separability to see how to introduce a good candidate heuristic
approximation.

First, for the OL model, where asymptotically all servers are busy all the time, we can act as
if the servers are continuously busy. Because of the assumed exponential service time distribution,
the approximating service-completion process is a Poisson process with rate us(t), which yields a
Brownian FCLT limit, corresponding to the BM By = B in Theorem 4.1.2 (See Theorem 4.2 in
[77] for details; also see (4.5) and (6.64) there). When service becomes GI, and when the servers
are all busy, the service process is the superposition of i.i.d. renewal processes. Because the number
of servers n grows in the limit, that superposition departure process is complicated, as discussed in
§9.8 of [113]. However, one candidate approximation is to act as if n is fixed. Then the departure
process again satisfies a FCLT with a Brownian motion limit, but with the prefactor ¢, just as if
the service process were a single renewal process with ¢2 being the squared coefficient of variation
(SCV, variance divided by the square of the mean) of the time between renewals; see §9.4 of [113].

Consequently, in our heuristic approximation we capture the nonexponential service distribution

by scaling the BM By by adding the prefactor cs. That leads to replacing the “1” by “cs” in the
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numerator of (3.11), yielding

2
2 (cx =1+ (cs+1p
o = . (3.24)
We 2psp? f (w)
By replacing oy by ow,, in (3.11), (3.18)—(3.20), we obtain TGA-G. It is significant that TGA-G

reduces to TGA when service is M, for which ¢ = 1.

3.4 Evaluating the Gaussian Approximations for Markov Models

Since the Markovian M /M /n + M model is relatively tractable, we primarily want to develop
effective approximations for other non-Markov G/GI/n+ GI models. Nevertheless, it is convenient
to start examining the proposed Gaussian approximations by making comparisons with exact nu-
merical results for the M /M /n + M model because numerical algorithms are readily available. A
minimum requirement for our proposed approximations is that they perform well for this basic
model.

Hence, we start evaluating the proposed approximations in this section by comparing with exact
numerical results for M /M /n+ M model. For that purpose, we use the numerical algorithm in [107].
That algorithm was developed to treat the more general M/GI/n+ GI model by approximating it
by the Markovian M /M /n + M(n) model with state-dependent abandonment rate, but it applies
to the M/M/n + M model as a special case. That model includes a finite waiting room; we let it
be so large that it does not affect the formulas.

Our base case has n = 100 servers, but we also examine smaller systems later. For the overloaded
systems of primary interest, we considered a range of traffic intensities from p = 1.5 down to 1.001.
The case p = 1.5 is so overloaded that there is little need for truncation, so that the TGA and
DGA approximations nearly coincide, and the performance is very good; see Table A.1 in the
appendix. We thus start by showing the experimental results for p = 1.2 with abandonment rates
0.1 <6 <4.01in Table 3.1, where M (m) refers to an exponential distribution with mean m. For the
lower three abandonments rates (6 < 0.5), the system is still highly heavily loaded. For these two
cases in Table 3.1, TGA and DGA are quite close with all errors less than 1%. However, otherwise
we see that TGA provides significant improvement.

We regard the case p = 1.2 as quite heavily loaded, much more in the ED heavy-traffic regime
than the QED regime. Hence, we primarily focus on models with lower traffic intensities. For the
traffic intensity, we regard p = 1.05 as our base case; it corresponds to levels often encountered in
practice. Moreover, for n = 100 and p = 1.05, the system is operating in the more practical QED
regime, which can be characterized by the quality-of-service (QoS) parameter 5 = (1—p)y/n = —0.5;
see [38, 32]. Table 3.2 shows the main performance measures for six abandonment rates with
0.1 < 6 < 4.0. Table 3.2 shows that DGA performs poorly in this case, but TGA provides dramatic
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improvement, having all errors in the means E[Q] and E[W] and variances Var(Q) and Var(W)
less than 10% for 0 < 2.0.

As indicated earlier, we find good performance for § < 2.0. For § = 0.1 and 0.25 with (n, p) =
(100, 1.05), the maximum percentage error among the means E[X], E[Q], E[W] and the probabilities
P?% and P° for TGA was 7%. On the other hand, Table A.4 shows that the performance of TGA
degrades for # = 4 and 10, but then the high abandonment rate makes the system far from being
overloaded; e.g., E[Q] = 1.47 and E[W] = 0.017 for 6 = 4.

Most of the rest of this chapter is devoted to showing that the good results in Table 3.2 extend
to a wide class of models and parameters. We illustrate in Figures 3.1-3.3, which graphically show
the performance for the M /M /n+ M model as a function of p and 6. Figures 3.1 and 3.2 show the
performance as a function of p for two values of 0: 0.5 to 2.0. Figure 3.3 shows the performance as

a function of 8 for p = 1.05.

TGA relative error

Figure 3.1: The relative error in the approximations of six performance measures as a function of
the traffic intensity p for 1.001 < p < 1.500 (with p— 1 in log scale) in the M (1/100p)/M (1)/100 +
M (2.0) model with abandonment rate 6 = 0.5.
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TGA relative error

Traffic Intensity

Figure 3.2: The relative error in the approximations of six performance measures as a func-
tion of the traffic intensity p for 1.001 < p < 1.500 (with (with p — 1 in log scale) in the
M(1/100p)/M (1)/100 + M (0.5) model with abandonment rate 6 = 2.0.
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Figure 3.3: The relative error in the approximations of six performance measures as a function of
the abandonment rate 6 for 0.01 < # < 4.00 (with 6 in log scale) in the M (1/105)/M(1)/100 +

M (1/0) model having traffic intensity p = 1.05.
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Table 3.1:

A comparison of the TGA and DGA approximations to exact numerical values in
M(A\"1Y)/M(1)/100 + M(6~1) model with A = 100p and p = 1.2 for six values of 8, 0.10 < 6 < 4.00.

6=0.1 6 =0.25 6=0.5
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 3.00E+42 3.00E42 same 1.80E+2 1.80E+2 same 1.40E+2 1.40E42 same
rel. err. 0% 0% 0%
Var(X) 1.20E+3 1.20E+3 same 4.80E+2 4.80E+2 same 2.39E+2 2.40E+2 same
rel. err. 0% 0% 0%
E[Q] 2.00E+2 2.00E+2 2.00E+2 8.00E+1 7.99E+1 7.99E+1 4.00E+1 3.99E+1 3.99E+1
rel. err. 0% 0% 0% 0% 0% 0%
Var(Q) 1.20E+43 1.20E4-3 1.20E43 4.80E+2 4.80E4-2 4.80E4-2 2.38E+2 2.40E+2 2.38E+2
rel. err. 0% 0% 0% 0% 1% 0%
E[W] 1.83E40 1.82E4-0 1.82E4-0 7.34E-1 7.29E-1 7.29E-1 3.70E-1 3.65E-1 3.65E-1
rel. err. 0% 0% 1% 1% 1% 1%
Var(W) 1.00E-1 1.00E-1 1.00E-1 4.00E-2 4.00E-2 4.00E-2 1.99E-2 2.00E-2 1.98E-2
rel. err. 0% 0% 0% 0% 1% 0%
pd 1.00E4+-0 1.00E4+0 same 1.00E+0 1.00E+0 same 9.97E-1 9.95E-1 same
rel. err. 0% 0% 0%
Pe 1.67E-1 1.66E-1 same 1.67E-1 1.66E-1 same 1.67E-1 1.65E-1 same
rel. err. 0% 1% 1%

6=1 0 =2 6=4
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 1.20E4-2 1.20E42 same 1.10E42 1.10E42 same 1.04E42 1.05E42 same
rel. err. 0% 0% 1%
Var(X) 1.20E42 1.20E42 same 6.35E+1 5.99E+1 same 3.76E+1 2.99E+1 same
rel. err. 0% 6% 20%
E[Q] 2.01E+1 1.98E+1 2.00E+1 1.02E+41 9.86E+0 1.02E+1 5.22E40 4.92E40 5.47E40
rel. err. 1% 1% 3% 0% 6% 5%
Var(Q) 1.14E42 1.20E+42 1.13E+42 5.22E+1 5.99E+1 5.00E+1 2.29E+1 2.99E+1 2.14E+1
rel. err. 5% 1% 15% 4% 31% 7%
E[W] 1.88E-1 1.82E-1 1.83E-1 9.76E-2 9.10E-2 9.43E-2 5.17E-2 4.60E-2 5.09E-2
rel. err. 3% 3% 7% 3% 11% 2%
Var(W) 9.61E-3 1.00E-2 9.40E-3 4.48E-3 5.00E-3 4.19E-3 2.04E-3 2.50E-3 1.81E-3
rel. err. 4% 2% 11% 7% 23% 11%
pe 9.72E-1 9.66E-1 same 9.06E-1 9.01E-1 same 8.01E-1 8.21E-1 same
rel. err. 1% 1% 2%
P* 1.68E-1 1.64E-1 same 1.70E-1 1.65E-1 same 1.74E-1 1.73E-1 same
rel. err. 2% 3% 1%
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Table 3.2: A comparison of the TGA and DGA approximations to exact numerical values in
MA\~Y)/M(1)/100 + M(6~1) model with A = 100p and p = 1.05 for six values of 8, 0.10 < 6 < 4.00.

6=0.1 6 =0.25 6 =0.5
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 1.52E42 1.50E+2 same 1.22E42 1.20E+2 same 1.11E+42 1.10E42 same
rel. err. 1% 2% 1%
Var(X) 9.25E+2 1.05E+3 same 3.4TE+2 4.20E+2 same 1.81E+2 2.10E+2 same
rel. err. 16% 21% 16%
E[Q] 5.22E+1 4.99E+1 5.08E+1 2.30E+1 1.99E+1 2.17E+1 1.27E+1 9.94E40 1.21E+1
rel. err. 4% 2% 14% 6% 22% 5%
Var(Q) 8.99E+2 1.05E+3 9.41E+42 3.05E+2 4.20E42 3.11E+2 1.35E+2 2.10E+2 1.33E42
rel. err. 19% % 37% 2% 56% 1%
E[W] 5.14E-1 4.88E-1 4.96E-1 2.29E-1 1.95E-1 2.12E-1 1.28E-1 9.80E-2 1.18E-1
rel. err. 5% 3% 15% 8% 23% 7%
Var(W) 8.59E-2 1.00E-1 8.97E-2 2.93E-2 4.00E-2 2.97E-2 1.31E-2 2.00E-2 1.27E-2
rel. err. 19% % 36% 1% 53% 3%
pd 9.67E-1 9.39E-1 same 8.90E-1 8.35E-1 same 8.03E-1 7.56E-1 same
rel. err. 3% 6% 6%
pe 4.97E-2 4.80E-2 same 5.47E-2 5.09E-2 same 6.04E-2 5.75E-2 same
rel. err. 4% 7% 5%

=1 0 =2 6 =4
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 1.056E+42 1.05E+42 same 1.01E42 1.02E+2 same 9.86E+1 1.01E42 same
rel. err. 0% 1% 3%
Var(X) 1.05E42 1.05E42 same 6.85E4+1 5.24E+1 same 5.00E+1 2.61E+1 same
rel. err. 0% 23% 48%
E[Q] 7.03E+40 4.92E+0 7.01E40 3.88E+0 2.36E+0 4.22E4-0 2.12E+0 1.13E40 2.65E+0
rel. err. 30% 0% 40% 8% 47% 25%
Var(Q) 5.92E+1 1.05E+2 5.71E+1 2.57TE+1 5.24E+1 2.50E+1 1.10E+1 2.61E+1 1.13E+1
rel. err. 77% 3% 103% 3% 139% 3%
E[W] 7.22E-2 4.90E-2 6.91E-2 4.09E-2 2.40E-2 4.18E-2 2.32E-2 1.20E-2 2.65E-2
rel. err. 32% 1% 42% 2% 48% 14%
Var(W) 5.88E-3 1.00E-2 5.49E-3 2.64E-3 5.00E-3 2.42E-3 1.18E-3 2.50E-3 1.10E-3
rel. err. 70% 7% 89% 9% 112% 6%
pd 7.00E-1 6.88E-1 same 5.92E-1 6.33E-1 same 4.87E-1 5.95E-1 same
rel. err. 2% 6% 22%
pP* 6.70E-2 6.43E-2 same 7.40E-2 7.59E-2 same 8.07E-2 9.31E-2 same
rel. err. 3% 3% 16%

44

the



3.5 Evaluating the Approximations for G/M/n + GI Models

We now start investigating the approximations for non-Markov models, first considering the
G/M/n + GI models for which the MSHT limits have been established in [77]. For these and all
other non-Markov models, we will use simulation to estimate the exact values of the performance
measures. We estimated all the performance measures using 2000 independent replications over the
time interval [0, 100], starting empty in each case. To ensure the system is nearly in steady state, we
use the data after time 77 = 40. To construct confidence intervals, on each sample path, we sample
values for the performance measures (e.g., queue length and waiting times) at evenly-spaced time

points in the interval [40, 100]. We describe the detailed simulation methodology in §3.9.

3.5.1 Non-Poisson Arrivals

Theorems 4.1.1-3.2.3 show that the MSHT limits depend on the non-Poisson arrival process
only through the asymptotic variance ci in the FCLT assumed for the arrival process in (4.2). For
a renewal arrival process the parameter ci coincides with the scv of an interarrival time, but not

more generally.

Renewal processes. To illustrate a non-Markovian arrival process, we consider a non-Poisson
renewal process. We let the interarrival-time distribution be lognormal, denoted by LN (A7, c?\),
where A7! is its mean, which is the reciprocal of the fixed arrival rate A\ = np = 105, and ci denotes
its scv. Recall that an LN (A1, ¢3) random variable is distributed as efito2

Gaussian random variable, i = log ()\_l/w /1+ ci) and 6 = 4/log (1 + ci)

Table 3.3 and Figure 3.4 show the experimental results for five values of c?\ with 0.25 < c%\ < 4.0.

, where Z is a standard

Table 3.3 also shows the experimental results for the case of a Poisson (M) arrival process, which
is interesting, because the LN(A~!,1) distribution is different from the corresponding M (A~!)
exponential distribution, even though they have the same mean and variance.

Table 3.3 compares the Gaussian approximations to simulations for the LN/M /n+ M queueing
model with (n, p,0) = (100, 1.05,0.5). First, Table 3.3 shows that the interarrival time distribution
has a significant impact upon performance. For example, F[Q] increases from 11.5 to 16.1 as ci
increases from 0.25 to 4.0. Moreover, by comparing the results for M (A=) and LN(A71, 1), where
the approximations coincide, we see that the interarrival-time distribution matters little beyond its
mean and variance, just as predicted.

Second, Table 3.3 shows that, just like Table 3.2, TGA performs consistently well, whereas DGA
does not. Figure 3.5 adds to the story by showing that the full distributions of the queue length
@, and potential waiting time W,, are well approximated by TGA as well.
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Figure 3.4: The relative error in the approximations of six performance measures as a func-
tion of the interarrival-time scv ¢3 for 0.25 < ¢ < 4.0 (with ¢} in log scale) in the
LN(1/105,¢3)/M(1)/100 + M (2) model.

Markov-Modulated Poisson processes (MMPP’s) We next consider an alternative non-
Poisson arrival process: Markov-modulated Poisson process (MMPP), which is a Poisson process
having a random rate modulated by a continuous-time Markov chain (CTMC) {I'(¢),t >}, e.g., see
[29]. Specifically, we can construct an MMPP by composition:

No(t) = M <np /Ota(F(u)) du) ,

where M is a rate-1 Poisson process, and the random rate a(I'(t)) = a; when the CTMCI'(¢) = i. In
particular, we now consider an MMPP with an underlying CTMC {I'(¢),¢ > 0} that is a birth-and-
death process having three states 0, 1 and 2. Let CTMC-dependent arrival rate be (ag, a1, ) =
(3,1,1/3). The long-run rate of the MMPP arrival process is

2
An =np\*,  A* = tlgrolo tt /Ota(F(u)) du = Z%Wj aj,
j=
where m = (mp, 71, m2) is the steady state distribution for the CTMC. We consider four sets of
birth and deaths rates: (i) Ao = 20/81, \; = 5/27, i = jiz = 10/81, (ii) Ao = 20/27, A\; = 5/9,
i1 = fig = 10/27, (iii) Ao = 20/9, A1 = 5/3, fir = fiz = 10/9, and (iv) Ao = 40/9, A\; = 10/3,
fi1 = fiz = 20/9, which yield the same steady state # = (1/6,1/3,1/2) and asymptotic rate A* = 1,
but different asymptotic variability parameter: (i) ¢3 = 10, (ii) 3 = 4, (iii) ¢3 = 2 and (iv) ¢ = 1.5,
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Figure 3.5: Simulation estimates (histograms) of the TGA approximating distributions of the
steady-state queue length @, (left) and waiting time Vj, (right) for the LN(A™1, ¢3)/M(1)/100 +
M (2) model with (A, p,60) = (100,1.05,0.5).

where

1 J
3 =1+ck, where c&=2 Z (Z i (o — )\C)>

See Proposition 1 in [111] and also see [39].

We denote by MMPP(A™!,¢3) our MMPP arrival process having rate A and variability pa-
rameter c3. Table 3.4 compares TGA to the simulation results for MM PP/M /n+ M models with
A =105, n =100, p =1, § = 0.5, and different variability parameters ci =1.5,2,4 and 10.

3.5.2 Non-Exponential Abandonment

It has been shown that the full abandonment distribution has a significant impact on the
performance; e.g., see [107, 117]. We confirm that here when we study how our TGAs works in
M /M /n + GI models using different abandonment distributions, again using the lognormal distri-
bution. Figure 3.6 and Tables 3.5 and 3.6 compare the DGAs and TGAs to the simulations of the
M/M/n+ LN(2,c%,) model with the same parameter triple (X, p, ) = (100, 1.05,0.5) we have been
using, where scv of abandonment distribution cgb ranges from 0.25 to 4.0. Paralleling Table 3.3, we
add a column for the results of Erlang-A models.

Figure 3.6 and Tables 3.5 and 3.6 show that TGA is again consistently quite accurate for
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Figure 3.6: The relative errors in the approximations of six performance measures as a function of
the patience-time scv ¢, for 0.25 < ¢, < 4.0 (with ¢2, in log scale) in the M (1/105)/M (1)/100 +
LN(2,c%) model.

all the first-moment measures (mean and probability) in all cases, but the accuracy degrades to
20 — 30% for the variances when cgb is low. Moreover, by comparing the results for the M /M /n +
LN(2,1) and M /M /n+ M(2) models in Table 3.6, we can see that the patience distribution has a
significant impact on the queueing system beyond its mean and variance, unlike the interarrival-time

distribution. Approximations of distributions of @Q),, and W,, are given in Figure 3.7.
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Figure 3.7: Simulation estimates (histograms) of the TGA approximating distributions of the
steady-state queue length Q,, (left) and waiting time V;, (right) in the M/M/100 + LN (071, c?,)
model with (A, p,0) = (100,1.05,0.5).
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Table 3.3: A comparison of the TGA and DGA approximations to simulation estimates in the
LN(A71,¢3)/M(1)/100 + M(2) model with i.i.d. lognormal interarrival times and (X, p,0) =
(100, 1.05,0.5) for six values of the interarrival time scv ¢3, 0.25 < ¢3 < 4.00.

3 =0.25 3 =05 =1
Perf. Sim DGA TGA Sim DGA TGA Sim DGA TGA
E[X] 1.11E+2 1.10E+2 same 1.11E+2 1.10E+42 same 1.11E+42 1.10E+2 same
rel. err. +1.16E-1 1% +1.25E-1 1% +1.44E-1 1%
Var(X) 1.16E+2 1.31E+42 same 1.38E+2 1.57TE+2 same 1.80E+2 2.10E+2 same
rel. err. +2.62E+1 13% +2.83E+1 14% +3.27TE+1 17%
E[Q] 1.15E+1 9.94E+0 1.12E+1 1.20E+1 9.94E4+0 1.15E+1 1.27E+1 9.94E+0 1.21E+1
rel. err. +1.04E-1 14% 3% +1.10E-1 17% 5% +1.24E-1 22% 5%
Var(Q) 9.22E+1 1.31E4+2 9.23E+1 1.07TE+2 1.57E+2 1.06E+2 1.33E4-2 2.10E+2 1.33E42
rel. err. +3.18E4-0 42% 0% +3.62E+0 48% 0% +4.46E+0 58% 0%
E[W] 1.18E-1 9.80E-2 1.10E-1 1.23E-1 9.80E-2 1.13E-1 1.28E-1 9.80E-2 1.18E-1
rel. err. +1.05E-3 17% 7% +1.10E-3 20% 8% +1.22E-3 23% 7%
Var(W) 9.46E-3 1.29E-2 9.03E-3 1.07E-2 1.52E-2 1.03E-2 1.30E-2 2.00E-2 1.27E-2
rel. err. +1.05E-3 36% 5% +1.10E-3 42% 1% +1.22E-3 54% 2%
pe 8.22E-1 8.06E-1 same 8.08E-1 7.86E-1 same 7.80E-1 7.56E-1 same
rel. err. +3.02E-3 2% +3.15E-3 3% +3.31E-3 3%
paC 8.41E-1 8.06E-1 same 8.24E-1 7.86E-1 same 8.08E-1 7.56E-1 same
rel. err. +3.00E-3 4% +3.10E-3 5% +3.20E-3 6%
P* 5.60E-2 5.36E-2 same 5.83E-2 5.49E-2 same 6.01E-2 5.75E-2 same
rel. err. +6.45E-4 4% +6.70E-4 6% +6.99E-4 4%

M,ci:l c§:2 c§:4
Perf. Exact DGA TGA Sim DGA TGA Sim DGA TGA
E[X] 1.11E+2 1.10E+2 same 1.12E+2 1.10E+42 same 1.13E+42 1.10E+2 same
rel. err. 1% +1.69E-1 2% +2.17E-1 3%
Var(X) 1.81E+42 2.10E+2 same 2.60E+2  3.15E+2 same 4.08E+2 5.25E+4-2 same
rel. err. 16% +3.88E+1 21% +5.02E+1 29%
E[Q] 1.27E+1 9.94E+0 1.21E+1 1.39E+1 9.94E4+0 1.31E+1 1.61E+1 9.94E+0 1.50E+1
rel. err. 22% 5% +1.40E-1 29% 6% +1.73E-1 38% %
Var(Q) 1.35E+2 2.10E+2 1.33E+2 1.79E+2 3.15E+2 1.82E+2 2.61E+2 5.25E+2 2.75E+2
rel. err. 56% 1% +5.81E4+0 76% 2% +8.52E+0 101% 6%
E[W] 1.28E-1 9.80E-2 1.18E-1 1.38E-1 9.80E-2 1.28E-1 1.56E-1 9.80E-2 1.45E-1
rel. err. 23% 7% +1.36E-3 29% 7% +1.63E-3 37% 7%
Var(W) 1.31E-2 2.00E-2 1.27E-2 1.68E-2 2.95E-2 1.72E-2 2.32E-2 4.86E-2 2.57E-2
rel. err. 53% 3% +1.36E-3 76% 3% +1.63E-3 110% 11%
pe 8.03E-1 7.56E-1 same 7.51E-1 7.16E-1 same 7.26E-1 6.72E-1 same
rel. err. 6% +3.46E-3 5% +3.76E-3 8%
paC 8.03E-1 7.56E-1 same 7.81E-1 7.16E-1 same 7.70E-1 6.72E-1 same
rel. err. 6% +3.50E-3 8% +3.50E-3 7%
P* 6.04E-2 5.75E-2 same 6.46E-2 6.22E-2 same 7.29E-2 7.02E-2 same
rel. err. 5% +7.69E-4 4% +8.58E-4 4%
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Table 3.4: A comparison of the TGA approximations to simulation estimates in the
MMPP(A ™1, ¢3)/M/100 + M(6~1) model with (A, p,0) = (105,1.05,0.5) for four values of the
arrival process variability parameter ¢3 in (4.2), 1.5 < ¢3 < 10.0.

g =15 3 =2 3 =4 3 =10
Perf. Sim TGA Sim TGA Sim TGA Sim TGA
E[X] 1.12E+42 1.10E+2 1.12E+2 1.10E+2 1.13E+2 1.09E+2 1.15E+2 1.10E+2
rel. err. +1.62E-1 2% +1.77E-1 2% +2.16E-1 3% +3.20E-1 5%

Var(X) 2.22E+2 2.62E+2 2.65E+2 3.15E+2 4.30E+2 5.25E+2 9.19E+2 1.15E+3
rel. err.  £3.71E+1 18% +4.08E+1 19% +5.15E+4+1 22% +8.05E+1 26%

E[Q] 1.34E+1 1.26E+41 1.38E+1 1.31E+1 1.60E+41 1.50E+1 2.06E+1 1.91E+1
rel. err. +1.37E-1 6% +1.48E-1 5% +1.78E-1 ™% +2.55E-1 7%

Var(Q) 1.62E4-2 1.58E+2 1.88E+2 1.82E+2 2.93E+2 2.75E4-2 6.02E4-2 5.35E+2
rel. err. +5.46E40 2% +6.21E4-0 3% +9.55E40 6% +1.95E+1 11%

E[W] 1.34E-1 1.24E-1 1.37E-1 1.28E-1 1.55E-1 1.45E-1 1.91E-1 1.85E-1
rel. err. +1.33E-3 8% +1.43E-3 6% +1.67E-3 6% +2.26E-3 3%
Var(W) 1.53E-2 1.50E-2 1.74E-2 1.72E-2 2.56E-2 2.57TE-2 4.68E-2 4.94E-2
rel. err. +5.16E-4 2% +5.76E-4 1% +8.21E-4 0% +1.50E-3 6%
P 7.83E-1 7.33E-1 7.61E-1 7.16E-1 7.22E-1 6.72E-1 6.61E-1 6.18E-1
rel. err. +3.33E-3 6% +3.50E-3 6% +3.55E-3 ™% +4.00E-3 7%
paC 7.85E-1 7.33E-1 7.76E-1 7.16E-1 7.44E-1 6.72E-1 7.20E-1 6.18E-1
rel. err. +4.80E-3 7% +4.90E-3 8% +5.20E-3 10% +5.40E-3 14%
P 6.32E-2 5.82E-2 6.44E-2 6.02E-2 7.15E-2 6.72E-2 8.61E-2 8.28E-2
rel. err. +7.49E-4 8% +7.86E-4 7% +8.71E-4 6% +1.10E-3 4%
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Table 3.5: A comparison of the TGA and DGA approximations to simulation estimates in the
M/M/100+ LN (071, c%,) model with with (X, p,6) = (100, 1.05,0.5) for four values of the patience

sev 2, 0.25 < Czb < 4.00.

ab’

LN(2,0.25) LN(2,0.5)
Perf. Sim DGA TGA Sim DGA TGA
E[X] 1.77TE+2 1.85E4-2 same 1.52E4-2 1.59E+-2 same
rel. err. +4.92E-1 4% +3.94E-1 4%
Var(X) 6.39E+2  4.54E+2 same 5.22E+2  4.04E+42 same
rel. err.  +1.63E42 29% +1.15E4+2 23%
E[Q] 7.67TE+1 8.46E+1 8.46E+1 5.21E+1 5.85E+1 5.85E+1
rel. err. +4.89E-1 10% 10% +3.88E-1 12% 12%
Var(Q) 6.33E+2 4.54E+2  4.54E+2 5.07E+2 4.04E+2  4.03E+2
rel. err. +6.55E+1 28% 28% +3.72E+1 20% 21%
E[W] 7.39E-1 8.13E-1 8.13E-1 5.05E-1 5.64E-1 5.64E-1
rel. err. +4.54E-3 10% 10% +3.64E-3 12% 12%
Var(W) 5.42E-2 3.69E-2 3.69E-2 4.46E-2 3.45E-2 3.45E-2
rel. err. +5.80E-3 32% 32% +3.30E-3 22% 23%
pd 9.95E-1 1.00E4-0 same 9.81E-1 9.99E-1 same
rel. err. +8.22E-4 1% +1.47E-3 2%
P® 4.83E-2 6.10E-2 same 4.90E-2 6.00E-2 same
rel. err. +8.35E-4 26% +8.02E-4 22%

LN(2,2) LN(2,4)

Perf. Sim DGA TGA Sim DGA TGA
E[X] 1.18E+-2 1.21E4-2 same 1.10E+-2 1.11E+42 same
rel. err. +1.75E-1 2% +1.13E-1 1%
Var(X) 2.25E+2 2.23E+42 same 1.43E4-2 1.42E+2 same
rel. err.  +4.14E+1 1% +2.49E+1 0%
E[Q] 1.90E+1 2.07TE+1 2.13E+1 1.12E+1 1.10E+1 1.22E+1
rel. err. +1.58E-1 9% 12% +9.19E-2 1% 9%
Var(Q) 1.87E+2 2.23E+2 1.92E+2 9.96E+1 1.42E+2 1.03E+2
rel. err. +6.78E40 19% 3% +2.74E+0 43% 3%
E[W] 1.87E-1 2.01E-1 2.06E-1 1.12E-1 1.08E-1 1.19E-1
rel. err. +1.52E-3 7% 10% +8.96E-4 3% 6%
Var(W) 1.72E-2 2.02E-2 1.76E-2 9.43E-3 1.31E-2 9.59E-3
rel. err. +6.30E-4 17% 2% +2.62E-4 39% 2%
pd 8.84E-1 9.21E-1 same 7.97E-1 8.27E-1 same
rel. err. +2.85E-3 4% +3.07E-3 4%
P® 5.45E-2 6.18E-2 same 6.10E-2 6.49E-2 same
rel. err. +7.34E-4 13% +7.19E-4 6%
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Table 3.6: The impact of the abandonment distribution beyond its mean and variance: a perfor-
mance comparison between M (A™1)/M/n + M (2) and M(A~')/M/n + LN(2,1) models, where (X, p,n) =

(105, 1.05, 100).

M(2) LN(2,1)

Perf. Exact DGA TGA Sim DGA TGA
E[X] 1.056E+2 1.05E+2 same 1.32E4-2 1.36E+-2 same
rel. err. 0% +2.79E-1 3%

Var(X) 1.06E+2 1.056E+2 same 3.58E+2 3.18E4-2 same
rel. err. 0% +7.27E+1 11%

E[Q] 7.03E+0 4.92E4+0 7.01E+40 3.24E+1 3.65E+1 3.66E+1
rel. err. 30% 0% +2.67E-1 13% 13%
Var(Q) 5.92E+1 1.06E+2 5.71E+1 3.32E+2 3.18E+2 3.07TE+2
rel. err. 7% 3% +1.74E+1 4% 8%
E[W] 7.22E-2 4.90E-2 6.91E-2 3.15E-1 3.53E-1 3.54E-1
rel. err. 32% 1% +2.54E-3 12% 12%
Var(W) 5.88E-3 1.00E-2 5.49E-3 2.98E-2 2.82E-2 2.73E-2
rel. err. 70% 7% +2.54E-3 6% 9%
pd 7.00E-1 6.88E-1 same 9.48E-1 9.82E-1 same
rel. err. 2% +2.19E-3 4%

pe 6.70E-2 6.43E-2 same 5.08E-2 6.04E-2 same
rel. err. 3% +7.74E-4 19%
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3.6 Non-Exponential Service

3.6.1 Refined Gaussian Approximations for the M/GI/n + M Model

We now evaluate the heuristic approximation TGA-G developed in §3.3.3. We let the service-
time distribution be phase-type, denoted by PH with fixed mean 1/ = 1 and scv ¢ ranging in
[0.25,4]. To be specific, for cases with ¢? = 0.25,0.5 < 1, we used Erlang 4 (F,) and Erlang 2 (E»)
distribution and for cases with ¢2 = 2,4 > 1, we used the two-phase hyperexponential distribution
(H2) with balanced means, see [109] for more details.

Table 3.7 compares the approximations for all three Gaussian approximations for the M /PH /n+
M model. Table 3.7 shows that TGA-G outperforms TGA, while both are far better than DGA.
The new approximation TGA-G is especially important for the variances, which depend quite
strongly on the service-time distribution, unlike the means. Figure 3.8 shows that the TGA-G
approximation accuracy tends to be independent of the service-time distribution scv ¢2, consistent
with the observations in [107, 117]. Figure 3.9 shows that corresponding TGA-G approximations

of the distributions remain good.

0.2
——E[Q]
Var(Q)
- EIW]

TGA-G relative error

Service-time SCV ci

Figure 3.8: The relative error in the TGA-G approximations of six performance measures as
a function of the service-time scv ¢? for 0.25 < ¢2 < 4.0 (with ¢ in log scale) in the
M(1/105)/PH(1,c%)/100 + M (2) model

In Table 3.8 we consider the M/Hs/n + M model, with hyperexponential service according to
Hy(1/p,¢?), which denotes mean 1/u = 1 and SCV ¢2 = 2, for a range of abandonment rates with
0.25 < 0 < 2.0. We observe that the performance of TGA-G is acceptable. However, just as for the

M /M /n 4+ M model, the approximation accuracy degrades when 6 increases; see the appendix for
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Figure 3.9: Simulation estimates (histograms) of the TGA-G approximating distributions of the
steady-state queue length Q,, (left) and waiting time V,, (right) in the M (105~1)/PH /100 + M (2)
model for five service distributions with 0.25 < cg < 4.0.

more examples.

3.6.2 The General GI/GI/n+ GI Model

We have also considered examples in which all three stochastic components of the G/GI/n+GI
model are non-exponential. We illustrate some of these now. Table 3.9 shows comparisons of TGA
and TGA-G to simulation estimates for the Hyo/PH /n+ Hy model, having a renewal arrival process
with Hy inter-arrival times, PH service times (in the settings of Table 3.7), n = 100 servers, and
Hy patience times. We fix the scv’s for arrival and patience times at ci = czb = 2 and consider a
range of service scv: 0.25 < cz <4.0.

Just as in Table 3.7, Table 3.9 shows that the mean values such as F[Q] and the probabilities
such as P are relatively insensitive to the service-time distribution beyond its mean; these entries
differ little in the three cases. However, as before, we see differences in the variances. Table 3.9 shows
that both TGA and TGA-G are effective for the mean values such as F[Q] and the probabilities
such as P?, but TGA-G provides significant improvement for the variances. Additional results on
other combinations of arrival processes, patience times and service times are given in Table A.3 in

the appendix.
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Table 3.7: A comparison of the TGA-G, TGA and DGA approximations to simulation estimates
in the M(A™1)/PH(1,¢%)/100 + M(6~1) model with (A, p,0) = (100,1.05,0.5) for four different
phase-type (Ph) service distributions characterized by their scv ¢2, 0.25 < ¢2 < 4.00.

c2 =025 c2=05

Perf. Meas. Sim. DGA TGA TGA-G Sim. DGA TGA TGA-G
E[X] 1.11E42 1.10E4-2 same same 1.11E42 1.10E4-2 same same
rel. err. +1.21E-1 1% +1.30E-1 1%

Var(X) 1.34E4+2  1.60E+2 same same 1.50E+2  1.81E42 same same
rel. err. +2.72E+1 19% +2.94E+1 20%

E[Q} 1.20E+1 9.94E+0 1.21E+1 1.15E+1 1.22E+1 9.94E+0 1.21E+1 1.17E+1
rel. err. +1.06E-1 17% 1% 4% +1.13E-1 19% 1% 4%
Var(Q) 1.02E42 1.60E+2 1.33E42 1.07E+2 1.13E42 1.81E42 1.33E+2 1.18E+2
rel. err. +3.45E40 57% 30% 6% +3.83E40 60% 18% 5%
E[W] 1.20E-1 9.80E-2 1.18E-1 1.13E-1 1.22E-1 9.80E-2 1.18E-1 1.15E-1
rel. err. +1.01E-3 18% 1% 6% +1.10E-3 20% 3% 6%
Var(W) 9.41E-3 1.50E-2 1.27E-2 1.02E-2 1.06E-2 1.71E-2 1.27E-2 1.12E-2
rel. err. +3.20E-4 59% 35% 8% +3.64E-4 60% 19% 6%
Pd 8.42E-1 7.88E-1 same same 8.27E-1 7.73E-1 same same
rel. err. +2.67E-3 6% +2.81E-3 6%

P 5.72E-2 5.36E-2 same same 5.81E-2 5.46E-2 same same
rel. err. +7.60E-4 6% +7.81E-4 6%

=2 c2=4

Perf. Meas. Sim. DGA TGA TGA-G Sim. DGA TGA TGA-G
E[X] 1.01E42 1.02E+42 same same 1.12E+42 1.10E+42 same same
rel. err. +6.90E-2 1% +2.17E-1 2%

Var(X) 7.32E+1 6.28E+1 same same 2.57E+2  3.10E+2 same same
rel. err. +1.38E+1 14% +5.03E+1 20%

E[Q] 3.93E+0 2.36E+0 4.22E4+0 4.48E+40 1.36E+1 9.94E+0 1.21E+1 1.31E+1
rel. err. +3.68E-2 40% 7% 14% +1.84E-1 27% 11% 4%
Var(Q) 2.74E+1 6.28E-+1 2.50E+1 2.92E+1 1.90E+2 3.10E+2 1.33E+2 1.80E+2
rel. err. +5.49E-1 129% 9% 7% +7.74E+0 63% 30% 5%
E[W] 4.18E-2 2.40E-2 4.18E-2 4.44E-2 1.39E-1 9.80E-2 1.18E-1 1.29E-1
rel. err. +3.85E-4 43% 0% 6% +1.90E-3 29% 15% 7%
Var(W) 2.88E-3 6.03E-3 2.42E-3 2.84E-3 1.97E-2 3.00E-2 1.27E-2 1.75E-2
rel. err. +5.93E-5 109% 16% 1% +8.32E-4 53% 35% 11%
pd 5.81E-1 6.21E-1 same same 7.54E-1 7.14E-1 same same
rel. err. +3.36E-3 7% +4.50E-3 5%

P 7.47E-2 8.01E-2 same same 6.43E-2 6.04E-2 same same
rel. err. +9.21E-4 % +1.06E-3 6%
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Table 3.8: A comparison of the TGA-G approximations to simulation estimates in the
M (A1) /Hy(1,2)/100 4+ M(#~') model with A = 100, p = 1.05 and five different abandonment
rates 6, 0.1 <0 <2.0.

6=0.1 6 =0.25 6 =0.5 6=1 0=2
Perf. Sim TGA-G Sim TGA-G Sim TGA-G Sim TGA-G Sim TGA-G
E[X] 1.53E+42 1.50E+2 1.23E+2 1.20E+2 1.12E42 1.10E42 1.05E42 1.05E+42 1.01E+42 1.02E+2
rel. err. +8.30E-1 2% +3.20E-1 2% +1.75E-1 2% +1.07E-1 0% +6.90E-2 1%
Var(X) 1.24E43 1.26E+43 4.31E42 5.03E+2 2.15E+2 2.51E+2 1.18E+42 1.26E+42 7.32E+1 6.28E+1
rel. err. +2.69E+2 2% +8.23E+1 17% +4.00E+1 17% +2.27E+1 6% +1.38E+1 14%
E[Q] 5.38E+1 5.12E+1 2.37TE+1 2.22E+1 1.32E+1 1.25E+1 7.19E40 7.35E+0 3.93E+0 4.48E4-0
rel. err. +8.16E-1 5% +3.00E-1 6% +1.49E-1 5% +7.62E-2 2% +3.68E-2 14%
Var(Q) 1.19E43 1.09E+43 3.76E+2 3.57TE+2 1.59E4-2 1.53E42 6.67TE+1 6.62E+1 2.74E+1 2.92E+1
rel. err. +1.05E+2 9% +1.91E+1 5% +5.78E4+0 4% +1.84E+0 1% +5.49E-1 7%
E[W] 5.32E-1 5.01E-1 2.37E-1 2.18E-1 1.34E-1 1.23E-1 7.42E-2 7.26E-2 4.18E-2 4.44E-2
rel. err. +8.06E-3 6% +3.00E-3 8% +1.51E-3 8% +7.83E-4 2% +3.85E-4 6%
Var(W) 1.16E-1 1.05E-1 3.71E-2 3.43E-2 1.60E-2 1.47E-2 6.81E-3 6.40E-3 2.88E-3 2.84E-3
rel. err. +1.03E-2 10% +1.90E-3 8% +5.93E-4 8% +1.94E-4 6% +5.93E-5 1%
pd 9.48E-1 9.20E-1 8.64E-1 8.13E-1 7.82E-1 7.36E-1 6.80E-1 6.72E-1 5.81E-1 6.21E-1
rel. err. +2.84E-3 3% +3.47E-3 6% +3.72E-3 6% +3.74E-3 1% +3.36E-3 7%
pP® 5.12E-2 4.83E-2 5.60E-2 5.19E-2 6.29E-2 5.79E-2 6.87E-2 6.72E-2 7.47E-2 8.01E-2
rel. err. +9.66E-4 6% +9.03E-4 7% +9.25E-4 8% +9.48E-4 2% +9.21E-4 7%
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Table 3.9: Hy(A™1,2)/PH/100 + Hy(1/0,2) with (A, p,6) = (100,1.05,0.5).

2 =025 c2=05
Perf. Sim TGA TGA-G Sim TGA TGA-G
E[X] 1.09E+2 1.07TE42 1.07TE+2 1.09E42 1.07E+2 1.07TE42
rel. err. +1.21E-1 1% 1% +1.31E-1 1% 1%
Var(X) 1.84E+2 2.37TE+2 2.00E+2 1.95E42 2.37TE+2 2.15E+42
rel. err. +2.64E+1 29% 8% +2.89E+1 22% 11%
E[Q] 1.07TE+1 1.05E+1 1.01E+1 1.09E+1 1.05E+1 1.03E+1
rel. err. +9.32E-2 2% 6% +1.02E-1 3% 5%
Var(Q) 1.12E+42 1.29E42 1.12E+2 1.21E42 1.29E+2 1.19E42
rel. err.  +3.01E40 15% 0% +3.44E4+0 7% 1%
E[W] 1.06E-1 1.03E-1 9.84E-2 1.07E-1 1.03E-1 1.00E-1
rel. err. +8.77TE-4 2% 7% +9.71E-4 4% 7%
Var(W) 1.00E-2 1.22E-2 1.05E-2 1.10E-2 1.22E-2 1.12E-2
rel. err. +2.65E-4 22% 5% +3.09E-4 12% 3%
pd 7.52E-1 6.88E-1 7.04E-1 7.42E-1 6.88E-1 6.97E-1
rel. err. +3.05E-3 9% 6% +3.18E-3 7% 6%
paC 7.67E-1 6.88E-1  7.04E-1 7.56E-1 6.88E-1  6.97E-1
rel. err. +3.04E-3 9% 6% +3.10E-3 7% 6%
P® 6.54E-2 6.34E-2 6.09E-2 6.66E-2 6.34E-2 6.19E-2
rel. err. +8.09E-4 3% 7% +8.67E-4 5% 7%
c2=2 c2=4
Perf. Sim TGA TGA-G Sim TGA TGA-G
E[X] 1.09E+2 1.07TE4+2 1.07TE+2 1.09E+-2 1.07TE4+2 1.07TE42
rel. err. +1.64E-1 1% 1% +1.95E-1 1% 1%
Var(X) 2.30E+2 2.37TE+2  2.69E+2 2.50E+2 2.37TE+2 3.13E+2
rel. err.  +£3.66E+1 3% 17% +4.36E+1 5% 25%
E[Q] 1.13E+1 1.05E+1 1.09E+1 1.13E+1 1.056E+1 1.14E4+1
rel. err. +1.29E-1 7% 3% +1.52E-1 7% 0%
Var(Q) 1.47TE+2 1.29E4-2 1.43E42 1.61E42 1.29E+2 1.62E4-2
rel. err.  £4.69E4+0 12% 3% +5.75E4+0 20% 0%
E[W] 1.13E-1 1.03E-1 1.07E-1 1.14E-1 1.03E-1 1.11E-1
rel. err. +1.28E-3 9% 5% +1.54E-3 10% 2%
Var(W) 1.42E-2 1.22E-2 1.36E-2 1.60E-2 1.22E-2 1.55E-2
rel. err. +4.58E-4 14% 4% +5.93E-4 23% 3%
pd 7.11E-1 6.88E-1 6.77E-1 6.94E-1 6.88E-1 6.64E-1
rel. err. +3.88E-3 3% 5% +4.51E-3 1% 4%
pdC 7.25E-1 6.88E-1  T7.08E-1 7.56E-1 6.88E-1  6.97E-1
rel. err. +3.80E-3 9% 6% +4.54E-3 7% 6%
P® 6.80E-2 6.34E-2 6.53E-2 6.92E-2 6.34E-2 6.78E-2
rel. err. +9.75E-4 7% 4% +1.10E-3 8% 2%
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3.7 Smaller Scale: Lower Arrival Rates and Fewer Servers

Since the MSHT limits involve a sequence of queueing systems with increasing scale, the MSHT
approximations DGA and TGA-G should perform better as the scale increases. Thus, we considered
the base case with n = 100, because it is large but also small enough to be of practical value.
However, we also want to apply the approximations to even smaller scale systems. Thus, in this
section, we examine the effectiveness of DGA, TGA and TGA-G for smaller systems.

In order to set the parameters for these smaller systems, it is good to exploit the MSHT limits.
When the system is in the QED regime, we know that the scaling factor n (number of servers) and

the traffic intensity p, should roughly satisfies the relation

Vn(l—pp) =B, —oo<f <o, (3.25)

where the /3 is the QoS factor. Since 8 = /n(1 — p,) = —0.5 when p, = 1.05 and n = 100 as in
previous tables, we now fix 5 at —0.5 as we change n. Note that this increases the traffic intensity
as p decreases.

Table 3.10 shows the results for an Hy/Hs/n + Hy model for three values of n: 20, 10,5, which
correspond to traffic intensities p, = 1.11,1.16, 1.22. Table 3.10 shows that TGA-G remains effective
for systems with fewer servers. Figure 3.10 shows that accuracy consistently degrades as the scale

decreases, but remains reasonable. Figure 3.11 shows that TGA-G can be used to approximate
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Figure 3.10: Simulation estimates of the relative errors in the approximations for six performance
measures as a function of the number of servers, n, for n = 5,10, 20, 100 (with n in log scale) in the
Hy(1/np,2)/H2(1,2)/n + Ha(2,2) model.
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Table 3.10: Smaller scale: a comparison of the TGA-G and DGA approximations to simulation
estimates in the Ha(A™1)/H(1,2)/n+ Ha(671,2) model with three pairs (n, p) with p = 1 —3/y/n,

A=mnp, f=-0.5and n =20, 10 and 5

n =20 n =10 n=>5
Perf. Sim DGA TGA-G Sim DGA TGA-G Sim DGA TGA-G
E[X] 2.40E+1 2.34E+1  2.34E+1 1.29E+1 1.24E4+1 1.24E+1 7.08E+0 6.69E+0 6.69E+0
rel. err. +7.46E-2 3% 3% +5.38E-2 4% 4% +3.96E-2 5% 5%
Var(X) 4.86E41 5.06E+1 5.69E+1 2.52E+1 2.65E+1 2.97E+1 1.32E+1 1.41E4+1 1.57E+1
rel. err. +3.84E+4+0 4% 17% +1.55E40 5% 18% +6.61E-1 6% 19%
E[Q] 5.16E+0 4.82E4+0 4.98E+0 3.68E+0 3.46E4+0 3.57E40 2.65E+0 2.49E+0 2.57E40
rel. err. +5.93E-2 7% 4% +4.31E-2 6% 3% +3.21E-2 6% 3%
Var(Q) 3.19E+1 2.74E+1 3.01E+1 1.68E+1 1.42E4+1 1.56E+1 9.04E+0 7.50E+0 8.19E40
rel. err. +1.03E4-0 14% 6% +5.46E-1 15% 7% +3.01E-1 17% 9%
E[W] 2.61E-1 2.28E-1 2.36E-1 3.77E-1 3.18E-1 3.30E-1 5.60E-1 4.44E-1 4.61E-1
rel. err. +2.96E-3 13% 10% +4.38E-3 16% 13% +6.90E-3 21% 18%
Var(W) 7.54E-2 6.01E-2 6.70E-2 1.61E-1 1.19E-1 1.33E-1 3.67E-1 2.34E-1 2.62E-1
rel. err. +2.55E-3 20% 11% +5.72E-3 26% 18% +1.45E-2 36% 29%
pe 7.22E-1 6.85E-1 6.74E-1 7.26E-1 6.82E-1 6.71E-1 7.34E-1 6.79E-1 6.68E-1
rel. err. +3.74E-3 5% 7% +3.75E-3 6% 8% +3.74E-3 7% 9%
paC 7.45E-1 6.85E-1 6.74E-1 7.62E-1 6.82E-1 6.71E-1 7.81E-1 6.79E-1 6.68E-1
rel. err. +3.65E-3 8% 10% +3.62E-3 10% 12% +3.47E-3 13% 14%
P* 1.43E-1 1.28E-1 1.31E-1 1.92E-1 1.67E-1 1.71E-1 2.54E-1 2.15E-1 2.19E-1
rel. err. 1.72E-3 11% 9% 2.15E-3 13% 11% +2.70E-3 16% 14%

the distributions of key performance measures. Figure 3.11 shows that the simulated histograms

for the Hy/M/n + Hs model are well approximated by the pdfs of the corresponding Gaussian

approximations, for n = 100, 50, 20 and 5. Additional simulation results appear in the appendix.
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Figure 3.11: Simulation estimates (histograms) of the TGA-G approximating distributions for
By, Qn, Vy, and X, in the Ho(A™1,2) /M /n + Hy(671,2) model with 3 = —0.5 and four values of n,
5 < n < 100.
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3.8 Limitations of the Proposed Approximations

We first compare our TGA-G approximation to previous approximations in [107] and [94]. Then

we show that the performance is not good for UL models.

3.8.1 Comparison with Approximations in [107]

A numerical approximation algorithm for the M/G1I/n+GI model was developed and evaluated
in [107]. It was based on an application of an exact analysis of an associated state-dependent
Markov M /M /n+ M (n) queue, after approximating the GI abandonment by an appropriate state-
dependent M (n) abandonment mechanism. (The G service was simply approximated by M.) That
numerical procedure has the advantage that it applies to all loadings (underloaded, critically loaded
and overloaded), but it is much more computationally intensive. That approximation was shown
to be quite effective. A shortcoming of [107] that we address here is that it does not describe the
impact of non-M arrival processes and service times.

We now compare our new TGA-G approximation to the approximation developed in [107] by
comparing to the displayed results in Tables 6 and 7 of [107], which are also for n = 100, but for
the relatively light loading p = 1.02, which is at the edge of the range of effectiveness for TGA-G.

As expected for this relatively light loading, Tables 3.11 and 3.12 show that the engineering
approximations in [107], labeled as Eng. Approz. (W05), are more accurate overall. However, TGA-
G is better for D service.

First, Table 3.11 shows that TGA-G performs reasonably well for the Erlang Es patience distri-
bution, except for the variance Var(Q), even if not as accurate as Table 7 of [107]. In fact, TGA-G
performs better for D service. On the other hand, Table 3.12 shows that the performance of TGA-G
degrades significantly for the LN(1,1) patience distribution. Nevertheless, the TGA-G (=DGA)
approximation for E[X] remains good.

In summary, we have seen in previous sections that our proposed TGA-G approximation for
heavily-loaded G/GI/n+ GI model is remarkably effective for a wide class of models. Nevertheless,
there are limitations, as exposed by Table 3.12. Lack of accuracy is most likely as the loading
decreases toward critical loading. That breakdown is likely to occur sooner (for higher p) if the
component model elements deviate more from M. The examples show difficulties for low loading

(p = 1.02) and non-M patience distributions.
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Table 3.11: Comparison of the TGA-G and DGA approximations with the M/M/n + M(n) ap-
proximation in [107] and simulation estimates for the M (10271)/GI(1,c%)/100/200 + E2 model
with four service-time cdf’s with a range of scv’s: 0.0 < cg < 4.0.

Serv. Dist. D,c2=0 Eg,c2 =05
Perf. Sim Eng. Approx. (WO05) DGA TGAG Sim Eng. Approx. (W05) DGA TGAG
P(W = 0) 1.80E-1 2.50E-1 1.05E-1 same 2.17E-1 2.50E-1 2.08E-1 same
rel. err. +1.30E-3 28% 42% +2.10E-3 13% 4%

P* 3.09E-2 3.81E-2 2.86E-2 same 3.51E-2 3.81E-2 3.83E-2 same
rel. err. +1.70E-4 19% 7% +2.90E-4 8% 9%

E[Q] 1.11E41 1.14E41 1.08E+1 1.13E+1 1.15E4+1 1.14E4+1 1.08E+1 1.24E41
rel. err. +4.20E-2 3% 3% 2% +7.50E-2 1% 6% 8%
Var(Q) 8.93E+1 1.22E4-2 7.80E+1 6.42E+1 1.12E4-2 1.22E4-2 1.79E42 1.22E42
rel. err. +4.00E-1 27% 12% 28% +7.10E-1 8% 60% 9%

E[X] 1.10E4-2 1.10E4-2 1.11E4-2 same 1.10E4-2 1.10E4-2 1.11E42 same
rel. err. +4.90E-2 0% 1% +9.20E-2 0% 1%

Serv. Dist. M,e2 =1 LN(1,1)
Perf. Sim Eng. Approx. (W05) DGA TGAG Sim Eng. Approx. (WO05) DGA TGAG
P(W = 0) 2.46E-1 2.50E-1 2.33E-1 same 2.33E-1 2.50E-1 2.33E-1 same
rel. err. +2.00E-3 2% 5% +2.10E-3 7% 0%
Pe 3.78E-2 3.81E-2 4.18E-2 same 3.70E-2 3.81E-2 4.18E-2 same
rel. err. +3.20E-4 1% 11% +2.70E-4 3% 13%

E[Q] 1.18E+1 1.14E+1 1.08E+1  1.29E+1  1.17E+1 1.14E+1 1.08E+1  1.29E+1
rel. err. +7.50E-2 3% 8% 9% +6.30E-2 3% 8% 10%
Var(Q) 1.29E+2 2.20E+2 1.43E42 1.80E+2 1.23E+2 1.22E+2 2.20E+2 1.43E+42
rel. err. +9.40E-1 70% 11% 39% +7.20E-1 1% 79% 16%

E[X] 1.10E+42 1.10E+42 1.11E42 same 1.10E+2 1.10E+2 1.11E42 same
rel. err. +9.10E-2 0% 1% +7.20E-1 0% 1%
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Table 3.12:  Comparison of the TGA-G and DGA approximations with the M /M /n+ M (n) approx-
imation in [107] and simulation estimates for the M (10271)/GI(1,¢2)/100/200 + LN(1,1) model
with four service-time cdf’s with a range of scv’s: 0.0 < ¢2 < 4.0.

Serv. Dist. Eg,c2 =05 M,c2 =1

Perf. Sim Eng. Approx. (WO05) DGA TGA-G Sim Eng. Approx. (WO05) DGA TGA-G
P(W = 0) 2.11E-1 2.47E-1 1.76E-1 same 2.42E-1 2.47E-1 1.95E-1 same
rel. err. +1.30E-3 15% 17% +2.60E-3 2% 20%

P® 3.48E-2 3.79E-2 5.13E-2 same 3.76E-2 3.79E-2 5.51E-2 same
rel. err. +2.10E-4 8% 47% +3.20E-4 1% 47%

E[Q] 1.14E41 1.10E+41 1.29E+1 1.43E+1 1.14E41 1.10E+1 1.29E41 1.46E41
rel. err. +3.90E-2 3% 13% 25% +7.10E-2 4% 13% 27%
Var(Q) 1.03E+2 1.07E+2 1.99E42 1.43E42 1.16E+42 1.07E+42 2.31E+2 1.61E42
rel. err. +3.90E-1 4% 94% 40% +4.60E-1 8% 100% 39%
E[X] 1.10E+42 1.09E+2 1.13E42 1.13E42 1.10E+2 1.09E+2 1.13E+42 same
rel. err. +5.30E-2 1% 3% +9.20E-2 0% 3%

Serv. Dist. LN(1,1) LN(1,4)

Perf. Sim Eng. Approx. (WO05) DGA TGA-G Sim Eng. Approx. (W05) DGA TGA-G
P(W = 0) 2.29E-1 2.47E-1 1.95E-1 same 2.11E-1 2.47E-1 2.41E-1 same
rel. err. +1.50E-3 7% 15% +1.30E-3 15% 14%

pPe 3.66E-2 3.79E-2 5.51E-2 same 3.48E-2 3.79E-2 6.66E-2 same
rel. err. +2.40E-4 3% 51% +2.10E-4 8% 91%

E[Q] 1.14E+4+1 1.10E+41 1.29E+1 1.46E+1 1.14E+1 1.10E+1 1.29E+1 1.55E+1
rel. err. +5.10E-2 4% 13% 27% +3.90E-2 3% 13% 36%
Var(Q) 1.11E42 1.07E+42 2.31E42 1.61E42 1.03E+2 1.07E+2 3.40E+42 2.16E+2
rel. err. +4.30E-1 3% 109% 45% +3.90E-1 4% 231% 111%
E[X] 1.10E4-2 1.09E42 1.13E4-2 same 1.10E4-2 1.09E42 1.13E42 same
rel. err. +6.20E-2 1% 3% +5.30E-2 1% 3%
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3.8.2 Comparison with Approximations in [94]

A MSHT limit was established for the GI/M/n + GI model in [94] and its corresponding
numerical approximation was developed and evaluated. The MSHT limit in [94] was in the QED
regime, whereas ours in Theorem 3.2.3 in [77] is in the ED regime. Nevertheless, it is natural to
compare the two candidate approximations for systems with p > 1, because any such system can
be regarded as one in a sequence of systems satisfying a QED limit or an ED limit.

Before we present numerical comparison results, we first summarize the differences between
TGA and [94]. First, just like [77], the MSHT limit in [94] is for the model with exponential service
times, and the resulting approximation in [94] is limited to that case. Second, the formulas in [94]
require the knowledge of the entire patience-time cdf F' or, equivalently, of its hazard-rate function
h(t) = f(t)/F(t). In contrast, the ED fluid limit used in TGA depends on the patience-time cdf
F only on the value of its inverse F~! at the limiting fluid abandonment rate (p — 1)/p. The
TGA fluid head-of-line waiting time w(oo) is determined by w(oc) = F~1((p — 1)/p). Third, the
approximation formulas in [94] are rather complicated, requiring computation of the triple integrals
in (11), (12) and (13) in [94]. In contrast, the TGA approximations are easier to compute. Finally,
the hazard-rate scaling in the MSHT limit in [94] makes that approximation especially effective for
models in which the patience-time hazard-rate function changes rapidly near the origin.

The examples in [94] considered three different patience distributions. The first two are hyper-
exponential (Hz) distributions with parameter triples (p, 61, 602). The first is a regular Hy distribu-
tion with (p,61,62) = (0.5,1,2). The second is a more extreme Hs distribution with (p,6q,6s) =
(0.9,1,200), which changes rapidly near the origin. The third is another relatively extreme hazard-
rate function that increases rapidly near the origin. In [94] the new approximations were compared
to exact values and approximations “Z&M” in [123].

We now compare our new TGA approximation to the approximation developed in [94] by
comparing our results to the displayed results in [94] for the cases with p > 1. These appear in
Tables 3, 6 and 9 of [94]. As in [94], we consider a range of scale n from n = 10 to n = 500, with
the traffic intensity p and number of server n satisfying the relation (3.25) with § = —1, which
are: n = 10 (p = 1.31), n = 50 (p = 1.14), n = 100 (p = 1.10), n = 200 (p = 1.07), and n = 500
(p = 1.022). (The last case is at the edge of the range of effectiveness for TGA.)

Table 3.13 compares TGA to the hazard-rate scaling (HRS) approximation in [94] and the exact
and approximate values in [123] for the first Hy patience distribution with parameter (p, 61,602) =
(0.5,1,2). For this “easy” example, Table 3.13 shows that all methods are effective for large scale,
but TGA is consistently appreciably better for the mean E[V], especially for small scale.

However, Tables 3.14 and 3.15 show that the performance of TGA degrades significantly for the
last two more challenging patience distributions, while the HRS approximation in [94] continues

to be effective. However, even for these challenging examples, TGA performs better than HRS in
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Table 3.13: A comparison of TGA and DGA approximations for the probability of delay P?, the
mean wait E[V] and the probability of abandonment P® to the results in Table 3 of [94] for the
M /M /n+ Hy model with p = 1+1y/n, A = npu, p = 1 and Hj patience with (p, 01,62) = (0.5, 1, 2).
The exact results and approximations Z&M come in [123].

pe E[V] pe

n Exact Z&M HRS TGA Exact Z&M HRS TGA Exact Z&M HRS TGA

10 0.7952 0.7408 0.7806 0.7921 11.3858 12.8341 14.6407 10.1028 0.2755 0.3209 0.2679 0.2448

7% 2% 0% - 13% 29% 11% - 16% 3% 11%

50 0.7839  0.7586  0.7777  0.7982 5.6986 6.0298 6.4212 5.4381 0.1403  0.1507  0.1384  0.1399
- 3% 1% 2% - 6% 13% 5% - 7% 1% 0%

100  0.7814  0.7633  0.7771  0.7927 4.1484 4.4716 4.32 4.0355 0.1026 0.108 0.1016 0.103
- 2% 1% 1% - 8% 4% 3% - 5% 1% 0%

200 0.7796  0.7667  0.7766  0.7913 2.9963 3.0844 3.1859 2.9561 0.0743  0.0771  0.0738  0.0747
- 2% 0% 2% - 3% 6% 1% - 4% 1% 1%

500  0.7781  0.7698  0.7762  0.7937 1.932 1.9681 2.0093 1.9307 0.0481  0.0492  0.0478  0.0489
1% 0% 2% - 2% 4% 0% - 2% 1% 2%

[94] and Z&M in [123] in the case of n = 10 (small scale). Indeed, for n = 10, the TGA values are
reasonable, whereas Z&M is off by a factor of 10.5 for the mean E[V] in Table 3.14 and HRS is off
by a factor of 15.0 for the mean E[V] in Table 3.15. The is partly explained by the scaling, because
for n = 10 the QED scaling in (3.25) makes p = 1.31 even though 5 = —0.5.

We conclude that all these approximations have advantages, which at least partly depends on

whether the QED or ED regime is most natural.
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Table 3.14: A comparison of TGA and DGA approximations for the probability of delay P?, the
mean wait E[V] and the probability of abandonment P to the results in Table 6 of [94] for the
M/M/n 4+ Hs model with p = 1+ 1y/n, A = npu, p = 1 and Hy patience with (p,61,602) =
(0.9, 1, 200).

pd E[V] P
n Exact Z&M HRS TGA Exact Z&M HRS TGA Exact Z&M HRS TGA
10 0.7909 0.3139 0.7821 0.7462 11.8884 1.1349 16.2358 9.9089 0.2763 0.4268 0.2677 0.2584
- 60% 1% 6% - 90% 37% 17% - 54% 3% 6%
50 0.7158 0.3242 0.709 0.6014 4.5527 0.5277 5.405 3.4147 0.1455 0.1838 0.1428 0.1211
- 55% 1% 16% - 88% 19% 25% - 26% 2% 17%
100 0.6663 0.327 0.6587 0.5789 2.7067 0.377 3.0844 1.2267 0.1087 0.1313 0.1072 0.0761
- 51% 1% 13% - 86% 14% 55% - 21% 1% 30%
200 0.6063 0.329 0.5979 0.584 1.4942 0.2686 1.6453 0.6486 0.0808 0.0936 0.08 0.0613
- 46% 1% 4% - 82% 10% 57% - 16% 1% 24%

500 0.5213 0.3309 0.5127 0.5858 0.6201 0.1711 0.6577 0.3495 0.0541 0.0596 0.0538 0.0495
- 37% 2% 12% - 72% 6% 44% - 10% 1% 9%

Table 3.15: A comparison of TGA and DGA approximations for the probability of delay P?, the
mean wait E[V] and the probability of abandonment P® to the results in Table 9 of [94] for the
M/M/n + GI model with p =1+ 1y/n, A\ = npu, u = 1 and increasing patience-time hazard rate.

pd E[V] Pe

n Exact Z&M HRS TGA Exact Z&M HRS TGA Exact Z&M HRS TGA

10 0.4454 0.7408 0.2913 0.6324 0.8557 1.1349 12.8341 1.1201 0.3312 0.3209 0.3297 0.4072
- 66% 35% 42% - 33% 1400% 31% - 3% 0% 23%

50 0.4041 0.7586 0.3559 0.6647 0.5277 6.4212 0.565 0.9411 0.1679 0.1507 0.1658 0.2854
- 88% 12% 64% - 1117% 7% 78% - 10% 1% 70%

100 0.4152 0.7633 0.3859 0.6783 0.4786 4.4716 0.4877 0.8368 0.1215 0.108 0.1202 0.2254
- 84% 7% 63% - 834% 2% 75% - 11% 1% 86%

200 0.4351 0.7667 0.4169 0.6917 0.4107 3.0844 0.4191 0.7245 0.087 0.0771 0.0863 0.1692
- 76% 4% 59% - 651% 2% 76% - 11% 1% 94%

500 0.4688 0.7698 0.4588 0.7089 0.3347 1.9681 0.3404 0.5779 0.0553 0.0492 0.055 0.1084
- 64% 2% 51% - 488% 2% 73% - 11% 1% 96%
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3.8.3 Underloaded Models

In this section we present the performance of the underloaded M/M/n + M in QED regime,
where § defined in (3.25) is fixed at 0.5. During UL intervals, it is easy to check that P? and P® are
0 in the MSHT limits. The fluid and FCLT limit of waiting time in underloaded intervals implies
that w(oo) = v(co) = 0 and o = 0. In order to improve the performance, we replace w(oco) = 0
by E [WTGA] =E [QTGA] /p and oy = 0 by Var (WTGA) = Var (QTGA) +E [QTGA], then design
PIGA(n) and PT%4(n) as

PEGA(n) = (i) (—CLQ/V(H)) ’

PTCAG) = /0 8 (ap(n) (2 - 1)) @), (3.26)

where aly, (n) = /nE[WTE4] /Var (WTGA>.

The main idea of (3.26) is to use WG4 = ZZ«“?:TlGA S; to replace the zero waiting time; here S;
is the processing time of the i** customers. We omit the impact of abandonments since according
to the numerical results on underloaded intervals, the probability of abandonments are about 1072,

To verify (3.26), it is suffice to prove that
E (W' =B [Q"9Y] /u, and Var (W9 = Var (QT%") + E[Q"“"].

Proof. Tt is obvious for the expression of E[WWT¢4] so we only focus on Var (WTGA) here.

QTGA QTGA QTGA QT4
E(WT)] = B| Y s7+2 ) 85| =B |B| Y S242 ) 88| QTA
i—1 j<i =1 J<i

= E [QQTGA + QTGA(QTGA - 1)] —-F [QTGA] ) [(QTGA)Q} ’

which implies the expression of Var(W7¢4). O

Table 3.16 shows the performance of an underloaded M/M/n + M model with p = 0.95.
In particular, with parameters A = 100, p = 0.95 and 0.1 < 6 < 4.0. Table 3.16 shows good
performance of TGA for the means of X,, and B,, in all cases and for the variances of X,, and B,,

with 0.5 < 6 < 2.0, but poor performance otherwise.
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Table 3.16: The performance for underloaded models: a comparison between simulation estimates and
exact numerical values for the M(A~1)/M(1)/100 + M(6~!) model with n = 100, p = 0.95 and 0.1 < 6 < 2

0=0.1 0 =0.25 6=0.5
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 1.00E4+2  9.50E+1 same 9.80E+1 9.50E+1 same 9.64E+1 9.50E+1 same
rel. err. 5% 3% 1%
Var(X) 2.18E+2 9.50E+1 same 1.56E4+2  9.50E+1 same 1.20E4+2  9.50E+1 same
rel. err. 56% 39% 21%
E[B] 9.44E+1 9.50E+1 9.31E4+1 9.40E+1 9.50E+1 9.31E4+1 9.36E+4+1 9.50E4+1 9.31E+1
rel. err. 1% 1% 1% 1% 2% 0%
Var(B) 4.91E+1 9.50E+1 5.31E+1 5.03E+1 9.50E+1 5.31E+1 5.11E+1 9.50E+1 5.31E+1
rel. err. 94% 8% 89% 6% 86% 4%
E[Q] 5.78E+0 0.00E+0 1.89E+0 4.06E4+0 0.00E4+0 1.89E4+0 2.88E4+0 0.00E4+0 1.89E+0
rel. err. 100% 67% 100% 53% 100% 34%
Var(Q) 1.04E4+2 0.00E4+0 1.59E+1 5.67E+1 0.00E+0 1.59E+1 3.22E+1 0.00E40 1.59E+1
rel. err. 100% 85% 100% 2% 100% 51%
E[V] 6.16E-2 0.00E+0 1.89E-2 4.37TE-2 0.00E+0 1.89E-2 3.14E-2 0.00E+0 1.89E-2
rel. err. 100% 69% 100% 57% 100% 40%
Var(V) 1.13E-2 0.00E+0 1.78E-3 6.24E-3 0.00E+0 1.78E-3 3.60E-3 0.00E+0 1.78E-3
rel. err. 100% 84% 100% 72% 100% 51%
pd 4.49E-1 0.00E+0 6.73E-1 4.06E-1 0.00E+0 6.73E-1 3.64E-1 0.00E+0 6.73E-1
rel. err. 100% 50% 100% 66% 100% 85%
P 6.09E-3 NaN 1.88E-3 1.07E-2 NaN 4.70E-3 1.51E-2 NaN 9.38E-3
rel. err. NaN 69% NaN 56% NaN 38%

0=1 0=2 0=4
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 9.50E+1  9.50E+1 same 9.38E+1  9.50E+1 same 9.28E+1 9.50E+1 same
rel. err. 0% 1% 2%
Var(X) 9.50E+1 9.50E+1 same 7.78E+1  9.50E+1 same 6.64E+1  9.50E+1 same
rel. err. 0% 22% 43%
E[B] 9.31E+1 9.50E+1 9.31E+1 9.26E+1 9.50E+1 9.31E+1 9.21E+1 9.50E+1 9.31E+1
rel. err. 2% 0% 3% 1% 3% 1%
Var(B) 5.16E+1 9.50E+1 5.31E+1 5.16E4+1 9.50E+1 5.31E4+1 5.12E4+1 9.50E4+1 5.31E+1
rel. err. 84% 3% 84% 3% 86% 4%
E[Q] 1.92E40 0.00E4+0 1.89E40 1.21E4+0 0.00E40 1.89E+0 7.23E-1 0.00E+0 1.89E+4+0
rel. err. 100% 1% 100% 57% 100% 161%
Var(Q) 1.69E4+1  0.00E+0 1.59E+1 8.28E+0 0.00E40 1.59E+1 3.82E+0 0.00E40 1.59E+1
rel. err. 100% 6% 100% 92% 100% 315%
E[V] 2.13E-2 0.00E+4-0 1.89E-2 1.38E-2 0.00E+0 1.89E-2 8.60E-3 0.00E+0 1.89E-2
rel. err. 100% 11% 100% 37% 100% 120%
Var(V) 1.93E-3 0.00E+-0 1.78E-3 9.79E-4 0.00E4-0 1.78E-3 4.76E-4 0.00E4-0 1.78E-3
rel. err. 100% 8% 100% 81% 100% 273%
pa 3.17E-1 0.00E+4-0 6.73E-1 2.68E-1 0.00E4-0 6.73E-1 2.21E-1 0.00E4-0 6.73E-1
rel. err. 100% 112% 100% 151% 100% 205%
P® 2.02E-2 NaN 1.87E-2 2.54E-2 NaN 3.70E-2 3.04E-2 NaN 7.26E-2
rel. err. NaN 7% NaN 46% NaN 139%
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3.9 Simulation Methodology

We used simulation to estimate the exact values for all non-Markovian models. We now provide
extra details about our simulation methodology. For n = 100, we estimated all the performance
measures using 2000 independent replications over the time interval [0,7] with 7" = 100, starting
empty in each case. To have statistical precision for all the steady-state estimates, we need to
ensure, first, that the system has approximately reached the steady state before sampling, and,
second, that enough sampled data are collected to give reasonable accuracy, which we judge by

using 95% confidence intervals. We discuss these issues in turn.

3.9.1 From Transient to Steady State

To avoid bias caused by the initial transient starting empty, we do not collect data from an
initial portion of each run. We stop sampling at time 0.957 = 95 We also eliminate a final portion
so that we can observe the waiting times experienced by all arrivals in the main measurement
interval; i.e., to avoid abnormal zeroes in sampled potential waiting times, which results from that
some virtual customers’ (potential) waiting times not being sampled at the end of simulation at
T = 100. In particular, for n = 100 we use the data in [40, 95] from each run over [0, 100] to estimate
the steady-state performance functions.

To illustrate the initial transient and when it tends to disappear, we show an example, using
the Hy(10571,2)/H(1,2)/100 + H3(2,2) model. Figure 3.12 shows plots of the transient (time-
dependent) mean and variance functions for the queue length. Figure 3.12 shows that the perfor-
mance is close to steady state after time 20. To be safe, we use the data in [40,95] to estimate the

steady-state performance functions.

3.9.2 The Sampling Procedure

To determine the potential waiting times at time ¢, which are for an arrival with unlimited
patience that would arrive at time ¢ (the usual virtual waiting time, modified to include unlimited
patience), we generate virtual customers that do not affect the other customers. In particular, in
the r* simulation replication, 1 < r < R, we periodically generate virtual arrivals at deterministic
times t1,tg,...,ty, with ¢ = kAt and At = 0.1, 1 < k < N, = |T/At]. The virtual customers
have the same waiting time distribution. They abandon as if they are the real customers but they
will not be removed from the queue if they abandon. They still wait in queue until their turn to
enter service so that we can record their virtual waiting time as potential waiting times. We do not
allow them to enter service, so these virtual customers do not affect the system dynamics. We use

indicator variables n?, and 7]7‘? pto record if the virtual arrival at t; on the r*" path abandons and
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Figure 3.12: Simulation estimates of the mean and variance of the queue length as a function of
time in the Hy/Hs/n + Hs model to show the approach to steady state.

is delayed, namely

and nr,k = ) (327)

0, otherwise 0, otherwise

. _{ 1, if V,(k) >0, . {1, if Vo(k) > Ay,
rk —

where Ay is the patience time of the k" virtual arrival, V,.(k) = E,.(k) — A, (k) records the potential
waiting time at time t, A,.(k) = k- At and E,(k) are the times at which the k" virtual customer
arrives and enters service. We also use indicators variables nff ’s to denote if the k' real (non-
virtual) customer is delayed once it arrives on the r* replication.

For the number of customers in queue and service at each time, we sample the continuous-time
queue-length process and number of busy servers at discrete time points ¢, t2,...,ty,, denoted by

Q. (k) and B, (k). Here we make sure to exclude the virtual arrivals.

3.9.3 Constructing Confidence Intervals

All estimates of target performance measures and corresponding confidence intervals are based
on assuming i.i.d. samples, which is justified because we take a single estimate from each of the
R = 2000 independent samples.

To illustrate how we construct these estimators, we use the queue-length process ) for an
example. On the rth path, we sample values for the queue length at N = 551 evenly-spaced time
points in the interval [0.47, 0.957] = [40, 95], denoted by Q. 1, ..., Q@ n. To construct the confidence
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intervals for E[Q] and E[Q?], first, for each replication r = 1,2,..., R, we let

N
Qr=3 D@ and QP = 3 (@u)* (3.28)

Even though the random variables being averaged in (3.28) are typically dependent, these are valid
estimators for the true mean E[Q] and second moment E[Q?]. Experience shows that the average
of these N = 551 values has lower variance than a single observation from the end of the run.

To get the overall estimators of E[Q] and second moment E[Q?], and their CI's, we use the R
independent samples @1, e Q R (©§2)7 e Qvg)) to compute the sample mean and sample variance

of the queue length and its second moment in the usual way, i.e.,

~ 1 ro R 2
Q(R) = I ;Qr and SQ )= —— R . rz:l ( - ) , (3.29)
Q(Q)(R) = ;i @&2) and Sé@)(R) = ﬁ i (@P - Q(2)(R))2. (3.30)
r=1 r=1

The random variables Q(R) and Q® (R) in (3.29) our our final estimators for the true mean E[Q]
and second moment E[Q?].
As usual, the (1 — 100a%)-confidence intervals for the mean and second moment of the queue

length are

52 i S2(R)
7@ + Za/2 Q

Za /2 and (3.31)

_ /52 Soe(R) St (1)
— Ra/2 Q + Zo2 o R ) (332)

where z, is the a-percentile of the standard Gaussian distribution. Since we use 95% CI’s, we use
a = 0.025.
Since Var(Q) = E[Q?] — (E[Q])?, we estimate the variance by

V(R) =QP(R) - (QR))>. (3.33)

We then approximate the CI halfwidth of the the variance by the CI halfwidth of the second

72



moment. We thus roughly estimate the CI of the variance as

2 2
V(R)—za/z\/W,V(R)+za/g\/w . (3.34)

We discuss this approximation further with the numerical example below.

For the probability of abandonment (similar procedure for the time-averaged probability of
delay), we sample values for the indicator at N = 551 evenly-spaced time points in the interval
[0.47,0.95T] on the r*® run, denoted by N1y« > and we let P% = (1/N) Y neps for r =
1,2,..., R. The (1 — 100a%)-confidence interval is

Pa(R) — Ra/2 \/ SgéR)7Pa(R) + Raf2 \/ SCQL]EL)R)

Y

where

R
P(R) %Zﬁg and  S2(R) = ﬁ S (B - pim)
r=1

r=1
For the probability of customer-averaged delay, we sample values for the indicator at N, time
points, where N, is the number of arrivals occurred in the interval [0.5T, 7] on the 7" replication,
denoted by ni’f, . ,nf,l’]%, and we let P = (1/N,) S nE forr =1,2,..., R. The (1—-100a%)-

confidence interval is

_ S2 (R) _ S2 (R
Pd7C(R) — Ra/2 LU) Pd?C(R) + Raf2 d,C]'%( ) )
where
1 & 1 & 2
pd.C py _ L+ 5d,C 2 _ 5d,C _ Bd,C
PAC(R) erlpr ,and Sio= o ;(P P (R)) .

To substantiate our procedures and verify that we obtain adequate statistical precision, we compare
the estimated performance measures of M /M /n+ M model to corresponding exact solutions, which
are calculated by the same algorithms of [107]. The Table 3.17 shows that the procedures are sound
and the the statistical precision is adequate.

We use Table 3.17 to elaborate on the approximate CI for the variance. To do so, we focus
on the queue length in the case § = 0.1. Notice that the CI for the mean is 30.0 &+ 0.52, so that

the relative halfwidth for the mean is 1.7%. However, by squaring the upper and lower limits,
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Table 3.17: A comparison between simulation estimates and exact numerical values for the
M(10271)/M(1)/100 + M (6~1) model, confirming the validity of both algorithms

6=0.1 6 =0.25 6 =0.5 6=1 6 =2

Perf. Meas. Exact Sim. Exact Sim. Exact Sim. Exact Sim. Exact Sim.
E[X] 1.52E42 1.52E4-2 1.22E4-2 1.22E42 1.11E42 1.11E42 1.05E42 1.05E42 1.01E42 1.01E4-2
rel. err. +6.75E-1 +2.78E-1 +1.46E-1 +8.47E-2 +5.61E-2
Var(X) 9.25E+2 9.07E+2 3.47E42 3.46E+2 1.81E+42 1.80E+2 1.05E+2 1.05E+2 6.85E+1 6.81E+1
rel. err. +2.12E+42 +7.03E+1 +3.32E+1 +1.79E+1 +1.12E+1
E[Q] 5.22E+1 5.20E+1 2.30E+1 2.31E+1 1.27E4+1 1.27E4+1 7.03E+0 7.01E40 3.88E40 3.90E40
rel. err. +6.67E-1 +2.62E-1 +1.26E-1 +6.15E-2 +3.06E-2
Var(Q) 8.99E+2 8.82E+2 3.05E42 3.06E42 1.35E42 1.34E42 5.92E+1 5.91E+1 2.57TE+1 2.58E+1
rel. err. +7.88E+1 +1.55E+1 +4.53E+40 +1.41E40 +4.55E-1
E[W] 5.14E-1 5.12E-1 2.29E-1 2.30E-1 1.28E-1 1.28E-1 7.22E-2 7.20E-2 4.09E-2 4.11E-2
rel. err. +6.52E-3 +2.57E-3 +1.24E-3 +6.16E-4 +3.13E-4
Var(W) 8.59E-2 8.41E-2 2.93E-2 2.94E-2 1.31E-2 1.31E-2 5.88E-3 5.88E-3 2.64E-3 2.64E-3
rel. err. +7.58E-3 +1.50E-3 +4.45E-4 +1.42E-4 +4.69E-5
pd 9.67E-1 9.67E-1 8.90E-1 8.91E-1 8.03E-1 8.03E-1 7.00E-1 6.99E-1 5.92E-1 5.95E-1
rel. err. +1.93E-3 +2.91E-3 +3.17E-3 +3.11E-3 +2.81E-3
pe 4.97E-2 4.98E-2 5.47E-2 5.50E-2 6.04E-2 6.07E-2 6.70E-2 6.65E-2 7.40E-2 7.40E-2
rel. err. +8.36E-4 +8.51E-4 +8.43E-4 +8.29E-4 +8.34E-4

we see that a rough symmetric CI for (E[Q])? is 900 + 30, using the gap at the upper limit, so
that the relative halfwidth for the square of the mean is 3.3%. Our direct estimate of the second
moment is 613 + (30)? = 1513 and our direct estimate of its CI is 1513 + 43.6, so that the relative
halfwidth is 2.8%. Our approximation thus estimates the CI of the variance as 613 4 43.6, so that

the approximate relative halfwidth is 7.1%, which we judge to be conservative.

3.10 Conclusion

In this chapter we have developed and evaluated approximations for the key steady-state per-
formance measures in the heavily loaded stationary G/GI/n + GI model. These approximations
are remarkably simple and easy to implement, even though they have a relatively complicated basis
in MSHT limits. As can be seen from §3.3.2, the basic truncated Gaussian approximations (TGA)
for p > 1 can be expressed in terms of (i) the deterministic fluid approximating pair (w,Q) =
(w(o0), Q(00)) in Theorem 4.1.1 (b), (ii) the limiting variance pair (ow,ox) = (ow(00),0x(00))
in Theorem 3.2.3 (b) and (iii) the standard (mean-0, variance-1) Gaussian cdf ® and pdf ¢. The
TGA-G refinement in §3.3.3 only requires an adjustment to oy using the service-time scv ¢2. The
approximate probability of abandonment P® in (3.23) also requires a numerical integration with
the full patience pdf f. Most of these approximate performance measures are easier to compute
than corresponding quantities in the Markov M /M /n+ M Erlang-A model; see [81, 107]. For that

model, the advantage of such simple approximations was previously emphasized by [32, 115, 81].
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The basis for these simple approximations is the collection of MSHT limits for the G/GI/n+GI
model in the efficiency-driven (ED) regime in [74, 75, 77, 117], reviewed in §3.2. These MSHT limits
explain why the approximations require that the scale (number of servers) n and the load (traffic
intensity) p be suitably large, and that the abandonment rate be not too high.

It is significant that the approximations go beyond a direct application of the MSHT limits. We
developed the approximations in §3.3. After presenting the direct DGA Gaussian approximations
in §3.3.1, we applied truncation to obtain the refined TGA approximations in §3.3.2 and then
subsequently, in §3.3.3, we heuristically modified the MSHT limit in [77] for non-exponential GI
service to obtain the final TGA-G approximations, which coincide with TGA for exponential service
times.

In §§3.4-3.7 we report results of extensive simulations studying the approximations. These ex-
periments show that, for large scale with n = 100, the approximations are effective for a significant
range of the traffic intensity (p) and the abandonment rate (f) parameters, roughly for p > 1.02
and 0 < 2.0. After first comparing the approximations to exact numerical results for the Markov
M/M/n 4+ M model in §3.4, we carefully examined the impact of non-Markov elements for the
arrival process (including a non-renewal MMPP example) and the patience distribution in §3.5 and
for the service time distribution in §§3.6.1 and 3.6.2. In §3.7 we showed that these approximations
also remain effective for smaller scale, assuming that the remaining parameters are adjusted ap-
propriately. In §3.9 we described the simulation methodology. Additional details are provided in an

online appendix.

3.10.1 The Impact of Model Features on System Performance

It is well known that congestion tends to be increasing in A and decreasing in u, n and 6. The
way that congestion depends on these basic parameters is quite well understood. We refer to [118]
for a careful sensitivity study of performance in the Erlang-A model, which shows that performance
is quite sensitive to small percentage changes in the arrival rate A or the service rate p (and thus
the traffic intensity p), but is relatively insensitive to small changes in the abandonment rate 6.

The MSHT limits help expose the structure as well, as discussed for Markov models in [38, 32,
115]. First, the MSHT scaling shows that, for n not too small, performance depends on n and p
primarily through the single parameter (1 — p)y/n = 8, with 8 < 0 corresponding to the overloaded
case. Second, §4 of [115] shows for the M /M /n + M model that performance depends on n and ¢
primarily through n/6 for large values of that ratio.

The fluid limits for the general G/GI/n+GI model in Theorem 4.1.1 are very useful for exposing
the primary impact of model elements upon performance. Theorem 4.1.1 shows that performance
primarily depends on the arrival process only via its rate and on the service-time distribution only

via its mean. In contrast, when p > 1, the fluid limit depends on the full patience-time cdf F,
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but then only on the value of its inverse F'~! at the limiting fluid abandonment rate (p — 1)/p.
the head-of-line waiting time w(oc) is determined by w(oc) = F~1((p — 1)/p). From a practical
engineering perspective, we see that this characteristic of the patience cdf is critical, not the mean
or variance. Table 3.6 illustrated that the patience cdf matters beyond its mean and variance. The
fluid approximation shows that, if the full patience cdf F gets larger in stochastic order, i.e., if the
function F increases so that customers are more patient, then congestion should increase, just as
in the M/M/n + M model.

Moreover, As we have observed in §3.5, the general stationary G arrival process only affects
the FCLT limit in Theorem 3.2.3 though the asymptotic variance parameter c?\ appearing in the
assumed FCLT for the arrival process in (4.2). That was illustrated in Table 3.3 when we displayed
results for models that have M (1) and LN (1,1) arrival processes. Theorem 3.2.3 shows that con-
gestion tends to increase appproximately proportional to ci. In contrast, the patience-time cdf F
affects the FCLT limit in a complicated way.

A main conclusion in [107, 117] was that the steady state performance of the M/GI/n +
GI model tends to be nearly insensitive to the service-time distribution beyond its mean. Our
experiments confirm that conclusion for the main performance measures considered, e.g., for the
mean values of the steady-state queue length and waiting time, but we show that the variance and
full distribution depend significantly on the service-time distribution beyond its mean. Moreover,
our refined TGA-G approximation successfully captures that effect.

Because Theorem 3.2.3 is for the G/M/s + GI model, we do not directly see the impact of
the service-time distribution, but the fluid limits suggests that it is not so great. Our heuristic
refinement TGA-G depends on the service-time distribution only through its first two moments.
In particular, the variance J%VG in §3.3.3 is increasing in c¢2. Because the approximation is quite

effective, we conclude that the scv ¢ captures much of the impact.

3.10.2 The Impact of Model Features on the Accuracy of the Approximations

Much of this chapter has been devoted to carefully examining the accuracy of the proposed
engineering approximations. First, for the M/M/n + M model, Tables 3.1 and 3.2 and Figures
3.1-3.3 show that the accuracy of the approximation is quite good for large scale, which we take
to be n = 100, provided that the model is reasonably overloaded (OL), as specified by our OL
condition p > 1.02 and € < 2.0. Given that performance depends on n and p for n not too small
primarily through the single parameter (1 — p)y/n = 8, with 8 < 0 corresponding to the overloaded
case, it is noteworthy that for n = 100 our OL condition p > 1.02 corresponds to g < —0.2. For
large n,

Clearly, the system ceases to be OL as p decreases toward critical loading (CL), characterized by

p =1, and as # increases above 2.0, as shown in Figures 3.1 and 3.3. The degradation of performance
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for # = 4 and 10 is shown in Figure A.4 in the appendix. These figures show that, for p > 1, a high
abandonment rate 6 degrades approximation accuracy the most.

Tables 3.3 and 3.4 and Figure 3.4 show that the accuracy is quite insensitive to the arrival
process variability as characterized by c?\. Table 3.5 and Figure 3.6 show that the same is true for
the variability of the patience distribution as characterized by cgb to a large extent, but there is

some degradation as cgb gets small.

3.10.3 Directions for Future Research

There are many good directions for future research. First, exact performance measures are still
needed for the M /GI/n+GI model and more general models with GI service. Second, MSHT limits
are still needed for the G/GI/n+ GI models with abandonment and G1I service, going beyond the
established MSHT fluid limits. More generally, It remains to provide better theoretical justification
for the TGA-G approximation with non-exponential service-time distributions in §3.3.3 and/or
even better simple approximations, if possible. It also remains to develop effective approximations
for other ranges of the parameters. It remains to find and study new approximations such as those
recently proposed in [43]; they seem to effectively cope with rapidly changing patience hazard rate

functions caused by delay annnouncements over time.
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Chapter 4

Approximations for Time-Varying

Gt/GI/si + GI Queues

4.1 Introductions

This chapter is a sequel to Chapter 3, in which we build new engineering approximation formulas
for steady-state heavily-loaded non-Markovian queueing systems with customers abandonment,
denoted as the G/GI/s + GI, allowing non-Poisson arrival process (the first G), independent and
identically distributed (i.i.d.) service times (the second GI) and customers patience times (the last
GI). By extending Chapter 3, we establish engineering approximations for time-varying G;/GI/s;+
GI queueing, where the customer arrival rate varies as time evolves (the first G¢) and a time-
dependent staffing the number of servers is allowed (the s;).

Models accounting for time-varying features attract substantial interests in recent years because
of their application to call centers, healthcare systems and other service systems, see [1] and [122].
It is then natural to use nonhomeogeneous Poisson process (NHPP) to simulate the time-varyinig
arrival processes (see [68, 67]). However, statistical analysis of a teaching hospital in South Korea
reveals that the estimated variance-to-mean ratio of arrival processes is far from that of a NHPP
(see [60, 72] for more details). Therefore, to validly simulate the time-varying arrivals, we need
a more general stochastic process: the nonstaionary non-Poisson processes (NNPP). With time-
varying arrivals, system alternatively experiences UL (underloaded intervals as previously defined)
and OL (overloaded intervals as previously defined), and such alternating behavior complicates
analysis of system performance.

According to empirical studies on service systems in [16], service times and customers’ patience
times are usually not exponentially distributed, see Figure 1.1 in [16]. Therefore, in this chapter,
we are motivated to characterize performance measures for the time-varying G¢/G1I/s; + GI model

exhibiting generally distributed service time and abandonment (customers’ patience) times. We
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Figure 4.1: Comparisions between queue lengths in Markovian M;/M /s + GI model and general
G¢/GI/s + GI model

g 1 —M/MA00+ME2) ‘ ‘ ‘ —
c
= 0.8 |—M/M/100+H,(2,4) -
g 206 f
0.4 <
o 0.2E | | | | =
5 10 15 20 25
= I I I I
S B15
Q&
O
c
c o 1
-]
53
= 505
6
>
w— C
o o
>4
[ ]
7 3
g2

provide simple formulas to approximate the time-depedent mean functions and variance functions
of performance measures, including the total number of customers in the system, the number in
queue, the number in service and waiting time.

Based on Markovian M;/M/s; + M model, Massey and Pender [85] established Gaussian ap-
proximations by solving differential equations. Despite the tractability of the Markovian models,
we observe that approximating a G;/GI/s; + GI model by its associated M;/M/s; + M model
with the same mean service and abandonment times can be ineffective. Figure 4.1, for example,
compares the simulated mean and variance functions of queue lengths of a Markovian M, /M /s+ M
model and a G;/GI/s+ GI model, sharing the same arrival rate function A(t) = 0.6sint+ 1, system
scaler n=100, constant number of servers s(t) = 1, exponential service time with mean 1, lognormal

inter-arrival times with SCV ¢3 = 1, and lognormal abandonment times with rate § = 0.5 and SCV

2
-

c

From that figure, we can see significant performance gaps between two queues. Therefore, simply
using Markovian models approximate the G;/GI/s + GI queue might lead to serious errors and
poor decisions. Our work is to develop better approximations for those general queues.

The time-varying G;/GI/s; + GI is characterized by several model parameters: the time-
dependent arrival rate function A\(¢) and constant SCV ci, a general service time cdf G with mean
1/ and SCV ¢2, a general patience time cdf F' with mean 1/6 and SCV ¢2. Firstly, we explain what
the Gy arrival with time-varying rate function (A(t)) and constant SCV ¢3 means in our chapter.

The G; arrival process, denoted as A(t), is a process associated with inter-arrival times. The rate
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function A(t) provides the mean value of the process A(t), i.e. A(t)/t — A(t)/t = (1/1) fg A(s)ds,
and the SCV ci gives the variance of inter-arrival times. In contrast to renewal process, the inter-
arrival times are mutually independently with each other but they are NOT i.i.d. random variables.
Each inter-arrival time has a unique mean value depended on time ¢ whereas they share the same
level of variation ci. To generate a Gy arrival process, we apply the algorithm developed in [?
74]. The intuition idea is to use the identity feature of (equilibirum) stationary (delayed) renewal
process that is, for any time ¢, we have E[A(t)] = A(t). Hence, based on a rate-1 stationary renewal
process (SRP) with variance c3, denoted by N(t), we generate the desired time-varying arrival
process A(t) = N(A(t)), by scaling the time of the rate-1 SRP {N(t),t >}. Secondly, without loss
of generality, we assume the mean service time 1/u = 1.

Under the aforementioned setting, we aim to establish new performance approximations for the
G¢/GI/s;+GI model and conduct extensive numerical experiments to study the impacts of system
parameters on system performance and the robustness of the proposed approximations. We next
review the MSHT limits.

4.1.1 Many-Server Heavy-Traffic Limits of G;/M /s, + GI Model

The MSHT limits are obtained by considering a sequence of time-varying queueing models
indexed by integers n. In the n** model, both the number of servers and the arrival rate are scaled
by n from the G;/GI/s;+GI model, i.e. s, (t) = ns(t), and A\, (t) = nA(t). Other system parameters
such as distributions of service times and abandonment times are keep the same.

The arrival process N, () is assumed to satisfy a FWLLN

Nu(t)

t
= A(t) = / A(t)dt, in Das n — oo, (4.1)
n 0

and FCLT
(N,o(t) —nAt) /vV/n=c\B(t) inD asn— oo, (4.2)

where B is a standard Brownian motion (BM), ¢\ > 0 is a variability parameter, = denotes weak
convergence and ) denotes, as defined in previous chapters, the space of right-continuous functions
that have left limits; see [9, 77, 113] for details.

Let @, (t) and B,(t) to be the number of customers waiting in queue and in service at time
t. Let Xy, (t) = Qn(t) + Bn(t) be the total number in the system. Let W,,(¢) and V,,(¢) to be the
head-of-line waiting time (the elapsed waiting time of the head-of-line customer if there is any) and
the potential waiting time at time ¢ (the waiting time of an infinitely patient arrival at time ¢ if
there were an arrival at that time). We next review the MSHT FWLLN and FCLT limits for the

time-varying queueing model, which are the building blocks for our Gaussian approximations.
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Define the LLN-scaled processes be

= Qn(t) = Bn(t) = Wn(t) = Wn(t) and Vn(t) = Vn(t)

The waiting times need no spatial scaling because the service-time and patience-time cdf’s are not

scaled. By Theorem 1 in [75], we have the joint convergence for the LLN-scaled functions

(Xn>Qn;Bn7Wn7Vn) - (XanBawvv)a in D57 (43)

where the limit is a vector of deterministic functions specified in [117, 74]. We give those limit

functions as below.

Theorem 4.1.1 (Theorem 1 in [75]). The fluid model with capacity s; arising as the MSHT FWLLN
limit of time-varying Gy/GI /sy + GI model with s(t) servers can be by the deterministic functions
(B(t),Q(t), X (t),w(t)) in D°. Here X(t) = B(t) + Q(t) and the other functions are computed as
follow.

(a) If the system is in UL,
X(t) = B(t) = X(0)G(t) —1—/0 A8)G(t —s)ds and Q(t) = w(t) = 0.

(b) If the system is in UL, the service content B(t) = s, and, by Theorem 3 in [74], the fluid
head-of-line waiting time w(t) is the unique solution to the ODE

b(t,0)
(t —w(t) F(w(t)’

where b(t,0) satisfies the fized point equation

w’(t):l—)\

b(t,0) = s'(t) + /000 Wdy + /0 b(t — x,0)g(x)dx. (4.4)

The number of customers waiting in the system, Q(t), is defined

w() _
Qt) = /O At — s)F(s)ds, (4.5)

and thus X (t) = B(t) + Q(t).

We now review the FCLT limits. As in [77], we now restrict to the G;/M /s, + GI model having
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exponential service (the M). To provide the FCLT limits, let the CLT-scaled processes be

Xa(t) = Xn(t) —nX(t) A Qn(t) —nQ(1) . By(t) — nB(t)

Jn , Qn(t) = T7 By (t) = Jn )

Wa(t) = Vo (Wa(t) —w(t)),  Valt) = Vi (Va(t) = o(t)), (4.6)

where n is again the system scaler, while X (¢), Q(t), B(t),w(t) and v(t) are the deterministic limit

functions in (4.3), i.e., the deterministic fluid functions in [74].

Theorem 4.1.2 (MSHT FCLT limits for the G¢/M/n + GI queues). Consider the sequence of
G¢/M/s; + GI queueing models having s(t) servers. Under regularity conditions in [77], including

appropriate initial convergence at time 0,
(XR7BTL7QTZ7W7L7VTZ> = <X7B,Q7W,V) m ID)5 as n — Q.

(a) If the system is in UL interval, we have Q =W=V= 0, and BLx satisfies the stochastic
differential equation (SDE)

dX (t) = —pX (t)dt + /S + pX (t)dB(t),
where B is a standard Brownian motion, so that X(t) is a Gaussian process with

2 = C2— t_2 — U U t_ —Uu U.
2 = (& 1)/0G(t JAd +/OG(t JAd

~

(b) If the system is in OL interval, we have B(t) = 0, Q(t) = X (t) where

3 t
X)) = X(O)Fw(t)JrZ/ Kot u)dBy (),

Wy = W tO—l—Z/Htu ) dBi(u),

)
VO = TuE o0y

where By = By, By = Bs and By = B, are independent standard BMs, that are the FCLT limits of
the scaled arrival process (the subscript “\”), service process (the subscript “s”) and abandonment

process (the subscript “a”). Both X (t) and W (t) are zero mean Gaussian processes with variance
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process

2 = t 2 u 2 u)au 2 ar j
o2(t) = /OH (t,u) I (u)du + H(1,0) Var (1W(0))

ok (t) = / AE(t—u) ((F — 1)F(t—u)+1) du
t—w(t)

AR (w(t)ofy (1) + Var (X(0)) - (Fu(t)”.
Here, H(t,u), I;(t), K;(t) are deterministic analytic functions given by
H(t,u) = exp {/ h(v)dv} ,
C2 2 wlu u
I3 (u) Agg(u Z))(I;())’ 0),
2 _ b(u,O)
B0 = B wlw)’
F(w(u))b(u,0
B = S
20 = 1o + B0+ B = LA _( 1)))” ol ”],
Ki(t,u) = exF(t — u) v/ M) Lg—w(yuety + 4t w(t) /A w)) L fo<u<t—w(t)}s
Ks(t,u) = —/b(t,0) — s( VH(t,u),
Ky (t,u) = —w(u)F(t ~ - u)ﬂ{t_w( s
t7w(t) \/ I3 t L~ ( ))l{Ogugtfw(t)}v
where
= aFw@)b(u,0) - o/ F(w(u))b(u,0) n
) R (07 R

L(t) =t —w(t), AM(t) = Xt and 14 is an indicator random variable of A.

4.1.2 Contributions and Organization

We establish new engineering approximations based on the MSHT FWLLN and FCLT for the
time-varying Gy/M/s; + GI queueing model proved in [77]. The FWLLN and FCLT limits, on
the one hand, immediately provides DGA, and on the other hand, indicate when DGA should be
effective. Because MSHT limits are obtained in either UL or OL by letting system scaler n increase

without bound, we expect DGA perform well for large-scale system staying in either UL or OL,
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repectively. In this chapter, we verified our expectations by numerical experiments: DGA indeed
become inefficient for smaller systems such as the system scaler n = 50, 10, 5, etc, or systems at the
time near switching points.

Given the ineffective approximations that DGA provide, we here develop effective heuristic
refinements, TGA and TGAG, for G¢/M/s;+GI and G;/GI/s;+GI queueing systems. We conduct
extensive numerical studies to investigate when these approximations are effective. We find that the
effectiveness of refined Gaussian approximations, TGA and TGAG, depend on abandonment rate
0, stochastic variability of service times captured by SCV’s ¢2, and system scaler n. In particular,
when abandonment rate is not too big, say # < 2, and service times are have reasonable fluctuations,
say 2 € (0.25,4), and system scale is not too small, say n > 3, then TGA and TGAG are effective.

For abandonment rates 6, since we only consider queueing models with abandonment, we here
only allow abandonment rates range at a typical level. We do not consider too big (small) aban-
donment rates in which case the system behaves more like loss models (infinity server queues).

This chapter is organized as follows. In § 4.2, we explain our simulation methodology and
measures to evaluate the accuracy of various approximations. In § 4.3, we establish the new ap-
proximations: DGA, TGA and TGAG. We then investigate the applicable range of TGA in § 4.3.2
for time-varying G;/M/s;+ GI from three aspects: the time variability of arrival rate functions, the
stochastic fluctuation of arrival processes, and the fluctuation of customers’ abandonment times.
In § 4.4, we consider G¢/M/s; + GI models, extended G¢/GI/s; + GI models, and smaller systems.

We draw conclusions in § 4.5.

4.2 Simulation Methodology and Performance Measures

In this section, we indicate how we use simulations to estimate the exact values for time-varying
queueing models, and how we evaluate the performance of our candidate approximations.

In all numerical experiments, we run in total R = 2,000 independent replications over the time
interval [0,7] with T = 24 and T' = 48. In the r*" path, we periodically generate virtual arrivals
as system observer at time At,2At,..., N, At, where At = 0.01 and N, = |T/At|. Once being
generated, the kth virtual observer collects the current number of customers in queue and service,
denoted as Q,(k), B.(k), and the head-of-line waiting time, W, (k). Then she joins the waiting
queue with a pseudo patience time, after which she is labelled as “abandoned” but still stays in
the system until her enter the service. Instead of entering the service, the observer will leave the
system, and her virtual waiting time is sampled as the potential waiting time denoted as V,.(k), the
waiting time assuming customers have infinite patience.

We sample continuous-time queue-length process, number of busy server process, head-of-line
waiting time process and potential waiting time process by Q.(k), B,(k), W,.(k) and V,.(k)’s at

discrete time points. Then, to construct estimators of actual mean and variance processes, we take
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average of mean and variance processes among all R replications at each time point kAt. Taking
an example of queue-length process @, we use Q(k), Q) (k), and Vi (k) to denote the estimator of

mean, second moment, and variance of the queue length at time kAt.

R R
— %ZQr(k‘), and Q 2) Z g ’ and VQ(k’) _ Q(2)(k) _ (Q(k?))2 (4‘7)
r=1 r—=1

Similarly, we have the estimators of mean and variance processes number of busy servers B, head-
of-line waiting time W and potential waiting time V.
We evaluate the performance of our candidate approximations by average squared error (ASE)

defined in [45, 47, 46]. Again taking an example of queue-length process @), we write

N

] ) 2
ASE(Q) = 1 > (C’Q(’“) _E [e,-(k)]> and ASE (Vo) = 1 Z <VQ(’“) Var [ei(k:)]> (4.8)

n n
k=1 k=1

where e;(k) is the candidate approximations at time kAt, either DGA or TGA, n is the system
scaler, and N = min{N,,r = 1,..., R} is the number of sampled customers. We scale the actual
estimations by system scalar n so that the average squared error is comparable across systems of
different scales. It is worth mentioning that, due to the way we obtained heavy-traffic limits in
§ 4.1.1, the ASE of waiting time process, including both head-of-line (W) and potential waiting

time (V), is different to the queue length process or number in service process.

N N
1 2 1 2
ASE( ) - Nkz—:( »(k)]) and ASE (Vi) = N; nViy (k) — Var [e(k)])?,
where e(k) is the corresponding candidate approximation, being either DGA or TGA.

As explained in [47], the ASE estimates the weighted mean squared error (WMSE), defined as

follows.

=

T
WMSE(Q) = (1T) /0 () (E[Qn"(m - E[e(t)]) dt,

WMSE?(V) — AlT) /0 ") (Var(g”(t)) _ Var(e(t))) dr,
WMSE(P) = [ A0 (B 0] - Ble(t) .
WMSE2(Viy) = ¢ (1T / A(t) (nVar(W,(t)) — Var(e(t))) dt,
where A(T fo t)dt is the mean total number of arrivals during time [0, 7] and e(t) is the
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candidate approximation, being either DGA or TGA. To measure the effectiveness of DGA and
TGA relative to the average of system actual estimators, we adopt relative root average squared
error (RRASE) defined as Eq. (5) in [47].

A?VE(Q) and RRASE(Vp) ]éSE
(1/N) 2= Q(F) /n (1/N) 3= Vo(k)/n
- VASE - VASE
RRASE(W) = ]\? — and RRASE(W) = NS . (4.10)
(1/N) 3= W (k) (1/N) 3 p—y nVaw (k)
Again, the RRASE of number in service process (B) coincides with (4.9) whereas the RRASE of
potential waiting time (V') coincides with (4.10).

RRASE(Q) =

) (4'9)

4.3 Gaussian Approximations for Time-Varying Models

In this section, we develop effective Gaussian approximation formulas for the time-varying
G¢/M/n + GI model. The MSHT limit developed in [74, 77], as reviewed in § 4.1.1, immediately
provides DGA for various stochastic process measuring queueing performance. However, effective-
ness of DGA drastically decays as the system switches from a underloaded regime to an overloaded
regime, or vice versa, which motivates us to refine approximations. We name the newly developed
Gaussian approximations by TGA, because a technique of truncation is adopted in our refinements.

We start in § 4.3.1 by reviewing DGA and then turn into the truncation refinement (i.e. TGA)
for the G¢/M/n+ GI model in § 4.3.2. We then heurstically generalize TGA to the G/GI/s+ GI

model having non-exponential service time distributions, which we denote them by TGAG.

4.3.1 Direct Gaussian Approximations

Many-server heavy-traffic limits in Theorems 4.1.1 and 4.1.2 directly provides Gaussian approx-
imations for time-varying G;/M /sy + GI models, which consist of deterministic fluid limit and the

zero-mean Gaussian limits. We denote these approximations by using the superscript “DGA”.

Xq;(t) ~ XPGA() = X(t) + %X(t),
B?;l(t) ~ BPOA(t) = B(t) + %B(t),
Q?;L(t) ~ QDGA(t) =Q(t) + %Q(ﬂ?

where X, B, ), w are given in Theorem 4.1.1 and X, B, Q and W in Theorem 4.1.2.
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Though DGA are convenient to implement, they can only used for estimating large-scale queue-
ing system staying away from switching points. That is to say, when the system approaches UL
from OL, and vice versa, or when the system has fewer number servers, say n = 10, the performance
of DGA is poor. See Figure 2 in [77] for DGA’s bad performance in small system. Hence, we are

motivated to develop refined approximations—TGA.

4.3.2 Truncated Gaussian Approximations

The effectiveness of DGA degenerates as system switches from UL to OL, or the other way
around. It is because that the MSHT limits, which are the essential components of DGA, are
obtained in UL or OL separately, and limits in different regimes do not coincide with each other.
Therefore, when system is at the time near switching points, DGA fails to accurately estimate the
system performance.

In order to refine DGA, we trace back the reason of the failure of DGA. In MSHT, when the
system is switching from OL to UL, the queue length (and waiting times, etc.) mean function,
according to MSHT in Theorem 4.1.1, approaches to zero. Suppose at time ¢, the FCLT limit Q(t)
is negative and the mean Q(t) is small enough, then the overall DGA QP GA could drop to negative,
contradicting the nonnegativity of queue lengths. In other words, the distributions of DGA does not
coincide with the that of real system measures, especially when Q(¢) (and other mean functions)
or the system scaler n is so small that the corresponding DGA QP%4 = Q(t) + n_l/QQ(t) becomes
negative. Figure 4.2 compares the distributions of DGA and the simulated queue length. In the left
figure, when mean function is high, the Gaussian distribution of DGA has little difference from the
real queue length distribution (the shaded area). However, in the right figure, when mean function
is close to zero, the distribution of DGA significantly differs from that of practical queue lengths,
so DGA fails.

It is then natural to refine the DGA through truncation because both the queue length and
the number of busy servers can both be regarded as truncated processes of the total number of
customers in the system (X, (¢)). Hence our TGA for queue length and number of busy servers

processes are
QRANE) = (XOM®) —sa() T and BEOA(t) = XPOA(E) A salt).

where at = max{a,0} and a A b = min{a,b}. Similarly, we truncate DGA for waiting times to
obtain TGA, because the non-negativity of waiting time cannot be guaranteed in DGA when the

system approaches UL from OL.

A

+ NN
WEGA(t):<w(t)+3/ﬁ> and VnTGA(t):<v(t)+V> : (4.11)
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Comparisons of distributions between simulated queue lengths and DGA
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Figure 4.2: Comparisons of distributions between simulated queue lengths and DGA

Moreover, when system is in UL or switching from UL to OL, DGA of the waiting time is zero
whereas that of the queue length is not, we can further refined the DGA of waiting time according
to that queue length as follows.

When the system is in UL, we have

QTCA(L) +
1
WTGA @y = S
o= X aw

4.3.3 Truncated Gaussian Approximations for Non-Exponential Service: TGAG

In this section, we move our focus to time-varying models with Gl-service, the G/GI/s + GI
model. Recall that DGA and TGA are based on Theorem 4.1.2, which gives MSHT limits for
time-varying G;/M /n+ GI models having convenient exponential service times. However, through
tracing back the formulas of the limit in Theorem 4.1.2, we are able to heuristically identify the
impact of service time with the second model information—SCV.

In § 3.6.1, we refined TGA for stationary GI/M/n + GI model to adapt to more general
GI/GI/n + GI model. For time-varying queueing model, following the similar idea, we target the
service distribution component in the function of I2(t) defined in Theorem 4.1.2 and replace the

simplified 1 by coefficient of variation of service time cs.

b(t,0)  cs+ (c§ — DF(w(t))
q(t, w(t)) q(t,w(t)) '

I*(t) =
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Then, based on the newly adapted I%(t) fuction, we update all approximations and name is TGA.

4.4 Evaluating approximations for G;/M/s + GI Models

Figure 4.3 below shows how TGA (dotted line) and DGA (dashed line) estimate system perfor-
mance (solid line) of Ha(¢,2)/M(1)/100 + H2(2,2) model. The arrival rate function is sinusoidal:
A(t) = 1+ 0.6, the staffing function is assumed to be constant s(¢) = 1 for convenience, the system
scaler n = 100, the service times are exponentially distributed with rate p = 1, the abandonment
times are hyper-2 exponentially distributed with rate § = 0.5 and SCV ¢2 = 2. The interarrival
times are sampled from hyper-2 exponentially distributed i.i.d. with SCV ci =2

In Figure 4.3, both DGA and TGA accurately estimate the system’s mean (first moment)
information. However, DGA performs poorly when estimating the variance (second moment) of
system values, especially at switching point, where system changes its status from UL to OL,
and vice versa. The poor performance of DGA is resulted from the aforementioned cut-off effects
when system alternates between different regimes. The newly developed truncation techniques are
designed to compensate such effects. After the truncation, TGA (in dotted line) significant improves

the accuracy when estimating system’s both mean and variance values.

Mean Variance

Figure 4.3: Comparison of the TGA and DGA approximations with the Ha(¢)/M(1)/100+ H2(2,2)
model having arrival rate A(t) = 60sint¢ + 100 and SCV ¢3 = 2.

However, since refinements proposed above are in engineering sense, theoretical sensitivity anal-
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ysis is hardly explorable. Hence, we conduct enormous numerical experiments to test the robustness
of newly constructed TGA and TGAG. We start evaluations with G;/M/s + GI models, as our
theoretical foundation, MSHT limits in [77], are derived in that setting.

4.4.1 Robustness in Abandonment Rates

We investigate the sensitivity of TGA with respect to abandonment rates, as abandonment
significantly affects system performance. In particular, the system behaves like a loss queueing
model (an infinity server queue) when abandonment rate approaches to infinite (zero). To study
the impacts of abandonment rates, we choose our base model as Ha(t,2)/M(1)/100 + H2(2,2).

Table 4.1 evaluates the performance of DGA and TGA for a wide range of abandonment rates.
Firstly, DGA is inefficient in estimating variance values of the system, whereas TGA significantly
improves the accuracy and almost all RRASE is controlled below 20%, except for the variance of
service content when abandonment rate is as low as 8 = 0.25. Notice that, when abandonment rate
is close to 0, the whole system behaves more like G;/M/n loss queue. On the other hand, when
abandonment rate is big, the system approaches to a loss model without buffer. Both cases are
outside of scope of the available MSHT results in [77].

4.4.2 Robustness in the Time Variability of the Arrival Process

In real systems, arrival rates can be periodic functions with periods that depend on the op-
erational time scale (e.g. a day, a week, etc.). In this section, we consider a sinusoidal arrival
rate function because any periodic functions can be approximated by the sum of simple sinusoidal
functions.

In Table 4.2, we estimate the RRASE of DGA and TGA when changing the relative amplitude
of arrival rate function from ¢ = 0.2 to 0.8. We find that, though the effectiveness of DGA drastically

differs when changing the arrival rate functions, TGA’s performance is stably good.

4.4.3 Robustness in the Stochastic Flutuation of the Arrival Process

In this section, we evaluate the effectiveness of DGA and TGA under different probabilistic
distributions of arrival process. Though the theoretical base, the MSHT limits, are developed for
G¢/M/s; + GI model allowing customers’ arrival and abandonment to be non-exponentially dis-
tributed, the systems we are testing DGA and TGA for is in finite assumption. Therefore, the
MSHT limits cannot precisely measure systems values, and it is required to conduct numerical
simulations to compare the effectiveness of DGA and TGA on different levels of variations.

Indicated in Theorems 4.1.1 and 4.1.2, the G} arrival processes affects the system values through
its rate function and SCV ci. In § 4.4.2, we tested the DGA and TGA under different settings of

arrival rate functions. So we now test the robustness of approximations in terms of the variation
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Table 4.1: Evaluation of DGA and TGA on Hy(A71(¢),2)/M(1)/100 + H2(0~1,2), where \(t) =
100 4- 60sin ¢

0 =0.25 0=0.5
ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 4.4E-4 same 1.8% same  2.0E-4 same 1.4% same

Var(X) 2.8E-2 same 5.5% same 1.2E-2 same 5.7% same

E[Q] 8.2E-4 3.4E-4 11.1% 7.2% 3.7E-4 1.4E-4 10.9% 6.7%
Var(Q) 3.2E-1 2.6E-2 25.0% 7.1% 1.1E-1 1.5E-2  25.9% 9.4%
E[B] 2.8E-4 4.6E-5 1.9% 0.8% 2.4E-4  3.8E-5 1.8% 0.7%
Var(B) 2.6E-1 1.5E-2 89.0% 21.2% 8.4E-2 1.5E-3 55.6% 7.3%
E[W] 1.6E-3 2.4E-4 16.5% 6.5% 5.6E-4 1.4E-4  15.0% 7.5%
Var(W) 9.2E+0 5.1E-3 137.7% 3.2% 1.1IE40 3.0E4 94.8% 1.6%
0=1 0 =2
ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 1.9E-4 same 1.5% same  2.8E-4 same 1.9% same

Var(X) 5.3E-3 same 5.9% same  8.3E-3 same  10.3%  same

E[Q] 2.0E-4  8.8E-5 13.2% 8.8% 1.3E-4 8.8E-5 19.3% 15.8%
Var(Q) 55E-2  5.6E-3  35.8% 11.5% 3.2E-2 3.7E-3 58.1% 19.6%
E[B] 2.5E-4 6.9E-5 1.9% 1.0% 3.0E-4 12E4 21% 1.4%
Var(B) 45E-2  1.5E-3  43.0% 7.8% 38E-2 3.6E-3 39.1% 11.9%
E[W] 2.1E-4 1.1E-4 15.7% 11.2% 1.1IE-4 8.8E-5 21.0% 18.5%

Var(W) 1.4E-1 59E-4  77.4% 5.1% 29E-2 48E-4 79.1% 10.3%

level of arrival process, measured by SCV ci, in Table 4.3. However, different from those in previous
numerical experiments adopting the simple hyper-2 exponential distributions, the interarrival times
are lognormal distributed having a heavier tail than phase-type distributions, including the hyper-2.
In order to know the impact of interarrival distribution other than first two moments (rate function
and SCV), we add the case when arrival process is non-homeogeneous Poission process (NHPP).
It can be seen from Table 4.3 that distributions other than mean and variance hardly affects the
system performance, as the corresponding MSHT limits show. More importantly, Table 4.3 reveals

that our TGA is rather robust when the variational level of arrival times vary, e.g. ¢3 € (0.25, 4).
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Table 4.2: Evaluation of DGA and TGA on Hy(A71(t),2)/M(1)/100 + Hs(2,2), where A(t) =
1+ c¢sint, and ¢ = 0.2,0.4,0.6 and 0.8

c=0.2 c=04
ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 7.7TE-5 same 0.9% same 1.1E-4 same 1.0% same

Var(X) 1.9E-2 same 7.7% same  6.5E-3 same 4.3% same

E[Q] 7.0E-4 3.0E-5 36.3% 7.6% 3.8E-4  5.TE-5 16.4% 6.4%
Var(Q) 4.1E-1 6.2E-3 77.4% 9.5% 1.8E-1 6.1E-3 39.1% 7.2%
E[B] 5.6E-4 2.8E-5 2.6% 0.6% 3.2E-4 3.2E-5 2.0% 0.6%
Var(B) 2.5E-1 5.3E-3 88.5% 12.8% 1.3E-1 2.2E-3 62.5% 8.2%
E[W] 7.3E-4 2.7E-5 38.1% 7.2% 4.6E-4 5.8E-5 19.5% 6.9%
Var(W) 5.4E-1 24E-6  95.0% 0.2% 5.6E-1 4.2E-4 79.4% 2.2%
c=0.6 c=0.8
ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 2.0E-4 same 1.4% same 3.0E-4 same 1.6% same

Var(X) 1.2E-2 same 5.7% same 1.7E-2 same 6.6% same

E[Q] 3.7E-4 14E-4 109% 6.7% 4.0E-4 2.2E-4 8.5% 6.3%
Var(Q) 1.1E-1 1.5E-2  259%  9.4% 8.9E-2 2.1E-2 20.7% 10.0%
E[B] 24E-4 38E-5 1.8% 0.7% 2.1E-4  5.9E-5 1.7% 0.9%
Var(B) 84E-2  1.5E-3 55.6% 7.3% 6.7E-2 1.9E-3  56.8% 9.6%
E[W] 56E-4 14E-4 15.0% 7.5% 7.5E-4  2.TE-4 13.4% 8.1%

Var(W) 1.1E40 3.0E-4 94.8% 1.6% 3.8E4+0 1.3E-2 166.6%  9.6%

4.4.4 Robustness in the Variability of Abandonment Times

It has been shown that abandonment distribution significantly affects on system performance;
for example, see [107, 117]. We confirm the impacts here using lognormal distributions. Table 4.4
compares the DGA and TGA to the simulation of the LN(t)/M/100 + LN(2,c?) model with
the same parameter A(t) = 60sint + 100, abandonment rate § = 0.5 and SCV of abandonment
distribution ¢ ranging from 0.25 to 10. Paralleling Table 4.3, Table 4.4 shows that, comparing to
DGA, TGA consistently improve the accuracy estimating all the system values, but the accuracy
degrades when the SCV of abandonment c2 is low; for example, the RRASE of variance of number
in service (Var(B)) is 18.4% when c2 = 0.25, much higher than other cases.
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Table 4.3: Evaluation of DGA and TGA on LN(A71(t),¢3)/M(1)/100 + Hz(2,2), where A\(t) =
1+0.6sint

¢ =025 2 =05 M; Arrival
ASE RRASE ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 4.6E-6  same 0.2%  same 8.2E-6 same 0.3% same 1.6E-4 same 1.2%  same

Var(X) 1.7E-5  same 0.5%  same 89E-5 same 1.0%  same 3.8E-4  same 1.5% same

E[Q] 3.2E-5 8.4E-6 3.3% 1.7% 3.9E-5 8.5E-6 3.6% 1.7% 8.0E-5 2.0E-5 5.1% 2.6%
Var(Q) 84E-4 9.1E-6 5.6% 0.6% 1.5E-3 13E-5 6.1% 0.6% 4.2E-4 12E-3 24% 4.0%
E[B] 1.2E-5 5.8E-7 0.4% 0.1% 1.1E-5 3.7E-9 0.4% 0.0% 1.3E-5 6.4E-5 0.4% 0.9%
Var(B) 1.6E-4 5.7E-7 5.4% 0.3% 3.2E-4 8.1E-6 6.5% 1.0% 1.2E-3 1.6E-4 9.8% 3.6%
E[W] 49E-5 8.7E-6 4.5% 1.9% 5.4E-5 T7.0E-6 4.8% 1.7% 8.4E-5 9.6E-6 5.8% 2.0%
Var(W) 29E-3 2.7E-6 9.8% 0.3% 7.4E-3 3.6E-4 141% 3.1% 9.6E-3 3.6E-5 12.6% 0.8%
ci =1 ci =2 ci =4
ASE RRASE ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 1.0E-5  same 0.3% same 1.3E-5 same 0.3% same 6.2E-5 same 0.8%  same

Var(X) 7.7E-5  same 0.7%  same 2.2E-5 same 02%  same 14E-2  same 3.8% same

E[Q] 6.3E-5 1.2E-5 4.6% 2.0% 94E-5 89E-6 5.5% 1.7% 3.0E-4 3.3E-5 9.4% 3.2%
Var(Q) 1.5E-3 29E4 4.6% 2.0% 8.3E-3 39E-4 7.3% 1.6% 9.3E-2 9.1E4 15.7% 1.6%
E[B] 2.3E-5 1.2E-7  0.6% 0.0% 3.8E-5 3.1E-7 0.7% 0.1% 8.8E-5 4.3E-6 1.1% 0.2%
Var(B) 7.0E-4 24E-5 7.4% 1.4% 28E-3 34E-4 103% 3.6% 14E-2 3.7E-3 14.7% 7.5%
E[W] 7.5E-5 6.8E-6 5.5% 1.7% 9.6E-5 1.2E-6 6.2% 0.7% 23E-4 13E6 9.3% 0.7%

Var(W) 1.2E-2 3.2E4 14.3% 2.3% 4.2E-2 3.2E-3 19.6% 5.4% 2.4E-1 44E-2 32.8% 14.0%

4.4.5 Robustness in the Variability of Service Times

We now evaluate TGAG, the heuristic approximation TGAG built in § 4.3.3 for G¢/GI/s +
GI model with non-exponential service time. We let the service time distribution be phase-type,
denoted by PH with mean y = 1 and SCV ¢? ranging from 0.25 to 4. To be specific, for cases
with ¢2 = 0.25 and 0.5, we used Erlang 4 (E) and Erlang 2 (Ey) distribution, and for cases with
c2 =2 and 4, we use two-phase hyperexponential distribution (Hz) with balanced means, see [109]
for more details.

Figure 4.4 and Table 4.5 compare the effectiveness of DGA, TGA and TGAG for general
time-varying queues. Figure 4.4 shows TGAG outperforms TGA especially when estimating the
variance of queue length, and Table 4.5 shows the improvement is consistent in a wide range of
2 (from 0.25 to 10). However, though both TGA and TGAG are far better than DGA, the two
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Table 4.4: Evaluation of DGA and TGA on LN(A71(¢),2)/M(1)/100 + LN (2,c2), where \(t) =
1+0.6sint

c2 =0.25 2 =05 2 =1
ASE RRASE ASE RRASE ASE RRASE
E[X] 1.3E-3 same 2.6% same 5.1E-4 same 1.8% same 3.3E-4 same 1.5% same
Var(X) 1.9E-1 same 12.6% same 3.4E-2 same 7.2% same 1.5E-2 same 6.4% same
E[Q] 1.6E-3 1.2E-3 9.3% 8.1% 6.2E-4 4.5E-4 6.9% 5.9% 4.4E-4 2.8E-4 7.1% 5.7%
Var(Q) 7.0E-1 8.1E-2 29.6% 10.1% 2.3E-1 1.8E-2 23.4% 6.6% 1.0E-1 9.8E-3 22.3% 6.9%
E[B] 3.9E-4 2.4E-5 2.1% 0.5% 2.8E-4 2.0E-5 1.8% 0.5% 1.9E-4 2.1E-5 1.6% 0.5%
Var(B) 4.4E-1 2.6E-2 176.5% 42.8% 1.5E-1 4.5E-3 104.2% 18.0% 6.9E-2 1.6E-3 73.7% 11.2%
E[W] 1.7E-3 8.2E-4 10.2% 7.0% 8.6E-4 4.8E-4 8.7% 6.5% 6.1E-4 3.0E-4 9.2% 6.5%
Var(W) 2.0E+1 8.7TE-2 154.3% 10.1% 7.6E40 2.6E-2 141.8% 8.3% 2.9E+0 9.7E-3 131.1% 7.6%
2 =2 2 =4 2 =10
ASE RRASE ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 2.2E-4 same 1.4% same 1.8E-4 same 1.3% same 1.6E-4 same 1.4% same
Var(X) 7.5E-3 same 5.9% same 5.7E-3 same 6.6% same 1.8E-3 same 5.1% same
E[Q] 3.0E-4 1.8E-4 7.7% 5.9% 2.0E-4 1.1E-4 8.7% 6.4% 1.5E-4 8.0E-5 11.6% 8.5%
Var(Q) 5.5E-2 6.1E-3 22.6% 7.5% 3.6E-2 5.0E-3 26.0% 9.7% 1.9E-2 1.7E-3 30.8% 9.3%
E[B] 1.5E-4 2.4E-5 1.4% 0.6% 1.6E-4 4.3E-5 1.5% 0.8% 1.6E-4 6.1E-5 1.5% 0.9%
Var(B) 3.8E-2 8.8E-4 56.0% 8.5% 2.3E-2 7.5E-4 44.3% 7.9% 1.5E-2 6.8E-4 36.6% 7.7%
E[W] 4.1E-4 2.0E-4 10.1% 7.0% 2.7E-4 1.4E-4 11.5% 8.1% 1.8E-4 9.3E-5 14.5% 10.5%
Var(W) 8.4E-1 1.4E-3 103.3% 4.2% 2.4E-1 4.9E-5 80.2% 1.2% 4.5E-2 3.5E-6 57.4% 0.5%

new approximations cannot measure the variance of service content (Var(B)) accurately. Except
the Var(B), TGAG performs good when the SCV of service time is not too extreme; for example,
0.5 <c? <4,

4.4.6 Robustness in the System Scale

Since the MSHT limits involve a sequence of queuing systems with increasing scale, the MSHT
approximations DGA and TGA should perform better as the total number of servers increases.
Thus, we considered the base case with n = 100, because it is large but small enough to have
practical meaning. However, we also want to apply the approximations to even smaller scale systems.
Thus, in this section, we examine the effectiveness of DGA, and TGA for smaller systems.

Table 4.6 shows the results for an LN (t)/M/n + LN(2,2) model with arrival rate function
A(t) = 60sint + 100 and arrival SCV ¢3 = 1. The number of servers is graduate decreased from
base value n = 100 to 50, 20, 10, 5 and 3. Table 4.6 shows that TGA is still effective for systems with
fewer servers. Though the accuracy degrades as scale decreases, TGA performs remains reasonable

when the number of total servers is n = 5.
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4.5 Conclusions

In this article, we have developed and evaluated approximations for time-varying G;/GI /n+GI
model. These approximations are remarkably simple and easy to implement, even though they have
a relatively complicated basis in MSHT limits developed in [77]. These MSHT limits explain why
the approximations require that the scale (number of servers) n and that the abandonment rate 6
be not too high.

It is significant that the approximations go beyond a direct application of the MSHT limits. We
developed the approximations in § 4.3.3. After presenting the direct DGA Gaussian approximations
in § 4.3.1, we applied truncation to obtain the refined TGA approximations in § 4.3.2 and then
subsequently, in § 4.3.3, we heuristically modified the MSHT limit in [77] for non-exponential GT
service to obtain the final TGAG approximations, which coincide with TGA for exponential service
times.

In § 4.4, we report results of extensive simulations studying the approximations and robustness
of TGA and TGAG. In SS 4.4.1 and 4.4.2, these experiments show that, for large scale with n = 100,
the approximations are robust under various arrival rate functions, which implies that effectiveness
of TGA in real time-varying system, as general arrival rate can be approximated by finite sum of
different sinusoidal functions. Moreover, approximations are efficient for a significant range of the
abandonment rate (#) parameters, roughly for < 2.0.

After examined the first moment system feature (arrival rate A(t) and abandonment rate ),
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we investigate the impact of non-Markov elements for the arrival process in § 4.4.3 and patience
distribution in § 4.4.4, and for service distribution in § 4.4.5. According to numerical experiments
therein, the arrival and abandonment SCV cg\ and ¢ play rather limited role on affecting the
effectiveness of approximations. In fact, the TGA performs consistently good when c?\ and c2 varies
from 0.25 to 4. Given that the theoretic MSHT are developed for queues with exponential service
time (cg = 1), our heuristically refined approximations, TGAG, is shown to be accurate when the

SCV of service time does not deviate from one two much, say 0.5 < cg < 4.
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Table 4.5: Evaluation of DGA and TGA on Hy(t)/PH(1,c2)/100 + Hs(2,2), where A(t) = 100 +
60sint
c2 =025 2 =05
ASE RRASE ASE RRASE
Perf. DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG
E[X] 1.7E-3 same same 3.4% same same 1.2E-3 same same 2.9% same same
Var(X) 7.0E-1 same same 30.4% same same 2.2E-1 same same 15.9% same same
E[Q] 2.0E-3 1.4E-3 1.5E-3 13.8% 11.9% 12.0% 1.5E-3 1.0E-3 1.1E-3 12.7% 10.5% 10.6%
Var(Q) 8.9E-1 4.0E-1 8.6E-2 46.1% 31.0% 14.4% 4.9E-1 1.1E-1 2.8E-2 31.6% 15.3% 7.6%
E[B] 2.5E-4 1.4E-4 1.2E-4 1.8% 1.3% 1.2% 2.4E-4 6.4E-5 5.5E-5 1.7% 0.9% 0.8%
Var(B) 4.5E-1 9.2E-2 3.3E-2 120.0% 54.0% 32.3% 3.3E-1 3.7TE-2 1.8E-2 103.0% 34.4% 24.1%
E[W] 1.8E-3 8.0E-4 8.1E-4 14.6% 9.8% 9.9% 1.6E-3 5.6E-4 5.7E-4 14.3% 8.6% 8.6%
Var(W) 1.1E+41 5.4E-1 1.8E-1 192.6% 43.5% 25.1% 9.1E4-0 2.0E-1 7.5E-2 158.7% 23.7% 14.4%
c§ =1 c? =2
ASE RRASE ASE RRASE
Perf. DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG
E[X] 7.8E-4 same same 2.3% same same 3.3E-4 same same 1.5% same same
Var(X) 3.2E-2 same same 5.6% same same 3.5E-1 same same 16.7% same same
E[Q] 1.2E-3 6.7TE-4 6.7TE-4 11.6% 8.8% 8.8% 6.5E-4 2.9E-4 2.9E-4 9.3% 6.2% 6.2%
Var(Q) 2.7E-1 3.2E-2 3.2E-2 21.0% 7.2% 7.2% 4.3E-1 3.1E-1 8.6E-2 24.0% 20.1% 10.7%
E[B] 2.2E-4 4.0E-5 4.0E-5 1.6% 0.7% 0.7% 3.1E-4 1.1E-5 1.1E-5 1.9% 0.4% 0.4%
Var(B) 2.3E-1 1.5E-2 1.5E-2 89.0% 23.2% 23.2% 1.8E-1 1.4E-2 1.8E-2 80.2% 22.2% 25.2%
E[W] 1.5E-3 3.6E-4 3.6E-4 14.8% 7.2% 7.2% 1.3E-3 4.2E-4 4.6E-4 14.4% 8.2% 8.6%
Var(W) 7.8E+0 4.1E-3 4.1E-3 127.9% 2.9% 2.9% 7.5E+0 1.0E-1 5.7E-3 108.3% 12.6% 3.0%
2 =4 2 =10
ASE RRASE ASE RRASE
Perf. DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG DGA TGA TGAG
E[X] 9.7E-4 same same 2.6% same same 4.0E-3 same same 5.5% same same
Var(X) 1.4E4-0 same same 30.4% same same 3.6E4-0 same same 43.4% same same
E[Q] 1.1E-3 8.2E-4 8.7TE-4 12.3% 10.8% 11.1% 3.3E-3 3.2E-3 3.4E-3 23.5% 23.1% 24.1%
Var(Q) 1.2E40 1.1E40 1.7E-1 35.1% 34.2% 13.5% 2.7E40 2.6E40 2.0E-1 47.8% 47.4% 13.1%
E[B] 4.4B-4 4.3E-5 1.6E-5 2.3% 0.7% 0.4% 7.7E-4 2.3E-4 9.2E-5 3.0% 1.7% 1.0%
Var(B) 1.8E-1 2.8E-2 3.0E-2 80.8% 32.3% 33.4% 2.0E-1 5.2E-2 6.6E-2 84.5% 43.4% 48.8%
E[W] 1.9E-3 1.4E-3 1.7E-3 18.1% 15.9% 17.1% 4.6E-3 4.7TE-3 5.6E-3 31.5% 32.1% 35.0%
Var(W) 8.4E40 5.0E-1 1.4E-2 100.2% 24.4% 4.2% 1.0E+1 1.1E40 2.5E-2 101.9% 33.5% 5.0%
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Table 4.6: Evaluation of DGA, TGA and TGAG in smaller systems: LN (t)/M /n+ LN (2,2) where

¢4 =1 and n = 50,20, 10,5 and 3

n = 100 n = 50 n = 20
ASE RRASE ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 2.2E-4 same 1.4% same 2.1E-4 same 1.3% same 4.7E-4 same 2.0% same
Var(X) 7.5E-3 same 5.9% same 1.1E-2 same 7.3% same 2.0E-2 same 9.7% same
E[Q] 3.0E-4 1.8E-4 7.7% 5.9% 4.9E-4 1.4E-4 9.6% 5.1% 1.9E-3 2.6E-4 17.6% 6.5%
Var(Q) 5.5E-2 6.1E-3 22.6% 7.5% 8.1E-2 6.0E-3 28.8% 7.9% 1.3E-1 7.7E-3 38.4% 9.3%
E[B] 1.5E-4 2.4E-5 1.4% 0.6% 3.7TE-4 3.2E-5 2.2% 0.7% 1.1E-3 5.7E-5 3.9% 0.9%
Var(B) 3.8E-2 8.8E-4 56.0% 8.5% 5.1E-2 1.2E-3 66.5% 10.3% 8.0E-2 3.5E-3 90.3% 18.7%
E[W] 4.1E-4 2.0E-4 10.1% 7.0% 8.6E-4 1.9E-4 14.2% 6.8% 3.6E-3 4.0E-4 25.6% 8.6%
Var(W) 8.4E-1 1.4E-3 103.3% 4.2% 9.9E-1 2.1E-3 115.9% 5.4% 1.3E40 1.1E-3 134.8% 4.1%
n = 10 n=>=5 n=3
ASE RRASE ASE RRASE ASE RRASE
Perf. DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA DGA TGA
E[X] 6.0E-4 same 2.2% same 1.6E-3 same 3.5% same 3.3E-3 same 5.0% same
Var(X) 2.6E-2 same 11.5% same 4.4E-2 same 15.4% same 6.3E-2 same 19.3% same
E[Q] 4.6E-3 2.4E-4 24.9% 5.7% 1.4E-2 4.2E-4 36.1% 6.3% 2.7E-2 8.2E-4 44.6% 7.8%
Var(Q) 2.1E-1 6.9E-3 53.6% 9.7% 3.3E-1 7.7E-3 73.6% 11.3% 4.3E-1 8.6E-3 90.3% 12.8%
E[B] 3.1E-3 1.5E-4 6.6% 1.5% 7.6E-3 6.5E-4 10.8% 3.2% 1.5E-2 1.8E-3 15.6% 5.5%
Var(B) 1.1E-1 7.1E-3 114.3% 28.8% 1.5E-1 1.5E-2 144.4% 45.8% 1.8E-1 2.3E-2 167.2% 60.7%
E[W] 9.7E-3 8.4E-4 36.6% 10.8% 3.4E-2 3.8E-3 52.3% 17.5% 8.2E-2 1.2E-2 63.2% 24.0%
Var(W) 1.5E+0 1.0BE-3  155.3% 4.0% 1.9E40 1.9E-3  161.5% 5.1% 2.1E+0 1.2BE-2  163.4%  12.0%

98



Chapter 5

Optimal Routing to Remote Queues

5.1 Introduction

In real practice, customers usually have to experience pre-arrival delay such as commute times
before they enter the service systems. The impact of the pre-arrival delay on the service systems
is significant. For instance, in a healthcare system, it takes some time for customers on the way
toward hospitals or servers.

In parallel queues with dedicated servers, customers are required to make decisions on which
server to visit before entering the queue. Based on available real-time system status including queue
lengths or workloads, customers usually select the shortest queue. For example, customers always
choose the line with fewest customers waiting in a supermarket. Indeed, it has been proved that to
join the shortest queue (JSQ) is an “optimal” strategy when system is heavily loaded. However, if a
customer, after selecting a server, experience a significant amount of delay before actually arriving
at the targeted queue, the waiting time might become dramatically longer than expected. In 2003,
a Canadian lady brought her 80-year-old mother to the emergency department in Alberta, Canada.
Before they left home, the website said the waiting time was fifteen to eighteen minutes, however,
they ended up waiting for more than four hours until a doctor was available [88].

Two main factors lead to the inaccurate emergency departments (EDs) wait times. Firstly,
incorrect forecasts of the remaining workload (i.e., the time until a physician becomes available) is
made based on incomplete information. EDs compute their anticipated wait times by multiplying
the current queue length by the average treatment time. Unfortunately, sometimes treatment time
could be extremely long thus the average treatment time shed little light on how long new customers
have to wait. Consequently, some patients may need much longer treatments and thus the actual
wait time of newcomers could be significantly extended.

Another critical issue is that practitioners who make wait time announcements usually fail

to take into account the possible changes of system states during a patients commute time. The
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number of ED patients and the severity of their conditions can vary widely from minute to minute.
As a result, the announcement of delay at a particular time of the day, even if accurate, may
quickly become outdated. This delay announcement may be useful for a patient who lives nearby,
but inaccurate for those with a longer commute to the hospital. Consider another example: at
10am, announced wait time is 20 minutes at ED A and 60 minutes at ED B. There are 20 patients
who are choosing to visit one of the two EDs, and make decisions based on online wait times. All
patients decide to visit ED A with the shorter wait time. Assuming a one-hour average commute
time to ED A, the actual wait time of ED A at 1lam can suddenly bump up to several hours
due to burst arrivals. At the same time, ED B may become idle at 11am due to lack of arrivals.
From the viewpoint of the centralized health care network, this issue also causes highly unbalanced
workloads at different EDs, and thus leads to system inefficiency.

Another example comes from computation systems such as networks of workstations or mirrored
sites in the Internet [87]. In the distributed systems, if some computing units are idle while others
are heavily loaded, system performance falls drastically. Therefore, the load balancer, or called the
router, is used to improve the system performance by assigning jobs to different hosts (servers),
aiming at achieving balanced loads among all servers. Routing rules is to designed to make use of
real-time information, but, in real practice, the router records the status of server (either idle or
busy) periodically so that the information could be outdated.

In this chapter, we aim to study the impacts of pre-arrival delays. We study a modification of
parallel single server queues, which shows the feature of pre-arrival delays. In the modified queueing
models, customers firstly choose a server to visit; after the pre-arrival delay, they arrive at the server,
waiting in the line until the server is idle and then depart from the system. We first show that the
commonly used JSQ policy is ineffective, yielding a large delay when the pre-arrival delay is large.
Next, we develop a new policy that refines JSQ; we show that our new policy can eliminate the

negative impact of the pre-arrival delay and significantly reduce customer waiting times.

5.1.1 Related Literature

Problems on customer routing in parallel queueing systems have been studied since 1950s, see
Haight [37] and Kingman [62], in which authors analyzed the routing problem with differential-
difference equation and generating functions. When choosing an efficient routing policy for parallel
systems, JSQ is usually considered as a good candidate, as long as system states are available.

Winston [121] showed that JSQ is optimal to control admissions for parallel Markovian systems,
by constructing a discrete-time version of queues, where the arrivals occurs at integer time point
according to Bernoulli distribution. Later Weber [103] relaxed the Markovian assumption on arrival
processes and exponentiality of service time but assuming the service time has a non-decreasing

hazard rate function. Foschini and Salz [30], instead of applying discrete process adopted in [121],
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proved the asymptotic optimality of JSQ using FCLT approximation.

However, when the traffic intensity is not close to 1, JSQ becomes ineffective. Whitt [110] pro-
vided several counterexamples from lightly loaded queues, and proposed several improved policies,
though optimality is proved. However, Houck [40] numerically showed that the JSQ is close to
optimal.

When the system is in the heavy-traffic regimem, i.e. traffic intensity p approach to 1, Reiman
[95] firstly showed the asymptotic optimality of JSQ for a general parallel queueing model, where
arrival processes are renewal processes and service times are generally distributed. In Reiman’s
work [95], if customers are routed to the shortest queue, then, as p — 1, system state space collapse
(SSC) occurs: the difference of queue lengths between two queues converges to zero. According to
SSC, the author showed that the limiting stochastic process of the parallel system is equivalent
to that of a pooled GI/GI/n system, in which one waiting line is served by n parallel servers.
In the pooled system, the service utilization is maximized because the resource pooling prevents
the system from having a idle server and a waiting customer at the same time, ensuring that the
non-idling constraints is always satisfied. The total queue lengths and waiting times are minimized,
implying that JSQ is asymptotically optimal for parallel queueing systems. Whitt [106] reiterated
that, in the heavy traffic regime, the multi-server pooled system behaves a “big” server having
aggregated service rate with unlimited buffer (waiting room). Therefore, the FCLT limit of the
parallel queueing system is a reflected Brownian motion.

Kelly and Laws [58], in Markovian models, considered a threshold strategy, which also achieves
asymptotic optimality. The threshold policy works as follows: when one queue length is smaller
than a threshold while the other is larger than that threshold, the majority of customers are routed

to the shorter queue.

5.1.2 Ineffectiveness of JSQ in Prsence of Pre-Arrival Delays

JSQ achieves asymptotic optimality in dedicated-server models without pre-arrival delay. How-
ever, when the system exhibits a pre-arrival delay, JSQ becomes inefficient. In figure 5.1, we com-
pares the queue lenghs of Markovian model by changing the pre-arrival delay. The interarrival
times and service times are exponentially distributed with rate A = 2p = 1.98 and p = 1, where
p = 0.99 is the traffic intensity. Figure 5.1 illustrates the degradation of JSQ policy as pre-arrival
delays increases. When we increase the pre-arrival delay from 0 to 50, 100, the number of waiting
customers increases from 100 to 175 and 260. This phenomenon implies that the system perfor-
mance experienced a significant congestion even adopting JSQ policy when pre-arrival delays are
not negligible.

The pre-arrival delay negatively affects the system performance in two ways. First, due to

the delay, the system information that is available to customers for routing decisions becomes
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outdated. In addition, the outdated information recommends other customers to make similar
mistaken judgments, misleading customers to wrong selections and causing largely imbalanced
workloads in the system. When servers have large workload differentiations (e.g some congested

whereas others idle), the system is inefficient and customers experience unexpected waiting times.
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Figure 5.1: Number of waiting customers with different pre-arrival Delays.

To improve our understanding of this situation, we revisit the aforementioned example. Rather
than looking at the overall queue length, we now focus on the lengths of two parallel queues.
Figure 5.2 depicts the dynamics of each server with pre-arrival delay D = 100. It can be seen that
the workloads are highly unbalanced; we observe a bouncing effect: when one queue length is high,

the other becomes low.

Remark 5.1.1. In Figure 5.2, the period of each alternation is about double of the pre-arrival delay.
It is because that system needs the whole pre-arrival delay amount of time to realize the “shortest”

queue is over-routed and it takes another whole pre-arrival delay amount of time to compensate the

effect.

5.1.3 Our Contributions

In this chapter, we study queueing models having pre-arrival delays. Countering to intuition,
we discovered that the server currently having the fewest customer or lowest workload does not

necessarily offer the shortest wait time. To minimize the overall waiting time, we develop a new

102



140~ |—Queue length 1
--Queue length 2 4 S A
nian AN AL
< ANV
ST M AANETE R
3 . ,"\ R ; . 3 i vy \ ) 1 b .
TR l"l i :"n‘ II'I :' - ! i I' :: V!
g \ ; AAE NN I I O T (A O LA O E
> L YA TSRS N ER I A N O I I P O AR N R O
=S 180 P\ WA AR LA AL A
© ’ GV WY Y
SR W
125
| | | | | | J
4.3 4.4 4.5 4.6 4.7 4.8 4.9 5
Time Horizon <10%

Figure 5.2: Bouncing effect in the dynamic of steady-state queue lengths for remote queue

routing policy and prove its asymptotic optimality.

The remaining of this chapter is organized as follows. In § 5.2, we establish a queueing model to
capture the pre-arrival delays. We gain insights of the the degradation of JSQ through the numerical
experiments and propose new routing policy to improve the system performance in § 5.3. In fact,
we prove the asymptotic optimality of the new policy. Then we extend our routing policy to queues
models with more general features in § 5.4. In § 5.5, we conduct numerical examples to show our

policy is effective.

5.2 The Remote Queueing Model

To study the impacts of pre-arrival delays, we establish a queueing model with two parallel
dedicated servers, in which customers experience pre-arrival delays after selecting a server to visit.
No jockeying is allowed in the system and customers in the same queue are served following FCFS
and their service times are i.i.d. random variables.

We call such a queueing model as a remote queue and give the Kendall’s notation (GI +
D)/(GI/1)?/11. The first GI with superscript D means the arrival process of customer demand
is renewal process, and D indicates the pre-arrival delay. There are 2 queues in parallel, in which
service times are i.i.d. distributed, which is denoted as (GI/1). The last II means the system routing
policy adopted in the system. Figure 5.3 gives an illustration of the remote queue.

In the remote queue, customer demand is generated according to a renewal process { NN (t),t > 0}.

The inter-demand times are i.i.d. random variables with rate A < 1 and SCV c?\. Once a demand
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Figure 5.3: A remote queue with two single-server queues

is generated, the customer is routed to a specific server based on policy II. After a constant pre-
arrival delay D, she arrives at the dedicated server with unlimited waiting room. The customer
service times are i.i.d. random variables with rate p; and SCV c¢,;, where ¢ = 1,2 indicating the
visited server. Define Q;(t) as the number of total customers in queue i of the remote queue and
p = A/ (1 + p2) as the traffic intensity of the remote queue. At time 0, the remote queue is assumed
to be empty, i.e. Q1(0) = Q2(0) = 0.

We specify other system performance metrics as follows. In the remote queue, N;(t) is the
number of customers that have been routed to Server ¢ by time ¢. The process A4;(t) is the arrival
processes of Server i; it is obvious that A;(t) = N;(t—d). We let B;(t) and W;(t) be the accumulated
busy time and workloads of Server i by time ¢. Assuming the consecutive service time in Server

are Vl(l), ‘/2(1)7 ..., we have

LS

i(t)
Bi(t)+ Wity = S v,
k=1
Furthermore, we construct the associated renewal process S;(t) with respect to {Vk(i), k> 0}. It is
known that S;(B;(t)) is the departure process of Server ¢ in remote queue due to simple process
time change. The queue length processes are denoted as Q;(t).

In this chapter, we focus on the remote queues in Haflin-Whitt regime. We construct a sequence
of remote queues, denoted as Qf, 95, ..., where Qf is defined above. In Qj,, system performance
metrics are denoted with subscript n. For example, @y, (t) is the queue length process at Server ¢
in the nth remote queue. The arrival rate A\, and pre-arrival delay D,, is scaled in Assumption 2,
whereas other system parameters ci} 5 and (fin, ci} Sﬂ-)’s are fixed at the same values of Q7. Namely,
Can =R (bngis g o) = (i, €3 )-

Our analysis is conducted under Assumption 2, ensuring the sequence {Q7, 95, ...} is in CHT.
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Assumption 2. In each Q],, we have.

Quilt) = Qi(nt),  Qnif0) = Qi(0) =0, and  Qui(t) = Qﬁ

where the CLT-scaled queue length process QAm(t) is defined by convention. As n increases,

\/ﬁ(l_pn):ﬁ and D, = Dv/n,

where the traffic intensity p, = A, and 8 > 0 is the CHT scalar depicting the level of congestion of

queueing system.

Remark 5.2.1. In terms of the queue length, the relation Qn;(t) = Qi(nt) implies that the clock
in QJ, is n times faster than the original Qf. Therefore, though the pre-arrival delay is D,, = Dy/n
recorded in the accelerated clock, the pre-arrival delay is in the order of n~Y/2 in the limit process,
after the clock in tuned back. Hence, as n — oo, the pre-arrival delay in the time clock of limit

process s % = Dn=1/2,

Remark 5.2.2. In the nth remote queue, we assume the pre-arrival delay D, = D\/n because
the delay can be comparable to the waiting time in the system in such a scaling, since the waiting
time Wy, is in the same order of /n. When D, is much smaller than W, then customers only
cares about the waiting time so they will only join the shortest queue; when D,, is much larger than
W, then customers only go to the nearest server without any selection. Hence, pracitically, it is
meaningful only if the pre-arrival delay is comparable to the waiting time. However, theoretically,

the pre-arrival delay could be scaled as D,, = Dn3/*=¢ for any e > 0 and our result will not change.

Assumption 2 holds throughout this chapter unless statement and it provides the framework for
our analysis. Later in § 5.4 the pre-arrival delay D is relaxed to any discretely distributed random

variables on a finite support random.

5.3 JSQ with a Root-Excess Bias

As we have showed that JSQ is ineffective in remote queues, in this section, we develop a more
effective routing policy. Specifically, we plan to refine JSQ by routing not all but some customers
to the shortest queue. We first conduct simulation experiments to gain insights of this idea. Then
we propose a JSQ with a root-excess bias (JSQ-REB) policy and prove its asymptotic optimality
asn — 1.
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5.3.1 A Probabilistic JSQ

JSQ is ineffective in the face of pre-arrival delays, because JSQ routes too many customers to
one queue misled by the outdated information. Hence, we consider a probabilistic routing policy
for remote queues: with probability p, a new customer goes to the shortest queue; with probability
(1—p), she visit the longer queue. We test the system performance with different routing probability
p through simulations. We simulate three Markovian (M + D)/(M/1)? remote queues with different
pairs of traffic intensity and pre-arrival delay (p, D)’s: (0.95,20), (0.99,100) and (0.995,200). We
let the routing probability p range from 0.5 to 1 and present results in Figure 5.4. We observe
that, in all cases, the system queue length achieves the smallest value at time when the routing
probability p € (0.5,1). Furthermore, the optimal p’s (corresponding the shortest queue lengths) in
three subplots approach to 0.5 as the traffic intensity p increases from 0.95 to 0.995. So the optimal
routing probability p is a decreasing function with respect to traffic intensity p.

In each sub plot, ther eare two benchmark examples. When the routing probability p = 1, the
system sends all customers to the shorter queue, so JSQ is applied. We denote such a system with
p=1as (M + D)/(M/1)?/JSQ. when routing probability p = 0.5, the system sends customers to
queues regardless of system status. Due to the Markovian property, the system behaves like two
independent M /M /1 queue. We denote it as (M + D)/(M/1)?/(p = 0.5). It is known that two
independent M /M /1 cannot compete with a M /M /2.
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5.3.2 JSQ-REB and Its Asymptotic Optimality

Motivated by observations in § 5.3.2, we provide an asymptotically optimal routing policy for

remote queues satisfying Assumption 2. According to observations in § 5.3.1, we give our new policy.

JSQ-REB. In Q) , a new customer is routed to the shortest queue with probability

where i is the label of the shortest server, p is the total output rate p = p1 + pa, n is the system
scaler, and 6 > 0 is a finite satisfying pp; < 1.

Now we give our main result.

Theorem 5.3.1. Under Assumption 2, if the sequence of remote queues adopts JSQ-REB (5.1),

then we have
(Qn,l) Qn,?) = (Hla /“LQ) Q m D2[07 T]7

where T > 0 is finite and Q 1s a reflected Brownian motion with drift —BA and variance
2 p
I+ S B+ - 1),

Remark 5.3.1. The parameter 6 in (5.1) can be arbitrary positive number as long as pn; < 1.
However, asn — oo, 1 — p, = % — 0, so 0 can be any large numbers. Furthermore, Eq. (5.1)

coinciding with our aforementioned observations since p, — % as n increases.

The structure of proof of Theorem 5.3.1 is inspired by [95]. We first show the asymptotic synchro-
nization of CLT-scaled workloads of two queues in the remote queue. In particular, ‘ ul_lQnJ (t) — pgy 1Qn,2 ()],
converges to 0 as n — oo for any time ¢. Then we prove the resourcing pooling is achieved, by show-
ing CLT-scaled total queue length process converges to a reflected Brownian motion (RBM), which
is a FCLT-limit queue length process for the pooled GI/GI/1 model shareing the same interarrival
and service time distributions. The two steps are given in Propositions 5.3.1 and 5.3.2.

The workload synchronization of the two servers is given in stronger mode, as shown below.

Proposition 5.3.1. For the sequence of remote queues satisfying Assumption 2, we have

Qn,l(t) B Qn,Q(t)
H1 H2

sup
0<t<T

— 0, asn— oo. (5.2)

Before we prove Proposition 5.3.1, we need Lemmas 5.3.1 and 5.3.2 shown below. The proofs

of Lemmas are rendered to § 5.6.

Lemma 5.3.1. Let N = {N(t) : t > 0} be a renewal process whose inter-renewal times have a

finite rate p and a finite coefficient of variation ¢ = po. If we define a sequence of time scaled
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process {Ny(t),t > 0}>2, in the fashion of Nyp(t) = N(nt), and then for any a > 0 and € > 0, we

have

Ay(t,a,N)=+/n <Nn(t + (m_;/4) — Nn(t)) — apn'* =0, (5.3)

Lemma 5.3.2. Sample N(-) defined in Lemma 5.5.1 into two processes, Ni(-) and Na(-), as

N(t)

Nit) =S HU, < 1/24 70}, and  Na(t) = N(t) — Ny(8),
k=1

where Uy ’s are i.i.d. uniform random variables supported on [0,1] and v, | 0 as n increases. Now

we have, for any a > 0, t > 0 and small € > 0,

lim P ( sup ’An(t, a, N1) — An(t,a, No) — 2a,wynn1/4‘ > 5) =0, (5.4)
n—oo 0<t<T

Proof. We prove Proposition 5.3.1 with reductio ad absurdum. For writing convenience, we define
N(s,t) = N(t) — N(s+) for any stochastic process {N(t),t > 0}. Given Assumption 2 holds, we
assume the gap between workloads in two servers can be nontrivial. That is to say, for any € > 0,

there exists a sequence of natural numbers {n;,l = 1,2,...} and § > 0 such that

P| sup
0<t<T

where T' > ( is a finite time point. For convenience, we use n to represent n; and define

in,l(t) _ in,Q(t)
H1 2

> 5> > 6, (5.5)

L) = 420 - D2 g ) = v, (o - el Qe2ll)

Define two subordinate sample spaces

QF = {w :sup Lyp(t) > 6} and € = {w osup Lgp(t) < —5}.
0<t<T 0<t<T

Due to the symmetry of the gap of workloads between two servers, we focus on ;7. Later it can
be seen that subspace €2, bears the same analysis.

In QF, given supg<;<r Ln(t) > ¢, there exists two time points ¢; and t such that

. . €
to=tpo=1inf ¢t >0: sup Ly(t) >¢ and ¢ =tp,1 =supqt <tg: sup L,(t) < = ».
0<t<T 0<t<T 2

Intuitively, ¢5 is when L(t) upcrosses e for the first time and ¢y is L() upcrosses £/2 for the last
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time before it reaches e. Obviously, we have Ly, (ta) — Ly (t1) > €/2.
Now we argue the assumption in two situations to negate Ly (t2) — Ly (t1) > /2.
1). If ty — t; < an'/* holds for any constant a > 0, then we have Ly (ty — an~"/%,t5) > £/2 hold

for any ¢ > 0. However, we have

fzn(tQ an~ /4 ,12) —1/2 (,ul 1Qn 1( an_1/4,t2) - ,ungn’l(tg - an_1/4,t2))
n~1/2 (,u < 1(ta — an —1/4 ,t2) — S1 <Bn71(t2 — an_1/4,t2))>
(An72 (ta —an —1/4 ,ta) — S (Bn72(t2 - cm_l/4,t2)>>>
< MEl sup (An(t,a,82)) —pyt inf (An(t,a,81))

te(ty,te te(tl,tQ}
+purt osup (Ap(ta, A1) —pyt inf (An(ta, A2))
tE(tl,tz} te(tl,tg]
+anl/t <M _ M)
M1 2%
n n 1 1
=04+ lim an1/4 (A’l _ >\’2> — aeﬂl/Q < + ) ’
e P 2 P2 H1

where the convergence holds by Lemmas 5.3.1 and 5.3.2, and the last equality holds by the fact
that

An An 9\/ 1- n - 9\/ 1— n /
12 m

M1 M2 H1

By choosing a <

20;1/2 (i + i)il, we have L, (ty — an~/4 ty) < £/2 for any sufficient large
n, which resulted in a contradiction. Thus, to — t1 < an'/* is not true.

2). If to —t1 > an~/%* for some a > 0, then we have 0 < .Z/n(tg —t1) < .Z/n(tg — an*1/4) <eg/2.
Recalling Remark 5.2.1 that the pre-arrival delay in the tuned clock of nth remote queue is Dn~1/2,
we have to — t; > an~Y/* > 2Dn~1/2 for sufficiently large n. Hence, the interval [to — an*1/4,t2]
is long enough to guarantee the system keeps sending more customers to Server 2 that has the

shortest waiting queue during this interval. Namely, we have A\, 1 = (% — 01— pn> Anand Ay o =
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(% + 61— pn> An according to JSQ-REB policy.

Ln(ta —an™Y4 t3) < sup (An(t,a,S2)) — inf (A,(t,a,S)))
tE(tLtQ] te(tlth]

+ sup (An(tvaa Al)) — inf (An(t,a,Ag))
te(t1,ta2] te(t1,ta]

+anl/t <An1 _ M)

1 1
= —af/? ( + > <0,
M1 2

which is in stark contrasting to IAJn(tg — an*1/4, ta) > 0. Therefore, to — ty > an~ Y% is impossible,
either.

1/4 hor less than it

In summary, because (t2 — t1) can be neither greater than or equal to an™
for some a > 0, the only way to conciliate the apparent disagreement is to deny the existence of

such t; and to, which implies that Propositioin 5.3.1 holds. ]

Given synchronization of workloads between two servers, we make a further step to on the
pooling effect, that is we prove that our system performance of remote queue weakly converges to

that of a pooled system shown in Proposition 5.3.2.

Proposition 5.3.2. For the sequence of remote queues satisfying Assumption 2, if JSQ-REB policy

1s adopted, then we have

sup | Qn,1(t) + Qua(t) = Qu(t)| =0, asn — oo, (5.7)

0<t<T
where Qn(t) is the CLT-scaled process of GI/GI /1 having arrival process characterized by (A, c3)
and service time distributions characterized by (u1, pa, 0371, 0372). To be specific, the service time is

distributed as (p;, cii) with probability %

Equipped with Proposition 5.3.1 that tells us two (averaged) workloads in either server of the
remote queue are balanced, we now show the resource-pooling effect of the remote queue in the
FCLT sense. To this end, we firstly coupled a pooled system from the remote queue, and then show
the total queue length of the remote queue, Qp, 1(t) + Qn,2(t), equals to that of the pooled system in
the FCLT sense. At last, we prove that such a coupled queue has the FCLT limit with the pooled
GI/GI/1 system.

Before we prove Proposition 5.3.2, we first give a preliminary results in Lemma 5.3.3.

Lemma 5.3.3. From renewal processes Ny(t) defined before, we sample a counting process Ny, ;(t)
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with probability P;(t) such that

Y

Pty = 4 Pri = +60V1 —pn if Ninji(t) < Nnj(t)
L—pnj=pi =0T —pn if Npi(t) > Ny (1)

where 1,5 = 1,2 and i # j, pn; is defined in (5.1). Then we have the weak convergence

Nn,l(t) —npiAnt Npp2 (t) — nuaAnt N \/ 5 o ;
n ’ n p1tp (CAfl)B(t)a\/M2+M2 (2 —1)B(t) |,
(5 7)) ( 25&

where B(t) is a standard Brownian motion.
We give the proof of Lemma 5.3.3 in § 5.6.2.

Proof. We first construct a pooled queue, by coupling the service time and arrival processes from
the remote queue Q.

We collect the consecutive service times from both servers in remote queue to the pooled system,
{Vl(l),VQ(l), ...}, where [ = 1,2, scale them with rate p; respectively, to unify their mean to be
' = 1. For these mean-1 random variables from two sequences, we permute them in accordance
with the order of their appearances of in the system. Then we copy the permuted sequence of
random variables to a pooled single server G/G* /1 queue, having the arrival process as the remote
queue. The second notation G* implies that the service time are independent mean-1 random
variables with mixed SCVs cil and 0372. Mathematically, if we use {V*, V5",...} to represent the
consecutive service time for G/G*/1 queue, then we have:

%Vi(l), if the k" entering-service customer is the i
entering-service customer of server 1 in remote queue,

Vi = (5.9)

Vi(z), if the k" entering-service customer is the j*

=[5

entering-service customer of server 2 in remote queue, .

See Figure 5.5 for an intuition illustration of the coupling. Let Q} (¢) be the total number of
customers in the coupled -/G*/1 queue and the pooled queue is initially empty, i.e. Q% (0) = 0.
Next, we show that the gap of scaled workloads between G/G*/1 queue and the remote queue.

Namely, we want to show that

sup n” V2 Wi (t) — Wi (t) — paWy2(t)| = 0; (5.10)
0<t<T

Because the coupled G/G*/1 queue share the same arrival processes Ap(t) = Ny (t — Dn'/ ?),
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Figure 5.5: The illustration of coupling

we have
An(t) Anyl(t) An,2(t) 2
* * * 1 2
pWr(t) + pBi(t) = > uVi= > Vi + oV = > (Wi (t) + Bn(t)) .
k=1 i=1 j=1 =1

Hence we define a new function

fn(t) = Wi (8) + p2Wa o (8) — pWy(t) = pBy,(t) — 1B () — pa B a(t),

and want to show that supg<;<r | fn ()] — 0.

Given the fact that busy times either increase along the time at the rate of 1 or keep flat, f,,(¢)
can increase at the rate of either 1, us or p1, and can decrease at the rate of either py or us. However,
as long as the server of G/G*/1 is busy, the minuend of f,(¢), B} (t) is increasing at the rate of 1
and the subtrahend cannot grow faster than that, so f,,(t) is always non-decreasing when G/G*/1
queue is busy. In other words, f,(¢) can decrease only when G/G*/1 is empty. Let C(¢t) € {0,1}
and C,(t) € {0,1,2} be the number of busy server(s) in G/G*/1 queue and the remote queue Q!

at time ¢ € [0, T, respectively. We can interpret the strictly increasing and decreasing intervals of
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fn(t) as follows.

Lon(t) = {ogs <t dfgis) >0} —{0<s<t:N'(s)=1,N(s) <1},
I ,(t) = {O<s <t: dfgis) <0} ={0<s<t:N;(s)=0,Ny(s) > 1},

where I} ,(t) and I} ,(t) are strictly increasing and decreasing intervals in [0, t], respectively.

At any time ¢t € I} ,(T), as explained before, the G/G*/1 queue is empty, whereas the remote
queue is yet to finish all. However, only after remote queue finished all arrivals can the sum of its
scaled busy time, p1 By 1(t) + p2By,2(t) matches the scaled busy time of G/G*/1 queue uB;(t).
Therefore, we have infyc; (1) fn(t) > 0 is non-negative. Then by continuity of function f,(t), we
write

inf f,(t) = inf n(t) > 0.
OSI?STf() tEIlf,ln(T)f()

which simplifies our targets of to supg<;<r fn(t) < 0 (the absolute value is dropped).
Now we focus on the interval I}, (T) for where T' > 0 is finite. For any t € I}, (T), there is

at least one server being idle, i.e. @ 1(t) - Qn2(t) = 0. So without loss of generality, we assume
Qn(t) > 0,Qn2(t) = 0. Starting from the left-hand side of our target,

1 1
sup —=fn(t) = sup —= (mWn1(t) + p2Wna(t) — pW,;(t))
0<t<T V1 telr (T) VI

Qn,l t 1 |Qn,l(t)_Qn,2(t)|

(t) Qn ()

1 (1) . (@
= sup —= V' — pVi | < sup —= wiV;
ter () VI \ o ! ; . 1€l (T) VI ; !
1 |Qn,1(t)_Qn,2(t)|

() A .
= sup VD Qi () — p2Qna(t
tely o (T) |Qn,1(t) — Qn72(t)| ]2 j ‘ 1 1( ) 2 2( )‘
=0, asntoo. (5.11)

which implies (5.10). Therefore, Proposition 5.3.2 holds.

Lastly, we need to show that FCLT limit of queue length process for the coupled G/G*/1 model
is reflective Brownian motion.

At first, we define By}, ,;(¢) as the accumulated busy time by time ¢ when the service time is
distributed according to parameters (u, cgz) In the coupled G/G*/1 queue, if a customer’s service
time is distributed according to parameters (u,cgﬂ-), then she is served at Server ¢ in the original

remote queue Q). Under the JSQ-REB policy, she can be routed to Server 7 with either probability
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Pn,i = i + 601 — p, or the other probability 1 — p, ; = mu; — 0/1 — py, (§ #9).

1 1 An,i(t) ILL Q:(l,l(t) Iu
Bii=—| > =Vi- Y “W (5.12)
Vn v\ = w — p

where B | and B;, 5 partitions the total busy time B}, at any time ¢ € [0, T7.

Now we can rewrite queue length of a single server queue, G/G* /1, by solving Skohorad problem,

we have
Qu(t) = Y(t) + sup (Vi(s)"
where
]- 2 * * An
Ya(t) = u ((An,i(t) = pirnnt) — (Si(B, (1)) — uBy, ;(t))) + (; — )t (5.13)
i=1

Since S;(B,, ;(t)) is renewal and Ay ;(t) = Ny,;(t — D) have the same FCLT limit as N, ;(t), we only
need to show the FCLT limit of N, ;(¢).
Now combining Lemma 5.3.3, Eq. (5.8), and that A, ;(t) = N,i(t — D), we have

Yo(t)
\/ﬁ

2 2
= —fpt+ 1+Z<'ul> (3 +c2,—1)B(t), asn— oo
; n :
i=1
where B(t) is a Brownian motion. O

5.4 Extensions of JSQ-REB

In this section, we extend our main results to more general remote queue models. In § 5.3,
the remote queue has a deterministic pre-arrival delay and two dedicated servers. We now relax
these two assumptions. In § 5.4.1, we assume pre-arrival delay are discretetly distributed on a finite

support; in § 5.4.2, we generalize to networks having m dedicated servers.

5.4.1 Random Pre-Arrival Delays

Previously, we assume the pre-arrival delay is a constant. Such an assumption gives the following
mathematical convenience: the arrival process is a time-shifted demand process, i.e. A(t) = N(t—D),
and thus is renewal. The FCLT limit of renewal process is Brownian motion, so we can easily derived
the weak convergence of queue length process for Q7, 95, .. ..

To make our model more realistic, we now allow our pre-arrival delays to be discretely distributed

on a finite sample space.
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Assumption 3. There are ¢ demand locations (c < co) and the customer pre-arrival delay related
to Server i is D; = d; with probability q} where d; > 0 s a constant. Notice here that Zj q} =1
for both i =1,2.

Remark 5.4.1. In practice, customer demand occurs in finite many locations. The pre-arrival
delay is usually proportional to the distance between the demand location and the server. Let c
denote the number of demand locations, d;; be the corresponding pre-arrival delay from the demand
location j to the server i. Therefore, it is meaningful to assume pre-arrival delay follows a discrete
distributions. Its probability, denoted by q;;, can be estimated by the ratio of the population in the

location j among to the gross population.
Now we give our results for remote queues with random pre-arrival delays in Proposition 5.4.1.

Proposition 5.4.1. Under Assumptions 2 and 3, if the sequence of remote queues adopts JSQ-REB
(5.1), then we have

(Qn,lv Qn,Q) = <M1’ MQ) Q m ]D)2 [OvT])
Boop
where T' > 0 is finite and Q s a reflected Brownian motion with drift —pg\ and variance
2 2
\/1 + 2 % (ng + 25:1 qf?j(ci - 1))

Remark 5.4.2. We cannot not let the pre-arrival delay D be continuously distributed, because weak

convergence of the corresponding arrival process

Ana(t) = /Ot /OOO 1{z+syn <t} dK) <N"(°°’)x) (5.14)

n

is unknown, due to the appearance of scaler n in the indicator function 1{x + s\/n <t} in (5.14).

Proposition 5.4.2 in the next section generalizes Proposition 5.4.1, so we only prove Proposi-
tion 5.4.2 in § 5.6.3.

5.4.2 Remote Queues with a Finite Number of Servers

In this section, we extend JSQ-REB policy for remote queues with more than two single servers.
Assume there are m single server in Q) where n = 1,2,.... Service times of server i are i.i.d.

distributed with rate y; and SCV ¢2 ,, where i = 1,2,..., m. We again assume y = oty p; without

S,17

loss of generality.
Assumption 4. The number of dedicated serves is finite, i.e. m < co.

JSQ-REB. In Q] if customers are routed the shortest queue with probability

Pn,s = %+9\/1—Pn,
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or routed to the jth queue (j # s) with probability

j 0
Pj =L+ ——/T=pu.

po o m—1

then the routing policy is called JSQ-REB. Here s is the label of the shortest queue and the infor-

mation of s is available when customers make decisions.

Proposition 5.4.2. Under Assumptions 2, 8 and 4, if the sequence of remote queues adopts JSQ-
REB, then we have

N N N 1 N )
(QTL,l’QTL,Q? .. '7Qn,m) = ; (/-1'17/127 o ,,Um)Q m Dm[07T]7

where Q is a reflected Brownian motion with drift —BA and variance
2
YIS (24 S @ - ),

Since the proof of Proposition 5.4.2 is separated to two steps, we relegate it to § 5.6.3.

5.5 Numerical Experiments

In this section, we test the effectiveness of JSQ-REB policy through numerical simulations. We
start with the base (M + D)/(M/1)?/JSQ-REB with constant pre-arrival delays having different
system parameters (p, D)’s in § 5.5.1. Then in § 5.5.2, we test if the effectiveness of JSQ-REB
preserves in (GI+ D)/(GI/1)?, where the exponential assumption on interarrival and service times
is relaxed. In § 5.5.3, we test JSQ-REB in a artificial case exhibiting more realistic features, including
random pre-arrival delays and three dedicated servers.

In our numerical experiments, for each model, we run R = 1,000 replications. The system
is initially empty. To collect steady-state queue length, we run each replication for a long time
T. The time horizon increases T = 103,10% 10° and 2 x 10° for models with traffic intensity
p = 0.90,0.95,0.99 and 0.995, since it becomes slower for heavier loaded queue to approach steady
state.

In each run, at discrete time points At, 2At, ..., NAt, we collect queue length:
Qr(1),Q(2),...,Q,(N). The mean steady-state queue length at each time & is then computed as

Q(k) = 3, Qr(k).

5.5.1 The Base (M + D)(M/1)?/JSQ-REB

According to Theorem 5.3.1, the base (M + D)(M/1)?/JSQ-REB approaches to the optimal
M/M/2 as p, — 1 (Assumption 2). The Markovian M /M /2 model is tractable and the expected
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steady-state queue length is

B[Q)(00)] = 1.

Therefore, we start to test the effectiveness of JSQ-REB in (M + D)(M/1)?/11, by comparing to
JSQ and the optimal M /M/2.

We first set he traffic intensity is p = 0.99 and the pre-arrival delay D = 100 and display the
results in Figure 5.6. There are four queue lengths in Figure 5.6. The solid line is for M /M /2
queue; the dashed line is for (M + D)/(M/1)?/JSQ-REB; the dashed-dotted line is for (M +
D)/(M/1)%/JSQ; and the dotted line is for (M + D)/(M/1)?/(p = 0.5). It can been seen that the

advantage of JSQ-REB in reducing the system congestion. Moreover, JSQ-REB brings the system
near its optimal status.
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Figure 5.6: Comparisons of remote queue performance under different policies

We next want to test the robustness of JSQ-REB as p changes. Therefore, we compare JSQ-
REB to JSQ and pure probabilistic policy (p=0.5) in four different settings: systemp parameters
(p, D) changes from (0.90,10), (0.95,20), (0.99,100) and (0.995,200). The results are recorded in
Table 5.1. The data is the mean queue length sampled at time when system is near steady state.
Table 5.1 shows that JSQ-REB still significantly improves the efficiency of remote queues, though

advantage becomes less obviously as the system become less congested.

118



Table 5.1: Steady-state queue length of (M + D)/(M/1)?/II with constant pre-arrival delay

Probalistic JSQ JSQ-REB Pooling

p=090 E[Q] 162 185 14.2 9.47
CI +0.6 +0.4 +0.4 -
p=095 E[Q] 36.3  44.7 28.8 19.5
CI +1.1  +0.6 +0.5 -
p=099 E[Q 194 269 124 99.4
CI +4 4 +4 :
p=099 E[Q] 431 569 259 1995
CI +17  +13 +11 -

5.5.2 General (GI + D)(GI/1)*/11 Model

We now investigate JSQ-REB policy for (GI + D)/(G1/2)?/JSQ-REB, in which interarrival
times and service times are no longer exponential distributed. Here we assume they are hyperexpo-
nentially distributed. The rate and SCV of interarrival times are A = 0.99 and ci = 2, and the rates
and SCV’s of service times in the two servers are different: p; = s = 1 and cil =17, 2 =13.
The time horizon is set at 7' = 3.5 x 10° to allow the system approach to steady state.

Simulation results are shown Figure 5.7. we can see that 1) JSQ-REB is superior to other routing

policies such as JSQ, and 2) system adopting JSQ-REB behaves very close to the optimal case.

5.5.3 JSQ-REB Policy on a 2-D Map

In this section, we evaluate JSQ-REB policy on a more realistic two-dimensional map. On the
rectangular zone on the map, we randomly pick the location of three servers specified in Figure 5.8.
Customers are uniformly generated in the zone. Their pre-arrival delay, D, is proportional to the
distance from the selected server. For convenience, we assume that three servers are identical and
interarrival times and service times are exponentially distributed. However, general distribution
should not be a problem according to our theoretical and numerical results in § 5.3 and § 5.5.2.

Now we explain how to apply JSQ-REB to the system on a 2-D map. The idea of JSQ-REB is
to send a little more customers to the shortest queue. As Eq. 5.1 implies, each server i serve at least

(% — %\/1 — pn) percent of all customers are routed to Server i. When the server ¢ becomes the

shortest queue, labeled as s, it only serve %QM percent more customers. Hence, we pick a
small band on the 2-D map so that the population percentage in the band is about /1 — p,. We
send customer whose demands appears in that band to the shortest queue and let others outside
of the band go to the nearest server. The band we picked is shown in Figure 5.8. The rectangle

zone is divided into four sub-regions, and only customers appeared in the band are routed to the
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Figure 5.7: Steady-state queue length comparison in (GI + D)/(GI/1)?/II under different policy
11

shortest server.

In simulation, we set p = 0.99 and n = 100. The distance is proportional to distance from
demand location and the selected server. Total service rate is 4 = 1, and the rate in each server
is standardized by the corresponding population size. In particular, p; = 0.27(0.63,0.83), uo =
0.34(0.81,0.26), and ps = 0.49(—0.74, —0.80).

We run simulations under different pairs of system pareameters (p, D): (0.90,10), (0.95,20),
(0.99,100) and (0.995,200). Figure 5.9 displayed the steady-state number of waiting customers in
the rectangular zone. We can find that the JSQ-REB (the dashed line) is superior to JSQ (the
dashed-dotted line) in all cases and JSQ-REB approaches to optimality as p, — 1, coinciding with
our theoretical results.

5.6 Other Proofs

In this section, we give proofs for Lemma 5.3.1 and Proposition 5.4.2, as we promised.

5.6.1 Proof of Lemma 5.3.1

We write

—1/4y _ ~1/4 _
An(t,a, N) = Ny (t+an %M(t—i—an ) - Nn(f}ﬁ it - B(t+an_1/4) — B(t) = 0,
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(0.63, 0.83)

(-0.74, -0.80) AN

Figure 5.8: Rectangular zone on 2-D map with two servers

where the second last weak convergence (=) is by FCLT (see Theorem 7.2.3 in [106]) and the last
convergence (—) is by the continuity of Brownian motion.

5.6.2 Proof of Lemma 5.3.3

Instead of studying N, ;(t), we consider two modified stochastic process: Ny, ;(t) and N, ;(t),

which are sampled from N, (t) with probability p,; = % +0VI—p, and p . = 201~ p,.
Namely,

Nui(t) = > 19, (5.15)

where ]1](? is 0-1 distributed random variables with parameter p,, ;, indicating the number customers

routed to Server i at the kth epoch in the renewal process N,,(t). It is easy to know that E[]lgj)] = %
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Figure 5.9: Comparison of queue lengths (customers’ waiting time) under different policies

and Var (17) = #(1 — ). Then we define
k W M

[nt]
Snilt) = 1) — p,nt |,
k=1

and obtain its FCLT limit by FCLT (see Theorem 7.2.3 in [106])

Lo vl ay= [Higg_ M
rSnal®) = Si(t) =[50 = THB(Y) (5.16)

According to FCLT for split processes (Theorem 9.5.1 in [106]), we have

Nni(t) — P, Annt Wi ~ 'u,2
’ = = ZN(t) + Si(t) = 4 =5 (3 — 1) + wB(t),
NG . (t) + Si(t) MQ(CA ) + wiB(t)
where j # 4, By(t) and By, (t) are two independent standard Brownian motions. Similarly, we

have nfl/Qﬂnyi(t) = ,/%(% + %cﬁ)B(t). By coupling, the process N, ;(t) by N, ;(t) < Npi(t) <

N,.i(t), hence, we have nfl/ZNm-(t) = %(%ﬂ + %ci)[g(t),
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5.6.3 Proof of Proposition 5.4.2

According to Lemma 5.3.3, we know that the number of accumulated demands for both servers,
Ny ;(t) (j =1,2,...,m) have corresponding Brownian motions as their FCLT limits. Then based
on Assumption 3,

Customers from each sampled demand process, say N, ;(t), with probability q;-, experience pre-
arrival delay y/nd;;, so the demand from the jth demand location to the ith server, denoted by
Ny, ;(t), is again a sampled process, sampling from N, ;(t). Apply Lemma 5.3.3 again, we have,

forany j=1,...,m,

Hi
—qi'[)’t.
 4B0)

vn /ﬂ .

Under Assumption 3, the arrival processes from the jth demand location to the ith server,

denoted by A,,; ;(t), is simply a constant time-shifted demand process i.e.

An,i,j(w = nw( \fdw)

where ¢ = 1,2,...,m. So the FCLT limit of arrival processes is again Brownian motions:

nq] i)t

= 1+ZZ“2% —1)B(®). (5.17)

zljl

ZZ

Now we are ready to explain our steps to prove Proposition 5.4.2. We follows the used techniques:
firstly to show the weak proportional relation between queue lengths under CLT scaling, and then
to couple a pool system so that it has the same CLT-scaled queue lengths with that of the remote
queue. At last we prove that the FCLT limit of the coupled system is as general as any pooled
system having the same queueing parameters.

The weak proportional relation between queue lengths is presented in the follow proposition.

Proposition 5.6.1. Given the conditions of Theorem 5.4.2 hold, we have

lim sup uj_lQZL(t) - ungi(t) < 0, foranyj=1,2,...,m
n10 o<i<T
Next we couple a pooled system. The idea of coupling is still to keep the total arrival process
queue and all scaled service time according to the order of appearance in the remote queue. The
arrival process is denoted as A, (t) = > ;| Ani(t), and each A, ;(¢) is defined in (5.14). Let {Vi(l), i =
1,2,...} be the consecutive service time on the server [ (I = 1,2,...,m), and V}} be the k" entering-

¢

service customer’s processing time for the pooled system. Using Ek) to represent the event that
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the k" entering-service customer is in the server [, we define Vi

-}

where 1 {E,gl)} in the indicator function with respect to event E. Because the each customer can

be served by only one out of m single-server station, we have ", 1 {E,(Cl)} =1.

Noticing that neither inter-arrival nor service time are i.i.d. random variables, we denote such
a coupled pooling single-server queue as -/G*/1. We use “G*” to represent the service time, as it
is mixed of different i.i.d. random variables, and use “-’ to denote the arrival process, as it is more
complicated than mixture of renewal processes.

Now we want to show that such a coupled -/G*/1 queue has the weakly equivalent CLT-scaled
queue length with the remote queue. Let @} (t) be the total number of customers in the coupled
-/G* /1 queue, and W, ; and W}¥ be the workload of the server i in the remote queue and the pooled

system, respectively.

Proposition 5.6.2. Assuming that the conditions of Propositions 5.4.2 hold, we have

sup
0<t<T

— 0, asn= oc. (5.18)

Z Qn,l(t) - Q;kz(t)
=1

The proof is again divided to two steps: the first step is that we show that the scaled workload
of the remote queue no difference from that of the pooled system, and the second step is to show
a contradiction exists by assuming Proposition 5.6.2 does not hold. So we can prove it by reductio
ad absurdum. The proof is of little creativity comparing to the proof of Proposition 5.3.2.

The last target is to show that the coupled -/G*/1 has the same FCLT limits with that of - /G/1
queue, in which the service time has a unified distribution with mean p and SCV Zﬁl Cs,i- For
any single-server queue -/G*/1, we can represent the queue length through a reflected map shown

as (5.13), where the centered process Y, (¢) has more complicated FCLT limit

nil/QYn(t) = ()‘TL\/_ﬁ:u)t + Z <An,z(t) B \/15 (S*(Bn,z(t)) - MBn,Z(t))>
i=1
= —0t+ |1+ iZ’z cii + iqu(ci —1) | B(t),
i=1 Jj=1

where the weak convergence holds by Eq. (5.17).
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5.7 Conclusion

In this Chapter, we observe phenomenon in real service time: the pre-arrival delays. To study
the phenomenon, we construct a new queueing model called remote queue. We find the commonly
used JSQ become ineffective when system have nontrival pre-arrival delays. Therefore, we propose
a new routing policy by adding probabilistic features to JSQ. We name the new policy as JSQ-
REB, and proved its asymptotic optimality for remote queue in CHT. We then conduct numerical

examples to show the effectiveness of JSQ-REB, and all examples justify our theorems.
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Chapter 6

Conclusions and Future Research

This dissertation develops convenient tools to study queueing models performance and pro-
vides effective control policies to improve queueing network efficiency. In § 6.1, we highlighted the

contribution of each chapter, and in §6.2, we discuss the future research directions.

6.1 Summary and Contributions

This dissertation consists of six chapters, of which Chapters 2-5 are the main contents. We
discuss four different queueing models in the four chapters.

Chapter 2 is aimed to show the tightness of the number of idle servers in the GI/GI/n/0
loss model. This chapter is motivated by the need to establish heavy-traffic results to approximate
steady-state loss models, which are too complicated to analyzed exactly. But the heavy-traffic limits
for loss models is still an open problem. To show the heavy-traffic limits, we need to justify the
existence and uniqueness of the weak convergence. Our contribution is that we proved the existence
of the weak convergence by showing the tightness of the number of idle servers in the loss model.
Another contribution is the auxiliary system that we constructed in the proof. Since the auxiliary
system reveals the relationship between loss models and single-server queues, we believe it can be
used in proving the tightness of more general queues.

Chapters 3 and 4 together are aimed to develop engineering approximations to stationary
GI/GI/n+GI and time-varying G;/G1 /s;+G1 queueing models with impatient customers. Though
their corresponding MSHT have been established, the approximations directly obtained from MSHT
are sometimes ineffective. So we are motivated to refine approximations. Based on the observation,
we proposed truncation techniques to refine old approximations and obtain new approximations
(i.e. TGA). We then conduct extensive numerical experiments to test the practicability of newly
developed approximations for GI/GI/n+GI and G;/GI/s;+GI in a wide range of system parame-

ters. In particular, our contribution is that we developed refined approximations for GI/GI/n+ GI
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and Gy/GI/sy + GI, which significantly improves the approximation accuracy, and tested their
robustness in terms of various system parameters.

Chapter 5 is aimed to provide efficient routing policies for the dedicated system, that is a
queueing model consisting of parallel servers and each server is associated with a unlimited waiting
buffer. Our contribution is that we incorporate a more realistic feature to the dedicated system — the
pre-arrival delays. In practice, customers, once decided which server to enter, usually experience an
amount of pre-arrival delay before they actually arrive at a specific server. Simulation results show
that the pre-arrival delay significantly affects system performance, and the previously widely used
routing policy becomes ineffective. Therefore, we proposed a new routing policy called JSQ-REB
and proved the efficiency of JSQ-REB.

This dissertation studied three single queue models and one queue network, ranging from the
GI/GI/n/0 loss model without waiting buffer, the GI/GI/n + GI model with waiting buffer
and impatient customers, the time-varying G;/GI/s; + GI model and the (GI + D)/(GI/1)™
remote queue having pre-arrival delays. This dissertation provides heavy-traffic limits and effective
approximations for various performance measures in different queueing models. Taking an example
of queue length @, the this dissertation is summarized in Figure 6.1. In Chapter 2, we discussed
the heavy-traffic limits for the loss model because it is still open; in Chapters 3 and 4, based on
the well established MSHT, we propose engineering refinements; in Chapter 5, we again establish

heavy-traffic limits for new queueing networks.

QOn(t) Qn ()

Effective Gaussian , (Xp=n)~
approximations Tightness of {T‘" 2 0}
for GI/Gl/n + GI (Ch.3) for various queues (Ch.2)

and G,/Gl/s, + GI (Ch.4)

Weak convergence for
Gl/(GI/1)™/m
with efficient routing policy (Ch.5)

)

Q(t) ‘

Figure 6.1: The content of the dissertation
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6.2 Future Research

The dissertation enables us to further develop effective approximations for various queueing
models, and we explain some directions for future research below.

An extension of our work is based on Chapter 2. Tightness of loss model the existence of
convergent subsequences, so if we can establish convergent subsequences with clear limits, then we
can verify the uniqueness of the heavy-traffic limits for loss models.

Equipped with the heavy-traffic limits for loss models, we can further extend works in Chapters 3
and 4. The new approximation TGA degrades when the approximated queueing system approaches
to a loss model. Once we can obtain the heavy-traffic limits for the loss model, the restriction of
abandonment when using TGA can be relaxed.

Another extension is again based on Chapter 2. In the proof, we constructed an auxiliary system
which enables us to transform a problem of loss model to that of single-server queue. Next, we plan
to use the auxiliary system to discuss the tightness of GI/GI/n + GI model and even the heavy-
traffic limits of GI/GI/n + GI in Halfin-Whitt regime. The heavy-traffic limits of GI/GI/n+ GI
can automatically extend Chapter 3, as the Halfin-Whitt limts is naturally more accurate than the
used MSHT.

Though the asymptotic efficiency of the new routing policy (JSQ-REB) for the remote queue
has been proved in Chapter 5, the result is theoretically restrictive, because the pre-arrival delay is
assumed to be discretely distributed. When the pre-arrival delay is continuously distributed, though
we can still show the resource pooling, but the heavy-traffic limits are yet to be established. Our
next plan is to discuss the heavy-traffic limits when the pre-arrival delay is a continuous random
vector. To this end, it is suffice to study the heavy-traffic limits of a infinity-server queue in which
service times increases in a proportional manner to the square root of the system scaler.

In addition, in remote queues, service rate can be regarded as control parameters: different
service rates reveal different staffing level. By discussing possible control policy on service rates, we
are able to formulate an optimization problem and provide managerial insights on how to allocate
resources among servers based on the solutions. Last but not least, though the remote queue
approaches to a pooled system in CHT, the convergence rate is yet to be known. It is theoretically
interesting and practically meaingful to know the convergence rate and parameters that affect the
rate, because in practice we can select the rate parameter so that the remote queue becomes efficient

at earliest convenience.
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Appendix A

Appendix for Chapter 2

A.1 Overview

This appendix supplements the Chapter 3 by providing additional numerical examples evaluat-
ing the performance of the Gaussian approximations DGA, TGA and TGA-G.

First, in §A.2, we give more examples providing examples of the good performance. Then, in
§A.3, we give more examples that further expose the limitations of the approximations. In §A.3.1
we give examples showing that the abandonment rates cannot be too much larger than 1; otherwise
the system ceases to be OL. In §A.3.2 we give more examples showing that the performance of
underloaded models is not good except for a few performance measures. Here we consider models
with smaller scale. In §A.3.3 we give examples showing the degraded performance of the approx-
imations when the traffic intensity p is too close to 1. We fix n = 100 and let p decrease toward
1.

A.2 More Good examples

We first give additional positive examples for Markov models in §§A.2.1-A.2.2 and non-Markov
models in §A.2.3.

A.2.1 More Examples of Markov M/M/n+ M Models

In the main chapter, we compare the exact solution with DGA’s and TGA’s in heavily loaded
regime (p = 1.2). Table A.1 provides results for p = 1.5. In this very highly loaded system, the
TGA and DGA approximations are nearly identifical, but we see some small differences in the cases
with 6 > 1.
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Table A.1: A comparison of the TGA and DGA approximations to exact numerical values in the
M(A=Y)/M(1)/100 + M (6~1) model with A = 100p and p = 1.5 for six values of #, 0.10 < 6 < 4.00.

6=0.1 6 =0.25 6=0.5
Perf. Sim. DGA TGA Sim. DGA TGA Sim. DGA TGA
E[X] 5.99E4-2 6.00E+4-2 same 3.00E+2  3.00E+2 same 2.00E4-2 2.00E+4-2 same
rel. err. +9.19E-1 0% +4.01E-1 0% +2.01E-1 0%
Var(X) 1.49E+3 1.50E+3 same 6.00E+2 6.00E+2 same 3.00E+2 3.00E+-2 same
rel. err. +1.10E+3 1% +2.41E+2 0% +8.10E+1 0%
E[Q] 4.99E+-2 5.00E+2 5.00E+2 2.00E+2 2.00E+2 2.00E+42 1.00E+2 9.99E+1 9.99E+1
rel. err. +9.19E-1 0% 0% +4.01E-1 0% 0% +2.01E-1 0% 0%
Var(Q) 1.49E+3 1.50E4+3  1.50E+3 6.00E+2 6.00E+2  6.00E+2 3.00E4-2 3.00E+2 3.00E+2
rel. err. +9.19E4-2 1% 1% +1.61E+2 0% 0% +4.08E+1 0% 0%
E[W] 4.05E40 4.06E+0 4.06E+0 1.63E4-0 1.62E40 1.62E40 8.17E-1 8.11E-1 8.11E-1
rel. err. +7.53E-3 0% 0% +3.28E-3 0% 0% +1.64E-3 1% 1%
Var(W) 9.98E-2 1.00E-1 1.00E-1 4.01E-2 4.00E-2 4.00E-2 2.00E-2 2.00E-2 2.00E-2
rel. err. +7.53E-3 0% 0% +3.28E-3 0% 0% +1.64E-3 0% 0%
PoD 1.00E+0 1.00E4-0 same 1.00E4-0 1.00E4-0 same 1.00E4-0 1.00E+0 same
rel. err. +0.00E4-0 0% +0.00E+4-0 0% +0.00E+4-0 0%
PoA 3.33E-1 3.33E-1 same 3.33E-1 3.33E-1 same 3.34E-1 3.33E-1 same
rel. err. +1.34E-3 0% +1.37E-3 0% +1.33E-3 0%

6=2 6 =4 6 =10
Perf. Sim. DGA TGA Sim. DGA TGA Sim. DGA TGA
E[X} 1.25E+2 1.25E42 same 1.12E42 1.12E42 same 1.05E42 1.05E+2 same
rel. err. +5.05E-2 0% +2.64E-2 0% +1.36E-2 0%
Var(X) 7.53E+1 7.49E+1 same 3.79E+1 3.74E+1 same 1.71E+1 1.49E+1 same
rel. err.  +1.27E+1 1% +5.96E40 1% +2.84E+40 13%
E[Q] 2.50E+1 2.49E+1  2.49E+1 1.25E+1 1.23E+1 1.24E+1 5.03E+0 4.90E4+0  5.08E+4+0
rel. err. +5.05E-2 0% 0% +2.60E-2 2% 1% +1.17E-2 3% 1%
Var(Q) 7.52E+1 7.49E+1 7.46E+1 3.68E+1 3.74E+1  3.59E+1 1.35E+1 1.49E+1 1.24E+1
rel. err. +2.63E+0 0% 1% +7.08E-1 2% 2% +1.49E-1 10% 9%
E[W] 2.08E-1 2.03E-1 2.03E-1 1.06E-1 1.01E-1 1.01E-1 4.55E-2 4.10E-2 4.25E-2
rel. err. +4.13E-4 2% 2% +2.14E-4 5% 5% +1.01E-4 10% 7%
Var(W) 5.07E-3 5.00E-3 4.98E-3 2.52E-3 2.50E-3 2.40E-3 9.87E-4 1.00E-3 8.44E-4
rel. err. +4.13E-4 1% 2% +2.14E-4 1% 5% +1.01E-4 2% 14%
PoD 9.98E-1 9.98E-1 same 9.79E-1 9.78E-1 same 8.62E-1 9.02E-1 same
rel. err. +1.27E-4 0% +4.53E-4 0% +1.03E-3 5%
PoA 3.32E-1 3.34E-1 same 3.34E-1 3.32E-1 same 3.35E-1 3.36E-1 same
rel. err. +1.35E-3 0% +1.34E-3 0% +1.31E-3 0%
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A.2.2 Low Abandonment Rates

We next consider the Markovian M /M /n + M queueing system, with the arrival rate, number
of servers and service rate fixed at (A\,n,u) = (105,100, 1), but decreasing abandonment rate.
As studied in [115], the queueing system tends to heavily overloaded when abandonment rates
decrease. The Theorem 4 in [115] states that in an M/M/n/r + M model, a scaled process of
number in system converges to a OU process as s/6 — 0. To reshow the results, we give the
Markovian M /M /n+ M queueing system, with the arrival rate, number of servers and service rate
fixed at (A, n,u) = (105,100,1) but decreasing abandonment rate 6 from 0.05,0.02 to 0.01. Table
A2 shows that our TGAs continue to work effectively for smaller abandonment rates. Notice that
little difference between DGAs and TGAs are presented; it is because when # — 0, improvements

brought about by truncation become less effective as the queue tends to ED regime.

Table A.2: A comparison of the TGA and DGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 4+ M (#~') model with A\ = 100p and p = 1.2 for three low abandonment rates
6 <0.1.

6 =0.05 6 = 0.02 6 =0.01
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 2.01E4+2 2.00E+2 same 3.50E+2 3.50E+42 same 5.99E+2 6.00E42 same
rel. err. 0% 0% 0%
Var(X) 2.00E+3 2.10E+3 same 5.22E43  5.25E+3 same 1.03E+4 1.05E+4 same
rel. err. 5% 1% 2%
E[Q] 1.01E42 1.00E+2 1.00E4+2 2.50E+4+2 2.50E+2 2.50E+2 4.99E+2 5.00E4+2 5.00E+42
rel. err. 1% 1% 0% 0% 0% 0%
Var(Q) 1.99E43 2.10E4+3 2.05E4+3 5.22E+3 5.25E4+3 5.25E+3 1.03E+4 1.05E+4 1.05E+4
rel. err. 5% 3% 1% 1% 2% 2%
E[W] 9.90E-1 9.76E-1 9.78E-1 2.44E+0 2.44E+0 2.44E+0 4.88E+0 4.88E+0 4.88E+0
rel. err. 1% 1% 0% 0% 0% 0%
Var(W) 1.90E-1 2.00E-1 1.95E-1 4.97E-1 5.00E-1 5.00E-1 9.85E-1 1.00E40 1.00E40
rel. err. 5% 3% 1% 0% 2% 2%
PoD 9.93E-1 9.85E-1 same 1.00E40 1.00E+0 same 1.00E4+0 1.00E+0 same
rel. err. 1% 0% 0%
PoA 4.81E-2 4.75E-2 same 4.76E-2 4.75E-2 same 4.76E-2 4.76E-2 same
rel. err. 1% 0% 0%
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A.2.3 More Examples of GI/GI/n+ GI Models

We now consider examples with various combinations of high and low variabilities for the
interarrival, service and patience times. We use simply phase-type (PH) distributions to achieve
both high and low variabilities: Erlang-n (E,,) for low variabilities (with SCV 1/n) and Hs for high
variabilities (with SCV greater than 1). Other parameters remain the same as those in Table 3.2.
Table A.3 shows that TGA-G works well except when the SCV of service time is high (e.g. ¢2 = 4).
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Table A.3: A comparison of the TGA-G approximations to simulation

estimates in the

PH/PH/n + PH models model with A\ = 100p and p = 1.0.5 for for values of the service scv

2, 0.25 < 6 < 4.00.

Perf. Meas. SCV
0.25 0.5
c?\ cib Sim CI TGA-GA Sim CI TGA-GA
E[Q] 0.5 0.5 3.40E+1 +2.15E-1 3.57E4+1  3.34E+1 +2.50E-1 3.57TE+1
2 8.67TE4+0  +6.46E-2 8.42E4+0  9.00E4+0  £7.46E-2 8.67E+40
2 0.5 3.37TE+1 +3.14E-1 3.63E+1 3.37TE+1 +3.23E-1 3.64E+1
2 1.07E+1 +9.32E-2 1.01E+1 1.09E+1 +1.02E-1 1.03E+1
Var(Q) 0.5 0.5 1.84E+2  +1.44E+1 2.14E+2 2.30E+2 +1.66E+1 2.51E+2
2 5.14E4+1 +1.48E+4+0 5.55E+1 6.10E4+1 +1.84E+0 6.36E+1
2 0.5 4.30E4+2 £2.29E+1 4.89E+2 4.55E4+2  £2.38E+1 5.18E+2
2 1.12E+2  £3.01E+40 1.12E42 1.21E4+2  £3.44E+40 1.19E42
E[W] 0.5 0.5 3.33E-1 +2.04E-3 3.46E-1 3.28E-1 +2.40E-3 3.47E-1
2 8.86E-2 +6.32E-4 8.30E-2 9.21E-2 +7.41E-4 8.55E-2
2 0.5 3.26E-1 +2.90E-3 3.51E-1 3.26E-1 +3.00E-3 3.52E-1
2 1.06E-1 +8.77TE-4 9.84E-2 1.07E-1 +9.71E-4 1.00E-1
Var(W) 0.5 0.5 1.66E-2 +2.04E-3 1.97E-2 2.13E-2 +2.40E-3 2.34E-2
2 4.96E-3 +6.32E-4 5.32E-3 6.01E-3 +7.41E-4 6.13E-3
2 0.5 3.68E-2 +2.90E-3 4.32E-2 3.94E-2 +3.00E-3 4.62E-2
2 1.00E-2 +8.77E-4 1.05E-2 1.10E-2 +9.71E-4 1.12E-2
PoD 0.5 0.5 9.90E-1 +8.51E-4 9.93E-1 9.79E-1 +1.37E-3 9.87E-1
2 8.18E-1 +2.62E-3 7.97E-1 7.96E-1 +2.89E-3 7.76E-1
2 0.5 9.30E-1 +2.49E-3 9.43E-1 9.22E-1 +2.66E-3 9.36E-1
2 7.28E-1 +3.18E-3 7.04E-1 7.19E-1 +3.31E-3 6.97E-1
PoA 0.5 0.5 4.82E-2 +7.19E-4 4.78E-2 4.81E-2 +7.62E-4 4.79E-2
2 5.54E-2 +7.12E-4 5.36E-2 5.84E-2 +7.76E-4 5.52E-2
2 0.5 5.16E-2 +8.66E-4 4.90E-2 5.26E-2 +8.83E-4 4.93E-2
2 6.54E-2 +8.09E-4 6.32E-2 6.66 -2 +8.67E-4 6.44E-2
Perf. Meas. SCV
2 4
g 32, Sim I TGA-GA Sim Cl TGA-GA
E[Q} 0.5 0.5 3.2TE+1 +3.38E-1 3.59E+1 3.2TE+1 +4.14E-1 3.62E+1
2 9.73E4+0  +£1.03E-1 9.44E40  1.03E+1 +1.36E-1 1.00E+1
2 0.5 3.35E+1 +3.76E-1 3.68E+1  3.39E+1 +4.38E-1 3.71E+1
2 1.13E+1 +1.29E-1 1.09E+1 1.13E+1 +1.52E-1 1.14E+1
Var(Q) 0.5 0.5 4.03E4+2 #£2.31E+1 3.7T0E+2 5.13E+2 +£2.97TE+1 4.60E+2
2 9.28E+1 +3.04E+0 8.96E+1 1.14E+2  4+4.38E+0 1.10E4-2
2 0.5 5.84E4+2 +2.91E+4+1 6.15E4+2 6.74E4+2 +3.50E+1 6.91E42
2 1.47E+2  4+4.69E+40 1.43E42 1.61E4+2  £5.75E40 1.62E42
E[W] 0.5 0.5 3.23E-1 +3.34E-3 3.49E-1 3.25E-1 +4.14E-3 3.52E-1
2 1.01E-1 +1.06E-3 9.33E-2 1.07E-1 +1.43E-3 9.91E-2
2 0.5 3.26E-1 +3.61E-3 3.56E-1 3.31E-1 +4.28E-3 3.60E-1
2 1.13E-1 +1.28E-3 1.07E-1 1.14E-1 +1.54E-3 1.11E-1
Var(W) 0.5 0.5 3.91E-2 i3.34E-j42 3.53E-2 5.10E-2 +4.14E-3 4.42E-2
2 9.72E-3 +1.06E- 8.74E-3 1.22E-2 +1.43E-3 1.08E-2
2 0.5 5.31E-2 +3.61E-3 5.60E-2 6.30E-2 +4.28E-3 6.37E-2
2 1.42E-2 +1.28E-3 1.36E-2 1.60E-2 +1.54E-3 1.55E-2
PoD 0.5 0.5 9.25E-1 +3.13E-3 9.63E-1 8.89E-1 +4.13E-3 9.41E-1
2 7.32E-1 +3.74E-3 7.27E-1 7.13E-1 +4.75E-3 7.02E-1
2 0.5 8.80E-1 +3.66E-3 9.12E-1 8.57TE-1 +4.36E-3 8.94E-1



A.3 More Examples Revealing Limitations of the Approximations

A.3.1 High Abandonment Rates

In the most simple M/M/n + M model, both DGA and TGA can not correctly estimate
the key performances when abandonment rate §# = 4,10. Moreover, the estimate of means (and

probabilities) deteriorate faster than that of variances, see Table A.4 for details.

Table A.4: A comparison of the TGA and DGA approximations to exact values for the Markovian
M(A~Y)/M(1)/100 + M(6~1) model with n = 100, p = 1.05 and 6§ = 4,10

0=14 0 =10

Perf. Exact DGA TGA Exact DGA TGA

E[X] 96.6 100 - 95.0 100 -
rel. err 4% 5%

Var(X) 56.1 25.1 - 449 10.0 -
rel. err 55% 78%

E[Q] 1.47 0.100 2.05 0.665 0 1.26
rel. err 83% 39% 100% 90%
Var(Q)  7.77 25.1 8.76 2.47 10.0 3.41
rel. err 223% 13% 303% 38%

E[W] 1.66E-2 2.40E-3 2.11E-2 8.20E-3 1.00E-3 1.31E-2
rel. err 86% 27% 88% 61%
Var(W) 8.80E-4 2.50E-3 9.00E-4 3.10E-4 1.00E-3 3.50E-4
rel. err 182% 2% 219% 13%

PoD 0.379 - 0.508 0.282 - 0.500
rel. err 34% 7%

PoA 5.83E-2 9.50E-3 8.12E-2 6.58E-2 9.95E-2 1.23E-1
rel. err 84% 39% 85% 87%

A.3.2 Smaller UL Systems

To suppplement the UL results shown in §3.8.3, we now show the experimental results for smaller
UL systems. We consider systems with smaller arrival rates and numbers of servers n = 20, 10, 5, 3
and 1. For different n, we choose different values for the traffic intensity, following (3.25), with the
QoS factor fixed at g = 0.5. Just as in Table 3.16, Table A.5 shows good performance for X,, and
B, for 0.5 < 6 < 2.0, but poor performance otherwise.
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Table A.5: A comparison of the TGA and DGA approximations to exact numerical values in the

M(\™Y/M(1)/n + M(2) with n = 50,20,10,5,3 and 1, p =1 — 3/\/n, A = np and 6 = 0.5.

n = 50,p = 0.93

n = 20,p = 0.88

n =10,p = 0.84

Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 4.75E+1  4.65E+1 same 1.84E4+1 1.78E+1 same 8.84E4+0 8.42E+40 same
rel. err. 2% 3% 5%
Var(X) 5.90E+1 4.65E+1 same 2.26E4+1 1.78E+1 same 1.08E4+1 8.42E40 same
rel. err. 21% 22% 22%
E[B] 4.55E+1 4.65E+1 4.52E+1 1.72E+1 1.78E+1 1.70E4+1 8.00E4+0 8.42E40 7.89E+0
rel. err. 2% 1% 1% 1% 5% 1%
Var(B) 2.48E+1 4.65E+1 2.61E+1 9.39E4+0 1.78E+1 1.01E4+1 4.39E4+0 8.42E40 4.79E+0
rel. err. 87% 5% 89% 7% 92% 9%
E[Q] 2.00E+0 0.00E+0 1.31E4+0 1.23E4+0 0.00E+4+0 7.95E-1 8.34E-1 0.00E4-0 5.35E-1
rel. err. 100% 35% 100% 35% 100% 36%
Var(Q) 1.60E4+1 0.00E4+0 7.69E40 6.27TE+0 0.00E40 2.88E+0 3.06E4+0 0.00E+0 1.33E40
rel. err. 100% 52% 100% 54% 100% 56%
E[V] 4.54E-2 0.00E+4-0 2.62E-2 7.51E-2 0.00E-+0 3.97E-2 1.12E-1 0.00E+0 5.35E-2
rel. err. 100% 42% 100% 47% 100% 52%
Var(V) 7.48E-3 0.00E+0 3.60E-3 2.02E-2 0.00E4-0 9.19E-3 4.42E-2 0.00E4-0 1.87TE-2
rel. err. 100% 52% 100% 54% 100% 58%
PoD 3.67TE-1 0.00E+0 6.69E-1 3.73E-1 0.00E+0 6.61E-1 3.80E-1 0.00E+0 6.52E-1
rel. err. 100% 82% 100% 7% 100% 2%
PoA 2.16E-2 NaN 1.30E-2 3.45E-2 NaN 1.97E-2 4.95E-2 NaN 2.64E-2
rel. err. NaN 40% NaN 43% NaN 47%
n=>5p=0.78 n=3,p=0.71 n=1p=0.>5
Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 4.16E+0  3.88E+0 same 2.33E40 2.13E+0 same 5.82E-1 5.00E-1 same
rel. err. 7% 9% 14%
Var(X) 5.00E+0 3.88E+0 same 2.77TE40 2.13E40 same 6.61E-1 5.00E-1 same
rel. err. 22% 23% 24%
E[B] 3.61E4+0 3.88E4+0 3.55E+0 1.94E4+0 2.13E+0 1.93E+4+0 4.18E-1 5.00E-1 5.00E-1
rel. err. 8% 2% 10% 0% 20% 20%
Var(B) 1.99E40 3.88E+0 2.11E40 1.08E+0 2.13E+0 1.03E+0 2.43E-1 5.00E-1 1.60E-1
rel. err. 95% 6% 98% 4% 106% 34%
E[Q] 5.53E-1 0.00E+-0 3.50E-1 3.97E-1 0.00E4-0 2.49E-1 1.64E-1 0.00E4-0 9.98E-2
rel. err. 100% 37% 100% 37% 100% 39%
Var(Q) 1.47E40  0.00E+0 5.93E-1 8.45E-1 0.00E+0 3.12E-1 2.27E-1 0.00E+0 6.00E-2
rel. err. 100% 60% 100% 63% 100% 74%
E[V] 1.70E-1 0.00E4-0 7.01E-2 2.36E-1 0.00E4-0 8.31E-2 5.20E-1 0.00E+0 9.98E-2
rel. err. 100% 59% 100% 65% 100% 81%
Var(V) 1.01E-1 0.00E+0 3.77E-2 1.93E-1 0.00E+0 6.24E-2 9.27E-1 0.00E+0 1.60E-1
rel. err. 100% 63% 100% 68% 100% 83%
PoD 3.88E-1 0.00E+0 6.41E-1 3.96E-1 0.00E4-0 6.30E-1 4.18E-1 0.00E+0 5.99E-1
rel. err. 100% 65% 100% 59% 100% 43%
PoA 7.12E-2 NaN 3.44E-2 9.31E-2 NaN 4.07E-2 1.64E-1 NaN 4.87TE-2
rel. err. NaN 52% NaN 56% NaN 70%
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Table A.6: A comparison of the TGA and DGA approximations to exact numerical values in the
MY /M(1)/n + M(6~1) model with (n, 0, \) = (100,0.5,100p) and p — 1

p=1.01 p=1.005 p =1.001

Perf. Exact DGA TGA Exact DGA TGA Exact DGA TGA
E[X] 1.056E+2 1.02E+2 same 1.04E+2 1.01E+2 same 1.03E4+2  1.00E+2 same
rel. err. 3% 3% 3%

Var(X) 1.55E+2 2.02E+2 same 1.52E4+2 2.01E42 same 1.49E4+2 2.00E42 same
rel. err. 30% 32% 34%

E[Q] 7.63E4+0 1.91E4+0 6.67TE4+0 7.11E40 9.02E-1 6.12E+0 6.70E40 1.00E-1 5.69E+0
rel. err. 75% 13% 87% 14% 99% 15%
Var(Q) 8.68E+1 2.02E+2 7.99E+1 8.12E+1 2.01E4+2 7.36E+1 7.68E+4+1 2.00E4+2 6.88E+1
rel. err. 133% 8% 147% 9% 161% 10%
E[V] 7.92E-2 2.00E-2 6.70E-2 7.40E-2 1.00E-2 6.16E-2 7.01E-2 2.00E-3 5.74E-2
rel. err. 75% 15% 86% 17% 97% 18%
Var(V) 8.90E-3 2.00E-2 7.98E-3 8.38E-3 2.00E-2 7.39E-3 7.97E-3 2.00E-2 6.93E-3
rel. err. 125% 10% 139% 12% 151% 13%
PoD 6.42E-1 5.56E-1 same 6.20E-1 5.28E-1 same 6.01E-1 5.06E-1 same
rel. err. 13% same 15% same 16% same
PoA 3.78E-2 3.20E-2 same 3.54E-2 2.94E-2 same 3.35E-2 2.75E-2 same
rel. err. 15% same 17% same 18% same

A.3.3 Ciritically Loaded Systems with p > 1

So far, we have concentrated on G/GI/n+ GI models with (p,n) = (1.05,100), or models with
smaller scale n but the same QoS factor 8 = /n(1 — p) = —0.5. We now consider systems with
lighter loading, closer to the critical loading at p = 1.000. These include systems with n = 100 but
1.00 < p < 1.05 and systems with smaller n but —0.5 < 8 < 0.0.

Table A.6 provides results for M (A\~1)/M/n+M (#~!) (Erlang-A) models with parameter triples
(A, 0,n) = (np,0.5,100) and traffic intensity p ranges among {1.01,1.005,1.001}. Table A.6 shows
that the TGA performs well in the extreme cases (p = 1.001) and surprisingly does not degenerate
even the system become (critically) underloaded, when the abandonment rate § = 0.5. However,
as 6 decreases in light traffic models, the performance of DGA and TGA degenerates, see results
of 8 < 0.25 in Tables A.10 and A.11. More experiments for ligher loading models with different
queues are presented in Tables A.7-A.11 showing performance of TGA for the M /M /n + M model
with abandonment rate 0.1 < 6 < 4 and different traffic intensity 1.1, 1.03, 1.02, 1.01 and 1.001.
As we have observed before, the performance of TGA is very good if  is sufficiently close to 1,
because in the case § = 1, the number in system coincides with the number of busy servers in the

infinite-server M /M /oo model, which has exactly a Poisson distribution.
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Table A.7: A comparison of the TGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 + M (6~1) model with (), p) = (110,1.10) and 0.1 < § < 4

0=0.1 0 =0.25 0=0.5
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 2.00E4+2  2.00E+2 0% 1.40E+2 1.40E+2 0% 1.20E+2 1.20E+2 0%
Var(X) 1.10E4+3 1.10E+3 0% 4.23E+2  4.40E+2 4% 2.08E+2  2.20E+2 6%
E[Q] 1.00E+2 1.00E+2 0% 4.04E+1 4.02E+1 1% 2.08E+1 2.06E+1 1%
Var(Q) 1.09E+3 1.10E+3 0% 4.13E+2  4.18E+2 1% 1.87E+2 1.88E+2 0%
E[V] 9.58E-1 9.53E-1 1% 3.90E-1 3.83E-1 2% 2.03E-1 1.96E-1 3%
Var(V) 9.96E-2 9.98E-2 0% 3.77TE-2 3.80E-2 1% 1.72E-2 1.71E-2 1%
PoD 9.99E-1 9.99E-1 0% 9.80E-1 9.72E-1 1% 9.29E-1 9.11E-1 2%
PoA 9.09E-2 9.05E-2 1% 9.19E-2 9.03E-2 2% 9.46E-2 9.16E-2 3%
=1 0=2 0=14
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.10E+2  1.10E+2 0% 1.04E+2 1.05E+2 1% 1.01E+2  1.02E+2 2%
Var(X) 1.10E+2 1.10E+2 0% 6.53E+1 5.50E+1 16% 4.41E+1  2.75E+1 38%
E[Q] 1.09E+1 1.09E+1 0% 5.7TE4+0  6.10E+0 6% 3.06E4+0 3.57E+0 17%
Var(Q) 8.26E+1 8.08E+1 2% 3.57TE4+1 3.45E+1 4% 1.51E+1 1.49E+41 1%
E[V] 1.08E-1 1.04E-1 4% 5.88E-2 5.82E-2 1% 3.23E-2 3.41E-2 5%
Var(V) 7.72E-3 7.35E-3 5% 3.43E-3 3.14E-3 9% 1.52E-3 1.36E-3 11%
PoD 8.42E-1 8.30E-1 1% 7.31E-1 7.50E-1 3% 6.12E-1 6.83E-1 12%
PoA 9.92E-2 9.59E-2 3% 1.05E-1 1.05E-1 0% 1.11E-1 1.18E-1 6%
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Table A.8: A comparison of the TGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 + M(6~1) model with (), p) = (103,1.03) and 0.1 < § < 4

0=0.1 0 =0.25 0=0.5
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.36E+2 1.30E+2 4% 1.16E+2 1.12E42 3% 1.08E+2 1.06E+2 2%
Var(X) 7.63E4+2 1.03E+3 35% 3.04E+2  4.12E+2 36% 1.68E+2  2.06E+2 23%
E[Q] 3.63E+1 3.30E+1 9% 1.73E+1  1.55E+1 11% 9.97TE4+0  9.21E+0 8%
Var(Q) 7.10E+2 7.50E+2 6% 2.45E+2  2.44E+2 0% 1.10E+2 1.07E+42 3%
E[V] 3.63E-1 3.25E-1 10% 1.75E-1 1.52E-1 13% 1.02E-1 9.08E-2 11%
Var(V) 6.93E-2 7.28E-2 5% 2.41E-2 2.37TE-2 2% 1.10E-2 1.04E-2 6%
PoD 9.13E-1 8.25E-1 10% 8.18E-1 7.23E-1 12% 7.28E-1 6.62E-1 9%
PoA 3.53E-2 3.17E-2 10% 4.20E-2 3.67E-2 13% 4.84E-2 4.32E-2 11%
=1 0=2 0=14
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.03E+2  1.03E+2 0% 9.98E+1  1.01E+2 2% 9.77TE+1  1.01E+2 3%
Var(X) 1.03E+2 1.03E+2 0% 7.02E4+1 5.15E+1 27% 5.29E4+1 2.57E+1 51%
E[Q] 5.70E4+0 5.72E+0 0% 3.22E40 3.67E+40 14% 1.78E+0  2.42E40 36%
Var(Q) 4.94E+1 4.78E+1 3% 2.17TE4+1  2.20E+1 1% 9.33E4+0 1.03E+1 11%
E[V] 5.94E-2 5.64E-2 5% 3.44E-2 3.62E-2 5% 1.98E-2 2.39E-2 20%
Var(V) 5.04E-3 4.65E-3 8% 2.29E-3 2.14E-3 7% 1.03E-3 1.00E-3 3%
PoD 6.29E-1 6.16E-1 2% 5.29E-1 5.83E-1 10% 4.34E-1 5.59E-1 29%
PoA 5.54E-2 5.27TE-2 5% 6.25E-2 6.61E-2 6% 6.92E-2 8.41E-2 22%
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Table A.9: A comparison of the TGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 + M(6~1) model with (), p) = (102,1.02) and 0.1 < § < 4

0=0.1 0 =0.25 0=0.5
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.29E+2 1.20E42 7% 1.13E+2  1.08E+2 5% 1.06E+2 1.04E+2 2%
Var(X) 6.70E4+2 1.02E+3 52% 2.82E+2  4.08E+2 45% 1.62E+2  2.04E+2 26%
E[Q] 2.97E+1  2.52E+1 15% 1.48E+1 1.27E+1 15% 8.75E4+0  7.91E+0 10%
Var(Q) 6.03E+2 6.19E+2 3% 2.14E+2  2.07E+2 3% 9.84E+1  9.34E+1 5%
E[V] 2.98E-1 2.49E-1 16% 1.51E-1 1.26E-1 17% 9.01E-2 7.84E-2 13%
Var(V) 5.95E-2 6.07E-2 2% 2.14E-2 2.03E-2 5% 9.96E-3 9.16E-3 8%
PoD 8.72E-1 7.34E-1 16% 7.74E-1 6.54E-1 16% 6.86E-1 6.10E-1 11%
PoA 2.91E-2 2.43E-2 16% 3.64E-2 3.03E-2 17% 4.29E-2 3.74E-2 13%
=1 0=2 0=14
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.02E+2  1.02E+2 0% 9.91E+1  1.01E+2 2% 9.71E+1  1.00E+2 3%
Var(X) 1.02E+2 1.02E+2 0% 7.11E4+1  5.10E+1 28% 5.45E+1 2.55E+1 53%
E[Q] 5.09E40 5.10E+0 0% 2.91E4+0 3.37E+0 16% 1.62E4+0 2.27E40 40%
Var(Q) 4.46E+1 4.31E+1 3% 1.98E+1 2.03E+1 3% 8.54E4+0 9.71E+0 14%
E[V] 5.34E-2 5.06E-2 5% 3.13E-2 3.34E-2 7% 1.82E-2 2.25E-2 24%
Var(V) 4.61E-3 4.23E-3 8% 2.11E-3 1.99E-3 6% 9.58E-4 9.54E-4 0%
PoD 5.92E-1 5.78E-1 2% 4.96E-1 5.56E-1 12% 4.06E-1 5.40E-1 33%
PoA 4.99E-2 4.74E-2 5% 5.70E-2 6.11E-2 7% 6.37E-2 7.97TE-2 25%
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Table A.10: A comparison of the TGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 + M(6~1) model with (), p) = (101,1.01) and 0.1 < § < 4

0=0.1 0 =0.25 0=0.5
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.23E+2 1.10E42 10% 1.10E+2 1.04E+2 6% 1.06E+2 1.02E+2 3%
Var(X) 5.78E4+2 1.01E+3 75% 2.60E+2  4.04E+2 55% 1.55E+2  2.02E+2 30%
E[Q] 2.40E4+1 1.83E+1 24% 1.26E+1  1.02E+1 19% 7.63E4+0 6.72E+0 12%
Var(Q) 4.96E+2 4.78E+2 1% 1.85E+2 1.71E+2 8% 8.68E+1 8.05E+1 7%
E[V] 2.43E-1 1.82E-1 25% 1.29E-1 1.01E-1 22% 7.92E-2 6.69E-2 15%
Var(V) 4.96E-2 4.73E-2 5% 1.87E-2 1.69E-2 9% 8.90E-3 7.97E-3 10%
PoD 8.23E-1 6.23E-1 24% 7.27E-1 5.79E-1 20% 6.42E-1 5.56E-1 13%
PoA 2.37E-2 1.78E-2 25% 3.12E-2 2.45E-2 22% 3.78E-2 3.20E-2 15%
=1 0=2 0=14
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.01E+2 1.01E+2 0% 9.84E+1  1.00E+2 2% 9.66E+1  1.00E+2 4%
Var(X) 1.01E+2 1.01E+42 0% 7.21E4+1 5.05E+1 30% 5.61E4+1 2.52E+1 55%
E[Q] 4.52E4+0 4.53E+0 0% 2.61E4+0 3.09E+0 18% 1.47E+0 2.13E40 45%
Var(Q) 3.99E+1 3.85E+1 4% 1.79E4+1 1.86E+1 4% 7.7TE40  9.09E+0 17%
E[V] 4.78E-2 4.51E-2 6% 2.84E-2 3.08E-2 8% 1.66E-2 2.12E-2 27%
Var(V) 4.18E-3 3.82E-3 9% 1.94E-3 1.85E-3 5% 8.85E-4 9.03E-4 2%
PoD 5.53E-1 5.40E-1 2% 4.63E-1 5.28E-1 14% 3.79E-1 5.20E-1 37%
PoA 4.47E-2 4.23E-2 5% 5.17E-2 5.64E-2 9% 5.83E-2 7.51E-2 29%
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Table A.11: A comparison of the TGA approximations to exact numerical values in the
M(A™Y)/M(1)/100 + M (6~1) model with (), p) = (100.1,1.001) and 0.1 < 6 < 4

0=0.1 0 =0.25 0=0.5
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.18E+2 1.01E+2 14% 1.08E+2 1.00E+2 7% 1.03E+2 1.00E+2 3%
Var(X) 5.00E4+2 1.00E+3 100% 2.41E+2  4.00E+2 66% 1.49E+2  2.00E+2 34%
E[Q] 1.96E+1 1.31E+1 33% 1.08E+1 8.18E+40 24% 6.70E40 5.74E+0 14%
Var(Q) 4.08E+2  3.54E+2 13% 1.60E+2 1.40E+2 13% 7.68E+1 6.93E+1 10%
E[V] 2.00E-1 1.31E-1 34% 1.12E-1 8.18E-2 27% 7.01E-2 5.74E-2 18%
Var(V) 4.12E-2 3.54E-2 14% 1.63E-2 1.40E-2 15% 7.97E-3 6.93E-3 13%
PoD 7.72E-1 5.13E-1 34% 6.81E-1 5.08E-1 25% 6.01E-1 5.06E-1 16%
PoA 1.96E-2 1.29E-2 34% 2.70E-2 1.98E-2 27% 3.35E-2 2.75E-2 18%
=1 0=2 0=14
Perf. Exact TGA rel. err. Exact TGA rel. err. Exact TGA rel. err.
E[X] 1.00E+2  1.00E+2 0% 9.77TE+1  1.00E+2 2% 9.61E4+1  1.00E+2 4%
Var(X) 1.00E+2 1.00E+2 0% 7.30E4+1 5.00E+1 31% 5.76E4+1 2.50E+1 57%
E[Q] 4.04E4+0  4.04E+0 0% 2.36E4+0  2.84E+0 20% 1.34E4+0 2.00E40 49%
Var(Q) 3.59E+1 3.45E+1 4% 1.62E+1 1.72E+1 6% 7.10E40 8.55E+0 20%
E[V] 4.30E-2 4.04E-2 6% 2.59E-2 2.85E-2 10% 1.53E-2 2.00E-2 31%
Var(V) 3.81E-3 3.45E-3 9% 1.78E-3 1.72E-3 4% 8.19E-4 8.56E-4 5%
PoD 5.17E-1 5.04E-1 3% 4.33E-1 5.03E-1 16% 3.54E-1 5.02E-1 42%
PoA 4.03E-2 3.80E-2 6% 4.72E-2 5.22E-2 11% 5.36E-2 7.11E-2 33%
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Appendix B

Computing Confidence Interval for
Variances by Jackknife Method

In Chapter 3, we approximate the confidence interval for variances by the confidence interval of
second moment information. However, suggested by Wilson [120], there is a more accurate method
to approximate the confidence intervals for variance based on jackknifing (see details in [23, 98]),
and we explain the method below.

In each simulation replication of r, where r = 1,2,..., R and R = 2,000, we collect N, = 551
queue lengths (and other system performance measures) time-averagely during interval [0.47", 0.957]:
Qr1,Qr2,...,QrnN,. Here T is the constant time horizon and is long enough for system to approach
to steady state.

Then we calculate the sample mean Q, and second moment Q&z) by
1 & 1 &
Q=5 Qe and QP =3 QL

and estimate the steady-state variance of queue length based on all R replications

Now, to build a jackknifed confidence interval estimation of steady-state variance, we averagely
divide R replications into g = 20 blocks, so each block has h = R/g replications. In the jth block,

we have sampled mean and second moment Qj, and Q,(f) where

keBi={(j—-1h+1,(j—-1)h+2,...,jh}, forj=1,2,...,9.
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Based on the constructed block, we compute the jackknifed estimator of variance for each block,
by removing the data in the block.

2
1

values V.

We use overall mean variance V and jackknifed mean variance for each block Vj to generate pseudo

f/j:gf/—(g—l)f/j forj=1,...,9.

These pseudo values are regarded as if they are i.i.d. so the their sample mean is approximating
steady-state variance without bias.

= 1=
V=-V;, and
Y

<

g—1
where s2 is the sample variance of the pseudo values.

1 g
S

=i (70),

J

Hence we attain the confidence interval for variance shown as

O 2
V Et; 1002555,

where t4_1,0.025 is the 97.5% quantile of t-distribution with g — 1 = 19 degree of freedom.

Then we compare the jackknife method to our original method. A simple numerical comparison
is given in Table B.1 below, which shows that the two method have significant gaps between each

other. However, since the original method cannot be justified, we should use the jackknife method
to calculate the confidence interval for variances.

Table B.1: Comparison of CI’s
V + S%@) f/ + tg,170.02582:
161.8821 4+ 0.0233

161.8821 4+ 0.4016
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