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Preface

This volume contains the proceedings of the Industrial Mathematical and Statistical
Modeling Workshop for graduate students, held at the Center for Research in
Scientific Computation at North Carolina State University (NCSU) in Raleigh, North
Carolina from July 21-29, 2008. This was the fourteenth such workshop to be held at
NCSU, and brought together 36 graduate students from 24 universities.

On the morning of the first day, industrial scientists presented five research problems.
Students were divided into five teams to work on mathematical and statistical modeling
problems presented. In contrast to neat, well-posed academic exercises that are
typically found in coursework or textbooks, the workshop problems are challenging real-
world problems that required the varied expertise and fresh insights of the group for
their formulation, solution and interpretation. Each group spent the first eight days of the
workshop investigating their project and reported their findings in half-hour public
seminars on the final day of the workshop.

This year’s projects were

Cardiovascular events associated with oral and IV-administered antibacterial
agents

Glaxo SmithKline

Presenter: Jeffrey D. Wetherington

Faculty Mentors: Grace M Kepler, HT Banks, and Ariel Cintron-Arias

Estimating position and velocity of flight vehicles using angle-only
measurements

MIT Lincoln Laboratory

Presenter: John Peach

Faculty Mentors: Mansoor Haider, Gentry White

Quantifying normal variation in ECGs

National Institute of Statistical Sciences

Presenter: Nell Sedransk

Faculty Mentors: Mette Olufsen, Nell Sedransk, and Jasmine Zhou

Behavior of dynamic aggregate loss distributions emerging from mortgage
insurance risk

Republic Mortgage Insurance Company

Presenter: Frank Meyer

Faculty Mentors: Tao Pang, Jeff Scroggs

Permuting large entries of a sparse square matrix to its diagonal
SAS Institute

Presenter: Alexander Andrianov

Faculty Mentor: llse Ipsen



These problems represent a broad spectrum of mathematical and statistical topics and
applications. While the problems included many aspects that are challenging to address
in the nine-day duration of the workshop, readers of this report will observe remarkable
progress on all the projects.

We strongly believe that this type of modeling workshop provides a highly valuable
research related experience for graduate students that simultaneously contributes to the
research of the industrial participants. One of the biggest challenges in real-world
research is defining the problem and identifying what can be done about it. Our
workshop participants get experience in this crucial life skill. In addition, the workshop
improves graduate students’ ability to communicate and interact with scientists who are
not traditional mathematicians, but who require and employ mathematical tools in their
work. Through this unique experience that exposes students to the means by which
mathematics is applied outside academia, the workshop has helped many students
clarify their career aspirations. In several cases, after past workshops, students have
been hired by the participating companies. Students interested in academic careers
also find a renewed sense of excitement about applied mathematics and statistics from
broadening their horizon beyond that which is typically presented in mathematics
graduate education.

Active participation of all involved during a nine day period of almost uninterrupted work,
plus a series of social activities, enhanced the success of the workshop. The organizers
are grateful to the participants for their dedicated effort and contributions.

Funding for the workshop was provided by the Statistical and Applied Mathematical
Sciences Institute (SAMSI) with additional financial support, personnel, and facilities
provided by the Center for Research in Scientific Computation (CRSC) and the
Department of Mathematics at North Carolina State University.

Finally, we would like to express our sincere gratitude to Deborah Leistikow, Lesa
Denning and Mara Gonzalez for their efforts and help in all administrative matters. We
are also grateful to Hien Tran for conducting the CRSC lab demonstration.

Sharon R. Lubkin, Mette S. Olufsen, Jeff Scroggs, and Ralph C. Smith
Raleigh, 2008



Problem 1: Cardiovascular events associated with oral and
[V-administered antibacterial agents*

Daniel Beavers! Abhishek Bhattacharyal Matthew Causley$
Juanjuan Chai¥ Kathleen Holm!! Nate Wanner*

Problem Presenter:
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Abstract

A new antimicrobial pharmaceutical compound being developed appears to be effective against methicillin-
resistant Staphylococcus aureus infection in pre-clinical experiments. At high doses, the compound appears
to induce premature ventricular contractions in animal models, creating concern about the safety of the
compound and whether the timing of the dosage can ameliorate the likelihood of adverse events. We develop a
compartmental model to simulate the pharmacokinetics of the drug from injection into the bloodstream until
absorption into the heart via the coronary artery. We attempt to develop a dosing strategy to maximize the
absorption into the lung while minimizing the dosage that arrives at the heart based on animal models and a
previously published study on the pharmacokinetics of erythromycin. We explore the mathematical properties
of our model and propose future considerations for improvement of the current model and for the development
of a statistical model for estimation of the parameters based on empirical data.

*Research conducted through SAMSI and CRSC
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1 Introduction

A new antibacterial compound is in development at Glaxo SmithKline to cure pneumonia and methicillin-resistant
Staphylococcus aureus (MRSA) infections. This compound can be effective at either of two bacterial sites, giving
it lower probability of resistance. In vitro experiments have shown that this drug successfully kills the bacteria,
with probability of resistance less than 10~° [21]. Pre-clinical trials in beagles have shown that this drug causes
arrhythmias (premature ventricular contractions: PVCs) for some beagles when the drug is administered intra-
venously (IV). Arrhythmias do not occur when the compound is administered orally, but this may be explained
by a lower overall dose. Arrhythmias occurred more frequently in beagles with a higher overall dose. This is a
serious concern since PVCs pose a heart attack risk.

Although the mechanism behind the drug-related arrhythmias is unknown, our hypothesis is that accumulation
of the drug in the cardiac tissue, mostly from the first pass of the drug through the body, is one of the main causes.
We develop a mathematical-pharmacokinetic model for concentration of the IV drug at different sensor locations
within the body. The main goal of this model is to predict the accumulation of the drug in the cardiac tissue
from its first pass through the heart. With this model we hope to find an optimal dosing strategy that would
maximize accumulation of the drug in the lungs, in order to treat pneumonia, while minimizing accumulation in
the cardiac tissue.

We developed a pharmacokinetic model to address the goals mentioned above. This model is based on
physiological events that occur as the drug is given intravenously, as it flows through the blood, and through its
first passage into the heart. The compartments in the model reflect physical locations of sensors that measure
drug concentration. This initial model attempt was adapted from the work of Upton [14]. This model predicts
the concentration of the drug in the lung, the target organ for the treatment of pneumonia, and cardiac tissue.
We also show how we can use this model to predict the arrhythmia response from the concentration of the drug
in the cardiac tissue.

It is also necessary to have biologically relevant estimates for the parameters of the model. In the presence of
data at the sensory locations, and measurements for fixed parameters in the model, we could fit the model to the
data to best estimate the controlled parameters, such as dose amount. However, due to the proprietary nature of
this research much of this data was unavailable. Baseline values of parameters were obtained from the literature,
with the majority being sheep parameter values [14].

This report is organized as follows: In Section 2 we descibe the pharmacokinetic model. In Section 3 we report
and discuss numerical simulations of the model. In Section 4 we analyze the sensitivity of the concentration
solutions to the parameters, and conduct an optimization for dose time, 7. In Section 5, we consider another
dosing strategy. In Section 6, we propose a method for connecting this model to the observed arrhymias effects.
In Section 7, we examine this model as it relates to statistics. In Section 8, we make conclusions, discuss some
issues with this model, and describe our future work.

2 Methodology

The cardiovascular system is a complex network of blood vessels that provides the cells of the body with the
nutrients they need [13]. To model how the drug is distributed to the lungs and heart, an approach taken by
Upton et. al will be used [14]-[19]; the general framework to model the first-pass effects of a drug used by Upton
et. al can be seen in Fig. 1. A simplifcation of this system can be seen in Fig. 2(a). Here the target organ would
be the heart and the target organ effects would be arrhythmias. The framework shown in the figure was adapted
for this problem to include a compartment for the lung. For modeling purposes, we will consider injection of the
drug into a vein. From here, the blood containing the drug will pass through the right side of the heart, the
pulmonary artery, the lungs, the pulmonary vein, the left side of the heart, and then into the aorta. The coronary
artery is a vessel that branches off from the aorta near its base, and its function is to supply the tissue of the
heart with the oxygen and nutrients it needs [13]. Since we are most concered with the affects of the drug during
its first pass through the system, we will not consider the affects of systemic circulation such as metabolism in
the liver.

In compartmental modeling, a compartment can represent a physiological subdivision of a system throughout
which the behavior of a substance is uniform [5]. The compartmental model analyzed in this paper can be seen
in Fig. 2(b). We will consider the concentration of the drug in the pulmonary artery, the aortic arch, the lungs,
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Figure 1: An overview of the process affecting the first pass drug concentration. The left panels indicate the sites of various sensor
locations within the body, the right ones indicate the most important aspects of the process.

and the coronary artery. An important assumption to be made in the model is that the drug will not be absorbed
into the heart as it passes through the organ. In other words, the drug will only be absorbed into the heart once
it reaches the tissue via the coronary artery. In order to model mass transport between the compartments, we
will also assume the compartments have constant volume and are well-mixed.

2.1 Model

The model is broken into compartments where the drug concentration can be calculated separately as it passes
through the system. They are set up to track the fate of the drug through the pulmonary artery, lung, aortic
arch, and coronary sinus. Initialization of the model is obtained by describing the nature of the IV administration
of the drug, and this appears explicitly as a term in the first compartment included in the model.

2.1.1 Pulmonary artery

An amount D of the drug is assumed to be injected at a constant rate over given time T'. The resulting piecewise
constant distribution, commonly referred to as a square wave, represents the drug concentration in the blood
immediately downstream of the injection site. After injection, the square wave travels from the injection site
to the pulmonary artery, with two factors influencing its shape in transit. First, it is diluted with other venous
blood, until the drug has been diluted with the entire cardiac output (Qr) as it passes through the pulmonary
artery. We ignore the time taken to travel from the injection site to the pulmonary artery, so that the unmixed
concentration (Cy) is given by the following equation
% ifo<t<T
Cu(t) = (2.1)
0 ift>T
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Figure 2: (a) Simplification of circulatory system and (b) representation of model

Second, the square wave will be modified by factors such as dispersion during transit along the vessel, plasma
binding and dynamics of the mixing process. For simplicity, we assume the plasma binding affects a uniform
decrease in the amount of the delivered drug to the pulmonary artery, which is equivalent to decreasing the dose
by a factor f. To represent the concentration in the pulmonary artery, we will use a common method known
as a single well-stirred compartment model or a flow-limited model [19]. The derviation below is modified from
Upton[19]. If we first take the target compartment to neither extract nor metabolize any of the drug, then we can
apply the law of conservation of mass. Thus the total mass of drug in the compartment will be the difference in
the mass entering via the incoming blood and that leaving via the outcoming blood. This is true over any given
time interval. Therefore, flux of the drug mass in the pulmonary artery will be the difference of the entering and
exiting flux,

(Net rate in pulmonary artery) = (Rate in) — (Rate out). (2.2)

However, the volume of blood in the artery is fixed. If we further assume a constant flow of blood volume per
unit time Qr,

RTCu — QrCout = QT (Cuy — Cout) ~ [mg/min), (2.3)

where C\y+ denotes the concentration of the drug leaving the pulmonary artery. Here we use ~ [-] to denote the
units. Notice that the mass of the drug in the pulmonary artery is equal to the concentration (Cp) multiplied by
the hypothetical mixing volume (V)r),

VuCp ~ [L . mg/L = mg]. (2.4)

It is the concentration of drug in the pulmonary artery rather than this mixing volume that will change with time
(say from time ¢; to t2). So the rate of change of the mass in the pulmonary is

CP(tQ) — Cp(tl)

v
M ts —

~ [mg/min]. (2.5)



By taking a limit as (t2 — t1) — 0, we can combine the above to obtain

VM% = Q1 (Cu — Cout)- (2.6)

By considering a “well stirred” compartment [14], we take the exiting concentration to be equivalent to the

pulmonary concentration. This is the “pulmonary equilibrium”, and dividing the volume Vj; gives the final
equation

dCp _ Qr

d Vi

This is the first differential equation in the model. The same idea will be used to obtain the equations for other
organs later.

(Cu —Cp). (2.7)

2.1.2 Lungs & Aortic arch

In addition to the terms in the equation in the pulmonary artery, the equation for the lung will have two additional
terms. These additions will account for extraction of the drug into the tissue of the lung and metabolism of the
drug. It is assumed that these events happen sequentially. The first portion of the equation then is

dCa _ Qr

where C'4/ can be thought of as the concentration in the lung compartment if no extraction or metabolism exists,
V1, denotes the apparent volume of the lung, Cp is the concentration leaving the pulmonary artery, which is in
the same form as (2.7), and C4 will be used to denote the concentration of the drug in the venous blood emerging
from the lung. An extraction constant Ej, will account for the fraction (0 < Er < 1) of the mass of the drug
absorbed into of the lungs; assuming constant volume of the aortic arch, this will give

Ca=Cua(l-Ep). (2.9)

Although it makes more sense to think of a mass being extracted rather than a concentration, under the assumption
of constant volume in the lung compartment, we can define C', to be the concentration of the drug extracted into
the lungs. To model the metabolism of the drug we consider the biological processes due to the enzymes

ky
— k2

E+ S(_ES—)E + P,
ka

where E denotes the concentration of the enzyme, S denotes the drug concentration, while ES is the reaction
complex, and P denotes the product.
By the Michaelis - Menten equation [20], we have the rate of the metabolism of the drug equals

dP
il 74 Cu

_— 2.1
dt K, +Cr’ (2.10)

in which Vj denotes the maximum velocity of the enzyme, and K,, is the Michaelis constant which is defined as

K, = kath (2.11)
k1

We finally, combine (2.8) with (2.10) to form the equation for the drug concentration extracted to the lungs

(Cr)
VoCL

Km+CL

dCr  dCa W Cr QrEL
- E, =

& - dt T Rt Cr vy (0P Oa)



Table 1: Time-dependent state variables

State variable Definition

Ca Concentration of drug in aortic arch, with no extraction in the lung
Ca Concentration of drug in aortic arch

Cu Concentration of drug in coronary artery

Cr, Concentration of drug extracted to the lung

Cp Concentration of drug in pulmonary artery

2.1.3 Target Organ

Emerging from the lungs in venous blood, the drug is distributed to other organs of the body; in our model,
the only target organ considered is the coronary sinus, a large vessel in the heart. The coronary sinus (or heart)
concentration is modelled with a single compartment with a small first-order extraction term with constant rate
k. Letting Cg denote the drug concentration in the coronary artery, Qg denote the blood flow in the target

organ, and Vg denote the apparent volume of the heart, then the equation is given by

dCu _ Qu

k

2.1.4 Model Equations

In summary, our system of equations is

dCp Qr

e = W(CU(t)—CP(t))

dgf’ = ?/—Z(Cp(t)—CA’(t))

dC,  QrE VoCL(?)
E R e ety
L. ?/—H((I—EL)CA:(t)—CH(t))—V—]iICH(t)
Cat) = Ca(t)(1-Eyp)

Cp(to) =0
CAl(to) = 0

Cr(to) = 0

Cu(te) = 0

e 0<t<T
Cu(t) =

0 ift>T

Tables 1 and 2 describe the state variables and the parameter values we used.
We may also define the vector of parameters in the equations by

0= (QT;VMJVLyEL:QHJVH7k7DJT7Vb7Km7f)

(2.13)

(2.24)



Table 2: Parameter values

Parameter Definition Baseline value Unit Context Reference
D Total dose amount 100 mg [14]
Er First pass extraction by the lung 0.32 O0< ErL <1 Sheep 14
f Non-plasma bound proportion 0.6 0<f<l1 Erythromycin 22
ku First order loss rate constant from the heart 0.062 Liter /min Sheep 14
km Concentration constant 100 mg/Liter -
Qu Flow rate through coronary artery 0.122 Liter /min Sheep [14]
Qr Cardiac output (flow rate) 5.6 Liter /min Sheep [14], [15]
T Dose delivery time 1 min -

Vo Maximum metabolism rate in the lung 1 mg/Liter /min -
Vi Volume of the heart 0.45 Liter Sheep 14
Vi Volume of the lung 1.06 Liter Sheep 14
Vm Volume of the venous mixing compartment 0.255 Liter Sheep [14], [15]

and the state variable vector, for a given parameter vector € and time t, as

Cp(t;ﬁ)

o _ | Ca(t;0)

a(t:0) = | & (129} (2.25)
Cu(t;9),
which allows us to write (2.14)-(2.17) in the compact form as [1],

dz

= = g(z(t;9); 2.2

= 9(a(t:0):0), (226)

where the vector function g is defined by the right-side of equations (2.14)—(2.17). This form of the equations will
be used in the sensitivity analsyis.

3 Numerical Results

While the goal is to determine optimal dosing strategy, the sensitivity analysis indicated that varying dose
administration time T was more important than varying dose amount D. Therefore a dose amount of 100 mg of
the drug was administered in a square wave distribution over a delivery time of 30 and 60 seconds respectively.
Equations (2.14)-(2.22) were solved in MATLAB using the odel5s solver to ensure resolution of any sharp wave
fronts created by the corners of the initial dose distribution. The chosen parameters are listed in Table 2, and
plots of the solutions for C'p, Cf, C4 and C'y were obtained as shown in Fig. 3. Note that while the plot of C'4
is the correct concentration amount for the aortic arch, it is not the same concentration as calculated by equation
(2.16), which is for C4:; however these two quantities are linearly related by Ca = (1 — EL)Ca:.

Varying the amount of the dose was found to only effect the relative heights of each concentration distribution.
Therefore, doubling the dose amount would double the concentrations in each respective area. A few prominent
features of the effects of varying T can be seen by viewing the different compartments. In Fig. 3 which shows Cp
the dose travelling through the pulmonary artery en route to the lung, the right side of the peak still contains
the sharp discontinuity created by the square wave, but it is beginning to diffuse. The peak concentration can
be seen to increase from the T=60 seconds (solid) to the T=30 seconds (dashed). This should be intuitive: since
the same dose amount is being injected, the bolus will be more concentrated, with a shorter delivery time, thus
resulting in a higher peak concentration. The drug will then leave the pulmonary artery, and enter the lung Cf,.
The concentration extracted to the lung is noticeably smaller than that in the pulmonary artery and the steep
decline in drug concentration at the right side is beginning to diffuse, forming a tail of residual concentration.
The same can be seen in Cy4, the concentration of the aortic arch, although to a more pronounced degree than
in the lung. This behavior continues until in the heart the original shape of the wave form has diffused and any
sharp changes in concentration have now vanished. The peak concentration in the heart is an order of magnitude
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Figure 3: Comparisons of 30 and 60 second simulations.

less than that which is in the pulmonary artery. It is noteworthy that while varying 7' greatly changes the peak
concentration of C', the corresponding peaks for Cy are not affected.

4 Sensitivity of Concentration Solutions and Optimization to Param-
eters

Sensitivities of the state variables (Cp,Ca:,Cr,CH) to the parameters = (Q1, Var, Vi, EL, Qu, Vi, k, D, T, Vo, Kr)
were calculated. Our sensitivity analysis is described below:
Differentiating with respect to & —in both sides of (2.26)— one obtains,

0 dx 0
%E - %g(l’(t, 0)70)a (41)

which implies
dox 0gOdxr  Og
96~ 9w 6 ' 06"
Numerical solutions of the sensitivity functions, 0z/d6;, are calculated by solving (2.26) and (4.2) simultaneously
using 0; = 0Az~, where éz denotes a known value for the ith parameter.
Relative sensitivities can be found using solutions x(t; §), dx(t; §) /80 and parameter estimate 6 = 6, to obtain.

(4.2)

S9; (t) = 01 am(t, 0) )
x(t;6) 06;

Sensitivity functions and relative sensitivity functions were solved for numerically using baseline values from
Table 2. The results of of this analysis can be seen in Fig. 4 and Fig. 5.

As can be seen in Fig. 4, the sensitivity of concentration on the parameters depends on the time interval.
The dose time T was set to be 1 minute. This had an effect on the important time intervals for the sensitivities.
Positive sensitivity values indicate that the concentration is sensitive to increasing in response to increasing
variation in the parameter in that time interval. Concentration Cp(t;8) is most sensitive to Vasr when ¢ ~ 0 and
when ¢t & 1. When t < 1, C,(¢;0) is sensitive to decreasing in response to increasing variation in the parameter
T. Concentration Cy-(t;0) is most sensitive to parameters T' and Vi, for ¢ < 2. The sensitivity of concentration
CL(t;0) to Er, T, and Vy, is greater when ¢t < 1.5. The concentration Cg(¢;6) is most sensitive to Qg when
t < 4, and is sensitive (to a lesser extent) to k, Vi, and Ey, around ¢ =~ 1.

Since the parameters in this model vary greatly in magnitude, it is also important to consider the relative
sensitivity functions. Figure 5 shows the relative sensitivity of each concentration to the parameters. The

for i:1<i<p. (4.3)
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Figure 4: Sensitivity functions for all parameters.
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concentration Cp(t;8) is not relatively sensitive to any parameters for ¢ < 1, but it is sensitive to Vs and Qr
when ¢ > 2. Concentration C4:(t; ) is relatively sensitive to Vi, and Q1 when ¢t > 2. The concentration CJ,(t; 6)
is relatively sensitive to Qr, Vi, Ku, and Vp only at time ¢ = 1.5. The relative sensitivities of Cg(t;6) change
over time, being most relatively sensitive to Vi (highest relative sensitivity), then Qg and T'.

Relative Sensitivity of Cp(t) to Parameters Relative Sensitivity of C A,(t) to Parameters
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Figure 5: Relative sensitivity functions for all parameters.

These sensitivities arise from our system of equations describing the biological system. At certain time points
it is more important to take the measurement if the concentration solutions are more sensitive at the point. If
possible, this should be taken into consideration for experimental design to help improve the model. For example,
if the concentration in the coronary sinus (heart), Cy, is the main objective, then experiments that could suggest
more accurate values of the parameters Qg and Vg would be necessary for more informative results, since C'y is
the most sensitive to those parameters.

4.1 Sensitivity of optimization cost function to parameters

We also examined sensitivities for an optimization problem defined as

_ Ly (6)
max L(f) = max 70

11



where

tn
Li(0) = Cw(t;0)dt, (4.5)
t
tn
Ly(0) = Cu(t;6)dt, (4.6)
to
[h!] assuming the time points are ¢y, 1, . . .,t,. The maximum of this cost function will maximize the concentration

of the drug extracted into the lung, while minimizing the concentration of the blood in the coronary sinus. The
result of this optimization will be a set of parameters, including the parameters that specify a dosing strategy,
that accomplish this. However, optimization schemes need initial parameter estimates. The sensitivity analysis
informs us as to which initial parameter estimates the optimization results are most sensitive to. Using equation
4.3, we were able to calculate the relative sensitivities of the cost function L() to the parameters. The results
are presented below in Table 3. The values in the table are ranked from most negatively sensitive (value of cost
function more sensitive to decreasing) to most positive. From this we can see that this optimization scheme is
most sensitive to Er, Ky, and Vj.
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Figure 6: Sensitivity functions for parameters D and T, only.

To illustrate the usefulness of this sensitivity analysis, we conducted the optimization. The optimatization
algorithm minimizes the cost function L(6), so we used the multiplicative inverse. We also squared it to give the
optimization algorithm better convergence properties. The implemented optimization problem is

o[22 wn
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Table 3: Relative sensitivities of parameters to cost function L(#) =

Relative Sensitivity | Value
L oL -1.6344
Em LL- -1.3274

& oL -0.3072
Do -0.1638
Yu oL -0.0882
Y 2L -0.0040
wi 0.0078
grer 0.1600
% 0.1638
Su oL 0.3954
Yo g—‘z 1.4913
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Figure 7: Relative sensitivity functions for parameters D and T', only.

Table 4: Cost function L(6) = [L2(8)/L1(8)]*.

Parameter | Initial guess Optimal value
Qr 5.628x10° 7.245%10°
Var 2.563x10 T 2.805x107 1
Vi, 1.065x10° 1.370x10°
Ep 3.216x10~T 1.848x10~ 21
Qn 1.226x10° T 1.123x10° T
Vi 4.522x10~T 4.696x10~T

k 6.231x10~2 6.081x10~2
D 1.005x 102 1.023x102
T 1.005x10° 9.473x10~ T
Vo 2.010x10? 2.951x10?
K 1.005x 102 7.851x10!
Minimum value of cost function L(6)=2.873x104°
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Table 5: Relative sentivities of only two parameters to cost Function L(f) = 7172

Relative Sensitivity | Value

poL -4.8809
Lo 27.3326

Table 6: Cost function L(6) = [L4(8)/L(8)]*.

Parameter | Initial guess Optimal value

D 1.005x102 1.518x10!

T 1.005x10° 6.285x102
Minimum value of cost function L(6)=9.005x10~2°

The results of the optimatization are in Table 4 . The initial parameter estimates and the value of the pa-
rameter that the optimization converged to are also given. Upon examining the difference in magnitude between
the initial estimate and the optimized value we see that Ej, differs the most and then Kj; to a lesser extent.
This corresponds with the relative sensitivity value we found, since both Er and Kjs had the two most negative
relative sensitivity values.

4.2 Sensitivity of state variables to D and T

Considering the parameters of this model, total dose D and dose time T' are the parameters we can adjust. The
other parameters are specific to the drug and the patient’s physiology. We calculated the sensitivity again for D
and T, but this time holding all other parameters fixed. Using equations (4.2)-(4.3), we solved for the sensitivity
functions and relative sensitivity functions which are shown in Fig. 6 and Fig. 7.

In Fig. 6 concentration Cp(t;8) is sensitive to T only for ¢ < 1. Also, concentration C4/(t;8) is more sensitive
to T mostly when ¢ < 3. Concentrations Cr,(¢;6) and Cg(t;0) appear to be sensitive to T over the whole time
interval. None of the concentrations appear to be sensitive to D. However this can be due to the scaling of the
parameters. The relative sensitivity functions in Fig. 6 show the sensitivities without these scaling effects.

The relative sensitivity functions in Fig. 7 are more informative for Cp(¢;0) and Cg(t;0). Concentration
CL(t; 0) seems to be especially relatively sensitive to both parameters when ¢ & 2. CL (¢; 6) is somewhat relatively
sensitive to D for ¢ > 2, but is mostly relatively sensitive to T'. Concentration C (t;6) is more relatively sensitive
to T and D as time ¢ increases. Examining Fig. 7 closely, it can be seen that sensitivity to D is non-zero, but all
the concentrations are more relatively sensitive to T' than they are to D.

4.3 Sensitivity of optimization cost function to D and T

As before, we also calucated the relative sensitivity for the cost function L(6) from equation (4.4) for D and T,
holding all other parameters fixed. The results of this sensitivity analysis can be found in Table 5. The relative
sensitivity value of L(f) to T is much greater in magnitude than to D. This corresponds to the results we found
in the analysis of concentration sensitivities for the two parameters.

Additionally, we implemented the optimization with the cost function from equation (4.7). The results of this
optimization can be found in Table 6. The difference in maginitude between the inital estimate for 7' and the
optimized value is greater than that of D. This result helps to validate the findings of our sensitivity analysis.

In administiring the drug to patients, choosing a good dose time 7" is more important than the total dose D.
Although it’s not possible to change T for a bolus input, we can imagine injecting the drug using a drip IV where
we do have freedom to change T'.
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Figure 9: C(t) and aC? (t) for T= 1 minute, a=0.11, and b=0.38.

4.4 Optimization with Additional Cost Funtions

It is important to find an optimal dose and injection time with the ultimate goal of determining efficacy. One
method to optimize efficacy is to minimize the heart concentration while maximizing the lung concentration. In
the earlier section, we saw that among the parameters dosage level D and injection time 7' the concentrations
were more suseptible to change in 7" over change in D. In this section, we fix a dosage level of 100 mg, say, and
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try to find an optimal value for 7. For that we set up what are known as cost functions of 7' and find the value
of T that minimizes the cost function. Among the different cost functions considered were:

max; Cy (t;T)

Ci(T) = max Co(tT) (4.8)
S Cu(t;T)dt

Cs (T) - Otl c, (t; T)dt7 (49)

C3(T) = (mtaxCL(t;T))_l, Te€Ss={T: maxCu(T) < Co}, (4.10)

Cy(T) = (rntaxaCL(t;T)b)_l, T €Sy ={T: maxCp(;T) < Co}- (4.11)

Note that for cost function Cy, we choose the dosage time T' so as to minimize the ratio of the peak heart and
lung concentrations. Empirical evidence suggests that as T" increases, both the peaks tend to decrease, so perhaps
their ratio may have a minimizer. For the cost Cz, we minimize the ratio of total mass of drug captured in the
heart and lung. The upper limit ¢; for the integral is chosen to be the time until which the drug remains in the
body. For cost functions C3 and Cy, we maximize the peak lung concentration such that the heart concentration
stays below a given threshold value Cy. For Cy, values of a and b are chosen to transform the graph of the lung
concentration over time so that it grows at almost the same rate as that of the heart concentration. Then the
new peak is more likely to have a minimizer.

Cost functions C; - C3 returned non-informative results, finding that an infinite dose should be given at an

infinitesimal time. This is counter-intuitive to what we expect to find. These results came about because those
cost functions were monotonic, so instead we considered the cost function Cjy.
For the cost function Cy4, we choose a = 0.11, b = 0.38, Cy = 2. We get the values of a and b by minimizing the sum
of squares of differences between the heart and transformed lung concentrations when the dosage level D = 100mg
and the dosage time T = 1 second. Figure 8 shows the plot of heart and transformed lung concentrations over
time when D = 100 mg and 7' = 1 second. Figure 9 shows the concentration plots when 7' = 1 minute. One can
easily see that the shapes of the the heart and transformed lung concentrations do not change much by varying
T from 1 second to 1 minute. The optimal dosage time turns out to be 2.22 seconds.

5 Investigation of a Different Dosing Strategy
Typically when a drug is given to a patient through an IV, it is administered at a constant rate.

Two different dosing strategies
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Figure 10: Constant (square wave) and triangle dose rate strategies.
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However, one can imagine different dosing strategies where the rate at which the drug is applied is not constant.
For instance, one such strategy (referred to here as the triangle dosing strategy) could be constantly increasing
the rate at which the drug is applied until some peak rate is reached and then decreasing the rate back down
to zero. In a clinical setting, this would involve a nurse increasing the concentration of the drug in the solution
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administered to the patient from zero to a peak concentration and then decreasing the concentration back down
to zero. A comparison of two different dosing strategies - the constant and triangle dosing strategies, can be seen
in Fig. 10.

Effectiveness of two dosing strategies vs. injection time
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Simulations performed with the model predict that dosing strategy does make a difference on peak concentra-
tion extracted into the lung for longer intervals of injection time. A comparison of the peak extraction into the
lung for the two strategies can be seen in Fig. 11(a) for 1 minute injection intervals. As can be seen in the figure,
the peak extraction concentration into the lung is markedly higher when the triangle dosing strategy is applied.
In addition, as shown in Fig. 11(b), the peak concentration of the drug in the heart is not sensitive to the dosing
strategy. This suggests that one can significantly impact how much drug reaches the lung as compared to the
heart for long injection intervals. However, it turns out that the length of the injection interval is much more
important for maximizing the ratio of the peak concentration extracted into the lung as compared to the heart
and that shorter injection intervals maximize this ratio. This can be summarized in Fig. 11(c) and Fig. 11(d)
where one can notice that the peak for the lung curve is significantly higher for an injection interval of 1 second as
compared to 1 minute while the peak of the heart curve does not change much. In addition, simulations revealed
that dosing strategy does not impact the peaks of either the heart or lung curves for small injection intervals.

The discussion above can all be summarized by Fig. 12. The figure shows that small injection intervals
maximize the ratio of peak concentration extracted into the lung to peak concentration in the heart. It is also
shown in Fig. 12 there is no difference in this ratio for the two methods over short injection intervals, but that
there is a difference for the two methods over longer injection intervals. So, since small injection intervals maximize
the ratio of peak lung concentration to peak heart concentration and dosing strategy does not significantly affect
this ratio for small injection times, we can conclude that the strategy for injecting the drug is not important for
maximizing the ratio of peak concentrations for the heart and lung in the current model.

6 Application of the model to predict erythromycin-induced QT in-
terval prolongation.

Erythromycin is a macrolide antibacterial drug that sometimes causes QT prolongation [7, 22]. The QT interval
is a measurement related to the period of an individuals heart beat, and QT prolongation indicates an increased

length of the interval [13]. QT prolongation is associated with drug-induced torsades de pointe (TdP) cardiac
arrhythmias [7, 12]. The majority of TdP cases occur in women, perhaps reflecting the fact that they naturally
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tend to have longer QT intervals than men [7]. Drici, et. al., performed in vitro ezperiments with male and
female rabbit hearts perfused by the Langerdorff technique. They measured the QT response to erythromycin at
concentrations similar to the plasma concentrations attained during clinical therapy and their results showed a
significantly greater QT prolongation in female rabbit hearts [7].

In this section we show how the model can be used to predict erythromycin-induced QT prolongation. First
we simulated injection of a single therapeutic dose D of erythromycin administered with constant dose rate D/T.
Erythromycin lactobionate is used for intravenous delivery of erythromycin and has a suggested therapeutic dose
of about 20 mg/kg/day for humans [8]. We used this same therapeutic dose to determine the total dose D for the
simulations, which for a mature 68 kg female sheep resulted in D = 1360 mg. The coronary artery supplies blood
to the heart muscle and the model compartment Cy corresponds to the coronary sinus which provides the main
venous drainage for the coronary artery. Therefore, we made the assumption that the simulated concentration
Cy is indicative of the concentration of erythromycin in the heart tissue. We further assume that the perfusion
concentrations used by Drici, et.al. [7], that produced the QT prolongation, are equivalent to the coronary sinus
concentration Cy. We then used the data for the female rabbit hearts in Fig. 2 of [7], which plots the ratio of
the observed QT interval over the baseline value as a function of the erythromycin concentration, to convert from
simulated coronary sinus concentration C'y to QT prolongation values using linear interpolation.
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Figure 13: Predicted QT interval prolongation in female sheep as a function of time for a single 1360 mg dose
delivered with 7' = 0.1 min (solid line) or 7' = 1.0 min (dashed line).

Figure 13 plots the predicted QT prolongation (increase over baseline) as a function of time for D = 1360 mg
and T = 0.1 min (solid line). From Fig. 13 we can see that as the erythromycin bolus moves through the system
the QT interval increases. At the peak erythromycin concentration the QT interval is predicted to be 1.10 times
its baseline value. Also plotted in Fig. 13 is the predicted QT prolongation for the same total dose delivered over
a longer time T' = 1.0 min (dashed line). In this case the peak erythromycin concentration is reduced and the
maximum QT prolongation is approximately 1.08 times the baseline value. These results show how the model
can be used to predict QT prolongation, but requires two assumptions: 1) that there is a direct correspondence
between coronary sinus concentration C'y and the experimental perfusion concentrations allowing us to convert
from Cy to QT interval prolongation and 2) that the erythromycin-induced QT response in sheep is similar to
that in rabbits.

7 Statistical Considerations

At this point we have developed a deterministic model set to the specific initial conditions provided via empirical
prior evidence. This allows for a convenient formulation for the maximization of dosage and time of dose admin-
istration in a modeling framework. Although designed under the parameters of animal models, the compartments
can easily be adapted to represent the human body.

The three most prominent issues that face statisticians when developing pharmacokinetic models include
specification of the model structure, the collection of human data, and estimation of the parameters [10]. The
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preceding methods section and discussion have dealt extensively with the first of these issues. In the stated model,
the desire for a simple model motivates the four compartments used: we model the time-dependent concentrations
in the pulmonary artery (following mixing in the bloodstream following injection), absorption into the lung, the
concentration in the pulmonary arch, and finally the concentration absorbed into the heart tissue via the coronary
artery. It is relevant to note that the model used appears to fit what is known about the drug, but poor model
performance could possibly indicate violations of these assumptions.

The parameter values such as lung volume, heart volume, cardiac output, etc., should more appropriately be
considered as correlated random variables, with some directly measurable and known, while others are functions
of random variables that must be estimated based on observable relationships. Furthermore, the variation of
these parameters should have a direct and measurable effect on the concentration of the drug that reaches the
target tissues; thus, in a stochastic framework these are more appropriately viewed as covariates in a nonlinear
statistical model. Ultimately, it is of interest to describe the changes of drug concentrations in the bloodstream
attributable to the various mixing compartments.

Other difficulties with collecting human data are not quite as straightforward, especially regarding the dy-
namics of a previously unobserved drug’s performance in the human body. Relationships and evidence gleaned
from animal models do not necessarily translate to humans. Furthermore, there do not exist tissue samples from
in vivo experiments, and in vitro data, if it exists, often does not fully represent the dynamics of a living organ.
Ultimately, these are the parameters that need to be estimated, and thus the prior distributions we use should
be diffuse, representing our lack of knowledge about the drug in the human body. Furthermore, we assume
the timing of the dose is negligible in each compartment, and thus we largely ignore the transit times between
compartments. Methods have been proposed to account for this timing, which may contribute to more precise
models of concentrations [9].

Finally, even with precise measurements of the dose that eventually reaches the coronary tissue, there is likely
inter-individual variability in the probability of an adverse event such as a PVC that cannot be strictly accounted
by a deterministic pharmacokinetic model. The proposed model attempts to quantify and ideally develop a
balanced dosage strategy that allows the greatest clinical benefit at a minimal risk of adverse events, but the
boundary between the hypothetical and the empirical can be quite vast. A stochastic approach could be utilized
to account for the uncertainty inherent between dosage administration and observed response.

8 Discrepancies and Future Work

The model constructed has a few shortcomings, for various reasons. One major constraint encountered was
the amount of time that was alloted to derive, implement and analyze the results. This led to observeable
inconsistencies in the differential equations, but there was not ample time to fix everything. Even so, the results
obtained have provided a great deal of insight into how the kinetics in the lung and heart should be modeled.
And while many questions remain, some of the important ones have been answered.

Currently the concentrations being modeled show the proper qualitative physical behavior. It has been
empirically observed that substances administered into the bloodstream undergo diffusion and advection. The
model successfully shows this behavior, as diffusion can be observed by the relative height and position of the
drug, and advection is demonstrated by the fact that the concentration moves from one organ to the next.

One of the major issues that is still being investigated is the exact physiological interpretation of Cp in
equation (2.16). If the second term in the right hand side (RHS),%, is dropped, then no metabolism
occurs. When this is the case, after taking the anti-derivative of both sides, equation (2.16) simply says that
Cr, = E1Cys, which indicates that C, represents the amount of concentration that is extracted into the lung.
Now applying the second term in the RHS results in metabolization of this quantity. However, it is incorrect to
metabolize the quantity of the lung that is being extracted, which results in a negative concentration for Cp. It
is believed then that metabolization in the lung must be taken into account elsewhere, but the appearance and
location of such a term in the equations is still unclear.

Another problem that has not been addressed is the time delays experienced from travelling in the vascular
system from one organ to the next. This will inherently limit the overall reliability of the resulting concentrations,
since it directly affects the peak concentrations observed. Similarly, the model does not account for recirculation
of the drug through any target organs, which will affect concentration values at intermediate times. This also
means that steady state dose concentrations cannot be established or analyzed.
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Figure 14: Representation of Model for Future Work.

There are many directions that can be taken in the future for this project. If we were to have more time to
work on this project, we would first want to modify the model. After examining the system of equations (2.14)
through (2.22), one may notice that the Cp equation is not coupled with the rest of the system. While the system
modeled in this paper is represented in Fig. 2(b), the system that we are actually interested in can be shown
in Fig. 14. To modify our current system to one in which the Cp compartment is coupled with the rest of the
system, the Ej, term in equations (2.16) and (2.17), which is currently a constant, should be changed to a function
of Cyp, i.e. Er, = E(Cr). There is in fact evidence that binding and extraction into the lung is saturable, and so
it makes sense to make the Er, term a function of Cr, [6].

As of now, the interpretation of the lung compartment is a bit confusing. While the C4, Cp, and Cg
compartments represent concentration in blood, the C; compartment represents concentration in an organ. In
general, when a compartment represents an organ, change in mass rather than change in concentration should be
modeled [11], and so the next version of the model should incorporate this discrepancy. With our current model,
we were unable to establish a therapeutic window for the drug. A therapeutic window can quantify which doses
have positive responses, and which doses have negative responses (arrhythmias). Knowledge of a therapeutic
window allows for a therapeutic dosage to be established. With the modified model, we would run simulations
to determine if a thearepeutic window could be obtained.

It is important to note that the modeling process is iterative and should involve communication and collab-
oration with experimentalists; this iterative process is summarized in Chapter 1 of [5] and can be seen in Fig.
15. After analysis of our current model, it has become apparent that revisions need to be made. With the next
formalization of our model, it would be helpful to obtain experimental data to validate our model and help inform
the analysis process. This would allow for comparison of our model with the actual physiological system. If the
new model adequately represents that physiological system, the model could be used to design experiments to try
to find a therapeutic window. If the model needs further refinement, it could be used to inform experimentalists
on the data needed for further model improvement. This type of approach has been taken by Banks et al. in
several modeling projects (for example, see [2], [3], and [4]).

In the future, we would also want to validate the modified model with experimental data on the drug. Statisti-
cal analysis could be performed to estimate the distribution of the parameters for populations. Another direction
we could take in the future would be to examine the oral dosing strategy. Right now the model is specific to the
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Figure 15: Iterative Modeling Process (figure taken from [5]).

first-pass dynamics of the drug, but it would be interesting to examine the role of the digestive system as well as
the liver on the distribution of the drug in the heart and lungs. With this model we would be able to work with
researchers to develop experiments to try to find an optimal oral dosing strategy.
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Abstract

Tracking vehicles in flight with range capable sensors can provide very precise position and velocity
estimates. If the sensor is only capable of making angular measurements, the estimates will not be as
accurate. It is desired to have a bound on the estimates of the position and velocity under the relatively
modest assumption that the vehicle is flying with constant velocity (aircraft), or in a ballistic trajectory
(missile). By making further assumptions about the accuracy of a single measurement, the Cramér-
Rao theorem provides the desired lower bound on the variance estimate of a series of n measurements.
Performance may be improved by employing additional angle-only sensors, but at increased cost. The
Cramér-Rao lower bound will be applied to determine the degree of improvement for one, two, or three
sensors.
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1 Introduction

The Cramér-Rao lower bound (CRLB) is a lower bound on the variance of any unbiased estimator. Given
the probability distribution function (PDF) p(w|f3) satisfies the “regularity” condition

p[Plosptwi]

5 (1)

where the expectation is taken with respect to p(w|3), then the variance of any unbiased estimator of I

must satisfy
1

Var(f) > ————,
E [32 logp(wﬁ)}

(2)
062
where the derivative is evaluated at the true value of § and the expectation is taken with respect to p(w|3)

(see [2]).

The CRLB is useful in assessing the efficiency of unbiased estimators since no unbiased estimator can have
lower variance than the CRLB.

Example
Let w = (wq,wa, ..., w,) be a sequence of random observations from a normal distribution with unknown
mean g, and known variance o2. Then the PDF (also known as the likelihood) of w is

s = T[T oo { = graloi= 1’} Q

=1

_n 1 «—
= (2%02) 2exp{—%‘2' (wi—,u)Q}.

We would like to obtain an estimator that maximizes this likelihood. Since maximizing the likelihood is
equivalent to maximizing its log, we obtain an estimator that maximizes the log likelihood, where

log f(w|u) = —glog (2m0?) — 252 Z (w; — ,u)Q. (4)

To maximize (4), we take the first derivative with respect to u, set it equal to zero, and solve for the
maximum likelihood estimator (MLE) /i as follows:

d R i _
du(logfww) QZ M=Z%=w-

Note that w is an unbiased estimator of u, and Var(w) = 2-.

The CRLB of any unbiased estimator of i is obtained by taking the reciprocal of the negative expectation
of the second derivative of the log likelihood. In this example,

d2
i (toe flwl) == .

2



so the CRLB is

0.2

Var(p) = (5)

n .

Thus, the Var(w) achieves the CRLB.

In this report, we will calculate the CRLB of estimates of position and velocity given angle-only mea-
surements using two different approaches. First, we assume that the angle measurements are normally
distributed and directly calculate the inverse information matrix. We include numerical simulations to
check for bias in calculating the variance of the estimate. Second, we use the Kalman filter approach to
obtain the CRLB. A comprehensive discussion on Kalman filter for discrete models can be found in [1].
While the first approach calculates the CRLB at the end of each time segment, the second approach does
this over the whole trajectory.



2 Aircraft - Straight Line Trajectory

2.1 One Sensor Scenario

2.1.1 First Derivation of CRLB

(x1,y1) (X2,y2)
D

&\ 6

(0,0)

Figure 1: Two angle measurements, ¢, and 65, taken by a single sensor (at times t; and t3, respectively),

of straight level flight at altitude H and velocity V.

Assume the aircraft is moving along a straight line with constant velocity. Let 6 be an observed angle, and

assume 6 ~ N (p,0?). Then, the MLE of y is fi = #, and Var(zi) = 0. Thus, for angles, 61,63, ..

10 0
0 1 0
I p) =0 :
N -0
00 0 1
where 17! is the inverse information matrix for p. In this case,
H H
27 an («Tz ) T 1#(/%) tan(,ui) )

and under some regularity conditions (see (1)),

Var(z) > 1?/(#)]71(#)@0/(#)7”7

where
—-H
1) —
Thus, the CRLB for an estimator, z; of x; is
H2 2
Var(z;) > = 40 .
sin” (4 )

'7077/’



An estimate of the CRLB can be obtained by taking fi; = 6;, so

. H20'2
Var(z;) > .
ar(&:) 2 sin(6;)

(11)

And so the CRLB grows as 0; gets smaller (i.e. as the aircraft moves farther away from the sensor) as
illustrated in figure (2).

A4

(0,0)

Figure 2: For straight line trajectory with one sensor at position (0,0), when the aircraft is far away, a
small error in angle measurement results in a large error in velocity estimate. The same measurement error
near the sensor would result in a smaller error in the estimate.

In order to find the CRLB for an estimator, f/', of the velocity, V', we note that x; = V't;, so

R H2 2
Var(Vt;)) > —— 7.
sin®(p:)
Therefore,
~ H?0?
Var(V) > ——7i—. 12
ar(V) 2 t2sin (1) (12)
And an estimator of the CRLB is obtained by taking
—— A H?o?
Var(V) > ———. 13
ar(V) = t? sin4(6?l-) (13)

2.1.2 Second Derivation of CRLB
We assume 6; = tan~! (g) + ¢, where ¢ ~ N(0,0?). Thus, the likelihood of the entire sample is

f(6 0|z Tpn) X ﬁex . 0; —tan~! a 2
1y s Un|lly ooy b 1 p 252 % ;

S| H\\?
X exp (Z ~552 <0i —tan~! <x)> ) .
i=1 ¢

5

—~

14)

—

15)



Let f(@|x) = f(b1,...,0n|x1, ..., 25), and let | = log(f(O]x)) = —# Sy (Hi —tan—! (g))Q

2

ol o L oot (H 2 o e (H 2
— = |- — tan — , — tan — .
O0r; Or 202 Lo 1 a T,
Since all terms not including x; would have derivatives equal to zero, we have
ol 1 H H
— =—— (6, —tan"! [ = - .
(9.%'1 (72 ( ! an <£L’1>> (ZE%+H2)

This can be done for each individual x;. We set aaTcll = 0, we can solve for 21, the maximum likelihood
estimator of x7:

Then,

_H
~ tan(6)

1

Now, to find the Fisher’s information we need to obtain the 2°¢ derivatives.

67% _ 9 1 0, — tan ! H _H
ot = on | (0 () ()
_ 1(91_tan1 <H>> (Mﬂfl>_1<m>
o2 T z? + H? o2 \(z3+ H?)?)"

Again, we can get the second derivative for each individual z;. Notice the first derivative is only a function
of the z; that we are differentiating. Hence, all off diagonal derivatives are zeros. For example, consider
the two measurement case:

—L 8725 —L a?falcz
e | ) S )

where

since E(f;) = tan! (E)

Zs

Also note sin(f) = ﬁ Therefore,

_E 8721 1 sin*(6y)
Ox? '

" o2 H?
So, the information matrix will then have the form,

%sin;(fl) 0

1(91,...,(9n) = . . :
in (6,
0 SR H(f )




Thus,

H?2
sin®(6,) 0
1_1(91,...,971):02 : . :
H2
0 T sind(6,)

Therefore, for each measurement z; gives us the CRLB is given by

H?0?
Var(x;) > ———.
( l) - Sin4(91')
Hence, we can conclude the two approaches give the same results.

2.2 Two Sensor Scenario

(x,y)

a p

(0,0) (L,0)

(16)

Figure 3: Two angle measurements, o and (3, taken simultaneously by two sensors, at positions (0,0) and

(L,0), of straight level flight at altitude H and velocity V.

Assume the aircraft is moving along a straight line with a constant velocity. In this case, however, we also
assume we have two sensors measuring angles to the aircraft simultaneously. Let « be the angle measured
by the first sensor and § be the angle measured by the second sensor for one position in time. Now, assume
a ~ N(fia,0?) and 8 ~ N(pg,02). Then, the MLE for i is fio = «, and the MLE for ps is ig = 3. Also,

the variances Var(fia) = 02 and Var(fig) = 02 achieve the CRLB. Thus,

—1 _2( 10
I (Ma,/iﬂ)_o' <O 1 :

In this case,
H

H
Ha; = tan~! (> > To; = ——,
Ta, tan(fia,)

where z,, is the measurement obtained by the first sensor, and

H
Jom

-1
ta, = tan <
g tan(ﬂﬁi)

xg, — L

(17)

(18)



where xg, is the measurement obtained by the second sensor.

Let x; = (%, + 23,)/2. Then,

1/ H 1/
€T; = w(/ﬁaiaﬂﬂi) = 2<t34n(,uai)) T 2<tan(ﬂﬁl) +L>'

and under some regularity conditions (see (1)), for any unbiased estimator &; of x;,

Var('i‘i) > ¢,(Maiv Mﬂi)I_l (Maw /’Lﬁi)wl(ﬂai ) ,Uﬁi)Ta

where,

1 —H —H
w/(uaiauﬁi) = 5 ( sin? (pta; )’ sin2(uﬁi) > ’

and I~ (ua,, p,) is given by equation (17).

Given that x; = Vt;, the CRLB for the velocity is given by,

1 _
Var(V) = 50/ (i, )1 Y e 15) 0 (B 1)

(20)

(21)

(22)

Figure 4 illustrates the CRLB for an unbiased estimator of the velocity at time tg = 0. The CRLB is large
when the aircraft is far from both sensors. As it approaches the 1st sensor, the CRLB decreases and is
minimum over the first sensor. As it moves away towards the second sensor, it increases but it is then
balanced by the second sensor at the midpoint between the two sensors. Then it decreases and is minimum

over the second sensor.

0.035

o

fm]

()
T

0015+

CR bound fnrvar(lx)

o
o
T

0.005

Figure 4: The CRLB for an unbiased estimate of the velocity of a straight line trajectory using two sensors

at time to = 0. The sensors’s are placed at positions (0,0) and (0,10).



3 Missile

3.1 One Sensor Scenario (2D)

(Xl:\!")

//fr——'f:‘————\r_txi.w)

g &
(0,0)

Figure 5: Two angle measurements, ¢ and 62, taken by a single sensor (at times ¢; and to, respectively),
of ballistic trajectory, given initial velocity vector Vo = (V, V}))

The motion of the missile is governed by the following equations:
z = Vit + xg (23)
1
y = —§gt2 + Vit + o (24)

In this case, V, and V,, are the horizontal and vertical components (respectively) of the initial velocity, and
xo and yo are the horizontal and vertical components (respectively) of the initial position of the missile.
Here we assume that xg = 0, and yo = 0.

The relationship between the angle measurement (at any point in time) and the position of the missile is

Yi

tan(6;) = - (25)
(2
Again we assume that 6; ~ N(u;,0?), where
142 1
_ _*gt' + Vyti 1 _*gti + Vy
=1 L QLA ELERE AN R LA 26
M an ( Vit an A ( )

Thus, the likelihood is

2
o ! 1 (Vo — 39t
f(91,92,...,9n‘%,Vy) —HWQXP @ [01 tan (1/1

Taking the log of the likelihood, we obtain

2
1 < Vi — gt
logf(91,92,...,9n|Vx,Vy)———10g (2mo?) 2—2:: ! (‘/;f)] .



Therefore,

2 2
oV; Vi (1 n (vy_végtif)

E<8210gf(017927"'79714“/1"/3/)) 2
_ 3 2
avy Va:2 (1+(Vyv%gti)2>

s <8210gf(91,02,...,Gn\Vx,Vy)> 2 (Vi — 1gt;)?

x

5 <82 log f(01,62, . .. ,9n|v$,vy)> 2 (Vo — 3gt;)
_ .
OV, oV, V3 (1 n (Vy—ézgtif)

Let 0 = (91,92, e ,Hn) Then,

—E 92 log f(6]Va,Vy) —E 92 log f(6|Vz,Vy)
vz OVyoVy

=\ _p(emsavan| _ploeesenm)
av;

oV, a0V,

This results in the following CRLB for Var(V,) and Var(V}),

9% log f(0|Vy, V)
B (et

det(1)

Var(Vy) >

9 log £(6|Va,Vy)
V2

det([])

Var(v,) ll

3.2 Two Sensor Scenario (2D)
In 2D space, the motion of the missile is governed by the following equations:
x = Vit +x9 (30)

1
Yy = —§gt2 + Vyt + o (31)
In this case, V,; and V}, are the x and y components of the initial velocity, and zg and yy are the z and y
components of the initial position of the missile. Here we assume that yo = 0, i.e. the initial height of the

missile is 0.
We assume two sensors are located at (0,0), (L,0).

The relationship between the angle measurements and the position of the missile are

tan(a) = y (32)
x
Y
t = . 33
an() = —— (3)
At time t; (for i = 1,2,--- ,n), we simultaneously obtain observations «; and ;. We assume that a; ~

N(Mamoj)a 5@ ~ N(Nﬁi,O'Q), where

10



(x,y)

- —

a p

(0,0) (L,0)

Figure 6: Two angle measurements, « and [, taken simultaneously by two different sensors, of ballistic
trajectory, given initial velocity vector Vo = (V4, Vy)

1 42
Lt + Vit
=t T _29% @ "9™7 , 34
Ha; = 1al < Voti + 70 (34
1 42
A
C=tan"! | 2L V) 35
fip; = tan (thi—l—mo—L (3)

Thus,

FPRPRRES SN (N N S
a1,092,...,x« = ex —— |o; —tan
1, 2, y =rn Ty 'y ZIW p 20_2 7 Vt—i—[[‘o

2
1 1 Vyti — t2
expl —— [ﬂi — tan™! < g }
o2
And so, the log likelihoods are:

202 Vit + 2o —
n 1 & Vit — 12\ 1”
log f(ou,,...,an|Ve, Vy) = —§log(27r02) by ; [Oéi — tan~ ' <M>]

f(B1, By ooy Bl Vi, Vy) = H
i=1

Vati + xo
2
Vit — 2gt2
logf(ﬁl;ﬂ%-‘-vﬁn‘vxavy) __710g 27T0 Z [ (Vvt:—fﬁz—z_[/
— xrve
Define the following quantities:
2
1 & Vyti — 2gt?
Jo__* _pan—t [ 29 : 36
202 — [az an ( Vati + 2o (36)
and )
1 « Vit — 2qgt?
K=—— C_tan Lt ¥t 29 . 37
20‘2 i—1 !/82 an (thz + Tro — L ( )

11



Then,

9%(J+K) (J+K
I— -B (avgg2 B al(/yavz) 38
| _p(eurn) _p(PurK (38)
V.0V, V2
This results in the following CRLB for Var(V,) and Var(V,):
0%(J+K)
Var(V,) > M (39)
= det(7)
9%(J+K)
Var(V,) > M (40)
vi= det(7)
3.3 Two Sensor Scenario (3D)
z = Vit+a (41)
= Vyt+uyo (42)
1
z = —§gt2+Vzt+ZO (43)

In this case, V, V,, and V. are the z,, y, and z components of the initial velocity, and zg, yo, and zg are
the z, y, and z components of the initial position of the missile. We assume two sensors are located at
(0,0,0), (L,0,0). The relationship between the angle measurements (o, 3), (7,0) and the position of the
missile are

tan(a) = % (44)

tan() = m (45)

tan(y) = . g 7 (46)

tan(d) = : (47)
(z— L) +y2

At time t; (for i = 1,2,--- ,n), we simultaneously obtain observations «;, (3;, i, and J;. Again we assume
that Q; ~ N(,Uaza 2)7 ﬁl ~ N Mﬂla 0—2>7 Vi ™~ N(M%‘v 02)7 51 ~ N(M(;Z., 02) where

Yo + Viyti
- 48
@ <x0+Vt,> (48)

zo+Vt gtz2

xo + Vitd)® + (yo + Vyti)®

N ( Yo + Vit ) (50)

xo+ Vit; — L
z0 + Vit — gt?

xo + Vit — L)? + (yo + Vyti)?

12



(x,y,2)

I —

d

/ Y\
ey & ¥

(0,0,0) (L,0,0)

Figure 7: Four angle measurements, «, 0, v, and ¢ taken simultaneously by two different sensors, of ballistic
trajectory, given initial velocity vector Vo = (V, Vy, V2)

Thus, the likelihood functions are

1
f(alaOQa"'aan|VI7Vy7VZ) - H exXp

FOonvz Ve Vi Va) = ]

F(Br,Bay o, Bul Ve, Vi V) = ] ! exp{_Q(ﬁi—Nﬁi)Q
61,62, 0Ve, Vi V) = [ {

Taking the logs of the likelihood functions,

n

log f(ai,a,...,an|Vy, Vy, Vo) = —glog(27r02) — % (o; — uai)Q
i=1

10g f(ﬁl)ﬁZa o aﬂn’vam Vyv VYZ) = _g 10g(271'0'2) - % zn: (/ﬁl - :U’,@z)2
i=1

log f(m,72, - WlVa, Vi Vo) = —glog@m?) - Ti? an (i — py,)”
i=1

log f(61,02,...,0n|Va, Vy, Vo) = —glog@mf?) — T; z”: (6; — ugi)Q
i=1

13



Define the following quantities:

J = sy (ai Mal)z
=1
1 n

K = *@Z(ﬁz 143;)
i=1
1 n

H = T 952 (%‘—M%)Q
=1
1 n

M = ) (51‘—/%)2

Then,
[=-E ((avz,avy,avz)T (Bv, 0y, 0v.) (J+ K + H + M))

This results in the following CRLBs for Var(V;), Var(V,) and Var(V;) :
Var(Vy) > I711,1)

Var(V,) > 171(2,2)
Var(V,) > 1743,3)
3.4 Three Sensor Scenario (3D)
We start with the usual projectile motion equations:
r = Vit+xg
= Viyt+uyo
z = —%th + V.t + 2

(52)

—
(@)
w

~—

—
ot
at

~—

In this case, V,, V,, and V, are the z, y, and z components of the initial velocity, and xg, yo, and 2y are

the x, y, and z components of the initial position of the missile.

We assume two sensors are located at (0,0,0), (L,0,0) and (A, B,0). The relationship between the angle

measurements (a, 3), (7,6), (§,n) and the position of the missile are

tan(a) = %
tan(f8) = \/J:;TyQ

_ Y
tan(y) = 2
tan(d) = :

(@ — L)* + 4?2

tan(e) = L0
tan(s) = :



(x,y,2)

. =
f A (AB0)
o 5; X
(0.0,0) (L,0,0)

Figure 8: Four angle measurements, «, 3, v, 9, &, and n taken simultaneously by three different sensors,
of ballistic trajectory, given initial velocity vector Vo = (V, V},, Vz)

At time ¢; (for i = 1,2,--- ,n), we simultaneously obtain observations: a; ~ N (ia,,0%), Bi ~ N(pug,, ),
Yi ™~ N(/‘L'Yi’ 02)7 0; ~ N(M5¢’0-2)7 &~ N(M§i702)7 and ¢; ~ N (g 02)7 where

Yo + Vit
- yli 65
@ <x0+th> (65)
Vit — Lgt?
6 = 20 Veti — 5t (66)
$0+Vtz + (yo + Vyti)?
_ yo + Viyti
. = tan! 67
" an (xo—i-Vtz— > (67)
Vit — Lgt?
6 = tan! o0t 29", (68)
mo+Vt — L)*+ (yo + Vyt:)?
-1 y0+Vt,—
- 69
’5 ( e )
Vot; — Lqt?
G = ot 27 (70)
x0+Vt — A)? + (yo + Vyt; — B)?
(71)

Then, the likelihood functions are

at,09,...,0n| Ve, Vo, V) = exp{ — = (% — fo;
f( 1 2 | Yy ) EW p{ 20_2( H )
1

f(ﬂlaﬁzw .. 76n|vx7‘/y,v =

n

[y



f(717727" .

f(d1,09,...,

(61,6, ...

f(s1,62,. ..

a'Yn‘an Vy; ‘/;;) =

7§n‘vxv Vy7 Vz) =

7§n|an Vya VZ) -

Taking the log of the likelihoods, we obtain

log f(a1, e, ...,

log f(ﬁl)ﬁQa cee

10gf<717727 s

1ng(($1,(52,...7

10gf(§17£27 s

10gf(§1,§2, s

Define the following quantities:

On| Ve, Vy, Vz)

5n|V;ca Vya ‘/z) =

an‘vmv Vyy Vz) =

7ﬁn|vx7%a‘/z) = -

7’771“/1‘7 ‘/;Ju VZ) =

7£n|vx7 Vya ‘/z) =

JC’R‘VJH Vya ‘/;’) =

—= log 27m Z
=1

=1
n
K = T 952 (ﬂ, - Nﬁi)
=1
1 « 5
H = —T‘QZ(% — Hy;)
=1
1 n
M= Z (8 — ps,)
=1
1 & 5
1=

1 1 9
H 9702 exXp Y} (Vi — 1) }
1
X T 952 (6 — s

1 n
2
10g<27‘('0’ ) - ﬁ ;( Moci)
2 I 2
5 log(2m0®) — 252 4 [(Bi — 1p,)]
i=1
1 « 9
——log(2mo®) %57 (Vi — Bys)
=1
- o LN
) og(2mo )—202;( i — Hs;)
n n
—log(2m0?) — 5> (& — pe,)”
2 20
z:l
lu’gz



=1
Then,
I——F ((avz,avy,avz)T (Ov, O, 0v.) (J + K + H+ M+ N+ P)) (78)
This results in the following CRLB for Var(V,) Var(V,), and Var(V;):
Var(Vy) > 171(1,1) (79)
Var(Vy) > 17(2,2) (80)
Var(Vz) > 171(3,3) (81)

In sections 2 and 3, we obtained the CRLB of estimates of position and velocity given angle-only mea-
surements (assuming those measurements are normally distributed) by calculating the inverse information
matrix using the second derivatives of the likelihood function. We examined straight line (aircraft) trajec-
tory and parabolic (missile) trajectory with one sensor, two sensors, and three sensors. For straight line
trajectory with constant velocity and one sensor, we found that the height is unobservable because scaling
of the height and velocity preserves the angle measurement (e.g. height H and velocity V, result in the
same angle as height 2H and velocity 2V,). In the case of one sensor and a missile trajectory, we found
that we needed at least two measurements to calculate the CRLB for the two components of the initial
velocity. In general, we found that increasing the number of sensors decreased the CRLB. Additionally, we
found that the CRLB increased as the object (aircraft/missile) got farther away from the sensor.
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4 Monte Carlo simulation

We utilize a Monte Carlo simulation to numerically compute variance values. The general method is to set
exact positions and velocities for the object, calculate the exact angle, perturb the angle with Gaussian
noise, and then try to calculate the position or velocity of the object using this new data. Depending
on the particular situation, varying numbers of measurements are needed to compute the position and
velocity data. In this section, we summarize the method used in each particular case, discuss any results
of significance, and discuss the limitations of each case. All cases in this section are in the two-dimensional
setup. The methods discussed in this section to determine the positions and velocities of the objects
were derived so that exact angle measurements would result in the calculation of the exact positions and
velocities.

4.1 Single Sensor
4.1.1 Level Flight — Lateral Position Observations, Known Altitude

This first case is the case where we are trying to track an object in level flight (constant altitude and
velocity) using a single sensor. To start with, we want to try to determine the position of the object using
only one measurement. In general, this is not possible, as the sensor only measures an angle, so the object
could be at any point along a ray extending outward from the sensor determined by the angle measured.
Therefore, we add the assumption that we know the altitude of the object through some other means. The
Monte Carlo simulations are used to try to determine the variance of the position measurements obtained
in this way. The following method is used:

1. Set a position for the object, and determine the exact angle measurement using 6 = tan—!(H/x), or
taking 0 = 7/2 if z = 0,

2. Perturb the angle measurement using Gaussian noise, with some known variance (we take o2 = 0.001),
3. Calculate the observed position of the object, using & = H cot(«), where « is the perturbed angle.

This procedure is performed for a very large number of observations at each given object position, and
then the mean and variance of the measurements can easily be calculated with this data.

In Figure 9, the mean of —x is plotted as a function of the number of iterations for = 0, 2000, 4000, 8000,
with H = 1000. For x = 0, the mean of £ —x is zero, but as x increases, this mean also increases. Therefore,
in general, this is not an unbiased estimator, so we do not expect this to achieve the Cramér-Rao Lower
Bound.

In Figure 10, the ratio of the calculated variance and the theoretical bound is plotted as a function of
the number of observations n, for x positions z = 0, 2000, 4000, 8000, with H = 1000 fixed. Notice that
the calculated variance diverges more and more from the calculated bound as the x position increases,
which corresponds with the actual and observed angles becoming smaller and smaller. One significant
contribution to the variance for the larger values of x is that the observed angle, if it lies outside three or
four standard deviations from the actual angle, may be negative, which causes the observed x position to
be considerably negative. For smaller x values, the angle is quite large, so such an occurrence would be
very rare.

In Figure 11, the ratio of the calculated variance and the theoretical bound is plotted as a function of the
number of observations n, with fixed angle § = 7/4 and H = = = 1, 10, 100, 1000.
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Figure 9: Curves plotting number of observations n (z-axis) against the mean of & — z (y-axis), with
altitude H = 1000 and x = 0, 2000, 4000, 8000, respectively
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Figure 12: Curves plotting number of observations n (z-axis) against the calculated variance (y-axis), with
altitude H = 1000, velocity V' = 2000, timestep dt = 1, and with x; = 0, 2000, respectively.

4.1.2 Level Flight — Velocity Observations, Known Altitude

In this case, we are trying to observe the velocity of an object in level flight, using only one sensor. Once
again, we include the assumption that we know the altitude of the object, so only two measurements are
required to calculate a velocity observation. We assume that there is a certain amount of time At between
observations, which is known, and that the timing is exact, so there is no error introduced by the timing
mechanism. Thus, the following procedure is used:

1. Set exact positions 1 and x5 for the object, where xo = 1 + VAL, V is the exact velocity,

2. Determine the exact angle measurements 0; and 6o, where §; = tan=1(H/z;) or 0; = m/2 if z; = 0,
fori=1,2,

3. Perturb the angle measurements using Gaussian noise, with some known variance,

4. Calculate the observed positions of the object, using &; = H cot(«q;) for i = 1,2, where the «; are the
observed angle measurements,

5. Calculate the observed velocity of the object, using V = (&g — &1)/At.

This procedure is performed for a large number of measurements for each given set of exact data, and the
mean and variance of the observed data are calculated.

In Figure 12, the variance of the calculated velocity is plotted as a function of the number of observations,
where the altitude is H = 1000, the exact velocity is V' = 2000, the timestep is dt = 1, and x; = 0, 2000
respectively. The mean values of the calculated velocities are not the same as V', so this method creates a
biased estimator. The variance increases as x1 increases, which is expected due to earlier results.

In Figure 13, the calculated variance of the velocities are plotted against the number of iterations, where
x1 = 0 and H = 1000 are fixed, and the timestep and exact velocity are varied. The variance decreases as
V' is decreased and dt is increased.
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Figure 13: Curves plotting number of observations n (z-axis) against the calculated variance (y-axis), with
altitude H = 1000 and x; = 0. The first graph has dt = 1 and V = 4000, the second has dt = 2 and
V' = 2000.

4.1.3 Ballistic Trajectory — Position and Velocity Observations

In this case, we try to observe the exact position of an object in level flight, using only one sensor. We
want to compute the coordinates of the object as well as its vertical and lateral velocities, so four angle
measurements are needed. The following linear system is to be solved to determine these values:

1 —tan 6; 0 0 Yi 0
0 tan 9i+1 — tan 91 —At At tan 0i+1 xT; . —g(At)2 1
0 tan6;1o —tanf; —2At 2Attanf; o Vy, | 2 4
0 tanf;4 3 —tand; —3At 3Attanf,;,s Va, 9

If the angle measurements were exact, this yields the correct values. However, it is highly sensitive to the
perturbations, especially when the angles are close together, as the signs of the expressions in the second
column of the matrix may have different signs when the observed angles are used as opposed to when the
exact angles are used. Thus, the observed variance in this case is far greater than the Cramér-Rao Lower
Bound.

In addition, this particular method would not be ideal for tracking purposes, as it calculates the data at
time t; using the information from t;, t;11, t;42, and t;13, so the data is three time-steps old by the time
it is computed.

4.2 Two Sensors
4.2.1 Position Observations

In this case, we attempt to observe the lateral position and altitude of an object using two sensors which
are a known distance d apart from each other. This observation is independent of the trajectory of the
object. The object’s location is the intersection of the rays extending from each sensor along the observation
angles, so a triangle is formed by the object and the two sensors. For the purposes of this section, the
angles measured by the sensors are the interior angles of the triangle. We assume that the measurements
are taken at exactly the same time. The following procedure is used:
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Figure 14: Curves plotting number of observations n (x-axis) against the calculated variance of the lateral
position (y-axis), with fixed exact vertical position H = 50, with « = 50, 100, 150, 200, respectively. The
two sensors are located at (0,0) and (100, 0).

1. Set exact position (z,y) of the object,

2. Calculate exact angle measurements 6 = tan~!(y/z) and 0 = tan~!(y/(d — z)), with §; = 7/2 if
x =0or 0y =7/2if x = d, where the subscripts correspond to a sensor located at (0,0) and a sensor
at (d,0), respectively,

3. Independently perturb each of the angles using a Gaussian distribution with known variance,

4. Calculate the observed position of the object using & = dsin(ag) cos(a1)/sin(a; + az), and
g = dsin(ag) sin(aq)/ sin(ag + az).

This procedure is performed for a large number of measurements for each given set of exact data, and the
mean and variance of the observed data are calculated.

In Figure 14, the variance of the lateral position is plotted as a function of the number of observations,
with a fixed exact altitude, and with x = 50, 100, 150, 200. Notice that the variance is smallest when the
object is directly over one of the sensors, and then increases as the object gets farther away from where
the sensors are.
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In Figure 15, we plot the variance of the vertical coordinate with respect to the number of iterations, using
the same circumstances as in Figure 14. The variance of the vertical position is least when the object is
exactly between the two sensors, and increases as the object gets farther away from that point.

One of measurements used in Figures 14 and 15 appears to be unbiased. This occurs when the object is
directly in between the two sensors. In all other situations, it is fairly clear that bias is involved.

This setup experiences very large variances when 61 +6s is either close to 0 or close to 7, as the perturbations
can cause sin(«;) (for i =1 or i = 2) or sin(ag + ag) to become negative.
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5 Kalman Filter Estimation of States

The Kalman filter is used to estimate the state of a dynamic system from a series of noisy measurements.
It has a wide range of engineering applications, especially in control systems applications. It is a recursive
process where the estimated state from the previous time step and the current measurement are used to
get the estimates of state in the current time step. It is based on dynamical systems linearized in the
time-domain. For the present problem, the underlying dynamics is non-linear. In this case, we use the
extended Kalman Filter to estimate the states. The extended method is akin to a Taylor series where
the estimation is linearized around the current estimate using the partial derivatives of the process and
measurement function.

Tracking the position and velocity of a vehicle using sensor(s) capable of angle only measurements is not as
accurate as range capable sensors. One would need to find bounds on the estimates of position and velocity
with the assumption that the vehicle is flying with constant velocity, as in the case of an aircraft, or in
a ballistic trajectory, as in the case of a missile. The CRLB provides the desired bound on the variance
estimates of a series of measurements. Tracking the states of the vehicle can be improved by employing
two or three sensors. The CRLB can be applied to determine the degree of improvement if we increase the
number of sensors.

In the following discussion, we first model the discrete dynamics of a flight vehicle and then develop the
governing equations relating the angle measured by the sensor(s) with the states of the vehicle.
5.1 Discrete Model for the Dynamics of a Flight Vehicle

Let us denote the state vector at the & time step by z;, and the measured angle by 6;,. Using the following
relation, we can get the state vector at the k** time step, given the state vector at the (k — 1) step, by

zk = Frzp—1 + wg, wi ~ N(0,0), (82)

where zj is the state vector, F}, is the state transition matrix, and wy is the process noise, which in our
case is set to zero assuming the fact that the dynamics of the system is modeled accurately.

The angle measured by the sensor, at the k" time step, as a function of the state vector of the vehicle is
given by
0 = h(zk) + v, v~ N<0, R), Rp= E['Uk’ ’U;’f], (83)

where 0y, is the angle vector measured made by the sensor(s), v is the measurement noise, and hyg is the
nonlinear measurement function.

e Case 1: Vehicle moving with a constant horizontal velocity in a straight line

Let us assume that the height, h, at which the vehicle is flying is known and does not change with
time. Also assume that the vehicle is flying with zero vertical velocity. The state vector at the time
. . . o L 1 AT

index k is given by zg = (xk :zk), and the state transition matrix is given by Fj, = (0 1 ), where
AT is the time interval of the angle measurement.
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We assume that we have one sensor positioned at the origin. So, O = 6, and the measurement

function is given by hg = tan™! (g—i)

o (Case 2: Vehicle moving in a ballistic trajectory

Assuming that the acceleration in horizontal direction is zero, the state vector at the time index k is
given by zp = ($k Ty Yr Yk 1) , and the state transition matrix is given by

1 AT 0 0 0
0 1 0 0 0
F,=|0 0 1 AT 0 , where g is the acceleration due to gravity.
0 0 0 1 —gAT
0 0 0 0 1

Depending on the number of sensors that are employed, the angle observation matrix 6 can be a
scalar or a vector. We assume here that in case of multiple sensors, the sensors are placed in the same
horizontal plane equally spaced from the origin. Let s be the number of sensors and d; be the distance

of the i sensor from the origin. The measurement vector is given by 0 = (91k .. Hsk)’ and
/
the nonlinear measurement function is given by hy = (taurf1 (ﬁ) ... tan zky_kds)> . In

our case, we are assuming that d; = 0, i.e. the first sensor is at the origin.

5.2 The Kalman Filter and Information Matrix

In this sub-section we give the Kalman Filter for our model. A Kalman filter works in an iterative loop. So,
the first stage is the Time Update, where we use the estimates of the state and error covariance calculated
from the earlier time step to predict the state and error co-variance matrix. We denote the prediction
stage by superscript minus. The next stage in the loop is the Measurement Update in which we update the
estimates from the measured data. Assuming that we know the initial estimate for the state matrix, Zx_1
and the error co-variance matrix , Pr_1 the time update stage is governed by the following equations:

o Time Update
(&) 2, = FiZ—1, (84)
(b) P, = FPyx_1FT. (85)
The next step utilizes the predicted estimates from the last step to update the state estimates as

follows:

o Measurement Update

(a) K= P, HI (H,P, Hf + Ri) ™", (86)
(b) 2k = 25, + Ki(6k — hg), (87)
(c) Pyp=(I— KiHy)Py , (88)

where K is the Kalman gain, and Hj is the Jacobian of hg evaluated at the true state zg,i.e.
Hy, = [z, [he(2k)]). Using the updated state and co-variance matrix at the k' time step we go
back to the time update stage and predict the states and co-variance matrix for the (k 4+ 1) time
step. These above steps are repeated to get the estimates on the states of the projectile.
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e Derivation of the Cramér-Rao Lower bound

We direct our readers to [3] for an explanation of derivation of the bound. The diagonal elements of
the inverse information matriz gives us the CRLB of the state vector components, i.e.,

CRLB{[Z]} = [J;'],; i =(1,2,...,n), (89)

where n is the number of elements in the state vector. The information matrix Jg can be calculated
using the iteration:

Tet1 = [Fidy ' F{] 7" + [Heqa] (R) ™ Hp1, (90)
where Jo = Py ' and Py = I, xn.

/
For Case 1, the Jacobian of hg is given by Hy = (ﬁ 0) , whereas for Case 2, it is given by

- Yk . Yk /
@i—d1)2+y2 0 (wp—ds)P g7
0 oL 0
Hy=| —&=d _  _zeds
k (@h—d1)2 92 (@h—ds)2+y2
0 oL 0
0 L 0

5.3 Numerical Simulations and Discussion of the Results

We use the theory developed in the previous subsection for our numerical simulations. Here we present the
results obtained for the two cases that have been discussed earlier. We have taken the initial state vector
for the first case to be zg = (—10 100)/ and for the second case it is zg = (—10 100 0 100 1)/. Also
in order to find the variance in the measurement noise, we have taken ¢ = 0.003. The time interval of the
measurement is taken to be 0.25s. As stated earlier, we have used one sensor to estimate the states of the
flight vehicle in the first case. In the second case we have considered using one, two and three sensors to
compute the bounds on the variance in the states. The first sensor is placed at the origin and the other
sensors are placed at 100 units apart, i.e. dj = 0,d2 = 100 and d3 = 200. We compare the accuracy of the
results as we increase the number of sensors to estimate the states.

We assume that we know the initial state vector of the vehicle. Using the dynamics of the vehicle, we
can simulate the trajectory of the vehicle as a function of time. We call that trajectory true data. Using
the actual states of the vehicle, we calculate the elevation angle and add Gaussian noise to it in order to
simulate the actual angle measured by the sensors.

e (Case 1: Vehicle moving with a constant horizontal velocity in a straight line

In this case, we know the actual height of the vehicle and we are trying to estimate the bounds on
the variance of V, and X. With the increase in time, the vehicle moves further away from the sensor
and it becomes difficult to estimate the velocity of the vehicle. This fact is elucidated in Figure 16,
where we see a constant rise in the bound with the increase in time. However, since the horizontal
velocity is constant, the bound decreases as we increase the number of observations.
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Figure 16: CRLB of Vx and X for a straight line trajectory using Kalman Filter

e Case 2: Vehicle moving in a ballistic trajectory

In Figure 17, we compare the trajectories obtained from the dynamics of the vehicle and the ones
predicted by the sensors. We observe that even with one sensor, we are able to track the actual
trajectory very well. The CRLB for the variance of V,, as can be seen from Figure 18, is of order
10! whereas for V, it is of order 10. We know that for a parabolic trajectory the horizontal velocity
remains constant whereas the vertical velocity changes linearly with time. Since the horizontal ve-
locity is constant, the CRLB is achieved in fewer observations than the vertical velocity. Also it can
be noted that the bound for V, is as low as 0.9 even with one sensor in the beginning whereas for
Vy it is of order 10 with one sensor initially. It is clear that as we increase the number of sensors the
bounds on the velocity estimates decreases in both cases. The comparison of the bound in X and
Y, Figure 19, shows the similar pattern with the increase in the number of sensors. We see a hump
in the plot for Y at k = 40 which corresponds to V, = 0 in our case. The hump decreases as we
increase the number of sensors from one to two. With one sensor the bound on X is of order 100 and
keeps on increasing, which can be explained from the fact that as time increases the vehicle moves
away from the sensor(s). A minor variation in the angle measured results in a large variation in X.
However with more sensors the bound decreases.
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6 Conclusions

With regards to the theoretical derivations of the CRLB for straight line trajectory with constant velocity,
we found that the height is unobservable because scaling of height and velocity preserves angle measure-
ment (e.g. height H and velocity V, result in the same angle as height 2H and velocity 2V,). In the
case of one sensor and a missile trajectory, we need at least two measurements to calculate the CRLB for
the two components of the initial velocity. In general, the more parameters we need to get CRLB’s for,
the more measurements we need to collect. Additionally, we found that the CRLB increases as the ob-
ject (aircraft /missile) gets farther away from the sensor, and that having more sensors decreases the CRLB.

Through the Monte Carlo simulations, we have confirmed numerically that the variance of the calculated
position increases as the object travels farther away from the sensor(s). We have also discovered that the
particular methods used result in the average calculated position itself becoming more distant from the
correct position as the object travels farther away. In the limited testing done, it also appears that the
addition of more sensors can reduce the variance and error in the calculated position, as well as allowing
the calculation of position without the assumption of a known position component (altitude) which was
required for the single sensor case. Additionally, we found that calculating positions and velocities for an
object traveling in a ballistic trajectory using a single sensor is highly sensitive to the measured angles,
and as such gives very poor results.

The implementation of the extended Kalman filter to extract the Fisher information matrix proved to be
a very useful method for calculating the CRLB. The filter itself is very simple to code and does not require
much computational power to attain reasonable accuracy. Along with being computationally inexpensive,
the method is also easily adapted to more complex trajectories and multiple sensors. This added flexibility
allows us to not only calculate the CRLB of these scenarios, but to also quantify any improvements that
different configurations yield over the original one-sensor straight-line case. However, it is important to
remember that these calculations are dependent on the particular filter being implemented. In our case,
we are using the extended Kalman filter because of the small computational cost and flexibility mentioned
above. Any other filtering method will produce a different estimation of the state vector over the trajectory
in question and thus a different set of CRLBs for the state components. Further, this method of calculating
the CRLB is also dependent upon the trajectory itself. An example of this dependence can be seen in Fig-
ure 19, which displays the CRLB for the position components of the state vector for an object following a
ballistic trajectory. It can be seen that the bound for the z component of the state vector is monotonically
increasing with time, as oppose to approaching a limit. This is attributed to the fact that the variance of
an angle-only measurement of an object’s position is proportional to the distance the object is from the
sensor. A second example of this phenomenon is seen in the plot of the CRLB for the y component of the
state vector. This figure shows that the CRLB increases and decreases as the object ascends and descends
along the ballistic path. One last important remark comes from the attempt to unite the analytical and
filtering approaches.

As discussed above, the filtering approach relies on an estimation of an entire trajectory and thus arrives
at a CRLB for the entire trajectory. This is in contrast to the analytical approach, where the CRLB was
calculated for only one instance of time using an unbiased estimator for the angle in question. In an effort
to reconcile the two approaches one could try to formulate a recursion relation for the Fisher information
matrix but evaluated at only one angle. However, such a task was outside our ability considering the
amount of time given and thus lies in the realm of future work.
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7 Future Work

In this report we assumed the angle measurements are a noisy sample from a Gaussian distribution. Future
research could perhaps explore other distributions, or even a truncated Gaussian since the the the angle
measurements do not span the entire real line. Additionally, we recommend studying the bias of the
estimated position and estimated velocity as well as exploring other types of bounds (in addition to the
CRLB) on the variance of those estimates. Another area of possible future research is finding the minimum
number of observations required in order to achieve a specified reduction in the error of the estimate. Of
course, making the assumptions more realistic is another area that could be improved upon. For instance,
we assume the aircraft is flying in a straight-line trajectory and constant velocity, when in reality that is
not case.
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Nancy Chalmers', Giulio Genovesez, Adarsh J oshi3, Yogesh Joshi4, Jeff Stanleys, Justin Wrighté,
Shuxin Yin’

Problem Presenters:
Nell Sedransk, Jasmine Zhou
National Institute of Statistical Sciences

Faculty Mentor:
Mette Olufsen
Department of Mathematics, North Carolina State University

Abstract

The FDA requires new drugs to be evaluated in clinical trials. They are interested in how the
drug affects the heart’s QT interval. If this interval is prolonged with the drug, the drug may be
rejected. In this study we analyze variation in ECGs measured during rest for 40 healthy
individuals. In particular, we investigate the relationship between RR and QT intervals within
and across the population of subjects. We also analyze the FDA requirement that each patient
must have a history of steady heart rate. Then, we propose and evaluate a measure to quantify
what the FDA calls similar beats. Finally, we perform an analysis, using confidence intervals, to
compare normal ECG data across time, both within an individual record and across multiple
records for a patient. Results of our study show that the FDA requirements are too stringent for
ECGs from healthy subjects measured during rest. We suggest an initial history of 8 seconds
with 10 seconds between successive candidate beats.

1 Introduction

The Food and Drug Administration (FDA) requires clinical studies to evaluate the potential of a
drug to prolong ventricular repolarization. The right side of the human heart is responsible for
collecting deoxygenated blood, in the atrium, from the body and pumping it, through the right
ventricle, into the lungs where blood is reoxygenated. The left side of the heart receives
oxygenated blood, in the atrium, from the lungs and pumps it, through the ventricle, to the body.
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The pumping of the heart is mediated by electrical stimulation of the muscles. This
stimulation can be measured using an electrocardiograph that measures the electrical activity of
the heart over time. The ECG measures voltage changes between electrodes which are
positioned in different places on the body. Typically, these electrical signals are measured using
three electrodes (leads I, II, III) placed at different locations, see Figure 1. These leads are all
bipolar leads, i.e., they contain one positive electrode and one negative electrode.

ryY

right arm left arm

OVO left leg

Figure 1: Positioning of ECG bipolar leads I, I1, III [1].

RR interval

Q Q
S S

QT interval QT interval

Figure 2: A typical electrocardiogram wave, showing the PQRST complex.
We are interested in the RR (time between R peaks in two consecutive beats)
and QT (time between onset of Q and offset of T) intervals [2].

A typical ECG of normal cardiac cycles consists of a P wave, a QRS complex, a T wave, and
sometimes a U wave, see Figure 2. The P wave denotes normal atrial depolarization
(contraction) where the main electrical vector spreads from the right atrium to the left atrium.
The QRS complex corresponds to the depolarization of the ventricles. The T wave represents the
repolarization (relaxation) of the ventricles. The U wave, when present, shows the repolarization
of the papillary muscles. Of interest here are two intervals. The RR interval is the time between
two consecutive R waves (the inverse of the heart rate). The QT interval, the time between the



beginning of the QRS complex and the end of the T wave, represents the total time needed to
depolarize and repolarize the ventricles.

FDA regulations require clinical studies to evaluate how a new drug affects ventricular
repolarization. This evaluation includes testing the influence of the drug on the QT interval. A
prolonged QT interval may lead to the development of cardiac arrhythmias. In order to
determine whether prolongation has occurred, the FDA regulations require a specific method to
assess whether the QT has increased by more than 10 milliseconds (ms). The FDA requirements
state that there must be at least 90 seconds of stable heart rate, meaning fluctuation of no more
than 2 beats per minute (bpm). After this stable period, the experimenter chooses three similar
QT intervals and the mean or median of these values is calculated. After any triplicate, at least
30 seconds must pass before the next candidate triplicate can be identified. Additional clinical
trials may be required if these regulations are not met.

In this study, the goal is to measure RR and QT intervals to characterize the joint distribution
and the relationship between the RR and the QT intervals. We also propose a similarity measure,
a quantitative method to select beats according to the FDA beat selection rule. This includes
identifying beats in the ECGs that are similar. In Section 2, we will provide some details about
the ECG databases used for analysis. Section 3 describes algorithms used for analyzing the data,
similarity measures, and confidence intervals. Results are presented in Section 4, followed by
conclusions in Section 5.

2 Data

The ECG data for this study came from two sources: the QT Database [3], and the PTB Database
[4]. The QT Database contains a total of 105 fifteen-minute excerpts of two-lead ECGs. These
ECGs were collected from several sources: MIT-BIH Arrhythmia Database, the European
Society of Cardiology ST-T Database, and databases from Beth Israel Deaconess Medical Center
[5]. From this database, we extracted 15 normal ECGs from healthy adults.

Data in the PTB database was collected by the National Metrology Institute of Germany,
Physikalisch-Technische Bundesanstalt (PTB). This database contains a total of 549 records
from 290 subjects of 15-lead ECGs. The 15 leads include the 12 conventional leads and 3 Frank
XYZ leads. This database contains 81 normal records from 52 healthy subjects. In our study,
we analyzed 60 viable records from 40 different patients. The 32 men range in age from 17 to 68
with a mean of 39 years old. The 8 women range in age from 22 to 67 with a mean of 39 years
old. Ten of these patients had more than one record.

3 Methods

This section describes the algorithms used to extract information from the databases. Algorithms
include the detection of the RR and the QT intervals, and a history algorithm. Furthermore, we
discuss our proposed similarity measure and present our calculation of confidence intervals.

3.1 Algorithms

3.1.1 RR and QT Algorithm



To compute the length of the RR and QT intervals, we used an automated approach. Every
record was analyzed using the program ecgpuwave [6] which includes a QRS detector and
waveform limit locator. The program takes a single lead from a record and outputs annotations
for the R peak, the Q onset, the T-wave offset, and other locations we were not interested in for
purposes of the current study. From these automated annotations the length of the RR interval
and the QT intervals were computed. This algorithm was not very reliable for the sequences
obtained from the QT database, measured at 250 Hz. Thus we decided to use only the normal
subjects from the PTB database, who were sampled at a much higher resolution of 1000 Hz.
Among these sequences, some were noisy and had some missing annotations, so we kept only 60
of the 81 original records from the PTB database.

3.1.2 History Algorithm

For the heartbeats annotated in each record, the algorithm uses the RR interval to determine the
beat-to-beat heart rate in beats per minute. Using this heart rate, the algorithm searches
retrospectively to find previous heartbeats that are within 2 bpm of the current heartbeat, as per
FDA guidelines. The RR intervals, which represent the time between the heartbeats, are then
added for the beats within 2 bpm to determine the heart rate history.

3.2 Similarity Measures of Beats

As previously stated, the FDA regulations require that a representative beat be chosen by first
finding three adjacent beats that are “similar” and then choosing either the median or the average
of the triplet. However, the FDA rule does not define the notion of “similarity” in a formal way.
We define two beats to be “similar” when they have little difference in the shapes of their ECG
recordings while still allowing for random noise associated with recording the electrical activity
of the heart. Our criterion of “similarity” also allows for some differences in magnitude that may
not be attributable to actual differences in the heart’s electrical activity.

Because algorithms that determine the QT interval are still inaccurate, there are often outlier
QT intervals contained within the beat sequence. Before considering adjacent beats, these outlier
intervals must be removed from the data sequence. That is, if an outlier exists between two beats
the outlier is removed and the remaining beats are considered adjacent.

Because the ECG data are noisy, they are smoothed to ensure that the similarity measure
only captures differences in the overall trend in the ECG records. We use the median filter
smoother with window size

sampling requency, .
250

for the smoothing. Consider two adjacent beats ¥; and Y;+; where Yi=/y; 1, yi2, ..., Vijy -, Yin/
and Yi =/ yi+1.1, Vit1,2 .., Vit1j -, Vir1,m/ after filtering. Here, y;; and y;.; ; are the values for
the onset of the Q wave and y;, and y;+;, are the offset of the T wave as detected by the
algorithm. Then we define the difference, A;j=y;j-yi+ 1.

Initially a simple sum of squared differences was used to detect similar adjacent beats. That
is beat sequences with the smallest values for



min(m,n)
24 (1

were considered the most similar. Summing the differences over the min(m,n) rather than the
maximum of the two is done to avoid an arbitrary choice of values for the shorter sequence
beyond its T-wave offset. It should also be noted that similar beats have approximately the same
length, while dissimilar beats will have a greater length difference. Since there is some
variability in the length of the QT interval, this measure from equation (1) gave an undesired
high score to beat sequences with longer QT intervals. Hence, the scaling factor min(m,n) was
included to eliminate this problem. This adjustment yields the statistic

min(m,n)
2
24

min(m, n)

Next, vertical adjustment to beats was considered. The goal of this adjustment was to
prevent adjacent beats, in which the signal’s values increased, from being considered dissimilar
unless the change was significant. The first adjustment made was to vertically align the beats at
the point of the Q wave onset. For example if y;y;; were greater than y;; then
Yiv1 = Yir1 - (vi+1.1 - yi1 ) and the statistic would be calculated for Y; and Y;1;’. The second and
third adjustments considered were vertical adjustments by the mean and median difference
between two adjacent beats. Thatis Yii; =Y+, - mean(A)) or Y;+;‘=Y;+; - median(A;) and again
the statistic would be calculated for Y; and Y;:;‘. These vertical adjustments rarely affected
which beat sequences were selected as the best for consideration as a representative beat but they
did allow for some obviously dissimilar beats to be considered as better choices than sequences
that had small vertical differences before the adjustment. Hence the vertical adjustment was
deemed unnecessary.

The next problem considered was that from sample to sample there is a difference in the
scale of the beats, that is the amplitude of the ECG was larger for some subjects that the others.
To correct this, the statistic is scaled by || ¥; ||. So if K=min(m,n), the statistic becomes

K
Py

- 2
A @

3.3 Confidence Intervals

In order to determine confidence intervals for the upper bound of the across-record time
difference, we applied the classic repeated measurement model,

Vg =H+T, + ﬁj + (Tﬁ)g Tt (ﬁﬂ’-)jk(i) +E;

where



e 7 is the i" across-record time effect (Z; 7,=0);
. JZh . . . 4
e f;isthe;" within-record time effect (Z/_:1 B,=0);

e (7f); is the interaction of the i across-record time effect and j within-record
. 2 4
time effect (Zl_zl Z_/:l (@B), =0);

e my is the random effect of K" subject nested within i™ across-record time . The
random variables are assumed to follow a normal distribution N(0,0,?);

e (pm)iky 1s the random joint interaction effect of K" subject and /" within-record
time nested within i across-record time;

® g 1s the random error term which is assumed to follow a normal distribution
N(@0,6%),and k = 1,...,n;
e the my), (Bm)ik), and e;; are mutually independent.

In this model, we are interested in whether the across-record time effect z; is significant or not.

4 Results

4.1 Relationship Between RR and QT

When studying normal variation in ECGs, it is essential to explore the statistical properties of the
RR and the QT interval lengths. Figure 3 shows the medians and standard deviations for RR and
QT by the age and gender of the patient.

The RR median plot (Figure 3 top left) shows that there is no significant correlation between
RR interval length and age. The average heart rate for these patients is about 900 ms. It is well
known that the variability of heart rate decreases with age, see e.g. Reardon and Malik [7]. Our
analysis confirms this trend as shown in Figure 3 (top right). RR interval standard deviation and
age have a correlation of -0.10. The average heart rate variability is about 40 ms. The female
outlier in this plot will be discussed later.

The properties of the QT interval are not as well documented as the RR interval. From the
QT median plot shown in Figure 3 (bottom left), the average QT interval is around 400 ms. The
correlation between the QT interval and age is 0.19, implying that the QT interval increases
slightly with age. The QT standard deviation plot shows no significant correlation with age. The
average standard deviation for these patients is about 5 ms, much smaller than the heart rate
variability of the same patients.
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Figure 3: (top left) RR interval median vs. age, categorized by gender, shows no correlation.
(top right) RR interval standard deviation vs. age, categorized by gender, shows variation

decreasing with age.

(bottom left) QT interval median vs. age, categorized by gender, shows slight increase in QT
interval with age.

(bottom right) QT interval standard deviation vs. age, categorized by gender, shows no significant
correlation.

The top two plots in Figure 4 show the length of the of RR and QT intervals from two
patients’ records. The plot on the top left is a typical plot from a normal subject, having very
low correlation between RR and QT length. The plot on the top right is another patient who is
considered normal by the categorization currently used. This plot shows that this patient’s heart
beats in three different modes. This patient is also the female outlier in the RR standard
deviation plot from Figure 3 (top left). The ECG from this patient is depicted in Figure 4
(bottom right). This subject is a typical case of arrhythmia. The differences in heart rate
duration are clearly visible. However, the difference in the QT interval lengths is small. This
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causes the three different modes in the scatterplot. Using current methods, this patient is
classified as normal, but using our method we can clearly classify this individual as having an
arrhythmia. As you can see from these scatterplots, statistical features of the QT interval on the
order of 10 ms (the FDA criterion) were actually captured by the QT detection algorithm.
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Figure 4: (top left) Typical individual plot of RR vs. QT length, with no correlation.

(top right) Atypical individual plot of RR vs. QT length, with three distinct modes.

(bottom left) ECG from the typical individual; notice RR intervals (in red) are consistent.

(bottom right) ECG from the atypical individual; notice the long, medium, short pattern in the
RR intervals.

Figure 5 shows the relationship between RR and QT for all 60 records. Analysis of these
results shows that the correlation within an individual is very low, as evident in the plot from
Figure 4 (top left). Despite this, the correlation between RR and QT median among subjects
(Figure 5 left) is 0.82. Based on the coefficient of determination, 67% of the variation in QT
interval median length is explained by the relationship with RR interval median length. The
coefficient of variation plot (Figure 5 right) shows that there is no significant correlation between
heart rate variability and QT interval variability.
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Figure 5: (left) QT interval median vs. RR interval median, categorized by gender, shows strong positive
correlation.
(right) QT interval vs. RR interval coefficient of variation, categorized by gender, shows no significant
correlation; variation in QT is smaller than variation in RR.

4.2 Heart Rate History

The RR intervals, which represent the time between the heartbeats, are added for the beats within
2 bpm to determine the heart rate history. Once the history data was calculated, an analysis was
done to examine the distributional properties. Histograms depicted in Figure 6 show that the
data is overdispersed at 0, from patient 233, a 24 year old male and from patient 131, a 26 year
old male. The maximum history for any heartbeat from any individual in the database is 61.30
seconds. This is still far below the FDA criteria of 90 seconds, which indicates that in order to
use normal ECG data, the FDA would need to either increase the stability requirement to a time
greater than 2 seconds or decrease the requirement on the length of the history needed to identify
candidate points. Figure 6 (top right) shows the distribution of the histories for the three records
for patient 233.
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Histogram of the histories from one ECG for patient 233. All of this patient’s heart
beats have histories less than 2 seconds, most less than one second.

Histogram of the histories from 3 ECGs for patient 233. All of this patient’s heart
beats have histories less than 4 seconds, most less than one second.

Histogram of the histories for patient 131. This patient had the best distribution of
histories, with the maximum history around 45 seconds. Note, this is not the subject
with the largest overall history.

Figure 6: (top left)
(top right)

(bottom)

Studies have shown that heart rate variability decreases with age. Typically, the FDA uses
healthy, young subject who should be more variable. Because there are many previous studies
examining heart rate variability, the focus of this study will instead be on the FDA criteria for
history length. A visual analysis of the histograms for the histories of the ten patients with
multiple records showed that eight seconds appeared to be a reasonable cutoff for the heart rate
stability criteria. For the data analyzed, a total of 28 of the 60 total records contained at least one
candidate triple using the eight second criteria. Figure 7 shows a histogram of the number of
candidate triples for these 28 records. Note that a majority of the records contain fewer than ten
candidates.
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Figure 7: Histogram of the number of candidate triplicates per record. Analysis showed that 28 records had
more than one candidate triplicate when using the initial 8 second history criterion. This graph shows that
11 of the 28 records had less than 5 candidate triplicates, 5 records had between 5 and 10 candidates, etc.

The second part of the FDA criteria for history is that successive candidate points must be at
least 30 seconds apart, but analysis shows that this will not work for the data analyzed in this
study. Secondary intervals were calculated between candidate points to find a more appropriate
time to use to determine separation between successive candidate points for normal data.
Multiple time intervals were considered and weighed before a 10 second successive interval was
settled upon. Longer time intervals showed few secondary candidates while shorter intervals
were considered to be too short to provide adequate separation between the candidates. The 10
second successive candidate interval yields 18 records from 16 patients with at least one
successive candidate. Two patients have two records each with successive candidate points. No
record showed more than 7 candidate points by the criteria. Figure 8 shows the lengths of the
RR versus the QT intervals with each colored symbol representing a different patient. The RR
and the QT lengths tend to be fairly stable across the record for each patient, with the exception
of patients 182, a 28 year old male, and 263, a 37 year old male.
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Figure 8: QT interval length (ms) vs. RR interval length (ms) for the 16 patients with successive 10 second
candidate intervals. Each color and symbol combination is a different patient. Patient 263 (red triangle) and
patient 182 (blue triangle) show the most variability across their records.

Using the FDA criteria for selection of triplets, the 60 normal ECG records from the PTB
database would contain no potential triplets. The modification to require the previous 8 seconds
to be stable and at least 10 seconds between triplets, however, yields 28 records with at least one
potential triplet. Of these, 18 records, from 16 patients, have a total of 57 potential triplets.

4.3 Similarity

Before analyzing similarity, outliers in the patient’s heart rate sequence must be removed.
Figure 9 shows QT intervals for patient 470. The red dots represent intervals considered to be
outliers, and hence must be removed before similarity analysis.
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Figure 9: QT intervals lengths for each beat for patient 470. The blue dots represent beats with QT interval
lengths around 400 ms. The red dots are the QT interval lengths for beats we considered outliers.

The next issue is to determine which criterion should be used to line up the waves before
similarity analysis. Figure 10 shows triplicate adjacent beats before any adjustment (left) and
after vertically adjusting the curves based on the Q wave onset (right).
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Figure 6: Three adjacent beats before (left) and after (right) Q wave onset vertical adjustment.

The s statistic, in equation (2) performs well and consistently across a variety of sample ECG
readings, despite the fact that a large degree of variation in the beat characteristics exists between
samples. Figure 11 shows the beat sequence selected as the best (left) as well as a sequence from
the 75" percentile of the s statistic (right) for two samples. The beats have been overlaid for easy
comparison and have been displayed without the median filter. The beat sequences chosen as the
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best for each sample data set were not affected by the addition of the median filtering process
while the process did re-rank sequences after the 45th percentile of the s statistic.
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Figure 71: (top left) For one patient, the three adjacent beats considered the best (most similar) by
our s statistic.
(top right) The three adjacent beats from the 75™ percentile of the s statistic. Notice the
jump in the red wave at the peak of the T wave.
(bottom left) For a different patient, the three adjacent beats considered the best (most

similar) by our s statistic.
(bottom right)  The three adjacent beats from the 75™ percentile of the s statistic. Notice the
apparent vertical shift of the three curves.

From the histograms in Figure 12, the distribution of the similarity measure has the same
shape for multiple samples. This means that our similarity measure is a consistent measure. We
can also conclude that the similarity measure has a similar value for most triples and will select
bad triples as outliers.
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Figure 8: Histograms of the s statistic for 6 different subjects. Notice that the shapes of all 6 distributions of s
values are similar, meaning our statistic is consistent.

4.4 Confidence Intervals

The FDA rejects drugs if the QT intervals differ by more than 10 ms, but for the normal ECG
data this may not be a good criterion for assessment. In order to evaluate this, an analysis was
done to compare normal ECG data across time, both within an individual record and across
multiple records for a patient. From the data, there were six patients in the PTB database with
two records containing candidate triplets according to the modified criteria. These patients
ranged in age from 26 to 47 including 5 males and 1 female. From this data, an analysis was
done to determine differences within a patient across time and to find a 95% confidence interval
for the upper bound of the difference.

To begin the analysis, normality and independence were assumed and the sphericity
condition (S) was checked. Table 1 shows that the data satisfy the (S) condition, so the repeated
measures design can be used to analyze the data.

Variables DF Criterion Chi-Square Pr>Chisq
Transformed Variates 5 0.2688 10.4577 0.0500
Orthogonal Components 5 0.5614 5.3592 0.4115

Table 1: Output from the test for sphericity. P-value of 0.4115 for the orthogonal components shows that the
data satisfy the sphericity condition.

A repeated measures design was performed. Results are shown in Table 2. This shows that
there is no across-record time difference.

Factors F-value P-value
across-record time effect 0.04 0.8447
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within-record time effect 0.39 0.7600
1nj£er.act10n of the across-record time effect and 0.12 0.9504
within-record time effect

Table 2: Output from the one-way ANOVA. P-value of 0.8447 shows that there is no across-record time
effect. This is the only P-value of interest for these confidence intervals.

Next, a 95% confidence interval can be constructed for the upper bound of the across-record
time difference. Using the 12 records described above, a 95% confidence interval of the upper
bound for across-record time differences is (1.62, 10.05). If we had ECG data for a drug and a
control, we could use this confidence interval method to determine whether the drug had a
significant effect on the QT interval.

5 Conclusions

The goal of this study was to investigate the variation in ECGs from healthy subjects measured
during rest using the FDA regulations. We found that heart rate variability decreases with age
and that the length of the QT interval increases slightly with age. Comparing variability, the QT
standard deviation (5 ms) is much smaller than the RR standard deviation (40 ms), meaning that
QT intervals are less variable than RR intervals. Using the coefficient of variation, the QT
intervals are still less variable than the RR intervals. We also observed that RR and QT
correlation is very low within a normal individual, while the correlation is fairly high among
subjects. Our method is capable of detecting differences in the QT interval on the order of 10
ms, which satisfies the requirements of the FDA.

The history data (see Figure 6) clearly shows that if the FDA were to allow the use of typical
ECG data, like the data used in this study, during clinical trials to assess a drug's affect on the
heart, their current criteria would not be practical. Either the interval considered for stability of
the heart rate of the healthy young volunteers would need to be widened or the time criteria
before and between candidate points would have to be significantly reduced to allow for enough
candidate triplets for a valid statistical test. One possible adjustment would be an initial history
requirement of 8 seconds and 10 seconds between candidate triplicates.

We have proposed a smoothed, vertically adjusted, scaled sum of squares statistic for
quantifying the similarity among triplicates. Results from analysis with this similarity showed
that the measure of similarity performed well when choosing similar beats in several patients.
Finally, we showed that the confidence interval calculated shows that there is no evidence of
difference across-record for the ECG data. We are in the process of acquiring thorough ECG
data from pharmaceutical companies. We hope to apply our methods to this data in the future.
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Abstract

Our aim is to develop an application to explore the behavior of the aggregate losses and
revenues generated by a portfolio of insured mortgages. This application will provide information
for capital allocation, pricing of, and stress testing of mortgage insurance risk. Our objective
is to determine how the dependency among cohorts affects the aggregate losses and with this
information, predict future gains and losses to a mortgage insurance company.
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1 Problem Specification and Objective

Our aim is to develop an application to explore the behavior of the aggregate losses and revenues
generated by a portfolio of insured mortgages. This application will provide information for capital
allocation, pricing of, and stress testing of mortgage insurance risk. Our objective is to determine
how the dependency among cohorts affects the aggregate losses and with this information, predict
future gains and losses to a mortgage insurance company. [2]

2 Background

2.1 Loan Process

Mortgage loans are underwritten, funded, and insured during a cohort inception period. Depending
on the borrows behavior, over time, these loans can be prepayed, become delinquent, or terminate
with loss. During good economic conditions a borrower can chose to refinance an existing mortgage
loan, which is a loss to the loan company. In other cases a borrower can become delinquent and
possibly become a loss to the loan company if they are not able to repay. There are five states for
the life of mortgage loans, these states and possible transitions between states can be seen in the
flowchart in Figure 1.

PSTND

PSTED NDROFF
}

EDROFF =EDNC + TC

Figure 1: Flowchart of possible loan states.

All loan polices start in the Persistent Never-Deliquent (PSTND) status. Since PSTND is an
emitting state, a loan can either stay in PSTND, become a Never-Delinquent Runoff (NDROFF),
or become Persistent Ever-Delinquent (PSTED). If a borrower keeps up their payments but decides
to refinance, the loan policy is lost to NDROFF'. This situation is mostly likely to happen in a good
market, when insurance rates are going down and housing price index is increasing. If the borrower
becomes delinquent (i.e. misses a payment), the policy becomes PSTED.

Once a loan becomes PSTED, it can either stay in that state or transition to Ever-Delinquent



Runoff (EDROFF), which contains both Ever-Delinquent Non-Claim (EDNC) and Termination
with Claim (TC) states. A loan policy can reside in EDNC if a borrower pays off the loan balance
with out cost to the loan company. This can happen if the borrower simply pays off the loan in
full or sells the house for at least the amount of the loan balance. If a borrower is not able to pay
off the loan, the policy is terminated and become a major loss to the loan company (TC).

From this flowchart we developed a matrix model corresponding to the dynamical state model for
the loan dynamics, given in section 4.2.2.

3 Business Logic

The transition between loan states can be analogues to the scenario of migrating population. As
the outflow of policies from PSTND increases and if theres no new inflow of polices into PSTND,
i.e. the remaining population of PSTND decreases (Figure 2), either the inflow of polices into
PSTED (Figure 3) or the inflow of polices into Never-Delinquent runoff (NDROFF) (Figure 4), or
both, increases. The comparison of the population of polices in PSTND, PSTED, and NDROFF
in the particular year of 1980 are shown in Figure 5.

Average National PSTND
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Figure 2: The national average outflow of the PSTND loan state.

A PSTED status of a loan is invariably attained when a PSTND policy defaults and does not
result in a transition to the NDROFF state. We would therefore expect a fairly strong negative
relationship between the PSTED and PSTND states. The reason we do not expect the correlation
to be extremely high is the possibility of losing policies also to the NDROFF status. This however
may not be the case depending on the rates at which policies are lost to the NDROFF and PSTED
states.

Typically, the rate at which policies are lost to NDROFF will be larger than the rate at which
policies are lost to EDROFF when interest rates are low. We would expect low interest rate and
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Figure 3: National increase of the Average Accumulated NDROFF loan state.
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Figure 4: Variable behavior of the national average PSTED loan state.
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Figure 5: Comparison between the national averages of PSTND, NDROFF, and PSTED in 1980.

probably very low HPI to drive the NDROFF status curve more than the PSTED status curve and
hence the EDROFF status curve. Practically, individuals whose policies have consistently been
in the PSTND state will have a better chance of refinancing than those who are in the PSTED
state. Hence, we would expect the NDROFF status curve to rise faster than the EDROFF status
curve when prevailing interest rates are low. Low HPI will also drive the NDROFF status curve
for the most part. It so happens that conditions just about opposite to those outlined above will
potentially drive the NDROFF status curve downward at some point in the future.

The amount of policies in the PSTED state has a strong negative correlation with the amount of
polices in the PSTND state. This is typified by the plots we see above. We hypothesize that high
interest rate is one of the factors that can cause policies to be lost from the PSTND status to a
PSTED staus. That is, the PSTED status curve may increase with high interest rate and decrease
with low interest rate, since policies that are lost from the PSTND status during conditions of low
interest rate may go to the NDROFF status. We also expect (in the absence of any data giving us
the basis)that high interest rate and/or low HPT will cause many policies from the PSTED status
to transition to the TC and the EDNC status. However, we would expect the EDNC status curve
to increase with low interest rate since it makes refinancing easier.

A policy in the PSTED status can either stay in its original state or transcend to, the accumulated
EDROFF state, which consists of the (EDNC) and TC states, so the policy can be in either one
of those two states. Figure 6 shows the absorbing relationship between the PSTED and EDROFF
states, in which the EDROFF state becomes a silo for all loans previously in the PSTED state.

The EDROFF state is directly linked to the PSTED state. Specifically, the two states are negatively
correlated. The plots below, (Figure 7 and Figure 8) depicts the number of mortgages in these
categories and suggests a practical relationship between these categories that we see in the flowchart
1. We see the EDROFF state curve rise from age 2 through about age 5 8. There is a little bit
of rise towards age 6 and a gradual decline which becomes more rapid after age 7. In a business
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Figure 6: Silo of PSTED, EDROFF, EDNC, and TC in 1980.

sense, we would expect policies in the PSTED status to turn into EDROFF status, i.e. to prepay
loans and refinance when interest rates go down. Hence, the sharp rise from age 2 through age
5. We hypothesize that conditions of low interest rates coupled with low HPI will drive the curve
from ages 2 through 5. We suspect that the EDROFF status curve will increase with low interest
rate because we expect that the rate of polices entering the EDNC state (mainly, refinancing) may
increase when low interest rates are available to borrowers. Also, we expect that the rate of policies
transitioning into the TC status may increase when HPI is low. That is, borrowers may not want to
pay ”so much” for a home that has lost ”value”. We still expect some mixture of low interest rates
and low HPI to drive the curve from ages 5 through 7. The slight rise from 5 to 6 is probably due
to slighly lower interest rates and HPI which will drive the curve a few inches upwards. A similar
explanation may not be out of place for age 6 through 7. The decline from age 7 onwards is due to
almost directly opposite conditions to those that drive the first half of the curve. In other words,
we expect the EDROFF status curve to decrease with conditions of high interest rate and/or HPI.

Given that EDNC and TC status categories make up EDROFF state, we will expect a positive
relationship between the PSTED state and the EDNC state since the latter is positively correlated
with the EDROFF state (Figure 9). We expect to observe a positive relationship between the two
variables over the long haul as shown in the correlation plots. However, there is a tendency for
the correlation to be negative at certain times. This negative relationship is brought about by
the magnitude of the rate of flow of policies into the TC state from the PSTED state is and also
the rate of flow of policies into the PSTED state (Figure 7). We think that high interest rate,
which may be correlated with inflation, will possibly cause borrowers to default at some point and
therefore increase the rate of polices into the PSTED state. Therefore, market conditions such as
high interest rate will increase the rate of flow of policies into the PSTED state and at the same
time, we would have a large rate of flow of policies into the TC state, that is, a large termination
rate. If the rate of flow of policies into the TC state is larger than the rate of flow of policies into
the PSTED state, we would expect the PSTED state to have a negative marginal increase while
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Figure 9: The average rate of change of National EDNC as it ages.
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the TC state has a positive marginal increase. This brings about the negative correlation at some
point in time.

Terminated policies with a claim is predicted to occur during high interest rate and low HPI
economic conditions. Also, the amount of polices in the TC status is expected to be positively
correlated with the amount of polices in the PSTED state over the long haul (Figure 7). This
relationship, like the one we saw above, can also be a negative relationship at certain times as a
result of the rate of flow of policies into the PSTED state, and subsequently, the rate of flow of
policies into the TC state. The dynamics of the relationship is as described above. We expect
that loans that terminate with claims do so very early, since the longer a policy lasts, the more
equity the borrower builds up and the more likely such borrowers are to end up in the EDNC state.
Hence, we would possibly expect, from the shape of the curve, that the TC status curve will climb
steadily and then begin to decline from the 6th or 7th years onward (Figure 10). We hypothesize
that this is due to economic conditions such as low HPI and interest rate.

4 Models

4.1 Preliminary State Model

We developed a simple linear deterministic model for possible states of the loan. Namely, N, never
delinquent, E, ever delinquent, and T, terminated. We assume that never delinquent loans can only
remain in N or move to E and that no elements in N can move to T. The rate that Never delinquent
loans become ever delinquent is denoted by r and the rate at which ever delinquent loans become
terminated loans is s. The matrix relation for the amount of never delinquent, ever delinquent, and
terminated loans is as follows,

Ni+1 1—r 0 0 NZ
Eiy | = r 1—s 0 E;
Tit1 0 S 1 T;

4.2 Dynamical State Model

We have developed a more precise dynamic model for the states of the loan.

Ai1 l—rc—rg 0 0 0O A;
Ci+1 ro 1-— D —Tr 0 00 CZ
Diy | = 0 D 1 00 D;
Ti+1 0 rT 01 0 Ti
Sit1 rg 0 0 0 1 S;
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Variables and Parameters

A | Persistant Never Delingent

C | Persistant Ever Delinquent

D | Ever Delinquent Non-Claim

T | Terminal Claim

S | Never Delinquent Runoff

ro | the rate of elements going from A to C
rp | the rate of elements going from C to D
rr | the rate of elements going from B to D
rg | the rate of elements going from A to F

The drivers of these rates include:

- loan risk grades distribution, which we suppose to be fixed for purposes of the exercise,

- housing market dynamics (interest rate and home price diffusions)whose effects are translated
into the transitition rates in your model by ”behavioral models” whose outputs you can assume
have been given to you, and

- dependencies between these housing market effects and the loan cohorts originated at different
times [3]

The random variables of interest are the various transition rates at each aging period, as they
emerge from the action of housing markets on the holders of loans backed by collateral in those
markets. Broadly speaking, when loan rates drop significantly after origination, the rate of borrower
prepayments increases (more for never-delinquent than for ever-delinquent, but both are similar
in direction), and when loan rates increase, prepayment rates drop off to lower levels, but with a
lower bound equal to the homeowner "move rate” which varies from geography to geography, but
averages around 6% nationwide, and varies generally between the range of 4% and 15%. Likewise,
when home price changes are close to or above long term trends in a stable economy, delinquencies
and claims tend to decline below long-term average rates, and when home price changes are small
or flat, delinquencies and claims tend to rise somewhat above long term averages, and the transition
from delinquencies to claims increases rapidly as home price changes decline to zero and increasingly
negative percents. For a given loan type, the borrower’s remaining equity in the collateral is the
most sensitive variable predictive of delinquencies transitioning to claims. The bulk of insured
loans have inital borrower equities ranging from 15% to 3%, and a few go down as far as 0%. What
happens as the loans age will determine the borrower’s equity at a given time. [3]

5 Model Implementation

The objective is to create an application which uses the deterministic model, with statistically
computed certificate flow rates from the data to develop a rudimentary simulation of the given
data. The application should accept the parameters, year and division from the user and return the
corresponding dynamics matrix for simulation purposes. Deterministic improvements on the model
will be made through further intuition and insights from the literature. Probabilistic improvements
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of the model are expected and will be implemented accordingly.
The algorithm is as follows;

1) Program accesses geo-temporal dispersion data
2) User specifies division and year as parameters
3) Program computes time step differences for each cohort status under the given parameters
4) Time step differences are labeled as follows,

AA; = Aj1 — Ay

AD; = Diy1 — D;

AT, =Tt =T,

AS; = Sit1 -5

AC; = (—AA; — AS;)) — AD; — AT;

5) Assign rates according to the flowchart in figure one, by taking the differences of a particular
state and then dividing by its previous state at each time-step.

_ AT
rT, = Cl
TDi = CZ
rs AS;
'y
rec. = ACZ
i A,
6) Find an average over all rates; r7, rp,, r's;, rc;-
7) Bulid a matrix,
1l—rc—rg 0 0 0O
ro l—rp—rp7 0 0 O
M = 0 D 100
0 rT 010
rs 0 0 01
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6 Numerical Analysis

6.1 Statistical Results

We would generally expect PSTND and PSTED to be negatively correlated as the plot shows above
(Figure 11. However, there is the tendency also to observe a positive relationship sometime. This
transient change in relationship is brought about by the rates at which policies from PSTND are
being lost to PSTED and NDROFF, as well as the rate at which policies are lost from PSTED to
EDROFF. When the rate at which policies are lost from PSTND to NDROFF is larger than the
rate at which policies are lost to PSTED, and also the loss of policies from PSTED to EDROFF
is large, we would expect the marginal increase in PSTED to be negative. Therefore, PSTND and
PSTED will decrease together and this will bring about a positive relationship between PSTND and
PSTED. We will not expect this trend to continue for too long as we see in the plot. Low interest
rate can cause the situation described above to occur. High HPT could also potentially elicit a similar
relationship. Unlike PSTND, we expect also a positive correlation, generally, between PSTED and

PSTND correlation plots
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Figure 11: PSTND correlation plots

EDNC (Figure 12). Given that EDROFF at any aging year is the sum of EDNC and TC, and a
positive correlation exists between PSTED and EDROFF, we would by any means expect PSTED
and EDNC also to be positively correlated, all things being equal. We see much of this relationship
in the plot above. However, like most of the relationships, the rate of policies leaving PSTED for
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EDROFF, affect this relationship. In a situation where the rate of loss of policies to EDNC is
very high as compared to the rate at which policies are being lost to PSTED, a negative marginal
increase is observed in PSTED. We would expect this relationship to be negative. High HPI and
low interest rate foster this situation. See Figure 12.

PSTED correlation plots
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Figure 12: PSTED correlation plots

Also, the relationship we see between PSTED and TC is as we expect, See Figure 12. Conditions
of high interest rate and low HPI are plausible for the behavior of the relationship. We would
expect policies in the PSTED status to terminate with claims very early in their lifetime. This is
consistent with the behavior of the TC curve which rises very fast for the first few years as PSTED
decreases but after a while begins to fall. This is as a result of policies lost from PSTED going to
EDNC since such borrowers may have built up enough equity among other reasons low interest
rate, high HPI. [4]

We want to note that EDROFF is the sum of TC and EDNC. Therefore, we would also expect
a positive relationship between PSTED and EDROFF, and also a positive relationship, generally,
between EDROFF and EDNC and TC a in Figure 13.
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Table 1: Correlation Coefficients

EDNC | TC | PSTED | PSTND | EDROFF | NDROFF
EDNC 1 0.43 0.013 -0.89 0.79 0.88
TC | 043 1 0.58 -0.44 0.89 0.34
PSTED | 0.01 0.58 1 -0.2 0.4 0.11
PSTND | -0.89 | -0.44 -0.2 1 -0.75 -0.99
EDROFF | 0.79 0.89 0.4 -0.75 1 0.68
NDROFF | 0.88 0.34 0.11 -0.99 0.68 1
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Figure 13: EDROFF correlation plots
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6.2 A Numerical Method to Estimate Financial Variables

So far we have seen lots of financial variables about mortgage insurance (MI). Many of them
vary over years, possibly following some specific patterns. Investigating those data and finding
underlying patterns is an important research topic for the success of the MI industry.

Since each year corresponds to a different pair of interest rate (IR) and house price index (HPI),
we may consider those financial variables as some functions of IR and HPI, and then see how they
are related to each other. There are many ways to investigate the dependencies. A commonly used
scheme would be to conjecture some algebraic form for the function at first, and then use the real
data to fit in to get the estimate of the arguments. However, sometimes there may never be a
algebraic form for the function. Even if it exists, the form could be very complicated, and require
expensive cost to find it. In those cases, another very useful scheme, called numerical interpolation,
can come up as an alternative. In this section, we briefly introduce this important technique.

We will explain it through a simple example. Suppose we wan to find how IR and HPI affect the
correlation between EDNC and CLAIM. A set of sample data points are provided, and we want to
use interpolation to estimate the correlation at some given pairs of IR and HPI.

In order to utilize interpolation techniques efficiently, two important assumptions are made here.
First, we assume the function is continuous and depends on these variables smoothly to some
extent. This is a reasonable hypothesis, for example, we can look at the plot of correlation versus
HPI (Figure 14), which indeed demonstrates some trend of continuity. Second, we assume a data
point is mostly affected by nearby points, and for those faraway points, the influence is relatively
small. This is also a logical hypothesis in the financial world, because what happens this year
should mainly related to what has happened in recent years.

With the two assumptions in mind, one can interpolate those data points of interest based on the
actual data points given. Depending on the accuracy requirement and the algorithm complexity,
four different interpolating schemes are provided: linear, nearest, cubic and v4, varying from the
relatively simple to complicated. The first one uses piecewise linear function to fit the data. The
second one, as its name indicates, takes the nearest data point as the prediction. The cubic scheme
utilizes polynomials of degree 3 to do the interpolation based on up to 16 data points nearby.
The last one uses an even more complicated algorithm. The ’cubic’ and ’v4’ methods produce
smooth surfaces, while ’linear’ and 'nearest’ have discontinuities in the first and zero’th derivatives,
respectively. All the methods except 'v4’ are based on a Delaunay triangulation of the data. For
more details, one can check [1] [5] [6].

Here is some plots about the interpolation results (Figure 15). Those small circles are actual data
points used for interpolation. We do estimation on every mesh grid point. As one can see, the
last one, 'v4’, give the smoothest surfaces, which is consistent with our initial assumption of a
continuous and smooth function. Intuitively, we can think that a smoother interpolation gives a
more accurate result, because it use more information for the estimation. Let us give it a bit more
investigation.

There is a more detailed view about v4 interpolation (Fig 16). One can see how the correlation
changes over the IR and HPI. One observation would be that the correlation varies rapidly along
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HPI with relatively moderate reaction for IR. If we fix the IR and slice the graph along the HPI
axis, we will see the section curve varies like some trigonometric function, agreeing well with what
we have seen before about the dependency of the correlation on the HPI (Fig 14).

Figure 16: V4 interpolation

The contour plot provides intuitive results from another interesting aspect(Figure 17). Each curve
represents a path along which the same correlation is achieved. They reveal more about the changing
pattern of the correlation over these two factors. And we can easily predict the correlation on a data
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Figure 17: Contour plot of interest rate versus housing prince index, deeper color represents lower
values.

point. For example, when IR is 12.25 and HPI is 120.5, the estimated correlation between EDNC
and CLAIM would be 0.9807. In the appendix we provide a function (corrmtx1fn.m), which takes
IR and HPT as inputs, and will output a correlation matrix about all the 6 different cohorts (Edroff,
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Ednc, Claim, Ndroff, PSTED, PSTND). Moreover, this method can be extended to apply on any
MI financial variables, such as cohort, cash flow, as long as they satisfy those two assumptions.

Here we use numerical interpolation of two-dimension and only investigate the dependencies of
correlation on IR and HPI. If we want to investigate how it is affected by other variables, such
as the age factor, we can incorporate the new variables and do higher dimensional interpolation.
Also, one may notice some absurd prediction from the above, like a correlation number lager than
1. This is some pitfall of the numerical interpolation, as it does not take the physical meaning of
the variables into account. We can add some restriction and improve the method such that it gives
more logical estimate. All these will be left for future work.

7 Conclusion and Future Work

This paper is intended to be a preliminary investigation into the dependency structure between
cohorts. In summary, we first find the correlations among the cohorts. Using that information and
the general knowledge of the data, we set up the dynamic model to develop dependency of future
cohorts based on the past information, and find how HPI and IR can affect the cohorts. All above
are just some very basic analyses of aggregate loss model. Future research would include:

(1.) Improving the HPI and IR components in the attached program so that these values can be
included as inputs.

(2.) Including age and division effects in the program.

(3.) Assuming that age, origination year, and cohort effect are additive and there is no interaction
among them, we can include a constrained multiple regression in the cohort analysis:

Yijk = p+ ai + pj + ¢k + €

where the effect of ith age group is given by a;, the effect of jth year by p;, and the effect of kth
cohort by cj. p is the grand mean of the dependent variable and e;; is the random error. Yjj is
the dependent variable which is the number of claim policies with respect to each age group and
year in each cohort.

Using that model we can estimate the effect of age, year and cohort and predict the future number
of claim policies for given age and year in a specific cohort.

(4.) Investigate, through a three-dimensional interpolation to explore the effect of the age factor
on the dependencies of correlation of the IR and HPI financial variables.

(5.) Integrate statistical time series analysis with copula theory to provide a unified model of time-
dependence. This is a relatively new field, and after more theoretical work is published, this field
can be expected to become a major element in the world of financial economics.
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9 Appendices

A Terminology of Business Dynamics

Ever Delinquent runoff (EDROFF)
The loss from tainted-record borrowers refinancing or canceling insurance. We expect
Ever Delinquent runoff < Never delinquent runoff, unless cohort experiences a severe shock.
In this case, the ever delinquent component may exceed the never delinquent component
of persisting loans, and lead to ever delinquent runoff exceeding never delinquent runoff
in later ages. [3]

Ever Delinquent Non-Claim (EDNC)
Borrowers with tainted records whose loans come to term or equity reaches mortgage
insurance cutoff. Statutory cutoff rules require some standard of performance preceding
cancellation, but if the latest delinquency episode was in the distant past
(e.g., GT 2 or 3 years) then statutory cancellation would apply. [3]

Term at Claim (TC)
Claim loss from members in persistent ever-delinquent when default occurs.

Persistent ever delinquent (PSTED)
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Active mortgage insurance policy value of borrowers with tainted records.
Persistent never delinquent (PSTND)

Good borrowers. Always paying and have little claim risk but high refinance risk.
Never delinquent accumulated runoff (NDROFF)

Loss from the persistance never delinquent borrowers that refinance. We expect

Never Delinquent runoff > Ever delinquent runoff. Loss of revenue, yes.

See note above concerning the inequality true most times but could be violated at late

ages, after the good stuff has evaporated and the bad stuff has hung around. [3]

B Source Code

%MI.m
%Author: Wei Chen
%This function is designed to compare the simulated data and the actual data.
%V is the actual data, SV is the simulated data, Dif_V is the difference between the two sets of data.
%The input information is the division number and the year.
function [V,SV,Dif_V]=MI(Div,Year)
%Import data from the data file, and calculate the difference.
[A,Dif_A]l=cal_PSTND(Div,Year);
[C,Dif_Cl=cal_PSTED(Div,Year);
[D,Dif_D]=cal_EDNC(Div,Year);
[T,Dif_T]=cal_Claim(Div,Year);
[S,Dif_S]=cal_NDROFF(Div,Year);
%Recalculate the difference of C
Dif_C=-Dif_A-Dif_S-Dif_D-Dif_T;
mC=C;
mA=A;
mC(:,10)=[1;
mA(:,10)=[];
%Get the rates of the four factors.
rate_T=Dif_T./mC;
rate_D=Dif_D./mC;
rate_S=Dif_S./mA;
rate_C=Dif_C./mA;
%Get the mean of the rates for each factors.
mean_rT=0;
mean_rD=0;
mean_rS=0;
mean_rC=0;
for i=1:9
mean_rT=mean_rT+rate_T(i);
mean_rD=mean_rD+rate_D(i);
mean_rS=mean_rS+rate_S(i);
mean_rC=mean_rC+rate_C(i);
end
mean_rT=mean_rT/9;
mean_rD=mean_rD/9;
mean_rS=mean_rS/9;
mean_rC=mean_rC/9;
/%Calculate the M matrix from the mean rates.
M=zeros(5);
M(1,1)=1-mean_rC-mean_rS;
M(2,1)=mean_rC;
M(5,1)=mean_rS;
M(2,2)=1-mean_rD-mean_rT;
M(3,2)=mean_rD;
M(4,2)=mean_rT;
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for i=3:5
M(i,i)=1;

end

for j=1:10
i=1;
V(i,j)=AC1,3);
V(i+1,j)=C(1,3);
V(i+2,j)=D(1,j);
V(i+3,3)=T(1,3);
V(i+4,j)=S(1,3);

end
%Calculate the simulated data by the M matrix and the actual data.
SV=M*V;
for i=10:2
t=8V(:,i-1);
SV(:,i)=t;
end
SV(:,1)=V(:,1);
age=1:10;
%Plot the gragh for the division and the year provided
for i=1:5

subplot(3,2,1i);
plot(age,V(i,:),’-r’)
hold on
plot(age,SV(i,:),’:b’)
switch i
case 1
title([num2str(i) ’: Graph of PSTND’])
case 2
title([num2str(i) ’: Graph of PSTED’])
case 3
title([num2str(i) ’: Graph of ENDC’])
case 4
title([num2str(i) ’: Graph of Claim’])
case 5
title([num2str(i) ’: Graph of NDROFF’])
end
grid on
xlabel(’age’)
ylabel(’value’)
end
%Calculate some simple statistical information for the simulated data
Dif_V=V-SV;
MeanDif=mean(Dif_V,2);
StdDif=std(Dif_V,0,2);

%This Matlab function accepts interest rate and housing price index as input and returns a correlation matrix for the 6 c
function zi=corrmtxifn(myir,myhpi)
%MMEMPTY predict the correlation matrix between the whoele 6 factors
%1=Edroff 2=Ednc 3=Claim 4=Ndroff 5=PSTED 6=PSTND J, myir represent chosen interest rate my hpi repr
data=load(’correlation.txt’);
%interest rate for 1998-2007
ir=[13.7700 16.6325 16.0842 13.2275 13.8700 12.4242 10.1775 10.1958 10.3383 10.3242 10.1300 9.2492 8.4008 7.3300 8.3558 7.95
1;
%house price index for 1980-2007
hpi=[102.6625 108.2300 111.9925 116.7850 122.8075 130.6475 140.7375 150.4225 157.6875 164.7375 168.1450 170.3800 174.7200 17

szx=19; %only use data for 1980-1998
k=1:s2%x;

x=ir (k) ;
y=hpi(k);
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if myir<min(x) | myir>max(x) | myhpi<min(y) | myhpi>max(y)
disp(’Warning: The estimated point is out of bound. The result may not be reliable or not even available’);
end

zi=ones(6);
for m=1:6
for n=m+1:6
z=data(6*(k-1)+m,n);
zi(m,n)=griddata(x,y,z,myir,myhpi, ’cubic’);
zi(n,m)=zi(m,n);
end
end
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Abstract

We seek a permutation for a nonsingular n x n matrix A that moves the entries of
“large” magnitude to the diagonal. The purpose of this permutation is to improve direct
and iterative methods for solving Ax = b. We use MATLAB to employ three variations
of algorithm MC21: two from [2] and a third which includes our own modification to
the algorithm. We compare the performance of these three programs against each other
and we run tests to determine the effectiveness of this preprocessing. The approaches
discussed here utilize perfect matchings of the natural bipartite graph derived from A.

1 Introduction

Suppose we begin with a sparse nonsingular real n x n matrix A and we wish to find the
solution vector = to the equation Ax = b. This is typically done using LU-factorization with
pivoting. Given a permutation matrix P that moves the entries of large magnitude in A
to the diagonal of PA or AP, we alter this pivoting process which may be advantageous in
some situations. Note that there may be multiple interpretations of the largeness of entries:
maximize the minimum diagonal entry in magnitude, maximize the sum or product of the
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absolute values of the diagonal entries, maximize the magnitude of the ratio of the diagonal
entry to the other entries in its row or column, among others. Each of these interpretations
may lead to a different approach for finding P. Given A, such a permutation matrix can be
found with algorithms that use techniques from graph theory. Two such algorithms can be
found in [2] and we developed a third one with suitable modifications. We implemented and
analyzed these algorithms using MATLAB. Then, we compared its results with those of the
more familiar pivoting methods and finally we make some concluding remarks.

2 Linear Algebra

An n x n matrix A is called singular if the determinant of A is zero. If the determinant of
A is nonzero, then it is called nonsingular. To find a solution z for a system of equations
Ax = b, various methods are available when A is a nonsingular n x n matrix and b is column
vector of size n. One such method used is LU -factorization.

If all principal submatrices of A are nonsingular, then LU-factorization decomposes A into
two matrices L and U such that A = LU, where L and U are lower and upper triangular
matrices, respectively. So the system Ax = b can be written as L(Uz) = b and by setting
y = Ux, we have

Ly=10 (1)

Equation (1) can be efficiently solved for y since L is a lower triangular matrix. Now, the
solution x to the original system can be obtained by solving

Uz =y. (2)

Again, equation (2) can be easily solved because U is an upper triangular matrix.

If one or more diagonal entries of A are close to zero, then pivoting is required to avoid errors
in calculations. One has to perform division by the diagonal entries in Gauss elimination,
also called LU-factorization. The fill-in of a matrix are the entries that change from an
initial zero to a nonzero value during the execution of an algorithm. Pivoting has two main
purposes. First, to limit fill-in and second, to ensure that LU-factorization exists and is
numerically stable.

In order to check the sensitivity of a matrix (or the linear system it represents) to numerical
operations we often measure error bounds. These relate the difference between an approxi-
mate and exact solution. Throughout this paper we are using the one norm.

Theorem 2.1. Let A be a nonsingular n x n matriz such that Ax = b and b # 0. If



r = Az — b 1s the residual, where z is the computed solution, then

l2-2| T
< k(A
=1 = "7amas
I
< k(A ,
<~ D17

where k(A) = ||A|||A7Y| and k(A) is called the condition number of A.

The condition number measures the reciprocal of the relative distance from the matrix A to
the set of singular matrices. If kK(A) is not too large, the matrix is said to be well-conditioned.
Matrices with large condition numbers are said to be ill-conditioned, which means A is close
to singular. We may not be able to trust the computation results of an ill-conditioned matrix.

Lemma 2.2. If A and B are n x n matrices, then ||AB| < ||All||B||-

Lemma 2.3. If P is a permutation matriz, then |PA| = ||[AP|| = ||A]||.

Now for LU-factorization, we have

k(A) = k(LU)
= [|ILUNILU|
< ZINTLH o=
= [IZI[IZ= T o=
= r(L)x(U) (3)

Applying Theorem 2.1 we have

< k(L)w(U) H Z ” (4)

From Theorem 2.1 and equation (4) it is clear that when solving the system Ax = b using
LU-factorization, it is necessary to make sure that the product x(L)x(U) is close to k(A).
This will ensure that LU-factorization is numerically stable.

3 Graph Theory Terminology

3.1 Basic Terminology

The following graph theory terms and concepts are used to derive our permutation matrix.
A graph G = (V,E) is a collection of vertices, V, and edges, E, such that each edge is
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associated with exactly two vertices, called its endpoints. We say that an edge e € E and
a vertex v € V are incident if v is one of the endpoints of e. When e € E is incident with
x,y € V we write e = (x,y) and when each edge e € E is assigned a value w € R we refer
to them as weighted edges and we denote them by e = (x,y,w). We say two vertices are
adjacent if they are joined by an edge and two edges are adjacent if they share an endpoint.

A graph G = (V, E) is bipartite if V can be partitioned into two sets X and Y such that for
every e € E we have e = (z,y) for some x € X and y € Y. In this case, the bipartite graph
is denoted G = (X UY, FE). A path P is a sequence of adjacent edges in which successive
edges are incident to the same vertex. A path is cyclic if the first and last edges share a
common vertex.

3.2 Matchings

A matching for a graph G = (V, E) is a subset M C FE such that each v € V is incident with
at most one edge e € M. We denote the cardinality of a matching by |M|, which gives the
number of edges in M. A matching M is mazimum if for each matching M’ C E we have
M| > |M’|. A matching M is perfect if for each v € V there exists e € M such that v is
incident with e.

In general, a graph may not have a perfect matching. For instance, it is clear from the
definition that a perfect matching requires an even number of vertices. Hence, any graph
with an odd number of vertices cannot have a perfect matching. The graphs we will construct
will be guaranteed to have a perfect matching, and in most cases these graphs will have
several distinct perfect matchings.

3.3 Augmenting Paths

To obtain a maximum matching, we find successive matchings of increasing cardinality using
specifically chosen paths. Note that if the graph is guaranteed to have a perfect matching
then any maximum matching will be a perfect matching. Given a matching M, we say that
P is an M-alternating path if the edges of P alternate between being in M and not in M. An
M-alternating path is called an M -augmenting path if it connects two unmatched vertices.

For M, P C FE, then we define
M@ P=(M\P)U(P\M),
where M\P ={e|e€ M and e ¢ P} and P\M ={e|e€ P and e ¢ M}.

We provide the following results about augmenting paths without proof (the proofs can be
found in [4], Chapter 10).

Theorem 3.1. If M is a matching and P is an M -augmenting path, then M & P is also a
matching with |M & P| = |M| + 1.



Theorem 3.2. If M 1is a matching and P is an M-alternating cyclic path then M @ P s
also a matching with |M @ P| = |M|.

Theorem 3.3. A matching M is a maximum if and only if G does not have an M-
augmenting path.

Theorems 3.1 and 3.3 provide a natural algorithm to find a maximum matching as follows:
while G has an M-augmenting path P, find M & P. Figures 1 - 4 illustrate an example
where a maximum matching is found using augmenting paths.

1 2 3 4 2>q3
8 7 6 5 7 6

Figure 1: Dark edges denote matching M Figure 2: An M-augmenting path, P
2 3 1 2 3 4
7 6 8 7 6 5
Figure 3: M & P toggles the matching Figure 4: Resultant maximum matching
along P

4 The Unweighted Matching Algorithm (MC21)

Given an n X n matrix A, there is a natural edge-weighted bipartite graph G4 = (VRU V¢, E)
with |Vg| = |Vo| = n that can be extracted from the matrix. Let Vg = {r1,79,...,7,} and
Ve ={c1,¢,..., ¢} be such that r; corresponds to row ¢ in A and ¢; corresponds to column
j in A. Now, for each nonzero entry a;; in A, define the weighted edge e = (7, ¢;j, a;;). It is
known that if A is a nonsingular matrix, then there exists a perfect matching for G4. Note
that each edge e € M corresponds to a nonzero entry in A and further if e = (r;,¢;) then
neither 7; nor ¢; can be incident to any other edge in M. Hence, no two entries from A
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that correspond to two edges in a matching for G 4 may be in the same row or column, since
otherwise it would not be a matching. Further, if we have a perfect matching for G 4, then
at least one such entry must exist in each row and column, since otherwise the matching
would violate the definition of perfect. We conclude that the edges of a perfect matching of
G 4 correspond to n entries from A so that each row and column contains exactly one such
entry. Now there exists a natural permutation matrix P = (p;;) derived from this matching
by defining
[ 1, ife=(r,c5) € M;
Pji = { 0, otherwise.

Such a permutation will move some nonzero elements of A to the diagonal, i.e., the diagonal
elements of PA will all be nonzero.

5 Implementation

We began with the task of understanding and implementing the algorithm based on un-
weighted matchings. Although this algorithm does not permute “large” entries to the diag-
onal, it does remove all zeros from the diagonal. After testing this algorithm MC21 found in
[2] with many matrices, we then implemented the weighted algorithm and finally developed
our own modified algorithm.

The input for MC21 is a nonsingular n x n matrix A and the output is an n X n permutation
vector, P, so that both PA and AP have all nonzero diagonal entries. As mentioned earlier,
A must be nonsingular to ensure that a perfect matching can be found with the algorithm.
The singularity of the matrix is tested by observing the condition number rather than the
determinant, because of the floating point arithmetic used in MATLAB.

The program uses a vector M to represent the current matching. The indices of M correspond
to the columns of A. The jth element of M, M(j), represents the row vertex to which
column vertex ¢; is matched. If column j is not matched, then M(j) = 0. For example, if
M =104 0 2] then column 1 is not matched, column 2 is matched to row 4, column 3 is not
matched, column 4 is matched to row 2. The current alternating path is represented by the
vector P. The program maintains the alternating tree grown with the algorithm using the
vector B. Once an augmenting path is found using P and B we update the matching. If the
new matching is not perfect, then the program begins to look for the next augmenting path.

After coding the algorithm MC21 in MATLAB, we applied it to different classes of matrices
from the MATLAB gallery and some large matrices available at [1]. The algorithm worked
properly with inputs ranging from 800 x 800 to 3500 x 3500, and with as many nonzeros as
nearly 300,000. We then compared our results to the factorizations produced by the built-in
LU-factorization function of MATLAB.

Using MC21, we found the permutation matrix P. Next, we calculated the LU-factorization



of PA without pivoting and calculated the condition number of the resulting lower and the
upper triangular matrix using the 1-norm. We compared them to the condition number of the
lower and upper triangular matrix produced by the LU-factorization of A with pivoting using
MATLAB. We also compared the condition number of the lower and the upper triangular
matrix to £(A). By equation (3) we know that

k(L)k(U)
—H(A) > 1,

as seen in Figures 10 and 11. The results are summarized in Appendix A, and they were not
surprising because we only considered the unweighted matchings of the associated bipartite
graph. Nevertheless, we made some interesting observations for a few classes of matrices. For
example, MC21 performed better than MATLAB for Leslie matrices and smoke matrices.

A Leslie matrix is the n x n matrix from the Leslie population model with average birth
numbers and survival rates. For an 800 x 800 Leslie matrix, we observed that the condition
number of the lower triangular matrix obtained using MC21 was 400 times less than condition
number of the lower triangular matrix obtained by the built-in MATLAB LU-factorization.
The ratio of the upper triangular matrix obtained by MC21 to the one obtained by built-in
MATLAB LU-factorization was even smaller. The other ratios we considered are also less
than or equal to one, suggesting a better performance by MC21 on Leslie matrices. Figure 5
implies the same information and the ratios seem to be converging as the dimension of the
matrix increases.

02 cond(L MC21)/cond(Matl L) 02 cond(U MC21)/cond(Matl U)
e
*
0.15% 4 0.15
e
0.1 & 4 0.1
o ‘\\N-_—w ™
0 : : 3 : 0
50 100 150 200 50 100 150 200
dimension of the matrix dimension of the matrix
cond(U MC21)/cond(A) cond(L MC21)/cond(A)
S
1.5 1.5
1 T - B S B B
0.5 1 05
0 0
50 100 150 200 50 100 150 200
dimension of the matrix dimension of the matrix

Figure 5: Ratios for Leslie matrix

One of the interesting facts we observed about these classes of matrices is that the static
pivoting (permuting) prevents fill-in that could happen in a sparse matrix when dynamic
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pivoting is performed. For example, consider the following 4 x 4 matrix from the Matlab
Leslie gallery. Let Lj; be the lower triangular matrix and Uy, be the upper triangular matrix
obtained by built-in LU-factorization of A. These are given in Figure 6.

1111 1 0 0 0 1 1 1 1
1000 1 1 0 0 0 -1 —1 —1
A= 0100 L = 0 -1 1 0 Un = 0 0 -1 -1
00 1 1 0 0 —-11 0 0 0 -1

Figure 6: Lj; and Uy, for Leslie matrix A

We now permute A using MC21 and perform LU-factorization without pivoting to find the
lower triangular matrix Lyjc91 and the upper triangular matrix Upjcig1- The results are
shown in Figure 7.

1000 1000 100 0
0100 0100 0100
PA=110 01 ¢ Inezi| g 0 1 0 UMC21= | g 0 1 0
1111 1111 000 1

Figure 7: Lyjco1 and Upjcoq for Leslie matrix A

When comparing the upper triangular matrices from the one produced using MATLAB built-
in LU-factorization to the one produced by MC21, the MATLAB matrix has more non-zero
entries.

We also compared the ratios we discussed earlier on different types of matrices by varying
their dimensions. The graphs in Appendix A are a sample we obtained by plotting the ratios
for different dimensions.

We also compared other parameters of the matrices obtained by permuting A using MC21
and the MATLAB built-in LU-factorization. Some of these parameters include

e Norm of the diagonal elements

e Largest diagonal element in magnitude

e Smallest diagonal element in magnitude
After testing more than 50 different types of matrices, no observable trend was seen in
the results. However, while analyzing the results produced for these classes of matrices we

were able to develop some heuristics to later add to the MC21 algorithm to improve its
performance.



6 The Weighted Matching Algorithm

Recall that since A is nonsingular we know that a perfect matching for G4 exists and we
described how to build such a perfect matching using augmenting paths. Assuming that
there are several distinct perfect matchings for G4, the particular perfect matching that
we obtain using augmenting paths depends on which augmenting paths we choose. Since
the goal of the problem is to move the entries of “large” magnitude in A to the diagonal
of PA, we would like the edges of our perfect matching for G4 to correspond to entries of
“large” magnitude in A. In other words, we would like to maximize the edge weights of the
edges in the matching for G4. The unweighted matching algorithm that we discussed earlier
permutes nonzero entries of A to the diagonal. The main deficiency of this algorithm is that
it doesn’t necessarily permute “large” entries of A to the diagonal because it disregards the
weights of the edges. The weighted matching algorithm handles this deficiency under two
scenarios:

o We wish to maximize the product of the absolute values of the diagonal entries of PA.

o We wish to maximize the sum of the absolute values of the diagonal entries of PA.

In both cases, the algorithm is basically the same and so we will only address scenario 1.

First, the maximization problem is converted to a minimization problem by defining the cost
matrix C' = (¢;;) as
. { log a; — log |a;;|, a;;j # 0;
Y 00, otherwise,

where a; is the element of largest magnitude in column j of matrix A, i.e., a; = max; |a;;|.
Now, finding a permutation P that corresponds to a perfect matching for GG 4 that maximizes
the product of the absolute values of the diagonal entries of PA is equivalent to finding a
permutation P that corresponds to a perfect matching for G¢ that minimizes that same
product. So, the problem has been reduced to finding a minimum weight perfect matching
for G¢ and the details of this correlation are expressed mathematically in [2]. In order to find
the previously mentioned permutation P, algorithm SAP uses the same tactics as MC21,
but SAP extends its alternating tree with the extra requirement that its new edges maintain
a minimal edge weight. This strategy ensures that the M-augmenting path P chosen at each
iteration of the algorithm will form a matching M @ P of minimum weight for its cardinality:.
Obviously, the algorithm terminates with a perfect matching of minimum edge weight.

While the code may seem dense and cumbersome, the concept of the algorithm is pretty
straightforward. The main loop maintains two “lengths” or “costs”:

e The length [; of the shortest M-alternating path beginning at the root (column) vertex.

e The length Iy of the shortest M-augmenting path beginning at the root (column)
vertex.



While [; < [y, we continue searching to extend the shortest M-alternating path. Whenever
an alternating path finds an unmatched row vertex, it becomes an augmenting path. As soon
as I < [y, the algorithm terminates and stores the new matching found by this “shortest”
augmenting path. The performance of this code was tested and compared to the unweighted
algorithm and later our modified algorithm. The results are given in Section 8. The program
ran accurately at the expense of a slower runtime. The code for this MATLAB program can
be found in Appendix C.

7 The Improved MC21 Algorithm

After implementing the unweighted and weighted version of MC21 algorithm, we modified
the unweighted algorithm by taking weights of the entries into account before the augment-
ing is performed. More precisely, when searching each column for unmatched entries we take
the largest entry. Also, when searching the columns we always start from the one having
the largest element. By doing so the performance of the unweighted algorithm is greatly im-
proved, and this modified algorithm is much less expensive than the fully weighted algorithm
in terms of computation. In the next section, the performance of the modified algorithm and
the weighted algorithm for sparse random matrices are compared. The modified algorithm
performed extremely well against the inefficient weighted algorithm for sparse matrices.

Table 1: Product of diagonal entries 1" ;|a;,,| for n x n matrix from MatLab gallery after
permutation with and without weights. (n=10)

fiedler krylov randhess | lotkin orthog | randjorth | chbvand
unweighted 1 4.05E+24 | 2.04E-4 | 1.57E-9 | 2.13E-6 | 8.89E+29 | 3.21E-5

modified 8.93E+4+6 | 4.08E+24 | 8.32E-3 | 1.57E-9 | 9.01E-5 | 4.49E430 0.25
weighted 9.76E+46 | 2.08E4+26 | 1.31E-1 | 5.38E-9 | 1.79E-4 | 2.04E+32 0.87

8 Comparison of the Three Algorithms

We tested all three algorithms on sparse random matrices generated by Matlab for matrices
of various dimensions. Then, we compared the product of the diagonal of the permuted
matrices from these algorithms. As one can see in Figure 8, both the weighted and our
modified algorithm are an improvement over the unweighted algorithm because they have a
much larger value. The weighted algorithm performs slightly better than the modified one.

In Figure 9 we display the runtime for the weighted and modified algorithms using the same
matrices as above. Note that our modified algorithm is much faster than the weighted one.
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In summary, the difference between the products of the diagonal given by the weighted and
the modified algorithms is relatively small, but our modified algorithm is significantly faster.

i Products of the diagonals of various sized permuted matrices

10 T T T T T
®  unweighted
50| modified i
1 *  weighted
12| i
®
10| o ® |
°
o * o
10" | i
L]
L]
[ ]
[ ]
10° | ° 8
[ ]
L]
10° I I I I I
0 50 100 150 200 250 300

Dimensions of matrices

Figure 8: Comparison of the product of the absolute values of diagonal entries for permuted
sparse random matrices using the three different algorithms

Computation times of modified and weighted algorithms

100 ; : : : ;
®  modified 3 L
¥ weighted & ,
10' b + + v 3
L ]
+
5 +
2, L,
210’ ¢ = 1
S * ]
Q.
© +
4
10" 4 .5 B ® L
% %
x x
% % =
102 I I I I I
0 50 100 150 200 250 300

Dimensions of matrices

Figure 9: Comparison of cpu-time for finding permutation matrices for the above sparse
random matrices.
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9 Conclusion and Future Research

To find a permutation P for a sparse nonsingular n x n matrix A we solved the matching
problem with a bipartite weighted graph. During our workshop we implemented a matching
algorithm for both the unweighted and weighted case and then developed our own algorithm
by modifying the unweighted algorithm. Our algorithm improved the product of the diag-
onal of the entries compared to the unweighted algorithm and is faster than the weighted
algorithm.

Future research can include investigating different approaches to solve the same problem.
One such example is to use an algorithm for a transportation task, since the matching
problem for a bipartite graph can be interpreted as a transportation problem: we have n
towns (r; € Vi) of production corresponding to the matrix columns and n towns (¢; € Vi)
of consumption of some product corresponding to the rows of the matrix. We also have the
matrix A = {a;;}, where a;; is the cost of transportation from town ¢ to town j for each
item of the product. We know that each c¢; can be connected (matched) with only one r;.
The question is how to make connections while minimizing the total cost of transportation.
Therefore, we have the problem:

min 7 = E CijTij
i’j
E ZEZ']‘:LZ':]_,...,’I’L
i
Y wy=15=1,....n
J

.Z'Z]ZO

x = (x;;)-transportation plan, where z;; is the number of items of the product. The solution
x should be so that x;; = 1 corresponds to the matching [r;, ¢;], while z;; = 0 means that
7, ¢;] is not matched. A solution x to the above system will contain only zeros and ones and
hence z will provide a perfect matching. There are algorithms to solve this linear system in
[2] Chapter 11.2 and also in lectures [3].

The bipartite matching problem can also be solved using maximal flow. For this approach,
we should add two more points to our bipartite graph: a source and a sink. The edges from
the maximal flow correspond to the edges from the matching we seek. To find the path with
minimal weight we use Dijkstra’s shortest path algorithm and Bellman-Ford algorithm.
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Appendix A

P K(LMC21)/k(LMatl [k(UMC21)/k(UMat! K(LMC21)*k(UMC2
Matrix Name K(A) ab) ab) K(LMC21)/k(A) K(UMC 21)/K(A) 1)/k(A)
dorr 6.E+09 4E+04 3.E-07 9.E-04 3.E-07 2
leslie 4 0.003 6.E-04 1 0.250 1
smoke 800 0.007 0.020 0.005 3 12
fiedler 6.E+05 24 0.030 6 0.060 2E+05
chebspec 2E+14 1 0.395 1E-12 0.429 74
toeppd 3.E+06 4 1 1.E-03 0.021 67
lehmer 8.E+05 1 1 8.E-04 0.002 1
randcorr 3.E+04 1 1 0.010 0.419 127
tridiag 3.E+05 1 1 0.002 0.003 2
toeppen 23 1 1 1 1 27
('smoke’,n,1) 2 E+03 1 1 6.E-04 1 1
‘prolate’,n,2 1 1 1 1 1 1
pei 2E+03 1 1 1.819 0.010 30
compar 1 1 1 1.E+00 1 1
condex 298 1 1 0.037 2 25
forsythe 6.71E+07 1 1 1.E-08 1 1
gcdmat 3.E+05 1 1 1.E+00 0.006 2.E+03
grear 9.E+00 1 1 7.E-01 1 E]
invhess 320400 1 1 0.005 0.008 12
kms 9 i 1 0.333 0.333 1
lesp 532 1 1 0.002 1 1
minij 1281600 1 1 0.001 0.001 2
parter 254 1 1 0.163 0.395 16
jordbloc 1236 1 1 8.E-04 1 1
orthog.n, 4 191 4 - 2E+02 1 4 E+04
riemann 5.E+05 1.E+07 188 7E+04 188 7E+12
hanowa 401 4 E+04 4 E+02 4 E+02 4 E+02 6.E+07
randcolu 6.E+04 3.E+03 1E+03 3E+03 1.E+04 3.E+12
randhess 9 3E+04 2E+04 3E+04 3.E+04 8.E+09
randsvd 2 E+09 3E+04 7E+02 1 9.E-01 7.E+11
randjorth 6.E+09 6.E+03 5.E+03 0.08 4E+04 2E+13
circul 802 2E+06 1E+06 2E+06 6.E+03 1.E+13
Orthog,n,3 800 7.E+24 2E+23 1E+27 4 E+25 3.E+55
Orthog,n,2 649 2E+29 2E+28 2E+31 2E+29 2E+63
ris 254 8.E+43 3.E+43 1E+43 1E+43 4 E+88
rando 6.E+04 3 E+04 Inf 6.E+04 Inf Inf
redheff 6.E+05 5.E+25 Inf 2E+25 Inf Inf

Figure 10: Ratios we considered of various 800 x 800 matrices in MATLAB gallery
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Group and Matrix | MtriX k(Lmc21)l [k(Umc21)l |k(Lmc21)! |kumcaay [<EME21)(
Name Dimension |\ zeros [“A)  |k(Lmatiab) [x(Umatab) [x(A) K(A) K{Unc21)
(square) Ik_A
Hblorsreq_1 2205 14133 [P E+04]4 0405  Jooos  Joi76 |15
Rajatirajat12 1879 12818 |2E+06|2E+04 0326 (0359 [0298  |2.E+05
HB/shermanb 3312 20793 |4E+05]35 1 0009 |1 3.E+03
HB/bp 0 822 3276 |2E+07 |1 b 5E08 1 1
Hamm/add20 2395 13,151 |2.6+04 |1 b 5E04 |0467 |4
Simon/raefsky 3,242 293409 |3E+04 |1 | 0.065 |0252  |520
Brunetiere/thermal __|3.456 86528 |16 |1 . 0292 (0400 |2
vanHeukelum/caged |3.534 41504 712 |1 b 0055 |1 4
Bailolm1000 1000 3996 |3E+06|2E+04 |6 1 7 2E+07
Bai/bwm2000 2,000 7006 |3E+05(122 11 1 10 2 E+06
MathWorks/Sieber _|2.290 14873 [1E+10[2E+18 _[1E+10 _|6E+10 [1.E+10 [8E+30
FIDAP/ex22 839 22460  |6E+04|1E+28 [26+27 |3E+26 [1E+27 |2E+58
Zitneyirdist3a 2398 61896 |4E+07|2E+58 |1 E+32 [6.E+63 [4E+31 [8E+92

Figure 11: Ratios we considered of various
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Figure 12: Ratios for different sizes of smoke matrices
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Appendix B
MATLAB Code implementing Algorithm MC21

function Per = MC21(A);
ToTo oo To o To To o o oo To o To oo fo o o o o fo o Fo o To foJo Fo o To o Jo Fo o To oo fo o Fo o To fo o o o To fo o Fo o To o Jo Fo o To foJo Fo o To oo fo o o oo fo o

% MC21.m finds a permutation matrix that eliminates the zeros along the %

% principal diagonal. A
% Input: A = a square matrix to be permuted /A
% Output: Per = Permutation matrix %

Too o oo oo To oo ToToToToTo oo oo o 1o fo o o o o o o o o o o o To T To o ToTo o oo oo oo o o o o o o o o o T Jo o To T T To oo o oo oo

% Display error message if the matrix is singular
if (cond(A) > 1lel6)

disp(’Error: Matrix A is singular’);

Per = [];

return;
end

% Grab the size of matrix
n = size(A,2);

% M is the matching. The indices of M corresponds to the columns of A
% If M(i) "= 0, then (i,M(i)) is an edge in the matching
M=zeros(1,n);

% While there is an exposed column vertex
while(sum(ismember(M,0)) ~= 0)
% Find the exposed column vertex to be the beginning of the augmenting path
for z=1:1length(M)
if(M(z) == 0)
jO = z;
break;
end
end

% B contains the vertices in tree, P stores the augmenting path
% iap is the end of the augmenting path
j=3jo; P=1[0; B=1[]; iap = 0;

% While no augmenting path has been found
while(iap == 0)
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% Colj contains the indices of the nonzero entries of A(:,j)
% These are the row vertices adjacent to column vertex j
Colj = find(A(:,3));

% Determine if an exposed vertex exists in Colj
for i=1:length(Colj)
if (sum(ismember (M,Colj(i))) == 0)
% Colj(i) is exposed, that means there is an augmenting
% path from jO to Colj(i)
iap = Colj(i);

% Use the augmenting path to get a larger matching
% Update M to store this new matching
if (length(P) ~= 0)
% savel and save2 are storage values
savel = M(P(length(P)));
M(P(length(P))) = iap;
for t=length(P):-1:2
save2 = M(P(t-1));
M(P(t-1)) = savel;
savel = save2;

end
M(jO) = savel;
else
M(jo) = iap;
end
break;
end
end
if(iap == 0)

% checkpointl is a flag variable to break out of the for loop
checkpointl = 0;
% Determine if Colj has any vertices which aren’t in the tree
for i=1:1length(Colj)
if checkpointl ==
% checkpoint is a flag variable to indicate that all
% vertices in Colj are already in tree. (If this happens
% then checkpoint will remain equal to zero).
checkpoint=0;
if (sum(ismember (B,Colj(i))) == 0)
checkpoint = 1;
checkpointl = 1;
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% Add Colj(i) to the tree and update B

B = [B Colj(i)];

% b is a flag variable to break out of the for loop
% once the mate of Colj(i) is found

b = 0;
for s=1:length(M)
if(b == 0)
if(M(s) == Colj(i))
% s is the mate of Colj(i)
% Traverse the unique alternating path
% containing Colj(i) until s is reached
% Then add s to the set P
P=[P s];
% Now begin searching from s
j=s;
b =1;
end
end
end

end
end
end
% If checkpoint =0, then all vertices in Colj are already in the
% tree. Now we need to backtrack to the previous column vertex
% in the alternating path and start searching.
if (checkpoint==0)
% Delete the most recent column vertex from P so that we can
% backtrack to the previous column in the alternating path
if (length(P) > 1)
Ptemp = [];
for k=1:1length(P)-1
Ptemp = [Ptemp P(k)];
end
P = Ptemp;
j = P(length(P));
else
j = 30;
P=[];
end
end
end
end
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end

% Create the permutation matrix.
Per = zeros(n);
for k=1:n
Per (k,M(k))=1;
end
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Appendix C
MATLAB Code Implementing Algorithm SAP (The Weighted Matching Algorithm)

function Perm = SAP(A)
TotoTo oo To o ToToto To T o To o To o o To o foTa o fo o o To o To To o to o Fo o To fo o To Fo o To o o Jo To Fo o To To o o To o Fa o foJo o Fo o To Fo o fo o foFa o fo o

T h
% SAP.m finds a permutation matrix that maximizes the product of the Y
% diagonal entries. yA
y b
% Input: A = sparse nonsingular square matrix yA
% %
% Output: Perm = The desired permutation matrix yA
r y

Toloo oo o oo o oo ToToToTo oo o o o o o o o o o o o o o oo oo ToToToToToTo oo oo oo fo o o o o o o o o o o o To o To To T To T

% Grab the size of A and ensure that A is nonsingular
n = size(4,2);
if (cond(A)>1el6)
disp(’Error: Matrix A is singular’);
Perm = [];
return;
end

% Initialize the cost matrix C (choose either maximize product or sum for
% the diagonal of Px*A)
C = inf*ones(n,n);

a = max(abs(A));
for i=1:n
for j=1:n
if A(i,j) =0
C(i,j) = log(a(j)) - log(abs(A(i,j))); ' max prod(diag(PxA))
%C(1,3) = a(j) - abs(A(i,j)); % max sum(diag(P*A))
end
end
end

% We begin with dual variables u_i = v_j = 0 and so the reduced cost matrix
% Cbar is equal to C for the first iteration

u = zeros(1l,n);
v = zeros(1l,n);
Cbar = C;
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T
T
M

T

Initialize the matching M
If M(i) "= 0, then (M(i),i) is an edge in the matching
= zeros(1,n);

Repeat for each column of A

for j=1:n

b
h
b
b
b
b
h
b

Main search loop

The variable jO maintains the current focal column vertex.
B and Q track the marked row vertices. The vector p tracks
of the M-augmenting path and d(i) maintains the cost of the
from row vertex i to the root column vertex. The variables
maintain the costs of the current path and augmenting path,
while isap and jsap maintain the row and column vertices of
the current shortest augmenting path.

% Initialize all variables and vectors
jo = 3;

B=1[;Q=1[];

p = zeros(l,n); d = inf*ones(1,n);

lsp = 0; 1lsap = inf; isap = 0; jsap = O;

while true
for i=1:n

The vectors
the columns
shortest path
1sp and lsap
respectively,
the end of

% For each row i, only proceed if A(i,j) is nonzero and i is

% a vertex we haven’t yet visited in this path
if (A(i,jO) "= 0) && (sum(ismember(B,i)) == 0)

% Only proceed if the addition of this vertex keeps the
% current alternating path shorter than the shortest

% augmenting path
dnew = 1lsp + Cbar(i,jo);
if dnew < lsap

% If i is an unmatched vertex, we have a new shortest

% augmenting path

if sum(ismember (M,i))==
lsap = dnew;
isap = 1i;
jsap = jO;
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% 0t
else

end
end
end
end

% If Q is empty,

herwise, i is matched

% In this case, if the current path is the shortest
% alternating path to vertex i, update d(i) and
% prepare to (possibly) search its matched column
% by updating p and Q.
if dnew < d(i)
d(i) = dnew;
mi = find(ismember(M,i));

p(mi) = jO;

if sum(ismember(Q,i)) ==

Q = [Q il;

end

end

then we have found the shortest augmenting path

%» and we are ready to update the matching.

if isempty(Q)==
break;

% Otherwise, we
% in Q. Hence,

may have a shorter path through the cheapest vertex
we must find this vertex and update the length of

% the shortest alternating path.

else

champ = inf;

r = length(Q);

i =0; Qindex = 0;

for k=1:r

if d(Q(k)) < champ

i=Qk);
lsp = d(i);
champ = d(i);
Qindex = k;

end
end

% If the length of the shortest augmenting path is still
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% shorter than the length of the current alternating path, then
% we have found the shortest augmenting path and we are ready
% to update the matching
if lsap <= lsp
break;

% Otherwise, we need to move to a new column (the column with
% which vertex i is matched) and continue to extend the current
% alternating path until it becomes an augmenting path or until
% it becomes more expensive than the current shortest
% augmenting path.
else

% Move row i from Q to B so that we know to avoid it in

% this current alternating path.

B = [B i];

Q(Qindex) = [1;

% Set jO to the new column (that which i is matched to)
jO = find(ismember(M,i));
end
end
end

% If an augmenting path was found, then update M
if lsap "= inf

% Augment M along augmenting path stored in p joining unmatched
% column vertex jO with unmatched row vertex isap
if p(jsap) ==
M(jsap) = isap;
else
savel = M(jsap);
M(jsap) = isap;

k = p(jsap);

while k "= 0
save2 = M(k);
M(k) = savel;
savel = save2;
k = p(k);

end

end
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% Update the dual variables u and j as well as the matrix Cbar
for k=1:length(B)
i = B(k);
u(i) = u(i) + d(i) - lsap;
end
for k=1:n
i=M&);
if i "=0
v(k) = C(i,k) - u(i);
end
end
for i=1:n
for k=1:n
Cbar(i,k) = C(i,k) - u(i) - v(k);
end
end
end
end

% Construct the permutation matrix
Perm = zeros(n);
for k=1:n
Perm(k,M(k)) = 1;
end
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