
ABSTRACT

DEY, NEIL. Valid Inference in Risk Minimization Problems. (Under the direction of Jonathan P.
Williams and Ryan Martin).

A central challenge in statistics and machine learning is the estimation of unknown quanti-

ties. However, point estimates alone are insufficient without reliable measures of uncertainty.

Many traditional uncertainty quantification methods either rely on strong distributional or

structural assumptions that may not hold in modern applications, or they may only pro-

vide asymptotic guarantees, leaving a critical gap in the literature for assumption-lean finite-

sample frequentist inference. This thesis addresses this gap by examining inference on risk

minimizers—parameters that minimize the expected value of a loss function over an unknown

data-generating distribution.

Chapter 2 of this thesis presents a method for constructing finite-sample valid confidence

sets for risk minimizers by analyzing the uniform convergence of the empirical risk function

to the population risk. Leveraging imprecise probability theory, Chapter 2 also develops a

framework to efficiently assign confidences to arbitrary regions of the parameter space, akin

to Bayesian posterior probabilities, and provides theoretical insights into using the nonpara-

metric bootstrap to estimate these confidences. While this approach yields valid p-values,

it is limited in the safety that it can provide to practitioners who may, for example, want to

mitigate factors contributing to the replication crisis in science. To address these limitations,

Chapter 3 introduces generalized universal inference, a framework that constructs e-values

for hypothesis tests for risk minimizers. The validity of these e-values hinges only on a single

key assumption: the strong central condition from the statistical learning literature. Chapter 3

also proposes a data-driven tuning procedure for practical implementation, demonstrating

strong empirical performance across a variety of challenging statistical and machine learning

problems. Finally, Chapter 4 examines how generalized universal inference easily lends itself

to multiple hypothesis testing, using the e-BH procedure to control the false discovery rate

and easily combine e-values under arbitrary dependence.
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CHAPTER

1

INTRODUCTION

A common goal in statistics and machine learning is estimation of unknowns. Point estimates

alone are of little value without an accompanying measure of uncertainty, but traditional

uncertainty quantification methods (such as classical constructions of confidence sets and

p-values) often require strong distributional or structural assumptions that may not be justified

in modern problems. Furthermore, existing uncertainty quantification techniques that are

relatively flexible in their assumptions (e.g., M-estimation; Huber 1981) tend to only yield

asymptotic guarantees. The question then remains: Is it possible to have have finite-sample

frequentist uncertainty quantification under minimal assumptions on the data-generating

distribution?

This thesis approaches this question by considering a common case in machine learning in

which the quantity of interest is not a parameter of a well- or even ill-specified parametric model

for the data-generating distribution, but rather the minimizer of a risk function. Specifically,

given a data-generating distributionD over a spaceZ , a parameter spaceΘ, and a loss function

L :Θ×Z →R≥0 that measures the extent to which a parameterθ ∈Θ conforms with an observed

datum z ∈ Z , we would like to find the parameter θ ∗ which minimizes the risk function R

defined as the expected loss overD:

θ ∗ = arg min
θ∈Θ

R (θ )≡ arg min
θ∈Θ

E
Z∼D
[L (θ , Z )].
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We would then like to create confidence sets and hypothesis tests for θ ∗ that possess finite-

sample frequentist guarantees.

Under this framework, many traditional inferential problems can be written without refer-

ence to the assumed distribution of the data. For example, inference for the mean of a distribu-

tionD overR is equivalent to finding the risk minimizer for the L 2 loss function L (θ , z ) = (z−θ )2.

Comparing this to a more typical problem specification which would, for example, assume that

the data is generated from a N (θ ∗,σ2) distribution, we see that considering mean estimation

as a risk minimization problem yields the benefits of eliminating the potential for model mis-

specification bias, as well as avoiding the introduction of nuisance parameters. Consequently,

there has been a growing interest in inference on risk minimizers; two existing approaches

include those based on Gibbs posteriors (e.g., Bissiri and Walker 2012; McAllester 2003; Zhang

2006; Martin and Syring 2022) and that of generalized inferential models (Cella and Martin

2022), but these existing approaches fail to provide finite-sample frequentist inference.

In Chapter 2, a solution to this general problem is presented by considering the rate at

which the empirical risk function bRn , given by

bRn (θ ) =
1

n

n
∑

i=1

L (θ ; Zi )

for observed data Z1, . . . , Zn , converges to the risk function. It is shown that so long as this

convergence is uniform over Θ, it is possible to create a confidence set for θ ∗, with the size

of the set dependent on the rate of uniform convergence. Chapter 2 then further proceeds to

show that by using the techniques of imprecise probability (Shafer 1979, 2016), one can study

the distribution of the constructed confidence sets to efficiently assign a notion of confidence

to arbitrary regions of the parameter space (similarly to how Bayesian inference can assign

posterior probabilities to arbitrary regions), and provides theory on using the nonparametric

bootstrap to estimate these confidences.

While the solution presented in Chapter 2 is one reasonable approach to inference on

the risk minimizer, it does have its limitations. For example, while this approach does yield

frequentist-valid p-values, there are situations where more robust measures of uncertainty

quantification are desirable. For example, it is not straightforward to combine two p-values

from independent tests; furthermore, the p-values provided in Chapter 2 are only valid if the

sample size is fixed before starting data collection. These properties of p-values can be quite

unfortunate for working scientists, who may wish to combine measures of evidence to conduct

meta-analyses or peek at data to determine whether it is necessary to collect more data. To

mitigate such limitations, one can turn towards the e-value (Wald 1945; Vovk and Wang 2021;

Ramdas et al. 2023)—a robust measure of evidence from a hypothesis test that does not possess
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the aforementioned limitations of p-values at the cost of typically being more conservative

than p-values.

Thus, Chapter 3 introduces the framework of generalized universal inference (generalizing

the “universal inference" framework of Wasserman et al. 2020), which provides an e-value

(known as the “GUe-value") for hypothesis tests regarding risk minimizers. One version of

the GUe-value is also anytime-valid, maintaining frequentist validity guarantees regardless

of the stopping rule used for the data collection process. The (anytime-)validity of the GUe-

based test relies on a regularity condition known as the strong central condition (van Erven

et al. 2015; Grünwald and Mehta 2020) that is commonly studied in the statistical learning

literature; generalized universal inference thus provides a link between safe inference and

fast convergence rates in statistical learning. Practical use of the GUe-value requires tuning,

so Chapter 3 also offers a data-driven procedure based on the General Posterior Calibration

algorithm of Syring and Martin (2019) with strong empirical performance across a broad range

of challenging statistical and machine learning examples. Finally the chapter also demonstrates

that generalized universal inference can address various factors contributing to the replication

crisis in science.

As previously mentioned, one of the benefits of the e-value over p-values is that e-values

are much more straightforward to combine. This is a particularly desirable property in the

case where one wishes to test multiple hypotheses simultaneously. When performing multiple

testing, there are two distinct situations of interest: That in which the e-values are of standalone

interest and so the false discovery rate of the family of tests must be controlled, and that in

which the e-values must be combined into a single e-value to determine if any of the tested null

hypotheses are false. Chapter 4 demonstrates that the e-BH procedure of Wang and Ramdas

(2022) can be used in generalized universal inference to accomplish both of these tasks even

under arbitrary dependence between the GUe-values. In particular, Chapter 4 shows that in

addition to controlling the false discovery rate, we also have that if all null hypotheses are true,

one can identify this fact with probability 1−α if the strong central condition holds, and if at

least one null hypothesis is false, one can identify this fact with arbitrarily high probability

(for sufficiently large sample sizes) if bR converges to R uniformly. The chapter demonstrates

the validity and power of this approach via a simulation study that tests the significance of a

predictor in quantile regression.
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CHAPTER

2

VALID INFERENCE FOR MACHINE

LEARNING MODEL PARAMETERS

2.1 Introduction

Many machine learning (ML) applications train a model by finding parameters that minimize a

loss function (such as the zero-one loss or squared loss) on some training data. This approach

generalizes well outside the training data if the average loss on the training data is sufficiently

close to the expected loss (i.e. “risk") for the entire population. Classical probably approximately

correct (PAC) learning theory (e.g. Valiant 1984; Kearns et al. 1994; Mohri et al. 2018) provides

theoretical rates at which the empirical risk function converges to the population risk in

various settings, but provides no theoretical guarantees about estimation properties of the risk

minimizer. In general, little work has been done to quantify the uncertainty in an empirical

risk minimizer (ERM).

Given that an ERM is a function of the data, aleatory uncertainty is a natural quantification

of the inherent randomness of the ERM: It is desirable to be able to construct confidence

sets and hypothesis tests for risk minimizers of machine learning models that are “valid" in

the sense that they posses frequentist repeated sampling guarantees. The utility of validity

in machine learning contexts is perhaps most clearly illustrated by conformal prediction
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algorithm, introduced by Vovk et al. (2005). Conformal prediction can take a point prediction

method (for classification or regression problems) and yield valid prediction regions for new

data, in the sense that the generated prediction region will contain the true label with any

prespecified level of confidence. Thus, there exists a very useful validity guarantee on the

prediction regions generated by conformal prediction-enhanced machine learning algorithms.

Because this validity property is so desirable, conformal prediction has found use in a variety

of applications, such as online regression forests (Vasiloudis et al. 2019), QSAR modelling for

drug development (Eklund et al. 2015), convolutional neural networks for image classification

(Matiz and Barner 2019), and various deep-learning architectures (Messoudi et al. 2020), among

others. However, conformal prediction cannot quantify uncertainty in the estimate of the ERM

(i.e. one of the “inputs" of an untrained ML model)—only on the outputs of the trained model.

We also note that in the context of the broader development in the literature of inferential

approaches with finite-sample validity guarantees (not necessarily restricted to ERMs), papers

on “e-values” and “e-processes” have been gaining prominence—most notably in the the work

of Grünwald (2018), Grünwald et al. (2024), Wasserman et al. (2020), and Ramdas et al. (2023).

An e-value is a nonnegative statistic that is bounded in mean by 1 under the null hypothesis,

and an e-process is a nonnegative supermartingale such that the stopped process is always

an e-value regardless of the choice of stopping time. These e-values and e-processes serve

as “safer" alternatives to traditional p-values as a measure of evidence, providing robustness

to practices such as optional continuation of data collection as well as greater robustness

to model misspecification. Related to these themes is the work of Grünwald (2024) on “safe

probability” more generally as it relates to the foundations of statistics and formulations of

Bayesian, fiducial, and imprecise probabilistic ideas; see also Williams (2023).

Of the statistical literature that exists for uncertainty quantification of ERMs in particular,

much of it falls under the umbrella of the more general framework of M-estimation (Huber

1981). The statistical properties of M-estimators are well studied (e.g. Maronna et al. 2006;

van de Geer 2000; Boos and Stefanski 2018); however, the theory of M-estimation typically

only yields asymptotic frequentist guarantees that require strong consistency conditions or

distributional assumptions. Another approach is found in Hudson et al. (2021), which studies

hypothesis testing for the risk minimizer using a nonparametric extension of the classical score

test. Unfortunately, the theory from Hudson et al. (2021) requires smoothness conditions on

the risk function, and again only yields asymptotic frequentist guarantees. This problem is also

studied in Cella and Martin (2022) via the framework of generalized inferential models, but is

once again only able to provide approximate validity due to the need to appeal to asymptotic

theory. Bayesian approaches to uncertainty quantification of the risk minimizer, such as the

penalized exponentially tilted empirical likelihood posterior of Tang and Yang (2021) or the
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Gibbs-posterior inference approaches of Martin and Liu (2013) and Bhattacharya and Martin

(2022), are similarly only capable of giving asymptotic coverage guarantees.

Another set of Bayesian approaches is characterized by the use of Gibbs posteriors (also

sometimes called generalized Bayes posteriors) as studied in Grünwald and van Ommen (2017),

Grünwald and Mehta (2020), and Wu and Martin (2023), among others. Once again, however,

these approaches either ignore frequentist guarantees altogether, or fail to provably yield

finite-sample coverage guarantees. Two approaches that do yield the guarantees of interest

for risk minimizers include Waudby-Smith and Ramdas (2023) and Dey et al. (2024); in fact,

they go further and provide anytime-valid coverage, in the sense that the coverage guarantees

hold regardless of the stopping rule used for the data collection process, due to their use of

e-processes for inference. However, both of these approaches require strong assumptions:

Waudby-Smith and Ramdas (2023) is only able to handle the L 2 loss for bounded random

variables, whereas Dey et al. (2024) requires a “strong central condition" to hold for the data,

and its efficiency guarantees require strictly stronger assumptions than those that will be used

in this manuscript. It thus remains an open question: Can we obtain efficient, valid confidence

sets and hypothesis tests for these risk minimizers under minimal assumptions on the data-

generating process? In this paper, we answer this question in the affirmative for all machine

learning models satisfying a relatively weak uniform convergence assumption.

The primary insight of this paper is illustrated in Figure 2.1: When performing inference on

a risk minimizer θ0, we typically estimate it via an ERM bθS that depends on a random sample

S . We then quantify our uncertainty in the ERM by examining a neighborhood bΘϵS around bθS

of some size ϵ; ideally, this neighborhood would contain θ0, but it is typically unclear how

large ϵ needs to be to do so. The primary reason doing so is difficult is that the empirical risk

may behave very differently from the population risk. A simple example of this appears when

using a machine learning model that always overfits to match the data perfectly, so that the

empirical risk on a sample is always zero despite the population risk being rather high—this

may cause the distance between the ERM and risk minimizer to vary unpredictably across

samples. However, if we can ensure that the empirical risk is, with high probability, sufficiently

close to the population risk in a uniform manner over the parameter space Θ, then this issue is

solved and it is possible find an ϵ such that bΘϵS contains θ0 with high probability.

The contributions of our paper are as follows:

• We provide a new framework for statistical inference that can be used to provide uncer-

tainty quantification for a parameter of interest without knowledge of the data-generating

distribution.

• We use this framework to create confidence sets that contain the “optimal" (i.e. risk

6



Θ

θ0bθS
bΘϵS

Figure 2.1: To quantify our uncertainty in the ERM bθS , we look at the size of the ϵ-neighborhood
bΘϵS around bθS that is intended to cover the risk minimizer θ0.

minimizing) parameter of a machine learning model with any pre-specified level of

confidence.

• We demonstrate that knowledge of the theoretical distribution of valid confidence sets

can be used to determine the location of risk minimizer.

• We draw on the ideas of imprecise probability theory (Dempster 1967; Shafer 1976)

to study this theoretical distribution of confidence sets. This is in part inspired by the

growing use of imprecise probability in the study of both empirical risk minimization

and statistical inference (e.g. Kusunoki et al. 2021; Hüllermeier 2014; Jacob et al. 2021;

Gong et al. 2021).

• We show that under weak conditions, bootstrapping can be used to estimate the distribu-

tion of these confidence sets. This allows us to assign a notion of confidence to arbitrary

regions of the parameter space, even when the data-generating distribution is completely

unknown.

• We illustrate the utility of our framework in both synthetic and real data examples1.

The remainder of the paper is structured as follows: In Section 2.2, we give context for the

problem that machine learning aims to solve and background on classical machine learning

theory that will be referenced throughout the paper. In Section 2.3, we propose our new inferen-

tial framework and demonstrate how to construct valid confidence sets for the risk minimizer

of a machine learning model. In Section 2.4, we examine how to assign confidence to arbitrary

regions of the parameter space by using the theory of random sets and imprecise probability

to study the distribution of our valid confidence sets. Section 2.5 briefly discusses the related

work of generalized Inferential Models and gives a comparison between the two approaches.

We finish with concluding remarks and directions for future work in Section 2.6.

1The code to reproduce the experiments presented in this paper is available at https://github.com/
neil-dey/valid-inference-ml-estimators
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2.2 The Supervised Learning Problem

For a machine learning task, one receives a sequence of examples X1, . . . , Xm from an example

domainX and corresponding labels Y1, . . . , Ym from a label spaceY ; the task of interest is being

able to predict the label Y associated with a new, unseen example X . To do so, the practitioner

selects a hypothesis classH consisting of functions (referred to as hypotheses)X →Y and a

loss function L :Y ×Y →R+. The supervised learning problem is to choose the hypothesis

that minimizes the expected loss over the (unknown) data-generating distribution.

A natural question is to ask when the supervised learning problem is tractable to solve, and

what it formally means to solve it in the first place. One notion is given by the probably approx-

imately correct (PAC) learning framework, introduced by Valiant (1984). In this framework, we

suppose that there exists a true concept c ∈H such that for any example X , its corresponding

label is given by c (X ). The randomness in the training sample2 S = {(X1, c (X1)), . . . , (Xm , c (Xm ))}
typically prevents a guarantee that c can be found exactly. Hence, the PAC-learning framework

claims that a procedure “successfully learns" if it can find, with high probability, a hypothesis

“close enough" to c without needing an excessively large sample size. That is, PAC-learning

requires that there exist an algorithm that probably finds a hypothesis that is approximately

correct. Formally, we have the following definition:

Definition 2.1. A hypothesis classH is PAC-learnable with respect to a fixed loss function L if

there exists an learning process3 and a polynomial p such that for every distributionD overX ,

every ϵ > 0, every δ > 0, and every concept c ∈H ,

Pr
S∼Dm

h

E
X∼D

�

L (bhS (X ), c (X ))
�

≤ ϵ
i

≥ 1−δ

whenever the sample size m is at least p (ϵ−1,δ−1), where bhS is the output of the learning process

when given the sample S as an input.

The PAC-learning framework was later was later extended to the agnostic PAC-learning

model introduced by Kearns et al. (1994), generalizing to no longer require that there exist

a true concept c that generates the labels. Instead, samples S = ((X1, Y1), . . . , (Xm , Ym )) can be

generated from any distributionD overX ×Y . Although there need not be a true concept in

H , there still exists some lower bound on how badly the hypotheses inH perform; this lower

bound now acts as the target to aim for. Thus, the agnostic PAC-learning framework defines a

procedure to “successfully learn" if it can probably find a hypothesis that is approximately as

good as the best thatH can possibly perform. Formally:

2In this paper, we define samples to consist of independent and identically distributed observations.
3formally, an algorithm A :

⋃∞
i=1(X ×Y )

i →H , where the domain is the set of all samples of finite size
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Definition 2.2. LetH be a hypothesis class and L a loss function. The risk of a hypothesis h ∈H
on a distributionD overX ×Y is the expected loss of h:

R (h ) = E
(X ,Y )∼D

[L (h (X ), Y )].

Definition 2.3. A hypothesis classH is agnostically PAC-learnable with respect to a fixed loss

function L if there exists a learning process and a polynomial p such that for every distribution

D overX ×Y , every ϵ > 0, and every δ > 0,

Pr
S∼Dm

h

R (bhS )≤ inf
h∈H

R (h ) + ϵ
i

≥ 1−δ

whenever m ≥ p (ϵ−1,δ−1), where bhS is the output of the learning process when given the sample

S as an input.

The PAC-learning and agnostic PAC-learning frameworks thus give criteria to determine

when the supervised learning problem is tractable. However, they do not tell us how to solve

the problem. Although we wish to find h ∈H that minimizes R (h ), we do not know the data-

generating distributionD to directly minimize R ; hence, practitioners will instead minimize

the empirical risk on the given sample S :

bRS (h ) =
1

m

m
∑

i=1

L (h (X i ), Yi ).

The hypothesis that minimizes bRS is then used as an approximation to the hypothesis that

minimizes R ; if one can guarantee that bRS is approximately the same as R for large enough

sample sizes, this yields an alternative criterion for the existence of a solution to the supervised

learning problem. This idea is formalized by the notion of the Glivenko-Cantelli property:

Definition 2.4. A hypothesis classH is a strong uniform Glivenko-Cantelli class with respect to

a fixed loss function if for every ϵ > 0,

lim
n→∞

sup
D

Pr
S

�

sup
m≥n

sup
h∈H

�

�
bRS (h )−R (h )

�

�> ϵ

�

= 0,

where the outermost supremum is understood to be over all possible distributions overX ×Y ,

and S is a sample of size m fromD.
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Remark 2.1. All these notions of learning turn out to be related. Consider the class4

L ◦H = {(x , y ) 7→ L (h (x ), y ) | h ∈H }.

If H is a binary hypothesis class and L is the zero-one loss function, then the

works of Vapnik and Chervonenkis (1971) and Assouad and Dudley (1989) (see

also Dudley et al. 1991 for an alternative, unified proof) give thatH is a strong

uniform Glivenko-Cantelli class with respect to L if and only if L ◦H has finite VC

dimension. Furthermore, Vapnik and Chervonenkis (1971) and Blumer et al. (1989)

together show that in this setting,H with respect to L is agnostically PAC-learnable

if and only if it is PAC-learnable if and only if it has finite VC dimension; that is to say

that all of these notions are equivalent for binary hypothesis classes. This result was

later generalized to real-valued hypothesis classesH and general loss functions

L by Alon et al. (1997), stating thatH is a strong uniform Glivenko-Cantelli class

with respect to L if and only if L ◦H has finite γ-fat shattering dimension at all

scales γ> 0, which in turn implies agnostic PAC-learnability.

2.3 An Inferential Framework for Machine Learning

We propose the following machine learning (ML) framework for inference: Data (X i , Yi )mi=1

are generated i.i.d. from an unknown data-generating distributionD over the sample space

X ×Y . We then fit a working model Y = h (X ; θ ), where the set of candidate hypotheses

H = {x 7→ h (x ; θ ) | θ ∈Θ} is known. In contexts where the model is not presented any “inputs"

to learn labels from, we take the convention5 thatX = {∅}. In an ML context, θ can be thought

of as the vector of parameters that is to be “learned" during the training of the model. As an

example, if H were a class of neural networks, θ would be a vector of weights and biases

corresponding to a particular trained model. We wish to find θ0 that best fits the generating

distribution, in the sense that

θ0 := arg min
θ∈Θ

R (θ )≡ arg min
θ∈Θ

E
(X ,Y )∼D

[L (h (X ; θ ), Y )]

for some fixed loss function L :Y ×Y →R. Such a θ0 is referred to as a risk minimizer. Together,

we call the pair (H , L ) the ML model.

4We assume in this discussion that L ◦H is image-admissible Suslin; see, e.g., Dudley et al. (1984, page 101).
5One may expect the conventionX =∅ to be more natural, but the absence of examples is not the same as an

empty example space.
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It is typical to estimate θ0 via an estimator bθS found by empirical risk minimization:

bθS := arg min
θ∈Θ

bRS (θ )≡ arg min
θ∈Θ

1

m

m
∑

i=1

L (h (X i ; θ ), Yi )

where S = ((X1, Y1), . . . , (Xm , Ym ))∼Dm is the observed sample. We call such a bθS an empirical risk

minimizer (ERM). A general property of “learnable" ML models relating the risk and empirical

risk is the uniform convergence property:

Definition 2.5. An ML model (H , L ) has the uniform convergence property with respect to the

data-generating distributionD overX ×Y if there exists a function f :R+×R+→R such that

for any ϵ > 0 and α> 0, if m ≥ f (ϵ,α) then

Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ

�

≥ 1−α.

We call any such f a witness to the uniform convergence property.

Remark 2.2. Notice that Definition 2.5 is a much weaker assumption than that of

being a strong uniform Glivenko-Cantelli class (Definition 2.4); it follows that all

image-admissible Suslin ML models with finite VC dimension or γ-fat-shattering

dimension for all γ > 0 have the uniform convergence property with respect to

any distributionD. We thus see that a broad class of models of interest fulfill this

requirement.

Definition 2.6. Let (H , L ) have the uniform convergence property, and letW be the set of all

corresponding witnesses. The uniform convergence function of (H , L ) is defined to be

f (ϵ,α) = inf
w∈W
⌈w (ϵ,α)⌉,

where ⌈ · ⌉ is the ceiling function.

In other words, the uniform convergence function of (H , L ) is the smallest integer-valued

function that witnesses the uniform convergence property.

Remark 2.3. For image-admissible Suslin classes of finite VC or γ-fat-shattering di-

mension, upper bounds on the worst-possible asymptotic behavior of the uniform

convergence function are well-known, since this is simply the rate of convergence

for the strong Glivenko-Cantelli class. For finite samples, these bounds can be

obtained via tools such as the Rademacher complexity or covering numbers.

11



Though it is typical to only examine ERMs for prediction problems, we find that for inference

problems, it is useful to look at parameters that are almost ERMs:

Definition 2.7. Let (H , L ) be an ML model and S a given sample. The set of ϵ-almost ERMs

(ϵ-AERMs) is defined to be

bΘϵS = {θ ∈Θ | bRS (θ )≤ inf
ϑ∈Θ

bRS (ϑ) + ϵ}.

It turns out that this set of ϵ-AERMs acts as a valid confidence set for θ0:

Theorem 2.1. Let (H , L ) have uniform convergence function f . Suppose that the risk minimizer

θ0 exists. Then bΘϵS is a 1−α level confidence set for θ0 if m ≥ f (ϵ/2,α).

Proof. We have by definition that

Pr
�

θ0 ∈ bΘϵS
�

= Pr
h

bRS (θ0)≤ inf
ϑ∈Θ

bRS (ϑ) + ϵ
i

.

Next, note by definition of the infimum that for every ζ > 0 there exists θζ ∈ Θ such that
bRS (θζ)− infϑ∈Θ bRS (ϑ)≤ ζ. Furthermore, we have by the uniform convergence property that if

m ≥ f (ϵ/2,α), then

Pr
�

sup
ϑ∈Θ
|bRS (ϑ)−R (ϑ)| ≤

ϵ

2

�

≥ 1−α.

Now if supϑ∈Θ |bRS (ϑ)−R (ϑ)| ≤ ϵ/2, then for every θ ∈Θ, |bRS (θ0)−R (θ0)|+ |bRS (θ )−R (θ )| ≤ ϵ; this

is true in particular for every θζ, so

Pr
�

|bRS (θ0)−R (θ0)|+ inf
ζ>0
|bRS (θζ)−R (θζ)| ≤ ϵ

�

≥ 1−α. (2.1)

Next, we have for every ζ> 0 that

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)

= bRS (θ0)−R (θ0) +R (θ0)−R (θζ) +R (θζ)− bRS (θζ) + bRS (θζ)− inf
ϑ∈Θ

bRS (ϑ)

=
�

bRS (θ0)−R (θ0)
�

−
�

R (θζ)−R (θ0)
�

+
�

R (θζ)− bRS (θζ)
�

+
h

bRS (θζ)− inf
ϑ∈Θ

bRS (ϑ)
i

(Regrouping)

≤ |bRS (θ0)−R (θ0)| −0+ |R (θζ)− bRS (θζ)|+
h

bRS (θζ)− inf
ϑ∈Θ

bRS (ϑ)
i

(θ0 minimizes R )

≤ |bRS (θ0)−R (θ0)|+ |R (θζ)− bRS (θζ)|+ζ. (Definition of θζ)

Taking the infimum over ζ> 0, we thus have that

bRS (θ0)− inf
θ∈Θ

bRS (θ )≤ |bRS (θ0)−R (θ0)|+ inf
ζ>0
|R (θζ)− bRS (θζ)|. (2.2)
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Θ

θ0bθS
bΘϵS

(a)

Θ

θ0Θδ0

bθS

bΘϵS

(b)

Figure 2.2: Illustrations of the desired behavior of bΘϵS when the parameter space Θ is not

compact. In (a), the risk minimizer θ0 and the ERM bθS both exist; bΘϵS thus includes θ0. In (b),

neither θ0 nor bθ exist in the parameter space; bΘϵS instead contains the closed ball Θδ0 .

Hence, we have by combining inequalities (2.1) and (2.2) that

Pr
h

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)≤ ϵ
i

≥ Pr
�

|bRS (θ0)−R (θ0)|+ inf
ζ>0
|R (θζ)− bRS (θζ)| ≤ ϵ

�

≥ 1−α.

as desired.

The above theorem has the following intuition: The ERM should be close to the risk min-

imizer with high probability due to the uniform convergence property, so looking at some

sufficiently large ϵ-neighborhood of the ERM ought to capture the risk minimizer with high

probability.

While it is often the case that θ0 = arg minθ∈ΘR (θ ) exists, this is not always the case. If Θ is

compact (with respect to the topology induced by the pseudometric d (x , y ) = |R (x )−R (y )|),

then it is necessarily the case that the risk minimizer θ0 exists. However, whenΘ is not compact,

θ0 may not exist—there only exists a neighborhood around θ0 on the boundary of Θ. Thus, we

instead aim to cover the neighborhood

Θδ0 = {θ ∈Θ |R (θ )≤ inf
ϑ∈Θ

R (ϑ) +δ}

for some δ≥ 0. Note that the case δ= 0 is of interest when θ0 does exist (since then Θ0
0 = {θ0})

or is not unique (as is often the case in models such as neural networks, which present multiple

global minima). Figure 2.2 illustrates this phenomenon.

The following theorem demonstrates that bΘϵS does indeed remain a valid confidence set for

any such Θδ0 (so long as ϵ is chosen large enough).

Theorem 2.2. Let (H , L )have uniform convergence function f . Then bΘϵS is a 1−α level confidence

set for Θδ0 if δ≤ ϵ and m ≥ f ((ϵ−δ)/2,α).
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Proof. We have that

Pr
�

Θδ0 ⊆ bΘ
ϵ
S

�

= Pr

�

sup
θ0∈Θδ0

bRS (θ0)≤ inf
ϑ∈Θ

bRS (ϑ) + ϵ

�

.

As in the proof of Theorem 2.1, we have by the definition of the infimum that for everyζ> 0 there

exists θζ ∈Θ such that bRS (θζ)− infϑ∈Θ bRS (ϑ)≤ ζ. Furthermore, by definition of the supremum

we have that for every η > 0 there exists θη ∈ Θδ0 such that supθ0∈Θδ0
bRS (θ0)− bRS (θη) ≤ η. Then

similarly to the argument in Theorem 2.1, we have by the uniform convergence property that

Pr
�

inf
η>0
|bRS (θη)R (θη)|+ inf

ζ>0
|bRS (θζ)− bR (θζ)| ≤ ϵ−δ

�

≥ 1−α. (2.3)

Then for every η> 0 and ζ> 0,

sup
θ0∈Θδ0

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)

= sup
θ0∈Θδ0

bRS (θ0)− bRS (θη) + bRS (θη)− bRS (θζ) + bRS (θζ)− inf
ϑ∈Θ

bRS (ϑ)

≤η+ζ+ bRS (θη)− bRS (θζ)

=η+ζ+ bRS (θη)−R (θη) +R (θη)−R (θζ) +R (θζ)− bRS (θζ)

≤η+ζ+ |bRS (θη)−R (θη)|+R (θη)−R (θζ) + |R (θζ)− bRS (θζ)|

Now recall that since θη ∈Θδ0 , we have that R (θη)≤ infϑ∈ΘR (ϑ) +δ:

sup
θ0∈Θδ0

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)

≤η+ζ+ |bRS (θη)−R (θη)|+ |R (θζ)− bRS (θζ)|+ inf
ϑ∈Θ

R (ϑ) +δ−R (θζ)

≤η+ζ+ |bRS (θη)−R (θη)|+ |R (θζ)− bRS (θζ)|+δ.

Taking the infimum over η> 0 and ζ> 0, we thus find that

sup
θ0∈Θδ0

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)≤ inf
η>0
|bRS (θη)R (θη)|+ inf

ζ>0
|bRS (θζ)− bR (θζ)|+δ. (2.4)
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Hence, combining inequalities (2.3) and (2.4) yields that

Pr

�

sup
θ0∈Θδ0

bRS (θ0)− inf
ϑ∈Θ

bRS (ϑ)≤ ϵ

�

≥ Pr
�

inf
η>0
|bRS (θη)R (θη)|+ inf

ζ>0
|bRS (θζ)− bR (θζ)| ≤ ϵ−δ

�

≥ 1−α

as desired.

We note that Theorems 2.1 and 2.2 on their own may appear weak, as they present no

upper bound on the size of bΘϵS ; indeed, simply choosing bΘ∞S =Θ trivially acts as a 1−α level

confidence set but has no statistical power. The following theorem and corollary analyze the

power of our proposed confidence sets by demonstrating that they are bounded to a reasonable

size and shrink to contain only Θ0
0 as the sample size grows:

Theorem 2.3. Let (H , L ) have uniform convergence function f . If m ≥ f (ϵ/2,α), then

Pr
S∼Dm

[bΘϵS ⊆Θ
2ϵ
0 ]≥ 1−α

Thus, our confidence set is bounded as Θ0
0 ⊆ bΘ

ϵ
S ⊆Θ

2ϵ
0 with probability at least 1−2α.

Proof. We want to show that for every θ ̸∈Θ2ϵ
0 , bRS (θ )> infϑ∈Θ bRS (ϑ) + ϵ with probability at least

1−α, or equivalently that

Pr
S∼Dm

�

inf
θ ̸∈Θ2ϵ

0

bRS (θ )− inf
ϑ∈Θ

bRS (ϑ)> ϵ

�

≥ 1−α

As in the previous theorems, for every γ> 0 there exists θγ ∈Θ such that R (θγ)≤ infϑR (ϑ)+γ.
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Hence, for every γ> 0:

inf
θ ̸∈Θ2ϵ

0

bRS (θ )− inf
ϑ∈Θ

bRS (ϑ)

= inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ ) +R (θ )
�

− inf
ϑ∈Θ

R (θ ) + inf
ϑ∈Θ

R (θ )− inf
ϑ∈Θ

bRS (ϑ)

≥ inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+

�

inf
θ ̸∈Θ2ϵ

0

R (θ )− inf
ϑ∈Θ

R (θ )

�

+ inf
ϑ∈Θ

R (θ )− inf
ϑ∈Θ

bRS (ϑ)

≥ inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+2ϵ+ inf
ϑ∈Θ

R (θ )− inf
ϑ∈Θ

bRS (ϑ)

= inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+2ϵ+
h

inf
ϑ∈Θ

R (θ )−R (θγ)
i

+
�

R (θγ)− bRS (θγ)
�

+
h

bRS (θγ)− inf
ϑ∈Θ

bRS (ϑ)
i

≥ inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+2ϵ−γ+
�

R (θγ)− bRS (θγ)
�

+0

Taking the supremum over γ> 0 yields

inf
θ ̸∈Θ2ϵ

0

bRS (θ )− inf
ϑ∈Θ

bRS (ϑ)≥ inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+ sup
γ>0

�

R (θγ)− bRS (θγ)
�

+2ϵ.

By similar arguments as the previous theorems, uniform convergence yields that for m ≥
f (ϵ/2,α),

Pr

�

inf
θ ̸∈Θ2ϵ

0

�

bRS (θ )−R (θ )
�

+ sup
γ>0

�

R (θγ)− bRS (θγ)
�

≥−ϵ
�

≥ 1−α,

from which the result follows.

Corollary 2.1. Given a uniform convergence function f , define ϵ(m ,α) = inf{ϵ |m ≥ f (ϵ/2,α)}.
The confidence set bΘϵ(m ,α)

S converges in probability to Θ0
0, in the sense that for every ζ> 0,

lim
m→∞

Pr
�

bΘϵ(m ,α)
S ⊆Θζ0

�

= 1

Proof. Suppose η is small enough so that η<α. Then ϵ(m ,α)≤ ϵ(m ,η) for every m . Further-

more, it is straightforward to check that ϵ(m ,η)→ 0 as m→∞, so for every ζ> 0, 2ϵ(m ,η)<ζ

for large enough m . Hence, for every ζ> 0, we have for large enough m that

Pr
�

bΘϵ(m ,α)
S ⊆Θζ0

�

≥ Pr
�

bΘ
ϵ(m ,η)
S ⊆Θζ0

�

≥ Pr
�

bΘ
ϵ(m ,η)
S ⊆Θ2ϵ(m ,η)

0

�

≥ 1−η.

Since η> 0 can be made arbitrarily small, the result follows.

16



2.3.1 Examples

We now present several examples in which we apply Theorems 2.1 and 2.2 to find valid confi-

dence sets for a variety of parameters of interest.

Example 2.1. Suppose that we have a sample from a Bernoulli distribution and we wish to

determine which of 0 and 1 is more likely in the population. This can be modelled asX = {∅},
Y = {0, 1},H = {x 7→ θ | θ ∈ {0, 1}}, and L (y , y ′) = |y − y ′| is the zero-one loss. Given this choice

of loss function, the risk minimizer is θ0 = 0 if p < 0.5 and θ0 = 1 if p > 0.5; for p = 0.5 the risk

minimizer is not unique, so we must capture the set Θ0
0 = {0, 1}.

We now compute the uniform convergence function for this model. The set of all distribu-

tions overX ×Y is simply {Bernoulli(p ) | 0≤ p ≤ 1}. For a fixed p , we have that

R (θ ) = Pr
Y ∼Ber(p )

[θ ̸= Y ] = (1−p )θp 1−θ .

We thus have that the left-hand side of Definition 2.5 is given by

Pr

�

sup
θ=0,1
|R (θ )− bRS (θ )| ≤ ϵ

�

= Pr
Y ∼Ber(p )m

�

sup
θ=0,1

�

�

�

�

�

(1−p )θp 1−θ −
1

m

m
∑

i=1

I (Yi ̸= θ )

�

�

�

�

�

≤ ϵ

�

= Pr

�

max

¨

�

�

�

�

�

p −
1

m

m
∑

i=1

I (Yi ̸= 0)

�

�

�

�

�

,

�

�

�

�

�

1−p −
1

m

m
∑

i=1

I (Yi ̸= 1)

�

�

�

�

�

«

≤ ϵ

�

= Pr

�

max

¨

�

�

�

�

�

p −
1

m

m
∑

i=1

Yi

�

�

�

�

�

,

�

�

�

�

�

−p +
1

m

m
∑

i=1

Yi

�

�

�

�

�

«

≤ ϵ

�

= Pr

�

�

�

�

�

�

1

m

m
∑

i=1

Yi −p

�

�

�

�

�

≤ ϵ

�

= Pr
�

−mϵ ≤Binom(m , p )−mp ≤mϵ
�

=
⌊m (p+ϵ)⌋
∑

i=⌈m (p−ϵ)⌉

�

m

i

�

p i (1−p )m−i

Setting the infimum of this quantity over p ∈ [0, 1] to be at most 1−α, we can numerically solve

for m or ϵ to find valid confidence sets for the risk-minimizer θ0.

Note that due to the discreteness of Bernoulli data, it is often impossible to obtain a coverage

of exactly 1−α, so the confidence set will be conservative in general; this is not an issue present

for continuous data.
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Example 2.2. Suppose we wish to find the τ quantile of a random variable with distributionD.

We can model this viaX = {∅},Y =R,H = {x 7→ θ | θ ∈Θ}, and L (y , y ′) = (y ′−y )(τ−I (y ′ < y ));

the risk minimizer is precisely the τ quantile of the distribution. We have that

R (θ ) = (E[Y ]−θ )τ−E[(Y −θ ) | Y <θ ] ·Pr[Y <θ ]

On the other hand,

bRS (θ ) =
1

m

m
∑

i=1

L (θ , y ) =
�

y −θ
�

τ−
1

m

∑

yi<θ

(yi −θ ),

where y is the sample mean
∑m

i=1 yi/m . If Y is a continuous random variable, then R (θ )− bRS (θ )

is continuous in θ , and so if Θ is compact, then for some eθ a function of y1, . . . , ym :

Pr
S∼Dm

�

sup
θ
|R (θ )− bRS (θ )| ≤ ϵ

�

= Pr
S∼Dm





�

�

�

�

�

�

E[Y ]τ−E[(Y − eθ ) | Y < eθ ] ·Pr
�

Y < eθ
�

− yτ+
1

m

∑

yi<eθ

(yi − eθ )

�

�

�

�

�

�

≤ ϵ





≥ 1−
1

ϵ2
Var



yτ−
1

m

∑

yi<eθ

(yi − eθ )





= 1−
1

mϵ2
Var

�

τY − (Y − eθ ) · I (Y < eθ )
�

.

It suffices for this to be at least 1−α for all eθ in the parameter space. Thus, solving for m , a

uniform convergence function for quantile estimation is given by

f (ϵ,α) =
1

αϵ2
sup
θ∈Θ

Var [τY − (Y −θ ) · I (Y <θ )].

We see that we only require bounds on the first and second moments and conditional moments

of the distribution in question to construct valid confidence sets for the quantile.

Of course, in the absence of bounds on the first and second moments, such a uniform con-

vergence function is useless. However, a uniform convergence function may still be obtained

using classical PAC-Learning theory which is distribution independent; by rescaling the loss

function to be bounded in [0, 1], Theorem 17.1 of Anthony and Bartlett (1999) yields the bound

Pr
S∼Dm

�

sup
θ
|R (θ )− bRS (θ )| ≤ ϵ

�

≥ 1−4N1(ϵ/16, L ◦H , 2m )exp
�

−ϵ2m/32
�
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where N1(ϵ/16, L ◦H ,2m ) denotes the empirical ℓ1 covering number of L ◦H with balls of

radius ϵ/16 and sample size 2m . This no longer depends on the distribution of the data, but

comes at the cost of efficiency, resulting in larger confidence sets than those that make use of

moment bounds.

Example 2.3. Consider LASSO estimation (without intercept):

bβL ASSO = arg min
β :∥β∥1

≤t

1

m

m
∑

i=1

(yi − x⊤i β )
2

where t is a regularization parameter typically chosen via cross-validation. We can consider the

corresponding ML modelX =Rp ,Y =R,H = {x 7→ x⊤β :




β






1
≤ t }, and L (y , y ′) = (y − y ′)2.

Suppose that the examples are generated as X ∼Dx , Y = X ⊤β0+U for U ∼Du independent

of X with E[U ] = 0. Then assuming that




β0







1
is bounded above by some known t ′, as well as

bounds on the fourth moments of X an U , our inferential framework allows us to construct a

valid confidence interval for β0.

To this end, we first note that the risk of a parameter β is given by

R (β ) = E[(X ⊤β0+U −X ⊤β )2] = E[(X ⊤(β0−β ) +U )2].

We can then find a uniform convergence bound:

Pr
S∼Dm

�

sup
β
|R (β )− bRS (β )| ≤ ϵ

�

= Pr
S∼Dm

�

sup
β

�

�

�

�

�

R (β )−
1

m

m
∑

i=1

(X ⊤i (β0−β ) +Ui )
2

�

�

�

�

�

≤ ϵ

�

Since our parameter space is compact and the function we are taking the supremum over

is continuous, we can substitute β0 − β = eβ for some eβ a function of β0, (X1, . . . , Xm ), and

(U1, . . . ,Um ) that attains that supremum:

Pr
S∼Dm

�

sup
β
|R (β )− bRS (β )| ≤ ϵ

�

= Pr
S∼Dm

�

�

�

�

�

�

E[(X ⊤ eβ +U )2]−
1

m

m
∑

i=1

(X ⊤i eβ +Ui )
2

�

�

�

�

�

≤ ϵ

�

≥ 1−
1

ϵ2
Var

�

1

m

m
∑

i=1

(X ⊤i eβ +Ui )
2

�

= 1−
1

mϵ2
Var[(X ⊤ eβ +U )2]

For uniform convergence, we require this to be at least 1−α for all eβ , which has 1-norm at

most t + t ′. Thus, we only need to have bounds on the fourth moments of X and U in order

to obtain valid confidence sets for β0. Notice that if




β0







1
≤ t (so that the hypothesis class
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contains β0), then bounding Var[(X ⊤ eβ +U )2] is exactly the same as bounding Var[Y 2] when

the β0 generating Y is allowed to be “twice as big" as our model thinks it should be.

As in the previous example, one can use PAC-Learning theory to obtain uniform conver-

gence functions that that do not rely on information about the moments of the data-generating

distribution, but yield weaker bounds. Inversely, one can often obtain stronger bounds with

more assumptions on the model. For example, a common assumption in regression is that the

observed data isσ2-subgaussian. Recall that a random variable Z isσ2-subgaussian if

E [exp(t (Z −E[Z ]))]≤ exp

�

t 2σ2

2

�

for all t ∈R. The square of aσ2-subgaussian random variable is (32σ4,4σ2)-subexponential

(Honorio and Jaakkola 2014, see Supplementary Material B), in the sense that

E
�

exp
�

t (Z 2−E[Z 2])
��

≤ exp

�

t 2 ·32σ4

2

�

for all |t | ≤ 1/(4σ2). Using standard concentration inequalities for subexponential random

variables, we then have that for i.i.d.σ2-subgaussian random variables Z1, . . . , Zm ,

Pr

�

�

�

�

�

�

E[Z 2]−
1

m

m
∑

i=1

Z 2
i

�

�

�

�

�

≤ ϵ

�

≥ 1−2 exp

�

−min

�

mϵ2

64σ4
,

mϵ

8σ2

��

.

Thus, by assumingσ2-subgaussianity of X ⊤i
eβ +Ui , we can arrive at much sharper bounds for

inference on β0 that decay exponentially with the sample size.

Example 2.4. Consider a regularized neural network with 10 nodes in one hidden layer using a

sigmoid activation function. The hypothesis class for this model is

H =

¨

x 7→σ

�

10
∑

i=1

w ⊤σ(U x )

�

: ∥U i∥2 ≤M ,∥w ∥1 ≤λ

«

.

Unlike in the previous examples, we typically have little to no information about the data-

generating examples, and so typically fall back to the distribution-free bounds from classical

PAC-Learning theory. A uniform convergence function for this model with the L 1 loss function

can be computed via the Rademacher complexity (Mohri et al. 2018, see Theorem 3.3 and

Exercise 3.11):

Pr

�

sup
U ,w

�

�R (U , w )− bRS (U , w )
�

�≤ 2ÒRS (H ) +3

√

√ log(4/α)
2m

�

≥ 1−α
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where ÒRS is the empirical Rademacher complexity, which is upper bounded by

ÒRS (H )≤
2M ·λ

m

√

√

√

m
∑

i=1

∥xi∥2
2.

Although the exact values of the parameters U and w are often not of direct interest (as inter-

pretability is not a large concern for modern, more complex machine learning models), what is

often of interest is whether or not the parameters lie in a particular low-dimensional subspace

or attain a certain level of sparsity—assertions that may be tested by the standard method of

inverting the confidence set bΘϵS . We also once again emphasize that although risk minimization

is unlikely to have a unique solution in the case of neural networks, our confidence sets cover

all risk minimizing (U , w ) pairs with the nominal level of coverage, as these pairs constitute

Θ0
0.

Example 2.5. In the previous examples, the machine learning model (H , L ) had the uniform

convergence property, allowing for inference on the risk minimizer. To illustrate the necessity

of the uniform convergence property, we now examine the behavior of a model that does not

have a uniform convergence function.

Suppose (X1, Y1) . . . , (Xm , Ym ) is an i.i.d. sample such that X1, . . . , Xm
i i d∼ Uniform(0,1) and

each Yi = 3X 2
i +Uniform(−0.1, 0.1). Let us perform polynomial regression using the L 2 loss on

the data; to ensure that the uniform convergence property does not hold, we do not impose

any restriction on the maximum degree, so that

H =
�

x 7→
∞
∑

n=0

θn x n | θ ∈ c00

�

where c00 is the space of eventually vanishing sequences inR. It is straightforward to show that

the risk minimizer is given by θ0 = (0, 0, 3), inducing the risk minimizing hypothesis h (x ; θ0) =

0+0x +3x 2 with R (θ0)≈ 0.00333.

Figure 2.3 demonstrates that when using empirical risk minimization in this problem, we

have that bRS (bθS ) = 0 at all sample sizes, but the risk of the ERM actually diverges, as does the ERM

itself. Indeed, at sample size m = 3, the ERM is bθS = (−9.97, 31.90,−22.30) with R (bθS )≈ 13.34; at

sample size m = 4, we have bθS = (935,−4581,7438,−3996)with R (bθS )≈ 77962; at sample size

m = 15, we have each entry of bθS to be between 106 and 1012 in magnitude, with R (bθS )≈ 2×1010.

Because (H , L ) does not have the uniform convergence property, bRS (bθS ) and R (θ0) have

essentially no relationship to each other, so the distance (in any reasonable metric) between bθS

and θ0 increases without bound as the sample size increases. As a result, no ϵ-neighborhood

of bθS can cover θ0 with probability 1−α as the sample size grows—with probability 1, the
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Figure 2.3: The polynomials induced by the risk minimizer θ0 and the ERM bθS at sample sizes
m = 3, m = 4, and m = 15.

distance between bθS and θ0 will eventually be larger than the chosen ϵ. This clearly illustrates

that without the uniform convergence property, one cannot perform inference on θ0 by using

a confidence set centered at the ERM.

2.4 Efficient Assignment of Confidence

As alluded to in Example 2.4, it is often the case that there is fixed subset of the parameter

space (e.g. a lower-dimensional manifold) that the practitioner is interested in performing

uncertainty quantification about. For example, the practitioner may want to quantify how

confident they are that for θ0 = (θ (1), . . . ,θ (n )), it is the case that θ (1) = θ (2) = 0.

Bayesian inference easily allows one to calculate the posterior probability of any such

arbitrary subset of the parameter space, but frequentist procedures have more difficulty in this

regard. The primary problem is illustrated in Figure 2.4; supposing that confidence for arbitrary

regions of the parameter space is done by the usual method of inverting the confidence set

Conf(A) = sup
�

1−α | bΘϵ(m ,α)
S ⊇ A

	

,

where our radius ϵ now depends on the sample size and significance level, we arrive at assign-

ments of confidence that are clearly inefficient. Consequently, hypothesis testing for H0 : θ0 ∈ A

in this manner is not particularly powerful.

In this section, we show that the properties of the confidence sets our ML framework for

inference do allow for a more efficient assignment of confidence to sufficiently regular subsets

of the parameter space.
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bΘϵ(m ,α)
S

bθS AB

Figure 2.4: When inverting bΘϵ(m ,α)
S to determine our confidence in arbitrary regions of the

parameter space, both regions A and B are assigned the same confidence 1−α. However, since
B ⊆ A, it is clear that we should have Conf(B )≤Conf(A).

2.4.1 Random Sets and Imprecise Probability

In order to understand how our framework allows for more efficient assignments of confidence,

it is critical to understand the properties of our set bΘϵS of ϵ-AERMs. It is of note that bΘϵS is random

due to the dependence on the random sample S , but differs from usual random variables or

random vectors by being set-valued. Thus, to fully understand the properties of bΘϵS , we first

need to understand random sets.

We begin with the formal definition of a random set (Molchanov 2017):

Definition 2.8. Let (Θ,τ) be a Polish space and (Ω,Σ) a measurable space. A function X :Ω→ 2Θ

is a closed random set if X (ω) is closed for everyω ∈Ω and

{ω | X (ω)∩U ̸=∅} ∈Σ

for every U ∈τ.

This definition can be generalized to non-Polish spaces as well as to non-closed random

sets.

Whereas the distribution of a random variable is given by the cumulative distribution

function, the distribution of a closed random set X is given by the belief and plausibility

functions

bel(A) = Pr[X ⊆ A]

pl(A) = Pr[X ∩A ̸=∅]

where A is a Borel set (Molchanov 2017). It is straightforward to check that these two functions

are duals of each other, in the sense that bel(A) = 1−pl(Θ \A) and pl(A) = 1−bel(Θ \A). As such,

knowing either one of the belief or plausibility functions immediately yields the other. A very
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useful property of belief and plausibility functions is given by Choquet’s Theorem (Matheron

1974):

Theorem 2.4. Let Θ be a locally compact Hausdorff second countable topological space. Then

the plausibility function induced by a random closed set in Θ is ∞-alternating and upper

semicontinuous. That is,

pl

� k
⋃

i=1

Ai

�

≤
∑

∅ ̸=I⊆{1,...,k}

(−1)|I |+1 pl

�

⋂

i∈I

Ai

�

for every positive integer k , and pl(Kn )→ pl(K ) for every sequence of compact sets (Kn ) converging

from above to a compact set K .

Similarly, we would have that belief functions are∞-monotone (reversing the inequality)

and lower semicontinuous. Note that probability measures are both∞-alternating and∞-

monotone; this fact is often referred to as the principle of inclusion-exclusion.

The belief and plausibility functions are often additionally conditioned on the event X ≠∅
so that we have the convenient properties that bel(∅) = pl(∅) = 0 and bel(Θ) = pl(Θ) = 1; note

that these properties trivially hold if the random set is almost surely nonempty. If, in addition,

the∞-monotone and∞-alternating conclusions from Choquet’s Theorem also hold, then

the belief and plausibility functions fall under the purview of the Dempster-Shafer theory of

evidence (Dempster 1967; Shafer 1976). Within this framework, Dempster (1967) suggests that

given a random set X that corresponds to a quantity of interest θ0 ∈Θ, we can interpret bel(A)

and pl(A) as lower and upper probabilities for the assertion θ0 ∈ A. That is to say that bel(A) can

be interpreted as the probability that θ0 ∈ A is “known to be true," 1−pl(A) can be interpreted

as the probability that θ0 ∈ A is “known to be false," and the remaining probability pl(A)−bel(A)

can be interpreted as a residual “don’t know" probability (Dempster 2008). As a simple example,

consider the trivial random set X =Θ; then bel(A) = 0 and pl(A) = 1 for every nonempty proper

subset A of Θ—Dempster’s interpretation would be that we have no evidence for the truth or

falsity of θ0 ∈ A for any such A, and so have absolutely no knowledge of the location of θ0.

A formal theory of imprecise probability can be worked out from belief and plausibility

functions. For example, Shafer (1979) demonstrates how to extend belief and plausibility

functions from union- or intersection-closed subsets of Θ (e.g. the Borel sets) to the entire set

of subsets of Θ via the notions of allocations and allowments of probability; this is analogous

to how the Lebesgue measure is extended from open sets to the Lebesgue measurable sets.

Shafer (2016) briefly discusses the theory of Choquet integration for beliefs and plausibilities

(analogous to Lebesgue integration for probabilities) as well as the notions of independence,

joint imprecise probability distributions, and conditional imprecise probability. In particular,

24



Shafer (2016) proves that Bayes’s rule holds for plausibility functions even when Θ is infinite;

this theorem is known as Dempster’s rule of conditioning.

The Dempster-Shafer framework is not the only approach to imprecise probability. An

alternative to working with belief and plausibility functions is to work with necessity and

possibility functions. Possibility functions still keep the properties pos(∅) = 0 and pos(Θ) = 1,

but impose a maxitivity assumption:

pos

�

⊔

i∈I

Ai

�

= sup
i∈I

pos(Ai )

for every index set I (Dubois and Prade 1980, Definition II.5.η). The necessity function is once

again the dual of the possibility function. The necessity and possibility function approach to

imprecise probability has a variety of nice properties due to the maxitivity assumption, but is

limited in its ability to describe the behavior of random sets: It can be shown that the plausibility

function induced by a random set X is a possibility function if and only if the realizations of X

are nested (i.e. X (ω1)⊆ X (ω2) or X (ω2)⊆ X (ω1) for allω1,ω2 ∈Ω) (Shafer 1976, Theorem 10.1).

Another approach to developing imprecise probability theory is via previsions; this theory

is discussed in detail in Walley (1991). Given a linear spaceF of functions f :Θ→R (called

“gambles"), the lower and upper previsions defined onF are

E [ f ] = sup{µ ∈R | f −µ is desirable}

E [ f ] = inf{µ ∈R |µ− f is desirable},

where we call a gamble “desirable" if one would accept the gamble if offered. Note that previ-

sions can then be naturally extended to larger classes of gambles (e.g. to include all indicator

functions). These previsions act analogously to expectations in probability theory, and so upper

and lower probabilities can be defined as the upper and lower previsions of indicator functions.

2.4.2 Validity of ML Models

Since the set bΘϵS of ϵ-AERMs is a random set, its distribution is determined by the induced

belief and plausibility functions:

belϵ(A) = Pr
S∼Dm

[bΘϵS ⊆ A | bΘϵS ̸=∅]

plϵ(A) = Pr
S∼Dm

[bΘϵS ∩A ̸=∅ | bΘϵS ̸=∅].
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Notice that these functions are not well-defined when bΘϵS is almost surely empty; this is only

possible when ϵ = 0 and the ERM almost surely does not exist.

Example 2.6. ConsiderX = {∅},Y =R, andH = {x 7→ θ | θ ∈Q}with L (y , y ′) = |y −y ′|, where

the data-generating distribution is a point mass at an irrational number (e.g. Pr(Y =π) = 1). In

this example, bθS never exists, since there always exists a closer rational approximation to an

irrational number. Thus, bΘ0
S is always empty, and the belief and plausibility for ϵ = 0 are not

well-defined.

Because this situation can be circumvented in practice by instead considering ϵ-plausibilities

for any choice of ϵ > 0, we assume for the remainder of this paper that the ϵ-plausibility is well

defined.

Knowledge of the distribution of ϵ-AERMs can be used to assign a confidence to the propo-

sition that a given region of the parameter space contains the risk minimizer. In particular, we

will show in this section that sets of low plausibility cannot contain the risk minimizer. To this

end, we first define the notion of validity for an ML model:

Definition 2.9. At a fixed sample size, the model (H , L ) is valid at level α and tolerance ϵ if

for every Borel set A ⊆ Θ such that there exists δ ≥ 0 so that Θδ0 ⊆ A and Θδ0 ̸= ∅, we have that

plϵ(A)≥ 1−α.

In other words, an ML model is valid if every nonempty δ-neighborhood of the risk mini-

mizer has a high plausibility. Once again, we note that when the risk minimizer θ0 exists, it is

sufficient to only consider δ= 0, as any A containing Θδ0 for δ > 0 must contain θ0 ∈Θ0
0 itself.

Lemma 2.1. Let (H , L ) have the uniform convergence function f . Then f is non-increasing in

its first argument.

Proof. Fix ϵ1,α> 0. Then

Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ1

�

≥ 1−α if m ≥ f (ϵ1,α).

Now let ϵ2 > ϵ1. Then we have that

Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ1

�

≤ Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ2

�

and so

Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ2

�

≥ 1−α if m ≥ f (ϵ1,α).
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We hence have that

w (ϵ,α) =







f (ϵ,α) if ϵ ̸= ϵ2

f (ϵ1,α) if ϵ = ϵ2

witnesses the uniform convergence property of (H , L ). Therefore, by the definition of the

uniform convergence function (Definition 2.6),

f (ϵ2,α)≤ ⌈w (ϵ2,α)⌉= ⌈ f (ϵ1,α)⌉= f (ϵ1,α)

since f (ϵ1,α) is an integer, as desired.

Corollary 2.2. Let (H , L ) have uniform convergence function f . If the risk minimizer θ0 exists,

then (H , L ) is valid at level α and tolerance ϵ if m ≥ f (ϵ/2,α). Otherwise, (H , L ) is valid at level

α and tolerance ϵ if m ≥ infδ>0 f ((ϵ−δ)/2,α).

Proof. Suppose that the risk minimizer θ0 exists. Then if A is a Borel set and θ0 ∈ A, we have

that

plϵ(A) = Pr
�

bΘϵS ∩A ̸=∅ | bΘϵS ̸=∅
�

≥ Pr
�

bΘϵS ∩{θ0} ≠∅ | bΘϵS ̸=∅
�

= Pr
�

bΘϵS ∋ θ0 and bΘϵS ̸=∅
�

/Pr
�

bΘϵS ̸=∅
�

≥ Pr
�

bΘϵS ∋ θ0

�

/1,

which has probability at least 1−α by the result of Theorem 2.1.

Now suppose that the risk minimizer θ0 does not exist. Then let ζ> 0 be such that Θζ0 ⊆ A.

Without loss of generality, we also let ζ< ϵ. Then for any δ ∈ (0,ζ), we have that

plϵ(A) = Pr
�

bΘϵS ∩A ̸=∅
�

≥ Pr
�

Θδ0 ⊆ bΘ
ϵ
S

�

which has probability at least 1−α by the result of Theorem 2.2 if m ≥ f ((ϵ−δ)/2,α). Since this

is true for every δ ∈ (0,ζ) and f is non-increasing in its first argument by Lemma 2.1, we have

validity if m ≥ infδ∈(0,ζ) f ((ϵ−δ)/2,α) = infδ>0 f ((ϵ−δ)/2,α), as desired.

Note that when f (·,α) is left-continuous at ϵ, infδ>0 f ((ϵ−δ)/2,α) = f (ϵ/2,α), and so the

sample complexity is the same regardless of the existence of the risk minimizer. However, this

is not the case in general, so the sample size necessary for validity is generally easier to attain

when the risk minimizer does exist.

The contrapositive of the above corollary is that if a model is valid at level α and tolerance

ϵ, then plϵ(A) < 1−α implies that θ0 ̸∈ A. Thus, knowledge of the distribution of the set of
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ϵ-AERMs yields important knowledge about the location of the risk minimizer. We restate this

contrapositive as a theorem in its own right:

Theorem 2.5. Let (H , L ) be valid at level α and tolerance ϵ. If plϵ(A)< 1−α then θ0 ̸∈ A.

This idea of determining optimal values for parameters via Theorem 2.5 can be useful

for hypothesis classes that make use of a tuning parameter γ, as calculating the belief and

plausibility of sets of the form A = {γ ∈ [a , b ]}may help reduce the search space for the tuning

parameter.

Remark 2.4. It may initially seem strange to discuss performing “inference" on a

tuning parameter. However, it is undoubtedly the case that there exists some opti-

mal value for the tuning parameter, as it is typically estimated via cross-validation.

As such, we can still perform uncertainty quantification for this optimal tuning

parameter in the same way we do so for more traditional feature parameters.

Example 2.7. In continuation of Example 2.3, consider LASSO estimation with data generated

by Y = X β0+U . Our hypothesis class isH =
⋃

t ′≤t Ht ′ , whereHt ′ = {x 7→ x⊤β :




β






1
≤ t ′}

and t is an upper bound on the LASSO tuning parameter provided by the practitioner. The

value of the tuning parameter t ′ is typically chosen via cross-validation over the interval [0, t ],

since the optimal value for t ′ is t0 =min(t ,




β0







1
) but





β0





 is typically unknown.

We draw examples X ∼Unif(−1, 1)p and U ∼Unif(−1, 1). A uniform convergence function

is then given by

f (ϵ,α) = 1−2 exp

�

−
mϵ

8(




β0





+1)2

�

.

This then allows us to compute an ϵ necessary for validity at a given sample size m and signifi-

cance level α, given (an upper bound on) the magnitude of




β0







1
.

We randomly select a β from Unif(−1, 1)p and generate m = 1000 training examples, com-

puting plϵ(A) for A = {β :




β






1
≤ t ′} for various choices of tuning parameter t ′. That is, we

conduct hypothesis tests for H0 : t0 ≤ t ′ for t ′ ranging over an interval. In Figure 2.5, we show

the results in an example where p = 10, t = 10, and




β0







1
≈ 3.34 (so that the optimal tuning

parameter is t0 ≈ 3.34).

We see that for tuning parameters t ′ less than about 1.3, the plausibility is less than 0.95

and so cannot possibly be optimal. With access to this information, a practitioner now knows

that it is only worthwhile to cross-validate over the range [1.3, 10] rather than the entire range

[0, 10] since all tuning parameters less than 1.3 are provably suboptimal.
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Figure 2.5: Estimates for the plausibility of the set {β :




β






1
≤ t ′} at significance level 0.05 for

different tuning parameters t ′. A vertical line is plotted at the t ′ that maintains plausibility at
least 0.95. Plausibilities were estimated via Monte-Carlo simulation with 10000 replicates.

2.4.3 Bootstrapping Belief and Plausibility

Actually calculating the plausibility given a single sample is not particularly straightforward,

since typically the sampling distributionD is completely unknown and the “sample plausibility"
Òplϵ(A) = I (bΘϵS ∩A ̸=∅) is always either zero or one. Hence, it makes sense to estimate belief and

plausibility via bootstrapping:

Òpl
boot,S

ϵ (A) =
1

B

B
∑

i=1

I (bΘϵSi
∩A ̸=∅)

where S1, . . . ,SB are subsamples drawn uniformly and independently from the observed sample

S such that bΘϵSi
is nonempty. Let us define

plboot,S
ϵ (A) = lim

B→∞

1

B

B
∑

i=1

I (bΘϵSi
∩A ̸=∅)

and similar for the belief. Notice that the quantity plboot,S
ϵ is the expected value of Òpl

boot,S

ϵ over

the resampling distribution. Thus, it is convenient for theoretical purposes to consider plboot,S
ϵ

as “the" bootstrapped plausibility. However, it is Òpl
boot,S

ϵ that is actually used by the practitioner.

Luckily, these two quantities are quite close to each other even for modestly large B (as we
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will see in Theorem 2.7), so the practitioner (approximately) enjoys the guarantees of the

bootstrapped plausibility.

Once again, these bootstrapped quantities are not well-defined when bΘϵSi
is empty with

probability 1. This happens if and only if ϵ = 0 and the ERM on each subsample almost surely

does not exist. Because a practitioner can always avoid such an event by simply choosing any

ϵ > 0 when they notice that the ERMs never exist, we will assume throughout this section

that the model and sampling distribution are such that these bootstrapping quantities are

well-defined.

In order for bootstrapping to be useful, we require slightly stronger conditions on our ML

model:

Definition 2.10. An ML model (H , L ) has the strong uniform convergence property with respect

to the data-generating distributionD overX ×Y if there exists a function f :R+×R+→R such

that for any ϵ > 0 and α> 0, if m ≥ f (ϵ,α) then

Pr
S∼Dm

�

sup
θ∈Θ
|R (θ )− bRS (θ )| ≤ ϵ

�

≥ 1−α

(i.e. Definition 2.5 holds) and

inf
eD∈B

Pr
S∼ eDm

�

sup
θ∈Θ
|R

eD (θ )− bRS (θ )| ≤ ϵ
�

≥ 1−α,

whereB denotes the set of bootstrap resampling distributions overD; that is, the set of Unif(S )m

for every possible S ∼ Dm . We call any such f a witness to the strong uniform convergence

property.

In other words, the strong uniform convergence property requires that the uniform con-

vergence property (Definition 2.5) hold over both the data-generating distribution and the

bootstrap resampling distribution. Once again, we note that this condition remains much

weaker than that of being a strong uniform Glivenko-Cantelli class (Definition 2.4).

Definition 2.11. Let (H , L ) have the strong uniform convergence property, and letW be the set

of all corresponding witnesses. The strong uniform convergence function of (H , L ) is defined to

be

f (ϵ,α) = inf
w∈W
⌈w (ϵ,α)⌉,

where ⌈ · ⌉ is the ceiling function.

Due to the reliance on a random sample, bootstrapped plausibilities do not yield exact
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knowledge about the location of the risk minimizer. However, we find that bootstrapped

plausibilities do yield this knowledge with high probability:

Theorem 2.6. Suppose A is a Borel set and Θδ0 ⊆ A for some δ > 0. Suppose that (H , L ) has the

strong uniform convergence function f . If either

(a) the risk minimizer θ0 exists, the empirical risk minimizer bθS exists for every sample S, and

we define ϵ(m ,α) = inf{ϵ |m ≥ f (ϵ/2,α)}

(b) we define ϵ(m ,α) = inf{ϵ |m ≥ infδ>0 f ((ϵ−δ)/2,α)}

then bootstrapping the plausibility function is asymptotically valid, in the sense that

lim inf
m→∞

Pr
S∼Dm

[plboot,S
ϵ(m ,α)(A)≥ 1−α]≥ 1−α.

In particular, in (a) the inequality holds for all m such that ϵ(m ,α)≤δ, and in (b) the inequality

holds for all m such that ϵ(m ,α)≤δ/2

Proof. We first prove (a). By the strong law of large numbers, we have that

plboot,S
ϵ(m ,α)(A)

a .s .= Pr
Si∼Unif(S )m

[bΘϵ(m ,α)
Si

∩A ̸=∅ | bΘϵ(m ,α)
Si

̸=∅].

The right hand side is simply plϵ(m ,α)(A)with respect to the uniform distribution on S ; we know

that this is at least 1−α so long as bθS ∈ A by Corollary 2.2. We thus have that

Pr
S∼Dm

[plboot,S
ϵ(m ,α)(A)≥ 1−α]≥ Pr

�

bθS ∈ A
�

. (2.5)

By hypothesis, Θδ0 ⊆ A. Hence,

Pr
�

bθS ∈ A
�

≥ Pr
�

bθS ∈Θδ0
�

= Pr
�

R (bθS )≤R (θ0) +δ
�

. (2.6)

We know that for any m , we have with probability at least 1−α that

R (bθS )≤ bRS (bθS ) +
ϵ(m ,α)

2
(uniform convergence)

≤ bRS (θ0) +
ϵ(m ,α)

2
(definition of bθS )

≤R (θ0) + ϵ(m ,α) (uniform convergence)

Furthermore, as m→∞, we have that ϵ(m ,α)→ 0. Thus, there exists M ∈N such that ϵ(m ,α)≤
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δ for any m ≥M . Hence, we have for all m ≥M that

Pr
S∼Dm

[R (bθS )≤R (θ0) +δ)]≥ Pr
S∼Dm

[R (bθS )≤R (θ0) + ϵ(m ,α)]≥ 1−α.

Combining this with equations (2.5) and (2.6), we arrive at

lim inf
m→∞

Pr
S∼Dm

[plboot,S
ϵ(m ,α)(A)≥ 1−α]≥ 1−α

as desired.

We now prove (b). As in the previous part, we have that plboot,S
ϵ(m ,α)(A)≥ 1−α so long as bΘδ/4S ⊆ A.

Hence,

Pr
S∼Dm

[plboot,S
ϵ(m ,α)(A)≥ 1−α]≥ Pr

�

bΘδ/4S ⊆ A
�

≥ Pr
�

bΘδ/4S ⊆Θδ0
�

.

Let ϑ0 ∈ Θ
δ/4
0 . By uniform convergence, we have with probability at least 1− α that for all

bϑS ∈ bΘ
δ/4
S ,

R (bϑS )≤ bRS (bϑS ) +
ϵ(m ,α)

2
(uniform convergence)

≤ inf
θ∈Θ

bRS (θ ) +
δ

4
+
ϵ(m ,α)

2
(definition of bϑS ∈ bΘ

δ/4
S )

≤ bRS (ϑ0) +
δ

4
+
ϵ(m ,α)

2
(definition of infimum)

≤R (ϑ0) + ϵ(m ,α) +
δ

4
(uniform convergence)

≤ inf
θ∈Θ

R (θ ) + ϵ(m ,α) +
δ

2
(definition of ϑ0 ∈Θδ/40 )

As m→∞, ϵ(m ,α)→ 0, so for large enough m , we have that ϵ(m ,α)≤δ/2, so

Pr
S∼Dm

�

bΘδ/4S ⊆Θδ0
�

= Pr
S∼Dm

�

⋂

bϑS∈bΘ
δ/4
S

n

R (bϑS )≤ inf
θ∈Θ

R (θ ) +δ
o

�

≥ 1−α

for large m as desired.

It is worth noting that the sample size necessary for the validity of bootstrapping depends

on the “size" of A—i.e. the magnitude of the largest δ such thatΘδ0 ⊆ A. If δ (and thus A) is large,

only a small sample size m is necessary for ϵ(m ,α)≤δ/2. Inversely, a small δ (and thus small

A) requires a larger sample size for validity to hold. One might thus think that given a very large

sample size, it would be reasonable to bootstrap on finite sets A; however, if A is too small then

no Θδ0 will be a subset of A for any δ > 0, possibly hampering validity at every sample size.
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The primary consequence of Theorem 2.6 is that 1−plboot,S
ϵ(m ,·) (A) acts as an asymptotic p -

value for the hypothesis H0 : θ0 ∈ A. Hence, we can assign an (asymptotic) confidence to the

proposition that the risk minimizer lies in A:

Conf(A)≈ sup{1−α | plboot,S
ϵ(m ,α)(A)≥ 1−α}.

Returning to figure Figure 2.4, we now see that this assignment of confidence is more efficient

than that from inversion of the confidence set, as if B ⊆ A, it is necessarily the case that

plboot,S
ϵ (B )≤ plboot,S

ϵ (A). Consequently, hypothesis testing for H0 : θ0 ∈ A via bootstrapping is in

general more powerful than the standard method of hypothesis testing via the inversion of the

confidence set.

Theorem 2.7. Suppose that either set of hypotheses in Theorem 2.6 holds. Then for any γ ∈ (0,α),

lim inf
m→∞

Pr
S∼Dm

[Òpl
boot,S

ϵ(m ,α)(A)≥ 1−α−γ]≥ 1−α−exp

�

−
6Bγ2

4γ+3

�

.

In particular, we have that

lim inf
m→∞

Pr
S∼Dm

h

Òpl
boot,S

ϵ(m ,α−γ)(A)≥ 1−α
i

≥ 1−α

if B ≥ (4γ+3) log
�

γ−1
�

/(6γ2).

Proof. First note that

Òpl
boot,S

ϵ(m ,α) ∼
1

B

B
∑

i=1

Bernoulli(plboot,S
ϵ(m ,α)).

Hence, by Bernstein’s Inequality, we have that

Pr
S∼Dm

[Òpl
boot,S

ϵ(m ,α) ≥ plboot,S
ϵ(m ,α)−γ]≥ 1−exp

�

−
6Bγ2

4γ+3

�

.

We know from Theorem 2.6 that for large enough m ,

Pr
S∼Dm

[plboot,S
ϵ(m ,α) ≥ 1−α]≥ 1−α.
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We thus have that

Pr
h

Òpl
boot,S

ϵ(m ,α) ≥ 1−α−γ
i

≥ Pr
h

Òpl
boot,S

ϵ(m ,α) ≥ plboot,S
ϵ(m ,α)−γ and plboot,S

ϵ(m ,α) ≥ 1−α
i

≥ Pr
h

Òpl
boot,S

ϵ(m ,α) ≥ plboot,S
ϵ(m ,α)−γ

i

+Pr
�

plboot,S
ϵ(m ,α) ≥ 1−α

�

−1

≥ 1−exp

�

−
6Bγ2

4γ+3

�

+1−α−1

= 1−α−exp

�

−
6Bγ2

4γ+3

�

as desired. We may then substitute α−γ for α to arrive at

Pr
h

Òpl
boot,S

ϵ(m ,α−γ) ≥ 1−α
i

≥ 1−α+γ−exp

�

−
6Bγ2

4γ+3

�

,

and the right hand side is at least 1−α if γ− exp
�

−6Bγ2/(4γ+3)
�

≥ 0, or equivalently if B ≥
(4γ+3) log

�

γ−1
�

/(6γ2).

The practical consequence of Theorem 2.7 is as follows: When estimating plausibility by

bootstrapping, the practitioner has to make a choice between the following:

1. The confidence set bΘϵ(m ,α)
S keeps its usual tolerance (i.e. size). In exchange, rather than

validity at level α with high probability, we have validity at level α+ γ with a slightly

smaller probability, where γ decreases and the probability increases with the number of

bootstrap samples. This is a reasonable choice to make when the number of bootstrap

samples that can be taken is limited (e.g. due to computational reasons). If one were to

use this bootstrapping methodology to conduct hypothesis tests, one can minimize the

type I error bound on the hypothesis test H0 : θ0 ∈ A by selecting α and γ appropriately

for fixed B .

2. We maintain validity at level α with high probability; thus, Òpl
boot,S

ϵ remains an asymptotic

p -value. However, our confidence set bΘϵ(m ,α−γ)
S , where the number of bootstrap samples

necessary increases as γ decreases, has a slightly larger tolerance and hence is less in-

formative about the location of the risk minimizer. This is a reasonable choice to make

when one can take as many bootstrap samples as desired. For hypothesis testing, doing

so allows one to fix the type I error bound at α for the hypothesis test H0 : θ0 ∈ A; the

choice of γ can impact the power of this test.

Example 2.8. Recall from Example 2.1 the model for Bernoulli distributed data: X = {∅},
Y = {0, 1},H = {x 7→ θ | θ ∈ {0, 1}}, and L (y , y ′) = |y − y ′|.
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The only sets A to estimate beliefs and plausibilities for are {0}, {1}, and {0, 1}. Note that the

last set is the entire parameter space Θ; since pl(Θ) = 1 necessarily, we focus on estimating the

plausibility of the singleton sets. Recall that our theorem for validity of bootstrapping requires

that Θδ0 ⊆ A. Now, the definition of Θδ0 indicates that

Θδ0 = {θ ∈ {0, 1} | (1−p )θp 1−θ ≤min{p , 1−p}+δ}

and it is straightforward to check that 0 ∈Θδ0 if and only if p < (1+δ)/2 and 1 ∈Θδ0 if and only if

p > (1−δ)/2. That is,

Θδ0 ̸⊆ A iff
1−δ

2
< p <

1+δ
2

.

In particular, bootstrapping the singleton sets is not necessarily valid for p = 1/2. This makes

intuitive sense, as the risk minimizer θ0 is the mode of the data-generating distribution, and

when p = 1/2 neither singleton set can capture both modes.

Now, our theorem indicates that bootstrapping is valid when the sample size is large enough

that ϵ(m ,α)≤δ. Thus, we see that the closer p is to 1/2, the larger the sample size must be to

ensure the validity of bootstrapping.

To illustrate, we generate data from Bernoulli(0.499) at various sample sizes. We set the

significance level to α = 0.05 and also set γ = α/2, setting the number of bootstrap sam-

ples as indicated by the theorem. For each generated sample, we checked whether or not
Òpl

boot,S

ϵ(m ,α−γ)({0}) ≥ 1−α; we repeated this 1000 times for every sample size and report the fre-

quency of this event. Results are shown in Figure 2.6.

Note that based on the above calculations, we require a sample size of 1,551,107 to guarantee

validity at level 1−α with probability at least 1−α. Evidently, our sample size requirement

provided by the theorem is very conservative, as we appear to attain 95% coverage nearly a full

order of magnitude before 1.5 million.

It is also interesting to note that the coverage probability does not monotonically increase

with the sample size m . This is because increasing the sample size has two competing effects:

An increase in m will decrease ϵ(m ,α) and thus decrease the probability bΘϵ(m ,α)
Si

intersects with

the set A of interest (consequently decreasing the plausibility), but it will also allow the sample

to be more representative of the population, allowing the estimated plausibilities to be more

likely to attain the correct coverage of at least 1−α.

Example 2.9. In Example 2.4, we mentioned that while a hypothesis test for the exact locations

of the weights and biases of a neural network is not typically of great use, what is often of

great importance in application is the appropriate level of sparsity of the parameters. Thus, in

continuation of Example 2.4, consider a regularized neural network with 10 nodes in the only
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Figure 2.6: Empirical coverage over 1000 trials of the event Òpl
boot,S

ϵ(m ,α−γ)({0})≥ 1−α for α= 0.05
and γ = α/2. A vertical line is plotted at m = 1,551,107, where our theory guarantees 95%
coverage.

hidden layer using a sigmoid activation function, whose hypothesis class is given by

H =

¨

x 7→σ

�

10
∑

i=1

w ⊤σ(U x )

�

: ∥U i∥2 ≤M ,∥w ∥1 ≤λ

«

and is trained using the L 1 loss function. Then we have that

ϵ(m ,α) =
8M ·λ

m

√

√

√

m
∑

i=1

∥xi∥2
2+6

√

√ log(4/α)
2m

.

Let us suppose we are interested in the regularization parameter λ for the weight vector w ,

where we limit λ ∈ [0, 5]. We may conduct a hypothesis test for the optimal regularization pa-

rameter λ0 such as H0 :λ0 ≤ 0.25. Suppose, furthermore, that the practitioner limits themselves

to at most B = 50 bootstrap resamples. Then, according to Theorem 2.7, the practitioner can

reject H0 at level α+exp
�

−6Bγ2/(4γ+3)
�

by rejecting if Òpl
boot,S

ϵ(m ,α) < 1−α−γ for some well-chosen

α and γ (supposing that the sample size is large enough). Optimization shows that the type I

error rate of this test cannot be guaranteed to be less than roughly 0.242 given the limit on the

number of bootstrap iterations.

To illustrate the hypothesis testing process, we can train this neural network to classify

handwritten digits from the MNIST data set (LeCun et al. 1998) as either even or odd. We
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test the aforementioned hypothesis at the best possible type I error rate, and find that for

the MNIST data, Òpl
boot,S

ϵ(m ,α) = 0.400. The critical value was 1−α−γ≈ 0.585, so we reject H0 and

(correctly) conclude that there is strong evidence (at significance level 0.242) that the optimal

regularization parameter is at least 0.25.

2.5 Comparison to Generalized Inferential Models

An alternative approach to exploring notions of validity for ML, also based on imprecise proba-

bility, is given by generalized inferential models.

The inferential models (IM) framework (Martin and Liu 2013) is an approach to statistical

inference that gives uncertainty quantification on unknown quantities θ0. This is done by

assuming a data-generating mechanism X = a (U ,θ0), where the function a and the distribution

of the random variable U are known, then creating a random set bΘS ,E for θ0 that depends on

the observed sample S as well as a random set E intended to predict U . The distribution of the

predictive random set is then described by the induced belief and plausibility functions:

belS (A) = Pr
E
[bΘS ,E ⊆ A | bΘS ,E ̸=∅]

plS (A) = Pr
E
[bΘS ,E ∩A ̸=∅ | bΘS ,E ̸=∅].

For well-chosen predictive random sets, the induced belief and plausibility functions have a

desirable validity property: We say that an IM with belief/plausibility functions belS and plS is

valid if for every measurable A ⊆ 2Θ and every α ∈ (0, 1),

sup
θ∈A

Pr
S |θ
[plS (A)≤α]≤α.

Given a valid IM, the plausibility can be treated as a p -value—to test H0 : θ0 ∈ A against

H1 : θ0 ̸∈ A, we can reject if and only if plS (A)≤α, and this test would have type I error rate at

most α.

The IM framework was recently extended to generalized IMs, or GIMs (Cella and Martin

2022), which do not need to make an assumption on the data generating mechanism and

hence no longer rely on a predictive random set for the an auxiliary random variable. In this

framework, an i.i.d. sample is generated from an unknown distribution that has some feature

θ0 of interest. Then given a function TS which measures how well a given θ aligns with the

observed sample S , the GIM gives an upper probability for the assertion θ0 ∈ A as

plS (A) = sup
θ∈A
{1−G (TS (θ ))},
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where G is the cumulative distribution function for TS (θ0). Cella and Martin (2022) then shows

that this is valid in the sense that if θ0 ∈ A, then

Pr
�

plS (A)≤α
�

≤α.

Because the distribution function G is unknown, these plausibilities are not calculated directly,

but rather through bootstrapping. In particular, Cella and Martin (2022) shows that if the

consistency condition

sup
t ∈R
|G (t )−G boot(t )|

p
−→ 0

holds as the sample size m goes to infinity (where G boot is the empirical cumulative distribution

function of the bootstrapped values of TS (bθ )), then

lim sup
m→∞

Pr
�

plboot
S (A)≤α

�

≤α

if θ0 ∈ A. Thus, bootstrapped plausibilities from GIMs yield hypothesis tests for H0 : θ0 ∈ A with

an asymptotically correct type I error rate.

In the context of machine learning, Cella and Martin (2022) suggests that the natural choice

for TS is given by TS (θ ) = bRS (θ )− infϑ bRS (ϑ). The bootstrapping approach then allows us to

construct asymptotically correct confidence regions for the risk minimizer θ0 so long as the

consistency condition is satisfied.

The GIM framework using the suggested TS function is clearly an alternative approach to

exploring the validity of ML models. However, there are key differences between our approach

and that of GIMs. Firstly, although both our approach and GIMs use bootstrapping to calculate

plausibilities in practice to achieve prespecified type I error guarantees, GIMs only provide

asymptotic validity, whereas we are able to arrive at validity at both finite sample sizes and at

finite numbers of bootstrap resamples. Similarly, the confidence sets forθ0 in GIMs are obtained

from inverting the bootstrap test, and so are only approximately valid for large sample sizes; our

sets of ϵ-AERMs are valid for θ0 at all sample sizes and can be computed without bootstrapping.

Furthermore, our approach gives clear bounds on the size of the confidence set and has theory

regarding its consistency properties—such theory regarding the statistical power of the method

is not currently present in the GIM approach. Finally, we note from an imprecise probability

perspective that ϵ-plausibility in ML models is not random, whereas GIM plausibilities are;

this yields different definitions for validity: GIMs require plausibilities of “true" statements to

be small with low probability, whereas we simply require that the plausibility be large.
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2.6 Concluding Remarks and Future Work

We have seen that for machine learning models with the uniform convergence property, it is

possible to construct valid confidence sets for the model’s risk minimizer θ0 via the set of ϵ-

AERMs, despite the fact that these sets require essentially no structural assumptions regarding

the data-generating distribution. Furthermore, if the practitioner is willing to make stronger

assumptions on the model, this information can often be incorporated to construct more

efficient confidence sets. We also demonstrated the necessity of the uniform convergence

property by showing that for models that lack this property, it may be impossible to perform

inference via ERMs at all.

Additionally, we saw that if the data-generating distribution is sufficiently known so that the

distribution of the valid confidence set can be calculated, one can often determine whether or

not θ0 ∈ A by calculating the plausibility of the set A. Moreover, even when the data-generating

distribution is completely unknown, one may still use bootstrapping in order to efficiently

test hypotheses H0 : θ0 ∈ A at a given significance level α if the strong uniform convergence

property holds. We finally note that while other methods can also yield (potentially stronger)

inference on parameters of interest, such methods also typically have to make stronger, possibly

unjustified assumptions about the model or rely on asymptotic theory in lieu of accomplishing

finite-sample validity.

In future work, we plan to study to what extent this theory still applies to non-uniformly-

learnable ML models. We also plan to investigate the statistical power of the hypothesis tests

that use valid plausibilities so that we may determine how best to choose sample sizes and

significance levels to attain a desired level of power. Additionally, our examples illustrate that

these confidence sets and hypothesis tests can be overly-conservative; tighter bounds on

uniform convergence functions for common machine learning models and data-generating

scenarios (or methods to estimate these bounds from the data) must be further investigated in

order to mitigate this phenomenon.
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CHAPTER

3

GENERALIZED UNIVERSAL INFERENCE ON

RISK MINIMIZERS

3.1 Introduction

In statistics and machine learning applications, many sophisticated and computationally

efficient procedures have been developed for estimating high- or even infinite-dimensional

unknowns with strong theoretical support in the form of asymptotic consistency. It is important,

however, to accompany these estimates with an appropriate measure of uncertainty, typically

in the form of a confidence set or in the form of p-values associated with relevant hypotheses

tests. Ensuring the reliability of uncertainty quantification is a major challenge, largely because

the available theory generally requires distributional assumptions or structural simplifications

that the data scientist is reluctant or unable to make. As such, there is a need for general

strategies that provide provably valid uncertainty quantification in modern, high-dimensional

problems for finite sample sizes.

Our paper considers a broad class of statistical learning problems where the quantity of

interest is defined as a risk minimizer, i.e., the minimizer of a risk (expected loss) function.

This includes the typical regression and classification problems common in machine learning,

with squared-error and zero-one loss functions, respectively. It also covers typical cases in the
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statistics literature where the quantity of interest is the parameter of a correctly- or incorrectly-

specified statistical model, with loss corresponding to the model’s negative log-density/mass

function. The last two classes of problems fall squarely in the machine learning and statistics

domains, respectively, but there are others whose classification is less clear—such as quantile

regression (Koenker and Bassett 1978a), inference on the minimum clinically important differ-

ence (Hedayat et al. 2015a; Syring and Martin 2017a), etc.—and these too are covered by our

proposed framework. Much of the extant statistical literature on uncertainty quantification for

risk minimizers comes from the broad area of robust statistics (e.g., Huber 1981; Hampel et al.

2011), and in particular the well-studied area of M-estimation (e.g., Huber 1981; Maronna et al.

2006; Boos and Stefanski 2018). The classical results in this area, however, impose regularity

conditions and achieve only asymptotically valid frequentist inference. More recent results

relevant to this problem (e.g., Hudson et al. 2021; Cella and Martin 2022) require fewer regularity

conditions but still only yield asymptotic validity.

An important recent development was the so-called “universal inference" framework of

Wasserman et al. (2020). They present simple and elegant procedures that offer provably valid

uncertainty quantification (e.g., confidence sets and p-values) under virtually no conditions

and without the need for asymptotic approximations. One of their main results is based on

a clever use of data-splitting to construct a “split likelihood ratio" for which finite-sample

distributional bounds on error rates can be obtained under no regularity conditions. Their

focus was limited, however, to settings in which a likelihood function is available—that is, to

problems characterized by a correctly specified statistical model. This limitation is partially

addressed by Park et al. (2023) who allow for misspecification of the statistical model and

construction of valid inference for the parameter value that minimizes the Kullback–Leibler

divergence of the posited statistical model from the true data-generating distribution. However,

as mentioned above, assuming a statistical model is a non-trivial restriction in many practical

applications, so there is a practical need for methods with provable finite-sample validity

beyond model-based settings. Our main contribution here is an extension of the developments

in Wasserman et al. (2020) that covers many learning problems beyond those determined by a

statistical model.

Our proposed generalized universal inference framework replaces the log-likelihood func-

tion in the model-based universal inference framework in Wasserman et al. (2020) with the

empirical risk function, an essential ingredient in the learning problem. Wasserman et al.’s

developments leaned on the simple, well-known fact that likelihood ratios have expected

value 1. In our present context, however, there is no likelihood ratio and, moreover, no direct

analogue of Wasserman et al.’s key property to apply. We overcome this obstacle by identi-

fying a single regularity condition—namely, the “strong central condition,” common in the
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statistical learning literature (e.g., van Erven et al. 2015; Grünwald and Mehta 2020; Syring and

Martin 2023)—with which we can show that Wasserman et al.’s relevant property also holds for

our proposed generalized universal inference for a broad class of learning problems. Beyond

(anytime-)validity, we also establish results concerning the statistical efficiency of our proposal

(e.g., asymptotic power of our test procedures).

The remainder of this paper is organized as follows. After some detailed background and

problem setup in Section 3.2, we present our generalized universal inference framework that

links statistical learning to safe inference in Section 3.3, and we state its theoretical valid-

ity and efficiency properties. An important, practical, and novel detail in our approach is

the choice of a suitable learning rate parameter. Choosing the learning rate is a challenging

problem and, in Section 3.4, we propose a data-driven selection strategy that empirically

maintains (anytime-)validity. In Section 3.5, we present simulation studies that demonstrate

the dual validity and efficiency of our proposed approach in a variety of challenging set-

tings. In particular, we compare our method to that of Waudby-Smith and Ramdas (2023),

which is designed specifically for (anytime-valid) nonparametric inference on the mean of an

unknown distribution, and empirically demonstrate our proposal’s superior efficiency. Fur-

thermore, we show how it addresses various factors contributing to the replication crisis in

science, as well as to problems where traditional inference often fails, such as inferring the

mean of an exchangeable array and inferring centroids in unbalanced populations based on

the K -means algorithm. In Section 3.6, we demonstrate how our approach performs in real

data examples, namely, Millikan’s classic experiment to measure the charge of an electron,

as well as quantile estimation of user ratings from the website MyAnimeList. We finish with

concluding remarks in Section 3.7. Proofs of all the theorems can be found in Appendix A.1.

The code for reproducing the simulation experiments presented in this paper is available at

https://github.com/neil-dey/universal-inference.

3.2 Problem Setup and Related Work

Suppose that the observable data Z n := (Z1, . . . , Zn ) are i.i.d. from an unknown distribution

D over a set Z. A loss function ℓ : Θ×Z→R+ is chosen by a practitioner that measures how

well a parameter θ ∈Θ conforms with an observed datum z ∈Z; small ℓ(θ , z ) values indicate

greater conformity between z and θ . We write R (θ ) := EZ∼D{ℓ(θ ;Z )} for the risk or expected

loss function. Our goal is to infer the risk minimizer

θ ∗ := arg min
θ∈Θ

R (θ ).
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This is impossible without knowledge of the distribution ofD, but we can estimate θ ∗ using

the data Z n fromD. To this end, the empirical risk minimizer (ERM) is

bθn := arg min
θ∈Θ

bRn (θ ),

where bRn (θ ) := n−1
∑n

i=1 ℓ(θ ;Zi ) is the empirical risk function. The intuition is that bRn should

be close to R , at least for large n , so the ERM bθn should be close to θ ∗. It may happen that the

ERM does not exist or it is difficult or inefficient to compute exactly; in such cases, it may be

useful to instead compute an almost-ERM (AERM)—that is, an estimator bθn satisfying

bRn (bθn )≤ inf
θ∈Θ

bRn (θ ) +
δ

n

for some fixed constant δ≥ 0. When the constant δ is of import, we specify that bθn is a δ-AERM.

AERMs are fairly easy to construct: to be an AERM under the L 2 loss, for example, one only

requires convergence of the estimator to the ERM at rate n−1/2 as measured in the original

Θ space—a rate that can often be obtained for approximation schemes such as stochastic

gradient descent (Nemirovski et al. 2009)

A variety of approaches are available to quantify the uncertainty in the ERM bθn . As men-

tioned in Section 3.1, classical solutions offer asymptotic frequentist guarantees under rather

strong regularity conditions. It is demonstrated in Wasserman et al. (2020), on the other hand,

that with a well-specified model {Pθ | θ ∈Θ} featuring a likelihood function L (θ ; Z n ), one can

obtain confidence sets for θ ∗ with no regularity conditions. One of their proposed strategies is

sample splitting. That is, partition the sample Z n into sub-samples Z (1) and Z (2) and compute

the maximum likelihood estimator bθ (1) on Z (1); then a 1−α level confidence set for θ ∗ is given

by {θ ∈Θ | T (θ )≤α−1}, where

T (θ ) = T (θ ; Z (1), Z (2)) :=
L (bθ (1); Z (2))
L (θ ; Z (2))

is called the “split likelihood-ratio" for obvious reasons. It is notable that T (θ ) is an example of

an e-value, defined by the property that Eθ ∗{T (θ ∗)} ≤ 1, where Eθ ∗ denotes the expected value

under the assumption that the data Z n was generated from Pθ ∗ .

The notion of an e-value can be traced as far back as Wald (1945, 1947), but there has

been a surge of interest recently (e.g., Vovk and Wang 2021; Howard et al. 2021; Xu et al. 2021;

Ramdas et al. 2023) for at least two reasons. First, the reciprocal of an e-value is a p-value (i.e., is

stochastically no smaller than a uniform random variable) by Markov’s inequality, so e-values

can readily be used for uncertainty quantification. Second, e-values have several benefits as
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“measures of evidence" over general p-values. For example, whereas it is not straightforward

how to combine two p-values from independent tests, it is clear that taking the product of

independent e-values results in another e-value. Furthermore, this product of independent

e-values remains an e-value under optional continuation—the practice of deciding whether or

not to continue collecting new data and conducting further independent tests based on the

outcomes of previous tests—and so has practical use in meta-analyses (Grünwald et al. 2024).

Additionally, e-values also tend to be more robust to model misspecification and dependence

compared to general p-values; e.g., it is shown in Wang and Ramdas (2022) that applying the

Benjamini–Hochberg procedure to e-values maintains control over false discovery rates even

for arbitrary dependence between the e-values, whereas the same cannot be said for p-values.

However, e-values are not a direct upgrade to p-values: their safety guarantees imply that

uncertainty quantification with e-values tends to be more conservative than that with p-values.

The e-value is closely related to the e-process, which is defined as a non-negative super-

martingale (En )n∈N such that Eθ ∗{Eτ} ≤ 1 for any stopping time τ (Shafer et al. 2011; Ramdas

et al. 2023; Ruf et al. 2023). It is clear that any stopped e-process is also an e-value and thus

inherits the relevant benefits. Additionally, the definition of an e-process yields an “anytime-

validity" property: If (En )n∈N is an e-process, the reciprocal of maxn=1,...,τ En remains a p-value

for any stopping time τ (Ramdas et al. 2023). That is, the sample size need not be fixed ahead

of time, and one may even choose whether or not to collect more data based on what has been

observed “up to that point." This is in stark contrast to a standard p-value, which generally

depends on fixing a sample size ahead of time and prohibits any sort of data-snooping; but

see Martin (2023, Sec. 6). Because peeking at the data to decide whether to stop or continue

data-collection is common in science, the use of anytime-valid measures of evidence such as

e-processes is highly desirable.

How does one construct an e-process? Like the e-value described above, these take the

general form of likelihood ratios but with a sequential flavor (e.g., Wald 1947, Eq. 10.10). A

general proposal was given in Wasserman et al. (2020, Sec. 8) and particular instantiations

have been put forward in, e.g., Gangrade et al. (2023) and Dixit and Martin (2023); see, also, the

survey in Ramdas et al. (2023). In particular, as an alternative to sample splitting described

above, consider lagged estimators

bθk = arg max
θ∈Θ

L (θ ; Z k ), k = 1, 2, . . .

and the corresponding “running likelihood-ratio" test statistic

Mn (θ ) :=

∏n
i=1 L (bθi−1; Z i )
∏n

i=1 L (θ ; Z i )
, (3.1)
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where bθ0 is a fixed constant. Then {Mn (θ ∗)}n∈N is an e-process and, therefore, provides anytime-

valid inference on θ ∗.

3.3 Generalized Universal Inference

If the data-generating distributionD is unknown, or if the quantity of interest is not defined

as the parameter that determines a statistical model (and is rather defined as the minimizer

of a more general risk function), then the approach of Wasserman et al. (2020) is not directly

applicable. To deal with the general statistical learning problem, we propose the following

generalized universal inference framework. To start, define the online generalized universal

e-value (GUe-value, pronounced “gooey-value"):

G (ω)
n ,on(θ ) := exp

�

−ω
n
∑

i=1

{ℓ(bθi−1; Zi )− ℓ(θ ; Zi )}
�

, (3.2)

where bθk is any AERM on the first k sample elements, with bθ0 a pre-specified constant, and

ω > 0 is a learning rate discussed in detail in Section 3.4. The right-hand side of the above

display is analogous to the running likelihood-ratio (3.1) in that it makes use of lagged AERMs,

but it does not require a correctly specified likelihood.

The online GUe-value requires computation of n-many AERMs, which may be expensive.

As an alternative, define the offline GUe-value

G (ω)
n ,off(θ )≡G (ω)

S ,off(θ ) := exp
�

−ωn2{bRS2
(bθS1
)− bRS2

(θ )}
�

, (3.3)

where S1 ⊔S2 is a partition of the sample S into two sub-samples of size n1 and n2, respectively,

and bθSi
is any AERM on Si . Again, this is in analogy to the split likelihood-ratio of Wasserman

et al. (2020). Because the online and offline GUe-values share many properties, we write G (ω)
n

when distinguishing between the two is unnecessary and refer to simply the GUe-value.

The intuition for the GUe-value is that G (ω)
n (θ ) is large if and only if a suitable empirical risk

function at θ is large, suggesting that θ is highly inconsistent with the data compared to the

estimators. It is also interesting to note that the offline GUe-value can be written as the ratio of

Gibbs posterior probability density functions (e.g., Zhang 2006; Bissiri et al. 2016; Grünwald and

Mehta 2020; Martin and Syring 2022) when using the (possibly improper) uniform prior. Hence,

the offline GUe-value is analogous to the Bayes factor between θ and the AERM bθS1
. These

intuitions suggest that G (ω)
n (θ

∗) should be rather small, and that only values θ with G (ω)
n (θ )

sufficiently small ought to be considered plausible values for θ ∗. It turns out that this intuition

is indeed sound, as we explain below.
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We should not refer to these as “e-values” or “e-processes” without first demonstrating

that they satisfy the respective defining properties. Unlike in the context of a well-specified

statistical model, it is not possible to do this demonstration without imposing some conditions

on the data-generating processD and the loss function ℓ. It turns out that the strong central

condition advanced in van Erven et al. (2015), commonly used in the analysis of ERMs and

Gibbs posteriors, is sufficient for our purposes as well.

Strong Central Condition. A learning problem determined by a data-generating processD on

Z and a loss function ℓ : Θ×Z→R+ satisfies the strong central condition if there exists ω̄ > 0

such that

EZ∼D exp
�

−ω{ℓ(θ ; Z )− ℓ(θ ∗; Z )}
�

≤ 1 for all θ ∈Θ and allω ∈ [0,ω̄).

In this case, we say that the condition holds with learning rate ω̄.

The strong central condition is effectively a bound on the moment generating function of

ℓ(θ ∗; Z )−ℓ(θ ; Z ) in a small positive interval [0,ω̄) containing the origin. As discussed in detail in

van Erven et al. (2015), this condition holds in a number of practically relevant cases; see, also,

Grünwald and Mehta (2020). First, if the learning problem is determined by a well-specified

statistical model, as in Wasserman et al. (2020) and many other papers, where the loss ℓ is the

negative log-likelihood, then it follows from Hölder’s inequality that the strong central condition

holds with ω̄= 1. Even if the statistical model is incorrectly specified, under certain convexity

conditions (e.g., Kleijn and van der Vaart 2006; De Blasi and Walker 2013; Ramamoorthi et al.

2015), one can often demonstrate the strong central condition for some ω̄ < 1; see, e.g., de Heide

et al. (2020) for an application to misspecified generalized linear models. Outside the context

of a posited statistical model, the strong central condition holds for any bounded loss when

the parameter space is convex. This includes the typical classification problems based on zero-

one loss, as well as variants that arise in, e.g., inference on the minimum clinically important

difference (Hedayat et al. 2015a; Syring and Martin 2017a).

What motivates the strong central condition in the study of statistical learning via loss

functions is that it is the “right” condition in a certain sense for these problems. That is, almost

all learning paradigms—including ERM, two-part minimum description length, and PAC-

Bayes—achieve “fast" rates (in the sense that the excess risk R (bθn ) − R (θ ∗) converges at a

reasonably fast rate) only under this condition (van Erven et al. 2015). As a concrete example,

the commonly used Bernstein condition (a generalization of the also-frequently-used Tsybakov

margin condition) is equivalent to the strong central condition for bounded losses (van Erven

et al. 2015).
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For unbounded loss functions, such as the L p losses, further restrictions on the data-

generating process are required in order for the strong central condition to hold. For instance,

Example 11 of Grünwald and Mehta (2020) notes that the strong central condition cannot

hold for the L 2 loss without subexponential tail decay on the data-generating process, or some

other combination of convexity, boundedness, etc. (e.g., Example 4.20 of van Erven et al. 2015).

Nevertheless, subexponential tail assumptions are quite common in the literature, so there

are many practical applications in which the strong central condition can be verified for L p

losses. We should also emphasize that our main result shows the strong central condition is

sufficient for validity of our proposal, no claims are made about the strong central condition

being necessary. Hence, our proposal potentially works even when the strong central condition

fails. See Remark 3.1 for some technical insights and Example 3.5 for a numerical example

showing that our GUe confidence intervals for the mean of a heavy-tailed distribution are

empirically valid and more efficient than the provably valid intervals proposed in Wang and

Ramdas (2023).

One of our key contributions is to provide a connection between the literature surrounding

statistical learning and that of safe inference: The following two lemmas demonstrate that

the strong central condition is sufficient to ensure that the online and offline GUe-values are

e-processes and e-values, respectively.

Lemma 3.1. Under the strong central condition with learning rate ω̄, the online GUe-value

G (ω)
n ,on(θ

∗) in (3.2) is an e-process for allω ∈ [0,ω̄).

Lemma 3.2. Under the strong central condition with learning rate ω̄, the offline GUe-value

G (ω)
n ,off(θ

∗) in (3.3) is an e-value for allω ∈ [0,ω̄).

We can now begin to see the trade-off between the online and offline GUe-values: the online

GUe-value is an e-process and hence has stronger error rate control properties, as described in

our main result, Theorem 3.1. The offline GUe-value is only an e-value, so its properties are

generally weaker (e.g., combining offline GUe-values only maintains validity under optional

continuation for independent offline GUe-values, whereas combining online GUe-values can

maintain the anytime-valid property even if the online GUe-values are dependent), but it is

typically less expensive to compute compared to the online variant that requires evaluation of

the lagged AERMs.

Theorem 3.1. Suppose that the strong central condition holds with learning rate ω̄, and take

ω ∈ [0,ω̄). Fix a desired significance level α ∈ (0, 1). Then the test that rejects H0 : θ ∗ ∈Θ0 in favor

of H1 : θ ∗ ̸∈Θ0 if and only if

G (ω)
n (Θ0) := inf

θ∈Θ0

G (ω)
n (θ )≥α

−1,
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controls the frequentist Type I error at level α, i.e.,

Pr{G (ω)
n (Θ0)≥α−1} ≤α, for all Θ0 that contain θ ∗.

Also, the set estimator

Cα(Z
n ) :=

�

θ ∈Θ : G (ω)
n (θ )<α

−1
	

has frequentist coverage probability at least 1−α, i.e.,

Pr{Cα(Z n ) ∋ θ ∗} ≥ 1−α.

Furthermore, for the online GUe-value specifically, the above tests and confidence sets are

anytime-valid, i.e., for any stopping time τ,

Pr{G (ω)
τ (Θ0)≥α−1} ≤α and Pr{Cα(Z τ) ∋ θ ∗} ≥ 1−α.

Now the trade-off between the online and offline GUe-values is even more clear. While

both constructions lead to tests and confidence sets with finite-sample control of frequentist

error rates, the online version is anytime-valid: the bounds hold uniformly over all stopping

rules, but generally with a higher computational cost. The advantage of anytime-validity, again,

is that the method is robust to the common practice of making within-study decisions about

whether to proceed with further data collection and analysis.

The above results do not rely specifically on bθi−1 and bθS1
being AERMs. Our primary motiva-

tion for choosing AERMs is for the sake of efficiency: AERMs are often consistent estimators of

the risk minimizer, and this property leads to analogous large-sample consistency results for

the above tests and confidence regions. The next two theorems present successively stronger

results along these lines.

Theorem 3.2. Suppose supθ∈Θ |bRn (θ )−R (θ )| 〈0|0〉 as n→∞. Then for anyω> 0,

lim
n→∞

Pr
�

G (ω)
n ,off(θ )≥α

−1
	

= 1, for any θ with R (θ )> inf
ϑ∈Θ

R (ϑ). (3.4)

In addition, if the AERM mapping z k 7→ bθ (z k ) is leave-one-out stable in the sense that

|ℓ{bθ (z n−1); zn}− ℓ{bθ (z n ); zn}|= o (1), for all (z1, z2, . . .) ∈Z∞, (3.5)

then the consistency result (3.4) also holds for the online GUe-value G (ω)
n ,on.

Theorem 3.2 says that, under regularity conditions, the power function for the GUe-value

test of the point null H0 : θ ∗ = θ converges to 1 for each θ that is not a risk minimizer. Hence,
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for any non-risk minimizing θ , we see that the associated (1−α)-level confidence set for θ ∗

shrinks to eventually exclude θ with high probability as more data is collected. The uniform

convergence of the empirical risk to the risk is a standard condition, as it is sufficient for
bRn (bθn ) → R (θ ∗) in the first place. Similarly, it is typical to require some form of estimator

stability in the online setting in order to learn θ ∗ (e.g., Bousquet and Elisseeff 2002; Rakhlin

et al. 2005; Shalev-Shwartz et al. 2010). For example, the ERM is leave-one-out stable in the

sense of (3.5) [with rate n−1, see (3.6)] if the loss function is smooth and strongly convex over

Euclidean space (Zhang 2023, Theorem 7.10).

Remark 3.1. We also note that the above theorem holds for any positive choice of learning

rateω. That is, even ifω is set to be too large or, otherwise, the strong central condition fails,

the GUe-value still has desirable power properties. That said, we caution that powerful tests

without finite-sample validity guarantees must be used with care.

Vanishing Type II error probability under fixed alternatives is a relatively weak property. A

more refined analysis considers alternatives θn that are different from but converging to the

risk minimizer. Then the relevant question is: How fast can the alternative θn converge to θ ∗

and still the GUe-value can distinguish the two? The following theorem gives an answer to

this question, effectively bounding the radius of the GUe-value confidence set. That is, for β

as defined below, the confidence set contains a point that has risk ≳ n−β more than θ ∗ with

vanishing probability.

Theorem 3.3. Fix β ∈ (0, 1) and let (θn )n∈N be a sequence in Θ such that R (θn )− infϑR (ϑ)≳ n−β .

Then for anyω> 0, we have the following rate results for the GUe-value:

1. Suppose that supθ |bRn (θ )−R (θ )|= op (n−β ). If the AERM mapping z k 7→ bθ (z k ) is leave-one-

out stable at rate n−β , i.e.,

|ℓ{bθ (z n−1); zn}− ℓ{bθ (z n ); zn}|= o (n−β ), for all (z1, z2, . . .) ∈Z∞, (3.6)

then limn→∞Pr
�

G (ω)
n ,on(θn )≥α−1

	

= 1.

2. Suppose that supθ |bRS2
(θ )−R (θ )|= op (n

−β
2 ). If R (bθS1

) 〈inf|inf〉ϑR (ϑ) as n1→∞, then

lim
(n1,n2)→(∞,∞)

Pr
�

G (ω)
n ,off(θn2

)≥α−1
	

= 1.

3. Suppose that supθ |bRS2
(θ )−R (θ )|= op (n

−β
2 ). If R (bθS1

) 〈inf|inf〉ϑR (ϑ) as n1→∞ and n1 ≲ n2,

then

lim
(n1,n2)→(∞,∞)

Pr
¦

G (ω)
S ,off(θn )≥α−1

©

= 1.
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Note that R (bθS1
) 〈inf|inf〉ϑR (ϑ) as n1 →∞ holds if S1 is identically distributed to S2, and

that n1 ≲ n2 holds if the sample splitting occurs in a constant proportion. Thus, Theorem 3.3

simply states that for the power function to exhibit desirable behavior, it only requires uniform

convergence of the empirical risk to the risk at a typically assumed rate (and, in the offline case,

for our split between training and validation sub-samples to be done at random). Furthermore,

the proof of this theorem illustrates that the size of our confidence set decays at a rate no faster

than the rate that the estimator converges to the infimum risk; for this reason, it is preferable

to use ERMs as the estimator as opposed to δ-AERMs for large δ.

The rate requirement of Theorem 3.3 is far from restrictive: a rate of about op (n−1/2) is fairly

typical. As a concrete example, suppose (X1, Y1), . . . , (Xn , Yn ) are i.i.d. random vectors from any

distributionD overX ×{0, 1}, let h :X ×Θ→{0, 1} be any measurable function, and consider

the zero-one loss function ℓ{θ ; (x , y )} = I{y ̸= h (x ; θ )}. If the set {x 7→ h (x ; θ ) | θ ∈ Θ} is of

finite VC dimension (e.g., the set is a subset of a finite-dimensional affine space), it follows

from Corollary 3 of Hanneke (2016) that supθ |bRn (θ )−R (θ )|= op (n−β ) for any β < 1/2, so we

see that the rate condition of the theorem holds. Indeed, Theorem 17.1 of Anthony and Bartlett

(2009) implies that this rate of op (n−β ) for any β < 1/2 holds for any bounded loss function of

finite fat-shattering dimension.

We do, however, note that the above theorem may be less-than-optimal for unbounded

losses. For example, one may hope for mean estimation via L 2 loss to have confidence sets

of size Op (n−1/2+δ) for every δ > 0. To achieve this, the theorem’s hypotheses would require

supθ |bRn (θ )−R (θ )|= op (n−1+2δ). Without additional assumptions, however, such as the data

having finite fourth moment, this rate is not guaranteed, so the above theorem cannot generally

provide the efficient confidence sets one might hope for. This is unfortunate, but it is important

to keep in mind that mean estimation is a well-studied problem (e.g., Wang and Ramdas 2023;

Waudby-Smith and Ramdas 2023), so there are lots of specific, mean-targeting strategies one

can apply to construct anytime-valid confidence sets for means. Our primary contribution

here, however, is the focus on the broad class of general risk minimization problems; since

many of these problems have no anytime-valid procedures currently available, efficient or

not, our contributions here meet an important need. Falling a bit short of the asymptotically

optimal rates in the one case that has been extensively studied is, in our view, not a serious

shortcoming.

Finally, note that although confidence sets only make sense when the risk minimizer θ ∗

exists, Theorems 3.2 and 3.3 apply even if infϑR (ϑ) is never attained. Two instances where the

infimum risk fails to be attained include models where the parameter space is not compact

(such as when θ represents a variance component that lies in (0,∞)) and those that use risk

functions that are non-coercive (such as the cross-entropy loss). Indeed, the most common
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example where the infimum fails to be attained is when θ denotes the parameter in logistic

regression and the population is separated—i.e., for the population P , where P ⊆Rp ×{0,1},
there exists β ∈Rp such that for any (x , y ) ∈ P , we have that β⊤x > 0 implies y = 1 and β⊤x < 0

implies y = 0—as separation forces at least one component of θ ∗ to be infinite (Albert and

Anderson 1984). Even in such cases, the theorems guarantee that the GUe-value grows large on

all of Θ. Consequently, the corresponding confidence sets shrink to the empty set as more data

are collected. This may indicate to the user that their statistical learning problem is ill-posed, if

they were not aware of this already.

3.4 Choice of the Learning Rate

The learning rateω is critical for the validity and efficiency of the GUe-value hypothesis tests

and confidence sets. On the one hand, ifω is too large, then G (ω)
n (θ

∗) is smaller than it should be,

the confidence sets are likewise too small and hence are likely to undercover. On the other hand,

ifω is too small, the confidence sets for θ ∗ are larger than necessary, resulting in inference that

is overly conservative.

We previously noted that the offline GUe-value can be written as a ratio of Gibbs posterior

densities. Hence, it is not unreasonable to apply a learning rate selection method used to

choose a Gibbs posterior learning rate. Some proposals for choosing a Gibbs posterior learning

rate include the unit information loss approach (Bissiri et al. 2016), matching information gain

(Holmes and Walker 2017), the asymptotic Fisher information matching approach (Lyddon et al.

2019), the R-Safe Bayes algorithm (Grünwald and van Ommen 2017), and a sample-splitting

strategy (Perrotta 2020), among others. Wu and Martin (2023) found that, with the learning rate

chosen according to these strategies, the corresponding Gibbs posterior credible sets generally

fail to achieve the nominal frequentist coverage probability. They do, however, identify one

algorithm that maintains valid frequentist coverage even under model misspecification: the

general posterior calibration (GPC) algorithm of Syring and Martin (2019); see, also, Martin

and Syring (2022).

The GPC algorithm proceeds by constructing a 1−α level confidence set for θ ∗ using the

nonparametric bootstrap, resampling from the original sample S and choosingω such that the

credible set contains bθS with probability 1−α over the bootstrap resamples. Given that the GPC

algorithm does well in attaining valid confidence sets from the Gibbs posterior, it is sensible to

similarly use the nonparametric bootstrap to select the learning rate for the GUe-value. This

nonparametric bootstrap approach is detailed in Algorithm 1.

Because the nonparametric bootstrap chooses an appropriate learning rate in a principled

manner agnostic to how the data are distributed, it still tends to be conservative in general,
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Algorithm 1 Nonparametric Bootstrap for Learning Rate Calibration

Require: (z1, . . . , zn ), collected data
Require: Ω, a set of candidate learning rates
Require: α, a significance level to calibrate to
Require: N , the number of bootstrap iterations to do

Compute bθ , the ERM for (z1, . . . , zn )
coverages(ω)← 0 for allω ∈Ω
forω ∈Ω do

for i in 1, . . . , N do
Draw SB = (zb (1), . . . , zb (n )) uniformly from (z1, . . . , zn )
if G (ω)

SB
(bθ )< 1/α then

coverages(ω)← coverages(ω) +1/N
end if

end for
end for
return arg minω∈Ω |coverages(ω)− (1−α)|

choosing smaller learning rates than necessary. If one is sure that the data come from a partic-

ular parametric model, one may potentially obtain less conservative choices of learning rates

by instead employing the parametric bootstrap to choose a learning rate—at the expense of

possibly having confidence sets with below-nominal-level coverage if the model is actually

misspecified. This algorithm is presented as Algorithm 2.

One can also obtain exactly correct choices for the learning rate under certain distributional

assumptions and for certain loss functions. Appendix A.2 presents such results for the L 2 loss

function for the mean of a random variable, subject to the strong central condition. In particular,

we demonstrate that for Gaussian distributed data, one can theoretically calculate a learning

rate for the GUe confidence set that obtains exactly the correct coverage; furthermore, this

learning rate asymptotically yields the correct coverage rate even for non-Gaussian data, due to

the central limit theorem. We also discuss the existence of a learning rate that obtains at least

the nominal coverage if the data are indeed i.i.d. and one either knows or has good estimates

for the second and third moments of the population. These results are admittedly narrow in

scope, either requiring strong distributional assumptions or once again relying on asymptotics

rather than guaranteeing finite-sample validity. However, we expect that the construction of

efficient e-values for complex problems will inevitably require some sort of data-driven tuning,

so our results provide a useful starting point for these developments.
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Algorithm 2 Parametric Bootstrap for Learning Rate Calibration

Require: {Dθ }θ∈Θ, a family of parametric distributions
Require: (z1, . . . , zn ), collected data fromDθ for some θ
Require: Ω, a set of candidate learning rates
Require: α, a significance level to calibrate to
Require: N , the number of bootstrap iterations to do

Compute ÒD , the best-fitting distribution for (z1, . . . , zn ) from {Dθ }θ∈Θ
Compute bθ , the ERM for (z1, . . . , zn )
coverages(ω)← 0 for allω ∈Ω
forω ∈Ω do

for i in 1, . . . , N do
Draw SB = (zb (1), . . . , zb (n ))∼ ÒD n

if G (ω)
SB
(bθ )< 1/α then

coverages(ω)← coverages(ω) +1/N
end if

end for
end for
return arg minω∈Ω |coverages(ω)− (1−α)|

3.5 Simulation Studies

3.5.1 Case study: bounded mean estimation

Another methodology that shares similar aims as our GUe confidence sets is given by the

predictable plugin empirical Bernstein (PrPl-EB) confidence sets of Waudby-Smith and Ramdas

(2023), which are also safe confidence sets due to e-process properties, but are limited to

estimating the mean of a bounded random variable. Given a sample Z1, . . . , Zn , the 1−α level

PrPl-EB confidence interval is given by
⋂n

t=1 Ct , where

Ct :=

�
∑t

i=1λi Zi
∑t

i=1λi

±
log(2/α) +

∑t
i=1(Zi − bµi−1)2(− log(1−λi )−λi )

∑t
i=1λi

�

λt :=min

 

c ,

√

√

√
2 log(2/α)

Òσ2
t−1t log(1+ t )

!

Òσ2
t :=

1/4+
∑t

i=1(Zi − bµi )2

t +1

bµt :=
1/2+

∑t
i=1 Zi

t +1
,
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and c is any reasonable value in (0, 1)—we follow the authors’ recommendation of c = 1/2. The

width of the PrPl-EB confidence interval in the i.i.d. setting scales with the true (unknown)

standard deviation, and thus obtains reasonable coverages at large samples. However, as Figure

20 of Waudby-Smith and Ramdas (2023) shows, for modest sample sizes, the PrPl-EB confidence

interval tends to cover almost the entirety of the support.

In Figure 3.1, we compare the coverage of the PrPl-EB confidence set and the GUe confi-

dence sets on an i.i.d. sample of size 10 from the beta distribution, where the learning rate for

the GUe confidence sets were chosen via either the parametric bootstrap (with both a correctly

and incorrectly specified parametric model) or the nonparametric bootstrap. In agreement with

the findings of Waudby-Smith and Ramdas (2023), the PrPl-EB confidence set covers the entire

interval [0, 1] at such a small sample size; the GUe confidence sets, however, are more efficient.

In fact, the offline GUe confidence sets attain approximately the correct coverage regardless

of the learning rate selection procedure used. We also examine in Figure 3.2 the coverage of

the offline GUe confidence set when using the learning rate suggested by Proposition A.1 in

Appendix A.2 (i.e., the learning rate that yields asymptotically correct coverage), as well as

when dividing this learning rate by 2 (which is our suggestion to ensure correct coverage at

finite sample sizes). Note that although Proposition A.1 requires either Gaussian data or a large

enough sample size for the central limit theorem to apply (neither of which is true in this case),

the GUe confidence sets from this approach are still approximately calibrated—though, there

is some undercoverage. On the other hand, our suggested heuristic of halving this learning

rate is more than conservative enough to hit the nominal coverage in these examples.

We emphasize that in this example, our comparison uses i.i.d. data, and both the PrPl-EB

and GUe approaches use the full dataset to create a single confidence set; this is in contrast to

creating the so-called “confidence sequences" examined in Ramdas et al. (2023), in which data

are added one point at a time. Furthermore, we note that we are using the data to estimate the

learning rate for the online GUe-value, an approach which we have not proven to preserve the

e-process properties that the PrPl-EB method provably has—though the results here and in the

remainder of Section 3.5 give empirical evidence that anytime-validity is indeed maintained.

The take-away message is that our online GUe-value solution, with data-driven choice of

learning rate, is a powerful and promising alternative to PrPl-EB. We hope this will motivate

further investigation into the interplay of data-driven learning rate choices and the desired

anytime-validity property.
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Figure 3.1: Nominal vs observed coverage of the PrPl-EB and GUe confidence sets on i.i.d.
Beta(5,2) data. The learning rate for GUe was chosen via either the parametric bootstrap,
once correctly specifying the beta model and once misspecifying a Gaussian model, or the
nonparametric bootstrap.

Figure 3.2: Nominal vs observed coverage of the offline GUe confidence sets on i.i.d. Beta(5, 2)
data. Blue circles indicate coverages when the learning rate is taken from Proposition A.1, and
red triangles are those when the learning rate is taken as half the value from Proposition A.1
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3.5.2 Replication crisis-related applications

The replication crisis in science is a problem that has received significant attention in recent

years. In this subsection, we showcase a variety of common problems that facilitate the lack of

replicability of scientific experiments, and we demonstrate how these problems are mitigated

by our GUe-value proposals.

Example 3.1. Consider the following simple setup: A scientist is studying two populations

that are distributed onR and wants to find the best threshold separating the two populations.

That is, given data (X1, Y1), . . . , (Xn , Yn )where X i ∈R are the observed data and Yi ∈ {0, 1} are the

labels indicating which population the corresponding X i belong to, the scientist wishes to find

the risk minimizer corresponding to the loss function

ℓ(θ ; X , Y ) = 1(X ≤ θ ) ·1(Y = 1) +1(X >θ ) ·1(Y = 0).

If the scientist does everything by the book—collecting a single data set of independent

observations of a fixed, predetermined sample size from a known distribution, then generates

a confidence interval from this data—then it is no surprise that the confidence interval works

as planned: For any nominal coverage level, the practitioner shall observe precisely that level

of coverage. This is not always what happens in real applications, however. What often occurs

is that the scientist has a null hypothesis H0 : θ ∗ = 0 and an alternative hypothesis H1 : θ ∗ ̸= 0,

and funding or publication hinges on the null hypothesis being rejected. Thus, especially

when gathering data is expensive, the scientist may be tempted to gather more data when the

data set collected so far fails to reject the null, and then stop collecting data once the null is

rejected. Figure 3.3 demonstrates the effects of such a stopping rule. The classical confidence

intervals generated by the scientist tend to be less than the nominal coverage. On the other

hand, thanks to the anytime-validity property of e-processes, the online GUe confidence sets

with the learning rate chosen via the nonparametric bootstrap consistently exhibit coverage

above the nominal level. Moreover and quite interestingly, even though the offline GUe-value

is not provably an e-process, it too exhibits coverage only slightly above the nominal level.

The setting described in Example 3.1 is the “best case" scenario in the sense that the practi-

tioner gathers data until a null hypothesis is correctly rejected; a meta-analysis of replication

studies could plausibly correct this issue. But what happens when publications in the literature

only present false rejections of a null hypothesis?

Example 3.2. Consider the same setting as Example 3.1, with a null hypothesis of the form

H0 : θ ∗ ≥ c for some c , but now H0 is true, i.e., θ ∗ ≥ c . Due to the difficulty in publishing

negative results, the only data sets present in the literature will be those that falsely reject this
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Figure 3.3: Nominal vs observed coverage of the “exact" and GUe confidence sets when
collecting data until the null hypothesis H0 : θ ∗ = 0 is rejected for 1

2 N(µ1,σ2)+ 1
2 N(µ2,σ2) data,

with µ1 = 5, µ2 = 10, andσ2 = 104. In this case, the risk minimizer is θ ∗ = (µ1+µ2)/2.

null hypothesis, and the coverage of these intervals is shown in Figure 3.4 to be essentially

zero for nearly all levels of nominal coverage. No meta-analysis can possibly correct for this

issue, as all published data are simply biased towards the incorrect alternative hypothesis.

However, Figure 3.4 clearly demonstrates that the GUe confidence set remains valid at all

nominal coverage levels, even to the extent that the empirical coverage nearly matches nominal

coverage at all relevant levels.

Example 3.3. Another common way for science to fail to be replicated is due to the unjustifiable

removal of outliers. Doing so can significantly reduce the standard errors and may appear to be

justifiable—after all, one should surely remove data points that are corrupted by non-statistical

errors. To illustrate the effects of such cherry-picking, we simulate data that have “outliers" re-

moved using Tukey’s fences criterion for outliers with k = 1. Figure 3.5 demonstrates the effects

of unwarranted removal of outliers on the validity of confidence sets for N(0, 1) and Beta(5, 2)

data. As usual, our proposed confidence sets (with learning rates chosen via nonparametric

bootstrap) maintain the correct level of coverage,1 whereas the “exact" confidence intervals

fail to attain the nominal coverage level.

3.5.3 Comparison to bootstrap

In the previous simulations, we have used the bootstrap to choose the learning rate for the

GUe-value. This raises the natural question of whether or not it suffices to simply use the

1We note that in this simulation, the fences are determined based on the observed data (as would be done
by practitioners) rather than using knowledge of the data-generating distribution (as would be required for our
theoretical results to necessarily hold).
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Figure 3.4: Nominal versus observed coverage of the “exact" and GUe confidence sets when
only considering data where the null hypothesis H0 : θ ∗ ≥−10 is falsely rejected for 1

2 N(µ1,σ2)+
1
2 N(µ2,σ2) data, with µ1 = 5, µ2 = 10, andσ2 = 104. Note that θ ∗ = (µ1+µ2)/2.

Figure 3.5: Coverage of the mean of N(0, 1) and Beta(5, 2) data when outliers are removed via
the Tukey criterion (k = 1).
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Figure 3.6: Left: Coverage probabilities for the mean of a two-way ANOVA with random effects
and one observation per cell. Right: visualizations of 90% confidence intervals. Here n = 10,
µ= 10, Var(αi ) = 0.1, Var(β j ) = 0.05, and Var(ϵi j ) = 1.

bootstrap in the first place. In this subsection, we highlight cases where bootstrap alone fails to

provide valid inference whereas the use of bootstrap to select the learning rate for the GUe-

value succeeds. The intuition for this phenomenon is the bootstrap is not strong enough to

carry the full weight of solving the inference problem in such cases, but it is strong enough to

carry the lighter load of selecting an appropriate learning rate.

Example 3.4. Suppose that Z is a matrix of random variables such that the distribution of Z is

invariant to permutations of its rows and columns. It is shown in McCullagh (2000, Section 4.3)

that the use of nonparametric bootstrap to estimate E(Z 11) results in confidence sets that are

smaller than necessary to obtain the nominal level of coverage.

To illustrate the simplest possible example of this, consider the two-way ANOVA model

with random effects with only one observation per cell: Zi j = µ + αi + β j + ϵi j where the

variance components are independent and follow centered exponential distributions—i.e.,

αi +σα
i i d∼ Exp(σα), β j +σβ

i i d∼ Exp(σβ ), and ϵi j +σ
i i d∼ Exp(σ). Figure 3.6 demonstrates that

once again, the GUe confidence sets using nonparametric bootstrap for learning rate selection

obtain far above the nominal level of coverage for µwhereas the nonparametric bootstrap by

itself fails to do so. Additionally, Figure 3.6 provides visualizations of the confidence intervals

produced by the studied methods for 10 random datasets; it is clear that the offline GUe

confidence intervals are typically of comparable width to bootstrapping despite having much

better coverage and the desirable robustness properties of e-values.

Example 3.5. We mentioned previously that the strong central condition is a sufficient but

perhaps not necessary condition for validity of the proposed GUe tests and confidence sets.
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Figure 3.7: Coverage probabilities for the mean of the t -distribution with 3 degrees of freedom,
with n = 10. For the Catoni intervals, we follow Wang and Ramdas (2023) and use the optimal
λt given by their equation (33) when it exists and, otherwise, use λt =min(t −1/2, 0.1).

This suggests that there are cases in which the strong central condition fails but GUe still

offers valid inference. To illustrate this, Figure 3.7 shows the GUe confidence sets coverage

probabilities on data from the t -distribution with 3 degrees of freedom—a distribution that

does not satisfy the strong central condition. For comparison, we also show the coverage of the

nonparametric bootstrap, as well as for the Catoni-style confidence interval given in Theorem

9 of Wang and Ramdas (2023). We note that because of the small sample size, the bootstrap

greatly undercovers the true mean. Furthermore, although the Catoni-style confidence interval

was the most efficient of the anytime-valid confidence sets for heavy-tailed means studied in

Wang and Ramdas (2023), it still has an observed coverage near 100% at all relevant significance

levels, agreeing with the results of Figure 4 of Wang and Ramdas (2023). In comparison, both

GUe confidence sets maintain very reasonable empirical coverage rates across the entire range.

Example 3.6. One set of problems that proves challenging for many classical inferential tech-

niques is that of providing uncertainty quantification for parameters that lie at the boundary

of the parameter space. More formally, suppose that it is known that the risk minimizing θ ∗

lies in a restricted subset U of the parameter space Θ; then we define our loss function to

be such that ℓ(θ ; z ) =∞ for all θ ̸∈ U . It is well known that in this sort of problem (even

if performing likelihood-based inference rather than loss-function based inference), many

classical techniques, such as the bootstrap, fail to provide valid confidence sets when θ ∗ lies

on the boundary of U .

Of course, the GUe-value does not face any difficulties with inference in a parameter-at-
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Figure 3.8: Coverage of the 0.84 quantile of N(−3, 32) data when the estimate for the quantile
is restricted to the interval [0,∞).

boundary problem. To illustrate, we perform quantile estimation where the relevant quantile

is at the boundary. In particular, we estimate the 84th percentile of N(−3,32) data where we

restrict inference on the interval [0,∞), which is induced by the loss function

ℓ(θ ; z ) =







(z −θ ) · {q −1(z <θ )} if θ ≥ 0

∞ otherwise

where q = 0.84. Figure 3.8 illustrates that, as expected, the nonparametric bootstrap fails to

attain the nominal level of coverage, as the 0.84 quantile of the data is exactly 0, whereas the

online and offline GUe confidence sets (selecting the learning rate through the nonparametric

bootstrap) do attain above-nominal coverage levels.

Example 3.7. Consider the K -means algorithm, an unsupervised learning method that clusters

data Z1, . . . , Zn into K clusters, with K fixed in advance, where each cluster has minimum within-

cluster variance. Specifically, K -means aims to find a partition θ = (θ1, . . . ,θK ) of the data, where

θk ⊆ {1, . . . , n} for each k = 1, . . . , K , that minimizes

ℓ(θ ; Z n ) =
K
∑

k=1

|θk | Var({Zi : i ∈ θk}),

where |A|denotes the cardinality of the set A and the Var operator returns the sample variance of

its data-set-valued argument; note that we can define Var(∅) arbitrarily, here, since multiplying

by the cardinality (of ∅) eliminates the dependence on this arbitrary choice. This partition

θ implicitly defines the centroids µ1, . . . ,µK , where µk = |θk |−1
∑

i∈θk
zi . These centroids are
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Figure 3.9: Coverage of µ3 for the bootstrapped confidence set versus joint coverage of
(µ1,µ2,µ3) for the offline GUe confidence set,ω= 30 fixed.

typically the quantities of interest.

We generate bivariate normal data from K = 3 populations, N2(µk ,σ2I ), whereσ2 = 0.01

and µ1 = (1,0)⊤, µ2 = (−1/2,
p

3/2)⊤, and µ3 = (−1/2,−
p

3/2)⊤. Then the true centroids for

K -means with K = 3 are approximately the means of each population.

One commonly-used method to construct approximate confidence sets for these centroids

is via bootstrapping (Hofmans et al. 2015). That is, one resamples from the observed data set

that has the estimate bµ for the centroid, performs K -means again on the bootstrapped data,

and creates an ellipse with major and minor axes based on the covariance matrix necessary for

the ellipse to contain the bµwith the nominal level of coverage over the bootstrap resamples.

Here, we compare this procedure for uncertainty quantification about the K -means centroids

to our proposed generalized universal inference framework.

If we draw 100 samples with equal probability from the three populations, then these boot-

strapped confidence sets indeed attain approximately the correct nominal coverage. However,

this changes when the populations are unbalanced. Figure 3.9 illustrates that when the popu-

lations are sampled from with probabilities 0.96, 0.03, and 0.01, respectively, bootstrapping

leads to abysmal coverage for the least frequent population centroid (and thus would perform

even worse if it were used to create a joint confidence set for all three centroids), whereas

the offline GUe (joint) confidence set for (µ1,µ2,µ3) with a choice of ω = 30 has essentially

the correct level of coverage. Note that because of the computational burden of the K -means

algorithm, we elected to fixω= 30 to speed up computation rather than use bootstrapping

on every iteration; this learning rate was chosen after inspecting the range of learning rates

that the nonparametric bootstrap approach to choosingω (measuring coverage of the ERM)

had proposed after a few iterations. We also do not examine the performance of the online
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GUe—again due to the computational burden of having to run K -means n times—though we

would expect similar, if slightly more conservative, results.

3.6 Real Data Examples

3.6.1 Millikan’s electron charge study, revisited

The first experiment done to measure the charge on an electron was by Millikan (1913). About

this experiment, Feynman (1974) noted the following:

“Millikan measured the charge on an electron by an experiment with falling oil

drops and got an answer which we now know not to be quite right... It’s interesting

to look at the history of measurements of the charge of the electron, after Millikan. If

you plot them as a function of time, you find that one is a little bigger than Millikan’s,

and the next one’s a little bit bigger than that, and the next one’s a little bit bigger

than that, until finally they settle down to a number which is higher. Why didn’t

they discover that the new number was higher right away? It’s a thing that scientists

are ashamed of—this history—because it’s apparent that people did things like this:

When they got a number that was too high above Millikan’s, they thought something

must be wrong—and they would look for and find a reason why something might

be wrong. When they got a number closer to Millikan’s value they didn’t look so

hard. And so they eliminated the numbers that were too far off...”

Indeed, the charge of an electron is now known to be exactly 160.2176634 zC, whereas Millikan’s

experiment yielded a point estimate of 159.2 zC with standard error 0.07 zC. Thus, Millikan’s

point estimate was roughly 14 standard errors below the true value—in part due to Millikan’s

cherry-picking of data to artificially exclude data points he deemed to be outliers, much like in

our Example 3.3.

Follow-up papers that attempted to calculate the charge of an electron include Wadlund

(1928) at 159.24 zC, Bäcklin (1929) at 159.88 zC, and Bearden (1931) at 160.31 zC. After the

estimate of Bearden (1931), the timeline of results reported by Hill (2021) suggests that later

estimates all tended to fall quite close to the true value of about 160.2 zC.

To see how the GUe-value applies to Millikan’s oil drop experiment, we use the nonpara-

metric bootstrap to choose the learning rate for the GUe confidence set; the offline GUe-value

choosesω≈ 0.1 at all relevant significance levels, whereas the online GUe-value chooses learn-

ing rates in the interval [0.03, 0.12] that steadily decrease as α increases. We find that the offline

GUe confidence set from Millikan’s cherry-picked data covers the true value of the charge of an
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electron until α≈ 0.32, and the online GUe confidence set covers the true value until α≈ 0.44.

Had the uncertainty in measurement of the charge of the electron been calculated via the

GUe-value, it is possible that chemists would have converged to the correct value faster than

the multiple decades it took in real life, due to no longer being constrained by the too-narrow

confidence interval generated by Millikan’s cherry-picked data.

3.6.2 Quantile regression of MyAnimeList ratings

One challenging problem for traditional inference is quantile regression with non-i.i.d. errors.

That is, given a linear model Yi = X ⊤i β + ϵi where ϵi are not identically distributed, we wish to

estimate the conditional q -quantile θ ∗q , which minimizes the risk corresponding to the loss

function

ℓ(θ ; x , y ) = (y − x⊤θ ) ·
�

q −1(y − x⊤θ < 0)
	

.

The theory of M-estimation yields that the asymptotic variance of the ERM depends on the

conditional density of the response evaluated at the q conditional quantile, which can be quite

difficult to estimate—particularly for extreme quantiles (i.e., q near 0 or 1). One commonly used

approach is the Powell kernel density estimator (Powell 1991), though this is quite sensitive

to the choice of kernel and bandwidth parameter. To illustrate this, Figure 3.10 presents 95%

prediction intervals for linear quantile regression with q = 0.01 using data from the website

MyAnimeList (MAL), which provides user ratings (on a scale of 0 to 10) over time of animated

media. As can be seen, the M-estimation based Powell standard errors greatly vary depending

on the choice of bandwidth, and the standard choice used by the rq package in R (Koenker

et al. 2024) certainly undercovers θ ∗q , even for the reasonably large sample size of n = 384

given here. Consequently, it is evident that the ellipsoidal asymptotic confidence sets for θ ∗q
are untrustworthy in this problem.

Figure 3.11 shows the contour plot for the 95% offline GUe confidence set for θ ∗q after

standardizing the covariate; for comparison, we also show the asymptotic 95% ellipsoidal con-

fidence sets suggested by M-estimation and bootstrap. Notably, the area of the GUe confidence

set is not inordinately larger than the bootstrap and Powell confidence sets, especially for the

larger, up-to-year-2000 data set. For the up-to-year-1980 data, the non-ellipsoidal shape of the

GUe set reveals a directional component to the uncertainty in bθq that the other large-sample

methods are not able to suggest. For example, it indicates that the range of plausible values for

the intercept is skewed, with far more values below the point estimate than above.
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Figure 3.10: 95% prediction intervals for the conditional 0.01-quantile of MAL scores before
1980. The standard error of the regression coefficient is estimated using the Powell method
with two different choices of bandwidth (firstly as implemented in the rq package in R, and
secondly using the fixed bandwidth 10 times that of rq), as well as nonparametric bootstrap.

Figure 3.11: Contour plots of confidence sets for θ ∗q . On the left are the confidence sets for MAL
data before 1980 (n = 384); on the right are the confidence sets for data before 2000 (n = 1999)
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3.7 Conclusion

In this paper we considered a context common in modern statistical learning problems con-

cerned with risk minimization. For such problems, we have proposed a new generalized univer-

sal inference framework that leverages the theory of e-values and e-processes, and have shown

that the corresponding GUe-value tests and confidence sets for the unknown risk minimizer

are provably valid in finite samples. These validity conclusions do not come for free, as one

might hope based on the developments in Wasserman et al. (2020), but they follow from a

general and relatively mild condition called the strong central condition. Furthermore, under

certain weak consistency conditions, the diameter of the GUe-value confidence sets shrinks at

the same rates achieved by the driving ERM, suggesting the finite-sample validity guarantees

do not come at the cost of severe inefficiency. The online GUe-value features an additional

anytime-validity property that means the validity claims hold uniformly over all stopping

rules used in the data collection process. In particular, we showed that the method’s reliable

performance is stable across a variety of common stopping rules believed to contribute to

the replication crisis in science. Furthermore, the practitioner has agency in choosing how

conservative they wish to be, as the methodology they use to choose the learning rate for

the GUe-value can be influenced by the assumptions they are willing to make regarding the

collected data.

The test consistency results in Theorems 3.2 and 3.3 are related to a more fundamental

question concerning the asymptotic growth rate of the proposed GUe-value, akin to the in-

vestigations in Grünwald et al. (2024) for the well-specified statistical model setting. For a

given (possibly composite) null hypothesis H0 : θ ∗ ∈ Θ0, recall that G (ω)
n (Θ0) = infθ∈Θ0

G (ω)
n (θ ).

Following Theorem 2 in Dixit and Martin (2023), our claim is that, under certain conditions

(e.g., the learning rateω is sufficiently small), the asymptotic growth rate of our GUe-value is

logG (ω)
n (Θ0) = n ×ω

¦

inf
θ∈Θ0

R (θ )− inf
θ ̸∈Θ0

R (θ )
©

+o (n ), almost surely.

Note that, if the hypothesis is true in the sense that Θ0 ∋ θ ∗, then the GUe-value vanishes as

n →∞, as expected. Alternatively, if the hypothesis is false in the sense that Θ0 ̸∋ θ ∗, then

the GUe-value diverges to∞ as n→∞, again as expected. Moreover, the (exponential) rate

at which these limits are approached corresponds, e.g., in the latter case, to the degree of

separation between θ ∗ and Θ0 determined by the risk function: the further θ ∗ is from Θ0, as

measured byω infθ∈Θ0
{R (θ )−R (θ ∗)}, the faster the growth rate. Our further conjecture is that

the asymptotic growth rate of the GUe-value above is the “optimal growth rate for e-values

aimed at inference on a risk minimizer,” but we leave a proper formulation and verification of

these claims for follow-up work.
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Future investigations will consider how this theory might extend to the non-i.i.d. setting

to allow for inference on risk minimizers in longitudinal or spatial data, for example. Another

important open question is how best to choose the learning rate for the GUe-value (or other e-

values that require data-driven tuning), and under what conditions the proposed bootstrapping

strategy offers GUe-value confidence sets with provable validity guarantees. The theory we

have presented for learning rate selection is quite limited, even for the special case of the L 2 loss

function, despite how critical the choice of learning rate is in providing finite-sample validity

guarantees for the GUe-value; thus, further work in this direction is necessary. Finally, we hope

to further investigate the utility of the GUe-value in more modern machine learning models

through its connection to the Gibbs posterior and thus PAC-Bayes learning theory.
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CHAPTER

4

MULTIPLE TESTING IN GENERALIZED

UNIVERSAL INFERENCE

4.1 Introduction

In scientific studies, it is common to have several hypotheses to be tested simultaneously. This

is particularly common in exploratory studies where scientists aim to discover which of many

measured covariates impact a response, or in situations where an entire set of inferences must

be simultaneously correct to guarantee a correct “overall” decision. In such cases, even if many

of the null hypotheses are true, the number of null hypotheses that will be rejected due to

chance will increase with the number of tests, at any fixed level α. Hence, methods such as the

Benjamini–Hochberg procedure (Benjamini and Hochberg 1995) and the Benjamini–Yekutieli

procedure (Benjamini and Yekutieli 2001) have been developed to control the false discovery

rate—the expected proportion of falsely rejected null hypotheses—when testing for statistical

significance via p-values.

In recent years, there has been a growing interest in using e-values for hypothesis testing.

A random variable W is an e-value if E(W ) ≤ 1, where the expectation is taken with respect

to the null hypothesis distribution. Since the reciprocal of an e-value is a p-value, it can be

readily used for uncertainty quantification similarly to p-values. However, e-values possess
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a variety of advantages over p-values, e.g., they can be more easily combined than p-values,

they remain valid under the practice of “optional continuation," and they enjoy certain robust-

ness properties. For more complete lists of e-over-p advantages, see Wang and Ramdas (2022,

Sec. 2) and Ramdas and Wang (2024, Sec. 1.5); see also: Shafer et al. (2011), Chung and Chung

(2023), Vovk and Wang (2023), and Grünwald et al. (2024). The “e-BH" procedure of Wang and

Ramdas (2022) modifies the Benjamini–Hochberg procedure—which was designed for a set

of independent p-values—to be applicable to a general set of arbitrarily dependent e-values,

controlling the false discovery rate when testing multiple hypotheses.

The e-values used in multiple testing applications commonly assume a correctly specified

statistical model (e.g., Ignatiadis et al. 2023; Nguyen and Gupta 2023). There are a variety of

statistics and machine learning applications in which such an approach is not practical: For

example, practitioners may be loath to make such distributional assumptions, or perhaps

their inferential target is not the parameter of a data-generating model at all, as in quantile

regression (Koenker and Bassett 1978b) or inference on the minimum clinically important

difference (Hedayat et al. 2015b; Syring and Martin 2017b). In such cases, it natural to con-

sider the quantities of inferential interest as minimizers of some more general risk function.

While uncertainty quantification for risk minimizers has been extensively studied (e.g., via

M-estimation (Huber 1981) or more recent approaches such as Hudson et al. 2021 and Cella

and Martin 2022), these approaches do not generally offer finite-sample validity guarantees.

In this paper, we pair generalized universal inference (Dey et al. 2024) with the e-BH pro-

cedure to create e-values that possess finite-sample validity guarantees in a multiple testing

problem when the target of inference is the minimizer of a risk function. We then apply this

procedure to test for the significance of a predictor in quantile regression, and we investi-

gate our proposed test’s power via a simulation study—the code for which is available at

https://github.com/neil-dey/gue-multiple-testing.

4.2 Generalized Universal Inference

An important recent development in statistics is universal inference (Wasserman et al. 2020),

which constructs e-values that can be used for safe or finite-sample valid inference under no

regularity conditions. In their proposed framework, one splits the sample S into a training

set S1 and a validation set S2 and computes a maximum likelihood estimator bθS1
on S1; then,

supposing that the likelihood function L is correctly specified, a 1−α level confidence set for
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the data-generating parameter θ ∗ is given by {θ : T (θ )≤α−1}, where

T (θ ) :=
L (bθS1

; S2)
L (θ ; S2)

.

Indeed, the universal inference test statistic T is an example of an e-value, thus providing safe

inference under no assumptions other than a correctly specified likelihood function.

In certain statistics and machine learning applications, the quantity of interest is not the

parameter of a statistical model. In quantile regression, for example, the true regression coeffi-

cients are define to minimize the expected check loss. Positing a statistical model to solve such

a problem creates a risk of model misspecification bias, introduces nuisance parameters, etc.,

none of which are advantageous. In such cases, generalized universal inference (Dey et al. 2024)

can be used instead to directly construct e-values and achieve finite-sample validity. In this

approach, one measures how well a value θ ∈Θ of the quantity of interest conforms with an

observed datum z ∈Z using a prespecified loss function ℓ :Θ×Z →R, with smaller values of

ℓ(θ ; z ) indicating a greater degree of conformity between θ and z . Next, define the risk function

to be the expected value of the loss, R (θ ) := E[ℓ(θ ; Z )], so that the target of inference is the risk

minimizer:

θ ∗ := arg min
θ∈Θ

R (θ ).

A point estimate for θ ∗ given data Z1, . . . , Zn is given by the empirical risk minimizer (ERM),
bθn := arg minθ∈Θ bRn (θ ), where bRn (θ ) := n−1

∑n
i=1 ℓ(θ ; Zi ) is the empirical risk. The generalized

universal e-value (GUe-value, pronounced “gooey value”) is then defined to be

Gn (θ ) := exp
�

−ω · |S2| ·
�

bRS2
(bθ1)− bRS2

(θ )
��

,

where S (a sample of size n) is partitioned into S1 ⊔S2, bθS1
is the ERM on S1, bRS2

is the empirical

risk function on S2, andω> 0 is a learning rate hyperparameter. As shown in Dey et al. (2024),

the GUe-value is a valid e-value for sufficiently smallω if the strong central condition holds,

i.e., if there exists ω̄ > 0 such that

E exp [−ω{ℓ(θ ; Z )− ℓ(θ ∗; Z )}]≤ 1 for all θ ∈Θ andω ∈ [0,ω̄).

In this case, Theorem 1 of Dey et al. (2024) implies that {θ : Gn (θ )<α−1} is a 1−α level confidence

set for θ ∗, and that the test that rejects H0 : θ ∗ ∈Θ0 if and only if Gn (Θ0) := infθ∈Θ0
Gn (θ )≥ α−1,

controls the Type I error at level α.

Despite its name, the strong central condition is not particularly restrictive in most applica-

tions; see Section 3 of Dey et al. (2024) for further discussion, as well as van Erven et al. (2015),
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de Heide et al. (2020), and Grünwald and Mehta (2020). It is true, however, that the validity and

efficiency of the GUe-value hinges on the choice of the learning rate, so it is suggested in Dey

et al. (2024, Sec. 4) to apply learning rate selection algorithms developed for Gibbs posteriors

to choose learning rates for GUe-values (e.g., those proposed in Bissiri et al. 2016, Holmes and

Walker 2017, Grünwald and van Ommen 2017, and Lyddon et al. 2019). The authors specifically

suggest use of a bootstrap-based algorithm inspired by the “General Posterior Calibration”

algorithm (Syring and Martin 2019; Martin and Syring 2022) to select the necessary learning

rate, as this algorithm empirically maintains frequentist validity at finite sample sizes. Finally, if

the loss function is precisely the negative log-likelihood function for the data, then generalized

universal inference is universal inference, and the strong central condition holds with ω̄= 1.

4.3 Generalized Universal Multiple Testing

There are two situations of interest: First, the situation in which several GUe-values are of

standalone interest, and we require control of the false discovery rate (FDR); second, the

situation in which several GUe-values are combined into a single e-value to determine if any

of the tested null hypotheses are false. In this section, we demonstrate that the e-BH procedure

of Wang and Ramdas (2022) can be used to accomplish both of these goals using GUe-values.

In the e-BH procedure, we are given e-values e1, . . . eM corresponding to tests of M many null

hypotheses, H m
0 : θm ∈Θm

0 for m = 1, . . . , M . Assuming these e-values have been sorted from

largest to smallest, we consider the transformed e-values e ∗m :=m · em/M . Wang and Ramdas

(2022) prove that these new e-values e ∗1 , . . . , e ∗M control the FDR under arbitrary dependence

between the original e-values. Consequently, so long as the strong central condition holds, one

can simply apply this e-BH procedure to a set of GUe-values to control the FDR at a prespecified

level.

For our second goal of combining GUe-values into a single hypothesis test to determine

if any of the original null hypotheses are false, we may merge the e-BH, FDR-controlled e-

values using any of the strategies explored in Vovk and Wang (2021). We find the most useful

merging function is simply the average of the e-values because this can be shown to “essentially

dominate” any other symmetric merging function. We thus see that given the (sorted) GUe-

values {G (m )
nm
(Θm

0 ) : m = 1, . . . , M }, the final GUe-value we propose for this multiple testing

situation is

G M (Θ
1
0, . . . ,ΘM

0 ) :=
1

M

M
∑

m=1

m

M
·G (m )

nm
(Θm

0 ). (4.1)

Theorem 4.1. Let {G (m )
nm
(Θ(m )0 ) : m = 1, . . . , M } be sorted GUe-values, where each GUe-value uses

a learning rate that satisfies the strong central condition. If all of H (1)
0 , . . . , H (M )

0 are true, then G M
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in (4.1) satisfies

Pr
�

G M (Θ
1
0, . . . ,ΘM

0 )≥α
−1
�

≤α.

Proof. Virtually identical to the proof of Theorem 2 of Wang and Ramdas (2022).

Theorem 4.2. Let {G (m )
n (Θ(m )0 ) : m = 1, . . . , M } be the sorted GUe-values where, for simplicity, each

test is based on a sample of size n. Suppose that supϑ∈Θm |bR (m )n (ϑ)−R (m )(ϑ)|= op (1) as n→∞ for

each m = 1, . . . , M . If there exists m such that H (m )
0 is false, i.e., infϑ∈Θm

0
R (m )(ϑ)>R (m )(θ ∗m ), then

G M in (4.1) satisfies

lim
n→∞

Pr
�

G M (Θ
1
0, . . . ,ΘM

0 )≥α
−1
�

= 1.

Proof. For any m , it is clear that G M (Θ1
0, . . . ,ΘM

0 )≥mM −2 G (m )
n (Θm

0 ). Consequently,

Pr
�

G M (Θ
1
0, . . . ,ΘM

0 )≥α
−1
�

≥ Pr
� m

M 2
G (m )

n (Θm
0 )≥α

−1
�

= Pr
�

G (m )
n (Θm

0 )≥
�mα

M 2

�−1
�

.

If m is such that H m
0 is false in the sense above, and the stated assumptions hold, then Theorem

2 of Dey et al. (2024) applies and the right-hand side above converges to 1 as n →∞, since

mαM −2 ∈ (0, 1) is fixed.

Theorems 4.1 and 4.2 state that (a) if all null hypotheses are true, then we identify this fact

with probability 1−α, and (b) if at least one null hypothesis is false, then we identify this fact

with arbitrarily high probability, for sufficiently large sample sizes. While Theorem 4.2 does

not require that any of the GUe-values satisfy the strong central condition, we caution against

using powerful tests that do not provide finite-sample validity guarantees.

4.4 Simulations

An interesting example where multiple testing in a risk minimization problem arises organically

is in quantile regression. In order to determine if some covariate X has an impact on a response

Y , it is insufficient to test just the mean or median response—consider, e.g., data generated as

Y | X ∼N (0, X 2) for scalar X —so one must generally test multiple quantiles τ1, . . . ,τM ∈ (0,1)

and determine if any of the τm -specific regression coefficients are non-zero. Note that the

τ-quantile regression problem is induced by the loss function

ℓτ(θ ; X , Y ) := (Y −X ⊤θ ) ·
�

τ−1(Y −X ⊤θ < 0)
	

.

That is, the estimated coefficient vector bθ (τm ) for τm -quantile regression is given by

arg minθ n−1
∑n

i=1 ℓτm
(θ ; X i , Yi ), and our true quantities of interest, θ (τm ), are risk minimizers
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(a) (b)

Figure 4.1: Type II error rate of the combined GUe-value in Example 4.1, estimated using
100 Monte Carlo iterations. In (a), a sample size of 50 is held constant; in (b),∆= 0.3 is held
constant.

arg minθ E[ℓτm
(θ ; X , Y )] for m = 1, . . . , M . If the goal is to test for the significance of covariate,

say, X1, in the τm -specific quantile regression, then that corresponds to a composite null hy-

pothesis H m
0 : θ (τm ) ∈Θm

0 := {θ ∈Rp : θ1 = 0}; this is a composite null hypothesis because only

the value of the X1 coefficient is set to 0, the others (including the intercept) are free to vary. For

each m , we can construct a GUe-value G (m )
n (Θm

0 ) to test H m
0 , but the relevant scientific question

is not about a quantile-specific coefficient. Instead, the question concerns all quantiles—or at

least all of our M -many quantiles for large M —so this naturally turns into a multiple testing

problem. Our proposal is to combine the quantile-specific GUe-values into G M according to

(4.1) and then reject the meta-hypothesis “X1 is not significant” at level α ∈ (0, 1) if and only if

G M ≥α−1.

We now provide two simulations demonstrating the efficacy of the GUe-value in this quan-

tile regression problem. We note that in the following examples, the strong central condition

easily holds because the data are bounded. We also use the suggested Algorithm 1 of Dey et al.

(2024) to select the learning rate for each GUe-value.

Example 4.1. A simple example considers the following family of distributions on [0,1]2 pa-

rameterized by∆ ∈ [0, 1]:

Y | X ∼Uniform
�

X∆
2 , 1− X∆

2

�

, X ∼Uniform(0, 1)

At∆= 0, all of the τ-specific regression coefficients are 0, whereas, if∆> 0, then only the τ= 1
2

coefficient is 0. Furthermore, as ∆ increases, the “signal" of a nonzero coefficient becomes

easier to detect. For a given∆, we perform τ-quantile regression on a sample of size n = 50 for
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(a) (b)

Figure 4.2: Type II error rate of the combined GUe-value in Example 4.2, estimated using
100 Monte Carlo iterations. In (a), a sample size of 50 is held constant; in (b), Γ = 0.3 is held
constant.

each τ=τm in {0.02, 0.04, . . . , 0.98}, obtain the M = 49 many GUe-values for testing if θ (τm )
1 = 0

on the sample, combine them to get G M , and carry out the overall significance test at level

α= 0.1. The Type II error rate for different choices of∆ is plotted in Figure 4.1a. We see that

near∆= 0, the Type II error rate is approximately 1−α, as one would expect, but the error rate

quickly diminishes as it gets “easier" to identify non-zero slopes in the quantile regressions.

We can similarly examine how the Type II error decreases as the sample size increases; this

is shown in Figure 4.1b. We finally note that at∆= 0, the empirical FDR for the GUe-values

before being merged was 0.04—about half the allowed limit of 0.10.

Example 4.2. Next, consider the following family of distributions parameterized by Γ ∈ [0, 1]:

Y | X ∼Uniform(0, 1+ Γ · (X −1)), X ∼Uniform(0, 1)

As before, this family has the property that for Γ ≈ 0, all signals are weak, whereas the signals

for Γ ≈ 1 are strong. Compared to Example 4.1, there are “fewer" quantiles with large slope

coefficients, but they tend to be larger in magnitude and, therefore, easier to detect. In terms

of power as Γ and n increases in Figure 4.2, here we find that the GUe test is generally more

powerful than in Example 4.1, with the Type II error rate dropping off more quickly as either Γ

or n increases. This suggests that our testing procedure does better at detecting a few strong

signals as opposed to multiple weaker signals. Finally, we note that the empirical FDR at Γ = 0

remains at 0.04 in this case.

Example 4.3. It is also of interest to consider how the learning rate for the GUe-value is selected

for various quantiles and data-generating distributions—independent of their use in hypothesis
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(a) (b)

Figure 4.3: The average learning rate (over 100 Monte Carlo samples) chosen by Algorithm 1
of Dey et al. (2024) at different τ values. Error bars are of width 1 standard error.

testing. Thus, we plot in Figure 4.3 the learning rates selected for the GUe-values for each τ

for the data-generating distributions from Examples 4.1 and 4.2. The plots suggest that higher

learning rates are chosen at more extreme quantiles; that this holds even when∆ and Γ are

zero—where there is no effect regardless of quantile—demonstrates that the choice of learning

rate depends on the loss function ℓτ. However, the learning rate is not solely dependent on the

loss function, but also on the “ground truth" data-generating distribution. In particular, there

is a stark increase in the learning rate as it becomes “more obvious" that the null hypotheses

should be rejected (i.e., as∆ and Γ increase). This also is to be expected, as a larger learning

rate tends to produce larger GUe-values which are more likely to reject the null hypothesis.

We finally note that the learning rates chosen in Figure 4.3b appear to be somewhat smaller

than those chosen in Figure 4.3a despite the hypothesis test having better power; this suggests

that simply looking at the magnitude of the learning rate is not a particularly useful metric to

analyze the Type II error rate when the data-generating family is not held constant.

4.5 Conclusion

In this paper, we demonstrated that the GUe-value from the generalized universal inference

framework is well-equipped to be used within the e-BH procedure to test multiple hypotheses

regarding the locations of risk minimizers. We provided both theory and simulation results that

show that the GUe-value retains the validity and power properties that it possesses for testing

a single hypothesis. We also demonstrated the utility of multiple testing of risk minimizers

in the specific problem of determining, in the absence of knowledge of the data-generating

distribution, if there exists a linear association between two variables at any conditional quantile
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of the response.

There are a number of directions that still need to be explored. For example, Theorem 4.2 is

fairly weak; it is likely that more can be said regarding how the number of tests being carried

out as well as the size of the signal impacts the growth rate (and hence the power) of the

combined GUe-value. Additionally, the particular quantile regression testing problem we

posed also leaves open several avenues for future work. For one, our simulations fixed fifty

evenly spaced quantiles, and it would be interesting to explore how sensitive the GUe-value

is to the locations and total number of tested quantiles. Furthermore, simply testing a finite

number of quantiles does not fully address the problem: Although the strong dependence

between GUe-values of neighboring quantiles means that the grid of tested quantiles likely

does not need to be particularly dense, a full solution would require simultaneous testing of all

quantiles in the interval [0, 1]. A compromise between a fixed finite number of quantiles and

an entire continuum of them would be to consider letting the number of quantiles grow with

the sample size; in this setting, it may make sense to consider using the “online" version of the

GUe-value from Dey et al. (2024). The exact properties of FDR-controlled and merged online

GUe-values should be investigated in future work.
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APPENDIX

A

CHAPTER 3 SUPPLEMENTARY MATERIAL

A.1 Proofs

A.1.1 Proof of Lemma 3.1

This essentially follows from Lemma 3 of Wang and Ramdas (2023), but we give the proof here

for completeness. We first show that En := G (ω)
n ,on(θ

∗) is a non-negative supermartingale. For

convenience of notation, define∆i := ℓ(bθi−1; Zi )− ℓ(θ ∗; Zi ), for i = 1, 2, . . ., where, again, bθ0 is a

fixed constant. Then

E(En | Z n−1) = E

¨

exp

�

−ω
n
∑

i=1

∆i

�

�

�

�Z n−1

«

= E

¨

exp

�

−ω
n−1
∑

i=1

∆i

�

·exp(−ω∆n )
�

�

�Z n−1

«

= En−1 ·E
�

exp(−ω∆n ) | Z n−1
	

,

where the last equality follows because
∑n−1

i=1 ∆i is a measurable function of Z n−1. Since Zn

and Z n−1 are independent and bθn−1 is a measurable function of Z n−1, the latter conditional
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expectation in the above display can be re-expressed as

E exp
�

−ω{ℓ(ϑ; Z )− ℓ(θ ∗; Z )}
�

, for some fixed ϑ ∈Θ,

and is bounded by 1, by the strong central condition; thus, En =G (ω)
n ,on(θ

∗) is a non-negative

supermartingale. Finally, since

E(E1) = E exp
�

−ω{ℓ(bθ0; Z1)− ℓ(θ ∗; Z1)}
�

≤ 1,

again by the strong central condition, it follows by a variant of the optional stopping theorem

(e.g., Durrett 2019, Theorem 4.8.4) that En =G (ω)
n ,on(θ

∗) is an e-process.

A.1.2 Proof of Lemma 3.2

Again, for convenience, define∆i := ℓ(bθS1
; Zi )− ℓ(θ ∗; Zi ), for i = 1,2, . . . , n2 where each Zi ∈ S2.

Since bθS1
is a measurable function of S1, the strong central condition implies that E{exp(−ω∆i ) |

S1} ≤ 1 for each i = 1, 2, . . .. We hence have that

E{G (ω)
S ,off(θ

∗) | S1}= E

¨

exp

�

−ω
n2
∑

i=1

∆i

�

�

�

�S1

«

=
n2
∏

i=1

E
n

exp(−ω∆i )
�

�

�S1

o

≤ 1

since the∆i are independent given S1. The law of iterated expectations gives

E{G (ω)
S ,off(θ

∗)}= E E{G (ω)
S ,off(θ

∗) | S1} ≤ 1,

and so the offline GUe-value is indeed an e-value.

A.1.3 Proof of Theorem 3.1

SinceΘ0 containsθ ∗, it follows that G (ω)
n (Θ0)≤G (ω)

n (θ
∗). Then Markov’s inequality and Lemma 3.2

gives

Pr{G (ω)
n (Θ0)≥α−1} ≤ Pr{G (ω)

n (θ
∗)≥α−1} ≤αE{G (ω)

n (θ
∗)} ≤α,

which proves the first claim. The coverage probability claim follows since Cα(Z n ) ̸∋ θ ∗ if and

only if G (ω)
n (θ

∗) ≥ α−1, and the latter event has probability at most α as just shown. The final

two claims follow from the same arguments given above, thanks to the fact that G (ω)
n (θ

∗) is an

e-process, as shown in Lemma 3.1.
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A.1.4 Proof of Theorem 3.2

The following lemma is of use in the proofs of Theorems 3.2 and 3.3.

Lemma A.1. Let bθn be a δ-AERM for all n. Then for any n, we have that

n
∑

i=1

ℓ(bθi ; Zi )≤ nδ+
n
∑

i=1

ℓ(bθn ; Zi ).

Proof. We proceed by induction. When n = 1, the statement trivially holds. Thus, suppose

n−1
∑

i=1

ℓ(bθi ; Zi )≤ (n −1)δ+
n−1
∑

i=1

ℓ(bθn−1; Zi ).

Then

n
∑

i=1

ℓ(bθi ; Zi ) =

¨

n−1
∑

i=1

ℓ(bθi ; Zi )

«

+ ℓ(bθn ; Zn )

≤ (n −1)δ+

¨

n−1
∑

i=1

ℓ(bθn−1; Zi )

«

+ ℓ(bθn ; Zn )

≤ (n −1)δ+δ+

¨

inf
ϑ∈Θ

n−1
∑

i=1

ℓ(ϑ; Zi )

«

+ ℓ(bθn ; Zn )

≤ nδ+

¨

n−1
∑

i=1

ℓ(bθn ; Zi )

«

+ ℓ(bθn ; Zn )

= nδ+
n
∑

i=1

ℓ(bθn ; Zi )

where the first inequality uses the inductive hypothesis, the second inequality uses the defini-

tion of the δ-AERM bθn−1, and the third inequality uses the definition of the infimum.

The proof of Theorem 3.2 proceeds in two parts—A.1.4 proves the consistency result (3.4)

for the online GUe-value, and A.1.4 does the same for the offline GUe-value.

Online GUe

For convenience in notation, defineσn := 1
n

∑n
i=1 ℓ(bθi−1; Zi )− ℓ(bθn ; Zi ). Further, let θ be such

that R (θ )> infϑR (ϑ), and define∆ :=max{(R (θ )− infϑR (ϑ))/2, 3δ}, where we assume that our
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estimators are δ-AERMs. We then have that

Pr
§

G (ω)
n ,on(θ )≥

1

α

ª

= Pr

¨

n
∑

i=1

ℓ(bθi−1; Zi )− ℓ(θ ; Zi )≤
logα

ω

«

= Pr

¨

n
∑

i=1

ℓ(bθi−1; Zi )− ℓ(bθn ; Zi ) + ℓ(bθn ; Zi )− ℓ(θ ; Zi )≤
logα

ω

«

= Pr
§

σn + bRn (bθn )− bRn (θ )≤
logα

nω

ª

≥ Pr
§

σn ≤
∆

2

ª

︸ ︷︷ ︸

(A)

+Pr
§

bRn (bθn )− bRn (θ )≤
logα

nω
−
∆

2

ª

︸ ︷︷ ︸

(B)

−1.

We need to show that both terms (A) and (B) go to 1 as n→∞. For the former, we have by

Lemma A.1 that

Pr
§

σn ≤
∆

2

ª

≥ Pr

¨

1

n

n
∑

i=1

ℓ(bθi−1; Zi )− ℓ(bθi ; Zi )≤
∆

2
−δ

«

.

Next, we have by the stability hypothesis that each ℓ(bθi−1; Zi )− ℓ(bθi ; Zi )≤βi for some positive

scalars βi that satisfy lim
n→∞

βn = 0. This implies that 1
n

∑

βi → 0, and so

lim
n→∞

Pr
§

σn ≤
∆

2

ª

≥ lim
n→∞

Pr

¨

1

n

n
∑

i=1

βi ≤
∆

2
−δ

«

= 1

as desired, since∆/2−δ >δ/4≥ 0.

To show that (B) has limit 1, we note that

Pr
§

bRn (bθn )− bRn (θ )≤
log(α)

nω
−
∆

2

ª

= Pr
§

bRn (bθn )−R (bθn ) +R (bθn )− bRn (θ )≤
log(α)

nω
−
∆

2

ª

≥ Pr
§

bRn (bθn )−R (bθn )≤
∆

2

ª

︸ ︷︷ ︸

(C)

+Pr
§

R (bθn )− bRn (θ )≤
logα

nω
−∆

ª

︸ ︷︷ ︸

(D)

−1.

It now suffices to show that each of (C) and (D) also has limit 1. To do so for (C), suppose eθ is
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such that R (eθ )≤ infϑR (ϑ) +∆/4. Then

Pr
§

bRn (bθn )−R (bθn )≤
∆

2

ª

≥ Pr
§

bRn (eθ )−R (bθn )≤
∆

2

ª

≥ Pr
§

bRn (eθ )−R (eθ ) + inf
ϑ

R (ϑ)−R (bθn )≤
∆

4

ª

≥ Pr
§

bRn (eθ )−R (eθ )≤
∆

8

ª

+Pr
§

inf
ϑ

R (ϑ)−R (bθn )≤
∆

8

ª

−1.

As n→∞, the first term goes to 1 by the weak law of large numbers, and it follows from the

uniform convergence of bRn to R that the second term goes to 1 as well.

To show that (D) has limit 1, we see that

Pr
§

R (bθn )− bRn (θ )≤
logα

nω
−∆

ª

= Pr
§

R (bθn )− inf
ϑ

R (ϑ) + inf
ϑ

R (ϑ)− bRn (θ )≤
logα

nω
−∆

ª

≥ Pr
§

R (bθn )− inf
ϑ

R (ϑ)≤
logα

nω
+∆

ª

.

Now if n ≥ 2 log(1/α)/(ω∆), the above is lower bounded by

Pr
§

R (bθn )− inf
ϑ

R (ϑ)≤
∆

2

ª

,

which we again know to have limit 1 as n→∞ by uniform convergence.

Offline Gue

For convenience in notation, define the function Φ(ϑ) := bRS2
(ϑ)−R (ϑ). Further, let θ be such

that R (θ )> infϑR (ϑ), and define∆ := (R (θ )− infϑR (ϑ))/3. We then have that

Pr
§

G (ω)
S ,off(θ )≥

1

α

ª

= Pr
§

bRS2
(bθS1
)− bRS2

(θ )≤
logα

ωn2

ª

= Pr
§

[bRS2
(bθS1
)−R (bθS1

)]+ [R (bθS1
)−R (θ )]+ [R (θ )− bRS2

(θ )]≤
logα

ωn2

ª

≥ Pr
�

Φ(bθS1
)≤∆

	

︸ ︷︷ ︸

(A)

+Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆

ª

︸ ︷︷ ︸

(B)

+Pr{−Φ(θ )≤∆}
︸ ︷︷ ︸

(C)

−2.
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It suffices to show that each of (A) (B), and (C) has limit 1 as (n1, n2)→ (∞,∞). For (A), we

have from uniform convergence in probability of bRS to R that for any ϵ > 0, there exists an

N ∈N such that if n2 ≥N ,

1−Pr
§

sup
ϑ∈Θ
|Φ(ϑ)| ≤∆

ª

< ϵ.

We then note that for any n1 ∈N, if supϑ∈Θ |Φ(ϑ)| ≤∆, it is certainly also the case that Φ(bθS1
)≤∆.

Hence, we have for any ϵ > 0 that there exists an N ∈N such that for any n1 ∈N, if n2 ≥N ,

1−Pr
�

Φ(bθS1
)≤∆

	

< ϵ.

That is to say that as n2→∞, Pr
�

Φ(bθS1
)≤∆

	

→ 1 uniformly in n1. Since this uniform limit does

not depend on the value of n1, we have that the double limit exists and is equal to the single

limit:

lim
(n1,n2)→(∞,∞)

Pr
�

Φ(bθS1
)≤∆

	

= lim
n2→∞

Pr
�

Φ(bθS1
)≤∆

	

= 1.

We now examine term (B):

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆

ª

= Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
−2∆+R (θ )− inf

ϑ
R (ϑ)

ª

= Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+∆

ª

where the final equality comes from our choice for ∆. We now show that the double limit

of the above expression exists and is equal to 1. To this end, let ϵ > 0 be arbitrary. Since

R (bθS1
) 〈inf|inf〉ϑR (ϑ), we have that there exists N ∈Z+ such that if n1 ≥N ,

Pr
§

|R (bθS1
)− inf

ϑ
R (ϑ)| ≤

∆

2

ª

> 1− ϵ.
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Thus, if n1, n2 ≥max(− 2 logα
ω∆ , N ), we have that

Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+∆

ª

≥ Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤−

logα

2ω · log(α)/(ω∆)
+∆

ª

= Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

∆

2

ª

≥ Pr
§

|R (bθS1
)− inf

ϑ
R (ϑ)| ≤

∆

2

ª

> 1− ϵ

and thus our double limit is 1:

lim
(n1,n2)→(∞,∞)

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆

ª

= 1.

Finally, we note that (C) has limit 1 by the law of large numbers, as E[Φ(θ )] = 0.

A.1.5 Proof of Theorem 3.3

We again divide the proof of the theorem in three parts, with each part proving the correspond-

ing numbered result in Theorem 3.3.

Online GUe

Define σn := 1
n

∑n
i=1 ℓ(bθi−1; Zi ) − ℓ(bθn ; Zi ) and Φn (θ ) := bRn (θ ) − R (θ ). Further define ∆n :=

max{(R (θn )− infϑR (ϑ))/2, 3δ}where we assume our estimators are δ-AERMs; note that there

exists c > 0 such that ∆n ≥ c · n−β/2 due to the definition of (θn )n∈N. Then using the same

arguments as in A.1.4 of the proof of Theorem 3.2, we have that

Pr
§

G (ω)
n ,on(θn )≥

1

α

ª

≥ Pr
§

σn ≤
∆n

2

ª

+Pr
§

Φn (bθn )≤
∆n

2

ª

+Pr
§

R (bθn )− bRn (θn )≤
logα

nω
−∆n

ª

−2.

We must show that each term has limit 1. We have that second addend immediately has limit 1

since we’ve assumed that supθ |Φn (θ )|= op (n−β ). That the first addend converges in probability

to 1 follows by essentially the same argument as in the previous theorem: We have by Lemma A.1

that

Pr
§

σn ≤
∆n

2

ª

≥ Pr

¨

1

n

n
∑

i=1

ℓ(bθi−1; Zi )− ℓ(bθi ; Zi )≤
∆n

2
−δ

«
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and by stability, there exists a sequence ϵn = o (n−β ) such that for each n ∈ N, ℓ(bθn−1; Zn )−
ℓ(bθn ; Zn )≤ ϵn . Hence, since 1

n

∑

ϵi = o (n−β ) and∆n ≥ c ·n−β/2, we have that

lim
n→∞

Pr
§

σn ≤
∆n

2
−δ

ª

≥ lim
n→∞

Pr

¨

1

n

n
∑

i=1

ϵn ≤
∆n

2
−δ

«

= 1

as required, since ∆n
2 −δ=Ω(n−β ).

To show that the third addend has limit 1, define ϵn =
logα
ω nβ−1+ c

2 . We note that

Pr
§

R (bθn )− bRn (θn )≤
logα

nω
−∆n

ª

= Pr
§

R (bθn )− inf
ϑ

R (ϑ)≤
logα

nω
+∆n

ª

≥ Pr
§

R (bθn )− inf
ϑ

R (ϑ)≤
logα

nω
+

c

2nβ

ª

= Pr
n

R (bθn )− inf
ϑ

R (ϑ)≤ ϵn n−β
o

.

Since β ∈ (0,1), whenever n > ( 2 log(1/α)
ωc )1/(1−β ) we have that ϵn > 0. Thus, for large enough n ,

there exists ϵ > 0 such that

Pr
§

R (bθn )− bRn (θn )≤
logα

nω
−∆n

ª

≥ Pr
n

R (bθn )− inf
ϑ

R (ϑ)≤ 2ϵn−β
o

. (A.1)

Next, note that if supϑ |Φ(ϑ)|< ϵn−β , then

R (bθn )≤ bRn (bθn ) + ϵn−β ≤ bRn (θ ) + ϵn−β ≤R (θ ) +2ϵn−β

for any θ ∈Θ. Taking the infimum over θ , we arrive at the implication

sup
ϑ
|Φ(ϑ)|< ϵn−β =⇒R (bθn )≤ inf

ϑ
R (ϑ) +2ϵn−β ,

and so

Pr
n

R (bθn )≤ inf
ϑ

R (ϑ) +2ϵn−β
o

≥ Pr
§

sup
ϑ
|Φ(ϑ)| ≤ ϵn−β

ª

. (A.2)

Since the right hand side of (A.2) has limit 1 by hypothesis, combining it with inequality (A.1)

yields the desired result.
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Offline GUe (Fixed Validation Set)

For convenience in notation, we define Φ(θ ) := bRS2
(θ )−R (θ ); we also define ∆n2

= [R (θn2
)−

infϑR (ϑ)]/3, so that there exists some c > 0 such that∆n2
≥ c n−β/3. Then in the same manner

as in A.1.4 of the proof of Theorem 3.2, we have that

Pr
�

G (ω)
S ,off(θn )≥ 1/α

	

≥ Pr
�

Φ(bθS1
)≤∆n2

	

+Pr
§

R (bθS1
)−R (θn )≤

logα

ωn2
−2∆n2

ª

+Pr
�

−Φ(θn )≤∆n2

	

−2.

As usual, we show that each term limit 1.

For the first term, we have that

lim
n2→∞

Pr
�

bRS2
(bθS1
)−R (bθS1

)≤∆n2

	

≥ lim
n2→∞

Pr

�

bRS2
(bθS1
)−R (bθS1

)≤
c

3nβ2

�

= 1

where the convergence is uniform by essentially the same arguments as in in the proof of

Theorem 3.2, but we now use the fact that supϑ |bRS (ϑ)−R (ϑ)| is op (n−β ) rather than simply op (1).

For the second term, we note that

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆n2

ª

= Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+∆n2

ª

≥ Pr

�

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+

c

3nβ2

�

.

Now we notice that log(α)/(ωn2)+c /(3nβ2 )> 0 if and only if n 1−β
2 > log(1/α)/(cω); sinceβ ∈ (0, 1)

there exists some N2 ∈Z+ such that the right hand side is positive for all n2 ≥N2. Next, since

R (bθS1
) 〈inf|inf〉ϑR (ϑ), we know that there exists N1 ∈Z+ such that for any ϵ > 0,

Pr

�

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωN2
+

c

3N β
2

�

> 1− ϵ

for all n1 ≥N1. We thus have that for any ϵ > 0, if n1, n2 ≥max(N1, N2), then

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆n2

ª

> 1− ϵ

so the second addend has double limit 1 again.

For the third addend, we simply apply our uniform convergence in probability at rate n−β2

since∆n2
≥ c n−β2 /3.
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Offline GUe (Growing Validation Set)

We define Φ as in the previous part, and we also define∆n := [R (θn )− infϑR (ϑ)]/3 so that there

exists c > 0 such that∆n > c n−β/3. Then as in the previous parts,

Pr
�

G (ω)
S (θn )≥ 1/α

	

≥ Pr
�

Φ(bθS1
)≤∆n

	

+Pr
§

R (bθS1
)−R (θn )≤

logα

ωn2
−2∆n

ª

+Pr{−Φ(θn )≤∆n}−2.

and we again show that each term has limit 1.

For the first addend, since n1 ≲ n2, there exist k > 0 and N1 ∈Z+ such that if n1 ≥N1, then

n1 ≤ k ·n2. Furthermore, we have from uniform convergence of bRS2
to R at rate op (n

−β
2 ) that for

every ϵ > 0, there exists N2 such that if n2 ≥N2,

1−Pr
§

sup
ϑ∈Θ
|Φ(ϑ)| ≤

c

3((k +1)n2)β

ª

< ϵ

for some c > 0. Similarly to A.1.4 in the proof of Theorem 3.2, we then have that for any ϵ > 0,

there exists N2 such that for any n1 ≥N1, if n2 ≥N2

1−Pr
§

Φ(bθS1
)≤

c

3((k +1)n2)β

ª

< ϵ. (A.3)

But when n1 ≥N1, we have that

∆n ≥
c

3nβ
=

c

3(n1+n2)β
≥

c

3(k +1)n2)β

and so equation (A.3) reduces to

1−Pr
�

Φ(bθS1
)≤∆n

	

< ϵ.

We hence have that

lim
n2→∞

Pr
�

Φ(bθS1
)≤∆n

	

= 1

and the limit is uniform in n1, as necessary for the double limit to exist and equal 1.

For the second addend, we note that

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆n

ª

= Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+∆n

ª

≥ Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+

c

3(n1+n2)β

ª

.
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Similarly to the first addend, there exist k > 0 and N1 ∈Z+ such that if n1 ≥N1, n1 ≤ k ·n2. So for

all n1 ≥N1, the above is at least

Pr
§

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωn2
+

c

3((k +1)n2)β

ª

.

Next, we notice that since β ∈ (0,1) there exists some N2 ∈Z+ such that the right hand side is

positive if n2 ≥N2. Then since R (bθS1
) 〈inf|inf〉ϑR (ϑ), we know that there exists M ∈Z+ such that

for any ϵ > 0,

Pr

�

R (bθS1
)− inf

ϑ
R (ϑ)≤

logα

ωN2
+

c

3(k +1)βN β
2

�

> 1− ϵ

for all n1 ≥M . We thus have that for any ϵ > 0, if n1, n2 ≥max(N1, N2, M ), then

Pr
§

R (bθS1
)−R (θ )≤

logα

ωn2
−2∆n

ª

> 1− ϵ

so the second addend has double limit 1 again.

For the third addend, we simply apply our uniform convergence in probability at rate n−β

since∆n ≥ c n−β/3.
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A.2 Learning Rates: Analytical Results

As mentioned in Section 3.4, closed form-learning rates for the L 2 loss function can be derived.

For example, we have the following proposition for normally distributed data:

Proposition A.1. Suppose X1, . . . , X2n
i i d∼ N (θ ∗,σ2), and define

b (ω)α,σ2(z ) :=
log(1/α)
2ωσ2z

+
z

2
.

Then the learning rateω for the offline GUe-value that obtains exactly (1−α)-level coverage for

θ ∗ under the L 2 loss is given by the solution to the equation

∫ ∞

0

∫ ∞

b (ω)
α,σ2 (z2)

exp
�

− z 2
1+z 2

2
2

�

2π
dz1 dz2+

∫ 0

−∞

∫ b (ω)
α,σ2 (z2)

−∞

exp
�

− z 2
1+z 2

2
2

�

2π
dz1 dz2 =α (A.4)

Proof. We can first verify that the strong central condition holds for normally distributed data.

For Z ∼N (θ ∗,σ2) and the L 2 loss, we have that

E{exp(−ω[ℓ(θ ; Z )− ℓ(θ ∗; Z )])}= E
�

exp
�

−ω[(θ −Z )2− (θ ∗−Z )2]
�	

=

∫ ∞

−∞
exp

�

2ω(θ −θ ∗)z −ω(θ 2−θ ∗2)
�

·
exp

�

− (z−θ
∗)2

2σ2

�

p
2πσ2

dz

= exp
�

(θ −θ ∗)2(2σ2ω−1)ω
�

which is upper bounded by 1 for all θ ∈R if 0<ω≤ 1/(2σ2).

Towards proving the proposition, let X denote the sample mean of X1, . . . , Xn and bθ denote

the sample mean of Xn+1, . . . , X2n . Then by expanding the definition of the GUe-value and using

the law of total probability, we have that

Pr
�

G (ω)
S (θ

∗)≥ 1/α
	

= Pr

�

X (bθ −θ ∗)−
(bθ −θ ∗)(bθ +θ ∗)

2
≥

log(1/α)
2nω

�

=
Pr
¦

X ≥ log(1/α)
2nω(bθ−θ ∗)

+ bθ+θ ∗
2 | bθ > θ ∗

©

2
+

Pr
¦

X ≤ log(1/α)
2nω(bθ−θ ∗)

+ bθ+θ ∗
2 | bθ ≤ θ ∗

©

2

=
1

2
Pr
§

Z1 ≥
log(1/α)
2ωσ2Z2

+
Z2

2
| Z2 > 0

ª

+
1

2
Pr
§

Z1 ≤
log(1/α)
2ωσ2Z2

+
Z2

2
| Z2 ≤ 0

ª

=
1

2
Pr
�

Z1 ≥ b (ω)α,σ2(Z2) | Z2 > 0
	

+
1

2
Pr
�

Z1 ≤ b (ω)α,σ2(z2) | Z2 ≤ 0
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where Z1 =
p

n (X −θ ∗)/σ and Z2 =
p

n (bθ −θ ∗)/σ are independent standard normal random

variables, whence the result follows by substituting integrals of standard normal densities for

the probability statements.

We note that equation (A.4) can be solved numerically forω quite quickly, so it is a con-

venient choice for learning rate whenever Proposition A.1 is applicable. The proof of the

proposition illustrates that in order to use equation (A.4) for non-normal random variables, we

need the sample size to be large enough for sample means to be reasonably approximated as

normal and for the sample variance to act as a good estimator forσ2. If safety at smaller sample

sizes is a concern, however, one could simply solve forω from equation (A.4) and divide the

learning rate by two (for example) to be confident that the learning rate is small enough to be a

safe choice.

To ensure safety for non-normal data, we may use the following proposition:

Proposition A.2. Let X1, . . . , X2n be i.i.d. from any distribution with mean θ ∗, varianceσ2, and

third absolute momentρ. Let cB ≈ 0.4748 be the Berry-Esseen constant andΦdenote the standard

normal CDF, and define

l (ω)α (z ) :=max
�

Φ(b (ω)α,σ2(z ))−
cBρ

σ3
p

n
, 0
�

u (ω)α (z ) :=min
�

Φ(b (ω)α,σ2(z ))+
cBρ

σ3
p

n
, 1
�

.

Furthermore, let l (ω)α (z ) be maximized on [0,∞) at z =β and u (ω)α (z ) be maximized on (−∞, 0]

at z = γ. Then anyω that satisfies

α≥ 1−max
�

1

2
−

cBρ

σ3
p

n
, 0
�

−max
�

1−
cBρ

σ3
p

n
, 0
�

+
�

max(1−
cBρ

σ3
p

n
, 0) +min(

cBρ

σ3
p

n
, 1)
�

·min
�

1

2
+

cBρ

σ3
p

n
, 1
�

+

∫ β

0

l (ω)α (z )dl (ω)α (z ) +

∫ ∞

β

u (ω)α (z )dl (ω)α (z )

+

∫ γ

−∞
u (ω)α (z )du (ω)α (z ) +

∫ 0

γ

l (ω)α (z )du (ω)α (z )

obtains at least (1−α)-level coverage for θ ∗ under the L 2 loss using the offline GUe-value.

Proof. We can follow the proof of Proposition A.1 up until the point where we assume Z1 and
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Z2 are standard normal; supposing they instead have CDF F , we arrive at

Pr
�

G (ω)
S (θ

∗)≥ 1/α
	

=

∫ ∞

0

1− F (b (ω)α,σ2(z2))dF (z2) +

∫ 0

−∞
F (b (ω)α,σ2(z2))dF (z2) .

Although we do not know F , we do know by the Berry-Esseen inequality that

sup
x∈R
|F (x )−Φ(x )| ≤

cBρ

σ3
p

n

where Φ denotes the standard normal CDF. For convenience, we suppress all unnecessary

parameters so that we denote b (z ) = b (ω)α,σ2(z ), l (z ) = l (ω)α (z ), and u (z ) = u (ω)α (z ). Then we can

obtain a safe learning rate by repeatedly integrating by parts and applying the Berry-Esseen

bounds to upper bound this expression:

∫ ∞

0

1− F (b (z ))dF (z ) +

∫ 0

−∞
F (b (z ))dF (z )

= (1− F (0))−
∫ ∞

0

F (b (z ))dF (z ) +

∫ 0

−∞
F (b (z ))dF (z )

≤ 1− F (0)−
∫ ∞

0

l (z )dF (z ) +

∫ 0

−∞
u (z )dF (z )

= 1− F (0)−
�

l (∞)− l (0)F (0)−
∫ ∞

0

F (z )dl (z )

�

+

�

u (0)F (0) +

∫ 0

−∞
F (z )du (z )

�

= 1− F (0)− l (∞) + l (0)F (0) +u (0)F (0)

+

∫ β

0

F (z )dl (z ) +

∫ ∞

β

F (z )dl (z ) +

∫ γ

−∞
F (z )du (z ) +

∫ 0

γ

F (z )du (z )

≤ 1− F (0)− l (∞) + [l (0) +u (0)] · F (0)

+

∫ β

0

l (z )dl (z ) +

∫ ∞

β

u (z )dl (z ) +

∫ γ

−∞
u (z )du (z ) +

∫ 0

γ

l (z )du (z )

≤ 1−max
�

1

2
−

cBρ

σ3
p

n
, 0
�

−max
�

1−
cBρ

σ3
p

n
, 0
�

+
�

max
�

1−
cBρ

σ3
p

n
, 0
�

+min
�

cBρ

σ3
p

n
, 1
��

·min
�

1

2
+

cBρ

σ3
p

n
, 1
�

+

∫ β

0

l (z )dl (z ) +

∫ ∞

β

u (z )dl (z ) +

∫ γ

−∞
u (z )du (z ) +

∫ 0

γ

l (z )du (z )

as desired.

This no longer depends on the distribution of the data other than the second and third mo-
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ments. Thus, so long as the ratio of these moments can be well-approximated, this proposition

yields a provably safe choice of learning rate. We note that it is atypical for there to exist anω

that obtains exactly (1−α)-level coverage from the above proposition—in general, all learning

rates satisfying the proposition are more conservative than necessary.
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