ABSTRACT

DEO, PALLAVI SUMANT. DataSlicer: A Recommendation System for Visual Data
Exploration. (Under the direction of Dr. Christopher G. Healey and Dr. Rada Y. Chirkova).

The need for methods to analyze large, complex datasets continues to grow as the
volume of data being collected continues to accelerate. One method proposed to address this
problem is visualization, the conversion of some or all of a dataset into an image that allows
viewers to explore, discover, validate, and present findings. To support this, data analysts often
need to transform a dataset into a form that is amenable to building an insightful visualization.
For many datasets and common analytical tasks such as finding outliers or general trends in
the data, only a small subset of the entire dataset may actually be needed in the visualization.
However, finding the right slice of data is crucial. Determining how to select and transform
data for visualization is a difficult problem, particularly when faced by data-unfamiliar or
inexperienced users. Existing data visualization software provide numerous ways to
manipulate and transform the data, but they do not actively assist in suggesting effective
visualizations, or in identifying promising data slices for building visualizations that focus
specifically on a user’s data and analysis tasks. In other words, they do not “predict” the task
that the user is trying to solve, nor “suggest” the next best steps a user could take. Users are
often unable to transform their data and design visualizations to address their analysis needs,
requiring them to start over or to seek the help of an expert. It would be efficient to have a
system that takes an expert’s visualization history into consideration and guides the user
through data exploration. This thesis focuses on building a system that captures visualization
experts’ knowledge and use of a system to track novice users’ actions, predict the tasks they
are attempting to perform, then suggest a data slice and corresponding visualization best suited

to their task. This is done through a combination of graph construction to represent the state



space of possible data transformations and visualizations, sequence pattern matching to
compare expert sequences to partial novice sequences, and data to visual feature mapping to
convert data slices into effective visual representations. Experimental results confirm that users
who faced difficulty solving common analysis tasks on their own could successfully complete

the tasks with the help of our system.
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Chapter 1

Introduction

Data visualization is a visual way to present data. In many cases, it makes data more
readable and easier to understand. For example, one can get a better overview of a dataset by
visualizing it, rather than by reading the data attribute values associated with each data sample
or data element.

Certain types of visualizations are common and well known to the general public.
Examples include different types of maps: choropleth, isarithmic, point, and proportional dot;
and charts (or graphs, as they are often called): bar, line, pie, and scatterplot. Each of these
visualizations has been long studied and specialized to a specific type of task. Choropleth maps
show data attribute values over different spatial regions, usually by coloring each region based
on its value. Isarithmic maps use contour lines to show paths of equal value, highlighting
regions where values change slowly (the isocontour lines are far apart) or quickly (the lines
are packed closely together). Line charts are ideal for tracking change in an attribute value over
time. Scatterplots identify relationships like correlation and clustering between a pair of
attribute values. Figure 1 shows an example each of choropleth map, isarithmic map, line chart
and scatterplot.

For more complex datasets and analysis tasks, more sophisticated types of
visualizations are needed. In these situations, it takes experience to identify the most suitable

visualization for a given task or dataset. Visualization has been applied in various fields. More
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Figure 1. Examples of visualizations
(a) choropleth map showing U.S. Motor Vehicle Fatalities in 2008; (b) isarithmic map showing 2008
CCES ideological self-placement; (c) line chart showing number of earthquakes from 1972-2012
throughout the world; (d) scatterplot of a sample dataset.

recently, visual analytics seeks to merge the areas of data analytics and visualization,
combining their strengths to iteratively generate high-quality visual results.
Data analytics encompasses a wide range of statistical and mathematical approaches,

normally for use to solve real-world problems. Examples of these techniques include



clustering, classification, dimensional projection, regression, and time series analysis, among
others. With emergence of new technology, digitized data is available for almost every area of
research. This ability to easily capture and store massive amounts of data has resulted in the
“big data” phenomena, making the need for data analytics on large datasets a rapidly growing
field of study.

A common approach to analyze data is by performing Exploratory Data Analysis
(EDA). It is a philosophy for data analysis that employs a variety of techniques (mostly visual)
to maximize insight into a dataset; uncover underlying structure; extract important variables;
detect outliers and anomalies; test underlying assumptions; develop parsimonious models; and
determine optimal factor settings [1]. This thesis focuses on tasks involving exploratory data
analysis such as finding outliers in certain data attribute values, or uncovering trends about
data stored in given datasets.

Analysts are now turning to visualization as a faster and easier way to understand data
in a variety of situations. Data analysts seek to transform the data to generate visualizations
that highlight meaningful traits. Well-crafted visualizations can uncover trends, realize
insights, explore sources, and tell stories [2]. This makes complex data more accessible,
understandable and usable. The increased use of visual analytics has led software developers
to build visualization software to meet the need for an efficient tool that can import different
data formats and manage large volumes of data.

A key component of existing visualization systems like Tableau [3], Spotfire [4],
Microsoft Power BI [5], or SAS VA [6] is the flexibility they provide to produce a wide range

of visualizations with detailed mappings from data attribute values to visual representations



(data-feature mappings). Unfortunately, these systems to do not constrain the user or offer
guidance in choosing the best visualization for a given dataset and analysis task. Indeed, most
systems will not even assist in constructing an effective visualization. It is left to the expertise
of the user to ensure that the particular data-feature mappings they choose work well. In the
worst case, a poor choice of data-feature mapping will result in a visualization that actively
interferes with a user’s ability to see the particular patterns or relationships they need to

complete their analysis task [7] [8] [9].

1.1 Thesis Problem

Our goal in this thesis is to investigate one possible approach to addressing the problem
of assisting non-expert users during exploratory data analysis and visualization design. We will
track a user’s interactions with our visualization system, by generating a sequence of user
actions. A sequence is a series of steps or operations in the visualization system that include
data selection, data transformation, and data visualization. Based on these interactions, we will
predict the particular task T the user is trying to solve. Once T is identified, previous
visualizations that have been shown to work well for T can be suggested to the user, providing
a visual representation that is known to be effective.

Two important steps in performing EDA are “data selection” and “generating the
visualization”. The latter can be simplified by visualization tools available to the user. The data
selection step, on the other hand, requires knowledge and experience. Only after the correct
subset or slice of data is found can the visualization be most insightful. Thus, this is an

important starting point for effectively solving an analysis task. Finding appropriate data slices



involves selecting the data subset from the original dataset, and then optionally transforming
this data slice by performing operations such as grouping, aggregation and filtering. Examining
a dataset and identifying the correct data slices for the task at hand is a difficult challenge faced
by inexperienced users. Typically, there are an enormous number of data slices available. Even
for a small dataset, trying different data slices and producing visualizations in the hopes of
encountering the right data slice to solve the task can be time consuming and prone to failure.
In this thesis, we propose a solution to this problem by introducing a recommendation system
that guides a user with his exploration task. Two analysis tasks used in this thesis are: Finding
spatial locations that are outliers in number of occurrences and magnitudes of earthquakes, and
finding trends in business imports and exports for high population countries over the past 10
years.

We observed that even for seemingly simple tasks such as these, a naive user may face
difficulty finding a correct solution, and in most cases cannot find any correct solution at all.
While in some domains approximate solutions may be acceptable, it is never the most desirable
result. Certain domains like national security, healthcare or environmental studies are very
sensitive to accuracy and it is essential for these domains to build visualizations that are as
accurate as possible in terms of the ability of the data slice being shown to lead to correct

solutions for the original analysis task.

1.2 Proposed Solution

We introduce a system that, when requested, predicts the type of task T the user is

trying to solve and suggests a next best step the user can take to identify solutions. The system



examines the user’s current data slice and the operations performed, to compare it against past
sequences (paths taken in the visual state space) of an expert (for the same dataset) in order to
predict T and recommend a data slice and corresponding visualization. We also construct a
framework that allows us to capture and store user sequences in a visualization front end based
on data slices used at every step in a sequence. The following example briefly describes one
of the experiments conducted as a part of this thesis.

For the earthquake tasks mentioned above, we use a database that records earthquake
information on 8288 earthquake incidents that occurred over the past 113 years from 1900 to
2013. The user’s task was to find locations that are outliers in the number of earthquake
occurrences. One obvious approach to solving this task would be to directly visualize the
number of records against locations either on a map or with a bar chart. Unfortunately, this
results in a dense visual with low readability. Figure 2 shows an example of both visualizations.

A possible next step would be to filter out locations that are clearly not outliers. We
observed and our experiments confirmed that this step is one users have difficulty identifying,
and when they do, determining the exact filter to apply on the data. Most users guess the value
and end up with an approximation of outliers. This fails to complete the task successfully. Our
system recognizes the user’s confusion and suggests a visualization (in this case, a boxplot) to
help the user get one step closer to successfully completing the task. It considers user’s most
recent meaningful visualization and tries to find the closest visualization in an expert sequence
of the same data. Once a match has been found, our system traces the expert path to find 5 (or
more, if requested) interesting visualizations that can be reached from matched point. It then

ranks these results in the order of interestingness and presents them to the user. Figure 3 shows
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Figure 2. (a) number of records plotted on a proportional dot map, where the size of each dot represents
the number of recorded occurrences at that location; (b) the same data as a bar chart

a boxplot suggested by the system. It clearly displays the filter value to be used (values greater
than 23, based on quartile) in order to find outlier locations in number of occurrences of

earthquakes.

1.3 Results

Our system is built on the assumption that the data slice choices made by domain
experts may help other users solve similar exploration and analysis tasks in a more correct and
efficient fashion. To verify this assumption, we conducted four sets of experiments involving
48 human participants, described in detail in the Experiments section. To substantiate and

verify our claims, we captured two measures of performance: result accuracy, understood as
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Figure 3. System recommendation for a visualization to identify the filter values to be used to find
outliers in the number of earthquake occurrences

the average number of correct solutions found, and user efficiency (speed), understood as the
average number of data-specification steps taken to find a correct visualization for the task.
Results from experiments show statistically significant improvement in solving the tasks, both
in terms of accuracy and efficiency; when recommendations are requested from the system

versus when users tried to complete the tasks on their own.



Chapter 2

Background

In order to fully understand the approach followed and algorithms constructed for the
recommendation system, it is essential to understand two core areas on which this research is
based: visualization and data analysis. In this section we will describe how visualization has
evolved over time, its broad classification into two major categories (scientific visualization
and information visualization), and present existing systems that allow users to build
visualizations. We will also describe data analysis beyond its basic definition and discuss why

data analysts can often benefit from assistance in their exploration tasks.

2.1 Visualization History

It is common to think of statistical graphics and data visualization as relatively modern
developments in statistics. In fact, the graphic representation of quantitative information has
deep roots. These roots reach into the histories of the earliest map-making and visual depiction,
and later into thematic cartography, statistics and statistical graphics, medicine, and other fields
[10]. The ancient Babylonians, Egyptians, Greeks and Chinese all developed sophisticated
ways of representing information visually to plot the movements of the stars, produce maps to
aid navigation, and develop plans for crop planting and city development [11]. More complex

visualizations, such as treemaps, 3D charts, and weather graphs were introduced in 18th and
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Figure 4. Visualizations from the 18" and 19" century: (a) a treemap generated by De Fourcroy on the
work of French civil engineers and a comparison of the demographics of European cities; (b) a 3D model
of the Swedish census by Luigi Perozzo

19th century. Figure 4 shows two such charts before computers were used for building data
visualization. With the emergence of computer technology, it became possible to handle much
larger amounts of data. Interactive graphics made it possible to dynamically navigate a
visualizations in order to reveal interesting facts hidden in the data. This resulted in many
software systems to enable users to build interactive visualizations. We will introduce some of

the well-known visualization software systems later in this section.
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2.2 Classification

Data visualizations can be broadly classified into “scientific visualization” and
“information visualization™. This distinction is based on the type of data they represent and
their applications. Scientific visualization is primarily concerned with the visualization of data
with explicit spatial positioning (architectural, meteorological, medical volumes, biological
phenomena, etc.), where the emphasis is on realistic representation of volumes, surfaces,
illumination sources, and so forth, perhaps with a dynamic (e.g., time) component. It is
sometimes considered a branch of computer science that is a subset of computer graphics, with
a significant overlap in techniques for certain types of photorealistic visualizations. The
purpose of scientific visualization is to graphically illustrate scientific data to enable scientists
to understand, illustrate, and glean insight from their data [12]. Scientific visualization has
found its applications in natural sciences, geography, ecology, and mathematics as well as in
formal and applied sciences. Figure 5 shows one such application in mathematics, a plot that
shows rendering of a mathematical function [13].

While scientific visualizations make various phenomena in the sciences easier to
understand through their visual depiction, information visualization focuses on studying
(interactive) visual representations of more abstract data to reinforce human cognition. One
important distinction between information visualization and scientific visualization is the
presence of spatial components. In information visualization, the data often do not contain
explicit spatial attributes (e.g., latitude and longitude for maps, or X, y, and z positions for 2D

and 3D plots). This means one of the first design decisions for an information visualization is

11



fix,y) = cos(sart(x*x + y*y))

Figure 5. A 3D scientific visualization

Plotting the mathematical function f(x,y) = cos(,/x2 + yz), with color used to represent turbulence
(blue for low through red for high)

how to spatially position the data attributes within the visualization. Data within an information
visualization can also include both numerical and non-numerical data, such as text, images, or
sound. Based on this definition, scientific visualization is normally concerned with data that
has a well-defined representation in 2D or 3D space, i.e., data with an intrinsic spatial layout
(e.g., a flow simulation in 3D space), whereas information visualization deals with data that
has no pre-defined spatial positioning (e.g., graphs of web links). Similarly, scientific
visualization data tends to be numeric, whereas information visualization data can cover a
wider range of possible data types [14]. Information visualization is applied in areas of
financial data analysis, market studies, crime mapping, data mining, digital libraries, and so

on. Figure 6 gives an example of an information visualization. It is a scatterplot of sentiment

12
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Figure 6. An information visualization of estimated tweet sentiment

analysis of tweets from the Twitter microblogging social network containing the word
“visualization” [15].

One final comment is that a significant overlap exists between scientific and
information visualization. For example, the use of visual properties of color (hue, saturation,
and brightness) and texture (size, orientation, spatial packing density, and so on) are applied in
both areas to represent data attribute values. Interaction operations like translate, rotate, zoom,
and filter are also shared across both subdomains. Finally, certain types of visualizations are
commonly used for both scientific and information visualization data. For example, a bar chart
could represent the number of days above a certain temperature in a meteorological dataset, or
the number of occurrences of specific words in a text dataset. Research between the two
subdomains is commonly shared to produce improvements in both scientific and information

visualizations.
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2.3 Existing Systems

As important as visualizations are to the study of data analytics, it is nontrivial to build
them using traditional drawing tools, even with the power of a computer. This led to the need
for software that focuses specifically on the task of building the visualizations for data analysts.
Over time, developers have designed a variety of software systems to facilitate the task of
constructing data visualizations. Most are generic, and designed to be useful with small to
medium scale data represented in simple visualizations. Some more recent systems focus on
specific needs such as handling large volumes of data or building real-time visualizations.
Instead of relying on commercial software, a corporation may also prefer to build their own
visualization tool tailored for their needs.

In this section, we will describe some of the popular industry software systems that are
used for building visualizations, to highlight how they work as well as important functionality

they may lack.

2.3.1 Microsoft Excel

Excel is a widely used application for storing and managing data. Originally intended
for accounting purposes, it offers sophisticated functionality for numeric calculation, as well
as methods to filter and validate data. One of the features offered in Excel is its ability to create
charts from values stored in groups of cells. These visualizations can be presented along with
their data or on a separate Excel worksheet. An important strength of these visualizations is

that they automatically update as the data they visualize is altered.

14
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Figure 7. Visualization in an Excel worksheet

Even though Excel is simple to use, it only offers a basic set of visualization
functionality. Thus, building complex visualizations can require significant effort and
experience. In Excel, customizing its standard formats and combining different data with
different types of charts is not always intuitive. This is a disadvantage from data visualization
perspective, especially for users with little or no visualization experience. Figure 7 shows a

visualization generated in Excel, placed alongside its data.
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Figure 8. R + Shiny application of a sample dataset

2.3.2 R + Shiny

R is a programming language and software environment for statistical computing,
supported by the R Foundation. The R language is widely used among statisticians and data
miners for developing statistical algorithms to perform data analysis [16]. Shiny is a web
application framework for R. It allows users to build interactive web applications directly from
within R. Shiny does not require experience with web development, however, knowledge of R
is essential to use it effectively. A user typically builds a Shiny application by first designing
a user interface layout, then adding control widgets to manage which data is selected and
presented. These are attached to a reactive output and visualization that changes as the widgets
are manipulated. Shiny visualizations can be designed quickly with a feature called “reactive

expression” that controls when a certain part of application needs to be updated, avoiding
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unnecessary computation [17]. Users are exploring innovative ways using Shiny to improve
their data visualization applications. Figure 8 demonstrates an application developed using R
+ Shiny, where different data is visualized in a scatterplot based on the choices made by the

user in the three drop-down menus to the left of the visualization.

2.3.3 Spotfire

With Spotfire, dashboards containing multiple visualizations designed to be effective
for a user to interpret can be built. Spotfire also allows users to publically share their visuals
over the web and provides collaborative tools to accelerate more informed and transparent
design decisions. Interestingly, Spotfire also provides predictive analytics to “allow you to be
the leader when changes happen, and to minimize risk when the expected changes are on the
downslide” [18]. Although having the software predict future data for user is a useful feature,
Spotfire does not assist in building the visualization that will display this potential future data.
The prediction system assumes whatever visualizations exist to be final when making a future
prediction. It does not guide the user to a desired or effective final visualization. This is
different from the goal of this thesis, where we focus on actively assisting users by suggesting

data analytic operations and visualizations during their visual exploration tasks.
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Figure 9. Visualizations generated in Tableau
(a) dual chart of magnitude and depth versus time of earthquake; (b) packed bubbles where size is
defined by magnitude and color by depth of earthquake.

2.3.4 SAS VA

SAS Visual Analytics (SAS VA), designed and included as part of the commercial SAS
statistical software package, includes all the expected features of a commercial visualization
system: interactivity, the ability to publish visualizations on the web, and so on. It is tightly
integrated into the SAS statistical engine, allowing users to perform complex statistical and
analytic operations on their data prior to visualizing it. Additionally, SAS VA offers portability
by allowing visualizations to be published on multiple devices including desktop computers,
tablets and mobile phones. It also claims to “highlight key relationships, outliers, clusters,

trends and more, guiding users to critical insights that inspire action” [19]. This is a good
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starting point for users’ exploration tasks, but SAS VA does not offer any assistance to identify
the tasks the user is performing, or to provide relevant suggestions on data or visualization
operations. SAS visualizations extend beyond traditional text data. For example, users can
perform sentiment analysis on text data using SAS SA (Sentiment Analysis) or SAS Contextual
Analysis (SAS SCA), then visualize the text and its corresponding sentiment estimates. SAS
VA also offers a “smart feature” to automatically select the type of chart (bar chart, line chart,
histogram, treemap, boxplot, and so on) that it thinks is most appropriate for data a user selects

and asks to visualize.

2.3.5 Tableau

Initially built from the Polaris research project undertaken at Stanford University in the
1990s, Tableau has developed rapidly to provide industry standard visualizations that support
a wide range of data types. Tableau is currently used in multiple organizations for their data
visualization needs. It has 23 visuals (chart types), together with the ability to select a visual
that it feels best represents data a user asks to plot. Some of the more complex visuals available
in Tableau include treemaps, packed bubbles, dual combination charts, and area charts. Two
of these charts are shown in Figure 9. Tableau is also intelligent enough to suggest additional
data attributes for a visualization in order to support the attributes which were originally
selected, allowing it to build more effective visualization. Even here, however, it is entirely up
to the user to make correct choice of data and visuals in order to successfully complete his

exploratory task.
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Because of the popularity and flexibility of the software, Tableau was initially chosen
as the front end for our prediction system. Once the prediction back end was ready, we replaced
Tableau with a new front end built to better support our prediction requirements and remove
dependencies on Tableau’s limited APIs. This new front end is described in section 6 of this

thesis, and draws its initial design inspiration from the look and functionality of Tableau.

2.4 Data Analysis

Both prior to and after the data has been visualized, it needs to be properly analyzed in
order to identify meaningful traits that may or may not have been revealed by visualization.
By definition, “Data analysis is the process of systematically applying statistical and/or logical
techniques to describe and illustrate, condense and recap, and evaluate data” [20]. Analysis
can be done without visualization, but because of the availability of visualization software and
the potential accuracy and simplicity of the visualizations built using these software, the
process of analyzing raw data may be improved through visualization. A visualization allows
users to apply their visual pattern recognition abilities, their ability to use domain knowledge
and context to better understand the results being presented, and to disambiguate potentially
confusing findings.

There are a number of issues that researchers should be cognizant of with respect to
data analysis. These include concurrently selecting data collection methods and appropriate
analysis, determining statistical significance, manner of presenting data, reliability and validity
and so on [20]. It is clear that knowledge and experience play an important role in performing

successful data analysis. Additionally, data discovery and analysis can be influenced by the
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choice of how the data is manipulated (statistical algorithms versus visual data presentation),
and how it is observed (hypothesis testing versus exploratory data analysis) [21]. These options

are discussed below.

2.4.1 Statistical algorithms vs visual data presentation

Statistical methods use means, medians, standard deviations, ranges and other, more
complex statistical analysis (e.g., logistic regression, time series analysis, etc.). Statistical
results are helpful, because of their compactness relative to the full dataset, and their clarity to
uncover potentially hidden patterns and trends to support understanding, comparisons, and
decision making. However, they may not emphasize certain types of interesting features (e.g.,
spatial patterns of weather conditions in a particular geographic area). If care is not taken, they
can also be distorted by spurious values in the data. For example, the mean is sensitive to
outliers, and should normally be replaced by the median if outliers are known to exist.

A potential remedy to some of these issues is the presentation of the data and any
derived statistical results as a visualization. This has the ability to highlight interesting features
[21]. Which data operations a user performs can also define follow-on analysis techniques. For
example, data analyzed using statistical algorithms alone is often applied to hypothesis testing
and searching for statistically significant differences, while data presented visually is often

analyzed using exploratory techniques.
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2.4.2 Hypothesis testing vs exploratory data analysis

Hypothesis testing is a theory driven approach which is more objective than exploratory
data analysis, which relies on more subjective observation skills. To perform a hypothesis-
driven analysis, one must be specific about the analyses to be perform. A null hypothesis must
be clearly stated, and the data must be collected in a repeatable manner. If there is any
subjectivity involved in locating or analyzing study results for statistical significance, the
findings are technically not valid [22].

The purpose of exploratory data analysis (EDA) is to search for patterns. What
constitutes a “pattern” is defined by the user, which makes the process an inherently subjective
enterprise. Exploratory analyses incorporate the wisdom, skill, and intuition of the investigator
into the experiment. Unless additional investigators with similar wisdom, skill and intuition
exist, the analyses are not strictly repeatable, and are hence not falsifiable [22]. Exploratory
data analysis is an approach to analyzing data to identify and summarize their main
characteristics, often with visual methods [23]. A statistical model may be used, and statistical
analysis may be performed prior to visualizing the data, but exploratory data analysis is
primarily focused on seeing what the data can tell us beyond the formal modeling or hypothesis
testing tasks. Exploratory data analysis was promoted by John Tukey to encourage statisticians
to explore their data, and possibly formulate hypotheses that could lead to new data collection

and experiments. This thesis focuses on analysis techniques that use exploratory data analysis.
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2.5 Need for Assistance

Clearly, analyzing the data using exploratory data analysis techniques takes practice
and an understanding of many different factors. This makes the job of users inexperienced with
EDA and visualization difficult. Data-inexperienced users will face difficulties exploring the
data to their full potential. Unfortunately, there are few tools that can be applied to help users
gain insight into their data by guiding them through their exploration. Some tools make general
predictions and some suggest possible future trends, but none of these take current user actions
into consideration or in any sense try to identify the task that the user is working to accomplish.
Thus, we feel there is a strong need for a recommendation system that looks at the data the
user is trying to explore, captures how they are trying to explore it, and then matches this
exploration pattern with knowledge of expert explorations of the same data to recommend
possible new paths to follow that are expected to lead to high-quality results directly relevant

to the user’s predicted analysis task.
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Chapter 3

Related Work

In this section, we examine our findings of relevant research in the visualization
domain, then explain what general recommendation systems are and how they function. We
next discuss algorithms that may be useful in building our recommendation system and Case

Based Reasoning, an approach in Al, which is similar to our approach of design.

3.1 Research in Visualization

Significant advances have been made recently in developing various facets of visual
solutions for data exploration and analysis. We have already presented some popular tools in
visualization and highlighted their unique features. The system architecture in our project is
based on the connection between SQL queries and visualizations, similar to the core of
commercial tools such as Tableau [24] [25]. Our data-slice format, as described in next section,
has been inspired by, and is similar to, the formalization of visualizations provided in [25]. At
the same time, the main purpose of that formalization is for the visualization system to maintain
the context of the current visualization as it is being actively managed by the user, rather than
by the system itself.

As in [26] [27], we view the task of constructing visualizations as a two-step process.
One first decides on the data subset, or data slice, as we call it, to be shown, and then chooses

an appropriate visual specification for this data slice. Several projects, including [26] [27] [28],

24



have worked in this space on (semi) automatic recommendations of the best visual specification
for a given task and data slice. However, the built-in assumption in these projects is that the
appropriate data slice has correctly been chosen. Our work is orthogonal to these efforts, in
that we aim to choose the best data slice, and assume that the visual specifications are given.
We expect to be able to combine our work with existing approaches to identify visual
specifications in the future, to create a system that can help users to select both the appropriate
data and the best presentation.

In this current project, our overall goal is the same as in the above papers. At the same
time, instead of aiming for a fully automatic tool for selecting potentially relevant data slices,
we focus on choosing data slices that best address a given visualization-based task. As a result,
the data slices selected by our system are task dependent, rather than data-set dependent, and
are also not limited to “statistically interesting” data, for example, as in the SeeDB system [29].
Further, we work with the hypothesis that previous users, when faced with the same type of
task, could offer insights to guide the system towards high-quality data slices (or sequences
thereof), along with their visualizations. In its emphasis on domain knowledge for the given
task and dataset, our approach is in line with research directions such as that of DeepDive [30]
[31]. As a result, our approach can suggest to users both data slices and associated visual
representations, such as those showing general trends on the data. This is some that, to the best

of our knowledge, state-of-the-art systems cannot recommend.
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3.2 Recommendation Systems

In general, a recommendation system of any kind is a system that seeks to predict the
“rating” or “preference” that a user would give to an item. Some common examples of
recommendation systems are shopping websites that provide a list of items you might be
interested in purchasing (e.g., Amazon), websites hosting TV shows that recommend shows
you may like (e.g. Netflix), flight reservation system that prompt you from time to time about
best rates for travel to a particular city (e.g., Expedia), or job portals that have matching job
profiles that could interest you (e.g. LinkedIn).

In almost every domain, recommendation systems have become an integral part of
certain operations. They serve the goals of the service providers as well as that of the
customers. For customers, it saves the time searching for an item, since the recommendations
are often accurate and include items the customers want to consider. For service providers,
recommender systems engage the customer for longer periods of time and possibly increase
their satisfaction, leading to additional sales or successful searchers. There are many factors
that affect these recommendations, including but not limited to:

« User history
« User preferences
« Other users with similar interests
« Promotions from the seller
While these factors are easy to identify, the algorithms to generate recommendations are not

so intuitive. For our system, we investigate pattern matching and partial path matching
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algorithms that could be used to match current user actions with their own or other users’

history.

3.3 Pattern Matching

Pattern matching refers to searching for a pattern of tokens in one sequence that occurs
in an identical or similar order in another sequence. A sequence is generally represented with
a data structure like a tree or a graph. A token would then correspond to a node in that tree or
graph. A simple example of pattern matching is searching a string for given substring. Pattern
matching techniques have many applications, including the ones found in recommendation
systems. A good pattern matching algorithm is essential for this research.

The simplest algorithm to search for a pattern is a brute force exact pattern match,
where the entire target data structure is searched for a required pattern from the source
structure, without any allowance for alternation of the target pattern. The search stops as soon
as a match is found. Although it has high time complexity, the brute force method is chosen
when a simple implementation is required for small sequences or when the need to search for
a pattern is infrequent. A more complex but faster algorithm for string searching is the KMP
(Knuth-Morris-Pratt) algorithm, which is also famous for its efficiency. It searches for
occurrences of a "word" W within a main "text string" S by employing the observation that
when a mismatch occurs, the word itself embodies sufficient information to determine where
the next match could begin, thus bypassing re-examination of previously matched characters

[32] [33].
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Graph pattern matching is a generalized problem of string matching. Like any other
algorithm, the main considerations for graph pattern matching are speed and efficiency. As
discussed later in the thesis, the problem that we are focusing on is not simply finding a pattern,
but using pattern matching to find a specific node representing a data slice that the user is
currently observing. Once a match has been found, the subtree that results is parsed in order to

generate recommendations. This is discussed in more detail in next section.

3.4 Case Based Reasoning

Case-based reasoning (CBR), broadly construed, is the process of solving new
problems based on the solutions of similar past problems. It has been argued that case-based
reasoning is not only a powerful method for computer reasoning, but also a pervasive behavior
in everyday human problem solving; or, more radically, that all reasoning is based on past
cases personally experienced. The work of Roger Schank is held to be the origin of CBR [34].

Case-based reasoning has been formalized as a four-step process:

1. Retrieve: Given a target problem, retrieve from memory cases relevant to solving it. A
case consists of a problem, its solution, and, typically, annotations about how the
solution was derived.

2. Reuse: Map the solution from the previous case to the target problem. This may involve
adapting the solution as needed to fit the new situation.

3. Revise: Having mapped the previous solution to the target situation, test the new

solution in the real world (or a simulation) and, if necessary, revise.
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4. Retain: After the solution has been successfully adapted to the target problem, store the

resulting experience as a new case in memory. [35]

CBR draws attention in machine learning because:

e CBR does not require an explicit domain model and so elicitation becomes a task of
gathering case histories.

e Implementation is reduced to identifying significant features that describe a case, an
easier task than creating an explicit model.

e CBR systems can learn by acquiring new knowledge as cases. This and the application
of database techniques makes the maintenance of large volumes of information easier.

[36]

DataSlicer is designed with a similar approach. It gathers information from an expert
and refers to the knowledge base to recommend solutions to a naive user. It differs from CBR
in the sense that DataSlicer does not use the same knowledge base for all datasets and all tasks.
DataSlicer has a different knowledge base for every different dataset. It maintains information
about different tasks performed for each dataset. Thus, there is no need to retain a revised

solution because there is no need to revise the solution to match a new case.
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Chapter 4

Prediction Engine

Now that we have described importance of exploratory data analysis and need for
assistance in existing data visualization software to successfully complete visual exploration
tasks, we move our focus towards the DataSlicer system. We start with the goal and the
envisioned user experience with a visualization-enabled system, where the system can advance
the user’s task-solving process by selecting task relevant data slices from the underlying data.
We do this with the help of the same example described in section 2. Next, we describe the
framework of the DataSlicer system by explaining some important terminologies used
throughout this thesis. This includes data nodes, interesting nodes, sequences, data slice graphs,
and expert users. We then discuss the matching and ranking algorithms, which are essential to
providing the most relevant recommendations to the user. Moving forward, we outline the
process of constructing a data-slice graph for a given task on a given dataset and discuss the
different ways of using data-slice graphs, depending on whether domain experts have been
involved in its construction. Once the reader is familiar with the context, we present the system
architecture and explain how the different components fit together to form our prediction

engine.
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4.1 Goal

When presented with a visual-analysis problem or task, the user needs to make
decisions about which data he would like to visualize to solve his task. The default approach
is for the user to construct various visualizations directly in a visualization tool, and to then
iteratively improve or replace them until one or more visualizations that are effective for the
task are found. This process is both time and resource intensive. Our system is designed to
alleviate or eliminate the inefficiencies in solving the data and visualization selection part of
the user’s visual-analysis task. We suggest data slices that help to create visualizations to solve
the current analysis task. The goal is to save the user time by reducing the exploration effort
needed to construct the data slices for such visualizations.

Our proposed system is designed to serve as a back end for any visualization tool. To
achieve this, we need an interface between our back end and the target system to control the
data that we receive from the visualization system. In our current prototype, we make use of
the session log file generated by the visualization system to achieve this. While working on a
task a user may need suggestions on the visualizations that are relevant to solving the task. Our
system is designed to analyze the user session and recommend an appropriately visualized data
slice based on the history of past users in similar scenarios. Our system assigns priority to the
data slices based on various factors that proved interesting to previous users. For example, the
time spent observing a particular data slice is one of the basic factors that signals high priority

(interest) in a given data slice.
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Figure 10. Outlier earthquake locations visualized on a map

Consider the task of finding outliers in the number of earthquake occurrences using the
earthquake dataset, as presented in Section 2. A user may start his work on this task by
constructing a visualization similar to those of Figures 2a or 2b. If he is overwhelmed by the
amount of potentially relevant information in the visualizations, he could ask the system for a
recommendation. The system would analyze the user’s currently viewed data slice, as well as
the operations he performed to arrive at that slice. Based on comparisons with past sequences
of interest, the system would identify the data slice shown in Figure 3, and then that of Figure
10. These two data slices, in this order, are recommended back to the user. The system will
also determine appropriate visualizations for the recommended data slices by using the

visualization preferences stored for those data slices. The user would then have the information
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he needs to solve the task of finding outliers in the number of earthquake occurrences. We test
the above claim using a controlled experiment discussed in task 1 of section 5.

The DataSlicer framework and system are designed to work with users who create
sequences of appropriately visualized data slices. A sequence can be exploratory or part of an
existing solution. In an exploratory sequence, the user tries to determine which individual data
slice works best for addressing a specific analysis task. Alternatively, a sequence could be part
of a solution that calls for construction of multiple consecutive data slices, as in the earthquake-
outlier task. In both cases we encode all the sequences of data slices for tasks on a particular
dataset in a data-slice graph for the dataset.

In the data-slice graph, nodes encode data slices, together with any appropriate
visualizations. Directed edges encode transitions between consecutive data slices in past user
sessions. When a user asks for recommendations, our system matches their current session
with the information stored in the data-slice graph, based on an algorithm for measuring
similarity between two nodes. An example of the algorithm is presented in Section 4.3. If a
match point is found, the system recommends those data slices that were the most helpful at
that point in the graph, to previous users working on tasks of the same type. Our approach can
use any algorithm for determining whether a node is sufficiently helpful or interesting to a
user. In our experiments, we considered a data slice interesting if its visualization has been
examined by at least one user for an amount of time above a fixed threshold. To enable the
recommendation feature, each node in the data-slice graph is marked as either “interesting” or

“not interesting”.
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The number of data slices that one could construct using a dataset with just a few
attributes may be prohibitively large for computational purposes. As an illustration, consider a
situation where a user plots a line chart of date versus number of occurrences and magnitude
of earthquakes for the earthquake dataset (this task explained in more detail in section 2). He
may also plot a line chart of date versus magnitude and number of occurrences of earthquakes.
These are same fields, taken in different order. In both the cases a visualization system would
generate two line charts: one with date versus number of occurrences and another with date
versus magnitude. It may not be practical or even feasible to represent and store all the
possibilities explicitly. Instead, since our goal is to present the user with a specific data slice,
we manipulate abstractions from visualizations using the relational model, similar to what was
done in [31]. We map each data slice to a simplified relational-algebra expression, and work
with simple relational queries. Moreover, the nodes in the graph store only those expressions
that were featured in at least one past sequence used for the same type of task on the current
dataset.

The data-slice graph contains all the information that we need to recommend data slices
to the user. Once we match the user’s current data slice to a node in the graph, we can limit our
search for interesting nodes to the nodes in the graph that are “downstream” and closest to the
matched node. Intuitively, this amounts to finding the next interesting nodes in previous
sequences that feature a data slice similar to that of the current user. In the following sections
we provide more details on the construction of the data-slice graph, how the matching is done,
and how we look for the closest interesting nodes. But first, we need to formally describe the

terminologies used in this section of the thesis.
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Figure 11. Visualization using the dimensions average magnitude (of earthquakes at location),
number of earthquakes (at location), and depth (of earthquake)

4.2 DataSlicer Framework

The DataSlicer framework allows us to capture a user’s visual exploration in a
visualization front end and transform it to a format that can be used by the system to suggest
recommendations. In this section we will describe some of the terms that we use to describe

our algorithms.

4.2.1 Data node

We represent each visual depiction of data as a tuple Vis = <D, V>. Here, D is the data

specification, which contains information on the data slice in the visual depiction; and V is the
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visual specification, with information describing how the data slice is visually presented,
including the type of visual (e.g., boxplot or bar chart), colors, forms, and so on. This tuple
<D, V> forms a data node where each node corresponds to a different visual specification.

Consider Figure 11, which visualizes information from the earthquakes dataset. To
create this visualization, we first need the latitude and longitude for each observation. This will
tell us how to place an observation on the map. Figure 11 also shows three additional attributes
for each observation point: the average magnitude, the number of records and the average depth
of each earthquake. Each of these attributes is shown using a different visual cue: dot color to
represent magnitude, dot size to represent the number of records, and dot label to represent the
average earthquake depth. The visualization terminology for each of these attributes is a layer.
In general, each layer is assigned a different visual cue.

Thus, the data specification D for Figure 11 states how to extract the information about
the data points to be shown: the latitude, longitude, magnitude, number of records, and depth
(Figure 12). The visual specification V for Figure 11 states that the visualization needs to show
the map of Central America, that each data point is to be shown as a dot, and that different
visual cues are assigned to each of the layers: color for average magnitude, size for number of
records, and label for average depth. Our data-specification format has been inspired by, and
is similar to, the formal definition of visualizations provided in [31]. Similar to [31] [37], we
assume that the data to be specified comes from a single relational table. If two or more
relations are to be visualized, we join them and treat the result as a single relation to be

visualized. This is a common approach in commercial data-visualization systems.
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To define a data specification on a relation R (dataset), the following information is
required:

1. The fields used from the dataset. These are either attributes of R called simple fields
(generally corresponding to the columns in the table), or complex fields formed by
combining two or more attributes using the operations of concatenation (+), cross
product (x), and nesting (/) [31]. Examples of complex fields are: Age groupxRegion,
which corresponds to the product of these attributes; or Quarter / Month, which
corresponds to the set of all months for each quarter. We also allow aggregation over
simple and/or complex fields, using operators SUM, MIN, MAX, or AVG.

2. How the data from these fields are extracted. A user may not always extract all the
information from the selected fields as is, so it is important to specify how the data is
being grouped and which filters are currently active. Here we also provide information
about which fields are being mapped to the visual axes X and Y, and which fields are
being rendered as layers.

Formally, a data specification is a tuple (X, Y, Layers, Filters, Grouping), where X and
Y are the fields rendered respectively as the X and Y axis, Layers is the set of fields rendered
as layers, Filters is the set of filters in use, and Grouping is the set of attributes being grouped
[38]. Continuing with our example, the data specification for Figure 11 is
(longitude, latitude, { AVG (mag), SUM (number of occurrences), AVG (depth) }, place, -)

Intuitively, a data specification is a template for a SQL query of the form

SELECT <fields to be displayed>

FROM <dataset>
WHERE <filters on non aggregated fields>
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GROUP BY <grouping specification, X and Y axis>
HAVING <filters on aggregated fields>

The connection between data specifications and SQL is important, as it provides
flexibility when communicating with the log file of the visualization system. Different
visualization software may have different way of storing the information in their log file. They
may store it directly or in the form of SQL queries. As long as the data specification is logged
in one of these two ways, we can capture it and form the nodes as required. The Polaris
prototype [31] of the Tableau Software system [3] discussed in section 2 logs SQL queries for
the visualizations generated. For our example, the query is

SELECT Latitude, Longitude, AVG(magnitude), SUM(number of records),

AVG(depth)

FROM Earthquakes

WHERE Latitude < 49.5 AND Latitude > 5.3

AND Longitude < -24.5 AND Longitude > -128.7
GROUP BY Place

4.2.2 Interesting nodes

Some data specifications provide more information than others for the task assigned to
the user. We denote these as interesting visualizations, and mark the nodes they form as
interesting nodes. For example, for the task described in section 2, Figure 3 is an interesting
visualization, as it providers the filter value that are key to solving the outlier task. In this case,
we call this an interesting visualization and the node storing the data specification for Figure 3
is marked as an interesting node.

In general, determining whether a visualization is interesting to a user is a nontrivial

problem [38]. While our framework can use any interestingness algorithm we develop, in our
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simple fields: lon (= longitude), lat (= latitude),

pl (=place), mag (= magnitude)

nr (= number of records), de (= depth)
complex fields: —

X Axis: lon

Y AXis: lat

Layers: AVG (mag), SUM (nr), AVG (de)
Grouping: pl

Filters: —

Figure 12. The data specification for the visualization in Figure 11

experiments we marked a visualization as interesting if at least one user visually examined the

visualization for at least a fixed number of milliseconds.

4.2.3 Operations on data specifications

Once nodes are formed, we need to understand when the visual specification no longer
corresponds to the current node. When that happens, we need to form a new node with an
updated data specification. A navigation algebra is developed to enable transitions from one
data specification to the next in a visual exploration sequence.

Generally, each step in the visualization front end corresponds to transforming the
current data specification by transitioning to a new data specification. The basic operations for
transforming data specifications are as follows:

« Add/remove a filter condition;
« Add/remove a field to/from the SELECT condition i.e., the fields rendered as a layer,

the X axis, or the Y axis;
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« Add/remove a field to/from the grouping specification; and
« Modify the specification of a complex field by adding or removing an operation (such
as x or +).

In most systems, one can directly replace a field A with a field B. With the intention of
having only basic operations, we choose to model this action with two operations: removing
A and then adding B [38].

We use the navigation algebra to represent how users navigate between visualization
in a step-by-step fashion. Consider, for example, a user going from the visualization of Figure
11 to that of Figure 12. We can model this as a sequence of three data specifications, starting
with
(longitude, latitude, {AVG (magnitude), SUM (number of records), AVG (depth) }, place, -),
then removing depth, to obtain
(longitude, latitude, { AVG (magnitude), SUM (number of records) }, place, - ),
and then removing the number of records, to arrive at
(longitude, latitude, { AVG (magnitude) }, place, - ),

which corresponds to the data specification of Figure 12.

4.2.4 Sequences and data-slice graphs

In section 1 we described a data sequence as a path in a visual state space. When
working on a visual exploration or visual analysis task, users create what we call sequences of
visualizations. Starting at a particular visualization (such as that of Figure 11), a user can create

new visualizations (such as that of Figure 12) by performing user interface operations like
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Figure 13. Example of data slice graph
(a) Data slice graph for task 1 (b) bottom right fragment of the graph from Figure 13a

filtering the data, adding an extra attribute to the data specification, or changing the type of
visualization. As discussed for various software in section 2, there are many more operations
that a user can perform on the dataset. Each subsequent operation produces a new visualization
in the sequence, and users continue in this fashion until they complete their task.

Since our goal is to predict the slice of the data whose visualization is appropriate for
the user’s task, we do not concentrate on those parts of a sequence where new visualizations
are created by modifying the visual specification. Rather, we focus on changes in the data
specifications. These changes are modeled using our navigation algebra as described above.
Assuming that we have a log containing sequences of visualizations generated by previous
users of the system, we can then naturally generate what we call a Data-Slice Graph of the log.
The nodes of this graph consist of all the data specifications occurring in the sequences in the
log. A directed edge from a node D1 to a node D2 exists if the log contains a sequence where
D1 and D2 are consecutive data specifications. As an example, Figure 13a shows a data-slice

graph for the task of finding outlier using the earthquake dataset [39] (task 1 in Section 5). The
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graph contains sequences generated by users who were solving the same task on the dataset.
Figure 13b depicts a fragment of the graph, showing nodes with IDs 14, 13, 8, 9, 23 and 24.
Figure 13b was generated by the user sequence (D8, D9, D23, D24, D23, D8, D13, D14). That
is, the user started in node 8, with the specification

D8 = ( longitude, latitude, {}, place, - ),
assigning the earthquake longitude to the X axis, the latitude to the Y axis, and grouping by
the attribute Place. This specification corresponds to a visualization showing the map with one
dot for each place where there has been at least one earthquake. The grouping in D8 groups all
the earthquake events in the same location into a single tuple. The user then added a filter on
the attribute Magnitude, to remove places where the average magnitude was not “high
enough.” Note that rather than storing the precise filter, D8 stores just the fact that a filter was
added. This is crucial, as it allows us to map all the data specifications with similar filters into
a single representation.

Continuing with the sequence, the user then added depth (node ID 23 with data
specification D23) and minimum depth (node ID 24 with data specification D24), then removed
the minimum depth to arrive back at node 23. After this, the depth was removed (back to node
8), and number of records was added (node 13). Finally, the user removed the grouping clause
(node 14), probably to examine all the earthquakes in the dataset.

Formation of correct sequences and the data-slice graph is a responsibility of the log

parser we discuss in section 4.4.1.
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4.2.5 Expert users

We distinguish between two types of users: expert and regular users. Regular users ask
for help from the system and expert users indirectly provide this help by using the system for
their exploration tasks. Data specifications (nodes) generated by expert users are called expert
nodes, while those generated by regular users are called user nodes. Expert nodes are assigned
higher interestingness values, making them more likely to appear in a prediction.

We create an expert edge from node D1 to node D2 if the sequence generating D1 and
D2 was generated by an expert, versus a user edge if it was generated by a regular user. In
addition, for each edge of the form (D1, D2) we maintain the number of sequences in the log

where D2 followed D1.

4.3 Algorithms

In this section, we look at the algorithms for matching and ranking of data
specifications. The main focus of our framework is on servicing user requests to recommend
the next task-relevant data slice and its appropriate visualization. To continue with our example
in previous section, suppose that a user is exploring the earthquake dataset for magnitude
outliers in Central America, and is currently looking at the visualization in Figure 11. The data
specification for Figure 11, as discussed in Section 4.2.1, is

(fon, lat, { AVG (mag), SUM (nr), AVG (de) }, pl, -).

When the user asks for a recommendation, the system needs to perform the following two

operations:
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1. The data specification currently being examined by the user is matched to a node in the
data-slice graph. The easy special case occurs when the current data specification is
already represented by a node in the data slice graph. In general, however, we need to
locate one or more nodes that are closest to the current data specification, in terms of
operations of the navigation algebra. In our example, the data specification of Figure
11 does not exists in the data-slice graph of Figure 13a, so we need to match it to the
“best-match” node in the graph. The closest matches would be the nodes with IDs 8
and 23. Each of nodes 8 and 23 are three operations away from the specification of
Figure 11. To reach node 8 from Figure 11, we remove all three layers, and to reach
node 23, we remove the magnitude and number of records, then introduce a filter on
magnitude. We keep all such “best-match” nodes.

2. Once a match has been found, the system needs to use the data-slice graph to find
“downstream” data specifications that are potentially interesting to the user and are the
closest to the matched node, in terms of operations of the navigation algebra. In our

example, this would correspond to nodes 9 and 23.

4.3.1 Matching algorithm

The algorithm addressing the first challenge is called Match (see Figure 14a for the
pseudo code). The input to this algorithm is a data specification D, and we compute, for all
nodes in the data-slice graph, the edit distance between N (the current node) and each of the
specifications in the nodes of the graph Q. We do not want to differentiate between the

specifications where the axes or layers are switched, since they represent a semantically
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Algorithm I: Match Data Slices

Given: Data-slice graph G and maximal number M of
nodes in the output.

Input: Data specification D.

Output: The set of nodes of the data-slice graph G that

is nearest to D in terms of edit distance.

for each node n in G do

ds = edit distance between the selection arguments
of n and D;

d, = edit distance between the filters of n and D;
dy = edit distance between the grouping clauses of
n and D;

set distance(n) = ds +dq + dg;

Algorithm 2: Rank Data Slices

Given: Data-slice graph G, maximal number of output
nodes M, interestingness value Ij, for each node k in
G, and interestingness threshold 7.
Input: A node n of the data-slice graph G.
Output: List of M interesting nodes closest to n.
L=
for each node m in G with I,,, > T do

compute

distance(m) = wheighted_shortest_path(n,m);

if distance(m) < infinity then

| add mto L;

Sort L according to distance (ascending);
if size(L) >= M then
L return the M first nodes of L;

return up to M nodes n in G with the lowest values of else
distance(n). add to L the M — size(L) most interesting nodes in
G according to [ that are not in L;

return L.

(@) (b)

Figure 14. Algorithms for matching and ranking functions

common object. Thus, for each node Q in the graph we compute three distances between N
and Q:
1. The edit distance ds that considers only the fields assigned to the X and Y axes and the
layers in N and Q;
2. The edit distance dg considering only the fields in the grouping clauses of N and Q;
3. The edit distance df considers only the filters applied to N and Q.
We add the three values to obtain the final value for Q, and output all the nodes Q in

the graph for which this value is the lowest.

4.3.2 Ranking algorithm

We now look at addressing the second challenge listed above, making

recommendations using the current match. Once we have matched a specification to a node in
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the data-slice graph, the next task is to retrieve the interesting “downstream” nodes in the graph
that are the closest to the matched node. We do this using our Rank Data Slices algorithm (see
Figure 14b for the pseudo code.) The algorithm works as follows. We assume that each node
Q in the data-slice graph is given an “interestingness” value Qk. (Any interestingness measure
will work for our purposes, as outlined in Section 4.2.2.) We are also given a threshold t, with
the objective of selecting only those nodes with an interestingness value above t, as well as the
desired number m of output nodes.

For each node Q that is in the output of the Match function, we select all the nodes in
the data-slice graph whose interestingness value is greater than the threshold t, and rank them
in terms of weighted-shortest-path distance to N. We then select and return the M nodes from
this set that are closest to N. If there are than m such nodes, we complete the list with the most
interesting nodes overall, according to the interestingness values in the graph. This might be
necessary if, for instance, the user’s current visualization is not relevant to the task and thus
cannot provide a useful input to the Match algorithm.

In our experiments, as reported in Section 4.2.2, we chose screen time as our measure
to determine the interest in each data specification. We assume that the longer a user looks at
the screen to examine a particular visualization, the more interesting that visualization is to the
user. We also set our threshold t to three seconds. Though it might look like a small value for
the threshold, it filters out almost 70% of the graph nodes. Furthermore, in the experiments we
considered the graph information that had originated from an expert much more helpful than
the information from a regular user, and thus made the weight of expert edges in the graph

lower (providing the effect of a shorter distance from the matched node) than the weight of
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regular user edges. Specifically, the weight of an edge from a specification D to a specification
Do that was part of an expert sequence would be set in the experiments to 1, and the weight of
an edge from a regular user sequence would be set to 1+1/n,, where ny is the total count of
previous users’ sequences that have moved from D to Do in one step. Please see Section 4.2.5
for a discussion of expert and regular edges.

Returning to our example, recall that the specification of Figure 11 was matched to the
nodes 8 and 23 of the query graph. A call to the Rank Data Slices algorithm will now try to
find the most interesting specifications that are closest to these nodes. This can be understood
as asking for the most interesting specifications that include the latitude and longitude (and
thus are expected to be shown in a geographical representation). The ranking algorithm would
return the two interesting nodes that are closest to either 8 or 23. These answers include 23
itself, with distance 0; and 9, with distance 1. To present these back to the user, we take these
specifications and produce a visualization using the user’s previous visual specification (a
geographical representation). If we use the visual specification in Figure 11, the visualization
of the specification of node 9 would look just as that of Figure 12, except that color would not
be used to distinguish the average magnitude.

With this discussion, it is evident that for the matching and ranking algorithms to work
efficiently, proper graph construction is crucial. Only when the nodes and edges in the graph
correctly reflect user sequences, can the predicted node be most helpful to the user’s

exploration. In the following section, we describe the process of graph construction.
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4.4 Constructing and Using Data-slice Graphs

Constructing data slice graphs begins with parsing the log file obtained from a
visualization system’s front end. The log parser builds sequences of user actions, which in turn
form the graph structure. Generally, our system can work with any visualization front end as
long as the front end logs certain information required by our algorithm. Below, we look at the
required contents of a log file followed by a detailed description of our graph construction

algorithm.

4.4.1 Parsing the log file
As mentioned briefly in section 4.2.1, the input to the graph construction algorithm is
the log file describing user actions performed in visualization front end. A log parser reads this
file and builds sequences as explained in section 4.2.4. While the user sequences are essential,
there are certain other details required by our system that need to be present in the log file.
1. Database name. This is required as a different data-slice graph is constructed for each
database.
2. Field names and types. This allows the system to define the fields that can be
visualized, as well as their type (date, geographic, text, numeric, etc.).
3. Username. Username differentiates between regular and expert users.
4. Timestamp. We know that every user action in visualization front end must be logged
either as a data representation or in the form of an SQL query. With its data

representation, it is also important to report the timestamp value. This allows the graph
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construction algorithm assign a time factor value to each node. This value defines to
the amount of time spent by the user on each node, which is needed to assign an

interestingness value to each node.

4.4.2 Graph construction

We assume that each user is aware of the task they are performing before starting their
exploration. Thus, each user sequence in the log is associated with the task the user was solving
when the sequence was generated. When nodes are formed using data description, they are
marked as expert nodes if the log file corresponds to an expert user. When we add a completed
user sequence to the log of sequences, we reformulate it with two goals in mind. The first goal
IS to ensure that all of the sequences in the log (of sequences) are formulated ““at the same level
of granularity.” Toward this goal, we confirm that each sequence contains sufficient detail to
produce edges in the output sequence that correspond to a single operation in the navigation
algebra (see Figure 13a for an illustration of the outcome). The second goal of the
reformulation is to mark, in each sequence, each node that is interesting based on the current
interestingness measure.

The overall algorithm for this reformulation of user sequences is straightforward.
Suppose that we have selected from the log (of sequences) all the sequences that to include in
the data-slice graph. We begin construction by declaring an arbitrarily selected sequence as the
(initial) data-slice graph. We then continue to add the other selected sequences to the graph
one at a time, by combining nodes in the current sequence with nodes in the graph when the

two nodes are the same in their D. That is, we combine a node in a user sequence with a node
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in the data-slice graph if and only if the D component of these nodes are identical; we store
with each resulting node as many unique visual (V) specifications as we encounter in the user-
sequence nodes that we combine. If, on the other hand, for a node N in the sequence being
added there are no nodes in the graph that have the same D component as N, we add N as a
new node in the graph. For each node we keep the maximum interestingness amongst all the
sequences in which this node appeared. Once we have merged all the nodes of a sequence with
the graph in this manner, we add the edges contained in the sequence being added. If the
sequence being added is an expert sequence, we re-weight its edges as described in the
discussion of the Rank Data Slices algorithm (Section 4.3).

The output of the graph construction algorithm is a data-slice graph built from a log of
sequences performed in a front end visualization system. By definition, the graph does not
depend on the order in which the selected input sequences are processed and merged. The
construction can be done either in a batch fashion or as sequences are performed over time in
an incremental fashion.

We are now ready to discuss possible criteria for selecting which logged user sequences

to include in the data-slice graph.

4.4.3 Recommendation system

A simple approach would be to include all the sequences from the log that are
associated with a task type of interest. Recall that we consider two tasks on the same dataset
to be the same if they only differ in their filtering criteria. E.g., the tasks “find all the outliers

in magnitude for earthquakes throughout the world” and “find all the outliers in magnitude for
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earthquakes in Central America” are considered to be the same. In this case, there is no need
to mark user sequences as expert, and thus the entire process of constructing both the log of
sequences and the data-slice graph can be fully automatic. We call such a data-slice graph a
recommendation graph. The DataSlicer system will function as a recommendation system in
this case, since we have no information on which nodes in the graph would be most likely to
be helpful to users in terms of featuring correct solutions to their task. In working with such a
graph, the users will possibly “up-vote” over time those graph nodes that are more helpful.
This “up-voting” process is sound, as we assume that each user can recognize correct solutions
once they have been presented prominently in some visualization of the data. The resulting

graph nodes can then be recalibrated automatically into interesting and uninteresting nodes.

4.4.4 Prediction system

We now consider the case where the help of domain experts is available, or perhaps
even sought out, as would be the case for a mission-critical application. Recall that the log
parser can mark some of the sequences as coming from domain experts. This can be done when
one or more experts on the domain, task type, or dataset are involved in solving the task, usually
for the benefit of some community who will be using the dataset at a later date. For example,
the community could be employees of a certain company, analyzing a certain product, and the
domain expert could be an employee with unique knowledge about the product, as well as
ways to explore and visualize its associated properties. In this case, the process of constructing
the graph is the same as before, with expert nodes and edges being marked explicitly as such

in the construction. When the DataSlicer system uses a data-slice graph constructed using
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expert sequences, we refer to this mode of operation as “prediction mode,” and to the system
as a “prediction system.” Our hope is that nodes and edges generated in the data-slice graph
will help the community solve tasks of the same type more so than sequences created by regular
users. Note that expert sequences incorporate into a data-slice graph and automatically
reconcile potentially different approaches of multiple experts to solving the same task. As a
result, the sequences coming from multiple experts are transformed into multiple solution paths

in the graph.

4.5 System Architecture

Now that we have introduced different components of the DataSlicer system, we will
present its architecture. Figure 15 shows a high-level overview of the architecture of our
system. We will explain it component by component, and then discuss the scalability and

implementation.

4.5.1 Front end

The front end can be any visualization system, as long as this system can issue
appropriate data specification queries and visualizations on the dataset being represented. The
visualization system also requires a means of communicating its operations. Most commercial
visualization systems issue a log of their operations. We have implemented our system such
that all communication with the front end is made through these logs. While the system is

capable of integrating with commercial visualization software, we have also implemented our
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Figure 15. System architecture

own front end to obtain more control over the operations performed and free the back end from

any dependencies over changes in the commercial software. The visualization front end we

built is introduced in section 6.

4.5.2 Interface

The DataSlicer interface forms the connection with the front end visualization tool. The

interface is responsible for two main tasks. First, we need a way to obtain and understand logs

from the visualization system, to be able to extract information about previous user sessions.

This component of the interface is called the log parser. It also maintains the user’s current

visual specification, as well as the data specifications returned by the ranking algorithm.
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Second, once the system has recommended a set of data specifications, these need to be
visualized and presented back to the user. To create these visualizations, we maintain the
current user’s previous visualization preferences and use them wherever possible to visualize
the recommended data specifications. For those recommended data specifications that cannot
be visualized using the current user’s preferences, the system uses its default visualization

rules.

4.5.3 Back end

Finally, the back end of the system is responsible for producing recommendations for
the users. It comprises the match and ranking algorithms, as described in sections 4.3.1 and

4.3.2.

4.5.4 Scalability

In the DataSlicer architecture, visualizations are constructed for users by separate front
end visualization software, which sends queries to a data store based on data slice
specifications, then visually represents the query results. This means the processing of data
slice queries is decoupled from executing the matching and ranking algorithms on the data-
slice graphs. Further, the data-slice graphs are constructed based on task exploration sequences
and thus on the structure rather than the contents of the dataset being explored. This suggests
the size of each data-slice graph does not depend directly on the amount of data stored the

dataset, and does not need to be modified as the contents of the dataset changes over time. On
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the other hand, the size of a data-slice graph is directly proportional to the number of user
sequences that it captures, and the matching and running algorithms execute in at most linear
time with respect of the data slice graph (O(n) in the number of nodes n). Addressing the issue
of scalability of Match and Rank on data-slice graphs in the number of user sequences in the

graph is a direction of future work.

4.5.5 Implementation

The system used for the experiments described in section 5 was built in Java and
compiled using JDK 1.8. To store the data-slice graph we use MongoDB version 2.2. During
the initial development of the back end, we worked with well-known commercial visualization
tools. We can support any visualization tool that meets our log requirements, but for each tool
a different interface needs to be built. This includes both the log parser and the connection that
allows us to produce visualizations to present back to the user.

Once the results from our experiments showed that the system was working as
expected, we constructed our own visualization front end to provide better flexibility with
respect to details that the recommendation system needs. This front end was built using HTML,

CSS and JavaScript. For visualization purposes, the D3.js library was used.
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Chapter 5

Experiments

To evaluate DataSlicer’s recommendation performance, we conducted a set of
controlled experiments. The results were evaluated in terms of participant speed, understood
as the average number of data-specification steps taken to find a correct visualization for a task,
as well as result accuracy, understood as the degree to which the participant’s solution matches
the correct solution. In our experiments, the correct solutions were determined as part of the
experimental setup. Following the experiments, each participant completed a questionnaire to
capture their perception of:

. the difficulty of the assigned task,

. their impression of the correctness of their solution,

« their impression of the correctness of the system’s solution, and

« the overall usefulness of DataSlicer.
Both the statistical and questionnaire results were positive. Specifically, the results suggest that
DataSlicer provides correct visualizations and, perhaps more importantly, rapidly directs

participants to a correct visualization, potentially improving their performance over time.

5.1 Procedure

We conducted four experiments involving 48 human participants, with 12 participants

randomly assigned to each of the four experiments. The participants were graduate students
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ranging in age from 21 to 34, with 31 males and 17 females, each with normal or corrected to
normal vision. Prior to the four experiments, separate tests were conducted with four extra
participants, to validate and debug both the DataSlicer software and the experimental
procedure. Each of the 48 participants was first trained to work with our choice of front end
visualization software, then given a task to complete. The tasks focused on the common data
analytics concepts of finding outliers and identifying general data trends. After the initial
training, each participant was asked to complete their assigned task without using DataSlicer.
The resulting log files were analyzed for comparison with DataSlicer’s recommended “correct”
visualization. Next, the participants used DataSlicer to find additional solutions for the same
task, on the same dataset. We then compared the accuracy and speed for the participants’ task
completion with and without access to DataSlicer. The participants concluded their session by
providing feedback on DataSlicer through a questionnaire.

The analysis of the experimental results identified statistically significant
improvements when access to DataSlicer was available, both in terms of accuracy and speed
as we defined them. Welch’s analysis of variance (ANOVA) [40] confirmed that DataSlicer
aided participants, helping them to perform tasks significantly faster and more accurately,
compared to a traditional visualization system. The tasks assigned to the participants include
spatial outliers, local outliers, trend outliers, and general trends, which represent common
analytical tasks on real data. Thus, the improved accuracy and speed in our experiments

suggest better accuracy and speed for real-world data analysis.
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5.2 Tasks

Each participant was asked to perform one of the four different tasks, both with and

without assistance from DataSlicer:

=

Locating spatial outliers in an earthquakes dataset [39].
2. Locating data outliers in a baseball dataset [41].
3. Locating outlier patterns and trends in an economic dataset [42].
4. Recognizing the general trends in the (same) economic dataset [42].

The experiments were designed to cover common analytical tasks performed across a
wide range of data domains; the tasks and datasets used in the experiments are as provided by
[43]. The expert sequences for each task were generated and validated as part of the
experimental setup. The experts’ log files were retrieved from the front end visualization tool,

parsed, and integrated into DataSlicer as discussed in Section 4.4.

5.2.1 Task 1: Spatial outliers

This task used an earthquakes dataset [39] containing the location of 8,289 earthquakes
with magnitude 6 or greater throughout the world, from 1900 to 2013 (Table 1). The
participants were asked to find places (locations) on the map that contain earthquakes with
either: (1) outlier magnitudes; or (2) outlier number of occurrences. Given the set of all outliers
O, we define an outlier o € O as a value that is more than 1.5 inter-quartile ranges IQR = Q3 —
Q1 above quartile boundary Q3 or below quartile boundary Q1: 0 > Q3 + 1.5 IQR or 0 < Q1

~1.5IQR.
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Dataset Samples Attributes

earthquake 8289 17: Time, Date & Time, Longitude, Lati-
tude, Depth, Magnitude, Magnitude type,
Nst, Gap, Dmin, Rms, Net, ID, Updated,
Place, Type, Occurrences

baseball 495 10: Name, Position, Type, AB, Age, BA,
BB, G, H, RK
economic 2376 11: Country Name, Date, Exports, Im-

ports, Cost to Import, Health Expenditure
per Capita, Urban Population, Latitude,
Longitude, Population Total, Health Ex-
penditure Total

Table 1. The datasets, number of observations, and number of attributes with attribute descriptions

5.2.2 Task 2: Local data outliers

This task used a baseball dataset [41] containing 10 attributes for 45 baseball players
from the 2012 Major League Baseball season (Table 1). Participants were asked to find players
that were outliers based on a specific position or type. For example, a participant could look
for outlier players at the shortstop position by identifying all shortstop players, then search for
outliers within that subgroup. If a player contained any attribute that was an outlier relative to
the other players in the subgroup (hence the name “local data outliers”), then that player would
be reported as an outlier.

Given the outlier sets for a given position for the ten attribute 04, ..., 0,4, we define an
outlier o; € 0; as a value that is more than 1.5 inter-quartile ranges /RQ; above boundary Q; ,
or below boundary Q; 3,, that is, o; = Q; 3 + 1.5IQR; or o; < Q; 1 — 1.5IQR;. If a player has at

leastone o; V 1 < i < 10, that player is considered an outlier player.
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5.2.3 Task 3: Outliers in economic patterns

This task used a World Bank indicators dataset [42] containing 11 economic, health,
and population attributes for 216 countries for the years 2000 to 2010 (Table 1). The
participants were asked to identify the top eight countries in terms of average exports, then
determine which of these countries displayed an outlier pattern in terms of export statistics
over the given years. Outliers are identified by differences in the direction of the slope of their

trend lines versus the overall norm for a given attribute.

5.2.4 Task 4: General economic patterns

This task used the same dataset as Task 3 (Table 1). The participants were asked to
identify a visualization that showed the similarities and dissimilarities between the export and

import trends for the top country in the urban population category over the years 2000 to 2010.

5.3 Expert Solutions

The following steps were used in the expert sequences to solve each task.

5.3.1 Task 1

Identifying spatial outlier in the earthquakes dataset [39] involved two stages. First, the

threshold needed to filter non-outlier observations is found using a boxplot, similar to the one
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Figure 16. Boxplot demonstrating outliers in task 2

shown in Fig. 3. The whiskers on the boxplot define the exact upper and lower thresholds for
outlier values of magnitude or number of occurrences. Second, a map containing only the
outlier values (Figure 11) is generated. Locations of outlier earthquakes on the map can then

be identified.

5.3.2 Task 2

Similar to task 1, a boxplot is used to identify data outliers in the baseball dataset. First,
players are nested within either position or type. This has the effect of focusing on a specific
position or type. Next, boxplots for all ten attributes are generated to identify outlier thresholds
for each attribute, for the given subgroup of players. Any player with an attribute value outside
these thresholds, for any attribute, is considered an outlier player. Participants can hover over
the sample points above or below the boxplot threshold whiskers to identify specific outlier

players in the visualization (Figure 16).
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Figure 17. Multi-series line chart demonstrating outliers in trends in task 3

5.3.3 Task 3

Identifying export pattern outliers in the World Bank indicators dataset [42] involved
two stages. First, the top eight countries in terms of average exports were filtered by setting a
lower export bound to include only eight countries. Next, a line graph visualization of each
country’s exports over the years 2000 to 2010 was generated. The countries whose trend lines
deviated in slope from the norm (i.e., the trend lines that did not follow the ascending or

descending pattern of the norm) were deemed to be outliers (Figure 17).

5.3.4 Task 4

Recognizing general patterns in import and export data for the top urban population

country in the World Bank indicators dataset [42] involved two stages. First, the top urban
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Figure 18. Line chart demonstrating the trends of export and import for the top country in urban
population during 2000-2010

population country for 2000—2010 was identified by setting a lower bound on urban population
as a filter. Next, a line diagram was generated on imports and exports over these years. The
resulting visualization contains the top country’s trends for both imports and exports (Figure

18).

5.4 Results

The average results for accuracy (either the number of solutions found or the indicator
of whether the single correct solution was found) and for speed (the number of query steps
performed), both with and without assistance from DataSlicer, are detailed in Table 2. Based
on the average values in Table 2, the accuracy of user solutions for all tasks is at least two
times better, in absolute terms, with the help of DataSlicer. Moreover, the speed in obtaining

final visualization is at least three times better, in absolute terms, with DataSlicer.
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Based on Welch’s analysis of variance (ANOV A) tests [40], we determined that in each
of the four tasks, participants were both statistically significantly more accurate and faster with
help from DataSlicer. [38] We present the detailed statistical results in Appendix A. Based on
these results, we conclude that DataSlicer allows participants to find significantly more outliers
and trends, in significantly fewer data-specification steps, than unaided exploration. The tasks
assigned to the participants include spatial outliers, local outliers, trend outliers, and general
trends, which represent common analytical tasks on real data. Thus, the improved accuracy
and speed in our experiments suggest better accuracy and speed for real-world data analysis.
The questionnaire results (see Appendix B) were also positive. On a scale of 1 to 7, with 1
being lowest and 7 highest, the participants rated the usefulness of DataSlicer as 5.44, on
average, and the accuracy of DataSlicer as 5.94, on average. Finally, the participants were more

confident about their answers with DataSlicer than without (5.88 versus 5.46, on average).
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Chapter 6

Visualization Client

We now present our custom-built the front end for the DataSlicer system. It is a
prototype tool that allows users to build visualizations for solving exploratory tasks in data
analytics. Figure 19 gives a visual overview of the front end. We break the interface into key
components and examine the functions provided by each component in detail. Roughly, the
front end can be broken down into four parts: a sidebar, shelves, a workbook and a prediction
display. These components are highlighted in Figure 20, with the sidebar on the left, the shelves
running along the top, the workbook for displaying visualizations in the center, and the
predictions list on the right. Recall that our system requires a log of user actions performed in
visualization front end (section 4.4.1). Our front end is also designed to provide detailed logs

as required by the back end of DataSlicer.

6.1 Sidebar

The sidebar provides the options needed to generate visualizations. A user’s
exploration begins by selecting a database for his task. The front end is designed to support
CSV (Comma Separated Values) files. Once a database is selected, it is loaded into the system
and its fields are populated for user to work with. Apart from the fields that are present in the

database, the system also generates additional fields on its own. These are ‘“Number of
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Figure 19. Overview of visualization front end

Records” and an average of a field’s value for all numeric fields. For example, if magnitude is
a numeric field present in the database, our system will generate an additional field for average
magnitude. Available fields are listed in “Fields” drop-down menu. These can be added to
construct a visualization by moving them to specific shelves.

Shelves act as placeholders for fields in the visualization. We offer four shelves for
user to work with: X, Y, Filter, and Detail. X and Y shelves correspond to x-axis and y-axis
respectively. Filter shelf lets users apply filter on the data and Detail shelf is used to group the
data. When using system generated fields like Number of Records or average of numerical
fields, users must select a grouping clause by adding a field on Details shelf. E.g., Magnitude
of earthquakes can be grouped by places or date. Only by selecting a sensible grouping clause

can the aggregated fields provide useful information.

66



DataSlicer

- B
plllll-ull.

8

Figure 20. Visualization front end with different sections highlighted

Once the user is satisfied with placement of fields on different shelves, he can select a
visualization type by using the “Change visual” drop-down menu. Our system provides line
charts, multi-series line charts, boxplots, bar charts and maps. After the user selects a
visualization type, he clicks “Create” to generate the visualization for selected data
specification. The visualization is displayed in workbook area. If the field selection is improper
for the selected visualization, an error message will appear in a designated error window
(Figure 21a). To save all past visualizations, our system retains them in the workbook area,
adding new visualizations to the list as they are generated. Note that the shelves only
correspond to the most recent visualization.

The Clear workbook button allows users empty all the shelves and remove all the
visualizations in workbook area. It also removes any applied filters. As mentioned previously,

the visualization front end tracks all user actions. These can be downloaded in as a text file
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using the “Download log” button. The DataSlicer back end processes this log file to generate
predictions, which are also stored in the form of a text file. The visualization front end reads
the predictions from this file and generates the visualizations it specifies. The “Choose file”
option allows users to select the output file generated by the back end.

Filtering is an important form of data transformation and a basic feature offered in all
visualization software. Our front end also users to filter data. First, users must add a field on
which to apply a filter on the filter shelf. This creates a button on the shelf for that field. When
user clicks on the button, its applied filter values are displayed in the sidebar (Figure 21b). The

first time that the filter is loaded, these values are “N/A”. In the “Higher than” text box users
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can enter a lower limit for the field. This restricts the visualization so that only attribute values
higher than the lower limit will be included. Similarly, an upper bound can be set using the
“Lower than” text box. In fig. 21b, a lower bound of 7.0 is applied to the average magnitude.
When a filter is applied to categorical fields like Country Name, Date, etc., the “Higher than”
field acts as “Include” and the “Lower than” field acts as “Exclude”. For example, if user on
wants to visualize the data for the United States, India and China, he can enter “United

States,India,China” in the “Higher than” field.

6.2 Shelves

In order to create visualizations, a user must add fields on appropriate shelves. The
shelves are displayed at the top of the front end. Once a field is added to a shelf, it appears on
the shelf appended to any existing fields. This field is also added to the drop-down list next to
the corresponding shelf. If user needs to remove a field, he can select it from this list. The
selected field is removed from the shelf and is no longer included in the current visualization.
Figure 22 shows the shelves populated to form the visualization in Figure 19. To display places

with an average magnitude (of earthquakes) higher than 7.0, the user must add the constraint
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to the Filters shelf. Once added, he can set the filter value to 7.0 as a lower bound by adding
7.0 to the “Higher than” text box as discussed in section 6.1. To find an average, magnitude
values must be grouped together by some grouping clause. One possibility is to group them by
places; i.e., all the earthquakes that occurred at the same location will be grouped together and

their average will be plotted on the map at the location of that place.

6.3 Workbook

The workbook area is where users’ visualizations are displayed. Figure 19 shows one
such visualization created by plotting average of earthquake magnitude grouped by location,
and only including average magnitudes higher than 7.0. The visualization front end in
DataSlicer system uses Google maps for building map visualizations. Recall that all the past
visualizations from the current session are retained in the workbook area. New visualizations
are appended to the end of the workbook. Even though the shelf information for past

visualizations is not retained, it can be identified by examining a visualization if needed.

6.4 Prediction Display

The right area of the visualization front end is dedicated to the prediction display
component. As discussed in section 6.1, user can run the back end on a log, then select the
resulting prediction file to display predictions in the front end. When a prediction file from the
back end is selected using “Choose File”, the system parses predictions in the given file. Our

system currently supports up to five predictions, displayed in the front end, but this number
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Figure 23. Sidebar and shelves in the visualization front end as updates by a user

can be changed as per user’s requirement. Figure 23 displays first four predictions as presented
in Figure 19.

A separate region is assigned for each prediction (as seen in Figure 23) which allows
users to examine all the predictions simultaneously. A user can then choose the most

appropriate prediction, or the one he wants to examine in more detail, by clicking on the given
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prediction. This will repopulate the shelves accordingly, producing the predicted visualization

in the workbook area. A user can then continue his exploration with the updated workbook and

shelves. Note that all of these actions are logged in the log file along with any other actions

performed by user prior to and after requesting assistance.
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6.5 Example Workflow

To demonstrate how the system might be used, consider a naive user asked to solve our
task of finding outliers in the average magnitudes in earthquake dataset. The user must first
select the earthquake dataset, loading its fields and deriving the additional fields that are
computed (See Figure 23a). Next, he may try to plot average magnitude using one of the
available chart types. Assume the user decides to use a bar chart, adding “time” to X-shelf, “avg
mag” to y-shelf, and selecting “bar” to create the visualization (Fig. 23c). Since the user did
not select any grouping clause for averaging the magnitude values, the system will print an

error message (Figure 23b).
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Figure 27. Prediction showing location on the map which are outliers in average of magnitude of
earthquakes

Not knowing the best grouping clause, the user tries to may “time” on details shelf.
This produces a visualization with very little insight. Moreover, it provides no obvious follow-
on steps. At this point, the user can start over or ask for help from our system. If he chooses to
ask for help, he will download the log and provide it to the back end. The system will parse
the log, which contains entries for each step the user completed during his visualization
session, and generate five suggested visualizations to help the user proceed with his
exploration. The user selects the output file in the visualization front end. This will load the

prediction boxes on the right as shown in Figure 24.
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A closer look at third prediction in Figure 24 shows that it’s a boxplot. A complete
view of this boxplot is shown in Figure 25. Since this is a helpful suggestion to complete the
task, the user clicks on the boxplot suggestion to view it in the workbook. The shelves’ values
are updated to those shown in Figure 26. The user can continue his exploration at this point or
ask the system for additional help. If help is requested, the system will provide a better
visualization, a map that shows all average magnitude locations that are outliers. The user can
choose this map from the prediction box, as shown in Figure 27.

Alternatively, the user may come across a prediction that is not related to his task, but
is itself interesting. For example, the 4™ prediction in Figure 23 is a boxplot of the number of
records grouped by locations of earthquakes. It is same as the visualization shown in Figure 3,
which is a solution to a separate task of finding outlier locations in the number of earthquake
occurrences. This way, a user can use DataSlicer to solve his exploration task or to find other

interesting visualizations in his database.
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Chapter 7

Conclusion and Future Work

This thesis motivates the need for a recommendation system during exploratory data
analysis. The proposed approach builds a framework to allow the capture if a user’s data and
visual specifications in a visualization front end. These specifications are used as input to a
recommendation system that, at any point during exploration, predicts the task the user is
performing, then suggests the next best data slice and appropriate visualizations based on the
slice. We hypothesize that for common analytical tasks like locating outliers or identifying
trends in a dataset, only a small subset of a dataset is needed to solve the task. Inexperienced
users face difficulty finding this data subset, even for small datasets. We built our proposed
system and confirmed our hypothesis by conducting controlled experiments involving human
subjects.

Our recommendation system defines a graph structure to structure data and visual
specifications for different visualizations. Matching and ranking algorithms as explained in
section 4 are used to generate recommendations at any point during exploration. In our
experiments, the DataSlicer system significantly improved both the accuracy and speed for
identifying spatial outliers, data outliers, outlier patterns, and general trends. When asked for
recommendations, the system quickly predicted what a participant was searching for, based on
their initial operations in the visualization system, then presented recommendations that
allowed the participants to properly transform the data in ways that immediately identified the

desired solutions.
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An import aspect of the DataSlicer system is its scalability. Although the experiments
we performed involved relatively small datasets, participants still struggled to complete the
tasks. Based on this, we believe it is safe to assume that the participants will have even more
difficulty with larger datasets. As discussed in section 4, system performance is insensitive to
dataset size, depending instead on the size of expert graphs used to generate recommendations.
With a larger graph size, the system will also have more interesting nodes to choose from for
recommendations and thus, can potentially provide better solutions.

As discussed in Section 4, our system can work in two ways: as a prediction system,
where expert user solutions are assigned higher weight during prediction, or as a
recommendation system, where past sequences of all users (expert and non-expert) are used.
In order to evaluate the performance of our system as a recommendation system, we assembled
a separate data slice graph from twelve non-expert user sequences, obtained from our original
experiments on identifying outliers. Here, the data slice graph did not include any expert
sequences. The result, classified as a “recommendation graph”, was significantly different from
the “prediction graph” that was used in the original experiments. We ran preliminary tests to
assess the quality of the recommendations our system produced based on the recommendation
graph. Unfortunately, the results were unsatisfactory, and no graph nodes were of significant
help to users for solving Task 1 with DataSlicer. This confirms the intuition that these tasks
are difficult to complete by users that are not experts in their fields, reinforcing the need to
include expert sequences in our prediction graphs. It remains to be seen if the recommendation
graph becomes a useful tool for simpler tasks, or improves with a significantly larger user base.

We believe this are both important directions for future work.
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Section 4.2.2 presents one possible interestingness measure, based on setting a
threshold for amount of time spent viewing a visualization. There are numerous other
possibilities, suggesting we can experiment with different interestingness measures to identify
the best ones to use in terms of accuracy and efficiency. Similarly, different matching and

ranking algorithms can be developed to further improve the system.
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Appendix A

Detailed Statistics for Experimental Evaluation

We used Welch’s analysis of variance (ANOVA) [40] to search for significant
differences between the participant performance with and without assistance from DataSlicer.
The results show that the participants were both faster and more accurate with access to
DataSlicer than without, with all p < 0.01. Increased speed means that fewer data-
specification operations were required with DataSlicer than without to identify a correct
visualization. Better accuracy means that more outliers were located with DataSlicer than
without, and general trends were located with DataSlicer but not without. Below we include a

detailed report for each task.

Task 1. During task 1, the participants were asked to identify locations that contain outlier
earthquakes based on magnitude and number of occurrences. For both attributes, the
participants were more accurate, finding on average 9.9 outliers without DataSlicer versus 30
outliers with DataSlicer for magnitude, and 4.9 versus 83 outliers on average for number of
occurrences  (F(1,11) =57.85,p < 0.0001 and F(1,11) = 2966.98,p < 0.0001,
respectively). The participants also required significantly fewer data-specification steps to
complete the task with DataSlicer (3.0, on average) than without (17.08, on average). A
comparison of the average number of data-specification steps combined over both tasks

yieldedF(1,11) = 98.06,p < 0.0001.
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Task 2. During task 2, the participants were asked to identify players with outlier attribute
values for a specific position or type. For both categories, the participants correctly identified
more outlier players with DataSlicer than without (0.17 versus 1 outlier on average,
F(1,20.29) = 28.74,p < 0.0001 for position and 0.92 versus 3 outliers on average,
F(1,12.06) = 26.26,p = 0.0002 for type). The participants also located more total attributes
that contained outlier values using DataSlicer (0.58 versus 2 attributes found on average,
F(1,13.87) = 29.96,p = 0.0001 for position and 0.42 versus 1 attribute found on average,
F(1,17.28) = 28.74,p = 0.009 for type). Finally, the participants required fewer data-
specification steps to report their results: 16.91 data-specification steps on average without

DataSlicer, and 2 with DataSlicer, F(1,11.08) = 114.3,p < 0.0001.

Task 3. During task 3, the participants were asked to identify the top eight countries by average
exports, then to determine which countries’ trend lines for each of the 11 attributes displayed
outlier characteristics. The participants were able to correctly choose the top eight countries
both with and without DataSlicer. However, the participants correctly located more outlier
trend lines with DataSlicer (2.0, on average) than without (0.5, on average), F(1,13.22) =
26.71,p = 0.0002, and they were faster in terms of the number of data-specification steps
required to identify the outliers (an average of 16 without DataSlicer versus 2 with DataSlicer),

F(1,11.04) = 58.06,p < 0.0001.

Task 4. During task 4, the participants were asked to construct a visualization highlighting the

similarities and dissimilarities between “export” and “import” trends for the top “urban

85



population” country over the years 2000 to 2010. Twelve participants volunteered to complete
Task 4. Without DataSlicer, six of the participants were able to correctly obtain a final
visualization, while the remaining six could not. With DataSlicer, the number of participants
who were able to find a correct visualization increased to eleven, a significant improvement in
accuracy, F(1,17.15) =5.85,p = 0.03. Moreover, the participants using DataSlicer
accomplished the task more rapidly in terms of data-specification steps performed (an average

of 12.75 without DataSlicer versus 4 with DataSlicer, F(1,13.56) = 20.21,p = 0.0006).
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Appendix B

level of difficulty facedbyuser (2 21255441 4 3 3 3
level of the system’s usefulness (4 2 5447566 7 7 6| 525
level of the system'saccuracy |4 556 57467 7 7 6| 6.17
user’s confidence about the 7537444577 6 7 55

correctness of his/her own answer

user’s confidence about the

: 4656673667 6 17 975
correctness of system’s answer

Task 1

|

level of difficulty faced by user |1 2 6 2 3 4 42 2 4 2| 2.83
level of the system’s usefulness |7 55 6 6 77 6 6 6 6| 6.17
level of the system’s accuracy |6 6 6 757 7 7 7 7 7| 6.58
user’s confidence about the 4636647775 4 6| 542

correctness of his/her own answer

user’s confidence atzout the 6666677766 7 6 6.33
correctness of system’s answer

Task 2

level of difficulty facedbyuser |2 33445545 2 2 6| 375
level of the system’s usefulness |7 4 77 6 4 6 4 6 595
level of the system'saccuracy |7 4 6 74 6 6 56 7 7 17 6

user’s confidence about the
correctness of his/her own answer

user’s confidence about the
correctness of system’s answer

(o)}

6667445537 5 7| 542

556766656 6 6 7| 592

Task 3

level of difficulty facedby user (3 22245436 3 6 2 35
level of the system’s usefulness |7 6 6 7 6 74 53 2 1 4.58
level of the system’saccuracy (7 77 77 7353 2 4 1 5
user’s confidence about the 7657665257 6 4 55

correctness of his/her own answer

user’s confidence about the

2 de 706 7070 5060353 519
correctness of system’s answer

Task 4

Table 2. The users’ questionnaire for tasks filled by participants with values in range of [1-7]
where 1 is the lowest and 7 is the highest degree

87



