IF A MATRIX HAS ONLY A SINGLE EIGENVALUE
HOW SENSITIVE IS THIS EIGENVALUE? I1
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Abstract. For matrices with a single eigenvalue the sensitivity of the eigenvalue to perturbations
in the matrix is analyzed. Simple bounds are derived that separate the influence of the index on
the eigenvalue sensitivity from the influence of the non-normality. The bounds suggest that the
eigenvalue error grows proportional to the departure from normality when the index is large, while
a small index weakens the influence of the non-normality on the eigenvalue error.

Numerical experiments with matrices that are diagonally similar to a Jordan matrix illustrate
that the bounds accurately predict the behaviour of the error. It is also shown how to determine a
‘refined’ Schur decomposition of a Jordan matrix.
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1. Introduction. We continue the work in [1], where we derived eigenvalue
perturbation results for matrices that have a single eigenvalue. A matrix with a single
eigenvalue A has a Jordan decomposition A = XJX !, where all diagonal elements of
J are equal to A. In [1, Corollary 5.1] we used a refined Schur decomposition to bound
the difference between A and an eigenvalue of A + E, because the resulting bounds
can be much tighter than those based on a Jordan decomposition. The bounds are
expressed in terms of || E||, the departure of A from normality and the index of A (the
index is the size of a largest Jordan block and it is a measure for the defectiveness of
the eigenvalue). Our goal here is to achieve a better understanding of these bounds. In
particular, we want to separate the influence of the index on the eigenvalue sensitivity
from the influence of the non-normality.

We distinguish between two types of non-normal matrices: weakly and highly
non-normal. Based on a bound by Elsner [2], we showed in [1, §6] that an eigenvalue
of a weakly non-normal matrix is insensitive to perturbations. It basically behaves
like an eigenvalue of a normal matrix, and the index has no effect on the eigenvalue
sensitivity. In the context of highly non-normal matrices, we simplify the bound
[1, Corollary 5.1]. The simplified bounds suggest that the eigenvalue error grows
proportional to the departure from normality when the index is large (where the
definition of large is in reference to the departure from normality), while a small
index weakens the influence of the non-normality on the eigenvalue error (§2).

For the numerical experiments we selected a class of matrices whose index and
departure from normality are easy to control: matrices that are diagonally similar
to a Jordan matrix. To determine their refined Schur decomposition we first derive
a refined Schur decomposition of a Jordan matrix (§3). The numerical experiments
illustrate that the bounds in §2 are tight for this particular class of matrices, and
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that they accurately estimate the influence of the index and of the departure from
normality on the eigenvalue error (§4).

2. Interaction between Non-Normality and Index. We simplify the bound
[1, Corollary 5.1] in order to separate the influence of the non-normality on the eigen-
value sensitivity from the influence of the index.

Our bounds are based on a Schur decomposition. A complex matrix A with a
single eigenvalue X has a Schur decomposition A = Q(A\ + N)Q*, where @ is unitary
and N is strictly upper triangular. Here I is the identity matrix, and the superscript *
denotes the conjugate transpose. Although the non-normal part N is not unique, the
departure from normality ||N||r in the Frobenius norm is [5, §1.2]. Here we measure
the departure from normality in the two-norm, ||N||. Since

NI < [INllF < VNl

for a matrix of order n [3, (2.3.7)], our measure of non-normality is never more than 1/n
away from the unique quantity || N||r, regardless of the choice of Schur decomposition.
We distinguish two types of non-normal matrices: weakly and highly non-normal.
In [1, §6] we called a matrix weakly non-normal if ||N|| is on the order of machine
precision. We call a matrix highly non-normal if || N|| > 1.
Let p be an eigenvalue of A+ E. In [1, §6] we used a bound by Elsner [2, Satz 3],

(2.1) A= pl <[IE] +[IV]],

to argue that the eigenvalue of a weakly non-normal matrix is insensitive to pertur-
bations, and that the index has essentially no effect on the sensitivity.

However, as Elsner already observed [2, §3], this bound is not necessarily tight.
This can happen in particular when the matrix is highly non-normal.

EXAMPLE 2.1. Let

A et A et
(0 5) w2 %)

where 0 < € < 1. The departure from normality of A is |N|| = €', and the pertur-
bation is ||E|| = €. The error in any eigenvalue p of A+ E is |A — p| = 1, whereas
(2.1) gives the larger bound |X — pu| < e+e 1.

Since (2.1) can be too pessimistic for highly non-normal matrices, we derive a
more suitable bound for this case. To this end we use a ‘refined Schur decomposition’
[4, §10], [6], [10],

A=Q0\ +N)Q",

where @) is unitary and

)\IQ * - *
(2.2) M+ N = :
*

Al

is block upper triangular. Here s is the index of A, i.e., the size of a largest Jordan
block in a Jordan form of A. The identity matrices I are of order ng, where ny is the
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number of linearly independent generalized eigenvectors of A of grade s — k + 1. In
particular, n, is the geometric multiplicity of A\. The I}, are placed along the diagonal
in increasing order,

lf;nlf;ngs...

< ng.

The vector (ns ns—1 ... ny) is the Weyr characteristic corresponding to X [11,
pp 114]. The triangular matrix AI + N in (2.2) is, apart from a permutation, in Weyr
form [11, Definition 3.3].

In particular, if A is nondefective (semisimple), then s = 1 and A = Al is a
normal matrix. If A is maximally defective (nonderogatory), then s = n and ny = 1,
1 < k < n. In this case the absolute values of the entries of IV are uniquely determined,
regardless of the choice of Schur decomposition [8, Theorem 3], [11, Remark, p 119].

The refined Schur decomposition can be used to improve a bound by Henrici [5,
Theorem 4] for the special case of matrices with a single eigenvalue [1, Corollary 5.1],

A —pl*
(2.3) < |1E].
IV + (A = p INF=2] + o A= ot
Since we do not find this bound is easy to interpret, we simplify it. The simplifi-
cation is motivated by the following example.
EXAMPLE 2.2. Let

A7 Ao
C= |, o+E= .
n n
A € A

be matrices of order n with 0 < n and 0 < € < 1. The error in any eigenvalue p of
C + E equals

A= p| = (e HY™
Since ||N|| =n and ||E|| = € this error can be written as

(24) A=l = (1B V|~

We simplify the right-hand side in (2.3) by bounding it by a small multiple of
(2.4). To this end we assume |A — p| < |[|N||. Because Elsner’s bound (2.1) guarantees
A= | < ||E|| + ||N]|, this is a reasonable assumption, provided ||E|| is sufficiently
small and the matrix is at least moderately non-normal, ||N|| > ||E||. The simplified
bound below follows from (2.3) as well as from [5, Theorem 4].

THEOREM 2.1. Let A = Q(M + N)Q* be a refined Schur decomposition (2.2). If
N[ >0 and ||N|| > [X — p| then

A=l < s (BN INTPHYe.

Proof. Set n = ||N|| and € = ||E||- The bound (2.3) implies

s—1 s—1 k
) -
|)‘_N|s <e E :|)‘_N|kns_l_k — 6,’75—1 (| N|) < 86773_1.
k=0 k=0 N
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Applying Theorem 2.1 to the matrix A in Example 2.1 gives
A —pl < V2.

The bound has the correct order of magnitude and differs from the true error only by
a factor of v/2.
Applying Theorem 2.1 to the matrix C' in Example 2.2 with € < 1 gives

|/\ _ :U/| < nl/n(e nn—l)l/n.

The bound differs from the true error only by a factor of n Since s'/¢ approaches
1 as s increases, the bound from Theorem 2.1 becomes tighter as n grows. Contrast
this with the extended Bauer-Fike Theorem [7, Theorem 2], [12, Theorem IV.1.12]
applied to C. Let C = XJX~! be a Jordan decomposition. When 7 > 1 the Jordan
condition number is

1/n_ 1/s

K(X) = IX[HIXH =0,

and the extended Bauer-Fike theorem gives

n—1 1/n
IA—p| < (enm )t/ (Z I/\—ul’“> :
k=0

The Bauer-Fike theorem is tighter than Theorem 2.1 only for those matrices with
1 <n<1/"e (so that |\ — u| < 1). For all other moderately to highly non-normal
matrices, i.e. 7 > 1/ "/, Theorem 2.1 is tighter than the Bauer-Fike theorem.
When the departure from normality is at least moderate, the bound in Theorem
2.1 can be simplified further.
COROLLARY 2.2. If, in addition to the conditions of Theorem 2.1, |N|| > 1 then

A=l < sV E(MY N

The bound in Corollary 2.2 grows in proportion to the departure from normality.
It is as tight as the one in Theorem 2.1 if s is large enough with reference to ||N||,
that is, if [|N||®~D/% ~ ||N||. Below we specify more carefully what this means by
requesting that ||N||¢*=1)/¢ > .1||N||. This ensures that the bound in Corollary 2.2
differs from the one in Theorem 2.1 by a factor of at most 10.

REMARK 2.1. In addition to the conditions of Theorem 2.1 let also ||N|| > 1.

If ||N||Y/* < 10 then

A= ul < sV |E|Me N,
where

IE(V* INII < 10 (I E] NP~ 1)Ye.

Therefore if the index of a highly non-normal matrix is large in reference to its
departure from normality, i.e. | N||'/* < 10, then the error bound grows proportional
with the departure from normality. If the index is small, i.e. ||N||*/* > 10, then the
index dampens the impact of the non-normality in the bound.

To illustrate that the bound in Corollary 2.1 can be tight we perform numerical
experiments on a simple class of matrices, namely those matrices that are diagonally
similar to a Jordan matrix. In order to do so, we first need to determine a refined
Schur decomposition of a Jordan matrix.



3. Schur decomposition of a Jordan Matrix. We show that a refined Schur
decomposition of a Jordan matrix is merely a symmetric permutation, where eigen-
values associated with eigenvectors of the same grade are placed next to each other.

Let J be a Jordan matrix of size n with a single eigenvalue A. We want to find a
refined Schur decomposition J = QT'Q* where T = AI + N is as in (2.2). Since one
can choose an orthonormal basis for a generalized left eigenspace of J from columns
of the identity matrix, we construct () as a permutation matrix that permutes J to a
matrix T with the structure (2.2).

We describe @ and T with the notation from [9]. Let J be a block diagonal matrix

(3.1) J=diag(J: ... I | L. | JE T,

where

Ji = o ,  1<j<m, 1<i<t
: 1
A

is a Jordan block. There are r; Jordan blocks of order s;, and ¢ different orders s;,
1 <4 <t. The Jordan blocks are placed along the diagonal in decreasing order,

S1>8>...>8 > 1.

The index s of X is the size of a largest Jordan block, s = s;.
Partition the Schur vectors ) conformally with (2.2),

(3.2) Q=(Q1 ... Qs).

The columns of the n xnj matrix @, represent an orthonormal basis for the generalized
left eigenspace of A of grade s — k + 1. The following notation helps to count the
columns in @;. Define

fi=ri+... 4+ 1< <t

The geometric multiplicity g of ), i.e., the number of linearly independent eigenvectors
of ), is the total number of Jordan blocks,

g=fe=r1+...+r.

Each Jordan block has one eigenvector. A Jordan block of size s; (the Jordan block
of smallest size) cannot have a generalized eigenvector of grade larger than s;. Thus
ft is also the number of generalized eigenvectors of grade k for 1 < k < s;. In
general, Jordan blocks of size s; or larger have generalized eigenvectors of grade s;,
while Jordan blocks of size less than s; do not. Thus, f; is the number of generalized
eigenvectors of grade s;. Since a Jordan block of size s; cannot have a generalized
eigenvector of grade larger than s;, f; is also the number of eigenvectors of grade k
where s;11 < k < 8; (8441 = 0). Since the columns of Qs 1 are generalized left
eigenvectors of grade k, Q;_r+1 has f; columns where 7 is such that s;11 < k < s;.

Denote by m(l) the end position of the I-th Jordan block from the top. Decom-
posing

l:f171+.7a ]-SJST’U 1stt5
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allows us to write
m(l) =m(fi—1 +J) =s1r1 + ...+ si—1rim1 + Jsi,

where so = 79 = fo = 0. The canonical vector e, is a left eigenvector of J, and
em(1)—1 is a generalized left eigenvector of grade 2 of J. In general, e,,(;)_p41 is a
generalized left eigenvector of grade k of J.

Before stating the theorem formally, we present an example that illustrates how
to obtain a refined Schur decomposition of a Jordan matrix.

ExAMPLE 3.1. Let J have two Jordan blocks of size 4 and one of size 2. To
distinguish the copies of \, we write

A1
Ay 1
A3 1
A4

As 1 |
Ae 1 |
A1

As |
|
|

A9 1
Ato

The geometric multiplicity is g = 3 and the index is s = 4. With the notation above
s1=4, mn=2, fi=2,
sa =2, rT9o=1, fo2=23,
and
m(l) =4, m(2)=8, m(3)=10.

To determine a refined Schur decomposition, construct a permutation matric
as follows. The last three rows of Q* are left eigenvectors of J, and the rows above
these are generalized left eigenvectors of grade 2. Thus the grade of the generalized
left eigenvectors in Q* increases from bottom to top.

To count the columns in Qs—_k41, start with k = 1, where Q4 = Qs—ky1 has
f2 = 3 columns. Next is k = 2, where Q3 = Qs—r+1 also has fo = 3 columns because
k < s2. When k =3 then Q2 = Qs—g+1 has f1 = 2 columns because s < k < s1. At
last k = 4 = s1, where Q1 = Qs_g+1 has f1 = 2 columns. The resulting permutation
matrix is

Q=(61 €5 | €2 €g | €3 er €9 | €4 €g 610).

We determine Q*JQ by first permuting the columns,

M 1
1
A3

|
| |
| |
" | |
5
J@= | e | 1
| | A7
| |
| |
| |

A9




and then the rows,

A1 1

As

A2
X6

A9

A4
A8

| |
| |
| |
| |
| |
| |
| |
| |

|
|
|
|
| A7
|
|
|
|

A1o

Now we are ready to determine a refined Schur decomposition (2.2) of a general
Jordan matrix. Define

I k1 =Lk O), siv1 < k < si,

where I;_py1 is the identity matrix of size f;. When k = s;11 + 1 the rectangular
zero matrix O has f;11 — f; columns, otherwise it is empty.

THEOREM 3.1. The Jordan matriz J in (3.1) has a refined Schur decomposition
J = QT Q* with the following properties.

The Schur vectors Q = (Q1 ... Qs) satisfy

(3.3) Qs—k+1 = (Em1)—k+1  Cm(2)—k+1 -+ Cm(fi)—k+1)>
where s;jy1 <k <s; and 1 <k<s.
The upper triangular matriz T is of the form
AL L
A, I
(3.4) T= :

Is—l
Al

Proof. We show that QT Q*, where @ is as in (3.3) and T as in (3.4), is equal to
J. To this end multiply

AL L Q1
AL Ip Q3
QTR =(Q1 Q2 ... Q) R :
Zs—l -
A Q3
Q7

Q3
=M1 Qi +AQ2 ... Qi1 +2Q,) |

Q:
= AQ1Q7 + (Q1 +AQ2)Q3 + ... + (Qs—1 + AQ5)Q5,
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where ka = Qkfk. Since (@ is unitary,

QTQR* = MNQ1Q} +...QsQ%) + (Q1Q3 + ... Qs-1Q7)
=AM+ (Q1Q5 + ... Qs—1Q7).

The diagonal elements of Q*T'Q) are all A because QT'Q* is a symmetric permutation
of T'. Hence it suffices to show that the symmetric permutation places the ones in the
same position as in J. _

To evaluate the products Qs—xQ; ., identify the columns of

*
€m(1)—k+1
*
. €m(2)—k+1
s—k+1 .

Cm(fi)—h+1
(3.5) =(0 ... 0 es 0 ... 0O e2 O ... 0 e O ... 0),

where ¢; is in position m(i) — k + 1, and 0 represents a zero column. Hence

és—kQ:—lﬁ-l
= (em1)—k ©€m@)—k --- Cm(f)—k 0 ... 0)
(0 ... 0 eg 0 ... 0 eg 0 ... 0 ef, O ... 0)
:(0 ... 0 em(l)_k 0 ... 0 em@)_k 0 ... 0 em(fi)_k 0 ... 0)

where ep,j)—x is in position m(j) — k + 1. This means, all ones in the matrix
Qs kQs_p,, are on the superdiagonal. Furthermore, the positions of the ones are
distinct. Thus @1Q§ +.. .és_lQ: has

Ni+...+tNg_1=N—Ng=n—4g

ones on the superdiagonal. Finally, the zeros on the superdiagonal are in the correct
positions, that is, they are in positions (m(j),m(j + 1)), 1 < j < g — 1, because
according to (3.5), column e; is in position (m(j) — k + 1) so that column m(j) — k
of @S*kQ:—k—i-l is zero. Therefore QTQ* = J. O

The above Schur decomposition leads directly to a refined Schur decomposition
of a matrix C' that is diagonally similar to a Jordan matrix,

C =X +nZ, where Z=J-A

is the strictly upper triangular part of a Jordan matrix. Such a matrix appeared
already in Example 2.2. We selected this particular class of matrices because index
and departure from normality are easy to control.

Let C = XJX ! be a Jordan decomposition, where X is a diagonal matrix

X:dlag(Xl Xg),

and

s;—1
n



As defined in §3, s; is the order of the ith Jordan block. Let J = Q(AI + N)Q* be a
refined Schur decomposition as in Theorem 3.1, then

C=Q\ +nN)Q"

is a refined Schur decomposition of C' where AI + nN is of the form (2.2).

4. Numerical Experiments. We present numerical experiments to illustrate
that the bounds in §2 can be tight and that they accurately predict the influence of
index and non-normality on the eigenvalue sensitivity.

The test matrices are of the form C' = AI + nZ and are diagonally similar to
a Jordan matrix, as described at the end of the previous section. They have order
n = 32 or n = 100, a single eigenvalue A = 0, Schur vectors ) = I, and Jordan blocks
of various sizes. The zero eigenvalue presents no restriction because we measure
only absolute errors |\ — p|. Without loss of generality one can assume @ = I
because the bounds in §2 are invariant under multiplication with unitary matrices.
The perturbation matrices E are random matrices whose entries come from a uniform
distribution on the interval (0.0,1.0).

All computations are performed in MATLAB (version 4.2c.1) in double precision
with IEEE arithmetic on an Intel Pentium 120 MHz processor. The eigenvalues p
of the perturbed matrix C'+ E are computed with the MATLAB function eig. The
computed eigenvalues should have a backward error of about €40 = 2.2204€ — 16.
This backward error becomes irrelevant if we make our perturbations much larger and
normalize them so that

€= ”E” = 1078 ~ V €mach-

The ‘exact’ eigenvalue error is computed as follows. Each C is perturbed by
10 different random matrices E. For each E, we compute the maximal eigenvalue
error max, |A — p|, where the maximum ranges over all eigenvalues 1 of C + E. The
‘maximal eigenvalue error’ in the Figures is the average of the maximal errors over all
perturbations E. The reason why we compute an average rather than a maximum is
this. Since the maximum of maximal eigenvalue errors could be much larger than the
average, it would be closer to our bounds and therefore make our bounds looks better.
To avoid this, we chose to compare the bounds to an average error. Fortunately, in the
case of the test matrices, average and maximal errors are of same order of magnitude
so that they cannot be distinguished on the logarithmic scale.

The accuracy of the bounds is evaluated in two ways: keep the non-normality 7
fixed and view the eigenvalue error |\ — u| as a function of the index s; and keep the
index s fixed and view the error as a function of non-normality 7.

Fig.4.1 plots the exact eigenvalue error and the bounds in §2 as a function of
index for matrices C of order n = 32, with five different values for the departure from
normality, n = 1078, 10~*, 1, 10%, 108. The vertical axis represents the average of the
maximal eigenvalue errors on a logarithmic scale, and the horizontal axis represents
the index. There are three different types of curves. A solid curve represents the
exact eigenvalue error, a dashed curve represents the bound in Theorem 2.1, and a
dotted curve represents the bound in Corollary 2.2.

For 7 = 1078 the dashed curve is below the exact eigenvalue error. Therefore
the condition |\ — p| < 7 in Theorem 2.1 does not hold. The exact eigenvalue error
does not differ much from e, i.e., the eigenvalue is insensitive, and the index does
not affect the eigenvalue error. Elsner’s bound (2.1) explains this: |A — u| < 2e. For
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n = 1078 the dotted curve coincides with the dashed curve. For n > 1078 the solid
curve clearly stays below 7, which means that the eigenvalue error is less than ||N||
and the assumptions of Theorem 2.1 are justified.

All of curves exhibit the same qualitative behaviour. They increase steeply for
index values from 1 to about 7, and from then on they essentially level off. Once the
curves have levelled off, dashed and dotted curves are almost indistinguishable. During
the steep increase, the eigenvalue errors are considerably smaller than the departure
from normality. The discussion following Corollary 2.2 explains these observations.
When 7 3> 1 and the index s is small, then n(*~1/5 « 5 so that the index dampens
the impact of the non-normality on the sensitivity of the eigenvalue. When n > 1
and the index is large, then n(®*~1/¢ ~ 5 so that eigenvalue error is proportional to
the departure from normality. The transition from steep increase to levelling off is
predicted by Remark 2.1, it should commence as soon as s is large enough so that
|IN||'/# < 10. For example, if 7 = 10® and s > 8, then Remark 2.1 implies that
ns=1/s differs from 7 by a factor of at most 10. This means, once the index has
increased beyond a value of 8, the eigenvalue error starts to level off and the index
has little influence on the error.

The dashed curves differ from the solid curves by a factor of at most 2.1654. Thus
Theorem 2.1 is almost tight for the test matrices.

Fig.4.3 shows a similar picture for matrices C' of order n = 100 with the same
values for departure from normality as in Fig.4.1.

Fig.4.2 plots the ‘exact’ eigenvalue error as a function of non-normality for ma-
trices C' of order n = 32, with four different values for the index, s = 8,11,29, 32.
The vertical axis represents the average of the maximal eigenvalue errors in units of
107, while the horizontal axis contains 10 different values of non-normality ranging
from 107 to 10%. The eigenvalue error increases linearly with the non-normality. This
agrees with Corollary 2.2, and it illustrates that non-normality is a multiplicative
factor in the eigenvalue error when the matrix is highly non-normal.

Fig.4.4 shows a similar picture for matrices C' of order n = 100 and index values
s = 8,23,85,100.
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