
ABSTRACT

PRASAD, SATHVIK NARAYANA. Systems and Techniques to Characterize Robocalls. (Under
the direction of Dr. Bradley Reaves).

Unsolicited bulk phone calls — also called “robocalls” — are among the most prominent

security issues facing individuals today. Despite wide-spread anecdotal discussion of the

problem, many important questions about robocalls remain unanswered. Characterizing

the robocalling landscape is incredibly challenging because of the lack of longitudinal

data about the robocalling ecosystem. Stakeholders like carriers, regulators, enforcement

agencies, and researchers lack the tools and techniques to study robocalls at scale.

This dissertation describes novel robocall characterization techniques and presents

our findings on the robocalling landscape by operating a large-scale telephony honeypot

over multiple years. First, we present a longitudinal analysis of unsolicited calls to a honey-

pot of over 66,000 phone lines. In addition to collecting call metadata, we mechanically

answer a subset of the call attempts to our honeypot. We empirically demonstrate that

most campaigns rarely reuse phone numbers and uncover two distinct Social Security scam

campaigns operating over multiple months.

Second, we develop SnorCall, a framework that scalably and efficiently extracts content

from robocalls. SnorCall leverages the SNORKEL framework that allows a domain expert to

write simple labeling functions to classify text with high accuracy. We then apply SnorCall

to a corpus of transcripts covering 232,723 robocalls collected over a 23-month period.

Among many other findings, SnorCall enables us to obtain first estimates on how preva-

lent different scam and legitimate robocall topics are, determine which organizations are

referenced in these calls, estimate the average amounts solicited in scam calls, identify

shared infrastructure between campaigns, and monitor the rise and fall of election-related

political calls.

Finally, we present a multi-vantage point assessment of the robocalling ecosystem by

collecting data from several independently-operated vantage points. These vantage points

range from industry and academic voice honeypots to public enforcement and consumer

complaints, some with over 5 years of historic data. Next, we address the non-trivial method-

ological challenges of comparing disparate data sources, including comparing phone num-

bers, audio and transcripts from about 3 Million voice calls. Using audio-transformer

models, we develop a robocall campaign clustering technique that scales to millions of

calls while maintaining comparable performance to audio-fingerprinting based techniques.



Among our many findings, we find that unsolicited calls are in slow decline, though com-

plaints and call volumes remain high. We also find that robocallers have managed to adapt

to STIR/SHAKEN, a mandatory call authentication scheme. In total, our findings highlight

the most promising directions for future efforts to characterize and stop telephone spam.
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CHAPTER

1

INTRODUCTION

Phone users depend on the phone network’s reliability to access life-critical emergency

services and convey critical information globally in real-time. We have grown accustomed to

placing a phone call and trusting the voice on the other end of the call to conduct important

business discussions, exchange personal information, and have private conversations.

However, the scrouge of spam calls has degraded the trustworthiness of a phone call.

Automated or semi-automated phone calls — also called “robocalls” — constitute a

significant source of concern. Robocalls reduce the trustworthiness of a phone call and

cause significant emotional and financial harm to the vulnerable population of our society.

Robocalls continue to be the leading cause of consumer complaints to the FCC and the

FTC.

Over the past few years, stakeholders have undertaken numerous initiatives to address

the problem of illegal robocalls. Policymakers have passed new regulations to combat robo-

calls, regulators continue to enforce the adoption of call authentication techniques among

carriers, and consumer agencies warn subscribers about fraudulent robocalls. Despite

these initiatives, subscribers are bombarded with robocalls, and people continue to be

victimized by illegal robocallers.

Researchers, carriers, regulators, and law enforcement agencies lack the tools and
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resources to combat illegal robocalls at scale. It is incredibly challenging for researchers

to collect real-world data about the robocalling landscape due to the nature of the phone

network. Consequently, the key research questions around mitigating illegal robocalls

remains unexplored by the security research community. Carriers are prohibited by law

from inspecting the contents of a phone call. However, critical information about robocalls

is often embedded within the call audio. Such restrictions limit the carrier’s ability to

analyze robocall content to mitigate illegal robocalls. Regulators and enforcement agencies

depend on reports from the public to initiate an investigation on illegal robocalls. A reactive

approach to combat illegal robocalls has a limited impact on protecting the public. Such

investigative techniques are time-intensive and not scalable. They require investigators to

listen to thousands of robocall recordings and manually process the data collected from

honeypots or subpoenas. This calls for better tools and techniques to characterize the

robocalling landscape.

1.1 Thesis Statement

In this dissertation, we present the findings from the largest academic telephony honey-

pot to date. We measure the volumes of unsolicited phone calls, study deceptive tech-

niques used by fraudulent robocall originators, and develop tools to uncover robocalling

campaigns. We develop a framework that enables a domain expert to automatically la-

bel robocalls using simple labeling functions. Using this framework, we uncover active

scam campaigns, study the evolution of well-known scams and quantify the prevalence of

different types of robocalls. Finally, we present a multi-vantage point assessment of the

robocalling ecosystem by collecting data from several independently-operated vantage

points and develop novel data characterization techniques to compare robocall data across

diverse data sources.

Thesis Statement: Automated campaign detection and semantic-aware labeling methodolo-

gies applied to audio and signaling data from multiple vantage points reveal and characterize

the Tactics Techniques and Procedures (TTPs) of robocalling and quantify the effectiveness of

defenses.
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1.2 Contributions

This thesis proposal makes the following contributions:

1. Develop a data processing pipeline to uncover robocalling campaigns based on

audio similarity [95]: We develop and deploy a large-scale telephony honeypot with

over 60,000 phone numbers to collect robocall audio and metadata. We develop

new techniques to uncover robocalling campaigns from our honeypot data. We also

measure trends in robocall volumes and report common deception techniques used

by robocallers.

2. Develop an NLP framework that can automatically label robocalls based on call

audio [96]: We develop SnorCall— a framework that analyzes robocall audio and en-

ables domain experts to automatically label robocalls using simple labeling functions.

We apply SnorCall to over 230,000 robocall recordings and measure the prevalence

of well-known scams. We also uncover new scam campaigns targeting vulnerable

populations in the United States.

3. Multi-vantage point assessment of the robocalling ecosystem [97]: We collect data

from several independently-operated vantage points and present a longitudinal evo-

lution of the robocalling ecosystem which includes the first measurement of call

authentication protocol called STIR/SHAKEN. We also develop a robocall campaign

clustering technique that uses audio transformed models and scales to millions

of calls while maintaining comparable performance to audio-fingerprinting based

techniques.

1.3 Organization

The remained of this thesis proposal is organized as follows: Chapter 2 provides the back-

ground on phone network and describes the prior work on telephone security. Chapter 3

describes how we deploy a telephony honeypot and develop systems to uncover robo-

calling campaigns. Chapter 4 presents SnorCall— a framework to automatically analyze

robocall content and accurately label robocalls using simple labeling functions. Chapter 5

presents a multi-vantage point characterization of the robocalling ecosystem from diverse

data sources. Finally, Chapter 6 concludes this dissertation and outlines future research

directions.
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CHAPTER

2

BACKGROUND AND RELATED WORK

In this chapter, we cover the background knowledge required for Chapters 3, 4 and 5. Sec-

tion 2.1 provides an overview of the modern phone network and explains how a typical

phone call is routed. Section 2.2 describes the different identifiers used in the phone net-

work, explains the format of a phone number and describes common spoofing techniques.

Section 2.3 describes the three important categories of unsolicited phone calls — robocalls,

voicemail spam and wangiri scam. Section 2.4 provides an overview of the ongoing efforts

to fight illegal robocalls and describes why these efforts continue to have a marginal ef-

fect on mitigating unsolicited phone calls. Finally, in Section 2.5 we discuss prior work on

telephone network security.

2.1 The Modern Phone Network

To understand why robocalls are such a challenging problem, we first need to review how

the modern phone network operates. A call is said to “originate” at the caller’s equipment,

facilitated by the caller’s carrier. It is the job of this carrier to “terminate” the call, which

has the counter intuitive meaning of “establishing the connection”, not ending it. If the

4



originating carrier provides service to the called party, termination is straight forward.

If however, the called party is served by another network, the originating carrier must

route the call signalling and media through one or more intermediate carriers to reach the

terminating carrier.

Carriers terminate calls using signalling protocols. In the PSTN1, the most common

protocol is Signaling System No. 7 (SS7). In VoIP, the most common protocol is Session

Initiation Protocol (SIP). Carriers interconnect by establishing network gateways, which

can operate over traditional PSTN trunks (called “TDM” in the industry) or VoIP, and often

translate both signalling protocols (e. g., SS7 to SIP) and media encoding (e. g., PCM to

Speex). It is important to note that when customers purchase VoIP-based telephone service

from a provider, the customer does not actually place calls on an end-to-end basis with the

called party. Instead, when the customer places a VoIP call, their local VoIP client software,

physical phone, or phone gateway terminates the call at a proxy maintained by the provider.

This provider-controlled proxy then routes the call to a peering partner’s proxy, which

forwards to another provider, and so on until the called party’s provider receives the call

and delivers it to the called party.

This state of affairs may seem surprising, but it is to prevent abuse of the network.

Further, carriers are not allowed to listen to call audio of subscribers to protect their privacy.

Instead, the call recipient must make a complaint, or the carrier must identify a malicious

operator by call metadata. Carriers are required by law to maintain records on all calls they

originate or route, but they are not required to make this information public.

2.2 Identity in the Phone Network

The principal identifier in the phone network is the phone number. While different countries

and regions have different formats, all are unified in the ITU E.164 general format for

numbers for unambiguous interpretation. Blocks of phone numbers are assigned to carriers

according to the North American Numbering Plan (NANP), which covers all of the United

States, Canada, and 23 other countries or territories. Carriers then assign numbers to

subscribers. A valid NANP number has a country code (e.g. “1” for USA and Canada), three

digit Numbering Plan Area code (NPA), three digit Exchange code (termed “NXX”) and a four

digit line number. There are fine-grained restrictions on NPA, NXX and the line numbers

1Public Switched Telephone Network
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which determine if a phone number is valid, assigned, toll-free, or charges a premium rate

when called.

The feature known as “caller ID” actually takes several forms in the PSTN. The first

form, Calling Line Identification (CLI) includes the phone number of the calling party in

the signalling information to setup the call. The second form is a 15-digit alphanumeric

string to identify the caller known as Caller ID Name (CNAM). CNAM is not carried in the

signalling of the call. Instead, the terminating provider performs a lookup for the CNAM

associated with a CLI by querying an authoritative database in the telephone network.

Caller ID in SIP headers: Caller ID in SIP calls is more complicated. Identity info can be

carried in the “To:” and “From:” fields of an INVITE message, the first signalling message

to set up a VoIP call. These fields are populated by the SIP client controlled by the end

customer. Some providers optionally append an additional identity header called a “P-

Asserted-Identity” header. This header is meant to indicate a “true” identity to be used

by the originating provider or its peers to traceback a source. Recently, a new standard to

authenticate phone calls, STIR/SHAKEN [58], has been developed and is in the earliest

stages of deployment. In this protocol, originating providers append a signature to the SIP

header indicating that they indeed originated the call. This is also intended to facilitate

traceback of abusive calls to their original source. When deployed, STIR/SHAKEN will be

the first and only widely-used cryptographic authentication mechanism anywhere in the

telephone network.

Masking caller information: Operations that make large amounts of unsolicited calls,

especially those doing so illegally, have a strong incentive to obscure their source phone

number. They may do this to entice callers to answer, to avoid easy blocking based on caller

ID, and/or to frustrate attempts to prosecute callers. There are a number of methods they

can use to accomplish this. The first is to ask the terminating provider to block the caller

ID to prevent it from being delivered to the called party. In the United States, callers can

precede their call with the prefix “*67” to do this. In practice, this provides little anonymity

because all carriers on the path see the true identity.

The second method is to purchase VoIP service from a provider who does not check

outbound “From” fields for correct values. Many providers allow arbitrary “From” fields

as a feature for customers who wish to present a main business number (e.g., a customer

support number) that may not be owned by that provider. This is the most common form

of caller ID spoofing. A special form of caller ID spoofing aims to match the caller’s first

six digits (NPA-NXX). This practice is termed “neighbor spoofing” as it is meant to entice

victims to answer a phone call believing it is a neighbor or local organization (such as a
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school). The final method is to simply purchase a very large pool of phone numbers and

rotate through them, often keeping them for only a short time. Operators have informed us

this is an occasional practice by mass unsolicited callers. We note that from our viewpoint

of measuring unsolicited phone calls, caller ID spoofing and simply having a large, rapidly

changing pool of numbers is indistinguishable. As such, in this work, we call the practice of

changing numbers frequently “line rotation” regardless of mechanism.

2.3 Types of Unsolicited Calls

There are three categories of unsolicited phone calls, and we describe each of the in detail.

Robocalls: The vast majority of unsolicited phone calls are robocalls. When answered,

these calls play a pre-recorded audio intended to inform or persuade the listener to take

some action. Not all robocalls are illegal or undesirable. Examples include public safety

announcements for evacuations or school closures. In the United States, calls made by

political campaigns are legal. Some telemarketing calls are also legal, provided they are not

targeted at cell phones, the called party has not subscribed to the FTC’s “Do Not Call” list2,

or the caller has given permission for the call. Not only do most individuals not care for such

calls, often these sales calls are for undesirable products criticized by consumer advocates,

like auto warranties. Some of the most active robocalling operations are committing outright

impersonation or fraud [59, 95]. Other calls are sales pitches for products or services that

may or may not actually exist [26]. Operations responsible for these frauds have estimated

revenues in the range of millions of dollars [78, 54].

Voicemail Spam: Two categories of unsolicited calls are not intended to be answered. The

first is voicemail spam. Rather than enticing their targets to listen to a recorded message in

realtime, voicemail spam “injects” the recording into the voicemailbox of the target [80, 132].

Spammers will place two simultaneous calls to the target so that the second call finds the

line busy and is redirected to voicemail. When the second call is connected, the first is

disconnected by the caller, often before it rings.

Wangiri Scam: The second type of unanswered call is known as a “one-ring” or “wangiri”

scam, derived from a Japanese term which translates to “One (ring) and cut”. In this scam,

the perpetrator first obtains a premium rate number that bills all callers at a high rate

(e.g. five dollars per minute). The perpetrator then calls a large number of victims indis-

criminantly, hanging up just after it starts to ring. These calls are effectively free for the

2Political robocalls happen to be explicitly exempt from do-not-call regulations in the US.
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perpetrator because incomplete call attempts are not billable. However, the victim sees a

missed call, and many victims will attempt to return the call, discovering they were billed

only after their phone bill arrives. This scam is especially effective in North America if the

premium rate number is obtained in certain Caribbean countries that are part of the North

American Numbering Plan, as those phone numbers appear to be domestic and are not

obviously charging a premium.

2.4 Current State of Illegal Robocall Mitigation

Robocalls remain a major problem despite extensive technical [132] and legal measures [49,

43, 110] designed to stop them. The failure of these mechanisms has a number of root

causes. Caller ID can be trivially spoofed, and illegal robocallers also regularly establish

new accounts with providers to continue operating. Prior research has proposed adding

authentication to legacy signalling protocols [134], in- or out-of-band end-to-end authenti-

cation [104, 102], fingerprinting devices [118] or call channels [19, 83], and work on human

factors [119, 89]. The latest approach is a protocol called STIR/SHAKEN [58]. This protocol

appends a signature from the originating provider to VoIP signalling authenticating the

call origin. While large carriers have implemented this protocol, most small carriers have

not. An additional problem is that calls originating overseas cannot be reliably authenti-

cated, and STIR/SHAKEN is incompatible with the substantial amount of legacy telephone

network infrastructure.

Call Traceback — methods and limitations: Determining the true source of a call requires

a time-consuming, manual process called “traceback”. Traceback requires the provider of

the called party to identify the telephone carrier that delivered the call to the end provider.

A traceback request is then sent by the called party provider to that carrier which sent

the call to them. Since this intermediate carrier is usually not the originating provider, the

intermediate carrier must take the same action for the carrier that sent the call to them. This

process repeats recursively until the originating provider is determined. Each request must

be initiated manually by a fraud detection engineer, and traceback at each hop can take a

business day or longer to complete. Ultimately, this process cannot scale to the millions of

robocalls placed each day. STIR/SHAKEN, if deployed widely enough, is hoped to simplify

this process by allowing the terminating provider to jump straight to the originator of the

call. In the meantime, providers and individuals rely on commercial products that are

imperfect but effective in some cases. These products use proprietary methods likely to be
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similar to behavioral methods studied in the literature [135, 88, 73, 70].

Enforcement challenges: Even if scalable call provenance is someday available, there

are still a number of barriers to ending illegal robocalls. While with traceback it may be

possible to identify the provider account of the robocaller, many commercial VoIP providers

do not maintain reliable records of the true identity of the account holder. This means

that an account can be closed but the culprits are free to move on to other providers for

service. The FCC and many industry insiders believe most illegal robocalls originate outside

their destination country, which drastically complicates enforcement of criminal or civil

penalties even if a robocall operation is identified. Moreover, regulators and providers do

not have staff or resources to take action on every robocall – especially legal action – even if

all of the other issues were resolved.

Collecting robocall recordings and analyzing call content: Most prior work understanding

robocall abuse has been limited by a paucity of data, with most work (including this work)

relying on data collected by honeypots [51, 52, 20, 95], shared by a provider [73], or captured

through external reports of abuse [56, 53, 130]. Much of this work focuses primarily or

exclusively on metadata like call records, either because call audio was unavailable or too

costly to work with at scale. Prior work analyzing call content focused on a sample selection

of calls [106, 95, 75] or on auxiliary data about the calls, like complaints or news reports [145].

To date, two prior works have used transcripts from honeypots to cluster unsolicited calls

on LSI topic modeling of the transcripts [88, 75]. While these projects shared example topics

and anecdotal impressions of the transcripts, the focus of the work was on estimating

blacklist effectiveness, not on analyzing or characterizing call content. By contrast, because

the distinction between a “good” robocall and a “bad” or illegal robocall is semantic, this

work is focused on providing regulators, carriers, and researchers with detailed automated

content analyses.

2.5 Related Work

Even though researchers [65] have been trying to make telephone networks more secure,

end users are constantly bombarded with spam calls [132, 111, 16] and robocalls. Some of

the previously proposed techniques to combat spam and fraud [109] in telephone networks

employ graph analysis [22, 128, 126], use decoys [113], apply machine learning [143, 70, 69,

61, 75] and clustering techniques [125, 144]. Other researchers associate a custom metric

for the calling number, like a trust value [29] or a reputation score [18] to detect malicious
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callers.

The absence of end-to-end mutual authentication in phone networks makes caller ID

spoofing trivial. Tu et al. [130] demonstrated that spoofed caller ID is a key factor in tricking

victims into revealing their private information, like their Social Security Number. Caller ID

spoofing also allows the adversaries to operate without the fear of being tracked. To address

this issue, researchers have proposed in-band authentication techniques [104], pre-call

authentication [102], improving core SS7 protocol standards [131, 133, 129], developed

mobile applications [119, 40],initiating a call [82] to the calling party during the ringing

state, using a trusted third party [71] and coupling SMS with call timing [81] to detect caller

ID spoofing. The IETF’s STIR working group [58] has recently proposed the SHAKEN [141]

framework which uses PASSporTs [142] and certificates [93] to authenticate caller ID [92]

in SIP networks. But, these standards do not address the challenges in large segments of

non-SIP, TDM and analog circuits which are still operational. By building on top of the

Public Key Infrastructure (PKI) ideology, SHAKEN/STIR [77, 31] standards inherit the risks

of PKI [116] system designs.

Due to the inherent closed architecture of telephone networks, it is extremely chal-

lenging to collect real-world data about how adversaries operate in the wild. Lack of data

further prevents us from applying spam detection and mitigation techniques popular in

email [91] and SMS [103, 17, 62, 121, 124, 105, 55] ecosystems to telephone networks. To

collect data and gain insights about how adversaries operate, researchers have scraped

web-sites for audio transcripts [145, 112], used online text-to-speech services to mimic

robocallers [72] and generated calls in a lab-controlled environment [143, 66]. We believe

that such strategies are inadequate in representing a constantly evolving real-world ad-

versary. Also, user reported details could be biased, inaccurate and under-represented.

Numerous researchers [91, 132, 111] have emphasized the need for collecting and analyz-

ing data from actual phone networks, which can in-turn help in the development of robust

mitigation techniques. Techniques presented by Balasubramaniyan et al. [19] can be useful

to study the network path of a phone call as part of our future work. Actively engaging with

the caller [78, 112, 130] has been an effective approach to gain deeper insights about the

adversary’s operational characteristics.

Honeypots [98] have served as a mechanism to collect data about adversaries. Honey-

pots have been used to study worms [33], email spam campaigns [67], SMS spam [62], social

media campaigns [35, 56, 54], telephone networks [52, 51] and much more. Previously de-

veloped telephony honeypots have certain limitations and inherent assumptions. Gupta et

al. [52] and Li et al. [70] do not collect and process call audio, while Balduzzi et al. [20] restrict
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themselves to specific geographic regions or languages, and Sahin and Francillon [110]

use a small number of clean numbers. Previous work [75, 88, 70, 52, 20, 76] either used

transcripts to identify clusters of calls or did not account for caller ID spoofing, which is

prevalent in an adversarial telephone network settings. Our data collection and campaign

identification techniques extend far beyond each of them. The techniques proposed and

used in this work are agnostic to caller ID spoofing and language of the robocall. None

of the prior work collect and analyze the call meta-data, call audio content and signaling

information as a whole.
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CHAPTER

3

CHARACTERIZING ROBOCALLS

THROUGH AUDIO AND METADATA

ANALYSIS

In this chapter, we provide an overview of how we operate our honeypot and explain the

principle behind our robocalling campaign identification technique. Section 3.1 provides

an overview of the chapter and highlights the key research questions addressed in this

chapter. Section 3.2 describe our data collection methodology, and Section 3.3 discusses our

individual call analysis results. Section 3.4 describe our call clustering design, evaluation,

and campaign analysis results. Section 3.5 provides additional discussion of our findings.

Section 3.6 concludes the chapter.

3.1 Introduction

The global telephone network serves more users than the Internet, is designed with higher

availability guarantees, and is commonly relied upon for mission critical real time commu-
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nications, including 911 service and emergency notifications [34, 139]. Despite its global

importance, the phone network faces a number of problems. Prime among them are so-

called “robocalls” — a catch-all term for automated or semi-automated unsolicited calls,

often for fraud or telemarketing purposes [132]. Much like spam threatened the usefulness

of email, unsolicited phone calls threaten to make voice calling unusable between two

unknown parties. Moreover, because of the historic trust users have placed in the phone

network, these scams surprisingly steal millions of dollars of revenue each year [94, 42].

Despite the clear importance of the problem, much of what is known about the unso-

licited calling epidemic is anecdotal in nature. Despite early work on the problem [52, 136,

85, 39, 32], the research community still lacks techniques that enable rigorous analysis of the

scope of the problem and the factors that drive it. There are several challenges that we seek

to overcome. First, we note that most measurements to date of unsolicited volumes, trends,

and motivations (e.g., sales, scams, etc.) have been based on reports from end users. In

addition to the potential for selection bias, this information is often non-specific, unreliable,

and/or incomplete. Second, most prior work on the problem has relied on analysis merely

of the claimed number of the caller, neglecting to address the rampant (but previously

unmeasurable) problem of number spoofing. Third, like modern cybercrime, robocalling is

a commercial activity perpetrated at scale by professional operators [94, 42, 26]. Identifying

the largest botnets and black markets has enabled targeted takedowns that reduce overall

abuse on the Internet. Prior to this work, similar techniques for unsolicited calls have been

out of reach. Such techniques could inform measurements, but also facilitate effective

enforcement of the worst actors, leading to a decline in unsolicited calls.

In this chapter, we operate a telephone honeypot that receives unsolicited calls over

an 11-month period to up to 66,606 telephone lines. Our key innovation is the combined

analysis of extensive and detailed call metadata with call audio. We combine this with novel

techniques to identify similar calls efficiently allowing us to characterize whole campaigns

of operation and detect fraud and abuse. While our purpose in this work is to characterize a

pernicious phenomenon, we note that our measurement techniques can provide valuable,

actionable threat intelligence to carriers. In so doing, we provide a perspective on the

problem that has been until now unavailable to researchers, regulators, and even carriers.

We use this new perspective to deliver 24 findings addressing three pressing questions:

• How frequent are robocalls and is the problem getting worse? We find that our lines

can expect to receive a robocall once every 8.42 days. Surprisingly, we learn that

weekly call volumes are neither better nor worse over the observation period. We also
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discover and characterize rare “storms” of sudden unexplained bursts of unsolicited

calls, providing support that anecdotal reports of high call volumes by individuals do

occur.

• Is it even safe to answer the phone? Regulatory agencies and the press regularly warn

of the risks of answering or returning calls from unknown callers. Shockingly, we

discover no evidence that answering unsolicited calls increases daily call volume in

a randomized single-blind study. We also develop heuristics to detect and measure

wangiri call-fraud scams, finding no evidence of such a scam in 35 days across 2,949

highly-called lines.

• Who is calling and how do they operate? We develop and evaluate techniques to

tightly cluster call audio to associate individual calls into broader campaigns with

high precision. We then provide the first estimates of the number of operational

campaigns and analyses of their number spoofing and line rotation practices and

identify the top scam campaigns collected by our honeypot. All of these scams target

vulnerable populations, including the elderly and recent immigrants, while operating

over long time scales with impunity.

3.2 Data Collection

In this section, we explain the design principles of our honeypot, discuss the history of

phone numbers used in our experiments, describe our data collection methodology, high-

light ethical and legal considerations of our work and finally share details about a secondary

data set used in our study.

3.2.1 Designing a Telephony Honeypot

A honeypot owned by a researcher allows adversaries to interact with a set of resources in

an isolated environment. A telephony honeypot collects information about the entities

that operate in the phone network. To collect such information, we assign a set of phone

numbers to a honeypot. These phone numbers were provided to us by our service provider,

Bandwidth Inc. In this chapter, we refer to these phone numbers as inbound lines 1. Such

a setup allows us to conduct controlled experiments, collect data, and characterize the

phone calls.

1Inbound lines : A set of virtual VoIP phone lines and not physical PSTN lines.
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We explain key design decisions of the deployment, configuration, testing and operation

of our honeypot.

On-premises deployment: A local deployment of our honeypot provided fine-grained

control over its design and ensured that we stored all the sensitive data on servers we own.

Phone Numbers: We worked with a telecommunication service provider who owned the

phone numbers used in our experiments. We built our honeypot using Asterisk 2, which

is an open-source software implementation of a Private Branch Exchange (PBX). With a

setup like an enterprise VoIP consumer, our honeypot received and processed phone calls.

Configuring the Call Processing System: Like routing tables and routes of a router, the

dial-plan and dial-rules of a PBX determine how it handles a phone call. By developing

appropriate dial-plans, our honeypot automatically answers and records calls made to one

set of lines, while the honeypot rejects any calls made to a different set of inbound lines.

Reliability of the Call Processing System: We used over 66,000 inbound lines for our experi-

ments. With 66,000 configuration entries, Asterisk exhibited inconsistent behavior resulting

in frequent crashes. After many iterations, we estimated that a single Asterisk instance can

handle approximately 15,000 unique dial-plan entries under realistic load of phone calls. To

operate a stable honeypot, we reduced the dial-plan’s size by reusing dial-plan subroutines

for each experiment and automating dial-plan generation.

3.2.2 History of Inbound Lines

The total number of inbound lines terminated on our honeypot varied at different stages of

our study because our service provider dynamically added inbound lines to our honeypot.

We kept track of any additional inbound lines added to our honeypot through periodic

snapshots and updates to a local database. We account for this incremental addition of

numbers to our honeypot throughout our experiments and normalize our measurements

when appropriate. Based on the history of the inbound lines, we categorize them into two

types:

Abuse Numbers: As reported by our service provider, abuse phone numbers had a history of

abuse. Some of these numbers were returned by their previous owners due to high volume

of unsolicited calls. This pool also included phone numbers previously used by spammers

and robocallers to generate unsolicited phone calls. Abuse numbers are an invaluable

resource for our honeypot because these numbers were owned by adversaries in the past

or were victims of high volume of unsolicited calls. We started with 6,754 abuse numbers at

2https://www.asterisk.org
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Figure 3.1: Honeypot Architecture and Data Collection Flow

the beginning of our study and obtained additional abuse numbers in April 2019, resulting

in a total of 9,071 abuse numbers.

Clean Numbers: A set of phone numbers owned by our service provider which were in-

tended for distribution among new users. This pool contained a combination of numbers

which were newly procured by our service provider and numbers which were rotated from

prior customers. These numbers did not have a reported abuse history. We obtained a total

of 57,535 such clean phone numbers at the end of July 2019.

A combination of clean and abuse numbers allowed us to systematically measure and

report our observations of the two extremes of the phone network. To the best of our

knowledge, we are the first to develop a comprehensive telephony honeypot with both

clean and abuse numbers.

No Seeding: Throughout our study, we do not seed either the clean or the abuse numbers

on any online portals, forums, denylists or mobile apps which claim to block robocalls. By

definition, the calls collected and processed in our experiments were unsolicited calls. We

did not initiate any outbound calls using any inbound lines.

3.2.3 Call Meta-data and Call Audio Collection

After designing and deploying our honeypot, we collect the call meta-data, which includes

Call Detail Record (CDR) and SIP header logs. From CDR logs, we extracted the calling

number, CNAM, called numbers, timestamp and optional call duration, if the honeypot

answers the call. From SIP logs we get P-Asserted-Identity, a SIP header field which can

contain different identification information.

Call audio is essential to characterize different spam and robocalling campaigns in the

telephone network. To obtain a representative sample of call audio content, we initially

selected 3,000 random lines from our pool. We refer to this set of lines as Recording Lines

1 (RL1). We setup the dial-plan and configure our honeypot to answer any unsolicited call

made to these 3,000 numbers and play a recording after a delay of 2 seconds. We use a
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default Asterisk audio recording as the source for the audio prompt, which says “Hello” in a

female voice with an American accent.

On 21st December 2019, we analyzed the data collected thus far and identified the

inbound lines which received an average of one or more calls per day. A total of 2,949

inbound lines met this criteria. We assign these inbound lines to a new Asterisk PBX and

configure it to ring for 10 seconds before answering every call made to these lines. We call

this set of lines as Recording Lines 2 (RL2).

We configure our honeypot to record any unsolicited call made to an inbound line

which belongs to Recording Lines 1 or 2. The honeypot records and stores every call as three

separate audio streams — incoming (calling party to the honeypot), outgoing (honeypot

to the calling party) and a combined recording. Separate recording streams allowed us to

prevent issues caused by overlapping speech signals or locally generated noise or audio.

We ensured that multiple simultaneous calls made to the same inbound line generated

separate recording files with appropriate timestamps. Finally, we rejected any unsolicited

call made to a non-recording inbound line with a 403 Forbidden SIP response code. We

observed that certain SIP clients which initiate unsolicited calls retry calls multiple times

when they receive a rejection from the called side. To address this, we identify and remove

any duplicate calls which have the same calling and called number within a 30 second

window. We do not consider these duplicate calls in any results in this chapter.

A majority of service providers allow callers to mask their details by dialing with a prefix.

In the United States, most subscribers can prefix the called number with *67 to ensure

that the called party does not see the calling part’s caller ID. By doing so, the caller ID

shown to the user changes from the actual caller ID to a string like “Restricted”, “Private” or

“Anonymous”. In our honeypot, we observed that there were multiple instances where the

actual caller ID was replaced with string like “Restricted”, “Private” or “Anonymous”. We

confirmed that our service provider’s system was not manipulating the caller ID and instead,

in some cases the actual caller ID was transparently passed from upstream service providers

to our honeypot in the “P-Asserted-Identity” SIP header. Since neither us nor our service

provider had control over caller ID information, we do not have caller ID information

in the “P-Asserted-Identity” SIP header for all calls. Also, one of the key limitations of

telephone networks is the lack of end-to-end caller authentication. Thus, the attested caller

ID propagates across different boundaries in the phone network on best effort basis. Due

to this, we do not assume that the caller ID information is complete or accurate.

While our study lasted over 11 months, Table 1 in the Appendix shows the exact dates

when RL1 and RL2 were setup to collect call audio, maintenance downtime, power outage
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and the duration of t-test discussed later in Section 3.3.3.

3.2.4 Ethical and Legal Considerations

Our university’s Institutional Review Board (IRB), our university’s office of general counsel,

and our provider reviewed and approved our experiments. We understand that our research

may involve human subjects even though our main intention is to study automated phone

calls. It is possible for a live human to call one of our inbound lines due to mis-dialing or

while trying to reach the previous owner of the numbers. As responsible researchers, we

take all the necessary actions to ensure that our research is within the legal and ethical

boundaries. Before the start of our research, we ensured that we were compliant with ethical

and legal restrictions imposed by the university, our state and the federal laws of United

States. Specifically, we sought the approval of our IRB to address the ethical considerations

of our study. We also worked closely with our university’s Office of General Counsel to make

sure that our actions are within the bounds of state laws of our state and the federal laws of

United States.

Throughout our study, we ensured that our actions do not inflict harm to human subjects.

We worked closely with our IRB before the start of our research to describe our experiments

and the associated limitations. As part of this review process, we submitted a detailed report

to our IRB. As explained in Section 3.2, our principal data collection methodology is to

wait for the arrival of calls on the inbound lines owned by us. Our methods are similar to

research studies that perform public observation of humans, except that we observe the

behavior of humans in a virtual environment. In such a setting, we are neither targeting nor

recruiting participants to take part in our study. We do not reach out to any participants. We

strictly refrain from advertising the phone numbers of our inbound lines in spam portals,

social media or through any other mechanisms. We do not initiate any outgoing calls to any

phone numbers throughout our study. After a thorough review of our proposal, the above

facts were carefully considered and the IRB determined that our research was exempt from

further review on the basis that effectively, we are performing a public observation study.

In the United States, call audio is considered private information. Thus, recording a

phone conversation is strictly regulated by state and federal laws. Our honeypot was setup

in a state where single party consent is sufficient to record phone calls. In situations where

a phone call spans across one or more state boundaries, federal law takes precedence over

the state law. Federal law also mandates that at least a single party needs to consent for the

phone call to be legally recorded. Throughout our study, all the calls that we recorded were
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made to the inbound lines we owned. Furthermore, we terminated these inbound lines

on the Asterisk PBX which we operated. Since we explicitly consent to being recorded, we

satisfied the single party consent requirement.

Many robocallers or spam campaigns make automated phone calls based on a “hitlist”,

which is a list of active phone numbers maintained and sold by third parties. As a result, the

campaigns attempt to reach large groups of unknown recipients, seldom with the intention

of reaching a known individual. Since these campaigns make unsolicited phone calls to

unknown parties, it is reasonable to assume that the callers do not consider the call content

especially private or sensitive. Not obtaining explicit consent of the caller (live human

or automated call) prior to being recorded does not affect their rights or welfare. This is

because the caller does not have a reasonable expectation that their calls are not being

recorded. Further, these callers do not have a reasonable privacy expectation since they

make unsolicited phone calls to a vast number of users.

The goal of our study is to develop a deeper understanding of the adversaries who

operate in the telephone network, and not to identify details about individuals or specific

callers from the data available in our honeypot. We designed our experiments to limit the

recording duration to 60 seconds. There are possibilities where a non-adversarial caller

may make a phone call to one of the inbound lines configured for recording. By capping

the recording duration to 60 seconds and by gracefully terminating the call at the 60 second

mark, we minimize the amount of data gathered in such scenarios.

3.2.5 Industry Robocall Blocking Data

To evaluate our methodology in Section 3.4, we use a second corpus of phone calls provided

to us by a company that builds services to help block robocalls. This data set consisted of the

audio recording of the call, calling party number, timestamp of the call and the transcript

of the call. Since we did not collect the data directly, we do not know the exact setup of the

honeypot used for data collection or transcription.

3.3 Individual Call Characterization

In this section, we provide an overview of the data collected throughout our experiments.

We delve into the temporal characteristics of call volume and highlight operational char-

acteristics of unsolicited calls. We develop a method to identify and characterize high

call-volume events. We statistically evaluate the effects of answering a phone call on the
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number of unsolicited calls received per inbound line. Next, we propose a heuristic to

identify voicemail spam calls. We share a detailed analysis of caller ID spoofing in the wild

and discuss how unsolicited callers reuse Caller ID Name (CNAM). We develop and apply

a heuristic to identify wangiri scam and estimate the scale of wangiri scam observed in

our honeypot. Finally, we delve into the characteristics of the call audio which sets the

foundation for the subsequent section on campaign identification.

Finding 1: Unsolicited phone calls are rampant in the United States.. Using the telephony

honeypot described in Section 3.2, we collect 1,481,201 unsolicited phone calls over a span

of 11 months, without seeding our phone numbers to any source. We observed an average

of 4,137.43 unsolicited calls per day, across all the inbound lines used in our honeypot. Each

inbound line received an average of 0.12 call per day, which translates to one call every 8.42

days.

Throughout our study, we track the state of clean and abuse lines assigned to our

honeypot, since these were dynamically added to our honeypot by our provider. We owned

a total of 66,606 unique inbound lines of which 57,535 were clean lines and 9,071 were

abuse lines, as explained in Section 3.2.2.

Finding 2: Clean Numbers received 77.83% of all unsolicited calls in our honeypot without

any form of seeding.. Among all the inbound lines, 87.08% (57,535) were clean inbound

lines and 12.92% (9,071) were abuse inbound lines. The clean inbound lines with no history

of abuse received an average of 0.11 call per day per inbound line, which translates to one

call every 9.35 days. The abuse inbound lines received an average of 0.11 call per day per

inbound line, which translates to one call every 9.44 days. The scale of our findings shows

that it is not necessary for a phone number to have a prior history of abuse calls in order to

receive unsolicited phone calls.

Finding 3: 75.10% of clean lines and 100% of abuse lines received at least one unsolicited

phone call during our study.. We found that only a small fraction (24.90 %) of all the clean

numbers never received an unsolicited call during our study. It took an average of 8.01 weeks

for an inbound line to receive the first unsolicited call after being added to our honeypot.

Since calls arrive into a honeypot at a fairly low rate, only a fraction of these calls actually

contain audio. This justifies our design decision of having adding a very large set of numbers

as inputs to our honeypot. In particular, this shows that prior research [52, 20, 110]which

relied on only a few hundred inbound lines was ultimately unlikely to see large portions of

the problem.
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Figure 3.2: In this plot of normalized average calls, we observed a stationary call volume
distribution of unsolicited phone calls on clean and abuse numbers with a weekly periodic-
ity during our 11-month study. Major events in our honeypot are labelled.

3.3.1 Temporal Characteristics

The normalized daily call volumes per line over the 11 month study period is shown in

Figure 3.2. We observed outliers that caused a spike in call volume during April of 2019,

which we characterize in detail in Section 3.3.2.

Finding 4: We observed a stationary call volume of unsolicited calls over our study period..

Since our study spanned 11 months, we were able to observe the cumulative call volume

on both clean and abuse numbers over extended period of time. We fit a linear model to

our weekly average call volume observed in our honeypot after discarding the two weeks

affected by server downtime, finding a slope of -0.0002, indicating almost no change in the

rate of unsolicited calls over the study period. We also fit a model after also discarding the

anomalous storm peak in April, finding an even smaller slope of −9×10−5. In addition to

its significance for the phone network, this is also an important result for our evaluating

methods. While we do not know the history of the numbers before we possessed them, on

the whole we see approximately the same volume of calls months after we take possession.

This implies that recent activity before we take ownership of the line is unlikely to skew our

results.

Finding 5: The call volume of unsolicited calls had a periodicity of one calendar week.. The

call volume increased on Mondays and remained high during weekdays. The call volume

decreased on Saturday and remained low on Sunday. We observed this pattern in every

week of our data collection. To measure the extent of periodicity, we compute the auto-
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correlation score — a score from 0 to 1 which measures the similarity of a signal with itself

at different time lags between the two copies of the signal. For daily unsolicited call volume,

we observed a maximum auto-correlation of 0.87 at a time lag of 7 days.

Finding 6: Our honeypot received 83.36% of all unsolicited phone calls during local working

hours and 92.71% during weekdays.. Intuitively, we would expect to receive significant

amount of unsolicited calls when users are available to answer their phones. Weekends and

non-working hours would seem to maximize the user’s availability. Our honeypot received

83.36% of calls between 9 AM to 5 PM, as per the local timezone of our honeypot (Eastern

Standard Time), which is roughly the local working hours. Furthermore, 92.71% of all calls

were received during weekdays.

3.3.2 Storms: High Call Volume Events

When we observed an abnormally high number of calls in April of 2019, as seen in Figure 3.2,

we delved deeper into the distribution of these calls over our inbound lines. We discovered

instances when a disproportionately large number of calls were received on specific in-

bound lines. Using average call volume of each inbound line is not sufficient to identify

such outliers. Inbound lines (e.g. abuse numbers) that regularly receive a significantly large

number of unsolicited calls would naturally have a higher average call volume, but does

not qualify as an outlier.

In this chapter, we refer to such instances of high call volume occurrence as storms. To

systematically identify storms, we wanted a uniform mechanism to compare call volumes

in relative terms across all the inbound lines. To address this problem, we used z -score.

The z -score is defined as z = (x −µ)/σ, where x is a data point in the distribution, µ is the

mean andσ is the standard distribution. We computed the z -score distribution of daily call

volume per day, for each individual inbound line. A z -score of 1 for a specific day indicates

that the call volume on that day is a single standard deviation away from the mean call

volume of the inbound line. A higher z -score indicates that the measured value is farther

away from the mean. We use a conservative heuristic and set a z -score of 4 as the limit to

identify calls that received abnormally high calls per day during our study. A z -score greater

than 4 indicated that the call volume on the specific day was 4 standard deviations higher

than its mean call volume. Such behavior is an intuitive indication of an outlier.

Even though z -score allowed us to develop relative comparison, it includes inbound

lines which has very low average call volume with sporadic calls. To remove these inbound

lines with low call volume, but with significant high z -scores due to an occasional call, we
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set a threshold of a minimum call volume per day of 24 calls. A 24 calls per day threshold

translates to one call per hour — this is a significant amount of unsolicited call volume.

We identified inbound lines which received more than 24 calls on any single day, and had

a z -score of greater than 4 during our study. By so doing, we identify inbound lines that

received a significantly high call volume and characterize this phenomenon as a storm.

Finding 7: We observed 648 instances of storms spread across 223 inbound lines.. A 11 month

long study helped us uncover numerous instances of storms. The largest storm comprised

of over 1,400 unique unsolicited calls made to the same number on the same day. These

calls seemed to originate from over 750 unique callers based on the number of unique caller

IDs used. We note that in prior work, Gupta et al. [52] report 2 “TDoS” events over their 7

week observation period. Our findings indicate such events are rare, yet occur regularly.

We also note, our term “storm” does not imply malicious intent, as we cannot attribute a

course or source of these events. Throughout our study, we observed storms as early as

March 2019 and as late as January 2020.

Our discovery of storms also confirms anecdotal reports where individuals seem to be

deluged seemingly “out of the blue” by dozens of calls in a day. Most of our storm events

occur on unrecorded lines. 3 As a result, it is unclear if the storms originate from a single

operation or campaign, or if storms comprise a chance coincidence where one line is

randomly targeted by many different campaigns.

3.3.3 Effects of Answering Unsolicited Phone Calls

One of the most common recommendations to tackling the problem of unsolicited calls

is to not answer any calls originating from unknown numbers (numbers not in the user’s

contact list), under the hypothesis that answering will increase call volume. To understand

if there is a significant impact of answering phone calls to the number of unsolicited phone

calls received on an inbound line, we designed an experiment and statistically evaluate our

measurements. For this experiment, we randomly selected 3000 inbound lines, which were

the same lines initially referred to as Recording List 1 (RL1). Initially, we did not answer

any unsolicited calls made to these 3000 inbound lines for 6 weeks. Next, we answered

all calls received on these 3000 inbound lines and observed the call volume for 6 weeks.

We calculated the average call volume of each line in RL1 during the first 6 weeks of not

answering the phone call. We also computed the average call volume during the next 6

3In the absence of evidence to the contrary, we assume this is simply due to the fact the majority of our
lines are not answered.
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weeks, when we answered all calls made to these inbound lines. To understand if there is

significant evidence that answering phone calls has an effect on the number of unsolicited

phone calls, we apply a statistical test based on average call volume observed from 17th

February to 12th April of 2019.

We use t -test for dependent populations to measure if the difference between the

means of two populations is significant. We also select an alpha value of 0.01 to determine

the significance of our statistical test. Our p-value should be less than alpha to indicate

statistical significance.

Since we observe a peak in overall call volume, which we have associated to storms,

we checked if any of the inbound lines of RL1 were victims of such huge call volume. We

confirmed that there were no storms associated with any of the RL1 inbound lines. This

steps ensures that there were no outliers when we perform the t -test.

Finding 8: Answering unsolicited calls did not have a statistically significant effect on the

average number of unsolicited phone calls received on a phone number.. We observed that

average call volume when not answering calls was 0.1027 and average call volume when

we were answering phone calls was 0.0944. Our t -test indicated the result was statistically

insignificant (p = 0.0708). Through this result, we conclude that there is no evidence that

answering phone call increases the number of unsolicited phone calls received. This finding

contradicts the traditional wisdom and provides insight to operators in that our findings

indicate that it would be safe for operators to monitor and use lines without the risk of

further contamination.

3.3.4 Voicemail Spam

Unlike traditional landline or mobile phones, our inbound lines did not have the restriction

of maintaining only one active call at a time. Such a configuration allowed us to observe

multiple call attempts with the same calling and called numbers in quick succession —

a classic behavior of voicemail spam. Since the successive call attempts maintained the

same calling and called numbers, we identified groups which have a unique 3 tuple of

the calling number, the called number and the date. We discard the groups which have a

single call. Next, we calculate the time difference between successive calls in each group.

Since our honeypot rejected a fraction of incoming calls with a 403 SIP Response code, we

observed clients re-trying the same call within a short duration of time, as discussed in

section 3.2. After referring to the SIP retransmission section in the SIP [107] RFC, we remove

all duplicate retries within 30 seconds of each other.
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Finding 9: We estimate that 2.91% of all calls made to our honeypot were suspected voicemail

injection attacks.. Most adversaries need to tune their campaigns through manual delay

measurement and determine the ideal time difference between successive calls for execut-

ing voicemail spam. Such delay estimation vary depending on how a phone call is routed

from the source to the destination. We performed test calls across multiple originating

service providers to estimate the delay associated with call setup. By empirical estimation,

we set a conservative window of 30 to 90 seconds as the time difference between succes-

sive calls to execute a successful voicemail injection. We identified 43,170 calls within this

window which we believe are successful voicemail spam or voicemail injection attempts.

Our findings also indicate that voicemail spam is likely a significant problem. However,

because our heuristics rely only on signaling information alone, it should be detectable by

carriers. Though in magnitude similar, this would have the effect of eliminating an entire

class of telephone fraud. While we have tried to design our heuristics to make it practical

and usable, careful testing and validation with ground truth is essential before deployment

in live networks.

3.3.5 Caller ID Spoofing

Finding 10: We estimate that 6.12% of all unsolicited calls used neighbor spoofing techniques.

. For calls where the calling number adheres to NANP, we compare the calling number

with the called number to identify the length of the match. We compared the calling and

the called numbers and found that 27.67 % (409,876) of all calls had identical area codes

(NPA) between the calling and the called number. Further, 6.12% (90,648) calls had both,

a matching area code and a matching exchange code (NPA+NXX). Surprisingly, 0.05%

(698) calls were made with the same calling number as the called number for that call. We

also observed that for 0.07% (976) calls, the caller ID used by the calling side was one of

the 66,606 phone numbers owned by us. We used libphonenumber 4 module and openly

available information from North American Numbering Plan Administrator’s 5 website to

parse and validate the non-US and US phone numbers respectively. We highlight neighbor

spoofing as one example of a particular robocalling strategy. As callers continue to evolve

their tactics we can use similar techniques to identify other trends and patterns.

Regulatory changes made by the Federal Communications Commission (FCC) in Novem-

ber 2017 [2] authorized telecom operators to block calls which seem to originate from

4https://github.com/daviddrysdale/python-phonenumbers
5https://nationalnanpa.com/number_resource_info/index.html
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unassigned, unallocated or invalid phone numbers. It also allowed providers to maintain a

Do Not Originate list and block calls which seem to originate from a number on this list.

These changes did not address scenarios where legitimate numbers were used to spoof the

caller ID or when caller ID was not spoofed at all. The FCC acknowledged these limitations

and allowed more flexibility to block calls by empowering the providers through its more

recent regulatory changes in June 2019 [3].

Finding 11: We found that only 3.2% (47,910 calls) of all the unsolicited calls made to our

honeypot could have been outright blocked by providers.. We observed that only 5.97%

(8,633) of all unique calling numbers seen in our honeypot met the criteria of call blocking.

These percentages are a lower bound on the effectiveness of provider based call blocking,

mainly because we cannot measure or collect information about calls which were blocked

by the upstream providers.

As described in Section 3.2.3, calling parties can mask their identity by dialing with

specific prefixes, like *67. In our honeypot, we collected SIP logs from which we extracted

the caller ID information of unsolicited calls attempting to dial with a prefix, and in-turn

mask their original caller ID.

Finding 12: Out of 72,197 unsolicited calls which attempted to mask their caller ID by dialing

with *67 as a prefix, 79.16% (57,151) were successful.. A small fraction (20.85%) of these

unsolicited callers leaked their actual caller ID through the “P-Asserted Identity” SIP header,

but most calls that dialed a call using the *67 prefix successfully masked their caller ID. This

observation is an example of how unsolicited callers can use existing features in the phone

network to evade detection.

CNAM is a feature through which a set of 15 characters can be sent to the called party.

When CNAM information is available, it represents the name of the owner of the calling

phone number.

Finding 13: A large number of callers used a small pool of caller names (CNAM) when making

unsolicited phone calls.. From the data collected in our honeypot, we observed that there

were 811,262 unique calling entities who had made an unsolicited call. Each calling entity

is uniquely identified by a combination of calling party’s phone number and the Caller

ID Name (CNAM). Of these 811,262 (100%) calling entities, we observed that there were

801,466 (98.79%) unique phone numbers (caller IDs) and 239,210 (29.49%) unique CNAMs,

which indicates rampant reuse of CNAMs.
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3.3.6 Wangiri Scam Estimation

We studied wangiri scam attempts on 2,949 inbound lines (RL2) which were configured to

ring for 10 seconds and answered any unsolicited call. We defined a heuristic and empirically

estimate the scale of wangiri scams. Since all our inbound lines were located in the United

States, the ringing tone cadence as per ITU specifications [60] was 2 seconds ring and 4

seconds silence. A single ring lasted for a duration of 6 seconds.

In order to compute the estimate of wangiri scam calls in our honeypot, we identified

any calls that were disconnected before being answered. Next, we computed the fraction of

these calls which disconnected from the calling side before the beginning of the second

ring — all the calls that disconnected at or before 6 seconds after the call setup. Since a

successful wangiri scam involves an International or a premium rate number as the caller

ID, we also analyzed the caller ID for all calls disconnected on or before 6 seconds from the

call attempt.

Finding 14: We found no concrete evidence of wangiri scams. We found that there were

3,213 calls among all the calls which were prematurely disconnected within 6 seconds. We

analyzed the caller ID for calls that were disconnected before answering and observed that

there were 29 unique instances of numbers not matching the standard NANP format and

were likely a premium rate number used for Wangiri scams. There were 4 invalid caller IDs

(e.g. “Restricted, *86”) and 2,296 numbers matched the NANP format. Since we found that

the caller IDs for these calls did not match well-known wangiri NPA — 900, 976 or other

Caribbean countries, we report that there were no instances of wangiri scams observed in

our honeypot.

3.3.7 Call Audio Characteristics

Among all the data collected in our honeypot, call audio is crucial in understanding the

intent of the call. As explained in Section 3.2.3, we record and store call audio from un-

solicited calls on a subset of our lines. Now, we discuss the characteristics of call audio

collected in our honeypot.

Some robocalls have a pre-recorded message while other calls have large sections of

audio that are silent. In situations where an actual person dialed one of our inbound lines,

it is typical for the user to wait for a response from our side to continue the conversation

and hang up after some time. To categorize such calls, we calculate the duration of call

recording which has audio and the duration for which there is silence. These two values
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help us identify the calls which have a large fraction of audio, which are clear indications of

a robocall.

To measure the amount of audio in a call recording, we use py-webrtcvad, 6, a Python

interface for WebRTC VAD project. 7 By performing this pre-processing step, we identify

and measure the position and duration of non-speech signals. Using these measurements,

we compute the total audio duration, the total silence duration and percentage of audio

for every call recording. We empirically select two thresholds to determine the calls which

have significant amount of audio in the recording — calls should have at least 5 seconds

of pure audio and at least 10 % of the entire call should be pure audio. We prune the calls

which do not meet these two thresholds before we perform campaign identification using

call audio.

3.4 Campaign Identification

In this section, we describe common traits of robocalling and spam calling operations and

how we exploit this similarity to develop a clustering algorithm to identify campaigns. We

note that number rotation eliminates the possibility of using the calling number to group

similar calls.

While number rotation is simple and inexpensive, using significantly different audio

prompts for each call is computationally and economically expensive for the caller. Our

key insight is that a specific operation will use the same audio to make unsolicited calls,

and similarity allows us to group calls with similar audio to identify a group of calls as a

campaign.

In order to group similar calls, we use raw audio signals present in the call recording

to generate audio fingerprints and use these fingerprints to cluster similar audio files.

While other researchers [75, 88, 20] have applied Natural Language Processing (NLP) and

Machine Learning techniques to audio transcripts in order to analyze calls and cluster

them, such techniques involve error and loss of information during transcription. Our

audio fingerprinting based clustering approach is versatile and has numerous advantages

as described below.

First, our approach is language and speaker agnostic, allowing us to process calls in

any language without any modification to our pipeline. Second, our clustering approach is

capable of matching audio files which are not identical, but have significant portions of

6https://github.com/wiseman/py-webrtcvad
7https://webrtc.org/
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Figure 3.3: Robocalling Campaign Identification Process through a Five Stage Audio Clus-
tering Pipeline

audio that are identical. This is important in our case because many campaigns use text-to-

speech systems to dynamically insert the name of the called party as part of the robocall.

For example, a sample audio snippet could be “Hello <name>, this is a call from the Social

Security Administration.” Third, our specific technique is resistant to noise, compression,

and packet loss.

It is important to keep in mind that what we are characterizing as campaigns is audio,

not operators. Multiple operators may collude and use the same audio files as one campaign.

Likewise, a single operator might use many different audio files, each a different campaign.

3.4.1 Fingerprinting and Clustering

The architecture of our multi-stage audio clustering pipeline is shown in Figure 3.3. First,

the recorded phone calls go through the audio preprocessing stage which computes the

amount of audio in each call recording, as explained in Section 3.3.7. In stage two, the

cleanup stage, we discard any audio files with less than or equal to 5 seconds of audio or

less than or equal to 10% of audio, since we are unable to group silent audio into particular

campaigns. These two threshold values were empirically determined based on how long it

took the authors to convey a single meaningful sentence.

Thirdly, the fingerprint preprocessing stage takes each audio sample as the input, gener-

ates the fingerprint of the audio file and stores it in the fingerprint database. In the context

of this chapter, a fingerprint [74, 115] refers to a compact representation of a file such that,

with high probability, the fingerprints of two similar files are similar (but not necessarily

equal), and the fingerprints of two non-similar files are different. Such fingerprinting tech-

niques are applied to audio files [23] to index songs and perform real-time audio search (e.g.,

Shazaam [138]). We use audio fingerprinting techniques to identify similar call recordings

and cluster them together to identify robocalling campaigns.
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We use echoprint [41], an open source framework for audio fingerprinting and match-

ing. We choose echoprint instead of other audio fingerprinting frameworks since it uses

a robust fingerprinting primitive that is well suited for phone call recordings. Since we do

not claim the design of echoprint as a contribution, we discuss its design and operation

in detail in Appendix .1. We use raw audio for all the above computation. Using a lossless

Waveform Audio File Format (WAV) to store call audio instead of a lossy compressed format

like MP3 reduces the probability of error [41] in echoprint. Using WAV files and discarding

silent audio calls, as done in stage 2, significantly improves the performance of echoprint.

Fourthly, the fingerprints of the filtered audio files go through the matching stage. We

query the echoprint database for each new audio fingerprint to check if there is a similar

audio file already in the database. If there are no matches, then we add the current audio

fingerprint to the database. If we find a match, then we add an edge between the two audio

files, where each node represents an audio fingerprint. These nodes and edges are a part of

an undirected graph G.

After processing all the audio fingerprints, the undirected graph G has nodes with edges

that connect similar audio files. The final stage identifies the connected components of G,

where each connected component is a robocalling campaign.

3.4.2 Clustering Evaluation

It is important to evaluate our clustering methodology. However, precision in this context

is not clearly defined. To evaluate precision, we define and compute two custom metrics —

cluster perfection and intra-cluster precision — to measure the effectiveness of our audio-

based clustering methodology. Cluster perfection is defined as the ratio of the number of

clusters without misplaced calls to total number of clusters analyzed. Intra-cluster precision

is defined as the mean of the ratio of number of correctly placed calls in the cluster to the

total number of calls in the cluster. We note that computing recall is impossible given no

ground truth on the total count of campaigns in our data.

We use the Industry Robocall Blocking Dataset to evaluate our methodology, since we

already have good quality transcript for these calls, as explained in Section 3.2.5 We thus

used the transcripts to assist in labeling correct clustering assignment. We randomly select

20,000 audio samples from the Industry Robocall Blocking Dataset and apply our clustering

pipeline. We identified 1,188 clusters and clustered a total of 8,290 audio samples. Out of

all these clusters, we selected 30 random clusters and manually listened to a total of 160

audio samples to compute Cluster Perfection and Intra-cluster Precision. We found that
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there were 2 clusters among the 30 clusters with at least one misplaced call in each of them,

resulting in an overall Cluster Perfection rate of 93.33%. The overall Intra-cluster Precision

for these 30 clusters was 96.66%.

3.4.3 Campaign Characterization

In this subsection, we characterize campaigns identified using our clustering mechanism.

We apply the campaign identification methodology described above to our data set of call

recordings collected from our honeypot and identify robocalling campaigns operating in

the real world. We define and compute metrics which help us characterize the robocalling

campaigns systematically.

Finding 15: 91,796 (62.75%) call recordings did not have sufficient amount of audio to be

considering for clustering.. We found that 61,528 (42.05%) call recordings had less than

1% audio in the entire duration of the call. Furthermore, 70,916 (48.47%) calls had a total

duration of less than one second. A possible explanations for a large fraction of silent

calls could be that the campaigns are interested in identifying the phone numbers which

are active and are capable of answering a phone call. Another reason could be that the

campaigns use voice activity detection features that triggers the payback of a recorded

message once the calling side is confident that the call has been answered by an actual

person. Since we used a simple greeting while answering a phone call and remain silent

post the greeting message, such call answering behavior may not be categorized as a live

human in sophisticated outbound calling campaign systems.

It is practically infeasible to convey meaningful information in such short duration and

by using a small fraction of speech throughout the call. Also, it is unlikely for an active

caller who may have mis-dialed the called number, to disconnected within a fraction of a

second after we answer the call. At the outset, such a large number of call audio recordings

not containing substantial amount of audio may seem surprising. This high rate may be

explained by hit list generation.

Additionally, we observed that few calls (0.01 %) among all the recorded calls were

disconnected by our honeypot, which was configured to terminate the call after 60 seconds.

The rest were disconnected by the calling side. This observation indicates that a 60 second

recording duration is sufficient to record significant portions of unsolicited phone calls.

After filtering out the calls which lack substantial audio to be clustered into a campaign,

we performed clustering to identify similar audio as described before in Figure 3.3.
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Figure 3.4: This campaign size histogram indicates we received only a few calls from most
campaigns. We received fewer than 27 calls from 95% of campaigns. The largest campaign
had 6,055 calls.

Finding 16: We found that out of 54,504 call recordings with substantial audio content, 34,150

( 62.65%) call recordings were identified to be a part of one of the many campaigns.. Of all the

calls we processed, we observed that 62.65% were grouped into one of the campaigns. Such

high percentage of calls being grouped into clusters indicate that our clustering approach

is capable of identifying campaigns and is successful in grouping similar calls into clusters.

By analyzing complete campaigns we give providers the tools to choose which operations

to target and help them find their weakest points. For example by doing traceback only on

the calls in a campaign that are originated by peers.

Finding 17: We discovered 2,687 unique robocalling campaigns operating in the wild.. The

largest campaign cluster had 6,055 unique call recording with an average call duration of

47.71 seconds. The calls in this top campaign had an average of 84.88% audio content, which

signifies that the campaign was indeed playing a dense recorded message. Furthermore, the

average cluster size of the top five campaigns was 2,372.2, which reaffirms our key insight —

campaigns that operate at scale reuse the same audio prompts or use audio prompts with

slight modifications.

Finding 18: We observed that on an average, a campaign has 12.70 calls.. As shown in

Figure 3.4, we can infer that among all the 2,687 campaigns, a large fraction of campaigns

were relatively small in size and a few campaigns have significantly large size.
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Figure 3.5: Top 10 Robocalling Campaigns with Radius of the Circle indicating the Relative
Campaign Size

3.4.4 Campaign Metrics

To systematically evaluate various operational characteristics of the campaigns, we define

and calculate metrics to measure the behavior of robocalling campaigns.

Campaign Size: Number of calls in each campaign, where a campaign is represented by a

cluster of audio recordings.

Source Distribution: Ratio of the count of unique caller ID used by the campaign to the

campaign size. A 100% source distribution indicates that the campaign used a different

caller ID for every call. This metric quantifies the rate at which campaigns spoof caller ID

or rotate between calling numbers.

Spread: Ratio of the count of unique destination numbers to the campaign size. A 100%

Spread indicates that every call from this campaign was to a different inbound line. This

metric helps us understand if a campaign is targeting a specific set of inbound lines or

tends to distribute calls across a wide range of called numbers.

Toll-Free Number Usage: A count of unique toll-free numbers used as the caller ID.

NPA-NXX Matching Percentage: Calls which had identical NPA and NXX for calling and

called numbers. This is a measurement of neighbor spoofing.

After we defined various metrics, we compute them for each of the 2,687 campaigns.

Now, we interpret the metrics to understand how these campaigns differ from each other.

Finding 19: Robocalling campaigns had an average source distribution of 84.17%, which

indicates that most campaigns use a large pool of numbers as caller ID.. We observed that

the largest robocalling campaign with a campaign size of 6,055 had a Source Distribution

of 99.93%. The top 10 campaigns had an average source distribution of 95.50%. Such high
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source distribution rate indicates that the campaigns are likely spoofing the caller ID. If

the campaign is not spoofing caller IDs, then the campaign might own a large pool of

phone numbers using which it generates unsolicited phone calls. The findings from the

source distribution indicate that well-known call blocking techniques that use allowlists or

denylists will not effectively detect or block calls from many campaigns. In future work we

hope to analyze the distribution and relative usage of lines by campaigns, and in so doing

potentially examine patterns that could be used to predict and block robocalls based on

their line rotation strategies.

Finding 20: Robocalling campaigns had an average spread of 78.30% with a few top cam-

paigns targeting specific inbound lines.. We observed that the top campaign had a spread

of 19.60%, which indicates that there were multiple calls from the same campaign to a

set of inbound line. Such behavior could also indicate that the campaign is using a list of

phone number to target their calls. It could also indicate that they selectively target the

inbound lines which answer the previous calls made by the campaign. If so, the number

of campaigns using this technique must be small in order to be consistent with finding 9.

An average spread of 78.30% indicates that most campaigns target a wide range of phone

numbers. In future work we hope to analyze the distribution and relative usage of lines by

campaigns, and in so doing potentially examine patterns that could be used to predict and

block robocalls based on their line rotation habits.

Finding 21: We find that 2.86% (77) campaigns used neighbor spoofing by matching the

NPA-NXX of the calling number to the called number.. Of all the campaigns that did employ

NPA-NXX based neighbor spoofing, we found that on an average 48.5 % of calls made by

these campaigns used neighbor spoofing. There were 14 (0.52%) campaigns with 100%

neighbor spoofing rate, indicating that they matched the NPA-NXX for every call. These

results indicate that operators regularly evolve spoofing strategies within a single campaign.

This finding describes the neighbor spoofing behavior observed among recorded phone

calls which belong to a specific campaign, whereas Finding 10 describes an aggregate view

of neighbor spoofing among all calls made to our honeypot.

3.4.5 Case Studies

To get an overview about the contents of a cluster, we randomly selected 3 calls from the

top 40 clusters and listened to them. This allowed us to label the top clusters as seen in

Figure 3.5 and also helped us to selectively delve into campaigns with unique characteristics.

We discovered that of the different telemarketing campaigns, many of them use potentially
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Figure 3.6: Many of our case study scam campaigns operate over long periods

misleading tactics to encourage victims to engage.

Finding 22: We uncovered two fraudulent robocalling campaigns which impersonated the

Social Security Administration (SSA) office, a United States agency.. Our honeypot discovered

two separate large scale fraudulent campaigns which clearly violates multiple federal and

state laws. Both these campaigns used different audio recordings. The first SSA Campaign

(SSA Campaign #1) was the 10th largest campaign in our honeypot with a campaign size

of 396. This campaign extensively used 224 unique toll-free numbers as the caller ID to

generate unsolicited calls. We observed that this first SSA Campaign operated throughout

the duration of our study – April 2019 to February 2020. The second SSA Campaign (SSA

Campaign #2) had a campaign size of 75 and operated from August 2019 to November 2019.

We observe that, IRS impersonation (anecdotally one of the most common scams) has

given way to different tactics focused on immigration and social security. We suspect that

these changes have arisen because taxes are seen as a seasonal issue where other issues are

relevant year-round.

Finding 23: We observed that SSA campaigns prefer to use toll-free numbers as the caller

ID and are highly targeted to specific users.. We found that the SSA Campaign #1 used 224

unique toll-free numbers with a source distribution of 89.39%, which indicates that only a

few calls reused a caller ID. This campaign had a spread of 46.21%. The SSA Campaign #2

also extensively used a pool of 25 unique toll-free numbers. This campaign has an overall

source distribution of 100% and a spread of 29.33%. Such low spread indicates that both

the campaigns were selective in targeting specific inbound lines, and therefore called the

same inbound lines multiple times. SSA Campaigns are known to target specific segments

of population who are more vulnerable than the rest [21].

Finding 24: We uncovered two large scale robocalling campaigns that selectively target the

Mandarin speaking Chinese population in North America.. Our campaign identification

mechanism uncovered two unique robocalling campaigns that operated in Mandarin and

in turn was targeted towards Chinese population in the United States. Each campaign had
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a campaign size of 62 and 51. Both the campaigns impersonated the Chinese Consulate.

The first campaign threatened the callers that there was an important document which had

expired, and it needed immediate attention of the caller to press a specific digit. The second

campaign mentioned that the caller had an urgent message which was time sensitive.

3.5 Discussion

The future of robocall mitigation: Current robocall mitigation techniques use caller ID and

other heuristics to identify suspected robocalls. Using call traceback [46, 13] to investigate

even a fraction of such suspicious calls is time consuming and does not scale well for

the provider. Instead, providers can operate their own honeypots and use the campaign

identification technique demonstrated in this chapter. Providers can systematically identify

fraudulent and abusive robocalling campaigns and surgically target the source of such

operations. By prioritizing the takedown of specific campaigns, providers can better protect

their subscribers.

Will new initiatives and regulations reduce unsolicited calls?: To improve enforcement

against unsolicited calls, the United Stated passed the TRACED Act [43] into law on Decem-

ber 31st, 2019. Among other things, this act mandates the deployment of STIR/SHAKEN

within a certain period and increases penalties for illegal calls. Unfortunately, by the time

the regulatory agencies impose penalties on robocalling operations [5], the perpetrators

have already generated billions of robocalls. We do not yet know if STIR/SHAKEN will be

effective in addressing the problem of unsolicited phone calls, especially because calls that

transit any TDM network will be unauthenticated. During our study, no providers were

passing STIR/SHAKEN authentications to our provider. Therefore, our data does not yet

indicate if this mechanism will be effective or not.

Recommendation to the public: As explained in Section 3.3.3, we found no statistically

significant effect of answering phone calls on the average number of unsolicited phone

calls received. Despite this finding, we suggest the general public should still use caution in

answering unsolicited calls.

Limitations: Like all measurement studies, our work does have some limitations. First,

because we do not do any seeding of our numbers, our results may be biased towards

campaigns that dial at random. However, the low spread values of our top campaigns

indicate that some of our campaigns indeed specifically targeted our lines. Second, our

estimates of voicemail spam, wangiri, and neighbor spoofing are based on heuristics, and
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may be subject to false positives. In particular, our neighbor spoofing estimates assume

that callers are not purchasing lines to match the caller, and, given the difficulty of such an

operation, we believe this is unlikely. Moreover, in general our methods cannot distinguish

between “legitimate” line rotation and spoofing. Finally, because we do not analyze the

content of our campaigns, we do not estimate how many of our unsolicited calls fall into

the “good” category (e.g., public service announcements) and leave them for future work.

3.6 Conclusion

Robocalls and other forms of unsolicited phone calls have plagued the telephone network.

Such calls are a long-standing problem to all people who use a phone. Despite anecdotal

evidence of the prevalence of such calls, accurate information on the frequency of these

calls is largely unknown. Through a data-driven study, we provide details about the scale at

which unsolicited calling campaigns operate in the North American phone network. By

experimentation and statistical validation, we find no evidence that answering unsolicited

calls increases the number of such calls received. We develop mechanisms to characterize

voicemail spam, wangiri scam and different forms of caller ID spoofing techniques. We

develop, evaluate and apply a robust campaign identification technique using call audio,

and uncover 2,687 unique robocalling campaign in the wild. Based on our observation, we

discuss the state of existing detection and mitigation techniques and call for more data

driven studies of the phone network.
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CHAPTER

4

DIVING INTO ROBOCALL CONTENT

WITH SNORCALL

In this chapter, we present the architecture of SnorCall— a framework to automatically

label robocalling campaigns using simple labeling functions. We apply SnorCall to process

the robocalls collected in our honeypot and present our findings. Section 4.1 highlights the

key research questions addressed in this chapter. Section 4.2 describes the audio processing

and transcription processing stages of SnorCall. Section 4.2.3 explains how SnorCall applies

NLP techniques to extract semantic information from robocalls. Section 4.4 describes our

results after we analyzed robocalls in our honeypot using SnorCall. Section 4.6 concludes

this chapter.

4.1 Introduction

Robocalls, more precisely called “unsolicited bulk telephone calls” or “SPAM calls,” have

become so common that some commentators in industry estimate that they nearly out-

number legitimate calls [24]. Such a high rate of nuisance activity serves to effectively
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destroy the utility and trustworthiness of the global telephone network. The consequences

to individuals are severe: while average users are frustrated, vulnerable users are defrauded

of significant sums of money. Society pays a greater cost when a network that can connect

virtually any human to any other human in real-time with unparalleled reliability becomes

useless because individuals no longer answer calls for fear that they are spam.

In the United States, this state of affairs has not escaped the notice of telephone ser-

vice providers, regulators, law enforcement, and legislators. While many robocalls were

already illegal, in late 2019 the US Congress passed the TRACED Act. This law further en-

hanced penalties for illegal calls (including rampant caller ID spoofing) and mandated

all providers to implement anti-robocall measures by Summer of 2021. These measures

include behavioral analysis (e.g., a single account making far too many calls), blocklisting

known offenders, and deploying STIR/SHAKEN, a new mechanism to authenticate the

source of VoIP (Voice over Internet Protocol) calls. These mechanisms all have fundamental

limitations and have not significantly reduced robocall volumes [11]. Calls that originate

outside of a country cannot be completely authenticated by STIR/SHAKEN, nor can any

call that ever transits a legacy phone circuit, and behavioral detection can be easily evaded

by savvy operators. Finally, regulators, operators, and law enforcement are stymied both by

the sheer volume of illegal calls and difficulties in collecting evidence of illegal activity. In

particular, what differentiates illegal calls from legal ones is often a matter of the content,

which to-date has been impossible to analyze at scale.

This chapter changes the equation by introducing SnorCall, a framework for analyzing

robocall content. SnorCall addresses the key challenges of deploying call content analy-

sis at scale: limited training data, limited analyst time, unreliable content identification

and classification, and incomplete understanding of the space of robocalls. It does so by

leveraging recent advances in semi-supervised learning [99], word embedding and topic

analysis 4.3.2, and natural language parsing and task identification [123, 38]. A key element

of this is the Snorkel framework for semi-supervised learning [99]; Snorkel allows for rapid

labeling of unlabeled data through a combination of simple but imprecise user-defined

functions and a generative model that trains on those inputs. While we are not the first to

study robocall content [106, 95, 75, 145, 88], we do claim to be the first to do so with highly

accurate and repeatable methods on the largest corpus of real robocall audio to-date.

This chapter makes the following contributions:

• Design SnorCall: We present the design of SnorCall, a framework that enables rapid

development of high-accuracy models to automatically label and analyze call content.
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We establish a systematic codebook of robocall labels, implement five Snorkel labelers

for call content, and design analyses to extract named entities and calls-to-action. We

evaluate these techniques using a corpus of manually labeled data, finding labeler

accuracy ranging from 90–100%.

• Large-scale Robocall Content Analysis: We apply SnorCall to 26,791 campaigns rep-

resenting 232,723 calls over a 23 month period — the longest longitudinal study of

robocalls to-date. We also are the first work to quantify the relative prevalence of

Social Security Fraud, Tech Support Scams, and election-related robocalls.

• Fine-grained Robocall Content Analysis: We show how SnorCall analysis can reveal sub-

tle trends in robocalling. These include an analysis of how different scam operations

were affected by the COVID-19 pandemic, identifying novel twists on existing scams,

and determining the median payment amount requested and the most common

brands impersonated in tech support scams.

• Infrastructure Analysis: While caller ID can be spoofed, robocallers must own and

operate the telephone numbers they instruct their targets to call. We demonstrate

high-accuracy extraction of callback requests, finding that roughly half of all robocalls

use them to some extent, about one in six use it as the only method of interaction.

They are also shared across otherwise seemingly-unrelated campaigns. While these

numbers are only used for a median of eight days, their presence in recent or historical

data would still allow law enforcement to obtain the true identity of the owners —

providing strong evidence to prosecute illegal calls.

4.2 Audio and Transcription Processing

The SnorCall framework comprises a five-stage pipeline as shown in Figure 4.1. We describe

the initial audio processing, transcription, and language detection stages in this section.

In the next section, we describe the final two stages. The SnorCall Debugger module is

described in Section 4.3.3.

4.2.1 Data Collection

We obtained call audio and call metadata (including Call Data Records, or CDRs) by oper-

ating a honeypot as described by Prasad et al [95]. Telephone honeypots consist of a set
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Figure 4.1: SnorCall comprises a five-stage pipeline of audio and transcript processing.

of telephone numbers that receive calls along with the infrastructure for automatically

answering phone calls and storing call audio and metadata. In this chapter, we study the

calls placed to 5,949 telephone numbers over a 23 month period from Jan 1st 2020 to Nov

30th 2021. The honeypot answers each inbound call and plays a standard “Hello” greeting

built-in to the Asterisk enterprise VoIP system. After answering and playing the greeting, the

honeypot separately records inbound and outbound audio for 60 seconds, before ending

the call.

The honeypot telephone numbers were donated for research by a major VoIP provider.

They were donated gradually, from February 2019 through July 2019, and contain a mixture

of never-assigned numbers, previously-assigned numbers ready for reassignment, and

numbers taken out of use by the general public because they were either used to conduct

abuse or were frequent targets of abuse (e.g., excessive robocall volume). After July 2019,

all numbers used in the study were owned and operated by the honeypot. Additionally,

once numbers were added to the honeypot, they were never used to place outbound calls

or provided to third parties for any purpose. As a result, all calls to these numbers are by

construction unsolicited.

Legal and Ethical Considerations: Both legal counsel from our university and our IRB

were thoroughly briefed on the data collection procedures and subsequent analyses, and

both offices approved the data collection and analysis. Our IRB determined that our re-

search protocol as submitted was exempt from human subjects research review. Legally,

the primary concern is if consent from both call parties is required for lawful recording.

The honeypot is operated in the United States, and both US federal law and the law of the
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state where the honeypot is operated allow either party to the call to record the call without

confirming consent.

Ethically, the main concerns involve issues of respect for persons because it is possible

that a live human calls the honeypot. This concern motivated numerous design choices

in honeypot operation. The honeypot is operated such that any caller faces negligible

risks compared to their normal activities. Calls are limited in duration to prevent any

consequences from keeping a line open too long (e.g., preventing other calls to the caller).

The audio clustering step (described in Section 4.2.2) ensures that we only study calls

with multiple instances of repeated audio, meaning that an occasional accidental call will

be ignored in our analysis. We do not take steps to traceback or positively identify the

caller through any means, protecting their identity. Further, we are under a non-disclosure

agreement to not release raw data or other content that could potentially identify a caller

(e.g., their phone number). When using a third party service for transcription, we paid a

premium to ensure that our audio would not be shared or used for training later editions

of the speech-to-text model. Finally, no actions were taken by the honeypot operators to

“seed” or otherwise encourage calls, meaning that all calls arrived voluntarily on the part of

the caller.

4.2.2 Audio Processing

Audio Clustering: Robocallers by definition reuse audio recordings in their calls, so we use

an audio clustering pipeline to group robocall audio recordings based on very high audio

similarity. The pipeline processes recordings on a monthly basis to study the evolution of

campaigns over our study period. The resulting clusters correspond to robocall campaigns

with near-identical call scripts. The audio clustering is similar to the approach described

by Prasad et al. [95]. The high accuracy of this pipeline assures that calls within a cluster are

virtually identical. However, some robocalls dynamically insert the target’s name within the

call audio. In such cases, the pipeline may split a campaign into multiple campaigns based

on the extent of variation within the audio. To conserve transcription resources, we process

one randomly-selected call from each audio cluster using the transcription pipeline.

Transcription: The transcription pipeline converts a representative robocall audio record-

ing from each campaign into text using Google’s Speech-to-Text (STT) online transcription

service specifically designed for phone call audio. We truncate leading and trailing silences

in recordings for a substantial cost reduction without loss of information.

Before using Google’s STT service, we tested the quality of transcripts generated by mul-
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tiple online and offline transcription frameworks. We recorded and transcribed audio files

from speakers with multiple accents for these tests. We also used public robocall recordings

in English and non-English languages from FCC’s public awareness webpages. Google’s STT

service generated superior quality transcripts with minimal development effort. Google’s

phone call transcription service also ranks high on transcription benchmarks [37]. Despite

our efforts to identify the best transcription framework, and significant advancement in

Deep Learning based Speech-to-Text frameworks [37], there are occasional errors in phone

call transcripts. These errors are expected due to the inherent lossy characteristics of au-

dio traversal through the phone network. Our results and claims are cognizant of such

transcription errors throughout the work.

4.2.3 Language Detection

Most robocalls within the North American Phone Network use English to communicate

with the call recipient. However, a small yet significant fraction of robocalls use Spanish,

Mandarin and other non-English languages [95]. Because well-known NLP techniques

and libraries are language specific, we create a language detection pipeline to filter out

non-English robocalls (including Fax and Modem tones).

The key insight behind the language detection pipeline is that the transcript length is

proportional to the amount of English content within a call when using an English language

transcription service. A long call in English with significant amount of audio and minimal

silence will generate a long transcript, while a long call with significant amount of audio in

a different language will generate a short, incoherent English transcript. We verified this

behavior of the transcription service by transcribing 10 robocalls in Spanish and Mandarin.

Using this insight, we build a classifier to identify English calls by using non-silent

audio duration and transcript syllable counts as inputs. We created a dataset of randomly

selected audio samples across three languages: English, Mandarin and Spanish [64, 87].

Our choice of languages were based on evidence from prior research [95], which reported

that Mandarin and Spanish robocalls are prevalent in North America. For English samples,

half of the samples were from male speakers and the other half were from female speakers.

The dataset already contained information about the speaker’s gender. For non-English

samples, the dataset did not contain information about the speaker’s gender. These samples

included background noise. We made sure that the final samples had a variety of audio

durations (0-15, 15-30 and 30-45 seconds). We repeated the same steps for Spanish and

Mandarin audio samples. We re-sampled the labeled dataset audio recordings to 8kHz to
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Figure 4.2: Classifying English and Non-English calls

ensure that they matched the characteristics of the audio collected in the honeypot. Using

WebRTC VAD, we computed the amount of audio in each sample (Feature 2). To test the

model, we selected 10 English and 10 non-English calls from the honeypot data by manually

listening to the audio. We transcribed each audio sample using Google’s Speech-to-Text

phone call transcription model (US English, 8kHz sample rate, with automatic punctuation).

We computed the number of syllables from the audio transcripts 1.

We trained a ridge classifier from scikit-learn — a linear classifier — with 3-fold cross

validation and achieved a mean accuracy of 0.97. This indicates that our approach of using

audio duration and syllable count to classify English and non-English audio recordings

is effective. Figure 4.2 shows how English and non-English calls group together when

considering syllable count and audio length.

4.3 Semantic Analysis

The previous section explained how we obtained reliable English-language transcripts from

robocalls. In this section, we discuss how we apply NLP techniques to these transcripts

to extract semantic information about these calls. We begin by describing the process by

which we developed a comprehensive codebook of topics for robocalls. We then describe

how we automatically assign labels from this codebook to transcripts, and how we evaluate

our analysis. The section concludes with a discussion of how we extract “calls-to-action”

from transcripts.

1Syllables: https://pypi.org/project/syllables/
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4.3.1 Robocall Codebook

Before developing techniques to label robocalls, we undertook an effort to develop a code-

book of potential robocall topics as a guide for what labels would be useful to implement

in SnorCall. A robocall labeling codebook was essential for two reasons: (i) we needed a

systematic approach to categorize the transcripts by understanding the semantics of the

call content and (ii) a labeling codebook enabled us to manually label data, which was used

to evaluate our models.

The four authors collaboratively developed the codebook using deductive and induc-

tive approaches. The authors reviewed existing research on robocalls [112, 132, 130, 95],

public reports from regulatory agencies, and derived insights from professional experience

with working on robocall detection and mitigation. We found that the robocall categories

described in prior work were far from comprehensive given the vast variety of robocalls

observed by victims and phone users. Further, we found that none of the prior work con-

siders useful robocalls like district-wide school notifications and public safety robocalls.

For completeness and to simplify organization, we followed the structure of the latest

available North American Industry Classification System (NAICS) [84]. The NAICS is the

standard used by the US Economic Census to hierarchically classify both public and private

sectors of the US economy, so we can be assured that our codebook covers virtually any

economic activity. We refined the codebook iteratively by labeling multiple sample datasets

of robocall transcripts and by meeting regularly to discuss improvements to the codebook.

The final codebook consists of 7 top-level categories and 33 sub-categories, where some

sub-categories are further split into smaller categories. The codebook can be found in

Appendix .3.

4.3.2 Labeling Robocalls with Snorkel

The core of SnorCall is an automated robocall labeling pipeline using Snorkel [99], a semi-

supervised data labeling framework. With most predictive modeling, a large amount of

manually labelled data is required to achieve reasonable success. This data often comes at

great labor expense. By contrast, Snorkel relies on humans to define a number of simple,

lightweight labeling functions (LFs) to assign preliminary labels to otherwise unlabeled

data. The Snorkel framework is built on the assumption that the outputs from individual

labeling functions are noisy, imprecise, and possibly correlated. For certain inputs, labeling

functions can even return a label that is contrary to the label a human expert would assign
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to the input robocall transcript. The Snorkel framework expects that the individual accu-

racies of labeling functions are unknown and accounts for correlated labeling functions.

The decision to assign a specific label to the input robocall transcript is performed by a

label aggregation [100, 101] stage using a generative model within the Snorkel framework.

The implementation of this generative model, called LabelModel, is based on Ratner et

al.’s work [100] on aggregating the output from multiple weak supervision sources (labeling

functions). The LabelModel learns the accuracy of individual Labeling Functions, com-

putes weights for individual labeling functions based on training data, and assigns the

final label for individual data points in the prediction phase. We describe additional details

about LF development process in Section .2.1 and discuss the keyword extraction process

in Section .2.2.

Training the LabelModel: A small number of robocall transcripts annotated by human

experts were used to train the LabelModel. Before we developed a new Snorkel for a partic-

ular label, a robocall expert identified a set of keywords and phrases that were indicative of

a robocall belonging to that label/category. For example: for a Snorkel for POLITICAL label,

the keywords used were vote, election, campaign, trump, biden. Similarly, for

Social Security Snorkel, the keyword was social security. Using the keywords defined

for each Snorkel as a search phrase, we randomly sampled two equal sized sets of 300

robocall transcripts — (i) a positive set which contains the keywords and (ii) a negative set

which does not contain any of the keywords.

Our choice of training dataset size was based on the experiments and guidelines of the

authors ofLabelModel [100]and Snorkel [99]. In the foundational paper forLabelModel [100],

Ratner et al. showed significant performance on three different classification problems

with training datasets with only 200–350 samples.

A human expert manually reviewed each transcript to make sure that they belonged

to the appropriate set — positive or negative. If there was a conflict, the transcript was

discarded and the process was repeated to generate two equal sized positive and negative

sets. This process was repeated to develop a test dataset of at least 10% the size of the training

set for each Snorkel. This test dataset was used to iteratively improve the performance of

SnorCall during the training process, and not for Snorkel performance evaluation described

in Section 4.3.3.

Iterative Snorkel Development: We followed the guidelines set by the authors of the Snorkel

framework. We evaluated the performance of our labeling functions, iteratively fine tuned

them to maximize the performance of each Snorkel pipeline [122]. As part of this iterative

process, we studied three performance metrics for each Labeling Function: Coverage,
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Overlaps and Conflicts. Coverage is the fraction of training data points on which at least

one LF has returned a NON-ABSTAIN label. Overlap is the fraction of training data points

with more than one NON-ABSTAIN label. Among the overlapping data points, Conflict is

the fraction of training data points where the Labeling Functions disagree on. We followed

Snorkel development best practices to improve the coverage, and minimize conflicts and

overlap [122].

Labeling Robocall Transcripts: Robocall transcripts are labelled with one or more labels us-

ing a combination of labeling functions and the respective generative model (LabelModel).

Each robocall transcript passes through the set of Labeling Functions to compute the input

matrix. This input matrix is fed into the trained generative model. The LabelModel can

perform one of the following two options: (i) Assign a label: If the transcript is being pro-

cessed by a Snorkel pipeline that labels POLITICAL calls, and if the LabelModel predicts

that the input transcript is a political robocall, a POLITICAL label is assigned to it. (ii) ABSTAIN

or assign a negative label: If the political Snorkel pipeline cannot establish that the input is

a political robocall, it may chose to ABSTAIN from assigning a label or may assign a negative

label that indicates that the input is not POLITICAL. At the output phase, our framework

treats ABSTAIN output as a negative label.

Snorkel Implemented: For time and space reasons, we developed 5 Snorkels for this chap-

ter using the techniques listed above. We chose a selection of topics to explore abuse topics

from prior work (Social Security and Tech Support Scam calls), explore the effects of elec-

tion robocalling (Political calls), and topics that may or may not indicate fraud or abuse

(Financial and Business Listing calls).

4.3.3 Ground Truth and SnorCall Evaluation

We ensured that the ground truth dataset used to evaluate SnorCall contains robocall

samples from a wide range of robocall categories. We sampled 300 transcripts after grouping

similar transcripts together based on word similarity. Even though the ground truth dataset

consists of 300 transcripts, they collectively represent 2,490 individual robocalls, since each

transcript represents a robocalling campaign uncovered using the Audio Clustering pipeline

from Section 4.2.2. This approach captured a broad spectrum of robocalls from different

categories in the ground truth data, while being conscious about the time-consuming

task of manually labeling each robocall. Three authors independently labeled these 300

transcripts and resolved conflicts by discussing with each other.

To manage and label transcripts, we used NVivo, an application designed to help re-
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Table 4.1: Snorkel Evaluation Results on Ground Truth Data

Snorkel PrecisionRecall Accuracy

Social Security 1.00 1.00 1.00

Tech Support 0.72 0.87 0.98

Financial 0.73 0.71 0.90

Political 0.70 0.78 0.95

Business List-
ing

0.64 1.00 0.98

searchers label data. We labeled multiple rounds of sample datasets to become accustomed

to the labeling environment, the codebook, and the overall labeling process. Each author

used the codebook discussed in Section 4.3.1 and assigned one or more appropriate leaf

nodes from the codebook. Depending on the SnorCall type, a parent level node was used to

aggregate all the transcripts present under that parent node. Using this process, a ground

truth data set for Social Security, Political, Financial, Tech Support and Business Listing was

developed. We process the 300 transcripts using all five SnorCall models and provide the

evaluation results in Table 4.1. The Social Security SnorCall had a 100% accuracy, since it

was able to correctly identify the 7 Social Security robocalls in the ground truth data while

correctly recognizing the remaining 293 as non-Social Security robocalls. In Section 4.5, we

discuss how SnorCall’s system performance impacts our results.

SnorCall Debugger: In a landscape where robocallers adopt new strategies based on societal

events, SnorCall models will need to be re-trained to account for concept drifts [140]. Like

most classifiers, SnorCall models have a tradeoff between precision and recall. As shown in

Figure 4.1, SnorCall includes a debugger module that enables domain-experts to address

these concerns. It highlights the named entities recognized in a transcript, extracts the

internal training weights and votes (positive, negative, or abstain) of individual LFs during

inference, and provides the probability value for the final label assignment. During the

iterative training and prediction phase, this information is used to inspect False Positives

and False Negatives, explain the final label assignments in terms of individual LFs, update

LFs, or retrain SnorCall models when appropriate. A sample output from the debugger

module is shown in Figure 1.

Challenges of working with robocall data: Unlike processing coherent text documents

using NLP techniques, analyzing raw audio collected over the phone network poses a

distinct set of challenges. Real-world audio recordings are prone to noise and data loss
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(packet loss, jitter, and delay). We methodically developed multiple pre-processing stages in

our pipeline (silence detection, audio de-duplication, and language detection) to improve

our data quality for downstream analysis. Despite these efforts, some transcripts contain

mismatched capitalization, incoherent punctuation, grammatical and other minor errors.

We observed sub-par performance for specific NLP tasks (e.g. NER) while processing noisy

transcripts. This was not surprising because NLP models are often pre-trained on coherent

text, and robocall transcripts are inherently noisy due to the lossy nature of the phone

network.

4.3.4 Call-to-Action in Robocalls

Robocall originators intend to invoke one or more actions from call recipients [130, 112].

Some example actions include “. . .pressing one to talk to an agent”, “. . .call us at . . .”,

“. . . donate now to our campaign” etc. In this work, we refer to such action verbs as call-to-

action verbs. The benefit from studying the call-to-action within a robocall is that we can

provide insights on how robocallers intend to interact with the call recipients.

We extract call-to-action verbs from robocall transcripts by applying state-of-the-art

task extraction techniques from the NLP literature. We process transcripts using Lin [38] a

domain-independent task extraction framework. Lin extracts tasks by identifying the main

verb in a sentence using syntactic (dependency parsing and linguistic rules) and semantic

features of the sentence. We used Lin because it performs well on unknown domains [38],

outperforms baseline techniques on task extraction and could be tailored 2 to our use-case.

We found that 81.52% (20,549) of all campaigns had at least one task. Each task is repre-

sented as a tuple of verb phrase and an object, eg. “(press, one), (visit, us)”. Lin successfully

extracted 3,231 such (verb, object) tuples with 669 unique verbs. However, some of these

tuples identified by Lin are not necessarily a valid call-to-action or instruction to the call

recipient in the context of a robocall, eg. (‘forget’, ‘everything’). We group tasks based on the

verb and manually review the tasks. During manual analysis, we identify the (verb, object)

tuples that can be used during a conversation between a caller and the call recipient to

indicate a call-to-action. By following this manual process of validating the (verb, object)

usage, we identified 131 unique verbs that indicate a call-to-action within a robocall. 72.79%

(18,348) campaigns used one of the 131 verbs as a call-to-action.

2Lin: Task extraction https://github.com/Parth27/Lin
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4.4 Results

4.4.1 Data Characterization

Call Volume and Dates: Our 23 month study started on Jan 1st 2020 and ended on Nov 30th

2021. Over this duration, the honeypot answered 1,355,672 calls across 5,949 phone num-

bers. Throughout the data collection process, the honeypot had an approximate downtime

of less than 10 days for infrastructure maintenance and unexpected power outages.

Audio Clustering: After performing silence detection pre-processing, 371,045 (27.37%)

calls contained sufficient audio information for further analysis. The Audio Clustering

stage described in Section 4.2.2 uncovered 26,791 monthly campaigns consisting of 232,723

(17.17%) calls in total, with an average of about 1,165 campaigns each month. A monthly

campaign seen in the honeypot contained 8.69 calls on average. During each month, the

honeypot observed campaigns with hundreds of calls with some campaigns containing

thousands of calls. These outlier campaigns reinforce that robocalling operations reuse

audio recordings or use largely similar audio recordings to generate bulk calls over long

periods of operation. Further, these outlier campaigns demonstrate the effectiveness of

the Audio Clustering stage in Figure 4.1 to reliably uncover large groups of similar audio

recordings consistently.

Audio and Silence Duration within Robocalls: The preprocessing and audio cluster-

ing stages collectively uncovered robocalling campaigns with dense audio. Each English

campaign consisted of calls that were on average 32.19 seconds long. About 68.72% of

the call contained audio, with the rest being silence. The significant percentage of silence

within robocalls can be attributed to the call originator waiting for the user to perform

an action or respond to the audio prompt. This finding demonstrates the importance of

trimming silence from the leading and the trailing ends of a robocall recording collected in

the honeypot. Trimming silence substantially reduced the transcription cost.

Transcription Statistics: We transcribed 26,791 representative calls into text — each call

representing a campaign. The average length of a transcript was 64.41 words. An average

call duration of 32.19 seconds indicates that the caller generally engages in a conversational

rate of speaking at about 2 English words per second [86].

Language Detection: The Language Detection stage described in Section 4.2.3 un-

covered 25,206 (94.08%) English campaigns and 1,585 (5.92%) Non-English campaigns

over our study period. The English campaigns consisted of 226,488 calls (97.32%) and the

Non-English campaigns consisted of 6,235 calls (2.68%). Even though the number of Non-

50



Figure 4.3: Hundreds of Non-English campaigns were active throughout the study period

English campaigns are multiple orders of magnitude lower than English campaigns, the

perennial characteristics of Non-English campaigns observed in Figure 4.3 are noteworthy.

Spanish and Mandarin robocalls constantly attempt to target the non-English speaking

populations [95] in North America.

4.4.2 Individual Label Analysis

This section describes our findings from each robocall category analyzed by SnorCall.

Social Security Robocalls

Finding 25: SnorCall uncovered 1,304 (5.17%) Social Security campaigns consisting of 8,292

(3.66%) calls in total during the study period. These scams impersonate the Social Security

Administration, a federal government agency, and threaten call recipients with dire con-

sequences in an attempt to steal sensitive information like their Social Security Number.

The following sample transcript from one of the social security campaign demonstrates

persuasion tactics of fabricated threats and a false sense of urgency, which are frequently

reported by victims [36].

This call is regarding to your social security number. We found some fraudulent

activities under your name and arrest warrant has been issued and your Social

Security would be suspended soon. Please press one to talk with officer right

away. I repeat, please press one to talk with officer right away. Thank you.

In each of the 1,304 campaigns, the caller impersonated the Social Security Administra-

tion using at least one of the numerous variations of the term “Social Security Department”.

Some example variations were: “The Department of Social Security”, “Social Security Ad-

ministration”, “SSA Department”, etc. Through SnorCall’s ability to identify named entities,
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Figure 4.4: Calls impersonating the Social Security Administration were impacted by
worldwide COVID-19 lockdowns and reduced substantially during the Christmas and New
Year’s break in 2021

we automatically identified multiple variations, and correctly labeled these references as

organizational names.

Finding 26: Social Security scams have moved to targeting Social Security Disability. The

robustness of SnorCall helped us uncover a lesser known type of Social Security scam

targeting the vulnerable population that seeks Social Security benefits. We observed two

broad variants of Social Security scam calls operating over multiple months. The first type

was the well-known scam where the impersonator threatens the target and persuades them

to reveal their SSN using a false sense of authority and scarcity [36]. However, SnorCall

uncovered a new variant of Social Security scam calls where the callers were impersonating

Social Security disability advisors. These calls seem well-intended and non-intimidating.

The caller establishes a sense of prior commitment to persuade the target to respond using

a false sense of authority [36]. Consider the following transcript:

Hello, my name is Audrey and I’m a social security disability advisor with na-

tional disability on a recorded line. And my call back number is XXX-XXX-XXXX.

Now I show here that you recently inquired about your eligibility for Social

Security disability benefits. Can you hear me? Okay?

This variant of the Social Security scam call is not well-known [36], with limited online

public awareness information [117]. This lesser known variant comprised of 515 campaigns

with a total of 3,498 calls. The more popular type of scam calls impersonating the Social

Security Administration consisted of 789 campaigns with a total of 4,794 calls, as shown in

Figure 4.4.
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Finding 27: The operational characteristics of Social Security scam calls changed substan-

tially during the onset of the COVID-19 pandemic. As many countries started imposing local

restrictions and lockdowns due to the COVID-19 pandemic, there was a substantial decline

in the number of Social Security scam calls in the honeypot, as seen in Figure 4.4. Even

though we do not have evidence to explain why we observed a substantial decline in Social

Security scam calls during the COVID-19 lockdowns, anecdotal evidence from the Scam

baiting community [25] suggests that some of the Social Security scammers were operating

from dedicated work locations. Since most COVID-19 related restrictions prohibited people

from commuting to work and to other places outside their homes, the lockdowns directly

affected business operations that required people to work from offices and other designated

locations. We speculate that this drastic decline in the call volume indicates that Social

Security scam operations were disrupted by lockdowns, and were operating from dedicated

work locations with office-like infrastructure.

Finding 28: Social Security scams mention other government entities while impersonating

the Social Security Administartion in an attempt to increase the credibility of the caller. We

found references to the US Treasury (20 campaigns, 73 calls), the Federal Bureau of Investi-

gation (FBI) (11 campaigns, 57 calls), the Drug Enforcement Agency (DEA) (3 campaigns,

6 calls), and the Federal Trade Commission (FTC) (1 campaign, 5 calls). Many of these

campaigns were operating over multiple months. This finding supports prior research [36]

in which victims of Social Security scam reported that scammers bolstered their credibility

by falsely claiming the involvement of additional federal agencies like the FBI, DEA, DoJ

(Department of Justice), etc. When victims questioned the legitimacy of the call from Social

Security, scammers often initiated an additional call or a three-way conference call, falsely

demonstrating the involvement of these additional federal agencies [36]. Overall, SnorCall’s

capability to identify numerous Named Entities helped us glean deeper insights into the

operational strategies of Social Security scam calls and other calls.

From us Drug Enforcement Administration the reason of this call to suspend

your social insurance number on an immediate basis as we have received

suspicious Trails of information with your social security number the moment

you receive this message. You need to get back to us to avoid legal consequences

on XXX-XXX-XXXX. I repeat XXX-XXX-XXXX. Thank you.

This call is from legal Department of Social Security Administration. The pur-

pose of this call is regarding an enforcement action, which has been executed

by the US Treasury against your social security number ignoring. This would
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be an intentional attempt to avoid initial appearance before the Magistrate

Judge or exempt jury for federal criminal offense. If you wish to speak to social

security officer now, please press one. Thank you.

Is to inform you that Social Security Administration is suspending your social se-

curity number because of the criminal activities and money laundering frauds

done by you the investigation team of our department and the FBI are investi-

gating more about this case File. We are trying to reach you for the last time to

verify about such activities just in case we will not hear back from Thursday will

be considered as an intentional fraud and the lawsuit will be file under your

name in order to get more information and talk to the social security officer.

Kindly, press one. I repeat, press one to connect your call to social security

officer. Thank you.

Finding 29: Lack of direct references to money or a dollar amount in Social Security scam

calls indicate that the initial robocall is the beginning of an elaborate sequence of events

to engage the target. Among 1,304 campaigns, only 7 campaigns had a direct reference to

money through a monetary value. Absence of direct mention of a dollar amount indicates

that Social Security scams attempt to scare the victims by threatening them with arrests

or other dire consequences [36]. As reported by victims of Social Security scams [36], once

the target engages with the caller, the perpetrators employ social engineering tactics and

elaborate deception techniques to deceive their target and cause them financial harm.

Tech Support Robocalls

Technical Support scams or Tech Support scams are a class of fraudulent operations in

which a malicious entity impersonates a technical expert from a well-known technology

company and defrauds the victim with the intent of causing financial harm. Such scams

are prevalent across platforms (social media platforms like Twitter, YouTube, Snapchat,

etc., email and the telephone network). Social media platforms with dedicated content

moderation teams regularly monitor such content and remove them. However, telecom

companies find it challenging to monitor and take timely action to block such operations

when they operate over the phone network.

Finding 30: SnorCall uncovered 2,696 (10.70%) tech support campaigns consisting of 8,402

(3.71%) calls. While much of the consumer awareness and popular media on robocalls has
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focused on auto warranty, Social Security, and IRS scams, tech support scams remain a less-

known but still formidable threat to citizens. SnorCall isolated such robocalls and enabled

us to study a wide variety of fraudulent behavior employed by tech support scammers.

Prior work [79] suggests that a common strategy among tech support scams is to imper-

sonate well-known consumer technology companies. Such scams also reference products

(Figure 4.5) or services (Figure 4.6) that are associated with that consumer technology

company to capture their target’s attention. Using SnorCall, we were able to extract the

Named Entities of products and organizations, study the behavior of tech support robocalls

and analyze how such calls impersonate technology companies and reference popular

products.

Figure 4.5: Apple products were frequently referenced in tech support robocalls, along
with other online services

Figure 4.6: Tech Support robocalls reference well-known consumer-facing tech companies
and less common companies like phone carriers

Finding 31: We found that tech support scammers impersonate a wide range of consumer
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technology and services companies. Prior work by Miramirkhani et al. [79] extensively ana-

lyzed tech support scams focussing on Microsoft Windows computers and other Windows

utilities. We find that the volume of Amazon tech support scam calls are multiple orders

of magnitude greater than well-known Windows tech support scams. Such changes in

impersonation strategies is a crucial indicator on how tech support scammers adapt over

time. Figure 4.6 shows the distribution of top 16 companies referenced by tech support

scam calls with the largest being Amazon (1,477 campaigns, 7,046 calls). Consider these

example transcripts:

John from Amazon customer service. My employer ID is AMC, 2516, and I’m

calling you about your Amazon Prime account. I wanted to inform you that your

Amazon Prime account is being compromised, as long as an order for an iPhone

10 worth $549. For which the card attached to your Amazon account is being

charged. We have placed, hold on it. As that order seems to be fraudulent. So

please call us on this toll free number XXX-XXXX. I repeat one XXX-XXX-XXXX

to talk to an Amazon fraud department executive. Thank you.

Purchase from Amazon shopping. This call is to inform you that your purchase

for Apple MacBook Pro and apple airpods will be delivered by tomorrow evening

and $1,537.35 Home in debited from your account for this purchase. If you

authorize this charge then no action required, and if you did not authorize

this charge, then press one to connect to Amazon customer representative for

cancellation charge.

Dear Verizon Wireless Customer your account has been suspended for verifi-

cation to reactivate your account. Please press one to speak with a customer

service representative, please press two.

Three variations of the Amazon tech support calls stood out to us — (i) call originators

claiming to represent Amazon’s fraud department citing a discrepancy on the victim’s

Amazon account, (ii) call originators warning the victim about automated renewal of their

Amazon Prime membership and offered assistance to remediate the charges, and (iii) call

originators claiming to be an Amazon associate warning the user about a product order

(Apple iPhone, MacBook, etc). Interestingly, there were also numerous calls impersonating

wireless cellular carriers — AT&T (38 campaigns, 301 calls), T-Mobile (2 campaigns, 6 calls),

and Verizon (6 campaigns, 14 calls).
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Dear coinbase. Customer your coinbase account, temporarily disabled indicates

that your account currently has a restriction, potentially related to a security

concern. This restriction requires a coinbase Security review to be removed.

This restriction, may be applied for several reasons. Our security team suspected

that your account was being targeted by a malicious user. Please. Press one to

contact customer support for recover, your Bitcoin, please press one for recover

your Bitcoin.

Finding 32: We uncovered 3 campaigns consisting of a total of 6 calls where the caller claimed

to represent Coinbase customer support. These calls impersonated Coinbase support agents

claiming that the call recipient’s account was locked. As seen in the sample transcript

above, the caller urged the call recipient to press a number on their keypad to receive

assistance in recovering the locked Bitcoin. With the growing popularity and adoption of

mobile cryptocurrency wallets and exchange platforms, impersonating cryptocurrency

platforms is a lucrative strategy for tech support scammers. To achieve high success-rate

for cryptocurrency scams, robocallers would have to specifically target the phone numbers

of cryptocurrency wallet users. However, by designing scams based on popular services

like Amazon or well-known products like Windows or MacBook computers, tech support

scammers can target a much larger population [57] by indiscriminately calling random

phone numbers.

Among tech support scam campaigns, we encountered certain campaigns offering

Search Engine Optimization (SEO) services for Google search results [47]. Even though such

SEO calls impersonate Google and offer technical assistance for website hosting, these calls

specifically target small businesses and not individuals. Therefore, we exclude SEO related

calls while analyzing impersonation of consumer technology companies.

As seen in examples of tech support transcripts in Section 29, the impersonators men-

tion the dollar value of products or services being offered as part of the scam. For example,

the requested value may refer to the approximate cost of phones, laptops, anti-virus sub-

scription services, gift cards, etc. In some cases, the scam is intentionally vague. They

describe a flagged transaction and an associated dollar value without referencing a specific

product or a service.

Finding 33: The median amount requested in a tech support call is about $400. Using

SnorCall, we extracted all references to Money as a named entity. We discarded non-numeric

reference to a dollar value, for example “a couple of hundred dollars”, “at least a few hundreds

dollars”, etc. On studying the distribution of the filtered dollar values, we encountered
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outliers which seemed unreasonable. We manually listened to the audio recordings of

such robocalls and found that some tech support campaigns were using poor quality Text-

to-Speech systems to state the dollar value. The poor quality pronunciation resulted in

transcription errors, and in-turn skewed the distribution of dollar values mentioned in the

call. We identified $1,539 as the maximum threshold value by manually listening to calls

in the descending order of the dollar amount and discard all values beyond $1,539. After

preprocessing and discarding outliers, we found that the median return on conversion

value for tech support scam calls is $399.99 and the mean is $513.18.

Finding 34: Online consumer-facing services are common victims of tech support scams.

Traditional computer hardware, browsers and operating systems have been a common

choice for tech support scams. However, as shown in Figure 4.5, we also observed names

of online services, smartphones, smart devices, smart watches, and gaming platforms

being used to entice victims into engaging with the caller. Consumers of such products and

services are susceptible to falling victim to scams and often sustain substantial financial

loss. These consequences tarnish the brand value of the organization being impersonated.

SnorCall enables consumer-facing services to actively monitor their brand names and warn

their customers to mitigate the impact of such impersonation scams.

Political Robocalls

Finding 35: We identified 1,226 (4.86%) political robocall campaigns consisting of 11,727

(5.18%) calls during our study period. Using robocalls to communicate with the public is a

common and legal strategy employed by political candidates and political organizations.

The prevalence of political robocalls in the honeypot indicates that robocalls continue to

be a common means of disseminating political information in the United States. A few

types of political calls among the campaigns uncovered by SnorCall were those that urged

voters to cast their votes to a specific candidate or a political party at the federal, state

or local elections, calls seeking donations or other forms of support, and surveys calls

to understand how their constituents would vote. Our data collection overlaps with the

2020 United States presidential election, which helped us glean insights into the political

robocalling landscape towards the election day and beyond.

Finding 36: Eight large campaigns misrepresented political events to drive sales or informa-

tion theft. The temporal distribution of call volume of political calls seen in the honeypot

indicated a substantial increase in political calls from August to November of 2021, as seen

in Figure 4.7. We studied the largest campaigns during these months and identified the
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Figure 4.7: Large robocalling campaigns misrepresented political events from August to
November 2021

outlier campaigns responsible for the rise in call volume between August and November

of 2021. Eight outlier campaigns containing a total of 3,491 calls with 436 calls on average

within each campaign were responsible for the drastic rise in political calls between August

and November of 2021 in the honeypot. These campaigns were labeled as both POLITI-

CAL and FINANCIAL, showing how SnorCall can provide multifaceted perspectives on call

transcripts.

Through manual analysis of the transcripts, we discovered that the call scripts were

misrepresenting political current events to encourage participation in loan or warranty

schemes. Several campaigns claimed to represent a non-existent “Economic Impact Stu-

dent Loan Forgiveness Program recently put into effect by the Biden Administration” and

encouraged callers to enroll. While proposals for student loan forgiveness were being pub-

licly discussed at the time, no such program was established during the campaign’s activity.

Given that the claimed program did not exist, it is unclear if victims will be offered loan

products or if their personal information will simply be stolen. Another campaign using

a similar script replaced loan forgiveness with references to “the Biden administration’s

infrastructure bill” that the caller fraudulently claimed provided subsidies for auto war-

ranties that the caller was offering. Beyond demonstrating the flexibility of SnorCall, these

findings also demonstrate that campaigns can adapt to current events.

Finding 37: The volume of political calls gradually increased and reached its highest volume

towards the 2020 Presidential Election day (3rd November 2020) followed by a steep decline.

We expect political parties and candidates to maximize their voter outreach efforts as they

approach the election day. This includes reaching out to voters via robocalls. As highlighted

in Figure 4.8, political campaigns identified by SnorCall captures the increase in the volume
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Figure 4.8: Political calls to the honeypot increased substantially towards the 2020 US
Election Day and dropped drastically after the Election Day

of political robocalls as we approach the election day, and the steep decline that follows.

While these results may have been expected, SnorCall is able to quantify the phenomenon.

Challenges in Performing Partisan Analysis: We did not perform a partisan analysis of

political calls observed in the honeypot, i.e. attempt to classify political calls into either

Democratic, Republican or Independent. We note that the amount of semantic context

embedded within political calls to determine the political orientation cannot be extracted

with high confidence automatically, using NLP techniques. We observed that political calls

regularly reference their opponents during the call, which makes it even more challenging

to accurately perform a partisan analysis.

99% of all names of people referenced in political calls were the names of current or

past politicians. Intuitively, a political robocall would reference people with a political

background. We compared the list of unique references to a person’s name in political

robocalls against a publicly maintained list of political names. This regularly updated

list 3 contains the names of current and past members of the U.S. Congress, congressional

committees, current committee members, current and past presidents and vice-presidents

of the United States using a fuzzy matching approach. With 99% of all names extracted

from political robocalls matching a name in this list of political names, we have additional

confidence that SnorCall was able to accurately identify political calls and extract people’s

names effectively.

3https://github.com/unitedstates/congress-legislators
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Business Listing Robocalls

Finding 38: We identified 1,260 (4.99%) business listing campaigns consisting of 24,316

(10.74%) calls. Business listing calls target small and medium business owners. These calls

offer online marketing or search engine optimization (SEO) on platforms like Google, Bing,

Amazon Alexa network etc. They take advantage of the fact that small business owners are

often not aware of online marketing and SEO techniques. Often, such claims of influencing

the search results and business listing on online platforms are not legitimate [47]. Consider

the following transcripts:

Our records show that you have not updated your free Google Business listing,

press one now to verify and update your Google listing, press 9 to be removed

from the list again, press 1 to verify and update your Google listing.

In Florida. I’m reaching out to you today because your company is not registered

with Amazon Alexa’s voice system Amazon currently has customers looking

for your type of services in your area Amazon Alexa am currently in over 100

million households and is still growing, please, press one to see if your business

qualifies. You can start receiving these clients immediately again, please press

one to speak with our business support agents now, if you are not interested,

please press two.

Financial Robocalls

Finding 39: SnorCall uncovered 4,638 (18.40%) Financial robocalling campaigns consisting

of 57,839 (25.54%) calls. These campaigns were operational throughout our study period.

Interestingly, we observed multiple large outlier campaigns in the months of January and

February of 2020. Each campaign contained hundreds of calls offering student loan for-

giveness. However, these student loan robocalls to the honeypot substantially reduced

in volume over the next few months. The average call volume of financial calls remained

stationary after the initial decline in the student loan forgiveness robocalls.

We observed financial robocall campaigns that advertise work/earn from home schemes,

often with the promise that a large sum of money could be earned in a short amount of

time. As seen in the example transcript below, the caller uses social proof and likeness as

persuasion tactics to engage with the targets. Such offers were particularly enticing for
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people who were transitioning from an in-person job to a remote job due to the COVID-19

pandemic.

Please stop what you’re doing and listen to this short message because it could

truly make a difference in your financial situation in record time or cash flow

system has grown steadily for over eight years, but now due to the current re-

strictions. Our business is exploded and because of this unprecedented growth.

We have more people now than ever bringing in $10,000 or more every 10 to 14

days using are done for you system. Listen during these trying times working

from home has now become a necessity instead of just a desire. So press three

months right now. If you want to find out exactly how to put $10,000 or more in

your pocket every ten to fourteen days. I guarantee you’ve never seen anything

like this up until now, so, press three right now. I get all the details or press nine

and you will never hear from us again.

Anecdotally, fraudulent financial robocalls impersonate well-known banks, credit unions

and credit bureaus. Similar to tech support calls in Section 29 which impersonate tech-

nology companies, fraudulent financial calls claim to represent banks or other financial

institutions to deceive people.

Finding 40: Fraudulent financial robocalls impersonate banks, credit card vendors and

federal agencies in the United States. SnorCall identified multiple organizations referenced

within financial robocalls, as shown in Figure 4.9. Since the category of financial calls is

quite broad, it was not surprising to uncover a long list of organizations being referenced.

Unsolicited calls claiming to represent well-known banks are seldom legitimate. We man-

ually reviewed the list of organizations referenced within financial calls, and identified

well-known banks and other financial organizations. We found that credit card vendors —

Mastercard, Visa and Discover — were the most frequently referenced financial organiza-

tions.

Finding 41: “Tax relief” companies use robocalls to advertise their services to taxpayers in

distress. We manually examined transcripts referencing the IRS, as shown in Figure 4.9.

These calls advertized services which claim to eliminate tax debts, stop back-tax collection

and offered solutions to reduce tax payments [48]. Historically, public radio stations and

television channels have been popular mediums to advertise such offerings. SnorCall

enabled us to study robocalls as a medium to advertise potentially dubious services to tax

payers.
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Figure 4.9: Financial robocalls reference well-known banks, payment platforms, credit
card vendors and the IRS

Figure 4.10: Instructing call recipients to press a digit is the most common call-to-action
among 4 out of the 5 categories

4.4.3 Comparing Calls-to-Action

Most robocalls contact callers with the intention of invoking an action or a response. We refer

to such actions as call-to-action verbs and extract them using our approach described in

Section 4.3.4. From Figure 4.10, we find that two common calls-to-action used by robocallers

across all categories we have analyzed are “call” and “press”. Both actions indicate that

the caller expects the target to engage with the call originator based on the information

conveyed within the call. The calls-to-action in political calls — “elect” and “vote” — capture

the caller’s intent to engage with their constituents.
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4.4.4 Callback Number Extraction

In this section, we describe the callback number extraction and validation process, and

characterize the callback numbers embedded within the robocall audio recordings. A

callback number is a phone number that a robocaller shares with the recipient after the

call is answered. Callback numbers are embedded within the call audio and in-turn can be

extracted from audio transcripts. Through these callback numbers, the robocaller attempts

to prompt the target to initiate a phone call and potentially speak with a live representative

for the robocalling campaign, as seen in example transcripts in Section 4.4.2.

Our callback number extraction process has an accuracy of 100%. Google’s Speech-To-

Text service recognizes spoken phone numbers and converts them to a NANP structure

(i.e., NPA-NXX-XXXX) during transcription. To extract these numbers from transcripts, we

use a set of regex rules to identify NANP phone number structures with the library called

libphonenumber 4 to validate the number structures. We validated our callback number

extraction process by randomly sampling 50 transcripts that were flagged by our extraction

process to contain a callback number and 50 transcripts that did not contain a callback

number. We manually reviewed the raw transcripts and compared it to the corresponding

callback number extracted. We confirmed that all callback numbers were either properly

extracted from the transcript when present or not extracted when not present.

Finding 42: About 45% calls contained a callback number. Substantial presence of callback

numbers within call transcripts indicate that callback numbers are a popular engagement

strategy among robocallers. Unlike asking users to press a number on their keypad after

answering the call, providing a callback number is an effective engagement strategy in

situations where the user does not answer the call and redirects it to voicemail. It is in the

interest of the call originator to own the callback phone number and embed an active (in-

service) number within the call audio so that the recipients call back and potentially speak

with a live representative. Therefore, callback numbers are directly linked to the actual

account holder of the robocalling campaign. About 84% of the time, callback numbers were

mentioned only once during the call, and were observed in the last 10% of the message.

Finding 43: 17% calls used callback numbers as the only engagement strategy to interact

with the call recipient. These calls did not contain any other call-to-action described in

Section 4.3.4. Among other calls with at least one call-to-action, the most common call-

to-action used to engage the caller was by asking users to “press” or “dial” a digit on their

phone. Engaging the call recipients through a key press or urging them to call back using the

4https://github.com/daviddrysdale/python-phonenumbers
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callback number embedded within the audio allows robocallers to operate independently

of the asserted caller ID. If a downstream service provider starts blocking calls based on the

asserted caller ID of the campaign, robocallers can change the caller ID or spoof a different

caller ID. With minimal effort, they can resume their operation by reusing the same audio

recording.

Finding 44: Callback numbers rarely matched the asserted caller ID. Among the calls with

a callback number, only 4.23% of them matched the respective asserted caller ID. While

legitimate reasons may exist for using different caller ID and callback numbers, it can be

cause for concern. 59% of callback numbers were toll-free, allowing the recipient to call

with no charge. The owners of toll-free numbers incur the cost for such calls. We speculate

that legitimate campaigns are willing to take the cost burden away from the caller, while

potentially malicious robocallers are willing to incur the cost of owning toll-free numbers

to pose as legitimate entities.

Finding 45: Different robocalling campaigns are sharing infrastructure. We observed 3225

unique callback numbers from English transcripts. Compared with the number of cam-

paigns identified, the fewer unique callback numbers indicate shared infrastructure across

various campaigns. To identify shared infrastructure, we compared the unique callback

numbers across campaigns. 881 callback numbers were used in more than one campaign,

and 2344 callback numbers were used in only one campaign. For example, we saw one

robocalling campaign selling health insurance and another contacting about a car’s ex-

tended warranty; both campaigns used the same callback number. These shared callback

numbers across multiple campaigns may indicate shared infrastructure being used to

operate multiple robocalling campaigns.

Finding 46: Callback numbers tend to be short-lived, with a median lifespan of 8 days.

Callback number lifespan represents the length of time the same callback number has

appeared across campaigns. The short lifespan of callback numbers implies that they have

a short shelf life. Investigative leads originating from the threat intelligence gathered using

callback numbers should be acted upon swiftly.

4.5 Discussion and Future Work

We discuss how SnorCall enables stakeholders to combat illegal robocalls, describe how

SnorCall’s system performance affects our results, and highlight directions for future work.
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• SnorCall can automatically analyze thousands of robocalls, allowing investigators and

regulators to focus on more detailed analyses. Investigators currently rely on man-

ual analysis, where they listen to thousands of robocall recordings [4] collected via

honeypots, through subpoenas or from other sources. SnorCall serves as an investiga-

tive tool to process evidence about fraudulent robocalling operations. Government

agencies and consumer-facing companies that are frequent targets of impersonation

scams (Findings 2, 4, 7 and 8) can monitor variants of well-known scams. Government

agencies like the Social Security Administration (SSA) can use SnorCall to proactively

uncover lesser-known variations of impersonation scams (like the disability scam

described in Finding 2). SSA can warn Social Security disability beneficiaries about

such emerging threats through consumer awareness initiatives.

• SnorCall empowers regulators and enforcement agencies to proactively uncover

malicious robocalls and prioritize the takedown of egregious robocalling operations.

Currently, these entities depend on reports from victims to investigate the source of

illegal robocalls. The investigative task of tracing a phone call to its source is called

traceback [46, 13]. Tracebacks are time-intensive manual processes spanning days or

weeks, often involving coordination between fraud detection teams across multiple

carriers. Investigators can prioritize tracebacks for the more egregious scams (Social

Security, IRS) over deceptive marketing calls (car warranty, business listing). Timely

detection and prioritized resource allocation may minimize harm to the public.

• Carriers can use SnorCall to monitor active malicious robocalls targeting their sub-

scribers. They can proactively engage the respective upstream carrier responsible for

the malicious traffic. Carriers can also develop temporary containment strategies to

block calls originating from caller-IDs that are part of the malicious campaign.

• SnorCall’s callback number extraction capability, as described in Section 4.4.4, allows

investigators to track down the entity responsible for originating illegal robocalls

(Findings 18, 19, 21 and 20). Investigators can identify the organization/individual

who owns the callback numbers through number ownership databases and subpoe-

nas. They can take legal action against the call originator [4] and the carrier harboring

such entities [12].

Impact of SnorCall’s performance on our results: We ensure that any conclusions we draw

are based only on accurate classification. While reporting our findings in Section 4.4.2,

multiple authors manually reviewed the corresponding transcripts to ensure that the raw
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transcripts supported our claims. We manually verified the variants of Social Security cam-

paigns (Findings 2, 4, 5), confirmed that tech-support calls were impersonating consumer

technology companies (Findings 7, 8, 10), reviewed potentially dubious references to banks

and the IRS (Findings 16, 17), and manually reviewed the campaigns misrepresenting politi-

cal events (Finding 12). We also listened to the raw audio to substantiate our claim (Finding

9) when we were not satisfied with the transcripts.

Future Work: We intend to further study the use of semantic triage to assist in tracebacks.

Studying SnorCall’s deployment in an active investigative setting (e.g. provider’s fraud team)

could lead to valuable insights on the evolution of robocalling operations. Lessons learnt

from such studies can help us develop heuristics to detect malicious campaigns in the early

stages of its lifecycle. Understanding how non-experts use SnorCall can help us develop a

user-friendly interface for SnorCall.

4.6 Conclusion

In this work, we have seen how SnorCall can accurately extract semantic content from robo-

call audio, and how that information can inform operators, regulators, law enforcement,

researchers, and the general public about robocall operations. While many of the findings

were interesting in their own right, some of them — such as the call back analysis — may

become essential tools in combatting illegal bulk calling.
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CHAPTER

5

CHARACTERIZING ROBOCALLS WITH

MULTIPLE VANTAGE POINTS

This chapter presents a multi-vantage point assessment of the robocalling ecosystem by

collecting data from several independently-operated vantage points. Section 5.1 highlights

the methodological contributions and novel findings presented in this chapter. Section 5.2

describes the audio-transformer based campaign detection technique and compares its

performance against audio fingerprinting based techniques. Section 5.3 describes the

data sources used in this chapter and the challenges of comparing disparate data sources.

Section 5.4 presents our findings from analyzing robocall audio data, call metadata and

call authentication information across multiple vantage points. Section 5.5 discusses the

implications of our findings and suggests recommendations for stakeholders to combat

illegal robocalls.
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5.1 Introduction

Robocalls have devastated consumer trust in the telephone network in the United States,

and the problem is growing in other countries. Some estimates have claimed that as many

as half of all calls are unwanted spam or fraud [9]. While many consumers simply do not

answer calls from unknown numbers, those who do often hear misleading sales offers or

impersonations of government agencies or well-known brands attempting to shake down

their victims. These calls are effective and extract millions of dollars each year from victims.

The onslaught of fraud and abuse has made countering robocalls a major public policy

issue in the United States. Presidential administrations, FCC and FTC Commissioners,

and state attorneys general are among those who have made phone spam a key issue in

their platforms. The attention has led to new laws like the TRACED Act [44] and a swath of

changes to regulations by the FCC and FTC. These regulations have expanded the definition

of illegal calls and allowed or mandated that carriers implement technical measures to

reduce or prevent illegal calls. Consumer providers have also responded by engaging and

advertising their spam-call labeling services. Researchers, motivated by personal frustration

and public need, have also expended significant energy to develop tools and techniques to

characterize and counter spam calls.

With the substantial public and private investment in combatting the problem comes a

need to assess our progress and re-evaluate what we believe we know about illegal calling.

Industry sources publish regular reports on call trends, but using proprietary and opaque

methodologies. For example, call labelling1 must happen with limited context, and is

therefore difficult or impossible to evaluate accuracy. Academic research uses transparent

methods and evaluations, but comprise “one-shot” efforts describing a single moment in

time. Collectively, the technical community and the public at large need a reassessment of

the state of the network.

The goal of this work is to aid researchers, regulators, industry operators, and the public

in understanding and assessing robocalling and what effects, if any, the totality of anti-abuse

efforts have had. To provide the most relevant view to-date, we fuse data from previously

studied resources (FTC Consumer Complaints and an academic voice honeypot) and newly

available vantage points (data from FTC’s Project Point of No Entry investigations, IRS fraud

threat intelligence feeds, and a commercial voice honeypot). All of these individual sources

have value and limitations. By comparing and contrasting these sources, we can get a more

complete picture of robocalling. In the process, we can directly investigate how operational

1E.g., applying “Scam Likely” to caller ID information
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choices affect the findings, providing valuable insights for future researchers. Accordingly,

this chapter makes the following methodological contributions:

• We describe and evaluate call audio clustering for campaign identification using audio

embeddings. Unlike prior work [95], embeddings can be computed deterministically

in parallel, are vastly more efficient to query at the scale of data we study here, and

remain comparable in accuracy.

• We show how to reliably and repeatably compare campaigns across vantage points.

• We develop techniques to determine if a campaign is interactive or static, permitting

us and future work to track the growth of interactive illegal calling over time. Interac-

tive calls hide information from honeypots and are analogous to cloaking detection

in web phishing, and we anticipate generative AI will accelerate this trend.

We also contribute the following results (among others) and lessons for stakeholders:

• Longitudinal data indicates a secular decline in robocall volumes, though the mag-

nitude of the decline may range from 25%-50%. This contradicts findings from a

longitudinal robocall study from 2020 [95]. We cannot attribute the decline to any

single factor.[Sec 5.4.1]

• We present the first analysis of the adoption of STIR/SHAKEN call authentication

protocol by robocalls. Notwithstanding the decline mentioned previously, we show

that remaining robocallers have succeeded in in assimilating to the new regime. We

further discuss reasons that explain why STIR/SHAKEN has failed to dramatically

reduce robocall volumes and propose recommendations to address them.[Sec 5.4.1

and Sec 5.5]

• Implementing interactivity in a voice honeypot dramatically improves outcomes.

We saw up to a 60% increase in collected call audio content, and nearly an order of

magnitude increase in callback numbers collected in an interactive honeypot.[Sec 49]

• We show that estimates from a 2018 study on caller ID blocking effectiveness [90] still

hold. However, they all but fail when one source of caller ID blocklist is applied to

another vantage point.[Sec 5.4.2]

70



• We also show that manual call campaign labeling, whether by consumers or experts

may be inconsistent. We recommend researchers and engineers to adopt our auto-

mated approach and release our source code to identify robocall campaigns from

bulk robocall audio recordings using audio embeddings.[Sec 49]

• Using traceback data, we find that about 99% of campaigns subject to enforcement

actions through the Project Point of No Entry (PPoNE) investigation ceased to operate

after the enforcement actions. The small fraction of campaigns that did not cease to

operate do so by establishing resilient operations that spread their calls over as many

as 10 different service providers.[Sec 5.4.3]

• We estimate that PPoNE investigated campaigns associated with 5.5% of all robocalls

observed in this study, though on average the investigation lagged the first observed

call by 387 days.[Sec 5.4.3]

5.2 Methodology

Collecting, processing, and extracting insights from telephony abuse data is non-trivial. We

develop specialized techniques to process robocall audio data at scale. In this section, we

describe these methods, rationalize the design choices, evaluate their performance, and

use these techniques to derive insights from a multitude of robocall-related data sources.

5.2.1 Audio Aggregation

A fundamental unit of measurement in the robocalling ecosystem is a robocall campaign.

We define a campaign as a set of phone calls that play the same audio message. In the

context of data collecting in honeypots, a campaign is a collection of audio recordings

where the audio in each recording is identical or nearly identical. Our technique enables

us to efficiently extract campaigns from bulk robocall audio data that spans millions of

calls in a reasonable time with high accuracy on a commodity desktop machine with

reasonable memory and CPU resources. A strict definition of a campaign allows us to

rigorously evaluate the performance of our aggregation pipeline through manual analysis,

due to lack of ground truth. Next, we describe each step of the audio aggregation pipeline

shown in Figure 5.1.
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Figure 5.1: Audio processing pipeline

Silence Detection

We use Voice Activity Detection (VAD) to identify and discard silent calls. Silent calls are

common when characterizing unsolicited phone calls collected in a honeypot. Since they

do not contain any audio content, they offer little value in the context of robocall campaign

analysis. Using WebRTC VAD, we measure the duration of audio and the duration of silence

for each call. Calls containing at least five seconds of audio and at least 10% of audio content

are retained for further processing. These thresholds are chosen based on estimates of how

long a typical English speaker takes to deliver a meaningful short sentence in the context

of a robocall campaign. In addition to receiving robocalls, honeypots receive unsolicited

FAX calls and calls that merely play music-on-hold when answered. We identify and filter

such calls at the transcription level by discarding calls with fewer than 30 characters in

the transcript. After this pre-processing step, we discard silent calls and retain calls with

meaningful audio content for further processing.
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Computing Audio Embeddings

We extract audio features from robocalls with substantial audio content by computing

audio embeddings using pre-trained models. Recent advances in transformer-based speech

language models enabled us to extract meaningful representations from audio data. Using

WavLM [10], we compute 768-dimensional embeddings from the audio of each robocall.

wavlm-libri-clean-100h-base-plus model is a fine-tuned version WavLM-Base-Plus. The

base model was pre-trained using more than 90,000 hours of human speech data and

can capture human speaker characteristics. The wavlm-libri-clean-100h-base-plus model

is the fine-tuned version of the base model for Automatic Speech Recognition (ASR) on

the LibriSpeech dataset, which has a WER of 0.0683[87]. Since the model is pre-trained

on 16kHz audio data, we resample robocall recordings to 16kHz before computing the

embeddings. By performing a forward pass of the audio data through the model, we extract

the output of the hidden states. The base model architecture has 12 Transformer encoder

layers[137], a hidden state of 768 dimensions, and 8 attention heads. We aggregate the

embeddings at the last hidden state using mean pooling to obtain a single 768-dimensional

embedding for each audio recording. Since the WavLM model architecture captures human

speaker characteristics, the computed embeddings represent the human speech within the

robocall audio recordings. [30]

Advantages of Embeddings

The audio embedding-based approach offers several advantages over fingerprint-based

audio analysis. Audio fingerprint-based techniques require a database of fingerprints to

compare against. This leads to space and time complexity tradeoffs, as we need to compare

hundreds of thousands of calls against each other. The computational complexity and

the memory footprint grows rapidly, making it infeasible to scale to the volume of data

presented in this work. In contrast, embeddings are compact vectors that can have a notion

of similarity in the vector space. This allows us to compare embeddings using an appropriate

similarity metric, such as cosine similarity, which is not possible with fingerprints. As a

consequence, relative comparison drastically reduces the computational complexity and

the memory footprint, making it feasible to scale to the volume of data presented in this

work. Furthermore, we can use distance-metric based cluster evaluation technique to

measure the quality of robocall campaigns, whereas fingerprint-based techniques require

manual evaluation.
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Clustering Audio Embeddings

After computing embeddings for each audio recording, we cluster the embeddings to

identify robocall campaigns. We use the HDBSCAN clustering algorithm to group similar

embeddings into campaigns. HDBSCAN is a density-based clustering algorithm that can

cluster high-dimensional data. Although most calls collected in honeypots are robocalls,

there are mis-dials from real humans or calls from humans trying to reach the previous

owner of the phone number. Since these are not robocalls, our clustering approach must

discard them as outliers. Since HDBSCAN identifies outliers, it enables us to discard such

misdialed calls and retain only robocalls for further analysis. Finally, HDBSCAN is com-

putationally efficient and converges relatively quickly when compared to other clustering

algorithms[68], making it a suitable choice for clustering the large volume of data presented

here.

Transcription and Language Identification

After identifying robocall campaigns, we transcribe the audio recordings within each cluster

using Whisper’s multi-lingual medium model. Although we explored other STT models, we

found that Whisper’s speech-to-text models are one of the best-performing models [7] for

transcribing noisy multi-lingual robocall recordings. Another advantage of using Whisper

to transcribe robocall recordings is that it is capable of identifying the language spoken in

the audio. The medium multi-lingual model [8] is trained on 100 languages and detects

the language spoken in the audio by sampling the first 30 seconds of the audio. During

downstream analysis, we use the detected language to filter out calls that are not in English

since our analysis is focused on English robocalls.

5.2.2 Performance Evaluation of Campaign Detection

Prior work has used audio fingerprinting techniques to identify and cluster robocall cam-

paigns. However, such techniques fail to scale to the volume of data presented in this work,

where we process data that is at least an order of magnitude larger than previously reported

datasets of robocall audio recordings.

We evaluate the performance of our audio aggregation and clustering techniques using

a public real-world dataset of robocalls collected from various sources [114]. We benchmark

them against the fingerprint-based technique used in prior work [96, 95], and compare

the performance of WavLM and Wav2Vec2 based embeddings. We find that WavLM audio
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Table 5.1: Campaign Identification Performance Evaluation

Method Total
Clus-
ters

Max
Clus-

ter
Size

Total
Calls
Clus-
tered

Data
Clustered

(%)

Cluster
Perfec-
tion

(%)

Intra
Cluster
Preci-
sion

(%)

Wav2Vec2 119 44 740 67.27 94.11 97.68
WavLM 145 51 842 76.55 93.79 97.84
Echoprint 165 19 586 53.27 96.97 98.83

embedding-based approach outperforms the others while scaling to the volume of data

presented in this work. WavLM embeddings cluster the highest fraction of calls into cam-

paigns (76.6%), while maintaining a high cluster perfection score (93.8%) and intra-cluster

precision (97.8%). It is also able to uncover large campaigns while discarding individual

examples of robocalls that are not part of a campaign.

Prior fingerprint approaches [95]used ad-hoc metrics, described in Figure 7 and Figure 8.

By manually listening to the audio recordings and by reading the transcripts, we label each

cluster. While computing cluster perfection score, we use a strict criteria where we mark a

campaign as a bad campaign even if a single misplaced call is present in the audio cluster.

The Intra-cluster precision scores for Wav2Vec2, WavLM and fingerprint-based techniques

are 97.7%, 97.8%, and 98.8% respectively. The Cluster Perfection scores for Wav2Vec2,

WavLM and fingerprint-based techniques are 94.11%, 93.79%, 96.97%, as listed in Table 5.1.

Measuring campaign size: We analyze the distribution of cluster sizes and the size of

outlier clusters to measure the ability of our techniques to uncover large campaigns, while

maintaining good cluster quality. Figure 5.2 shows the distribution of cluster sizes for each

method, where WavLM and Wav2Vec2 maintain a higher mean cluster size compared to

fingerprinting-based approach, while successfully identifying larger campaigns.

Measuring data coverage: We evaluate the fraction of data clustered and the fraction of

data discarded as outliers to measure the ability of our techniques to cluster robocalls

into campaigns, while discarding individual examples of robocalls that are not part of a

campaign and any misdials from human callers. WavLM based approach clusters the highest

fraction of calls into campaigns (76.55%). Since it is able to uncover large campaigns while

maintaining high cluster quality and performs at-par or better than two other techniques,

we use WavLM for the rest of the analysis in this work.
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Figure 5.2: WavLM and Wav2Vec2 uncover large (outlier) campaigns while maintaining a
high median cluster size

I need to speak with the business owner. 
Is the owner in?

[After 6 seconds, hangs up due to no response]

Hello

Figure 5.3: Interactive campaign disconnecting the call due to lack of engagement (no
response) from Robocall Observatory

5.2.3 Comparing Campaigns Across Honeypots

After identifying robocall campaigns in English, we compare representative robocall tran-

scripts of campaigns in each data source to identify common campaigns across multiple

data sources. We randomly sampled one representative transcript from each campaign and

compared them against a randomly sampled representative transcript from campaigns

uncovered in a different data source. For each comparison, we compute a distance metric

between the two transcripts to measure the similarity between the campaigns. We build a

similarity matrix by identifying the closest matching pairs.

Comparing Transcripts vs Comparing Audio Embeddings: Using transcription to compute
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I need to speak with the business owner. 
Is the owner in?

Hello there!

Hey, what’s up?

This is [xxx] with [xxx] support. I need to 
clear this up with the business owner. 
Is the owner in?

I’m listening…

I need to speak with the business owner. 
Is the owner in?

I’m listening…

It's okay. I will just send an email for a call 
back. Thank you for your time. 
Have a nice day.

[hangs up]

Figure 5.4: Interactive campaign engaging with RRAPTOR (an interactive honeypot) which
yields additional details

campaign overlap between two data sources is more reliable than audio embeddings for a

few reasons.

• Audio collection environment can differ: Honeypots are often deployed with different

configurations, lacking consistency in data collection. For example, different honey-

pots may set different maximum call durations, or use different codes (G711A, G729,

etc) in their setup.

• Interactive vs Non-Interactive: Comparing a two-channel audio stream from an inter-

active honeypot with a single-channel audio stream from a non-interactive honeypot
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is non-trivial. However, comparing the transcripts of audio coming from the calling

party (robocaller) allows us to compare the content of the calls.

• Varying Network Conditions: The network conditions under which the data is col-

lected can substantially influence the audio quality (packet loss, jitter, etc.). A cloud-

based vs. an on-prem honeypot also influences the network parameters of the raw

audio. Transcripts are less sensitive to these variations.

Transcript Similarity Metric: Transcripts of phone call recordings are often noisy because

of the underlying network characteristics. The call audio is affected by packet loss, jitter,

and other network conditions. As a consequence, the transcripts from audio recordings

that sound similar to a human ear may generate slightly different transcripts (different

punctuations, capitalization, etc.). Therefore, we choose a well-established string similarity

metric. We pre-process the transcripts into tokens3 by splitting them into words, removing

numbers, punctuations, and special characters, and normalizing the case.

Jaccard Similarity over Tokens: Jaccard similarity is a set-based similarity metric that

measures the similarity between two sets. Comparing tokenized transcripts with Jaccard

similarity identifies campaigns that are identical or nearly identical in content.

Longest Common Subsequence (LCS) over Tokens: LCS is a string similarity metric that

measures the similarity between two strings by finding the longest subsequence that is

common to both strings. Using a similar tokenization and pre-processing approach, we use

LCS over tokenized transcripts to capture campaigns that have the same initial pitch but

behave differently after the initial greeting. Such campaigns are designed to wait for user

engagement and continue their pitch only after they hear a response from the callee, as

shown in the example conversation in Figure 5.4. Token-based LCS preserves the order of

the tokens, and captures such interactive campaigns while also capturing non-interactive

campaigns that have identical or nearly identical transcripts across different data feeds.

Selecting a similarity threshold: For all comparisons using LCS and Jaccard similarity, we

use a similarity threshold of 90% to determine common campaigns across multiple data

sources. A 90% threshold allows us to capture campaigns accurately, while also accounting

for minor variations in the transcripts due to network conditions, audio quality, and other

factors. The 10% margin approximately translates to half a sentence (average transcript

length is 70 words), which accounts for robocalls that terminate the call prematurely or may

have minor transcription variations. With these thresholds, the expert author manually

3SpaCy tokenizer using en_core_web_sm model
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sampled and verified more than 100 example campaigns to ensure that these thresholds

result in accurate matches across honeypots. By setting a high threshold, we prioritize

precision over recall.

5.2.4 Ringless Voicemail Detection

Ringless voicemail or voicemail injection campaigns are a type of robocall campaign where

the audio message is delivered directly to the user’s voicemail without ringing the user’s

phone. These campaigns are noteworthy since they override the traditional call presentation

behavior, where the user can see the incoming call along with crucial information like the

"Spam/Scam Likely" label, the caller ID, call signer information, etc. 2 Voicemail injection

campaigns bypass this call presentation and directly deliver the message to the user’s

voicemail. A common approach to deliver ringless voicemail is to place an initial call

so that the user’s line is busy, and then place a well-timed robocall so that the call goes

directly to voicemail. We analyze the timing information in the call signaling information

(SIP signaling) with matching calling and called numbers and measure the number of

campaigns that adopt ringless voicemail delivery systems.

5.2.5 Callback Number Extraction

Callback numbers are phone numbers embedded within the call audio. Robocall originator

provides these numbers instructing the call recipient to engage with the call originator.

For legal telemarketing calls, callback numbers are toll-free numbers that allow the call

recipient to opt-out of future calls. Interestingly, some campaigns use low-quality text-to-

speech (TTS) to read out the callback number, which makes it challenging to extract the

callback number from the transcript. For example, the callback number "844-924-XXXX"

is transcribed as "eight four four nine two four...". We refer to such callback numbers are

vocalized callback numbers. We extract callback numbers from the transcripts of robocall

campaigns using a curated set of regular expressions and use phonenumbers library to

process them further.

2In 2022 the FCC passed a rule which treats ringless voicemail as robocalls,
and requires them to adhere to the TCPA: https://www.fcc.gov/document/
fcc-finds-ringless-voicemails-are-subject-robocalling-rules

79

https://www.fcc.gov/document/fcc-finds-ringless-voicemails-are-subject-robocalling-rules 
https://www.fcc.gov/document/fcc-finds-ringless-voicemails-are-subject-robocalling-rules 


5.2.6 Caller ID Normalization and Comparison

We normalize caller IDs to E.164 format to discard invalid phone numbers and user entries

in crowd-sourced data. Since the size of our data spans tens of millions of entries, we

implement an efficient tree-based caller ID search framework to compare caller IDs across

data sources. This framework ingests valid caller IDs from each feed, normalizes them to

E.164 format, and stores them in a tree-based data structure, providing a logarithmic time

complexity lookup API for caller ID comparison.

5.2.7 Hardware Resources for Computation

All the analysis presented in this work were performed using on-prem computing and

storage resources. Our workloads were distributed across two Intel i9 machines with four

NVIDIA GeForce RTX 4090 in total in combination with a machine equipped with NVIDIA

GeForce RTX 3070. It took multiple months of compute time and multiple TBs of storage

to pre-process audio, compute audio embeddings and transcribe millions of robocall

recordings.

5.3 Data Collection and Characterization

Table 5.2: Vantage points, dataset sizes and characteristics

Vantage Point Name Voice
Honeypot

Dataset
Size

Call
Audio

STIR/
SHAKEN

Robocall Observatory Yes 10.05M Yes Yes
RRAPTOR Yes 948.76k Yes Yes
PPoNE Enforcement Actions No 1.35k Yes No
FTC Do Not Call Complaints No 13.71M No No
IRS APWG Data Feed No 668.99k No No

In this section, we describe each data source used in this chapter, explain the data

collection process, and discuss how we apply our data processing pipelines to each data

source. We also discuss the ethical considerations of our work.
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5.3.1 Robocall Observatory

The Robocall Observatory is a non-interactive automated call answering system designed

to collect and store information about unsolicited phone calls. It is a collection of VoIP

phone numbers mapped to a PBX, where the PBX is configured to either answer or decline a

phone call. When answering a call, Robocall Observatory plays a simple greeting — “Hello”.

It records any answered calls, and stored the audio as lossless WAV files. It also stores the

raw SIP signaling information (include STIR/SHAKEN headers) along with the call detailed

records (CDRs).

Data Charcterization: The data collected from the Robocall Observatory spans from Apr

1st, 2019 to May 25th, 2024. During this period, the observatory received more than 10

million (10,056,650) calls. On average, there were approximately 5,349 calls per day, with a

high rate of calls per day during the initial years followed by a slow decline in the call rate

over the years.

STIR/SHAKEN was enabled on the observatory on 1st Nov 2021. Since then, Robocall

Observatory has received 3,234,362 calls. Throughout the duration of Robocall Observatory’s

operation, about 30.40% (983,519) of calls were signed with an A-level attestation, followed

by 21.59% (698,278) with B-level attestation, 9.52% (307,986) with C-level attestation, and

38.48% (1,244,579) were unsigned calls.

The Robocall Observatory answered and recorded over 2.3 Million (2,302,606) unso-

licited phone calls. Out of all calls recorded, only 25.5% (588,097) calls met our filtering

criteria of containing enough audio information for further downstream audio processing.

This is a decrease from the 37.25% seen in prior work by Prasad et al. [95].

The preprocessed calls containing substantial audio information were further processed

to compute their respective audio embeddings using WavLM. These embeddings were

clustered together using the campaign detection technique described previously in Sec-

tion 5.2.1. A total of 360,723 (61.33%) calls were clustered into 43,822 campaigns, with

227,374 discarded as outlier calls. These outlier calls are sometimes mis-dials or individual

calls not part of a larger volume of traffic. The average campaign size was 8.23 calls per

campaign, with some campaigns containing thousands of calls each. The largest campaign

contained over 3,000 calls. The total time to cluster all calls was about 55 hours on a single

machine with 32 cores and 128GB of RAM.

Cluster Evaluation: To evaluate the quality of the clusters, we compute the silhouette score

with cosine distance and the Calinski-Harabasz score, using sklearn’s implementation.

The clusters resulted in a silhouette score of 0.56 and a Calinski-Harabasz score of 1,166.
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Since the silhouette score ranges from -1 to +1, a score of 0.56 indicates that the clusters

are well separated[108]. Additionally, a higher value of Calinski-Harabasz indicates dense

and well separated clusters[28]. Crucially, we were able to automatically compute these

cluster evaluation metrics without any ground truth labels (unlike audio fingerprint based

clustering), since each audio embedding can be mapped to a spatial domain.

Language Distribution: Using OpenAI’s Whisper, we found that 94.8% of all calls clustered

into campaigns were in English. The next prominent language was Spanish (2.5%) and

Chinese (1.5%). The top three distribution aligns with the spoken languages in the United

State, where English, Spanish and Mandarin are the top three spoken languages[27]. The

relative volume of Mandarin and Spanish robocalls in the Robocall Observatory were

substantially higher in 2020-2021, and declined in 2022. Despite this decline, we uncovered

numerous Spanish and Mandarin campaigns active in 2023-2024.

Callback Numbers: Throughout Robocall Observatory’s operation, we observed 6,010 call-

back numbers from 17,447 campaigns. About 3.7% (222) callback numbers were vocalized

callback numbers, which were not captured by the techniques described by [96]. Call-

back numbers continue to be an effective approach used by robocallers and telemarketers

to engage with the target. In 2024 alone, we uncovered 247 callback numbers from 356

campaigns.

Out of the 6,010 callback numbers uncovered, 3,114 had a lifetime of less than 1 day, indi-

cating that these callback numbers were used for short-lived campaigns. Often, fraudulent

or illegal campaigns use such short-lived callback numbers to evade detection.

The Robocall Observatory encountered 481 callback numbers with a lifetime of more

than 1 year, with the oldest callback number that has been in use for over 5 years. Often

such callback numbers are used for useful robocalls and for legal telemarketing campaigns.

For example, callback numbers with lifetimes over many years are used by campaigns

for public announcements (school closures, weather alerts, etc.), pharmacy notifications,

and other legal telemarketing campaigns. Many such legal campaigns provide a callback

number, and instruct the target to call back to and ask the call originator to opt out of such

calls from the campaign, similar to an unsubscribe mechanism in email marketing.

5.3.2 RRAPTOR

RRAPTOR [14] is an interactive commercial honeypot that automatically answers calls made

to the numbers assigned to it. Unlike the Robocall Observatory, RRAPTOR plays a set of

pre-recorded prompts at various stages of a call to engage the caller in conversation. It
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collects and stores audio data as two-channel mp3 files, and keeps track of the calling

number, the date of the call and the STIR/SHAKEN attestation level of the call.

Data Characterization: The data collected from RRAPTOR, spans from 2024-01-01 to 2024-

05-23. During this period, the honeypot received 948,775 calls at a rate of about 6,682 calls

per day, much higher rate than Robocall Observatory.

STIR/SHAKEN was enabled throughout the duration of RRAPTOR’s operation. About

44.3% (420,639) of unsolicited calls received by RRAPTOR were signed with an A-level attes-

tation, followed by 24.5% (232,344) with C-level attestation, 12.8% (121,026) with B-level

attestation. About 18.4% (174,766) calls were unsigned calls.

Unlike the robocall observatory, each call received by RRAPTOR was answered and

recorded. Furthermore, the maximum audio duration of each recorded call was 90 seconds.

In total, 36.28 % (344,254) calls met the criteria of containing more than 10% of audio and

more than 5 seconds of audio and were processed further to extract robocall campaigns. This

is a slight decrease from prior work of 37.25% and slightly higher then Robocall Observatory’s

25.5%.[95]

The robocall campaign aggregation process clustered 31.33% (107,531) calls with sub-

stantial audio into 15,475 campaigns. The mean campaign size was 6.94, with the largest

campaign containing 3714 calls. The total time to cluster the calls was about 20 hours on a

machine with 32 cores and 128GB of RAM.

Cluster Evaluation: The RRAPTOR clusters resulted in a cosine-distance based silhouette

score of 0.499 and a Calinski-Harabasz score of 540.154. Both scores indicate that the

clusters are well-separated and dense, similar to the clusters obtained from the robocall

observatory data.[28, 108]

Language Distribution: Similar to the data collected in the robocall observatory, the major-

ity of calls clustered into a robocall campaign in RRAPTOR were in English (96.9% or 104,094

calls), with 1.4% (1,454) in Spanish and 0.9% (1,004) in Mandarin.

Callback Numbers: Within a span of less than five months, RRAPTOR uncovered 2,325

callback numbers, of which 6 were vocalized. These callback numbers were used across

2,519 campaigns.

5.3.3 FTC Complaint Data

The Federal Trade Commission’s Do Not Call Complains feed consists of consumer reported

complains of unwanted phone calls. This data feed is available to the public via api.data.gov.

Each report consists of a mandatory field where the consumer reports the caller ID of the
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unwanted call and the date of the call. It also contains a “subject” field where the consumer

can select from 16 categories to describe the nature of the call. The FTC’s DNC feed spans

from 2020-02-14 to 2024-05-23, during which 13,707,524 reports were collected at a rate of

about 8,787 reports per day.

5.3.4 PPoNE

As part of the Project Point of No Entry (PPoNE) initiative, the Federal Trade Commission

(FTC) released a set of 31 enforcement actions against gateway service providers. Each of

these enforcement action contains a collection of traceback requests and their outcome,

and is presented as a table at the end of the report. We developed an automated system to

download, process and extract information from these enforcement letters. This automated

pipeline parses the PDF enforcement letters and extract the audio URLs. We also manually

verified the results and used semi-automated PDF table parsing tools to extract tabular

data embedded within the PDFs.

The PPONE dataset consists of a collection of 1,353 audio examples ranging from 2020-

12-30 to 2023-10-11. Each audio example was used to complete a traceback request to

identify the source of the illegal traffic. This is a small fraction of the total tracebacks

conducted during this period, and is not representative of all tracebacks.

This dataset crucially contains a collection of 118 different label, where a label is as-

signed to each audio example, (eg: Amazon-AuthorizeOrder, SocialSecurityAdministra-

tionImposter, AutoWarranty, etc). Figure 5.5 shows the distribution of the top 15 labels

in the dataset. These labels are broad categorization of the type of the call based on the

audio content. These labels were likely assigned by human investigators, and are often

quite broad — including more than one campaign under the same label.

5.3.5 IRS APWG

The Anti-Phishing Working Group (APWG) IRS Impersonation Scam feed consists of a

caller ID field that is supposedly associated with originating illegal IRS impersonation calls,

or other fraudulent robocalls that are related to taxes or other tax related services. The

datafeed contains the caller ID and the timestamp of when the call was reported to the

APWG community. We use APWG’s APIs to collect this data. This feed was available to the

members of the APWG community, but has since been discontinued. The APWG[15] data
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Figure 5.5: Distribution of the top 15 categories of tracebacks of illegal robocalls used in
PPoNE enforcement actions

feed spans from 2012-11-07 to 2023-02-14, during which 668,991 reports were collected at

a rate of about 178 reports per day.

5.3.6 Ethical Consideration

The Institutional Review Board (IRB) and our university’s legal team has reviewed and

approved all of the data collection methods used in this chapter. The maintainers of the

commercial honeypot donated their data to the project. The Robocall Observatory is set up

in a first-party consent state, where only one party needs to consent to the recording of

the call. When a call originates from outside the state, Federal law applies, which is also a

first-party consent scenario. While we attempt to analyze automated mass call campaigns,

we are conscious that the honeypots may receive calls from individuals. Through HDBSCAN

discarding outliers and VAD-based pre-processing discarding short-duration calls, this
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Figure 5.6: Robocall Observatory’s monthly call volume

work focusses on robocalling campaigns (collection of calls with substantial audio that are

identical or nearly identical) and not individual call recordings. The Robocall Observatory

data collection technique ensures that it gracefully terminates calls at 60 seconds (RRAPTOR

at 90 seconds) to minimize data collection from non-robocalls. Furthermore, we have

confidentiality agreements in place that prevent us from sharing raw data. For our other

sources of threat intelligence, we have data sharing agreements with the APWG. Finally, the

PPoNE and the FTC DNC data were collected from public documents and APIs.

5.4 Results

This section characterizes the robocalling ecosystem from each independent vantage point,

quantifies the relative overlap of caller IDs across multiple data feeds, measures the overlap

of campaigns between Robocall Observatory and RRAPTOR, quantifies the impact of PPoNE

enforcement actions, and distills the key takeaways from these measurements.

5.4.1 Metadata analysis

Robocall Volumes and STIR/SHAKEN Adoption

One of the most visible changes to the telecom ecosystem in United States over the past

few years is the mandatory deployment of STIR/SHAKEN. We present the current state

of the longitudinal robocall volumes and delve into how STIR/SHAKEN deployment has

influenced the robocalling ecosystem from multiple vantage points.

Finding 47: The volume of robocalls is declining in the long term . The monthly volume of

robocalls received by Robocall Observatory has been declining over the span of 5 years, as
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seen in Figure 5.6 in comparison to the flat rate seen in prior work[95]. A linear regression

for the monthly volume of calls received by Robocall Observatory had a slope of -127 calls

per month (R 2 = 0.227). Although Robocall Observatory has been receiving fewer calls over

time, the reported sum of money lost by victims has increased from 2022 to 2023, as per the

FTC’s annual report[50]. A linear regression across the FTC-DNC daily complaints on the

other hand, we see a slope of -1.5 complaints per day (R 2 = 0.005) over the span the 5 years.

Illegal robocalls continue to pose a significant threat to consumers in the United States.

Finding 48: The volume of robocalls with STIR/SHAKEN attestation is increasing over the

long term. Robocall Observatory started receiving STIR/SHAKEN attested calls from 1st Nov

2021. Over a span of about 2.5 years, Robocall Observatory observes an increasing trend of

the fraction of calls signed using STIR/SHAKEN. In Nov 2021, about 60% of all unsolicited

phone calls were signed. Whereas, in May 2024, about 80% of all calls were signed. Further,

the volume of unsigned robocalls has been decreasing over time. In terms of overall traffic,

using a linear regression we see the slope of unattested traffic to be -0.00031 normalized

signed calls per day (R 2 = 0.089).

Finding 49: Attestation level of robocalls is increasing over time. STIR/SHAKEN offers three

levels of attestation — A, B, and C, as described in Section 2.2. As seen in Figure 5.8 and

Figure 5.7, majority of robocalls are signed with A-level attestation. About 44.3% (420,639)

of unsolicited calls received by RRAPTOR were signed with an A-level attestation, followed

by 24.5% (232,344) with C-level attestation, 12.8% (121,026) with B-level attestation. About

18.4% (174,766) calls were unsigned calls. This trend is consistent with the data from Robo-

call Observatory, where we see 51.2%(179,544) of the calls signed with A-level attestation,

followed by 13.8%(49,937) with B-level attestation, and 14.2%(48,442) with C-level attes-

tation since 2024. The fraction of unsigned calls decreased from 38.5% in 2021 to 20.7%

in 2024, demonstrating a steady increase of STIR/SHAKEN signed robocalls. This trend is

consistent not only across our data feeds, but also with recent industry reports on robocalls

signed with STIR/SHAKEN in 2024, according to which 80% of robocalls are signed with

A-level attestation [127]

Role of Honeypots in Characterizing Robocalls

Honeypots serve as valuable vantage points to study robocalls. We discuss and quantify the

impact of adding interactivity to honeypots and how that can improve our visibility into

the robocalling ecosystem.

Finding 50: Large-scale and long-running honeypots are reliable vantage points to measure
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Figure 5.7: Calls received by RRAPTOR signed with STIR/SHAKEN in 2024 (normalized by
total calls per day)

broader robocalling phenomena. To study the extent to which honeypots can be used to

measure broader phenomena within the robocalling landscape, we compare two phe-

nomena inherent to the robocalling ecosystem. Namely, fraction of unsolicited phone

calls signed with STIR/SHAKEN and distribution of languages used by robocalling cam-

paigns. The fraction of unsolicited phone calls signed with STIR/SHAKEN is consistent

across three distinct vantage points — RRAPTOR, Robocall Observatory and independent

industry reports. As seen in Figure 5.7 and Figure 5.8, the fraction of signed calls is about

80% across both honeypots as of May 2024, while following a similar trend throughout

2024. Furthermore, A-attested calls are the most common, with C-attested calls being the

second most while B-attested calls were the third most common category. Finally, in both

honeypots, the largest fraction of robocall campaigns use English. Spanish and Mandarin

are the second and third most common languages, respectively. By comparing the signing

rates and language distribution, we find that broader phenomena measured using Robocall

Observatory and RRAPTOR as two different vantage points are consistent. This demonstrates

that honeypots operating at the scale of Robocall Observatory and RRAPTOR are reliable
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sources of data for measuring broader robocalling phenomena. They can independently

report and provide valuable insights into the robocalling ecosystem.

Honeypots can differ in their operational characteristics by being more or less inter-

active, as described in Section 2.4[6]. However, developing, deploying and operating an

interactive honeypot (versus a non-interactive honeypot) is substantially more challenging.

It requires well-timed interactive prompts, more computational resources, and non-trivial

design overhaul to detect and play audio in near-real time. Such fundamental changes to a

honeypot’s design is not justified if it yields only marginal benefits.
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Figure 5.8: Calls received by Robocall Observatory signed with STIR/SHAKEN in 2024
(normalized by total daily calls)

Finding 51: An interactive honeypot captures more analysable audio from a robocall than

a non-interactive honeypot. We find that interactive honeypots are crucial to study the

interactive campaigns that are active in the current robocalling ecosystem. This is a notable

shift from a previous study from 2020 by Prasad et. al. [95]where a non-interactive honeypot

was sufficient to capture substantial amount of audio information. RRAPTOR captured
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66.8% calls with more than 10% audio while Robocall Observatory captured 42% calls with

more than 10% audio. Operationally, the maximum duration of recordings for RRAPTOR

(interactive) was set to 90 seconds, while Robocall Observatory (non-interactive) recorded

calls were limited to 60 seconds. Robocall originators are employing interactivity to limit the

amount of information a honeypot can extract from a robocall. This behavior is analogous

to cloaking techniques used by phishing websites to evade detection.

Finding 52: An interactive honeypot captures nearly 10 times more callback numbers from

a robocall when compared to a non-interactive honeypot. Information captured from a

robocall extends beyond the amount of audio, such as callback numbers extracted from the

audio. In 2024, RRAPTOR captured 2,325 unique callback numbers from 2,519 campaigns,

while Robocall Observatory captured 247 callback numbers from 356 campaigns. This

may indicate that independent of the call volume the honeypot receives, employing an

interactive honeypot to engage with the robocaller allows for more callback numbers to be

extracted. We discuss this phenomena in more detail in Section 5.4.3.

Finding 53: The lifetime of a callback number can vary significantly, with some being used for

a short duration and other being used for extended periods of time . To better understand the

life cycle of callback numbers, we computed the lifetime of callback numbers by measuring

the first and the last instance when a callback number was used by a campaign found in

Robocall Observatory. We see that the average lifetime of a callback number was 88 days,

with a standard deviation of 219 days.

Finding 54: We found that 362 campaigns were using voicemail injection techniques to

deliver the message . Since Robocall Observatory collects both signaling and call audio, this

allows us to detect campaigns that leave a voicemail instead of a traditional phone call. We

uncovered 3,784 campaigns with at least one call containing more than one call attempt

within a 15 second window. We further filtered these campaigns to determine if more than

90% of calls within the campaign had more than one call request message (SIP INVITE)

within 15 seconds. A total of 362 campaigns were using voicemail injection techniques to

deliver robocalls. Such calls directly reach the user’s voicemail and bypasses the standard

call presentation to the user[120], where labels like “Scam Likely” and “Spam Risk” are

displayed when the phone is ringing.

Finding 55: Audio-based campaign identification is more specific than human-assigned

labels . The PPoNE dataset described in Section 5.3.4 contains campaign names that are

human interpretable, and were likely assigned by human analysts. A total of 118 such labels

exist in the PPoNE dataset. However, on clustering these raw audio recordings using the

audio aggregation pipeline described in Section 5.2.1, 174 campaigns were identified. These
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clusters had a cosine distance based Silhouette score of 0.67 and Calinski Harabasz Score

of 211.71. Meanwhile, when clustered using the PPoNE human labels, the Silhouette score

was -0.38 and Calinski Harabasz Score was 17.1. The lack of consensus on the definition of a

robocall campaign makes it challenging to reliably draw conclusions from human-assigned

labels. Therefore, using reliable and automated campaign identification techniques like

the one presented in Figure 5.1 is crucial to track campaigns across data sources and study

their evolution.

5.4.2 Caller ID Overlap Analysis

Each vantage point listed in Table 5.2 contains caller ID information. Comparing the relative

overlap in caller IDs contained within these feeds offer insights into effective strategies of

harnessing originating phone number based threat intelligence about robocalling cam-

paigns. To quantify the relative overlap between these data feeds, (i) we identify the temporal

overlap between two feeds, (ii) measure the total number of reported “events” (calls, com-

plaints, etc), (iii) identify unique originating phone numbers that are valid NANP numbers,

and (iv) report the overlap between the two feeds. Table 5.3 describes these fine-grained

results.

Honeypots and Crowd-sourced Consumer Complaints

We compared the caller IDs uncovered by the two honeypots (RRAPTOR and Robocall

Observatory) with the FTC Do Not Call consumer complaints. Over a span of about 4

months, 21,225 unique phone numbers found in RRAPTOR were also reported by frustrated

consumers to the FTC via the Do Not Call complaints reporting mechanism. This overlap

translates to about 4% of the unique phone numbers in RRAPTOR and 8% of unique phone

numbers in the FTC DNC feed. The top three categories consumers selected when reporting

these calls were “Others”, “Dropped Call or No Message” and “No Subject Provided”.

Unlike RRAPTOR, Robocall Observatory data collection overlapped with the FTC DNC for

over 4 years. During this time, Robocall Observatory collected 6.7 million calls, and the FTC

DNC received 12.9 million complaints, which is almost twice the number of calls received

by Robocall Observatory. 306,224 unique and valid NANP phone numbers uncovered

by Robocall Observatory were also reported by consumers to the FTC via the Do Not Call

complaints. This is the largest overlap in magnitude between any two feeds which translates

to about 10% of the unique phone numbers in Robocall Observatory and 4.4% in the FTC

DNC feed. The top three categories reported by consumers for the calls intersecting Robocall
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Table 5.3: Caller ID overlap across data feeds

Total Call
Attempts

Unique Calling
Numbers

Overlap
(Unique

Numbers)

Overlap
Period (days)

Robocall Observatory 344,344 151,937
15,692 143

RRAPTOR 948,775 544,129

Robocall Observatory 8,428,978 3,143,974
9,190 1,415

IRS APWG 668,991 262,931

Robocall Observatory 6,712,525 3,001,945
306,224 1,560

FTC DNC 12,982,167 6,885,768

Robocall Observatory 4,356,546 1,942,778
35 1,015

PPoNE 1,350 1,350

RRAPTOR 948,775 544,129
21,225 143

FTC DNC 1,349,281 281,582

RRAPTOR 948,775 544,129
9 0

PPoNE 1,350 1,350

FTC DNC 9,772,625 5,764,999
33,749 1,096

IRS APWG 111,053 92,281

FTC DNC 8,365,227 4,695,484
75 1,015

PPoNE 1,350 1,350

IRS APWG 30,734 26,039
11 1,015

PPoNE 1,350 1,350

Observatory and FTC DNC were “Other”, “Dropped Call or No Message”, and “No Subject

Provided”. This reinforces the observation that a large proportion of unsolicited phone calls

are silent calls.

PPONE Enforcement Actions and Caller ID Feeds

The PPoNE is a small dataset of selected examples used in enforcement actions by the FTC.

Therefore it does not represent a large-scale data collection effort like the other feeds. By

comparing historical PPoNE data with newer feeds, we can detect if campaigns subject to

prior enforcement are still active.

A total of 75 numbers referenced in PPoNE enforcement actions were also reported by

consumers via the FTC DNC reporting mechanism. Due to the nature and size of the PPoNE

dataset, drawing conclusions on the scale of overlap is not significant. It is noteworthy

that about 6% of phone numbers in the PPoNE were reported to the FTC DNC registry,

and in 56% of cases the FTC DNC feed reported the phone number first. Among these

overlapping calls, the top category selected by consumers in the FTC DNC complaints was

“Calls pretending to be government, businesses, or family and friends”. The PPoNE dataset

and IRS APWG feed overlap for about 2 years, however only 11 unique phone numbers

were present in both.
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PPONE Enforcement Actions and Honeypots

The PPoNE dataset and Robocall Observatory overlap for over 2 years during which Robo-

call Observatory received about 4.4 million calls (both answered and unanswered) from 1.9

million valid NANP phone numbers. There were 35 unique caller IDs in Robocall Observa-

tory that had a matching caller ID in the PPoNE feed, totaling 103 calls made to Robocall

Observatory.

The PPoNE enforcement actions and RRAPTOR do not overlap since the enforcement

actions pre-date RRAPTOR’s data collection time period. However, we still uncovered 9 phone

numbers listed in the PPoNE enforcement actions generating robocalls to RRAPTOR. While

caller ID should be treated as a weak signal of campaign activity, we examine campaign

audio content in the next section to understand if robocall campaigns that were subject to

prior enforcement action remain active.

Robocall Observatory and RRAPTOR (independent honeypots)

There were 15,692 unique phone numbers that were observed in both honeypots (Robocall

Observatory and RRAPTOR) over a span of about 5 months. About 3% of caller IDs seen in

RRAPTOR were also seen in Robocall Observatory. However, over 10% of the caller IDs seen

in Robocall Observatory were also seen in RRAPTOR. This indicates RRAPTOR has a broader

view of the robocalling ecosystem than Robocall Observatory.

Robocall Observatory and IRS APWG

A total of 9,190 distinct phone numbers were found in both Robocall Observatory and IRS

APWG, which made up 3% of the unique phone numbers in the IRS APWG feed, but 0.3% of

the unique phone numbers in Robocall Observatory. Although the overlap period spanned

more than three years, there was low overlap between these two feeds.

FTC DNC and IRS APWG

A total of 33,749 unique phone numbers were shared between the feeds. This translates to

37% of the unique NANP phone numbers in the IRS APWG, but less then 1% of the unique

phone numbers in the FTC DNC. About 90% of the common phone numbers across these

two feeds were fist found in the FTC DNC. Since the IRS APWG feed is curated towards tax

scams, IRS impersonation scams, and other tax-related scams, we explored the overlap

between the category selected by consumers when reporting to the FTC DNC portal. The
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subject for over 40% of the reports that matched in the FTC DNC were labeled as “Calls

pretending to be government, businesses, or family and friends”.

Key findings and takeaways

In a 2018 study by Pandit et. al. [90], researchers applied a sophisticated methodology

to design and characterize a caller ID blocklist. While we did not fully replicate this method-

ology, we can present an upper bound on effectiveness of caller ID blocking using various

data feeds. The intuition is that the best a blocklist source can do is to receive a call from a

unique caller ID, which can then be used to block all future calls originating from the same

caller ID. Therefore, the upper bound for a single vantage point call blocking approach is

the number of calls that matched a caller ID within the blocklist.

Finding 56: Caller ID blocking is only effective when a blocklist is derived from a specific feed

and applied to block calls made to the same feed. A blocklist curated from FTC DNC feed is

21.1% effective when applied to block calls made to Robocall Observatory, and is 12.1%

effective when applied to block calls made to RRAPTOR. This is an upper bound because

it assumes that the FTC DNC observed the call before the call was made to either of the

honeypots. However, we found FTC DNC lags honeypots and often reported a caller ID

after they were seen in honeypots. A blocklist curated from RRAPTOR when applied to block

calls made to Robocall Observatory is only 16.3% effective. Similarly, a blocklist curated

from Robocall Observatory when applied to block calls made to RRAPTOR is 9.8% effective.

For comparison, blocking calls from caller IDs seen within the same feed would result

in a blockrate of 42.6% for Robocall Observatory, and 55.3% for RRAPTOR. These findings

are consistent with findings from the 2018 study [90], where a block list was created and

used to block future unwanted calls made to the same set of phone numbers. This means

that cross-source blocking of calls based on the caller ID is only marginally effective.

Finding 57: Honeypots are able to capture active campaigns earlier than crowd-sourced

consumer complaints. Anecdotally, it is known that robocalling campaigns are observed

first in honeypots before frustrating consumers to a point where they report these calls to

the FTC’s DNC or their respective service providers. These reports often lead to tracebacks,

and enforcement actions are taken by regulator agencies based on traceback results. From

Figure 5.9, we see that in most of the cases honeypots observe the reported caller IDs

even before they are reported by consumers. Therefore, honeypots serve as early-visibility

vantage points to track emerging robocall campaigns.
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Figure 5.9: Honeypots consistently uncover the reported NANP phone before crowd-
sourced feeds.

5.4.3 Campaign Overlap Analysis

In this subsection, we analyze the overlap between the campaigns seen across Robocall

Observatory, RRAPTOR, and PPONE — the three data sources that include call audio, as

described in Table 5.2.

Non-Interactive Campaigns seen in both Robocall Observatory and RRAPTOR

We compare representative transcripts of the campaigns seen in both Robocall Observatory

and RRAPTOR to identify the overlap between them, as described in Section 5.2.3. Robocall

Observatory and RRAPTOR overlapped for 143 days; for that timewindow, we process audio

data to identify audio campaigns in Robocall Observatory and RRAPTOR, independently.

We compare representative transcripts from each campaign in Robocall Observatory and

RRAPTOR, tokenize and pre-process the transcript, discard short transcript calls, compute

the token-level Jaccard similarity and identify matching campaigns. We find that 18.2%

of RRAPTOR clustered calls (6% of campaigns) were also found in Robocall Observatory;

while from the vantage point of Robocall Observatory, 16.6% of clustered calls (14.25% of

campaigns) were seen in RRAPTOR.

By using the token-level Jaccard similarity as the distance metric, we ensure that calls

and campaigns matched are identical or near-identical to each other. Therefore, the over-
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lap represents the campaigns that were seen by both the interactive and non-interactive

honeypot, and behaved similarly in both honeypots. This overlap represents the fraction of

calls that do not adapt their behavior based on the honeypot’s engagement level.

Interactive and Non-Interactive campaigns seen in RRAPTOR and Robocall Observatory

We quantify the volume of interactive and non-interactive campaigns seen in RRAPTOR and

Robocall Observatory by following a similar approach, except that we use the token-level

Longest Common Subsequence (LCS) similarity metric to compare the transcripts. By

using token-level LCS, we meet two requirements: (1) we ensure that identical calls are still

flagged as identical, (2) we can now match calls that begin with the same script, but wait for

a response from the honeypot in the middle of the call before engaging further (example in

Figure 5.4).

We find that 33.2% of RRAPTOR calls (10.5% of campaigns) were also found in Robocall

Observatory; while from the vantage point of Robocall Observatory, 20.7% of calls (19.24% of

campaigns) were also found in RRAPTOR. These overlap numbers represents the collection

of interactive and non-interactive robocall campaigns seen in both RRAPTOR and Robocall

Observatory. In both methods of identifying campaigns across feeds, the overlap between

RRAPTOR and Robocall Observatory is higher when looking at calls as part of campaigns,

rather than caller-IDs.

Campaigns seen in Robocall Observatory that were subject to enforcement actions

To understand the extent to which the campaigns in Robocall Observatory were subject to

enforcement actions, we compare the campaigns seen in Robocall Observatory with the

calls in the PPoNE data. Although the PPoNE data doesn’t represent all enforcement actions,

it does provides the first lower bound estimates of campaigns seen in Robocall Observatory

that were subject to enforcement action. We process the calls in the PPoNE data to identify

campaigns using our audio campaign detection pipeline, described in Section 5.2.1. Each

call in the PPoNE data represents a traceback. Further, each call is a robocall (and not a

misdial or a human call). Therefore we do not discard the outliers and treat the outliers as

separate campaigns. Within a time period of over 2 years (1,015 days), we find that 5.5%

calls in Robocall Observatory (19,735/360,723) were subject to enforcement action through

the PPoNE initiative. This represents 4.4% (1,925/43,822) of campaigns seen in Robocall

Observatory.
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Campaigns that continue to operate despite enforcement actions

The last reported call that was subject to enforcement action via the PPoNE initiative

was on Oct 11th 2023. However, a small fraction of illegal campaigns that were previously

subject to enforcement actions continue to operate in 2024 and can be seen in commercial

honeypots. In Robocall Observatory, we find that 0.5% calls (53/9,548 clustered calls) and

0.49% (8/1,621) campaigns active in 2024 were subject to enforcement actions via the

PPoNE initiative. In RRAPTOR, we find that 1.4% calls (1,448/103,947 clustered calls) and

0.62% campaigns (94/15,084) active in 2024 were subject to enforcement actions via the

PPoNE initiative.

Takeaways from Campaign Overlap Analysis

Finding 58: Relying entirely on caller ID is an ineffective strategy to characterize illgal robo-

calling campaigns. The relative overlap of caller ID across different data feeds are low, as

seen in Figure 4 and Figure 3. However, the relative overlap of calls based on campaign

overlap analysis is much higher, as seen in Figure 6 and Figure 3. This indicates that the

fraction of activity captured by merely relying on caller ID is a much smaller fraction of total

activity captured using campaign overlap analysis. Therefore, caller ID is a useful feature to

track illegal robocalls only when used in conjunction with other features or in tracebacks.

Importantly, caller IDs need to be understood as ephemeral and not as a persistent feature

of robocalling campaigns.

Finding 59: On average, Robocall Observatory observed a call from a campaign that was

subject to enforcement action about 387 days earlier. We compute the time difference be-

tween the first call in a PPoNE campaign that was subject to enforcement action and the

first call in the same campaign that was seen in Robocall Observatory. Out of a total of 101

PPoNE campaigns seen in Robocall Observatory, 96 were seen first in Robocall Observatory.

For these 96 campaigns, we find that the average time difference between the first call in a

PPoNE campaign and the first call in the same campaign seen in Robocall Observatory is

387 days.

Finding 60: Illegal robocalling operations establish resilient operations by using multiple

carriers to route their calls into the phone network. In Section 5.4.3, we uncovered campaigns

in Robocall Observatory that were subject to enforcement actions. The traceback data

within the enforcement actions provides the details about the originating carrier that was

responsible for routing the calls into the phone network. Of the 101 PPoNE campaigns seen

in Robocall Observatory, we find that these campaigns used an average of 1.62 different
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carriers to route calls into the phone network. Such operational strategies by illegal robocall

originators enables them to continue operating despite the best efforts from enforcement

agencies to block such calls by sending cease and desist orders to specific carriers using

traceback data.

The most resilient campaign seen in Robocall Observatory was distributing their traffic

across 10 different carriers. This campaign claimed to be from the Disconnection Depart-

ment of an Electricity Company, warning the recipient about a disconnection of service

within 30 minutes due to non-payment on the account. The recipient was urged to press 1

to speak with a representative to avoid the disconnection.

The second most resilient campaign seen in Robocall Observatory was using 5 different

carriers to route calls into the phone network. This campaign was impersonating Amazon

and warning the recipient about a fictional order of Apple iPhone placed using their Amazon

account, urging them to engage with the call to authorize or cancel the order.

Finding 61: Illegal Robocalling Campaigns are persistent and continue to operate despite

enforcement actions. In Section 5.4.3, we found that most campaigns that were subject

to enforcement actions via the PPoNE initiative stopped operating after the enforcement

actions. However, a small fraction of campaigns continue to operate despite enforcement

actions. By manually inspecting the active campaigns, we find that most of these active

campaigns impersonate Amazon, and therefore are obvious scams. The fact that these

campaigns continue to operate despite enforcement actions suggest that these operations

expect to be shut down by their respective carriers, and use alternate carriers to continue

their operations. Therefore, enforcement actions are crucial to shut down illegal opera-

tions. However, we also need technical solutions that are swift and efficient in protecting

consumers from illegal robocalls.

5.5 Discussion and Recommendations

Stakeholders need systematic and uniform campaign and topic classification: Outside of

academic literature, the construct of a “call campaign” is undefined. In academic usage,

only virtually identical audio comprises a campaign. We found that human-labeled cam-

paign identifiers in the PPoNE dataset mixed constructs. In some cases labelers mixed call

recordings with thematically-similar but otherwise-different audio. We suspect that most

fraud teams work with a similar mixed-construct model. Data sharing and collaboration is

virtually impossible without a common model of robocalling. By starting with a rigourous
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definition of campaigns, we were able to effectively compare campaigns across multiple

data sources and modalities.

Similarly, content classification is also ad-hoc. While the PPoNE labelers had free-text

fields to write what seemed appropriate, the FTC DNC complaint database is limited to those

that were derived at the beginning of data collection. As the scam landscape has changed, so

have our needs and what makes sense as an organizing criteria. The top category consumers

selected when reporting calls that we observed in RRAPTOR and Robocall Observatory was

“Others”. More robust and updated categories can enable tracking of the types of scams

active in the ecosystem from consumer complaints.

Tracking illegal robocalls using caller ID alone has limitations, as discussed in Sec-

tion 5.4.3 and Section 5.4.2, but audio-based campaign comparison is more effective. The

FTC DNC feed should enable consumers to upload audio recording examples or voicemail

examples. Leveraging automated audio analysis techniques similar to the ones presented

in this work can minimize manual analysis time and enable swift action against bad actors.

Stakeholders need tools to accelerate enforcement against telephone abuse: Enforcement

actions are key to combat illegal robocalls [45]. As seen in Section 5.4.3, enforcement actions

ended virtually all relevant campaign activity. The challenge is that the technical and legal

frameworks for doing so have high latency and low throughput. Investigators seem to be

doing a good job prioritizing the top offenders, such as PPoNE targeting 5.5% of all honeypot

traffic with only 31 actions and 1,353 tracebacks. Despite incredible improvements to

traceback, only a few hundred per month are feasible with current resources, and they still

can take multiple days to trace a single call to its source. Moreover, the average campaign

operated for over a year before the investigation took place. Stakeholders should look for

ways to enable rapid enforcement based on early indicators available from honeypots. The

recent 24-hour traceback requirements are a small yet promising step forward [1].

Robocall mitigation strategies should be driven by data-driven characterization. The

findings in Section 5.4 demonstrate how the robocalling ecosystem adapts to changes in-

tended to combat illegal robocalls. The deployment of STIR/SHAKEN, a call authentication

framework intended to curb caller ID spoofing, has resulted in a growing trend of legitimate

phone numbers being used to generate bulk robocalls that are authenticated by the origi-

nating carriers [63]. Carriers need to limit robocall originator’s access to legitimate phone

numbers and restrict their ability to generate illegal robocalls that are authenticated. To this

end, developing and adhering to robust Know Your Customer and Know Your Upstream

Provider policies and practices are crucial.

Deployment of interactive honeypots to study “smarter” robocall campaigns. Interactive
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robocalling campaigns continue to become more prevalent. Easy-to-use generative-AI

based audio services will likely accelerate this change. Widely deployed honeypots must

adapt to this changing landscape. Researchers, anti-robocall product vendors, carriers and

other stakeholders should develop better tools and techniques to study such interactive

campaigns.
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CHAPTER

6

CONCLUSION AND FUTURE WORK

This dissertation presented tools and techniques that enable large-scale analysis of the

robocalling landscape. In Chapter 3, we designed and deployed a large-scale telephony

honeypot to collect data about the robocalling ecosystem. Using audio fingerprinting tech-

niques, we developed and evaluated novel campaign detection techniques that allowed us

to quantify the operational strategies of robocall campaigns. In Chapter 4, we developed

SnorCall, a framework that enables domain experts to label robocalls using simple label-

ing functions automatically. Using SnorCall, we uncovered numerous fraudulent robocall

campaigns that use deception, impersonation, and persuasion to defraud potential targets.

We highlighted how illegal robocall originators modify their scam tactics based on major

societal events. In Chapter 5, we presented a multi-vantage point assessment of the robo-

calling ecosystem by collecting data from several independently operated vantage points.

We developed novel data characterization techniques to compare robocall data across

five diverse sources. We also presented the first measurement of the call authentication

protocol called STIR/SHAKEN. Throughout each chapter, we identify how our tools and

methods empower stakeholders to combat illegal robocalls at scale.

This dissertation demonstrates that the phone network is a complex and evolving

landscape. While adversaries adopt new strategies, other stakeholders like the telephone
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carriers, regulators, and researchers develop stronger techniques to combat these threats.

This changing ecosystem motivates multiple future research directions:

1. Impact of accessible and easy-to-use Generative AI tools: As real-time audio genera-

tion and conversational models become more accessible, we expect adversaries to

adopt these tools and increase their sophistication. Numerous factors may influence

this change, including the availability of pre-trained models, the ease of use of these

models, the cost of generating audio, and the guardrails in place to prevent misuse.

Future research should investigate how malicious entities can abuse these tools and

services.

2. Interacting with AI-generated audio: As adversaries leverage sophisticated tech-

niques to generate audio, studying how humans interact with these robocalls is crucial.

A deeper understanding of human-AI interaction enables us to develop smarter hon-

eypots and advanced data collection techniques. Future research should investigate

how humans perceive AI-generated audio, how they interact with these messages,

and how they can be protected from malicious entities.

3. STIR/SHAKEN deployment and operations: As STIR/SHAKEN deployment contin-

ues to mature, it is essential to study how “well” the protocol is being adopted by

various network entities. Although STIR/SHAKEN is the predominant call authentica-

tion protocol in the North American phone network, other parts of the world continue

to develop similar or alternative solutions. Future research should investigate the

deployment and operational challenges of STIR/SHAKEN and how it would interact

with other call authentication protocols.
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.1 Functionality of echoprint

At its core, echoprint generates a fingerprint of an audio file based on the time interval

between successive amplitude peaks (called inter-onset interval). Phonemes in human

speech — each unit of sound that distinguishes one word of a spoken language to another

— creates amplitude variations in the call audio. Prosody in human speech introduces

functions like rhythm and tone to the call audio. These features of human speech allow

echoprint to generate fingerprints that represents a call audio recording.

To generate a fingerprint, echoprint marks the amplitude peaks and computes the

inter-onset interval between these peaks across 8 independent frequency bands of the

audio file. A combination of (i) inter-onset interval, (ii) the specific frequency band and

(iii) time at which the inter-onset interval occurs in the audio file are used to generate a

non-cryptographic hash value. Each second of audio generates approximately 48 hash

values. Multiple hash values together form the fingerprint of the file. We store the fingerprint

in the fingerprint database as a JSON object.

The matching operation of the echoprint framework works on the fact that inter-onset

interval of similar audio files are identical [41]. When we query the echoprint DB with a

new audio fingerprint, echoprint framework identifies a list of top 15 audio files which

have matching hashes. These matches are sorted, starting with the best match and ending

with the worst match. We get the top audio sample in this list as a match if its match score

is significantly higher than the match score of all the other matches in the list. Otherwise,

echoprint does not return a match. If we do not get a match, we add the audio fingerprint

to the echoprint DB.

.2 Appendix

.2.1 Developing Custom Labeling Functions

In manual labeling, a human expert uses their domain knowledge and intuition to cat-

egorize a robocall into a particular category. For example, a robocall impersonating the

Social Security Administration or referencing Social Security Numbers would be labeled as

Social Security scam robocall by a human labeler because of the presence of the keyword

Social Security Administration or Social Security Number. Similarly, a robo-

call discussing achievements of a political candidate, mentioning the names of a political

candidate and urging the call recipient to vote for the candidate would be labeled as a
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Table 1: Important Dates

Dates (dd-mm-yyyy)

Name Start End

Study Duration 17-02-2019 01-02-2020

t -test Duration 17-02-2019 04-12-2019

Initial Recording 31-03-2019 01-02-2020

Second Recording 21-12-2019 01-02-2020

Power Outage Downtime 05-04-2019 06-04-2019

Winter Downtime 29-12-2019 04-01-2020

political robocall by human experts. Labeling functions are designed to capture these sorts

of rough (but often effective) heuristics programmatically.

In the case of Snorkel, LFs are implemented using simple Python functions. To de-

fine an LF, the developer must first provide preprocessed data. In our case, we use SpaCy,

the leading Python library for NLP. In our implementation, SpaCy’s NLP pipeline uses

en-core-web-trf-3.1.0model and consists of 6 stages:transformer, tagger, parser,
attribute_ruler, lemmatizer, ner. Next, the developer specifies an operation such

as determining presence or absence of a keyword, presence or absence of a Named Entity,

or measuring the sentiment of the transcript. With this in place, the developer specifies a

label to be returned on success; if the LF fails, then the LF returns a sentinel value ABSTAIN

to indicate no information from the LF.

Snorkel supports bipolar LFs, which can assign a label for presence and a label for

absence of a linguistic feature, as well as unipolar LFs that return only a single label or

ABSTAIN. SnorCall decouples the bipolar labeling functions into unipolar labeling functions

because of characteristics specific to the problem domain of labeling robocalls. In many

situations, a negation of the operation does not necessarily indicate that the input should be

assigned the opposite label by the labeling function. For example, the presence of an ORG

tag (indicating the mention of a company name) may be an indication of a Tech Support

robocall. However, an absence of ORG tag does not necessarily indicate that the call is

not a Tech Support call. By decoupling bipolar labeling functions into unipolar labeling

functions, we allow fine grained control to effectively translate the human expert’s domain

knowledge into labeling functions within the robocall labeling framework.
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SnorCall offers a range of custom LFs that empower domain experts to capture and

translate their insights into linguistic LFs which can label robocalls. Each robocall labeling

framework’s LF is built using elements of Snorkel labeling functions. We describe each LF

in the Robocall Labeling Framework below:

• NERTagPresence: Returns the user specified Return Label if a particular SpaCy

NER tag (eg: ORG, MONEY) is present in the input. Otherwise, returns ABSTAIN

• NERTagAbsence: Returns the user specified Return Label if a particular SpaCy

NER tag (eg: ORG, MONEY) is absent in the input. Otherwise, returns ABSTAIN

• SentimentChecker: Returns the user specified Return Label if the input has a

sentiment polarity specified between a lower and an upper sentiment polarity thresh-

old.

• KeywordPresenceExactMatch: Returns the user specifiedReturn Label if at least

one of the keyword from a list of keywords are found. Otherwise, returns ABSTAIN.

• KeywordAbsenceExactMatch: Returns the user specified Return Label if all of

the keywords from a list of one or more keywords are absent. Otherwise, returns

ABSTAIN.

• NamedEntityFuzzyMatch: Returns the user specified Return Label if a particular

SpaCy NER tag is present, and the value of this Named Entity is a close match to at

least one of the values from a list of keywords/names. Otherwise, returns ABSTAIN.

For example, this type of LF can be used to check for the presence of PERSON SpaCy

NER tag and compare the value with a list of popular names (names of politicians).

Another example could be when we would like to check for ORG SpaCy NER tag and

check if the ORG is present in a subset of financial institutions (banks, credit card

vendors or credit bureaus)

All the Snorkel models described in this work are built using the labeling function types

listed above. In the Social Security example stated earlier, a simpleKeywordPresenceExactMatch
LF that searches for the keyword social security is an example of translating human

insight into a Python Labeling Function that returns a Social_Security label on match-

ing the keyword. By developing a set of Labeling Function types specially designed for

robocalls over the existing labeling function framework of Snorkel, we drastically reduced

the time required to develop Snorkels for SnorCall.
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.2.2 Automatically Extracting Keywords

We further reduced development time through supervised automated keyword selection

through topic modeling with BERTopic 1. BERTopic uses a series of sBERT based sentence

embeddings, performs data normalization and aggregates similar transcripts together using

HDBSCAN clustering algorithm. By specifying input parameters to BERTopic, we extract

coherent topics that are unigrams (single word) and bigrams (two words). We can then

pass these topics directly to our keyword LFs to specify their labeling criteria. Before using

the topic keywords extracted by BERTopic to generate Labeling Functions, we review them

manually to ensure that they are coherent. We prune vague and generic keywords, if any.

This process drastically simplifies the effort for a human to specify labelling functions.

.2.3 Additional Figures

Figure 1: Example output of the SnorCall Debugger Module for a correctly classified politi-
cal survey robocall

.3 CodeBook
1. Information (51-NAICS)

1. Tech support calls (scams)

1. Amazon tech support scam

2. Google tech support scam

3. Apple and iCloud tech support scam

4. Microsoft tech support scam

1https://github.com/MaartenGr/BERTopic
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5. Generic PC support scam

6. Malware or Antivirus removal scam

7. Other tech support scam

2. Business listing/search engine optimization (SEO)

1. Google business listing

2. Amazon Alexa listing

3. Yellow pages listing

4. Other business listing calls

2. Finance and Insurance (52-NAICS)

1. Financial calls

1. References to well-known banks (Bank of America, Chase, PNC, Morgan Stanley, etc.)

2. References to payment apps and payment ecosystems (Venmo, Zelle, PayPal, etc.)

3. Student loan

4. Gift cards

5. Credit cards (Visa, Master Card, Discover etc)

6. Debt collectors

7. Investment or get rich quick schemes

8. Work/earn from home schemes

9. Credit score improvement/credit bureau/modify credit history

10. Lottery, prizes and sweepstakes

2. Other financial robocalls

1. Insurance, warranty and protection plans

2. Health insurance

3. Automobile insurance/warranty

4. Home insurance/renters insurance

5. Flood insurance

6. Other insurance/warranty

3. Educational Services (61-NAICS)

1. School notification calls (schools and colleges)

1. Missed classes

2. Missed homework

3. School closure

4. Other school notification

4. Health Care and Social Assistance (62-NAICS)

1. COVID related calls

1. COVID case notification

2. COVID testing updates

3. COVID awareness

4. COVID vaccine

5. Other calls that mention COVID or the pandemic
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2. Healthcare and social assistance

1. Pharmacy notifications/prescription reminders (CVS, Walgreens, etc.)

2. Senior care, old age home and residential care

3. Diagnostic labs

4. Ambulance services

5. Dentists, physicians, chiropractors and others

5. Other Services (except Public Administration) (81-NAICS)

1. Political calls

1. Democrat or republican political robocall

2. Potential disinformation or voter suppression

3. Political surveys and voter awareness

4. Other political robocalls (school elections, local elections, etc.)

2. Surveys (non-political surveys and non-covid surveys)

3. Charity and donation calls

1. Armed forces references

2. Police references

3. Fire fighter references

4. Religious organization/entity references (calls from churches, mosques, temples etc)

5. Veteran benefits

6. Other charity or donation calls

4. Job/employment opportunity leads (not earn-from-home)

5. Vacation/holiday cruise (scam) calls

6. Package delivery and shipping company references (FedEx, USPS, UPS, DHL, etc.)

6. Public Administration (92-NAICS)

1. Calls associated with US government entities

1. Social Security Administration (SSA/SSN)

2. Social Security Advisor/Disability Advisor

3. Internal Revenue Service (IRS)

4. US Treasury

5. CIA, FBI, NSA

6. Immigration Department/Department of Homeland Security

7. Other US Government entity

2. Calls associated with non-US government entities

1. Chinese consulate

2. Canada Revenue Service

3. Mexico and Mexico specific organization

4. Other non-US government impersonation

3. Calls from detention center/prison (calls from inmates)

4. Jury duty scam

5. Public interest and awareness calls

121



1. Missing person

2. Lost pet

3. Adverse weather alert

4. Other public interest calls

6. Invitation to join ongoing town-hall conference calls/meetings

7. Utilities, Transportation, Construction and others (11, 21, 22, 23, 31-33, 42, 44-45, 48-49, 53, 54, 55, 56, 71, 72)

1. Utility calls

1. Electricity (through associated organization: Duke energy, city office etc)

2. Water

3. Natural gas connection

4. Home security and alarm systems

5. Solar energy systems, wind energy systems

6. Sewage and water systems

7. Air conditioning systems and services

8. Waste disposal and recycling

9. Cleaning services (carpets, cars, homes etc) and home improvement

10. Other utility related calls

2. Farming, agriculture, animal husbandry, forestry

3. Mining, oil and gas operations (not natural gas lines to homes)

4. Construction services: Residential and commercial buildings, highways and roads

5. Manufacturing: Food and beverages, textiles, woodwork, paper and printing, chemicals, vehicle, equipment and others

6. Retail and wholesale trade: Car dealers, furniture dealers, consumables, clothing, shoes, books, office supplies and

others

7. Transportation: Air, rail, road and water/ferry transportation systems

8. Press and information publishers: Newspapers, press, TV channels (polls), libraries and others

9. Hotel, motel, real estate, rental and leasing services (residential buildings, office spaces etc)

10. Professional and scientific services: Notary, lawyer, accountant, architects and other consultants

11. Art, entertainment and recreation: dance, music, museums, casinos, theme parks etc

12. Romance scam/Catfishing

13. Generic "Can you hear me?" or "Are you there?" lead generation calls

14. Others calls
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Figure 2: Calls received by Robocall Observatory Signed with STIR/SHAKEN from 2019 to
2024 (Normalized by total calls received per day)

Figure 3: Heatmap of call overlaps of specific feeds relative to other feeds
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Figure 4: Heatmap of Caller ID Overlap Between Various Feeds
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Figure 5: Heatmap of Caller ID Unique To Specific Feeds Relative to Other Feeds
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Figure 6: Heatmap of calls unique to specific feeds relative to other feeds
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Figure 7: Equation used to calculate Cluster Perfection
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Figure 8: Equation used to calculate Intra-cluster Precision
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