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ABSTRACT

MELISSA GROUT SMITH. Robust Hierarchical Bayes Methodology for Clinical Studies

(Under the joint direction of Drs. Clarence E. Davis and Richard L. Smith.)

Outlier observations can have an adverse effect on statistical inference. Identification
and elimination of such observations are one option, however, dealing with outliers in this
manner has many drawbacks. An alternative approach is to utilize statistical methods that
are Tobust to outliers. Robustness is a desirable property of statistical estimators because
it ensures that the estimator reflects the pattern in the majority of the data, without being
too sensitive to a handful of outliers.

In this dissertation robust methodology for constructing empirical Bayes confidence
intervals is presented. Three different robust models are proposed: a variance inflation
model, a location-shift model and a heavy-tailed model. These three general types of
models are described within a hierarchical Bayes framework and are applied in two separate
contexts. In the first, we apply the robust methodologies to the normal means probleﬁ,
and in the second we apply them to the modelling of longitudinal data by random-effects
models. The Gibbs sampler is used for analysis of these complex models. Four alternative
types of confidence intervals are proposed and evaluated.

The proposed methodology incorporates heavy-tailed or contamination-type distri-
butions into a hierarchical model of the data. These distributions allow the possibility
of outliers and are hypothesized to make the resulting inference more robust to outliers.
Specifically, for robust linear random-effects models, the random errors and random effects
are modelled by heavier-tailed alternatives to the normal distribution, such as the variance
inflation distribution or the ¢ distribution.

The proposed techniques are illustrated using longitudinal data from a clinical study
of cholesterol-lowering in the elderly. In addition, we compare the techniques via simulation

studies, which show that the interval estimates from the variance inflation and heavy-tailed
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models are more robust to outliers than a nonrobust Bayesian model, judging in terms of

coverage probability and interval length.
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Chapter 1

Introduction

1.1 Statement of Problem

Due to the advent of fast and inexpensive computing, the use of empirical Bayes methods
for statistical analysis of clinical studies is on the rise (Breslow 1990; Louis 1991). Statis-
ticians have implemented empirical Bayes methodology in a variety of situations including
a.%sessment of small area variations in disease and hospitalization rates, longitudinal studies,
and identification of individuals at risk (Manton et al. 1989; Efron and Morris 1977; Hui and
Berger 1983; Bailar and Louis 1988). In each of these papers, the objective was to estimate
several different but related parameters. The empirical Bayes approach incorporates this
relatedness into the model structure. Thus it is well-suited to data generated by repetition
of similar random ‘experiments’ on separate units. For example, a multi-center clinical trial
is a collection of such experiments with each one conducted at a separate clinic. Likewise, in
assessing small area variations in disease rates the data are collected from similar component
experiments with each carried out in a different geographical region. In many cases, the
empirical Bayes estimators are superior to the classical estimators in terms of minimizing
average mean squared error. Confidence intervals formed via empirical Bayes methods may
also be more precise (i.e. shorter) than classical intervals, while having the same coverage
probability (Morris 1983b).

Extensive use of Bayesian methodology has been limited due to the intractability of



the calculations in all but the simplest models. Statisticians have been constrained to
selecting amongst a narrow range of models with analytically tractable solutions. That
barrier has fallen now, owing to the introduction of a Monte Carlo simulation technique
known as the Gibbs sampler a decade ago and the recent discovery of its potential utility in
Bayesian statistical analysis (Geman and Geman 1984; Gelfand and Smith 1990). This tool
simplifies the statistical analysis of Bayesian models and allows greater flexibility in model
specification. In brief, this simulation technique allows us to break a large, difficult problem
into a set of smaller, simpler ones. With computational barriers overcome, statisticians can
now choose from a vast range of models and select that one (or more) which will represent
most accurately the underlying process. Recent work by Gelfand, Hills, Racine-Poon and
Smith (1990) and Gilks, Wang, Yvonnet and Coursaget (1993) demonstrated the potential
of complex Bayesian models and Gibbs sampling in the analysis of medical data. Just the
same, the reservoir of possible models remains largely unexplored. This is particularly true
with respect to empirical Bayes methodology, where only the simplest models have been
considered to date.

This dissertation focuses on one specific subset of such models, namely, outlier models,
which are often used in the derivation of robust methodology. Empirical Bayes estimators
offer some potential advantages, but caution is necessary because no research has been
done on their robustness, a desirable property of statistical estimators. A procedure is
termed robust if it is relatively insensitive to extreme observations and modest deviations
from model assumptions. Robustness is a desirable property because it ensures that the
statistical procedure reflects the pattern in the majority of the data, without being overly
sensitive to a handful of outliers. One obvious way of dealing with outliers is to exclude
them from the data. Though this strategy may appear straightforward, difficulties arise
in deciding how extreme an observation can be before it is termed an outlier. Another
problem with simply excluding an outlier, especially one that is a legitimate observation,
is the loss of information that the observation could provide. Often, the best strategy is

to use a robust statistical procedure. With such a procedure, outliers remain in the data,



providing information for the analysis, but their effects are moderated, affording protection
from the undue influence of a few observations.

Research on the robustness of Bayesian procedures was first begun three decades ago.
The earliest such work was done by Lindley (1961) and Box and Tiao (1962, 1964a,b, 1968).
The latter proposed a Bayesian model for outliers. Further models have also been proposed,
but all are constrained by computational problems (Freeman 1981). Furthermore, their
applicability is limited: some work only with small sample sizes, or only with a narrow
range of models, or only when the number of outliers is known beforehand. The Gibbs
sampler frees us from these limitations. Only recently has the Gibbs sampler been applied
to robustness and outlier models (Verdinelli and Wasserman 1991). Little research, however,

has been done on the robustness of empirical Bayes estimators.

1.2 Outline of Dissertation

This dissertation introduces a robust methodology for constructing empirical Bayes con-
fidence intervals. For the standard normal-normal model, this involves the use of outlier
models at one or more different levels in order to improve and ensure robustness of the
methodology. For more complex models such as the random-effects model, outlier models
are proposed for the random errors and the random effects. The Gibbs sampler enables
us to derive interval estimates from these complex models, a task that otherwise would be
impossible. Several different robust techniques are considered. We evaluate the benefits
and drawbacks of the proposed robust methodology and compare it against the standard
methodology.

Chapter 2 outlines the main existing methods of constructing empirical Bayes confi-
dence intervals. Chapter 3 reviews the literature on Bayesian robustness with particular
emphasis on Bayesian outlier models. In addition, the Gibbs sampler technique and its
application to such models is discussed. In Chapter 4, the proposed robust hierararchical
Bayes methodology is described and results are presented for the normal-normal case with

independent means. In Chapter 5, the proposed methodology for the general linear model



is discussed. Comparisons to the standard Bayesian methodology are made. In Chapter
6, the methodology is applied to the Cholesterol Reduction in Seniors Program (CRISP)
dataset. In Chapter 7, we explain how the various robust methods were tested on simulated
longitudinal data, and discuss the results of the simulations. Chapter 8 summarizes the

findings and presents future areas of research.



Chapter 2

Review of Empirical Bayes

Confidence Intervals

2.1 An Introduction to Empirical Bayes Methodology

Inference with respect to unit-specific parameters is an important goal when analyzing data
from clinical studies. For example, these units could be different centers in a multi-center
study. The main feature of the empirical Bayes approach is that the estimate of one unit-
specific parameter combines information from that unit as well as information from the rest
of the units. In a classical approach, on the other hand, only information from the unit of
interest is used to estimate the unit-specific parameter.

The central objective of statistical analysis is to make inference about a set of pa-
rameters, say 6, via point estimates, confidence intervals and/or test statistics. The two
principal approaches to statistical inference treat parameters differently. From the classical
(or frequentist) viewpoint, parameters are unknown constants. In contrast, the Bayesian
approach regards 6 as the realization of some random variable ©@. Debate continues over
the relative merits of statistical methods proposed by these schools (Cornfield 1969; Efron
1986). The arguments in favor of the Bayesian approach include the superiority of Bayesian

estimators in terms of average mean square error. While the emphasis in the classical school



is on long-run performance, the focus in the Bayesian approach is on the data at hand.
The empirical Bayes approach can be thought of as a compromise between the two
schools, combining elements from both. One sets up an empirical Bayes model as one
would a Bayesian model. The methods diverge, however, when it comes to estimating the
model parameters. In the Bayesian approach, the unknown quantities (prior parameters)
are specified a priori. In the empirical Bayes approach, one estimates them from the data.
The term empirical Bayes was coined by Robbins (1955) who was responsible for
the earliest work in the field; ironically, his procedures were arrived at using frequentist
arguments. His formulation of the problem was nonparametric empirical Bayes, as it is now
described, and is a less common approach than parametric empirical Bayes. The difference
lies in the specification of the prior; the nonparametric formulation makes no assumptions
about the form of the prior, whereas the parametric version specifies a parametric family
of prior distributions. In this dissertation, when we say empirical Bayes methods, we will
mean parametric empirical Bayes methods. A series of papers by Efron and Morris (1972,
1973, 1975, 1977) laid the foundation for modern parametric empirical Bayes research.
They also described the interrelationship between empirical Bayes methods and James-Stein
estimators (James and Stein 1961). Their papers focused on derivation of point estimates.
Morris (1983) extended the empirical Bayes ideas to encompass a theory of parametric
empirical Bayes inference, with specific description of empirical Bayes confidence intervals.
Both Bayesian and empirical Bayes methodologies require the specification of prior
distributions. They differ, however, on how precisely a prior distribution needs to be spec-
ified. In a strictly Bayesian framework, we assign the prior a particular parametric form
with pre-assigned values for the hyperparameters, or we add another level to the model and
allow the hyperparameters to have prior distributions. In empirical Bayes, we assign the
prior a particular parametric form, such as the normal distribution. The parameters of the
prior, called hyperparameters, are not given pre-assigned subjective values, but instead are
estimated from the data, based on the marginal distribution of the data given the hyperpa-

rameters. Most often, this estimation is by maximum likelihood or sample moments. The



resulting empirical Bayes estimator is the usual Bayes estimator with the hyperparameters
replaced by their data-based estimators. The example below illustrates empirical Bayes

point estimation for the normal case.

Example:

Suppose that we wish to estimate plasma cholesterol among patients of n
different clinics. In particular, we are interested in estimation of clinic-specific
levels of cholesterol. We adopt a two-stage hierarchical model.

Let m; be the number of subjects at the i-th clinic and Y;; the observa-
tion made on the j-th subject at the i-th clinic, ¢ = 1,...,n, 7 = 1,...,m;.
Observations within the same clinic are believed to be independent, identically
distributed observations from a normal distribution with mean 6; and variance
m;o2. This is Stage I of the model. Written explicitly, the sampling distribution

for Y;; conditional on 6; is
Y,‘jwi,dz ~ N((),-,mz-az) i:l,...,n j=1,...,m,'.

The variance parameter o is assumed known. At the second stage, the relation-
ship between the clinic-specific parameters is modelled by the prior distribution.
We assume that the clinic-specific means of plasma cholesterol, the 6;’s, are i.i.d.

and normally distributed:

0;lu, 72 ~ N(p,7%) i=1,...,n

This case is called the normal-normal case — normal sampling distributions and

a normal prior. The Bayes estimator for 6; is given by

2 2
4B _ g T o
b = 02+‘r2'u+a2+1-2Y”

where ¥; = (1/m;) Y_; Y;; is the mean of observations from the i-th clinic. The

posterior distribution of §; is

_ _ n o212
0i|y17.--7yn ~ N (0?,?1?) . (2.1)



Note that the above expression is written in terms of the hyperparameters, u
and 72. In a strictly Bayesian solution, y and 72 are assigned specific values a
priori. In the empirical Bayes solution, they are estimated from the data, based
on the marginal distribution of the Y;’s, which are marginally independent. It

is straightforward to show that the marginal distribution of Y; is

f(Tlp, ™) = / F(Ti16:, 0%) £(8il, 72)d6;

Yiu, 7 ~ N(u,o*+7%), i=1,...,n

The marginal distribution for all of the group means is the product of the above

density over %, as shown below:

SRR ¢ SR SR ¢ )
ig™ ~ Il G o ars )

An unbiased estimator for p is & = ¥ = (1/n)¥; ¥;. Similarly, an unbiased
estimator for 02/(02 + 72) is (n — 3)0?/5% where 52 =S.(Y;-Y)~.

The posterior for §; in the empirical Bayes framework is simply the usual
Bayes posterior (2.1) with appropriate estimates substituted for the unknown

quantities. The empirical Bayes estimator is the mean of this posterior, namely,

. (n—3)o? n—3)?\ -
gFB = 'T2)_’”' 1—(—3,2—)— Y. (2:2)

It is a weighted average of the ¢-th clinic mean Y; and the mean of all n clinics, Y.

The empirical Bayes estimator (2.2) has a pleasing property: it is a better estimator
than the classical estimator, Y;, in terms of minimizing average mean squared error (James
and Stein 1961). One disadvantage of the empirical Bayes methodology is that the posterior
variance is underestimated. In the framework described above, the uncertainty in estimating
the prior parameters is not taken into account. Thus, interval estimates based on the
posterior distribution would be too narrow. In summary, point estimation using the EB
approach is fairly standardized, but interval estimation is not. Several different methods of
interval estimation have been proposed, with none clearly better than the rest. Furthermore,

the issue of robustness and empirical Bayes methodology has not been addressed to date.



The main existing methods of constructing empirical Bayes confidence intervals are
discussed in following sections. In the ‘naive approach’, the confidence intervals are just the
appropriate quantiles of the estimated posterior. Morris (1983a,b) took into account the
variability in estimating the prior parameters by placing a hyperprior on them. Laird and
Louis (1987) proposed using the bootstrap to adjust empirical Bayes confidence intervals
for uncertainty in the estimator. Carlin and Gelfand (1990, 1991) proposed a sample reuse
method as well as analytical techniques similar to those of Cox (1975) to correct the bias in
the naive interval. Lastly, Kass and Steffey (1989) proposed approximations to the posterior
variance that take into account the uncertainty in estimating the prior parameters.

These methods are reviewed in detail in the context of the usual exchangeable Bayesian
formulation. Assume that there are n subgroups. The focus of inference is on the subgroup
parameters, 8;,7 = 1,...,n. Given the parameter 6;, the data Y;;,5 = 1,...,m; are inde-
pendently, identically distributed with probability distribution f(y|6;). The 6;’s are also
independently, identically distributed from some prior distribution having density g(8|)).
In this chapter, 6; is a scalar quantity, for simplicity. The parameter A indexes a family
of hyperpriors. The posterior of 8; is denoted by h(#;|yi,A). The independence assump-
tions ensure that the posterior of 8; is dependent on the data only through the :-th data
vector Y;. The marginal distribution of ¥; = (Y;1,...,Yin,) is denoted m(y;|A). The {Y;}
are marginally independent, even though the elements within a specific Y; are not. The
marginal distribution of all the data Y is m(Y|\) = [[i=; m(y|A). In the following sec-
tions, several methods for constructing empirical Bayes confidence intervals are explained

with reference to the above formulation.

2.2 Naive Intervals

The most straightforward way of constructing EB confidence intervals is to consider the
quantiles of the estimated posterior, A(6;|y;, ;\) The a-quantile is denoted g, (8;|y;, 5\) The

EB counterparts to the Bayesian equal tails and highest posterior density (HPD) intervals



(qa/Z(oilyiaj‘L ql—a/Z(oilyhi)) (2'3)

and
(Qa‘(ai]yhj‘)a ql—a"(0i|yi,5\)),

where the latter type of interval is subject to the condition that it is the narrowest such
interval satisfying o* + &** = a. If the posterior is symmetrical, the two types of intervals
are equivalent.
The main problem with this approach is that the variability in estimating A is ignored,
hence the term ‘naive’. The resulting intervals may be too short or have the wrong location.
A variety of alternative methods of constructing EB intervals has been suggested. In

the sections that follow, each of the main methods is described in detail.

2.3 A Marginal Posterior Approach

‘Morris (1983a,b) defined an EB confidence set of size 1 — & as a subset £,(Y) of © such

that
Pl €t,(Y)) > 1-aq, (2.4)

where the probability is calculated over the joint distribution of #; and Y. In general,
the naive intervals fail to satisfy (2.4), being somewhat too short or, equivalently, having
coverage probabi]ities‘ that underestimate the nominal level (Morris 1983b, Laird and Louis
1987).

Morris proposed a method for constructing EB confidence intervals via a marginal
posterior approach. He incorporated the uncertainty in estimating A by placing a vague
hyperprior, denoted h(A), on the unknown prior parameters. This is a third level in the

hierarchical Bayes framework. The marginal posterior density of 6; is then

m(@ily) = [ 9By, V(M) (2.5)
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where h(\|y) is the posterior for the hyperparameter given the data Y, h(Aly) x f (y|A) -
h()). Derivation of the above density, even in the simplest cases, may be tedious if not
impossible. However, Morris’ method relies only on its moments which are calculated via

conditional expectation theory. His proposed EB confidence intervals are:
b; £ Z. )25

where 6; = E(6;]y), s? = V(6ily), and Z,/; comes from the standard normal distribution.
Morris considered the i.i.d. normal-normal model with one observation per subgroup

to illustrate this method. Thus, he assumed

Y60 ~ N(8;,0?
(6:,07) 26
01'“"7-2 ~ N(ll'77-2)'

The variance o2 was assumed known. He placed a flat prior on u across the entire real line

(o0, 00) and a uniform prior on 72 across the positive reals (0, 00). Standard calculations

yield the following EB confidence interval for 6;:

~ ~

0; £ Z,/95:, where b; = (1-PB)yi+h7,
= o (1-228) +o(y: - 9)%,
5 _  (n—3)c? _ 1
B = 5 (1 M(n_a)/2(5/202))’
vo= BB-0-p(2-%),
M.(t) = [;exp(tz)(l—z)  'dz,

S = Y(y-97> and §= (/n) Ty

The expression M, (t) is the moment-generating function of a beta(1,r) distribution at ¢.
He applied this approach to a baseball data set consisting of the batting averages of 18
baseball players after each had batted 45 times, (1,...,%1s). The averages are assumed to
be normally distributed with known variance o%. (Actually, a transformation was performed
on the data, which were then recentered to resemble batting averages.) This simple example
fits the i. i. d. normal-normal context with equal, known variances. The focus of inference
is on the ‘true’ averages — the averages during the rest of the season, 4y, .. .,61s, which are

assumed to be normally distributed with mean p and variance 72. This model is described
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by (2.6). He compared the EB intervals with the usual classical ones and found that the
former were 37% shorter while covering the true values with at least the same confidence
level (Morris 1983b). He ran simulations to determine whether the intervals (6; £ s;) and
(éi + 1.96s;) covered the true values 6; at least 68% and 95% of the time, respectively.
New values of the y;’s were generated using the true 6;’s. Based on 1800 repetitions, the
actual coverage probabilities were 74% and 97.3%. The intervals were 35% shorter than the
classical MLE intervals (Morris 1983a).

Since there is no direct connection between Morris’ definition of an EB confidence set
and his proposed intervals, the performance of his procedure, particularly with respect to
average coverage probability, is an important issue to be examined. He argued that the
normality assumption embedded into the proposed intervals is justified: though it is not
true that 0; given Y has exactly a normal distribution, 6; given both (Y, ) is normal.
Furthermore, the normality of (the marginal distribution of ) Y further suggests that we
are justified in basing our interval estimates of §; on normal assumptions. Morris pointed
out that such good results cannot be expected if the 6;’s do not have an exchangeable
distribution. How well the procedure performs outside the i.i.d. normal-normal context has
not been investigated.

Other authors have investigated the behavior of the Morris intervals. Laird and Louis
(1987) found that in the normal-normal case with known prior mean, the intervals achieve
the desired coverage probabilities without being overly conservative. One exception is that
the intervals were somewhat anti-conservative for large 8 due to the truncation of the
estimator which occurs with small S. Seillier-Moiseiwitsch and Sribney (unpublished work)
found that the Morris EB intervals achieved the nominal level of coverage probability when

B = .2 and 8 = .5 with 4 or 8 subgroups. For 8 = .8, the intervals were slightly conservative.

2.4 A Bootstrapping Approach

Laird and Louis (1987) proposed a sample reuse method for constructing empirical Bayes

confidence intervals. They incorporated the uncertainty in estimating A into a bootstrap
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method that mimics a hyperprior. Morris (1983a,b) accounted for this uncertainty by means

of a vague hyperprior on the unknown prior parameters, h(A), leading to the marginal

posterior,

m@ly) = [ 9617 w)h(A)dx

where h(Aly) o« f(y|A) - A(A). Laird and Louis approximated the above distribution by a
bootstrap method.
They identified three types of bootstrap (for the i.i.d. case) which vary in the degree

of parametric assumptions that are made in drawing the samples.

e Type I bootstrap samples are chosen in-the usual nonparametric fashion. For a single
bootstrap sample, one draws n i.i.d. observations with replacement from the empirical
distribution function of the data, y. This process is repeated a large number (K)

times.

e The Type II bootstrap encompasses parametric and nonparametric portions. One
assumes that the parametric form of f(y;|6;) is known. One estimates the prior
distribution g(#|)) by the nonparametric MLE, g, (Laird 1978). To get a bootstrap
data vector, one draws an i.i.d. sample from §,, yielding {6}}. Then, one draws y;

from f(y:|6}),i=1,...,n. This process is repeated K times.

o The Type III bootstrap is completely parametric, with the prior distribution g(8|))
and the sa.mpliné distribution f(y;|6;) assumed known. (Technically, the term boot-
strap is a misnomer for this technique. A better descriptor would be parametric
simulation.) First one estimates A using an approach such as maximum likelihood
estimation based on the marginal distribution of y. Then, i.i.d. samples are drawn
from g(6|)) yielding {6;}. Then, as in the Type II bootstrap above, one draws y}

from f(y:|67),i=1,...,n. This process is repeated K times. Schematically, we have

A= {67} = {Y )} - a2 (2.7)
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The authors discussed two types of bootstrap intervals. For the first type, one finds
bootstrap estimates of the posterior mean and variance of 0; and then forms confidence
intervals in the usual Gaussian fashion. For the second type, one forms a bootstrap version
of m(6;|y;) by mixing the posteriors g(0;|y;, )) and taking the appropriate quantiles of the
mixed distribution. Although the authors explained both methods of constructing bootstrap
intervals, they espoused only the latter. They did not give a reason for their preference.
The two methods are explained in more detail below.

The first method is similar to the construction of Morris intervals, except that the
bootstrap estimates of the marginal posterior mean and variance are employed. Within the

normal-normal context, the posterior mean for group ¢ is estimated as
0% = Bigi+(1—BR)¥ik

where

« _ . [n-3 o?(n —3) )
G = mm(n—l’Z(y;“k—?k)z '

The bootstrap estimate of §; is simply the average across all of the bootstrap samples:
Ly
K k=1

In the bootstrap estimate V(6;|y), the expectations are replaced by averages over the em-

pirical bootstrap distribution, yielding:

Vi@Oily) = s = FTEash+ gy Tiea (05 - 67)
where s% = (1- ;)0 A bootstrap confidence interval for 6; is 67 £ Z, /557 The similarity
to Morris’ intervals is evident.

Laird and Louis (1987) proposed a second method, the focus of their paper, and
implemented it in the normal-normal context of (2.6) with prior mean p known, and prior
variance 72 unknown. Their proposal mimics the hyperprior calculations. One forms a
mixture of estimated posterior densities that is analogous to the marginal posterior given

in (2.5). The bootstrap version is

. 1 & .
m*(6ily) = fzg(ez’ly,)\k)
k=1

14



where A} is an estimate of A, based on the data from the k-th bootstrap sample y}. Thus,
m*(-) is a mixture of K posterior densities g(6;|y, A) with the mixing distribution being the
empirical distribution of bootstrapped values {A;}. The authors stated that although m*(-)
has all the properties of a density, it has no formal justification as a density of ;. They
treated it as an adjusted posterior with moments, 67 and s?*, as defined previously. While
the first method of constructing bootstrap EB confidence intervals assumes symmetry, the
second does not. Instead, they proposed an egqual tails approach in which one calculates the
tail probabilities of m*(-) to find upper and lower limits. One solves the following equations

using an interval-halving numerical routine:

o CL oo
o _ / m*(6i|y) db; = / m*(6:]y) d6:.
2 Cy

-0
The resulting bootstrap EB confidence interval is (Cf,Cy).

Using numerical computation, they evaluated the EB properties of the parametric
(Type III) bootstrap. Their evaluation of the Type I intervals suggests that they may be
anti-conservative owing to clumps in the original data that lead to underdispersed bootstrap
samples. The Type II and Type III intervals are more robust in this respect. Bootstrap and
Morris intervals were of comparable length, with generally well-calibrated coverage. They
concluded that their method performs well, but that it offers no advantages over Morris’
hyperprior approach in the normal-normal setting. The real advantage of Laird and Louis’
approach may be in more complicated settings where the EB theory is not worked out
or where implementation may be difficult. Implementation of their method involves the
generation of bootstrap samples and the mixing of the estimated posteriors which must
have a closed-form. Neither of these tasks is a difficult one.

A few open questions remain about the Laird and Louis approach. The first question
involves the accuracy of the sampling distribution of /\*|5\ in representing the posterior of
the hyperprior, g(A|ly). Another concern is that this entire framework rests on the initial
estimate of A. If the estimate is bad, poor performance of the intervals could result. Carlin
and Gelfand (1990) demonstrated this method’s sensitivity to the choice of the estimator

A. Lastly, the bootstrap method’s performance is untested for a variety of models and more
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complicated settings.

2.5 The Bias Correction Approach

The general idea of bias correction is to find the nominal confidence value 1 — o that will
actually produce a naive interval with the desired coverage level of 1 — a. For example,
to construct an interval with coverage probability of 95% in the sense of Morris’ definition
(2.4), one may need to use critical values associated with the 98% level. This is necessary
because the innate variability in the estimator ) is ignored in the naive technique.

The original idea of bias correction was first proposed by Cox (1975) who suggested
an analytical method for calibrating coverage probability. Fifteen years later, Carlin and

Gelfand (1990, 1991) developed numerical and bootstrap solutions to the problem.

2.5.1 Cox’s Analytical Method

Cox (1975) suggested calibration of coverage probability using an approximate asymptotic
expansion. For the exchangeable case, consider confidence sets for §;. Let H(6;|y;, A) be
the cumulative distribution function of the posterior for 6;, h(6;|yi, A). Without loss of

generality, take i = 1. The quantile ga(61]y1, A) is defined as
P(6: < ¢a(61191,2)) = H(ga(b1]31, A)|92,A) = . (2.8)

Since ) is not known, we substitute its estimate ). The resulting bias in probability coverage
is

r(e, A, A 91) = H(ga(01]y1, Mly1, A)- (2.9)
The above expression is calculated with regards to one specific value of X. Averaging all

possible values of A, we obtain its expected value,

R(a7 A,yl) = Ej\p\,yl (7‘(}\,5\, y17a))

Espy 4 (H(aa(B2lv, Vi, ») (2.10)

il
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where expectation is taken over the density g(j\])\, y1). The right-hand side of this expression

may be approximated via Taylor’s Theorem. When A is a scalar, we get, under regularity

conditions,
Ra, ) = a+ (EGIAn)-2) (?ﬂ(qa_(jqﬁ)
Is=a
+%V(5\|/\7yl) (%ﬁ) - + o(1/m) (2.11)

= a4+ Ca(A)+o(1/m).

For the simple normal-normal case, Co(\) may be evaluated analytically. For more complex
models, numerical calculations may be necessary.
If Ais a vector A = (Ay,...,AR), then the second and third terms of (2.11) may be

replaced by

> (EGe A ) ~ X (0H/5,)

r

(1/2) 3" Cov(Ar, Aol Ar, Asy 91) (02H/ai,ais) .

7,5
Now, we solve R(a’, ), y1) for o’. Finally, we substitute o’ for o in equation (2.3),
yielding a bias corrected EB interval with overall coverage probability of approximately a.
Cox illustrated his method in the normal-normal context. Seillier-Moiseiwitsch and
Sribney (unpublished work) evaluated its performance in this context using simulation, with

disappointing results as discussed in the last section of this chapter.

2.5.2 Carlin and Gelfand’s Bias Correction

Carlin and Gelfand’s (1990, 1991) approach towards bias correction also involves approxi-
mation of the bias in a naive interval. They proposed analytical as well as numerical means
of making this approximation.

For their purposes, they modified slightly the definition of an EB confidence interval

(2.4), replacing the inequality with an approximate equality. Hence, ¢,(Y’) is an uncondi-
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tional 1 — o EB confidence set for 6; if and only if for each A,
P(#; €t(Y) = 1-a, (2.12)

where the probability is calculated over the joint distribution of §; and Y. They recog-
nized the weakness of the above unconditional statement, first pointed out by Rubin (1984)
who observed that (2.12) is ‘a fairly weak statement in the absence of statements about
calibration conditional on characteristics of the data’ (p. 1163). They modified the above
statement to make it conditional on some summary of the data b(Y). Thus, to(Y') is a

conditional 1 — o EB confidence set for 6; given b(Y') if and only if for each A and 5(Y'),
Py, €ta(Y) B(Y)R1—0c. (2.13)

Naive intervals usually fail to satisfy (2.12) and (2.13).

Carlin and Gelfand proposed a method for correcting naive intervals to meet the
conditional definition (2.13), where the correction is made conditionally on &Y) = Y;.
Their approach follows that of Cox (1975) up to Equation (2.10). If A were known, we
would solve R(c/, A, 1) = o for o'. However, the true value A is unknown. Thus, Carlin

and Gelfand proposed solving the similar equation,
R(alv xa yl) =a,

to obtain o'. As before, we substitute o’ for a in equation (2.3), yielding a bias corrected
EB interval.

The method detailed above is an outline of Carlin and Gelfand’s bias correction ap-
proach. Its actual implementation depends on whether the function g(j\l)\, y) is available in
closed form. The former case is the subject of their 1990 paper. The latter case, g(j\l)\, ¥)
intractable, was considered in a subsequent paper (Carlin and Gelfand 1991) and involves
simulation. The methods for bias correction differ considerably between these two cases.

When the density g(S\I)\,y) is not available in closed form, they proposed using a
bootstrap method to approximate it. They estimated the bias using a modification of the

Type TII parametric bootstrap first proposed by Laird and Louis (1987).
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In their 1990 article, they addressed a key question: ‘Does this conditional bias cor-
rection method produce intervals that have the correct approximate conditional coverage
probability given Y;’? They proved a theorem showing that in many cases, the coverage falls
in an interval containing o. Their empirical work examined the simulated coverage prob-
ability for three specific examples: the exponential-gamma case, the normal-normal case
and the case of p simultaneous simple linear regressions. Their intervals roughly achieved
nominal EB coverage as defined in equation (2.13) with (Y) = Y;.

Overall, Carlin and Gelfand’s method (1990) conditionally corrects the bias in naive
empirical Bayes confidence intervals. The implementation is fairly straightforward, though
it is limited to conjugate cases. Based on the few examples given in their paper, the
performance of the bias corrected EB intervals is comparable to that of Laird and Louis’
bootstrap intervals, in terms of length and coverage probability. In previous work (Carlin
and Gelfand 1989), they examined coverage probabilities and lengths of intervals constructed
by the bootstrap method. Their simulation work indicated good performance for general

exponential family likelihoods with conjugate priors.

2.6 An Approximate Bayesian Approach

Kass and Steffey (1989) considered approximate Bayesian inference for two-stage models
with independence assumptions, which they refer to as conditionally independent hierarchi-
cal models. By independence assumptions, we mean that the observations at each stage in
the hierarchy are independent given the parameters of that stage. This greatly simplifies
the structure of the entire model.

The conditional posterior expectation satisfies E(f;ly,A) = E(6;|y;, A) by indepen-

dence, so that the posterior expectation of 6; is
E(ezly) = E)\(E(oilyi’ ’\))7

where the inner expectation is with respect to the marginal posterior of 6; and the outer

expectation is with respect to the the posterior distribution of A, h(Aly) as given in (2.5).
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Likewise for the variance,
V(8ily) = Ex(V(0ilyi, M) + VA(E(ilyi, A)),

where V) is the variance with respect to the posterior of A.

The authors used Laplace’s method to derive asymptotic expressions for the posterior
mean and variance. Under mild regularity conditions, the posterior distribution on A is
asymptotically normal with mean and variance given by the posterior mode X and the

inverse of the negative Hessian of the log posterior h(A|y) evaluated at the mode,
£ = (-D2og H(V) ™.

In addition to limiting normality, we have

it

E(\y) A4 0(n™)

V(Ay) £+0(n7?).

From the above results, the authors derived approximate expressions for the posterior mean

and variance of §;,

E@ly) = E(6dy, M{1+0(n™1)} (2.14)
V(bily) = (V(oilyi,i)+26jh5j5h) {1+0(n ™M)}, (2.15)
ih

where &, is the (j,h)-component of ¥ and §; = (8/0X;)E(6:lyi, M) 1525

With a vague prior on A, % and & become the MLE and the inverse of the observed
information matrix. This result is important because it shows that parametric empirical
Bayes estimates are approximate fully Bayesian posterior means.

The asymptotic results above apply when the prior is held fixed and 7 — oo. For finite
n however, the approximations may differ widely depending on the choice of hyperprior for A.

The ease of evaluating (2.14) and (2.15) depends on two conditions: whether the model
is conjugate and whether the marginal posterior mean E(6;]y;, \), and variance V(6;|yi, A)

may be obtained analytically. If both conditions hold, the calculations are straightforward.
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If either does not hold, other techniques must be used. If the marginal posterior mean is
not tractable, one may use a Monte Carlo integration.

The authors made no mention of forming confidence intervals based on their proposed
approximate Bayesian inference. This extension, however, is obvious; the 95% confidence

interval for 6; based on the assumption of normality would be,
(E(6ily) £ Zoya(V (6:,9))"/?)

where E and V are the approximations in (2.14) and (2.15). This method of forming
EB confidence intervals has some of the same drawbacks as Morris’ method: the normal
assumption implicit in forming the intervals and the questionable appropriateness of the

prior on A. Furthermore, the method is untested in the literature.

2.7 Comparison of Methods

Seillier-Moiseiwitsch and Sribney (unpublished work) assessed the performance of various
methods of constructing confidence intervals. They considered the normal-normal frame-
work where both the mean and variance parameters (u and 72) of the prior are unknown
and must be estimated from the data. The performances of the following methods were
evaluated: Morris (1983a,b), Laird and Louis (1987), Cox (1975) and some of their own
variations of the above methods. For Laird and Louis’ method, they evaluated the non-
parametric (Type I) and parametric (Type III) bootstraps, with both the symmetric and
equal-tails construction methods.

Three criteria were used to evaluate the respective methods of constructing EB confi-
dencé intervals. The first was the ratio of the interval’s length to the Morris-type intervals.
Second, they evaluated posterior Bayesian coverage probability. The last evaluative crite-
rion was the standard coverage probability, defined as the fraction of intervals which contain
the true parameter value. The fraction was calculated across a large number of simulations,
either 500, 700 or 1000 runs. They studied the performance of the above methods under a

variety of situations. They varied the parameter 8 and n, the number of subgroups.

21



The general conclusion from these simulations was that Morris’ method is still superior
to other methods. The bootstrap intervals either fall short in terms of coverage probability
or they are overly conservative or they achieve the nominal level but are longer than Morris’
intervals. Bootstrapping provides no advantage over simpler methods when analysing a
normal-normal model with unknown prior mean and variance. For more complex models,
the conclusions could be different. In complicated situations, the calculations needed for
the Morris approach may be impossible, while the implementation of the bootstrapping

method of Laird and Louis could be straightforward.
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Chapter 3

Review of Bayesian Robustness

3.1 Classical Approach to Robustness

Statistical models are a statistician’s attempt to describe the data generation process. By
their very nature, models are only approximations to reality; they include assumptions which
may or may not be true. Robust statistics is a broad field that deals with deviations from
these assumptions. These deviations can have marked effects on a statistical procedure,
depending on how sensitive it is. A relatively insensitive procedure is called robust.

This section gives a general overview of robustness theories in the frequentist approach
to statistics. The frequentist theories are relevant in a Bayesian context since they may
sometimes be applied to Bayesian procedures. The published literature in this area is far
too vast to be summarized here; therefore, only a few seminal papers are discussed. The
rest of the chapter reviews Bayesian robustness, in particular, Bayesian outlier models.

While the history of the study of robustness dates back 200 years, it was not until
E. S. Pearson’s paper (1931) on nonrobustness of tests of variances that systematic research
began on the robustness of statistical tests. It was even later before the problem of robust
estimation was addressed. Tukey (1960) demonstrated the nonrobustness of the arithmetic
mean and investigated robust alternatives. This marked the beginning of a new era in robust
statistics, led by Huber’s 1964 paper that introduced a comprehensive, general theory of

robust statistics.
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Huber (1964) introduced the minimax approach for robust estimation. He introduced
a class of estimators, M-estimators, which are a generalization of maximum likelihood es-
timators. The simplest case to consider is the one-parameter Jocation model. Suppose we
have a set of observations zi,...,Z, Which are assumed to be independent with density
f(z; — 6). To derive a maximum likelihood estimator of 6, one minimizes the expression
— S log f(zi — T') or, equivalently, solves S é(z; — T) = 0 with ¢ = f'/f, for the location
estimate T of 6. Huber generalized this procedure: he proposed minimizing Y p(z; — T) or
solving 3" ¢(z; — T) = 0 without assuming that p and ¢ are of the form —log f or —f'/f.
He showed that this family of estimators has properties of consistency and asymptotic nor-
mality. The key question then is how to choose the function ¢? We want to select ¢ so
that it provides an estimator that is good for a variety of different distributions. This, by
definition, ensures that the estimator is robust. For example, we know that the maximum
likelihood estimator (with ¢ = —f'/f) is not optimal because X, the MLE for the normal
distribution, is a poor estimator if the real underlying distribution is Cauchy. Outliers from
the tails of a Cauchy distribution would have undue influence on estimation of the loca-
tion estimator. Although the median is a better estimator in the above respect, it has the
drawback of being a relatively inefficient estimator.

Huber introduced the concept of the gross-error model, which sets up the framework
for choosing an optimal M-estimator. As an alternative to the strict parametric model of
the form G(z — ) for G known, he assumed that a known fraction € € (0,1) of the data
consists of gross errors with an arbitrary, unknown distribution H(z — ). The distribution
underlying the observations is thus F(z — 8) = (1 - €)G(z — 0) + eH(z — 6). This model
describes a neighborhood of the strict parametric model. Huber’s aim was to optimize the
worst that can happen over the neighborhood of the model, as measured by the asymptotic

variance of the estimator. Using this approach, he obtained the class of Huber-estimators
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which have the following ¢ function:

k fz>k

where the parameter k depends on e. This happens to be the MLE for a distribution with
normal center and exponential tails. It belongs to a family of densities referred to as the

Huber family. It has the density

p(z|p,0,k) x exp (—u (z — 'u)) (3.1)

g

where

12 :

5 if [t| < k

w=l %
klt| - & if |t > k.

2
The arithmetic mean and median are limiting cases of the Huber-estimators; as € — 0
(k — o0), we have the arithmetic mean, and as € — 1 (k — 0), we have the median. One

problem with the Huber ¢ function as defined above is that it is not scale-invariant. To

avoid this, we can solve a similar equation instead,

z;— 0
¢( . ) =0 (3.2)
where d is a robust estimator of scale. The recommended estimate for d is
d = 1.483- median|z; — median(z;)|.

Huber’s minimax approach is applicable to other estimation problems as well. Huber
(1964,-1973) treated the problems of scale estimation and robust linear regression by means
of the minimax approach.

Hampel (1968) introduced a different approach to robustness based on influence func-
tions. It is based on three central concepts: influence functions, qualitative robustness and
the breakdown point. The first two roughly correspond to the first derivative and continuity

of a function.
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Making a choice between competing estimators requires that we describe and evaluate
their behavior. Hampel (1968) proposed various measures of robustness and descriptive
tools to accomplish this. These ideas are reviewed and expanded on in Hampel, Ronchetti,
Rousseeuw, and Stahel (1986). One important question is how the estimator is affected by
the addition of an outlier. The influence function quantifies such an effect and may be used
to describe the maximum effect that an extra observation could have. Another question is
how many extreme observations can be handled by the estimator before it becomes useless.
The breakdown point describes this aspect of robustness.

Before defining the influence function, some notation needs to be explained. Suppose
we have a sample, (21,232, ...,%x), With empirical distribution Gn. As estimators of the
parameter of interest, §, consider the real-valued statistics T = Tn(Z1,---,2n) = Tn(Gn)-
Hampel considers estimators which are functionals (i.e. estimators for which Tn(Gn) =
T(G,) for all n and G,) or can asymptotically be replaced by functionals. This means that

there exists a functional T such that
To(Z1,---,20) "= T(G)

in probability when the observations are i.i.d. according to the true distribution G. Thus
T(G) is said to be the asymptotic value of {T,;n > 1}. As an example, one of the most
famous estimators is the arithmetic mean, T,, = (1/n) >, zi, which has the corresponding
functional T(G) = [ udG(u).

The influence function was introduced by Hampel (1968, 1974). Let 6, denote the
probability measure with point mass 1 at the point z. Let F denote a probability measure
for which the functional 7 is defined. Mixtures of F’ and some §, are written as (1—¢€)F +€6,,

for 0 < € < 1. Then the influence function IF(z;T, F) of T at F is given by

(3.3)

IF(z;T, F)=lim T((1 - €)F + €b;) = T(F)

() €

for those z where this limit exists. It describes the standardized effect of an infinitesimal

contamination at the point = on the estimate.
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Several robustness measures are based on the influence function. One important as-
sessment is the maximum effect that an additional observation could have on an estimator.

This is measured by the gross-error sensitivity of T at F and is defined as
7" = sup |IF(z; T, F)),

where the supremum is taken over all z where 1F(z; T, F') exists. The gross-error sensitivity
measures the worst approximate influence which a small amount of contamination can have
on the value of the estimator. Placing a bound on this measure is often the first step of
making an estimator robust.

Another important criterion in choosing a robust estimator is asymptotic variance.
The asymptotic variance of the estimator {T,,;n > 1} at F is denoted V(T, F). This

quantity is the expected value of the square of the influence function:
Wﬂﬁ:/mmﬂFﬁﬂﬂ

The derivation of the above quantity is found in Hampel et. al (1986). As part of this
result, he proved the asymptotic normality of T,,. The asymptotic relative efficiency of two
estimators, {T,;n > 1} and {S,;n > 1}, is the ratio V(T', F)/V(S§, F).

It is often of interest to know how many extreme observations can be handled by an
estimator before it becomes totally unreliable. This quantity is referred to as the breakdown
point and is loosely defined as the smallest percentage of free contamination which can carry
the estimator over all bounds. (A more technical definition is given in Hampel et al. 1988).
The breakdown point will always be in the interval [0,1/2].

In choosing an estimator that is as robust as possible, we take into account all of
the properties above. The preferred estimator would have a small, bounded gross-error
sensitivity, asymptotic relative efficiency close to one (relative to the maximum likelihood
estimator) and a non-zero breakdown point.

The robustness properties of three estimators are compared here with respect to the
standard normal distribution (Hampel 1974, p. 392). Consider the arithmetic mean, the

median and Huber’s scaled M-estimator as given in (3.2) with parameter £ = 1.5. Their in-
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Figure 3.1: Influence functions of the arithmetic mean, median and Huber’s scaled
M-estimator (k = 1.5)

fluence functions are displayed in Figure 3.1. We can see that the mean has an unbounded
influence function, indicating that even a single outlier can carry the estimator over all
bounds. Thus, the mean has a gross-error sensitivity of oo and the poorest possible break-
down point of 0. Our conclusion is that the mean is not robust. The mean, however, does
have asymptotic relative efficiency of 1 since it is the MLE for the normal distribution. The
median is certainly more robust than the mean. It has finite gross-error sensitivity equal
to 1.25 and has a breakdown point of 1/2. The median, however, has fairly low asymptotic
efficiency of 0.63. So, we conclude that the median is a robust estimator, even if it is not ef-
ficient. The third estimator, Huber’s M-estimator, is an improvement over the median since
it has much better asymptotic efficiency (0.96). Its gross-error sensitivity is still bounded
with a value of 1.73, which is only somewhat larger than that of the median. Its breakdown
point is 0.26. Thus, of the three estimators, the preferred choice is Huber’s M-estimator. It
has the best robustness properties with a minimum loss of efficiency.

Several other robust location estimators have been suggested. Papers by Hampel
(1974) and Relles and Rogers (1977) compared the robustness properties of a wide array
of estimators. Although many different types of robust estimators have been proposed, no

single estimator is clearly better than the rest in all aspects. Thus, the choice of estimator is
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dependent on the statistical model and the relative importance of the robustness properties
to the statistician.
The classical and Bayesian schools share similar viewpoints on the basic concepts of

robustness. However, they differ on the means of achieving robust inference.

3.2 Introduction to Bayesian Robustness

The previous section focused on a broad treatment of robustness, specifically the classical
approach to the subject. The rest of this chapter focuses on robustness within a Bayesian
context, in particular, robustness with respect to outliers. Qutliers are defined as observa-
tions that are far from the majority of the data or that do not fit the pattern of the rest
of the data (Hampel et al. 1986). In univariate cases, outliers may be fairly easy to detect.
In multivariate cases, however, they can be more difficult to identify. Several questions
arise: How should we deal with outlying observations? Should our model be elaborated to
include the possibility of outliers? Or should the outliers be downweighted? Or thrown out
completely? Are they gross errors or distant observations from a long-tailed distribution
or data points generated by a different model altogether? Many different approaches to
dealing with outliers have been proposed. Since the treatment of outliers is such a broad
topic, the rest of the chapter focuses on one segment of the subject, namely Bayesian outlier
models.

Several methods for modelling outliers in a Bayesian context have been published in
the literature. Nearly all the proposed methods fall into one of two general categories.
The first approach to modelling outliers is to use a contaminated model. In this type of
model, each observation is generated by either a standard model or an alternative model,
corresponding to non-outlier and outlier observations, respectively. Most often, the two
distributions come from the same family, but differ with regards to their location or scale.
The second approach to modelling outliers is to choose a heavy-tailed distribution for the
data. The reasoning is that heavy-tailed distributions are more likely to produce samples

with outliers than light-tailed ones, and thus are a better models for data with outliers.
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The outline of the test of this chapter is described here. The published literature on
these two approaches is reviewed in Sections 3.3.1 and 3.3.2. A few alternative methods
are mentioned in Section 3.3.3 . For more complex and realistic outlier models, statistical
analysis is performed via the Monte Carlo technique called Gibbs sampling. This statistical
tool greatly simplifies Bayesian statistical analysis and is introduced in Section 3.4.1. Two
recent papers on the Bayesian analysis of outlier problems using the Gibbs sampler are

reviewed in Section 3.4.2.

3.3 Bayesian Outlier Models

3.3.1 Contamination Models

One Bayesian approach to modelling outliers is to suppose that each observation is generated
by either a ‘good run’ or a ‘bad run’ of an experiment. Thus, each set of observations is
described by the standard model or an alternative model, corresponding to non-aberrant and
aberrant observations, respectively. These types of models are referred to as contaminated
models and are reviewed by Tukey (1960), though not in the context of outlier models.
Most often, the two distributions come from the same family, but differ with regards to
their location or scale.

To describe the contaminated model framework more concisely, suppose we have a
set of observations, z1,Zs,...,Tr, generated by a distribution that is the function of the
parameter of interest 6. A subset of these observations are assumed to have the standard
density, fi(zi]d,w1), while the rest have an alternative density, fa(zi|6,w2), where w; and
wo are nuisance parameters. The probability that an observation has the alternative distri-
bution is @, a known constant. Let R be the set of subscripts corresponding to the former
set of observations and S = R to the latter set; the event ag denotes the event that the set
of z; with i € R have the standard distribution and the rest (: € § ) have the alternative

distribution. The posterior of 4 is a weighted average of 2™ terms, each corresponding to a
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different configuration of aberrant/non-aberrant observations:

f(8lz) = 3 _ f(6lz, ar)f(arlz). (3.4)
R

The calculation of f(8|z,aR) is straightforward, but finding f(ag|z) involves additional

work, specifically,
f(z|ar)f(ar)
Y r f(zlar)f(ar)’

f(ar|z) =

where
f(elar) = [ (216, ar)f(Blar)ds

and f(agr) describes our prior beliefs about ag; typically, our belief is that each configuration
of aberrant/non-aberrant observations is equally likely.

Although the posterior in (3.4) involves 2" terms, Box and Tiao (1968) reasoned that
oftentimes we need not sum over all 2" combinations; we can just consider the most likely
cases (i.e., no outliers, one outlier, and two outliers), depending on » and a. Just as long
as m is not too large and a is relatively small (< 0.10), the authors concluded that such
simplifications are feasible.

In particular, Box and Tiao (1968) considered the linear model and assumed that
non-aberrant observations were normally distributed with variance 0%, whereas aberrant
observations were normal with the same mean but a larger variance k202. The scale param-
eter, k > 1, was treated as a known constant. This model is referred to as the contaminated
variance inflation model. They tested the sensitivity of the posterior mean and variance
to changes in both o and k. They found that the results were relatively insensitive to the
choice of &, but ‘that the effect of ¢ was more pronounced.

In the above model, an outlier observation was assumed to be far from the bulk of
the observations because it arose from a distribution with greater variance. Alternatively,
an outlier might come from a distribution that has the same variance as that of the other
observations, but has been shifted away by a distance a. This case is described by the
contaminated location-shift model. Guttman (1973) utilized this model for handling outliers.

The paper dealt with the narrow case in which a single observation is believed to be an
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outlier. The focus of inference was on the shift parameter a; the goal was to detect whether
or not a mean shift had occurred, and if so, to identify the outlying observation. The
non-outlying observations were assumed to come from the normal model, N(u,o?), while
the outlier (if there was one) came from the contaminated source, N (4 + a,0?). A priori,
each observation had the same probability of being an outlier. Additionally, the author
assumed that only vague information was available on p, 02 and a. Using Bayes’ Theorem,
the posterior of a was obtained and shown to be a weighted combination of univariate
generalized ¢ distributions.

The work of Guttman (1973) was expanded in Guttman, Dutter and Freeman (1978).
While the former paper considered the case of a solitary outlier, the latter modelled sit-
uations with multiple outliers. Another paper, that of Abraham and Box (1978), was
published almost simultaneously and described the same approach to the same problem.
Both papers focused on analysis of the univariate general linear model. The majority of
n observations were believed to have the usual model, y; = z;8 + ¢;. The rest of the ob-
servations had the alternative model, y; = z;8 + a; + ¢;. The €’s were assumed to be
independent with identical normal distributions. This model for the data is a contaminated
location-shift model in the context of the general linear model. The papers differed on
some minor points. In Guttman et al. (1978), exactly k observations were assumed to have
the alternative disfribution. The authors discussed some ad hoc procedures for gathering
information on k when it is unknown. In Abraham and Box’ paper, the number of outliers
was assumed to be binomial(n,a) and the shift parameters were assumed to be equal, i.e.
a=a = a; = ... = Gp. In both papers it was assumed, a priori, that any given set of
E observations had uniform probability 1/C¢ of being spurious. The posterior of # was
derived and involved the weighted sum of multivariate student ¢ distributions. Each of the
C? weights was the posterior probability that a particular subset of k observations was
aberrant. Thus, the relative sizes of the weights indicated the likely outliers and adjusted
the posterior of 8 accordingly. Note that in Guttman et al. (1978), k was a constant and

thus the posterior of 3 was a sum of C} terms. In Abraham and Box (1978), however, k
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was variable and thus the posterior was a double sum: 1) the inner sum was conditional
on k and was the product of the ‘Guttman’ posterior and the probability of there being &
outliers posteriori; 2) the outer sum was over the range of k, £ = 0,1,...,n. The authors
noted that those terms in the summation for which £ > 3 may be excluded when « is small
and n of moderate size. The authors of both papers illustrated their methodology using the
famous dataset of Darwin’s (see Box and Tiao 1973).

Pettit and Smith (1985) reviewed the above contamination-type models. They de-
scribed how each of them can be conveniently written in terms of the linear model, X|6; ~
N(A16041,C1) and 6; ~ N(A202,C3). Thus, posterior probability quantities are easily de-
rived, based on the work of Lindley and Smith (1972). Contaminated models can also be
used for distributions other than the normal. Pettit (1988) presented a Bayesian approach
to modelling outliers in exponential samples. He considered the exponential family in gen-
eral, with specific attention given to the exponential distributon. The model he proposed
was the contaminated exponential model with a location-shift.

Sharples (1990) presented a comprehensive account of how methodology based on
the contaminated normal model can be applied to robust modelling of general hierarchical
models. Bayesian solutions to such models in the absence of outliers were described by
Lindley and Smith (1972). Sharples proposed a method for accommodating outliers in this
structure. She utilized contaminated normal models, in particular, the variance inflation
model.

The model has several stages and includes assumptions about outliers at each stage.
As before, let us assume that we have n subgroups, each with a data vector Y;. Suppose
that, conditional upon the p; X 1 vector 8;, the m; x 1 data vector Y; is distributed as Y; ~
N(A;6;,C;), with known design matrix A; and covariance matrix C;. Aberrant observations
can be modelled by making adjustments to the covariance matrix C;. For instance, if the
observation Y;; is assumed to outlie, the s-th row and s-th column of C; will be multiplied
by a large constant, say K;. (The (s, s)-th element is, thus, larger by a factor of K?).

At the second stage of the hierarchy, given the hyperparameter u of dimensions p; X 1,
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we assume that 8; ~ N(Aou, Co), with known design matrix 4o and covariance matrix Co.
As in the first stage, extreme parameters are modelled by adjusting the appropriate terms
of Co; if the t-th element of §; was assumed to outlie, then the ¢-th row and ¢-th column
of Co would by multiplied by a large constant, say Kj. At the third stage, u is assigned a
vague Pprior.

We define Egt) to be the event that a subset s of observations outlie in the i-th group,
and there are a subset ¢ of extreme stage II parameters. From the theory of Lindley and
Smith (1972), conditional on Eﬁ’t), the posterior distribution of ; is normal with mean and

covariance given by 6% and Vs(ti), respectively, where
VO™ = AICT A+ 5~ Cordo(44C5' Ao) ™ AoCar

0 = (AICF'A:+Cyl)  (AICT AdE + Cl Aoft™).

1~ 18 71718

Here C;; and Co; represent the adjusted covariance matrices, and the quantities é;-" and 4%

are the usual least squares estimates of 6; and u, given the event Eg 2 , with

é;;t — (A' lA )—-lAI —IYH (3.5)

-1 -1 -1 .
o= 3 ([Ag ((AiC;1 4™ + Cor) Ao] [ b (40514 + Cor) logf] )(3.6)
Close inspection of (3.5) and (3.6) shows that the estimators downweight those quantities

assumed to outlie under the event Est)

The final quantity to be estimated is the posterior probability of the event E£'2 , which,

using Bayes’ theorem, is given by
' (3)
; p E;

p(EQIY) = L)

st Tt P(E(t))
where 7r£? = p(Y,lEgt) ). The quantity WS) is derived using matrix algebra and integration.

In an intermediate step we have
¥ilp, ES) ~ N(AiAop, Cia + AiCosA}) = N(AiAop, MY).
We eliminate g and evaluate 7r_,(;?, up to a numerical constant which is common to each
(¥)

event E;, obtaining

o [ MO V2 4 4100 4,4 |-1/2exp( _y'M(')*x)
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where
MY" = MO™! - MY A Ao( A4 AMY T A Ao) T A ALM YT
In most specific cases, the complicated expressions above reduce to much simpler forms.

Two obstacles threaten the implemention of this method. First, the covariance struc-
tures of the C;’s and Cj are rarely known. Second, consideration of all the events {Es(:t) }
can easily lead to computational explosion. The author briefly discussed how one might go
about estimating the covariance structure using the EM algorithm, but treatment of this
case was superficial and none of the examples illustrated how this would be done. The au-
thor suggested that the iﬁlplicit computational explosion could be contained by limiting the
suspected number of outliers within any group to one and the suspected number of outlying
groups to one. Two examples were given. One dataset was comprised of simulated data in
the one-way case. In the second example, kidney function was modelled by a general linear
model.

The main criticisms of Sharples (1990) are that large, constant variance inflation fac-
tors were used in the modelling, though there was some discussion of the effect of the choice
of this factor on posterior probabilities. Also, the number of outliers at each level must be
unrealistically constrained. Lastly, estimation of the covariance structure may be difficult
and less accurate than desired.

Pettit and Smith (1985) proposed an alternative to combinatorial explosion. Their
general idea was that the prior for the shift parameter should be specified in such a way that
the probability that an aberrant observation will actually ‘outlie’ is close to 1. Suppose that
A;(z;) is the event that the one aberrant observation is observation z;. Let L; be the event
that z; is the largest in z. Thus, their proposal was that the prior of the shift parameter
should be chosen such that A;(z;) N L; = 1. As a result, the number of terms in (3.4)
would be drastically reduced and the combinatorial explosion avoided. They generalized
this procedure to the case of r observations and proposed a new method, known as the
predictive ordinate measure, for assessing the ‘surprisingness’ of one subset of observations

in comparison to the rest.
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In addition to problems of computational explosion, analysis of the above models
has been hampered by the necessity of fixing the exact number of outliers or the overall
probability of outliers. For real data, this is rarely practical. These quantities are kept
fixed so that the necessary posterior derivations are tractable. To circumvent problems of
analytical tractability, the Gibbs sampler can be used. In Section 3.4, discussion focuses
on use of the Gibbs sampler for analyzing outlier models. The paper by Verdinelli and
Wasserman (1991) illustrates how the contamination-type of models may be expanded and

then easily adapted to analysis using the Gibbs sampler.

3.3.2 Modelling with heavy-tailed distributions

The contamination models described in the previous section rely on the premise that outliers
and non-outliers are generated by different mechanisms and thus must be modelled by dif-
ferent distributions. Alternatively, we may regard all observations as coming from the same
distribution, with outliers generated from the distribution tails. Outliers are then a natural
part of the data-generation process. Heavy-tailed distributions are more likely to produce
samples with outliers than light-tailed ones. For this reason, heavy-tailed distributions are
very suitable for modelling data.

One viewpoint on the treatment of outliers is that outlying observations contain some
useful information about the model and thus should not be completely disregarded. They
should carry some weight in our inference, but should carry less weight than moderate
observations. Ideally, as an outlier is separated further and further from the bulk of the
data, its weight should decrease to nothing. In the limit, the outlier should be rejected.

With this philosophy in mind, distributions that produce the above behavior are
preferable. Heavy-tailed distributions, such as the t distribution, fall into this category,
while light-tailed distributions such as the normal do not. O’Hagan (1979) categorized and
formally defined these two types of distributions as ‘outlier-prone’ and ‘outlier-resistant’
distributions. The outlier-prone distributions tend to produce outliers, unlike the outlier-

resistant distributions. This nomenclature was first introduced by Neyman and Scott (1971);
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O’Hagan reformulated these concepts in terms of the behavior of the posterior in the pres-

ence of outliers.

Outlier-proneness Let X3, X5,...,X,4+1 be ii.d. given © = @ with den-
sities f(z; — 6). The distribution having density f(-) is said to be right outlier

prone of order n if, as ,4; — 00,
p(0 < ¢|Xy =21,y Xnt1 = Tnp1) = 2(0 L | X7 =21,...,Xp = 24)

for all ¢,z4,...,2, and for any prior distribution for ©. Likewise, left outlier

proneness is defined for z,41 — —o0.

In words, this means that modelling with an outlier-prone distribution ultimately leads to

the outlier being rejected in the limit. The ¢ distribution is outlier-prone.

Outlier-resistance Let X;,X5,..., X541 beii.d. given ® = 8 with densi-
ties f(z; — ). The distribution having density f(-)is said to be outlier-resistant
if

(0 <c|X1=21,..., Xnt1 = Tn41)
is a decreasing function of z,41 for all ¢, z1,...,25, forall w = 0,1,2,..., and

for any prior distribution for ©.

In words this implies that the posterior increases with an increasing observation, following
it to infinity. The normal distribution is an example of an outlier-resistant distribution.
It should be noted that outlier-proneness and outlier-resistance are not mutually exclusive
properties.

Note that the terms outlier-prone and outlier-resistant describe how likely the distri-
bution is to produce an outlier; they do not describe how likely our inference is to be ‘upset’
by outliers. The ambiguity of the word choice is unfortunate.

West (1984) also proposed using heavy-tailed error distributions to accommodate out-
liers. The particular class of heavy-tailed distributions he considered were those that can

be expressed as scale mixtures of normals. In a later paper (West 1987), he showed that
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this class includes the exponential power family of djétributions. He used heavy-tailed dis-
tributions for both error models and prior distributions in Bayesian linear modelling. This
allowed for outliers among the error terms as well as among the prior parameters, both
cases being relevant.

West (1984) demonstrated his methodology for simple linear models, as well as for
more complex hierarchical models. He considered the standard linear regression model:
for scalar observations ¥1,...,%Yn, We have y, = .0 + € where Z1,...,2Z, are known p-
vectors of regressors, (3 is a p-vector of regression parameters and €1, ..., €, are independent,
identically distributed random variables whose distribution is symmetric and unimodal with
mean zero. He supposed that the distribution has density p(e/o)/o where o is an unknown
scale parameter and p(-) is chosen to be heavy-tailed relative to the standard normal, in
order to accommodate outliers. West considered those distributions, p(-), which can be
written as scale mixtures of normals. This means that the conditional distribution of e
given the scale parameter, A, is normal, and X has prior distribution f(-). Specifically,
(e]A) ~ N(0,A7) and A ~ f(-). In West (1987), he proved that all distributions of the
exponential power family (which have the form, exp(—|€]®),0 < @ < 2) may be written as
scale mixtures of normals with f()) o A~1/2¢(X) where g(}) is the density of the positive
stable distribution of index a/2.

The relative thickness of the tails of the data (or error) distribution and the prior
distribution is an important consideration in Bayesian modelling (O’Hagan 1979; West
1984; O’Hagan 1988). Dawid (1973) considered the simple case of one observation z with
location parameter § and a prior distribution for 6. He examined the behavior of the
posterior when the data point and the prior conflict (i.e. when the data point becomes
distant from the prior mean). When both the likelihood and prior are normal, the conflict
is unresolved; the posterior compromises midway between the two information sources.
This behavior is evidence of the vulnerability of the normal distribution to outliers. In
another example, with a normal likelihood and a heavy-tailed prior, as a single observation

becomes further separated from the prior mean, the posterior will tend to the normalized
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likelihood. Conversely, if we have a normal prior and the likelihood is a ¢ distribution, then
as the observation goes to infinity, the posterior will converge to the normal prior, effectively
rejecting the outlier. He showed that when conflicts occur between the data and the prior,
the source of information modelled by the heavy-tailed distribution will be rejected in favor
of the light-tailed one.

O’Hagan (1988) used heavy-tailed distributions to describe prior beliefs. He proposed
two different models for prior beliefs, both having heavier tails than the normal distribution.

He considered the standard hierarchical model for k& groups, with one observation per group:

Stage I. vl ~ N(6,1) i=1,...,n
Stage II: 0;ju ~ N(p,v) i=1,...,n.
He assumed a uniform hyperprior density for g. The familiar shrinkage estimator for 6;
is a weighted average of y; and §. A problem arises if y; is very distant from the rest of
the data: the shrinkage estimator still compromises between y; and the rest of the data,
so that the resulting estimate has a value supported by neither source of information.
O’Hagan suggested an alternative: let the prior for 8; be a t distribution instead. As before,
information about 6; comes from two sources: the data y; and the parameter u. For 6,;’s
corresponding to non-outliers, the two sources of information do not conflict and thus the
estimates of these @;’s are shrunk towards their average. But for 6;’s corresponding to
outliers, the two sources do conflict, with the prior influence being greatly weakened; since
the t distribution prior of 0; is heavy-tailed, it is dominated by the normal likelihood. Thus,
as y; moves farther out, E(6;|y;) converges to y;. No shrinkage occurs among the outlying
0;’s. They become independent of the other 6;’s. O’Hagan suggested that the model’s
beha\;ior is beneficial since outliers would have only a minimal effect on inference about ;s
corresponding to non- outliers. As an outlier becomes more and more distant from the rest
of the observations, its influence is reduced.
The other prior model considered is that in which each 6; is linked to every other 8;,
via products of pairwise differences. There is no central hyperparameter p linking the 8;’s

together. When there appear to be distinct subgroups among the 6;’s, this model allows for
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shrinkage within groups, a phenomenon termed ‘multiple shrinkage’ by George (1986a,b).
As between-group distances increase, between-group shrinkage is eliminated, but shrinkage
is retained within each group. O’Hagan concluded that heavy-tailed priors, perhaps in
tandem with heavy-tailed data distributions, are an effective means of resolving problems
involving outliers.

In the classical school of statistics, the merits of modelling with heavy-tailed distri-
butions, specifically with the ¢ distribution, were recognized by Lange, Little and Taylor
(1989). Their strategy was based on maximum likelihood for a general model with mul-
tivariate ¢ errors. The general model for y was a k-variate t distribution with v degrees
of freedom. The degrees of freedom parameter determines the thickness of the tails, thus
allowing another dimension to ensure robustness. If the sample size is adequate, the param-
eter v may be estimated from the data. Otherwise it may be specified a priori. The authors
found that a value of v = 4 worked well in their applications. They advised, however, that
if ¥ < 1, another method should be used.

They illustrated the method with several cases of the general model: linear and non-
linear regression, unbalanced multivariate repeated-measures data, etc. The examples in
the article showed that the proposed model handled outliers well. They also discussed
the estimation of precision (standard errors) of the estimates. Asymptotic theory methods
as well as the bootstrap were illustrated and compared to the standard errors obtained
via normal models. Their methods compared favorably with the familiar normal-based
modelling methods.

One of the main advantages of modelling outliers with heavy-tailed distributions is that
the handling of outliers is automatically incorporated into the Bayesian inference procedure.
No ad hoc outlier rejection or identification rules are necessary; the uncertainty in the
exclusion process is eliminated. Observations that are extremely distant are appropriately

downweighted, resulting in robust inferential procedures.
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3.3.3 Other approaches

Most of the published work on Bayesian models may be categorized either as contaminated
models or heavy-tailed distributions. A few other approaches escape this categorization and
are described in this section.

Smith (1983) provided a general overview of several Bayesian approaches to outliers
and robustness. In addition to those methods discussed earlier, he described a few other
approaches. Suppose that we specify equally likely priors for a range of distributions. One
possible set of three distributions are the normal, the uniform and the double exponential
distributions, the latter two being light- and heavy-tailed alternatives, respectively. Each
distribution is equally weighted at one-third, a priori. The resulting posterior is a discrete
mixture of the specified priors, weighted according to how strongly the data support that
particular prior distribution. Thus, the weight in the tails of the posterior reflects the
evidence supported by the data.

He also outlined a variation on the heavy-tailed approach of Section 3.3.2. Instead
of choosing the ¢ distribution outright because of its heavy-tailed properties, we model the
data by the family of ¢ distributions, with location and scale parameters u and o?, and )\;1
degrees of freedom. If we consider the set A € [0, 1], our model incorporates the range of
distributions from the normal (A = 0) through heavier-tailed distributions to the Cauchy
distribution (A = 1). The resulting posterior is a continuous mixture of the distributions in
this range. Like the method described in the previous paragraph, the shape of the posterior
ultimately reflects the evidence in the data.

Lastly, Smith (1983) described a Bayesian outlier model which incorporates the Huber
family of densities (3.1). This family, indexed by the parameter A € [0, o], ranges from
the normal (A — oc) to the double exponential (A = 0). For intermediate values of A, the
distribution has a normal center and exponential tails. The distribution will tend to be
heavy-tailed relative to a pure normal. Tukey (1960) noted that frequency curves for the
contaminated normal distributions are very similar to the frequency curves of those of the

Huber family with normal centers and exponential tails.
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Ramsay and Novick (1980) addressed the issue of robustness from an entirely different
angle, that of Bayesian influence functions, which are briefly reviewed here. Suppose that
we are interested the sensitivity of the posterior, f(f]y), to changes in the observation ;.
We quantify this sensitivity via the influence function of the posterior with respect to y,.
In particular, in the case of i.i.d. observations with likelihood L(f|y) and prior f(6), we

calculate the influence of y; on the posterior distribution as

dlog f(6ly) _ dlog L(bly:) E (alogL(é’Iyi))
i 0y; 0y ’

where the expectation is taken with respect to the posterior distribution. Thus, a large
influence results when 8log L(8]y;)/y: is large relative to its expected value in the context
of the rest of the observations. In a similar fashion, we can find the influence function of

the posterior with respect to 6,

Olog f(6ly) _ > 9log L(6ly:) , Olog f(8)
20, 06; 20;

i
This expression quantifies the sensitivity of the posterior to changes in 6;. It has two compo-
nents: the influence function of the likelihood with respect to 6; defined as —3log L(8|y)/06;,
and the influence function of the prior with respect to 6; denoted —dlog f(6)/06;.

One can classify the robustness of the likelihood and prior functions based on their
respective influence functions. A likelihood is deemed L robust if its influence function with
respect to y; is bounded. Likewise, a prior is called P robust if its influence function with
respect to §; is bounded. The bound depends on the rate at which the density approaches
zero. Densities with light tails, such as the normal distribution, have unbounded influence
functions while densities with heavy tails, such as the ¢ distribution, have bounded influence
functions.

Ramsay and Novick (1980) described an ad hoc technique for converting a non-robust
density to a robust one. Non-robust densities were defined as having unbounded influence
fanctions. To find a robust version of such a density, they modified the influence function of
the density, so that it would be bounded. Then they worked backwards, deriving the density

which has that particular modified, unbounded influence function. They illustrated how
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this can be done with the family of distributions which includes the multivariate normal,
lognormal, inverse normal and log-odds densities. They applied their procedure in the
robust Bayesian analysis of the linear model. The main criticism of their method is that
the technique for converting a non-robust density to a robust one is entirely ad hoc. No
general procedure was described for changing an unbounded influence function to one that

is bounded.

3.4 Using the Gibbs Sampler for Outlier Models

3.4.1 Introduction to the Gibbs Sampler

Until recently, the calculation of marginal posterior densities has required sophisticated
numerical and analytic techniques. In a breakthrough that has inspired a new flurry of re-
search in Bayesian analysis, Geman and Geman (1984) introduced an iterative Monte Carlo
procedure called the Gibbs sampler. Using this algorithm, one can extract the marginal
posterior distributions from the full conditional distributions. Although this technique is
less efficient than many numerical methods, it is versatile and easy to implement.

Suppose that we have a set of K random variables, U;, Us,...,Uk, and we are inter-
ested in their marginal distributions which are not available analytically. The set of all full
conditional distributions is, however, available; by available, we mean that samples of U;
can be generated given the set of values of the conditioning variables {U;,j # ¢}. We will
use the square bracket notation of Gelfand and Smith (1990); thus [U;, Us], [U1|U2], and
[U1] denote joint, conditional and marginal forms.

To implement the Gibbs sampler, we begin with arbitrary starting values UP, U9, ..., U 2.
First, we sample U] from the full conditional distribution [U3|US,U2,...,U%]. Then, we
draw U} from [U,|U},U3,...,UR] We continue in this manner, drawing U},...,U}k, as

summarized below:

U} is drawn from [U4|U2,U3,...,U%]

Ui is drawn from [Us|UL,US, ..., U%]
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U} is drawn from [Us\U}, U3, U8, ..., Ug)

Uk is drawn from [Uk|UL, U3, ..., Ukl

This completes one iteration of the scheme. After R such interations, we have the K-tuple,
(UlR, UR,...,U }?) Geman and Geman (1984) showed that as B — oo, under mild regularity
conditions, the joint distribution of (UF, ..., UR) converges in distribution to [Uy, ..., Uk].

Now, we repeat this entire process N times, saving the R-th iteration from each inde-
pendent run. The result is a set of N K-tuples, (Ul("), Ué”), ceey UI({")) forn=1,...,N. An
alternative to N independent runs is a single run in which the first R iterations are ‘warm-
up’ iterations and the K-tuples from the next N iterations are recorded. This alternative
saves computation time since we have only a single warm-up period, but the drawback
is that the resulting samples will be serially correlated. The degree of correlation can be
lowered by collecting samples at equally-spaced intervals after the initial warm-up period.
Papers by Tierney (1991), Smith and Roberts (1993) and Gelman and Rubin (1992) address
these implementation issues.

For any i, the collection, Ui(l), Ui(z), ce ey Uz-(N), is a simulated sample from the density

[U;]- The marginal density is estimated by the finite mixture density,

2 1 N n n n n 7
01 = 5 L@, 0l v UG U (37)

n=1

Note that the above equation takes advantage of the known form of the full conditional
distribution of U;, rather than relying on a kernel density estimator which would base
inference on the Ui(n) 's. Gelfand and Smith (1990) sketched a proof of the superiority of
(3.7), based on the Rao-Blackwell theorem.

Implementation of the Gibbs sampler requires that we decide on the number of iter-
ations R and the number of samples N. The key consideration is the rate of convergence
of the algorithm. Various methods of assessing convergence have been proposed (Gelfand,
Hill, Racine-Poon and Smith 1990; see Smith and Roberts 1993, for a review). The choice

of R and N will vary with the application. Gelfand et al. (1990) described their methods
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of assessing convergence in a variety of different models. In general terms, they varied R
and N one at a time, and visually assessed the point at which the marginal density of each
parameter appeared constant. For the examples in their paper, they used B < 50 and
N < 1000. Verdinelli and Wasserman (1991) chose R = 15 and N = 200 or 400. For this
dissertation, values of R and N will not be predetermined. Assessment of convergence will
be made separately for each statistical model. General conclusions about sufficient sample

sizes will be drawn.

3.4.2 Articles on the Gibbs sampler and Bayesian Outlier Models

Verdinelli and Wasserman (1991) analyzed Bayesian outlier models using the Gibbs sampler.
They are the first researchers to use the Gibbs sampler in this context. They illustrated its
implementation in four situations: the contaminated normal distribution, the ¢ distribution,
a contaminated binomial model and logistic regression. The first two situations are described

in detail here since they are closely related to derivations in the next chapter.

Contaminated normal location-shift model The first model considered by Verdinelli
and Wasserman was the contaminated location-shift model. Let y = (y1,...,9») be an s

sample with

(9, ol a, 8) ~ N(6 + é;a;, 02),

where § = (61,...,68,) are assumed to be independent Bernoulli trials with success prob-
ability ¢. First, the authors considered the case where ¢ is known. Furthermore, each of
the elements of vector @ = (a1,...,a,) was assumed to be independent with a N(0,7?)
prior distribution. The standard conjugate priors for § and o? are § ~ N(u,72) and
0% ~ IG()\, v) where IG(¢,d) is the inverse gamma distribution with density proportional
to z~(4+1) exp(—1/cz).

The product of the likelihood and the priors yields the following expression for the

posterior density:

k n—k 2 2 2
2 €(1-¢) X(yi—0-6ia)* (0—p) 1 Faf
[07 4 ? 67 a‘ly] x 0.2(%-}-1/-}-1) exp ( 20_2 27_2 /\0'2 2172 ? (3'8)
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where k = 3, 6; is the number of outliers.

To run the Gibbs sampler, full conditional distributions of 8, 02,6 and a were found

directly from the posterior in (3.8):

25 4 po? (n 1\!
N (n—+z— (a—z + —)
-1
2 _ Z(yz 0)2 ﬁ
[0’ |0’67a] - (( 9 A ,2+l/

)
B —f—a —6
(L2 )e+ ¢(Yr)(1 - €)

yi—0 /(1 1\t /1 1\!
N( (Gt (Era)

[a;|8,0%,6; =0] = N(O,nz),

610, 6, d]

[6:]6, o2, a

l

[ai|07 027 61' = 1]

il

where y¥ = y; — d;a;. At every iteration of the Gibbs sampler, each of the 2n + 2 ran-
dom variables is updated by generating a random observation from the appropriate full
conditional distribution.

To illustrate, they analyzed the Darwin data set (Fisher 1960) which consists of fifteen
observations, two of which are usually regarded as outliers. The authors set € = 0.05 and
7 = n = 1000. They let » = 0, which produces a noninformative prior for 2. The posteriors
of the parameters of interest (in this case, § and §) were obtained using the finite mixture
density formula given in (3.7), with R = 15 and N = 200. This model is particularly
useful in identifying outliers, since the posteriors for each §; describe, for each individual
observation, the posterior probability that that observation is an outlier.

Verdinelli and Wasserman also considered the case in which the overall probability € of
outliers is an unknown parameter with its own prior distribution. No previous work on this
model has allowed ¢ to be unknown. They selected a beta(pi, p2) distribution for the prior
on e. The parameters p; and p, were chosen such that the mean is 0.05 and the a priori
odds of being an outlier were nearly always less than one-half. Only a few simple changes

to the algorithm were made to analyze the expanded model; this illustrates the adaptability

of the Gibbs sampler for a variety of situations.
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The ¢t distribution Verdinelli and Wasserman also considered modelling outliers with a
heavy-tailed distribution, namely the ¢ distribution. Thus, they assumed that the density

for y; was

e
Fluilf, 0% ) ((9—5——) +a>

An equivalent way of writing the ¢ distribution is as a scale mixture of normals:
vl 0%, wi ~ N(6,0%w),

where each of the elements of the vector w = (w1,...,wy) is independently distributed as a
Gamma random variable with parameters (2/a,a/2). The notation G(c,d) represents the
Gamma distribution with density proportional to z%~!exp(—z/c).

First, the authors considered the case where o is known. The standard conjugate
priors for 8 and 0% were as before. The product of the likelihood and the priors, yields the

~ following expression for the posterior density:

(exd) 2 2
2 [[w; * Twi(y—6)® (0-p) 1 a)w
(0,04, w]y] x gy exp ( 557 572 o 3 . (3.9)

As before, full conditional distributions of 6,02 and w were found directly from the

posterior in (3.9):

[6lo%,w] = N (TZZwiy,- +ua'2, (Zwi . i) _1>

23 w; + o2 o? T2

-1
[0%0,w] = IG((—ZE%—:O—)Z—F%) ,g+u)

-1
[wi]d,0?] = G(2 <(yi—a_2€£+a) 2%1)

At every iteration of the Gibbs sampler, each of the n + 2 random variables is updated by

generating a random observation from the appropriate full conditional distribution. The
marginal posterior density of # was estimated as shown in (3.7).
The authors also considered the more realistic case in which the shape parameter a is

unknown. As a varies from 0 to oo, the class of ¢ distributions ranges from the Cauchy to
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the normal. They defined a new parameter 8 = 1/a and gave it a beta prior distribution
with mode 1/3. The marginal posterior of § was compared to the previous case in which
a was assumed known with @ = 3. Only small differences were found between the two
distributions, indicating that the uncertainty about « had little effect on inference about 6.
For another dataset however, the effect might be more marked. The authors reasoned that
modelling the uncertainty in a leads to a more realistic, honest analysis of 6.

The important thing to note is that even despite the complexity of the above models,
the Bayesian solution via the Gibbs sampler is not difficult since no sophisticated numerical
analysis techniques are necessary; the algorithm only requires generation of many random
deviates, a computationally intensive but stlja.ightforward task, especially with conjugate
priors. If non-conjugate priors are chosen, the conditional distributions may not have closed
forms. Generating random deviates from such a densities via rejection sampling for example,
is more difficult, but not impossible. Thus, the Gibbs sampler allows great flexibility in the

specification and modification of Bayesian outlier models.
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Chapter 4

Robust Normal Means Models

4.1 Introduction

In this chapter we introduce robust hierarchical Bayes methodoldgy for the normal means
problem. We describe how heavy-tailed or contaminated distributions can be incorporated
into hierarchical models of the data and derive expressions for the posterior marginals of the
key parameters. We present three alternative types of empirical Bayes confidence intervals,
all of which are based on the posterior marginals. For brevity, these confidence intervals
may be referred to simply as interval estimates.

The chapter is divided into three main sections. In the first section, an empirical Bayes
approach to fitting a contaminated location-shift model is described. This type of model
has two levels: the first one describes the distribution of the data, conditional on a set of
parameters, and the second gives priors for those parameters. The hyperparameters are
estimated from the data. This general approach is a simple one, and it allows us to derive
analytically the posterior marginals. However, this approach has drawbacks, as we discuss
later. In the second main section, we present the proposed robust methodology which relies
on a three-stage hierarchical Bayes framework. Three robust alternatives are described: the
location shift model, the variance inflation model and the heavy-tailed model. In each case,
we place hyperpriors on the unknown parameters and utilize the Gibbs sampler to derive

estimates of the marginal posteriors. In addition, we describe a non-robust solution to the
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normal means problem; this method utilizes the Gibbs sampler and was first illustrated by
Gelfand and Smith (1990). In the final section of the chapter, we compare and evaluate

interval estimates from the above models based on several simulations.

4.2 Description of the Normal Means Problem

In the normal means problem, the data consist of observations from several different groups
and the central objective is to make inference about each of the true group means. Let us
assume that there are n different groups indexed by :, and within each group we have m;
observations, ¢ = 1,...,n. The focus of inference is on the true group means, 0;,i=1,...,mn.
Conditional on 6;, observations are assumed to be i.i.d. normal random variables with

unknown mean 6; and variance o

X’Jlol ~ N(0i702) izls"w"’ j=1,-..,mi

At the second stage, the group mean parameters are believed to be normally distributed

with mean and variance parameters y and 7%

0; ~ N(u,73) i=1,...,n

The parameters o2,  and 72 are rarely known in practice. With an empirical Bayes ap-
proach, these unknown parameters are estimated from the data. With a Bayesian approach,
another level with hyperpriors for the unknown parameters is added to the model.

In the next section we describe a robust alternative to the above model. A location-
shift distribution replaces the normal distribution at the first level. For this simple model, we
take an empirical Bayes approach and are able to derive analytically the posterior marginal
of 6;.

In later sectioms, we. describe three-stage hierarchical Bayes models in which a con-
taminated or heavy-tailed distribution replaces the normal distribution at the first level.
Hyperpriors are used to describe the unknown prior parameters. To analyze these complex

models and obtain the posteriors of 6;, the Gibbs sampler is used.
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4.3 A Simple Contaminated Location-Shift Model

In this section we present a robust alternative to the standard normal-normal model. We
incorporate a location-shift distribution at the first stage of the model. Empirical Bayes
methodology is used to define the rest of the model and to derive explicit expressions for
the posterior marginals of the group means. An alternative Gibbs sampling method is also
described.

The general premise of the contaminated location-shift model is that, within a partic-
ular subgroup, the majority of observations come from a N(8;,0?) distribution, while the
rest (the outliers) come from a normal distribution that is shifted by the factor a. The
density of the observations z;; is of the form f(z:;|6;) = (1 — p)¢(6i,0%) + pd(6; + a,0?),
where ¢(u,0?) is the normal density with mean p and variance o2, and p is the probability

that an observation comes from the contaminated model. For now, the parameters o2

, @
and p are treated as known. In later sections, they are treated as unknown.
One can formulate the above model using indicator variables. Let §;; be a Bernoulli(p)

random variable associated with the z;;-th observation. We restate the model as:

zi;|0;,6;; ~ N(01'+5ija,02) for i=1,...,n j=1,...,m;

where 6;; = 1if z;; is an outlier, and §;; = 0 otherwise. The second stage is like that of the
previous section, 8; ~ N (g, 7?%).

While the assumptions of the above model are restrictive and unrealistic (ie. all outliers
are shifted by the same amount), it is still worthwhile to consider because it illustrates the
proposed methodology in a simple case.

In order to form interval estimates of the true group means, we need to find the
posterior of §;. Two different approaches are taken in this section; in the first, we derive an
explicit expression for the marginal posterior, and in the second, we estimate the marginal
posterior using the Gibbs sampler. Both approaches are naive empirical Bayes, meaning
that the two unknown parameters u and 72 are replaced by their estimates in the expression

for marginal posterior. We refer to them as the naive exact method and the naive Gibbs
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sampling method, respectively.

4.3.1 Naive Exact Method — Location Shift Model

With this method, we derive the posterior of 8;, which is a function of the unknown pa-
rameters, x and 72. We replace p and 72 with their estimates, i and 7#2. The resulting
distribution, f(6;|X;, @1, 72) is an estimate of the true posterior, F(6;|X;, p,72), and is the
basis of all inference.

In the derivations that follow, u and 72 are treated as constants and thus are dropped
from the conditional notation. For example, the posterior f(6;]X;, p, ) will be denoted
f(6;1X;) or [6;|X;], using the more compact bracket notation of Gelfand and Smith (1990).
The dependence of all the densities here on u and 72 is implicit.

The goal is to find an expression for the posterior of 8;. According to Bayes’ theorem,

[0:1x:] o > _[Xil6:, 6:][8:][6:]

&;
ms 1 » 1 A e
< 2 (H exp (— g7 (% — b = a%‘)z)) (eXP (—Q—T—z("i - #)2>) pH(L—p)™
& \u=1
where d; = 3_; 6;; and 6; = (8:1,- .- 6im;)- Thus §; represents one possible configuration of
§;; values in the i-th group; it has 2™ possible values. For example, in a group of size four,

two of the possible configurations are (0,0,0,0) and (0,1,0, 0).

Another useful form for [6;|X;] may be written in terms of [0:1X;, 63,

[6:1X] o ;[9i|Xia5i][6i|Xi]- (4.1)

Note that the above quantity is a mixture of [6;]X;,8;] over the marginal posterior of é;,
[6:]X]-

Let us consider the first term of expression (4.1), [6:]X;,8;]. A transformation of
the X;;’s makes the calculations easier: let X% = Xij — aby;. The transformed data are
identical to the original data, except that the quantity a is subtracted from each of the

outlier observations. Thus, [6;|X;, §;] = [0;]X}], and we have
[6:|X;, 6] o exp _ L Z(z* —6,)%] | exp (—L ((9 - p)2)>
k] 1y Y1 20_2 J (%] 1 27_2 1
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2
1/m; 1 T2 >iTh+ po?
2y 2k uo?  gr?
m;T2+02 ‘mit2 402/

0;|1X:,6; ~ N(

The posterior of §; is [6;|X;] = [X:|6;][6;] where [6;] is the prior for §; and is assumed to
be the product of m; independent Bernoulli(p) distributions. The density [X;|é;] can be
thought of as the marginal density of X; given §; or, equivalently, the marginal of X*. Note
that d; = }°; 6;; is the number of outliers in the i-th group and has a binomial(m;, p) prior
distribution. Its posterior, [d;|X;], is easy to calculate from [6;]X;].

For uncontaminated normal-normal models, straightforward calculations reveal that
X;; ~ N(u, 0%+ 7%), unconditionally. Furthermore, if X; is a vector, X; = (Xa, ..., Xm,),
then X; ~ N(u-1,0%,, + 72J,,,;), where 1 is an m; X 1 vector of 1’s, I is the identity
matrix and J is a square constant matrix of 1’s. Let £ denote the covariance matrix of X;;
finding its inverse and determinant is straightforward since it has a simple structure. These
results imply that observations in different groups are unconditionally independent, while
those within the same group are not.

In the contaminated model, the above results hold for X*. Thus, the sampling density

of X[ is:
* 1 1 * Iy—-1 *
[Xz] x IE[]/Z exp _-2_(Xz - l‘l’l) DY (X‘z - /1’1) (43)
x —i—exp 1 XFPeTIXr - 2u'STIXF 4+ 'S
=7z P\ 73
mir3+o? 2 T2 z*)?
0.—2(m,'—1) (( T 02)2 i (222 u) _ 2#217:] + mi/‘2)

2(m;t?2 4+ 0?)

Now, we return to the posterior of ; as defined in (4.1). Combining the expressions

in (4.2) and (4.3), we have:

[6:1X:] o > [6:] X, &][X:16:](6:]

&
(0- 72 (), zij—adi)+po? ) 2 ( )
[ miT2 402 A ‘ 0.—2 m;—1
d mi—d
x Z exp | — -3 pr(l—p)™* (4.4)
] (e SR
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m;Té+o zij—abi;)? T Tij—adi
(( im0 3 oy —aby)® _ "Q symad) —2#(Z$ij—adi)+mi”2)
2(mit? + 02)

- exp —

where d; = }_; &;;. The above expression ‘explodes’ for groups of more than moderate size,
since it involves summing over 2™ combinations of é;;. With the exception of the term
involving Y(z:; — abi;)?, the rest of the expression can be reduced to a calculation of order
m;, since it depends only on the number of outliers d; in the group and not on the actual

permutation.

We replace p and 72 with estimates / and #2 in (4.4); this yields the estimated posterior

of §;, which is the basis for interval estimates of 6;.

Estimation of u and 72 One can estimate p and 72 by maximum likelihood or by the
method of sample moments. We chose the latter because the calculations were easier. The
method of moments requires that we have iid random variables. Since the z;; are not
independent, we use Z; = )_; Tij /m;, instead. Let us consider the case when there are equal

group sizes, m = my = ... = my. First we find E(Z;),

E(z;) = E(Bs(E(%il6:6)))
= Eo(Es(0: +)_ 6i5a/m))
3
= Eg(8; + pa)
= p+pa
(Note that the notation Ej(-) indicates that the expectation is taken with respect to A;

the rest of the parameters are treated as constants.) Next, we equate this expression to

i =Y, ¥;/n, yielding the following sample moment estimator of p:

2T

n

p= —-p-a.

Next, we derive the sample moment estimator of 72, based on V(Z;). Using conditional

expectation theory, we have:
V(%) = ValE(%:8:)]+ Eo[V(2il0:)]
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= Vo[Es,(E(Zil6;, 6:))] + Eo,[Vs,(E(Zil6:, 6:)) + Es.(V(%i6:, 6:))]
= Vol + pal + Eo.[Vs,(0; + 3 6isa/m) + Eg (0" m)]
i
= Va,l8 + pa) + Eo,[a%p(1 - p)/m + 0 /m]
V(%) = 1t +ad’p(1-p)/m+a*/m.
We equate the above expression to the sample variance of z;, yielding the estimator

22 Li(@i—3)? o*+a’p(1-p)
n m ’

Note that this estimate could be negative, particularly in the case when the within-group
variance is larger than the between-group variance. When a negative value results, we alter

the estimate and let 72 = 0.

Naive Gibbs Sampling Method — Location Shift Model An alternative method
for estimating the posterior [6;|z;, i, 72] is to set up a Bayesian framework and employ the
Gibbs sampler. For small group sizes, the Gibbs sampler is not necessary since the above
posterior can be calculated exactly. However, for large sample sizes, the exact calculations
result in a computational explosion. The Gibbs sampler avoids this pitfall; for each update,
the probability that an observation is an outlier is calculated for each of m; observations,
implying that the the Gibbs sampler is of order m; for a single update. In comparison, the
calculations in the exact method are of order 2™+, which corresponds to the total number
of possible configurations of outliers/non-outliers among the m; observations.

The density [6;|z;, i1, 2] is obtained by marginalizing the joint posterior [8;, 6;|z;, i, 72].
The parameters a, p and o? are treated as known. The Gibbs sampler generates random
samples from the joint posterior, using the full conditional densities of 8; and §;;, denoted
[6:]2:, 6:, /1, #2] and [z, 65, 2, 72], Tespectively. Both of these full conditionals are available,
in the sense that we can generate random samples from them.

We derive the full conditionals from the joint posterior density of 8; and §;:
[6:, 6:| X, 1, #7] o< [Xil6s, 6, 1, #2][6:12, 72)(6]

T 1 2 1 ’ & mi—d;
x j];{exp ("%g(zij — 0; — ab;;) ) (exp (—W(ei - #)2)) -p“(1-p)
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where d; = Y; 6;;. (Note that this is comparable to (4.4) without the summation.) The

resulting full conditional density of 0; is normally distributed:

7*.2(2,3;.. _ ad~) + ﬂO’Z C,.27-_2
AN 6 0. 72~ 5 213 i
oz‘Xn 0is 2, T N ( mi7“-2 + o2 ? ml.,fZ + o2 ? (4'5)
where d; = 3, 6;;. The full conditional distribution of 4;; is
1 g Y
[61X:,6:] o exp (—F(zz—j -6 — aaij)z) P —p) . (46)

Thus, conditional on the data and the other parameters, 6;; is an independent Bernoulli
random variable with success probability p;; where

(e

" (BER) + (- (B5)

Thus at every iteration of the Gibbs sampler, we update m; + 1 random variables by

Dy

generating m; Bernoulli random deviates from (4.6) and one normal random deviate from
(4.5). The output of the Gibbs sampler is a set of B (m;+ 1)-tuples, (OZ(T), 6}{), 62(;), e 6,(;)1,)

for r = 1,..., R. The estimate of the posterior marginal for 6; is:

1 72 (zij — 6(7)(1) + fio? o272
AY. § 2] = = AN *
[gzlxwu, T ] R ;qﬁ ( mﬁz + o2 ? mi7‘—2 + o2 .

Close examination of the above mixture reveals that it is a discrete mixture of just (m; + 1)

different normal densities all with the same variance but different means. The component
densities have means differing from each other by integer multiples (1 to m;) of k - a, where

k is a non-varying function of f, #2 and o2.

4.3.2 Interval Estimates

Three different methods of constructing interval estimates are proposed. Two of them are
based on quantiles of the estimated posterior, while the other uses a normal approximation.
The first two methods are empirical Bayes counterparts to the Bayesian equal tails and
highest posterior density intervals, which were explained in Section 2.2. For this model,
let go(6i|zi, i, 72) denote the a-quantile of [8i]z:, i, #2]. Then the equal tails and highest

posterior density intervals are
(Qa/2(6i|zi’ 78 7:2)7 ql—a/Z(oilziv s 7“'2))
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and
(g0 (Bilis 1, 72), @1 e (Bileis 1,72)) ,
where the latter type of interval is subject to the condition that it is the narrowest such
interval satisfying o* + o™ = a.
The third method of constructing an interval estimate uses a normal approximation.
We find the mean and variance of the estimated marginal posterior and construct the
interval estimate based on the appropriate quantiles of the standard normal distribution.

For this model, the resulting interval would be
(E@Bilzi, 1,72 & Zajo(V(Bileis s 72)2)

where E(-) and V(-) are the expected mean and variance of the estimated posterior, and
Z,/2 comes from the standard normal distribution. Expressions for the mean and variance

of the marginal posterior are derived below:
E(8ilzi,i,7?) = Es, (E(bilsi, 6,0, 7))
(7‘2(& zij —adi) + ﬂ02>
= Es 2 =3
o° + m;T

To(; ij —aDy) + jo?
o2 4+ m;7?

ki

where D, is the expected value of the posterior [d;|z;, i, 7?]. Again using conditional ex-

pectation theory, we find the expected variance of the estimated posterior:

V(bilei, 0, 7) = m.ww%“mﬂn+w(mw%“m %)
72(3; i; — ad;) + fo?
— + Vs, 2(2} 2.7 -)2 I
o +mr o“+ myT

. 2
72 at?
+ | D2
02 + m;7? 0?2 + m;7? ’

where D, is the variance of the posterior (d;|z;, i, 72).

The estimated posterior of §; may not be unimodal. Bimodality can occur if the shift
parameter a is large. Multimodal behavior is also possible. In either case, the three types of

intervals above would be quite disparate. The intervals based on the normal approximation
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would be inaccurate since the normal assumption would be violated. If the modes are widely

separated, the HPD interval could be composed of two non-overlapping intervals.

4.3.3 Summary

In this section, we described a simple robust model characterized by a contaminated location
shift distribution on the X;;’s. Naive empirical Bayes methods were used to estimate the
posterior marginals of the true group means. This approach is one solution to making
robust inference about the normal means problem, though not the most realistic or useful
solution because many of the prior parameters were assumed known or were estimated from
the data. The next section describes a superior approach in which prior distributions are

placed on the unknown parameters.

4.4 Robust Normal-Normal Hierarchical Models

In this section, we propose three robust hierarchical Bayes models for the normal means
problem. They differ from the traditional normal-normal approach in that the normal
distribution of the first stage is replaced by either a contamination-type distribution or
a heavy-tailed alternative. The three approaches are referred to as the variance inflation
model, the location shift model and the heavy-tailed model.

Our proposed methodology is described within a three-stage hierarchical Bayes frame-
work. We place hyperpriors on the unknown parameters and utilize the Gibbs sampler
to estimate the marginal posteriors of the true group means. These models are complex
enough to render analytical derivations impossible. Gelfand and Smith (1990) were the first
to i]lﬁstrate how the Gibbs sampler could be used in the calculation of marginal posterior
densities within the Bayesian inference framework, and, as an example, they used it to
address the normal means problem. Their approach is sound, but it lacks robustness; the
proposed robust models build on their fundamental ideas with the addition of model com-
ponents which include the possibility of outliers. The Gelfand and Smith approach, which

we sometimes refer to as the non-robust model, is described in the next section. After that,
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three robust alternatives for the normal means problem are presented.

4.4.1 Gelfand and Smith Normal Means Model

In Gelfand and Smith (1990), the authors presented the Gibbs sampler as a sampling-based
approach to the calculation of estimates of marginal probability distributions. For illustra-
tion, they applied a Gibbs sampler to the three-stage hierarchical model which describes
the normal means problem.
We describe their approach here and use it as a basis of comparison for the proposed
methodology. At the first level of the hierarchy, the observations z;; (j = 1,...,m;) are
2

assumed to have a normal distribution, conditional on mean 6; and variance o“. At the

second level, the group means are assumed to be normally distributed, conditional on mean

2 2

u and variance 72. Also at this level, the variance parameter o is assumed to come
from an inverse gamma distribution with parameters ¢; and d;, which are chosen so that
the distribution is suitably vague, that is to say, with ¢; very large and d; very small. For
notational purposes, y ~ IG(c, d) denotes the density proportional to y~ @) exp(—1/(cy)).
At the third stage, hyperpriors are given for the parameters 72 and g. Thus, the hierarchical

model has the following form:

Stage I:
X;;|6;, 02 iid N(6;,0%) i=1,...,n group
7=1,...,m; subject
Stage II:
6;|u, 2 iid N(u,7®) i=1,...,n
0?2 ~ IG(c1,dy)
Stage III:

T2 ~ IG(Cz,dg)

g~ N(po,)?)
The hyperprior parameters (c1, ca, d1, d2, fig, A%) are selected so that the resulting distribu-

tions are diffuse. Conjugacy of the above densities ensures that the full conditional density
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of each random variable is an updated version of its prior.

Since 0; is the focus of inference, the goal is to estimate its marginal posterior [6:1X],
where X denotes the set of all data. First, the joint posterior is calculated as the product
of the above likelihood and priors. It has the form

[{oi}’ 0_2,“, T2|X] x H {-7-_%/-2—)8)([) (_ (012;2/-L) ) ]j: {__02(11/2) exp (_ (xij2;20i)2) }} .

=1 j=

o (-1/(e10?) ep (1/(ar) (_ (8= #o)2> ‘

0-2(d1+1) T2(d2+1) 2A2

From the above expression, the full conditional distribution of each parameter is derived.
The Gibbs sampler is implemented using these distributions to update successively each of
the parameters. Derivations of the densities are shown below. The expression [f;|rest] is
the full conditional distribution of 8; and ‘rest’ denotes the data and the set of all model

parameters, 0; excluded. The full conditional distribution of 6; is:

(D00

[0;|rest] o

202 272
mif? — 26; 3 ;zi; 67 — 20,
R 202 T 272
1( o022 \7 25, 2 + pot\’
x exp|l—z|—5——= 0; —
2 \ m;72 4 o2 m;72 + 02

2
2y i +po? oPr?
mit2+02 ‘mit2+0?)’

[0;|rest] = N(

The full conditional of o2 is:

1 1 (TiX(ei —6)* 1
2 d J
[0' |rest] X mexp (—;3 ( J 5 + _c_l

R -1
[0,2|rest] - IG ((Zz Ej(zi_'] 01)2 N —1_) ,_J_‘l__l_ dl) ,

2 (5] 2

where M is the total number of observations and is defined as M = 37_; m;. The full

conditional for p is:

(0: — )2 — )2
[u|rest] o« exp (_21(02:—2 W (e 2/\;;0) )
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2 2
np® =2u37:0; (1= po)
xp <_ 272 Y

BYERAN MY 6+ 20\
* &P\ T\ Tz b e

N(A?;:,.o,-wwo T2)2 )

[ulrest] 24+ nA2 724 )2

The full conditional of 72 is:

1 1 (506 —w)? 1
2 x %
[ lrest] 72(n/2+d2+1) e"p( ) ( 2 + s

: -1
[73|rest] = IG’((Ei(oiT_W%—L) ,g-}-dz).

c2
Since these densities have simple forms, implementation of the Gibbs sampler is
straightforward and involves successively updating n+ 3 random variables: {6;}, 02, 72, and
u. Finally, in the fashion described in Section 3.4.1, an estimate of the marginal posterior

of §; is obtained as a mixture of the realizations of the Gibbs sampler.

4.4.2 Location Shift Model

In this section, we describe a robust hierarchical Bayes model which incorporates a con-
taminated location shift distribution at the first level of the hierarchy. This distribution
is simply a mixture model obtained by the discrete mixture of two normal distributions
with the same variance but different means. Within a particular subgroup indexed by 7, we
suppose that the majority of observations come from one normal distribution, while the rest
(the outliers) come from another normal distribution with the same variance but a different
mean. We outline the following three-stage Bayesian hierarchical model. First, we shall con-
sider the i-th group. At the first level of the hierarchy, the observations z;; (j = 1,...,m;)
are assumed to come from one of two normal distributions, depending on whether the par-
ticular observation is an outlier or not. Let §;; be an indicator variable associated with the
z;;-th observation and let a; be the difference in the means of the two normal distributions.
Then, the z;;’s are normally distributed, conditional on the group mean 6;, the variance

o?, the shift parameter a; and the indicator variable é;;. Note that each group has its
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own shift parameter a;, which allows the contamination to vary from group to group. At
the second level, the group means are assumed to be normally distributed conditional on
mean p and variance 72. Also at this level, the 6;;’s are assumed to be Bernoulli(p) random
variables, and a; is assumed to be normally distributed about 0. The variance parameter
o2 is assumed to come from an inverse gamma distribution. In the final stage, hyperpriors
are given for the remaining parameters. The hierarchical model described above has the

following form:

Stage I:
z;;|0;, ai, 8i5,0%  ~ N(6; + a;b;;,0%) i=1,...,n  group
j=1,...,m; subject
Stage IL:
6|, T iid N(p,7?) i=1,...,n
8ijlp iid Bernoulli(p) i=1,...,n J=1,....,m;

a; iid N(0,7?%) i=1,...,n

0? ~ IG(e1,dv)
Stage III:

p o~ N(po,A?)
T2 ~ IG(Cz,dz)

p ~ TBeta(p1,p2) 0<p<05.

Note that p ~ TBeta(p1, p2) denotes the truncated beta distribution with density propor-
tional to pP1~1(1 — p)*>~!, where p is constrained to the half-unit interval. Since an outlier
is defined as being different from the majority of the data, the probability p that an ob-
servation is an outlier must be less than 0.5. Also, this constraint solves the problem of
identifiability between p and 1 — p. The hyperprior parameters (c1, €2, d1, d2, po, A%, %) are
selected so that the resulting distributions are diffuse. We set py = p2 = 1, 50 the truncated
beta is a uniform distribution on the restricted range.

The procedure for implementing the Gibbs sampler is the same as in the previous

section. The joint posterior is calculated as the product of the above likelihood and priors.
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It has the form:

[{6:}, {ai}, {6i;}, 0% p, 7%, Pl X]

e 1 1 2 a?
{1 { o (0o o (-55)
m;

1 1 ) N
H {0-2(1/2)' exp <_§;_2—(zij -0, — aiéij)z) .p&g(l _ p)l 6,J}} .

exp (-1/(10™) (_ = uo)2> e (<1/(er) |

-1 -1
oAt 2A2 72(32+1) Pl -p) T

The full conditionals are found from the above posterior. For 6;, we have

[;|rest] o« exp (_ Zj(ivij —6; - aiéij)2 _ (6; — N)2>

202 272
m;62 — 26; (T —aidi;) 62 — 26,
o &P (_ 202 272

I e W O s - o _ 72 Yi(zij — bija:) + po?\
Pi72 \mirt+ o2 ! m;T? + o2

T2 Y i(ij = 6ija:) + po? o272 )

[ilrest] = N ( m;r? + o2 "miT? + 02

The full conditional of é;; is
1 g &
[ilrest] o exp (‘50_2(%' = 0i - a,-a,-j)"’) pYi(1 —p)t%.

Thus, conditional on the data and the other parameters, é;; is an independent Bernoulli
random variable with success probability p;;,
ij—0i—ai
P ¢ (:c ! a )

2o () 1 (1 -9 (50)

pi; =

The full conditional for o2 is:

[0%|rest] o

1 (Z; Lz — 0 — aibyy)? | 1 ))

o2 M 3+ 1) P (' o2 a

2 (551
(i — 60 — i)’ -
[a2|rest] — IG((ZzEJ(l'J . a .7) +_l_> %+d1),

C1 ’ 2
where M = ), m;. The full conditional for a; is
a?

1 ~
; -5 i — 0i — aif;;)’ —5
[ai|rest] o« exp ( 357 ]z:;(fcu aibij) ) exp ( 2172)
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X exp

1 2 ‘112
592 ( Z‘S 2‘11'2_51'1'(1'1':' - 9i)) - '2—77—2)
2

(=
1265 1 ; 6i5 (25 — 0; ;64 -
“"p(‘i(“—*?) (“’2‘2‘“2 (B ) ))
n

X exp

o2
1 2,2 -1 25§ (i — 0: 2
1 n°o 0 — n 2; i(@ij i)
2 7 216,1—*-0 : nzzjé,—j+02
[aifrest] = N PYbi(zi —0) P’

' Py 6 +0? Tntybii+o%)]

The full conditional for p is:

n m;

[plrest] o p= 7@ —p)2 [T [T 2% (1 - p)* 7"

1=17=1

o« pZ.' E,‘ 51‘:"*'/’1‘1(1 _ p)M'E; E,‘ 6*’7"*'92"1

[p|rest] = TBeta(ZZéi]-+p1,M—ZZé,~j+p2) for0§p<0.5a,ndM=Zm,-.
i i i

The full conditionals for u? and 72 are the same as they were for the Gelfand and Smith

model. Restated, they are:

[ulrest]

N MY 0+ 12y TIA?
24+ 02 724 n)2

[r%|rest] = ((Z J(8; — u)? cz)— ,;_‘_,_dz).

Now, we implement the Gibbs sampler using the densities above. Starting from arbi-
trary values, we successively sample from the full conditional distributions of the following
random variables: {6; :i=1,...,n},{a;:i=1,...,n},{6;:i=1,...,m5 = 1,.. <M},
o2, p, p, and 72. Thus, for each iteration of the Gibbs sampler, we update 2(n+2)+3_; m;
random variables.

The location shift model contains a number of assumptions that may or may not
be appropriate for the data. In particular, we assume that each group has a single shift
parameter a;. This will be correct when all the outliers come from the same side of the
distribution. This situation could occur if the observations come from two distinct pop-

ulations; the difference in their population means would correspond to a;. For example,
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outliers in a set of cholesterol measurements could correspond to a subpopulation of in-
dividuals with hypercholesteremia, a condition characterized by an inability to effectively
metabolize cholesterol. However, if the outliers occur on both sides of the distribution, it is
hypothesized that the model will yield poor results. Simulations in the last section of the

chapter will address this issue.

4.4.3 Variance Inflation Model

In this section, we propose a robust hierarchical Bayes model which incorporates a contam-
inated variance inflation distribution to describe the data. This model is very similar to
the location shift model of the previous section, except that the outliers and non-outliers
are assumed to arise from normal distributions that differ in variance instead of location.
Specifically, within a particular subgroup indexed by ¢, the majority of observations come
from one normal distribution, while the rest (the outliers) come from another normal dis-
tribution with the same mean, but a larger variance.

As before, we describe the model within a three-stage hierarchical Bayes framework.
Consider first, the i-th group. At the first level of the hierarchy, the observations z;; (j =
1,...,m;) are assumed to come from one of two normal distributions with variances differing
by the factor K > 1; outliers are assumed to come from the distribution with inflated
variance. Let §;; be an indicator variable associated with the z;;-th observation. Then, the
z;;’s are normally distributed, conditional on the group mean 6;, the variance o2, and the
indicator variable §;;. At the second level, the group means are assumed to be normally
distributed, conditional on mean y and variance 2. Also at this level, the §;;’s are assumed
to be Bernoulli(p) random variables. The variance parameter o2 is assumed to come from

an inverse gamma distribution. In the final stage, hyperpriors are described for remaining
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parameters. The hierarchical model described above has the following form:

Stage I:
i10;,8:5,0° ~ N(6;,K%0?) i=1,...,n group
j=1,...,m; subject
Stage II:
6;|p, T2 iid N(u,7?) i=1,...,n
6i;lp iid Bernoulli(p) i=1,...,n Jj=1,...,m;
0?2 ~ IG(cy,dv)

Stage III:

g~ N(po,2?)

2~ IG(cz,d3)

p ~ TBeta(p1,p2) 0<p<05.
The inflation factor K is usually chosen in the range 10-20 (Tukey 1960). The hyperprior
parameters (cy, ¢z, di, d2, Ko, A?) are selected so that the hyperpriors are diffuse. As before,
p1 = p2 = 1, so the truncated beta is a uniform distribution on the half-unit interval.

The resulting posterior is the product of the above densities:

({6}, {6}, 0% 1, 72, 1 X ] x

ﬁ {eXP (—2—}3 0; — #)2> . ﬁ {exp (—%2—) . (UzKaij)_l/zp&‘j(l _p)l-—&‘j.}} .

=1 7=1

exp (<1/(10?) | (_ = m?) Lo (CH(em™) iy gyt

0-2(d1+1) 2A2 7—2(d2+1)

The full conditional densities are found directly from the above posterior. The full condi-

tional of 6; is:
e
_ ‘ (zi —6:)* (6 —p)?
[0;]rest] o jl;_[lexp (— 502 K% o2
— 20;z;; 1 2
X exp ( 352 E ( % ) ~ 373 (9i - 201#))

-5 =855
o (TiE™ 1) (LiwKT B
x exp( 2(0 ( 2 +7_2) 20,( p= -}-7_2
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1 o272 -1 ; TZijin—&j +u0_2 2
I ) 2% K% 4 o2 P 72y K% + o2

N (n ;2 K% + po? - )

1 t = ’ ;
[6;|rest] 2 Ej K% 4 g2 72 Z]_ K% 4 o2

The full conditional of §;; is:

.\ —1/2 zi; — 6;)? - o

Thus, conditional on the data and the other parameters, §;; is an independent Bernoulli
random variable with success probability p;; where
ij—0i
v (S7t)
Ly Y _9 )
P¢ (1K1/2)+(1_p)¢( )

pij =

The full conditional of o2 is:

1 n m; / (zi. _ 02.)2
2 &; _ J
[o|rest] o~y exp ( a 02) IT1I {(0 Kf%) exp ( 20, K% )}

=1 j=1

1 (zij — 6:)*
X G2(M7zrd+1) P ( (ZZ 2K cl))

2 — (24 ol M
[o®|rest] = (Z Z 2K5'J 61) ' +dy
The full conditionals of 4, 72 and p are the same as they were for the location shift model:

A2 >0+ 7'2#0 T2)\2
[ulrest] = N ( 24022 1249022/’

[Tzlrest] = ((Ez(a p)Z + 62)— ,E+d2) ,

[plrest] = TBeta (ZZ&Q +p1, M — ZZ‘Sii + p2> for0<p<0.5and M = Zm,-.
i g i g i

Now, we implement the Gibbs sampler using the full conditional densities above. Start-
ing from arbitrary values, we successively sample from the full conditional distributions of
the following random variables: {6;:i=1,...,n},{6;;:i=1,...,m;5 = 1,...,m;}, 02, u,
72 and p. Thus, for each iteration of the Gibbs sampler, we update n + 5; m; + 4 random

variables.
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4.4.4 Heavy-Tailed Model

In this section, we consider yet another robust Bayesian hierarchical model, one which
incorporates a heavy-tailed distribution, namely the ¢ distribution, to describe the data. In
this case, we assume that outliers would arise from the tails of the distribution. To set up
the model, we take advantage of the fact that a t distribution can be expressed as a scale
mixture of normal distributions.

As before, we describe a three-stage hierarchical model. At the first level of the hierar-
chy, the z;;’s are assumed to come from a normal distribution. Let w;; be the random scale
parameter associated with the z;;-th observation. Then, z;;’s are normally distributed,
conditional on the mean 6; and variance azw;‘jl. At the second level, the random scale
parameters, w;; (¢ = 1,...,m; 7 = 1,.. .,n), are iid gamma random variables. The lo-
cation and scale parameters are chosen so that the unconditional distribution of z;; is a
t-distribution with r degrees of freedom, where r is a random variable. The group means
are assumed to be normally distributed. It is reasonable to assume that the form of the
prior for r will have little effect on the inference about 6;, thus a discrete distribution with

ten point masses was chosen for ease of implementation. In the final stage, hyperpriors are

specified for the remaining parameters. The hierarchical model described above has the
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following form:

Stage I:
zij|0;, 0%, wi;  ~ N(O,',Uzwi_jl i=1,...,n  group
j=1,...,m; subject
Stage II:
0;|p, T2 iid N(p,7?%) i=1,...,n
0?2 ~ IG(er1,d1)
wij|r iid G(2/r,7/2) i=1,...,n j=1,...,m;

Stage III:

p~ N(po, A2)
2~ IG(CZ7 d2)
p,(r) = 1/10 r=1/16, 1/8, 1/4, 1/2, 1,2,4,8,16,32

T

Here, y ~ G(c¢,d) denotes a Gamma density proportional to y*~! exp(—y/c). The parame-
ters (c1, C2, d1,d2, o, A%) are selected so that the hyperpriors are diffuse.
The joint posterior is the product of the above densities:

[{ei}y {wij}7 027 M, T27 TIX] &

n

1 1
I1 {;QWGXP (—2—T3(0i - /1)2> :

i=

mi 1/2 s RY r/2 r/2-1
H {0-2(1/2) exp ( 202 9 1'\(,,,/2) exp('wu'r/2)

e (-1(ad”) o (_(u - #0)2) _exp (=1/(eam?)

o2(di+1) 2)2 72(d2+41)

Now we find the full conditional distribution of each parameter. For 6;, we have:

T wii(zi; — 02 (8; — p)?
[0;|rest] o« exp (— J 553 =
« exp _0? Ej wi; — 26; Z]- W5 T5; _ 0? —20;u
202 272

N | o?r? ! 0._T22jwijxij+ﬂ'02 :
P 2 Tzzjw,-j+02 ! T"’ij,-j—{-dz

2 2
T2 30 Wi Tij + po o272
N , .
T2) w02 T2y wi+o?

[6;|rest] =
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The full conditional of w;; is:

3 (r=1)/2 wiir  wij(zi; — 8:)?
[wijlrest] o w;; exp (— 5~ 2':72

(r-1)/2 (zij — 6:)
X W exp ( —W;j <2 _'752._2—)>
-1
- _ -1: (Z‘,’j — 0,‘)2 r+1
[wijlrest] = G ((2 + =53 5 |-

The full conditional of o2 is:

s — 0:)2
[o2|rest] o o~ 2(M/2+d+1) exp (_Eizjwn(x” 62 1 )

20? c10?
o U—Z(M/2+d1+l) exp (__17 (21 Zj wij(xij ~ 0i)2 + _]_'_>)
o 2 c
S wig(zig — 6:)? =
[o%rest] = IG ((Z‘ZJ w"2( 6= %) +é> ,-Ag—+dl).

The full conditional of 7 is:

, M2 w r/2-1
Pr|rest(7‘) x ('2_) (I‘(r/2))_Mexp( ZZZ] ZJ) (HH’UhJ) .

Note that the above distribution is discrete and depends only on {w;;}. For ease in com-

putation, we work with log(p,(r)).

The full conditional distributions of x and 72 are the same as those of the location

shift model, and are restated below:

MY 6 + TPy TIN?
lplrest] = N ( 724+ nA2 724 nA2

Yi(6 — p)° “on
IG (( 9 +C2) 7§+d2)'

Now, we implement the Gibbs sampler using the full conditional densities above. Starting

[72|rest]

from arbitrary values, we successively sample from the full conditional distributions of the
following random variables: {6; : i = 1,...,n}, {wy; : ¢ =1,...,m55 = 1,. ..,m;}, o2, p,
72 and r. Thus, for each iteration of the Gibbs sampler, we update n + 3=, m; + 4 random

variables.
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The degrees of freedom, r, can be handled in a number of different ways. In the above
model, r was an unknown parameter to which we assigned a prior distribution, specifically,
a discrete distribution with ten point masses. Alternatively, we could treat r as a known
parameter and choose a value such as 7 = 8, which would produce a ¢ distribution with
moderately heavy tails. Another approach is to plot the data and compare the empirical
distribution to ¢ distributions with varying degrees of freedom, and then choose the value
of r that fits the data best. In Chapter 6, we used the last approach when fitting a heavy-
tailed model to the CRISP data. In Chapter 7, we fitted a heavy-tailed model for simulated
longitudinal data and fixed the degrees of freedom at 8. We offer no suggestions about
which approach is best. This will be an area of further research.

One advantage of the variance inflation and location shift models is that outliers can
be easily identified by calculating the posterior probabilities [6;;|X]. With the heavy-tailed
model, however, the probability of an observation being an outlier cannot be calculated
directly. An indirect method of identifying the outliers would be to calculate the posterior

means of the w;;’s and rank them. The smallest values would correspond to the outliers.

4.5 Other Approaches

4.5.1 Naive Empirical Bayes Interval Estimates

As a basis for comparing robust and non-robust methods, the naive empirical Bayes intervals
were calculated. This method does not incorporate any robust features. The empirical
Bayes methodology calls for a two-stage model, one for the z;;’s and the other for the group

means:

Stage I:
z;;16;,02 ~ N(b;,0%) i=1,...,n group
j=1,...,m; subject
Stage II:
0;|u, 72 iid N(p,m®) i=1,...,n.
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The unknown parameters, u, o? and 72, are estimated from the data. The standard prior-

posterior calculations yield this posterior distribution of 6;:

2y wij+po?  oir? )

0i 2 .2 -

[ |,LL,0' 7T] N( m,-7'2+02 ’miT‘Z_*_a-Z

Estimators of p, 02 and 2 were derived, based on a classical two-way unbalanced ANOVA.
The sums of squares within groups (SSWG) and sums of squares between groups (SSBG)

have these formulas:

n m; n

SSWG = Z Z x?j - Z(Z z,-j)z/mi
' =1 j5=1 =1 3
n
SSBG = Z(Z zi; )2 mi — (Zng)Uth
i=1 j i 5 3
Estimators were derived in terms of the above quantities:
i Y esm
=1 j=1

52 = SSWG/(M —n)

.o _ M(S5BG—(n— 1)o?)
M2 -y m} ’

where M = 3, m;.

Thus, the empirical Bayes interval estimates at the nominal 1 — a level were

UYL 522 \*
m;T2 + o2 1-af2 m;72 + G2 ’

Prior to running the simulations, it was hypothesized that the empirical Bayes interval

estimates would perform poorly when in the presence of outliers, due to the sensitivity of
the estimators. Not surprisingly, simulations confirmed this hypothesis. The results are
discussed Section 4.7.2.

4.5.2 Classical ¢ Confidence Intervals

If we treated the data from different groups as unconditionally independent, then one clas-

sical interval estimate of the group mean 0; is the confidence interval based on percentiles of
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the ¢ distribution. Since the data within the i-th group, X;;, j = 1,...,m; are iild N(6;,0?),

we know that

X;—-6;

T=-———
5’/ m,——l

~ tmi—1-

with X; = 3_7%) z;; and 62 = 7%, (24 — Zi)/ms. The t distribution with m; — 1 degrees

of freedom is denoted t,,,—1. We form the following (1 — )% confidence interval for 8;:

(Xi + tl—a/2,m;—l&/M) .

This interval will be referred to as the classical ¢ confidence interval.

4.6 Convergence of the Gibbs Sampler

The convergence of the Gibbs sampler is an important consideration in the implementation
of the proposed robust methods. Since the Gibbs sampler is an ergodic Markov chain, we
are interested ultimately in its stationary distribution. Qur specific goal was to determine
the value R, the number of warm-up iterations, after which we could be reasonably sure
that the chain had converged. Diagnostic methods suggested by Garren and Smith (1994),
Gelfand and Smith (1990) and Verdinelli and Wasserman (1991) were used.

The general method used here for examining convergence was to calculate some func-
tion of the random variables at each iteration and average it across a large number of
independent chains, monitoring this quantity at each iteration. We monitored a binary
function which indicated whether the specified random variable was greater than some pre-
specified arbitrary value at the given iteration. Suppose {U(¥),k > 0} denotes an ergodic
Markov chain. We chose Z(*) = I(U(¥) > t,), where I(-) is an indicator function; then Z(*)
denotes the average over a large number of independent Markov chains. We subjectively
evaluated the convergence of the chain by examining plots of Z(¥) versus k. At the point
where the plotted values ceased to ‘drift’, we assumed that convergence had been reached.

For illustrative purposes, we discuss convergence of the Gibbs sampler for the variance
inflation model applied to data with one outlier at 6 standard deviations from the mean. In

this model we have a total of n+3_; m; +4 random variables, each of which is updated once
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during a single iteration of the Gibbs sampler. The random variables are: {6; :i=1,...,n},
{65 :i=1,...,m5=1,...,m}, o2, p, 72 and p. Six of these random variables (6o, 61,
p, 72, p and o) were monitored during 200 consecutive iterations. Figure 4.1 shows plots
of the Z(*) statistic averaged across 400 independent Markov chains. The plots suggest
that convergence was reached by the 25-th iteration. We examined additional plots for
other cases in which the number and distance of the outliers were varied, but the rate
of convergence did not change noticeably. Likewise, the starting values of the chain were
changed, with little effect on convergence. The convergence rates of the Gibbs sampler for
the location shift model and the Gelfand and Smith model were very similar to that of the
variance inflation model. Thus, R = 30 warm-up iterations were chosen for‘ these three
models. In contrast, the heavy-tailed model needed about 75 iterations before convergence
was reached.

The method described above is a simple means of assessing convergence. It does
not guarantee that the Markov chain has converged, but we believe it is sufficient for the
proposed models. The warm-up periods of 30 and 75 iterations, respectively, are in line with
the recommendations of Gelfand and Smith (1990) and Verdinelli and Wasserman (1991)

who implemented similar models.

4.7 Simulations

4.7.1 Description of the Simulations

The purpose of the simulations in this chapter was to evaluate and compare the proposed
interval estimates. Ideally, a robust interval estimator would maintain coverage probability
around the nominal level with only minimal increases in length as outliers are introduced.
In these simulations, interval estimates of §; from the four proposed models were calculated
and compared. For each model, an estimate of the posterior density of §; was calculated
from the output of the Gibbs sampler. Based on that density, three types of intervals

were formed as described in Section 2.2: normal approximation intervals, HPD intervals
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Figure 4.1: Plots of the Z () Statistic Averaged across 400 Independent Markov Chains for
the Variance Inflation Model.
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Table 4.1: List of Fourteen Types of Interval Estimates

Location Shift Model: Normal Approximation, HPD and Equal Tail Intervals
Variance Inflation Model: Normal Approximation, HPD and Equal Tail Intervals
Heavy Tailed Model: Normal Approximation, HPD and Equal Tail Intervals
Gelfand and Smith Model: Normal Approximation, HPD and Equal Tail Intervals
Naive Empirical Bayes Confidence Interval

Classical t-distribution Confidence Interval

and equal tail intervals. Thus, three types of intervals were calculated for each of four
models, yielding 12 different interval estimates. For an additional base of comparison, naive
empirical Bayes intervals and the classical t-based intervals were calculated as well. Table
4.1 lists all the intervals that were considered.

The data were simulated in two steps. First, the 6;’s (n of them) were sampled from
a normal distribution with mean g = 3 and variance 72 = 2. Then the z;;’s were generated

according to
2 iid 2y : .
z;;|0;,02°~ N(6;,0%) i=1,...,n j=1,...,mi

where 62 = 1. The ratio of between-group variance to within-group variance was 2:1. There
were n = 6 groups, each of a different size, m = (20, 18,25,8,17,23). We chose these group
sizes so that the average group size was around 18, with some variety in the size of the
groups. The actual values chosen were arbitrary.

Outliers were added to the simulated data to assess the robustness of the interval
estimates. Only three or fewer outliers were added to a single set of simulated data. When
one outlier was added, it was placed in the first group. When two or three outliers were
added, they were either all added to first group, or split between the first two groups.
Thus, the percent of outliers in the first group was between 0 and 15% and the total level
of contamination for one complete data set from a single simulation was 0 to 3%. These
levels are commensurate Qvith that found in teal datasets. The outliers were added to the
simulated data in this way: 1) the group mean and standard deviation were calculated and,
2) one or more outliers were placed at a specified number of standard deviations (sd’s) from

the group mean. Outliers were placed at distances of either 3, 6 or 9 standard deviations
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Table 4.2: Simulated Arrangements of Outliers

(same group) (different groups)

0 outliers 1 outlier 2 outliers 2 outliers 3 outliers
0 3 3,3 (3),(3) 3,3,3
6 3,6 (6),(6) 6,6,6
9 6,6 (9),(9) 9,9,9
-3,3 —6,3,3
-3,6 -9,3,6
—6,6

from the mean. For example, one possible arrangement would be to add two outliers to the
first group, with both above the mean at distances of 3 and 6 sd’s, respectively.

Shorthand notation is introduced here to describe the various simulations that were
run. The outlier arrangement we just described is denoted (3,6). In a similar fashion,
(-3, 6) indicates that two outliers were added to the same group, one below the mean at a
distance of 3 sd’s and the other above the mean at 6 sd’s. Among the infinite number of
possible outlier arrangements, a few representative cases were considered and are listed in
Table 4.2.

Initially, 250 independent sets of data were simulated and the fourteen different types
of intervals were calculated. The results indicated that several of the intervals were almost
exactly the same. So to economize on simulation times, only six of the different types
of intervals were calculated for the additional 1000 simulations. For each simulation, the
coverage probability and average length of the interval estimates of 6; (i = 1,...,7n) were
calculated separately for each combination of model, outlier arrangement and interval type.
We considered each simulation to be an independent trial of the methods. With coverage
probabilities of approximately 95%, the standard error of the coverage probabilities was
0.0062, based on properties of the binomial distribution. Thus, two coverage probabilities
were said to be significantly different if they differed by more than 1.2%.

Several diverse issues were addressed in the comparison of the proposed intervals. For
instance, how different are the robust intervals from the non-robust ones, in terms of length

and coverage probability? For a single outlier, how does coverage probability and interval
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length change as the outlier moves further from the majority of the data? Does one method
do better or worse than the others? How much ‘overcoverage’ is there in groups without
outliers? With two or three outliers, does it make a difference if the outliers are on the same
side or on different sides of the mean? For the four Gibbs sampler methods, how similar
are the normal approximation, HPD and equal tail intervals? To address these questions,

the simulations were run with various initial conditions.

4.7.2 Simulation Results

Similarity of Normal Approximation, HPD and Equal Tail Intervals For the four
Gibbs sampler methods, we evaluated the degree of similarity between the three interval
types: normal approximation, HPD and equal tail intervals. Based on 250 simulations, the
intervals were very similar in terms of coverage probability and interval length, especially
the equal tail and HPD intervals. For intervals from the variance inflation model, the heavy-
tailed model, and the Gelfand and Smith model, the average absolute difference in coverage
probability of the equal tail and HPD intervals was 0.0003. The average difference in lengths
was 0.00012, which is about 0.01% of the length of the intervals. For the location shift model,
the differences were somewhat larger; the coverage probabilities differed by 0.18% and the
lengths by 0.0035. The location shift model is different from the other three models because
the posteriors for the group means are more likely to be strongly asymmetric. The normal
approximation intervals were also very similar to the equal tail intervals and HPD intervals.
The former two types of intervals differed in coverage probability and length by 0.04% and
0.0024, respectively.

Calculation of the HPD intervals was computationally very time-consuming because
of the necessity of checking for multimodality. When the posterior of 8; was multimodal
(about 3% of the time with a location shift model), the resulting HPD interval was often
the set of two or more non-overlapping intervals. Since the initial simulations showed that
the differences in coverage probability and total length between the HPD and equal tail

intervals were very minor, calculation of the HPD intervals was dropped. This improved
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Figure 4.2: Coverage Probability and Average Length of Six Types of Intervals, when One
Outlier is Added

the program’s runtime by a factor of 3%. Likewise, the normal approximation intervals were
very similar to the equal tail intervals. Thus, the rest of the conclusions in this chapter are

based on equal tail intervals only.

One Outlier First, we considered the case in which only one outlier was added to a single
group. Note that since there were about 20 observations in each group, the addition of one
outlier corresponds to a rate of about 5% contamination within a group, and less than 1%
contamination amongst all the data. With a single outlier, changes in coverage probability
and interval length were investigated as a function of the outlier’s distance from the majority
of the data. Ideally, robust interval estimates would maintain coverage probability around
95% with only minimal increases in length as the outlier becomes more distant. Figure 4.2
shows coverage probabilities and interval lengths for the six interval types and the (0), (3),
(6), and (9) outlier arrangements.

The naive EB and Gelfand and Smith intervals performed poorly as the outlier became
more distant. Their covefage probabilities dropped from the nominal level of 95% with no
outliers to under 80% when the outlier was 9 standard deviations away. The classical -
based intervals had coverage probability at or above the 95% level, but only because the

average interval length doubled as the outlier reached a distance of 9 sd’s. In contrast,
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the three robust methods — the location shift, variance inflation and heavy-tailed models
— yielded interval estimates with coverage probabilities of 95% or greater, even when the
outlier became more distant. Furthermore, the three robust method intervals maintained
the nominal level with only slight increases in length. .

Thus, for cases in which there is a single outlier, we concluded that interval estimates
from the three proposed robust models were superior to the other methods, though they were
somewhat conservative. Furthermore, performances of the three robust interval estimates

were equally satisfactory, with none of the three methods better than the others.

Two or Three Outliers in the Same Group We ran simulations for several different
arrangements of two outliers in the same group. The list of these arrangements is given in
Table 4.2. The simulation results varied according to whether the outliers were on the same
side of the mean or on opposite sides.

We will consider first the simulations results when the outliers were on the same side
of the mean. The left-side plot in Figure 4.3 shows coverage probabilities for the (0), (3,3),
(3,6) and (6,6) outlier arrangements, averaged over 1250 simulations. The most striking
feature of this figure is the coverage probability decline of the empirical Bayes and Gelfand

and Smith intervals as the outliers become more extreme. Their coverage probabilities
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dropped from the nominal 95% level with no outliers to under 60% with two outliers at 6
sd’s. Note also that for the (3,3) arrangement, all the interval estimates failed to reach the
nominal 95% level. This finding is not surprising since outliers at 3 sd’s are very close to
the rest of the data, and thus may be difficult to identify. The heavy-tailed model intervals
had coverage probabilities that were slightly below the nominal level for the (3,6) and (6,6)
arrangements, implying that they were mildly anti-conservative. The classical ¢ intervals
fell slightly short of the nominal level for each of the outlier arrangements, and they were
almost twice as long with two outliers at 6 sd’s as they were with no outliers. The best
models were the variance inflation and location shift models whose intervals achieved the
95% nominal level for the (3,6) and (6,6) arrangements without being overly conservative.
Furthermore, their interval lengths differed by less than 10% from the case of no outliers.

Simulations were also done for the case in which the two outliers were on different
sides of the mean. The right-side plot in Figure 4.3 shows coverage probabilities for the
(0), (-3,3), (-3,6) and (-6,6) arrangements. The non-robust methods did surprisingly well,
achieving the nominal 95% level with only small increases in length; in effect, the two
outliers may cancel each other out. The variance inflation and heavy-tailed models yielded
very similar intervals which attained the nominal level for all four arrangements, without
significant changes in interval lengths compared to the case of no outliers. The location
shift model did poorly for the (-6,6) arrangement and had coverage probability of less than
90%. This finding was unsurprising since the model is not appropriate for cases when the
outliers are on both sides of the mean.

The trends in coverage probability with three outliers were very similar to those shown

in the cases of one and two outliers.

Coverage in Groups without Outliers Conservatism was the price paid for making
our interval estimates robust. When no outliers were present amongst the observations
within a single group, the proposed robust interval estimates of that group’s mean had
coverage probability above the nominal level. In specific, for groups without outliers, cov-

erage probabilities were between 0.975 and 0.985. These probabilities were approximately
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the same amongst the three robust models. Furthermore, the number and arrangements of

outliers in the other groups had negligible effects.

4.8 Conclusions

Several conclusions can be made about the relative merit of the proposed methods: 1) The
heavy-tailed model and variance inflation model performed well in the presence of outliers,
producing equal-tail intervals with coverage probability near or exceeding the nominal level.
These two models were preferred to all of the others. However, there is not sufficient
evidence to recommend one over the other. 2) The location shift model was suitable when
the outliers were all on one side of the mean. Otherwise, the model is inappropriate and
produces interval estimates with poor coverage probability. 3) The three robust methods
were conservative when no outliers were present, with coveré.ge probabilities about 3%
above the 95% nominal level. 4) The Gelfand and Smith model and the naive EB methods
performed poorly in the presence of outliers, particularly when the outliers were on the same
side of the mean. 5) The classical ¢ intervals were overly conservative, attaining the nominal
coverage probability only by marked increases in interval length in the presence of outliers.
6) The equal-tail, HPD and normal approximation intervals all had very similar coverage
probability and length. The equal-tail method was chosen over the HPD method because it
was quicker and easier to calculate; it was preferable to the normal approximation intervals
because it made no parametric assumptions. |

Overall, the variance inflation and heavy-tailed models achieved good results with the
simple normal means problem. Their interval estimates of the group means had coverage
proﬁabﬂjties just above the nominal level and were only somewhat conservative. Applica-
tion of these methods to longitudinal data presents a more difficult challenge. The next
two chapters address the theoretical and practical aspects of implementing robust Bayes

hierarchical methodology in the context of a random-effects model.
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Chapter 5

Robust Bayes Modelling for

Longitudinal Data

5.1 Introduction

Random-effects models are well-suited tools for the analysis of longitudinal data because
they incorporate the dependence of serial observations on the same individual and are flex-
ible enough to handle the unbalanced nature of the data. Laird and Ware (1982) proposed
a two-stage linear random-effects model in which the probability distributions of the re-
sponse vectors of different individuals come from the same family, but the random-effects
parameters vary across individuals. They described how to estimate the model parameters
using the EM algorithm. Gelfand et al. (1990) showed an alternative method of estimation
based on the Gibbs sampler. Gilks, Wang, Yvonnet and Coursaget (1993) generalized the
random-effects model to accommodate multiple random effects and showed how the Gibbs
sampler can be used to estimate it. In this chapter, methodology for robust linear random-
effects models is described. The proposed methods accommodate multiple random effects
and utilize the Gibbs sampler for estimation of the model parameters.

Four different models are presented in this chapter. The first one is a normal linear

hierarchical model which is estimated in the manner described by Gelfand et al. (1990). This
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model lacks robust features. It serves as a basis of comparison for the other three models
which all include robust elements. As in the previous chapter, we describe a variance

inflation model, a location shift model and a heavy-tailed model.

5.1.1 General Overview of the First Stage

We suppose to model data collected in a multi-center longitudinal study. At each of n
centers, serial measurements are taken on several individuals. The response vector y;; of
length k;; represents the measurements made on the j-th individual (j = 1,...,m;) at the
i-th center (i = 1,...,n). Our model contains two random effects: one effect to account
for random variability among individuals and the other for variability among centers. The
first stage of the model is:
Stage I:
yi; = Xioa+ W0+ Zijbij+e; i=1,...,n  ccenter
j=1,...,m; subject
where the e;;x’s are iid normal random variables, conditionally. The four models differ with

regards to the mean and variance parameters. The components of the model are:

Yij response vector of k;; measurements

a  pXx 1 vector of unknown population parameters — the ‘fixed effects’

0; scalar random effect associated with the i-th center
bi; g % 1 vector of unknown random effects for j-th subject in i-th center
e;; ki X 1 vector of independent random errors

Xi;,Zi;,Wi;  known design matrices of dimensions ki; X p, ki; X ¢, k;; X 1, respectively.

Note that the random effect describing the variability among centers is a scalar, simply for
convenience. A vector for the the random effect of center could easily be substituted.

The analysis of longitudinal data may be complicated by the presence of outliers, which
are broadly defined here. At least three different kinds of outliers may occur in longitudinal

data. A single measurement on an individual may be an outlier; this would appear as an
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outlier in the e;jx’s. The trend for an individual may be different from the trends seen
amongst the rest of the study subjects; this corresponds to an outlier in the b;;’s. Lastly,
the data from one center may be ‘distant’ from the rest of the centers; this would appear as
an outlier in the #;’s. The goal of the proposed methodology is to make our inference robust
to all three types of outliers. We accomplish this by choosing probability distributions that

incorporate the possibility of outliers.

5.2 Nonrobust Random-Effects Model

The random-effects model discussed in this section parallels that of Gelfand and Smith
(1990), who described use of the Gibbs samplér for the estimation of normal linear hierar-
chical models. We refer to it as a ‘nonrobust model’ because it does not contain any of the
robust elements described in the previous chapter. Each response vector y;; is assumed to
come from a multivariate normal distribution, conditioning on the data and the rest of the
parameters in the model. Equivalently, we can define the probability distribution of e;;.

Assuming mutual independence in the first stage, we have:

Stage I:
¥i; = Xija+ Wb+ Zijbi; +eij
where
, iid ) .
eijklo® '~ N(0,0%) i=1,...,n  ccenter

j=1,...,m; subject
k=1,...,ki; measurement
At the second level of the hierarchy, we specify priors for the random effects which are
assumed to come from normal distributions centered at zero. The third level defines the

hyperpriors. Conjugacy of the densities ensures that the full conditional demsity of each
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random variable is an updated version of its prior. We have:

Stage II:
i 1 N0,0Y) i=1...n  j=1,...,m
12 9 N7 i=1,...n

Stage III:

a ~ Ny(ag,KI,) where K >>1
2~ IG(c1,dr)
~  IG(ca,d2)

O~ W(4,s).
Here € is a positive definite matrix and I, is a p X p identity matrix. Also, Ny(u, %) denotes
the g-dimensional normal distribution with mean u and covariance £, and IG(c, d) denotes
the inverse gamma distribution with density proportional to z~(#+1) exp(~1/(cz)). The
Wishart distribution is denoted W,(A4, s). Thus if  ~ W (A, s), then its density is

cq7s|Q|(s—q-1)/2

1 -1
ViEE exp (—itr(ﬂA )) ,

where

-1

q .

1-—

cq’s —_ (2sq/27l.q(¢1—1)/4 H T (s_-_l:___])) and s > q-— 1.

1] 2
1=1

The hyperprior parameters c;,dy, ... are chosen so that the resulting distributions are dif-

fuse.

Multiplying the likelihood and priors together, we obtain the following joint posterior

density:
[{01'}3 {bij}3 a, 027 7-27 QIY] x

n 1 1 m; .
Il {72(1/2) P (_5}_20’2) gl {lQII/Z P (_ibijﬂbu‘) '
i=1 =1
kij

1 1 exp (~1/(10%)
T oo (‘z—a‘z(w‘””%k““”"zfik”“)z)}}}' G

. exp (_%(a _ ao)'(a _ ao)) . exp (_1/(021'2)) . l9|(s_q—1)/2 exp (—tI(QA_l)/Q)

7—2(d2+1)
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Now we derive the full conditional distribution of each unknown parameter in the
above model. The details are omitted here since they are straightforward prior-posterior
calculations. The full conditional distributions are:

N (7’2 ik (yijk — Q- zz"jkbij) o2r? )

[oilreSt] = o’ + T2 Ej k,'_.,' To?2 412 Zj kij

[b:j|rest] = N, <Wcr_2 > (wisk — Tiira — 6;)zijk, W)
¢ -1
where W = (Q +o72y Zijkzzl'jk)
k
[a|rest] = N, (V (K"lao +07? Zzzxijk(yijk —0; - 2fjkbij)) ] V)
i J k .
where V = (K”II,, +0723 3N zijkz:'jk)
T 7k

-1
1 1 N
[0|rest] = IG (a + EZZ; (yijk -z —0; — ijkbij)z) d1+ 5
iJ

-1
2 _ 1,56 n
[r%|rest] = IG ((Cz + 5 ,do + 5

-1
[Qrest] = W, (A‘1 + Zzbijbgj) M+ s
i g

where N = 37, > kij and M = 3 ; m;.

Finally, we implement the Gibbs sampler by iterating between each of the full con-
ditionals. Starting from arbitrary values, we successively sample from the full conditional
distributions of the following random variables: {0,‘},{b,~j},‘a, o2, 72, and Q. For each
iteration of the Gibbs sampler, we update a total of n + 3_; m; + 4 random variables. The
estimated marginal posteriors of the parameters are obtained as a mixture of the realizations
of the Gibbs sampler, as described in Section 3.4.1.

The robust models explained in the next three sections are expansions of the above
model. They incorporate contamination-type or heavy-tailed probability distributions for

the 6;, b;; and e;;x parameters, to model the presence of outliers in the data.
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5.3 Variance Inflation Random-Effects Model

In this section, a hierarchical random-effects model with contaminated variance inflation
distributions is detailed. The general idea is that a few measurements (or individual trends
or centers) may be so different from the rest, that they could be detrimental to inference
about the rest of the data. One solution is to construct a model in which observations are
assumed to come from either a standard distribution or an alternative one from the same
family, but with inflated variance.

We incorporate robust elements into the probability distributions of the e;ji’s, the
b;;’s and the 6;’s, corresponding to outliers amongst measurements, individuals and centers,
respectively. Associated with each e;j is a binary variable 6,(;11 which indicates whether the
parameter comes from the standard distribution or an alternative with larger variance. The
65;,2 's are assumed to be independent Bernoulli(p.) random variables. Likewise, the binary
variables, {6§;); i=1,...,n; j=1,...,m;}, are associated with the b;;’s and are assumed to
be Bernoulli(p; ) random variables. The last set of binary variables, {6§6);i =1,...,n}, are
associated with the 8;’s and are assumed to be independent Bernoulli(pg) random variables.

While the equation relating the response vector and random effects remains the same as
before, the probability distributions of important parameters are altered. For the likelihood,

we assume that the random errors (the eijk’s) come from one of two normal distributions

having the same mean, but different variances. Thus, we have:

Stage I:
yij = Xijo+ Wb+ Zijhi; + €
where
1608 g2 N K55f;)¢ 2 : _

eiikl|655 07~ 0,K," o i=1,...,n  ccenter
j=1,...,m; subject
k=1,...,k; measurement.

For the specification of priors, we assume conditional independence throughout. Variance

inflation distributions are specified for each of the random effects. Thus, at the second and
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third levels of the hierarchy, we have

Stage II:
bil6D, 0~ Ny, K"S’) Q1) i=1,...on j=1,...,m
0:169, 72 ~ N(O,K3" TZ) i=1,...,n
Stage III:
f;,llpe id Bernoulli(p,) i=1...,n j=1,....m; k=1,... ki
6§j)|pb iid Bernoulli(p;) t=1,...,n j=1,...,m;

61(6)}1)(; ~ Bernoulli(pg) i=1,...,n,
where K1, K3 and K3 > 0 are the variance inflation factors. They are chosen in the range

of 10 to 20 to make the distributions suitably heavy-tailed.

Lastly, we must define hyperpriors for the unknown parameters:

Stage IV:
~ IG(e1,dy)

2~ IG(cz,d3)

pe ~ TBeta(cs,d3) where 0 < p. < 1/2

o ~ TBeta(cy,ds) where 0 < pp < 1/2

ps ~ TBeta(cs,ds) where 0 < pg < 1/2

a ~ Ny(ag, Kylp)

Q ~ W,y(4,s).
As before, the hyperbrior parameters ¢j,dj, ... are selected so that the hyperpriors are
diffuse. Note that the probabilities of outliers, represented by p.,py and pg, are restricted
to values between 0 and 1/2.

The resulting posterior is the product of the above densities:

[{6:3, {6}, {693, {62}, {6503, po, po, Pes @, 0,72,0 1 Y]

n (6) (o —1/2 &
11 {pg‘ (1 - po)t=4" (T2K§‘ ) exp (—0? <2T2K ) ) :
=1

i &) ) ) {8) 5®
I1 {pi’ (1—p)' ™% qg” /2|Q|1/26XP (_b:'jﬂbij (2K2‘] ) ) .

=1
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'J (e)

k=1

II {p (1= pe)

(e) /2
1— S'ﬂ)‘( 2K6:]k) B

- exp (—(y,-jk — z:-jka —6; - zz{jkbij)2 (

<))

. c3—-1(1 _ )d3—1 C4 1(1 _pb)d4—1 p05 1(1 _ Po)ds-l - exp (_%(a _ ao)'(a _ ao)) .

‘exp (-1/(c10%)) exp (= 1/(ca?))

0-2(d1 +1)

e |Q|(=9=D/ 2 exp (~t2(QA™) /2).

Now we derive the full conditional distribution of each unknown parameter in the

above model:

[8;]zest]

[bi;rest]

Pr(¢51(;,)c = 1|rest)

!
Tijk® —

! ..
z]kbU) 0'2T

2

Y Zk (yijk -
e) ?
+T ik Ky ok

(e)
N, (WU‘ZZKl Yk — ijka_oi)zijk’W)

02K 02K3

) -1
where W = (K Y4 —221(1 z”kz”k)

peK; ' exp (‘(y"j" — e = 0 — zijkbij)z/(QKlo'z))

ste)

" i Te Ky o

(5.1)

Pr(6%) = Olrest)
Pr(6g-’) = 1|rest)

(1 — pe) exp (—(gij — @iz — 0 = 2ljbis)?/ (207))

poK; Y/ exp (—b};2b5/(2K3))

Pr(ég-’) = O|rest)
Pr(&z@ = 1|rest)

(1 — py) exp (—b;9b;5/2)
pok 3 exp (—83/(2Ksr?))

Pr(6{” = O|rest)

[pe|rest]

[p|rest]
[p|rest]

[a|rest]

(1—pe)exp (—67/(27%))
TBeta (Z EZ&U,: +e¢3, N — ZEZ&U,C + d3)

for 0 < p. < 1/2

tron (5
&

(?)+c4,M—ZZ<5§J’?)+d4) for 0 < pp < 1/2
TG

TBeta Zé“-}-c n— Zé()+d5) for 0 <pyp<1/2

_sle
Ny (V (K'i_lao +073 3 3 K ik (ik —
DR T

9, - Z:ka”)) N V)

-1
)
where V = (K;lfp +072 EZ Z K, Uk“’ijkx;'jk)
: i 7k
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1 1 ) 2 N
[0’2|rest] = IG (a + 52221{1 ik (yijk — z;jka —-6; — Zz,'jkbij) ) ,d1 + -2-—
it 7k
-1
1 1 —5® n
2 = 4 i g2 r
[rP|rest] = IG <<c2 + 2;K3 o,) ,da + 2)

-1
&0
[Qfrest] = W, («4_1 +2 2 K. b,-]-b;.,-) Ms|,
i

where N = 37,3, kij, M = 3_; m; and n is the number of centers.

Finally, we implement the Gibbs sampler using the full densities above. Starting
from arbitrary values, we successively sample from the full conditional distributions of the
following random variables: {6;}, {bij},{égjz}, {6};)},{659)}, Pe, Db, Po, @, 0%, 72 and Q.
For each iteration of the Gibbs sampler, we update a total of 2(n+ 3=, m;) + 32,5, kij + 7
random variables. The estimated marginal posteriors of the parameters are obtained as a

mixture of the realizations of the Gibbs sampler.

5.4 Location Shift Random-Effects Model

In this section, we describe a random-effects model which incorporates contaminated loca-
tion shift distributions. This model is based on the assumption that outliers arise from some
alternate distribution that is shifted by the amount a from the standard distribution. As
before, we assume that three different types of outliers can occur. We model this assumption
using sets of indicator variables {5}0)}, {63—’ )}, and {62(;,1}, corresponding to outliers among
centers, individuals and measurements, respectively. They indicate whether the parameter
comes from the standard distribution or an alternative with a shifted location. They are
assumed to be distributed as Bernoulli random variables with probabilities of success pg, pp
and p., respectively.

While the equation felating the response vector and random effects remains unchanged
from the previous two models, the probability distributions of important parameters differ

from previous ones. For the likelihood, we assume that the random errors (the e;;x’s) come
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from a normal distribution centered at either 0 or a;. Thus, we have

Stage I:
vii = Xijo+ Wibi + Zijbij + e

where

4

6ijk|‘5§f;)c,02 N (a16§f,),,02) i=1,...,n
1=1,...,my

k=1,... ki

ccenter
subject

measurement

For the prior specifications, we assume conditional independence throughout. Location shift

distributions with shift parameters a; and a3 are specified for the b;; and 6; random effects,

respectively. Thus, at the second and third levels of the hierarchy, we have:

Stage II:
b,-,-|6g~’),9 ~ Nq(a26§;),9‘1) i=1,...,n j=1,...,m
0,~|6£9),T2 ~ N(a352(9)’7.2) i=1,...,n
Stage III:
6};,1|pe iid Bernoulli(p.) ¢=1,...,m j=1,...,m;
iid

6,(;)]?!; ~ Bernoulli(ps) i=1,...,n j=1,...,my

=}

6§9)|p9 id Bernoulli(py) ¢=1,...,n

Note that a; and a3 are scalars, while a3 is a ¢ X 1 vector. These quantities represent the

differences between the means of the standard and shifted distributions. While we do not

assign values to these parameters a priori, we have assumed that all outliers of one type

are shifted by the same amount. For instance, we assume that all outliers among single

measurements are shifted by the same amount, ay. Likewise, all outliers among centers are

shifted by az. This is one of the main drawbacks to the location shift model.
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Lastly we specify hyperprior distributions for the unknown parameters:

Stage IV:

2 ~ IG(e1,dh)

2~ IG(cz,dp)

pe ~ TBeta(cs,ds) where 0 <p, <1/2
py ~ TBeta(cy,dy) where 0 < pp < 1/2
ps ~ TBeta(cs,ds) where 0 < py < 1/2
ap ~ N(0,n9)

az ~ N0, m1y)

az ~ N(0,72)

a ~ Np(ag, KIL)

Q ~ Wy(A4,s).

Conjugacy of the densities ensures that the full conditional density of each random variable
is an updated version of its prior. The hyperprior parameters are selected so that the
resulting hyperpriors are diffuse.

Multiplying the priors and likelihood together, we obtain the following posterior den-
sity:
[{6:3, {65}, 46173, 1657}, 485520, a1, a2, a3, 6, o, Py 0, 0%, 72, QY] o

n

TL {8 = )= (r2) 2 exp (02 = a2/ 2)) -

'
-

my

H { Y (1 )t 10 exp (—(bi; — 026DY Qb — az8)/2) -
J (c) .
H { 51— po) T (0?) " exp (= (wiie — 20— 6 = Zhjgbis — a15§;;)c)2/(202))}}} :

2 ] 2 9
1 ah - as a3 exp (—1/(c10?))
.eXp <—§5%—> . eXp (— 277% ) . exp (_ﬁ) . 0_2(d1+1) .
.pgs—l(l - pe)ds—l c4 1(1 pb)d4-1 pcs 1(1 _ pa)d5—1 .

—1/(cqr?
- exp (——12—(a - ag)(a— ao)) . 5’2&{*(_?"; ) Qe 1)/ 2 exp (—tr(QA"l)/2) .
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Now we need to find the full conditionals of the unknown parameters:

[0;|rest]

[bij|Test]

Pr(ﬁz(;z = 1jrest)

k (a2a36§9) 7255 S (v — 2t — Ayebis — adi3})

o2r2
o2+ 7123 kij Tot 4 TEY ki

N, (W" 2N zik(yie — e — 0i — a65)) + 5(6)902,W)
k

-1
where W = (Q =y zijszjk>
%

Pe XD ("(yijk — zip0 — 0 — Zjbi; — 01)2/(2‘72))

Pr(é ,Je,z = Qrest)

Pr(ég’) = 1rest)

(1= poyexp (—(wije — zijpe — 0 — 2lybis)?/(207))
Pb €EXP (_%(bij - az)'Q(bij - ag))

Pr(&,(;) = O|rest)
Pr(ﬁge) = 1|rest)

(1 — ps) exp (—$b;02bs5)
poexp (=(6: — a3)*/(27%))

Pr(61(0) = Qlrest)

[pe|rest]

[pp|zest]

[pe|rest]

[a;|rest]

[az|rest]

[a3|rest]

[a|rest]

[o?|rest]

(1— po) exp (—67/(27%))

TBeta (ZZZ&,(;,’,+¢3,N ZZZﬁfﬁl +d3) for 0 < p. < 1/2

TBeta (226( ) +c4, M — 226“) + d4) for0 < pp < 1/2

TBeta (Z 69 4 cs,n =3 68 + d5) for 0 < pg < 1/2

N (77% Dok 5};11(%% — zia = 0; — zj;;bij) no?
o2+ YT, Tk 6] o2+ Y Y, Tk b

», (v-zz:«ss)b:-jn,v)
i 3

-1
where V = (K"qu +o3 S :ag?)) |
i g

NE TS
4R80T+ 6

N, (V (ao/K +072 zz%:xijk(yijk — 6; — zl;cbi; — aﬁ}fi)) ,V)
i

-1
where V = (K—lfp +072 Z Z Z ‘Cijkxijk)
t J k
1 1
(c_l_ + 5 ZZZ (yijk - z:-jka -0 — Z;jkbij - a’léz(]el)c
i 3k
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(B — os@2\ 72
[Tzlrest] — IG ((_1_ + Ez(ez (1361 ) ) ,d2 + E)
C2 2 2

-1
[Qlrest] = W, (A-1 + 35 (b = 6%az) - (bi; - 5}§)a2)') M+ s
ig

where N = 37,5, kij, M = 3_, m; and n is the number of centers.
Finally, we implement the Gibbs sampler using the full densities above. Starting
from arbitrary values, we successively sample from the full conditional distributions of the

following random variables: {6;}, {bi;}, {6\a}, {657}, {6}, pe, Pb, 10, 01, @2, 03, @, 0%, 7

2
and Q. For each iteration of the Gibbs sampler, we update a total of 2(n + >, m;) +
> 2_; kij + 10 random variables. The estimated marginal posteriors of the parameters are
obtained as a mixture of the realizations of the Gibbs sampler.

One of the advantages of this model and the variance inflation model is that outliers
can be easily identified. For each observation (or center or measurement), we can calculate

the posterior probability that it is an outlier. This would help in identifying individuals

whose pattern of responses differs somewhat from the rest of the sample.

5.5 Heavy-Tailed Random-Effects Model

In this section, we consider a robust random-effects model that incorporates heavy-tailed
distributions for key parameters and the likelihood. We chose to use the t distribution
because it has heavy tails and can be expressed as a scale mixture of normal distributions.

As with the previous models, we assume that three different types of outliers can occur.
Thus, we choose heavy-tailed distributions for the 8;’s, the b;;’s and the e;;’s, corresponding
to outliers among centers, individuals and measurements, respectively. We model these
parameters using a mixture of normal random variables with random scale parameters
distributed as independent inverse gamma random variables. The resulting unconditional
distributions are univariate £.

The equation relating the response vector and random effects remains unchanged from
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the previous two models. The probability distribution of the random errors (the e;;’s) is
altered; for the likelihood, we assume that each e;;x comes from a normal distribution

centered at 0 with corresponding random scale parameter wz(:,)c Thus, we have

Stage I:
vi; = Xija+ Wb+ Z;5bi; + eij
where

eijklwzg;,)c,az ~ N (0,02/11)5;,1) i=1,...,m  ccenter

j=1,...,m; subject

k=1,...,k; measurement.

For the prior specifications, we assume conditional independence throughout. As with the

eijk’s, we model the b;; and 6; random effects as scale mixtures of normal distributions,

with scale parameters wg) and wge), respectively. Thus, at the second and third levels of

the hierarchy, we have:

Stage II:
bijlwg),ﬂ ~ Ny (O,Q‘l(wg-’))'l) i=1,...,n j=1,...,m
o w®, 72 ~ N (o,TZ/w§9)) i=1,...,n
Stage III:
wire 8 G (/2 i=leon j=1..m

wi|ry G (((rp/2)"ms/2) i=1,...,m j=1,...,m
wOlre G (ra/D7(re/2) i=1,...0m.

With the given parametrization, the unconditional distributions of the e;jx’s, bi;’s and 6;’s

are univariate t with re, 73 and 74 degrees of freedom, respectively.
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Lastly we specify hyperprior distributions for the unknown parameters:

Stage IV:

~ IG(ey,dy)
2~ IG(ez,dz)

a ~ Ny(ap,KI,)

Q ~ Wy(A4,s)
pr(re) = 1/8 re=1, 2, 4, 8, 16, 32, 64, 128
Pr(rs) = 1/8 =1, 2, 4, 8, 16, 32, 64, 128
Pro(re) = 1/8 re =1, 2, 4, 8, 16, 32, 64, 128

With the exception of 7., r, and 74, conjugate priors were chosen for the hyperparameters.
We chose discrete uniform distributions for 7., 3 and ry for convenience sake. This choice
is a compromise between two more extreme possibilities: forcing them to be fixed constants
or allowing them to have continuous distributions. The former would hamper the flexibility
of the overall model, while the latter would increase the complexity of calculations with
little benefit. Another reason for choosing discrete uniform distributions for 7., 7, and r4 is
that we have scant information on them since they are so far down in the hierarchy. The a
priori range of the degrees of freedom is broad enough to describe a wide variety shapes of
the t distribution, ranging from very heavy-tailed with r = 1 degrees of freedom to almost
Gaussian with 7 = 128. In the derivations that follow, the distributions are expressed in
terms of 7% = r./2, r; = r3/2 and v} = rg/2.

Multiplying the likelihood and priors together, we obtain the following posterior den-

sity:

{oi}v bi' ’ w(@) 3 w(b)},{w(e) 77';’7';77‘*7(1702,7'279}, X
3 bt 1) 5k e

n wga) 1/2 wz(e) , w§”"5‘1r;’5 .
[1{(25) "o (-] L i)

=1
ms (b) (QICRe,
®)92 11/ Wij o W b x, ()
jg w9 /2 exp (—Tb:‘jﬂbu —WGXP(‘%"J{J‘ ) |
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B () wl?)
kH 012 exp | =55 (Wi — zijpe = 6 = Z4xbi)? | -
(e)r

”}}\(T:)T:Te exp ( Tewz(]I)c) } }} - exp (__;_(a _ ao)'(a _ Clo)) .

exp (-1/(a10?) exp (=1/(22™*) |\ (s-a- -
o2(di+1) 72(dz+1) Qe D/2exp (—tr(QA l)/2).

Now we need to find the full conditionals of the unknown parameters:

[0;]rest]

[b,‘ ] |rest]

[10{” |rest]
[ frest]
[ Wik Irest]
p(rg|rest)
p(r}|rest)
p(r;|rest)

[arest]
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N 25 S wish (wik — ehipe - 2 fjkbz'j) o272
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where W = (wg’)ﬂ +o072 Z wl(;,lZijszjk)
k
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= G (22+T9) ,T;+1/2

ik — zho o — 0; — 20bis)? -
(wisk = 2 — ibis) +r:) T4 1/2
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where V = (K'IIP +o723°53°Y wg,)czijkxi'jk)
T 7k
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1,1 2
= IG (ZI +5 ‘;;ijwffi (yijk — 2} —0; - Zzl'jkbij) ) U

where U = ZZkij/2+d1
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1 1 n
2 = —+ -3 ¢ n
[r%|rest] = IG (<02+2 i w; 01) ,d2+2)

-1
[Qlrest] = W, (A"l + Zzwg)bijbﬁj) M+ s
i

where N = ;5" kij, M = 3, m; and n is the number of centers.

Finally, we implement the Gibbs sampler using the full densities above. Starting
from arbitrary values, we successively sample from the full conditional distributions of the
following random variables: {0,~},{b,~j},{w§9)},{wg)},{wg,)c}, 5, T, 5, o, 02, 72 and Q.
For each iteration of the Gibbs sampler, we update a total of 2(n+ 3=, m;) + 3,3, ki; + 7

random variables. Marginal posteriors of the parameters are obtained as a mixture of the

realizations of the Gibbs sampler.

5.6 Interval Estimates

Analysis of longitudinal data focuses on estimation of both the fixed and random effects
parameters and their variability. For instance, we might be estimating treatment effects or
differences among groups of patients. In addition, we might want to estimate the random
effect associated with one specific patient. Point and interval estimates of these parameters
can be made from their estimated marginal posteriors. As described in Section 3.4.1, the
marginal posterior density of a random variable, say U, is estimated by a finite mixture of
the Gibbs sampler output. Letting X represent all the data, we denote the estimate of the
marginal posterior density of U as [U/E( ]

In this chapter, three different types of interval estimates are described. These intervals
are the same as those in the previous chapter. In addition, we describe an alternative method
for calculating the equal tail intervals, a method which is easier, quicker and does not require
estimation of the marginal posterior.

The first type of interval is an equal-tail interval which is based on the quantiles of

the marginal posterior. The first method for calculating this type of interval is to estimate
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the marginal posterior, and then choose the interval endpoints such that the probability
below the lower endpoint is equal to that above the upper endpoint. Let qa[lﬂjf] denote
the a-quantile of [(flj( ]. Then the (1 — a) equal-tail interval estimate of U based on the

estimated marginal posterior is
(go/2l01X): q1-yalU1X]) -

Alternatively, we can find the interval endpoints based on the quantiles of the empirical
distribution of U, the values of which are generated at each update of U in the Gibbs
sampler. Let U, denote the p-percentile of the empirical distribution of U where0 <p < 1.
Then, this expression,
(U(a/z), U(l—a/Z)) ;

is the (1 — @) empirical interval estimate of U.

The second type of interval is a highest posterior density (HPD) interval. Its upper and
lower endpoints are chosen such that the interval is the narrowest one having probability

equal to (1 — «). Thus we have,
(qa'[U{lTX], ql—a"[U{L\X]) ’

subject to the condition that it is the narrowest such interval satisfying o* + o™ = a. If
the density is multimodal, the HPD interval may be a collection of more than one non-
overlapping intervals.

The third method of constructing an interval estimate is by a normal approximation.
We find the mean and variance of the estimated marginal posterior and construct the

interval estimate based on the appropriate quantiles of the standard normal distribution.

For this model, the resulting interval would be
(EW1X) £ Zoy2V (0IXD?),

where E(-) and V(-) ate the mean and variance of [(fl}( ], and Z, > comes from the standard

normal distribution.
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The computational effort is greatest for the HPD intervals. We must first sequentially
check for multiple modes, and then perform a root-finding routine. The equal-tail intervals
based on the estimated marginal posterior are somewhat easier to compute since we include
only the root-finding step. The equal-tail intervals calculated from the empirical distribution
are the simplest to construct, since we only need to find the percentiles of the sampled U
values generated by the Gibbs sampler.

The degree of similarity between these three types of intervals depends on the shape
of the density. They will be quite similar if the density is close to Gaussian. If it is greatly
skewed or multimodal, they may be quite dissimilar.

In the next chapter, we apply our proposed methodology to the CRISP data. This
analysis enables us to compare inference from the different statistical models and to assess

the feasibility of their implementation.
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Chapter 6

Analysis of the CRISP Data

The primary purpose of analyzing the CRISP dataset was to compare inference from robust
and non-robust random-effects models. Specifically, we wanted to see how estimates of the
important parameters (treatment effects, center effects and random effects) differed among
robust and non-robust models. The focus was not so much the CRISP data itself, as it was
a comparison of the statistical methods used to analyze it. The secondary purpose was to
assess the feasibility of implementing robust methodology for random-effects models via the

Gibbs sampler.

6.1 Data Description

Cholesterol Reduction in Seniors Program (CRISP) was the pilot study for a larger clinical
trial and was coordinated by the Department of Biostatistics at the University of North
Carolina at Chapel Hill. The primary purpose of the larger study is to examine whether a
cholesterol-lowering drug will reduce fatal and non-fatal myocardial infarction for persons
aged 65 or older. The pilot study had a total of 431 participants recruited from five different
centers and randomized to one of three treatment regimens: 40 mg of lovastatin (an FDA-
approved drug for lowering plasma cholesterol), 20 mg lovastatin or placebo. The treatment
regimen was started after the first visit. All participants received cholesterol-lowering di-

etary intervention. There was an initial baseline visit, and then repeat visits 3, 6, and
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9 months later. For some individuals, data were collected at 12 months also. The outcomes
of interest were mean changes in low-density lipoprotein cholesterol (LDL-C), high-density
lipoprotein cholesterol and triglycerides relative to baseline measurements.

For this thesis, the focus of inference was the mean change in LDL-C relative to baseline
measurements. The LDL-C variable was centered at 155, the mean LDL-C value for all the
data. The response vector for each participant included a baseline measurement of LDL-C
and 3 to 5 subsequent measurements taken at roughly equal intervals. Covari#tes for clinic,
sex, race and age were initially included in the models. For each study participant, the
covariates were the same at each visit, with the exception of the two treatment variables.
The treatment variables were both binary indicator variables, corresponding to treatment
with 20 mg and 40 mg lovastatin, respectively. At visit 1, they were always 0, since this
was the baseline visit. At the rest of a participant’s visits, the pair of indicator variables
were coded either (0,0) for placebo, (1,0) for 20 mg lovastatin treatment or (0,1) for 40 mg
lovastatin.

For each of the four types of models, several steps were taken to arrive at a final
model. First, a full model was fitted with covariates for treatment regimen, sex, race
and age and with random effects for individual-specific and center-specific random effects.
Next, the significance of the covariates in the model was assessed and insignificant ones were
eliminated. Then, a reduced model was fitted. For the robust models, we assessed the fit of
the distributions at two levels, and altered them as necessary. Lastly, the final model was
fitted and the final par‘:a.meter estimates were calculated from a large number of updates of
the Gibbs sampler.

In the previous chapter, three different types of interval estimates were proposed. Our
original intention was to calculate and compare them with regards to the CRISP data.
However, we discovered that calculation of the interval estimates based on the marginal
posterior was a large obstacle. Since, there is little chance that practitioners would calcu-
late intervals in that manner anyway, we decided to calculate only the equal-tail interval

estimates which are based on the empirical marginal posterior distribution. Other methods
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of interval estimation were not pursued further, either in the CRISP data analysis or in the

simulations of the next chapter.

6.2 General Overview of the First Stage

All four models were very similar in the first stage, which models the response vector y;;
conditional on the data and the rest of the parameters. Let y;;x be the LDL-C measurement
at the k-th visit for the j-th patient at center i. There were 5 centers, each with m; patients,
each of whom had k;; measurements. Of the 431 study participants, 92% had 4, 5 or 6 visits.
The covariates included in the full models were treatment regimen, sex, race and age. The
models contained two sets of random effects: one set to account for random variability
among individuals and the other for variability among centers. They were denoted {b;; :
i=1,...,mj=1,...,m}and {f; : i = 1,...,n}, and are referred to as the b’s and 6’s.
The random errors were denoted {e;;x : ¢ = 1,...,7,7 = 1,...,my,k = 1,...,k;;} and
are referred to collectively as the e’s. The equation relating the response vector and the

covariates is given at the first stage:

Stage I:
Yi; = Xija + szal + Z,‘Jb.‘] + €ij 1= 1, R clinics
j=1,...,m; subjects

The components of the model are:

y;;  Tesponse vector of ki; measurements
a  vector of unknown population parameters — the ‘fixed effects’ — with length 6
6; scalar random effect associated with the i-th center
bi; scalar random effect for the j-th subject in the i-th group
€ij vector of independent random errors; length k&;;
Xi; matrix of covariates for j-th person at the i-th clinic; dimensions ki; x6

Z;;,W;;  vectors of 1’s, having length ki;.
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The parameters were interpreted as follows:

ap  intercept

ay  effect due to treatment A (20 mg lovastatin)
ap  effect due to treatment B (40 mg lovastatin)
o, sex effect, due to being female

Qg age effect, due to an additional year of age
a,  rtace effect, due to being non-white

; center ¢ deviation from mean of all centers.

An example of this equation for a subject with three visits is:

Fao T

(87
Yij1 ag 1 1 €1
Yz | = Xy | +|1 Oi+ | 1 |bij+ | ej2 |,
Yij3 a, 1 1 €ij3

| G

where X;; is a matrix of dimensions (3 X 6) containing the covariates for the j-th person
at the :-th clinic.

The goal of the proposed methodology was to make our inference robust to outliers.
Three different kinds of outliers were modelled — outliers among the individual random
effects, those among the clinic random effects and those among the random errors. This
corresponds to outliers in the b’s, the @’s and the e’s, respectively. We accomplished this

by choosing probability distributions that incorporated the possibility of outliers.

6.3 The Gelfand and Smith Model

6.3.1 Model Description

In the Gelfand and Smith model for the CRISP data, there were no robust features and
thus, it was the easiest and quickest of the four models to analyze. Each response vector
yi; was assumed to come from a multivariate normal distribution, conditioning on the data

and the rest of the parameters in the model. Equivalently, we can define the probability
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distribution of e;;. Assuming mutual independence in the first stage, we have:

Full Gelfand and Smith Model

Stage I:
vi; = Xija+1l-0;+1-bj+e;
where
eijk|0? iid N(0,02) i=1,...,n clinics

j=1,...,m; subjects
k=1,...,k;; measurements,
where a = (ao,aA,aB,as,aa,ar), 1 is a vector of 1’s with length k;;, and Xj; is a matrix
of dimensions (k;; X 6) containing the covariates for the j-th person at the ¢-th clinic.
At the second level of the hierarchy, we specified priors for the random effects which

were assumed to come from normal distributions centered at zero. At the third level, we

define the hyperpriors.

Stage 1I:
b;;lw? iid N(0,w?) i=1,...,n j=1,...,m
0;|72 iid N(0,72) i=1,...,n

Stage III:

a ~ Ng(0,K-Is)
o* ~ 1G(c1,d1)
2~ IG(c2,d2)
~ IG(c3,ds)
For the analysis of the CRISP data, the hyperparameter prior specifications were defined
by
K = 10000 ¢; =c3 =c¢3=1000 dy =dp =dz=0.001,

and impart only vague initial information to the model.

The Gibbs sampler for this model was implemented using BUGS, a computer program
specifically designed for the task of carrying out Bayes inference on statistical problems

(MRC Biostatistics Unit Cambridge 1994).
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The iterative process was monitored for convergence. Traces of the key parameters
were graphed for 1500 updates and are shown in Figure 6.1. The treatment parameters a4
and ap, appeared to converge by the 50-th update, while o and the rest of the fixed effects
parameters took longer. They showed much more auto-correlation. Some of this fluctnation
was thought to be due to all the ‘noise’ in the model from extraneous variables. Convergence
was also monitored via a diagnostic test statistic in BUGS, similar to that suggested by
Geweke (1992). This statistic compares sampled values from early and later portions of
the updates; the set of sampled values is divided into two segments, the first quarter and
the second half. The diagnostic statistic compares the two segments for similarity in mean
and variance. A warm-up period of 1000 updates was chosen, based on the traces and the
diagnostic convergence statistics for several parameters.

Several of the variables appeared to be extraneous to the model. The interval estimates
of the age, sex, race, and center parameters all included the origin, and thus were ruled not
significant in the model. After eliminating them, the only remaining variables were the two
treatment variables and the individual-specific random effects. The first and second stages

of the final model were:

Final Gelfand and Smith Model

Stage I:
¥ij = Xija+1-bj+ e
where
eijk|o? id N(0,0?) t=1,...,n clinic
j=1,...,m; subject
k=1,...,k;; measurement
Stage II:
bilo? 9 N(0,w?) i=l...n j=1,...m

where @ = (o, a4, aB) and X;; is a matrix of size (k;; X 3) which contains the treatment
covariates for the j-th person at the ¢-th clinic. The hyperpriors of the remaining parameters

were the same as before.
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Figure 6.1: Traces from the Gibbs sampler on the Gelfand and Smith Model
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Table 6.1: Gelfand and Smith Model Estimates

Full Model Final Model

Descriptor Median Lower Upper Median Lower Upper
oo intercept 26.1 21.9 30.5 26.8 24.6 28.8
as 20 mg treatment -46.6 -49.3  -43.8 -46.4  -48.9  -434
ap 40 mg treatment -55.0 -57.6 -524 -549 -57.6 -52.1
o? variance(e) 295.8 273.7 317.5 294.3 2741 317.7
w?  variance(b) 310.7 264.8 370.1 313.6 265.1 374.1
72 variance() 0.2 0.0 10.1
as sex 2.7 -4.6 6.8
a, Tace -1.3 -5.9 2.2
a, age 0.0 -04 0.4
0; Center 1 0.0 -1.8 1.7
#, Center 2 0.0 -1.9 2.0
s Center 3 -0.1 -2.9 1.1
0, Center 4 0.1 -1.1 2.6
f#s Center 5 0.0 -2.6 1.3

NOTE: Upper and Lower denote the 2.5% and 97.5% empirical percentiles.

The Gibbs sampler was run with 1000 warm-ups and then 2000 more updates. Pa-

rameter estimates for the final REGS are given in Table 6.1.

6.3.2 Discussion

It was fairly straightforward to model the CRISP data using the Gelfand and Smith model
and the Gibbs sampler. The resulting parameter estimates were similar to the published
results found using traditional methods (LaRosa et al. 1994). It was difficult to compare
exactly our results with the published ones since the article only presented subgroup means
of LDL-C changes and no parameter estimates were given.

The interval estimate of the intercept, ag, was considerably narrower with the reduced
model than with the full one. Presumably this is due to less noise from the random variation
of extraneous variables. Somewhat surprisingly, the point and interval estimates of the
remaining parameters in the reduced model were nearly identical to what they were in the

full model.
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6.4 Variance Inflation Model

6.4.1 Model Description

In the random-effects variance inflation model (REVI) for the CRISP data, we incorporated
variance inflation distributions on three levels: the clinic level, the patient level and the
measurement-within-patient level. The aim was to increase robustness to outliers among
the e’s, the b’s and the @’s. Associated with each of these parameters was a binary variable
indicating whether the parameter came from the standard distribution or an alternative
with larger variance. These indicator variables were assumed to be independent Bernoulli
random variables.

The equation relating the response vecthor and the random effects remained the same
as in the Gelfand and Smith model, while the probability distributions of the random effects

and random errors were altered. Thus, the full variance inflation model was:

Full Variance Inflation Model

Stage I:
yi; = Xiga+1-6;+1-bi;+e;
where
eiul6),0? ~ N (o K 2) =1 lini
k| ik 7 i U t=1L,...,m clinc
j=1,...,m; subject
k=1,...,k; measurement
Stage II:
®) 2 55 2 - ;
b,-jléij,w ~ N(0,K,”w?) i=1,...,n J=1,...,m;
(6)
6,69, 72 ~ N(O,K3 7%) i=1,...,n
Stage III:
6§;,Z|pe iid Bernoulli(p,) i=1,...,n j=1,...,m;
k=1,...,ki;
6,-(;-’)|pb iid Bernoulli(pp) i=1,...,n Jj=1...,my

659) lps '~ Bernoulli(ps) i=1,...,n
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where a = (@p,@4,0B,05,04,0,) and Ky, K, and K3 > 0 were the variance inflation
factors. For analysis of the full model, they were set equal to 20. A discussion of the choice
of values for the variance inflation factors is addressed later in this section.

Lastly, we must define hyperpriors for the unknown parameters:

Stage IV:

o ~ IG(e1,dy)

2 ~ IG(cp,d3)

w ~ IG(c3,d3)

pe ~ TBeta(cq,ds) 0<pe<1/2
py ~ TBeta(cs,ds) 0<pp<1/2
ps ~ TBeta(cs,ds) 0<ps<1/2
a ~ Ng(0,Ks)

For the analysis of the CRISP data, the hyperparameter prior specifications were defined

by
K4 = 10000 €] = Cp=¢C3= 1000 d] = d2 = d3 = 0.001

cg=cs=c¢c=1 dy=ds=dg=1
and imparted only vague initial information to the model.
Convergence was assumed after 1000 iterations. An additional 2000 more iterations
were used to calculate parameter estimates. As before, several of the covariates were not

significant in the model. The age, race, sex and clinic eflects were eliminated.

Choosing the K and p parameters It was suspected that the choice of the K and p
parameters would have an effect on our inference. For some combinations of K and p, only
a very few observations might be deemed outliers, while for other combinations many more
might be categorized as such. This, in turn, affects our inference.

Calculation of the posterior probability that an observation was deemed an outlier
was dependent on three quantities: K, p and the distance of the outlier from the mean, as
illustrated in Equation 5.1. A small data simulation was done to assess the effect of these

quantities on posterior probabilities. A total of 100 observations from a standard normal
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Figure 6.2: Posterior Probability of being an Outlier (Based on 40 independent simulations
and 200 updates of the Gibbs sampler)

distribution were generated. One observation was placed at 0, 1,2, 3, 4, or 5 units. We fitted
the data with four different variance inflation models each with a different combination
of K and p constraints, and calculated the posterior probability that the ‘hand-placed’
observation was an outlier. A graph of the results, based on 40 independent simulations
and 200 updates of the Gibbs sampler, is presented in Figure 6.2. Differences in the four
parametrizations were most apparent for the borderline cases in which the observation was
9 or 3 standard deviations from the mean. At 2 sd’s, the posterior probabilities ranged from
5% to 18%, while at 3 sd’s they varied from 34% to 51%.

The model’s sensitivity to the specification of the K and p parameters was also inves-
tigated with respect to the CRISP data. Four different versions of the variance inflation
model, each with a different set of constraints on the K and p parameters, were fitted to
the CRISP data: 1) K = 10 and p < 0.5, 2) K = 10 and p < 0.2, 3) K =20 and p < 0.5,
and 4) K = 20 and p < 0.2. The first case had the most lenient criteria for being classified
as an outlier. The second, third and fourth cases were successively more stringent.

Fach variation of the model was fit and the parameters were estimated. Of main
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Table 6.2: Summary of the Set of Posterior Probabilities that an Observation is an Outlier
(Sample Size = 1844)

Percentiles Proportion

Case Constraint Mean 0 25 50 75 100 Over 0.5
1 K=10,p<0.5 0.23 0.08 0.11 0.14 024 1.0 10.6 %
2 K=10,p<0.2 0.16 0.05 0.07 0.09 015 1.0 6.8 %
3 K=20,p<05 0.05 001 001 0.02 0.03 1.0 2.4 %
4 K=20,p<0.2 0.05 001 001 0.02 003 1.0 2.4 %

Table 6.3: Summary of Parameter Estimates for Different Combinations of K and p con-
straints in the Variance Inflation Model

Case Constraint o? Pe Py Qo oy ap w

1 K=10,p< 0.5 118.5 0.21 0.012 27.8 -49.9 -59.5 312.9
2 K=10,p<0.2 135.3 0.16 0.011 28.1 -49.8 -59.6 311.6
3 K=20,p<05 193.1 0.05 0.006 27.9 -48.9 -58.1 311.3
4 K =20,p<02 193.1 0.05 0.006 27.9 -48.9 -58.1 311.3

2

interest was the likelihood of individual observations being categorized as outliers; these
probabilities were the 6§;,)c’s. A summary of their estimates for the four cases is given in
Table 6.2. Note that estimates from Cases 3 and 4 were exactly the same, indicating that
with K = 20, our inference was unaffected by changes in the constraint on p. The median
posterior probabilities that an observation is deemed an outlier were 0.14, 0.09, 0.02 and
0.02 for each of the four cases, respectively. Furthermore, the percentages of observations
with estimated 61(;,1 greater than one-half varied from 10.6% in Case 1 to 2.4% for Cases
3 and 4. Thus, higher values of K and smaller bounds on p (when K equalled 10) were
associated with more restrictive criteria for assessing outliers.

A few other parameters varied markedly: o2 (variance of the e’s), p. and py. The rest
of the parameters were only slightly affected by the choice of the K and p parameters, as
illustrated in Table 6.3. The estimate of o was 63% bigger for Cases 3 and 4 than with
Case 1. The overall probability of an observation being an outlier (p.) dropped from 0.21
for Case 1 to 0.05 for Cases 3 and 4. The p; estimates also dropped, but not as dramatically.

The question remains: What is the best choice of K and p constraints? There is no

clear winner. However, moderate values for both parameters seemed the most preferable.
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Ultimately for the CRISP analysis, the K parameters were set equal to 20 and the p
parameters constrained to less than 0.5. We preferred these particular constraints because
few observations would be falsely called outliers, while the extreme ones (at 5 standard
deviations and beyond) would still be found outliers. The subjectivity involved in making

this choice was one of the variance inflation model’s weak aspects.

6.4.2 The Final REVI Model
The Gibbs sampler was run for the following REVI model:

Final Variance Inflation Model

Stage I:
vi; = Xia+1-bij+ei;
where
(e) 2 55t 2 - _ -
€ijk| 05, 07~ N|0,K,”0o i=1,...,n j=1,...,m;
k=1,...,k;
Stage II:
150 2 57 . -
bi;|6;; W™ ~ N(0,K,” w?) i=1,....,n j=1,...,m;
Stage IIL:
61(;,)c|pe tid Bernoulli(p.) i=1,...,n j=1,...,m;
k=1,...,k;
63-’)|pb iid Bernoulli(ps) i=1,....,n j=1,...,m

where K = 20, @ = (ao, @4, ap) and X;; had only three columns — the first being a vector
of 1’s and the other two containing treatment indicator variables. The hyperpriors were the
same as in the full REVI model.

The parameter estimates of the covariates are given below in Table 6.4. They were
based on 2000 updates (after 1000 warm-ups.) For the sake of comparison, the parameter

estimates from the final Gelfand and Smith model were repeated from Table 6.1.
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Table 6.4: Variance Inflation Model Estimates

Variance Inflation Model Gelfand and Smith Model

Descriptor Median Lower Upper Median Lower  Upper
oo intercept 27.9 25.6 30.2 26.8 24.6 28.8
as 20 mg treatment -489 -51.5  -46.0 -46.4  -48.9 - 434
ap 40 mg treatment -68.1  -61.1  -55.2 -64.9 -57.6 - 52.1
o0? variance(e) 193.1 157.0 2325 204.3 274.1 317.7
w?  variance(b) 311.3 2594 368.9 313.6 265.1 374.1

pe probability of e outlier 0.05 0.03 0.09
py  probability of b outlier 0.01 0.0 0.03
NOTE: Upper and Lower denote the 2.5% and 97.5% empirical percentiles

6.4.3 Discussion

The variance inflation model was fairly easy to implement using BUGS. The parameter
estimates were somewhat different from those in the Gelfand and Smith model. With the
variance inflation model, the estimates of the treatment effects were of greater magnitude,
by 2 to 3 mg/dL. The two models differed most in the estimation of o2, the variance
of the random errors; the estimates were 135 and 294, for the REVI and REGS models,

2 is not defined the same in

respectively. This difference however is unsurprising because o
both models. In the REGS model, o2 is the variance of all the random errors. In the REVI
model, it is variance of the non-outlier observations. Thus, outlying observations in the
REVI model had only a minimal effect on the estimation of o2, while in the REGS model,
their effect was quite strong.

The p, parameter was the overall probability that an individual-specific random effect
was an outlier. Its estimate was fairly small (0.01). Only one individual had a random effect
with posterior probability greater than 50% of being an outlier. This person’s LDL-C values
were: 265, 251, 255, 258 and 191, yielding an estimated random effect of 68.0. He/she had
somewhat higher LDL-C values than the overall average of 155.

While the probability of outliers among the random effects was very small, the prob-

ability of outliers among the random errors was somewhat higher, g = 0.05. A total of

2.4% of the measurements had greater odds of being an outlier than not.
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One weakness of the REVI model was its dependence on the specification of the K
and p hyperparameters. Choices made for these parameters had a significant effect on the
final estimates of o2 and on the posterior probability of outliers, and a slight effect on
the treatment effect estimates. Despite this limitation, the variance inflation model was

appropriate for the CRISP data and was fairly easy to implement using the Gibbs sampler.

6.5 Heavy Tailed Model

6.5.1 Model Description

In the random effects heavy-tailed model (REHT) for the CRISP data, we incorporated
heavy-tailed distributions on threelevels: the clinic level, the patient level and the measurement-
within-patient level. The aim was to increase robustness to outliers among the e’s, the b’s
and the 8’s. The t-distribution was chosen for the modelling because it has heavy tails and
can be expressed as a scale mixture of normal distributions.

As before, the outcome variable was LDL-C, centered at 155. Covariates for the
treatment regimen, clinic, sex, race and age were included in the full model.

The e’s, the b’s and the 8’s were modelled using a mixture of normal random variables
with random scale parameters distributed as independent inverse gamma random variables.
The resulting unconditional distributions were univariate .

The equation describing the response vector was the same as that in the Gelfand
and Smith model. The probability distribution of the random errors was altered; for the

likelihood, we assumed that each e;;x came from a normal distribution centered at 0 with

116



corresponding random scale parameter wz(;,)c Thus, we have

Full Heavy-Tailed Model
Stage I:
yi; = Xija+1-6;+1-bjj+e;
where
e,-jklwf;,)c,az ~ N (0, az/wsfl)c) i=1,...,n group
j=1,...,m; subject
k=1,...,ki; measurement,

where a = (@o, a4, 2B, s, &g, ). As with the random errors, we modelled the b;; and 6;
(®

random effects as scale mixtures of normal distributions, with scale parameters w;;’ and

wge), respectively. Thus, at the second and third levels of the hierarchy, we have:

Stage II:
bylwd,w? ~ N(0w/ul)) i=1,...n j=1,....m
0i|w§‘9),7'2 ~ N(O,Tz/wz(e)) i=1,...,n
Stage III:
wz(;/)c 1}9 G(T;17TC) i=1...,n J=1,...,m;
k=1,...,ki;
wEJb.) 1}\()1 G(rb‘l,rb) i=1,....n j=1,...,m;
w?)) iid G(reg~1,14) i=1,...,n

ot ~ IG(c1,dv)

w? ~ IG(es,dp)
2~ IG(e3,d3)
a ~ Ng(0,KI,)

The hyperparameter prior specifications were defined by

K4 = 10000 C] =€ =C3= 1000 dl = d2 = d3 = 0.001.

These values will yield diffuse hyperpriors.
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With the above parametrization, the hyperparameters re, 7 and ry described the
degrees of freedom associated with the resultant ¢-distributions of the e’s, b’s and @’s. There
are a variety of different ways in which the degrees of freedom may be handled. One option
would be to fix them as constants, and either choose a reasonable value such as r = 8 or
choose a value that seems to fit the data best, based on g-q plots. Another option would
be to place a discrete uniform hyperprior on them, with a wide range of values. Since our
purpose in fitting the full model was simply to deduce the extraneous variables, we fixed r
as a constant and tried r = 2, 7 = 4, 7 = 8 and r = 16. The qualitative inference in all
these cases was the same: the center, race, sex and age variables were all extraneous to the
model. We present the results for the fitting of the full model with r = 8. The choice of the
degrees of freedom is discussed in more detail in the next section.

For the model with degrees of freedom fixed at 8, we examined the convergence of the
Gibbs sampler. After 1000 updates, it appeared that convergence was reached. As before,
the age, race, sex and clinic effects were not significant and were eliminated from the model.
The reduced model is outlined in Section 6.5.4. For this model we investigated the best
choice for the degrees of freedom, instead of pre-specifying them beforehand. The next two

sections discuss the subject of choosing degrees of freedom for the t-distributions.

6.5.2 Choosing Degrees of Freedom

One approach to choosing the degrees of freedom was to assign a discrete uniform prior
to the degrees of freedom parameters, as advocated in Chapter 4. We tried this with the
CRISP data, but were not successful. The r; value never changed from its initialized value.
When it was initialized as 7, = 8, it remained at that value for 3000 iterations. The same
thing happened with starting values of 2 and 64, even when it was apparent from our plots
of the estimated b’s that r, = 2 was inappropriate. We could not determine if this was
a software problem or if the ‘jumps’ between specific values of the discrete prior were too

large.

Two alternative approaches can be used to decide on the number of degrees of freedom
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for the t-distributions of the b;;’s and e;;x’s. The first method involves calculating and com-
paring Bayes factors for a variety of different models, each with a different combination of
degrees of freedom for the the t-distributions. The second method is to examine histograms
and quantile-quantile plots of the estimates of the b’s and e’s. (Note that describing the
distribution of y;;x, is equivalent to describing that of e;jk, defined here as the difference

between the data point y;;x and its predicted value.)

Bayes Factors Bayes factors may be used to quantify the evidence in favor of a hypoth-
esis. Kass and Raftery (1995) reviewed the methodology for Bayes factors and described
several scientific applications. For this dissertation, Bayes factors were used to calculate
and compare the posterior probabilities of various heavy-tailed models.

Let us assume that we have a set of data Y and we would like know how likely it is
that the data arose under one of several possible models. For each model, it is assumed
that the data arose according to pr(Y|M;), where M; indicates the i-th model. In addition,
we will assume that for every model, there a set of unknown parameters denotedv ~i. We

want to estimate the marginal probability of the data, pr(Y|M;):
pr(v 1) = [ pr(¥ e, Mg(r|M:)d

where 7; is the set of parameters under M;, g(v;) is its prior density, and pr(Y|y:, M;) is

the likelihood function of 4;. The Bayes factor comparing models M; and M, is defined as

_ pr(Y|My)

By = ;
27 pr(Y|M,)

From Kass and Raftery, the simplest Monte Carlo integration estimate of pr(Y|M;) is:
. 1 n
pr,(Y|M;) = N S pr(Y ]y ™, M), (6.1)

where n = 1,..., N iterations and {7(”) :n=1,...,N} are sampled from the prior distri-
bution.
One problem with (6.1) is that most of the 4(")’s have very small likelihoods, and thus

the sum is dominated by a few large values. This is particularly true with the heavy-tailed
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models, in which the likelihood dominates the priors. Furthermore, the posterior is highly
concentrated relative to the priors, so sampling is very inefficient.

As a more efficient alternative, one can sample from the posterior of (") (rather than
its prior). Then estimates can be ‘corrected’ via importance sampling (Newton and Raftery

1994). The resulting statistic is the harmonic mean of likelihood values:

-1

pro(Y|M;) = (% épr(Ylv("’, M,-)") (6.2)
where {'y("); n=1,...,N} are samples from the posterior distribution. The larger the value
of pry(Y|M;), the stronger the evidence in favor of that model.

One drawback to this method however, is that (6.2) is also dominated by a few values,
as was the case with the simple Monte Carlo estimate in (6.1).

The harmonic mean statistic was calculated from 100 iterations of the Gibbs sampler.
Fourteen combinations of degrees of freedom for the ¢ distributions compared and the results
are given in Table 6.5. In general, the degrees of freedom for the distribution of the e’s had
more effect on the model fit than those for the b’s. The models with the largest values of
pr, were those with #(2) for the distribution of the e;;x’s. Of these, the model with #(64) for
the distribution of the b;;’s had the largest value. Thus, among all the heavy-tailed models
considered, the model with 2 and 64 degrees of freedom for the t-distributions of the e’s

and b’s appeared to fit the best, according to the Bayes factor criteria.

Histograms and Q-Q Plots Fora direct look at the empirical distribution of the b’s and
e’s, quantile-quantile (g-q) plots of their estimates were examined. The posterior median of
each b;; and e;;x was calculated from 500 updates of the Gelfand and Smith model. There
appeared to be one outlier among the b’s. The largest b;; estimate was 64.0, and the next
two smallest ones were 43.0 and 42.0, respectively. The presence of this outlier is the only
evidence against a normal distribution for the random effects.

The quantiles of the b estimates and the standard normal distribution were plotted
against each other in Figure 6.3. Despite the single outlier, the straight-line shape formed by

the points indicates that the b estimates are well-characterized by the normal distribution.In
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Table 6.5: Harmonic Mean Statistic for Different Combinations of Degrees of Freedom

Degrees of Freedom

for e’s for b’s Harmonic Mean
2 2 1.51 e-41
2 4 3.38 e-36
2 8 5.66 e-31
2 16 3.19 e-35
2 32 3.75 e-33
2 64 3.21 -28
4 4 5.47 e-97
4 16 1.14 e-101
4 64 6.06 e-97
16 4 1.41 e-192
16 16 2.43 e-187
16 64 1.66 e-200
64 4 3.31 230
64 64 3.17 -223

NOTE: These values differed by a constant from

the actual harmonic means.
contrast, the distribution of the e estimates has heavier-tails and was compared to t(2), t(4)
and t(8) distributions in the q-q plots of Figure 6.4.v The t(4) and #(8) distributions fit
equally well. The ¢(2) distribution, however, was more heavy-tailed than the distribution of
the e’s, as evidenced by the strong S-shape of the q-q plot. Thus, we concluded that the b’s
were best modelled either by a ¢t distribution with a large number of degrees of freedom or
by the standard normal distribution. The ¢(4) and ¢(8) distributions were both appropriate

for the e distribution.

6.5.3 Effect of Degrees of Freedom on Parameter Estimates

One important task was to determine the sensitivity of the estimates to changes in the
degrees of freedom. We compared parameter estimates from heavy-tailed models with 2, 4
or 8 degrees of freedom for the ¢-distribution of the random errors. The degrees of freedom
for the distribution of the random effects was fixed at 64. The estimates of the treatment
effects differed by roughly 2 units among the three models. The estimates of o2 and the

set of all wf;,)c ’s were significantly different among the three models, as shown in Table 6.6.
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Figure 6.3: Quantile-Quantile Plots of the Estimated Random Effects versus the Standard
Normal Distribution

Collectively, o2 and the scale parameters are the components of the variance of the e;;¢’s
and vary inversely. Thus, the differences in o? estimates were of minor importance. A
more meaningful quantity to measure is the overall unconditional variance of the random
errors. This variance was estimated by the sample variance of the residuals. Table 6.6
presents variance estimates from the three models. As one would expect, the estimate
of the unconditional variance is greater with smaller degrees of freedom. However, the
differences among them were not great enough to aid us in choosing amongst models with
2, 4 or 8 degrees of freedom for the ¢ distribution on the random errors. We concluded that
parameter estimates were only mildly sensitive to the choice of the degrees of freedom of

the hyperprior.

6.5.4 The Final REHT Model

The final heavy-tailed model included two treatment covariates and the set of individual-
specific random effects. Both the random effects and random errors were modelled by ?-

distributions formed by the mixture of normal distributions with random scale parameters.
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Table 6.6: Parameter Estimates from Heavy-Tailed Models with Varying Degrees of Free-
dom for the t-distribution of the Random Errors

Degrees of sample variance
Freedom o9 a4 ap w? o? of residuals
2 27.9 -50.0 -59.7 325.3 101.1 257.8
4 27.6 -48.8 -58.1 314.7 157.9 247.7
8 27.6 -48.0 -57.2 308.5 208.6 241.8

The Gibbs sampler was run on the following model:

Final Heavy-Tailed Model

vi; = Xia+1-bj+e;
where

e,-]-k|wz(;,)c,02 ~ N(O,az/wt(;,)c) i=1,...,n j=1,...,m;
k=1,... ki

Stage II:
bijlwg),w ~ N(O,wz/wg’)) i=1,....,n j=1,...,m;

Stage III:
wz(;,)c iid G(r71,re) i=1,...,n j=1,...,m;
k=1,....kij
ol i Gt m) i=1,...n j=1,...,m

where a = (g, @4, 0p) and X;;is a three column matrix. The hyperpriors were the same as
they were in the full REHT model. With the above parametrization, the hyperparameters
r. and 7y described the degrees of freedom associated with the resultant t-distributions of
the e’s and b’s. Table 6.7 shows the final parameter estimates which were calculated with

re = 2 and rp = 64.

6.5.5 Conclusions

With regards to choosing the degrees of freedom for the heavy-tailed distributions, our two
criteria produced conflicting results. The Bayes factors strongly favored a model with a #(2)

distribution for the random errors, while the plots seemed to favor a t(4) or #(8) distribution.
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Table 6.7: Parameter Estimates from the Final Heavy-Tailed Model with 2 and 64 degrees
of freedom for the e and b distributions, respectively

Heavy-Tailed Model Gelfand and Smith Model

Descriptor Median Lower Upper Median Lower  Upper

ap intercept 27.9 25.8 30.1 26.8 24.6 28.8
a4 20 mg treatment -50.0 -52.5 -474 -46.4  -48.9 -43.4
ap 40 mg treatment -59.8 -62.2  -57.2 -54.9  -57.6 - 52.1
o?  variance(e) 101.0 90.0 1133 294.3 2741 317.7
w?  variance(b) 324.0 274.1 381.3 313.6 265.1 374.1

NOTE: Lower and Upper denote the 2.5% and 97.5% empirical percentiles

Why the discrepancy? The answer, in part, was that the Bayes factors quantified the fit of
the entire model, while the plots illustrated just one portion, that is, the fit of the random
errors to a particular t-distribution. Thus, in deciding how many degrees of freedom to
choose, the results of the Bayes factors were weighted more heavily. Amongst the subset
of heavy-tailed distributions we looked at, one with a #(2) for the e’s and t(64) for the b’s
was preferred. Parameter estimates from a Gibbs sampler with 1000 warm-ups and 2000
iterations are given in Table 6.7, alongside the estimates from the Gelfand and Smith model,
for the basis of comparison. The only notable difference was among the treatment effects,
which were 3 to 5 mg/dL greater with the REHT model than with the REGS model.

In general, two different approaches can be taken when using a heavy-tailed model;
one can either model the data using a t-distribution with moderately heavy tails such as
t(8), or one can choose the degrees of freedom based on g-q plots and/or Bayes factors. We
used the former approach to fit the full model, and the latter to fit the final model.

The heavy-tailed model was fairly easy to implement for analysis of the CRISP data.
The use of heavy-tailed distributions was warranted, especially for the random errors whose
distribution differed markedly from the standard normal. The parameter estimates (with
the exception of 02) were only mildly sensitive to the changes in the degrees of freedom of
the t-distribution. Further discussion of this model with respect to the other three follows

in Section 6.7.
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6.6 Location Shift Model

6.6.1 Model Description

Tn the random effects location shift model (RELS) for the CRISP data, we initially incorpo-
rated contaminated location shift distributions on three different levels: the clinic level, the
patient level, and the measurement-within-patient level. The aim was to increase robustness
to outliers at each of these levels.

We assumed that most observations arose from a normal distribution while the outliers
arose from an alternate one with a different mean. As before, we assumed that three
different types of outliers could occur: outliers among centers, among subjects and among
measurements. We modelled this assumption using three sets of indicator variables, {61(9)},
{61(;)} and {62(;,1}, which corresponded to the 6;’s, b;;’s and e;;x’s. They were assumed to
be distributed as Bernoulli random variables with probabilities of success, ps, ps and pe,
respectively.

The equation relating the response vector and the random effects remained the same
as in the Gelfand and Smith model, while the probability distributions of the random effects
and random errors were altered. Thus, the full location shift model included two random

effects (one for patients and once for clinics), plus covariates for treatment regimen, age,
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sex and race.

Full Location Shift Model

Stage I:
Yi; =
eijk|6§;}1,02 ~
Stage II:
bijlég-’),wZ ~
9i|6§9),72 ~
Stage III:
id
8 pe K
id
spy W
id
6\py X

where a = (ag,04,aB,05,04,0r).

Xija+1-6;+1-b;;+e;;
where
N(a15§;,z,02) i=1,...,n clinic
| j=1,...,m; subject

k=1,...,k;; measurement

b . .
N(azéfj),wz) i=1,....n j=1,...,m;

N(a36§9),72) i=1,...,n
Bernoulli(p,) i=1,...,n j=1,...,m;
Bernoulli{py) ¢=1,...,n j=1,...,m;

Bernoulli(pp) t=1,...,n

The shift parameters, ay, az, and az, describe the

amounts by which the alternative distributions were shifted from the standard ones.

Lastly, we must define hyperpriors for the unknown parameters,

Stage IV:

Pe
Py ~

Pe ~

I1G(¢y,dy)

IG(cq,d3)

IG(es,d3)

TBeta(cs,ds) where 0 < p. < 1/2
TBeta(cs,ds) where 0 < pp < 1/2
TBeta(cg,dg) where 0 < pg < 1/2
Ng(0, K1 1g)

N3(0, K,13)
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The hyperparameter prior specifications were defined by

K; = K, =10,000 c; =c3=¢3=1000 dy = dy = d3 = 0.001
cp=c3=cz=1 dy=dy =d3=1.

The Gibbs sampler would not run to completion on the above model. We believe that
the lack of information about the #’s might have caused the problem. Thus the 8’s were
eliminated from the model, along with the related variables, pg, a3, and the set {61(0)}.

The Gibbs sampler was re-run. The traces revealed instability and strong auto-
correlation for several parameters. This was probably due to the inclusion of variables
with little significance, namely, age, sex and race. Furthermore, sometimes the Gibbs sam-
pler would run and other times it would not. It worked for some random seeds, but not for
others. The age, sex and race covariates were eliminated and the Gibbs sampler was re-run

for this reduced RELS model:

Reduced Location Shift Model

Stage I:
yij = Xija+1l-6;+1-bj+te;
where
e,-jk|6§;,)c,02 ~ N(a16§;,1,0'2) i=1,...,n j=1,...,m;
k=1,...,k;

Stage II:

bij|6g.’),w2 ~ N(azég),w2) i=1,...,n j=1,...,my
Stage III:

6};,)Clpe X Bernoulli(pe) i=1,...,n j=1,...,m;
k=1,...,ki;
6§;)|pb iid Bernoulli(py) i=1,...,m» Jj=1,...,m;
where a = (ao, @4, ap). The hyperpriors were the same as in the full RELS model.
The parameter estimates of the covariates are given in Table 6.8. They were based

on 2000 updates (after 1000 warm-ups.) Traces of the parameters and some convergence

diagnostics suggested that convergence had been reached.
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Table 6.8: Parameter Estimates from the Reduced Location Shift Model

Descriptor Median Lower Upper

ap intercept 248 21.7 294
ag 20 mg treatment -46.4  -49.3  -43.7
ap 40 mg treatment -56.2  -58.8  -53.7

0?  variance(e) 192.8 1675 218.1
w?  variance(b) 278.9 219.1 3394
pe prob(e outlier) 0.075 0.042 0.10
a; e outlier shift 40.8 35.5 47.0
p»  prob(b outlier) 0.13 0.003 0.42
az b outlier shift 1.1 -31.5 42.5

NOTE: Lower and Upper denote the 2.5% and 97.5%
empirical percentiles
A few important things to note in Table 6.8 are the wide interval estimates for p,
and az. The variable, py, was the overall probability that a random effect came from
the alternative (shifted) distribution. The parameter, a;, was the amount by which the
alternative distribution was shifted. The relatively wide bands for these two parameters
indicated that the data contained negligible information about them and that a location

shift model for the random effects might not have been necessary.

6.6.2 Assessment of the fit of Location Shift Models for the b’s and e’s

We looked at the issue of goodness of fit to assess whether location shift distributions were
warranted for the b’s and e’s. The parameter estimates of Table 6.8, suggested that such a
model might not be necessary for the b’s. By examining histograms of the estimates of their
respective indicator variables, the 6,(; s and 61(;,1’5, we determined whether location shift
distributions were appropriate. The § random variables indicate whether the corresponding
parameter comes from the shifted distribution or the standard. A location shift model would
be appropriate if some parameters/observations were clearly identified as outliers, by having
large posterior probabilities of being outliers. A bimodal histogram of these probabilities
would support that claim; the majority of the §’s would be very small, while a few would

be large. On the other hand, a location shift model would not be appropriate if none of the
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Figure 6.5: Histograms of the Posterior Probabilities of the e’s and b’s being Outliers

parameters had a high posterior probability of being an outliers. In this case, one would
expect to see fairly compact, unimodal histogram, with all the values less than one-half.

A histogram of the 61(:,1 estimates ranged across the [0,1] interval, as shown in Fig-
wre 6.5. About 85% of the estimates were less than 0.1, while about 3% were greater than
0.8. Thus most of the e’s were deemed not outliers by the model, while a distinct few were
consistently categorized as outliers. The bimodal shape of the histogram suggests that a
location shift model was appropriate for the €’s. The point estimate for the shift parameter
of the e’s, aj, is 40.8, indicating that there is a small subset of LDL-C observations that
appear to be shifted roughly 40 points higher than would have been expected based on the
patients’ covariates.

The appropriateness of a location shift model for the b’s was also assessed by examining
estimates of the 61(; ) parameters. In words, these estimates are the posterior probabilities
that the corresponding b;;’s are outliers. Figure 6.5 shows a histogram of estimated 61(;)) ’s.
Not a single b;; had a posterior probability of greater than 30% of being an outlier. This

indicated no clear outliers were found among the b’s, and thus, a location shift model was

not necessary at this level.
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6.6.3 Final RELS Model

We fit a more parsimonious model, one that had a location shift distribution at just the

measurement-within-patient level. This model is described fully below:

Final Location Shift Model

Stage I:
¥ii; = Xija+1-6;+1-b;+ e
where
e,-jk|6§;,)c,02 ~ N(alég,)c,az) i=1,...,n clinic
j=1,...,m; subject
k=1,...,k;; measurement
Stage II:
bi;60), w2~ N(0,w?) i=1,..,n j=1,...,m
61(;,1]1),3 iid Bernoulli(p.) i=1,...,n j=1,...,m;
k=1,...,ki
Stage III:
o ~ IG(c;,d1)
2~ IG(cz,d3)

pe ~ TBeta(cs,ds) where 0 < p. <1/2

a ~ N3(0,K,I5)

a3 ~ N(0,K3)
where o = (ag, @4,ap). The model parameters were estimated from 2000 updates of the
Gibbs sampler and are presented in Table 6.9, along with those from the final REGS model.
The parameter estimmates from the two models were similar, with the exception of c;z,

which was more than 50% larger with the REGS model than with the RELS model.

6.6.4 Discussion

We encountered some difficulties in modelling the CRISP data using the location shift

model and the Gibbs sampler. With both the full and reduced models, sometimes the
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Table 6.9: Parameter Estimates from the Final Location Shift Model

Location Shift Model Gelfand and Smith Model

Descriptor Median Lower Upper Median Lower  Upper

ap intercept 23.8 21.6 26.3 26.8 24.6 28.8

as 20 mg treatment -46.4 -49.2 -43.6 -46.4  -48.9 -43.4

ap 40 mg treatment -56.1  -58.8 -53.4 -54.9  -57.6 - 521

0% variance(e) 188.4 166.5 214.0 294.3 274.1 317.7

w?  variance(b) 298.4 250.9 352.9 313.6 265.1 3741
pe  prob(e outlier) 0.082 0.052 0.12
a; e outlier shift 40.0 34.7 45.7

NOTE: Lower and Upper denote the 2.5% and 97.5% empirical percentiles

Gibbs sampler software would get stuck. In those cases, the Markov chain may have gotten
trapped in an isolated part of the parametef space and could not get back to the ‘main’
space. This problem may have been caused by the inclusion of extraneous variables in the
model. Our final RELS model excluded these variables, namely, the age, sex and race main
effects and the location shift parameters associated with the random effects. With this
simpler model, the Gibbs sampler ran fine.

The most interesting finding with this model was that a small number of LDL-C
observations were consistently identified as outliers. A total of 109 observations (about 6%
of the data) were more likely than not to be identified as outliers, that is, they had posterior
probabilities (of being outliers) of greater than 50%. This subset of measurements averaged
40 points higher than would have been expected based on the patients’ covariates. Examples
from four different sub j'ects with such outliers are given in Section 6.7.3. As discussed there,
the model deems several observations as ‘outliers’ when they do not appear to be such, in
an intuitive sense. For example, one individual had five measurements of (110, 96, 100,
103, 36), the last one being markedly lower than the rest. However, with the location shift
model, the first four observations had high probabilities of being outliers, but not the last
one.

Another notable finding was the apparent lack of outliers among the random effects.

The posterior probability of being an outlier was calculated for each random effect. Not
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one of these probabilities was greater than 30%. Thus, a location shift distribution for the
b’s was not necessary.

In conclusion, the location shift model was only somewhat successful for modelling the
CRISP data. While this model did not seem appropriate for the CRISP data, it might be
appropriate for data sets in which the observations are known or suspected to arise from

two distinct populations.

6.7 Comparison of All Models

In this section, we compare the four final models with respect to the following areas: general
form of the final model, parameter estimation, treatment of outliers and goodness of fit as

measured by Bayes factors.

6.7.1 Form of the Final Model

The four different models produced very similar results with respect to the relative impor-
tance of the covariates in the CRISP data. The conclusion in all cases was that only the two
treatment effects, a4 and ap, which correspond to the 20 mg and 40 mg doses of lovastatin,
were significant covariates in the modelling of LDL-C levels. The variables for clinic, sex,
race and age were excluded from the final model.

For the robust models, we gauged the number of outliers and the variability at the &
and e levels, and the results among the three models were also similar. Very few outliers
were found among the random effects (the b’s), while a small, but significant proportion
of the random errors (the e’s) appeared to be outliers. (Note that these conclusions were
reached independently for each of the three models.) Thus, the final forms of the three
robust models included robust features at the e level, and little or no robust features at the

b level. The similarity of results lends credence to the proposed methodology.
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6.7.2 Parameter Estimates

The main inference made about the CRISP data was the estimation of treatment effects.
Thus, a comparison of the four models in this respect is of importance. The graphs in
Figure 6.6 are plots of the point and interval estimates from each of the four models.
Estimates of the five parameters, ag, a4, 0B, o? and w?, were culled from Tables 6.1, 6.4,
6.7 and 6.9. The estimated treatment effects were of greater magnitude with the variance
inflation (REVI) and heavy-tailed (REHT) models, than they were with the Gelfand and
Smith (REGS) model. With that model, the 20 mg lovastatin treatment was associated
with an estimated decrease in LDL-C of 46.4 mg/dL as compared to estimated decreases
of 48.9 and 50.0 with the REVI and REHT models, respectively. For the 40 mg lovastatin
treatment, the gap between these models was even larger; in the REGS model, the estimated
decrease in LDL-C was 54.9 mg/dL as compared to 58.1 and 59.8 with the REVI and REHT
models, values which were outside the REGS confidence interval for this treatment effect.
The estimates of treatment effects from the location shift (RELS) model were similar to
those of the REGS model. The plots of a4 and ap in Figure 6.6 graphically illustrate these
results.

The estimates of w?, the variation of the random effects, were very similar among the
four models. The point estimates were all close to 310 and the interval estimates were very
similar in length.

Estimates of o2, the variation of the random errors, varied widely. The REGS estimate
of o2 was 294.3, while the REHT estimate was 101.0. The REVI and RELS estimates were
intermediate to these two extremes. The main reason for this discrepancy is that o2 was

defined differently in each model. The four different assumptions about the distribution of

134



alpha_0 alpha_trta

o 4 E
o
N
2 h i
g E
g
g E
7 8
g <
& 3 4
REGS REVI REHT RELS REGS REV! REHT RELS
alpha_trtb sigma’*2
(=]
@ § ] +

55 K
——
——————
——
200
——
——

-60

g | o

REGS REVI REHT RELS REGS REVI REHT RELS
omegar2

8 4

~

[=]

8 -

2

o
REGS REVI REHT RELS

Figure 6.6: Comparison of Parameter Estimates from Four Different Models. The dots
represent median values. The vertical lines extend from the lower to upper endpoints of the
95% empirical interval estimates.

135



the e’s below, demonstrates the varying definitions of ok

Gelfand and Smith (REGS) eijklo? ~ N (0,07%)

Variance Inflation (REVI) e,-jklcr2,6§;,)c ~ N (0,Kf’(;’)‘02>

Heavy-Tailed Model (REHT) e,-jk|02,wg-z,)c ~ N (0,02/101(;,):)

Location Shift (RELS) eiklo, 850 ~ N(abls),0?)
In the REGS model, 02 quantifies the variance of all the random errors. In the REVI
model, it quantifies the variance of the random errors that are not deemed outliers. In the
REHT model, 02 is one component of the variance of the random errors. In the RELS
model, o2 describes the variance of the shifted and standard distributions that are assumed
for the random errors. Because the paramefer o? is defined differently in each of the four
models, the resulting differences cannot be directly compared. The quantities that can be
compared, however, are the residuals. The next section discusses the subject of residuals

with respect to several outlier observations.

6.7 .3 Treatment of Outliers

Another area in which we compared the models is the handling of outliers. A hand-picked
sample of one dozen subjects with either outlying measurements or extreme random effects
was chosen. In this section we contrast the handling of outliers by the four different models.

We compared the data values for LDL-C (centered at 155) and the predicted values
for an illustrative sample of subjects. Plots of actual versus predicted values from each of
the four models are given in Figure 6.7. Table 6.10 summarizes the data and several key

parameters for four subjects.

Subject 1 This subject was assigned to the 40 mg treatment and had centered LDL-C
values of 20, -50, -46, 50, and -55 at five successive visits. The value at the fourth visit
is clearly suspicious. (Note that this suspicious value is not simply the case of a forgotten
minus sign, since the numbers were calculated directly from the raw data which were 155

units higher. The series of raw values contained the same anomaly.) From the plot in
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Figure 6.7: Plots of Actual Data versus Predicted Values from Four Different Models (The
third plot contains the legend for all the plots.)
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