
ABSTRACT

IQBAL, HASSAN. Characterizing and Improving the Performance of Realtime Cloud
Applications. (Under the direction of Dr. Muhammad Shahzad.)

Cloud infrastructure has revolutionized the paradigm of realtime streaming applica-
tions. It offers scalability that facilitates multiple end-users accessing applications hosted
within the cloud-based environment. However, the performance of these realtime cloud
applications hinges primarily on two factors: the performance of the network connect-
ing the end-user to the cloud and the inherent processing delays of the application itself
within the cloud. In this thesis, we commence with a performance measurement approach
to gain deeper insights into the cloud infrastructure performance and the quality of ex-
perience (QoE) of bandwidth-intensive realtime streaming application, cloud gaming.
Based on the insights we develop from these measurements, we propose a novel system
to enhance the QoE of cloud gaming.

To conduct the performance measurement, we first conduct a large-scale measurement
study to understand the performance of the networks of cloud infrastructures. Enterprises
migrating applications to public clouds grapple with opaque network infrastructure and
performance metrics. Cloud providers offer Service Level Agreements (SLAs) with defined
availability guarantees, but these have limitations. Tenants cannot assess the internal net-
work quality from SLAs as they lack insights into latency and packet losses, which are
critical for network applications. We conduct a large-scale measurement study on AWS
focusing on private and public network path performance at daily and hourly granular-
ities over 100 days. We also extend our approach to the Google Cloud Platform to test
the generalizability of our measurement approach. Our study revealed several impor-
tant observations and implications. For example, at the daily and hourly granularities,
the availability frequently drops below 99.99% and sometimes even below 99%. Some
compute instances were unavailable for more than 15 minutes straight in inter-region
deployments. This work contributes by extensively examining availability violations and
collecting a large, publicly available dataset.

Extending our measurement framework, we designed a novel approach for in-depth
QoE analysis of cloud gaming. The visibility into the performance of commercial cloud
gaming platforms and relative comparison is lacking, largely due to the absence of system-
atic measurement methodologies that can generally be applied. We design and implement
DECAF, a methodology to systematically analyze and dissect the performance of cloud
gaming platforms across different game genres and platforms. DECAF is highly auto-



mated and requires minimum manual intervention. By applying DECAF, we measure
the performance of three commercial cloud gaming platforms, including Google Stadia,
Amazon Luna, and Nvidia GeForceNow, and uncover several important findings. For
example, platforms struggle to deliver game-stream with consistent performance across
different game genres. We show that game platforms exhibit performance cliffs by reacting
poorly to packet losses. Our work has important implications for cloud gaming platforms
and opens the door for further research on comprehensive measurement methodologies
for cloud gaming.

Finally, we present a novel system to improve streaming in cloud gaming. Our aim
is to decrease bandwidth usage in cloud gaming by enhancing frame compression while
maintaining the same QoE. Our method relies on the observation that games have re-
current objects in game scenes. We propose a server-end solution that leverages deep
learning to detect recurrent objects in the game scenes, segment them, and mask them in
the game scene. We train and optimize a model using Facebook’s Detectron2 framework
to segment and mask such objects in frames. Each masked object is given a marker before
encoding and transmission to the client. The client side intercepts frames with markers
and regenerates the masked object using a data structure with a pool of objects. Our
system operates efficiently without introducing perceptible game streaming delays while
significantly enhancing frame compression. Our system design is extendable to other
streaming applications, such as gaming and conferencing in AR/VR environments.

In this document, we present detailed technical development, implementation, and
evaluation of our measurement methodologies and designed systems. All our measure-
ment tools, data sets, and system implementations are openly available to the research
community. Towards the end of this thesis document, we provide a description of potential
future work along the research directions presented in this thesis.
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Chapter 1

Introduction

1.1 Motivation

Cloud infrastructure has acted as a transformative technology, revolutionizing the paradigm
of realtime applications. This radical change has been made possible by the inherent
scalability of the cloud, which provides an environment that effortlessly accommodates a
multitude of end-users accessing applications hosted within the cloud-based environment.
This ability to handle a large and fluctuating volume of users makes it an ideal platform
for the rapidly growing sector of realtime applications. In our daily lives, we have wit-
nessed a rapid rise and adaptation of realtime applications such as video conferencing,
cloud gaming, live streaming, and broadcasting. Video delivery is the key component of
application functionality in all these applications.

Despite the many benefits offered by the advancement and proliferation of cloud tech-
nology, we observe that the realtime applications hosted in the cloud suffer performance
issues. Since video is the dominant information exchange component in such applications,
the performance issues are observable through the naked eye. Many times we experience
lags in the video stream of the conference calls. While playing games on the cloud gaming
platform, we sometimes experience blurriness and low resolution streams and sometimes
face momentary freeze in the game stream. Thus, delivering high quality of experience
(QoE) for realtime applications for a large number of users is very challenging.

It is crucial to acknowledge that the performance of these realtime applications in
the cloud is not entirely dependent on the product implementation by the application
provider. Primarily, the performance of cloud-hosted applications is linked to two factors:
the performance of the network connecting the end-user to the cloud and the application’s
intrinsic processing delays while executing on the hardware in the cloud environment.

The network’s performance is a pivotal factor as it directly influences the realtime
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nature of the applications. Any latency and its variation or loss of data packets during
transmission can disrupt the seamless experience these applications aim to provide. Cloud
application traffic traverses two types of networks: private cloud and public Internet.
Usually, it private network of the cloud is assumed to be well-provisioned and has high
availability. However, the public Internet, using which the end users connect with the
cloud, has bottlenecks. The performance of the Internet is not constant. However, it
is subject to variations based on numerous variables, such as network congestion, the
physical distance between the user and the server, and the quality of the user’s network
equipment.

On the other hand, the inherent processing delays within the cloud are equally im-
portant. These are the delays encountered when the application processes execute on the
cloud hardware. Such delays can originate from several sources, such as the hardware
performance of the cloud servers, efficient resource allocation, and availability as they
are shared among cloud tenants through virtualization, hardware failure and outages,
and optimization of the application code for cloud-based operations.

Keeping all the performance challenges of the cloud-hosted application in view, we are
motivated to begin by establishing a performance measurement approach. This approach
aims to dig deeper into cloud infrastructure performance, offering critical insights that
are often overlooked. Fresh insights are much needed because cloud infrastructure is an
evolving environment, and we cannot rely on past work for their stale performance in-
sights on the cloud infrastructure. After understanding cloud infrastructure performance,
we focus on understanding bandwidth-intensive realtime streaming applications’ quality
of experience (QoE). It will better equip us to understand the challenges of performance
bottlenecks of such an application. We choose cloud gaming as our realtime application
because it is latency sensitive. The generated game stream depends on the user inputs
and must be delivered with non-perceivable delays. Then, we leverage our experience
with the measurement approach and propose approaches to improve the performance of
realtime cloud applications.

In this thesis, we conducted a large-scale measurement of cloud infrastructure net-
works, focusing on AWS over 100 days, uncovering key insights such as frequent avail-
ability drops. Then we developed DECAF, an automated, general, and comprehensive
methodology that enabled a comprehensive analysis of the performance of three commer-
cial cloud gaming platforms—Google Stadia, Amazon Luna, and Nvidia GeForceNow.
This process revealed varying performances across game genres and weaknesses in han-
dling packet losses. Building upon these insights, we proposed a novel system to improve
streaming in cloud gaming. Our server-end solution effectively reduces bandwidth usage
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without introducing perceptible delays by leveraging deep learning to detect and mask
recurrent objects in game scenes for enhanced frame compression. It also offers potential
for application in other streaming scenarios, such as gaming and conferencing in AR/VR
environments.

1.2 Key Contributions

In this thesis, we have proposed three new approaches that make the following key con-
tributions.

• In our research on cloud infrastructure, we conduct a longitudinal study of AWS, the
largest public cloud, over a consecutive 100-day period encompassing both regular
and special days, such as Thanksgiving and Christmas. We analyze the performance
for latency and availability in terms of SLA violations at monthly, daily, and hourly
granularities. To collect our data, we set up experiments exchanging ICMP pings among
pairs of compute instances within and across Availability Zones (AZs) and regions.
Our extensive analysis explores aggregate trends of availability, distributions of SLA
violations, and variations across AZs and regions. We also look into latency at all levels
of cloud hierarchy and their variations. This research provides two key contributions:
it presents the first study to extensively analyze the availability SLA violations in the
largest public cloud. It assembles a large dataset of 20 billion ping packets from 100
days across all levels of the cloud hierarchy, which we made publicly available.

• In our work on DECAF, we propose a novel methodology designed to comprehensively
dissect the performance of cloud gaming platforms. DECAF uses an automated game-
playing bot and a deep learning visual detection engine to examine game delay compo-
nents while simultaneously evaluating video stream performance under differing net-
work conditions, thus effectively capturing a broad range of performance metrics. Upon
applying DECAF to three commercial cloud gaming platforms - Amazon Luna, Google
Stadia, and Nvidia GeForce Now - we made several pivotal findings. To the best of our
knowledge, DECAF is the first work that systematically measures the performance of
commercial cloud gaming services. It offers a significant contribution to understand-
ing the performance of cloud gaming platforms for a variety of streaming and latency
metrics. We made it publicly available.

• In our work on system design, we aim to significantly reduce bandwidth usage in cloud
gaming while maintaining the QoE for game streaming via WebRTC. We propose
a novel system that leverages cutting-edge deep learning techniques to identify and
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segment recurring objects in games, particularly in the first-person shooter genre. We
successfully achieve high-resolution object masks in frames by training a Mask RCNN-
FPN segmentation model with Facebook’s Detectron2 framework. Our system then
marks these objects with a specific YUV value before encoding, compressing, and
transmitting the frame to the client. Upon reception, we decode the frame and restore
the original object from a predefined pool using a hashmap. This unique approach
greatly enhances the compression efficiency of run-length encoding techniques, leading
to optimized game streaming. Our novel system is compatible with both Python and
C++ execution environments. We will make it publicly available.

1.3 Thesis Outline

To describe our work on two measurement frameworks and a system design, we organize
the thesis as follows:

Chapter 2 presents our work on the measurement approach that characterizes the
AWS performance from the tenants’ perspective. We first present the limitations of the
prior work, followed by a detailed methodology of our measurement approach for three
levels of cloud infrastructure hierarchy. Then we present a detailed dataset analysis for
the availability metric and latency. Then we present a discussion on the implications of
our work and then conclusions.

Chapter 3 presents our work DECAF, a measurement framework to dissect cloud gam-
ing performance. We first present the background of gaming and the challenges associated
with cloud gaming. Then we present our measurement methodology, discussing our ap-
proach for measuring various latency and streaming metrics. Then we present results
for the dataset collected using DECAF followed by a discussion on the limitations and
extension of DECAF. Finally, we present related work and then conclusions.

Chapter 4 presents our system design that optimizes cloud gaming performance with
object segmentation. We first present the background and motivation for our work. Then
we give a brief overview of our system design. Afterward, we present details of the compo-
nents of system design, i.e., the server side, segmentation model, and the client side. Then
we present the evaluation of our system, followed by related work. Lastly, we present a
discussion of other use cases of our work and end with conclusions.

Chapter 5 presents conclusions on the thesis and potential future directions.
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Chapter 2

Characterizing the Availability and
Latency in AWS Network from the
Perspective of Tenants

2.1 Introduction

2.1.1 Background

Enterprises are increasingly moving their applications such as web, streaming, and big
data to public clouds to benefit from the rapid and on-demand scalability [5]. Unfortu-
nately, in moving their applications to public clouds, enterprises (hereafter referred to as
tenants) face an important challenge: the lack of the visibility of cloud’s network infras-
tructure as well as of the performance that this infrastructure achieves makes it difficult
for the tenants to optimally place their communicating compute instances in the cloud.
Cloud providers have attempted to partially mitigate this challenge by offering service
level agreements (SLAs) in terms of availability. AWS guarantees that in any month, ten-
ants will be able to access their compute instances 99.99% of the time over the internet.
If an instance is not available for at least 99.99% of the time, AWS reimburses the tenant
the 10% of the instance cost; 30% if the instance was available for less than 99% of the
time and full 100% if it was available for less than 95% of the time [6].

2.1.2 Motivation

While this approach of monthly availability SLAs and reimbursements is useful, it has
three important limitations. First, the monthly granularity is too coarse-grained: if a
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compute instance is unavailable for 7 straight hours, the monthly availability will still
satisfy the 99% SLA. Such down time could be critical, for example, for an online retailer
trying to compete with other online retailers for customers on an important occasion,
such as Christmas Day Sales. Studies have shown that just a 100 ms increase in latency
reduces Amazon’s sales by 1% [7], and every extra second that Walmart’s page takes to
load decreases customer convergence by 2% [8]. The reimbursements that public clouds
offer to the tenants in the events of unavailability pale in comparison to the losses the
tenants might sustain. Consequently, it is important for the tenants to know how fre-
quently the availability SLAs hold at finer granularities, such as hours and days. Second,
public clouds do not provide historical information about how frequently their availability
SLAs held in the past. Although providers offer tools such as [9, 10, 11] for the tenants
to monitor for SLA violations, they only enable these tools after the tenant has deployed
the application. The lack of historical information about SLA violations makes it chal-
lenging for the tenants to appropriately pre-plan their deployments to ensure sufficient
redundancy and robustness. Third, the availability SLAs do not provide any current or
historical insights about latency and packet losses, which are two of the most important
metrics for numerous network applications. Cloud providers do not offer any SLAs on
latency and packet losses either.

2.1.3 Objective

In this report, we present a longitudinal study of AWS, the largest public cloud [12],
over a continuous 100-day period. We chose this period because it includes routine days
as well as special days, such as Thanksgiving and Christmas. We attempt to develop
insights into the three limitations of the monthly availability SLAs mentioned above. We
present detailed observations about availability, not only on monthly granularity but also
on daily and hourly granularities. We dig deeper into observations related to availability
by analyzing packet losses and present detailed observations about latency experienced
by AWS tenants.

2.1.4 Hierarchical Structure Primer

Before proceeding, let us present a quick primer of the hierarchical structure of AWS:
a three-level structure that large public clouds have adopted. AWS compute resources
are hosted in multiple geographically distant locations, called regions [13]. Each region is
comprised of multiple availability zones (AZs) interconnected with low latency links [14].
Compared to regions, which are often across countries, the AZs of a region are closer to
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each other, such as in different nearby cities. Each AZ is a cluster of data centers housed
in multiple nearby buildings. The regions, AZs, and data-centers constitute the three
levels of public cloud hierarchy.

2.1.5 Methodology

To conduct our measurement study, we exchanged ICMP pings among several carefully
placed pairs of compute instances for 100 days at all three levels of cloud hierarchy,
i.e., pairs placed 1) within the AZ (hereafter referred to as intra-AZ experiments), 2) in
different AZs of a region (inter-AZ experiments), and 3) in AZs of different regions (inter-
region experiments). We will provide more details about the experiments in Sec. 2.3.1.
From these experiments, we collected a data set comprised of information about packet
losses and round trip times (RTTs) at all three levels of cloud hierarchy. We extensively
analyzed this data set and studied how frequently did the pairs of compute instances
experienced violations of availability SLAs at monthly, daily, and hourly granularities.
In analyzing SLA violations, we studied aggregate trends over the 100-day period, the
distributions of violations over days and hours, the properties of packet losses that cause
these SLA violations, how these violations differ across AZs and regions, and what other
factors, such as the distance between compute instances, affect SLA violations. While our
major focus in this report will be on availability SLA violations, we will also study RTTs
measured at all levels of cloud hierarchy. In analyzing RTTs, we studied aggregate latency
trends during the 100-day period and how RTTs vary over hours, days, and months at
different levels of cloud hierarchy throughout the world.

2.1.6 Observations

We make several observations from our data set that have important implications. For
example, AWS seldom violates SLAs at the monthly granularity, the granularity that
AWS uses. However, at the daily and hourly granularities, the availability frequently
drops below 99.99% and sometimes even below 99%. In fact, there were occasions where
the compute instances were unavailable for more than 15 minutes straight in inter-region
deployments. In inter-AZ deployments, instances often become unavailable for several
consecutive seconds. Even then, these events hardly amounted to enough unavailable time
to cause SLA violations at the monthly granularity. We also observed that SLA violations
increase as we go up the cloud hierarchy. This has important implications as tenants often
choose to deploy their applications across multiple AZs, assuming that this provides
good redundancy. If this is not done carefully, an application can end up achieving lower
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availability compared to if it was deployed in just a single AZ. Yet another observation
we made was that availability and latency do not have a clear correlation. An AZ that
experiences frequent SLA violations does not necessarily achieve poor RTTs. There are
many other such important observations that we present throughout this report.

We emphasize here that as we do not have any visibility into the physical network of
AWS, to avoid speculations, we will not attempt to provide reasons behind our observa-
tions wherever we are unsure. Instead, we will first present all the observations in detail,
and then discuss their implications for tenants and provide recommendations wherever
feasible.

2.1.7 Key Contribution

In this report, we make two key contributions. First, we present the first study that
extensively studies the violations of availability SLAs in the largest public cloud and
discusses their implications for cloud tenants. Second, we have collected a large data set
comprising 20 billion ping packets over a period of 100 days at all levels of cloud hierarchy.
To the best of our knowledge, this is the first data set of its kind that is publicly available.
We will make it freely available after the publication of this work.

2.2 Related Work

Prior work on measurement studies of the cloud networks can be divided into two cate-
gories: from the perspective of tenants and from the perspective of providers.

2.2.1 Tenant Perspective

To the best of our knowledge, no prior work has extensively studied availability in public
clouds. Among prior studies, Cloudcmp measured network performance of four different
clouds and compared intra- and inter-data center TCP throughput and WAN delay [15],
but did not study availability. Wang et al. measured the impact of virtualization on
network performance of small and large instances in AWS [16]. They measured processor
sharing, delay, TCP/UDP throughput, and packet loss. The key difference between [16]
and our study is that [16] was limited to only one cloud region and did not analyze
the measurements temporally and geographically. He et al. profiled the deployments of
popular web services in AWS and Microsoft Azure [17]. Although this study developed
insights on performance for deployment in multiple regions, it did measurements for only
3 days at 15 minute intervals.
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A recent white paper by ThousandEyes presented a measurement study on three
public clouds to compare network latency and cloud connectivity architecture for inter-
AZ, inter-region, and inter-cloud environments [18]. This report presented aggregated
comparisons of the network performance of various cloud providers and mostly focused
on visualization of paths among cloud regions and providers. In comparison, we present an
in-depth analysis of availability and latency of AWS at all three levels of cloud hierarchy,
and that too using data collected over more than three times longer period.

2.2.2 Provider Perspective

Pingmesh is a large scale system from Microsoft that monitors the network in their
production data centers [19]. It helps in localizing black holes and random packet losses.
It is, however, a provider specific system and tenants do not have control of this data
collection framework or the measurement points. Benson et al. studied three types of
data centers: universities, private enterprise, and public cloud [20]. They characterized
the network traffic at flow level and inferred what applications were deployed in these
data centers. It differs from our work as [20] had access to the switches of data centers
from where the data was collected to perform provider centric analysis. These and other
similar works, such as [21, 22], are done from a different perspective compared to ours.
These studies focused on providing insights to data center administrators to optimize the
performance and resolve any issues, and relied on access to the physical network of the
data centers. In comparison, we study the performance of cloud from the perspective of
tenants without assuming any visibility into the physical network of the cloud.

2.3 Methodology

2.3.1 Methodology

2.3.2 Experiments

To conduct our experiments, we used T3.medium instances [23] with 2 vCPUs and 4GB
RAM. This ensured that the compute instances never introduced any bottlenecks, which
is verified by our observation that the CPU utilization of these instances never exceeded
10% during our experiments. Each experiment comprised of sending ICMP pings at the
rate of 10 pings per second between a pair of T3.medium instances placed at appropriate
locations in AWS from Nov. 22, 2018 till Mar. 1, 2019 (a 100-day period). We will discuss
instance placements shortly. During each experiment, we recorded the time stamp, IP
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address, session ID, and sequence number of each ping request packet arriving at the
receiver and each ping response packet arriving back at the sender. To eliminate any
delays that the operating system could introduce in copying packets between kernel and
user spaces, we used Berkeley packet filter (BPF) [24] to capture the packets inside the
kernel. Our experiments collectively resulted in a data set of 20 billion ping packets,
which we analyze in this report.

Next, we describe the locations where we placed our T3.medium instances to conduct
our experiments at the three hierarchical levels of AWS, i.e., intra-AZ, inter-AZ, and
inter-region. At the time of our experiments, AWS had 47 AZs distributed across 15
regions, mentioned in Table 2.1.

Table 2.1: Regions and AZs of AWS
Reg. Location Abbrv. Reg. Name #AZs Deployment AZ
R1 Central (Montreal) CNT ca-central-1 2 ca-central-1b
R2 Sao Paulo SAP sa-east-1 3 sa-east-1a
R3 North Virginia NVR us-east-1 6 us-east-1a to f
R4 Ohio OHO us-east-2 3 us-east-2a
R5 North California NCL us-west-1 2 us-west-1c
R6 Oregon ORG us-west-2 4 us-west-2a
R7 Frankfurt FRK eu-central-1 3 eu-central-1a to c
R8 Ireland IRL eu-west-1 3 eu-west-1c
R9 London LND eu-west-2 3 eu-west-2a
R10 Paris PRS eu-west-3 3 eu-west-3a
R11 Tokyo TKY ap-northeast-1 3 ap-northeast-1d
R12 Seoul SEO ap-northeast-2 3 ap-northeast-2c
R13 Mumbai MUM ap-south-1 3 ap-south-1a
R14 Singapore SNG ap-southeast-1 3 ap-southeast-1a to c
R15 Sydney SYD ap-southeast-2 3 ap-southeast-2a

Intra-AZ Experiments For these experiments, we chose five AZs in three regions:
us-east-1-a, us-east-1-b, us-east-1-c in North Virginia, eu-central-1-a in Frankfurt,
and ap-southeast-1-a in Singapore. The selection of multiple AZs in multiple regions
enabled us to study the variability in availability and latency inside the AZs within the
same region as well as across different regions. To conduct our intra-AZ experiments, in
each AZ, we instantiated two T3.medium instances, one acting as source and other as des-
tination, and placed them in the same virtual private cloud. The source and destination
instances in the same AZ send ping request and response packets, respectively, to each
other. As tenants have no control over deciding which physical server in the cloud will
the source and destination instances be placed, there is a likelihood that both instances
in an AZ might end up on same physical server. To mitigate this, in each AZ, we kept the
source instance always turned on but turned the destination instance on for one hour, off
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for the next hour, then on for the subsequent hour, off for an hour after that, and so on.
This usually results in the movement of the destination instance to a new server almost
every time it turns back on [25].

Inter-AZ Experiments For these experiments, we chose 21 AZ-pairs in three different
regions. In any AZ-pair, the two AZs lie in the same region, one AZ contains the source
instance while the other contains the destination instance. All instances used for inter-
AZ experiments stayed on and exchanged ICMP pings without a pause for all 100 days.
Table 2.2 lists our 21 AZ-pairs. As an example, the table entry d ! {e, f} under the
us-east-1 region represents two AZ-pairs: 1) d!e in which source instance is situated in
AZ us-east-1-d and destination in AZ us-east-1-e, and 2) d!f in which source and
destination instances are situated in AZs us-east-1-d and us-east-1-f, respectively.

Table 2.2: Inter-AZ source-destination pairs
us-east-1 (6 AZs) eu-central-1 (3 AZs) ap-southeast-1 (3 AZs)
a! {b, c, d, e, f} a! {b, c} a! {b, c}
b! {c, d, e, f} b! {c} b! {c}
c! {d, e, f}
d! {e, f}
e! {f}

Inter-Region Experiments For these experiments, we performed experiments across
all 210 pairs of regions (treating Ri!Rj and Rj!Ri as distinct, 15 regions) 15�14 = 210

region-pairs). For these experiments, we placed one T3. medium instance in each region
and kept the 15 resulting instances turned on for the 100 days. An instance in any region
Ri acted as the source instance for all region-pairs Ri !Rj and as the destination instance
for all pairs Rj !Ri, where j 6= i.

2.3.3 Measurement Metrics

Availability Availability in AWS is defined as the percentage of time a compute in-
stance can be remotely accessed [6]. With our rate of 10 pings/sec, every successful ping
amounts to 100ms of availability. On an hourly granularity, the loss of no more than 4,
36, and 360 pings out of the 36K pings sent per hour between a pair of instances would
satisfy the 99.99%, 99.9%, and 99% availability SLAs, respectively, between that pair of
instances. Similarly, on a daily granularity, the loss of no more than 87, 864, and 8.64K
pings out of the 864K pings, and on a monthly granularity, loss of no more than 2592,
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25.92K, and 259.2K pings out of the 25.92M pings would satisfy the 99.99%, 99.9%, and
99% availability SLAs, respectively. From our data set, we never observed violations of
95% availability SLA, and thus, do not study it.

.

Packet Loss We quantify packet losses using three metrics: packet loss ratio (PLR),
mean duration of loss events (�L), and average inter-arrival time of loss events (�L). A
loss event denotes the loss of one or more consecutive packets. Over any given period of
time, PLR equals the fraction of lost pings, �L quantifies how long did the loss events last
on average, and �L quantifies that on average, how long did the network deliver packets
without a loss.

Latency We quantify latency in terms of mean, standard deviation, and coefficient of
variation (ratio of standard deviation to mean [26]) of RTTs experienced by pings.

2.4 Availability Analysis

2.4.1 Analysis of Availability in AWS

In this section, we study the violations of availability SLAs in AWS. When presenting
our observations from intra-AZ and inter-AZ experiments, for brevity, we will refer to
regions us-east-1, eu-central-1, and ap-southeast-1 as us, eu, and ap, respectively,
shorten AZ name as us-a from us-east-1-a and refer to AZ-pairs as eu-{a!b}. For
inter-region experiments, we will refer to region-pairs using their location names, e.g.,
NVirginia!Frankfurt, to better convey the sense of their geographical locations.

2.4.2 Intra-AZ Availability

Aggregated SLA Violations

Fig. 2.1 shows the number of violations of 99.99%, 99.9%, and 99% availability SLAs at
monthly, daily, and hourly granularities over the 100 days. In any figure of this section,
if violations at any SLA level, time granularity, and/or AZ/AZ-pair/region-pair are not
shown, that means we did not observe any SLA violations in that case.

AWS delivered on its availability SLAs at monthly granularity very well in our intra-
AZ experiments. In fact, AWS did fairly well on all SLA levels at the daily granularity
as well. This is shown by Fig. 2.1, where we can see that at monthly granularity, AWS
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Figure 2.1: Intra-AZ availability SLA violations.

violated the 99.99% availability SLA twice in just one of the AZs and never violated the
99.9% and 99% SLAs in any AZ. Similarly, at the daily granularity, AWS never violated
the 99% SLA, violated the 99.9% SLA just once, and the 99.99% SLA no more than 7
times over the 100-day period in any AZ, except us-a, which experienced 29 violations.
While AWS demonstrated high availability at the monthly and daily granularities, hourly
SLA violations were more frequent, especially of the most coveted 99.99% SLA. We can
see in Fig. 2.1 that three of the five AZs experienced 100 or more violations, i.e., at least
one hourly violation per day on average.

Daily and Hourly Distributions of SLA Violations

The SLA violations were fairly uniformly spread across the 100-day period for all AZs
except us-a. This can be seen in Fig. 2.2, where we show what level of daily SLA violation
occurred on each day in each AZ. We observe from this figure that even for us-a, the
violations were uniformly spread during the first 75 days. However, after that, there is a
prolonged period until the end of our experiments where there is a violation of 99.99%
daily SLA almost every day. We further observed that the average length of each loss
event during this 25 day period was 5.8 seconds, which is over 38 times more compared
to 0.15 seconds that we observed during the first 75 days for this AZ. The date range
for these more frequent violations in us-a does not coincide with any major events/days,
such as Christmas. This leads one to infer that this is likely the result of an internal AWS
update.

We observed from our experiments that for all AZs, except us-a, the violations were
uniformly distributed across all hours of the day. This can be seen in Fig. 2.3, which
plots the distribution of the violations of the 99.99% hourly SLA at different hours of
the day over the 100-day period for each AZ. For us-a, we observed that more violations
occurred in later parts of the day and during the night.
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Figure 2.2: Intra-AZ SLA violations at daily granularity over the 100-day period.
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Figure 2.3: Distribution of 99.99% hourly SLA violations at different hours of the day
for intra-AZ experiments.

Packet Losses Underlying the SLA Violations

Next, we study the behavior of packet losses that cause these availability SLA violations.
We observed that although the number of hourly SLA violations were different in different
AZs, in all AZs except ap-a, whenever a loss event occured, on average, there were two
consecutive losses, as shown in Fig. 2.4. The loss events were more frequent in some AZs
compared to the others, which lead to the difference in the number of SLA violations in
different AZs. The AZ ap-a is particularly interesting because when observed in conjunc-
tion with Fig. 2.1, although it has the fewest availability violations, its average number
of consecutive drops is larger compared to the other AZs (4.54 vs. 2). This shows that
while there are fewer loss events in ap-a, the average duration of loss events is greater
compared to other AZs. Fig. 2.4 also lists the average duration after which a loss event
occurs in any AZ. Despite an hourly violation each day, we can see that even the smallest
average duration (us-a) is about 75 minutes, a large enough duration.
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Figure 2.4: Bars: Avg. # of consecutive packet losses across all loss events; Numbers in
1st row under x-axis: duration of the longest loss event in seconds; Numbers in 2nd row:
average duration between loss events in hours.

2.4.3 Inter-AZ Availability

Aggregated SLA Violations

We did not observe any violations of 99.9% and 99% monthly SLAs and of 99% daily
SLA in any inter-AZ experiment. We did observe one 99.99% monthly SLA violation each
in six AZ-pairs of the us region. However, the violations were significantly more for the
remaining SLA levels at the daily and hourly granularities. Fig. 2.5 shows the number
of violations of all SLA levels at all three granularities over the 100 days. We make four
important observations from this figure.

First, while intra-AZ deployments are highly available, inter-AZ deployments suffer
from non-trivial amounts of unavailability. By comparing Fig. 2.5 with Fig. 2.1, we calcu-
lated that, on average, the source-destination pairs in the inter-AZ experiments observed
140% and 128% more violations of 99.99% and 99.9% hourly availability SLAs, respec-
tively, compared to the source-destination pairs in the intra-AZ experiments. More than
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Figure 2.5: Inter-AZ availability SLA violations.
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Figure 2.6: SLA violations during inter-AZ experiments at daily granularity. The �rst
column on the left shows the percentage of all losses on each day of the longest block of
days with consecutive violations. The second column shows the percentage of all losses
on each of the remaining days.

half of the AZ-pairs experienced over 100 violations of the 99.99% hourly SLA over the

100-day period. In the worst case, the AZ-pairus-{a ! c} experienced as many as 844

violations of the 99.99% hourly SLA, which, on average, translates to a violation about

every three hours. Second, several AZ-pairs su�ered from the violations of even the 99%

hourly SLA, i.e., in some hours, the compute instances were unreachable for over 36

seconds per hour. Third, while the average violations in inter-AZ experiments are sig-

ni�cantly higher compared to intra-AZ experiments, each region still has some highly

available AZ-pairs, such asus-{e ! f} , eu-{b ! c} , and ap-{b ! c} in the us, eu, and

ap regions, respectively, each of which experienced less than 25 violations of the 99.99%

hourly SLA over the 100-day period. Fourth, on the aggregate, European and Asian re-

gions provided signi�cantly higher availability for inter-AZ deployments compared to US

regions. This is shown by the 2125% and 171% more average number of 99.99% hourly

SLA violations per AZ-pair in US regions compared to in European and in Asian regions,

respectively. In fact, at the daily granularity, the AZ-pairs in the eu region experienced

almost no violations of any SLA, while all AZ-pairs in theus region experienced the

violations of the 99.99% daily SLA.

Daily and Hourly Distributions of SLA Violations

Fig. 2.6 shows the level of daily SLA violation that occurred on each day for various

AZ-pairs. We make two observations from this �gure. First, in most AZ-pairs where one

of the AZs is us-a, we see frequent daily violations after 75 days into the experiment.

This is similar to what we saw for the AZus-a in Fig. 2.2, and demonstrates that this

AZ was unable to e�ectively uphold the 99.99% SLA on daily granularity. Second, when

SLA violations start appearing, they often occur for several consecutive days. We can
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Figure 2.7: Distribution of 99.99% hourly SLA violations at di�erent hours of the day
for inter-AZ experiments.

see in Fig. 2.6 that while the daily violations are fairly uniformly spread across 100 days

in almost half of the AZ-pairs, in the other half of the AZ-pairs there are blocks of at

least four consecutive days with daily violations. The average duration of loss events

during the longest consecutive day block of any AZ-pair was anywhere from 1.71 to 24.9

times larger compared to the average duration of loss events on the remaining days in

that AZ-pair. This shows that when SLA violations persist for several days in a row, the

individual loss events are signi�cantly more worse compared to the loss events on routine

days.

For all AZ-pairs, except when one of the AZs in the pairs wasus-a, the violations

were fairly uniformly distributed across all hours of the day. However, similar to what we

saw in Fig. 2.3, whenever one of the AZs wasus-a, the violations were signi�cantly more

during the later parts of the day. Fig. 2.7 shows the distribution of the hours in which

hourly violations of 99.99% availability SLA occurred for the AZ-pairs where one of the

AZ was us-a. We do not show the distributions for the remaining AZ-pairs due to space

limitation and because they all followed a fairly uniform distribution over all hours.

Packet Losses Underlying the SLA Violations

Fig. 2.8 shows the number of consecutive losses averaged across all loss events for each

AZ-pair. We observe that while the number of hourly SLA violations are di�erent across

di�erent AZ-pairs, in all AZ-pairs, except us-{e ! f} , on average, there are about two

consecutive losses. The AZ-pairus-{e ! f} has the fewest number of violations of the

99.99% hourly SLA, yet it has the largest number of consecutive drops during loss events.

While the average numbers of consecutive losses in the intra-AZ and inter-AZ experiments

were approximately the same, in the inter-AZ experiments, there were several long loss

17



Figure 2.8: Number of consecutive packet losses averaged across all loss events over 100
days

events. Table 2.3 lists the duration of the longest loss event and the average duration be-

tween loss events for each AZ-pair. On comparing Table 2.3 with Fig. 2.4, we observe that

the longest loss events across di�erent AZs in the intra-AZ experiments lasted between

0.3 to 8.3 seconds, whereas in the inter-AZ experiments, the longest loss events across

di�erent AZ-pairs lasted in the range of 2.2 to 29.2 seconds. Similarly, in comparison

with intra-AZ experiments, where the smallest average duration between loss events was

75 minutes, in inter-AZ experiments, the smallest average duration is just a little over 10

minutes.

Table 2.3: Duration of the longest loss event (TL ) and the average duration between loss
events� for each AZ-pair.

AZ-pair T L (sec) � (hours) AZ-pair T L (sec) � (hours)
us-a! b 16.1 0.33 us-a! c 29.2 0.18
us-a! d 20.4 0.36 us-a! e 20.2 0.65
us-a! f 19.5 0.39 us-b! c 16.6 0.4
us-b! d 11.5 2.03 us-b! e 14.9 2.29
us-b! f 8.6 1.04 us-c ! d 12.6 0.59
us-c ! e 17.0 0.64 us-c ! f 15.0 0.61
us-d! e 19.8 0.61 us-d! f 9.8 2.08
us-e! f 16.6 12.96 eu-a! b 7.7 3.31
eu-a! c 7.8 4.23 eu-b! c 2.2 10.28
ap-a! b 8.3 1.5 ap-a! c 5.1 1.37
ap-b! c 3.9 5.62
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2.4.4 Inter-Region Availability

Aggregated SLA Violations

Figs. 2.9(a) and 2.9(b) show violations at daily and hourly granularities, respectively, of

the 99.9% SLA. We do not show �gures for 99.99% SLA because they are too frequent

and of 99% because they are too few. The observations we make for the 99.9% SLA

violations best enable us to study and compare di�erent region-pairs.

Monthly Granularity Unlike intra-AZ and inter-AZ experiments, where we observed

that AWS seldom violated the 99.99% availability SLA at the monthly granularity, in

inter-region experiments, we observed that the 99.99% SLA was violated in each of the

three months for each of the 210 region-pairs. Violations of the 99.9% SLA were fewer:

only the region-pairs where one of the regions was Sao Paulo, North Virginia, or Mumbai

experienced violations in two or more months out of the three months. We did not observe

any violations of the 99% SLA at monthly granularity in any region-pair.

Daily Granularity Each region-pair experienced the violation of 99.99% daily SLA

each day. In comparison, inter-AZ experiments only experienced 12.52% violations across

all AZ-pairs over the same experiment period. The violations of 99.9% and 99% SLA

were also signi�cantly more in the inter-region experiments compared to the inter-AZ

experiments. We can also see from Fig. 2.9a that whenever Mumbai was source, there

was a 99.9% SLA violation each day. Leaving region-pairs with Mumbai as source out,

across all remaining pairs, we observed that, on average, region-pairs experienced daily

violations of the 99.9% and 99% SLAs on 6.97% and 0.26% of the days, respectively. In

comparison, we observed daily violations of the 99.9% and 99% SLAs during inter-AZ

experiments on only 0.24% and 0% of the days, respectively.

Hourly Granularity At the hourly granularity, violations were rampant. For the

99.99% granularity, each region-pair experienced violations in at least 93.7% of all hours.

For the 99.9% SLA, leaving region-pairs with Mumbai as source out, on average, region-

pairs experienced hourly violations in 6.9% of the hours. In comparison with inter-AZ

experiments, we observed hourly violations of the 99.99% and 99.9% SLAs during inter-

AZ experiments in 11% and 0.53% of all hours, respectively. Mumabi as source still turned

out to be an exception, experiencing 99.9% SLA violations, on average, in 99% of the

hours. For the 99% hourly SLA, we experienced almost no violations. Except for region-

pairs NVirginia-Mumbai and Mumbai-NVirginia , which experienced 99% hourly SLA
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Figure 2.9: (a) Daily, (b) Hourly. Inter-region violations of 99.9% SLA at daily and
hourly granularities.

violations in 2.04% and 1.91% hours, respectively, for all other region-pairs, violations

were mostlyzero.

Region-wise Analysis

Next, we delve further into the performance of di�erent regions. Fig. 2.10 plots, as blue

(green) bars, the percentage of days on which any given region operating as a source

(destination) experienced violations of 99.9% daily SLA, averaged across all 14 of its

destination (source) regions. The number above any bar shows the coe�cient of variation,

cv, calculated from the 14 values, of which, the bar represents the average. We observe

from this �gure that more than half of the regions, when acting as sources, experienced

daily violations in more than 5% of the days, a non-negligible percentage. We further

observe that three regions,Sao Paulo, NVirginia , and Mumbai, had remarkably large

number violations. Such high percentage inNVirginia is particularly concerning given

that it is the largest region of AWS. The cv values in Fig. 2.10 are greater than one

for over half of all the regions, which shows that for any given region, the percentage

of days on which the region experienced SLA violations was quite di�erent for di�erent

destination regions.

The green bars in Fig. 2.10 show that the percentage of days on which most regions

experienced violations as destinations were a lot more compared to as source regions.

This is because of the large number of violations introduced byMumbai, Sao Paulo,

and NVirginia as source regions, which are distributed across all destinations. While

Mumbaiintroduced a lot of violations as source, the number of violations it experienced

as destination is similar to most other regions. On the contrary,Sao Paulohad a large

number of violations even as a destination. These observations show that when violations
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Figure 2.10: Percentage of days on which each region experienced 99.9% daily SLA
violations averaged across all 14 destinations.
occur, it is not always the fault of the source region; the violations could just as well be

due to the destination regions.

Impact of the Number of Hops

As the number of hops between source and destination regions increases, the SLA viola-

tions also increase. Fig. 2.11 shows the percentage of days (for �ve representative source

regions) on which the violations of 99.9% daily SLA occurred, plotted against the number

of hops (calculated usingtraceroute [27]) between the source and its 14 destinations.

Fig. 2.11 also includes the best �t linear regression line for each source. We can see that

for all regions, the slope of the line is positive, which indicates that on the aggregate, as

the number of hops between source and destination regions increases, the SLA violations

increase. We note, however, that this is an aggregate trend; there are cases where the

increase in the number of hops does not necessarily proportionately increases the number

of SLA violations.

Figure 2.11: Percentage of days on which violations of 99.9% daily SLA occurred with
respect to the number of hops between the source and its 14 destinations.
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Daily and Hourly Distributions of SLA Violations

Due to the large number of region-pairs (210) and space constraints, we cannot plot a

�gure like Figs. 2.2 and 2.6 for all region-pairs. To check whether the violations were

uniformly distributed across all days or not, for each region-pair, we �rst identi�ed the

days that had 99.9% daily SLA violations, and then applied� 2 goodness-of-�t test to

determine how uniformly were those days distributed over the 100-day period. Fig. 2.12

shows the CDF of the 210� 2-values corresponding to the 210 region-pairs. To perform the

� 2-test, we divided the 100 days into 20 blocks of 5 days each, and counted the frequency

of violations in each block. With degree of freedom of 19 (because there are 20 blocks)

and the signi�cance level of� = 5%, � 2-critical = 30.144 [28]. Any� 2-value less than

than 30.144 would indicate that the days with violations were uniformly distributed.

We observe from Fig. 2.12 that 88% of the� 2-values were< 30:144, i.e., for 185

out of the 210 pairs, the violations were fairly uniformly distributed across days. For

the remaining 25 pairs, we studied the patterns in daily violations and observed that

for 11 of these 25 pairs, there was at least one cluster of 4 consecutive violation days.

Other than the pairs whereMumbaior NVirginia were the source orSao Paulowas the

source or destination, the top three pairs wereLondon� Oregon, Central � NVirginia ,

and Oregon� Tokyo with 18, 11, and 9 consecutive violation days.

Regarding hourly distribution, for all region-pairs, the violations were fairly uniformly

distributed across all hours.

Packet Losses Underlying the SLA Violations

On average, region-pairs experienced anywhere from 2 to 4 consecutive packet drops.

This can be seen in Fig. 2.13, where we have plotted the CDF of the average number

of consecutive packet drops across all region-pairs. The top 10 longest loss events in

di�erent region-pairs lasted between 16 and 108 minutes (not plotted in any �gures). In

Figure 2.12: CDF of� 2-values for the 210
region-pairs.

Figure 2.13: CDF of average consecutive
drops in 210 region-pairs.
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Figure 2.14: Region-pairs with high hourly losses on di�erent days.

comparison, recall from Table 2.3 that the longest loss event among AZ-pairs lasted for

29.2 seconds. Similarly, the average duration between loss events was 31.2 seconds, which

is 19 times worse than the 10 minutes in inter-AZ experiments.

We further observed that for several regions and region-pairs, there were time win-

dows during which an unusually large number of packet losses occurred. For example,

with NVirginia as source, for any of its 14 destination regions, it experienced anywhere

between 20.8% to 34.9% of all its losses with that destination during the short span of

the �rst 10 days of December. As another example, theLondon-Seoul region-pair ex-

perienced 14.5% of all its losses in a 2-hour window from 6pm to 8pm on Feb 28, 2019.

These losses constituted an unavailability of 15.7 minutes in the 2-hour window. There

are numerous other such examples, of which, Table 2.4 lists several. Fig. 2.14 further

shows several loss events for various region-pairs where more than 5% of total packet

losses were observed during a 1-hour window. Over a 100-day period, one hour only con-

stitutes 0.042% of the total time. Observing more than 5% of all losses in just 0.042% of

the total time signi�es major events of inter-region unavailability.

Table 2.4: Examples of unusually high loss events.
Source Regions Day(s) % of All Losses
North Virginia Dec. 1 till 10 20.8 to 34.9
Frankfurt Dec. 11 4.7 to 6.8
Singapore Dec 21, 2018 till Jan. 1, 2019 13 to 21.6
Sao Paulo Dec. 14 and 15 2.9 to 9
Region-pairs Day Hours (GMT) % of All Losses
London ! Seoul Feb. 28, 2019 6pm to 8pm 14.5
Seoul! London
Oregon ! Ireland Jan. 21, 2019 6pm to 7pm 12.7
Ireland ! Oregon
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2.5 Latency Analysis

2.5.1 Analysis of Latency in AWS

In this section, we study the latency observed during the intra-AZ, inter-AZ, and inter-

region experiments.

2.5.2 Intra-AZ Latency

Aggregated Observations

The round trip times (RTTs) experienced by pings during the intra-AZ experiments were

small. The average RTT during any intra-AZ experiment did not exceed 500� s. While

500� s is small, AWS most likely throttles tenant's tra�c because several recent studies

from the perspective of providers have shown that inside the modern data centers, the

RTTs are often under 100� s [29].

While the average RTTs were small, the variation in average RTTs across AZs was

large. Fig. 2.15 shows the means and boxplot of RTTs measured during the intra-AZ

experiment in each AZ. The maximum di�erence between average RTTs was observed

between AZsus-a and ap-a, where ap-a had 83.7% longer average RTT compared to

us-a. This observation is particularly interesting considering that the AZus-a had the

largest number of SLA violations andap-a had the smallest, as we saw in Fig. 2.1 This

shows that lower availability in an AZ does not necessarily translate to higher latency in

that AZ.

RTTs in intra-AZ experiments had the long-tail behavior. Fig. 2.15 also shows the

95th and 99.9th percentile RTTs in each AZ. The di�erence between the 99.9th percentile

value and median for any AZ is much larger compared to the di�erence between the

95th percentile value and median for that AZ, which demonstrates the long-tail behavior.

This means that the majority of observed RTTs in any given intra-AZ experiment were

similar, with some outliers causing the long tail.

Temporal Observations

AZs mostly exhibited fairly stable RTTs throughout the 100-day period. Fig. 2.16 shows

the daily mean RTT (DMR) observed during the intra-AZ experiments over the 100

days. We observe from this �gure that despite its large number of availability violations,

us-a provided very stable DMR values throughout the 100-day period. Exceptap-a, the

DMR values during the intra-AZ experiment in any AZ usually lied in a narrow range

24



Figure 2.15: Boxplots, mean, 95, and 99.9
percentile of RTTs for all AZs. Plotted
items are color-matched with the color of
the y-axis they follow. Figure 2.16: Daily mean RTTs in all AZs.

of � � 50� s around the mean. The AZap-a is unique: its DMR values were out of the

vertical scope of Fig. 2.16 due to very high RTT values (about 1.4ms) during the �rst

nine days of the experiment. This is the reason behind the value of average RTT ofap-a

being signi�cantly larger compared to its median RTT in Fig. 2.15. After the �rst 9 days,

however,ap-a exhibited very stable DMR values.

Figure 2.17: (a)us-a, (b) eu-a. Intra-AZ mean-adjusted average hourly RTT, averaged
over the 100-day period.

Some AZs exhibited diurnal latency patterns while others did not. This can be seen

in Fig. 2.17, where we show the average RTT observed in each hour during the inter-AZ

experiment in us-a and eu-a, respectively, over the 100-day period. We do not show

�gures for the remaining AZs due to similarity of observations and space constraints. As

the DMRs were di�erent on di�erent days, before calculating the average RTT for any

hour, from the RTT values observed in that hour on any given day, we �rst subtracted

the DMR of that day. This subtraction did the necessary adjustment to cater for the

di�erences in DMR on di�erent days. We can see from Fig. 2.17a that inus-a, the mean-

adjusted RTTs were almost similar for all hours. Contrary to that, from Fig. 2.17b, we

see the presence of a diurnal pattern ineu-a, with RTTs increasing from about 6am till
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midnight and then dropping.

2.5.3 Inter-AZ Latency

Aggregated Observations

Fig. 2.18 shows the boxplots of RTTs as well as the mean, 95th , and 99.9th percentile

RTTs for all AZ-pairs. We make six observations from this �gure.

Figure 2.18: Boxplots, mean, 95, and 99.9 percentile of RTTs for AZ-pairs. Plotted items
are color-matched with the color of the y-axis they follow.

First, the average RTTs during the inter-AZ experiments were< 1.2ms for any AZ-

pair. The RTTs in inter-AZ experiments were greater than the RTTs in intra-AZ exper-

iments by 147%, 152%, and 114% for theus, eu, and ap regions, respectively. Second,

di�erent AZ-pairs, even within the same region, had very di�erent average RTTs. This

is interesting given that the source and destination instances in any AZ-pair were always

two hops apart (measured usingtraceroute ). Third, the RTTs in inter-AZ experiments

also showed the long-tailed behavior. Fourth, the AZs in theeu region showed more

consistent average RTTs across its AZ-pairs compared to theus and ap regions. The

eu region also had some of the lowest SLA violations. This makeseu one of the most

desirable AWS regions. Fifth, the RTT variations from the mean were quite di�erent

for di�erent AZ-pairs within the same region. For example, the interquartile range of

us-{a ! b} is 49� s, where as that ofus-{a ! f} is 176� s. Sixth, on comparing Fig. 2.18

with Fig. 2.5, we observe that the average RTTs of AZ-pairs are not correlated with SLA

violations.
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Temporal Observations

The staibility of RTTs widely varied across di�erent AZ-pairs over the 100-day period.

Fig. 2.19 shows the DMR for six AZ-pairs, three with most stable RTTs (smallestcv) and

three with least stable RTTs (largestcv). The lack of stability in DMRs of AZ-pairs arises

Figure 2.19: DMRs of selected AZ-pairs.

due to several di�erent patterns. In some AZ-pairs, such asus-{b ! c} , there are long

periods spanning several days where RTT stays very stable before jumping to a di�erent

level. In some other AZ-pairs, such asus-{c ! d} , the DMR just varies randomly across

di�erent days.

The AZ-pairs in the us region did not have any hourly diurnal patterns in RTT,

while the AZ-pairs in both eu and ap regions did. This can be seen in Fig. 2.20, where

we show the mean-adjusted hourly RTT averages of three representative AZ-pairs. We

further see from Figs. 2.20(b) and 2.20(c) that the diurnal pattern was more pronounced

between European AZ-pairs compared to the AZ-pairs in Asia Paci�c region. We made

this observation for all AZ-pairs ofeu and ap regions.
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Figure 2.20: (a) us-{b ! f} , (b) eu-{b ! c} , (c) ap-{a ! b} . Inter-AZ mean-adjusted
avg. hourly RTT, averaged over 100 days.

2.5.4 Inter-Region Latency

Aggregate Observations

Fig. 2.21 shows average RTTs between all region-pairs. The vertical axis shows the source

regions and the horizontal axis shows the destination regions. We see from this �gure that

the RTTs are symmetrical across the diagonal. This is expected because the ping request

and ping response take the same route irrespective of whether they complete the round

trip as Ri ! Rj ! Ri or as Rj ! Ri ! Rj , as long as the two paths were traversed at almost

the same time.

Figure 2.21: Average RTTs between all region-pairs in milliseconds.

We observed from our experiments that as the distance between region-pairs increased,

the average RTTs increased. This can be seen in Fig. 2.22, where for �ve selected regions,

we show the average RTT of each region with its 14 destination regions with respect to

the distance between region-pairs. We can see that the slope of the linear regression line

28



Figure 2.22: Average RTTs between source regions and their corresponding 14 destina-
tion regions w.r.t distance between the source and destination regions.

Figure 2.23: Daily mean RTTs between selected region-pairs.

for each of the �ve source regions is positive, and the regression line overlaps with the data

points very well. In North America, compared to the west coast regions, the regions on

the east coast have 69% smaller average RTTs to European regions. As another example,

di�erent European regions have 49% to 108% larger RTTs to the regions in East Asia

compared to the regions in South Asia. We also observed increase in RTT with increase

in the the number of hops between region-pairs. However, the mean squared error of the

regression lines was greater with hops compared to with distance.

Temporal Observations

The DMR of some region-pairs showed very small variations while others showed large

variations. The variations in the DMR time-series of region-pairs with large variations
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were not random, rather they were mostly sustained jumps in RTT values. Fig. 2.23 shows

the DMR for seven representative region-pairs. An interesting observation that we make

from this �gure is that the jumps in RTTs were often not isolated to a single region-pair,

rather several region-pairs with very di�erent source and destination regions experienced

correlated jumps. For example, RTT jumps inTokyo-Mumbai, Central-Signapore , and

Frankfurt-Seoul region-pairs occurred on same dates. These jumps are mostly promi-

nent in the �rst 50 days, from Nov. 22 till the second week of Jan. that included Christmas

and New Year. We did not observe such jumps in intra-AZ and inter-AZ deployments,

where cloud providers have better control over tra�c load balancing. In inter-region de-

ployments, as soon as the cloud o�oads the tra�c from its network to ISP networks, it

looses control over it and can su�er performance penalty. This observation shows that

WAN is a�ected by the increased network load during holiday season, which in turn

impacts the inter-region latency of clouds.

2.6 Discussion

2.6.1 What Goes for AWS

While we argue that public clouds should provide �ne-grained availability SLAs, AWS

performed fairly well at upholding the monthly availability SLAs that it provides. While

violations of monthly SLA in inter-region deployments were more frequent, tenant appli-

cations require frequent communication mostly at the intra-AZ and inter-AZ level, where

AWS only infrequently violated the monthly SLAs. An important feature that clouds en-

able is on-demand scalability. From the networking perspective, AWS seems to have done

very well at that at the intra-AZ and inter-AZ levels because we did not see any spikes in

latencies or unavailability on Christmas, Thanksgiving, Cyber Monday, and New Years,

where online shopping activity is at its peak.

2.6.2 Availability and Latency

An important observation that we made from our experiments was that at all three levels

of cloud hierarchy, there is no signi�cant correlation between availability and latency.

This is useful information because an AZ that may not be best suited for an availability

sensitive application, such as e-commerce, may still be well-suited for a latency sensitive

application, such as live streaming and cloud gaming. We also observed that except for

some countable AZs, the availability does not follow a diurnal pattern, but in many

AZs latency does. This means that tenants with availability sensitive workloads do not
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have to consider the time of day when their workloads are executed. However, tenants

whose applications are sensitive to latency may need to migrate their VMs across AZs at

di�erent times of day to keep latency in a desired range, if the application implementation

is amenable to migrations.

2.6.3 Blind Deployments

When deploying their applications, tenants usually pick regions more carefully keeping

in consideration the geographical locations of their target customers/peers. However, the

choice of AZ within the chosen region is usually random due to the common misconception

that all AZs within a region provide nearly identical performance. We have seen in this

report that this is not true. There is a remarkable di�erence in availability and latency

across AZs. If a tenant does not look at past performance of availability and latency,

then the choice of wrong AZs could cause the performance of their application to su�er

immensely. This is di�cult to achieve though because as we mentioned earlier, clouds

do not yet expose past performance of SLAs or latency to tenants. Towards the end of

section, we will discuss a bit more about the need for such measurements periodically.

2.6.4 Single-AZ vs. Multi-AZ Deployments

A common approach that tenants use to make their deployments reliable and fault-

tolerant is multi-AZ deployment. This is reasonable to handle physical failures that could

take an AZ completely o�ine. However, such catastrophic incidents are rather rare, and

cloud providers, especially the larger ones, have su�cient safeguards in place to deal with

them expediently. Given that, we argue that multi-AZ deployments actually hurt network

bound high-performance computing tasks because we have seen up to 140% and 139%

average increase in unavailability and latency, respectively, when going from intra-AZ

to inter-AZ deployments. Such tenant applications would fare better by operating in a

single AZ and enjoying the monthly SLAs even at the daily and often hourly granularities

as well, which is not the case for inter-AZ deployments. For the applications that must

have inter-AZ deployments, the tenants should not go for blind choice of AZ-pairs, rather

should choose AZ-pairs based on their performance in recent past. We discussed in Secs.

2.4.3 and 2.5.3 that there are AZ-pairs, such asus-{b ! f} and eu-{b ! c} that achieve

availability and latency that are fairly close to intra-AZ availability and latency.
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2.6.5 Inter-Region Deployments

Some tenants have to deploy their applications in multiple regions to achieve geographic

coverage and to satisfy regional data-compliance requirements [30]. Not all regions per-

form as well as others. Closer regions have less violations of availability SLAs and lower

latencies compared to regions that are farther apart. If a tenant has the �exibility to

choose the regions, they should prefer regions that are close by. We have seen in the

report that in most locations throughout the world, one can �nd nearby regions with

high availability and low DMR variations.

2.6.6 Tenant Application Development

We have seen that AZ/region-pairs can have sustained increases in unavailabilities and

latencies. A tenant would be better o� to move to a di�erent AZ/region-pair with bet-

ter availability and latency at the time. Unfortunately, it may not be as straightforward

to shut VM(s) in one AZ and migrate to another without causing signi�cant disrup-

tions. Thus, there is a need to develop programming models for cloud tenants that lend

themselves for easy migrations across compute instances. Serverless computing, such as

AWS Lambda [31], could provide an interesting alternative. With this computing model,

tenants can choose the AZ at runtime where they want to execute a piece of code. A

measurement study of serverless computing is an interesting future work that will provide

a visibility into the tradeo�s between dedicated VMs and serverless executions.

2.6.7 Periodic Third Party Studies

We have kept the discussion above generic and have tried to highlight mostly those

observation that, on the aggregate, will potentially hold for a while.We have often avoided

listing names of speci�c AZs because the availability of individual AZs could vary quite

a bit. There is a need for periodic execution of the study that we have presented in this

report, not just for AWS but also for other large public clouds, such as Google Cloud

[32], Microsoft Azure [33], and IBM Cloud [34]. Unfortunately, we cannot conduct such

a study periodically and for all clouds due to the large cost. Our study of AWS costed�

USD 10,000.

Such studies would be most useful when performed by independent 3rd parties, who

could then sell the results to recuperate the costs. The method of measurements and

analysis presented in this report can serve as a guide to conduct these studies periodically.

We note that such studies are not harmful to cloud providers. We have seen that some
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AZs may not be doing very well at one metric, but they did very well at others (e.g.,

recall high unavailability but low latency in us-a). And if there indeed are AZs that have

issues with multiple metrics, the cloud provider would learn from such studies and bring

necessary �xes to improve the tenant-experience by making cloud infrastructure more

competitive, a win for everyone.

2.7 Conclusions

In this report, we conducted an in-depth study of the availability and latency in AWS

at all three levels of its hierarchy over a period of 100 days. We show that while the

availability SLAs that AWS provides on monthly granularity usually hold, the availabil-

ity was frequently below 99.99% at hourly and daily granularities. We have presented

several observations about the distributions of availability SLA violations, the properties

of packet losses that cause these violations, and how these violations di�er across cloud

hierarchical levels. We have also analyzed aggregate latency trends in AWS and how la-

tency changed over time and across geographical locations. We have further discussed the

implications of our observations and highlighted the need for a third party solution that

should periodically conduct the study presented in this report to help tenants avoid blind

deployments and to make informed decisions about deploying applications in cloud.
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Chapter 3

Dissecting Cloud Gaming Performance

with DECAF

3.1 Introduction

The past few years have witnessed signi�cant growth in Cloud Gaming with the cumula-

tive market poised to surpass the billion dollar mark in 2021 [35, 36]. As such, a number of

large Internet organizations including Amazon, Facebook, Google, Microsoft, and Nvidia

have all built and launched their own cloud gaming platforms, over the last two years, to

tap into this growing market [37, 38, 39, 40, 41].

This recent trend behooves upon the broader research community to systematically

analyze these cloud gaming platforms to not only obtain visibility into them but to also

analyze them as large scale Internet systems. By analyzing and answering questions about

the performance of these platforms, researchers can provide an outside view to identify

impediments to better user experience, as well as, point out operational ine�ciencies to

help improve these systems. Furthermore, this outside view is also important to end users

who are frequently interested in knowing which gaming platform is likely to provide them

with the best gaming experience.

3.1.1 Architecture Overview

At a high level, cloud gaming platforms work by situating game processing logic in cloud

servers. These cloud servers receive user commands from client devices and process these

commands to generate the resultant game scene. This game scene is then transmitted to

the client device as a video stream over the Internet, where it is decoded and rendered

for display. While this architecture presents bene�ts of device independence and access
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to a large online game libraryetc., it results in two key challenges. First, it introduces

a delay that can hamper the user experience. Second, given that the game is streamed

over the Internet, the performance of the Internet path between the client and the server

starts playing a role in determining user experience, given that throughput performance

over the Internet is often highly variable [42].

3.1.2 Limitations of Existing Methodologies

While these challenges are well known, there is a dearth of systematic measurement

methodologies through which the performance of cloud gaming platforms can be analyzed

to determine their performance, in the face of these challenges. Unfortunately, existing

approaches and benchmarking techniques fall short on various accounts. A notable stream

of work on building measurement methodologies, including contributions from ITU-T, is

based on user QoE (quality of experience) modeling [43, 44, 45, 46]. These approaches

work by combining various measures of streaming quality, network performance and

network delay in a linear combination to achieve a singular QoE value. While these

models are a good initial step, they su�er from a number of shortcomings including: (i)

lack of generality, as it is unclear whether a given model can be applied across di�erent

games and genresetc., (ii) in measuring delay, these do not account for the time spent

by the server processing stack, which, as we show in this work, forms a much greater

fraction of the total round trip delay than the network RTT considered by these models,

and (iii) by clumping streaming quality, network performance, and delay in a singular

QoE value, the interpretability of results and insights about the underlying root causes

of performance di�erences becomes a challenging task.

In addition to these modeling approaches, one-o� studies and performance reports

analyzing di�erent game platforms are also published on user interest blogs. [47, 48, 49].

However, these reports are mostly point speci�c and do not generalize. These also rely

on manual data collection (if any), hence do not allow reproducibility or the ability to

be deployed at scale. Finally, these are limited in scope, for example, [48] only provides

insights in network latency and frame-rate that are reported by the platform's app itself,

and doesn't analyze the quality of delivered game stream.

3.1.3 Our Goal

To solve this problem, our goal in this work is to develop a measurement methodology

that allows comprehensive understanding and visibility into the performance of cloud

gaming across the two challenges faced by cloud games: (i) the total round trip delay
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(subsequently referred to as game delay) and (ii) video stream delivery performance.

Additionally, our goals also include developing a methodology that is general such that

it can be applied across a range of di�erent games and genres, cloud gaming platforms

and allows deployability through automation.

3.1.4 DECAF

As such, in this work we proposeDECAF1, which breaks the problem of understanding

performance of cloud gaming platforms in two parts. First, it focuses on dissecting the

game delay by using an automated game playing bot in conjunction with a supervised

deep learning visual detection engine. The automated bot conducts game play and peri-

odically executes a set of actions to generate game play recordings, which are then fed to

the deep learning engine which identi�es visual responses corresponding to the actions

invoked by the game bot. By time-stamping both action invocations and their visual

responses,DECAF calculates the game delay incurred. It then breaks down this game de-

lay into various components including network RTT, server processing delay, client-end

decoding and rendering. The second part ofDECAF's methodology focuses on measuring

the video stream performance of cloud gaming . Towards this, it subjects the underlying

network connection between the client and server to two di�erent impairments including

(i) constraining the available bandwidth and (ii) introducing packet losses. It then con-

ducts game play while recording a range of metrics such as bitrate, frame-rate, resolution

and game freezes.

3.1.5 Results

We next apply DECAF to three commercial cloud gaming platforms including Amazon

Luna, Google Stadia, and Nvidia's GeForce Now, and analyze the resulting data. Our

analysis uncovers a number of important �ndings. First, we show that across three dif-

ferent cloud gaming platforms, network RTT contributes relatively a smaller fraction of

the game delay, 73.54% of which is attributable to the processing time in the cloud. This

�nding challenges the conventional understanding and has implications for both game

platforms as well as standardization e�orts for performance benchmarking [43]. We also

uncover di�erences in video delivery strategies across di�erent platforms and show that

platforms qualitatively di�er in how video streams are delivered. Some platforms allow

large per-second �uctuations in average bitrate where the displayed bitrate can vary

by up to 9.5 Mbps between two consecutive seconds, whereas other platforms tend to

1DECAF : D issEcting Cloud gA ming perFormance
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keep bitrate �uctuations minimum. Furthermore, we �nd that cloud gaming platforms

do not consistently provide 1080p/60 frames per second streams across di�erent games,

even when the available bandwidth is 8-20� above a given platform's recommended set-

tings. Finally, by subjecting the network to a range of packet losses we show that cloud

gaming platforms often react poorly and exhibit performance cli�s where bitrate falls

dramatically with slight increase in packet loss. In particular, we observe that one pop-

ular cloud gaming platform defaults to lowest bitrate (decreasing bitrate from 22.5Mbps

to 3.4Mbps) when packet loss increases from 0.1% to 1%. These dramatic changes can

make the streaming experience susceptible to transient congestion events.

3.1.6 Key Contributions

To summarize, our work �lls an important gap in measuring and understanding the per-

formance of cloud gaming platforms. Our work has important implications for both game

platforms as well as for benchmarking techniques. In particular, we make the following

contributions:

ˆ We developDECAF, which is a general methodology to measure and dissect the game

delay and video stream performance of cloud gaming platforms across di�erent games

and genres. We have madeDECAF publicly available [50].

ˆ We apply DECAF to three commercial cloud gaming platforms and conduct a range of

experiments to analyze their performance. Moreover, we show thatDECAF is deploy-

able.

ˆ Our analysis uncovers a range of important �ndings: (i) showing that cloud processing

forms the largest component of game delay, (ii) cloud gaming platforms exhibit large

variations in bitrate delivery, (iii) cloud gaming platforms fail to deliver on their promise

of 1080p/60fps streams even when bandwidth is su�cient, and (iv) game platforms

often react poorly to packet losses, exhibiting performance cli�s where bitrate declines

sharply with a small increase in packet losses.

3.2 Background

3.2.1 Background and Motivation

Video games can be de�ned as rule based systems with well de�ned end goals or ob-

jectives. Users are presented with a set ofA�ordances and Actions to achieve the end
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goal. A�ordances [51] are visual cues which guide users that an object in the game can

be interacted with whereas actions are the set of �verbs" which de�ne what users can

do. Actions can be invoked through a set of supported commands and they manifest on

the screen as discernible visual changes [52]. For example, Fig. 3.1 shows a graphic from

the classic Dangerous Dave game where the character can shoot bullets. When the shoot

action is invoked, it manifests as a bullet which travels in the forward direction.

Figure 3.1: An example game action, its invocation, and manifestation.

Within the general framework described above, games can vary across a range of

dimensions. For instance, they may be set in a 2D or a 3D environment, or, they may be-

long to a certain gamegenresuch as Action, Adventure or Role Playingetc. Additionally,

they may be classi�ed as single player or multi-player games.

3.2.2 Emergence of Cloud Gaming

The very �rst video game with a visual display dates back to 1947, known as Cathode Ray

Amusement Tube, in which users scored by �ring at a target [53]. In 1977, Atari released

its �rst game console for home users with a joystick and interchangeable cartridges. This

ushered in the era of game consoles, which acquired great popularity over the ensuing

decades, and names such as Nintendo, Sega, and Xboxetc. became commonplace. With

advancements in computing power and graphics rendering capabilities, video games have

become increasingly complex and visually detailed. The rise of cloud computing in the

2000s then gave birth to cloud gaming, with the late 2000s witnessing the �rst commercial

online cloud gaming platforms such as OnLive [54] and Gaikai [55]. While the initial years

witnessed slower growth, cloud gaming greatly picked up momentum with the recent

years seeing a number of new entrants such as Amazon (publicly launched in year 2020),

Facebook (2020), Google (2019), Microsoft (2020), and Nvidia (2020), all releasing their

own commercial cloud gaming platforms [37, 38, 39, 40, 41]. As shown in Fig. 3.2, these

cloud gaming platforms operate by o�oading game processing logic to cloud servers,

whereas end-user devices execute a thin client. These thin clients obtain user commands
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through game controllers, keyboards or mouseetc., and send them to the cloud server.

Figure 3.2: High level cloud gaming architecture.

The cloud server executes the game engine and processes user commands to generate the

resulting game state. The game state along with its visual manifestation is then rendered

and encoded to a video. Finally, this video is streamed using an Internet protocol, such

as UDP, to the client, where it is decoded and rendered for display.

3.2.3 Quality of Experience Challenges

While cloud gaming o�ers several bene�ts including: (i) easy accessibility (ii) device

independence, and (iii) a large library of games [56], situating game logic in the cloud

poses two key challenges towards achieving high quality of experience (QoE). First, it

incurs round trip delay between the client and the game server, which involves time spent

on the wire as well as the processing time spent at the game server. This can manifest

as noticeable time lag between a user issuing a command and seeing the resultant visual

response on the screen. This delay is negatively correlated with the user's QoE [57, 43, 58].

Second, since game scenes are transmitted back to the client as a video stream over

the Internet, the visual quality of the game becomes subject to the performance of the

Internet path between the server and the client. As such, impairments on the path can lead

to degradation or �uctuation of video quality which is shown to be negatively correlated

with the user's QoE [59].

39



3.2.4 Importance of Comprehensive Analysis Methodologies

Given the momentum at which cloud gaming has continued its recent growth, their plat-

forms are likely to become major Internet systems alongside the likes of other multimedia

streaming systems such as on demand video streaming platforms [60, 61, 62]. As such,

cloud gaming platforms are not only important user-facing applications which deserve at-

tention, but can also become signi�cant drivers of aggregate Internet tra�c. Despite their

importance, there is a dearth of systematic methodologies to comprehensively analyze

cloud gaming platform performance and delivery characteristics. While standardization

bodies, such as ITU-T [43], have released models to measure performance, there is still

no consensus on a comprehensive methodology. These standardized QoE models [43, 44]

su�er from their own shortcomings, including (i) inability to generalize across di�erent

games and genres, (ii) being easily deployed and interpreted, and (iii) inadequate treat-

ment of factors of delay impacting user performance. Further, these models are opaque

so even when employed, provide little insight about the underlying phenomenon causing

a particular performance behavior.

As such, a measurement methodology which enables comprehensive analysis of cloud

gaming platforms is the need of the hour. It can provide greater understanding and visi-

bility into cloud gaming platforms as Internet systems which allows the broader research

community to innovate and point out shortcomings. It also allows the game platforms

themselves to compare and contrast themselves with competitors. This can allow game

platforms to learn from each other and adopt best practices. Hence, improving them-

selves, and more vitally, maintaining the Internet health, in general. Moreover, such a

methodology is also of signi�cant importance to end users who are faced with a range

of alternative options when it comes to selecting a game platform of choice � game plat-

forms overlap in game titles they support. Comprehensive measurement methodology can

provide clear comparisons, making it easier for users to determine where to spend their

money based on their QoE (quality of experience) preferences.

Motivated by this, our work is focused on developing a measurement and analysis

methodology for cloud gaming platforms which is (i) general; so it can be applied across

a range of games and genres, (ii) deployable; so it can be easily deployed by users or game

platforms themselves, (iii) extensible; so it can be easily extended over time to work with

new game platforms and genresetc., and (iv) insightful; providing deep insights about

the underlying factors resulting in a particular performance behavior. The next section

describes the design ofDECAF in detail.
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3.3 Measurement Methodology

In this section, we present the design ofDECAF, a tool for measuring delay and streaming

performance of cloud gaming. In designingDECAF, we break down the goal of dissecting

the cloud gaming platform performance in two parts. We �rst focus on understanding the

round trip game delay incurred due to the cloud based architecture and afterwards focus

on understanding the video delivery over the Internet (as shown in Fig. 3.2). Further, to

make the analysis concrete we useDECAF to conduct measurements on three commercial

gaming platforms including Google Stadia, Amazon Luna, and Nvidia GeForceNow.

Next we describeDECAF's methodology, focusing �rst on measuring round trip game

delay and then on measuring video stream performance. We discuss important metrics,

data collection technique and implementation.

3.3.1 Round Trip Game Delay

DECAF de�nes round trip game delay (subsequently referred to as Game Delay or GD)

as the time di�erence between a user invoking a game action and observing its response

manifest on the screen. De�ning delay in terms of action invocation and its visual response

more closely represents the e�ective delay experienced by an end-user as compared to

techniques that only consider the network RTT [43, 44]. However, while this de�nition of

game delay is intuitive, developing a methodology to measure it across di�erent games and

genres is quite challenging. This is because games di�er widely in terms of supported user

actions and their resultant visual manifestations. Therefore an approach that generalizes

across di�erent types of games requires a thoughtful design.

To tackle this challenge, we exploit the observation that while games de�ne their

own custom actions, for many of these actions, the visual response manifestations largely

remain the same throughout the game play. For instance, as Fig. 3.1 shows, user's invoca-

tion of �re manifests as the appearance of the bullet and this behavior remains consistent

throughout the game. While the background can change across di�erent invocations of

the �re action, the similarity in the visual response of the action (i.e. manifestation of

a bullet or its variant), motivates the usage of a machine learning technique which is

trained to detect a particular visual response.

3.3.2 Methodology to Measure Game Delay

DECAF measures the game delay by using supervised deep learning to train a model to

detect a given visual response corresponding to an action. It then uses an automated bot
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which plays a given game and periodically invokes a given action and logs the timestamp

of each invocation, denoted asA i . While playing the game, the bot continuously records

the screen at a high frame rate and overlays each frame with the timestamp at which it

was recorded.DECAF then uses the trained model in an o�ine mode to detect frames

which contain the given visual response and notes down the overlaid timestamp on the

frame, denoted asRi . Finally, it calculates the round trip game delay by subtracting

the action invocation timestamp from the visual response detection timestamp, which is

given by GD i = Ri � A i .

As can be noted above,DECAF's pipeline to measure game delay is automated and

consists of multiple parts including machine learning based visual response detection, a

game playing bot and o�ine processing for game delay computation. We next provide

details of these components.

Visual Response Detection

DECAF's Visual Response Detection uses supervised deep learning, requiring labeled

dataset for training. In this section, we describe its details including training dataset

generation, the internals of the model and its detection accuracy.

Training Dataset Generation . We generate the training data forDECAF by selecting a

range of di�erent games across di�erent genres. For each of these games we �rst identify

a good candidate action and its visual response which can be automatically detected.

We call this action and its visual response anActivation Pair . A good action is that

for which the visual response is expected immediately, such as the �ash of gun�re in a

�rst-person shooter game. Actions that manifest in a delayed or gradual fade-in manner,

such as menu pop-up, should not be used for activation pairs as they arti�cially in�ate

delay. Most games provide multiple good actions with immediate visual responses. Fig.

3.3 shows the activation pair for Far Cry5, which is a �rst person shooting game.

For each activation pair, we then generate training data by manually playing the

game while periodically invoking the action and continuously recording the screen using

FFmpeg [63]. The captured video frames from the screen recording are then manually

labelled, such that the �rst frame which contains the visual response corresponding to the

activation pair is marked asResponseframe, whereas the rest are markedNotResponse.

While this data generation requires manual e�ort, this is a one time cost that needs

to be paid similar to most other machine learning based systems where training data

is not freely available. Furthermore, as we discuss later in this section, our experience

with using DECAF suggests that the number of labelled frames required to obtain� 99%
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Figure 3.3: Activation pair for games Far Cry 5 and Crew and their corresponding
Responseand NotResponseframes.

detection accuracy across di�erent games is not more than 4000 (2000 each forResponse

and NotResponse). Thus, we generate 2000Responseand NotResponseframes each for

a total of 4000 labelled frames per game.

Model Details . DECAF uses convolutional neural network (CNN) consisting of three 2D

convolution layers, where each convolution layer is followed by MaxPooling2D. The �lters

used for the convolution layer are (16, 3), (32, 3) and (64, 3), whereas MaxPooling2D

was kept constant at (2, 2). The output of the above layers is converted to 1-D using

�attening. Afterwards, the data is passed through Dense(64) withrelu activation. Then,

a dropout layer is added that helps prevent over-�tting by randomly setting inputs tozero

at a speci�ed rate. It is followed by Dense(2) withsigmoid activation. We use categorical

cross-entropy loss function to compute the loss values. For optimization, Adam optimizer

is employed with a learning rate of 1e-3.

Training and Validation . To explore the highest accuracy achievable with the given

dataset, we trained each model by varying the dropout rate between 0.1, 0.2, 0.3 and set

batch size to 32. We trained each model for 10 epochs with 10-fold cross-validation. For

each fold,DECAF picks 9/10th of the frames for training and the remaining 1/10th of the

frames for validation. Furthermore, we also trained models with di�erent sizes of training

data, starting from 100 labelled frames up to 2000 labelled frames. Finally, to test the

prediction accuracy of the trained models, we use a separate dataset of 1000Response

and 1000NotResponseframes that were not used in the training process.

Tab. 3.1, presents the training and validation accuracy, precision, and recall of the

models that we trained for four di�erent games along with the prediction accuracy, pre-
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cision, and recall of each model evaluated on the test dataset.

Table 3.1: Training, validation, and prediction results for the deep-learning model. Pre-
diction accuracy, precision (Prec.), and recall above 99% is colored green. The model
was trained with dropout 0.1 while using data without augmentation. Values in col-
umn Frames, say 2000, represents that there were 2000Responseand 2000NotResponse
frames. We used shorthand notation for Accuracy (Acc.), Prediction (Pred.), Precision
(Prec.), Prediction Accuracy (PA), Response (R), and Not Response (NR).

Game
(Genre) Frames

Train
Acc.

Train
Prec.

Train
Recall

Valid
Acc.

Valid
Prec.

Valid
Recall

PA
(R)

PA
(NR)

Pred.
Prec.

Pred.
Recall

2000 0.972 0.966 0.922 0.987 0.981 0.943 99.777 99.4 0.994 0.998
1000 0.945 0.945 0.919 0.966 0.965 0.955 99.462 99.06 0.991 0.995

Far Cry
5

500 0.91 0.906 0.835 0.923 0.923 0.854 99.472 94.96 0.959 0.995

(FPShoot) 100 0.739 0.735 0.632 0.766 0.753 0.648 94.152 83.4 0.889 0.942
2000 0.996 0.994 0.965 1.0 1.0 0.977 100.0 100.0 1.0 1.0
1000 0.992 0.99 0.985 0.994 0.994 0.993 100.0 100.0 1.0 1.0

AC Val-
halla

500 0.975 0.969 0.976 0.985 0.985 0.985 99.99 99.94 0.999 1.0

(Act.Adv.) 100 0.919 0.903 0.901 0.954 0.94 0.945 99.9 96.897 0.971 0.999
2000 0.978 0.973 0.971 0.986 0.981 0.979 99.78 99.828 0.998 0.998
1000 0.954 0.948 0.903 0.963 0.962 0.919 98.82 99.442 0.994 0.988

Crew 500 0.927 0.926 0.916 0.946 0.946 0.937 97.09 97.404 0.975 0.971
(Racing) 100 0.832 0.815 0.837 0.851 0.825 0.862 92.37 90.882 0.915 0.924

2000 0.99 0.984 0.984 0.994 0.992 0.994 99.98 99.985 1.0 1.0
1000 0.982 0.98 0.928 0.997 0.993 0.94 99.78 99.864 0.999 0.998

Crew2 500 0.968 0.964 0.949 0.988 0.986 0.966 99.64 99.819 0.999 0.996
(Racing) 100 0.867 0.874 0.812 0.862 0.886 0.798 93.15 96.697 0.98 0.931

Most accurate models were achieved with using a dropout of 0.1 and a total training

data size of 4000 labelled frames (2000 each forResponseand NotResponse). Across

all four selected games, a total of 4000 frames were su�cient in achieving a detection

accuracy, precision, and recall of� 99% (green font), hence suggesting that across most

games, a training dataset consisting of 4000 labeled frames will be su�cient. Notice that

for Crew2 (Racing) and AC Valhalla (Action Adventure) even 500 labelled frames (each

for Responseand NotResponse) are enough. This is likely because the activation pairs for

both games consisted of visual responses which were very distinct and well distinguished

from the background. We also tried training the model with< 100 frames, however, we

found the detection performance to be unsatisfactory.

With the decrease in number of frames in training process, the prediction accuracy of

models becomes unsatisfactory. For less number of frames, model will over-�t for either

Responseor NotResponseframes in games where action manifestation may become

similar to the background of game due to intense lighting conditions. For example, Fig.

3.4a is anResponseframe with gun �re and Fig. 3.4b is NotResponseframe without a

gun �re. But, because of bright light and similarity of color of background with that of

�re, the model trained on small number of frames fails to predict them accurately. We

observed a similar case for racing game crew where a direct sunlight on the brake light

makes it di�cult to distinguish whether the brake light is on or o�. Thus for such games
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(a) FC5 Action (b) FC5 NoAction
Figure 3.4: Response and non-response frames of gun�re in Far Cry 5 that appears
similar to over-�tted deep-learning model.

whereResponseand NotResponseframes have high chance of appearing similar because

of diversity of game background, we recommend using higher number of frames in both

Responseand NotResponsedataset for training a model to achieve higher prediction

accuracy.

Automated Game Bot . To allow long duration game plays and automated data col-

lection, DECAF leverages a custom game bot to play a given game. The bot takes as

input the set of commands (key-presses, mouse clicksetc.) to invoke the action from the

game's activation pair and the time period at which the action should be invoked. It

then starts the game play and periodically invokes the action, recording the timestamp

on each action invocation. Across games, the period of action invocation used by the bot

is between 3 to 5 seconds. An action invocation, for which no response is received before

a subsequent invocation, is simply discarded fromDECAF's measurements. As discussed

in Ÿ3.3.2, we carefully constructed activation pairs by choosing those actions that have

immediate response manifestations. Thus, 3 seconds is a long enough interval to obtain

the visual response of a given action invocation. Finally, to generate background varia-

tions, we programmed the bot to move and turn such that it performs a full 360-degree

exploration of the game view.

While playing the game, the game bot continuously captures the screen using FFm-

peg [63] and overlays a timestamp on each recorded frame. For example, Fig. 3.5 shows

a Responseframe taken from Far Cry5, where a timestamp is appended on the top.

Further, to conform to Shannon's sampling theorem [64], the bot captures the screen at

twice the frame rate o�ered by the cloud gaming platform. In our experience, the high-

est frame rate observed across platforms was 60 frames per second (FPS), soDECAF's
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Figure 3.5: Responseframe of Far Cry5 with overlayed timestamp in(YYYY-MM-DD
hh:mm:ss.msec .frame#) format.

bot records the screen at a frame rate of 144 FPS2, which is well above 2� the highest

frame rate observed. At 144 FPS, each minute of game play generates 8640 frames. We

implement this bot in Python3 and it useswin32api and win32con libraries to emulate

mouse movements, clicks and keyboard key presses [65, 66].

O�ine Processing to Compute Game Delay . The frames captured by the game

bot as well as the timestamps at which actions were invoked are then processed in an

o�ine manner to calculate the round trip game delay. First, DECAF runs the trained

visual response detection model on each frame to classify the frames intoResponseand

NotResponseframes. After the classi�cation step,DECAF processes all theResponse

frames to extract the overlaid timestamp using pythonPIL library and pytesseract [67,

68].DECAF then takes the extracted frame timestamps and matches them with the times-

tamps at which actions were invoked by the bot. It calculates the game delay by subtract-

ing the action invocation timestamp from the timestamps extracted from theResponse

frame.

Given that multiple Responseframes can get captured over the course of a single re-

sponse manifestation,DECAF uses the earliestResponseframe which matches the action

invocation timestamp. Finally, since the accuracy of the models predicting theResponse

frames is not always 100%,DECAF truncates the top and bottom 0.5% of the game delay

values to conform to the 99% accuracy observed in the validation of the respective models

(see Tab. 3.1).

Components of Game Delay .

While GD represents the complete round trip game delay, it can be broken down into

2For this we used a standard monitor with a refresh rate of 144Hz
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time taken by individual components in the game delivery pipeline. These components

include (i) server-end processing delay, (ii) network delay, and (iii) client-end delay. The

client-end delay can be further broken down into the delay of various functions that

execute on the client. These include (a) jitter bu�er delay, which is the delay introduced

by the jitter bu�er that stores the incoming video frame packets and emits them after a

dynamically determined interval to ensure smooth playback, (b) decoding delay, which

represents the time taken by the client to decode a video frame, and (c) rendering delay

which represents the time taken by the client to render the frame on the screen.

We measure the client-end delays on a per-frame basis fromReceiveStatisticsProxy

module of Chromium (see 3.3.3 for details on Chromium instrumentation). To measure

the network delay, we use the in-band mechanism provided in the Chromium WebRTC

connection module. Once the connection is established with the remote server, the lo-

cal client sends periodic keep alive messages to the remote server. The module uses the

received acknowledgments to compute the network RTT. We did not use conventional

ICMP pings for network delay because Luna and GFN servers did not respond to ICMP

pings at all. While Stadia responded to pings, we refrained from using them due to the

risk of getting our IP blocked. After measuring the network delay and the client-end

delays, we subtract them from GD to obtain the server-end processing delay.

3.3.3 Video Stream Performance

A cloud gaming platform's Video Stream Performance can be broadly de�ned as the

ability to deliver a high quality of visual experience over an unreliable network. As

such, in this section, we concern ourselves with those metrics which are used to measure

video stream quality across di�erent multimedia streaming systems such as video bitrate,

stream freezes, frame-rate, resolution and bitrate variabilityetc. Typically, users prefer

higher bitrates and frame-rates and lower stream freezes and bitrate variability [69, 70].

Towards this, DECAF conducts speci�c experiments by introducing di�erent types of

network impairments which can be encountered in the wild between the client and the

server. The goal of analyzing video stream performance of cloud gaming platforms in

this manner is to understand a number of aspects including: (i) the ability to e�ciently

utilize the available network throughput, (ii) the ability to gracefully handle network

impairments to minimize their impact on the end user, and (iii) the degree of success in

satisfying user expectations to deliver streaming quality for the recommended network

settings. Furthermore, this analysis also helps identify challenges faced by cloud gaming

platforms today, hence opening the door for further research.
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Methodology to Measure Video Stream Performance

While network impairments in the wild can be due to a large number of factors, to

make the analysis tractable we consider two di�erent types of impairments including (i)

constrained network where achievable bandwidth is limited and (ii) congested network

where packets losses occur.

Bandwidth Constrained Network . To understand video stream performance under a

bandwidth constrained network, we throttle the available bandwidth to a range of levels

between 50Mbps and 5Mbps. We start with 50Mbps and use a step size of 2.5Mbps to

lower the bandwidth till 5Mbps giving us a total of 19 distinct bandwidth levels. At each

of these levels,DECAF plays a given game for a duration of 3 minutes and records various

QoE metrics. This range of 50Mbps-5Mbps was chosen so that it starts well above the

published minimum bandwidth requirements of cloud game platforms and goes below

the recommendations for high quality streaming (Tab. 3.2). These experiments were

conducted on Ethernet connections where the normal unconstrained bandwidth was well

above 200Mbps.

Table 3.2: Recommended bandwidth requirement stated by CGPs [1, 2, 3, 4].
Platform 720p/60FPS 1080p/60FPS
Stadia 10Mbps 20Mbps
Luna - 10Mbps
GeForceNow 15Mbps 25Mbps

Congested Network . The second part of our measurement methodology comprises of

mimicking network congestion by subjecting the network to varying degrees of packets

losses. Towards this, we applied a range of packets losses going from 0.01% packet loss to

5% packet loss. In total we applied 9 con�gurations which includes the following packet

loss rate 0.01%, 0.05%, 0.1%, 0.5%, 1.0%, 2.0%, 3.0%, 4.0%, and 5.0%. To apply these

di�erent network characteristics, we used Linuxnetem utility. Fig. 3.6 shows our setup

where we placed the OvS [71], as a bridge, between the client PC that is streaming

the games and the gateway of home internet connection. Finally, to obtain relevant

metrics of visual quality, we make changes to WebRTC implementation in the open-

source Chromium browser.

Metrics and Data Collection

Chromium Instrumentation . While game delay can be directly obtained through our

approach described in Ÿ3.3.1, we also implement extensive instrumentation inside the
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Figure 3.6: OvS, on Linux machine, as bridge between client and gateway router, con-
nected on Ethernet, to emulate network conditions.

WebRTC module of the open-source Chromium web browser (version 90.0.4430.0) to

obtain a rich set of metrics for deeper analysis [72]. Our implementation captures per

frame metrics each time a video frame completes its journey through the frame processing

pipeline of WebRTC. To extract the per-frame statistics from WebRTC implementation

of Chromium, we placed hooks in thevideoReceieveStream2class of the video module.

Every time a frame completes its journey through frame processing pipeline of WebRTC,

it results in a callback to a functionOnCompleteFrameis classvideoReceieveStream2. In

this function, we fetch the streaming stats from the data structures of classReceiveS-

tatisticsProxy, convert them to string, and pass it toCloudGamingLog, where it is stored

in the bu�er. To prevent excessive I/O overhead that can impact the performance of

game play on Chromium, we �rst write per frame metrics to a bu�er, then we write the

bu�er to �le every 30 seconds, and then �ush the bu�er. The statistics that we collect

per frame includes frame timestamp, frame id, bitrate, frame width, frame height, frame

drops, network FPS, decode delay, render delay, jitter bu�er delay, network delay, and

freeze duration. In total, our implementation consists of 167 lines of code. For launch-

ing the games,DECAF utilizes the Chromium binary that is generated after Chromium

compilation with our instrumentation.

Tab. 3.3 shows the details of di�erent types of metrics we collect to dissect round trip

game delay and video stream performance.

Data Collection . We apply DECAF to a range of di�erent game genres across three

di�erent commercial cloud video game platforms including Amazon Luna, Google Stadia

and Nvidia GeForceNow (henceforth referred as Luna, Stadia and GFN). Across these

three platforms we further choose three di�erent games belonging to di�erent genres.

These three games were commonly available across the three platforms and their re-

spective genres and titles are: 1) �rst-person shooter (Far Cry5), 2) action-adventure

(Assassin's Creed Valhalla), and 3) Racing (Crew2 for Stadia and GFN, and Crew for

Luna) [73, 74, 75, 76]. Apart from these genres and games, we also explored 12 other

games belonging to 8 di�erent genres. The goal of this exploration was to understand

DECAF's ability to be generally applied across a range of genres. For all of these games,

we found suitable activation pairs, that we present in Table 3.4. This demonstrates the
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Table 3.3: Description of delay and streaming metrics that we collected in our experi-
ments. Except game delay, all the other metrics are collected from Chromium.

Type Metrics Description
Game Delay The time di�erence (in milliseconds) between a user invoking a game action

and observing its response manifest on the screen (x3.3.2).
Server-end
processing
delay

The time spent during processing inside the cloud is referred as server-end
processing delay. Cloud processing may comprise of several functions, such
as processing of user inputs, video encoding and rendering.

Network
round trip
time

The time spent on a network by a network request to travel from source to
destination and then back to the source. We refer to it as network RTT.

Delay Jitter bu�er
delay

The delay (in milliseconds) introduced by the jitter bu�er on client-end that
collects and stores incoming video packets to emits them for playback after
dynamically determined intervals. It ensure smooth playback of video.

Decoding de-
lay

The delay (in milliseconds) introduced by the client-end stack to decode
each frame.

Rendering
delay

The delay (in milliseconds) introduced by the client-end stack to render
each frame.

Bitrate The number of bits-per-second (bps) that can be transmitted on the net-
work.

Frame-rate The number of frames received per-second, abbreviated as FPS.
Streaming Resolution The number of pixels in the frame of the stream, represented as a product

of the number of pixels in the height of the frame with the number of pixels
in the width of the frame. We measure resolution for the standard aspect
ratio of 16:9, the most common aspect ratio for television and computer
monitors. For brevity, we present only height of resolution,e.g.1080p for full
high de�nition, 720p for half high de�nition, 540p for quad high de�nition.

Freeze An inter-frame delay is counted as a freeze if it is signi�cantly longer than
average inter-frame delay. In Chromium, a freeze is counted when the
interframeDelay crosses following threshold:interf rameDelay (msec) > =
max(3 � avgerageInterf rameDelay; avgerageInterf rameDelay +
150(msec))

ability of DECAF to be generally applied across di�erent game genres.

Experiments . We conducted our experiments from three locations in the US which

are across three distinct geographic zones in the US. We refer to these three locations

as (i) North East, (ii) South East, and (iii) South West. By using DECAF to conduct

experiments across di�erent geo-locations we show thatDECAF can be widely deployed.

To collect game delay data (Tab. 3.3), we ran our experiments at three di�erent times

of day i.e. morning, noon, and evening. Each experiment consisted of 10 minutes of game

play for each of the three genres on three platforms,i.e. 3 games� 3 platforms is 9 game

plays at each time of the day. We repeated this process over a period of 7 days. This

comprises a total of9 � 3 � 10� 7 = 1890 minutes of game play. To collect video stream

performance data, we �rst applied a given network impairmente.g. network bandwidth

constrained at 50Mbps and then letDECAF drive the game play for 3 minutes. We

continued this process for di�erent levels of bandwidth capping. Thus, for the constrained
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bandwidth scenario, a single experiment consisted of19� 3 = 57 minutes of game play.

We performed this experiment 5 times for each game and each platform, resulting in

total data comprising of 57� 9 � 5 = 2565 minutes of game play. For each con�guration

of packet loss, we played the game for 3 minutes. We also collected this data for each

game on each platform �ve times, thus, we collected a total of21� 9 � 5 = 945 minutes.

We collected game delay, constrained network, and congested network data at the South

East location. We also collected 10 minute game play for each game on each platform at

the North East and South West locations, which comprises a total of10� 9 � 2 = 180

minutes. Thus, our total data collection comprised of5580minutes of game play.

Table 3.4: Activation pairs of games available on cloud gaming platforms.
Sr. Game Genre Developer Action De-

scription
Invocation Manifestation

1
Super Bomberm
R Online

Action
Battle Royale Game

Konami Digital
Entertainment

Set a bomb Space bar
Bomb appears in same cell as
a character

2
Hotline Miami 2
Wrong Number

Action (Shooter) Abstraction Games Execute enemy Space bar Blood appears on character

3 Figment Action Adventure
Bedtime Digital
Games

Interact with
puzzle pieces

E
Light turns on and makes a
staircase

4
Hitman-World
of Assasination

Stealth IO Interactive Close the door E Door closed

5 Gunsport Shooter/ Simulation Necrosoft Games Aim and shoot
Right and left
mouse click

Gun shots, �re VFX

6 Little Nightmares 2 Adventure/Puzzle
Supermassive
Games

Turn on �ashlight L Light on

7 GRID Racing Codemasters Brake Space Brake light turns red

8
Journey to the
Savage Planet

Adventure Typhoon Studio
Turn on the TV
screen

E Video animation plays on screen

9
Ary and the
Secret of Seasons

Action Adventure Exiin Talk E
Text in dialogue box appears on
screen

10 Orcs Must Die! 3 Action
Robot
Entertainment

Gun Fire Space bar Laser �ashes from the gun

11
Scott Pilgrim vs.
the World: The Game

Fighting/ Combat Ubisoft Kick I Splash animation on the leg

12
Sponge Bob Square
Pants: BBBR

Action Adventure
Purple Lamp
Studios

Hit Space bar Bubbles generate on hit

3.4 Results

We now apply DECAF's measurement methodology to three di�erent cloud gaming plat-

forms, namely Stadia, Luna, and GFN. We analyze the resultant data to provide insights

about individual behavior of di�erent platforms as well as compare and contrast their

relative performance. Across each of these three platforms, we deployDECAF for three

di�erent games selected from three di�erent genres including First Person Shooting (de-

noted as SHT), Action Adventure (denoted as AAD), and Racing (denoted as RCN).

Moreover, for convenience of presentation, we represent a given game and platform com-

bination using a shorthand notation. In particular, we useSHT! Stadia to imply �rst

person shooter game on Stadia.

We �rst present the total game delay results on an unimpaired network. Second, we
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(a) First Person Shooting
(SHT)

(b) Action Adventure (AAD) (c) Racing (RCN)

Figure 3.7: Game delay represented as mean server-end processing delay, network RTT,
jitter bu�er delay, decode delay, and render delay, averaged over 7 days of data.

present the video stream performance with and without network impairments and �nally

show the results for game delay, where network impairments are also applied.

3.4.1 Game Delay Performance

In this section, we present and analyze game delay on an unimpaired network. As dis-

cussed above in Ÿ3.3.2, GD is comprised of di�erent components: (i) server-end processing

delay, (ii) network round trip delay, (iii) client jitter bu�er delay, (iv) decoding delay, and

(v) rendering delay. Thus, in Fig. 3.7, we show the round trip game delay broken down

by these individual components. Furthermore, the data for this experiment consists of 7

runs of DECAF on 7 di�erent days where each run was 10 minutes long. As such, the bar

lengths and error bars in Fig. 3.7 represent the average delay and standard deviation of

each component, respectively.

Several interesting observations stand out from the graph. Foremost, notice that across

all three platforms, server processing delay consistently forms the largest component of

the total game delay, in some cases accounting for as much as 73.54% of total delay

(AAD! Luna). Further, server processing delay is a function of game genre because it dif-

fers signi�cantly for di�erent games played on the same platform. For example, in Luna,

the server processing delay for AAD (AAD! Luna) genre is more than2:5� the server

processing delay of the RCN genre (RCN! Luna). Server processing delay also varies sig-

ni�cantly across the platform within a game genre. For example, the server processing

delay ofSHT! Lunais 43.5 msec higher than that ofSHT! GFN. These di�erences in server

processing delay are signi�cant; past work has shown that humans can perceive latency
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(a) Game Delay (b) RTT
Figure 3.8: CDF of (a) game delay and (b) network RTT.

di�erences as small as 8.3 msec [77]. Various gaming interest blogs have highlighted the

negative impact a few milliseconds of latency can have on user experience. For exam-

ple, [78] states that an increase in latency by 20ms can make a game unplayable.

We further notice that network RTT is the second highest contributor to the GD

(accounting for as much as 30.24% forSHT! GFN). However, it remains similar within

the platform across game genres as well as across platforms. Finally, notice that the

client-end constitutes a smaller component of GD, with a maximum observed (25.8%)

for SHT! GFNand a minimum (11.16%) forAAD! LUNA. Among the components of the

client-end delay, rendering delay (10 msec) and decoding delay (� 1 msec) remain similar

for all the three genres across three platforms, but jitter bu�er delay varies. We observed

lower jitter bu�er delay for Stadia (7.38 msec), and higher for Luna (12 msec) and GFN

(11.83 msec).

To study the comparison between the Network RTT and GD, Fig. 3.8 shows the full

CDFs of the Network RTT and GD. Analysis of medians of RTT and GD show that GD

median can be 6.5� that of the RTT. Notice that RTT CDFs across platforms are more or

less similar with a 90th percentile of 50 msec. However, signi�cant performance di�erences

can be observed in GD CDFs across platforms. This again re�ects the importance of server

processing delay in determining the total GD as shown in Fig. 3.7. Recall from Ÿ3.3.3 that

we conducted experiments at three di�erent times of the day, on each day. We analyzed

the results for these di�erent times separately but did not �nd any signi�cant di�erences

in observations.

Given that the network RTT is a function of proximity to the game server, we also

repeat our experiments from other geographic locations in the US to determine if our

�ndings hold. In Fig. 3.9, we present GD and RTT, for the same three games played on

the three platforms from three di�erent geo-locations in the US: (i) South East, (ii) North

East, and (iii) South West. The results match the ones shown in Fig. 3.7. In particular we

observe that GD consistently remains higher than the network RTT and RTT exhibits
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only small di�erences across the three locations (maximum di�erence observed is 20.5

msec forAAD! GFNbetween South East and South West).

Figure 3.9: Game delay and network RTT observed for gameplay at three di�erent
locations in th US.

Average GD experienced on a given platform remains relatively stable across all three

locations (maximum di�erence observed was 26.7 msec forSHT! Lunabetween South East

and North East). We analyzed the IP addresses of the game servers through traceroutes,

localized the IPs using Maxmind [79], and con�rmed that across all three locations, the

games were delivered from di�erent locations for all three platforms. In case of Google,

we were not able to localize the servers using traceroutes or Maxmind so we ran pings

to the IPs of google game servers collected for the three locations. The large di�erences

in pings determine that servers across the three locations were indeed geographically

di�erent. Tab. 3.5 shows the di�erent server locations for Luna and GFN, which served

the games across di�erent geographic regions.

Implications . The observations presented above have important implications for both
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Table 3.5: Location of gaming servers for clients running at three di�erent locations.
Client Location Provider Server Location

South East Luna
Ashburn, VA
Columbus, OH

GFN Ashburn, VA
North East Luna Ashburn, VA

GFN Newark, NJ
South West Luna San Jose, CA

GFN Boulder Creek, CA

cloud gaming platforms and for analysis and performance benchmarking techniques. We

summarized these implications below.

� As shown by recent work on �attening of the Internet topology [80, 81], most large

cloud gaming platforms are able to leverage distributed points of presence and direct

connectivity to client networks to e�ciently route clients to nearest servers and minimize

network RTTs. This implies that network RTTs may have already been optimized to a

large extent and further substantial gains may be limited. However, other cloud resources

such as processing, storage may become bottleneck and slow down the application [82, 83].

Thus, Cloud gaming platforms should seek to improve user experience by identifying and

optimizing performance bottlenecks in the cloud.

� Performance benchmarking techniques, such as ITU-T's Cloud Gaming QoE met-

ric [43] as well as subsequent models [44] built upon it, should consider further work to

incorporate the e�ective GD instead of simply relying on network RTT as an indicator

of delay. This is because the full GD is likely to be a more signi�cant performance dif-

ferentiator between cloud gaming platforms. Thus, incorporating GD in benchmarking

techniques can enable them to capture actual user experience, more accurately.

3.4.2 Game Streaming Performance

We now present the results of game streaming performance, �rst for bandwidth con-

strained network and then for congested network. In the �gures, we use a No Limit (NL)

label to represent data points for the respective metrics that we collected from unimpaired

network.

Streaming Performance in Bandwidth Constrained Networks

To mimic a bandwidth constrained network, DECAF throttles the network using the

approach described inx 3.3.3.
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Bitrate . Fig. 3.10, presents the frame-by-frame bitrate of SHT game for each of the three

platforms (green lines). The mean bitrate achieved by the cloud gaming platform for a

given bandwidth limit is show in red. The blue line shows the e�ective bandwidth limit

which was applied throughnetem. To ensure that a given bandwidth limit is correctly

applied, we performed UDP transfers via iperf [84] and measured the e�ective throughput

over 10 iperf runs. The standard deviation of the 10 runs is shown as blue band around

the target bandwidth-limit line. Across all our experiments, the width of the blue band

is within 3% of the target limit value.

A number of interesting trends emerge from these �gures. First, notice that all three

platforms follow di�erent approaches to maximize the utilization of the available band-

width. Luna and GFN strategy is characterized by gradual ramp up of the delivered

bitrate till the bandwidth limit is achieved. At that point, the delivered bitrate is signif-

icantly reduced resulting in a saw-tooth pattern. We investigated this sudden reduction

and found that it occurs due to packet bu�ers that build up as the delivered bitrate

approaches the applied limit. These bu�ers cause a spike in the RTT, making the game

platform respond with sudden sharp decrease in the bitrate. Stadia on the other hand fol-

lows a qualitatively di�erent approach. Instead of gradual ramp up it periodically probes

for the available bandwidth by delivering higher bitrates as shown by periodic spikes.

However, across both these delivery strategies, we notice that stream bitrate is charac-

terized by signi�cant variations. We observed similar bitrate behavior for other genres

(AAD and RCN) as well (�gures omitted for brevity).

Given these signi�cant bitrate variations, we analyze the bitrate stability for these

platforms by computing the magnitude of absolute di�erence in the per-second delivered

average bitrate. Fig. 3.11, presents the CDF of per-second absolute bitrate di�erence

across three platforms for AAD genre. We observe that both Stadia and GFN exhibit

signi�cant variations in per-second average bitrate. In particular, for GFN game stream

at bandwidth limits of 25 Mbps and higher, up to 20% of the time, GFN exhibited

> 4.56 Mbps variation in per-second bitrate delivered. In order to rule out any side-

e�ects caused byDECAF's bandwidth throttling, we also conducted an experiment where

no bandwidth limit was imposed (purple line). We found that bitrate variability trend

remained. Furthermore, we also ruled out frequent changes in frame rate or resolution as

the underlying cause for this bitrate variation (Fig. 3.13). Stadia also exhibited signi�cant

per-second bitrate variance, with 20% of playing time resulting in> 2.3Mbps per-second

variation on an unconstrained network. On the other hand, Luna exhibited relatively

stable bitrate behavior, with 99% of playing time remaining within 1.6 Mbps bitrate

variation. Finally, notice that across all three platforms, as the bandwidth limit becomes
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Figure 3.10: Bitrate variation when di�erent bandwidth limits were applied on the SHT
game played on the three platforms. Each limit was applied for 180 seconds. The blue
band shows standard deviation of iperf.

57



more constrained (e.g.CDFs for 7.5 Mbps and 10.0 Mbps), bitrate variations also reduce.

This is because under a more constrained network, the room for bitrate variations is lower.

We observed similar trends for other.

(a) AAD! Stadia (b) AAD! Luna (c) AAD! GFN
Figure 3.11: Absolute bitrate di�erence, at per-second interval, for AAD genre, on three
platforms, aggregated over �ve bandwidth limit experiments.

These results require deeper investigation, given that bitrate variations for streamed

multimedia content (e.g.adaptive video streaming) are known to annoy users [69, 70, 85,

86, 87]. Moreover, given that Luna is able to maintain relatively stable bitrate behavior

implies that these large bitrate variations exhibited by Stadia and GFN may be due to

deliberate design decisions. We conjecture that Stadia's and GFN's behavior could result

due to two reasons: (i) trading o� lower latency by dynamically adjusting video encoding

computation load on the server or by (ii) utilizing content aware encoding techniques

that do not follow a �xed target bitrate [88]. Further investigation is needed to verify

and measure the impact of these designs, which we leave for future work.

Utilization of Available Bandwidth . Given the di�erent delivery strategies and the

large variations in the delivered bitrates, we investigate how e�ciently platforms utilize

the available bandwidth. Towards this, we analyze the percentage of time a platform was

able to deliver bitrates corresponding to di�erent levels of the applied bandwidth limit.

In particular, we analyzed four utilization levels including 90%, 85%, 80% and 75% of

the applied bandwidth limit. To perform this analysis,DECAF varied the bandwidth limit

from 22.5Mbps up to 7.5Mbps. Afterwards, we aggregated measurements taken across all

the bandwidth limits into a single distribution and generate the median, inter-quartile

range, 5th, and 95th percentile of the game play time. Fig. 3.12 shows the boxplots for

percentage of time the bitrate was observed above 90%, 85%, 80% and 75% of the applied

bandwidth limit.
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A number of interesting aspects stand out from Fig. 3.12. First notice that all plat-

forms struggled to deliver bitrates high enough to utilize more than 90% of the available

bandwidth (left most graph). With the highest median across platforms being only 31%

for SHT! GFN. Achieving even the 75% utilization (right most graph) of the available

bandwidth is challenging for platforms, such as Stadia achieved a median value of only

60.8% for AAD genre. Further, notice that Stadia also exhibits the largest inter-quartile

range. At the mean, Stadia achieved 75% utilization with 70% of the game play time

(RCN). GFN and Luna, on the other hand, are more consistent as shown by the smaller

inter-quartile ranges. This suggests that Stadia utilizes the available bandwidth quite

conservatively and also has signi�cant burstiness in its tra�c patterns. Hence, to en-

sure consistent high quality of experience, users may need to provision their Internet

connections well above the recommended limit of 20Mbps (Tab. 3.2).

Figure 3.12: Bitrate utilization as a percentage of game play time the bitrate was ob-
served above 90%, 85%, 80%, and 75% of available bandwidth, respectively, averaged over
each of the applied bandwidth limits for the �ve bandwidth limit experiments. Mean and
median are represented by black circle and dash, respectively.

Frame-rate and Resolution . Given that most cloud gaming platforms have recom-

mended bandwidth limits (Tab. 3.2), we delve deeper into how well these platforms

perform when available bandwidth satis�es the published requirements as well as when

it drops below it. In Figs. 3.13a, 3.13b, and 3.13c, we present the frame-rate and res-

olution for SHT game played on Stadia, Luna, and GFN, respectively, averaged over

�ve bandwidth limit experiments. We observed that all the three platforms fall short of

delivering speci�ed FPS, resolution, or both, even when network bandwidth was above

the recommended limit. For example, Stadia spends a small fraction of time streaming

at 720p when the available bandwidth is 25 Mbps, which is 5 Mbps above the recom-

mended bandwidth. Stadia exhibits similar trend for AAD and RCN genres. Similarly,
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(a) SHT! Stadia (b) SHT! Luna (c) SHT! GFN
Figure 3.13: Variation in FPS and resolution for SHT genres observed on the three
platforms under limited throughput, averaged over �ve bandwidth limit experiments.
Left y-axis is for FPS. Right y-axis represent percentage of the time a game was streamed
at di�erent resolutions.

Luna under delivers on both FPS and resolution even when the available bandwidth is

above its minimum recommended limit of 10Mbps. For SHT, it does not maintain 60

FPS and falls to 30 FPS when available bandwidth cap reaches 12.5 Mbps. Whereas for

AAD, Luna consistently delivered poor FPS (30 instead of 60), even when the available

bandwidth was unconstrained. However, across the three genres, we found that Luna

strictly switch to 720p when the available bandwidth drops below 12.5 Mbps. We did

not observe this behaviour for Stadia. Results for GFN show that while it delivers 60

FPS consistently across the three game genres, its resolution performance has marked

di�erences even when the bandwidth is above recommended setting. For example, for

SHT, even on unrestricted network where the available bandwidth was 200Mbps (8�

the recommended bandwidth) (shown as NL in the �gure), it streams at 720p resolution

more than 30% of the time. The usage of 720p gets more common as we apply band-

width limits. GFN also streams at 540p when available network bandwidth falls below 10

Mbps. However, forAAD! GFN, we observed streaming at 1080p till 15 Mbps bandwidth

limit, and for RCN! GFN, streaming at 1080p for all bandwidth limits. For brevity, we only

showed results for SHT genre.

These results show that cloud gaming platforms do not consistently deliver 1080p/60fps

video streams across di�erent games even when the available bandwidth is 8-20� above

the recommended settings. This can lead to compromised user experience as users' ex-

pectations may not match the quality of service provided by cloud gaming platforms

today.

Summary . To summarize our �ndings of video stream performance under constrained

networks, we observed that:

ˆ Di�erent platforms exhibit qualitatively di�erent video delivery strategies, often com-
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prising of large variations in per-second delivered bitrate. In particular, GFN's bitrate

delivery exhibits variations of 6Mbps and more.

ˆ Cloud gaming platforms struggle to optimally utilize the available bandwidth, with

Stadia demonstrating 75% utilization of the available bandwidth only 60% of the time

at median.

ˆ Cloud gaming platforms do not consistently provide 1080p/60fps streaming across

di�erent games even when the available bandwidth is 8-20� that of the recommended

settings.

Game Streaming Performance in Congested Network

We now analyze the performance of cloud gaming platforms over a congested network

which su�ers from packet drops. Towards this, as described in Ÿ3.3.3,DECAF introduces

controlled packets losses while the available bandwidth remains unconstrained. We ana-

lyze the impact of a range of di�erent loss rates on streaming metrics including bitrate,

frame-rate (FPS), freeze, and resolution. In Fig. 3.14, we present the mean and standard

deviation of bitrate, FPS, and freeze count for AAD genre, with respect to 9 di�erent

loss rates. The solid lines represent the mean whereas the colored band represents the

standard deviation.

Bitrate . Two interesting aspects stand out with respect to bitrate in Fig. 3.14. First,

notice that the three platforms qualitatively di�er in how they respond to packet losses.

Luna's bitrate delivery remains relatively stable even at a high loss-rates of 5% whereas

both Stadia and GFN exhibit signi�cant di�erences. Second, notice especially the bitrate

performance of GFN, which exhibits a sharp decline resulting in a performance cli� when

loss rates increase from 0.1% to 0.5%. In particular, Fig. 3.14c shows that when loss-rate

increases from 0.1% to 0.5%, the average bitrate delivered by GFN drops from 21.5 Mbps

to 7.01 Mbps (a 3.1� drop). This sharp decline implies that even transient congestion

events can have outsized impact on GFN bitrate performance causing large variations in

bitrate.

To further analyze variation in per-second average bitrate, Fig. 3.15 shows the per-

second absolute bitrate di�erence for AAD genre across di�erent loss rates. Under a

constrained network, Luna's per-second average bitrate variance remains low. However,

Fig. 3.15c, which plots GFN's average bitrate variance, shows that as loss-rates increase,

the variance reduces. This is because GFN reduces and �xes the delivered bitrate to an

average of 3.44 Mbps as soon as the loss rate exceeds 0.5%.

Frame-rate and Freeze count . As shown in Fig. 3.14, with respect to FPS, the general
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(a) AAD! Stadia (b) AAD! Luna (c) AAD! GFN
Figure 3.14: Variation in bitrate, network frame-rate, and freeze duration with increase
in packet loss percentage for three platforms for AAD genre. The colored band represents
the standard deviation. Bitrate is with respect to left y-axis, whereas FPS and freeze
duration are with respect to right y-axis.

(a) AAD! Stadia (b) AAD! Luna (c) AAD! GFN
Figure 3.15: Bitrate variation represented as per second absolute bitrate di�erence for
AAD genre, on three platforms, aggregated over �ve loss-rate experiments.

trend across the platform is similar.i.e. all platforms observe a reduction in the frame

rate when responding to increasing packet losses. Furthermore, as FPS is reduced, screen

freezes start to occur during the game play. However, notice that GFN has the minimum

game freezes across the three platforms. This is likely because of its aggressive reduction

in the bitrate which allow frames download to complete quicker and hence minimize

freeze durations.

Resolution . The resolution behavior in response to loss-rate is shown in Figs. 3.16a

and 3.16b for Stadia and GFN, respectively, for the three genres. We did not show Luna

because it outperforms Stadia and GFN for constantly streaming at 1080p for three

genres, with an exception for RCN genre where it brie�y streams at 720p at 2% loss-

rate for 7.7% of the time. Stadia starts switching from 1080p to 720p resolution when

the loss-rate reaches 3%. However, it did a better job in streaming at 1080p for the

majority of the time, even at 5% loss-rate (> 61.3% for the worst case of AAD). On

the contrary, GFN shows aggressive resolution switching, as shown in Fig. 3.16b. Since

GFN drops bitrate suddenly when loss-rate reaches 0.5%, we observe that it switches to
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540p resolution for both SHT and AAD genre. This follows its decision to minimize the

bitrate, so by switching to a low resolution, it is able to further reduce the bitrate. Thus,

even at higher losses, GFN was able to sustain game streaming by dropping both FPS

and resolution, which allows it to reduce the amount of data being transmitted.

(a) Stadia (b) GFN
Figure 3.16: Resolution switching for Stadia and GFN in lossy network for the three
genres of games, averaged over �ve loss-rate experiments.

3.4.3 Game Delay Performance with Impaired Network

We now analyze GD in the presence of network impairments to understand the impact

of network impairments on GD.

Game Delay in Bandwidth Constrained Network . In Fig. 3.17a, we present mean

game delay averaged over all the bandwidth limit experiments of each of the three games,

played on the three platforms, respectively. The general trend is that GD increases with

the decrease in available bandwidth. GFN outperforms Stadia and Luna for lowest GD

in SHT and AAD genres. Luna and Stadia delivered worst performance in AAD genre,

where their GD were observed above 200 msec and 150 msec, respectively. In RCN genre,

the GD of Luna and GFN was relatively similar for each of the subsequent rate-limit.

So, overall for three genres, if users are looking for outstanding performance in terms of

GD, then GFN is the platform of choice, followed by Stadia and then Luna.

Game Delay for Congested Network . In Fig. 3.17b, we present mean game delay

averaged over all the rate-limit experiments of each of the three games, played on the

three platforms, respectively. The over-all trend shows that the game delay tends to

increase as the packet losses in the network increase. This occurs because of the increase

in freezing of gameplay due to higher losses. Among the three gaming platforms, GFN
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outperforms Stadia and Luna, across all three genres, in delivering lowest GD even for

higher loss-rates. Luna performs worst for AAD genre where its GD remained above 200

msec and the highest GD that we observed was 275 msec. In RCN genres, Luna and

GFN have relatively comparable performance. Thus, while Fig. 3.14 shows that GFN

stream performance is characterized by large scale variations, it stands out with respect

to its GD across the three platforms. This likely signals a deliberate design tradeo� which

prioritizes delay over visual quality of game streams. On the other hand, both Stadia and

Luna have signi�cant room for improvement in reducing their game delay. They may

bene�t by analyzing and adopting some of the delivery strategies employed by GFN to

curtail server processing delay, which will lower the overall GD.

(a) Constrained Network (b) Congested Network
Figure 3.17: Mean game delay for the three game genres played on three platforms, for
constrained network (a) and congested network (b), averaged over �ve experiments.

3.5 Discussion

3.5.1 Limitations of DECAF

In its current form, DECAF has three limitations, which we discuss next. First, while

DECAF can break down GD into di�erent components (server, ping, decode, render,

etc.), it is not yet able to tease apart the time taken by di�erent processes performed in

the cloud. Dissecting server delay is challenging becauseDECAF does not have visibility

within the cloud gaming platform's server-side stack. Cloud processing may comprise

several functions, such as processing of user inputs, video encoding, and rendering. These

di�erent functions may be hosted on di�erent machines in the cloud that could result in

additional network latency. We believe that signi�cant further e�ort is needed to enable

dissection of the server delay while sitting on the client-end. Second,DECAF relies on

Chromium WebRTC for instrumentation and collection of metrics. Hence, game platforms
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that do not support web browsers can not be currently measured withDECAF. In practice,

however, we've seen that most major cloud gaming platforms either already support web

browsers or are actively working to support them [89]. Third, whileDECAF's bot generates

real periodic inputs for the activation pairs, such as gun�re, and moving around in the

game environment/map to explore a 360-degree view of the game, it currently does not

intelligently play the game scenarios. Consequently,DECAF's bot is not yet ready for

enabling studies of cloud gaming aspects that require rapid inputs and tracking across

states of a game. In future, we plan to extend our bot to intelligently play various game

scenarios by using Deep-Q networks (DQN).

3.5.2 Deployment at Scale

In order to be deployed,DECAF requires a standard PC and access to a cloud gam-

ing platform over the Internet. There is no need for attaching a monitor screen as the

display is virtualized. While we were limited by resource availability and were able to

remotely deployDECAF in only three di�erent geographic locations in the US, Internet

measurement companies such as Thousand Eyes, Cedexis and Ookla [90, 91, 92], which

perform global network infrastructure monitoring and measurements, can potentially de-

ploy DECAF at scale. A large-scale deployment, spanning several states in the USA and

multiple countries across the globe, can provide global performance trends into cloud

gaming performance. Further, their performance can be tracked over time to understand

the longitudinal performance trends and impact of various optimization made by game

platforms.

3.5.3 Community Driven Extension

We have releasedDECAF [50] with the hope that the research community will �nd it

useful, but also that the gaming community can extend it by generating training data

sets for more games. We have currently explored 14 di�erent games withDECAF. However,

a large number of games of interest to users still remain. As described in this document,

we designedDECAF purposefully to allow extension to new games, for which it requires

the model to be trained for a new game.

3.5.4 Improving Benchmarking Metrics and Techniques

Cloud gaming, since its emergence, has attracted the attention of a standardization body,

ITU-T, which has proposed recommendations on QoE metric for cloud gaming [57, 43].
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In these e�orts, network round trip time has remained central in capturing the impact of

delay on the user QoE. However, as we have shown, network RTT is relatively a smaller

fraction of the total game delay experienced by the user while playing a game. Hence,

QoE modeling approaches can considerDECAF's approach of calculating the total round

trip game delay and incorporate that in the QoE models. As we showed in Fig. 3.8, game

delay median can be up to6:5� that of network RTT. Given that gaming users go to

great lengths to minimize latency, for example, by preferring monitors with high refresh

rate of 144�240Hz [93] (interframe latency of 4.17�7.14 msec), using a measure of la-

tency that accurately quanti�es the delay experienced by users is likely to result in more

user representative standardized metrics. While measuring game delay across games and

genres is challenging,DECAF presents and demonstrates a systematic approach for over-

coming this challenge. Furthermore, it not only measures the total game delay but also

yields its several components, which can allow cloud gaming platforms to make targeted

improvements in optimizing user's QoE. We believe that the idea of breaking game delay

in its components also has higher utility for performance evaluation and benchmarking

as cloud gaming platforms can use these detailed metrics to perform speci�c comparisons

against competitors.

3.6 Related Work

The commercial success of cloud gaming is recent, but the idea is not new. There is a

signi�cant body of work on di�erent aspects of cloud gaming, which we discuss under

three sub-categories.

3.6.1 Measurement

Recent work [94] performed network tra�c characterization of Stadia and focused on the

types of protocol observed in network trace and their share in the total data transfer

and received. [95] conducted a comparative study of three cloud gaming platforms and

collected network data using packet traces and chrome console logs. However, these works

do not measuring round trip game delay or characterize the delivery strategy across plat-

forms and game genres. Chenet al. [96] presented game delay measurement methodology,

referred in the chapter as video-delay, which they measure using ICMP pings. However,

as we have shown in this work, this approach can end up signi�cantly underestimating

the total user perceived delay. Further, this approach also has practical limitations as

most modern gaming servers do not respond to ICMP pings (Luna and GFN). Moreover,
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the methodology of identifying a displayedgame menuframe using pixel color analysis

restricts the game from being played, whereas delay can vary with game play as di�erent

scenes present di�erent levels of processing costs. Furthermore, as acknowledged in the

paper, menu appearance is delayed in many games, thus, making it a suboptimal choice

for measuring video-delay. Contrarily,DECAF presents a general and extensible method-

ology for measuring game delay where measurements are made through actual game play.

DECAF's detection methodology is also qualitatively di�erent, relying on deep learning

to detect a visual response to a provided action. [58] presented a customized approach

for performance analysis of a Chinese cloud gaming platform, Cloud Union [58], however,

the game platform is no longer commercially available. In context of mobile devices, [97]

characterizes device-speci�c delays for android mobile devices. It involves external hard-

ware and a prototype open-source app, thus, restricting its deployability by users and

extensibility to closed-source cloud gaming apps.

3.6.2 QoE of Cloud Gaming

A notable piece of work [45], measures QoE as Game Mean Opinion Score (GMOS),

by factoring game con�guration, delay, packet loss, and PSNR. It uses ITU-T E-model

G.107 recommendation [57]. More recently, ITU-T presented G.1072 [43], an opinion

model for predicting gaming QoE for cloud gaming platforms, which also incorporates

impairment factors, inspired by G.107 [57]. As we've discussed in this work, these QoE

models work by combining various measures of streaming quality, network performance,

and delay in a weighted linear combination. The application of these models hide the

underlying phenomenon as the same QoE values can be obtained due to completely

di�erent performance of underlying factors. Instead,DECAF's approach is to separately

analyze game delay and video stream performance. Furthermore, it breaks down game

delay in its various components which allows insights to be drawn separately on the delay

performance of di�erent parts of the cloud gaming pipeline. We envision thatDECAF can

be used to address the limitations of the ITU-T's QoE metric. ITU-T can �rst measure

various metrics (related to video streaming, network performance, and game delay) using

DECAF in their user studies on the state-of-the-art cloud gaming platforms. They can

then use these measurements to derive the weights of the linear combination (or the

parameters of any other appropriate modeling technique) in their QoE model to better

quantify the user experience on the current cloud gaming platforms.
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3.6.3 QoE of Video Streaming

QoE metrics to measure the visual user experience have also been proposed in the context

of other multimedia systems such as adaptive video streaming. Notable metrics are the

QoE function proposed by MPC [85] and Net�ix's VMAF [98]. However, MPC's QoE

metric can not be directly applied in the context of cloud gaming as it assumes HTTP-

based video delivery and does not explicitly account for variations in frame-rate and

resolutions. Similarly, VMAF is not applicable as it requires the original video as a

reference for frame-by-frame comparison. In addition to adaptive video streaming, cloud

gaming also di�ers signi�cantly in architecture and performance requirements from other

use cases such as personal live streaming services and 360� video [99, 100, 101]. Personal

live streaming services such as Periscope and Meerkat use TCP-based RTMP and HTTP-

based HLS protocols, respectively, for streaming [99]. These live streaming services are

generally more delay-tolerant and do not require the level of continuous user interactivity

needed by cloud gaming. For example, broadcast-to-viewer latency can be as high as 42

seconds on YouTube and 18.7 seconds on Facebook live streams [100, 102]. In comparison,

cloud gaming uses best e�ort UDP delivery and is also highly delay intolerant, where

latency requirements are much more stringent � latency in the order of a few seconds

is unacceptable. Similarly, 360� video streaming of YouTube and Facebook use DASH

[100, 101] streaming coupled with client-side bu�ers so that they can bu�er video chunks

in advance to optimize the client experience. In contrast, cloud gaming can not use

client-side bu�ering since the future state is unknown and dependent on user inputs. As

such, QoE metrics used for adaptive streaming, live streaming services, and 360� video

streaming, such as the rate of bu�ering and bu�ering ratio [103, 100], are not suitable

for cloud gaming.

3.6.4 Game Bots

Signi�cant prior e�orts have proposed arti�cial agents for playing games [104, 105, 106,

107, 108, 109, 110]. The central idea is to use Deep Q-Networks (DQN) to learn to

play low-end Atari games by observing raw pixels. Most of the research has proposed

improvements on this idea. [108] went beyond Atari games and trained an agent to play

a shooting game (DOOM). Although these e�orts are commendable in removing the

human element from game play, they still face challenges in �nding their application to

high-end games available on cloud gaming platforms because of their graphics complexity

and dynamic environment. Contrarily,DECAF leverages a simple game bot that requires

minimal e�ort to setup, while enabling repeated execution of actions for game delay
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measurement and o�ers long game plays for data collection. However, in future, we plan

to extend DECAF's bot with DQN so that it can play games intelligently by executing

various game scenarios.

3.7 Conclusions

In this work, we propose and implementDECAF, a methodology to systematically analyze

and dissect the performance of cloud gaming platforms across di�erent game genres and

game platforms. With DECAF, we conducted a comprehensive measurement study and

measured the delay and video streaming performance of Google Stadia, Amazon Luna,

and Nvidia's GeForce Now for three di�erent genres of games. We found that the server-

end processing delay comprises a major 73.54% of the total game delay. We also uncovered

that each platform has a di�erent streaming strategy and bitrate delivery is character-

ized by large variations with cloud gaming platforms struggling to deliver 1080p/60fps

streaming across di�erent games even when the available bandwidth is 8-20� above the

platform's recommended settings. We also �nd that cloud gaming platforms are suscep-

tible to performance cli�s with slight increases in packets losses and can dramatically

slash the bitrate by up to 6.6� when packet losses increase from 0.1% to 1%. Our �nd-

ings have important implications for cloud gaming platforms and motivate the need for

further research in cloud gaming measurement methodologies.
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Chapter 4

Optimizing Cloud Gaming Delivery

with Segmented Object Streaming

4.1 Introduction

The growing popularity of cloud gaming has revolutionized the gaming industry by allow-

ing users to stream high-quality games on various devices without the need for high-end

hardware. However, this convenience comes at a cost, as cloud gaming heavily relies on

a high-speed and stable internet connection, which can be expensive and inaccessible

to many users. One of the main challenges in cloud gaming is the high bandwidth re-

quirement, which can cause lag, poor graphics quality, and latency. Therefore, reducing

the bandwidth requirement for cloud gaming is crucial to make it more accessible to a

wider audience and to provide a seamless gaming experience. These challenges motivated

a signi�cant amount of research in the computer science community to develop e�cient

techniques for reducing bandwidth requirements in cloud gaming.

4.1.1 Limitations of Existing Approaches

Various research and industrial works propose mechanisms to reduce bandwidth in video

streaming. Codecs such as H.264 (AVC)[111], VP8[112], VP9 [113], HEVC (H.265)[114],

and AV1[115] are commonly used, each with its unique advantages and limitations, rang-

ing from compression e�ciency and hardware acceleration to computational demands

and licensing complications. Several methods have been suggested, including techniques

that assign di�erent bit amounts to various areas of frames [116, 117, 118, 119], use

eye-tracking data to enhance the quality of regions of interest (ROIs)[120], and analyze

encoding parameters' e�ects on user Quality of Experience (QoE)[121]. Additionally,
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Content-Aware Video Encoding (CAVE) [122], designed for the HEVC encoder, opti-

mizes video quality for cloud gaming by adjusting bit allocation based on player-centric

importance. Unlike previous works, our proposal neither introduces a new codec nor

enhances existing ones but suggests a frame alteration mechanism to facilitate higher

compression with existing encoders.

4.1.2 Proposed Approach

In this research, we aim to reduce bandwidth utilization in cloud gaming while maintain-

ing the same QoE for game streaming over WebRTC. We observe that games, particularly

the �rst-person shooter genre, often contain recurring objects, such as �rearms, in the

center of the frame. By masking these repetitive objects, we can signi�cantly enhance the

compression e�ciency of the encoder. Upon frame arrival at the client side, we restore

the object in the frame from a prede�ned pool before displaying the frame.

4.1.3 Challenges

Achieving frame compression using our proposed approach presents several challenges

that we must address to ensure a seamless and e�cient gaming experience. First, com-

mercial cloud gaming platforms are proprietary, necessitating the development of our

server-end solution capable of facilitating low-latency streaming. It requires a custom

implementation that can accommodate the specialized streaming requirements of cloud

gaming. Second, accurate object detection on the server side is crucial. As the game

stream progresses, frames are inundated with various objects. The proposed object de-

tection mechanism must be precise enough to identify the desired object within the frame,

ensuring that only the targeted objects are removed and replaced. Third, the detection

and segmentation mechanisms must be optimized to introduce the lowest possible delay.

Cloud gaming operates within a latency-sensitive environment, and any additional de-

lays can have a detrimental impact on the QoE for the end user. Fourth, the client side

necessitates some level of intelligence to regenerate the object removed from the frame

by the server before displaying it to the end user. It involves the e�cient restoration of

removed objects without causing perceptible delays. Fifth, the execution cost of client-

side intelligence should require low compute resources because higher-end client machines

will defeat the purpose of the streaming model in gaming. Addressing these challenges is

crucial to successfully implement our proposed frame compression method, ultimately re-

sulting in an enhanced gaming experience while minimizing resource consumption during

cloud gaming sessions.
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4.1.4 System Design

Our proposed approach leverages state-of-the-art deep learning techniques for object seg-

mentation from images. We train the Mask RCNN-FPN segmentation model, which uti-

lizes Facebook's Detectron2 framework [123]. We augment the model with PointRend [124]

that renders high-resolution object masks by adaptively sampling points in an image. We

observed that a well-trained segmentation model could e�ciently and quickly identify

objects of interest in the frame. Once the model identi�es and segments the object, it

returns metadata that we use to determine its coordinates. We then mark the entire

object with a speci�c pixel value. The encoder compresses the frame and sends it to the

client. On the client side, the frame is received and decoded. In thelibyuv library, we

�rst identify if the frame has a segment using a marker. If the segment exists, we use

the marker as a key to a hashmap to retrieve the pixel values for the segmented object.

We then replace the values and allow the WebRTC to continue with the rendering and

display of the frame.

4.1.5 Evaluation

In our evaluation, we make the following key observations. First, our proposed approach

result in signi�cant compression of the frame size. For larger objects, frames are com-

pressed by 12.44%. Second, the model introduces non-perceivable latency in cloud gam-

ing. On the server side, we introduce 58.58 milliseconds; on the client side, we introduce

2.2 milliseconds. The latency of the model can be further reduced by more than 50% by

using GPU accelerators in the cloud. Fourth, the segmentation model we train achieves

a high average precision of� 99% with just 2000 training images.

4.1.6 Key Contributions

To summarize, we make the following contributions:

ˆ We present a novel system to optimize game streaming by enhancing compression of

frames while maintaining the same QoE.

ˆ Our system is compatible with two execution environments: Python and C++.

ˆ We will make our system publicly available.

The rest of the chapter is organized as follows. First, we present background and

motivation (Ÿ4.2). Then we presents system design overview (Ÿ4.3) followed by details

on server side (Ÿ4.4), segmentation model (Ÿ4.5), and client side (Ÿ4.6) implementations.
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Then we present detailed evaluation (Ÿ4.7) following by related work (Ÿ4.8), discussion

(Ÿ4.9) and lastly conclusions (Ÿ4.10).

4.2 Background and Motivation

4.2.1 Evolution Towards Cloud Gaming

The advent of video games with visual displays can be traced back to 1947, with the Cath-

ode Ray Amusement Tube, where players scored by shooting at a speci�ed target [53].

The year 1977 saw Atari introducing its �rst gaming console for domestic use, featuring

a joystick and swapable cartridges. This marked the beginning of the gaming console

age, leading to widespread popularity in the following years with brand names such as

Nintendo, Sega, and Xbox, among others, becoming household terms. As technological

advancements improved computing power and graphic rendering abilities, video games

evolved to be more intricate and visually stunning. The emergence of cloud computing

in the 2000s paved the way for cloud gaming, with the latter part of the decade seeing

the inception of the �rst commercially available online cloud gaming platforms like On-

Live [54] and Gaikai [55]. Though the initial years saw a gradual increase, cloud gaming

has seen a rapid surge recently with new contenders such as Amazon (o�cially launched

in 2020), Facebook (2020), Google (2019), Microsoft (2020), and NVIDIA (2020) each

releasing their own commercial cloud gaming platforms [37, 38, 39, 40, 41]. As illustrated

in Fig. 4.1, these cloud gaming platforms function by shifting the game processing work

to cloud servers, with end-user devices running a light client. These light clients collect

user inputs through gaming controllers, keyboards or mice, and transmit them to the

cloud server. The cloud server runs the game engine, processes user commands, and gen-

erates the corresponding game state. The game state along with its visual representation

is then rendered and encoded into a video. This video is �nally streamed via an Internet

protocol, such as UDP, to the client, where it is decoded and presented for viewing.

4.2.2 Quality of Experience Challenges

Despite the several advantages cloud gaming o�ers such as: (i) ease of access, (ii) de-

vice neutrality, and (iii) a broad range of games [56], moving the gaming logic to the

cloud presents two principal obstacles to achieving excellent QoE. Firstly, it results in a

round trip delay between the user and the game server, accounting for both time taken

in transmission as well as processing time at the server end. This may be perceived

as a signi�cant lag between the moment a command is given by a user and when the
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Figure 4.1: High-level cloud gaming architecture.

corresponding visual feedback is displayed. Such delays have a negative impact on user's

QoE [57, 43, 58]. Secondly, because the game scenes are sent to the user as a video stream

over the internet, the visual quality of the game is at the mercy of the internet connection

between the server and user. Thus, any disturbances on this route can cause a decline or

inconsistency in video quality, which again adversely a�ects the user's QoE [59].

A recent work, DECAF [50], has done a comprehensive measurement and discussion

on the QoE issues related to commercial cloud gaming providers like Amazon Luna,

Stadia, and NVIDIA GeForce Now. Their main observations include: (i) cloud gaming

platforms display signi�cant �uctuations in bitrate delivery, (ii) these platforms fail to

consistently deliver on their promise of 1080p/60fps streams even when the bandwidth

is adequate, and (iii) these gaming platforms react poorly to packet losses, showing per-

formance drops where bitrate decreases drastically with minor increase in packet losses.

Recognizing the numerous obstacles associated with streaming in cloud gaming, our

primary goal in this work is to develop a system designed to enhance streaming quality

by reducing the bandwidth requirement while preserving the QoE. Past research has

highlighted that variations in bitrate, particularly within a limited bandwidth scenario,

can negatively impact the delivery of game streams at the desired QoE, such as 1080p

at 60 frames per second (FPS). The frames dispatched from the server to the client are

often large, necessitating considerable bandwidth for successful delivery.

4.2.3 The Recurring Objects

To enable the delivery of high QoE streaming even at lower bandwidth, we are explor-

ing ways to decrease the frame sizes while ensuring streaming still occurs at the desired

1080p/60FPS. As we delved deeper into the frame composition, we discovered that nu-

merous objects within the game stream reappear frequently. These recurring objects,

with minor variations, often occupy a considerable portion of the pixels in a frame.
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4.2.4 Proposed Approach

Leveraging the presence of recurring objects in the game stream, we propose a novel idea

where we remove or "mask" these recurring objects in the frame on the server side. The

idea is that, by doing so, we can achieve higher compression in the frame size during

encoding, reducing the bandwidth requirement for delivery. After the compressed frames

reach the client side, we will regenerate the previously masked objects. This method

ensures the frames retain their visual integrity while economizing bandwidth use. The

seamless interconnection between masking on the server side and regenerating on the

client side promises to yield a more e�cient and higher QoE streaming experience in

cloud gaming.

4.2.5 Challenges

The proposed approach has several challenges to address before achieving frame compres-

sion. Firstly, many commercial cloud gaming platforms have a proprietary setup, so we

need to implement our server-side solution to handle realtime streaming. We need to de-

sign a custom solution that suits the speci�c streaming needs of cloud gaming. Secondly,

having a precise object detection system on the server side is crucial. As the game stream

continues, numerous objects �ood the frames. Our proposed object detection mechanism

must accurately identify the intended object in the frame, ensuring that only the tar-

get objects are extracted and replaced. Thirdly, the detection and segmentation processes

should be optimized to cause minimal delay. Cloud gaming operates in a latency-sensitive

setup, and any extra delays can negatively a�ect the QoE for the player. Fourthly, the

client side needs some smart mechanisms to reconstruct the object the server removed

from the frame before showing it to the player. It involves restoring the extracted objects

e�ciently without noticeable delays or visual distortions. Fifthly, the operational cost of

client-side intelligence shouldn't demand high computing resources because this would

defeat the purpose of the streaming model in gaming if it required high-end client ma-

chines. Successfully overcoming these obstacles is vital for applying our suggested frame

compression method, eventually leading to an improved gaming experience and reduced

resource use during cloud gaming sessions.

4.3 System Design Overview

In this section, we introduce our system design and present a broad overview. Figure 4.2

illustrates the various elements of the system design. A custom cloud gaming server is

75



Figure 4.2: System design.

connected to the client via the internet. Broadly, the server has two main components,

the game stream process, where the game is running, and the streaming process, which

captures the game scenes and sends them to the client. We use WebRTC streamer [125] as

a streaming library because DECAF [50] showed that commercial cloud gaming providers

use WebRTC for streaming. In the WebRTC, we implement our segmentation module to

segment and mask the objects in the frames.

The client is a standard laptop we use to stream the game from the server in the

browser. To have visibility into the incoming stream and the ability to edit frames, we

use an open-source Chromium browser to access the WebRTC stack. We implement our

regeneration module in the chromium WebRTC library to regenerate the masked objects.

The primary objective of the proposed system is to minimize the number of bits

per frame during streaming while maintaining an equivalent QoE. In essence, we aim to

reduce the frame size transmitted to the client. As mentioned earlier, game streaming

often involves recurring objects within the frame that exhibit limited variation during

gameplay. For example, in �rst-person shooter games, the �rearm is typically positioned

at the center of the frame (see Fig. 4.3). Its variations occur during aiming, �ring, running,

walking, and reloading. We propose to remove such recurring objects from the frame

before transmission and regenerate or replace them before rendering on the client side.

Figure 4.3: Sample image from Far Cry 5 with a �rearm in the center as a recurring
object.
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Figure 4.4: System design server side.

This objective necessitates intervention on both the server and client sides. On the

server side, we substitute recurring objects with a �xed color (e.g., red). During the en-

coding process, �xed colors are e�ciently compressed by the encoder. To ensure accurate

object detection and segmentation, our system employs state-of-the-art deep learning

models. On the client side, before rendering, the original objects are restored to the

frame from a prede�ned pool. We discuss the server side in greater detail in Section 4.4,

the segmentation model in Section 4.5, and the client side in Section 4.6.

4.4 Server

In this section, we delve into the details of the server side. In cloud gaming, the server is

typically situated within the cloud infrastructure and performs two primary functions: i)

establishing a streaming channel with the client and ii) running the gameplay process. The

frames of gameplay are captured by the streaming process and subsequently processed

and transmitted to the client via a media channel.

Commercial cloud gaming platforms, such as NVIDIA GeForce Now, are proprietary

and do not permit modi�cation. Consequently, we opted to deploy our custom open-

source server to facilitate the implementation of our design.

In Figure 4.4, we show the architecture of our server side implementation. For our

server-side requirements, we require a streaming mechanism and game logic execution.

For streaming, we deployed the open-source WebRTC-streamer [125], as commercial game

streaming platforms commonly utilize WebRTC for low-latency streaming [50]. For game

logic, we implemented a simpler approach by running a gameplay video, in which the

WebRTC-streamer captures frame by frame at a rate of 60 FPS, processes the frames,

and transmits them to the client over the WebRTC media channel.

This approach results in a lightweight server-side implementation, as it demands lim-

ited hardware resources to execute, unlike the cloud infrastructure, where virtually un-

limited resources are available. This streamlined design not only reduces overhead but

also enables more e�cient utilization of available resources.
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4.4.1 WebRTC-Streamer Preimer

WebRTC-streamer [125] is a lightweight, versatile, and easy-to-use server application

that simpli�es streaming video and audio using WebRTC [126]. The primary function

of this server is to capture multimedia content from various sources like video �les or a

video player and transmit it to WebRTC-compatible browsers or devices in realtime. This

eliminates the need for complex, resource-intensive transcoding or intermediate servers,

making it an ideal solution for low-latency applications such as live broadcasting, video

surveillance, or remote monitoring.

The WebRTC-streamer works by utilizing the following key components:

ˆ Capture: The server captures multimedia content from various sources, such as IP

cameras or video �les, using protocols like RTSP, HTTP, or even local devices.

ˆ Encoding: The captured content is encoded into WebRTC-compatible formats, such as

VP8, VP9, or H.264 for video and Opus or G.711 for audio.

ˆ Signaling: The server establishes a connection with the client using a signaling mech-

anism, typically through WebSockets or HTTP. This process involves exchanging Ses-

sion Description Protocol (SDP) messages and Interactive Connectivity Establishment

(ICE) candidates to negotiate the parameters of the media session.

ˆ Peer-to-Peer (P2P) connection:Once the signaling process is complete, a direct P2P

connection is established between the server and the client using WebRTC protocols.

This ensures low latency and high-quality streaming.

ˆ Playback:The client receives the media stream and plays it back using a compatible

WebRTC player embedded in the browser or application.

4.4.2 Server Implementation

As illustrated in Figure 4.4, the running process consists of a gameplay video, speci�cally

Far Cry 5, playing at 1080p/60 FPS. The WebRTC-streamer leverages thedesktopcapture

API to capture the game scene at 1080p/60 FPS and transmit the stream to the client

via the WebRTC media channel. Once the frames are captured, they are directed to the

libyuv library for conversion to the YUV format [127]. Subsequently, the frame is encoded

and sent to the client over the WebRTC peer connection.

We intercept the �ow of the frame within the libyuv library after it has been con-

verted to the YUV format but before encoding. We then convert the frame to RGB, a

format compatible with our segmentation model, and pass it to the model for inference

(the segmentation model is discussed in detail in Section 4.5). The model identi�es re-

curring objects, such as �rearms, and generates a segmentation mask for the polygon
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encompassing the object. We extract and utilize the mask for replacing the object with

a �xed color (as shown in Figures 4.5 and 4.6). Afterward, we convert the image to the

YUV format and allow the WebRTC to continue the frame's journey toward encoding

and eventual transmission to the client.

Figure 4.5: Small object, �rearm at the
bottom center.

Figure 4.6: Small object, �rearm at the
bottom center, masked with the �xed
color red.

The original segmentation model is implemented in Python, while the WebRTC is

developed in C++. We integrated the model into the WebRTC by �rst generating its

TorchScript trace using PyTorch [128]. We then implemented a wrapper class in thelibyuv

library using PyTorch C++ API [129] to execute the model in a C++ environment.

4.4.3 Server Speci�cations

In a commercial cloud gaming environment, the server is running in the cloud where,

we assume, abundant resources are present. In our setup, the server is deployed on a

local machine. It comprises Intel Pentium(R) CPU G4400 3.30GHzÖ 2 processor, 32

GB DDR4 RAM, and an NVIDIA RTI 1080 GPU.

4.5 Segmentation Model

In this section, we provide a comprehensive description of the deep learning model utilized

for object segmentation within the frame. The object segmentation model is trained

o�ine and subsequently integrated into the server for realtime inference on the frame

and object segmentation. The machine learning pipeline is depicted in Figure 4.7. We

initially discuss the Segment Anything Model (SAM) for data preparation, followed by

an explanation of the training process of the segmentation model (Mask RCNN-FPN)

based on the Detectron2 framework. The data preparation and model training is o�ine,
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whereas the trained segmentation model is online.

Figure 4.7: Segmentation model training pipeline.

4.5.1 Data Preparation

The Segment Anything Model (SAM) plays a pivotal role in data preparation, ensuring

that the object segmentation model is trained on a diverse and comprehensive dataset.

This robust data preparation process is crucial for achieving accurate and reliable realtime

object segmentation during the streaming process. SAM facilitates the generation of high-

quality segmentation masks for the training dataset, which ultimately contributes to the

model's ability to identify e�ciently and segment objects of interest within the gameplay

frames.

For the training of the segmentation model, it is essential to acquire a dataset com-

prising images containing recurring objects, accompanied by annotations in JSON format

delineating the object's polygon coordinates. However, manual annotation of numerous

images is a time-consuming and labor-intensive task. To address this challenge and accel-

erate the data preparation process for model training, we leveraged the Segment Anything

Model (SAM) proposed by Meta. This approach streamlines the annotation process, en-

suring e�cient and accurate training of the model for optimal segmentation performance.

By utilizing SAM for data preparation, we e�ectively reduce the time and e�ort required

in the annotation process while enhancing the quality and consistency of the training

data, ultimately contributing to the higher performance of the model in realtime object

segmentation tasks.

4.5.2 SAM premier

Segment Anything [130] is a state-of-the-art image segmentation approach that leverages

advancements in foundation models observed in natural language processing (NLP) and
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Figure 4.8: Sample image from Far Cry 5 with �rearm annotation drawn by SAM.

computer vision. SAM aims to create a promotable model, pre-trained on an extensive

dataset called SA-1B, which contains over 1 billion masks derived from 11 million im-

ages. The model facilitates diverse downstream segmentation challenges on novel data

distributions through prompt engineering. SAM combines a robust image encoder, an

e�cient prompt encoder, and a lightweight mask decoder, enabling realtime segmenta-

tion mask prediction and interactive use. The model's performance on downstream tasks,

such as edge detection, object proposal generation, instance segmentation, and prelimi-

nary text-to-mask prediction, showcases its potential for out-of-the-box applications on

various tasks involving object and image distributions beyond its training data.

4.5.3 Data preparation using SAM

We used SAM to generate annotations for the images. In Figure 4.8, we present a repre-

sentative frame from the video game Far Cry 5, wherein the �rearm is centrally located.

This frame demonstrates the e�cacy of the SAM in generating accurate and rapid object

annotations. In this instance, SAM produces a green bounding box and a blue highlighted

region encompassing the �rearm. SAM generates a mask corresponding to the polygon

enclosing the target object�in this case, the �rearm. This polygon's coordinates are

subsequently extracted and saved to a JSON �le for further processing and analysis.

The results presented in Figure 4.8 provide evidence of SAM's ability to e�ciently and

precisely generate polygonal annotations for objects of interest, such as �rearms, within

complex visual environments.

To construct a dataset suitable for the model, we segment the gameplay video into

discrete frames utilizing the FFmpeg library [63]. Subsequently, each extracted frame is

input into the SAM, accompanied by the prompt, a bounding box's two corner coordi-

nates, delineating the �rearm's anticipated location. The SAM system generates a mask

corresponding to the �rearm, storing the resulting data in the designated dataset direc-
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tory. This methodology facilitates the e�cient creation of a comprehensive, high-quality

dataset tailored to the model.

It should be noted that the SAM appears to be an apt pre-trained solution prepared for

immediate deployment as an alternative to the object segmentation model we currently

train. Nevertheless, the primary constraint when employing SAM for online segmentation

is its computationally intensive image encoder. This encoder is responsible for generating

all the embeddings for a given image, a process that extends beyond 1000 milliseconds

on our NVIDIA 1080 Ti GPU. This duration renders SAM impractical for online usage

due to its ine�ciency and incompatibility with realtime demands.

4.5.4 Training Segmentation Model

In this section, we delve into the object segmentation model, which is based on Mask

RCNN-FPN architecture and leverages the Detectron2 framework and PointRend mask.

Before delving into the speci�cs of the model implementation, we provide a brief overview

of both Detectron2 and PointRend to establish a foundational understanding of the

technologies employed in our system.

4.5.5 Detectron2 Premier

Detectron2 [123], a cutting-edge open-source object detection and segmentation frame-

work, is an advanced iteration of the original Detectron developed by Facebook AI Re-

search (FAIR). This state-of-the-art framework is designed to facilitate the rapid develop-

ment and deployment of computer vision models, focusing on the intricate tasks of object

detection, semantic segmentation, panoptic segmentation, and keypoint estimation. Built

on top of the PyTorch library, Detectron2 enables high performance and e�cient resource

utilization. The framework not only encompasses a comprehensive suite of pre-trained

models and end-to-end pipelines based on prominent algorithms, such as Mask R-CNN,

RetinaNet, and DensePose but also fosters seamless extensibility through its modular

architecture. This versatility allows researchers and practitioners alike to integrate novel

components, experiment with new ideas, and devise custom solutions tailored to speci�c

computer vision challenges.

4.5.6 PointRend Premier

PointRend [124], or Point-based Rendering, is an innovative model designed to address the

computational ine�ciencies and suboptimal boundary resolution inherent in traditional
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convolutional neural networks (CNNs) used for image segmentation. Unlike conventional

CNNs that operate on regular grids for input, hidden representations, and output label

maps, PointRend introduces an adaptive sampling technique inspired by classical com-

puter graphics rendering methods. This approach e�ciently generates high-resolution

label maps by computing pixel values at an irregular subset of adaptively selected points

in the image plane, thereby reducing oversampling in smooth regions and undersampling

at object boundaries.

The PointRend model can be �exibly integrated into existing semantic and instance

segmentation systems, such as Mask R-CNN and FCN, to improve the overall quality of

image segmentation results. By using interpolation to extract point-wise feature repre-

sentations from typical CNN feature maps and employing a small point head subnetwork

to predict output labels, PointRend achieves signi�cantly sharper object boundaries with

an order of magnitude fewer �oating-point operations than direct, dense computation.

Evaluations on COCO and Cityscapes benchmarks for both instance and semantic seg-

mentation tasks demonstrate that PointRend not only enhances the visual quality of the

segmented images but also provides quantitative improvements over strong Mask R-CNN

and DeepLabV3 models.

4.5.7 Training Segmentation Model

We employ the Detectron2 framework for the training of a segmentation model. The ar-

chitecture of this model consists of a Feature Pyramid Network (FPN) backbone, which

leverages a ResNet block and max pooling to generate feature maps at �ve distinct sam-

pling scales. These feature maps are subsequently input into the Region Proposal Network

(RPN) layer. By utilizing ground truth data, the RPN layer generates box proposal out-

puts. The RPN output is then forwarded to the Region of Interest (ROI) head, which

ascertains the �nal inference boxes for the objects. Finally, the output from the ROI

is directed to the PointRend layer, further re�ning the polygon of the detected object.

Following this architecture, we successfully cultivate a segmentation model tailored to

our unique dataset and object detection prerequisites.

The trained model is designed for execution in a Python environment. Since our server

utilizes WebRTC, where the streaming pipeline is implemented in C++, we also convert

the model into a format compatible with the C++ environment. To achieve this, we

employ the PyTorch library to generate a TorchScript trace of the model [128], which

can be executed in a C++ environment using the PyTorch C++ API [129].

To incorporate the Python model within the server, we initially designed a Python
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Figure 4.9: System design client side.

API to interface with the model. Subsequently, Python embedding facilitates the utiliza-

tion of the Python API from the server's C++ code.

Regarding C++ model integration, we implement a library with the necessary API

to interface with the model. This library is incorporated into the server, and its object

is declared for API usage.

These two implementations o�er three distinct advantages. Firstly, executing the

model in C++ yields faster performance than in Python. Speci�cally, the inference time

per frame running on a GPU is, on average,95 ms in Python, whereas in C++, it

is reduced to an average of56 ms. Secondly, this approach facilitates cleaner model

integration into the WebRTC framework, enhancing overall system cohesion and perfor-

mance while maintaining compatibility with the existing infrastructure. Third, it o�ers

�exibility for developers operating within a Python environment.

4.6 Client

In this section, we present the implementation details of the client side (see Fig.4.9).

We employ the Chromium browser to stream the gameplay video on the client side.

Chromium utilizes WebRTC for realtime, low-latency communication, and it is an open-

source platform.

On the client end, we must restore the segmented object to its original position within

the frame. To accomplish this, we implement a class in thelibyuv library that carries out

the frame regeneration process. We intercept the frame inlibyuv when decoded and

presented in the YUV format. The new class performs three tasks as follows.

i) Get Marker: We �rst identify the segment mask value, which is the combination of

the YUV �xed color mask (also referred to as the key). This key is passed along with a

frame in the RTP packet header optional �eld. We get this value and move to the next

stage.

ii) Hash map Fetch Object Pixels:Once we determine that the frame contains a

segmented object and we have the key, we search the hashmap data structure for the
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value stored against the key. The value consists of the YUV strings, along with the

coordinates that form the segmented object.

iii) Regenerate Object:Utilizing the coordinates in the value, we replace the YUV

values row by row to regenerate the object within the frame.

The entire process, on average, takes approximately2 ms to complete. This e�cient

implementation minimizes the overall latency, thus preserving the desired QoE for the

end user.

4.7 Evaluation

This section delineates the evaluation of our system, conducted through Ubisoft's AAA

game, Far Cry 5. The evaluation focuses on key performance indicators, namely frame

compression, and latency, by implementing the same gameplay scenario with and without

segmentation, thereby facilitating the comparison of the metrics. It is important to note

that our system operates within a local network, disconnected from the internet, to

preclude any variability in network latency arising from extraneous tra�c. Our discussion

begins by analyzing frame sizes, followed by the presentation of latency results. The

results, while inherently dependent on the implementation, also re�ect the in�uence of

the execution environment and the underlying hardware. We compare latency outcomes

derived from two execution environments: Python and C++. On the server side, our

machine comprises an Intel Pentium(R) CPU G4400 3.30GHzÖ 2 processor, 32 GB

DDR4 RAM, and an NVIDIA GTX 1080 Ti GPU, while the client side operates on a

laptop with 12th Gen Intel Core—i7-1255UÖ 12 processor and 16GB DDR4 RAM.

4.7.1 Frame Compression

Figure 4.10 presents the frame sizes in KiloBytes and the consequential percentage com-

pression we attain through segmentation for small and large objects. It is evident that

segmentation considerably reduces the frame size. For the speci�ed 60-second gameplay

scenes, we accomplish an average compression of 12.44% for large objects. These gameplay

scenes incorporate large objects, as exempli�ed by the large �rearm we segment before

encoding, depicted in Figure 4.11. The degree of compression correlates directly with

the size of the segmented object. We notice a compression of 8.3% for smaller objects,

demonstrated for reference in Figure 4.12.
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