ABSTRACT

MICHAUD, ISAAC JAMES. Simulation-Based Bayesian Experimental Design using Mutual
Information. (Under the direction of Eric B. Laber and Ralph C. Smith).

Bayesian experimental design addresses the problem of optimal experimental design for nonlin-
ear statistical models by constructing robust designs with respect to prior uncertainties of the model
parameters under investigation. Because optimal Bayesian designs are computed by optimizing
an expected utility over the parameter distribution, they are difficult and expensive to calculate.
In this dissertation, we develop methods that address facets of computing Bayesian designs for
applied problems in nuclear reactor design and nuclear nonproliferation using a simulation-based
approach.

In particular, we focus on designs that maximize mutual information, a Shannon entropy-based
metric, between the proposed observations and the model parameters. We evaluate k-Nearest
Neighbor algorithms for mutual information estimation for design optimization. We develop soft-
ware that optimizes expensive expected utility criterion using Gaussian process optimization. We
apply sequential Bayesian optimization of mutual information to the problem of radiation source
localization with mobile detectors.

We also consider the problem of sensitivity testing of explosives, a design problem for which
there is only binary data. We evaluate current state-of-the-art algorithms for this problem and

compare the two using Bayesian equivalent designs, making comparisons between them simpler.
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CHAPTER

1

INTRODUCTION

Computer simulations are afundamental scienti c tool for the study of nature. With the development
of computational resources and algorithms, high- delity simulations that nearly reproduce reality
in silico augment physical experimentation. Whether the simulations model nuclear reactors, the
spread of an epidemic, or the evolution of the planets climate, these simulations signi cantly
expand the realms of inquiry available to a traditional laboratory.

The design of computer experiments developed from the need to ef ciently evaluate, vali-
date, and approximate these large simulation codes that can take days or weeks to run. Computer
experiments focus primarily on the exploration of deterministic simulations and heavily utilize
space- lling designs. Such designs facilitate numerical integration, sensitivity analysis, parameter
subset selection, and the tting of surrogate models to the computer simulation [Morris & Moore,
2015].

The design of computer experiments returns to its origins in the design of physical experiments
when considering the optimal calibration of computer simulations. Calibration is the process of
using physical data to select optimal parameter values and quantify their uncertainty to match a
simulation's output. The design problem that arises is choosing where in the design space to collect
data to produce best parameter inferences. However, because many of these simulation models
are nonlinear with respect to their parameters and without analytic expressions, classical optimal
design theory falls short in providing robust optimal designs.

An example of the interplay between physical and computer experiments is in the design of



nuclear reactors where, due to legal, ethical, and nancial reasons, full-scale physical experiments
are often scarce, and even the few data that are available must be used to calibrate and inform an
array of multi-physics simulations required to simulate a critical reactor core. Any increase in the
ef ciency of the experimental design contributes to safer and more ef cient nuclear reactor designs.

Because many of the processes within a reactor core are nonlinear, designing an experiment to
collect calibration data suffers from the fundamental problem in optimal nonlinear experimental
design where the optimal design is dependent on the unknown model parameters. The popular
remedies to these dif culties are sequential and Bayesian experimental design. Sequential designs
take small steps (experimental unit allocation), slowly accumulating empirical information that
re nes the experimental design for more ef ciency throughout the experiment. Bayesian experi-
mental design instead relies on prior information to constrain the optimal design. Such designs are
called average, agglomerated, or compromise designs because they weight designs that are optimal
for particular parameter values according to their prior weight. Although they may reduce ef ciency
for any potential parameter value, they are hopefully robust to parameter uncertainty.

We present contributions to the unity of sequential and Bayesian experimental to improve
design ef ciency for small sample experiments. We take a simulation-based approach where the
design criterion is estimated through model sampling. Mutual information is the design criterion
we use through our work, optimized using noisy Gaussian process optimization. We apply this to
applications in the calibration of thermo-hydraulic codes, mobile radiation detector placement,
and sensitivity testing of detonators.

1.1 Optimal Nonlinear Design

The design of experiments (DOE) for linear models is a mature eld. Mathematically, it is convenient
to describe an experimental design as a probability measure on adesign space X , where 2X
denotes the factor-levels for a single experimental unit. A design that can be carried out on a
nite set of experimental units is called an  exact design. Often, is an approximate design, which
is a relaxation of exact designs that allows for fractional experimental units. The discretization
(rounding) of an approximate design is a nontrivial problem  [Pukelsheim & Rieder, 1992].
Optimal experimental design attempts to gain the most information for a xed amount of
resources and provide the bestinference for the quantities of interest. Because the Fisher information
matrix determines the asymptotic variances of the maximum likelihood estimators (MLE), it has
been the focus for measuring the quality of a design. Ideally, a design would minimize the variances
of every function of the parameters, but this is impossible  [Silvey, 1980, pp. 4-5]. Instead, designs are
found that maximize a particular function of the information matrix, , called a design criterion.
Each criterion is measuring the “size" of the information matrix in different ways that lead to designs
that prioritize the estimation of some quantities over others  [Atkinson et al., 2007, pp. 135-142].



The Fisher information matrix for approximate design isdenedas M ( )=E[ T]where is
an distributed random vector. Two major types of designs for linear models are D-optimal and G-
optimal designs. D-optimal designs maximize p( )=logdet(M ( )). Maximizing the determinant
of the information matrix maximizes the power of the model F-test. G-optimal designs minimize

c()=sup ™™ () ! ,which minimizes the maximum variance over all linear functions of the
model parameters (minimax). Designs for linear models are often geometrically intuitive, such as
spreading design points out and maintaining symmetry  [Elfving, 1952].

A signi cant series of results in optimal experimental designs are the numerous equivalence
theorems. The rstis Kiefer & Wolfowitz  [1960] who proved that for linear models D-optimal designs
and G-optimal designs are equivalent. The General Equivalence Theorem (GET) from Whittle  [1973]
enumerated equivalent conditions for a design to be -optimalwhen is a concave function with
Fréchet derivatives. The Fréchet derivative

@ )i+t 2 (o

F( 1 2)=Ilim :

is the directional derivative of at qinthe direction of design . The GET provides conditions to
verify a proposed design's optimality.

Theorem 1.1 (General Equivalence Theorem) . If  is a concave function of design measure  and
is design supported on the single point  , then the following statements are equivalent:

1. ?maximizes ()
2. ?minimizessup , F(, )
3.sup, F(? ) O

For nonlinear models, Theorem 1.1 becomes more complicated because the Fisher information
matrix is often dependent on the unknown model parameters [Silvey, 1980, p. 53. We write the
design criterion as ()= (, )toemphasize the dependence on . The linear model case is
unigue because thereissingle  -optimal design for all parameter values. Even with the dependence
on ,the GET holds for nonlinear models under mild regularity conditions [Dubov, 1977]. A design
thatis  -optimalis called a locally-optimal design. The simplest solution to the dependence on
model parameters is to assume a nominal value for the model parameters and use a locally-optimal
design. If the designer has a reasonable initial estimate of the model parameters, then a local design
will be ef cient [Ford et al., 1989].

Sequential locally optimal designs are a standard solution to nonlinear design problems. Al-
though not strictly optimal, by iteratively estimating the model parameters and updating the locally
optimal design with improved parameter estimates, the design converges to the true locally opti-
mal design [Wynn, 1970]. Chaudhuri & Mykland [1993] discuss the idea of performing sequential



D-optimal designs for estimation of nonlinear models. The drawbacks of sequential designs are
their logistic dif culties and their need to analyze new data throughout the experiment, which may
be computationally costly.

1.2 Bayesian Design

A fundamental tenet of experimental design is leveraging prior knowledge to produce better designs.
A classic example is the incorporation of restricted randomizations like split-plot, block, and Latin
cube designs that account for anticipated variation between experimental units or strata. The
dependence of nonlinear designs on model parameters lends itself to the use of prior belief asin
Bayesian statistics.

The Bayesian experimental design problem was mathematically described by Lindley  [1972] by
focusing on the expected utility of design
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()= u(, ,yplyj, p()yd , (1.1)

where u is the utility being used and p( ) is the experimenter's prior distribution for the parameter
. The optimal Bayesian design is then 7 = argmax ( ), where the parameter uncertainty is
marginalized. The Bayesian D-optimality criterion is
ZZ

p( )= logdetM (., )p(yj , )p( )dyd . (1.2)

The optimal design maximizes the expected log determinant with respect to the prior distribution,
making the design robust to incorrect guesses of the parameters [Chaloner & Verdinelli, 1995 ].

The simple case of Bayesian linear regression with conjugate priors is similar to those discussed in
Section 1.1. The inverse posterior covariance matrix [M () '+ R] %, where R is the prior covariance
matrix of the parameter , replaces the Fisher information matrix, and the familiar D or G-optimal
criteria are applied. The prior information contained in R may constrain the design by informing
the design about known correlations between parameters. Chaloner [1984] extended the GET to the
Bayesian regression case.

Numerous technical issues arise in Bayesian design. For example, because the design criterion
(1.1) is generally not a function of a positive-de nite matrix, the Carthéodory theorem does not
guarantee that there exists an optimal design supported by a nite number of design points [Ford
etal., 1992]. Chaloner & Larntz [1989] demonstrated this feature for the logistic model, showing that
the number of design points increases when the prior distribution becomes more diffuse. For some
prior distributions there is no global D-optimal design, which causes  (1.1) to be non-concave [Firth
& Hinde, 1997].



In general, the computation of (1.1) is dif cult except for the simplest models. One tactic is to
separate the Bayesian design into two pieces: a design phase and an inference phase [Tsutakawa,
1972]. A prior in the design phase could be selected for its tractability, whereas the nal analysis
uses a noninformative prior. For example, approximating the posterior distribution with a normal
distribution will simplify the computation of (1.2). By simplifying the computation, the expected
utility is optimized in a brute-force manner using Nelder-Mead [Chaloner & Larntz, 1989 ] or point-
exchange [Zhang & Meeker, 2006] algorithms. Gotwalt et al. [2009] developed an ef cient numerical
integration method to compute the D-optimality criterion for cases when the prior is a multivariate
normal distribution.

Monte Carlo integration could be used to compute  (1.1) with parameters sampled from the prior
of . Estimating the expected utility using Monte Carlo makes (1.1) an expensive, noisy optimization.
The need to use simulations to compute and optimize  (1.1) has produced many techniques in
simulation-based design discussed in the next section.

1.3 Simulation-Based Design

Computational dif culty often sti es the appeal of Bayesian design. The fundamental design prob-
lem divides into two parts: estimation and optimization of (1.2). The challenge of estimating and
optimizing a design criterion for a particular parameter distribution has spurred the development

of various approximations in the literature  [Ryan et al., 2015].

Discretizing the parameter prior makes the design criterion computation tractable [Woods
et al., 2006]. The resulting estimator weights the designs according to a nite collection of potential
parameters, producing an average of locally optimal designs. Given the criterion and a candidate set
of design points, an exchange algorithm computes exact designs [Fedorov, 1972; Cook & Nachtsheim,
1980]. Alternatively, the averaging of designs could be performed by clustering points from a pool of
locally optimal designs [Dror & Steinberg, 2008].

For non-classical design criteria, it may be dif cult to apply a direct estimate of the criterion
as discussed above. This is because for Fisher Information matrix methods the matrix is a linear
combination of the individual information matrices. The full utility expression in (1.1) is dependent
on the data observed, so it is dependent on the likelihood function or conditional distribution of the
data. Instead of a single integral in (1.1) a double integral must be computed over the parameters
and the potential data. The integral is computational costly if double Monte Carlo estimates, see
Algorithm 1.1, are required.

A simulation-based design approach is one method for overcoming these problems. This ap-
proach involves the simulation of model output and the use of that information to make the best
estimate of where to collect data for subsequent runs of the experiment. In a sense, the forward-
simulation model is allowed to determine its optimal design by using its sensitivities. Compared



Algorithm 1.1 Monte Carlo Estimator of
Require: ,A,B
fori=1,..,Ado
sample ()
sampley;  (yj i, )
for j=1,...,.Bdo
sample 1 ( jy)
uj = U( ’ j’yi)

to the previously discussed method, the simulation-based experimental design is quite general
because no analytic expressions are needed to nd the optimal design. One only needs to simulate
posterior distributions and predictive values from the model  [Solonen et al., 2012; Liepe et al., 2013;
Huan & Marzouk, 2013 ].

With an estimate of the design criterion, a type of stochastic optimization must be applied. The
estimated criterion can be optimized directly using an augment-probability model [Mdller, 20057,
genetic algorithm [Hamada et al., 2001], or simulated annealing [Solonen et al., 2012]. Alternatively, a
surrogate or response surface can be tto the observed points on the criterion surface and optimized
instead. Muller & Parmigiani [1995] used a polynomial response surface. Huan & Marzouk [2013]
use polynomial chaos model. Weaver et al. [2016] and Overstall & Woods [2017] employed Gaussian
processes as surrogates.

1.4 Overview

The present work contributes to the eld of optimal sequential Bayesian experimental designs
by advancing the tools for computing these designs. We develop mutual information estimators
and software to compute optimal designs. We apply Bayesian design to three applications: high-
to-low delity model calibration of thermo-hydraulic codes in nuclear reactor simulations, the
sensitivity testing of explosive detonators, and the adaptive placement of radiation detectors for
source localization. We outline the work completed in the following subsections.

1.4.1 Evaluating Mutual Information Estimators for Experimental Design

Mutual information, also known as expected information gain, is an often used optimality criterion
in experimental design. For many nonlinear models, the mutual information between parameters



and potential observations is computationally intractable without using normal approximations
or Monte Carlo estimates. Recent work has utilized nonparametric k-Nearest Neighbor (kNN)
estimators to select near-optimal experimental runs. Here we explore the ef cacy of current kNN
estimators in experimental design applications. We demonstrate that although kNN estimators
are biased estimators of mutual information, they are still applicable to making design decisions
in moderately high dimensions. Finally, we present a modi ed KNN estimator that has lower bias
than current kNN estimators with improved tuning parameter calibration. The KNN estimators
developed in this research have been released in the R package rmi , which is available on CRAN
(Comprehensive R Archive Network - https://cran.r-project.org/ ).

We apply KNN estimators to the problem of high-to-low delity calibration in nuclear reactor
subchannel codes. The high-to-low calibration is often used in Uncertainty Quanti cation when
tting surrogate or simpli ed models to computationally expensive simulations [Kapoor et al., 2007]
and speci cally in nuclear reactor applications  [Raza & Kim, 2008]. We look at the subchannel
code COBRA-TF, which does not have a closed form expression and therefore classical optimal
design results cannot be directly applied. Utilizing kNN estimators we use a simulation-based design
approach that approximates an optimal design for sampling the high delity, computational uid
dynamics, code STAR-CCM+ for the calibration of COBRA-TFE

1.4.2 Gaussian Process Approximations for Designing Experiments

Weaver etal.[2016] used Gaussian process optimization, a form of Bayesian optimization, to compute
optimal Bayesian design of experiments. Their algorithm approximates the experiment's design
criterion surface using a Gaussian process and then iteratively employ the Expected Quantile
Improvement (EQI) acquisition function  [Picheny et al., 2013] to optimize the criterion. EQI is a
generalization of the Expected Improvement (El) acquisition function used in the Ef cient Global
Optimization (EGO) algorithm [Jones et al., 199§ to stochastic objective functions.

We developed the Gaussian process Approximations for Designing ExperimenTs ( GADGBR-
package that implements the methods of Weaver etal. [2016]. GADGEAcludes batch, sequential, or
batch-sequential designs for both physical and computer experiments. Finally, =~ GADGEbmputes
diagnostic statistics on the Gaussian process optimization to detect lack-of- t of the surrogates
during the optimization to prevent sub-optimal designs from being chosen. We apply GADGHdthe
three design problems: the accelerated life testing (ALT) from [Weaver et al., 2016], the steady-state
heat diffusion example from [Lewis et al., 2016], and the crystallography binary regression example
from [Woods et al., 2006].



1.4.3 A Bayesian Hierarchical Model for Background Radiation

A fundamental challenge in estimating the location of a missing radioactive source from detector
observations is the presence of background radiation. This non-source radiation is caused by
radioactive decay of naturally occurring radioactive materials (NORM) in the ground or buildings
and cosmic sources. The effect of background varies within both space and time at different scales.
Current approaches to Bayesian source localization assume that background radiation is constant
across the entire problem domain, an assumption that is untenable with increasing stand-off
distances from the source.

We consider an urban radioactive source localization problem in the presence of background
radiation. We propose a hierarchical Bayesian model that simultaneously infers the source loca-
tion and the rate of background radiation at each detector location without the requirement of
separate calibration. We employ a simpli ed photon transport model to reduce the computational
requirements of Bayesian model calibration. We demonstrate the model's accuracy by localizing
a Cesium-137 source in a simulated block in Washington D.C., and we analyze experimental eld
observations with background noise taken at Oak Ridge National Laboratory (ORNL). In both
cases, we demonstrate that the model provides suf cient delity that we can isolate a source while
simultaneously estimating background radiation.

1.4.4 Radiation Localization using Mobile Detectors

We consider the problem of mobile placement of radiation detectors in an urban source localization
problem. Based on the work done in estimating background radiation, the ef ciency of radiation
detectors to localize a source decreases with longer dwell times. We gain a signi cant increase in
ef ciency by moving detectors closer to the suspected location of the source. We frame the mobile
placement strategy as a sequential Bayesian experimental design problem.

We continue the work of Schmidt  [2016] for the placement of radiation detectors on a discrete grid
of potential detector locations. We demonstrate that sequentially adapting the detector locations
based on an initial set of detector observations reduces the observed posterior entropy of the source
location. We see that movement of detectors is more ef cient than deploying more detectors in the
problem domain.

Finally, we consider a continuous detector placement analog to the problem formulated by
Schmidt [2016]. We utilize the Gaussian process optimization technique availableinthe =~ GADGEp&ck-
age. We nd that standard kNN mutual information estimators cannot be reliably used in conjunc-
tion with Gaussian process optimization, but our higher delity mutual information estimator
developed in Chapter 2 is capable of producing optimal continuous detector placements using
Gaussian process optimization.



1.4.5 Mutual Information Sensitivity Testing

Explosives detonate, either intentionally or accidentally, when exposed to a suf ciently large physical
shock, heat, or electrostatic discharge. Sensitivity testing is an experimental procedure used to assess
the safety and reliability of explosives, detonators, and other energetics. The goal is to estimate
what stimulus level will guarantee the detonation of a certain percentage of samples. Sensitivity
testing is closely related to dose-response experiments in clinical trials. Sensitivity testing involves
the sequential selection of stimuli and observation of whether detonation occurs or not.

Stochastic approximation algorithms have dominated sensitivity testing since the 1940s because
they are easily carried out without a computer [Dror & Steinberg, 2008 ]. The sensitivity model is a
generalized linear model (GLM), which makes sensitivity testing a nonlinear design problem. The
current best methods implement a hybrid algorithm that incorporates a stochastic search across
various stimulus levels until maximum likelihood estimates (MLE) can be computed, after which
stimulus levels are chosen sequentially to optimize the D-optimality criterion centered at those
estimates, a sequential local D-optimal approach [Neyer, 1994; Wu & Tian, 2014]. We review the state-
of-the-art methods for designing sensitivity tests and compare their ef ciencies. Asymptotically all
sequential D-optimal designs produce the same continuous designs. The differences occur during
the initial heuristic search phases used to establish MLEs. When sample sizes are small, it is likely
that the initial search phase comprises a sizeable proportion of the total sample size yet is not
optimized for the inference of the model parameters. We present preliminary work that attempts to
quantify the differences of the heuristic search phases of sensitivity test algorithms theoretically by
recasting each algorithm as an equivalent sequential Bayesian experimental design. The equivalent
Bayesian designs elucidate the assumed prior knowledge and likelihood used in each algorithm.
By better understanding these search phases it may be possible to increase the ef ciency of small
sample size sensitivity tests.



CHAPTER

2

EVALUATING MUTUAL INFORMATION
ESTIMATORS FOR EXPERIMENTAL
DESIGN

2.1 Introduction

Computer model calibration involves inferring the model parameters of a computer code to produce
a more accurate representation of the physical system it depicts. Ideally, model calibration utilizes
accurately collected data, but due to cost or feasibility the available data may be insuf cient for cali-
bration. A possible solution is to use validated high resolution simulations —here called high- delity
codes— to simulate data for calibrating a low- delity code, which we call high-to-low calibration.
Beyond the strict sense of selecting optimal parameters for the low- delity model, calibration also
applies to the more general case of improving the low- delity model, possibly correcting systematic
model discrepancies.

Our motivating problem for high-to-low calibration is the calibration of the nuclear reactor code
COBRA-TF (CTF). CTF is a subchannel code that models the thermo-hydraulics within a reactor core
and is used to evaluate reactor safety [Salko & Avramova, 2015]. CTF computes state averages along
the axial direction of the reactor core and does not explicitly model local turbulent ows within
and between coolant subchannels, which limits CTF's usefulness for modeling phenomena like
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CIPS (CRUD Induced Power Shift) that are affected by local ows. In comparison, the high- delity
code STAR-CCM+, a computational uid dynamics (CFD) code, can resolve these local features, but
with a signi cant increase in computational cost. For example,aCTF 5 5rod bundle simulation
takes 5 minutes on a single processor whereas the same problem takes 1 hour on a 1000 core cluster
with STAR-CCM+ [ Gilkey, 2017]. The high computational cost of STAR-CCM + prevents its use in
uncertainty quanti cation. By calibrating CTF to STAR-CCM  +, more accurate, spatially varying,
mixing parameters could be obtained, allowing CTF to incorporate the effects of turbulence within

the reactor core and reduce the operating uncertainty of a reactor.

Lewis et al. [2016] proposed a simulation-based Bayesian framework for high-to-low calibration
using mutual information to determine the most informative high- delity runs for the low- delity
calibration. Simulation-based design methods utilize draws from parameter distributions and for-
ward model evaluations to determine the most informative experimental design [Miller, 2005].
Simulation-based design is a “black-box” experimental design method where the model is in-
terrogated repeatedly to determine the optimal design. Typically these simulation-based design
algorithms incorporate a stochastic estimate of the expected utility of a proposed design and an
optimization algorithm to nd the optimal design. Monte Carlo estimates of an expected utility are
often used [Solonen et al., 2012; Liepe et al., 2013; Huan & Marzouk, 2013 ] as well as importance
sampling [Berg et al., 2003]. Muller [2005] uses a stochastic Monte Carlo design criterion for the
design problem and optimizes the criterion using MCMC applied to an augmented probability
model.

Mutual information, or expected information gain, is a common criterion for simulation-based
design [Drovandi et al., 2013; Ryan et al., 2016]. Mutual information is an information theoretic
guantity that measures the dependence between two random variables by quantifying the amount
of information in terms of Shannon entropy that knowledge of one variable provides about the other
and has been used in experimental design for decades [Lindley, 1956]. In the context of Bayesian
model calibration, mutual information is the expected Kullback-Leibler divergence between the
prior and posterior distributions of the calibration parameters. Maximizing mutual information
is a generalization of Bayesian D-optimality for linear models with Gaussian error [Chaloner &
Verdinelli, 1995 ]. Mutual information measures how informative high- delity observations will be
for the low- delity model regardless of the complexity of the low- delity model.

Mutual information is dif cult to compute, and analytical formulas principally exist only for lin-
ear models with normally distributed errors. Fortunately, because mutual information is a general
measure of dependence between random variables, it is used in many elds outside of experi-
mental design, including variable selection [Doquire & Verleysen, 2012; Vergara & Estévez, 2014,
independent component analysis [Stogbauer et al., 2004], signal processing [Achard et al., 2005],
genetics [Steuer et al., 2002], clustering [Kraskov et al., 2005; Steeg et al., 2014, and machine learning
[Zwolinski, 2001; Hunter & Hodas, 2016 ]. The application of mutual information has resulted in

11



the development of a wide range of estimators: Monte Carlo  [Chavez & Henrion, 1994; Miiller &
Parmigiani, 1995], Histogram / Binning [Fraser & Swinney, 1986; Paninski, 2003], Edgeworth series
[Hyvarinen, 1998], k-Nearest Neighbor (KNN) [Kraskov et al., 2004], and kernel density estimate
(KDE) [Moon et al., 1995].

Terejanu et al. [2012] and Lewis et al. [2016] both used the nonparameteric Kraskov-Stégbauer-
Grassberger (KSG) estimator of Kraskov et al. [2004] to estimate mutual information from model
samples and maximized KSG over a discrete set of potential designs. The KSG estimator was devel-
oped for independent component analysis with the goal of empirically testing for independence,
whereas experimental design requires nding dependence. Furthermore, Gao etal.  [20158 demon-
strated that KSG has a maximum estimable mutual information for a given sample size, a feature
that affects histogram-based estimators as well [Kannan & Tegner, 2014; Zheng & Benjamini, 2016 ]. If
two design con gurations have mutual information higher than this threshold there is no guarantee
that KSG is able to differentiate between the con gurations.

There are alternative KNN mutual information estimators to KSG that are less biased. Gao
et al. [20158] and Lord et al. [2018] use empirical volume estimates with KSG and have shown
much lower bias when applied to highly dependent relationships. Other estimators utilize local
Gaussian likelihood estimates with KNN-tuned bandwidths, which also have lower bias and proven
consistency [Gao et al., 2015b; Gao et al., 2017. Both of these classes of estimators correct for
observed correlations within the sampled data and extend the estimation of mutual information to
regimes of higher dependence without increasing sample size, but with the introduction of dif cult
to select tuning parameters. It remains to be demonstrated that these improved estimators are more
effective in experimental design applications.

Another obstacle for estimating mutual information in experimental design is the high dimen-
sionality caused by the large number of parameters and model responses in design problems. For
example, the CTF calibration problem we consider has 36 responses; 1 for each subchannel outlet
temperature. Moreover, if multiple design con gurations are selected at each iteration, the number
of responses increases multiplicatively. Similar high dimension problems occur in image processing
where mutual information is calculated between vectors of pixels  [Kybic & Vnu cko, 2012]. The major
focus of mutual information estimation has been on the two dimensional case with a few exceptions.
Kraskov et al. [2004] used an 8-D multivariate as an example and Gao etal. [20154] used 5-D linear
and 5-D quadratic functions as synthetic examples.

A pragmatic solution to the problem of high dimensional estimation of mutual information is to
perform dimension reduction before estimating mutual information. For example, Lin et al. [2019]
used canonical correlation analysis (CCA), which produces two 1-D random variables that have
the highest correlation, and computed mutual information using KSG on the dimension reduced
samples. Lin et al. [2019] then use the information processing inequality to show that this produces a
lower bound for the mutual information between the high dimensional samples. But itis still unclear
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whether dimension reduction, which must be applied separately for each design con guration,
preserves comparisons of estimated mutual information between con gurations.

Here we investigate the ef cacy of the KNN mutual information estimators for experimental
design applications. We propose an improved version of the mutual information estimator of
Gao et al. [20154] that computes high dimensional information gain instead of high dimensional
redundancy and present a new method for tuning its calibration parameters. In addition to simulated
examples, we consider the problem of using kNN estimators to select design con gurations for the
calibration of the subchannel code COBRA-TF (CTF) with and without dimension reduction. We
found that KSG is suf ciently accurate for choosing maximally informative design con gurations.
Due to its severe bias, it is an estimator of nominal mutual information. Our proposed estimator
is shown to be less biased than KSG and better suited for experimental design in certain high
dimensional cases.

2.2 Design

Letd-( , )denote the low- delity model, which is a function of calibration parameters 2 RP and
con guration or design variables 2 .Here describes the set of possible design points of the
con guration variables. We calibrate this low- delity model using data obtained from a high- delity

model dy,( ). Let , be the design point correspondingtothe n™ high- delity observation d, given
by
d~n =dnp( n)*+"n( n)

where ™, ( ) denotes the error in observing the high- delity code at n» Which may not be normally
distributed. We relate the low- delity model to the high- delity observations using the statistical
model from Kennedy & O'Hagan [2001],

dp( n)=d-(, )+ (n)*+"n(n) (2.1)

Here we denote potential additive discrepancy in the low- delity model by ( ) and random
observation or discretization errorsby ", ( ).

Given a set of observations D,, ; = fd;,d,,...,d, jgofthe high- delity code, we seek a design
point |, so that uncertainty in the low- delity calibration parameters is reduced when the model
is re-calibrated using the new high- delity data point  d,. The change in knowledge about the model
parameters, due to the addition of new data d~n , IS given by Bayes' rule

_P®nj JP()_ P(dn.Dn 1i ()
p(Dn) p(d~nan 1)

P( iDn)
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for the new data set D, = fd~n ,D,, 10 Because our objective is to determine the distribution of the
parameters from the calibration of our low- delity model with data d,,, using as few experiments
as possible, the strategy upon which we base our design decision should be chosen according to
the amount of information provided by the proposed data as a result of measuring dn( n)at .
Becaused~n has not yet been observed before choosing ,, we employ predictions d,, provided by
the statistical model (2.1) to determine ,,. As detailed in Lewis et al. [2016], the optimal design

condition n maximizes the mutual information

Z Z
. . p( 1dnan 1 n)
I( ;dnjDn 1, n)= P( ,dnjDy 1, n)log —— . d ddy; (2.2)
R P T p(Dn )P@aiDn 1, n)
that is,
n:argmgXI( ;dniDn 1, n)- (2.3)
The high- delity code is then evaluated using the design condition , and the resulting data d,
is used to re-calibrate the model parameters . Instead of computing mutual information ~ (2.2)

analytically or numerically, Lewis et al. [2016] estimated mutual information on a grid of points
within the design space using the KSG estimator [Kraskov et al., 2004], and optimization (2.3) was
performed by taking ,, that maximized the observed estimate of mutual information. Because
design points are chosen to maximize the information in the next design steps, this is a greedy
sequential search strategy for an optimal design, but the framework can be extended to selection

of batches fd,,dp+1,...,dn+p 16 b > 1 for non-myopic batch-sequential design. The sequential
search is continued until either a predetermined number of high- delity runs are performed or

until the estimated mutual information for all remaining design points is below a chosen threshold
[Adams et al., 2018, p. 67]. The quality of the design obtained using this procedure is determined by
the quality of the mutual information estimator.

2.3 Mutual Information Estimators

The mutual information between calibration parameters and lower- delity predictions  d, can be
decomposed as

I'( :dniDn, n)=H( jDn, n)*H(niDy, n) H( ,dniDn, n) (2.4)

where H (X) denotes the Shannon differential entropy of random variable  X. For brevity, we drop
the explicit conditioning on the previous data D, and design point ,,, except in cases where itis
necessary for clarity.
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2.3.1 Kraskov-Stogbauer-Grassberger (KSG) Estimators

Kraskov et al. [2004] utilizes the decomposition (2.4) and the Kozachenko-Leonenko entropy (KLE)

estimator [Kozachenko & Leonenko, 1987; Singh et al., 2003]. The KLE estimator estimates the
entropy of a random variable X from a sample of size N by computing the distance betweenthe ™
sample pointand its k™ nearest neighbor, denoted , (i )=2. The KLE estimator is

. d, X _
Hkee(X)= (N) (k)+|09(0dx)+W log (). (2.5)

i=1
Here d, is the dimension of the observations and ¢y, is the volume of the unit ball in RY for the
metric used to measure the distance between nearest neighbors, and () is the digamma function.
The assumption made in the derivation of KLE is that the density of X is well-approximated by a
uniform distribution within the neighborhood that contains the point X; and its k nearest neighbors.
Singh et al. [2003] proved the KLE estimator is consistentfor 1 k < N under the added assumption
that X is absolutely continuous and showed through simulation that  k 2f3,4,5,6gminimized the
estimator's root-mean-square error (RMSE). Utilizing the KLE estimator and the mutual information
decomposition (2.4) gives a plug-in estimate of mutual information.

Kraskov et al. [2004] identi ed that the plug-in estimator of mutual information based on KLE
would suffer from bias due to the accumulation of errors in computing the neighbor distances
within the joint and marginal spaces. Kraskov etal. [2004] proposed two estimators that eliminate
this bias by forcing the cancellation of the distance termsin  (2.5). They achieved this by xing an

distance in the joint space and using it in the marginal spaces. Because the nearest neighbor
distance is xed, the k used in the marginal spaces is allowed to vary point-wise.

Letz; =(x;,y;)and zik = (xik,yi")be the k™ nearest neighbor of point  z; inthe jointspace of X and
Y . The rst estimator proposed in Kraskov etal. [2004], denoted by KSG,, de nes a neighborhood
radius for point i as (i)=2= jjzik Ziji1 . This (i) is then assumed for each of the marginals to
compute n,, ( (i))and ny ( (i)), which are the number of sample points covered in the marginal
space by the interval centered at z; with width (i ). Formally, these are de ned as

Xt Q) Xt )
N CON= T X xiiy <—= andny, (@)= 1Ty, Wlls <—~ - (2.6)
j6i jsi
utilizing n,( (i))and ny( (i)) as the appropriate neighbor orders forthe X and Y marginals for
each point in the KLE estimator and substitution into (2.4) yields

1 N _ 1
KSGOGY)= N+ () o ((()+D o
i=1 i=1

%

(ny( @))+1).
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A drawback of KSG,; is that the KLE estimator is only used correctly in one marginal space because
the distance to the k™ nearest neighbor in the joint space will correspondtothe k™ nearest neighbor
distance in one of the marginal spaces. Independently scaling each variable to unit standard devia-
tion often eliminates any discrepancies caused by this imbalance. However, scaling may not prevent
bias in KSG, if the variables exhibit heteroskedasticity. The second KSG estimator follows the same
argument as the rst but utilizes a modi ed version of the KLE estimator that is generalized from a
square to rectangular neighborhood. This allows the estimator to adapt to the heteroskedasticity of
the sample point-wise. As with KSG,, the set of nearest neighbors is determined by distances within
the joint space, but marginal distances (i) and (i) are computed in each of the marginal spaces
separately as

(i) o N (i) L .
XT=1mjaxkuxi’ xiji, and yT=1mjaxkuyi‘ Vilis -

The marginal orders are computed as

oo N X

= Ui xS andny (@)= 1 iy, v %
i=1 j=1
The estimator is then
1 X 1 X
KSGXGY)= (N)+ (k) o (x(xO) &  (y(y@)
i=1 i=1

where the extra 1=k term comes from transitioning to rectangular areas in the joint space entropy
estimate.

KSG estimators have one serious aw: they can only estimate a maximum mutual information
of approximately  (N) (k) for a xed sample size N and order k. Gao et al. [20154] proved that
both KSG estimators suffer from this effect and, because the digamma function (N) grows loga-
rithmically, the sample size needed to estimate mutual information increases at least exponentially
in mutual information. This upper limit to estimable mutual information is not an issue if the goal
isto ndindependence between samples [Stdgbauer et al., 2004] or to simply look for dependent
relationships [Reshef et al., 2011]]. But because experimental design requires maximizing mutual
information, the mutual information estimators may not identify the true maximum. Moreover,
because mutual information is not known  a priori , itis dif cult to set the needed sample size for
KSG.
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2.3.2 Improved Local Neighborhood Corrected KSG Estimator (iLNC)

The critical assumption of KSG estimators is that the joint density is uniform within the neighbor-
hood of every sample point, which is violated in small sample sizes drawn from highly dependent
random variables. Gao et al. [20154a] proposed a modi ed KSG algorithm, the Local Neighborhood
Corrected (LNC) KSG estimator, that adjusts for local non-uniformity by modifying the local support
of the joint density by computing the volume of each point's neighborhood using a principal com-
ponent analysis (PCA) aligned rectangle instead of KSG's axis-aligned volume. This modi cation
does not remove the local uniformity assumption, but shifts the domain in which it holds [Singh &
Péczos, 2016. The LNC estimator is derived by expressing KSG , as a sample average,

1 X Pala) o PuC)  Puly)

KSG(X;Y)= — |
&l : Ni:1 ogVZi(Zi) ogVXi(Xi) gvyi(yi)

where P, ( ) is the number of points withinthe =2 ball centered at w and V,, is the volume of the
=2 ballcentered at w . This formulation makes it clearthat KSG,; is estimating the joint and marginal
densities at each point within the sample. LNC swaps V, with \/_Zi , the PCA-aligned volume of the
neighborhood, computed by taking the singular-value decomposition (SVD) of the neighborhood
matrix. Because of the logarithm it is then easy to express LNC as KSG, with an additive correction,

w o _
LNC(X;Y)=KSGy(X:Y) L Vai lo vz (2.7)
1l - ) N VZi k,d g VZi . "

i=1

The correction term in  (2.7) includes a threshold indicator function to lIter out spurious non-
uniformity corrections. By random chance, the PCA volume will often be smaller than the axis-
aligned volume even when the local uniformity assumption holds. The threshold is set with a tuning
parameter 4 that depends on both the dimension of joint space d and neighborhood order K.
Recent work by Lord et al. [2018] modi ed the KLE estimator in a similar fashion as LNC to
produce an improved mutual information estimator. Instead of using PCA, they estimate the local
support with ellipsoids to provide a tighter t around the neighborhood. The performance of their
estimate was similar to LNC for small sample sizes, but showed an asymptotic bias in large sample
sizes, which is probably caused by their estimator's lack of a threshold for applying corrections as
in LNC. An advantage of the estimator by Lord etal. [2018] is that, because KSG was not used as a
foundation, their corrections were applied to both the marginal and joint spaces separately, whereas
LNC only has a correction for the joint space. The application of marginal corrections is important
when the marginals are multidimensional, which is the case in experimental design applications.
Gao et al. [20154] generalized LNC to multivariate mutual information by computing redundancy,
de ned as the expected Kullback-Leibler divergence between the joint density and the product of
the univariate marginal densities, among all the random variables in the sample. This de nition of
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multivariate mutual information is not generally appropriate for computing mutual information

in experimental design because it does not quantify the amount of information shared between
two multivariate random vectors. By not including marginal corrections the resulting estimated
mutual information ignores the correlations among parameters and the correlations among multiple
predictors.

To rectify the fact that LNC was not designed to compute high-dimensional mutual information,
we propose an improved LNC estimator (iLNC) that applies volume corrections to the marginal
spaces as well as the joint space. In the original LNC implementation the volume corrections were
applied only to the joint space because the corrections do not affect one-dimensional marginals.
Following the same adjustment as (2.7) the marginal rectangular volumes can be replaced, yielding

. 1 X Vy Vy
iLNC(X;Y)=LNC(X;Y)+ — | —< ka4, log —
N,V Vy,
- _
2T Y
N i=1 Vyi

< k4, log

SIS

The PCA volumes for each marginal are computed after projecting the neighborhood into that
marginal space. As with LNC, the correction must be tested before inclusion to lter out spurious
corrections. The tuning parameters | 4 i depend on the dimensionality of the marginal spaces and
are estimated in the same fashion as for LNC, see Section 2.3.3. An advantage of the iLNC estimator
over the estimator proposed by Lord etal. [2018] is that our approach allows for the KSG estimator to
be modi ed instead of replaced, so in the presence of uniformity in the sample iLNC reverts to KSG.

2.3.3 Calibration of

The accuracy of LNC and iLNC depends on the tuning parameter 2 [0, 1] that sets the threshold
for applying the non-uniformity correction. For = 0, both methods revert to the KSG, estimator,
whereas = 1 forces the correction for each point in the sample. Gao et al. [2015a computed
optimal | 4 values, which are dependent on both the order k and dimension d, by simulating the
distribution of the ratio of PCA and rectangular neighborhood volumes for uniformly distributed
data. The rationale for this method was to set the threshold to prevent unnecessary corrections
when the local uniformity assumption holds. The optimal k.d istakenasthe quantile ( = 0.005)
of the empirical distribution of the ratios. In Figure 2.1, we plot their estimated k.d values.

We propose an alternative method for calibrating k.d - By simulating many realizations from
a reference distribution with known mutual information, we take k.d to be the value of  that
minimizes the mean squared error (MSE) of LNC. The reference distribution taken hereisa  d-
dimensional mean zero normal distribution with compound-symmetric covariance matrix ()

18



Figure 2.1 The solid lines are estimated  from Gao et al. [20154] and dashed lines are our MSE minimiz-
ing ford = 2,3,5,10. The values of k are constrained, k > d, to prevent the PCA volumes from being
degenerate. Sample size was settoN = 1000and the reference normal distribution had = 0. Thereis
close agreement between the sets of estimated  for d = 2 and 3, but for dimensions 5and 10 Gao et al.
[20154] overestimates the  that minimizes the MSE of the LNC estimator for a reference distribution that
has independent marginals.

with parameter . Using M samples of size N, the optimal  is taken to be

RO o1

kd = argmin Mi—l LNC(Xig;.--; Xid ] )+§|09(J ) I
where LNC(X;1;...;Xjq] ) is the redundancy between the d random variables in the reference
normal distribution. Finding the argmin requires stochastic optimization, which was performed
by GP optimization using the DiceOptim package [Roustant et al., 2012] with default settings and
multiple starts. Because our method is not based on empirical quantiles it is not restricted to
the domain [0, 1], allowing for ef cient estimation of k.d for large values of d by performing the
optimization on the log-scale. Figure 2.1 shows the | 4 that minimizes MSE for the combinations
of k and d published by Gao et al. [20154a] with reference correlation = 0. For small dimension d
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Figure 2.2 A normal distribution ( d = 2) with correlation , sample size N, and k = 5is used to measure
the ef ciency (MSE) of the LNC estimator for various values of . (a) Larger sample sizes shrink the opti-
mal value of . (b) The optimal is dependent on the correlation coef cient of the reference distribution.
The difference is only present for large values of the correlation (> 0.9). Sample size wasN = 1000.

there is close agreement between the two sets of estimated  but they are divergent for larger values
of d. This implies that the LNC estimator, based on the published from Gao et al. [20154] is less
ef cient then it could be as measured by MSE.

Minimizing MSE provides a direct method for selecting k.d» but introduces two important
parameters that also need to be selected, sample size N and reference correlation . Figure 2.2(a)
shows that as sample size increases the optimal ¢ 4 decreases. This is because increasing sample
size shrinks the scale of each neighborhood and improves the validity of the uniform approximation
and fewer points need correction. We conjecture that kd! OasN !l .From this pointforward,
we denote this dependence by adding N as a subscriptto . Figure 2.2(b) shows the effect of the
correlation  of the reference distribution on the value of | 4\ . Higher correlations shift the
optimal  towards 1 because of the added local non-uniformity. Although a prior estimate of could
be used to calibrate | 4, we assume = 0as adefault value for the rest of the paper to prevent
iLNC from over-correcting in the case when there is zero mutual information. The calibration of
shows that LNC provides a reduced MSE compared to KSG (= 0) for all levels of correlation and is
most signi cant for sample sizes under 1000.
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2.3.4 Local Gaussian Mutual Information Estimators

In addition to KNN estimators for mutual information, another thread of research has utilized kernel
density estimate (KDE) mutual information estimators. Assuming a density estimate for the joint
density, p( ,d,), the mutual information (2.2) can be estimated from a sample by

~ 1 N 5¢( O.d (i)

(idn)= tog PL2n)

— (2.8)
=1 B O)p@Ed)

Moon et al. [1995] used a Gaussian KDE

1
2 ) “Pexp
th i=1

x x)%B x x)
2h?2 '

p(x)=

with (2.8) to estimate mutual information. The bandwidth  h was selected according to the rule
given by Silverman [1986]. Moon et al. [1995] found this estimator to be better than the adaptive
partition histogram estimator of Fraser & Swinney [1986]. The covariance matrix S was xed for
all points in the sample and set to the empirical covariance matrix. Khan etal.  [2007] performed a
simulation study for small sample sizes ( N = 50,100,1000) and found that KDE and kNN estimators
both worked well. Their difference came when considering very small sample sizes, where KDE
worked better for high noise cases and kNN worked better for low noise cases.

Moon et al. [1995] mentions that one possible extension of (2.8) is to adapt S based on local esti-
mates of the covariance matrix. This generalization would then make the KDE a local kernel density
estimator as was used by Gao et al. [2015b] and Gao et al. [2017]. Gao et al. [2015b] proposed the
local Gaussian approximation (LGA) estimator that computed the covariance matrix by maximizing
the local likelihood over positive de nite matrices, for every point in the sample. Gao et al. [2017]
instead utilized a squared-exponential covariance matrix, calling their estimator LNN (Local Nearest
Neighbor), which provided analytic formulas for the local covariance matrices [Loader, 1999] and
used kNN distances to de ne adaptive bandwidths. Here we choose to use the LNN estimator to
compare with KSG , and iLNC.

2.4 Results

The ef ciency of a design generated by (2.3) is based on whether mutual information can be ef-
fectively estimated. Here we verify the KSG, iLNC (which is the same as LNC when d = 2), and
LNN estimators using simulations with known analytic expressions for mutual information. By
controlling the mutual information between random variables within samples we can observe how
each estimator performs over a range of dependencies.
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Figure 2.3 Estimated mutual information between correlated normal variables estimated using KSG;, LNC,
and LNN averaged over 100 independent replications. Sample size of N = 1000with k = 10 used for KSG,
and LNC. LNC used 090102 = 0.7053. The axis s plotted logarithmically approaching = 1 (where
I =1 ). The samples of X; and X, were centered and scaled before estimation of mutual information.
Error bars show ~ for each estimator. The maximum observed standard deviations were 0.037 for KSG,,
0.049 for iLNC, and 2.153 for LNN. KSG, performs well until = 0.9999 and then quickly hits its limit of
(N) (k). LNC and LNN both maintain an accurate estimate of mutual information through all values of
considered here (0 1 10 ). LNN shows high variability for large

2.4.1 Bivariate Examples

Lewis et al. [2016] performed a veri cation example for KSG; by computing the mutual information
between two normal variables with correlation coef cient = 0.3971. This represents a weak
relationship between the two variables. For bivariate normal (X4, X5) with correlation , the mutual
informationis | (Xq;X5)= %Iog(l 2). In Figure 2.3, we plot the estimated mutual information
between X; and X, from N = 1000 samples with varying correlation coef cients up to =1 10 .
KSG, accurately recovers the mutual information up to = 0.9999, at which point it approaches its
asymptotic value of (N) (k). LNC and LNN both perform well for much higher correlations,
even when the distribution becomes nearly singular.

As an example of non-normally distributed data, consider the so-called banana distribution
[Haario et al., 2006]. The distribution is given as the following nonlinear transformation of a corre-
lated normal distribution

— ™ _ ™ _ TMCE_ ™ __ ™

Xl N _ 0 _ 1 0.9 Yl _ aXl
X5 0’ 09 1 'Y, Xp=a a?b(X2+1)’

where a and b are free parameters that control the curvature and concentration of the resulting
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Figure 2.4 (a) Realizations of the banana distributions with  a = 1and a = 2with b = 1. Changing the
parameters a for the banana distribution affects the mutual information between the random variables Y;
and Y,. Asa increases the distribution concentrates on the parabola b (le + a?). (b) Mutual Information
between Y; and Y, of the banana distribution. This shows that for non-normal distributions the LNC and

LNN algorithms outperform KSG .

distribution. Figure 2.4a shows realizations of the banana distribution for a=land2with b=1
xed. Increasing a causes the mutual information between Y; and Y, to increase as the distribution
becomes single-valued along the parabola b(Y12 + a?). Figure 2.4b plots the estimated mutual
information from samples of the banana distributions with varying values of a. Again KSG;, lags
the true mutual information whereas LNC and LNN both estimate it well. Moreover, KSG, does
not approach its theoretical maximum value because the parabolic shape of the banana prevents
ny,( y,(@i))=k + 1 evenwhen the relationship becomes single-valued.

2.4.2 Sine Series Transformation

The dimensionality of the mutual information estimation problem is controlled by the dimension of
the low- delity calibration parameters 2 RY and the low- delity predictions Y 2 RY . To simulate
a high-dimensional, low- delity code, we use the linear model

Y(t)=X{t) + , (2.9)
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Figure 2.5 Realization of Sine Series Transformation. Variables ( 1, ,, 3)are AR(1)with ;= 0.9and
( 4, 5)are AR(1)with ,=0.7. (a) Pairwise plots of realizations of . (b) Realization of the mean process for
=(0.58, 0.62,1.06,0.14,0.0). The parameter  selects the amplitude of the frequencies chosenby ;.

where N (O, 2Idy)and Xt)=[sin( jjt)}jfori=1,....dyandj=1,...,d . The con guration
variable t is constrained to [0,1]. Calibration parameters  are simulated from a multivariate normal
distribution having a block-AR(1) correlation matrix with  =( 4,..., 5)autocorrelation param-
eters for a blocks, with a <d . Inter-block correlations are set to zero. The parameters U 0,d )
control the in uence of the components of onthe output Y .Model (2.9)is a multivariate nonlinear
function in the design variable t. Figure 2.5(a) shows realizations of . Figure 2.5(b) shows a single
realization of the mean predictions for a xed value of

The advantage of model (2.9)is thatitis a linear model when conditioned on  t, so the mutual
information is analytically known,

1
(Y jt):EIong(t) X))+ 2lg,j dylog . (2.10)

Figure 2.6(a) shows the mutual information for a 30 dimensional problem, d =25and d, = 5along
with estimates based on KSG;,, iLNC, and LNN. KSG, varies over a small range, appearing almost
at. With properly selected using the method described in Section 2.3.3, ILNC can accurately

estimate mutual information in high dimensional examples. Figure 2.6(b) shows each estimator's
curve normalized by its maximum observed value. Although the differences between  KSG,; estimates
in the design space are insigni cant compared to the true mutual information, KSG,; estimates do
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Figure 2.6 (a) d = 30 case with 25 input dimensions and 5 outputs (  k = 60).Formula (2.10) gives the ana-
lytic expression for mutual information; (b) Same data as plotted in (a) except each estimator was normal-
ized by the maximum observed value from that estimator.

contain information about about the true mutual information curve.

2.4.3 Mutual Information Comparisons

The previous results have demonstrated that iLNC estimates mutual information with a smaller bias
than KSG,. Although aless biased estimator of mutual information has many applications, it does not
address how effective this estimator will be at nding the design conditions with the highest mutual
information. Figures 2.3 and 2.4(b) show that KSG,; is appropriately monotonic with increasing
mutual information, so although biased it may be suf cient to compare the informativeness of
design points. Moreover, Figure 2.6(b) shows that when normalized, KSG, does predict the correct
peaks in the mutual information curve. To estimate this comparative quality of the estimators we
use the sine series transformation model and the following 0-1 loss accuracy metric to compare
them,

w

ACC= 1fsgn[i (Y (ti1); ) (Y (62 M=sgnll (Y (ti1); ) 1Y (2 g

1
M1

where (t; 1,t; ) U (0,1) U (0,1). This metric estimates the proportion of the time the estimators
will correctly select the higher of two candidate design conditions.
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Table 2.1 ACC statistic for various dimensional mutual information problems. This measures the propor-
tion of the time the estimator will correctly identify the more informative of two possible design points.

The sample size was N = 1000 with 1000 independent realizations of the sine series transformation model
with 100 random pairs of points compared for each realization.

| KSG(k=5) | iLNC (k=60) | LNN (k =5)

d =1 | 0.8615(0.004) | 0.9042 (0.003) | 0.8358 (0.005)

d =4 | 0.9213(0.001) | 0.9220 (0.001) | 0.9075 (0.002)

dy=1 [ d =9 | 0.8865(0.002) | 0.9069 (0.001) | 0.9058 (0.002)
d =24 | 0.7946 (0.003) | 0.8624 (0.002) | 0.7579 (0.006)

d =49 | 0.7452(0.003) | 0.8038 (0.002) | 0.4996 (0.002)

d =5 | 0.9127 (0.001) | 0.8855(0.002) | 0.9081 (0.002)

4 -5 |d =10 0.8811(0.001) | 08244 (0.003) | 0.8882(0.003)
y d =20 | 0.8194(0.002) | 0.7944 (0.002) | 0.6990 (0.007)
d =45 | 0.7419(0.002) | 0.7573(0.002) | 0.5477 (0.004)

d =10 | 0.8665(0.002) | 0.8021 (0.003) | 0.8255 (0.004)

4 10 |9 =20 0.8169(0.002) | 0.7190 (0.003) | 0.6003 (0.002)
y d =30 | 0.7721(0.002) | 0.7198 (0.003) | 0.6236 (0.007)
d =40 | 0.7419(0.002) | 0.7114 (0.002) | 0.6172 (0.006)

Table 2.1 presents ACC statistics for a variety of problem dimensions. The ACC statistics are
(2.9
and replicated over 1000 independent realizations of the transformation. A statistic of less than

computed using 100 pairs of points for a single realization of the sine series transformation

50% indicates the estimator is worse than random guessing. The realizations of the sine series were
generated with the block dimensions being randomly selected using a Chinese restaurant process.
( 1,0).
dy = 1, KSG and LNN perform
no better than iLNC for all parameter dimensions ( d = 1,4,9,24,49). Table 2.1 demonstrates that
dy = 10. Although KSG,
is extremely biased in these high dimensional regimes, it can still effectively compare the relative
informativeness of design points.

The performance of LNN is similar to ILNC and  KSG, when the response and parameter di-
mensions are less than 10. The only case where LNN was superior was d = 10 (dy = 5) where

Autocorrelation parameters for each block were drawn uniform on
There is no estimator in Table 2.1 that is uniformly best. When

KSG; is often the best performing estimator, with a clear advantage when

there is a modest improvement over KSG,. When pushed to higher dimensions LNN performs
poorly, hovering close to 0.5when d =49(dy =1)andd =45(dy = 5). The performance of LNN
may possibly be improved by reevaluating the selection of the tuning parameters and choice of

covariance kernels.
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2.4.4 COBRA-TF Calibration with Dimension Reduction

Next, we consider a design problem for the calibration of COBRA-TF (CTF) based on an experiment
conducted by Westinghouse Electric Companyona 5 5 fuel rod bundle with 36 subchannels with
no mixing vanes; see Figure 2.7. Six of the rods were heated and coolant was pumped through the
subchannels. The outlet temperature for each of the 36 subchannels was the measured response. A
set of 22 experiment con gurations were selected in the four variables: inlet temperature, pressure,
power, and mass velocity of the coolant. The goal is to calibrate the coef cient in CTF, which
guanti es the degree of interchannel mixing and enthalpy transport due to turbulent mixing. A
value of = Oindicates there is no turbulent mixing between subchannels.

Figure 2.7 A cross-section ofthe 5 5 fuel rod bundle considered for the CTF calibration problem. Rods
20-25 were heated, all others were not. CTF calculates outlet temperature of the coolant for each subchan-

nel. Because of the mixing between subchannels the outlet temperatures are highly correlated between
neighboring subchannels.
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The data have already been collected, but we will use them to simulate a sequential design where,
at each stage, we can run one of the con gurations and recalibrate using the new experimental data.

A randomly chosen single experiment was used to initially calibrate and draw a posterior sample,
leaving 21 potential designs available for the next step of data collection. A total of 1000 draws from
the posterior of  using MCMC were obtained, after thinning and burn-in. CTF is computed at
each design candidate for each drawn , producinga 1000 36 matrix of simulated CTF responses.
Mutual information between and these computed CTF responses is then estimated for each of
the remaining 21 design con gurations using the kNN estimators.

For CTF, the outlet temperatures are highly correlated because inter-subchannel mixing av-
erages the coolant temperature, making the response amenable to dimension reduction using
PCA. Retaining the rst three principal components accounts for over 97% of the variability in the
set of responses. The mutual information calculations were performed onthe 1000 3 matrix of
these principal components. The dimension reduction is performed independently for each design
con guration. Based on the sample of 1000, condition 13 is the most informative. Figure 2.8(a)
shows that all 3 estimators select condition 13 based on the reduced data. For the full data only
KSG, and iLNC select condition 13. For the full data set LNN estimates both the joint and response
entropies as 0 for all cases, which prevents LNN from distinguishing the relative informativeness
of design conditions. The slight variation among LNN estimates of mutual information is caused
solely by variation in the estimated entropy of between different posterior samples.

Figure 2.8(b) displays the mutual information estimates based on the posterior parameter
samples after data was collected at condition 13. Condition 13, not considered for replication, was
removed from the potential design candidate pool. Dimension reduction was again performed for
each design condition. Enough principal components were retained to explain at least 97% of the
variability, which correspond to between 3 and 5 components, The same features seen in the rst
stage are repeated with LNN being unable to discern the best design con guration in the full case.

In general, the mutual information estimates based on the reduced data are smaller than those
for the full data set. This is a manifestation of the information processing inequality implies that any
dimension reduction reduces the mutual information between two random vectors [Linetal., 2019].
Exceptions to this rule occur for KSG, design conditions 8 and 12 in Figure 2.8(b). Furthermore,
LNN does not show this reduction in estimated mutual information because its estimates for the
full data set are degenerate.

We checked the robustness of selecting condition 13 by considering bootstrap samples of size
500 taken from the 1000 points that generated Figure 2.8(a). For each bootstrap sample, the mutual
information of each design point of the full and reduced data sets was estimated using  KSG,, iLNC,
and LNN. The design that maximized each estimator was tabulated for 1000 bootstrap samples. In
Table 2.2, we compute the estimated frequency that the most informative design con gurations were
selected as the mostinformative by each estimator at stage 1 of the CTF calibration. KSG, consistently
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Figure 2.8 Mutual information estimates for each of the design con gurations within the pool of canidates

for the CTF calibration problem. Solid lines indicate the full (  d = 36) model and dashed lines indicate the
reduced (d = 3) model. Mutual information is estimated using N = 1000samples with KSG, (I ), iLNC (u),
and LNN (n). (a) First stage of the design shows that con guration 13 is the most informative point. (b)
Second stage of the design (after sampling con guration 13) shows that con guration 12 is the next most
informative point. LNN is the only estimator that shows bene t from the dimension reduction.

selected condition 13 whether using the full or reduced data. We note that iLNC selected condition
13 84% of the time in the full case and 100% of the time in the reduced case. LNN performed the
worst by selecting uninformative points the majority of the time when applied to the full data. The
dimension reduction signi cantly helped LNN by increasing its proportion of selecting condition

13 to 98.9%.

The results of KSG,, iLNC, and LNN for the sequential design for calibrating in CTF reiterates
those found in the simulation study of Section 2.4.3.  KSG; reliably selects the most informative can-
didate points without being affected noticeably by the dimensionality of the problem. Alternatively,
iLNC is a less biased estimator of mutual information on the true scale, but will occasionally select
sub-optimal points when performing comparisons. LNN works well as long as the dimension of the
problem is small. For high dimensional problems this de cit may be avoided if the original data can
be reduced by a linear method such as PCA.

2.5 Discussion

Non-parametric estimators based on KNN statistics and KDEs are ef cient alternatives to expensive
Monte Carlo estimates of mutual information. In design applications, like the calibration of CTF
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Table 2.2 Mutual information between Y and was computed for 1000 bootstrap samples of size 500.
The table displays the proportion of the time each estimator, when applied to each case (both full and
reduced), selected a design con guration as the most informative at stage 1 of the sequential design.

Full d = 36 Reducedd =3
DesignCong. | KSG, ILNC LNN KSG, IiLNC LNN
13 1.000 0.840 0.049 1.000 1.000 0.989
12 0.000 0.132 0.016 0.000 0.000 0.008
11 0.000 0.021 0.094 0.000 0.000 0.000
3 0.000 0.006 0.033 0.000 0.000 0.001
18 0.000 0.001 0.021 0.000 0.000 0.000
other 0.000 0.000 0.787 0.000 0.000 0.002

where the model being calibrated is a computer code without an analytic form or known optimal de-
signs, the optimal design can be computed by interrogating the computer code through simulations.
Because these estimators only require samples from the parameter and predictive distributions,
they do not rely on the mathematical structure of the model being calibrated and are ideal for
simulation-based design.

The KSG estimator has been used for experimental design to maximize mutual information,
but recent work has highlighted the estimator's aws. KSG is severely biased in nite samples, but,
despite this shortcoming, KSG is effective at designing experiments because estimating mutual
information is of secondary importance to accurately comparing the relative informativeness of
competing design con gurations. Our accuracy metric demonstrates that KSG can reliably compare
design points, even in high dimensional settings, making KSG a reasonable surrogate for mutual
information in experimental design.

As others have established, KSG is extremely biased when the true mutual information between
sampled variables is large; that is, their relationship becomes singled-valued. Alternative estimators
like LNN and LNC reduce this large bias, for both jointly normal and non-normal distributions, when
computing high-dimensional redundancy. The iLNC estimator proposed here extends the LNC
estimator by incorporating marginal corrections, allowing it to compute information gain between
multidimensional random vectors. These marginal corrections mitigate the application of the local
non-uniformity correction to the joint space when the non-uniformity is caused by correlation
within one of the marginal variables. Our proposed iLNC estimator shows distinct improvements
over KSG by being less biased and sometimes a more accurate design criterion; for example when
dy = 1in Section 2.4.3.

In addition to extending LNC to estimate multivariate information gain, we proposed a new
method for selecting its  tuning parameter. By minimization of MSE, better thresholds were
obtained than previously published in the literature. Moreover, by exploring the MSE of LNC we
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found that optimal  values are sample size dependent. If the sample size is suf ciently large, then
the optimal  is close to zero; thatis, LNC and iLNC converge to KSG. The exact sample size at which
iLNC has no bene t over KSG is problem dependent, but samples of size 5000 or larger are unlikely
to need non-uniformity corrections except in extreme circumstances.

An important difference between iLNC and KSG is the selection of the neighborhood order k.
Generally, a small value of k (3 k 5)is suggested to balance bias and variance [Kraskov et al.,
2004], butiLNC requires k greater than the dimension of the joint space; otherwise the PCA aligned
volume will be degenerate. An optimal k could be computed by optimizing the MSE of LNC jointly
in and k. Moreover, because of this requirement, iLNC requires a sample size that is substantially
larger than the number of dimensions in the joint space, a requirement that is not strictly required
by KSG.

The application of KNN methods to our CTF calibration example yielded similar results to those
observed in our simulation study. We saw that KSG is suf cient for choosing the optimal design
location. Although dimension reduction is warranted in the CTF example with over 97% of variation
explained by three principal components, it is not absolutely necessary because both iLNC and
KSG, choose the same design for both formulations. Dimension reduction was seen to be critical for
LNN to correctly select the best design point. A similar improvement was seen for iLNC, but its yield
was smaller. For all methods, dimension reduction produces a noticeable computational speedup
because kNN search algorithms are more ef cient in lower dimensions. Regardless of improving
the estimator's ef cacy, computation speed-up may be motivation enough to perform dimension
reduction.

In the COBRA-TF calibration example, we used a simple discrete optimization scheme because
the experimental data contained a nite number of available design con gurations. For experiments
with continuous design variables, the same strategy could be used by approximating the design
space with a discrete grid [Ryan et al., 2016]. Here we have seen that iLNC is better at this type of
optimization than KSG for some problem dimensions. Alternatively, the most informative design
could be found using Gaussian process optimization [Weaver et al., 2016; Overstall & Woods, 2017).
Because this approach requires the estimation of a Gaussian process model, recent work to be
reported on elsewhere suggests that iLNC will outperform KSG here as well because of iLNC's higher
delity. In particular, more accurate correlation parameters can be inferred from iLNC estimates
than KSG to improve ef ciency of the optimization.

We have explored the use of KNN mutual information estimators for experimental design. Even
in design problems involving 36 to 50 dimensions, KSG is effective in estimating the design condition
which maximized mutual information despite its extreme bias in estimating mutual information
in these cases. The new iLNC estimator we have proposed here shows some promise by being less
biased than KSG for estimating mutual information. Nevertheless, a set of conditions distinguishing
the settings in which iLNC is to be preferred to KSG2 as an experimental design criterion has not yet
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been clari ed.
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CHAPTER

3

GAUSSIAN PROCESS APPROXIMATIONS
FOR DESIGNING EXPERIMENTS

3.1 Introduction

In this chapter, we introduce an R package for the computation of optimal Bayesian experimental de-
signs using Gaussian process (GP) optimization that we call GADGE®&aussian ProcessApproximation
forthe DesiGn of Experimen Ts). GADGEnhplements the algorithm proposed by Weaver etal.  [2016].
Bayesian design incorporates prior distributions of the model parameters into the design process.
The envisioned application of GADGEnas for designing computer experiments, sequential experi-
ments, and small batch sequential experiments.

A fundamental problem for many complex statistical models, for example generalized linear
models (GLM) and nonlinear regression models, is that the accuracy of the unknown parameters
determine the ef ciency of an experiment  [Cochran, 1973]. Although local designs are optimal, they
are not robust unless good prior information is available  [Ford et al., 1989]. Bayesian experimental
design offers a solution to this conundrum by placing priors on the unknown parameters and
computing an optimal design for those priors. Because Bayesian designs involve weighting local
designs, they are sometimes called “averaged" designs [Chaloner & Verdinelli, 1995 1.

Optimal Bayesian design lends itself to a formal decision-theoretic framework where a potential
design ,thatdescribes the factor-levels and weights, is optimized with respect to an experimenter's
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utility function u(y, j ) that balances the information gained and the cost of the experiment
[Lindley, 1972; Chaloner & Verdinelli, 1995 ]. The expected utility of an experiment ~ can be computed
as ZZ

()= ufy, j)f(yj , )f()dyd 3.1
Y

for observations y and parameters . The optimal design is

=argmax (). (3.2)

Designing an optimal experiment is fundamentally optimization of a design criterion describing
how well an experiment will preform a particular goal. For example, we may want to minimize the
variance of the estimate of a particular parameter. The design points in the experiment are then
chosen to make this quantity as small as possible.

The expected utility (3.1) is normally expensive to compute and makes optimizing  (3.2) in-
tractable. If an analytic expression for (3.1) is unavailable, then an estimate ~( )of ( )makes the
optimization (3.2) stochastic. Prior work on computing Bayesian designs involves devising methods
that address these dif culties. Ryan etal. [2015] review the various approximation techniques to
compute (3.1).

GADGHiIEes a Gaussian process surrogate of a user-supplied design criterion with Bayesian
optimization to nd the optimal design while minimizing the number of direct evaluations of the
design criterion. GADGUHRIEes the expected-quantile improvement (EQI) criterion, which drives
a trade-off between exploiting where the design criterion is known to be minimized and explor-
ing where uncertainty remains in its value. EQI is a generalization of the expected improvement
(EI) criterion used in the Ef cient Global Optimization (EGO) algorithm of Jones et al. [1998]. In
appendix A, we present a derivation of the El criterion.

The R package acebayes provides similar functionality as our package, implementing the
Approximate Coordinate Exchange (ACE) algorithm [Overstall & Woods, 2017]. ACE uses coordinate
exchange boosted with one-dimensional Bayesian optimization. ACE provides the utilities for
designing GLMs that utilize the integration technique of Gotwalt et al. [2009].

3.2 Design Criteria

Adesign denotes the combination of design points  ; and their corresponding weights
1 E
- 1s 25 saay n
1, 2 Py n
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where ; >0and i in=1 i=LIfn 2Nfori=1,...,n,then iscalled an exactdesign, otherwise it
is called an approximate design. Approximate designs are a relaxation of exact designs, which are
useful for their tractability but require a rounding rule to implement in an experiment [Silvey, 1980,
p. 14].

In linear design problems, the design criterion () is afunction of the design's corresponding
Fisher Information matrix M ( ), which gives rise to A, D, E, and G optimality. These design criteria
correspond to a choice of utility function u( ,yj ) and the goal of the experimenter. The data
collected in any experiment possesses some utility u( ,y]j )to the experimenter that is stochastic
because it is a function of the resulting data. Because of this stochasticity, Bayesian experimental
design typically takes the expected utility as its design criterion. Mutual information and expected

posterior variance are examples of design criteria.

3.3 Gaussian Process Optimization

Gaussian process (GP) optimization is a form of global, black-box, Bayesian optimization. In GP
optimization the objective function is modeled as a partially observed stochastic process [Sacks
et al., 1989]. The objective function is evaluated on a space- lling Latin Hypercube sample (LHS)
[McKay et al., 1979; Morris, 19911, f( 1, 1),.--,( n, n)g Assuming a parametric stationary, isotropic
kernel k we de ne the covariance function

cr)=k(@; , )+ 21(r=0),

like a Matérn, where ris adisplacementvectorand 2 R%. Then, up to a constant, the log-likelihood

is

1 T~ 1

5 IongI(C)+( n 1n) C ( n 1n) )
where 1, is a vector of 1's, is an assumed constant mean value, and C; j = c( ; j)- Covari-
ance hyperparameters , and the nugget 2 are estimated using maximum likelihood given the
observations of the objective function. If the objective function is deterministic, then 2=0is xed.

With a GP model, we have a probability model to estimate the objective function. We then sample
the objective function according to an acquisition function that re nes the sampling strategy and
leads to a global minimum. Jones etal. [1998] created the EGO algorithm by pairing GP modeling
with the El acquisition function, which minimizes deterministic functions.

Consider the minimization of the deterministic function f(x)= 2cos(x)=(x?+ 1). We note that
argmin , f (x) = 0. Figure 3.1(a) shows an interpolating GP model tto ve initial observations in the
domain [ 5,5] with a 95% pointwise credible band. Figure 3.1(b) plots the El surface corresponding
to the GP in Figure 3.1(a). The El surface in Figure 3.1(b) is highly multimodal, dominated by peaks at
locations between objective function observations. We use the Genetic Optimization using Deriva-
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Figure 3.1 Minimize deterministic function  f (x)= 2cos(x)=(x?+ 1) using GP optimization. (a) Interpolating
GP from ve sample points with a 95% credible band. (b) El surface of GP whose maximum corresponds to
the likely minimum of  f . Maximizing the El function can be dif cult because it is multimodal.

tives (genoud) algorithm to optimize the acquisition function in order to nd the next objective
function evaluation. The genoud algorithm performs well in this application because it combines
global optimization heuristics with a local derivative method to provide robust optimization; see

the rgenoud package. The maximum of the El function is close to the true minimum x?=0. Few
iterations of El are needed to minimize f because f is smooth and relatively simple.

If the design criterion is a Monte Carlo estimate of  (3.1), then the objective function is stochastic
and requires a new acquisition function. We use Expected Quantile Improvement (EQI)  [Picheny
et al., 2013], which is a generalization of the Augmented Expected Improvement (AEI) of Huang et al.
[200€]. Let ,( )and snz( ) be the kriging mean and variance of the stage n GP. The -quantile of
the predictive distributionis  gn( )= n( )+ ~ ( )sy( ). Then EQIlis de ned as

Norm
i ql’rlmn Qn+1 qri;nin Qn+1
EQL()=("  Qu) — o Yt T (3.3)
" " ' &?n+1 ' %n+l

where qrmin =minfg,( 1),dn( 2),.--,0n( )gis the minimum observed  -quantile at stage n. If
2=0, then (3.3) simpli es to El.

EQI focuses on improving the quantiles of the GP model instead of its mean, thereby accounting
for the prediction error in the estimate of the objective function. The tuning parameter |2 the
assumed expected variance of future observations atthe i step of the algorithm. One suggestion
by Picheny et al. [2013] is to set |2 = 2=(Nexp i), where Ngyj, is the exploration budget. This forces
EQI to become more conservative as it approaches its nal evaluation.

GP optimization relies on the GP being a good representation of the objective function. Jones
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et al. [1998] use cross-validation to check for lack-of- t. We use the diagnostics statistics by Bastos &
O'Hagan [2009] computed from the residuals from a separate validation set of objective function
evaluations.

3.4 Methods

GADGEehcapsulates each experiment within an experiment object that tracks the set of current
design points and responses and GP optimization diagnostics. GADGEkcepts a user-de ned
estimator ~ of design criterion (3.1) whose input is a vectorized format of design . GADGpfovides
default GP parameterization that was found to give good results but can be changed by the user. By
default, GADGEEsumes zero mean and a Matérn covariance kernel with smoothness parameter
5/ 2. The unknown parameters are then estimated by maximum likelihood using the DiceKriging
package.

Generally if the design criterion function is stochastic, itis bestto tthe nugget effect. The option
stochastic = TRUE ts a GP model with a nugget parameter and GADGHhiEes EQI with = 0.9.
The option stochastic = FALSE will ta GP model without a nugget parameterand GADGEHhi$es
El for sequential optimization. Acquisition functions are provided by the DiceOptim package and
optimized by rgenoud. Parameters upper_boundand lower_bound are vectors with component-
wise bounds on design vector . All design criterion evaluations are parallelized usingthe  parallel
package.

3.4.1 Static Designs

GADGHIEes Algorithm 3.1 to compute the optimal one-stage, static, design for a given design
criterion. Determination of the required exploration and optimization budgets must be done on

a case-by-case basis. Using explore budget N, and initial design budget Nyt , the initial LHS is
computed by the lhs package.

The EQI selection will rst identify areas where the surrogate is insuf ciently resolved. Once the
GP tis good enough, then EQI will sample predominantly in areas where a minima may occur. If
the initial design is too sparse, then EQI will spend its remaining exploration budget improving the
t of the GP.

3.4.2 Sequential Designs

GADGHnhplements a sequential version of the method developed by Weaver etal.  [2016]. The design
criterion surface changes after every new batch of experimental observations, and the posterior
distribution is updated. Therefore, a new LHS of the design criterion is taken at the beginning of the
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Algorithm 3.1 Static Design

1: procedure DESIGN_EXPERIMENT(Ngyp, Ninit , ", lower_bound, upper_bound)
2 repeat

3 Generate minimax LHS( Nj,;t ) design of

4 Collect observations on the LHS design

5: Fit GP model f( 1, 1),---s( ny n)ieoos( Ny Nyt )9
6 until GP validates

7 for i =Ninit +1, ... Neyp do

8 Set 2= 2x(Ngyp 1+1)

9 Compute =argmax EQl; 1( )

10: Compute Design Criterion

11: FitGPto f( 1, 1)i---s( Npyr Ny DreooCin )9

12: end for

13:  return ’design

14: end procedure

Algorithm 3.2 Batch-Sequential Design

1: procedure SEQUENTIAL_EXPERIMENT(Ng,b, Neyp, Ninit » -, , Simulator)
2 Sample ()

3 fori=1,...,Ngq do

4 Static Design with size b points Algorithm 3.1
5: yi = simulator ( )
6 Sample ( iY1s---2Yi)

7 end for

8 return design, experiment, and posterior
9: end procedure

next design stage. The details are presented in Algorithm 3.2. The number of sequential stagesis Ngq,
with each stage designing a b run batch. The total number of runsis Ngb.

3.5 Examples

3.5.1 Accelerated Life Testing Design

Weaver et al. [2016] computed a Bayesian accelerated life testing design (ALT) using Algorithm 3.1.
The example was based on the Device-A data set [Meeker et al., 1998] and compared to the Bayesian
design published by Zhang & Meeker [2006]. The experiment subjects Device-A units to elevated
temperatures to accelerate the failure rate and estimate t,, the p-quantile of the failure time dis-
tribution at the nominal operating temperature of 10  °C. The experiment will be performed at
temperatures ranging from 10°C to 80°C, with the goal being to estimate tq 4. The design criterion is
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Table 3.1 Lognormal hyperparameters for the prior distribution of

Model Parameter | Prior Log-location | Prior Log-scale | Prior Mean | Prior SD
g 2.280 0.026 9.782 0.258
0.021 0.141 1.032 0.149
1 1.638 0.139 5.197 0.725

the negative-expected variance of tg ;.
Following Weaver et al. [2016], the failure time, T, of Device-A units is modeled as a log-normal
distributed random variable,

P 1) 9®

with linear regression of the parameter performed on the Arrhenius transformed temperatures,

. 11605
" Temp°C + 273.15'

The transformed temperatures were further scaled to the interval ~ [0,1] by (X)=(X X)=(Xn X).

The quantities X, and x,, are the Arrhenius transformed minimum and maximum experimental

temperatures, respectively. The standard deviation is assumed constant over the temperatures
?

considered. The linear regression = o+ ( (x) 0.5)isreparameterizedas = j+ 1( 0.5),

?—
where = +0.5 ;.

The model parameters  =( g , 1, )aregivenlognormal priors with hyperparameters sum-
marized in Table 3.1. These hyperparameters were estimated from the original Device-A data using
uninformative priors [Meeker et al., 1998]. These priors will serve as our design priors to compute the

expected-posterior variance of tg,=exp g+ 1( 0.5+ L (0.1) . We use Gibbs sampling to

Norm
simulate the posterior distribution for each simulated data set from a proposed design.

We compute an optimal, approximate two point design

=( 1, 2 1)2[0,1%,

where ;and ,aretemperaturesand 1 isthe proportion of experimental units randomized to level
1. Because ,=1 1, withoutloss of generality,  is dropped from the design, which eliminates
redundant symmetries in the design space. The approximate design is translated to an exact design
with 165 units using simple rounding. For a given design , observations t can be simulated and the
pre-posterior variance of tg;is
Z

var(tosjt, )= [tos E(toait, )I*f (toajt, )dtos. (3.4)
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Figure 3.2 Diagnostics plots from GADGHGr ALT example. EQI decreases and the estimated nugget effect
stabilizes with increasing number of iterations.

By integrating out the unobserved data tin (3.4) we arrive at the negative expected posterior variance
of to1 Z
()= var(tpjt, )f (tj )dt. (3.5)

The estimation of (3.5) is performed using Algorithm 1.1 with A= 1000and B = 1000. The expected
posterior variance is used because GADGHinimizes loss, or negative utility.

Listing C.1 in Appendix C contains the necessary code to compute an optimal ALT. Listing C.2
contains the sequential output from GADGHdr 30 iterations of EQI optimization. The best design
has a criterion value of approximately 25000. We note that Figure 3.2(a) shows a steady decrease in
the EQI of the pre-posterior variance criterion. We see from Figure 3.2(b) that the estimated nugget
effect increases and stabilizes as the GP is re ned during the optimization. Finally, the sequence of
designs selected by EQI are shown in temperature space in Figure 3.3. The optimal design contains
one temperature at 80 °C, which is the highest test temperature, and another between 35 and 45 °C.

3.5.2 Mutual Information Calibration

Lewis et al. [2016] proposed an information theoretic approach to calibrating a low- delity model
to observations of a high- delity code. The low- delity model and the high- delity observations are
related using the statistical model from Kennedy & O'Hagan [2001],

dp( n)=d-(, )+ )+ "nCn)
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Figure 3.3 Location of each design within temperature space for each iteration of EQI.

where ( )is potential bias discrepancy in the low- delity modeland ", ( )israndom observation
or discretization error. Lewis et al. [2016] used the design strategy presented in Terejanu et al.
[2012], where design points, identifying new high- delity codes runs, are selected sequentially to
maximize the mutual information between the current parameter distribution and low- delity
model predictions of the high- delity code. Mutual information was estimated using the k-Nearest-
Neighbors (kNN) estimator of Kraskov et al. [2004].

The rstexample from Lewis etal. [2016] was a toy design problem of calibrating a quadratic
model to the steady-state heat distribution in an aluminum rod, see Smith [2014, p. 55] for more
details. The variable  denotes distance along the axial direction of the rod. The rod is heated at

= 0 and exposed to ambient room temperature T,m, = 20°C. The tuning parametersare  =[ ,h],
where is source heat ux (W /cm?) and h is the conductive heat transfer coef cient (W /cm? °C).
The equilibrium temperature distribution is given by the solution

Ts(5 )=c( )e +c ) + Tamp, (3.6)

of a boundary-value problem, with constants

Vv
elh+K ) t

ci( )= K e Th+K )relh+K) , Co( ):K_+Cl( ), and

2@+ b)h
abK
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Figure 3.4 Steady State Heat Mutual Information. Mutual information between posterior samples of the
parameters and corresponding model predictions at each design location ( ). Sample size was xed at
N = 5000.

The length of the rod is L = 70 cm with height and width a = b = 0.95 cm. The thermal conductivity
coef cientis K = 2.37 W/ cm °C for aluminum at 300° C.

Observations of the high- delity model are takenas dn( ,)=Ts( ; )+ (i), where ()
N (0, 2), =4.49412 =01maxj=1_n 1Ts( i; ). We utilize the quadratic response, T-( )=
A 2+ B + C,as our low- delity model. Improper priors were placed on the parameters and three
initial datapointsat = 10, 38, and 66 were used to ensure that the posterior distribution was proper.
MCMC was used to simulate the posterior distribution of . The KSG, estimator was provided by
the rmi package. We plot the analytic mutual information and  KSG, estimate for the steady state
problem at stage O in Figure 3.4.

Lewis et al. [2016] used a discrete set of candidate design points at locations equally spaced
along the rod from 10 to 66 cm to make the problem computationally feasible. Here we will optimize
continuously a single point at a time allowing for point replication. Using Algorithm 3.2 we perform
ten point selections in sequence, allowing them to vary over the entire design space. Listing C.3
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Figure 3.5 Ten points sequentially added to the three point initial design.

contains the necessary code to run the steady state example. Listing C.4 shows the rst three
iterations of sequential GADGET

We plot the initial three points and the additional ten points in Figure 3.5. The sequential design
is reasonably spaced, favoring the three D-optimal points of 10, 38, and 66. The KNN optimized
design is slightly unbalanced with respect to the replication of each of the support points.

3.5.3 Binary Regression

We consider the crystallography example from Woods et al. [2006] that involves designing an experi-
mentto ta rst-order logistic model with four covariates: rate of agitation during mixing, volume
of composition, temperature, and evaporation rate. Each covariate is scaled totherange [ 1,1]. The
logistic model predicts the probability that the experiment forms a crystalline product.

Woods et al. [2006] creates two types of static designs each with 48 runs; one with 16 design points
replicated 3 times and another with 24 design points replicated 2 times. Their criterion produced a
D-optimal compromise design that was robust to parameter uncertainty, link function, and linear
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Figure 3.6 The resulting design places almost all of the points on the boundaries of the design space.

predictor for the GLM. They compare their optimal designtoa ~ 2* factorial design. Dror & Steinberg
[2006€] considered the same problem, but used a clustering algorithm that aggregated the locally
optimal design points instead of averaging and optimizing like Woods etal. ~ [2006]. Dror & Steinberg
[2008] demonstrated increased ef ciency when using a sequential design for the crystallography
experiment over robust static designs.

We treat the design problem as a sensitivity test; see chapter 6. We replace the averaged D-
optimal criterion of Dror & Steinberg  [2008] with mutual information between a potential experiment
outcome and the model parameters 2 R®. We use the priors B 3 listed in Woods et al. [2006] and
use a Monte Carlo estimate of mutual information. Listing C.5 contains the necessary code to run
the steady state example. Listing C.6 shows the rst three iterations of sequential GADGEWe see
in Figure 3.6 that the sequential design predominately chooses boundary points.

3.6 Discussion

GADGEY a software package that combines the necessary tools to perform Gaussian process
optimization on an arbitrary, user-de ned design criterion to produce optimal experimental designs.
Gaussian process optimization is a powerful method that is easy to understand and has the potential

to solve many exciting design problems, but is cumbersome to use effectively. GADGHpFovides
researchers with quick access to these technigues.
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CHAPTER

4

A HIERARCHICAL BAYESIAN MODEL FOH
RADIATION LOCALIZATION WITH
BACKGROUND VARIATION

4.1 Introduction

The precise and ef cient location of lost or misappropriated nuclear material is vital to national secu-
rity. Due to the associated population density, radiological threats to urban areas, whether malicious
or accidental, are particularly dire [International Atomic Energy Agency, 1988 ]. A signi cant body of
literature focuses on ascertaining the location of a radiation source in an urban environment using
a variety of strategies and models; e.g., see Runkle et al. [2009] for a review. Wide-area searches pose
dif cult inverse and data fusion problems because of large stand-off distances, low signal-to-noise
ratio, and varying sensor modalities; e.g. hand-held, vehicle mounted, and /or aerial.

If the path between the source and detectors is unobstructed by attenuating material, trilatera-
tion is effective for isolating the location. These methods utilize an inverse-squared distance model
of the gross count of uncollided gamma photons, from which a maximum likelihood estimate of
the source location can be obtained [Chin et al., 2008; Mendis et al., 2009; Vilim & Klann, 2009;
Baidoo-Williams et al., 2013 ]. When the source is obscured or shielded, the localization problem
requires a more sophisticated radiation model; for example Jarman etal.  [2011] and Hykes & Azmy
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[2015] utilize the adjoint of the forward transportation model. A simpli ed forward model used by
Stefanescu et al. [2017] and Hite et al. [2018] performs ray tracings and estimates the attenuation
caused by intervening material.

Bayesian inference is frequently performed for source localization  [Jarman et al., 2011; Hykes &
Azmy, 2015; Stefanescu et al., 2017; Chandy et al., 2008; Miller et al., 2015]. The posterior distribution
automatically estimates the uncertainty in the source location, in contrast to maximum likelihood
methods. However, Bayesian models are computationally demanding and require many forward
model evaluations, leading to many techniques to approximate the posterior distribution. For
example, a continuous location distribution of the source can be discretized [Jarman et al., 2011;
Chandy et al., 2008; Miller et al., 2015 ]. Alternatively, a normal distribution can be assumed for the
posterior [Hykes & Azmy, 2015]. Surrogate models can also be used to accelerated the Bayesian
analysis, as in Miller et al. [2015] where a response surface surrogate was employed to accelerate
inference.

For any localization method, a fundamental challenge is discerning the source's contribution to
the observed count along with the contribution from all other sources, described here as background
[Ziock, 2002]. Background radiation ux varies on a number of temporal and spatial scales. Back-
ground varies temporally according to the diurnal cycle, weather, and the movement of air-masses
[Mercier et al., 2009; Yakovleva et al., 2016; Malone et al., 2016; Livesay et al., 2014]. Over wide regions,
geologic factors impact the concentrations of naturally occurring radioactive material (NORM)
[Moonjun et al., 2017; Sanusi et al., 2017 ]. At smaller spatial scales, differences in types of soil, soil
moisture, as well as ground covers like snow, asphalt, and concrete will produce different levels of
background ux due to NORM [Beamish, 2015; Swinney et al., 2016; Stockmann et al., 2015].

A common modeling assumption is that background is known from prior radiation surveys
performed in the search area [Vilim & Klann, 2009; Hite et al., 2018; Miller et al., 2015; Bai et al.,
2015]. Obviously, this may not be available in all cases. Chandy et al. [2008] impose a prior on the
source intensity to differentiate between source and background. The expectation-maximization
(EM) algorithm can be used to compute maximum likelihood when the background is unknown.
Penny et al. [2015] use prior data to segment the region into similar regions to reduce the complexity
of applying EM.

A background effect is unique to a particular detector at a particular location. The largest
component of background radiation is NORM, but it also includes other detector speci c features.

For example the detector geometry, the height of the detector from the ground, whether the detector
is on a vehicle, and any contamination on the detector are all features that could impact the amount
of non-source gamma photons observed by a particular detector. For simplicity, we assume that our
detectors are physically identical so the variation in background is only due to the spatial variation
in radiation ux from sources other than the objective source.
We utilize a hierarchical Bayesian statistical model, adapted from Stefanescu etal. [2017], to
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Figure 4.1 Satellite image of the problem geometry, source location, and stationary detector positions
from Stefanescu et al. [2017].

guantify the variation in the background radiation at multiple detector locations. This parame-
terization accounts for the overall mean and the standard deviation of the local background rate
distribution. We demonstrate that each detector's background rate can be estimated along with
the source location and intensity from a single set of detector observations. We demonstrate the
application of this model on a synthetic example and the data collected by Hite et al. [2018] from eld
measurements taken at Oak Ridge National Laboratory (ORNL). We have found that without precise
prior knowledge of the background radiation, the amount of data required to effectively localize the
source increases, as does the bias observed when applied to real data where the simpli ed radiation
transport model is misspeci ed.

We review the basic radiation model from Stefanescu etal. [2017] in Section 4.2. In Section 4.3,
we summarize hierarchical statistical modeling and describe inference techniques for this type of
modeling. We present the results from calibrating the radiation model in the simulated scenario
shown in Figure 4.1 and using experimental data collected by Hite etal.  [2018] in Section 4.4. We
summarize our conclusions and highlight future work in Section 4.5
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4.2 Detector Response

We consider N gamma detectors located at positions r;, i =1,...,N, and a source of intensity |,
Becquerels (Bq) located at rq =(Xq, Vo). We use a ray tracing model to predict the detector responses.
For the i " detector, we let M; denote the number of buildings between rgandr;.Form; =1,...,M;,
let s, and |, respectively denote the length of the transect and average cross-section for the
mith building. We illustrate the case M; = 3in Figure 4.2(a). Let A; and ; denote the surface area

and intrinsic ef ciency for detector . The expected count rate of detector i from a monoenergetic
source is then given by !
iiro,lo= ﬂexp X m Sm. - (4.2)
4 jri ro)? m=1

The radiation attenuation predicted by (4.1) is depicted in Figure 4.2(b). We make a number of
simplifying assumptions when de ning model  (4.1). First, the model quanti es only the uncollided
ux — that is, the ux of photons along the path between the source and detector that are not
absorbed or scattered. Second, the model assumes the source and detector are co-planarinthe z-
dimension. Third, photons that are absorbed by any media, that is air, buildings, and other materials,
while traveling on the path from the source to the detector will not be detected.

Let B; denote the background rate at position r;. The effective radiation ux of detector i is
givenby ; = ; + B;. The statistical model for the observed gamma counts of detector i is

Yij i Pois( ;i t;), (4.2)

where t; is the dwell time of observation Y;. Model (4.2) is an example of nonlinear Poisson
regression and inferences can be achieved using maximum likelihood or Bayesian methods.

Figure 4.2 (a) Rayr; rq, segmentlengths s;,s,,S3, and average cross-sections 4, »,, 3forgammas passing
through M; = 3 buildings from a source at rq to the i t" detector at r;. (b) Radiation attenuation due to the
M; = 3 buildings.
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The detector (4.1) and statistical (4.2) models were used in Stefanescu et al. [2017] with the
background ux xed at B; = 300 counts per second (cps) for all detectors. They demonstrated
Bayesian localization using synthetic data generated by this model for the problem depicted in
Figure 4.1. Hite et al. [2018] applied this model to eld measurements and estimated each  B; using
measurements taken in the absence of the source. They found thatthe 290 490 16°Nal detectors used
to make observations broke the spherical detector assumption made in model  (4.1) and proposed
an augmented model that accounts for the orientation of each detector relative to the source.

4.3 Hierarchical Model for Background Radiation

The background rates are nuisance parameters in the sense that they are not of primary interest for
localization but must be estimated to infer the source location and intensity. The background rates
could be estimated empirically using observations without a source present  [Schmidt, 2016; Hite
et al., 2018], which may be impractical, or hypothesized using prior knowledge  [Stefanescu et al.,
2017], which may underestimate the uncertainty in the source location. Moreover, this does not
account for the variation of the true background ux observed at different locations as seenin eld
measurements [Swinney et al., 2016].

We employ a hierarchical statistical model that allows estimation of the background radiations
at each of the detectors by modeling the distribution of background rates within the search domain.
Hierarchical statistical models provide a convenient method for modeling the observed data by
partitioning the model into simpler components; see Gelman etal.  [2013, p. 39]]. For example, these
types of models are used in spatial epidemiology to quantify spatial variations in the disease process
Wake eld [2007] and Macnab [2014] and Gelfand et al. [2010, p. 219.

First, we assume the background uxes of all detectors are independent of the source and are
stationary throughout the dwell time of each observation. We then model each background ux as
a conditionally independent normal random variable,

Bij ) 2 N (i 2)1 (43)

with hyperparameters  and 2 that de ne the mean and variance of the background rates among
detector/ location pairs. This formulation allows the data collected across multiple detector locations

to be pooled to estimate  and 2. The priors placed onthe and 2, termed hyperpriors, were
chosen to be normal and inverse- 2 distributions,

i 2N (o 2and 2 Inv- 2( 3,ng). (4.4)

The constants ¢, o, (2) and ng are parameters that describe our uncertainty of the background
hyperparameters.
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Table 4.1 Estimated mean background radiation observed by a 3% 3%°Nal detector based on the Fort
Indiantown Gap data for concrete covered soil and GADRAS-DRF [Horne et al., 2014]. We assume cosmic
radiation is uniform within the search region throughout the observation time.

Component | Mean (cps) | Standard Deviation (cps)
40K 36.1 2.0
238y 50.3 1.9
232Tn 33.8 1.3
Cosmic 20.6 -
Total 140.8 3.1

Bayesian parameter estimation for linear hierarchical models with conjugate priors is often
performed by sampling from the joint posterior probability distribution using Gibbs sampling. Gibbs
sampling is a Markov Chain Monte Carlo (MCMC) method that samples from a joint probability
density function by drawing from the full conditional distribution of each variable. Because (4.2)
involves a nonlinear model in the form of  (4.1), the effective rates ;, aswellasry, Io, and B;, do not
have closed form full conditional distributions. The conditional distributions of the hyperparameters
are only dependent on the current state of the background rates,

(4.5)

€
%B,, Iv- Zng+N, LB P+ Znp Ang+N).

Therefore, we use a Metropolis-within-Gibbs sampler for posterior estimation, where Gibbs sampling
is performed only for the hyperparameters and Metropolis updates are performed for all other
parameters; see Gamerman & Lopes [2006, p. 211].

4.4 Results

4.4.1 Synthetic Washington D.C. Example

As depicted in Figure 4.1, the localization problem from Stefanescu et al.  [2017] simulated ten
stationary detectors placed throughout a portion of downtown Washington D.C. with observations
generated from model (4.1). Here we apply our hierarchical model to the same simulated example.
A 1 mg Cesium-137 source is located at the position (158m, 98 m) and data are generated for
390 300Nal detectors with an intrinsic ef ciency of ;| = 62% for incident gamma energy of 662 keV.
The true background hyperparameters = 140.8 and 2 = 3.12 were estimated from the data
reported in Swinney et al. [2016] from the Fort Indiantown Gap National Guard Training Center
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Table 4.2 A realization of model (4.1) and (4.2) for detectors and source shown in Figure 4.1. The back-
ground and source rates are measured in counts per second. The observations are total counts.

Detector | Background (cps) Source (cps) Obs. (5min) Obs. (60 min)
1 140.04 5.98 43847 525787
2 140.34 17.95 47263 572025
3 142.68 0.08 42554 514227
4 139.86 46.43 55997 670489
5 140.31 27.79 50606 605004
6 137.13 5.39 42815 513356
7 137.58 9.67 43785 529654
8 137.16 58.46 58728 702794
9 143.25 39.21 54936 657205

10 141.61 34.05 53052 632324

for concrete covered soil and GADRAS-DRF [Horne et al., 2014]; see Table 4.1. Cosmic radiation is
assumed uniform within the search domain and throughout the duration of the measurements. The
background rate for each detector was drawn from N (140.8,3.1%). Given the background rate and
the source rate computed from model (4.1), 5 and 60 minute dwell time observations were sampled
from model (4.2); see Table 4.2.

We utilized the Delayed Rejection Adaptive Metropolis (DRAM) algorithm to perform the Metropo-
lis updates on the source parameters and the background radiation rates  [Haario et al., 2006].
The source parameters were given priors: xo U (0,246.62m), yo U (0,176.33m), and I,
U@ 10°5 10°Bq). The B; parameters were bounded below by zero. The background hyper-
parameters were updated using Gibbs steps (4.5) and given hyperpriors N (200,50%) and

2 Inv- ?2(100?,1), which are somewhat diffuse. The building cross-sections were given uniform
priorson 50% of their nominal values as was done in Hite etal. [2018].

The MCMC chains were initialized at random values drawn from their respective priors. A
common technique for initializing adaptive Metropolis algorithms like DRAM is to initialize the
proposal covariance matrix with the asymptotic parameter covariance matrix obtained from a
frequentist model t, like that obtained from MATLAB's ~ nimixed . We found that this covariance
matrix produced poor mixing in the MCMC chains and required extremely long time to adapt to a
more ef cient proposal covariance. We replaced the above procedure by running the MCMC sampler
for 100,000 iterations using a tempered likelihood, that is sampling from the Gibbs distribution with
temperature T > 1 of the posterior from model (4.2),

g(ro, |0le, C 1YN)/ L(Yl, Cs ,Yero, |0)1:T (ro, |0)
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Figure 4.3 Kernel density estimate of the posterior source location for the ve-minute dwell observations.
The posterior is clearly multimodal with one mode near the true source location and scattered modes
along the boundary of the search domain that are furthest from the detectors. Because the background ef-
fects introduce added uncertainty into the model more data is needed to localize the source. With only ve
minutes of observations the model cannot rule out the potential existence of a source near the boundary
region not covered by the detector array.

This tempering reduces the in uence of the data producing a posterior that is closer to the prior
distribution and easier to sample [Neal, 1996]. We found that T = 100 was suf cient to produce
convergent chains for this diffuse distribution. The parameter covariance matrix was estimated
from this MCMC sample and then used as the initial proposal covariance matrix for the untempered
likelihood samples. A total of 108 iterations were performed with the untempered likelihood and
the rst half discarded as burn-in to ensure that the chains had converged and were representative
of the posterior distribution.
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Figure 4.4 The average posterior source intensity plotted over the search domain for the ve-minute dwell
observations. Average source intensity is highest on the boundary of the search domain and lowest at
points near the detectors. The region near the true source has average source intensity that is consistent
with the true intensity of 5= 3.214 10° cps.

In Figure 4.3, we plot a kernel density estimate (KDE) of a sample of the posterior source location
distribution based on the 5 minute observations from Table 4.2. Numerous modes exist in the
posterior with most occurring on the boundary of the search domain. These modes correspond to
source locations within the priors that are plausible source locations given the 5 minute observations.
The addition of background effects adds exibility to the likelihood and allows the excess counts
due to the source to be accounted for by an elevated background rate for that detector. This trade-off
between source and background is regularized by the hyperpriors. A side effect of the multimodality
of the posterior is that realizations of the MCMC chains will often concentrate on only one of the
modes and are unable to traverse the low probability regions of the posterior. The distribution of
average source posterior intensity over the search domain is plotted in Figure 4.4. The posterior
source intensity is highest at locations far from the detectors, which are typically on the search
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Figure 4.5 A kernel density estimate of the source location posterior sampled based on the sixty-minute
dwell observations. With suf cient data the peripheral modes disappear and are replaced with a more
concentrated bimodal distribution with maximum a posterior (MAP) estimate that is 4 meters from the
true source.

boundary.

The positions of all the detectors in Figure 4.1 represent a dif cult localization scenario in
the presence of uncertain background because the source accounts for at most 30% of the total
radiation observed by any detector. Observing the source for a longer period of time provides more
discriminatory information about the background rates. The posterior KDE of a sample based
on the 60 minute observations from Table 4.2 is plotted in Figure 4.5. The boundary modes have
disappeared and the posterior probability mass is concentrated near the source. The maximum a
posterior (MAP) estimate of the source location is 4 meters from the true source location.

The posterior mean, standard deviation, Geweke statistic, and autocorrelation of each parameter
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for the 60 minute dwell observations are summarized in Table 4.3. The Geweke statistics performs a
statistical test comparing the beginning of each chain with the end of the chain to assess whether
they are drawn from the same distribution. The Geweke statistic reported in Table 4.3 are p-values
for which values near 1 indicate that there is no evidence that the two subsets of the chains come
from different distributions. The Geweke statistics in Table 4.3 are close to 1 indicating that the
chains have probably converged and the burn-in interval was suf cient. The estimated background
rates for detectors 4, 5, 8, 9, and 10 have elevated posterior means relative to their true values and
higher posterior standard deviations. These detectors have the strongest signal from the source and
the statistical model continues to favor elevated background over source strength. Detectors 1, 3, 6,
and 7 do not have strong source signal, which leads to a more accurate estimate for the background
rate at those locations. The posterior mean of  iswithin 8cps of its true value. The posterior of ~ ?is
diffuse because its hyperprior was highly noninformative. In practice, a tighter hyperprior should be
used if known. Finally, we note that there is a high level of autocorrelation in each parameter chain,
except for the hyperparameters, generally above 0.6 at lag 100. This autocorrelation indicates there
is high correlation between successive iterations of the parameter chains and that the samplers are
inef cient, requiring more iterations to accurately sample from the posterior. The hyperparameters
have lower autocorrelation because they are updated using the conditional distributions (4.5) which
are indirectly dependent on the current value of the hyperparameters, whereas the other model
parameters are updated using Metropolis steps which induce stronger serial correlation.

4.4.2 Oak Ridge Experiment

A full scale experiment to test the effectiveness of model (4.1) for localization was performed at Oak
Ridge National Laboratory (ORNL) [Hite et al., 2018]. Two experiments were conducted to locate
a 37 micro-curie sample of Cesium-137. The detectors were placed with sight-lines to the source
occluded by buildings with varying cross-sections. Figure 4.6 shows an aerial view of the experiment
domain and locations of sources and detectors. In  [Hite et al., 2018], background observations of
approximately 1800 seconds were made at each of the detector locations prior to placement of the
source. These background observations were used to adjust observations made with the source
present to get net photon counts which were used as data in model (4.2).

We t our proposed hierarchical model to the data in Table 2 and 3 from Hite et al. [2018].
We accounted for orientations in model (4.1) in the manner proposed in Hite et al. [2018]. The
background-only measurements were used to construct empirical hyperpriors. The observed aver-
age background was 944.89 cps with a standard deviation of 203.66 cps. We set the parameters of
the hyperpriorstobe (=900, 3=50% 2= 2007 and no= 1. Applying the same MCMC algorithm
summarized in Section 4.4.1, we t the model to the total counts from the background with source
observations.
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Table 4.3 Estimates of background and source location and intensity parameters, obtained from the mean
values of the MCMC chains, constructed using the 60 minute dwell observations. Geweke diagnostics for
each chain provide evidence that the chains have burned-in. Autocorrelation is high for all parameters
except the two hyperparameters.

Parameter | Post. mean Post. std Geweke p-value Autocorr. (lag 100)
X 148.48 11.59 0.926 0.881
y 88.852 14.46 0.962 0.799
lo 2.453 10° 1.1657 10° 0.852 0.820
B, 132.27 14.57 0.987 0.656
B, 144.97 15.45 0.962 0.824
B; 141.57 6.11 0.994 0.625
B4 150.75 24.32 0.944 0.790
Bsg 127.14 29.29 0.946 0.820
Bg 137.96 8.45 0.993 0.700
By 139.11 8.94 0.994 0.622
Bg 166.93 26.96 0.977 0.785
Bg 152.61 23.65 0.945 0.782
B1io 155.80 14.67 0.911 0.845

148.44 15.00 0.955 0.173
2 40.55 114 0.798 0.129

Figure 4.7 shows the resulting sampled posterior for the ORNL data. The posterior mode is
approximately 6.66 m from the source location, which is comparable to the 5 m obtained in Hite
et al. [2018] using empirically calibrated background rates. The posterior mean, standard deviation,
Geweke statistic, and autocorrelation of each parameter for the ORNL observations are summa-
rized in Table 4.4. As with the Washington D.C. example, other than the hyperparameters, all the
parameters have high autocorrelation.

Detectors 1A-6 and 1B-4 were the two closest detectors to the source and both have the highest
posterior variance of their associated background effects. This indicates that there is high posterior
correlation between these background effects and the source location. Detector 1B-2 (northwest
of the source) has an estimated background rate of 2393.2 cps which is much higher than the
measurement taken prior to placing the source by Hite etal.  [2018]. Because of the posterior bias
in the source location, which posits the source farther from this detector and places a structure
between the source and detector, the predicted source counts are reduced for this detector. The
background effect for this detector therefore compensates to account for the observed total counts.

Detector 1B-3 (northeast of the source) has a signi cantly depressed background rate. There is a
discrepancy between the prediction made by model (4.2) and the observed datain [Hite etal., 2018].
Using the estimated source parameters from Table 4.4, model (4.2) predicts approximately 2.9 106
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