Abstract

MUKHOPADHYAY, PRALAY. Exact Tests and Exact Confidence Intervals for the
Ratio of Two Binomial Proportions. (Under the direction of Professor Roger L.

Berger)

Testing for the ratio of binomial proportions (often called the relative risk) is quite
common in clinical trials and epidemiology study or more generally in the pharma-
ceutical setting. Although this is an easy problem when we have large sample sizes,
it becomes more challenging when sample sizes are small to moderate. In this type
of situations asymptotic methods often lead to tests that are very liberal, i.e., have a
very high Type I error. Hence one has to resort to exact methods. Although one can
use Fisher’s exact test if testing for unity relative risk, for the more general problem
of testing for non-unity relative risk the only form of exact inference possible is by
using exact unconditional tests. The standard exact unconditional test used for this
problem is quite conservative, i.e., results in tests with very low power. We have pro-
posed a test for this problem (based on the method suggested by Berger and Boos)
which not only maintains the nominal size but is uniformly more powerful than the
standard test (in most of the cases). A detailed comparison has been done between
the two tests and various examples (from the pharmaceutical setting) have been used

to compare the two methods.

Along with testing for the relative risk, researchers are also interested in obtaining



confidence intervals for this parameter. Again due to small sample sizes the asymp-
totic methods often result in intervals that have poor coverage. We compare the
confidence intervals generated from inverting the standard exact test and the test
that we are proposing. Since both these tests are exact they result in intervals that
are guaranteed to maintain the nominal coverage. We show that the standard in-
tervals are quite conservative and our intervals in general have shorter lengths and

coverage probabilities closer to the nominal coverage.

Although exact tests are desirable, it is often hard to implement them in practice
because of computational complexities. In the last Chapter we compare the perfor-
mance of the two exact tests discussed earlier with an approximate test (based on the
idea of Storer and Kim) and two Bayesian tests for the hypothesis of efficacy. The
hypothesis of efficacy is a special case of the relative risk testing problem and is often
used in vaccine studies. For this specific problem we see that the approximate and
the Bayesian tests perform quite well in terms of maintaining a low Type I error and
results in tests with high power. Also these tests have a nice practical appeal because

of the ease with which they can be implemented.
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Chapter 1

Exact Unconditional Tests for the

Ratio of Two Binomial Proportions

1.1 Introduction

If a comparison is made between two groups where the outcome of interest is dichoto-
mous (such as a success and a failure), the ratio of proportions of success (or failures)
is often of interest. Thus if we consider two groups, A and B, and, P; and P, denote
the true proportions of successes from each group after conducting the experiment,
the ratio (P;/P,) is often the parameter of interest. In different applications such
as in epidemiology this quantity is often called the relative risk. In the next few
paragraphs we will discuss how in different situations researchers are interested in the

hypothesis testing problem involving the relative risk parameter.



Assessment of an equivalence between two groups is often an important problem
in the pharmaceutical industry. When the patent of a brand-name drug has expired,
other manufacturers can manufacture the same drug and sell it at a much lower cost.
They have to ensure that the chemical composition of the generic drug is same as the
original drug. The FDA usually do not require a new drug application submission for
this type of generic products. Rather they are satisfied if the generic drug company
can demonstrate bio-equivalence between the original drug and their version. Since it
is impossible to establish that the two treatments are exactly same, often a hypothesis
of interest is to test whether the difference is negligible. In this example let us denote
by P, and P the true response (say, cure rates) probabilities for the existing drug

and the generic drug. Then the hypothesis of interest might be to test

Hy: R> Ry versus Hy: R < Ry,

where R = (P,/P;). Usually Ry is chosen to be strictly greater than 1. This is known

as the test of non-inferiority for the ratio of proportions.

In clinical trials, when a new drug is compared against an existing drug (placebo),
often a question of interest is whether the new drug performs better than the existing
drug (placebo). Thus one would be interested in knowing whether the proportion of
success for the new drug is greater than the existing drug (placebo) by some particular
quantity. This quantity is usually determined by the clinicians. Let P, and P, denote

the true cure rates for the new drug and the existing drug (placebo). Thus the



hypothesis of interest will be

Hy: R < Rygversus Hy: R > Ry,

where R = (P/P,). Again a value of Ry strictly greater than 1 is chosen to establish

superiority. This is known as the test of superiority for the ratio of proportions.

In vaccine efficacy trials the problem of interest is often to test whether two
vaccines offer equal protection against a certain disease. If a new vaccine is tested
against placebo the outcome of interest would be to show the incidence of disease
among the patients treated with the new vaccine is significantly lower than those
treated with placebo. For example Fries et al. (1993) had conducted a viral challenge
study to compare incidence rates of influenza among subjects who received a new
influenza vaccine and those who received a placebo injection. Because of the variable
incidence rates of disease in the two groups this problem is often represented in terms
of the relative risk. Since the outcome is dichotomous for both the treatment and the
control groups, it is appropriate to consider two independent binomial trials. Let P,
and P, denote the true disease incidence rates in the vaccine group and the control
group. Usually the vaccine efficacy parameter, denoted by 7, is defined as (1 - relative
risk for the disease between the vaccine and the placebo group), i.e., 7 =1 — P;/Ps.

An important hypothesis of interest is to test

Hy:m<myversus Hy: m > m,



where 7y denotes the minimal level of efficacy expected for the new vaccine. This value
can either chosen to be 0 which is typically the case when establishing therapeutic
efficacy of a drug. In designing a vaccine efficacy trial one however chooses a non-zero
value of 7y to establish superiority of the new vaccine and justify the risk of vaccinating
healthy subjects. This is known as the test of efficacy. In terms of relative risk the

hypothesis may be rewritten as

Hy:R>1—mgversus H : R<1—my.

This test of efficacy has been considered by various authors such as Chan (1998) and
Kang & Chen (2000). In this problem it is always assumed that the vaccine is not

worse than placebo, i.e., P, < Ps.

In general however people would be interested in testing for the relative risk pa-
rameter for different values of Ry and in both directions of the alternative hypothesis

(R > Ry or R < Ry) depending on the problem of interest.

In section 1.2 we will describe how to formulate this problem statistically. In
section 1.3 we will introduce three data sets obtained from various clinical trials .
We shall use these data sets to show how asymptotic inference leads to poor results
(in terms of maintaining nominal size) and establish the need for exact inference. In
section 1.4 we will discuss the standard exact unconditional test used for this problem.
In section 1.5 we shall talk about the test we are proposing, which we will call the

confidence interval p value test. In section 1.6 we shall discuss how to compute the



rejection regions, size and power for both these tests. In section 1.7 we shall present
in detail all the results for the rejection region comparisons. And in the last section,
i.e., section 1.8 we shall revisit the data sets introduced in 1.3 and analyze them using

the exact tests.

1.2 Statistical formulation of the problem

The problem in hand can be described as follows: Let X; and X5 represent two inde-
pendent response variables distributed as bin (N7, P;) and bin (Ng, P») respectively.
Here Ny and N, represents the sample sizes in each group, and P;, and P,, denotes
the true response rates. If we denote by x; and x5 the observed number of successes

in each group, then the binomial probability mass function of X; and X, will be

X1

N
bin (Nl,ZL’l,Pl):< 1>P1zl(1—P1)N1_$1, ZL‘1:07...,N1,

and

Ny
T2

bin <N27x27p2) = ( >P§2<1 — PQ)NQ?IQ, Ty = 0, ...,NQ.

The sample space of (X, X») will be denoted as S = {0, ..., N1} x {0, ..., No}. Thus

there are (N7 + 1) x (N3 + 1) points in S.

For observed outcomes (x1, z5) the data can be presented in a 2 x 2 contingency table

as



Group A | Group B Total
Success 1 To T1 + X
Failure | Ny — 21 | No—x9 | N1+ Ny — 21 — 29
‘ Total ‘ N1 ‘ N2 ‘ N1 + N2 ‘

For testing one of the hypotheses discussed in the previous section the most com-

monly used test statistic is

P, — RyP.
Z: 1 - 0 2’
g
where
&:Jplu—a) (R0 )

Here Pl = x1/Ny, ]52 = 25/N,, and Pl and f’g are estimates of P, and P,. There are

three ways in which P, and P, may be estimated.

1. They can be replaced by their observed values Py and P.

2. They can be replaced by Py and Py, computed under the null hypothesis restric-

tion, % = Ry, subject to the marginal total remaining equal to those observed.

3. They can be replaced by ]51 and ]52, the maximum likelihood estimates of P,

and P, under the null hypothesis restriction % = Ry.

Farrington & Manning (1990) have compared these three approaches and recom-
mended the third approach. They showed that the confidence intervals generated by

inverting this test has better coverage probabilities, i.e., coverage probabilities closer



to the nominal coverage when the test statistic is computed using the third approach.
For our given problem we will consider the above Z statistic with ¢ estimated using

the restricted maximum likelihood method.

The Z statistic is asymptotically distributed as a standard normal under the
null hypothesis. Hence all the asymptotic theory goes through very nicely for larger
sample sizes. So we can use the usual testing procedures to test the various hypotheses
discussed in section 1.1. However for small to moderate samples the asymptotic theory
does not hold properly. In fact in section 1.3 we will show how poorly the asymptotic
test (assuming the test statistic follows a standard normal under the null hypothesis)
can perform even for moderately large sample sizes. Here by poor performance we

mean the actual size of the test exceeds the nominal size.

The exact distribution of Z depends on all possible outcomes of two binomial
responses given the sample sizes N7 and Ny. Thus each outcome (z1, x2) corresponds

to a 2 x 2 table. Probability of a particular outcome is

N N.
R Il ) LR Vil (g IR A

T o)

The observed exact significance level for a particular value of the parameter (P;, P») is
the sum of probabilities of the tables that are at least as extreme as the observed table.
Thus if Z,,s is the value of the statistic for the observed table, then depending on the
hypothesis of interest, the tail region will consist of all tables for which Z < Z,, or

Z > Zgs. Let us assume that smaller value of the test statistic represents an extreme



observation. If we denote by Z(z9,29) the value of Z for the observed table then we

can write this probability as

QENRE Nl P:m P Ni—z1 N2 ZTo No—xo
> 2|, =R Bt (1= Po) ™ iz oy <2y (11)
x1=0 x2=0 1 L2

Note that the value of the tail probability function (1.1) depends on the true
values of the parameters P, and P, which we will call nuisance parameters. Various
methods of removing nuisance parameters have been discussed by Basu (1977). One
of them is conditioning on the sufficient statistics. For the special case when we are
testing for the null hypothesis of equality of proportions (Hy : P, = P, = P), i.e.,

Ry =1, the above probability function may be rewritten as

N Y
L ZQ N\ [N .
Z (3811)( 2) prite(] — pyMtiemn iz(@1,22)<2(29,29))- (1.2)

x1=0 x2=0 T2

Here the only unknown parameter is P. One can eliminate this parameter by con-
ditioning on a sufficient statistic for P. For this special case the marginal total
T = X; + X, is a sufficient statistic for P. Thus conditioning on T’ will eliminate the
parameter P in the calculation of the probability of Z < Z,s. This approach leads
to the conditional exact test and this particular test is referred to as Fisher’s exact
test (Fisher, 1935). Therefore for the special case of testing for the null hypothesis,
H, : P, = P,, one may use a conditional exact test. Fisher’s exact test is widely used

for this particular testing problem. However the main drawback of Fisher’s test is



that it is based on the assumption that not only the sum of the total sample sizes
are fixed but also the sum of the total responses are fixed as well. So in terms of a
2 x 2 contingency table we are assuming that both the row totals and the column
totals are fixed. The disadvantage behind this assumption is that this can lead to a
distribution for the test statistic (under the null hypothesis) which is very discrete,
especially for smaller sample sizes. This will lead to an overly conservative test where

the true size of the test will be much lower than the nominal size.

Now suppose we are interested in testing the null hypothesis, Hy : R = Ry. Then

one can replace P, with P;/Ry and rewrite the tail probability function as

AR N1 X1 Ni1—z1 N2 ) No—x2o
Z Z Pl (1 - Pl) (Pl/RO) (1 - Pl/RO) [[Z($1,x2)§Z(:c(1),a:g)]'
r1=0 x2=0 Z1 L2

For the general case when Ry # 1 although there is only one unknown parameter
Py, there is no simple sufficient statistics to condition on. It may be possible to come
up with a sufficient statistic to condition on, but to the best of our knowledge there
is no simple sufficient statistic (as in the case of Ry = 1, Fisher’s exact test) which
does the trick. Hence for the more general testing problem of non-unity relative risk
a conditional exact approach does not work. The only form of exact inference that

can be used in this case is the unconditional exact approach.

In an unconditional approach the nuisance parameters are eliminated by actually
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maximizing on the domain of the nuisance parameter, under the null hypothesis. So
let us go back to our original problem of testing for Hy : R > Ry (or Hy : R < Ry)
and suppose we want to compute (1.1). If we use an unconditional approach we will
try to eliminate P, and P, by actually maximizing over the domain of P, and P,

under the null hypothesis. So what we will try to evaluate is,

sup
(P17P2)6H0 x1=0 22=0

N1 Na (Nl

N.
%)Pfcl(l — p)imm < 2) P2 (1= Po)™ " 1 50, 1y)< (a0 40))-

)

(1.3)

The above expression is not that easy to compute as maximizing on a two di-
mensional set of points may be computationally quite challenging. However one can
use certain results to show that evaluating this probability by maximizing over the
entire domain of the null hypothesis, and maximizing on the boundary of the null
hypothesis are equivalent. In other words one can show that for evaluating this prob-
ability, maximizing on a two dimensional set of points (P;,P,) such that P;/P, > Ry
(assuming the null hypothesis to be R > Rj) and maximizing on the line P, /P, = Ry
(which is the boundary of the null hypothesis, R > Ry) are equivalent. We will talk
about this result in greater detail in section 1.4. For the time being let us assume
that this is true. Then we can replace P» by P;/Ry. In that case P; will lie between
0 and min(1,Ry). This is because (0 < P, < 1) and (0 < P;/Ry < 1), which implies

(0 < P, < min(Ry,1)). Let us denote the domain of P, as D(Ry). Then one can
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rewrite (1.3) as

QR N1 T1 Ni1—z1 N2 ) No—x9o
sup > Y P (1-P) (P1/Ro)"(1—P1/Ro) 1721 2)<2(29,29))-

PieD(Ro) ;=0 #5=0 \ 1 T2

This expression has only a single unknown parameter P; and we have to maximize
on the domain of P, under Hy (which is D(Ry)) in order to evaluate it. This problem
is computationally much easier compared to maximizing on a two dimensional set of

points.

So for testing the null hypothesis of equality of proportions (Hy : P, = P, = P) one
can use a conditional test, viz., Fisher’s exact test. However for the general problem
of testing the null hypothesis, Hy : R = Ry (or Hy : R < Ry or Hy : R > Ry),
and Ry # 1, the only way of performing exact inference is to use an unconditional
exact test. Also for the test of equality of proportions various authors such as Suissa
& Shuster (1985), Haber (1986), have studied the two approaches and came to the
conclusion that the exact unconditional approach yields a more powerful test than

Fisher’s exact test.

In the next section we shall introduce three data sets that we will analyze using
the asymptotic Z test. We will show the poor performance of the asymptotic test
even for moderately large samples. In section 1.8 we will revisit these examples and

analyze them using the exact unconditional approach.
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1.3 Data Sets

We shall consider three data sets which were obtained from various clinical trial
studies. We will test various hypotheses for the relative risk using the asymptotic
test. Later on we will test the same hypotheses using the exact tests and the results
will be discussed in detail in section 1.8. Here we will present the p value and the size
of the asymptotic test. For this test we are assuming that the Z statistic (discussed in

the previous section) follows a standard normal distribution under the null hypothesis.

1.3.1 Animal Toxicology Data

This data has been obtained from the StatXact Manual, Version 5. The data had
been collected from an animal toxicology study where researchers were interested in
testing a natural versus a synthetic chemical. The natural chemical was injected into
77 rats while the synthetic chemical had been injected into 350 rats. The natural
chemical induced tumor in 37 of the 77 rats while the synthetic chemical induced

tumor in 212 of 350 rats. The data can be presented in a 2 x 2 table as follows:

Response | Synthetic A | Natural | Total
Tumor 212 37 249
No Tumor 138 40 178
| Total | 350 | 77 | 427 |

One important hypothesis of interest in this case would be to test whether the

synthetic chemical was more carcinogenic than the natural one. If we denote by P;



13

the true proportion of tumor rates for the synthetic chemical, and P, as the true
proportion of tumor rates for the natural chemical then one would be interested in

testing

HgiplgngerSUS Hli P1>P2.

The p value for the asymptotic test in this case is 0.0218 which is highly significant
at 5% level. Hence there is strong evidence in favor of the alternative hypothesis.
However we will show in section 1.8 that the size of the test is 0.0899 which is much
higher than the nominal 5% size. So we see that even for moderately large sample
size (the total sample size being 427 in this case) the asymptotic test performs very

poorly.

1.3.2 Childhood Nephroblastoma Data

This data was reported by Rodary et al. (1989). Here data is presented from a
randomized clinical trial to compare two given types of treatments for childhood
nephroblastoma. One is nephrectomy followed by post-operative radiotherapy. The
other is pre-operative chemotherapy to reduce the tumor mass, followed by nephrec-

tomy. The data can be presented in a 2 x 2 table as follows:

Response Chemo | Radio | Total
Rupture free 83 69 152
Ruptured tumor 5 7 12

| Total | 88 | 76 | 164 |
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One hypothesis of interest will be to test whether radio therapy is non-inferior to

chemo therapy, i.e.,

Hy: R> Ry versus Hi: R < Ry,

where R = %. P, and P, represents the rupture free rates for the chemo and radio
population. Let us choose Ry = 1.15. The asymptotic p value in this case is 0.0539
which is not significant at 5% level, but suggests some evidence against the null

hypothesis. The size of this test is 0.06129 which again exceeds the 5% nominal level.

1.3.3 Influenza Vaccine Data

This data was reported by Fries et al. (1993). The study was conducted to evaluate
protective efficacy of a Recombinant protein influenza A vaccine against wild type
H1INT1 virus challenge. Subjects were randomized to receive the experimental vaccine
or placebo injection. After that they were challenged intranasally with influenza
virus. All subjects were closely monitored for viral infection in the next 9 days and
any clinical symptoms of fever, upper respiratory infection, recurrent cough or lower
respiratory infection, and myalgia were reported. Again the data may be presented

in a 2 x 2 table as

Disease Vaccine | Placebo | Total
Infected 7 12 19
Not Infected 8 3 11

| Total [ 15 | 15 | 30 |
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Here the hypothesis of interest was to test
Hy :7m<0.1 versus H;:7m > 0.1.

Recall that m =1 — %. The asymptotic p value for this test is 0.0636 which is not

significant at 5% level. The size of this test is 0.0837.

In this section we saw how poorly the asymptotic test can perform, not only for
very small sample sizes (like the influenza vaccine data) but even for larger sample
sizes (like the animal toxicology data). Hence there is an important need for exact

inference for this type of problems.

In sections 1.4 and 1.5 we will introduce two exact tests for testing the relative

risk hypotheses.
1. The exact unconditional test.
2. The confidence interval p value test.

Test (1) is the standard exact unconditional test that is used in these situations for
exact inference. Test (2), i.e., the confidence interval p value test is a modification
of the standard exact test and is based on the method suggested by Berger & Boos

(1994). Both these tests will be compared with respect to
e Size of the test.

e Power of the test.
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1.4 Exact Unconditional Test

In section 1.2, we had discussed that for the exact unconditional test, the p value
for a particular observation (z1,x2) can be computed by maximizing the probability
function over the entire domain of the parameter space, under the null hypothesis.
Now we will formally define the p value for the exact unconditional test as follows.
Suppose we are interested in testing the null hypothesis Hy : R > Ry. For a given
N1, Ny, and Ry, the p value of the exact unconditional test for a particular sample

point (29, 29) can be defined as

sup P(Z(XlaXZ) < Z(l’?,l’g) ’ P17P2)

P
p2 ZRO

N1 Nz

= sup Z Z( )Pl 1_P1)N1 1<x2>P22(1_P2)N2 2I[Z(x1,z2)§Z(w?,wg)]'

P> Ro 21=0 22=0
(1.4)
Let us denote this p value as pg,,(2Y, 23). For alevel a test one would reject the null
hypothesis if pg, (29, 23) < a. Hence forth we will just use pg,, to denote the p value
for the observed sample points (29, 29). Now to compute pg,,, we have to maximize
the above function over a two dimensional set of points, which is computationally
very intensive. However, Sidik (1997) proposed certain conditions under which we

can maximize on the boundary of Hj to compute ps,, instead of maximizing over the

entire domain. Now if we are considering the null hypothesis Hy : R > Ry then the
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boundary of the null hypothesis will be R = Ry. Hence maximizing on this boundary
will imply maximizing on the line P, /P, = Ry, which is a much simpler problem than
maximizing on the entire domain of the null hypothesis. Later on Kopit (1999) used
these conditions to maximize over an interval when he was considering the problem of
testing non-zero differences of proportion. Below we have stated the main conditions

of Sidik’s theorem.

Sidik’s Theorem: Let the families of density functions of X; and X5 be f(x1,0;)
and g(x3,0), where 01 and 6y are real valued parameters. Also let Xy and X, be
independent. Let R be a set such that if (x1,x2) is in R, then so are (x1 — 1,23) and
(x1,22 +1). A set with such a property is said to be Bernard convex. If the family
of distributions of X1 and Xs are stochastically increasing in 6, and 0y respectively,

then

P9, 0,)[(X1, Xa) € R] < Py, o) [(X1, X2) € ]

for all (07,05) such that 60, < 6} and 05 < 65,.

For our problem, X; and X5 are independent by assumption. Also since X; and
X, are binomially distributed they are stochastically increasing in their proportion
parameters. The last condition that needs verification is the Bernard convexity con-
dition (Bernard, 1947). For the problem of non-zero difference of proportions, Kopit
was able to justify theoretically that all the sample points lying in the rejection region

of the test were Bernard convex. However since he was considering the simple Wald
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statistic the mathematical complexities were much more easier to handle. For the Z
statistic that we have considered, it would be very difficult to show mathematically
that R is Bernard convex. However for all the rejection sets that we have considered
(for both the tests), later on in this chapter, we have verified by enumeration the
Bernard convexity condition. Hence using this theorem we can maximize on the line

P, /Py, = Ry. In other words we can replace P, with P;/Ry and rewrite (1.4) as

sup P(Z(X1,Xo) < Z(29,29) | P)). (1.5)

Py
P, =Ho

Now maximizing on the line % = Ry, is equivalent to maximizing over P; € D(Ry).

So we can rewrite (1.5) as

sup  PZ(X1, Xp) < Z(af,25) | Py).
P1eD(Ry)

In terms of the relative risk, it will be defined as

sup

PreD(Ro) 41=0 z,—=0 \*1

Mo N /N N,\ , P P,
( 1) Pfl(l — Pl)Nl_Il <ZL‘22> (?Z)m(l — R_E)NQ_M][Z(xl,m)SZ(r?,zg)].
(1.6)

We will use (1.6) to compute pgyp.

The exact unconditional test can be computed in the following three steps.

1. Compute all possible values of the Z statistic for all tables and order them. Let

Zqps be the observed value of the Z statistic as obtained from the observed table.



19

The tail of the observed table includes all tables for which the Z statistics is less
than or equal to Z,s (or greater than or equal to, depending on the direction

of the hypothesis).

2. For a given value of the nuisance parameter P; the tail probability is calculated
by summing up the probabilities of the tables more extreme than the observed

one.

3. Repeat step 2 for all possible values in the domain of the nuisance parameter

Py

The required p value which we are denoting as p,, will be the maximum of all
these tail probabilities. Since the domain of P; is continuous it has been suggested
by Chan to divide it into a fine grid of 1000 points and compute the tail probabilities
for each of the 1000 equally divided values of the nuisance parameter and take the
maximum of all these values. A grid size of 1000 points is considered to give reasonably

accurate result for all practical purposes.

One point to note is that for the exact unconditional test the Z statistic itself
is the ultimate source of ordering. Because once the sample points are ordered with
respect to the Z statistic values, the tail probabilities will maintain the same ordering
as the statistic. Thus for this test, the statistic itself is a sufficient source of ordering.

This point would be of relevance once we talk about our proposed test. We will see
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that this is not the case for the confidence interval p value test. We shall discuss it

in detail when we talk about rejection regions for both these tests in section 1.6.

1.5 Confidence Interval p value Test

This test was first proposed by Berger & Boos (1994). We will apply this to the
problem at hand. Before we discuss this test, let us talk about the main disadvantages

of the standard exact unconditional test.

1. The standard test is computationally intensive. Since the whole domain of
the nuisance parameter is considered for the maximization, the search for the
supremum of P; over the entire domain space might be quite cumbersome,

especially when a fine grid is used.

2. Once the value of the parameter P is estimated (from the observed data), it
would seem to be a waste of information to consider values of P; that are entirely

unsupported by the data.

Therefore it will make more sense to maximize on a subset of the entire domain of
P, which has a very high probability of containing the true value. In that case it will
be computationally less intensive, as the maximization will take place on a restricted
set. Since the subset has a very high chance of containing the true value, so it will

not consider values of P; that are completely unsupported by the data. This idea
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answers Fisher’s main concern regarding unconditional tests, which is looking at the
worst possible scenario for replacing the nuisance parameter. Fisher had correctly

pointed out that this might often lead to very conservative results.

The original idea of replacing the nuisance parameter by some other simpler
method was first proposed by Storer & Kim (1990). Instead of maximizing on the
entire domain, they replaced the nuisance parameter by its maximum likelihood esti-
mate, given the observed data. However the problem with that approach was it did
not satisfy the definition of a valid p value. The correct definition states that for any

statistic p, if under the null hypothesis
Pp<a)<aVae]0,1], (1.7)

then p is a valid p value. In other words P(Reject Null | Null) < «, which is the
definition of a level a test. The method proposed by Storer and Kim does not satisfy
this definition. Hence the actual size of the test exceeds the nominal size. However
Berger and Boos suggested a more sensible approach that improves on the original

definition, and also generates a valid p value.

Now let us assume that p(xq, x2, 6p) is a valid p value for the sample point (xy, z3),
which may be calculated when the true value of 6, the nuisance parameter, is known.
For brevity we will just use the notation p(fy) to denote this p value. If 6y is unknown,
then a valid p value may be obtained by maximizing p(f) over the parameter space

of § € Hy. So if we define this p value as sup p(#) then it satisfies (1.7). And
6eHg
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this is exactly how we defined pg,, for our given problem in the last section. What
Berger and Boos suggested was instead of maximizing on the entire parameter space
of § € Hy, maximize on a confidence set for . So let us define Cs to be a 100(1 — )%
confidence set for the nuisance parameter 6, under the null hypothesis. Then the

confidence interval p value can be defined as

ps = sup p(0) + B, (1.8)
OECQ

where [ represents the penalizing factor added for maximizing on a restricted set. The
value of 3 and the confidence set Cj has to be specified before looking at the data.
The values of 3 suggested by Berger (1996) are 0.001 or 0.0001. So the confidence
set suggested is a 99.9% or 99.99% set. Obviously for a level « test, 8 must be less

than « to obtain a meaningful test.

Below we have given a proof for the validity of ps as a p value. After that we will
return to our problem of interest, i.e., testing for the hypothesis of relative risk and

describe how we can construct the confidence interval p value test for this problem.

1.5.1 Validity of the Confidence Interval p value Test

Lemma. Suppose that for each 0 € Hy, p(0) satisfies P(p(f) < a) < « for any
assumed known value of 0, and, V o € (0,1). Let Cj satisfy Pr(f0 € Cs) > 1 — £,

under the null hypothesis. Let ps be defined as in (1.8). Then ps is a valid p value.
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Proof. Let the null hypothesis be true, and let us denote the true but unknown value

of 6 under the null hypothesis as 6.
If 3 > «, then since pg is never smaller than 3, Pr(ps < o) =0 < .

If 8 < «a, then

Pr(ps<a) = Pr(ps <a,by € Cs)+ Pr(ps < a,0 € Cp)

IN

Pr(p(6y) + B < a, 0y € Cg) + Pr(by € Cp)

IN

Pr(p(6h) <a—05)+ 0

IN
o
I
=
_|_
=
Il
o
=
N2

The first inequality follows because sup p(6) > p(6y) when 6, € Cj.
9605

Now we will discuss how to construct the 100(1 — 3)% confidence set for (P, P»)

when we are considering the problem of testing for the relative risk.

1.5.2 Construction of 100(1 — 5)% confidence set for (P, P)

In order to maximize the p value function on the restricted set, we need to construct
the 100(1 — 3)% confidence set for (P, Py). We first construct two ,/100(1 — 3)%

confidence intervals for P; and P, from the observed data. The product of this two
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intervals will yield a 100(1 — 5)% confidence region for (P;, P5). Let us denote the
intervals for P, and P, as (L1,U;), and (Lo, Us) respectively. The region formed by
the intersection of [(L1,U;)] X [(Le2, Us)] and Hy will form the required 100(1 — 3)%

confidence region Cp, i.e.,

Cp = [(L1, Ur)] x [(L2, Us)] N Hy.

In Figure 1.1 we have plotted P, against P;. Note that the coordinates (L1, Ls),
(Ui, Ly), (Uy,Us), and (Lq,Us,) forms four corners of a rectangle. The region where
this rectangle intersects with the null hypothesis Hy is our required 100(1 — 3)%

confidence region for (P, Py).

The confidence intervals for P, and P, might be constructed in various ways.
We have chosen the Clopper and Pearson confidence intervals (Clopper & Pearson,
1934) for the binomial random variable. If X; ~ bin (Ny, P;), then the 100(1 — a)%

Clopper-Pearson confidence interval for P; is given by

[ T (1 + 1>F2(1’1+1),2(N1—1‘1),[3/2
o1+ (N1 — 21 + 1) Fony —ay 1) 201,8/2. N1 — @1+ (21 + 1) Fogay 1) 2(Vy—21),8/2

Similarly, if Xy ~ bin (Ng, P,), then the 100(1 — )% Clopper-Pearson confidence

interval for P, is given by

Y

| T (72 4 1) Fo(zo41),2(N1 —22),0/2
g+ (Ng — 29 + 1)F2(N2—m2+1),2x2,a/2’ Ny — x9 + (22 + 1)F2(xz+1),2(N2—m2),a/2

where F,; /2 is the upper 100(c/2)th percentile of an F' distribution with a and b

degrees of freedom. Note that when x; (or z3) is 0 then the lower end point of the
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interval for P; (or P) is set to 0. When x; = Nj(or 25 = N,), then the upper end
point of the interval for P, (or P,) is set to 1.

For our problem we shall compute a 99.9% confidence set for (P, P»). Therefore
we shall consider 5 to be 0.001 (as 100(1 — ) = 99.9 = 8 = 0.001). Since we need

each of the confidence intervals to be 1/99.9%,

(I1-a)/2=4/(1-08)/2=1/(1-0.001)/2.

So

1—a=+1-0.001 =0.999 ~ 0.9995,

a = 0.0005.

Hence, in order to get a 99.9% confidence region for (P;, P») we need to choose, (3
= 0.001, and hence o = 0.0005, for each of the Clopper-Pearson confidence intervals
for P, and P. One important point to note is that although other confidence intervals
may be used for constructing this confidence set, however we need to choose an exact
interval so that the confidence region is guaranteed to have at least 100(1 — )%
coverage. This is important because recall that in (1.8) we are adding the term [
to ensure that the actual size never exceeds the nominal « level. However if the
true coverage of the confidence set falls below 100(1 — 3)% then in reality we are
constructing a 100(1 — )% confidence set, where 5’ > (. So from (1.9) what we

have is
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u2

L2

P1

Figure 1.1: The shaded area represents the (1-3) confidence region Cz. The diagonal
is the line segment P, /P, = R
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Pps<a)<a-p+0.

But o — g+ 3 > a. Therefore P(pg < a) need not be less than or equal to a. Hence

we are getting a level (o — 3+ ') test instead of an « level test, which is undesirable.

Now we are in a position to define the confidence interval p value for our given
problem. Recall that in (1.4) we maximized on the entire domain of (P, P») € Hy to
define the exact unconditional p value. In (1.8) we showed how we can define a valid
p value by actually maximizing on a 100(1 — 3)% confidence set for (P, P») € Hy.
In this section we have described a method for constructing this confidence set which
we are denoting as C3. Hence, for testing the null hypothesis, Hy : R > Ry, one can

define the confidence interval p value for the observed sample points (29, z9) as

N1  Na

Nl x 1—x N T T
sup {Z Z <x1>P11(1_P1)N 1<I2>P 2(1 PQ) > 2][Z(z11'2 <Z:cl$2 }+5

(P17P2)GC[3 x1=0 x2=0
(1.10)
Let us denote by B the boundary of the null hypothesis i.e., B = {(P, P) :
P, /Py, = Ry}. Then by Siddik’s theorem we can rewrite (1.10) as
N No

s (Y Y (fj)Pfl(l—Pl)Nl-“

(Pl,Pl/RO)GCé x1=0 x2=0

No\, P Pi\nyn,
()G B o)+ (111
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where Cy = C3 N B. But (P, Pi/Ry) € Cj implies P, € Cf, where
CE = {max(Ll, LQRQ), min(Ul, UQR())}

Hence we can rewrite (1.11) as

& le 1-P, Ni—w Na\ Py ©2(q] Py No—za |
sup {Z Z ) (ﬁo) ( _ﬁo) [Z(w1,:v2)§Z($(1],wg)}}+ﬂ-

PIECY 21=025=0 T2
(1.12)
We will use (1.12) for computing the confidence interval p value, ps. The main
advantage of this test is that it is often the case that the p value function tends
to have a sharp peak at an extreme point (lying outside the confidence set of the
parameter). In this case the standard exact unconditional test will choose the global
maximum over the entire domain of the nuisance parameter under the null hypothesis,
and hence will use the value of the parameter which is very unlikely. However the
confidence interval will maximize only in the 100(1 — 3)% confidence set for (P, P,).
Therefore the p value obtained from the standard test will be more conservative than
our test. However in situations where the global maximum lies within the 100(1—3)%
confidence set, this test will exceed the p value of the standard test, only by the
quantity (. So this test is less conservative in many situations and is guaranteed to
perform almost as good as the standard test. Also since it is maximizing on a much
smaller set, it is computationally less intensive. And since this test also generates a

valid p value, it is an exact test and maintains the nominal size.
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1.6 Rejection Region, Size and Power

In this section we shall discuss how to compute the rejection regions for each of the
tests, and hence we shall talk about the size and power of the tests. We will start by
defining the rejection region. For both the tests it consists of the set of sample points

(21, z2) for which the corresponding p values are less than or equal to .
1. For the exact unconditional test it can be defined as
Roup(a) = [(21, 22) | Psup(1, 72) < .
2. For the Confidence interval p value test it can be defined as

Rg(a) = [(w1,22) | pp(71,72) < af.

One important point to note is that between these two tests only for the exact
unconditional test we can use the test statistic to define the rejection region. For the
confidence interval p value test, the p value is the ultimate source of ordering and not

the test statistic. We will explain this in detail in the next few paragraphs.

The rejection region for a discrete distribution is calculated in the following way.
Let us assume that the smaller value of a test statistic represent a more extreme
table. First we calculate the test statistics for all possible values of the sample points
and arrange them in an ascending order. Then we start with the smallest point and

calculate the p value. If it is less than or equal to the nominal level o then that
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point is included in the rejection region. Again the next sample point with the next
smallest value of the test statistic is considered, and the probability is calculated.
This process is continued until the cumulative probability exceeds the nominal level.
And the set of points for which the cumulative probability was less than or equal to
« are kept. Thus for addition of each point, the probability is evaluated for the same
distribution with that particular point added. Since the probability is calculated for
the same distribution, naturally cumulative addition of points will only lead to an

increase in the probability value.

The cumulative probability with the addition of an extra point will be additive.
This is the case for the exact unconditional test. This is because for each sample point
added the probability is computed for the same probability model. However this is
not necessarily the case for the confidence interval p value test. The reason for this is
that with the addition of each sample point, the cumulative probability is evaluated at
a different set. For example, when we are evaluating the confidence interval p value,
the confidence interval changes, with the addition of each sample point (x;, z5). This
is because the confidence interval for the nuisance parameter is evaluated for that
particular observed point each time a new point is added. Since the maximization
is done on a different set each time, the values of the parameters (P, P») will keep
on changing with the addition of each point. In other words the cumulative sample
points will be computed each time on a different probability model. Hence in this

case there is no guarantee that with the addition of a sample point this probability
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will increase.

So for the exact unconditional test there is a one to one correspondence between
the Z statistic and the p value. The test statistic Z is the ultimate source of ordering.
However for the confidence interval p value test, the p values are the ultimate source of
ordering and serve as the test statistic. In fact this is the reason why the test performs
better than the standard test in many situations. When the rejection region for the
standard test is exhausted, i.e., it consists of all the points for which the cumulative
probability is less than or equal to the nominal level «, there is always a possibility
that you can find an extra point or two for which the probability evaluated at the
restricted space yields a value less than or equal to the nominal level. However due
to the additive nature of the probability calculated for the exact unconditional test,

there is no way it can be included in the rejection region for that test.

Now we shall discuss the size and power calculations for each of the tests. First we
will present the mathematical formula and then we will discuss how to compute them.
Note that for the size computation again we will use the same Bernard convexity

argument and evaluate the probability at the boundary of the null hypothesis.

1. For the exact unconditional test the size is defined as

N N:
L XN (NN P, P,

PLED(R0) 1—0 20—0 \ L1 T2 ) Ry Ry

(1.13)
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2. For the confidence interval p value test the size is defined as

Mo X N No\ P P
1 x Ni—x 2 1\z 1\Ny—z
sup pP*(1—p)M 1( )— e ol-
PleD(Ro)wlz;Oz;o(xl) Pi=h) T (Ro) ( Ro) () Efta ()

(1.14)

Recall that D(Ry) = (0, min(1, Ry)) represents the domain of P;. Similarly power

of the test for a given value of (P, P») can be computed as

5> 5° (M Py — s (V2 - pyeg 1.15
> D 1 ( 1) Sl ) [(21,22)€Ri(a)]5 (1.15)
x1=0 x2=0 L1 L2

where ¢ = sup or (3.

All computations have been done using the SAS Software, Version 8.1. The rejec-
tion regions have been calculated in the following manner. First we calculate the Z
statistic for all possible sample points. Thus if we have N; observations in one group
and Ny observations in another group then the total number of possible sample points
are (N7 + 1)(NV2 +1). So we compute the Z statistic for each pair of possible sample
point and arrange them in an ascending order. Then for each of this sample point the
p value is computed using (1.6) for ps,,, and (1.12) for ps, as discussed earlier. For
Psup We compute the probabilities for each sample point until it reaches the nominal
value a (i.e. < ). We have considered o = 0.05. But for computing pg we calculate
the probabilities until it reaches 0.3, and from there we select sample points for which
the p value is less than or equal to 0.05. This is because, as discussed earlier the

cumulative probabilities for this test is not necessarily additive with the addition of
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sample points. Hence we calculate the probabilities until it reaches 0.3 and assume
that after that the p value will not go below the nominal level of 0.05. And from all
these sample points we select samples for which the p values are less than or equal to

0.05.

Once the rejection sets are computed we compute the size for each of the test by
evaluating it on the size formula. In the next section we present results for these tests

and compare their performance under different situations.

The test of efficacy is a special case of the test for the relative risk parameter
where the values of my = 1 — R are pretty much restricted, i.e., small non-zero values
of my are considered (at least for all practical purposes). This parameter is usually
considered for the vaccine efficacy application. We shall compare the performance of
both exact, approximate and Bayesian tests for this application in the third chapter.
For the test of efficacy the problem of interest is to test the alternative hypothesis
H,:m>my, ie, H : R < Ry. However when we consider the relative risk parameter
in general, we need to consider all the situations in detail, i.e., we need to consider the
hypothesis in both directions, values of Ry, between 0 and 1, as well as greater than
1. Also the unbalancedness of the samples needs to be taken in to account. In the
next section we have done an exhaustive comparison of py,, and pg for the relative

risk testing problem.
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1.7 Results

Now we shall discuss in detail the results for the test of the hypothesis of relative
risk. We shall consider the test in both directions, i.e., for both the alternatives
H,: R > Ryand H; : R < Ry. We have tried to make an exhaustive comparison and

have considered the following cases:

1. 0§R§1,N1<N2,alt: R < Ry

2. 0§R§1,N1<N2,alt: R>R0

3. 0§R§1,N1>N2,alt: R < Ry

4. 0<R<1,N, > Ny, alt: R> Ry

5. 1 < R, N1 < Ny, alt: R < Ry

6. 1 <R,Ny < Ny, alt: R > Ry

7. 1<R,N1>N2, alt: R < Ry

8. 1< R,N; > N,, alt: R > R,

9. 0§R§1,N1:N2,alt: R<R0

10. OSRgLleNQ, alt: R > R,

11. 1< R,Nl = NQ, alt: R < Ry
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12. 1< R,Nl = NQ, alt: R > RO

We will consider the level of the test to be 0.05. For each of these cases we shall
compare the rejection sets for both the tests and we will compare the number of
sample points in each of the rejection sets. If one of the rejection set is a complete
subset of the other, for example if Ry, C Rg, then the latter will be uniformly
more powerful. However if the rejection sets are overlapping, i.e., R, N Rg # ¢
and R, N R # ¢, then this argument will not hold. We shall show that for most
of the situations we have considered the rejection set for ps completely contains the

rejection set for pg,, and hence pg yields an uniformly more powerful test.

We will consider the following values of Ry. They are 0.1, 0.33, 0.5, 0.77, 0.9,
1.11, 1.29, 2, 3, and 10. Note that the values of R, that are greater than 1 are
reciprocals of the values that are less than 1. For example 1.11 = 1/0.9. The reason
for choosing these values of Ry is mainly because, owing to the symmetric nature
of the test statistic, the sample points in the rejection region of a test for which
0 < R<1,N; < Ny, alt: R < Ry will be diagonally opposite to that of the test for
1 < R,N; > Ny, alt: R > 1/Ry. For example if there are N points in the rejection
set for one test and (2,3) is one of those points, then there will be N points in the
rejection set for the other test and (3,2) will be one of the points. Therefore discussing
6 of the 12 cases will be sufficient for drawing conclusions. For all these cases if we

say one test is better than the other it means that test is uniformly more powerful.
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The sample sizes (N7, Ny) that are considered are the following:

1. For balanced cases they are (10,10), (15,15), (30,30), (50,50), (75,75) and (100,100).

2. For unbalanced cases they are (10,20), (10,30), (10,40), (15,30), (15,45) and

(15,60) respectively.

The different columns of each table may be interpreted as follows. The first two
columns, i.e., N7 and N,, represent the two sample sizes. For columns three and
four we have used the following notations to present the idea. If |A| represent the
cardinality of the set A and |B| represent the cardinality of the set B, then |A — B|
represents the number of points that are in set A but not in set B. Similarly |B — A|
represent the number of points that are in set B but not in set A. We have used this
idea to represent the number of sample points that are in the rejection set for one test
but not in the rejection set for the other and vice versa. Hence we will denote columns
three and four as |Rs,, — Rg| and |Rg — Rsyy|, respectively. The next two columns,
i.e., |Rsup| and |Rg| denote the actual number of sample points in the rejection sets
for psyp and pg. And the last column, % Chg, represents the % increase (or decrease)

in the size of the rejection set when pg is used instead of pgyp, i.e.,

Rg| — Rsu
%Chg = [l = [ Roup| x 100.
|R8uz9|

From Table 1.1 we see that for the alternative R > 0.1, when (NN, Ny) are (10,20),

(10,30), (10, 40), (15,30), (15,45) and (15,60), pg performs better than pg,, by 2, 4,



Table 1.1: Hy: R< 0.1 versus Hy : R > 0.1: Ny < N,
Ny [ Ny [ [Raup— Rl | [R5 — Rougl | [Rougl | 1Bl | % Chg
10 | 20 0 2 176 178 1.1
10 | 30 0 4 257 | 261 1.5
10 | 40 0 9 339 | 348 2.7
15 ] 30 0 5 396 | 401 1.2
15 | 45 0 12 584 | 596 2.1
15 | 60 0 21 771 792 2.7

Table 1.2: Hy: R > 0.1 versus H; : R < 0.1: Ny < N,
Ni | Na | |Roup — Rp| | [Rs — Roup| | [Roupl | [Rs| | % Chg
10 | 20 0 0 0 0 0
10 | 30 0 0 0 0 0
10 | 40 0 0 0 0 0
15 ] 30 0 0 0 0 0
15 | 45 0 0 0 0 0
15 | 60 0 0 0 0 0
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9, 5, 12, and 21 points respectively. In all these cases the rejection set for pg,, is a

complete subset of the rejection set for psz and ps will generate an uniformly more

powerful test than pg,,. The mean % increase in the rejection set size is 1.9%.

By the symmetric nature of the test, when the alternative is R < 10 and when

(N1, Ny) are (20,10), (30, 10), (40,10), (30,15), (45,15) and (60,15), pg performs better

than pg.,, by 2, 4, 9, 5, 12, and 21 points respectively.

However for Table 1.2 there are no points in the rejection set for both the tests

for the given values of (N7, N3) when the alternative is R < 0.1. Similarly when N,

and N, are switched and the alternative is R > 10 there are no points in the rejection

set for both the tests. This is not surprising owing to the fact that the sample sizes



Table 1.3: Hy: R < 0.33 versus H; : R > 0.33: N1 < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1Rl | % Chig
10 | 20 0 12 122 134 9.8
10 | 30 0 4 201 203 2.0
10 | 40 0 14 255 269 5.4
15 | 30 0 23 292 315 7.8
15 | 45 0 8 470 478 1.7
15 | 60 0 35 600 635 5.8

Table 1.4: Hy: R > 0.33 versus H; : R < 0.33: N; < Ny

N | No | |Roup = Ry | [Rp = Roupl | |Bsupl | |[Rs| | % Chg
10 | 20 0 0 T 0
10 | 30 0 0 10 | 10] 0
10 | 40 0 0 13 |13 ] 0

15 | 30 0 0 24 | 24 | 0

15 | 45 1 0 36 | 35 | -27
15 | 60 0 0 46 | 46 | 0

are quite small.
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From Table 1.3 we see that for the alternative R > 0.33, when (N, Ny) are (10,20),

(10,30), (10,40), (15,30), (15,45) and (15,60), pg performs better than ps,, by 12, 4,

14, 23, 8, and 35 points respectively. In all these cases the rejection set for py,, is a

complete subset of the rejection set for pg and therefore pg will generate an uniformly

more powerful test than ps,,. The mean % increase in the rejection set size is by

5.4%.

By the symmetric nature of the test, when the alternative is R < 3, and when

(N1, Ny) are (20,10), (30,10), (40,10), (30,15), (45,15) and (60,15), ps performs better

than ps,, by 12, 4, 14, 23, 8, and 35 points respectively.



Table 1.5: Hy: R < 0.5 versus Hy : R > 0.5: Ny < N,
N1 [ Mo | [Rewp — Bl | [R5 — Ruugl | [Rougl | [R5l [ % Chig
10 | 20 0 3 108 111 2.7
10 | 30 0 24 144 | 168 16.7
10 | 40 0 4 224 | 228 1.8
15 ] 30 0 8 258 | 266 3.1
15 | 45 0 43 353 | 396 12.2
15 | 60 0 3 538 | 54l 0.6

Table 1.6: Hy: R > 0.5 versus H; : R < 0.5: Ny < N,
Ni | Na | |Roup — Rp| | [Rs — Roup| | [Roupl | [Rs| | % Chg
10 | 20 0 5 13 18 38.4
10 | 30 0 6 20 26 30
10 | 40 0 7 28 35 25
15 ] 30 0 6 44 50 13.6
15 | 45 0 9 68 77 13.3
15 | 60 0 10 91 101 11
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However for Table 1.4, except for (15,45) both the rejection sets are identical.

When N; and N, are switched and the alternative is R > 3 similar inference can

be drawn. Note that because of this one case where p,,, has one extra point in its

rejection set there is a mean decrease in the rejection set size by 0.5 %.

From Table 1.5 we see that for the alternative R > 0.5, when (NN, Ny) are (10,20),

(10,30), (10, 40), (15,30), (15,45) and (15,60), pg performs better than p,, by 3, 24,

4, 8, 43, and 3 points respectively. In all these cases the rejection set for pg,, is a

complete subset of the rejection set for ps and thus pg will generate an uniformly more

powerful test than p,,. Here there is a mean % increase of 6.1 % in the rejection set

size.
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By the symmetric nature of the test, when the alternative is R < 2 and when
(N1, Ny) are (20,10), (30,10), (40,10), (30,15), (45,15) and (60,15), pg performs better

than ps,, by 3, 24, 4, 8, 43, and 3 points respectively.

From Table 1.6 we see that for the alternative R < 0.5, when (Ny, Ny) are (10,20),
(10,30), (10, 40), (15,30), (15,45) and (15,60), pg performs better than pg,, by 5, 6,
7,6, 9, and 10 points respectively. Again in all these cases the rejection set for ps,, is
a complete subset of the rejection set for pg and hence pg will generate an uniformly

more powerful test than pg,,. The mean % increase in rejection set size is 21.9 %.

By the symmetric nature of the test, when the alternative is R > 2 and when
(N1, No) are (20,10), (30,10), (40,10), (30,15), (45,15) and (60,15), pg performs better

than ps,, by 5, 6, 7, 6, 9, and 10 points respectively.

From Table 1.7 we see that for the alternative R > 0.77, when (N7, Ny) are (10,20),
(10,30), (10,40), (15,30), (15,45) and (15,60), ps performs better than py,, by 1, 8,
27, 2, 17, and 54 points respectively. In all these cases the rejection set for ps,, is a
complete subset of the rejection set for pg, and ps will generate an uniformly more

powerful test than pg,,. The mean % increase in the rejection set size is 5.5%.

By the symmetric nature of the test, when the alternative is R < 1.29 and when
(N1, Ny) are (20,10), (30,10), (40,10), (30,15), (45,15) and (60,15), pg performs better

than pg,, by 1, 8, 27, 2, 17, and 54 points respectively.



Table 1.7: Hy: R < 0.77 versus H; : R > 0.77: N1 < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1] | % Chig
10 | 20 0 1 81 82 1.2
10 | 30 0 8 113 121 7.1
10 | 40 0 27 134 161 2
15 | 30 0 2 196 198 1
15 | 45 0 17 281 298 6
15 | 60 0 54 344 398 15.7

Table 1.8: Hy: R > 0.77 versus H; : R < 0.77: N; < Ny

Ny [ No [ [Ruwp — Ryl | 1Bp — Byl | [Ruugl | [ 5] | % Chg
10 | 20 0 4 33 37 12.1
10 | 30 0 11 49 59 204
10 | 40 0 11 67 78 16.4
15 | 30 0 2 98 100 2
15 | 45 0 2 153 155 1.3
15 | 60 1 0 208 207 -4
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From Table 1.8 we see that for the alternative R < 0.77, when (Ny, Ny) are (10,20),

(10,30), (10,40), (15,30), (15,45) , pg performs better than pg,, by 4, 11, 11, 2, and 2

points respectively. In all these cases the rejection set for pg,, is a complete subset of

the rejection set for ps. However when (N, Ny) is (15, 60) the rejection set for pgy,

contains one extra point. The mean % increase is 8.6%.

By the symmetric nature of the test, when the alternative is R > 1.29 and when

(Ny, Na) are (20,10), (30, 10), (40,10), (30,15), (45,15) and (60,15) similar inference

can be drawn.

From Table 1.9 we see that for the alternative R > 0.9, when (N7, Ny) are (10,30),

(10,40), (15,45) and (15,60), pg performs better than ps,, by 4, 17, 10, and 38 points



Table 1.9: Hy: R < 0.9 versus Hy : R > 0.9: Ny < N,
N1 [ Mo | [Rewp — Bl | [R5 — Ruugl | [Rougl | [R5l [ % Chig
10 | 20 0 0 70 70 0
10 | 30 0 4 100 | 104 4
10 | 40 0 17 121 138 14
15 | 30 2 3 167 | 168 1.8
15 | 45 0 10 247 | 257 4
15 | 60 0 38 306 | 344 12.4

Table 1.10: Hy: R > 0.9 versus H; : R < 0.9: N; < Ny

Ny [ No [ [Ruwp — Ryl | 1Bp — Byl | [Ruugl | 15l | % Chg
10 | 20 0 4 42 46 9.5
10 | 30 0 11 64 75 17.2
10 | 40 0 16 87 103 18.4
15 | 30 0 17 107 124 15.9
15 | 45 0 25 166 191 15.1
15 | 60 0 40 222 262 18.1
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respectively. In all these cases the rejection set for ps,, is a complete subset of the
rejection set for ps and hence ps will generate an uniformly more powerful test than

Psup- The mean % increase is by 12.41%.

By the symmetric nature of the test, when the alternative is R < 1.1 and when
(N1, Ny) are (30, 10), (40,10), (45,15) and (60,15), pg performs better than p,, by 4,

17, 10, and 38 points respectively.

From Table 1.10 we see that for the alternative R < 0.9, when (Ny, N») are (10,20),
(10,30), (10, 40), (15,30), (15,45) and (15,60), ps performs better than pg,, by 4, 11,
16, 17, 25, and 40 points respectively. In all these cases the rejection set for ps,, is a

complete subset of the rejection set for pg.



Table 1.11: Hy: R < 1.11 versus H; : R > 1.11: Ny < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1] | % Chig
10 | 20 0 0 H4 54 0
10 | 30 0 2 80 82 2.5
10 | 40 0 5) 103 108 4.9
15 | 30 0 1 132 133 0.8
15 | 45 0 2 202 204 1
15 | 60 0 15 259 274 5.8

Table 1.12: Hy: R > 1.11 versus H; : R < 1.11: N;y < N,

Ny [ No [ [Ruwp — Ryl | 1Bp — Bumyl | [Reugl | [R5l | % Chg
10 | 20 0 0 72 72 0
10 | 30 0 2 108 110 1.8
10 | 40 0 5 144 149 3.5
15 | 30 1 1 174 174 0
15 | 45 0 2 265 267 0.8
15 | 60 0 4 360 364 1.1

By the symmetric nature of the test, when the alternative is R > 1.1 and when
(N1, Ny) are (20,10), (30, 10), (40,10), (30,15), (45,15) and (60,15), pg performs better

than pg,, by 4, 11, 16, 17, 25, and 40 points respectively.

For the next set of tables we will consider the cases where N; < Ny and Ry > 1

for both the alternatives, i.e., for R < Ry and R > Rj.

From Table 1.11 we see that for the alternative R > 1.11, when (N, Ny) are
(10,30), (10,40), (15,30), (15,45) and (15,60), pg performs better than p,, by 2, 5, 1,
2, and 15 points respectively. In all these cases the rejection set for ps,, is a complete

subset of the rejection set for pg. The mean % increase in the rejection sets in this

case is 2.5%.
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By the symmetric nature of the test, when the alternative is R < 0.9 and when
(N1, Ny) are (30,10), (40,10), (30,15), (45,15), and (60,15), pg performs better than

Dsup DY 2, 5, 1, 2, and 15 points respectively.

From Table 1.12 we see that for the alternative R < 1.11, when (N, Ny) are
(10,30), (10,40), (15,45) and (15,60), pg performs better than py,, by 2, 5, 2, and 4
points respectively. In all these cases the rejection set for py,, is a complete subset of
the rejection set for pg, and pg will generate a more powerful test than p,,. However
for (N1, N3) = (15,30) the rejection sets overlap, i.e., both pg,, and pg have one sample
point in their rejection set that is not present in the other’s set. The mean % increase

is only 1.5%.

Again by the symmetric nature of the test, when the alternative is R > 0.9 and
when (N, Ny) are (30,10), (40,10), (30,15), (45,15) and (60,15), inference can be

drawn likewise.

From Table 1.13 we see that for the alternative R > 1.29, when (N, Ns) are
(10, 40), (15,30), and (15, 60), ps performs better than pg,, by 2, 1, and 3 points
respectively. In all these cases the rejection set for py,, is a complete subset of the
rejection set for ps and the rejection sets are not overlapping. One should note that
the improvement is slowly decreasing, i.e., both the rejection sets are almost same.

Here the mean % increase is only 0.74%.



Table 1.13: Hy: R < 1.29 versus H; : R > 1.29: Ny < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1] | % Chig
10 | 20 0 0 42 42 0
10 | 30 0 0 70 70 0
10 | 40 0 2 91 93 2.2
15 | 30 0 1 108 109 0.9
15 | 45 0 0 173 173 0
15 | 60 0 3 229 232 1.3

Table 1.14: Hy: R > 1.29 versus H; : R < 1.29: Ny < N,

Ny [ No [ [Ruwp — Ryl | 1Bp — Byl | [Ruugl | [R5l | % Chg
10 | 20 0 1 86 87 1.1
10 | 30 1 0 136 135 -0.7
10 | 40 2 0 186 184 -1.1
15 | 30 0 0 207 207 0
15 | 45 0 2 318 320 0.6
15 | 60 0 3 432 435 0.7

By the symmetric nature of the test, when the alternative is R < .77 and when
(N1, Ny) are (40,10), (30,15), and (60,15), ps performs better than ps,, by 2, 1, and

3 points respectively.

From Table 1.14 we see that for the alternative R < 1.29, in out of the six cases in
only three cases there is a slight improvement. And in two cases ps,;, has more points
in the rejection set than pg. Thus one would notice that the significant improvement
that we have seen when Ry was between 0 and 1 is no more. The further we are

moving from 1 the margin of improvement is decreasing. In this case the % increase

has fallen to 0.09% showing almost no improvement.




Table 1.15: Hy: R < 2versus H; : R > 2: N < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1] | % Chig
10 | 20 1 0 24 23 4.1
10 | 30 0 0 39 39 0
10 | 40 0 0 55 55 0
15 | 30 1 0 61 60 -1.6
15 | 45 0 1 100 101 1
15 | 60 0 4 135 139 3

Table 1.16: Hy: R > 2 versus H; : R < 2: N; < Ny

Ny [ No [ [Ruwp — Ryl | 1Bp — Bumyl | [Ruugl | 15l | % Chg
10 | 20 0 0 124 124 0

10 | 30 2 0 195 193 -1
10 | 40 0 1 262 263 0.3
15 | 30 0 0 287 287 0

15 | 45 0 0 443 443 0

15 | 60 0 0 602 602 0
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By the symmetric nature of the test, when the alternative is R > .77 and when

(N1, Ny) are (20,10), (30,10), (40,10), (30,15), (45,15) and (60,15) the performance

will be same.

Again for both Tables 1.15 and 1.16 there has been no remarkable difference in

the two rejection sets. They are almost identical with a few points extra one way or

the other. Here there is actually a mean % decrease in the rejection set size. For

Table 1.15 the % decrease is by 0.29% and for Table 1.16 it is by 0.12%. For the

reverse case when Ny > N; and Ry = 0.5 the results will be same as well.

For Table 1.17 the rejection sets were same for both the tests except for (10, 40)

and (15,60) where pg,, has slightly more points in its rejection region. For Table 1.18



Table 1.17: Hy: R < 3 versus H; : R > 3: N < N,

Ny [ Ny | [Roup — Bl | [Rs — Rougl | [Rougl | 1] | % Chig
10 | 20 0 0 12 12 0
10 | 30 0 0 23 23 0
10 | 40 2 0 34 32 -5.8
15 | 30 0 0 35 35 0
15 | 45 0 0 60 60 0
15 | 60 1 0 87 86 -1.1

Table 1.18: Hy: R > 3 versus H; : R < 3: Ny < Ny

Ny [ No [ [Ruwp — Ryl | 1Bp — Byl | [Rugl | 1ol | % Chg
10 | 20 0 0 150 150 0
10 | 30 1 0 233 232 -0.4
10 | 40 0 0 313 313 0
15 | 30 2 2 341 341 0
15 | 45 1 0 523 522 0.1
15 | 60 1 0 706 705 -0.1
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also either the rejection sets are same or there is a slight improvement for py,,. When

(N1, N2) = (15,30) the rejection sets overlap. In both these cases there is a mean %

decrease by 1.2% and 0.1% respectively.

For Table 1.19 the rejection sets are almost identical in the last three cases, and

identical in the first three. However note that since the rejection set itself contains

so few points so an improvement by only one point for py,, in the case of (15,30) and

(15,45) has made the % Chg, -33.3%, and -12.5%. Here the mean % decrease is by

4.9%. For Table 1.20, ps showed a slight improvement over ps,, for (N, N3) equal to

(10,20), (15,30) and (15,60). Here actually the % change has been positive, i.e., an

increase by 1.3%.



Table 1.19: Hy: R < 10 versus H; : R > 10: N;y < No
Ny [ Ny [ [Roup — Rl | 1R — Raugl | [Buugl | 1Bl | % Chg
10 | 20 0 0 0 0 0
10 | 30 0 0 2 2 0
10 | 40 0 0 4 4 0
15 | 30 1 0 3 2 -33.3
15 | 45 1 0 8 7 -12.5
15 | 60 0 2 12 14 16.6

Table 1.20: Hy: R > 10 versus H; : R < 10: Ny < Ny
Ni | Na | |Roup — Rp| | [Rs — Roup| | [Roupl | [Rs| | % Chg
10 | 20 0 1 188 189 0.5
10 | 30 0 0 290 | 290 0
10 | 40 0 0 391 391 0
15 | 30 0 4 418 | 422 1
15 | 45 0 0 644 | 644 0
15 | 60 0 1 867 | 866 | -0.10
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One very interesting point to note would be when N; < Ny, and 0 < Ry < 1,

ps performs significantly better than ps,, almost always for both directions of the

test. Thus by symmetry when N; > N; and Ry > 1, pg will perform significantly

better than ps,,. However we have seen that for Ny < N, and Ry > 1 there is not

much difference in the performances of the two tests. In fact sometimes ps,;, seem to

perform better marginally. Therefore for the situation when Ny > Ny and 0 < Ry < 1

there will not be much difference in the performance of ps,;, and pg in terms of power

of the test.

Next we will consider the cases for which N; = N, i.e., the balanced cases.

Here we shall only consider for values of Ry=0.1, 0.33, 0.5, 0.77 and 0.9 in both
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Table 1.21: Hy: R < 0.1 versus H; : R > 0.1: N = N,

Ni | Ny | [Rsup — Rsl | [R5 — Roup| | |Rsupl | [Rp| | % Chg
10 | 10 0 0 93 93 0
15 | 15 0 0 207 | 207 0
30 | 30 0 2 823 825 0.2
50 | 50 0 10 2291 | 2301 0.4
75 | 75 0 28 5168 | 5196 0.5
100 | 100 0 47 9210 | 9257 0.5

Table 1.22: Hy: R > 0.1 versus H; : R < 0.1: Ny = Ny

Ny | Ny | |Roup — Bgl | [Bg = Roupl | [Roup| | [Rp] | % Chg
10 | 10 0 0 0 |0 0
15 | 15 0 0 0 | 0 0
30 | 30 0 0 4 | 4 0
50 | 50 0 1 33 | 34 | 3
75 | 75 1 9 94 | 103 | 85
100 | 100 1 7 216 | 222 | 2.7

directions. Owing to the symmetry all the reciprocal values of Ry, i.e., 1/0.1 etc. will

be automatically considered.

From Table 1.21 we see that for the alternative R > 0.1, when (N, Ny) are
(30,30), (50,50), (75,75), and (100,100), pg performs better than p,,, by 2, 10, 28,
and 47 points respectively. In all these cases the rejection set for ps,, is a complete
subset of the rejection set for pg, and ps will generate an uniformly more powerful
test than p,,. However the mean % increase in the rejection set size is only 0.26 %.
This is because even though there was a gain of as much as 47 points, | Rs,,| and |Rs|

were quite high as well.
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Table 1.23: Hy: R < 0.33 versus H; : R > 0.33: Ny = N,

Ni | Ny | [Rsup — Rsl | [R5 — Roup| | |Rsupl | [Rp| | % Chg
10 | 10 0 0 71 71 0
15 15 0 1 161 161 0.6
30 | 30 0 0 674 | 674 0
50 | 50 1 1 1913 | 1913 0
75 | 75 0 28 4334 | 4362 0.6
100 | 100 0 49 7774 | 7823 0.6

Table 1.24: Hy: R > 0.33 versus H; : R < 0.33: Ny = N,

Ny | Ny | |[Rsup = Byl | [Bg = Rl | [Roup| | [R5 | %0 Chg
10 | 10 0 0 i 12 0
15 | 15 0 0 12 | 12 0
30 | 30 0 1 0 | 71| 14
50 | 50 0 3 235 | 238 | 1.3
75 | 75 1 6 591 | 596 | 0.8
100 | 100 3 7 1122 | 1126 | 04

By the symmetric nature of the test, when the alternative is R < 10, and when
(N1, Ny) are (30,30), (50,50), (75,75), and (100,100), pg performs better than pg,, by

2, 10, 28, and 47 points respectively.

For Table 1.22 we see that for the alternative R < 0.1, when (Ny, Ns) is (50,50)
there is a gain of 1 point for pg. For (75,75) and (100,100) although there is a gain
of 9 and 7 points but the rejection sets are overlapping, as ps,, has one point that is
not in pg. For the other 3 cases the rejection sets are identical. There is a mean %

increase of 1.86 %.

From Table 1.23 we see that for the alternative R > 0.33, when (N, Ny) are

(15,15), (75,75), and (100,100), pg performs better than pg,, by 1, 28, and 49 points
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respectively. In all these cases the rejection set for py,, is a complete subset of the
rejection set for pg, and pg will generate an uniformly more powerful test than pg,,.
For (50,50) the rejection regions overlap as both of them have an extra point. The

mean % increase in the rejection set size was only 0.30 %.

By the symmetric nature of the test, when the alternative is R < 3, and when
(N1, Ny) are (15,15), (75,75), and (100,100), ps performs better than pg,, by 1, 28,

and 49 points respectively.

For Table 1.24 we see that for the alternative R < 0.33, when (Ny, Ny) are (30,30)
and (50,50) there is a gain of 1 and 3 points for ps. For (10,10) and (15,15) the
rejection sets were identical, and for (75,75), and (100,100) they were overlapping.

There is a mean % increase of 0.64 %.

From Table 1.25 we see that for the alternative R > 0.5, when (N, Ny) are
(30,30), (50,50), (75,75), and (100,100), ps performs better than ps,, by 5, 14, 23,
and 33 points respectively. In all these cases the rejection set for ps,, is a complete
subset of the rejection set for pg, and ps will generate an uniformly more powerful

test than ps,,. The mean % increase in the rejection set size was only 0.43 %.

By the symmetric nature of the test, when the alternative is R < 2, and when
(N1, Ny) are (30,30), (50,50), (75,75), and (100,100), pg performs better than pg,, by

5, 14, 23, and 33 points respectively.



Table 1.25: Hy: R < 0.5 versus H; : R > 0.5: Ny =N,

Ni | Ny | [Rsup — Rsl | [R5 — Roup| | |Rsupl | [Rp| | % Chg
10 | 10 0 0 55 55 0
15 | 15 0 0 133 133 0
30 | 30 0 5 568 573 0.8
50 | 50 0 14 1637 | 1651 0.8
75 | 75 0 23 3772 | 3795 0.6
100 | 100 0 33 6809 | 6842 0.4

Table 1.26: Hy: R > 0.5 versus H; : R < 0.5: Ny = Ny

Ny | No | [Roup = Byl | [R5 = Roup| | [Rsup| | |Bs| | % Chg
10 | 10 0 0 7 7 0
15 | 15 0 0 23 | 23 0
30 | 30 3 0 132 | 129 | -2.2
50 | 50 0 4 406 | 410 | 1
75 | 75 0 13 981 | 994 | 1.3
100 | 100 0 5 1855 | 1860 | 0.3
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For Table 1.26, we see that for the alternative R < 0.5, when (N7, Ny) are (50,50),

increase in the rejection set size was only 0.06 %.

(75,75), and (100,100), pg performs better than p,, by 4, 13, and 5 points respectively.

However for (30,30) psy,, has 3 extra points in its rejection region. The mean %

For Table 1.27 we see that when the sample sizes are 30, ps gains four more extra

regions overlap. The mean % increase in the rejection set size was only 0.54 %.

points compared to pg,,. As usual for smaller sample sizes like 10 or 15, there is no
improvement. For (75,75) and (100,100) the rejection sets overlap. For table 1.28, we
see that for sample sizes of 10, 30, and 50, pg has gained 1, 5 and 7 points respectively.

For sample size of 75, ps,, actually performs better. And for (100,100) the rejection
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Table 1.27: Hy: R < 0.77 versus H; : R > 0.77: N1 = N,

Ni | Ny | [Rsup — Rsl | [R5 — Roup| | |Rsupl | [Rp| | % Chg
10 | 10 0 0 38 38 0
15 | 15 1 0 97 96 -1
30 | 30 0 4 425 429 1
50 | 50 0 0 1265 | 1265 0
75 | 75 1 4 2949 | 2952 0.1
100 | 100 1 3 5359 | 5361 0

Table 1.28: Hy: R > 0.77 versus H; : R < 0.77: N; = N,

Ny | No | [Roup = Byl | [R5 = Roup| | [Rsup| | |Bs| | % Chg
10 | 10 0 0 8 | 18 0
15 | 15 0 1 A7 | 48 | 21
30 | 30 0 5 226 | 231 | 2.2
50 | 50 0 7 690 | 697 | -1
75 | 75 3 0 1679 | 1676 | -.2
100 | 100 2 4 3079 | 3081 | 0.1

From Table 1.29 we see that for the alternative R > 0.9, either the rejection sets
overlap, or p,, performs slightly better. The results will be same for the alternative

R < 1.1 Here there was actually a mean % decrease in the rejection set size by 0.48

%.

For Table 1.30, we see that for the alternative R < 0.9, when (N7, N3) are (30,30),
(50,50) and (75,75), pg performs better than py,, by 4, 33, and 15 points respectively.
For sample sizes of 10 and 15 the rejection regions were identical. And for (100,100)

they overlapped. There was a mean % increase in the rejection set size by 1.04 %.

One can summarize the results as follows. When N; < No, and 0 < Ry < 1

(or Ny > Ny, and Ry > 1), pg shows remarkable improvement over pg,,. In these



Table 1.29: Hy: R < 0.9 versus H; : R > 0.9: Ny =N,

Ni | Ny | [Rsup — Rsl | [R5 — Roup| | |Rsupl | [Rp| | % Chg
10 | 10 0 0 32 32 0
15 15 1 0 81 80 -1.2
30 | 30 0 0 366 366 0
50 | 50 2 1 1090 | 1089 | -0.1
75 | 75 4 4 2559 | 2559 0
100 | 100 4 0 4675 | 4671 | -0.1

Table 1.30: Hy: R > 0.9 versus H; : R < 0.9: N = Ny

Ny [ Ny [ Ry — Ral [ 1R — Ruual | [Reugl | 15l | % Chig
10 10 0 0 24 24 0
15 15 0 0 60 60 0
30 | 30 0 4 276 280 1.4
50 | 50 0 33 813 846 4.1
7 | 75 0 15 1996 | 2011 0.8
100 | 100 1 3 3685 | 3687 0.1
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cases we have seen the size plots to be quite skewed leaving the opportunity for

improvement when we use the confidence interval method to obtain the p values.

[ustrative examples later will help in explaining the point more clearly. However

when Ny < Ny, and, Ry > 1 (or N; > Ny, and, 0 < Ry < 1), there is not much

difference between the two rejection sets. Especially as the value of R increases (or

decreases for the other case) the improvement starts decreasing. We have seen that in

both these cases, the ps,, size plot function tend to be very close to the nominal level

for all values of the parameter, leaving little room to add points in the rejection set,

and hence little room for improvement. However for the more common applications

in the pharmaceutical area (for example, testing for non-inferiority or efficacy) people
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are more interested in values of Ry closer to 1.

For balanced samples although we have seen improvement, but the improvement
is more for larger sample sizes. And as the numbers suggest, it is not as remarkable
as for the unbalanced case where N; was less than N,, and Ry was between 0 and 1.
In balanced cases the size plot function tend to be more closer to the nominal size
without many sharp peaks and often the confidence set for the nuisance parameter
contains the actual supremum. Therefore in these cases, ps exceeds ps,, by the

penalizing term of 3.

Table 1.31 summarizes all the results. In out of the total 180 cases that we have
compared, we have seen that in 95 cases p,, is a complete subset of ps. Therefore
in 52.8% of the cases ps will generate an uniformly more powerful test than ps,,. In
55 cases, the rejection sets were identical, i.e., in 30.5 % of the cases, the rejection
sets were identical. Out of the remaining 30 cases, in 19 of the cases pg is a complete
subset of pg,,, and for the rest of the 11 cases the rejection sets overlapped. Thus,
in only 10.5% of the cases ps,, provides a better test. And in the remaining 6.2%
of the cases the rejection sets overlapped. Also another interesting point to note is
that, among the 19 cases where ps,, had a larger rejection set, there were only two
cases where the improvement was by 3 points, three cases where the improvement
was by 2 points, and in the remaining 14 cases it was just by 1 point. This shows that

for all practical purposes they were almost identical, and the tests will have almost
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Table 1.31: Summary of Results.

Number of Cases | % of cases
Ry, is a complete subset of Rg 95 52.8%
Rp is a complete subset of Ry, 19 10.5%
R, and R are identical 55 30.5%
Ry, and Rj overlaps 11 6.2%
Total 180 100%

the same power. In contrast when ever we saw an improvement for pg it was usually
much more prominent and there was a considerable gain in power. So in 83.3 % of the
cases pg is at least as good as pg,y. And only in 10.5 % of the cases it is worse. What
we conclude from our findings is that the test we have proposed for this problem is

uniformly better than pg,, almost always.

Table 1.32 summarizes the over all performance of pg over pg,,, for all the 12
possible testing situations considered. In the next section, i.e., section 1.8, we will re

visit the data sets introduced in section 1.3, and see how the exact methods perform.

At this point it might be interesting to note that one can actually define an

approximate test based on the confidence interval method that is guaranteed to give
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an uniformly more powerful test, always. Recall that for ps, we are adding the extra
term (3, so that it becomes a level « test. However if one is willing to be satisfied with
a level oo+ (3 test instead of a level « test, i.e., not add the term [, then the rejection
set for ps will be guaranteed to contain at least as many points as p,,. Hence pg will
be always uniformly more powerful than ps,,. Since the values of 3 chosen are very
small quantities like 0.001 or 0.0001, the size of this test will never exceed 0.051 or
0.0501. So for all practical purposes this will be almost as good as a level a test. Also
compared to other approximate tests (where there is no guarantee as to how much

the size might exceed the nominal size), this test will be much more useful.
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Table 1.32: Table depicting overall performance of pg over pg,, for all the cases.

1 |[O<R<1| N <N, |alt: R<Ry Performs better almost always

2 |0O<KR<1|N;y<Ny|alt: R> R Performs better almost always

3 |0<R<1|N;>N,|alt: R<R, Performs similar or marginally worse

4 |O<R<1|N;y>N,|alt: R> Ry Performs similar or marginally worse

5 1<R Ny < Ny | alt: R< Ry Performs similar or marginally worse

6 1<R Ny < Ny |alt: R> Ry Performs similar or marginally worse

7 1<R Ni > Ny | alt: R < R, Performs better almost always

8 1<R Ny > Ny | alt: R> Ry Performs better almost always

9 |0<R<1|N; =Ny |alt: R<R Performs better for larger sample sizes.
Shows improvement when Ry is close to 1.

10| 0<R<1| N =N, |alt: R> Ry Performs better for larger sample sizes.
Shows improvement when Ry is close to 1.

11 1<R N1 =N, | alt: R < Ry Performs better for larger sample sizes.
Shows improvement when Ry is close to 1.

12 1<R Ny =N, |alt: R> Ry Performs better for larger sample sizes.

Shows improvement when Ry is close to 1.
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1.8 Data Sets Revisited

In this section we will analyze the data sets introduced in section 1.3 using the exact
unconditional tests. Recall that in section 1.3, we had presented the p value and size
for the asymptotic test. We had shown that the asymptotic test performed rather
poorly (in terms of maintaining the nominal size). Although we have not discussed
in 1.3 how to compute the p value and size for the asymptotic test, it is very similar
to calculating the p value or size for any of the exact tests. If we denote the p value

for the level o asymptotic test as p,s, we can define it as

N1 No N N
sup > > < 1>P1x1(1 — )M ( 2) (P1/Ro)™ (1 — Pi/Ro)™ " 1701 09)< 7]

P1eD(Ro) z1=02x2=0 T L2

where D(Rp) = [0,min(1,Rp)] is the domain of P, and Z, is the ath percentile of a

standard normal distribution.

Also let us denote the rejection set for this test as R,,. Then for a level « test,

R, will consist of the set of points (x7, z3) such that p,s(z1,22) < a, i.e.,

Ras - [([El,l’g) | pas(xlny) S Oé]

Using (1.13) or (1.14) and replacing the rejection set Ry, or Rz with R,s one can
compute the size of the asymptotic test. Similarly we can use (1.15) to compute the

power for the asymptotic test (replacing Ry, or Rz with Rgs).

Animal Toxicology Data: Here the toxicity of two different kinds of chemicals

(the synthetic A, and the natural chemical) were compared. The synthetic A induced
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Table 1.33: Hy: R<1 versus H;:R>1

Test | p value | Significant at 5% | Size

Dsup | 0.0809 No 0.0363
s | 0.0246 Yes 0.0489
Pas | 0.0218 Yes 0.0899

tumor on 212 of the 350 rats while the natural chemical induced tumor on 37 of the

77 rats. We were interested in testing
Hy: A< P, versus H:P >B5

where, P; and P,, represents the true tumor rates for the synthetic A population and
the natural population. So in terms of the relative risk we are interested in testing
the null hypothesis R < 1. We tested the given hypothesis at o = 0.05 level of
significance. In Table 1.33 we have presented the p value for all the three test (the

two exact and the asymptotic test) and the size of the tests.

From Table 1.33 we see that both pg and p,s are significant at 5% level, where
as Psup 1s not significant. At this point it would be interesting to look at the p value
function plot to see what is going on. Note that one can obtain the p value function

by plotting

N1 N;
1 2 N T —x N: P, T P -z
3 3 (W) epa- v () e - (10

z1=02x2=0 ! Z2 RO

against P, over the entire domain of P; (which is between 0 and min(1,Ry)).

In Figure 1.2, the two vertical dotted line represent the confidence interval for
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the parameter P;. Recall that the p value for the standard test py,, is obtained by
maximizing (1.16) over the entire domain of P;. Where as the confidence interval p
value pg is obtained by maximizing on the confidence set of the parameter. This is a
good example which shows why pg often performs better than ps,,. We see that this
function takes a sharp peak at the extreme end of P;. Thus, if one maximizes this
function over the entire domain of the parameter space we will get the p value to be
0.0809. However if we consider maximizing on the confidence set of (P, P») we see
that it is equivalent to maximizing on that narrow interval (0.512, 0.679) denoted by
the two vertical lines. And within this region the maximum for the p value function
comes out to be 0.0236. Adding the term § = 0.001 makes the p value 0.0246.
Therefore we see that how conservative the result can be if we use the standard exact

unconditional test.

In Figure 1.3 we have plotted the size plot function for both of the exact tests and

the asymptotic test. The size plot function for p,,, may be obtained by plotting

N1 No N N2 N
Z Z ( >Px1 — p) (x )(P1/R0)x2(1 — P1/Ro)™ " I11(2) 9)€ Ruup(a)]
xr1=0 x2=0 2

against P; over the entire domain of P;. Similarly we can obtain the size plot function
for the other two tests by replacing Rg,,(«) with the corresponding rejection sets.

Notice how close the size plot function for pg (dotted line) is to the nominal 5% level,
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Figure 1.2: p value function plot for animal toxicology data: N; = 350, x1 = 212, Ny =
77,29 = 37

compared to pg,,. This again illustrates the fact that there are so many extra points
in the rejection set for pg that are not in the rejection set for py,,. Infact in this case
the number of points in the ps,, rejection set is 10848 while for the pg rejection set is
11454. Therefore there is a 5.58% increase in the rejection set size. Obviously for this
example pg is uniformly more powerful than pg,,. Also notice how the size function
plot for the asymptotic test (broken line) exceeds the 5% nominal level for values of
Py above 0.55. This shows how unreliable the asymptotic test is even for moderately

large sample sizes.

We used (1.15) for computing the power for py,, and ps for values of (P, P») in
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Figure 1.3: Size function plots for ps,, (Solid line), pg (Dotted line), and Asymptotic
test (Broken line) when (N1, No) = (350,77)
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Table 1.34: Power for pg,, and pg for the animal toxicology data

P, | P, | Power for pg,, | Power for pg | % Change
0.31]0.2 0.350 0.559 59.7
0.6 0.5 0.302 0.476 57.6
041]0.2 0.908 0.968 6.6

the alternative hypothesis. The results are presented in Table 1.34. The last column
(% Change) denotes the % increase (or decrease) in power of ps compared to pgyyp-
From Table 1.34 we see that there is an increase in power by as much as 60% for ps

compared to pg,,, which is quite remarkable.

Childhood Nephroblastoma Data: This data was obtained from a clinical trial
studying two different kinds of treatment for childhood nephroblastoma. They were
chemo therapy and radio therapy. For the chemo group, out of 88 patients, 83 had
a rupture free tumor rate. For the radio group, out of 76 patients, 69 had a rupture
free response. We were interested in testing whether radio therapy was non-inferior

to chemo. And value of Ry chosen was 1.15. So the hypothesis of interest was,
Hy: R>1.15 versus H;: R < 1.15.

In Table 1.35 we have presented the p values and the size for the three tests. Again
the hypothesis was tested at 5% level of significance. We see that although all the
three tests are not significant at 5% level, but both pg and p,s are very close to being

significant.

Now let us take a closer look at the p value function plot (Figure 1.4) for this test.
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Table 1.35: Hy: R > 1.15 versus H;: R<1.15

Test | p value | Significant at 5% Size

Dsup | 0.04954 No 0.0806
D3 0.0542 | No, Some evidence | 0.0489
Pas | 0.0539 | No, Some evidence | 0.0613

From this plot we see that again if we take a global maximum over P; the p value
comes out to be 0.0806. But if we maximize on the confidence set for (P, P») and
therefore take the maximum within the confidence interval (0.838, 0.994) to calculate
the p value, it comes out to be 0.0532. Adding the term = 0.001 makes the p
value 0.0542. So both these examples illustrate why the confidence interval test is
less conservative and can often result in a p value much lower than the standard p

value.

In Figure 1.5 we present the size function plot for all the three tests. From the
plot one can see that the size functions are almost identical for both the exact tests.
This again illustrates the fact that for balanced (or nearly balanced) samples, the
rejection sets often tend to be identical. We have seen that in the balanced cases
the p value function tend to be closer to the nominal level and often the confidence
interval for the parameter contains the global maximum. So for all those cases pgu,
and pg will be identical (only differing by the quantity 3, which is negligible). For
this example the number of points in the rejection set for py,, was 3071 while that

for ps was 3069. Notice that the size plot function for the asymptotic test (broken
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line) does quite well in this case only exceeding the nominal o = 0.05 line slightly
(except for values of P; between 0.05 and 0.09). The actual size of the asymptotic

test 1s 0.0613.

Since the size plots for both the exact tests are almost identical, we did not
calculate the power in this case knowing they would be almost same for both the
test. Also the fact that the size functions are so close to the nominal level shows that

both the test will have good power.

Influenza Vaccine Data: In this study the subjects were randomized to receive
an experimental vaccine for influenza, or placebo. All subjects were monitored for
viral infections. The data showed that for the vaccine group, 7 out of 15 patients
got infected, and for the placebo group, 12 out of 15 patients got infected. We were
interested in testing

Hy:7m<0.1 versus H;:m>0.1

where 1 =1— P /Py, ie., m=1— R.

Again we have presented the p value and the size for all the three tests. All tests
were conducted at 5% level of significance. From the results in Table 1.36 we see that
none of the tests are significant. Also the size for ps,, and ps are same. In fact the

rejection sets are identical in this case.

Let us take a closer look at the p value function plot (Figure 1.6). From this plot

we see that the maximum of the p value function lies within the confidence interval
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Table 1.36: Hy: w < 0.1 versus H;:m>0.1

Test | p-value | Significant at 5% | Size

Psup | 0.0856 No 0.04331
D3 0.0866 No 0.04331
Pas | 0.0636 No 0.08371

of the nuisance parameter (0.296, 0.868). So there is no gain in using ps instead of
Dsup- Here pg = 0.0866, and p,,, = 0.0856. The reason for the difference is due to the
fact that the penalizing term of 3 = 0.001 is being added because of the restricted

maximization.

Figure 1.7 presents the size plot function for all the three tests. Since the rejection
sets for both the exact tests are identical their size plot functions are identical as well.
Here the number of points in the rejection set for both the exact tests were 60. Also
notice how poorly the asymptotic test (Broken line) performs owing to the small

sample size.

Conclusion: There are a couple of important things to note from these three ex-
amples. The main point of course is that pg will perform much better than pg,, in
many situations, however even when it does not perform better, it will be almost
as good as pgyp. Second point to note is that when sample sizes are moderate to
large (like the first two examples), the confidence interval becomes much narrower,
and hence if one maximizes on that interval the chances of improvement (getting a

lower p value) will be higher. From Figure 1.6 we see when the sample sizes are small
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Figure 1.4: p value function plot for childhood nephroblastoma data: Ny = 88, x; =
83, Ny = 76, x5 = 69

the confidence interval is much wider and hence the actual maximum of the p value
function lies within the interval. So pg has a better chance of showing improvement
for larger sample sizes. Therefore these three examples illustrate the fact that when
ever pg shows an improvement, the improvement is quite remarkable. However it is

guaranteed to perform almost as good as the standard exact test.
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Figure 1.5: Size function plots for pg,, (Solid line), pg (Dotted line), and Asymptotic
test (Broken line) when (N, Ny) = (88,76)
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Figure 1.6: p value function plot for influenza vaccine data: Ny = 15,21 = 7, Ny =
15,29 = 12
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Figure 1.7: Size function plots for pg,, (Solid line), pg (Dotted line), and Asymptotic
test (Broken line) when (Ny, N3) = (15,15). Here the size functions for ps,, and pg
are identical
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Chapter 2

Exact Confidence Intervals for the

Ratio of Two Binomial Proportions

2.1 Introduction

The relative risk parameter is often of interest in various applications such as epi-
demiology, clinical trials, public health, social sciences, etc. For example in various
public health applications people are interested in knowing whether certain pollutants
in the air might increase the chances of a disease by two fold. In clinical trials one
of the main goal is to test whether the new drug performs better than an existing
drug (or placebo) for curing a certain disease. The problem can be set up as (say),
whether the new drug has a cure rate of 1.5 times the existing drug (or placebo). Or

if we are evaluating the disease incidence rate (more appropriate in vaccine trials)
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then people would be interested in testing whether the new treatment reduces the

chances of occurrence of the disease by (say) 50%.

Note that in all these applications the problem may be set up in the following way.
We have two groups, say the treatment group, and the placebo group. Our responses
are dichotomous (such as, a success or a failure). Hence the data may be presented in
a 2 x 2 contingency table. If we denote by Py, and P, the true proportion of success
in each of the groups, then we can define the relative risk as R = P;/P,. For the
various applications, mentioned above, confidence intervals for the relative risk are
typically provided along with the estimate. This gives a good idea about the bounds

within which the true value of the relative risk parameter R will lie.

Since the responses in each group are binary, one can use the binomial distribution
to model the data. So in essence we are trying to construct confidence interval in
the discrete distribution setting. This has been an old problem of interest, and to
the best of our knowledge, there has not been any right or wrong method of doing
this. One simple minded approach would be to ignore the discreteness completely,
i.e., assume asymptotic normality and construct asymptotic intervals. The problem
with this approach is that there is no guarantee that the coverage probability of the
interval will be at least above a nominal level. The coverage probability gives the
chance of an interval containing the true value of the parameter when the experiment

is repeated for a large number of times. Typically one wants the coverage probability
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to be at least greater than or equal to a certain nominal coverage (such as 95%). The
problem with the asymptotic intervals are they may be very liberal and the coverage

probability may fall far short of the nominal coverage.

The confidence intervals that are computed based on the actual distribution (in-
stead of any asymptotic normality assumption) are typically called ” Exact Confidence
Intervals”. These intervals may be constructed in such a manner that the coverage
can be guaranteed to be at least 100(1 —«)%. The usual method of constructing such
intervals is to invert an equal tailed test. In many applications, such as in clinical
trials or vaccine trials, or more generally in the pharmaceutical setting this guarantee-
ing of nominal coverage is a desirable property. However the main problem with the
exact intervals is that they tend to be very conservative, especially for smaller sample
sizes. By more conservative, we mean that the coverage probability is strictly greater
than the nominal coverage and the lengths of the interval are very wide. Various
authors have come up with different solutions to this problem. Vollset (1993), and
Agresti & Coull (1998) suggested using approximate intervals based on the normal
approximation. This approach gives shorter length, but does not guarantee nominal
coverage. Another approach was to look for less conservative exact intervals. Authors
such as Sterne (1954), Crow (1956), and, Blyth & Still (1983) studied intervals for
the binomial distribution. Similarly Crow & Gardner (1959), Casella (1986) , and
Casella & Roberts (1989) studied the problem in terms of the Poisson distribution.

Their goal was to suggest various numerical process that gives intervals with shorter
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length, yet maintaining the nominal coverage.

Our motive in this chapter will however be different. We will construct the con-
fidence intervals by inverting two equal tailed one sided test. Chan & Zhang (1999)
used this method to construct confidence intervals for the difference of proportion,
d = P, — P, by inverting the standard exact unconditional test (denoted as pgu,
in Chapter 1). Later Agresti & Min (2001) discussed the problem of constructing
exact intervals for various parameters such as the difference, ratio and the odds ra-
tio. Although people have studied in more details the odds ratio (see Agresti & Min,
2002), to the best of our knowledge no has studied the problem of constructing exact
confidence intervals for the ratio of proportions in depth (especially for the tests that
we are considering). Our goal is to show that for the relative risk parameter, one can
construct improved exact confidence intervals by inverting the confidence interval p
value test (denoted as pg in Chapter 1)instead of the standard test. Recall that in
Chapter 1 we had shown that the confidence interval p value test was superior to the
exact unconditional test and gave a more powerful test. In this Chapter we will try
to compare the confidence intervals generated by these two tests in terms of length
and coverage probability. We will show that for small to moderate sample sizes the
confidence intervals generated by ps have shorter lengths and coverage probabilities

closer to the nominal coverage.

Although we said that we will be inverting two one sided test to obtain the confi-
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dence interval, it might be interesting to note that Agresti & Min (2001) have already
shown that inverting a single two sided test resulted in less conservative intervals
rather than inverting two one sided test. However since the goal of this chapter is
to compare intervals generated by two different exact tests, we will argue that since
this fact is true in general, the improvement (if any) that we will see by inverting pg

instead of pg,, will still be there had we considered a single two sided test.

One important point to mention is that, recall that in Chapter 1, we had explained
how for the general case of testing for non-unity relative risk Fisher’s exact test
(Fisher, 1935) can not be computed. And hence people have to resort to only exact
unconditional tests if they are to do exact inference for this problem. Extending the
same idea we can see that one can not compute confidence intervals using Fisher’s
exact test but has to resort to confidence intervals that we are going to discuss. What
we often see in practice is that people tend to present p values for the Fisher’s exact
test and asymptotic confidence intervals. However this is not a good thing to do
because you are using two different methods to get the test and confidence interval
and although one guarantees that the size of the test will not exceed the nominal
size, the intervals does not guarantee that the coverage will be greater than or equal

to the nominal coverage.

In section 2.2 we shall discuss how to formulate the problem statistically, and how

to construct the exact confidence intervals. In section 2.3 we shall discuss how to
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actually compute the confidence intervals. The results will be presented in section
2.4. And lastly in section 2.5 we shall apply the two confidence interval methods to

the three data sets introduced in Chapter 1.

2.2 Statistical formulation of the problem

The problem in hand can be described as follows: Let X; and X, represent two
independent response variables distributed as bin (N, P;), and bin (N, P»), respec-
tively. Here N; and N, represents the sample sizes in each group, and P;, and P,
denotes the true response rates. If we denote by x; and z9, the observed number of
successes in each group, then the binomial probability mass function of X; and X5
will be

N
bin (Nl,l‘l,Pl):( 1>P{81(1—P1)N1_I1, :1:1:0,...,]\71,

and

N.
bin (NQ,ZEQ,PQ) = ( 2>P212(1 - PQ)N2_$2, To = 0, ...,NQ.

X2

The sample space of (X, X3) will be denoted as S = {0,..., N1} x {0,..., No}.

Thus there are (N7 + 1) x (N3 + 1) points in S.

Now consider testing the null hypothesis Hy : R = Ry, and let Z be the test statis-
tic used to formulate this test. The exact distribution of Z depends on all possible

outcomes of two binomial responses given the sample sizes N; and N,. Probability
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of a particular outcome is

N N.
P?“(Xl = 91?1,X2 = gj2) — ( 1>P1x1(1 . P1>N1:1:1< 2) P2a:2(1 . PQ)NQ*LEQ.

T T2

Replacing P, by P;/Ry (under the null hypothesis) we have

PT(Xl _ xl,Xg _ 1‘2) _ <];[1> Plxl(l _ Pl)N1—a:1 <N2> (Pl/Ro)Iz(l _ (Pl/RO))NQ—Z‘Q‘

1 T2

(2.1)

Now we are in a position to construct the exact confidence interval for R. We
will construct a two sided 100(1 — )% confidence interval for the true value of the
relative risk parameter R by inverting two single one sided «/2 level test. This method
guarantees an interval that will have at least 100(1 — )% coverage. Let us denote
this interval by (Rp, Ry). Here the two bounds are obtained by inverting the two one
sided test. The upper bound Ry may be derived as follows. Consider the one sided

hypothesis

Hy: R= Ry versus H;: R < Ry, (2.2)

for a pre-specified value of Ry. For this test we will reject the null hypothesis for a
lower value of the test statistic. For a given sample point (z1,x2), a test statistic Z,
and a given value of Ry, let us denote the p value of an exact test for testing this
hypothesis as p(z1, 22 | Z, Ry). Since the test we are considering is an exact test, the

size of the test will never exceed the nominal size. So for an «/2 level test, the null
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hypothesis in (2.2) will be rejected if

p(zy, 22 | Z, Ry) < a/2.

Now using the duality of hypothesis testing and interval estimation (Casella & Berger,
2002), one can define a 100(1 — «/2)% confidence set for R based on the outcome

(x1,9) as

Coja(r1,m2) = (R : p(a1,72 | Z,R) > a/2),

where

P(R € Oa/g(iCl,l'g)) Z 1— 04/2

The confidence set Cy/2(x1,72) is an unique interval of the form [0, Ry), if the tail
probability function p(z1,z9 | Z, R) is a monotone decreasing function in R. In this
case the upper bound Ry will be the value of R for which p(xy, 25 | Z, R) = a/2. But
if this p value function is not monotone in R then the confidence set might consist
of multiple disjoint intervals. So to be on the conservative side, one can define the

upper bound Ry as

Ry = sup Cy a(w1, 72). (2.3)

The interval [0, Ry) will contain the value R with at least (1 — «/2) probability.

Similarly if we consider the hypothesis

Hy: R= Ry versus H;: R > Ry, (2.4)
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then one can define the lower interval using the same kind of argument. Here we
will reject the null hypothesis for large values of the test statistic Z. One can define
Caj2(1,2) in the same way. Note that here if we assume that p(xq, 2, | Z, R) is a
monotone increasing function in R then the lower bound of the interval, Ry will be
the value of R for which p(z1,25 | Z, R) = «/2. But if this p value function is not
monotone in R then the confidence set might consist of multiple disjoint intervals. So

to be on the conservative side one can define the lower bound Ry, as
RL = inf Ca/g(ilfl, ZEQ) (25)

Again the interval (R, ] will contain the value R with at least (1 —a/2) probability.

Therefore we have

PR, <R<Ry)=1—-Pr(R<R,)—Pr(R>Ry)>1—-a/2—a/2=1-a

Now that we have described how we will construct the intervals the next step
would be to describe the test statistics Z that we will use, and the exact tests that we
will invert to get the confidence intervals. The test statistics suggested by Miettinen &
Nurminen (1985), and Farrington & Manning (1990) for testing any of the hypothesis

(2.2) or (2.4) is

Py — RyP.
Z:1A02,
o

where
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Here P, = a2, /N1, Py =1y /N3, and P, and P, are the maximum likelihood estimates

of P, and P, obtained under the null hypothesis restriction % = Ry.

We shall use this statistic for constructing the confidence intervals. However
our main objective is to obtain confidence intervals from two different kinds of test.
The standard exact unconditional test proposed by Chan (1998) and the confidence
interval p value test proposed by Berger & Boos (1994). Although it will be a good
idea to compare these two confidence intervals for different test statistics, we will be
using only the test statistic mentioned above. Since both tests are exact, the intervals

generated will be exact as well.

In Chapter 1 we have discussed in detail about unconditional tests and mentioned
how the standard unconditional test and the confidence interval p value test are com-
puted. Recall that for the standard exact test the p value is obtained by maximizing
on the entire domain of the nuisance parameter space, while the confidence interval
p value was obtained by maximizing on a confidence set for the nuisance parameter.
We had defined both the p values for testing the alternative hypothesis H; : R < Ry

as follows. The standard exact test p value, ps,, was defined as,

A & (M Ny\ Py Py
su Pi(1— PN )2 (1= )T <220 20))
PleD](pRo)xlz:omz:o< ) o g <$2>(R0) ( RO) A2 ()
(2.7)
where D(Ry) = [0, min(Ry, 1)] is the domain of P;. The confidence interval p value

ps was defined as
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S Xz (N No\ , P P
1 Ny— 2 1 1\Ny—
sup { > Y PP(1-p)N — )2 (L= =) "2 1 ) o)< 200 000 5
Plegé{mlzomzo (951) i ) (952)(30) ( Ro) Zeran<zet )}
(2.8)

where

CE = {maX(Ll, LQR()), min(Ul, UQRO)}

Recall that here (L1, U;) and (Lg, Us) were the 1/100(1 — 3)% confidence intervals for
Py and P,, and C was the 100(1 — 3)% confidence set for (P, P»). For more details
about the construction of the confidence interval p value (as well as the standard p
value) please refer to Chapter 1. The main difference between these two p values were
that for the standard p value we maximized on the entire domain of the parameter
space to eliminate the nuisance parameter while for the confidence interval p value
method we had maximized on a restricted set (the 100(1 — 3)% confidence set for

(P, Py)) instead of the entire domain of (P, P).

Since both the standard test and the confidence interval tests are exact tests their
size will not exceed the nominal size. Hence inverting these two tests will result in

confidence intervals that will maintain at least the nominal coverage.
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2.3 Computing the exact confidence intervals

In this section we are going to discuss the main steps involved in computing the
exact confidence intervals. Suppose we want to compute the upper bound Ry, for the
interval. Then one has to invert the one sided test (2.2). For constructing the upper
bound of a 100(1 — «)% confidence interval for a particular outcome (z1,z3), when

the sample sizes are (N1, N»), one may use the following steps.

1. Compute the p value over a series of values of the parameter R (covering the
entire range of R) and only keep those values of R for which the p values are

greater than or equal to a/2.

2. Choose the maximum of the value of R in step 2 for which the p value was

greater than or equal to «/2.

The main problem in implementing this algorithm in practice is that Step 2 will be
computationally very intensive. This is because the entire range of R is [0, x) and if
one tries to cover the entire range of R it will be a very tedious task. However it does
take care of one technicality. Recall that while discussing about the construction of
these intervals we had mentioned that there is no guarantee that the p value function
will be monotone decreasing (or increasing, as the case may be) in R. In other words
say if we start from zero and keep on computing the p values until we reach a value

of R for which the p value is less than or equal to «/2, there is no guarantee that
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higher values of R will generate p values that are less than or equal to /2. Tt is
always theoretically possible that there will be another value of R (or a set of values
of R) for which the p value function is greater than «/2. That is why we defined
the upper bound of the interval as the supremum over the set of R for which the p
value was less than or equal to a/2 (see 2.3). If we follow this algorithm since we are

considering the entire range of R this problem is automatically taken care of.

We see that if we try to compute the confidence interval very rigorously it will be
computationally very intensive and will not have much practical appeal. So instead
this is the approach we implemented. Suppose we want to construct the upper bound
of the interval for a given observed response (x1, ). And let us denote by R= f’l / ]32

the maximum likelihood estimate of R for sample sizes (N7, Vo) and observed response

(ZEl, Ig).

~

1. First compute the p value for the exact test (psu, or pg) for R = R.

2. Consider a very fine grid of values of R starting from R = R and increasing
in value. Compute the p value over this fine grid of points until the p value
reaches o', where o is less than «/2. Only keep those values of R for which

the p values are greater than or equal to a/2.

3. Choose the maximum of the value of R (amongst the set of values kept in step
2) for which the p value was greater than or equal to «/2. This will give Ry,

the upper bound of the interval.
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So what are the main differences between the original algorithm and our algorithm.

1. Instead of starting from R = 0 we are starting from R. This is a reasonable
thing to do because by doing this we are only assuming that the confidence

interval will contain the maximum likelihood estimate of the true value of R.

2. We are assuming that if we consider values of R until the p value falls to
o' that should be sufficient, i.e., we are assuming that once it has reached
o after that the p value function will not increase again to a/2. Although
there is nothing to guarantee that this will be the case but this seems to be a
very reasonable thing to do in practice. We had done a thorough investigation
regarding the monotonicity of the p values with respect to R. In all the cases
we have considered we found that the p value was monotonic decreasing in R
(when we are considering the upper bound) and there was no fluctuation what
so ever. For implementing this in the construction of a 95% confidence interval
we chose o’ to be 0.01. Note that here a/2 will be 0.025. So what we are saying
is that consider the set of R for which the p value reaches 0.01, and from that
set choose the maximum value of R for which the p value was greater than or

equal to 0.025.

For implementing this method first we computed the p values for both the standard
test (psup) and the confidence interval test (pz). We considered a grid size of 300

equally divided spaces over which we maximized to eliminate the nuisance parameter.
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Recall that in Chapter 1 we had suggested to take a grid size of 1000. But owing
to the computational complexity we considered 300 to be a reasonable compromise
(between accuracy and computing time). The values of R considered were in the
increments of 0.01. For example if we start from R = 5, then we consider values of
5.01, 5.02,...,etc. So our intervals will be accurate to two decimal places. Although
we have not talked about the construction of the lower bound Ry, it is very similar
except for the fact that here we start from R = R, and continue moving downwards,
i.e., choose smaller values of R. Of course here the p value will tend to decrease with
decrease in R and in step 2 we shall consider the lowest value of R for which the p

value was greater than or equal to 0.025.

In the next section we will present the results for both the confidence intervals.
As we have stated earlier the results will be compared in terms of the length of the

confidence interval and the coverage probabilities.

2.4 Results

In this section we will present the results from comparing the two different exact
intervals. We will divide this section into two parts. In the first part we will present
the lengths of the confidence intervals, and in the second part present the coverage
probabilities. We have chosen a combination of balanced and unbalanced samples.

The sample sizes we will be discussing are:
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e (10,10), (15,15), (20,20), (30,30), and (40,40) for the balanced case.
e (10,20), (10,40), (40,10), and (20,40) for the unbalanced case.

All confidence intervals constructed are 95% intervals. They have been obtained by
inverting two 0.025 level test (as discussed in section 2.2). All computations have

been done using the SAS Software, Version 8.1, and StatXact, Version 5.

2.4.1 Length of the interval

When people compare confidence intervals they generally talk about two aspects of
the interval. First is the length, and second is the coverage of the interval. If we
consider (Rp, Ry) to be a confidence interval for R, then the length of the interval
will be Ry — Ry. In Table 2.1 we are presenting values for the mean length of the
confidence intervals. By mean length we are simply referring to the arithmetic mean
of the lengths of all possible intervals when the sample sizes are (Ny, N3). Now if the
sample sizes are (N7, Ny), then there are (N7 +1)(Ny+ 1) possible pairs of observation
that can be obtained. And the average of the length of the confidence intervals of all

these points will give the mean length of the interval.

One important point to note is that since these intervals are guaranteed to main-
tain at least the nominal coverage, for the cases when the control group has 0 re-
sponses, i.e., when the number of success for the Ny group is 0, the upper bound of

the interval will be infinity. For computing the mean length we will discard these
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Table 2.1: Comparison of the mean lengths for the two confidence intervals

Ny | Ny | Mean length for pg,, CI | Mean length for ps CI | |Difference in length)|
10 | 10 19.77 19.80 0.03
15| 15 20.11 19.66 0.45
20 | 20 20.52 19.74 0.78
30 | 30 21.42 19.98 1.44
40 | 40 22.12 20.90 1.22
10 | 40 20.89 21.21 0.32
40 | 10 21.07 19.65 1.42
20 | 40 21.00 20.12 0.88

cases. So if our sample sizes are (N7, Ny), we will only use (N7 +1)(Na+1) — (No+1)
points in calculating the mean length. Also if the number of responses in the treat-
ment group is 0, i.e., the number of success for the N; group is 0, then the lower

bound of the interval will be 0.

Table 2.1 shows the mean lengths for the two confidence intervals for the different
sample sizes along with their absolute difference. Note that except for the case of
(10,10) and (10,40) in all the other cases the pg interval has a shorter mean length
compared to the py,, interval. And for both these cases when p,,, interval has a

shorter mean length, the absolute difference is only 0.03 and 0.32.

Now it would be interesting to look into more details in the individual cases and
see for which sample points the lengths of one interval is shorter than the other. From
what we have seen from the various cases, the general pattern is that for a specific

sample size of (N, N2), out of the (N; + 1)(NN; + 1) possible cases, a large number
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of them have almost the same interval length. And the remaining points are divided
between the cases where the ps lengths were shorter than p,, and vice versa. Let
us assume that for all the cases where the difference in the two interval lengths is
not more than 0.1, the interval lengths are approximately same. In Table 2.2, for
the different (Ny, N2) pairs, we have summarized the number of sample points for
which the pg interval lengths were shorter than pg,, intervals, number of points where
they were approximately same, and number of points where ps,, interval lengths were
shorter than ps intervals. Later we will look in to details in some of the cases and try

to detect any general pattern of behavior.

We have used the following notations in Table 2.2. Let us denote by L(ps.,) the
length of the ps,, interval and by L(pg) the length of the pg interval. L(pgu,)—L(pg) >
0.1 means length of the pg,, interval is greater than ps by at least 0.1. Similarly
L(pg) — L(psup) > 0.1 means length of the ps interval is greater than ps,, by at least
0.1. And |L(psup) — L(pg)| < 0.1 means that the absolute difference between the two
lengths is less than 0.1. The first column (NN, N3) of Table 2.2 denote the sample
sizes in each group. The second column (N; + 1)(Ny + 1) denote the total number of
possible sample points. The third column shows all the three cases (length of ps being
shorter, approximately equal to, or greater than pg,,). And in the last column we
are presenting the number (and % relative to the total number of points) of sample

points in each of the three cases.
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Note that from Table 2.2 we see that for a greater number of sample points (in
each case) the interval lengths are approximately same. In fact if we average across all
the (N1, N2) cases considered we have for 65.5% cases the absolute difference between
the interval lengths are less than 0.1. In 27.2% of the cases length of the pg intervals
were shorter than the ps,, intervals by at least 0.1. And in the remaining 7.3% of the

cases the ps,;, intervals were shorter than the ps intervals by at least 0.1.

Now let us take a closer look at some of the specific cases. Let us consider (15,15)
as an example. In Table 2.3 we have presented 10 sample points where the lengths
of the ps intervals were shorter than the ps,, intervals. And in Table 2.4, 10 sample
points where the lengths of the p,, intervals were shorter than the pg intervals have
been presented. Note that the 10 cases presented in these two tables are the 10 most
extreme cases, i.e., the ones with the maximum difference in the interval lengths.
One interesting point to note is that for all the cases where the pg intervals were
shorter than the ps,, intervals, the actual lengths for both the intervals were much
shorter (see Table 2.3) in comparison to the actual lengths for the cases where the
Psup intervals were shorter than the pg intervals (see Table 2.4). For example consider
the case in Table 2.3 where we have the sample sizes to be (15,15) and the observed
sample points (x1,x2) to be (14,2). In this case length for the pg,, interval is 75.02,
while that for pg is 47.32. Now let us look at Table 2.4 where again (N, N2) = (15, 15)
and (z1,22) = (15,1). Here the length for the p,, interval is 589.83, while that for

pp is 602.08. We can see the big difference in the actual lengths for the two cases.
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Also if we look across both the tables we find a pattern, i.e., we see that in general
when ever lengths for the py,, interval was shorter than the ps interval the actual
lengths for both the intervals were quite high in comparison to the other case where
pp intervals were shorter than the p,, ones. To drive this point home we define a
standardized measure where we divide the difference in the two lengths by the average
of the lengths of the two confidence intervals. Let us call this standardized measure

as Relative Change. Then one can define the Relative Change as

| L(psup) = L(ps)]

2 L o) T Lipg)

We see that for all the cases in Table 2.3, the Relative Changes are closer to
0.40, while for Table 2.4 it is only 0.02. These numbers clearly indicate that when
ever the ps intervals are shorter, the actual lengths of both the intervals are not that
high, making the Relative Change much higher compared to the cases where pg,,
intervals are shorter. Now this is a trend that we have observed in general, i.e., for
all the different pairs of sample sizes (N, V) that we have considered we have seen
this pattern. So what does this mean from a practical point of view. If some one is
reporting confidence intervals with very large lengths, then it does not really matter
if there is a slight improvement. For example let us look at the case in Table 2.4
where we have the sample sizes to be 15 each and the observed points to be (15,1).
It will not be very informative if we say that R will lie between (3.13,592.96) instead

of (3.11,605.20) as the upper bound is so high for both the cases. Now let us look at
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the case where (N1, Ny) = (15,15) and (21, x2) = (14,2) (see Table 2.3). Here it does
help if some one says R lies between (2.37,49.69) instead of (2.38,77.41). In this case
it is much more informative to learn that the upper bound for R is 49.69 instead of

77.41.

Another important point to note is that for all the sample points in Table 2.4 the
control group has only a single response, i.e., number of successes for the Ny group
is only one. Although from Table 2.3 we see that for the other situation also (when
pp intervals are shorter) the responses in the control group are quite small but it is
definitely not as extreme as in Table 2.3. This is the same trend we have observed in
all the cases we have studied, i.e., ps,, intervals tend to be shorter in these extreme
cases when the response in the control group is only one. Since the intervals are
exact intervals, to maintain the right coverage, for these extreme cases the interval
lengths tend to be very high. That is why when ever we see an improvement from
the ps,, intervals, the actual lengths of both the intervals are very high, and hence
the Relative Changes are very small. However if we come up with some applications
where we do expect the control group to have very small responses then the standard
method certainly gives shorter intervals compared to the pg intervals. For example
let us consider the responses to be the cure rates for a certain drug, and placebo, and
the drug has been proven to be very successful. Also let us assume that the chances of
recovery without actual treatment is extremely low. In that case one can expect very

low response from the placebo group, and high response from the treatment group.



92

Table 2.2: Table summarizing number of sample points for which ps intervals are
shorter by 0.1, longer by 0.1, or have an absolute difference less than 0.1 compared
t0 psup intervals

(N1, Na) | (N7 +1)(Ny+ 1) L(psup) vs. L(pg) Number (%) of points
(10,10) 121 L(psuy) — L(pg) > 0.1 12(9.9)
L(ps) — L(pswp) > 0.1 19(15.7)
|L(psup) — L(pg)| < 0.1 90(74.4)
(15,15) 256 L(pyuy) — L(pg) > 0.1 16(18)
L(ps) — L(psp) > 0.1 22(8.6)
L(pouy) — Llp)l <01 | 188(73.4)
(20,20) 141 L(psup) — L(pg) > 0.1 90(20.4)
L(ps) — Lipauy) > 0.1 30(6.9)
| L(psup) — L(pg)| < 0.1 321(72.8)
(30,30) 961 L(pyup) — L(pg) > 0.1 332(34 5)
L<pﬂ - L(psuzu) >0.1 37(3.9)
| L(psw) — L(ps)| < 0.1 592(61.6)
(40,40) 1681 L(poup) — L(pg) > 0.1 534(31.8)
L(ps) — L(psuy) > 0.1 47(2.8)
|L(psup) — L(ps)| < 0.1 1100(65.4)
(10,20) 231 L(psup) — L(ps) > 0.1 18(7.8)
L(ps) — L(peuy) > 0.1 31(13.4)
L(powy) — Lip)l <01 | 182(78.3)
(10,40) 151 L(psup) — L(pg) > 0.1 267(59.2)
L(pg) — L(psup) > 0.1 44(9.8)
|L(psup) — L(ps)] < 0.1 140(31.0)
(40,10) 151 L(psuy) — L(pg) > 0.1 142(31 5)
L<pﬂ) - L(psuza) > 0.1 29(6.4)
| L(psup) — L(pg)| < 0.1 280(62.1)
(20,40) 861 L(psup) — L(pg) > 0.1 270(3 1)
L(ps) — L(py) > 0.1 27(3.1)
| L(psup) — L(ps)| < 0.1 564(65.5)
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Table 2.3: Comparison of Confidence Intervals for py,, and pg when (Ny,N2)=(15,15)
- Cases where pg has a shorter interval length

Xy | Xo | Cl(psup) CI(pp) L(psup) | L(pg) | Relative Change
11| 4 | (1.16,14.47) | (1.16,8.72) | 13.31 | 7.56 0.5504
10 | 2 | (:35,54.05) | (1.49,45.76) | 52.70 | 44.28 0.1737
15 | 3 | (2.08,32.85) | (2.07,23.26) | 30.78 | 21.19 0.3688
13 | 3 | (1.79,27.75) | (1.79,17.61) | 25.95 | 15.81 0.4473
13 | 2 | (2.07,55.55) | (2.07,44.58) | 53.47 | 42.50 0.2190
14 | 3 | (1.98,32.85) | (1.97,19.45) | 30.86 | 17.47 0.5123
12 | 2 | (1.94,54.05) | (1.81,40.21) | 52.11 | 38.39 0.2937
15 | 2 | (2.47,77.41) | (2.46,60.98) | 74.93 | 58.52 0.2973
11| 2 | (1.74,54.05) | (1.61,36.22) | 52.31 | 34.60 0.3949
14 | 2 | (2.38,7741) | (2.37,49.69) | 75.02 | 47.31 0.4361
15 | 2 | (247, 77.41) | (2.46,60.98) | 74.93 | 58.52 0.3949
11 | 2 | (1.74,54.05) | (1.61,36.22) | 52.31 | 34.60 0.4361
14 | 2 | (2.38,77.41) | (2.37,49.69) | 75.02 | 47.31 0.4361

Table 2.4: Comparison of Confidence Intervals for p,,, and psz when (Ny,N2)=(15,15)
- Cases where pg,;, has a shorter interval length

X1 | Xo CI(psup) CI(pgs) L(psup) | L(ps) | Relative Change
6 1 | (1.04,157.64) | (1.02,160.90) | 156.60 | 159.88 0.0207
7 [ 1 | (1.25,18747) | (1.30,101.34) | 186.22 | 190.04 0.0205
8 | 1 | (1.36,218.87) | (1.61,223.39) | 217.51 | 221.78 0.0205
9 1 | (1.81,251.95) | (1.83,257.15) | 250.13 | 255.32 0.0202
10 | 1 | (2.07,286.94) | (2.09,292.87) | 284.86 | 290.77 0.0205
11 ] 1 |(2.36,324.22) | (2.35,330.92) | 321.86 | 328.56 0.0204
12 | 1 |(2.47,364.47) | (2.47,372.00) | 362.00 | 369.00 0.0204
13| 1 | (2.87,400.10) | (2.86,417.55) | 406.23 | 414.69 0.0203
14 | 1 | (3.05,462.11) | (3.04,471.65) | 459.05 | 468.60 0.0203
15 | 1 |(3.13,592.96) | (3.11,605.20) | 589.83 | 602.08 0.0205
13 | 1 | (2.87,409.10) | (2.86,417.55) | 406.23 | 414.69 0.0203
14 | 1 | (3.05,462.11) | (3.04,471.65) | 459.05 | 463.60 0.0203
15 | 1 |(3.13,592.96) | (3.11,605.20) | 589.83 | 602.08 0.0205
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Table 2.5: Comparison of the mean lengths for the two confidence intervals after
eliminating the sample points with small control group response

Ni | Ny | Mean length for p,, CI | Mean length for ps CI | |Difference in Length|
10 | 10 11.75 9.80 1.95
15 | 15 8.30 7.57 0.73
20 | 20 7.22 6.17 1.05
30 | 30 6.86 5.08 1.78
40 | 40 5.86 5.05 0.81
10 | 40 5.68 5.86 0.18
40 | 10 11.84 9.44 2.40
20 | 40 6.28 5.09 1.19

Although we have seen that for larger sample sizes the pg interval shows improvement

in lesser extreme cases (both treatment and control group responses not very high or

low) the improvement for py,, intervals have always been for the extreme cases only.

In Table 2.5 we recalculated the mean lengths for both the intervals after elimi-

nating some of the extreme cases (where the control group response is only one). Here

we have discarded all the cases where the upper bound Ry for the interval is greater

than 200. Now we see that the improvement for the ps intervals are more prominent

and they have a much shorter mean length. In fact in only one of the cases where

the observed points are (10,40) that the p,, interval has a shorter mean length. And

the difference is only by 0.18.
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2.4.2 Coverage Probabilities

For the interval (Rp, Ry) of R one can define the coverage probability as the proba-
bility of the interval containing the true value of R. It is always desirable to have the
coverage probability to be at least greater than or equal to a certain nominal value.
For example if we are constructing 95% confidence intervals, it is desirable to have
the coverage probability to be at least 0.95, i.e., P(R;, < R < Ry) > 0.95. In section
2.3 we have discussed that the way we have constructed the confidence intervals, the
coverage will never fall below a chosen nominal coverage. However the problem with
exact intervals are that, they tend to be very conservative, i.e., although the coverage
will not go below the nominal coverage, their coverage probability values are closer
to one. In order to maintain a very high coverage the confidence interval has to be

very wide.

As a compromise what we want is intervals with shorter length and coverage not
falling below the nominal coverage, but as close to the nominal coverage as possible.
One can look at the problem as trying to reduce the confidence interval length after
controlling for the coverage. So in our comparison of coverage probabilities, if one
interval is closer to the nominal coverage (95% in our examples) then it is better.
In this section we will mainly present coverage probability plots. The best way to
compare coverage probabilities of two interval is through plots, as they give the bigger

picture (rather than presenting numbers such as mean coverage probability values).
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We will be presenting two different kinds of coverage probability plot. One we
will call the smooth plot, and the other the the jagged plot. The main difference is as
follows. The smooth plot reflects the coverage probability for a fixed value of R. The
jagged plot reflects the coverage probability for a set of values of R. For example, we
know that R = P;/P,. So if one decides to fix P, and vary across the values of P
then we will obtain a series of values of R. And if we plot the coverage probabilities

for each of the values of R (in the same plot), it will take a very jagged appearance.

At this point it will be appropriate to tell a little bit about how to actually get
the plots. For the smooth plot, if we have sample sizes (N7, N2) and we want to get a
coverage probability plot for R, first we will obtain all the sample points (z7, x2) for

which the corresponding interval contains R. So one can define this set of points as
Ar = {(z1,22) : Rp(w1,72) < R < Ry(x1,22)},

where Ry (z1,x3), and Ry (21, x9) denotes the corresponding confidence intervals for R
when the sample points are (21, x2). Once we obtain Ag one can compute the coverage
probabilities by evaluating the binomial probabilities (under the null hypothesis) for
the set of points in Az. Thus one can compute these probabilities for a particular

value of (P, P, = Pi/Ry), as

> (0)mea-rmren () Gra - e

An 1 Z2

The smooth plot may be obtained by plotting the probabilities obtained from (2.9)
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against the values of P;.

As we mentioned earlier the jagged plots represent coverage probabilities for a set
of values of R. For example suppose we fix P, = 0.33, and vary over P; between 0 and
1. Then the range of R will lie between 0 and 3. In order to obtain the jagged plots
one has to first evaluate Ap for a series of values of R between 0 and 3. The final
plot is obtained by plotting the probabilities (obtained for each distinct Ag) against
the corresponding P;. Since with the change of value of P, (we have a new value of
R as R = P/ P,, P, being fixed over here) , we are calculating the probability over a
different Ag, which brings the jagged appearance in the plots. In order to maintain
accuracy one has to plot the jagged plots over a very fine grid for the values of P;. For
our plots we have considered a grid size of 0.001 and divided the range of P; (which
is 0 to 1) in to 1000 equally spaced points, i.e., 0, 0.001,....1. We evaluate Ag for
all these different values of R(0/P»,0.001/Ps,...,1/P;), and compute the probability
from (2.9) for each of this Ar. This probabilities when plotted against P, gives the

jagged plot.

In Figures 2.1 - 2.9 we have presented the coverage probability plots for (Ny, N»)
= (15,15), (20,20), and (10,20). For the smooth plots we have considered values of
R=0.9, 2, 3, and 10. For the jagged plots we have fixed P,=0.3, and varied over P,

between 0 and 1. Therefore for these plots R will vary between 0 and 3.33.

(15,15): In Figures 2.1, and 2.2, we have plotted the coverage probabilities for values
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of R=10.9, 2, 3, and 10. We see that for R = 0.9, 3, and 10, the coverage probabilities
for the ps interval are closer to the nominal coverage. In these 3 cases the Agr set
for pg is a strict subset of the Ag set for py,,. For R = 2 Ap for both the tests
are identical. In Figure 2.3, the jagged plot presents the coverage probability for R
ranging from 0 to 3.33. We see that the coverage for the pg interval (the dotted line)
tends to be closer to the nominal 95% line compared to the ps,, interval coverage (the

solid line).

(20,20): In Figures 2.4, and 2.5, again we see that for R = 0.9, 3, and 10 the coverage
probabilities for the ps interval is closer to the nominal coverage, while for R = 2
both of them have the same coverage. Again for these 3 cases (where R = 0.9, 3,
and 10) Ag for ps is a complete subset of pg,, while for R = 2 they are identical. In
Figure 2.6, the jagged plot presents the coverage probability for R, where the value
of R ranges from 0 to 3.33. We see that the coverage for the pg interval (the dotted
line) tend to be closer to the nominal 95% line compared to the ps,, interval coverage

(the solid line) over the entire parameter space of P;.

(10,20): From Figures 2.7, and 2.8, we see that for R = 3, and 10 the coverage
probabilities for both the intervals are identical (which means that the Ag sets are
identical as well). Although for R = 0.9, there is an improvement for pg (in terms
of being closer to the nominal coverage), the roles are reversed for R = 2, i.e. in the

former case Ag for pg is a subset for py,, and vice versa. From the jagged plot (Figure
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2.9) we see that there is not much improvement and both the solid line (for ps,,) and
the dotted line (for pg) is very close to each other. There is some improvement for

the ps interval around values of P, between 0.2, and 0.3.

We have plotted the coverage probabilities for all the sample sizes (N7, Ny) that we
had considered in section 2.4.1. We have seen that in general the coverage probabilities
for the ps interval tend to be closer to the nominal coverage. Again the improvement
increases with increase in sample size. For very small sample sizes like (10,10) or
(10,20), there is not much improvement. There are also some cases where the pg,,
interval tends to be closer to the nominal coverage, but these are much fewer in

number.
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Figure 2.1: Coverage probability plot for R = 0.9 and 2 when (N, No)=(15,15):
Psup=>0lid Line, ps=Dotted Line. Note that for Ratio = 2 the coverage for both the
intervals are identical
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Figure 2.2: Coverage probability plot for R = 3 and 10 when (N, No)=(15,15):
Psup=>0lid Line, pg=Dotted Line
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Figure 2.3: Coverage probability plot when (N, No)=(15,15), P, = 0.3, Ratio=P; / Px:
Psup=>o0lid Line, pg=Dotted Line
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Figure 2.4: Coverage probability plot for R = 0.9 and 2 when (Ny, N3)=(20,20):
Psup=>0lid Line, ps=Dotted Line. Note that for Ratio = 2 the coverage for both the
intervals are identical
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Figure 2.5: Coverage probability plot for R = 3 and 10 when (Ny, N3)=(20,20):
Psup=>0lid Line, pg=Dotted Line
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Figure 2.6: Coverage probability plot when (N, N3)=(20,20), P, = 0.3, Ratio=P; / Px:
Psup=>o0lid Line, pg=Dotted Line
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Figure 2.7: Coverage probability plot for R = 0.9 and 2 when (N, N3)=(10,20):
Psup=>0lid Line, pg=Dotted Line
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Figure 2.8: Coverage probability plot for R = 3 and 10 when (Ny, N3)=(10,20):
Psup=>o0lid Line, pg=Dotted Line. Note that for Ratio = 3 and 10 the coverage for
both the intervals are identical
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Figure 2.9: Coverage probability plot when (N, N2)=(10,20), P, = 0.3, Ratio=P; / Px:
Psup=>o0lid Line, pg=Dotted Line
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2.5 Data Sets

We shall consider three data sets that we had formally introduced in Chapter 1.
These data sets are from three different applications. The first which we called the
Animal Toxicology data is from a study to compare the toxicity of two different
chemicals. The second data set, which we are calling the Childhood Nephroblastoma
data is from a clinical trial to compare two different kinds of treatment for childhood
nephroblastoma. And the third data, which we are calling the Influenza Vaccine
data set is from a vaccine trial where patients were randomized to receive either the
influenza vaccine, or placebo. We will construct the confidence intervals for the two
exact intervals and an asymptotic interval. The asymptotic intervals are constructed
by assuming that the test statistic Z (see 2.6) follows a standard normal distribution
under the null hypothesis. Then one can obtain the large sample confidence intervals

for R as follows. We know that

Pl—Zuyj < Z < Zoypl =1 —a,
where Z,/, denote the a/2th percentile of a standard normal distribution. Hence,

P, — RP
P[—Za/g S 172 S Za/Q] ~1-—a.

Solving for R we have,
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Table 2.6: Exact and asymptotic intervals for the animal toxicology data

CT for pyny (0.9852,1.905)
CI for pg (1.002,1.655)
CI for the asymptotic test | (1.006,1.647)

—Znsob + P Zoso0 + P
p(CLe2l T o po L0 T g,
Py Py

We will present the confidence intervals and coverage probability plots for all the

three tests. All the intervals constructed are 95% intervals.

Animal Toxicology Data: In this study the toxicity of two different kinds of chem-
icals (the synthetic A, and the natural chemical) were compared. The synthetic A
induced tumor on 212 of the 350 rats, while the natural chemical induced tumor on

37 of the 77 rats. In Chapter 1 we were interested in testing

HO:PlSPQ versus H;: P, > P

where, P; and P,, represents the true tumor rates for the synthetic A population,
and the natural population. So in terms of the relative risk we are testing the null
hypothesis of R < 1. It will also be appropriate to construct confidence intervals for
R. In Table 2.6 we have presented the confidence intervals from the ps,, test, pg test,

and the asymptotic test.

Note that the confidence interval for ps is not only smaller than the ps,, interval,

but it is completely contained within the ps,, interval. Also 1 lies within the pg,,
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interval but not within the pg interval, implying that the pg method is suggesting
the toxicity for the synthetic A chemical is higher than the natural chemical. The
standard exact interval fails to detect this. Although we see that the asymptotic
interval is very similar to the pg interval, and also suggests higher toxicity for the
synthetic A chemical, (as 1 is not contained in the interval) but if we look at the
coverage probability plot (Figure 2.10) we see that its coverage has fallen far short of
the nominal coverage at values of P, near 0 and 1. The coverage probability for the
pp interval is much closer to the nominal coverage than the p,, interval in this case.

This indicates that the set Ag for pg is a subset of the Ag for pgy,.

Childhood Nephroblastoma Data: This data were obtained from a clinical trial
studying two different kinds of treatment for childhood nephroblastoma. They were
pre-operative chemo therapy followed by nephrectomy, and radio therapy followed
by post-operative nephrectomy. For the chemo group, out of 88 patients, 83 had a
rupture free tumor. For the radio group, out of 76 patients, 69 had a rupture free
tumor. We were interested in testing whether radio therapy was non-inferior to chemo

therapy and the value of Ry chosen was 1.15. So the hypothesis of interest was,

Hy: R>1.15 versus H;: R < 1.15.

In Table 2.7 we are presenting the exact and asymptotic confidence intervals. Again
we see that the ps confidence interval is completely contained within the pg,, in-

terval. Both the exact intervals contain 1.15 and does not suggest non-inferiority.
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Table 2.7: Exact and asymptotic intervals for the childhood nephroblastoma data

CI for Paup (0.9465,1.161)
CI for pg (0.9476,1.154)
CI for the asymptotic test | (0.9481,1.156)

However one should interpret this with caution. The upper bound of the pg interval
is marginally above the 1.15 mark. Also recall from Chapter 1 that the p value for the
confidence interval test pg was 0.054 showing some evidence against the null, while
the standard test p value was 0.080 indicating no evidence at all (at 5% significance
level). So the results from the confidence interval p value ps and the exact interval
derived from it definitely shows some evidence in favor of non-inferiority although it
is not statistically significant at the 5% level. Further investigation is warranted in

this case. Again we see that the standard method fails to detect this.

The coverage probability plot (Figure 2.11) again gives a similar picture as in
the animal toxicology data. We see that the coverage probability for the asymptotic
test goes slightly below the 0.95 line. Overall it does not do too bad. The coverage
probability plot for pg is again closer to the nominal coverage compared to ps,,. This

implies that the set Ag for pg is a subset of the Ag for pgy,.
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Table 2.8: Exact and asymptotic intervals for the influenza vaccine data

CT for pyny (0.2608,1.037)
CT for ps (0.2608,1.040)
CI for the asymptotic test | (0.2692,1.029)

Influenza Vaccine Data: In this study the subjects were randomized to receive
an experimental vaccine for influenza, or placebo. All subjects were monitored for
symptoms of viral infection. The data showed that for the vaccine group, 7 out of 15
patients got infected, and for the placebo group, 12 out of 15 patients got infected.

We were interested in testing

Hy:7m<0.1 versus H;:m>0.1

where m = 1 — R was the efficacy parameter. Again we have presented the confidence

intervals from the three tests in Table 2.8.

Here we see that the confidence intervals for both the exact tests are almost same,
the upper bound for the pg interval being slightly higher than the ps,, interval. This
is not surprising because the sample sizes are very small. In this situations we have
seen that the improvement occurs in lesser number of sample points compared to
cases where we have larger sample sizes. The mean lengths still tend to be shorter.
Recall from Table 2.1 that the mean length for the pg interval was shorter than the

Psup interval when (N, Ny) was (15,15).

The coverage probability plot for R = 0.9 (see Figure 2.12) shows that the pg
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interval has coverage closer to the nominal coverage compared to the pg,, interval.
Which means that the set Ag for pg is a subset of the Ag for py,,. Again note that
the coverage for the asymptotic test has fallen far short of the nominal coverage.
However this is not surprising as in this case the sample sizes are very small and the

asymptotic assumption is inappropriate.

Conclusion: In this chapter we have made a detailed comparison between two differ-
ent exact intervals. In various applications, (especially like the ones we talked about
in this section) it is desirable to have confidence intervals whose coverage never falls
below the nominal coverage. Although the asymptotic intervals have shorter inter-
val lengths it fails to maintain the right coverage, even for moderately large sample
sizes. Because of the discreteness of the problem the standard exact method results
in a very conservative interval. We compared the standard interval with the pg con-
fidence interval (obtained by inverting the exact test proposed by Berger and Boos)
in terms of length and coverage probability. We have seen from the various results
and examples that our interval in general tends to have shorter confidence length and
have coverage probabilities closer to the nominal coverage compared to the standard
method. Also this method is not hard to implement in practice. So for the kind of
problems we have talked about where exact inference is desirable the ps confidence

interval out performs the standard exact confidence interval ps,,.
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Chapter 3

Exact, Approximate, and Bayesian

Tests for the Hypothesis of Efficacy

3.1 Introduction

In most clinical trials one of the primary goal is to compare a new treatment to a
standard treatment or placebo. Also it is common to have the primary outcome
designed as a binary response. For example if the primary efficacy end point in
an Oncology study is shrinkage of tumor then people are often interested in testing
whether there is a difference in the shrinkage rate between patients in the treatment
group and the control group. So one can define shrinkage of tumor in this case as
a success and look at the response as a binary outcome, i.e., a success (if there is

shrinkage) or a failure (if there is no shrinkage). So let us define P, to be the true
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proportion of success rate for the treatment group. And P, as the true proportion of
success rate for the control group. Then one can often use the relative risk parameter

R (defined as P;/P;) to compare the two groups.

In Chapters 1 and 2 we have covered in great details the problem of testing for
the relative risk parameter along with construction of confidence intervals. For the
kind of applications that we had in mind (such as testing for superiority or non-
inferiority of a treatment) we had argued that it was desirable to use exact tests and
exact confidence intervals instead of asymptotic ones. In most of these applications
accuracy is of the utmost importance when analyzing the results and hence the need
for exact inference. However we had also shown that the construction of exact tests
or intervals is not only computationally challenging but they may also lead to overly

conservative results.

In this Chapter our main goal would be to focus on some non-exact methods both
from a frequentist and a Bayesian perspective. We will concentrate on the application
of vaccine efficacy studies. So our main focus will be to develop and compare non-
exact tests with the two exact tests (discussed in Chapters 1 & 2) with regards to this
particular application. We will consider an approximate test (from the frequentist
sense) and two different Bayesian tests. We will compare the frequentist properties of
the Bayesian tests. Of course unlike the exact methods these tests do not guarantee

that the size of the test will not exceed the nominal size. What would be of interest
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is to see how poorly they are performing. So even if they exceed the nominal size by
a little bit and there is a significant gain in power then it may be worthwhile to use
them in practice. We will also show how easy it is to construct the approximate or

the Bayesian tests compared to the exact tests.

In vaccine efficacy studies researchers are usually interested in testing whether
the new vaccine is more effective in resisting a certain disease compared to placebo.
Healthy subjects are randomized to receive either the vaccine or the placebo. So there
is always the risk of injecting healthy subjects with the vaccine. And hence people
are interested in determining the efficacy of the vaccine and whether it is worth
injecting healthy subjects with the vaccine. One reasonable endpoint of interest will
be occurrence of the disease within a period of time. Let us define P, to be the true
disease incidence rate for the vaccine group and P, to be the true disease incidence

rate for the placebo group. Then one can define the vaccine efficacy parameter 7 as
T=1—P/P,.
We will assume P; < P, i.e., the vaccine is at least as good as placebo. The new
vaccine will have 100% efficacy if P, = 0 and will have no efficacy if P, = P.
People are often interested in testing the hypothesis of efficacy which is
Hy:m <myversus Hy: m > m, (3.1)

for a pre-specified value of my. In terms of the relative risk, hypothesis (3.1) can be

written as
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Hy: R> Ry versus H;: R < Ry, (3.2)

where Ry =1 — 7.

For establishing therapeutic efficacy of a drug one might choose 7y to be 0. How-
ever for vaccine trials usually small non-zero values of 7y are chosen. For example 7
= 0.1, 0.2, etc. The parameter m may be interpreted as follows. If 7 = 0.1 it means
that the new vaccine will reduce the chances of occurrence of the disease by 10%. So
for the alternative in (3.1) it will mean that the vaccine will reduce the chances of

occurrence of the disease by over 10%.

We have shown in Chapter 1 that for testing such a hypothesis as in (3.1) it is more
appropriate to use an exact test instead of asymptotic tests. Also we had established
that the only form of exact inference possible was by using exact unconditional tests.
In this Chapter we want to compare these exact methods with approximate and
Bayesian tests. In section 3.2 we will define the two exact tests, the approximate
unconditional test, and the two Bayesian tests that we are going to use. In section
3.3 we will describe how to compute the size and power for each of the tests. In
section 3.4 we will present the results from comparing all the five tests. And lastly in

section 3.5 we will summarize our findings and present an overall conclusion.
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3.2 Exact, Approximate, and Bayesian tests

The problem in hand can be described as follows: Let X; and X5 represent two inde-
pendent response variables distributed as bin (N7, P;) and bin (Ng, P») respectively.
Here Ny and N, represents the sample sizes in each group, and P;, and P,, denotes
the true response rates. If we denote by x; and x5 the observed number of successes

in each group, then the binomial probability mass function of X; and X5 will be

Ny

x

bin (N1,$1,P1) = < >P1$1(1 — Pl)Nl_Il, I = 07 ...,Nl,

and

Ny
X2

bin (N27x27p2) = ( >P§2(1 — PQ)NZ*Q, Ty = 0, ...,NQ.

The sample space of (X7, Xs) will be denoted as S = {0, ..., N1} x {0, ..., No}. Thus

there are (N7 + 1) X (N3 + 1) points in S.

In section 3.2.1 we will talk about the two exact tests and the approximate uncon-
ditional test. Note that all the three tests are developed from a frequentist point of
view. In section 3.2.2 we will talk about the development of the Bayesian tests which
are based on completely different assumptions all together. Later in section 3.4 when
we compare all these tests we will use a common platform, viz., size and power of
the test. Thus in order to have a common ground for comparison we will study the

frequentist properties of the Bayesian tests.
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3.2.1 Exact and Approximate tests

For testing the hypothesis of efficacy discussed in the previous section the most com-

monly used test statistic (see Farrington & Manning, 1990) is

A

:pl—(l—’ﬂ'o)PQ

Q»

where

Here P, = 7, /Ny, Py = a2, /N, and P, and P, are the maximum likelihood estimates

of P, and P, obtained under the null hypothesis restriction ]P;—; = Ry.

The exact distribution of Z depends on all possible outcomes of two binomial
responses given the sample sizes N7 and N,. Thus each outcome (z1, x2) corresponds

to a 2 x 2 table. Probability of a particular outcome is

N N.
PO = =) = (V) o= v () e - e

xrq X2

The observed exact significance level for a particular value of the parameter (P, P,)
is the sum of probabilities of the tables that are at least as extreme as the observed
table. Thus if Z, is the value of the statistic for the observed table, then the tail
region will consist of all tables for which Z < Z,,. If we denote by Z(z9,z9) the

value of Z for the observed table then we can write this probability as
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N1 Na N]. Pml 1 o P Ni—z1 N2 Pm2 1 o P NQ—J}Q] 3 3
D) w11 — Py) 72 (1 — Py) Z(a122)< 204 (3-3)
x1=022=0 ! L2

Recall from Chapter 1 that we had explained how the computation of (3.3) in-
volves the problem of the elimination of nuisance parameters and why the conditional
approach does not work. Then we had went on to show how we can use the uncondi-
tional approach to eliminate the nuisance parameters by maximizing on the domain
of the nuisance parameters. Then we talked about using the Bernard convexity con-
dition (Bernard, 1947) to actually maximize on the boundary of the null hypothesis
instead of the entire null space. All this led to the formation of the standard exact
unconditional test proposed by Chan (1998) which was denoted by ps,,. And it was

defined as

MoN /N No\ P P
1 X Ni—zx 2 1\z 1 \No—z
sup E E P (1 — Pt 1( )—21—— T 20 20\
PleD(RO) =05 <$1> 1 ( 1) :L'Q (RO) ( RO) [Z( 1 2)SZ( 1 2)}

(3.4)

where D(Ry) = [0, min(Ry, 1)] is the domain of P;.

Next we had introduced the Berger-Boos approach (Berger & Boos, 1994) for this
problem which suggested taking the maximum on a confidence set for the parameters

(P, P,) instead of maximizing on the entire domain of the parameter space. We had
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used pg to denote the p value for this test. And this was defined as

S Xz (N No\ , P P
1 Ny— 2 1 1\Ny—
sup { > Y PP(1-p)N — )2 (L= =) "2 1 ) o)< 200 000 5
Plegé{mlzomzo (951) i ) (952)(30) ( Ro) Zeran<zet )}
(3.5)

where

CE = {maX(Ll, LQR()), min(Ul, UQR())}

Recall that here (L1, U;) and (Lg, Us) were the 1/100(1 — 3)% confidence intervals for

Py and P,, and C} was the 100(1 — 3)% confidence set for (P, P,).

Both these tests were clearly discussed in Chapter 1 and hence we will not repeat
all the details. However to summarize things we had shown that both these tests
were exact tests and were guaranteed to maintain the nominal size. We had also
shown the confidence interval test pg was superior to the standard test pg,, in terms
of power and computational ease. The third test that we will talk about is what we
will call the Approximate unconditional test. This test is based on the idea proposed
by Storer & Kim (1990). Later Kang & Chen (2001) studied this for the hypothesis
of efficacy. However their results had some computational error and we thought that

a more thorough investigation was appropriate.

The idea behind this test is very simple. Note that in the computation of the ex-
act unconditional test the main problem is the elimination of the nuisance parameter.
In the computation of (3.4) or (3.5) we are eliminating the nuisance parameter by

maximizing on the domain of the parameter space. However a more simple minded
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approach will be to replace the nuisance parameter by its maximum likelihood esti-
mate. This will lead to what we are calling the Approximate unconditional test. Let

us denote the p value for this test as py,. Then one can define this as

Ny N. B B
Z Z < )Pm 1 P )Nl—m ( 2) (Pl/Ro)xz(l_Pl/Ro)Nz—m[[ (xl,x2)<Z(w1,1’2)}
x1=0 x2=0 L2

(3.6)

where P is the maximum likelihood estimate of P; obtained under the null hypothesis

restriction % = Ro.
2

The main advantage of this test is that owing to its simplistic nature this test is
very easy to implement in practice. Since we are completely eliminating the maxi-
mization step the computation becomes much easier. The main disadvantage however
is that this test does not give a valid p value. The definition of a valid p value is that

for any statistic p, if under the null hypothesis
Pp<a)<aVaell,l], (3.7)

then p is a valid p value. In other words P(Reject Null | Null) < «, which is the
definition of a level «v test. This test does not satisfy (3.7). Hence the actual size of

the test may exceed the nominal size.

The three tests that we talked about, i.e., psup, pg, and p,, are derived from a
frequentist sense. The goal of these tests is to fix the type I error so that it does not

exceed a certain nominal level and reduce the type II error, i.e., maximize the power
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of the test (as power = 1 - type II error). In section 3.2.2 we will talk about two
different tests derived from a Bayesian perspective. Here the tests are not constructed
so as to fix the type I error and maximize on power. So it is a bit difficult to compare
the Bayesian tests with the frequentist tests individually in terms of size and power.
Later in section 3.4 we will try to introduce some kind of total error type of concept
(which will be the sum of the size and the type II error) so that we can do a more

meaningful comparison.

3.2.2 Bayesian tests

For Bayesian inference one would assume that P; and P, follow a distribution instead
of assuming that they are fixed parameters. Since the values of P, and P, lie between 0
and 1 it is reasonable to assume that they follow a beta distribution. So let us assume
apriori that P, and P, follow a beta distribution with certain known parameters.
The motivation behind this assumption is that since X; and X5 follow binomial
distributions, the beta distribution will serve as a conjugate prior, i.e., the posterior
distribution of P, and P, will also be a beta distribution. Since Bayesian inference
is based on the posterior distribution, a known form of posterior distribution from

which we can easily draw samples will make the problem much simpler.

For this problem our main interest lies in the ratio P;/P, and we will be more

interested in the distribution of P;/P, rather than the joint distribution of P, and
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P5. But as the posterior distributions of P; and P; are independent beta we can draw
samples from P; and P, and take the ratio to simulate from the distribution of P/ Ps.
Once this is done we can make any statistical inference from samples drawn from the

distribution of P;/P;. Let us assume

P, ~ beta (aq, 1) and P, ~ beta (g, 32),

where (aq, 1) and (g, 32) are known and P, and P, are independent. Hence the

joint prior density can be written (up to proportionality constant) as

m(Py, Py) oc PM7H1 — P P2 (1 — Py)P L,

We also know that

Xl ~ bin (Nl,Pl) and X2 ~ bin (NQ,PQ),

and X7 and X, are independent. Hence the likelihood function can be written as

L(P17P2’X1 = 1’1,X2 = gj2> o< Plxl(l _ Pl)lexlpém(l . P2>N27x2.

The posterior distribution will be proportional to the product of the likelihood times

the prior density. Hence the posterior density can be obtained as

7T(P1,P2|X1 = Il,Xg = .972) X L(P17P2|X1 = xl,Xg = .CEQ)’/T(Pl, PQ) (38)

So now we can rewrite (3.8) as

7T(P1, P2|X1 = I, X2 = x2) X Plﬂc1+a1fl(1_Pl)N1fx1+ﬁ171P2:vz+agfl<1_P2>N27;p2+ﬂ271.
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Because of independence we have
Py Xy ~ beta (a, 57),
P3| Xy ~ beta (a3, 53),

where (af, ) = (X; + a;, N; — X; + 5;),i = 1,2. So we see that the posterior

distribution of P; and P, will be a beta as well.

Now we can draw Monte Carlo samples from the distributions of P;|X; and Ps| X5
and hence simulate the posterior distribution of R = P;/P,. To do this we first draw
1=1,...,B samples from P;|X; and another 1=1,...,B samples from P5|X,. Note that
B can be chosen as large as we wish so as to reduce the Monte Carlo error. For our
purpose we find B = 1000 to be sufficient to ensure that the error does not go above
0.75 in most of the cases. Let us denote the I sample as (P,|X;)",i = 1,2. Then we
have

(P|X)" ~ beta (af,87),i=1,2, l=1,..,B.

)

Hence we can generate [ = 1,...B samples from the distribution of R = P;/P,. So the

[*" sample R' can be assumed to come from the posterior distribution of R and can

be written as

P X,)
R = E;l){l;l ~ (R| X1, X>).
2 2

lth

Similarly one can draw samples from the prior distribution of R. The {** sample Rﬁw

can be assumed to come from the prior distribution of R and can be written as

Pl
R =~ ~R
Py
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An important aspect of the Bayesian inference lies in the choice of the values of
the prior distribution parameters. One can choose a non-informative prior, assuming
that that there is no previous information about the problem what so ever. For our
problem (a4, 3;) = (1/2,1/2), i=1,2, will be a non-informative prior. This is often
referred to as Jeffreys prior (Jeffreys, 1935). Other reasonable choices will be values
of (1,1) or (2,2) (see Agresti & Caffo, 2000). The choice of beta(1,1) as the prior
distribution for P; and P, is equivalent to choosing an uniform prior. The nice thing
about choosing an uniform prior is that in this case we will have 7(Py, P») o< 1 and

hence from (3.8) we will have

7T(P1,P2|X1 = ZEl,XQ = ZEQ) X L(P17P2|X1 = ZL’l,XQ = ZEQ).

This means that drawing inference from the posterior distribution and drawing in-
ference from the likelihood ratio will be equivalent. Since we will be comparing the
Bayesian tests with frequentist tests this somewhat provides a common ground. So

for our purpose we will assume apriori that P, and P, have a beta(1,1) distribution.

Note that since the posterior distribution of P; and P, are independent beta(X; +
ay, N1 — X1+ 1) and beta(Xs+ s, No — Xo+ (32), if we have reasonably large (N7, Ny)
it will not really matter much in practice whether we choose (o, 3;) = (1/2,1/2), (1,1),
or a (2,2). But if we have really small sample sizes or (x; = 0, N;) then one has to
be more careful and there is going to be a difference in results between choosing an

informative prior and a non-informative prior.
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Now we will derive the two Bayesian tests. We will call the first test as the Lindley
Smith (LS) test as this idea of testing was originally suggested by Lindley-Smith. The
second test uses the Bayes Factor as the test statistic and we will call this the Bayes

Factor (BF') test.

Lindley Smith (LS) test

The idea behind this test is quite simple. Since we can simulate from the posterior
distribution of R we can numerically compute the R;_,th percentile value of the
distribution. So if we are testing for the alternative H; : R < Ry at a = 0.05 level of
significance we will reject the null hypothesis if Ryg5 < Ry. Else we will fail to reject

the null hypothesis.

So in practice this is how we will construct the test. Suppose we have the data at
hand to be (Vq, x1), and (Na, x5), where Ny, Ny are the sample sizes in each group and
x1 is the observed number of responses for the treatment group and x5 is the observed
number of responses for the placebo group. And we want to test the hypothesis of
efficacy (3.1) at 5% level of significance. In terms of the relative risk the alternative
will be H; : R < Ry. So we follow the steps discussed previously and draw B samples
from the posterior distribution of R. From these B samples we compute the 95th
percentile Ryg5. If the value of the 95th percentile is less than or equal to Ry we

reject the null hypothesis.
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Bayes Factor (BF) test

Bayes Factor is one of the most popular methods used in Bayesian hypothesis testing
problem. If one has to make an analogy the Bayes Factor is the Bayesian equivalent

of the Likelihood ratio. Here we will try to present the main idea.

Let us assume that we have two hypothesis Hy and H; and suppose the data D
in hand is assumed to have come from either of the two hypothesis with probabilities
P(D|Hy) and P(D|H;). Also let us assume that without looking at the data one has
prior belief about each of the two hypothesis. Let the prior probability of occurrence
of any of the hypothesis be P(Hy) and P(H;). Now the data will produce posterior

probability for each hypothesis. Let they be P(Hy|D) and P(H;|D).

The Bayes Factor (BF') is defined to be the ratio of the posterior odds of observing

H; to the prior odds of observing H;. So

_ P(H,|D)/ P(H,|D)
BE = =pim)/p(a,)

Interpreting the BF

Kass & Raftery (1995) presents a nice discussion on the interpretation of BF. The
BF is a summary of evidence provided by the data in favor of one of the hypothesis

Hy or Hy. They have provided a chart for interpreting the BF'.

1. If 1 < BF < 3.2 then the evidence against Hj is not worth mentioning.
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2. If 3.2 < BF < 10 then the evidence against Hj is substantial.

3. If 10 < BF < 100 then the evidence against H is strong.

4. If 100 < BF then the evidence against H, is decisive.

Often people use the logarithmic scale at base 10 to interpret the BF'. In that scale

one can interpret the BF' as follows.

1. If 0 <log,o(BF) < 1/2 then the evidence against Hy is not worth mentioning.

2. If 1/2 < log,y(BF') < 1 then the evidence against Hy is substantial.

3. If 1 < logyy(BF) < 2 then the evidence against Hy is strong.

4. If 2 < log,o(BF') then the evidence against Hy is decisive.

Computing the BF

Now that we have discussed what the BF' is, the next step would be to determine
how to compute it for our problem and hence how to construct the BF test. Recall

that we have

(3.10)

Suppose we are testing the hypothesis of efficacy. In terms of relative risk we will be
testing (3.2). So P(Hy|D) = P(R > Ro|D). Since we can draw | = 1,..,B samples
from the posterior distribution of R, we can estimate this probability by calculating

S IR > Ry
B
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Using the same logic one can evaluate the BF for our problem using (3.10) as

SELIRY < Ro] 2, IR, > Ry
Y2 IR > Ro) Y12, IR, < Ro]

(3.11)

We will use (3.11) to estimate the BF.

The BF test

Now we are in a position to construct the BF' test. For our test we will choose 30 to be
the cutoff point. So we will construct our test as follows. For testing the alternative
hypothesis Hy : m > m if we compute the BF using (3.11) then we will reject the
null hypothesis if BF > 30. In logarithmic scale, we will reject the null hypothesis if

log,o(BF) > 1.48.

There is no specific reason for choosing 30 apart from the fact that it gives a
reasonable single number which we can assign as a cutoff point. This is because
we are trying to construct a test that can be compared from a frequentist sense as
well as a Bayesian sense. The decision rule suggested by Kass and Raftery (which
they adopted from Jeffreys) tells us clearly when to base our decision in favor of the
null hypothesis or the alternative. But if we are to decide between rejecting or not
rejecting the hypothesis it probably makes more sense to have a definite cut off point.
Based on this scale (and trying to find a single cutoff that makes the size of the test
closest to the nominal size) for the test of efficacy we found 30 to be a reasonable

choice. Other values that we tried were 10 and 50. We saw that for a cutoff of 10 the
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test was very liberal and for a cutoff of 50 it was very conservative.

Note that from our computations what we found was that there is no single best
optimum number that helps in maintaining the size as close to the nominal size as
possible. What one can do is for each test find a cutoff for which the size of the test
will not exceed the nominal size. So what we are suggesting is that for all reasonable

values of (N1, Ny) and 7y determine a cutoff K, such that

P[BF > K|H) < a.

This will guarantee a level « test from a frequentist sense. However one has to come
up with some kind of a table similar to a Z table or an F' table and it may not hold
much practical appeal. But if some one chooses to do it (need not be very thorough
and can do it for a reasonable number of sample sizes and values of 7p) then it will be
possible to come up with an exact test which is very easy to implement in practice.
But if we choose some arbitrary number like 30 there will not be any guarantee that
the size of the test will remain below the nominal level. Similarly one can find a K

for which the LS test satisfies

P[Rl_a < KR()’H()] < a.

In that case the LS test will also yield a level a test.

Another point to note is that the BF in itself has an appeal of its own. Because

the BF actually tells us whether or not to favor one decision over the other. For
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example a large value of the BF shows strong evidence for H; where as a small value
of the BF shows strong evidence for Hy. This argument about having evidence for
either one of the hypothesis does not hold for a p value. The p value either rejects
the null hypothesis or fails to reject the null hypothesis. But failing to reject the null

hypothesis does not mean it shows evidence in favor of the null hypothesis.

In the next section we will talk about how to compute the size and power for each

of the tests discussed in this section.

3.3 Size and Power

In Chapter 1 we had discussed about the size and power computations for the two
exact tests pgyp and pg. It will be very similar for the other three tests as well. First
we need to compute the rejection sets for all the tests. Suppose we are testing at level

« for the hypothesis of efficacy for a pre-specified value of 79 = 1 — Rj.

1. For the exact unconditional test it can be defined as

Roup(a) = [(21,22) | psup(71,72) < a.

2. For the confidence interval p value test it can be defined as

Rﬁ<a) = [($1,$2) | pﬁ($1v$2) < Oz].
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3. For the approximate unconditional test it can be defined as

Rau(a) = [(3317332) |pau(x1>332) < a]'

4. For the Lindley-Smith (LS) test it can be defined as

Rrs = [(x1,22) | Ri—a(z1,22) < Ry,

where Ry_, (21, x2) is the 100(1 — «)th percentile of the posterior distribution of

R when the observed responses are (z1,x3) and the sample sizes are (Ny, Ns).

5. For the Bayes Factor (BF) test it can be defined as

RBF = [(.171,552) | BF(.CEl,.TQ) > 30],

where BF(z1,x5) is the Bayes factor when the observed responses are (xy, z3)

and the sample sizes are (N7, Ns).

Note that for the BF test if one wants to construct an exact level a test then one
can choose a cutoff depending on the value of 7y and sample sizes (N7, Ny) such that
the size never exceeds the nominal size. Let us denote by K (N7, No, mg) such a cutoff

point. Then we will define the rejection set for the BF test as

Rpp = [(z1,72) | BF(31,22) > K(N1, N2, m)].

Once we have computed the rejection sets, the size and power for any of the tests

may be obtained by using one of the following formulae.
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1. The size of the test can be computed as

1 T Ni—zx 2 1\z 1 \No—z
sup E E P (1 - P L 1< ) — )2 (1 — —)"2 21$1,12 ()]
P1eD(Ro) xr1=0 x2=0 (331) ! ( 1) o) (RO) ( RO) I JeRi(a)

(3.12)

where ¢+ = sup or 8 or au or BF or LS.

2. The power of the test for a given value of (P;, P,) can be computed as

5> 5° (M Py — e (V) - pyeg 3.13
> 2 Tl = P) 52 (1= P) [(@1e2)eRie))s  (3:13)
x1=022=0 1 T2

where ¢ = sup or 8 or au or BF or LS.

In the next section we will compare the performance of the five tests in terms of
size and power for the hypothesis of efficacy. We do not expect the approximate or
the Bayesian tests to always maintain the nominal size. However if the sizes for these
tests do not exceed the nominal size by too much and they have good power then it

may be worthwhile to use them in practice.

3.4 Results

The test of efficacy is a special case of the general testing problem for the relative

risk that was discussed in Chapter 1. However this test is widely used to evaluate the
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efficacy of vaccines in vaccine trials. As we discussed earlier the values of the efficacy
parameter considered are small non-zero values. We have considered several choices
of my. However we will only present the results for 7y = 0.1. In all the cases the
results were quite similar. Again like Chapter 1 we will consider two different cases.
The first case will be when the sample sizes (N, Ny) are balanced, i.e., N = N,. The

other case will be when they are unbalanced, i.e., N < Ny or Ny > Ns.

The sample sizes (N7, Ny) that are considered are the following:

1. For balanced cases they are (20,20), (50,50), (75,75) and (100,100).

2. For the unbalanced cases they are (20,40), (40,20), (50,100), and (100,50) re-

spectively.

All tests will be considered at o = 0.05 level. Note that for the Bayesian tests we will
be drawing B = 1000 samples from the prior and the posterior distribution of R (see
section 3.2.2). We will present the actual size and power for each of the five tests and
the size function plots. Also we will present the total error (sum of the size and type

IT error).

Balanced Case

In Table 3.1 we are presenting the actual size for each of the five tests for testing the
hypothesis of efficacy (3.1) with m9 = 0.1 when N7 = N,. The first column (N7, N)

denotes the sample sizes and the other five columns represents each of the tests.
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Table 3.1: Hy: 7 < 0.1 versus H; : m > 0.1: Size for all the five tests when N; = Ny

(N17 NQ) DPsup P Pau LS BF

(20,20) | 0.0439 | 0.0446 | 0.0533 | 0.0500 | 0.0373

(50,50) | 0.0318 | 0.0487 | 0.0577 | 0.0522 | 0.0424

(75,75) | 0.0466 | 0.0481 | 0.0529 | 0.0524 | 0.0407

(100,100) | 0.0490 | 0.0488 | 0.0531 | 0.0515 | 0.0427

From Table 3.1 we see that all the three non-exact tests are performing quite well.
Although they are above the nominal 5% level in some of the cases but they are only
marginally above it. Note that the worst case is for the approximate unconditional
test pay when (Ny, No) = (50,50). In this case the size is 0.0577. The good thing
is that both the approximate unconditional and the Bayes test using Lindley-Smith
approach have size very close to the nominal 0.05 size in all the cases. Also the size
for the Bayes test BF never exceeds the nominal size. However between these five
tests the BF is the most conservative one. Except for the case of (50,50) where pg,,
has the lowest size, in all the other cases BF' had the lowest size. But there is always
room for improvement by choosing the optimum cutoff point. As we have discussed
earlier although we had chosen an arbitrary cutoff value of 30 one can evaluate the
cutoff for a specific hypothesis so as to obtain a level «a test. And that may result in

a size function which is closer to the nominal 0.05 line.
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Another important point to note is that in only two out of the 20 cases the size
has actually fallen below 0.04. The first is for (20,20) where the BF test has size of
0.0373. The other case is (50,50) when the ps,, test has size of 0.0318. This is one
situation where we see how conservative the standard exact test might get even for

moderately large samples.

Figures 3.1 - 3.4 shows the size function plot for all the five tests for each of the
sample sizes considered in Table 3.1 (see Chapter 1 regarding computation of the size
plot). From Figure 3.1 (when (Ny, N3) = (20,20)) we see that among all the five tests
the performance of the BF test is worst followed by ps,, and pg. p., and LS does
a much better job although p,, exceeds the 0.05 nominal size slightly. For sample
sizes of 50 (see Figure 3.2) ps,, does the worst job followed by BF'. The other three
tests have size functions quite close to each other. Again for sample sizes of 75 (see
Figure 3.3) we see that BF and ps,, does the worst job. Performance for the other
three tests are comparable. However for (100,100), (see Figure 3.4) except for BF' all
the other four tests does a good job. From all the four cases we see that pg, p,, and
LS seem to do a reasonably good job while py,, and especially BF performs quite
poorly. Overall for balanced samples we have seen reasonably good results (in terms
of size function being close to the nominal 0.05 line) for all the tests. We had done
the computations for other values of 7y such as 0.23 and 0.3 (not shown here) and

various other choices of (N7, Ny) and in all the cases found similar results.



Table 3.2: Hy : m < 0.1 versus H;

(Pl,PQ) when N1 = N2

:m > 0.1: Type II error for specific
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choices of

(Ni,No) | (P, P) | Dsup Ps Pau LS BF
(20,20) | (0.2,0.5) | 0.5405 | 0.4692 | 0.4591 | 0.4591 | 0.5091
(20,20) | (0.3,0.5) | 0.7900 | 0.7555 | 0.7535 | 0.7535 | 0.7863
(50,50) | (0.2,0.5) | 0.1727 | 0.1207 | 0.1207 | 0.1207 | 0.1385
(50,50) | (0.3,0.5) | 0.6056 | 0.5173 | 0.5163 | 0.5183 | 0.5420
(75,75) | (0.2,0.5) | 0.0394 | 0.0350 | 0.0325 | 0.0321 | 0.0431
(75,75) | (0.3,0.5) | 0.3991 | 0.3759 | 0.3631 | 0.3733 | 0.4123

(100,100) | (0.2,0.5) | 0.0095 | 0.0092 | 0.0088 | 0.0084 | 0.0116

(100,100) | (0.3,0.5) | 0.2697 | 0.2643 | 0.2535 | 0.2660 | 0.3043

In Tables 3.2 and 3.3 we are presenting the type II errors and power for all the

five tests for particular values of (P, P;) lying in the alternative hypothesis. Type II

error is just 1 - power. We have used (3.13) to compute the power and subtracted it

from 1 to get the type II error. We have considered values of (P, P,) = (0.2,0.5) and

(0.3,0.5). Main reason for choosing these values are often it will be expected that the

vaccine group will have low disease incidence rate and it will be much lower than the

placebo group. So for our application this may be a reasonable choice.

From Table 3.2 we see that pg,, and BF' has the highest type II error amongst

all the five tests (for all the cases considered here). Hence they will have the lowest



Table 3.3: Hy : m < 0.1 versus H;

when Ni = N,
(N1, No) | (P, Ps) | Psup D Pau LS BF
(20,20) | (0.2,0.5) | 0.4595 | 0.5308 | 0.5409 | 0.5409 | 0.4900
(20,20) | (0.3,0.5) | 0.2100 | 0.2444 | 0.2465 | 0.2465 | 0.2137
(50,50) | (0.2,0.5) | 0.8273 | 0.8793 | 0.8793 | 0.8792 | 0.8615
(50,50) | (0.3,0.5) | 0.3943 | 0.4827 | 0.4837 | 0.4817 | 0.4580
(75,75) | (0.2,0.5) | 0.9606 | 0.9650 | 0.9675 | 0.9679 | 0.9569
(75,75) | (0.3,0.5) | 0.6009 | 0.3759 | 0.3631 | 0.3733 | 0.4123
(100,100) | (0.2,0.5) | 0.9905 | 0.9908 | 0.9912 | 0.9916 | 0.9884
(100,100) | (0.3,0.5) | 0.7303 | 0.7357 | 0.7465 | 0.7340 | 0.6957
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: > 0.1: Power for specific choices of (P, P»)

power (see Table 3.3). However one point to note is that the cases where BF' has

the highest type II error (the last four cases) it is only slightly higher than ps,,, the

maximum difference being about 0.035 (when (N, Ny) = (100,100) and (P, Py) =

(0.3,0.5)). But for the first four cases where pg,, has the highest type II error the

maximum difference is 0.063 (when (N, Ny) = (50,50) and (Py, Py) = (0.3,0.5)). pg,

Pau, and LS all have very similar type II errors and power.

In Table 3.4 we present the total error, which is the sum of the size of the test

and the type II error evaluated at the specified values of P, and P,. As we had

mentioned earlier it would be appropriate to look at the total error as the Bayesian
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Table 3.4: Hy : m < 0.1 versus H; : m > 0.1: Total error for specific choices of (P, P)

when Ni = N,
(N1, No) | (Pr, P2) | Psup Ps Pau LS BF
(20,20) | (0.2,0.5) | 0.5844 | 0.5138 | 0.5124 | 0.5001 | 0.5464
(20,20) | (0.3,0.5) | 0.8339 | 0.8001 | 0.8068 | 0.8035 | 0.8236
(50,50) | (0.2,0.5) | 0.2045 | 0.1694 | 0.1784 | 0.1729 | 0.1809
(50,50) | (0.3,0.5) | 0.6375 | 0.5660 | 0.5740 | 0.5705 | 0.5844
(75,75) | (0.2,0.5) | 0.0860 | 0.0831 | 0.0854 | 0.0845 | 0.0832
(75,75) | (0.3,0.5) | 0.4457 | 0.4240 | 0.4160 | 0.4257 | 0.4524
(100,100) | (0.2,0.5) | 0.0585 | 0.058 | 0.0619 | 0.0599 | 0.0543
(100,100) | (0.3,0.5) | 0.3187 | 0.3131 | 0.3066 | 0.3175 | 0.3470

tests are not guaranteed to maintain the nominal size. From Table 3.4 we see that

the Bayesian test LS has one of the lowest total error, comparable with the exact

test pg. The standard exact test ps,, has the largest total error in most of the cases.

From the cases we have considered we see that for balanced sample sizes pg, P,

and LS outperforms py,, and BF. Between these five tests BF results in the most

conservative test followed by ps,,. Next we will consider the cases when the sample

sizes are unbalanced.

Unbalanced Case

Throughout our study on exact tests we have seen how important it is to consider
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Table 3.5: Hy: m < 0.1 versus H; : 7 > 0.1: Size for all the five tests when Ny # Ny

(N17 NQ) DPsup Ps Pau LS BF

(20,40) | 0.0487 | 0.0487 | 0.0487 | 0.0549 | 0.0397

(40,20) | 0.0485 | 0.0485 | 0.0514 | 0.0517 | 0.0475

(50,100) | 0.0383 | 0.0481 | 0.0503 | 0.0565 | 0.0424

(100,50) | 0.0492 | 0.0490 | 0.0525 | 0.0672 | 0.0453

the unbalancedness of sample sizes in the treatment group and the control group.
In Chapter 1 we had seen how unequal sample sizes in the two arms resulted in
drastic improvement in power for the confidence interval p value test ps. Again while
comparing the non-exact tests to exact tests we saw some interesting results because
of the unbalancedness. First we will present the same Tables as we did in the balanced

cases.

Table 3.5 presents the size for the unbalanced samples that we are considering.
Between the two exact tests, except for (50,100) both of them have almost the same
size. For (50,100) we see quite an improvement for pg. p,, performs reasonably well
in all the four cases. Although BF seems a bit conservative but it always maintains
the correct level over here. The thing that is interesting to note is that in the last
case LS exceeds the 0.05 level by quite a bit. If we look at the size for the LS test

when sample sizes are (100,50) we see that it is above 0.067.
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In Figures 3.5 - 3.8 we present the size function plots for all the five tests for
each of the sample pairs considered. From Figure 3.5 when sample sizes are (20,40)
we see that except BF' all the other four tests does a good job. Note that here the
size function for ps,, and pg are identical. Also from Figure 3.6 when sample sizes
are (40,20) we see that BF' performs poorly. Again the size functions for both the
exact tests are identical. In this case both p,, and LS do relatively well compared
to the exact tests. From Figure 3.7 (when sample sizes are (50,100) we see that
there is a significant gain in using pg, pe, or LS instead of py,, or BF. Both of
them (especially ps,,) yields very poor results in this case. And lastly for the case of
(N1, Na) = (100,50) (see Figure 3.8) ps and p,, are the definite winners. Again p,,
and BF' gives the worst results. The Bayesian test LS turns out to be very liberal,
especially for values of P; near 0. The size for this test is 0.067 which is some thing to
worry about. The size function plot gradually falls and after values of P; near 0.3 it
more or less stays near the nominal line. Evidently it is not doing too bad but it does
show that things might get worse. In fact from the results that we have presented

this is the first time we saw the size going above 0.06.

Again we did further comparisons with more sample size choices and different
values of my. Except for the Bayesian test LS things performed reasonably well for
the hypothesis of efficacy problem when we are testing for the alternative Hy : m > mg
for small non-zero values of my. The problem that we found for the LS test was

that as the unbalancedness increased (especially when N; < Nj) the size of the test
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Table 3.6: Hy : m < 0.1 versus Hy : m > 0.1: Type II error for specific choices of
(Pl,PQ) when N1 7é N2

(NbNQ) (PhPQ) Psup P Pau LS BF

(20,40) | (0.2,0.5) | 0.3633 | 0.3633 | 0.3633 | 0.3634 | 0.4193

(20,40) | (0.3,0.5) | 0.6981 | 0.6981 | 0.6981 | 0.6981 | 0.7504

(40,20) | (0.2,0.5) | 0.3348 | 0.3348 | 0.3319 | 0.3404 | 0.3546

(40,20) | (0.3,0.5) | 0.6894 | 0.6894 | 0.6743 | 0.6841 | 0.7111

(50,100) | (0.2,0.5) | 0.0908 | 0.0579 | 0.0579 | 0.0603 | 0.0788

(50,100) | (0.3,0.5) | 0.5170 | 0.4307 | 0.4290 | 0.4332 | 0.4930

(100,50) | (0.2,0.5) | 0.0583 | 0.0487 | 0.0464 | 0.0450 | 0.0564

(100,50) | (0.3,0.5) | 0.4367 | 0.4019 | 0.3992 | 0.3949 | 0.4441

increased drastically. We will discuss this in detail once we have presented all the

results for the unbalanced cases, i.e., the Type II error, power, and the total error.

From Table 3.6 we see that when (N, Ns) is (20,40), (40,20) and (100,50) except
for BF all the tests have similar type II error. The type II error for BF' is slightly
higher in these cases (especially when (Py, P,)=(0.3,0.5)). For (50,100) the type II
error for pg, pe, and LS are much lower than pg,, and BF'. Which means that they
will have higher power compared to ps,, and BF'. Table 3.7 shows the actual values

of power for the given choices of (P, P;).

Finally in Table 3.8 we present the total error for all the five tests. We see that



Table 3.7: Hy : m < 0.1 versus H;

when N; # No

(N1, N2)

(P1, P»)

Psup

Ds

Pau

LS

BF

(20,40)

(20,40)

(0.2,0.5)

(0.3,0.5)

0.6367

0.6981

0.6367

0.6981

0.6367

0.6981

0.6366

0.6981

0.5807

0.7504

(40,20)

(40,20)

(0.2,0.5)

(0.3,0.5)

0.6652

0.3106

0.6652

0.3106

0.6681

0.3257

0.6596

0.3159

0.6454

0.2889

(50,100)

(50,100)

0.2,0.5)

(0.3,0.5)

0.9091

0.4830

0.9421

0.5693

0.9421

0.5710

0.9397

0.5668

0.9212

0.5070

(100,50)

(100,50)

(0.2,0.5)

(0.3,0.5)

0.9416

0.5633

0.9513

0.5983

0.9536

0.6008

0.9550

0.6051

0.9436

0.5559
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: > 0.1: Power for specific choices of (P, P»)

the total error for the Bayesian test LS is comparable to the other three frequentist

tests. For most of the cases the total error for BF' is higher than the other four tests

followed by psyp-

From our analysis we have come to the following conclusion. For this specific prob-

lem of testing for efficacy the approximate unconditional test p,, and the Bayesian

test LS gives reasonably good results. Except for highly unbalanced samples we did

not see the size go up too much above the 0.05 level and power of the tests were

very much comparable to the exact methods. For the Bayesian test LS we have seen

that highly unbalanced samples causes serious problems and one should use this test
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Table 3.8: Hy : m < 0.1 versus Hy : 7 > 0.1: Total error for specific choices of (P, P»)
when N; # No

(Nl? NZ) (Pla PZ) Psup Pp Pau LS BF

(20,40) | (0.2,0.5) | 0.4120 | 0.4120 | 0.4120 | 0.4183 | 0.4590

(20,40) | (0.3,0.5) | 0.7468 | 0.7468 | 0.7468 | 0.7468 | 0.7901

(40,20) | (0.2,0.5) | 0.3833 | 0.3833 | 0.3833 | 0.3921 | 0.4021

(40,20) | (0.3,0.5) | 0.7379 | 0.7379 | 0.7257 | 0.7358 | 0.7586

(50,100) | (0.2,0.5) | 0.1291 | 0.1060 | 0.1082 | 0.1168 | 0.1212

(50,100) | (0.3,0.5) | 0.5553 | 0.4788 | 0.4793 | 0.4897 | 0.5354

(100,50) | (0.2,0.5) | 0.1075 | 0.0977 | 0.0989 | 0.1122 | 0.0988

(100,50) | (0.3,0.5) | 0.4859 | 0.4509 | 0.4517 | 0.4621 | 0.4894

with caution. We shall discuss this shortly. In fact for more balanced samples we can
definitely conclude that amongst the five tests the standard exact test py,, and the
BF test are the most conservative ones. In terms of computational ease ps,, is the
worst followed by ps and p,,. The two Bayesian tests will be very easy to implement
in practice. The confidence interval p value test ps performed very nicely. For most
of the cases it had one of the highest power and the size never goes above the nominal
level. Omne of the reason for doing this comparison was to show that pg should be
a definite choice between exact, approximate, asymptotic and Bayesian methods. It

maintains the nominal size plus yields very good results in terms of power.
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The appeal for the approximate or the Bayesian tests lies in the fact that they can
be very easily implemented in practice. The computation time is reduced significantly
if we use the non-exact tests. In fact while presenting the non-exact p values it is
always possible to present the size of the test along with it. This would be useful in
the sense that if it is performing very poorly then one can resort to exact methods.
But it will not be always possible to present the size for the exact tests because of

computing time.

There is one important point that the readers must be aware of at this time.
Throughout our discussion in this Chapter we have restricted ourselves to the specific
problem of testing for efficacy. Unlike Chapter 1 we did not consider the general
testing problem for the relative risk where we have to take in to account all possible
values of R and test for both the alternatives H; : R < Ry and H; : R > Ry. The
reason for this is because the non-exact methods are not at all reliable for the general
testing problem. We had looked at several cases and found out that the results
were quite poor. As we change the alternative and move across different values of
R the size of the test can go up by quite a bit above the nominal size. So we do
not recommend people use these tests for the general testing problem for relative
risk. If maintaining the right size is of importance one has hardly any choice but to
resort to exact methods. Again confidence intervals constructed from either p,, or
the Bayesian tests will result in shorter intervals but will have poor coverage. It is

always possible to construct a level « test by using the Bayes Factor test if one is
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willing to tabulate the cutoff points so that the size never exceeds the nominal size.

But this will be a tedious task and may not have much practical appeal.

Another thing we should keep in mind is that we have tried to use the Bayesian
tests in a frequentist sense and compared its size and type Il error. However there
is nothing wrong to just use this test from a Bayesian perspective and use it for the
general testing problem for the relative risk. For example what ever be the value of

R or the direction of the test one can still compute the Bayes Factor and interpret it.

Highly Unbalanced Samples

As we have mentioned earlier unbalancedness caused problems for the Bayes LS test.
Recall that when the sample sizes were (100,50) and (50,100) we saw the size to be
0.0672 and 0.0565. We investigated this in more detail by considering some highly
unbalanced pairs, viz., (200,50), (50,200), (1000,50), (50,1000). In Figures 3.9, 3.10,
and 3.11 we are presenting the size function plots for the LS test when the sample
sizes are (200,50), (50,200), and (200,200). We see that for the unbalanced cases the
size functions are either highly skewed to the left (200,50) or highly skewed to the
right (50,200). The reason for presenting the (200,200) plot is to show the readers

that it still performs well when the samples are balanced.

Also we notice that when ever (N; < Nj) it takes a sharper peak compared to

when (N7 > Ny). In Figures 3.12 and 3.13 we considered the very extreme cases of
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(1000,50) and (50,1000). We see that for sample sizes (1000,50) the size goes up to 1
for very small values of Py close to 0 and falls sharply. For (50,1000) although it is

hardly as bad, still it goes up to almost 0.08.

Recall that for the LS test we would reject the null hypothesis when Rgg5 < Rp.
So if one plots the distribution of the 95th percentile of the relative risk R one may
be able to see what is going on. Now if we define W = P; — Ry P, then we can write
the hypothesis of efficacy in terms of W. After simplification this reduces to testing
for the alternative H; : W < 0. In this case we will reject the null hypothesis if
Wo9s < 0 (where Wy g5 is the upper 95th percentile of the distribution of W). We
actually plotted the distribution of the 95th percentile of W for the (1000,50) and
the (50,1000) cases when the true values of (P, P, = P;/Ry) are (0.01,0.01/0.9) and
(0.8,0.8/0.9). Recall that here Ry was 0.9. The reason for choosing P; = 0.01 and
0.8 was because these were the regions where we saw the sharp peaks in Figures 3.12

and 3.13.

Figures 3.14 and 3.15 gives the histogram plots for the distribution of the 95th
percentile of W = P, — RyP, when (N, No) = (1000,50) and (P, P, = Pi/Ry) =
(0.01,0.01/0.9) and (0.8,0.8/0.9). We see from Figure 3.14 that in less than 15% of
the cases the values are less than 0. This matches with the results from the actual
size plot. From Figure 3.12 we see that although the size is 1 for P; very close to 0,

but it takes a sharp plunge and for values of P, near 0.01 the probability is close to
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0.15. From Figure 3.15 we see that around 4% of the time the values are less than
0. This again collaborates with the size plot for (1000,50). We do not see the size
of the test to be very high near the region of P, = 0.8 (see Figure 3.12). It is about
0.04. Again if we look at Figures 3.16 and 3.17 we can find a similar explanation. In
Figure 3.16 we see that all the values are greater than 0. This matches with the fact
that the size is 0 for (N1, Ny) = (50,1000) for values of P, near 0.01 (see Figure 3.13).
Again from Figure 3.17 we see that around 6-7% of the time the values are less than
0. Which again accounts for the probability being close to 0.065 for this case (near

values of P; = 0.8, see Figure 3.13).

One important point to note is that since for our application we will expect very
small values of Py, i.e., a low disease incidence rate for the vaccine group one should
be more worried about the case when N; >> Ny. And there is a good possibility of
seeing such unbalancedness in practice. For example if we know that the vaccine is
quite effective one would design the study in such a way so as to have more subjects

in the vaccine group rather than in placebo.

From these examples we see that one has to be very cautious in using the Bayes
test derived from the Lindley-Smith approach for highly unbalanced sample sizes. In

this case a better alternative would be to use the Bayes Factor test.
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3.5 Conclusion

In this Chapter we dealt with the problem of testing for efficacy which is a special
case of the general testing problem for the relative risk. In Chapters 1 and 2 we
had considered the general testing problem and interval estimation for the relative
risk parameter in depth. We had shown how the asymptotic methods failed to bring
the desired results in terms of maintaining the correct size and why exact tests were

necessary.

So Chapter 3 may sound as a contradiction to what ever we have said previously.
Because here we have been endorsing non-exact methods. However that was not
at all the point of this Chapter. From Chapters 1 and 2 it should be clear to the
readers that although exact tests maintain the correct size but it does not come
without a price. First of all it is difficult to implement in practice (mainly because
of the computational complexities). Secondly it can be very conservative (especially
the standard exact test ps,,). For all these reasons we thought that if there were
other alternatives that could be used at least for some specific application it might
be worthwhile to compare them with the exact methods. And that is precisely what
we did in this Chapter. We compared the two exact tests with an approximate test
and two Bayesian tests. The appeal for the non-exact tests lies in their simplicity of
implementation. From our results what we can conclude is that pg, p,., and LS are

all very useful tests for this application. Both pg,, and BF' performed rather poorly.
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While using the non-exact tests we recommend that one present the size of the test
along with the p value so that it can be determined how accurate (or inaccurate) the

results are.

The Bayesian tests are based on completely different assumptions and it will
be unfair to just rely on a comparison from a frequentist sense. But even from a
frequentist point of view the LS test performed quite well. As we have mentioned
earlier none of the non-exact methods should be used for the general hypothesis
testing problem for the relative risk. Also confidence intervals computed by inverting
these tests will often have poor coverage (lower than the nominal coverage). But for
the specific testing problem that we have considered they can serve as a very useful

tool.
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Figure 3.16: Distribution of the 95th percentile of W when (N, N3)=(50,1000) and
(P,, P,)=(0.01,0.01/0.9)
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Figure 3.17: Distribution of the 95th percentile of W when (N, N3)=(50,1000) and
(P, P»)=(0.8,0.8/0.9)
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