ABSTRACT

HOLTER, JULIA CAROL. New Approaches to Tuning Parameter Selection in Penalized
Estimation. (Under the direction of Jonathan Stallrich).

The tuning parameter selection strategy for penalized estimation is crucial to identify
a model that is both interpretable and predictive. For some penalties, this can mean
that tuning parameter selection plays a vital role in variable selection. Popular strategies
can struggle to balance model fit with model complexity, especially for penalties such as
the Lasso, that tend to include many inactive coefficients before active coefficients can
achieve their full magnitude. Often, this challenge results in selecting models with more
predictors than necessary.

This dissertation proposes a simple, yet powerful K-fold Cross Validation strategy
based on maximizing squared correlations between the observed and predicted values.
The strategy can be applied to all penalized least-squares estimators and, under certain
conditions, the metric informs a multiplicative bias adjustment. The bias correction can
be extended to GLMs and used as a more flexible K-fold Cross Validation tool as well. An
alternative penalized correction is also developed that reduces the bias of estimates more
reliably than the original correction. The efficacy of the new approaches are demonstrated
through simulation studies, on a functional variable selection problem regarding the
placement of surface electromyogram sensors to control a robotic hand prosthesis and on
a classification problem involving Turkish raisins.

The computational challenges of K-fold Cross Validation to choose tuning parameters
are a motivating concern throughout this dissertation, so we explore a sequential opti-
mization approach to approximating K-fold Cross Validation results. This application of
a well known design tool can reduce the number of calculations needed in K-fold Cross

Validation and allow practitioners to more thoroughly explore the tuning parameter space.



The new method’s effectiveness is evaluated using a simulation study for functional data

analysis and Poisson regression, and it is then applied to the EMG data problem.
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CHAPTER

INTRODUCTION

1.1 Motivation and Outline

Penalized estimation is a statistical tool that uses a penalty on maximum likelihood to
shrink estimates. Depending on the penalty, estimates can sometimes be shrunk to exactly
zero, thereby performing variable selection simultaneously with parameter estimation.
There are many reasons penalized estimates may be preferred to unpenalized, often
relating to two desirable qualities: prediction accuracy and interpretability. While the bias
of maximum likelihood estimates is low, they tend to have high variance and imposing
a penalty can improve prediction accuracy. Furthermore, a goal of analysis is often to

determine a small set of predictors that exhibit the strongest effects, a practice that can



be made simpler through the use of penalized estimation (Tibshirani 1996).

To emphasize the practical importance of penalized estimation and variable selection,
consider the recent work of Stallrich et al. (2020) who proposed a decoder for a prosethesis
controller (PC) for a robotic hand. Electromyogram (EMG) signals taken from surface
sensors placed on the residual muscles are input into the PC and translated into movement
of the robotic limb by the decoder. Biomechanical models suggest few muscles are needed
to inform certain movements, implying a PC can reliably predict movement with few
strategically-placed EMG sensors. Modeling movement using as few EMG sensors as
possible will simultaneously improve prediction accuracy and make the device more
comfortable. The specifics of this application will be described in more detail in Section
1.3.

There are a few specific models of particular interest to this work. Chapter 2 primarily

concerns problems that are well approximated by a sparse linear model:

yn><1 = Xn><p/8;;><1 + €Enx1 (11)

where Ele] = 0,, Vie] = X, BT = 181, B3, 0,...,0], and p* is the number of active
covariates. Assume that both y and X are centered to render an intercept term unnecessary,
and X is scaled such that the diagonals of XX are equal to n. In Chapter 3, some of
the discussion includes a class of model known as Generalized Linear Models (GLMs). In

a GLM, the expected value of the response may be written:

E[Ynx1|XnXp] =K = g_l(ﬁgln + an’pﬁ;xl) (12)

where again 87 = [Bf,... s By 0, ,0]7 and p* is the number of active parameters in

the true underlying model. Model 1.1 is a type of GLM where ¢g~! is the identity. Assume



that y is drawn from an exponential family of distributions. This family contains all

distributions whose probability density functions can be written:

Yt — b(ei)

(w5 60) = exp(*=

+ (v, (b)) (1.3)

where ¢ is some nuisance parameter. The family includes—but is not limited to—the
Normal, Binomial, and Poisson distributions. The function ¢(-) is known as the link
function and can take many forms, but for the purposes of this discussion suppose the
link function is “canonical" in that g~!(-) = ¥/(-). As an example, in logistic regression,
where the response follows a Bernoulli distribution with probability p, the canonical link
function is g(p;) = log(pi/(1 — p;)). For all models, let M* = {1,...,p*} index the true
model’s support with cardinality | M*| = p*. Notice that model selection will be important
to accurate coefficient estimation whenever p* < p.

General Additive Models (GAMs) (Hastie and Tibshirani 1986) are a flexible alternative

to the traditional linear model:
p
Yi = Z fi(zij) + € (1.4)
j=1

where the f;’s are functions of one or more covariates. Each f(-) is approximated using
a flexible pre-set basis expansion: f;(z;;) ~ Zle Yjrbjr(z;;) where ~y;,. are the basis
coefficients corresponding to the finite basis b;(z) = {b;1(z), ..., bjr(z)}. Estimation of
f;(+) is equivalent to estimating v;, for r = {1, ..., R}. The process of estimating GAM
coefficients can often be reduced to a version of Model 1.1, however the structure of
the GAM requires a different approach to sparsity wherein covariates are selected, not

individually, but in groups through a penalty such as the Group Lasso (Yuan and Lin

2006), which will be more fully described in Section 1.2. The complexity of the model is



measured across two equally important aspects: smoothness and sparsity. Sparsity, as in
the linear model, refers to the number of functional covariates estimated to be nonzero
in the model. Smoothness describes how locally variable or “wiggly" a given function is
estimated to be (Ramsay and Silverman 2005). Regularization often takes place across
both sparsity and smoothness.

The functional linear model (Ramsay and Silverman 2005) is used in the EMG data
application described in Section 1.3. The scalar-on-function linear model has functional

covariates z;;(t) on domain 7
p
w=Y" [wsop0d+a. (15)
j=1

Generally, it is not possible to directly observe the covariate functions, but rather they
are observed at a dense grid of time points, {;1,...t;n,}. It is common to assume that
the z;;(-) are observed without measurement error and to approximate (;(t) with a basis
expansion, similar to the approximation needed for GAMs. In this dissertation, assume
that R, the number of basis functions, is large enough to capture the complexity of the
function and a B-spline basis is used for the basis expansion. Then the model can be

approximated using the Riemann sum:

/Iij (OB (t)dt = > [(tj = tju1) Y wis(t)bie(t)) v = Ziys (1.6)

r

where Z;; = (Zij1, ..., Zijr) and Zyjr = (tjg —tji-1) >, 24 (t;0)bjr(tj). With this expansion,
the model can be treated as a GAM. Extensions of the estimation techniques used for
Models 1.4 and 1.5 have been used for GLMs with functional predictors as well (James
2002; Miiller and Stadtmiiller 2005).

A penalized estimator is represented generally by 3 y = argmin L(3) + Py(3) where



L(B) is a loss function comparing y to its predicted values, and Py(3) is a penalty function
that depends on tuning parameter(s) A > 0. L(3) is frequently taken to be a scaling
of the negative loglikelihood such that, for the linear model, L(3) = (2n) 7y — ¥,|/3
where y, = X,@/\. Penalty functions can take myriad forms but this dissertation is
interested in those that increase as 3 moves away from 0. The Lasso (Tibshirani 1996)
penalty, P\(8) = M|[Bl[» = A>_7_, |3, is one that can force estimates to equal 0, thereby
performing simultaneous variable selection and estimation. For such sparsity-inducing
estimators, comparing the estimated support, My = {j | B)\J # 0}, to M* is of interest.

The value of A\ balances the importance of minimizing Py(3) relative to L(3), so it
is recommended to explore the tuning parameter space to identify an “optimal" value.
Potential criteria for an optimal value include identifying a 3, that minimizes ||3, — 3*||2,
minimizes ||[X3, — XB*|2, or has M, = M*. The latter criterion is referred to as
support recovery and is a primary focus of this dissertation. Even if a \ exists where
M, = M*, there is no guarantee that it will be correctly identified. Popular approaches,
such as minimizing information criteria, like AIC (Akaike 1974) and BIC (Schwarz 1978),
or minimizing squared prediction error from K-fold Cross Validation often choose a A
that overselects the number of important variables (Feng and Yu 2013; Hastie et al.
2017), i.e., M* C M. Post-selection inference techniques (e.g., Covariance Test for the
Lasso (Lockhart et al. 2014) and the Debiased Lasso (Zhang and Zhang 2014)) and
multi-stage modifications (e.g., Adaptive (Zou 2006) and Relaxed Lasso (Meinshausen
2007)) can correct for this overselection, albeit with added computations and assumptions.
Furthermore, not all of these approaches are available for Model 1.2 and some are
penalty-specific.

This dissertation proposes and investigates new methods of tuning parameter selection
that are flexible to both the model and penalty used. Section 1.2 is a literature review

of topics that appear throughout this work and Section 1.3 describes the EMG data



application from Stallrich et al. (2020). Chapter 2 proposes two related methods of
tuning parameter selection that can be used for penalized estimation on linear models:
a-Modified and AR2 Cross Validation. Both these approaches are informed by penalties
that can perform variable selection and rely on a correlation-based evaluation of prediction
accuracy. The use of a correlation-based metric for evaluating model fit gives rise to a
bias-reduction technique called the a-Modification that can be used to improve estimates
without sacrificing variable selection properties. The effectiveness of the methods are
evaluated using a simulation study and the approaches are applied to the EMG application
to verify their usefulness.

In Chapter 3, the a-Modification is expanded in two ways. First, the procedure defined
in Chapter 2 focuses on the linear model. The extension of the procedure to GLMs is
non-trivial and is explored in Chapter 3. The second major contribution of Chapter 3 is to
address the limitations of the a-Modification as a bias correction with a new alternative
to the a-Modification, the «,-Modification. The a- and «,-Modifications are compared
first with a simulation study and then by applying both techniques to a classification
problem for Turkish raisins.

As Cross Validation is a crucial part of the approaches described in Chapters 2 and
3, it is important to acknowledge its computational limitations. Primarily, K-fold Cross
Validation, which seeks to minimize a measurement of out-of-sample prediction accuracy,
can be expensive to implement, particularly for large data sets and time consuming
penalized estimation techniques. Chapter 4 proposes a sequential optimization approach
for determining which A to evaluate. The process utilizes a Gaussian process approximation
to minimize the number of calculations necessary to find an optimal A, and then to explore
the neighboring space to induce sparsity. We evaluate how well Cross Validation can be
approximated with a simulation study and implement the sequential approach to the

EMG data application, showing that we can choose very similar models with far fewer



calculations. Finally, Chapter 5 summarizes the most important contributions of this work

and proposes a few avenues of future research inspired by it.

1.2 Background

Before the new contributions of this dissertation are presented, it is necessary to review
popular penalized estimation methods, tuning parameter selection techniques, and some
approaches to post-selection inference and bias reduction for penalized estimates. This
review is not comprehensive, but it describes the most important approaches that inform

the developments presented in Chapters 2, 3, and 4.

1.2.1 Classes of Penalized Estimators

Consider the class of penalties PA\(8) = A||B|[2 = A>_; [B;] , ¢ > 0, corresponding to the
so-called bridge estimators (Frank and Friedman 1993). Knight and Fu (2000) show that
for ¢ < 1 and large enough A, the penalized estimate will have some B,\,j = 0, yielding
a continuous approach to the intractable exploration of all submodels. They went on
to show that for the linear model under appropriate regularity conditions, the limiting
distributions of such B »j Whose corresponding 7 = (0 can have positive probability mass
at 0 when p is fixed, meaning that they are capable of support recovery. Huang et al.
(2008) extended this work to prove the same result as p and n grow to infinity, under
certain growth rate conditions. However, the large \ necessary for this to occur may
cause |B)\7j| << |Bj] for j € M*, thereby inflating criteria commonly used for tuning
parameter selection. That is, a A yielding support recovery may be ignored by popular
tuning parameter selection strategies.

The Lasso (Tibshirani 1996) is a bridge estimator where ¢ = 1 so, P\(3) = A||8||1 =

A Z§:1 |8;. It is one of the most commonly used penalized estimators and has been the



subject of a large and growing body of theoretical research since its inception (Knight
and Fu 2000; Efron et al. 2004; Zou et al. 2007; Chatterjee and Lahiri 2011; Lahiri 2021).
A set of conditions that are relevant to theoretical results for the Lasso penalty are
Karush-Kuhn-Tucker (KKT) conditions (Karush 1939; Kuhn and Tucker 1951). For these
conditions, the optimization problem is framed as minimizing a function f(3) under a
set of L constraints requiring that ¢;(8) < 0 for all [ = 1,..., L. The Lagrangian that
represents the constrained optimization problem is: f(8) + .1, AVg/(8) where the
nonnegative weights A1, ..., A\, are known as Lagrangian multipliers. Consider the optimal
primal vector B and the optimal Lagrangian multiplier vector, A*, also known as the dual
vector. The KKT conditions are: (1) Primal feasibility: ¢,(8) < 0 for all I € {1,...,L}; (2)
Complementary slackness: /g, (B) =0foralll e {1,..., L}; (3) Lagrangian condition: B

and \* together satisfy:
L
0=Vf(B)+> NV . (1.7)
=1

The KKT conditions are necessary and sufficient for B to be a global optimum whenever
the regularity condition of strong duality is satisfied (Hastie et al. 2017). For the Lasso
objective function, there is a single constraint, which can be written g(3) = §:1| Bil—t
for some positive constant ¢, meaning that the problem seeks to minimize f(3) = L(8)
while simultaneously requiring that 3 belong to an ¢;-ball of radius ¢.

There exists a unique solution to the Lasso problem for linear models and any
differentiable, convex loss function when the columns of X are in general position, meaning
that no k-dimensional subspace L C R" for k£ < min(n,p) contains more than k + 1
elements of the set {£X,...,£X,}, excluding antipodal pairs (Tibshirani 2013). It is also

known that there exists a closed form expression for the Lasso under the linear model



when X'X = L:

By = sign(Bors,;)(|Bors,| — AT, (1.8)

where BOLSJ is the Ordinary Least Squares (OLS) estimate of the 3}, where BOLS =
(XTX)"'X"y, and (z); = max(0,z). Under the linear model and for iid errors with
constant variance, the Lasso has been proven to be model selection consistent, meaning
there exists A, a function of n, such that P(M,, = M*) — 1 as n — oo under a
condition known as irrepresentability, described below (Zhao and Yu 2006).

A topic of great concern throughout this dissertation is the support recovery capabilities
of the Lasso for a fixed n. Partition 8*7 = (8", 33") where 35 = 0 and partition X
similarly. Let C = %XTX. There are a few important conditions that must be met to
ensure that support recovery for the linear model has a high probability. First, the mutual
incoherence condition, or irrepresentability (Fuchs 2004; Tropp 2006; Meinshausen and

Biihlmann 2006; Zhao and Yu 2006) states that there exists some v > 0 such that

(XTXy) " X ][ <1—7. (1.9)

maneM*C

Next suppose that the smallest eigenvalue of C is larger than some Ci,;,, > 0 (Bickel et al.

2009). Finally, assume that the design matrix has normalized columns such that:

jI:r%aXpijHg/\/ﬁ < Ko - (1.10)

.....

Often, ||x;]|2 = v/n and Ky, is taken to be 1. Under these three conditions and for € that

2

is iid Normal with mean 0 and standard deviation o, consider the Lasso estimates such



that:

)\n Z 8Kclm0 10g<p) .
Y n

(1.11)

Then, Wainwright (2009) showed that, with probability greater than 1 — cre™2"u the

following conditions are met: (1) ,B/\n is unique; (2) M,, € M*; (3) ||,(§;\:* — Bille <

)\n< éiin + H(X{Xl/n)_lHoo> = A\, B(\n, 0; X) where the infinity-norm of some matrix
Ay is given by ||Allo = max Z}]:1 | Apn;| and B;\:* are the coefficients in 8, indexed
by M*; (4) B, includes all j such that 8; > B(\,,a; X).

For the support recovery or model selection consistency results to be useful, we need to
be able trust that the tuning parameter selection strategy used will be able to choose the
best tuning parameters for a given data set. In short, it is useful to know that some tuning
parameter exists such that M, = M* with high probability, and that P(M, = M*) — 1
as n — 00, but it is critical to be able to reliably identify such tuning parameters when
they exist. This can be difficult, and is discussed for the Lasso as well as other penalties
in Section 1.2.2. Because of its popularity, the Lasso will be the specific penalty used in
many of the examples, simulations, and data applications throughout this dissertation.

Another familiar bridge estimator is Ridge Regression, where ¢ = 2 (Hoerl and Kennard
1970). The Ridge penalty is cited as inspiration for the Lasso in Tibshirani (1996). In
practice, the major difference between the two is that, because ¢ > 1, the Ridge penalty
is incapable of performing variable selection. For large values of A, coefficient estimates
will be close to, but never exactly, zero. The Ridge penalty is often used when n < p,
but variable selection is not desired; it is also employed when complete or quasi-complete
separation occurs in logistic regression and unpenalized estimates diverge toward negative
or positive infinity (Albert and Anderson 1984; Sauter and Held 2016).

Non-bridge penalties, many of which perform variable selection, are also available. The

Elastic Net Penalty (Zou and Hastie 2005) is a compromise between the Ridge and Lasso

10



penalties: Py\(8) = M ||B|1 + A2||B]|3- The degree to which the Ridge and Lasso penalties
affect the estimates relies on the multidimensional tuning parameter, A = [A\y, Ao]7. Tt
has been suggested that Elastic Net is preferable to the Lasso when the predictors are
highly correlated with one another. The Lasso, in this case, tends to choose only one
covariate from a group of highly correlated variables without much regard to which one.
Elastic Net, on the other hand, is better able to distinguish among the correlated variables
(Zou and Hastie 2005). Under the linear model and a regularity condition known as
the Elastic Irrepresentable Condition, Jia and Yu (2010) showed that the Elastic Net
penalty is variable selection consistent as n, p, and p* — oo under some conditions on the
relationship between n, p, and p* and on the values of A\; and As.

The Smoothly Clipped Absolute Deviation (SCAD) (Fan and Li 2001) is a quadratic
spline function with knots at two tuning parameters. It is most commonly expressed in

terms of its derivative which, at a single point f3;, is:

(A2 = Bj)

Py(B;) = I8 < M\i) + D — 1)5;1(6} > Al (1.12)

The tuning parameter Ay > 0 can be chosen simultaneously with A\; via traditional tuning
parameter selection techniques. More commonly, As > 0 is simply set to 3.7 because this
value minimizes Bayes risk (Fan and Li 2001). One of the benefits of this approach is
that for large magnitude coefficients, the effect of the penalty is small or zero. Fan and Li
(2001) also proved that for GLMs, the method is variable selection consistent, as long as
An — 0 and /n), — 0o as n — oc.

A similar non-convex penalty is the Minimax Concave penalty (MCP), which is

11



continuous and nearly unbiased (Zhang 2010). Its derivative for a single coefficient, §;, is:

sign(8) (M — )it 18] < Ak

PL(B;) = (1.13)

0 otherwise

where A\, A2 > 0 comprise A, the two-dimensional tuning parameter. Zhang (2010) note
that as Ay — oo, the penalty converges to the Lasso penalty. Similar to SCAD, MCP
relaxes the impact of the penalty as the magnitude of coefficient estimates increase, but
MCP does so more quickly than SCAD. Zhang (2010) prove that lower bounds exist
for the probability of the selection event given the MCP penalty for the linear model,
although again these bounds are only achieved under constraints on the tuning parameter.
The benefit of both SCAD and MCP is that they are less likely to have |B,\,j| << |B;|—
particularly for large magnitude coefficients—and can therefore lead to better variable
selection. Their major limitation is that they require exploration of the tuning parameter
space across multiple dimensions, so tuning parameter selection can be more arduous.
The Seamless ¢y penalty (SELO) is a continuous approximation of the ¢, penalty,
which simply counts the number of non-zero elements in a vector (Dicker et al. 2013).
The reason this approach was necessary is because the £y norm is both non-differentiable

and computationally inefficient to implement. The penalty is:

_ N 1551
PA(B;) = e log(|ﬁj| vl 1) . (1.14)

In Li et al. (2012), an algorithm to use the SELO penalty for GLMs is proposed and

the approach is proven to be variable selection consistent for this setting under some

B;l.

Another approach to prevent | B )il << |B;| and promote accurate variable selection

regularity conditions and assuming A, /(p,)* — 0 where p, = mj{/rll
JeM

12



is to adjust bridge penalties. As discussed above, the Ridge penalty is not commonly
used for variable selection because it does not shrink any coefficient estimates to exactly
zero. A generalization of this penalty, however, where Py(3) = ?:1 )\]ﬂf, was proposed
in Wu (2021) to allow some estimates to shrink to zero. This generalization allows for
an adaptive step, letting one set of Ridge estimates to inform another, and results in
variable selection. The Adaptive Lasso is a similar adjustment for the Lasso penalty
(Zou 2006). It follows a two-stage process: first B—a consistent estimator for 8" such
as OLS—is calculated. Then, with v > 0, Adaptive Lasso estimates are found using the
penalty P\(8) = A0, 16;1778;]. When v = 1 and 8 = B, the objective function
reduces to the Nonnegative Garotte (Breiman 1995). This approach is appealing because
it is variable selection consistent for both the linear model and GLMs when A, satisfies
/v — 0 and \,n(0~Y/2 — 00 as n — oco. The Adaptive Lasso is easily generalized to
non-Lasso penalties, however the selection of v and consistent estimation of 3" for high
dimensional data can be difficult.

The Relaxed Lasso (Meinshausen 2007) is summarized by the following objective

function for the linear model where Ay € (0,1] and Ay > 0 are scalar tuning parameters:

1
51y = X80 Luey I+ Aukel Bl (1.15)

Here, Bo1y4,, is the Hadamard product of 8 with the support vector of the Lasso solution
for A; under active subset M,. For GLMs, the first part of the expression is —¢(3 o 1MA1)
where £(-) is the loglikelihood under the given parameter. In simulations, the Relaxed
Lasso returns sparse models with low bias (Meinshausen 2007). For their theoretical
results, Meinshausen (2007) assume that the design matrix, X is a random variable with a
Gaussian distribution. Then X = (X!, ..., XP) is a p,-dimensional realization of a Normal

distribution with mean 0 and covariance ¥ x and the response variable Y = X7 3" + ¢
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where € ~ N(0,0?). For the linear model, loss of the Relaxed Lasso estimator under the
tuning parameters A; and Ao, By, y,, 8 L(Ai, \o) = E[Y — X783, ,,]*> — 0% When the
number of predictor variables p,, is growing fast with the number of observations, and
assuming there exists some d < 1 such that ¥x and ¥} are diagonally dominant at d for
all n, then:

nf LA, A2) = Op(n7h) (1.16)

whenever \; is sufficiently large. Meinshausen (2007) shows that this rate of convergence
is faster than the ordinary Lasso under the sparse high dimensional setting. That is, while
the regular Lasso is affected by a large number of noise variables, the Relaxed Lasso
is not. This result has not, to our knowledge, been extended to GLMs. Although the
Relaxed Lasso performs well both in terms of variable selection and low-bias coefficient
estimation, it is not as predominant as a regular Lasso approach because extensions to

more complicated penalties and models are often computationally intensive.

P

The Group Lasso (Yuan and Lin 2006) penalty assumes E(y;) = >-"_, x];8; where

J
each x;; is a d; x 1 vector corresponding with the ith observation of the jth covariate
group and shrinks coefficients at the group level. For the linear model, and under some
regularity conditions, Nardi and Rinaldo (2008) proved that the Group Lasso is variable
selection consistent as long as \/nA\; — oo for all j ¢ M*. The Group Lasso penalty is
commonly used for GAMs (Model 1.4) and functional linear models (Model 1.5). For such
models, the penalty is PA(8) = AY""_||8,l|x, where |z||x = (z7Kz)? and K, ..., K;
are symmetric positive definite matrices. The group of coefficient estimates, B A > are
then either all zero or all nonzero. In Stallrich et al. (2020), the Group Lasso approach
for functional linear models introduced in Gertheiss et al. (2013) was expanded to an

adaptive framework in their Sequential Adaptive Functional Estimation method (SAFE).

Some penalties specific to GAMs and functional linear models penalize both smoothness

14



and sparsity (Meier et al. 2009) whereas others penalize only sparsity and impose a
constraint on smoothness by the predetermined dimension of the basis expansion (Fan
et al. 2015). The more challenging setting for tuning parameter selection is the smoothness-
sparsity penalty:

p

PB) =M > (18112 + NallBr @))%) 2 (1.17)

j=1
where ||3;]|* = [{B;(t)}?dt and ||5](t)||> = [{0?B;(t)//Ot}?dt. Gertheiss et al. (2013)
propose a method of estimation for this penalty that exploits the Group Lasso penalty.
Note that this type of penalty has aspects other than the magnitude of coefficients over

which to regularize, which can make tuning parameter selection more difficult.

1.2.2 Tuning Parameter Selection Strategies

Desirable statistical properties of penalized estimators require certain tuning parameter
values, making tuning parameter selection a pivotal step in the analysis. Even in simple
circumstances, i.e. the linear model with only a single tuning parameter, tuning parameter
selection can be difficult, as will be discussed here. For GAMs and functional linear
models, where both sparsity and smoothness need to be accounted for in evaluating model
complexity, tuning parameter selection can be even more complicated. The first challenge
is to determine the set of tuning parameters, A, that are worthy of evaluation. For the
Lasso penalty on linear models, when the entire solution path can be easily found, this
challenge is simplified but for many penalties this is more difficult.

The most efficient approaches, such as information criteria, are evaluated over the full
data set and do not require data-splitting. Information criteria take the form IC(\) =
—20(3,) + h(ky) where £(8,) is the loglikelihood of the data under B, and h(:) is a
penalty to prevent overselection based on ky = |M,|. Two well-known criteria are AIC,

where h(ky,) = 2k, (Akaike 1974), and BIC, where h(k)) = kylog(n) (Schwarz 1978). AIC
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often overselects, particularly for small sample sizes, so a corrected AIC (AICc), where

h(ky) = 2ky + 25252 can be used for small n (Hurvich and Tsai 1989). BIC, unlike AIC,

n—kx—1
is variable selection consistent for the linear model when ¢; 5 N (0,0?) (Nishii 1984).

For the linear model with Gaussian errors, £(3,) involves o2 and for unknown o2,
—20(8,) o nlog (63) where 63 is the estimated model variance at A. Buhlmann and van de
Geer (2011) point out this can lead to overselection when 6% < 1. When possible, o2 is
substituted with the mean squared error from a presumed low bias model (Hastie et al.
2017), but this may be challenging to identify for high-dimensional data. In short AIC and
BIC can struggle for penalized estimators because they were developed for unpenalized
maximum likelihood estimation. To address this, Hui et al. (2015) proposed the Extended
Regularized Information Criterion (ERIC) specifically for tuning parameter selection
of penalized estimators, where h(k,) = 2vk,log(n¢/A) and v > 0. ERIC outperformed
popular tuning parameter selection approaches in their simulations for the Adaptive Lasso,
but v controls the balance between fit and complexity and its selection is subjective.

Another information criterion is the Extended BIC (EBIC) developed for the linear
model in Chen and Chen (2008) as a response to overselection using BIC. The definition
has since been expanded to include GLMs, although model selection consistency has only
been proven in the linear model with Normal errors (Chen and Chen 2012). For this
criterion, h(ky) = kylog(n) 4+ 2k ylog(p) where v > 0. The authors recommend v = 0.5,
but no theoretical justification is given for the recommendation.

Cross Validation (CV), is the process of splitting data into training and validation
sets, often repeatedly and is, perhaps, the most common approach to tuning parameter
selection in penalized estimation. It takes many forms, but K-fold CV (Geisser 1975; Allen
1974; Stone 1974) is arguably the most common. In K-fold CV, the data are partitioned
into K sets, or folds, of size n; each. Estimates are made using K — 1 of the folds and

then predictions are made for the remaining fold, denoted y, ;. This is repeated using
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each fold as the holdout set for all A. Prediction errors are found and are averaged across
the K folds to give the average prediction error (APE) for each A. For the linear model,
prediction error is calculated n—lkHyk — ¥axll3: for GLMs, the deviance, twice the negative
difference in the loglikelihood for a model fit with parameter A and the “saturated" model
where § = y;, can be used as prediction error. The A\ with the minimum APE is selected,
or a 1SE rule—which chooses the largest A within one standard error of the minimum
APE—is implemented to induce sparsity. The use of a 1SE rule is most common for
a one-dimensional A, but Stallrich et al. (2020) proposed a multidimensional extension
where the chosen 3 y lies within one standard error of the minimum and also minimizes
some measure of model complexity. K-fold CV still has a tendency towards overselection,
even with a 1SE rule (Krstajic et al. 2014).

Feng and Yu (2013) propose a method of CV they call Consistent CV (CCV), meant
to address some of the overselection concerns of K-fold CV. This approach uses the whole
dataset to find the solution path. Along the solution path, the sequence of active subsets
is defined. K-fold CV then splits the data into K folds. Each fold is set aside, using the
other K — 1 folds to generate unpenalized maximum likelihood solutions according to
the active sequence generated on the whole dataset and the APE is found using these
unpenalized estimates. The active subset found to have the smallest APE is the optimal
and unpenalized maximum likelihood estimates from the full dataset are found for the
optimal subset. This process has been shown to be variable selection consistent for GLMs
under certain conditions regarding the behavior of X and 8* (Feng and Yu 2013).

Another variation on CV is Percentile CV, proposed in Roberts and Nowak (2014). In
this approach, K-fold CV is carried out across many randomly generated sets of folds,
the minimum APE ) is selected for each, and then some percentile of those \ values is
chosen as the optimal. The authors suggest that a percentile of 0.75 or larger corresponds

to a practice that generally overselects. This practice appears similar to a 1SE Rule in
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approach. However, because repeated K-fold CV is required, it is a computational burden.

Generalized Cross Validation (GCV) is an efficient approximation of n-fold Cross
Validation (Craven and Wahba 1978; Golub et al. 1979). GCV is appropriate when the
estimation procedure admits linear predictions y = Sy for some matrix S (Hastie et al.
2017). For example, in Ridge Regression on the linear model, S = X((X"X)~ + AI)X".
GCV minimizes a function that, for the linear model, divides L(3,) = |ly — ¥,|? by a
function of k,, the effective degrees of freedom. However, just like with other information
criteria, GCV has sometimes been shown to lead to overselection (Homrighausen and

McDonald 2018).

1.2.3 Post-selection Inference

Because many of the most popular methods of tuning parameter selection tend to
overselect, it is common to perform post-selection inference to carry out further variable
selection. Post-selection inference techniques have been the subject of a great deal of
recent research (van de Geer et al. 2014; Javanmard and Montanari 2013; Taylor and
Tibshirani 2015; Lee et al. 2016; Shi et al. 2020). In this dissertation, focus is given to
two methods, the Debiased Lasso and the Covariance Test, because of their relationship
with the new method proposed in Chapter 2.

The Debiased Lasso is used for hypothesis testing and to calculate confidence intervals
for coefficient estimates in Model 1.1 when errors are Gaussian and variance constant. When
B , are Lasso estimates, Debiased Lasso solutions are found by adding %@XT(y — Xﬁ v
where © is an estimate of (X7X)™!, to B, (Zhang and Zhang 2014). This method focuses
on estimation bias rather than direct variable selection, so the use of an additive bias
correction is coherent; estimates for zero effect coefficients are small and hence their bias

is small. Moreover, the point of the Debiased Lasso correction is to define the distribution
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of Lasso estimates and carry out variable selection in multiple stages though inference.
van de Geer et al. (2014) proposed a Debiased Lasso for GLMs, however, Xia et al. (2020)
found through extensive simulations that bias for these models remains high, leading to
true coverage probabilities that are much lower than their nominal levels

The Covariance Test for the Lasso (Lockhart et al. 2014) under the linear model takes
advantage of the LARS algorithm, which constructs the Lasso solution path by adding
variables one at a time (Efron et al. 2004). Suppose the knots found through LARS are
A > A > AL and € N (0,0%). To test the significance of the predictor which first
enters the model at \;, we refit the Lasso, setting A = A\;+; and using M,,_, as predictors.
This gives coefficient estimates that lead to predictions for the response, y*. The test

statistic is:

]‘ ~ Ak
Fonp=23 (¥ ¥ = ¥"57) (1.18)

where 62 is the mean squared error of a model including all parameters. The Covaraince
Test for the Lasso is distinctive because it assesses fit using covariance rather than squared
error loss. Although it requires estimation of o2 and its extension to non-Lasso penalties
is not well studied, it provides precedence for the use of correlation in the evaluation of
model fit for variable selection, a topic further explored in Chapter 2.

Finally, there exists a more general strategy for post-selection inference that is not
as tied to the Lasso in particular, although many of its applications are related to the
Lasso. When the selection event can be written {Ay < b} for some matrix A and vector
b, there exists a general scheme for post-selection inference that gives exact confidence
intervals and p-values for Model 1.1 with Gaussian errors. This is the case for the LARS
algorithm (Efron et al. 2004), forward stepwise regression, and the Lasso when A is

fixed (Hastie et al. 2015). Choose 1 such that inference about n’ Ely] is of interest. Let
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V(y) = min (b; — (Ay);) and let:

j:a]‘:O

V7 (y) = max b — (AY); +am’y V*(y) = min bj — (Ay); + amy
J:a;<0 a; j:a; >0 a;

(1.19)

where a = An/||n||3. Lee et al. (2016) and Lockhart et al. (2014) show what is known
as the polyhedral lemma for Gaussian errors: {Ay < b} equals {V (y) < ny <
VT (y); V(y) > 0}. Where F::ZQ is the cumulative distribution function of a truncated
normal distribution with support [c, d):

FY Vi) (n"y) | {Ay <b} ~U(0,1) , (1.20)

nT Ely],o?||nl|3

assuming constant variance o2. This fact can be used to perform conditional inference
about any linear combination of the expected value of the response. This is useful because
it allows for inference upon each step of the LARS algorithm or any Lasso solution for a
fixed tuning parameter A\. When used for successive steps of LARS, it is known as the
Spacing Test (Tibshirani et al. 2014) and is a non-asymptotic version of the Covariance

Test.

1.3 Optimal EMG Placement for a Robotic PC

The complex variable selection problem introduced in Stallrich et al. (2020) is an example
of a data application where tuning parameter selection can be challenging. The shrinkage of
large magnitude coefficients and practical limitations inhibiting comprehensive exploration
of the tuning parameter space can both contribute to the overspecification of models.
The goal of the application is to efficiently translate signals from the residual muscle of

transradial amputees into the movement of a robotic hand. The process of decoding EMG
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Figure 1.1: The process of hand movement for an able-bodied subject and a transradial
amputee.

signals into limb movement for both a transradial amputee and an able-bodied subject is
demonstrated in Figure 1.1. State-of-the-art PC decoders require time consuming training
sessions, model movement with a large number of EMG sensors, and are prone to poor
prediction. Biomechanical models have suggested that only a few of these EMG signals are
necessary to predict certain movements, so selecting which signals should be involved in a
predictive model will improve prediction accuracy and make the device more comfortable
and easier to re-calibrate (Stallrich et al. 2020).

The data consist of a response, hand position for an able bodied person, and 16 EMG
signals as predictors, denoted X7, ..., X14; one of these, Xy, is an external signal, unrelated
to the movement. Figure 1.2 demonstrates the placement of the EMG sensors. Data has
been thinned, as in Stallrich et al. (2020), to reduce the autocorrelation of the responses.
The EMG signals are normalized such that 0 indicates no contraction and 1 indicates
maximal contraction, based on data from a previous training session. Six data sets are
analyzed in the following Chapters, corresponding to three consistent finger movement
patterns (FC1, FC2, FC3) and three random patterns (FR1, FR2, FR3). As data were

collected from an able-bodied subject, it was known that three of the 16 sensors, denoted
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Figure 1.2: EMG sensor placement along the arm of a subject, differentiated by movement
degree of freedom contribution. The posture for data collection is shown in the bottom right.

X5, X7, X1o, targeted muscles known to fully explain finger movement. Sensors X5 and
X7 collected information from the same muscle contraction, so only one of the pair is
necessary to predict finger position. An ideal model would thus include X5 and either
X5 or X7, but recovery of all three sensors is also acceptable. Additional information
regarding the data collection and processing can be found in Stallrich et al. (2020).

The data are modeled as functional predictors—the EMG signals—of a scalar response—
the hand position. One of the reasons this is a challenging problem is that the EMG
signals are highly correlated with one another, making variable selection through penalized
estimation difficult. Furthermore, known biomechanical forces of hand movement—e.g.
physical restraints and passive forces—mean that an activated predictive EMG signal does
not always indicate movement and an inactive predictive EMG signal does not always
indicate rest. This is demonstrated in Figure 1.3 for X; and X5, two signals known to
contribute to finger flexion and extension. For these reasons, Stallrich et al. (2020) model
velocity rather than predicting hand position directly.

The primary objective is to efficiently identify EMG sensors that are useful predictors
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Figure 1.3: Normalized EMG signals 7 and 12, which correspond to finger flexion and finger
extension. Time period (a) demonstrates the physical constraint of maximal finger extension and
time period (b) demonstrates the passive forces of the hand returning to rest.

of hand movement, using the model:
P 0
Y = Z/ Xij(t)y(t, z)dt + ¢ (1.21)
j=17-9

where y; is the velocity, X;;(t) represents past EMG signals, ¢ is time with respect to ¢, a
pre-determined historical length, and z; is the position. The linear approximations used
for v;(-) may be found in Appendix A.2. Following Gertheiss et al. (2013), Stallrich et al.
(2020) proposed a penalized estimation procedure where the penalty accounted for both

sparsity and smoothness of the 7;(-, ) functions:

Py(75) = M (el 113 + giAel 0ol 15 + P Aal ]l 15)? (1.22)

where fr, gr, and hy are adaptive weights, initially set to 1. These adaptive weights
are introduced in Stallrich et al. (2020) to formulate a multi-stage penalized estimation
procedure known as Sequential Adaptive Functional Estimation (SAFE), which introduces

adaptive stages to the Group Lasso approach to functional regression developed in
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Gertheiss et al. (2013). SAFE is extremely successful in choosing appropriately sparse
models, but it uses as many as five stages to do so.

This can be a time consuming process so exploration via K-fold CV across a dense
grid of the three tuning parameters is not always practical. Stallrich et al. (2020) reduced
the computation time somewhat by evaluating a relatively sparse set of the smoothing
penalties, A\; and A,. This improves the efficiency of the procedure, but the authors note
that it is not clear whether the tuning parameter space is sufficiently explored. This
problem will be addressed in two ways: first in Chapter 2 by introducing two new Cross
Validation procedures that can efficiently perform variable selection; next, in Chapter
4, a sequential design approach to choosing tuning parameters is proposed to allow for
thorough exploration of the tuning parameter space without enormous computational

expense.
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CHAPTER

TUNING PARAMETER SELECTION FOR
PENALIZED ESTIMATION VIA R?

2.1 Motivation

This chapter proposes a new K-fold Cross Validation strategy for Model 1.1 that assesses
the predictive quality of BA via squared prediction correlation rather than squared
prediction error, with a particular focus on penalized estimators, such as the Lasso, that
perform variable selection. The invariance of correlation to the scale of B y reduces the

impact of the potential shrinkage when estimating large 3} that would otherwise burgeon
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squared prediction error.

As a demonstration, consider a simulated dataset from Model 1.1: {y, X} with n =
p = 100, p* = 5, and 0% = 1, where the entire solution path of the Lasso has been
generated. X were independently sampled from a standard Normal distribution and
the active coefficients in 8% were {2.13,1.81,—2.46, —1.89, —2.51}. Many A values had
M, = M*, so a wide range were optimal for variable selection. Figure 2.1 plots y against
their in-sample predictions, y,, under four different A values, and summarizes the models’
number of false positives (FP), average prediction error (APE) from 10-fold CV, and in-
sample squared prediction correlation (R?). Figure 2.1(a) corresponds to the A determined
by a Cross Validation 1SE Rule (CV 1SE) and 2.1(b) corresponds to the A that minimizes
|X3* — X3, |2 (Min PB). Among the A having M, = M*, we consider the largest and

smallest in Figures 2.1(c) and 2.1(d), respectively.

(a) CV 1SE (b) Min PB (c) Max A, My = M*  (d) Min \, M, = M*

APE = 0.3117; R?= 0.9988; FP = 6 APE = 0.2910; R?= 0.9985; FP = 12 APE = 2.115; R?= 0.8165; FP = 0 APE = 0.3516; R’= 0.9985; FP = 0

Predictions

-30 20 10 0 10 20 30
Predictions

-30 -20 <10 0 10 20 30
Predictions

-30 20 10 0 10 20 30

Predictions
-30 -20 <10 0 10 20 30

-30 20 -10 0 10 20 30 30 20 -10 O 10 20 30 -30 20 -10 0 10 20 30 30 20 -10 0 10 20 30
Observations Observations Observations Observations

Figure 2.1: In-sample observations (y;) versus predictions (g;) for Lasso estimator at four
values of A for a data set with n = 100, p = 100, and p* = 5. We also report average prediction
error (APE) under 10-fold CV, in-sample squared prediction correlation (R?), and the number
of false positives (FP). The minimum APE plus-or-minus one standard error is 0.2844 £ 0.0262

and all estimates have M* C M.

All models shown in Figure 1 include the 5 important variables. Both the CV 1SE

and Min PB models have small APE and large R?, but many false positives. The model
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in Figure 2.1(c) has no false positives, but has relatively large APE. The model under
Figure 2.1(d) also has no false positives and its in-sample R? approximately equals that
for the Min PB estimate. This motivates a tuning parameter selection strategy based on
an R? metric rather than APE to compromise between prediction and variable selection.

The use of an R? metric for assessing model fit highlights a relationship between the
metric and a multiplicative adjustment on Bm the a-Modification. For B)\ with certain
statistical properties, the adjustment can reduce the bias of BA thereby improving its
predictive potential. Notably, the a-Modification for the Lasso bears similarities to the
Nonnegative Garrote (Breiman 1995) and Relaxed Lasso Meinshausen (2007). However,
unlike these two methods, the a-Modification can be applied to any penalized least-squares
estimator, including non-convex penalties, without additional computational complexity.

This chapter is organized as follows. Section 2.2 justifies the value of the R? metric and
provides statistical properties for a general class of penalized estimators. Finite-sample
properties are then derived for the a-Modification for the Lasso in Section 2.3. Section
2.4 presents a simulation study of the new approaches and Section 2.5 applies the new
methods to the EMG data of Stallrich et al. (2020). Section 2.6 provides a discussion
on the implications of the new framework for evaluating model fit and propose avenues
of future research. Proofs of all results may be found in Section 2.A, with additional

numerical results given in Appendix A.1 and A.2.

2.2 Methodology

2.2.1 Why Correlation Over Average Prediction Error?

Distinguish the magnitude of 8%, denoted a* = ||3"||2, from its direction, £ = 3" /a*.

Then £ contains all information about M*. The same summaries may be computed from
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a penalized estimate, [3)\, denoted by &, and éx Comparing M to M* is equivalent to
comparing the supports of é y and £€*. A tuning parameter selection strategy based on
squared prediction error, however, concerns both magnitude and direction. Let {y, X}
denote a holdout sample where y and X have been centered. The squared prediction error

for y; = xI'B* + ¢ is

Dl —xB) =) (e +x] (0" — n€))) - (2.1)
In the ideal situation where &, = &%, (2.1) will be inflated when d, # o*. Indeed, for
penalized estimators typically &) < a*. Therefore, it is possible for an estimate having
é y = & to have a large APE and so would be unlikely to be chosen by an APE-based
tuning parameter selection strategy.
Consider now the correlation between y and its prediction y, = XB ). After some
simplification, we get the expression
(X¢" +8)"XE,
|IXE™ + €]z [[X&,l2

Corr(y,y,) = (2.2)

where € = €/a* is a scaled error vector that does not depend on BA. The &, has no
influence over this summary so this measure better compares the £€* and é \, and hence
better assesses support recovery than squared prediction error. This is especially true
for penalized estimators that struggle to estimate a*. The proposed tuning parameter
selection strategy, called AR2 CV, employs K-fold CV with folds {y,, X} but replaces
APE with

K
1 Z N
AR2 — E £ ]. - Corr(yk,yA7k)2 . (23)
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The optimal A may be chosen as the one that minimizes AR2, but significant improvements
in support recovery have been found under an analogous 1SE Rule.

Applying AR2 CV with a 1SE rule to the toy example in Section 2.1, the optimal A is
that given in Figure 2.1(d). The AR2 CV estimator was then able to compromise between
support recovery and prediction error, while the APE-based CV prioritized prediction
error. The coefficient estimates for the j € M* under the APE CV model exhibit less
bias than those of the AR2 CV model. A potential drawback then of AR2 CV is that its
ignorance to &) may lead to a B , that exhibits more shrinkage than is desired. A potential
remedy is to proceed selection of M, with unpenalized estimation for only predictors
in M. Section 2.2.2 discusses an alternative strategy that is related to AR2 CV and

adjusts the shrinkage of 3 \-

2.2.2 The a-Modification

Consider now the in-sample y and their predictions, y,. If y, # 0, calculate the least-
squares estimate &, = arg min|ly — a¥,|1? = (§1¥,) 'yiy. Note this d, likely differs
from ||By||2- By definition, tahe predictions &,y , will be as close or closer to y as y,. Note
these &y, are equivalent to prediction under the adjusted penalized estimate, 50\6 y- This

estimate results from minimizing the biconvex objective function

ly — aXg|3 + B(E) (2.4

by first fixing a = 1 to estimate é = [‘3 , and then minimizing the function for a given é .
Note that as A — 0, &\, — 1 because the objective function focuses most of its attention
on the loss function. Thus the impact of the a-Modification is more noticeable for larger
values of A. For such A, the hope is that the a-Modified estimate will correct the bias of

B y due to shrinkage. We now study the properties of these a-Modified estimates.
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The a-Modification is similar to many other existing methods. First, one can view the
modification as reversing the process of calculating the Nonnegative Garrote estimator,
which starts with OLS estimates and then performs penalization (Breiman 1995). Zou and
Hastie (2005) also recommended a multiplicative adjustment to the Elastic Net estimator,
although the adjustment only involves one of the tuning parameters. For penalties that
satisfy P(ag) = aP(£) for a > 0, we may rewrite the penalty in (2.4) as Aa~'P(a€)
which resembles the Relaxed Lasso penalty, so long as a~! € (0, 1]. Finally, the Debiased
Lasso attempts to reduce bias through an additive adjustment, but this causes BAL A=0
to become nonzero. The multiplicative adjustment proposed here does not change the
support of BA.

Penalized estimates are typically shrunk towards zero so the a-Modification will correct

this type of bias only if &) > 1. This property is guaranteed for common penalties:

Theorem 1. Suppose Py(3) = 25:1 Aege(B) where go(B) is convex and minimized at 0,.
Then & > 1 when B,\ # 0.

Amplifying penalized estimates does not necessarily decrease bias. To evaluate the a-

Modification as a bias-reduction tool, consider the following result.

Lemma 1. If there exists a A where é,\ = &* as defined in Section 2.2.1, then E[OAB/\] =
B

Lemma 1 conditions on an event that may have probability 0. The following lemma
considers a broader condition, whereby the penalized estimate recovers the direction of

A~ M ~ ~
an OLS estimate under the submodel M, denoted by B, LXS. Here 681*5’]- = Bors,; when

7 € M, and zero otherwise.

. M . M
Lemma 2. If B, o B, then &\3, = Bp/ 5.
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There are multiple examples that satisfy the condition of Lemma 2. The OLS estimator
itself qualifies as a scaled OLS estimator, where &, = 1. Ridge estimates when X*X = nl,
also take this form, having modified estimates 1%30 s- Lemma 2 also applies whenever
B , contains exactly one non-zero entry. Finally, note the Relaxed Lasso always includes
B/\1,/\2 = Bg/l;s among its solutions by setting Ay = 0. Lemma 2 shows that this is can
sometimes occur for the a-Modified estimates as well.

The a-Modification serves to improve predictions under a given B y through a positive,
multiplicative adjustment and so its ability to improve estimation depends on the properties
of ,@ y- While this paper is mainly concerned with tuning parameter selection for finite
sample sizes, properties of B/\ are easier to study as n — oo and the same is true for
a-Modified estimators. Concerning model selection consistency, since the support of & ,\B A\
equals the support of B ), the a-Modified estimator is model selection consistent if and
only if B/\ is model selection consistent. The following theorem establishes estimation

consistency of a-Modified estimators.

Theorem 2. Fix p and suppose there exists a positive definite matriz C where %Xan =
%Cn — C as n — oo. For any P\(-), if there exists a A\, where ,[Ai')\n —p €& for some

c >0, then 07,\”[3,\” —p B

We hypothesize that the rate of convergence for the a-Modified estimators is generally

faster than the unmodified versions, but leave the proof for future investigation.

2.2.3 «a-Modified Cross Validation

In addition to AR2 CV, we propose a-Modified CV based on average prediction error
under the a-Modified estimates. Returning to the simulated data example from Section 2.1,
the A chosen through a-Modified CV with a 1SE Rule returns a model with M, = M*.

Its APE is 0.3821, which is marginally larger than that of AR2 CV. This demonstrates
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the possibility that the two CV strategies may point to different optimal .

One benefit of a-Modified CV over traditional CV surprisingly derives from the
potential drawbacks of the modification. As the modification unshrinks the B \ without
changing its direction, the modification may exacerbate an estimate of poor quality,
causing its corresponding APE to be greater than APE based on B - Similarly, when B A\
recovers £ but has small magnitude, the modified APE will decrease significantly over

the traditional APE. Theorem 3 gives a theoretical justification for the latter situation.

Theorem 3. Suppose that B/\ recovers the direction of 3* and assume all €; are independent
with constant variance 2. Then the expected value of the a-Modified APE is less than the

expected value of the traditional APE when:

042 - IB*TXTXIB*
BB\l —e)?) = o

(2.5)

The a-Modified APE is then expected to be smaller than the traditional APE provided

the signal-to-noise ratio, represented by 3*7 X*X3* /o2, is sufficiently large.

2.3 «a-Modified Lasso Estimates

The methods in Section 2.2 generalize to many types of penalties, but to better understand
their properties we must focus on a specific penalty. Due to its popularity, we explore the
properties for the Lasso penalty and finite n. First, note that the a-Modified Lasso may be
thought of as a reverse Nonnegative Garotte in that it starts with shrunken estimates and
uses a least squares modification to readjust and “un-shrink" them. The use of correlation
to assess model quality is also consistent with the premise of the Covariance Test. The
a-Modified Lasso is most similar to the Relaxed Lasso. The a-Modification penalty

is Aa~!||a€||; and the Relaxed Lasso penalty is A\ Ao||B]|1 for Ay € (0,1]. Theorem 1
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establishes ™' € (0,1] but « is estimated while the Relaxed Lasso treats Ay as a
tuning parameter. While estimating &, reduces computations, the possible estimators are
less flexible than the Relaxed Lasso. Specifically, the a-Modification cannot change the
direction of 3 A\

Figure 2.2 illustrates the distinction between the a-Modified and Relaxed Lasso
estimator for an orthogonal X with n = 100, p = 50 and p* = 2 where (87, 85) = (—6,6).
The a-Modified Lasso and Relaxed Lasso solutions were generated for a set of 100 \;
and 20 A, values. Figure 2.2(a) simultaneously shows the original Lasso estimates and
the a-Modified estimates for (57, 83) across all A values. Figure 2.2(b) shows the Relaxed
Lasso estimates for (87, 33) at a fixed A; and across the Ay values. Note how the a-Modified
estimates amplify the Lasso estimates in the same direction, while the Relaxed Lasso
is able to change the direction of the original Lasso estimate. However, the a-Modified

estimates do seem to approximate the Relaxed Lasso estimates as A; is varied.

(a) Lasso estimates (solid) and a-Modified ~ (b) Relaxed Lasso estimates for multiple
estimates (dashed) for multiple \;. values of A\ at a fixed Ay = 0.429.

fz
fiz

fi1 1

Figure 2.2: Lasso, Modified Lasso, and Relaxed Lasso estimates for two active coefficients
in simulated data. The dot indicates the true values of the coefficients, and estimates at
A1 = 0.429, Ao = 1 drawn in grey. Shorter vectors correspond to larger tuning parameters.

We now derive properties of the a-Modified estimator for orthogonal X. The Lasso
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estimator for such X is BA,\J- = sign(ﬁAOLSJ)(WAOL&j | =), where BOLSJ is the OLS estimate
of the 8} and (z); = max(0, 2). If the Lasso estimate for a j* is non-zero, the closed form

expression for &3, ;- may be derived.

Lemma 3. When X is orthogonal, the a-Modified Lasso estimator is:

B+ = wiBorsjx + (1 — w1) B + wafjun (2.6)
&2, A d A
where wy = sz, wy = 55, and dj = (|fors,| — A+
j=1%j Jj=1"3

If dj- = 0, then Gxfy;+ = faye = 0. If @yfr,; = 0 for all j # j* and d;- > 0 then
d,\B,\J* = ,@OLSJ which is consistent with Lemma 2. When |M,| > 1, (2.6) involves a
convex combination of the OLS and Lasso estimates, as well as an additive term, wgﬁj& As
that may overcorrect the a-Modified Lasso beyond the OLS estimate. This behavior
is illustrated for a simple example in Figure 2.3. In that example, for A < 10 there

are potential values of Bo s+ where the a-Modified Lasso exceeds BO s+ To better

understand this behavior, Theorem 4 provides an upper bound for |& ABM* — BO LS,j*

Theorem 4. Suppose X is orthogonal and consider a given predictor, j*, and A where at

least one j # 7* has |BOL57]~| > \. Then across all possible BOLSJ*,

(2.7)

|&ABrj+ — Pors,j*

Vuio + 102 —o
< A xXmax | 1, 5
v

_ , — 2 i, » A B s — Boyrc s
where w =73, ,..d;j and v =7}, ,.. d;. Moreover, Hmyg ) oo e |&ABjsn — Borsj«] — 0 .

Based on Theorem 4, we see that when (vu?v 4+ v? — v)/2v > 1 there exists some
BO s+ in which the a-Modified estimate blows up B/\,j*w thereby introducing bias in the

opposite direction. This occurs as u?/v increases, specifically when u?/v > 8, as can be
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Figure 2.3: o-modified estimates of a3; as Bo 15,1 changes, all other parameters being fixed.
Bors,; = [—8,5,—3,1] for j = [2,...,5]. The dotted line gives the Lasso estimates and the solid
line gives the a-modified estimates.

easily shown. When u?/v is large, multiple d; are nonzero but close to 0. This will likely
occur for relatively large A values and certain patterns of 3.

To generalize Theorem 4 to an arbitrary X we condition on the event that A\ recovers
the sign vector of 3. Theorem 5 shows that the absolute difference between the a-Modified

Lasso estimate and the OLS estimate generally do not approach 0 as | Bo LS| — 0.

Rather, they approach a non-zero constant that is always smaller than | BA,\J* — BO LS,j*

Y

indicating the a-Modified estimate improves B/\,j*-

Theorem 5. Suppose the Lasso recovers the correct sign vector of B*. Let s be the sign

vector of active coefficients, and let X1, the active subset of X, have full column rank. Let

G = n)\<8]* — [(X{Xl)_l]j*81> . AS ’BOLS,j* — 0 fOT B)\,j* 7£ 0:

— G < |Brj — Pors,- (2.8)

|65+ — Bors,-

Theorems 4 and 5 confirm that the a-Modification cannot generally guarantee bias
reduction. However, a poor bias adjustment may be detected by CV. To illustrate, a
simulation study was performed for the X used in Figure 2.1, considering two 3" vectors.

For each 3%, 500 € ~ N(0,1,) were generated and the CV results were averaged across

the replications, including APE, a-Modified APE, and AR2. The results are presented in
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(a) B* = (4.3,2.9,-5.8,-3.3,-6.1,0,...,0)T. (b) B* = (50,50, 50,50, 50,0, ...,0)T.
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Figure 2.4: Average 10-fold Cross Validation results across 500 replications of linear data. X
was taken from the example in Section 1. Average values of A where the correct submodel was
selected are represented by the grey box, the dashed line gives the APE, the solid line gives
a-Modified APE, and the dotted line gives Average R?. Standard errors from these simulations
were too small to be depicted.

Figure 2.4. In Figure 2.4(a) the a-Modified APE is less than or equal to APE for all A\, and
especially so for larger A\ that recover M*. The optimal A according to the minimum for
both AR2 and a-Modified APE result in sparser models than the minimum APE. With a
1SE rule, traditional CV recovered the support in only 24.4% of the replications, whereas
a-Modified and AR2 CV did so in 91.6% and 93.6% of the replications, respectively.
Figure 2.4(b) corresponds to 3" with larger and equal magnitude coefficients. Generally
the a-Modified APE is equal to or smaller than regular APE except for log(\) ~ 4. These
models exhibit false negatives and &, tends to overamplify the few active coefficients
in the wrong direction, leading to poor prediction. Fortunately, the a-Modified APE
highlights this issue and will not choose such A. The support recovery percentages were
19.8% for APE CV, 98.2% for a-Modified CV, and 98.8% for AR2 CV. Surprisingly, the

support recovery percentage decreased for APE CV despite a higher signal to noise ratio.
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2.4 Numerical Results

To evaluate the new methods for the Lasso, a simulation study consisting of 100 replications
of data from Model (1.1) was conducted. Following Meinshausen (2007), the rows of X
were drawn from a multivariate Normal distribution with mean 0 and covariance X y. For
each X, nonzero elements of 3* were drawn from a Gamma distribution with shape 10 and
scale 0.25 with negative and positive signs randomly assigned with equal probability. For
each X and B3*, two independent error vectors were generated from N (0, 0?) distributions,
with o determined by a fixed signal-to-noise ratio SNR = 3*1£3* /o2

Each simulated data set was analyzed using 10-fold CV with and without a 1SE
rule under traditional APE (CV Min, CV 1SE), AR2 (AR2 Min, AR2 1SE), a-Modified
APE (Mod Min, Mod 1SE), and the Relaxed Lasso. Meinshausen (2007) recommended
choosing tuning parameters for the Relaxed Lasso based on the minimum APE. This was
implemented as well as a 1SE Rule based on Stallrich et al. (2020), wherein the optimal
combination of A\; and A, is the model with the smallest || B,\l’ »,|l1 among all models
within one standard error of the minimum. Relaxed Lasso estimates were found using
a coordinate descent algorithm, capable of admitting more than n — 1 covariates into
models, unlike LARS which was used by Meinshausen (2007). In the following results,
variable selection is evaluated using the Hamming Distance (HD) between 8% and B/\,
which is the number of false negatives plus the number of false positives. Additional
metrics including the false discovery rate (FDR), average number of false positives and
negatives, and the average prediction bias, where prediction bias is ||X3* — XB,\H2 or

| X3* — Xan 3 y||2 for the a-Modification, can be found in the supplementary material.
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2.4.1 Simulation Study for Independent Predictors

We first consider the case of 3x = I,. Tables 2.1, 2.2, and 2.3 give the average Hamming
distance between 8* and 3 ) for the traditional APE CV technique with a 1SE Rule, AR2
CV with a 1SE rule, and the Relaxed Lasso with a minimum APE CV approach. AR2
CV and Mod APE CV perform fairly similarly; the latter results may be found in the
supplementary materials. In general, AR2 CV has better variable selection than APE CV

and, for small n and large p*, the Relaxed Lasso.

Table 2.1: Average Hamming Distance for 100 replications of CV 1SE. Standard errors given
in parentheses.

50

100

200

400

800

20 100

200

400

800

n p*=5SNR=1256=05.19 p*=5,SNR=5;6 =259
100 3.1 4.3 6 7.8 9.1 2.2 4 7.5 9.3 10.7
(0.3) (0.4) (0.6) (1.1) (1.2) (0.2) (0.4) (1.2) (1) (1.2)
500 0.6 1 1.3 1.9 2.9 0.9 0.9 1.7 1.7 1.5
(0.1) (0.2) (0.2) (0.5) (0.5) (0.2) (0.1) (0.3) (0.3) (0.3)
1000 0.2 0.4 0.4 0.6 0.9 0.1 0.4 0.5 0.7 0.9
(0) (0.1) (0.1) (0.1) (0.2) (0) (0.1) (0.1) (0.1) (0.2)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR=5;6 =8.3
100 31.7 43.5 50.1 51.1 53.2 5 32 47 53.8 54.5
(1.3) (0.6) (0.5) (0.4) (1.1) (0.4) (0.6) (0.7) (1.1) (1.1)
500 1.6 182 33.3 486 574 0(0) 16.8 353 584 81.2
(0.2) (0.5 (0.8) (1.3) (L8) (0.5) (0.9) (1.6) (2)
1000 0.4 145 285 435 57.6 0(0) 142 28 44.8 64.2
(0.1) (0.4) (0.9) (1.4) (1.6) (0.5) (0.8) (1.3) (1.8)

Results from increasing values of p* were considered for n = {100, 500,1000} and
p = 100 in Figure 2.5. Additional methods and results may be found in the appendix. For
n = 100 all methods perform comparably, except for the Relaxed Lasso with a minimum

APE rule, which tends to have a higher number of false positives than the other methods,
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Table 2.2: Average Hamming Distance for 100 replications of AR2 CV 1SE. Standard errors
given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p =5 SNR =1.25:6 = 5.19 p =5 SNR=5;6 =2.59
100 21 28 33 49 5 06 06 19 18 26
0.3) (0.3) (0.3) (0.7) (0.5  (0.1) (0.1) (0.8) (0.4) (0.4)
500 01 02 01 02 04 0(0) 0(0) 0(0) 0(0) 0(0)

0 () (0 (0 (0.1)
1000 0(0) 0(0) 0() 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0/(0)
n p =50, SNR = 1256 = 16.6 p*=50: SNR=5;0 =83

100 23.6 40.4 514 551 54.8 4.2 31.9 479 546 53.5
(1.3) (05) (0.8) (12) (12)  (04) (05) (0.8) (1.3) (0.9)
500 1.8 17.1 28.7 423 51.9 0.2 9.1 17.8 30 46.6
02) (05) (0.8) (1.3) (22) (0) (04) (0.7) (1)  (1.3)
1000 0.7 9.1 154 23.1 325 0(0) 39 6.3 11.1  16.9
0.1) (04) (0.6) (0.9) (1.1) (0.3) (0.4) (0.6) (0.8)

leading to larger average HD. The result of this higher rate of false positives is a lower rate
of false negatives; the balance however, as represented by the average Hamming Distance,
does not favor the Relaxed Min. As n increases, a-Modified and AR2 CV appear to
perform comparably to the Relaxed Lasso with a 1SE Rule, and have a consistently smaller
average Hamming Distance than traditional CV with a 1SE Rule. The new methods of
CV consistently perform similarly to Relaxed 1SE and out performs the CV 1SE in terms
of variable selection.

Unlike the Relaxed Lasso, the a-Modification is straightforward to apply to other
penalties. The a-Modified Lasso was compared with the non-convex penalties SCAD and
MCP, both traditionally and with an a-Modification. As expected, the a-Modification
had a minimal effect on the predictive models. MCP and SCAD estimates were prone to
underselection whereas the a-Modified Lasso estimates were more prone to overselection.

Details may be found in Appendix A.1.
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Table 2.3: Average Hamming Distance for 100 replications of Relaxed Lasso. Standard errors
given in parentheses.

p 950 100 200 400 800 20 100 200 400 800
n p*=5,SNR=1.25;0 =5.19 p* =5 9NR =50 =2.59

100 3.7 5.4 7.4 18.4 28.1 1.1 1.8 4.5 6.6 7.9
04) (0.8) (L1) (3.4) (42)  (0.3) (0.5) (L7) (2.3) (2.6)

500 0.8 1.2 0.5 0.7 1.5 1.2 0.8 0.8 0.3 0.1
(0.3) (0.3) (0.2) (04) (0.6) (0.3) (0.2) (0.4) (0.1) (0)
1000 0.6 0.5 0.7 0.4 1.9 0.6 0.8 0.4 0.4 0.4
(0.2) (0.2) (0.3) (0.1) (1.5) (0.2) (0.3) (0.2) (0.2) (0.2
n p*=50;SNR =1.25;06 = 16.6 p*=50;SNR=5;6 =8.3

100 195 399 57.6 708 67.9 21 341 759 87.6 93.6
(1.3) (0.5) (L7) (3.1) (3.2)  (0.3) (0.5) (25) (3.3) (3.8)
500 09 229 396 662 745 01 7.2 148 254 368
(0.1) (0.9) (1.8) (3.4) (42)  (0) (05) (12) (23) (2.7)

1000 0.2 123 175 279 32.7 0(0) 24 3.1 4.9 5.5
0)  (0.9) (14) (27) (2.9) (0.3) (0.3) (0.5) (0.3)

2.4.2 Simulation Study for Correlated Predictors

Here the Xy satisfied ¥;; = 1 and %;; = 0.75 whenever ¢ # j. Figure 2.6 gives the average
Hamming distance for 100 replications with p = 100 and n = {100, 500, 1000}, but further
results can be found in Appendix A.1. The two new methods of CV are highly competitive
with the Relaxed 1SE, whereas Relaxed Min has a tendency to overselect as p* increases,
particularly for n = 100. Similarly to the results from independent predictors, it is clear
that as n increases, the average Hamming distance for the Relaxed Lasso and the two new
methods of CV decreases for all considered p*. The Relaxed approach with a minimum
APE rule struggles when n is small, even for a high signal-to-noise ratio, primarily due
to overselection. Once again the new methods of CV generally have a smaller average
Hamming distance than CV with a 1SE Rule and are similar in variable selection to the

Relaxed Lasso with a 1SE Rule.
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Figure 2.5: Average Hamming Distance between 8* and ,3 y from 100 replications of simulated
data with n = {100, 500, 1000} and p = 100 with independent predictors for both SNR = 1.25
and SNR = 5. Thin dotted lines represent the mean + one standard error.
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Figure 2.6: Average Hamming Distance between 8% and ,@ y from 100 replications of simulated
data with n = {100, 500, 1000} and p = 100 for correlated predictors. Thin dotted lines represent
the mean + one standard error.
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2.5 Application to EMG Data

The goal of this application, introduced in Section 1.3, is to compare the new CV methods
of tuning parameter selection to traditional CV in translating EMG signals into the
movement of a prosthetic limb. Recall that redundancies in the information provided by
the predictor variables mean the ideal model size is only two (X2 and ether X5 or X7),
but models containing X5, X7, and X5 are also considered acceptable. The model used
for the application is the scalar-on-function linear model given in (1.21) and the penalty
for smootheness and sparsity is shown in (1.22). Recall that the high correlation among

predictor variables can make variable selection difficult.

Table 2.4: Variable selection results for EMG finger movements without adaptive weighting.
FP indicates the total number of false positives in the model, and Size is the total number of
EMG signals contained in the model.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
B el 3 45 a4 1
M2l s s 6 2 4 5 s
Mod ol s s 4 5 4 4 s

Table 2.4 gives the variable selection results for the three CV methods based on the
initial stage; results from subsequent stages of SAFE can be found in Appendix A.2. AR2
CV and Mod APE generally give smaller models than traditional APE CV, with one
exception: the AR2 method has a large model size for FC3. That said, however, AR2 CV
is also able to perform ideal variable selection without any adaptive weighting for both
FC1 and FRI1.

On average, both new methods have fewer false positives and smaller model sizes.
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Mod APE gives very similar results to APE, suggesting that the a-Modified CV approach
requires further study for the Group Lasso. Although AR2 CV is not perfect in this
application, in general it reduces model size and decreases false positives at no additional

computational cost.

2.6 Discussion

In this chapter, AR2 CV was proposed as a method of tuning parameter selection to
balance support recovery and prediction performance. This led to the a-Modification,
a multiplicative adjustment to predictions from penalized estimates which can also
be used for a-Modified CV. The a-Modification is simple and efficient, making it an
attractive option when less flexible approaches are unavailable. A simulation study on the
capabilities of AR2 and a-Modified CV found that their variable selection results were
highly competitive with—or, in some cases, better than—the Relaxed Lasso. In order
to ensure fair comparison, a 1SE Rule for the Relaxed Lasso was introduced. Finally,
the approaches were applied to a functional data problem in a demonstration of their
flexibility.

The a-Modification and the tuning parameter selection methods proposed here inspire
several research questions. First, further theoretical analysis of the methods is of interest.
Because the two new methods of tuning parameter selection are CV-based approaches,
the theoretical properties of CV are central. Theoretical justifications for the use of CV for
penalized estimators are relatively new and still evolving. Chetverikov et al. (2021) may
be extended to show that a-Modified and AR2 CV lead to estimates that are low bias
and appropriately sparse. A second area of future research is the theoretical properties
of a-Modified estimates themselves. In Theorem 2, it was shown that any consistent

estimator will still be consistent with the a-Modification. We posit that the rates of
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convergence for a-Modified estimators are faster than unmodified, but proof of this
conjecture is the work of future research. Similarly, many of the results from this paper
assume finite sample sizes. Further study is needed to determine more of the asymptotic
properties of a-Modified estimators and to adapt the specific results given for the Lasso
penalty to other penalties.

There are also a few extensions and adaptations of the a-Modification that may
prove fruitful. Expanding the a-Modification to Generalized Linear Models (GLMs) is
the subject of Chapter 3. This extension requires an iterative algorithm to find estimates
of a because closed form solutions do not exist and an accommodation for the inclusion
of an intercept term will be necessary. Additionally, as noted in some of the theoretical
results in this paper, the a-Modification does not always reduce bias. Chapter 3 also
explores a further penalty on « itself to ensure bias reduction. Finally, the calculation
of &, described here uses in-sample predictions and observations. As overspecification
is a particular concern, the question of whether out-of-sample data can be used to find

estimates of « is another subject of further research.
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2.A  Proofs for Theoretical Results

This section includes the proofs of all theoretical results presented in Chapter 2.

Proof of Theorem 1. Let 3, # 0 and g(8) = Y2, Aege(3). Denote the subgradient
vector of g(B) by Vg*. Then the KKT conditions give %XT(y — XBA) = Vg* and there
exists a generalized inverse (XTX)~ where 8, = (X'X)~(X"y — nVg*). Therefore:

yiy =39, + Vg T (XT'X) Xy — n?Vg T (XX) " Vg* . (2.9)

Given this definition, &) may be written:

s avg T (XTX) " (XTy — nVg)

Qi T (2.10)
Yo¥Y
~T o «T [
vy, +nVgla
=222 A (2.11)
Yo¥Ya
V «T 7
_ 14 Ve A (2.12)
Ya¥Ya

Because the denominator of the second term is greater than 0, as is n, this expression is
greater than or equal to 1 whenever Vg*TB y is greater than or equal to zero. The vector

Vg* the subgradient of a convex function at B ), therefore for any 3:

9(B) > g(By) + Ve (B - B)) (2.13)

Ve B, > g(By) — 9(B) + Vg B. (2.14)

Because this is true for all 3 vectors, it must be the case when 3 = 0. Hence, we have:

Vg*TB,\ > Q(B,\) —9(0) > 0. (2.15)
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Thus &) > 1. O

Proof of Lemma 1. When ||3,])3'3, = &, B, = ||8,]]2¢*. Expand the response

y = aX&" + €, to define:

afTXTXe + ¢ X"e

~

T 2.16
DT B e TXTXE (2.16)
Therefore:

By = @By 12€" .

_ ! ETXTe \
AT (o m> LEAES (2.18)

* S*TXTE "

Toe <m>€ ' (2.19)

Thus E[é,\3,] = a&* = B* and the estimator is unbiased. O

Proof of Lemma 2. Let 8, = a,ég/lﬁs where Bg/l;s is the OLS estimate for submodel

M. Let Xy, be the submatrix of X containing only the columns indexed by M. Then

~ M
BoLs = (XN, Xomy) "' X0,y Now:

oy X, (X%, Xag) XE v L am
a2yTXM>\ (XE}\W/IAXM)\)_lXTMXXMA (XTM)\XMA)_IX:{/Uy @

Therefore:

.o 1 -~ M - M
B, = p X CLIBOLAS = ﬂOL)\S : (2.21)
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Proof of Theorem 2. Consider &, :

1l ~T
13" X
Gy = —nPuEny (2.22)

137 ~T~ 7
B, X, X0,

By Continuous Mapping Theorem, the denominator of this expression converges in

probability to ¢?6*7 C&*. The numerator is equal to:
L7 T o7 T T *
EﬁAanXn,B + 8, X, € =, acg” CE" . (2.23)

Then &y, —, 2 and, once again by Continuous Mapping Theorem, a,,3,, — 2c§" =

af* =060

Proof of Theorem 3. Average Prediction Error for K-fold CV is calculated as:

—Z Z —x1 B,)% (2.24)

To show that the expected value of a-Modified APE is less than that of regular APE,
it is sufficient to show that E[ModPFE]| < E[PE] where PE = ) (yx, — X;, T3,)% and
ModPE =), (yr, — GaXy, ﬁ/\) . When the direction of 3" has been captured by ﬁ/\, we

can write the estimate as ||3,|¢*. Expand y, = ax} & + €, to find:

PE=3 (e <€ (1B~ )" (2.25)
Similarly,
- é*TXTG 2
ModPE = Z (6,% —xl¢ (m» _ (2.26)
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Let ¥ be the covariance matrix for €, the error vector of the observations used to find 8 \-

Therefore, ¥ = o1

E[PE] = nyo® + Z(Xfi VE[(|Bxll2 — @)°] (2.27)
E[ModPE] = E Z (eki —xlg (%))1 (2.28)
= nyo® + Z *T[XTT);sf;TXT d (2.29)

e Tt e T T
= nyo +Z G, &) (tr(€” X (Egjiic)Txgg XeE X Ble) (2.30)
— ngo +Z (.8 2T;§)Z§)TX£ ) (2.31)
::nk024—2;732;325;j£:(x£ “)2 (2.32)

Therefore E[PE] > E[ModP E] whenever

0.2

E[(||5 —a) > — 2.33
1Bl = o) > ot (2.33)
2 *T~rT *
X X
< b ~ b (2.34)
E[([|BAll2 = a)?] o
because B = a&”. Therefore we have the result. [
Proof of Lemma 3. When X is orthogonal,
AT ~ ~ ~
a = ﬁi\f?w _ Z§:1 |5OLS,A]"(‘/BOLSJ| — M) ‘ (2.35)

BB Z?:1(|BOLS,]'| -2
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So following expression arises:

0. (2:36)

A ( e |BOLS,j|(’BOLS,j| - Ay
Q)P+ =

?:1(\3@5,]" — A2

> X Sign(BOLSJ*) X (|BOLSJ*

Letting d; = (|BoLs;| — A)+ and s;. = sign(BoLs,+), the expression becomes:

. . d3 > i |Bors,ild;
~ * Fj* J 100
00\5)\,]'* = Sj*WOLS,j*’ﬁ + Sj*dj* Z D 2 (2-37)
219 =19
. > (dy+ N)dy
= w1 BoLs s + Brj* 177 pj 7 ., (2.38)
j=1%;
which uses Sj*‘BOLS,j*‘ = BOLS,J’*: wy = dgz*/ Zj d32‘7 BM’* = 5jsdjs, and |BOLSJ| =
<|BOLS,]‘| — M)+ + A whenever d; > 0. Therefore:
. : (T Yd;
B+ = wiBorsjr + B+ ( ]p#] d; + A ]f] dgj (2.39)
=14 j=1%;
= w1Bors,js + (1 — w1) By +w2b - (2.40)
where wy = )\E’f"*jj. Hence we have the result. O
j=1%j

Proof of Theorem 4. For a given \ we are allowing BOLSJ-* to vary. For |BAOL5,J~* <A

b

< )\ so the theorem is satisfied for

we have &, j» = 0 5o |0+ — Bors| = |Bors,;+

this range of values. Next we consider BOLS,]’* > \. By Lemma 3,

dABA,j* — BOLS,j* = (w; — 1)BOLS,j* +(1—w + w?)B)\,j* (2.41)
= w?BOLS,j* + (1 —wy +w2)(=A) (2.42)
A(Zj;éj* dj)BOLS,j* - )\(Zj;éj* d]2 + A Zj;éj* dj)

- § : y (2.43)
(Bors,j= = A)? + 3245 45
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Letu=3.dj,v=>,.d} and x = Bows.j-- Expression (2.43) can be written as a

J#3*
function, f(z), that is differentiable for x > A:

Auz — ANv + Au)

flz) = BN (2.44)
of(x) UA ~2(z = A (uAr — A(uA +0)) (2.45)
or  (z— A2+ ((x = A)2 +v)? ' '
The derivative 2L ( ) is equal to zero whenever x = z*, where x* is defined:
+ V2 2
x*:u)\—irv Vurfv +v . (2.46)

u

Note that 2* < A when the negative part of the square root is taken, therefore the root is

restricted to z* = (uX + v + vVu?v + v?) /u. The second derivative of f(z) is

Pf(x)  2X\=3v(z — N (u+x— ) +u(r — \)? + 07

= . 2.4
Ox? (v+ (x—A)?2)3 (247)
When = = z*, the second derivative equals:
CuA (W + ) (Vi + 02 o) ~0 (2.48)

202 (Vuro + v? + u? +v)?

meaning that z* gives the maximum of f(x) when z > . Therefore, between x = X\ and

x =%, f(x) is an increasing function bounded below by —\ and bounded above by

g(\/u;jtl—l). (2.49)
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For x > z*, f(z) is decreasing so we consider lim,_,, f(z), which is easily shown to equal

|f(x)] <A x max (1, %(\/%erl—l)) : (2.50)

and lim, . |f(x)] = 0. For BOLS,]-* < —\, note that d)\ﬁ)\,j* - BOLSJ* = —(OAIB,\,]-*

0 > —\. Therefore,

) and so analogous arguments to the case of BOLSJ-* also apply. This completes

|BOLS,j*

the proof.[]

Proof of Theorem 5. When the sign vector of the true model, s, is known there exists
a closed form expression for the Lasso solutions: 8y = (8.5 — nA(XTX;) s;) where
X is the covariate matrix including all variables in the support of the true model. The

following is also known:

AT
'B/\—XlTy>B/\ (2.51)

d)\/é)\: <A N
By XTX,3,

Now, we can find definitions of these components in terms of Bo Lg, supposing BA,\J* £ 0:

vy =B X1y (2.52)
= BgLS,lx{XLéOLS,l - ”/\SlTBOLs,1 (2.53)
- (Z x?j*)B(z)LS,j* + (2 Z Lige ( Z IijBOLS,j)) - n/\sj*)BOLSJ'* (2.54)
i=1 i=1 GG
—nA Z ‘BOLS,]’| + Z ( Z BOLSinj)Q (2.55)
J#5* =1 jAG*
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AT A AT - o _
y:‘\FY,\ = IBOLS,IXF{XIIBOLSJ - Qn/\S{IBOLS,l + ”2)‘25{(X1TX1> 's) (2.56)

= (Z x?j*)BéLS,j* ‘f‘ (2 Z xij* ( Z xijBOLS,j) — QTL)\S]'*)BOLSJ‘* (257)
=1 i=1 J#£G*

=200 Y 1Borsil + > (D Bowsywiy) +n22sT(XTX,) sy, (2.58)

A3 =1 j#j*

Here, z;; is the 7th element of the jth column of X; Note that:

S/’Z:y — ygij = n)\sj*BOLSJ* + n)\ Z |BOLS,j| — HQ)\QS?(X{XﬁilSl. (259)
J#5*
Hence:
@ABAJ* - BOLS,j* = (i) (BOLS,]'* - nA[(X{XI)flsI]j*) - BOLSJ* (260)
= (ax — D) Borsj — axnA[(XTX;) sy, (2.61)
_ }A’zywAOLsg* - n/\[(Xr{Xl)ilsl]j*) . y;&ABOLS,j* (2.62)
AT IATA
— (yzy B y;&k)ﬂOLS,j* B nAyzy[(Xfxl)_lsl]]* (263)
YAIA

Now, using the expression for y:{y — yfyA derived above, it can be shown that as

|BOLS,j* — 00!

n)‘sj*BgLS,j* - n)\[(X1TX1)_151]j* ( 22;1 x?j*)BgLS,j*
(Z?:l x?j*>ﬁ(Q)LS,j*
nAsj — nA[(X] Xq) s (o, 22)

- _ =177 (2.65)
( Zi:l xfg)
Sj*

- nA<W . [(X?Xl)_lsl]j*) (2.66)

@ABA,j* - BOLS,j* — (2.64)
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If we assume that the columns of X have been centered and scaled, we can say:
d)\B)\,j* — BOLS,j* — TL)\(S]‘* — [(X?Xl)_l]j*&) = G . (267)
By the definition of the Lasso estimate:

Brje — Bors = —nA(X]X1) 81 (2.68)

Because accurate sign recovery has been assumed, when s;« > 0, —nA[(X] X;) 7] 81 < 0
and when s;- < 0, —nA[(X] X;)7];+s1 > 0. Now for proof by contradiction, assume
|G > 1Bxj+ = Pors,

where s+ > 0 and then where s;» < 0. Begin with s;- > 0:

. The absolute value inequality can be broken into two cases, first

G < —n)\[(Xle)_l]j*Sl (269)
m(sj* - [(XlTXl)_l]j*sl> < —nA[(XTX,) Y8, (2.70)
nAsj- <0 . (2.71)

This is a contradiction. Now consider s;- < 0:

G > —n\[(XTX)) ;81 (2.72)
n)\(sj* - [(Xile)_l]j*&) > —nA[(XTX,) Y8 (2.73)
nAsj >0, (2.74)

giving us another contradiction. Note that G = |BAJ* — BoLSJ-* if and only if nAs;- =0,

. Thus the absolute

which is another contradiction. Therefore, |G| < |Br; — Bors,-

value of the difference between the a-Modified Lasso estimate and the OLS estimate
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approaches a constant that is always less than the absolute value of the difference between
the unmodified Lasso estimate and the OLS estimate as the OLS estimate approaches
infinity.

O
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CHAPTER

EXTENSIONS OF THE a-MODIFICATION

3.1 Motivation

In Chapter 2, the a-Modification was introduced as a bias reduction technique for penalized
estimators of the linear model inspired by an approach to tuning parameter selection
that emphasized correlation rather than squared error loss. The a-Modification is efficient
and generalizable to all penalties, but its extension to GLMs is non-trivial. This chapter
addresses some of the challenges of extending the modification to Model (1.2) and provides
an algorithm to find &,. Furthermore, as discussed in Chapter 2, even for the linear model
the a-Modification is not guaranteed to reduce the bias of penalized estimates for all A.

A penalized a-Modification, the «,-Modification, is proposed as an answer to the bias
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concerns of the preceding chapter.

This chapter discusses both the linear model (1.1) and GLM (1.2). Penalized estimation
may be necessary either of these models for a variety of reasons: to reduce high-dimensional
data, separate out features of a data set that are important to predict some response,
or to arrive at estimates when unpenalized approaches are either unavailable or inadvis-
able. For example, in logistic regression, unregularized maximum likelihood estimates
(ML) can suffer from the somewhat counter-intuitive problem of complete separation
(Albert and Anderson 1984). If the estimated decision boundary of responses correctly
classifies all observations, then increasing the scale of those predictions only pushes them
further towards the correct classification of 0 or 1. If coefficient estimates are found via
gradient descent, they can grow in magnitude without bounds. When this happens, an
imposed constraint like the Ridge or Lasso penalty, can stabilize estimates and improve
interpretability, whether or not variable selection is of interest.

As discussed in Chapter 1, penalties that can be used for the linear model are generally
available to GLMs as well. The solution paths for the Lasso and Elastic Net for GLMs
have been derived (Park and Hastie 2007; Tay et al. 2021) and the Ridge penalty has
long been used to stabilize GLM coefficient estimates (Segerstedt 1992). It is reasonable
to conclude that many sparsity-inducing penalties will suffer from the same shrinkage
problem in GLMs as they do for the linear model. That is, in order for some coefficients to
be necessarily shrunk to exactly zero, active coefficient estimates shrink as well, making
tuning parameter selection for the purpose of variable selection difficult. The SCAD, MCP,
and SELO penalties have all been used to combat this issue for GLMs (Fan and Li 2001;
Zhang 2010; Li et al. 2012).

The Relaxed Lasso and, more generally the Relaxed approach to any penalty, can be
applied to GLMs. Although Meinshausen (2007) do not describe the application in much

detail, the concept of relaxing penalized estimates is not altered by the use of a GLM
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as opposed to a linear model. The convergence results for the Relaxed Lasso discussed
in Chapter 1 have not yet been extended to include GLMs. In contrast, recall that the
Adaptive Lasso has been proven to be variable selection consistent for GLMs under some
mild regularity conditions and assuming \,/v/n — 0 and \,n0"1/2 = o0 as n — oo.
The primary drawback of both these approaches is their computational expense and, for
the Adaptive Lasso, the fact that finding consistent estimates for GLMs to use as weights
can sometimes be a challenge.

Regardless of the penalty used, a reliable method of tuning parameter selection is still
necessary. Information criteria like AIC and BIC are prone to overselection for GLMs
(Chen and Chen 2012), as is K-fold CV (Feng and Yu 2013; Roberts and Nowak 2014),
especially for the Lasso penalty. A Debiased Lasso exists for GLMs (van de Geer et al.
2014), though recent work suggests that the bias for these estimates remains high (Xia et al.
2020). Furthermore, the debiased framework has not, to our knowledge, been extended to
non-Lasso penalties. The other post-selection inference techniques described in Chapter 1
are not useful for GLMs.

The a-Modification can be a computationally efficient bolster to penalized estimates. It
has the advantage of easy applicability to any type of penalized estimator. The extension
of the a-Modification to GLMs is non-trivial for three reasons. First, most GLMs do not
have closed form solutions for even unpenalized maximum likelihood estimates, let alone
penalized estimates. This means that a closed form expression for &, will not be possible
for many GLMs, including logistic and Poisson regression problems, and an iterative
algorithm is necessary to reach estimates of a. Second, for the linear model the responses
can be centered such that the intercept term is simply zero; this is not the case for most
GLMs with non-identity link functions. As a result, the a-Modified estimation process
must optimize over both the intercept and « in order to find the best estimates. The lack

of a closed form solution and the need to account for an intercept term are not unique
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challenges to the a-Modification. Both are necessary hurdles for approaches such as the
Relaxed and Debiased Lasso as well. Third, and more specifically, consider the problem of
complete separation for logistic regression. The introduction of a scalar o term in front of
the coeflicient estimates will exacerbate this problem when it arises. That is, an algorithm
for finding &, may struggle to converge as &, increases to positive or negative infinity or
negative.

This final challenge inspired, in part, the second major contribution of this chapter:
a penalized version of the a-Modification, the «,-Modification. Simply put, imposing a
penalty upon &) will keep it from exploding when complete separation issues arise in
logistic regression. Further investigation of the penalized a-Modification proved that the
approach has merit apart from logistic regression as well. For linear regression using the
Lasso penalty, it is proven in this chapter that there are conditions under which there
always exists a tuning parameter v such that the «,-Modification reduces the distance
between the penalized estimate and the OLS estimate, thereby reducing the bias when
accurate sign recovery has occurred. As a result, the a,-Modification is an answer to
the bias problems that the unpenalized a-Modification sometimes has, as discussed in
Chapter 2.

This chapter is organized as follows. Section 3.2 describes the process of using the
a-Modification for GLMs and gives an algorithm to find estimates. Theoretical results
of the modification for any penalty under GLMs is also discussed. In Section 3.3, the
a,~-Modification is presented and several theoretical results are given to show that the
penalized modification is a useful bias reduction tool for the Lasso on linear models. Section
3.4 discusses the results of simulation studies on the Lasso penalty for linear, logistic, and
Poisson regression using both the a- and «a,-Modifications to enhance estimates. Section
3.5 explores the new methods of tuning parameter selection in an application involving

the classification of Turkish raisins and Section 3.6 explores areas of future research. The
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proofs for all theoretical results are provided in Section 3.A.

3.2 «a-Modification for Generalized Linear Models

Chapter 2 introduced a reformulation of the linear model to separate the coefficient
vector, B into two components: £*, the direction of the estimates with respect to one
another, and «, a scaling constant that represents the magnitude of the direction. The
a-Modification then uses BA to estimate & and then optimizes the likelihood to find
an estimate of . Consider this reformulation for Model (1.2), allowing 3" = a*£*. The

expected value of the response is:

By 1 Xnxp] = gil(ﬁgln + a*XnXP'S;xl) . (3.1)

Unlike for the linear model, a closed form expression for &, is no longer achievable. An
additional complication to the generalization is the intercept term. For the linear model,
it is reasonable to assume that the response, y is centered at 0, making it unnecessary to
estimate 5. For Model (1.2), estimating the intercept term is crucial to making accurate
predictions. Accounting for the intercept term is necessary to ensure the a-Modification
is useful for GLMs, but complicates the o estimation process.

Let —¢(Bo, ., & |y, X) be the negative log-likelihood from Model (1.2) in terms of «
and €. A more general formulation of the adjustment proposed in Chapter 2 is summarized

by the objective function:

h(ﬁ(% Oé,€> = _6(607 Oé,ﬁ’y, X) + P/\<£) : (32)

Because this expression is biconvex, attempts to minimize it must be carried out in two

stages, similar to the linear model. First, fix & = 1 and find penalized estimates ,@0, A
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and B - Note that the minimizers vary according to A, so it is necessary to perform the
optimization across all A of interest. This step is well studied, as it is simply penalized
estimation for generalized linear models (Segerstedt 1992; Park and Hastie 2007; Friedman
et al. 2010; Li et al. 2012). Next, fix £ = B/\ and minimize the likelihood with respect
to a and fSy. When the derivative of —¢(5y, € = Bm y, X) is set to zero, the following

expression emerges:
Z vix; By = Z V(B + ox{ B)x] B, - (3.3)

Under a canonical link function, the matrix form expression is:

YTXBA =9 ' (Boln + @XBA)TXBA : (3.4)
It is clear that, when 3y = 0 and g7 '(2) = 2, @, = ,eTy)T(% This is the expression
A A

used for &, for the linear model in Chapter 2. Under the generalized formulation, the
optimization problem requires an iterative algorithm to solve. Algorithm 1 describes an
implementation of Newton’s Method that can be used to find Bg“ \, the estimated intercept
when é =3 \, and &y, the estimated scaling factor. Details of the objective function h
and its gradient can be found in Appendix B.1.

Chapter 2 proved that &, > 1 for all A under convex penalties minimized at 0 for
the linear model. This result is important in that it shows that the modification pushes
estimates away from zero, rather than shrinking them further. When generalized to GLMs,

we find a similar result under reasonable conditions on the penalty and log-likelihood.

Theorem 6. If BA is the unique minimizer of —{(Bo, B) + Px(3) where —{(3) is convex,

and P\(B) is a norm function, then &, > 1.

Although this result shows that the a-Modification for norm penalties never shrinks
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Algorithm 1 a-Modification for GLM

Given: Let B3, be the penalized coefficient estimates at a fixed A. Now h(z) =
h([ﬁo a}T) = h(/BO,Oé|B)\). Let zy = [ﬁAOJ\ 1}T where BAO,)\ is the estimated slope
for B,. Set k = 1 and tolerance € > 0.
while ¥? > ¢ and § > 0 do

Compute Az « V2h(z,_ 1) 'Vh(zp_1)

Find 77/}2 < Vh(zk_l)TVQh(zk_l)*IVh(zk_l)

Zp < Zp—1 — tAZk

§ < h(zy) — h(zk_1) > To ensure each step improves penalized likelihood
end while

. T
Then [B&)\ dA] —zl.

estimates towards zero, Theorem 6 does not show that the a-Modification always reduces
the bias of the original penalized estimates. For instance, when the \ selected gives rise to
a sparse but inaccurate submodel, coefficients that should be zero will be amplified using
the a-Modification. That is, the a-Modification is only as good as the tuning parameter
and the penalized estimator it modifies.

An additional concern with the a-Modification with respect to GLMs is that of
complete separation in logistic regression, discussed in Section 3.1. Complete separation
and its weaker form, quasi-complete separation, occur when X predicts all or a subset of
the response perfectly and often leads estimates to diverge (Albert and Anderson 1984;
Sauter and Held 2016). The a-Modification will also struggle to converge under these

conditions and increasingly large values of &, may have no effect on predictions.

3.3 «a,~-Modification

As an answer to potential convergence issues and to the fact that the a-Modification
cannot reduce bias for every possible A, this section introduces the «,-Modification. The

a,-Modification imposes a penalty on «, shrinking estimates of the scaling factor to
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stabilize the procedure and protect the modification against exacerbating the bias of the

penalized estimates.
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Figure 3.1: Lasso (B)\',l)? a-Modified Lasso (o?,\/ﬂ}/’l), and a,-Modified Lasso (d,\/vyﬁxvl)
solutions for the linear model as BO s, varies when A’ = 7.2. This tuning parameter value results
in perfect variable selection. 30 rs,j = 10 for j = {2,...,20}. Larger v result in solutions closer to
B »,1 and smaller v give solutions closer to éz')ﬁ A1

Consider the Lasso for a linear model, depicted in Figure 3.1. The leftmost plot
in the figure shows Lasso and a-Modified Lasso solutions for a single coefficient at a
single value of A\, X' = 7.2, as the OLS estimate varies. In this example, p = 20 and
BgLS = {BOLSJ, 10,...,10}. All twenty coefficients are non-zero in BX. The X matrix is
orthogonal, so Theorem 4 from Chapter 2 applies and the bound on the absolute difference
between d,\/B,\/J and BOLSJ is 12.49. That is, d,\/BAX,l may be larger in magnitude than
BO s, by as much as 12.49, whereas the unmodified Lasso estimate, B v,1 will only ever be

A = 7.2 smaller than the OLS estimate. Figure 3.1 shows that the distance between Bx,l
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and BO s, is smaller than the distance between &y B/\’,l and BOLSJ when BO Ls1 ~ 15.
Although Theorem 4 proved that as |3 rs.1| approaches infinity, \&ABM — BOLS,1|
approaches 0, it is clear that the a-Modification can fail to reduce bias for some situations.

Under the conditions of Theorem 4, this can happen whenever:

%<\/§+1—1)>1, (3.5)

d?. The difference between the OLS and a-Modified

where u =3, .. djand v =3}, . d;

J#j
estimate becomes large as “72 becomes large, which happens when many d; are nonzero,
but close to zero. In Chapter 2, this possibility is for the most part ignored. It is reasonable
to conclude, after all, that a-Modified K-fold Cross Validation will never choose A where
this has occurred. A more robust response to the possibility, however, is warranted.

Now consider the rightmost plot in Figure 3.1. Pictured here, in addition to the Lasso
and a-Modified Lasso estimates are the new set of «,-Modified Lasso estimates. The
a,~-Modified estimates range from Bx’l to Gy B,\:,l, representing a compromise between
unmodified and a-Modified Lasso estimates. This compromise can lead estimates to be
closer to BO s than either the unmodified or the fully modified solutions.

The penalty on « used for the a,,-Modification is v|a — 1|, resulting in the following

expression for @y ,:
Gy = arg min| — £(fo, o, &y, X) + PA(§) + v —1]] . (3.6)

Note that, in (3.6), P\(§) does not affect the value of &, , and can be removed from the

expression. Across all possible values of v, &, , ranges from 1 (when v is large) to d,
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(when v = 0). Algorithm 1 finds &, , for any model of the form described in (1.3) when:

_ >_i Yi(Bo + O‘XZTBA) i 2 b(Bo + axiTB)\)

o, ) = a(0) a(9)

e —1]. (3.7)

Appendix B.1 gives the gradient for the objective function to assist in implementation.

The additional tuning parameter, v > 0, determines the scope of the multiplicative
correction, giving options as to how large the estimated scaling factor is allowed to be.
The v tuning parameter space should be explored as completely as possible before a final
value of v is chosen. In this chapter, K-fold CV is used to select the optimal combination
of A—from the penalized estimator—and vr—from the Penalized a-Modification. When
the set of v values is chosen such that 1 is the smallest &, and &) = &, is the largest,
both the fully a-Modified penalized estimate and the un-modified penalized estimate are
considered. Intuitively, the «,-Modification allows one to choose how much of an effect—if
any—the modification will have on estimates based on information from K-fold CV. The
minimum APE can be used to choose A and v, or a 1SE Rule may be employed.

The unpenalized a-Modification was framed in Chapter 2 as a bridge to the Relaxed
penalized estimation method (Meinshausen 2007); the addition of a penalty on « strength-
ens this connection because the second penalty guides the impact of the bias adjustment.
The direction of penalized estimates remains fixed, so a,-adjusted solutions will still not
be identical to Relaxed solutions. However, the inclusion of a penalty on « allows for

informed decisions about how much of an impact the multiplicative adjustment has.

3.3.1 Specifics for the Linear Model

For the linear model, estimates for «a,, are found through a process that is nearly identical

to the traditional Lasso for a single variable. Because of this, closed form expressions

1

are easily derived. Under the linear model, g~ is the identity and y is assumed to be
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centered, so By = 0. Because the derivative of |« — 1| is undefined at one, consider the

subdifferential definition:

Oh(«)
O«

N ~T ~
= —y'X3, +aB, X"XB, + vs; (3.8)
where s; is defined below, with the understanding that o > 1:

1 a>1
S1 = . (39)

—1,1] a=1
Assume that KKT conditions are met and the subdifferential must contain zero. Therefore:

N yTXB)\ — VS

aAvy - AT ~ . (3-10)
T
B\ X X0,
TA
Allow @, to be the unpenalized estimate of a, dy g = &) = zT?‘ Then:
AT A
g — =2 @)\’0—+>1
by = T BXTXB, BrXTXB,, (3.11)
0 TxiE,

The expression given in (3.11) offers a closed form solution for the a,-Modification for any
penalty on estimates under the linear model. To name a few, the Lasso, Elastic Net (Zou
and Hastie 2005), SCAD (Fan and Li 2001), MCP (Zhang 2010), and SELO (Dicker et al.
2013) penalties can all utilize (3.11) to efficiently find estimates for a,,. This calculation is
trivial because it simply involves subtracting a fixed value from &, o, although many v

must be explored to find an optimal value.
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3.3.2 «,~-Modification for the Linear Lasso

In order to more thoroughly examine theoretical properties of the modification, a single
penalty must be specified. We choose the Lasso because of its popularity and simplicity
and because the finite sample size theoretical results of the unpenalized a-Modification
provided in Chapter 2 focus on the Lasso penalty. Again, although the fitting algorithm
proposed in Section 3.2 can be applied to any GLM, the following finite-sample theoretical

results assume a linear model.

Theorem 7. Suppose X is orthogonal and fix X such that the Lasso estimate of the linear
model Bk,j* # 0. There exists some vj» such that aVBA,j* is a conver combination of BOLSJ*

and B&j*-

< |Borsj — Bxrj*

Corollary 7.1. There exists some vj- such that: \BOLSJ* - 02,\,,,3,\7]-*

Theorem 7 and Corollary 7.1 show that for every fixed A and j*, it is possible to find
a value for v such that the «a,-Modified Lasso estimate for coefficient j* is closer to the
OLS estimate than the un-modified Lasso estimate was. This is an encouraging result, but
insufficient in practice. Consider a fixed \. Corollary 7.1 shows that there exists some v
such that &AWBA,\J-* is closer to BOLSJ* than BA,\J*, but recall that this adjustment is applied
to the entire coefficient vector, fi y- The more probing question to ask, then, is whether it
is possible to reduce the distance between Blo g and Bi where Bé s is the vector of OLS

A1
estimates found using the covariates indexed by M, and 3, are the non-zero elements of

A

B

Theorem 8. Under the linear model, for an orthogonal X matriz and any fixed A > 0,

there exists some v > 0 such that:

a1 ~1 A1 R ~1
1BoLs — /3,\||§ > ||Bors — a/\,uﬁAH% (3.12)
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~1 1 . .
where By and B, are the components of Borg and B, respectively that are non-zero in

B)\, the Lasso estimate.

The vector [‘3}) s in Theorem 8 is not necessarily the oracle OLS estimator, because
this result applies when ﬁ , has incorrectly specified the sign vector. A special case of
Theorem 8 occurs when B y recovers the correct sign vector. Therefore, for an orthogonal
covariate matrix when B y has captured the true sign vector, there exists a v such that
d,\,Z,BA is closer to BZLS, the unbiased oracle OLS estimator, than ,@/\.

The above results are specific to an orthogonal X matrix, which simplifies Lasso and
OLS calculations, but is not generally practical in real data applications. The stronger
result, shown in Theorem 9, replicates Theorem 8, for a non-orthogonal X matrix. The
compromise that must be made, however, is the assumption that B , has recovered the
true sign vector, s. This is not a guarantee, but it is a necessary condition of the bias
reduction capabilities of the a,-Modification. As stated above, the modification is only
capable of amplifying the direction of the penalized estimates, not changing it. If the sign
vector is incorrect, the «a,-Modification will not necessarily be able to reduce the overall

bias of the estimates.

Theorem 9. Let By, ¢ be the oracle OLS estimator for the linear model and let Xy, the
submatriz of X including only the active coefficients in 3%, be non-singular. There exists

a value v for any fized X such that
A % A1 2 Ak N A1 2
1Bors — Billz > [IBors — dawBill2 (3.13)

whenever the Lasso estimate, B, has recovered the true sign vector, s.

The conclusion from Theorem 9 is that, for the linear model, there will always exist a

v that allows the «,-Modification to reduce the bias of the Lasso for a fixed A, as long
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as that \ leads to a Lasso estimate that recovers the sign vector of the true model. To
increase the chances of finding this combination of v and A, the tuning parameter space

must be thoroughly explored through K-fold CV.

3.4 Numerical Results

This section discusses the results of simulation studies on the Lasso penalty for linear,
logistic, and Poisson regression. The primary methods of estimation considered are the
traditional Lasso (Lasso), a-Modified Lasso (a-Mod), «,-Modified Lasso («,-Mod), and
Relaxed Lasso (Relaxed). Tuning parameters are chosen via 5-fold CV.

For all methods, both a minimum APE approach and a 1SE Rule were implemented.
For the linear regression simulations and large sample size logistic and Poisson regression
simulations, only the 1SE results are reported. For logistic and Poisson regression with a
smaller sample size, n = 100, only the minimum APE is reported. Implementation of a
1SE Rule for the multi-dimensional A of the «,, and Relaxed methods can be complicated,
even for the linear model. In Chapter 2, the strategy used was that of Stallrich et al.
(2020), where the the APEs for a dense grid of A values are calculated, and all sets of
tuning parameters that have an APE less than or equal to the minimum plus one standard
error are set aside. The combination that gave the estimates with the smallest ¢;-norm is
taken as the optimal. This approach appears suitable for the linear model for all sample
sizes considered, but when used for GLM coefficient estimates for smaller sample sizes,
it gave unpredictable results. The question of how to evaluate the model complexity of
GLM estimates is still an open one, so the results of the 1SE Rule for smaller sample
sizes are reported in Appendix B.2.

The average coefficient bias (CB) was recorded where coefficient bias is calculated

as ||(Bz, 8T — (BO,BT)T||2 where, for a- and a,-Modified approaches, (BO,BT)T =
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(Bg x9 d,\yy,é?\’)T. The average deviance (Dev) is also reported, where deviance is found
to be: % o (wilg(ys) = V' (9xi) — b(g(yi)) + Yns)- Once again, for a- and «,-Modified
methods, y; = Bg \ T écm,xfﬁ )~ Size represents the average number of active coeflicients—
other than the intercept—included in the model; the average number of false negatives
(FN) are the number of coefficients active in 3*, but not active in 3,.

A few comparative models were included in these results to provide context for the
difficulty of the estimation problem. The Oracle ML estimator is the unpenalized maximum
likelihood estimator using only the truly active coefficients—knowledge only available
because the data is simulated. It is reported here as a comparison tool for the other
methods of estimation. The average Coeflicient Bias and Deviance for these estimates are
reported in the following tables. As an evaluation of the difficulty of the variable selection
problem for Logistic and Poisson Regression, the model size and false positives for two
Lasso solutions are reported: Lasso FPFN and Lasso FNFP. To find Lasso FPFN and
Lasso FNFP, the Lasso solutions for all A € A were found and evaluated in terms of their
model selection results. Of the subset of A giving the smallest number of falsely included
parameters, the Lasso FPFN estimates had the smallest number of false negatives. The

Lasso FNFP model selection results are found by choosing the A that results in the fewest

number of false positives among the models with the fewest number of false negatives.

3.4.1 Linear Regression With Independent Predictors

The following is a simulation study of linear data where p = 50, p* = 5, n = {100, 500},
and X was drawn from a multivariate Normal distribution with mean 0 and covariance
Y = o%I,. 3" was generated from a Gamma distribution with shape 5 and scale 0.25
where negative and positive signs were randomly assigned with equal probability. For

each data set, 0 was determined by a fixed Signal-to-Noise ratio (SNR) of 5 where SNR
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is calculated: SNR = (8*7£3%)/(0?) (Homrighausen and McDonald 2018). The results of
this simulation study are given in Table 3.1.

Both the a- and «,-Modifications result in lower average coefficient bias and smaller
average model sizes than the Lasso with a 1SE Rule. The «,-Modification tends to be
more conservative than the a-Modification, with larger average model sizes but fewer
average false negatives. It is also of note that the average value of the « estimate for both
these approaches is very similar. That is, the a,-Modification seems to choose relatively
small values of v and the penalty for & may not be especially necessary for these types of
problems. The average coefficient bias for the two new methods are similar to the Relaxed
Lasso with a 1SE Rule, though the Relaxed Lasso has a tendency to return sparser
models. Consistent with the simulation study results from Chapter 2, the a-Modification
appears highly competitive with the Relaxed Lasso in terms of variable selection and
coefficient bias, however the a-Modification has an advantage over the Relaxed Lasso in
computational efficiency.

Notice that the a- and «,-Modified results are nearly identical. This is unsurprising,
given the conclusions from Chapter 2. It was hypothesized that any A such that the
a-Modification resulted in a higher APE than the unmodified APE would also underselect
and be unlikely to be chosen as the optimal model. Indeed, this seems to be the case and
the v chosen using a,-Modified CV appears very close to 0, meaning that the penalty
on « is unnecessary. In terms of model size and false negatives, it is clear that the
a,-Modification results in models that are a compromise between the regular Lasso and

the a-Modified Lasso.
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Table 3.1:

Standard errors given in parentheses.

Average results from 500 replications of linear regression data with p* = 5, p = 50.

« CB Dev Size FN Time
Lasso (Min) 0.6 1.52 16.37 0.03 0.10
0.2)  (0.74)  (5.9) (0.18)  (0.02)
a-Mod (Min) | 1.19 0.49 1.61 10.18 0.07 0.24
(0.07) (0.2) (0.77) (5.34) (0.28) (0.01)
a,-Mod (Min) | 1.18 0.49 1.61 10.26 0.07 7.69
0.07)  (0.19)  (0.77)  (5.01)  (0.28)  (0.25)
Relaxed (Min) 0.44 1.67 6.29 0.2 1.44
(0.22) (0.79) (3.77) (0.45) (0.16)
n = 100 Lasso (1SE) 0.71 2.00 8.23 0.1 0.1
(0.24)  (0.94)  (296)  (0.32)  (0.02)
a-Mod (1SE) | 1.39 0.59 1.91 5.77 0.21 0.24
(0.16)  (0.23)  (0.89)  (1.82)  (0.49)  (0.01)
a,-Mod (1SE) | 1.14 0.62 1.94 6.8 0.18 7.69
(0.12)  (0.23)  (0.9)  (2.38)  (0.45)  (0.25)
Relaxed (1SE) 0.62 2.00 5.18 0.31 1.44
(0.25)  (0.94)  (1.29)  (0.56)  (0.16)
Oracle OLS 0.29 1.74
(0.12) (0.79)
Lasso (Min) 0.25 1.81 15.4 0.00 0.11
(0.08)  (0.78)  (5.71)  (0.04)  (0.03)
a-Mod (Min) | 1.09 0.19 1.84 8.26 0.00 0.28
(0.03) (0.07) (0.79) (3.73) (0.04) (0.03)
a,-Mod (Min) | 1.09 0.19 1.84 8.45 0.00 7.89
(0.03) (0.07) (0.79) (3.92) (0.06) (0.25)
Relaxed (Min) 0.15 1.84 5.45 0.01 1.79
0.07)  (0.79)  (2.16)  (0.12)  (0.21)
" — 500 Lasso (1SE) 0.37 1.97 5.87 0.01 0.11
(0.1)  (0.84)  (1.39)  (0.12)  (0.03)
a-Mod (1SE) | 1.26 0.32 1.94 5.00 0.05 0.28
(0.11)  (0.11)  (0.84)  (0.37)  (0.24)  (0.03)
a,-Mod (1SE) | 1.17 0.32 1.94 5.13 0.03 7.89
(0.08) (0.11) (0.84) (0.63) (0.18) (0.25)
Relaxed (1SE) 0.34 1.96 5.02 0.03 1.79
(0.12)  (0.84)  (0.29)  (0.17)  (0.21)
Oracle OLS 0.13 1.85
(0.05)  (0.79)
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3.4.2 Logistic Regression With Independent Predictors
The model for the following results is:

BBO‘FX?ﬁ

E[yi‘xi] =pi = m (3-14)

where y; ~ Bernoulli(p;). These results represent replications of logistic regression data

with p* = 5, p = 20, and n varying from 100 to 1000. All coefficients were set such that

o
D IBil=1 and |Bo] =81 = ... = Byl , (3.15)
=0

as in Li and Lederer (2019). The elements of X are independently drawn from a Normal
distribution with mean 0 and standard deviation 0.5. Results for n = 100 are displayed
in Table 3.2 and for n = {500,1000} in Table 3.3. For n = 100, it seems clear that a
1SE Rule is particularly unstable in logistic regression, so the tuning parameters for each
method are chosen using 5-fold CV with a minimum APE rule. For n = {500, 1000}, a
1SE Rule is more reliable so tuning parameters are chosen using 5-fold CV with a 1SE
Rule.

The results in Table 3.2 demonstrate, first of all, that this is a challenging variable
selection problem. Lasso FPFN tends to underselect and Lasso FNFP overselects by an
average of nearly 4 coefficients. Intriguingly, the a-Modification returns variable selection
results that are the most similar to Lasso FPFN, giving the fewest number of false negatives
among the models with the fewest number of false positives. The a,-Modification, in
contrast, appears able to reduce the number of false negatives without overselecting as
much as the unmodified Lasso. The «,-Modification also gives an average coefficient bias
that is smaller than that of the a-Modification, and comparable to the Relaxed Lasso.

For the larger sample size, a- and the «,-Modifications reduce both the average
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Table 3.2: Average results from 500 replications of logistic regression data with p* = 5,p = 20,
and n = 100. Optimal models chosen with 5-fold CV using the minimum APE. Standard errors
given in parentheses.

« CB Dev Size FN Time
Lasso 1.43 2.87 9.46 0.45 0.24
(0.31) (0.15) (3.38) (0.91) (0.2)
a-Mod | 3.55 1.96 2.99 3.67 2.43 1.87
(4.89) (0.46) (0.2) (3.39) (1.94) (0.58)
a,-Mod | 1.45 1.5 2.9 8.37 0.77 43.94
(1.56) (0.35) (0.16) (3.95) (1.33) (2.15)
Relaxed 1.51 2.89 6.63 1.13 12.47
(0.39) (0.16) (3.9) (1.39) (10.35)
Oracle ML 1.01 2.89
(0.46) (0.11)
Lasso FPFN 3.16 1.86
(1.25) (1.24)
Lasso FNFP 8.54 0.00
(3.46) (0.00)

coefficient bias and average deviance of the unmodified Lasso. When compared to the
a-Modification, the a,-Modification reliably results in smaller average coefficient bias
(CB), often similar to the Relaxed Lasso, though generally larger. Despite the smaller
average coefficient bias, the a,-Modification often has a similar model size to the a-
Modification. That is, the «,-Modification is able to reduce the overall coefficient bias
of the a-Modification and maintain its accurate variable selection properties. The a,-
Modification improves upon the Relaxed Lasso in terms of average variable selection
results for both n = 500 and n = 1000, suggesting that the «,-Modification is not only

competitive with, but often better than the Relaxed Lasso in this setting.
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Table 3.3: Average results from 500 replications of logistic regression data with p* = 5,p = 20.
Optimal models chosen with 5-fold CV using a 1SE Rule. Standard errors given in parentheses.

« CB Dev Size FN Time
Lasso 1.1 2.99 5.81 0.00 0.36
(0.18) (0.05) (1.2) (0.00) (0.02)
a-Mod | 3.29 0.82 2.96 4.97 0.08 5.36
(0.75) (0.25) (0.05) (0.43) (0.29) (0.25)
a,-Mod | 1.01 0.58 2.94 5.02 0.06 126.15
(0.06) (0.23) (0.05) (0.48) (0.27) (3.66)
n = 500 Relaxed 0.55 2.95 4.78 0.24 12.29
(0.32) (0.05) (0.5) (0.45) (1.17)
Oracle ML 0.41 2.94
(0.14) (0.05)
Lasso FPFN 4.99 0.01
(0.09) (0.09)
Lasso FNFP 5.01 0.00
(0.09) (0.00)
Lasso 0.91 2.98 5.53 0.00 0.58
(0.14) (0.03) (0.97) (0.00) (0.03)
a-Mod | 3.42 0.61 2.96 5.01 0.00 15.02
(0.75) (0.18) (0.03) (0.18) (0.04) (0.85)
a,-Mod | 1.01 0.36 2.95 5.00 0.00 342.41
(0.06) (0.12) (0.03) (0.06) (0.04) (17.12)
n = 1000 Relaxed 0.35 2.95 4.92 0.09 17.34
(0.23) (0.04) (0.3) (0.28) (1.41)
Oracle ML 0.29 2.95
(0.09) (0.03)
Lasso FPFN 5.00 0.00
(0.00) (0.00)
Lasso FNFP 5.00 0.00
(0.00) (0.00)

3.4.3 Logistic Regression With Correlated Predictors

In this section, we tackle the more difficult problem of correlated predictors, once again
using Model (3.14). X is drawn from a multivariate Normal distribution with mean 0 and
covariance Xy, where Xx;; = 0.5 and Xx;; = p X 0.5 whenever ¢ # j. The correlation
between columns of X, p, was set to 0.5. This is a more challenging variable selection
problem, as evidenced by the fact that all methods have more false negatives on average
than in the uncorrelated predictors setting.

A similar pattern to independent predictors is shown for correlated predictors when
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n = 100 in Table 3.4. The a- and «,-Modifications are both able to reduce the average
model size of the traditional Lasso. The average coefficient bias of the a-Modification is
larger than the «,-Modification and the Relaxed Lasso. In comparison with the Relaxed
Lasso, the a,-Modification has smaller average coefficient bias and a smaller average
number of false positives, suggesting that the a,-Modification may be preferable in this

especially challenging variable selection problem.

Table 3.4: Average results from 500 replications of logistic regression data with p* = 5,p = 20,
and n = 100 with correlated predictors. Optimal models chosen with 5-fold CV using the
minimum APE. Standard errors given in parentheses.

« CB Dev Size FN Time
Lasso 1.76 2.9 7.81 1.31 0.31
(0.39) (0.17) (3.53) (1.32) (0.29)
a-Mod | 3.61 2.13 2.99 3.29 2.99 2.3
(4.86) (0.5) (0.19) (3.09) (1.58) (0.96)
a,-Mod | 1.68 1.83 2.92 6.76 1.65 52.31
(2.38) (0.4) (0.17) (3.94) (1.51) (8.05)
Relaxed 1.84 2.92 5.58 1.95 17.08
(0.41) (0.18) (3.53) (1.46) (15.56)
Oracle ML 1.27 2.9
(0.61) (0.13)
Lasso FPFN 2.35 2.83
(1.2) (1.21)
Lasso FNFP 11.6 0.00
(4.34) (0.00)

When n = {500,1000} in Table 3.5, the Lasso FPFN and Lasso FNFP results
demonstrate that accurate variable selection is more achievable. Once again the «,-
Modification and the a-Modification improve both the average coefficient bias and the
variable selection results of the unmodified Lasso. They are more competitive with the
Relaxed Lasso, but tend to give more accurate variable selection results and slightly
larger—though similar—average coefficient bias. The two new methods are, on average,

more similar in terms of variable selection than coefficient bias, with the average coefficient
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Table 3.5: Average results from 500 replications of logistic regression data with p* = 5,p = 20
and correlated predictors. Optimal models chosen with 5-fold CV using a 1SE Rule. Standard

errors given in parentheses.

« CB Dev Size FN Time
Lasso 1.30 3.00 5.98 0.2 0.43
(0.23) (0.1) (1.54) (0.42) (0.09)
a-Mod | 2.8 1.24 3.00 4.76 0.65 5.91
(1.98)  (0.36)  (0.1) (1.46)  (0.92)  (1.04)
a,-Mod | 1 (0.05) 1.00 2.97 5.04 0.50 141.04
(0.37) (0.1) (1.43) (0.75) (20.03)
n = 500 Relaxed 0.96 2.97 4.51 0.76 15.89
(0.44) (0.1) (1.2) (0.81) (3.22)
Oracle ML 0.5 2.95
(0.18) (0.1)
Lasso FPFN 4.57 0.43
(0.67) (0.67)
Lasso FNFP 5.67 0.00
(1.3) (0.00)
Lasso 1.08 2.99 5.89 0.04 0.66
(0.17) (0.09) (1.21) (0.19) (0.1)
a-Mod | 2.19 0.93 2.98 5.09 0.19 15.9
(1.1) (0.28)  (0.09)  (0.9) (0.43)  (2.81)
a,-Mod | 1 (0.05) 0.69 2.97 5.13 0.17 371.38
(0.29) (0.09) (0.88) (0.39) (49.97)
n = 1000 Relaxed 0.62 2.96 4.79 0.35 21.01
(0.4) (0.09) (0.79) (0.52) (3.21)
Oracle ML 0.35 2.95
(0.11) (0.09)
Lasso FPFN 4.84 0.16
(0.37) (0.37)
Lasso FNFP 5.24 0.00
(0.65) (0.00)

bias of the «,-Modification tending to be smaller than the a-Modification. Once again,
the a,-Modification results in fewer average false negatives than the Relaxed Lasso and

similar average coefficient bias.

3.4.4 Poisson Regression With Independent Predictors

The model for the following results is:

Elyilxi] = \i = fotxiP (3.16)
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where y; ~ Poisson();). Sy was randomly chosen from {—1,—0.5} and 3 were selected

such that

d pi=1 and || =[Bi| = .= By (3.17)
=1

where the signs were randomly assigned. This approach is similar to that of Kibria et al.
(2015), except for the varying signs of the coefficients. Elements of X were independently
generated from a Normal distribution with mean 0 and standard deviation 0.5. The
results in Table 3.6 are from 500 replications of data with p = 20, p* = 5 and n = 100.
Table 3.7 shows the results of 500 replications of data with the same p and p* but for

n = {500, 1000} Additional results are given in Appendix B.2.

Table 3.6: Average results from 500 replications of Poisson regression data with p* = 5, p = 20,
and n = 100. Optimal models chosen with 5-fold CV using the minimum APE. Standard errors
given in parentheses.

« CB Dev Size FN Time
Lasso 0.68 0.84 9.63 0.67 0.16
(0.19) (0.14) (3.99) (1.08) (0.02)
a-Mod | 2.09 0.83 0.89 6.23 1.66 1.19
(1.6) (0.22) (0.18) (4.84) (1.78) (0.04)
a,-Mod | 1.57 0.72 0.87 7.96 1.11 38.76
(1.51) (0.2) (0.16) (4.68) (1.52) (0.86)
Relaxed 0.72 0.86 6.37 1.24 5.98
(0.21) (0.15) (3.71) (1.35) (1.07)
Oracle ML 0.47 2.98
(0.18) (0.2)
Lasso FPFN 3.13 1.94
(1.23)  (1.26)
Lasso FNFP 9.62 0.00
(4.38) (0.00)

The Lasso FPFN and Lasso FNFP results demonstrate that, when n = 100, the
variable selection problem is difficult. The model containing no false negatives has an
average of nearly 5 false positives. As such, the smallest average false negatives is achieved

by the traditional Lasso, which overselects more than the Relaxed Lasso, the a-, and
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a,-Modified Lasso. The compromise made by these three methods is fewer false positives.
It is noteworthy, however, how similar the a- and a,-Modifications are to the Relaxed

Lasso.

Table 3.7: Average results from 500 replications of Poisson regression data with p* = 5, p = 20.
Optimal models chosen with 5-fold CV using a 1SE Rule. Standard errors given in parentheses.

« CB Dev Size FN Time
Lasso 0.47 0.98 5.69 0.02 0.28
(0.11) (0.08) (1.09) (0.16) (0.02)
a-Mod | 2.39 0.41 0.95 4.96 0.2 4.32
(0.8) (0.14) (0.08) (0.81) (0.53) (0.23)
a,-Mod | 2 (0.41) 0.32 0.94 5.01 0.17 119.41
(0.15) (0.08) (0.82) (0.48) (4.09)
n = 500 Relaxed 0.3 0.94 4.66 0.4 8.22
(0.18) (0.08) (0.74) (0.65) (0.62)
Oracle ML 0.2 3.11
(0.07) (0.11)
Lasso FPFN 4.95 0.05
(0.3) (0.3)
Lasso FNFP 5.05 0.00
(0.25) (0.00)
Lasso 0.38 0.97 5.37 0.00 0.41
(0.08) (0.07) (0.74) (0.00) (0.02)
a-Mod | 2.44 0.29 0.95 4.99 0.02 12.33
(0.5) (0.1) (0.07) (0.18) (0.15) (0.96)
a,-Mod | 2.24 0.19 0.94 5(0.22) 0.02 332.93
(0.41)  (0.08)  (0.07) (0.14)  (26.18)
n = 1000 Relaxed 0.16 0.94 4.9 0.1 11.01
(0.11) (0.07) (0.32) (0.32) (0.62)
Oracle ML 0.13 3.12
(0.05) (0.09)
Lasso FPFN 5.00 0.00
(0.00) (0.00)
Lasso FNFP 5.00 0.00
(0.00) (0.00)

Similarly to the results of the logistic regression simulations, when n = 500, the

a,-Modification results in fewer false negatives on average than the Relaxed Lasso or the
a-Modified Lasso. Its average coefficient bias is smaller than that of the a-Modification,

but larger than the Relaxed Lasso. This pattern is maintained when n = 1000, though the
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differences in variable selection are less pronounced between the a- and «,-Modifications.

Both result in fewer false negatives on average than the Relaxed Lasso.

3.4.5 Poisson Regression With Correlated Predictors

Similarly to the above, for these simulations X is drawn from a multivariate Normal
distribution with mean 0 and covariance X x, where YXx; = 0.5 and Xx;; = p x 0.5
whenever ¢ # j. The correlation between columns of X, p, was set to 0.5. Table 3.8 shows
the results for n = 100. Lasso FNFP demonstrates that an average model size as large as
13 is necessary to correctly select the 5 truly active coefficients in the model. As a result,
all methods have false negatives, though the «,-Modification has fewer on average than

the a-Modification or the Relaxed Lasso.

Table 3.8: Average results from 500 replications of poisson regression data with p* = 5,p = 20,
and n = 100 with correlated predictors. Optimal models chosen with 5-fold CV using the
minimum APE. Standard errors given in parentheses.

« CB Dev Size FN Time
Lasso 0.87 0.88 6.78 1.94 0.19
(0.2) (0.16) (4.32) (1.63) (0.03)
a-Mod | 2.05 0.96 0.92 4.13 2.92 1.23
(1.95)  (0.22)  (0.17)  (4.3) (1.79)  (0.07)
a,-Mod | 1.48 0.9 0.9 5.74 2.32 39.55
(1.32) (0.21) (0.17) (4.61) (1.73) (1.33)
Relaxed 0.91 0.9 4.78 2.53 7.76
(0.23) (0.17) (3.72) (1.63) (6.3)
Oracle ML 0.57 2.97
(0.22) (0.65)
Lasso FPFN 2.16 3.11
(1.15) (1.15)
Lasso FNFP 13.45 0 (0)
(4.54)

Results for n = 500 and n = 1000 are given in Table 3.9. The «,-Modification, in

comparison to the a-Modification and the Relaxed Lasso, is able to return the fewest
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average false negatives while maintaining similar coefficient bias to the Relaxed Lasso.

Table 3.9: Average results from 500 replications of poisson regression data with p* = 5,p = 20
and correlated predictors. Optimal models chosen with 5-fold CV using a 1SE Rule. Standard
errors given in parentheses.

« CB Dev Size FN Time
Lasso 0.63 0.99 5.38 0.71 0.33
(0.16) (0.09) (1.85) (0.97) (0.03)
a-Mod | 2.82 0.62 0.98 4.23 1.3 4.29
(5.76) (0.2) (0.09) (2.03) (1.49) (0.28)
a,-Mod | 1.56 0.57 0.97 4.51 1.16 120.45
(0.6) (0.21) (0.09) (2.07) (1.38) (5.67)
n = 500 Relaxed 0.53 0.96 4.2 1.24 10.98
(0.24) (0.09) (1.68) (1.24) (3.73)
Oracle ML 0.24 3.05
(0.09) (0.53)
Lasso FPFN 4.02 0.99
(1.07) (1.07)
Lasso FNFP 6.34 0 (0)
(1.75)
Lasso 0.48 0.97 5.73 0.1 0.48
(0.12) (0.07) (1.24) (0.32) (0.05)
a-Mod | 1.71 0.42 0.96 5.1 0.27 12.45
(0.6) (0.15) (0.07) (1.07) (0.63) (1)
a,-Mod | 1.55 0.35 0.95 5.14 0.26 338.47
(0.41) (0.16) (0.07) (1.07) (0.56) (24.55)
n = 1000 Relaxed 0.32 0.95 4.73 0.47 14.89
(0.2) (0.07) (0.91) (0.66) (2.35)
Oracle ML 0.16 3.04
(0.06) (0.49)
Lasso FPFN 4.75 0.25
(0.51) (0.51)
Lasso FNFP 5.32 0 (0)
(0.72)

3.5 Raisin Application

To evaluate how the a- and «,-Modifications perform on real data, we consider the work

of Cinar et al. (2020). The data was made available through the UCI Machine Learning
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Repository!. This study uses a machine vision system to evaluate various characteristics
of two types of Turkish grown raisins: Kecimen and Besni. While many methods exist
for classifying raisins as Kecimen or Besni, they are often expensive, time-consuming,
and prone to human error. As such, Cinar et al. (2020) sought to use information from
the machine vision system to develop a model for classifying the raisin grains. The data

consists of 900 observations of 450 Kecimen raisins and 450 Besni raisins.
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Figure 3.2: Correlation between the seven predictive variables.

In their work, Cinar et al. (2020) use three different methods of classification: logistic
regression, Mulitlayer Perceptron, and Support Vector Machine, but do not carry out
variable selection among the factors collected in their data. These factors are Area (the
number of pixels within the boundaries of the raisin), Perimeter (the distance between
the boundaries of the raisin and the pixels around it), Major Axis Length (the length of

the longest line that can be drawn on the raisin), Minor Axis Length (the length of the

'https://archive.ics.uci.edu/ml/index.php
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shortest line that can be drawn on the raisin), Eccentricity (of the ellipse of the raisin),
Convex Area (the number of pixels in the smallest convex shell of the raisin’s region), and
Extent (the ratio of the region formed by the raisin to the total number of pixels in the
bounding box). It is clear from a description of the predictors that there is potentially
high correlation among the factors, because many of these factors concern the size of the
raisin. Figure 3.2 demonstrates their relatively high correlation.

Because the factors are highly correlated, it may be prudent to carry out variable
selection via penalized estimation. To evaluate the new methods proposed in this paper,
we consider an unpenalized ML estimator, the unmodified Lasso, a- and a,-Modified
Lasso, and finally the Relaxed Lasso. We acknowledge that the Lasso is perhaps an
imperfect choice for highly correlated predictors, however our simulation results indicate
that it may still be useful. Additional study of the a- and «,-Modifications on the Elastic
Net penalty, as well as a Relaxed Elastic Net, may prove fruitful.

We carried out the penalized estimation on 80% of the data, holding 20% aside for
evaluation. The results of that evaluation may be found in Table 3.10, including the
Model Size, Deviance, Time in seconds the calculations took to carry out, and Accuracy.

Accuracy, as in Cinar et al. (2020), is:

TP+ TN
TP+ FP+TN+ FN

x 100 (3.18)

where TP represents the number of observations in the holdout set that were correctly
classified as Besni, T'N are those that were correctly classified as Kecimen, F'P are those
that were classified as Besni inaccurately and F'N are those that were incorrectly classified
as Kecimen. Accuracy would be 100% if every point in the holdout set was accurately
classified.

Note that all the penalized methods had higher accuracy and lower deviance than the
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ML estimator, with the exception of the unmodified Lasso, which chose all 7 predictors;
it is therefore clear that model reduction is desirable for this data. Furthermore, as
classification is the ultimate goal, in this application it is prudent to prioritize model
accuracy over variable selection. As such, the 1SE Rule methods, which return the sparsest
models but lower accuracy that the minimum APE methods, are less desirable. The two
methods with the highest accuracy were the a- and «,-Modified estimates with a minimum
APE rule, where the «,-Modifcation resulted in slightly smaller deviance. The Relaxed
Lasso with a minimum APE rule had very similar accuracy to the a- and «a,-Modifications,
but had higher deviance and a more complex model. Overall, the a- and «,-Modified
Lasso approaches returned sparse models with high accuracy and low deviance, although
significant reduction in computation time from a,-Modified to a-Modified Lasso make

the a-Modified approach more desirable if computation time is a considerable concern.

Table 3.10: Summary of the results from the holdout set of Raisin data.

Accuracy Model Size Deviance Time (Seconds)
OLS | 0.856 7 513.792  0.432

Relaxed Min | 0.883
Relaxed 1SE | 0.861

512.630  19.510
507.895  19.510

Lasso Min | 0.872 7 514.840 0.774
Lasso 1SE | 0.872 3 504.137 0.774
Mod Min | 0.889 3 507.691 10.523
Mod 1SE | 0.878 1 500.041 10.523
o, Min | 0.889 3 506.385  292.536
a, 1SE | 0.861 2 509.895  292.536
4
2
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Table 3.11: Variables chosen via each method for the Raisin data.

OLS | Area, MajorAxisLength, MinorAxisLength, Eccentricity,
ConvexArea, Extent, Perimeter
Lasso Min | Area, MajorAxisLength, MinorAxisLength, Eccentricity,
ConvexArea, Extent, Perimeter
Lasso 1SE | Eccentricity, Extent, Perimeter
Mod Min | MinorAxisLength, Extent, Perimeter
Mod 1SE | MajorAxisLength
a, Min | MinorAxisLength, Extent, Perimeter
a, 1SE | MajorAxisLength, Perimeter
Relaxed Min | MinorAxisLength, Eccentricity, Extent, Perimeter
Relaxed 1SE | MajorAxisLength, Perimeter

3.6 Discussion

The a-Modification, proposed in Chapter 2 for the linear model, is an attractive option
for reducing the bias of penalized estimates and is adapted in this chapter to address the
challenges of GLMs. Under GLMs, the calculation of &, is more involved than under linear
models, because of the necessity of accounting for an intercept term and because it is
generally impossible to find closed form solutions. As a result, an algorithm was proposed
to find Bg‘ , and &, under any GLM. The result in Chapter 2, showing that &, > 1 for
any A, was generalized under certain conditions on the penalty and log-likelihood. It is
important to emphasize the generalizablilty of the a-Modified approach: the algorithm
provided in this paper can be used for any penalty.

As discussed in Chapter 2, even in the linear model the a-Modification is not guaranteed
to reduce the bias of penalized estimates, though simulation results indicate that it often
does when paired with Cross Validation. In this chapter, a penalized a-Modification, the
a,~-Modification, has been proposed to ensure bias reduction of estimates. For the Lasso
penalty on the linear model, it has been shown that there exists a value of v for any A

that results in accurate sign recovery, such that the overall bias of the coefficient vector is
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reduced by multiplying the estimates by &y ,.

The trade-off in reducing coefficient bias through the «,-Modification is sometimes, as
shown in the simulation results, that overselection can occur. That is, a,-Modified CV
can reliably reduce coefficient bias, but in doing so it may pick up additional effects that
are not necessary to predict the response. Notably, the a-Modification is much faster than
either the a,-Modification or the Relaxed Lasso and generally achieves similar results.

The fixed sample size results provided in this paper focused on the Lasso penalty
because of its popularity, but it may be the case that many of the results can be generalized
to other penalties as well. This is one area of future research. Another area of additional
study is a different approach to the estimation of a. The calculation of &, and &),
described here uses in-sample predictions and observations. As overspecification is a
particular concern, the question of whether out-of-sample data can be used to find

estimates of « is another subject of further research.
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3.A Proofs for Theoretical Results

This section includes the proofs of all theoretical results presented in Chapter 3.
Proof of Theorem 6. We prove this theorem by contradiction. Let ﬁAO’ A and ﬁ,\ be the

unique minimizers of —¢(5y, B) + Px(3). Now,

Boa , . . , .
= argmin _g(ﬂ()? a|/8)\7 Yy, X) + P/\(B)\) = argiin _6(507 Oé‘,B/\, Yy, X) (319)
a Bosx Bo,a
where —€(f,, | By, y, X) iis the negative log-likelihood under Model (1.2) with predictors
represented as g(E[y;|x;]) = Bo+ax!€*. First suppose |dy| < 1. Note that 3, minimize the
negative log-likelihood under the constraint of the penalty. Expression (3.19) minimizes the

negative log-likelihood with respect to a and Sy without regard to the penalty. Therefore:

—5(3&,\7 a\Byly, X) < —L(Bon, Byly. X). (3.20)

We have assumed that Py(-) is a norm function. A function p : Z — R is a norm if it
satisfies the following three conditions: (1) p(z1 + 22) < p(z1) + p(22) for all 21, 22 € Z; (2)
p(sz) = |s|p(z) for any scalar s and all z € Z; (3) for all z € Z, if p(z) = 0, then z = 0. It
is this second property, known as absolute homogeneity, that informs the contradiction.

When |d,] € (0,1), Py(8y) > Pr(@x8,). Then:

_6(386,)\7 d/\BAb’a X) + P,\(d,\BA) < —E(Bo,m B,\b” X) + P/\(B,\)- (3.21)

Therefore BOJ\ and BA are not the unique minimizers of —¢(fy, 3) + Px(3). This is a

contradiction, so |&,| > 1.
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We have assumed that the negative log-likelihood is convex and established that

_E(B(()l,)n QIBAlyv X) > _E(B(()X)\a QBA|Y7 Xa Q= 1) (322)

when a € (—1,1). Therefore, when o € (—1,1), the function is increasing in «. Because
it is strictly convex, the negative log-likelihood must also be increasing for a < —1.

Therefore the minimizer &, > 1. O

Proof of Theorem 7. Assume that d, > 1; let d; = (|BoLs,|—A)4 and s; = sign(BoLs,;)

SO BAJ = s;d;. Then we have the following:

~T ~
.5 LAY
Qxpfrj = <%)5A,j* (3.23)
BB\
b4 R
_ (Zi:l Porsifas = V)BA - (3.24)
P B2 ’
]:1 Av]
Sj*d]* Z]#]* BOLS,j‘dj + S]*dj* /BOLS,j*‘dj* — Vdj*Sj*
= 2 (3.25)
j=1%j
:< pj dz)BOLS,j*“‘( 17 pj PP ]>5,\,j* ——pj sz (3.26)
j=1"7 Jj=1"7 j=1"7
d2. A > L d2N . AD o diy - Vdix S
=14 =14 =14 =19
(3.27)
. R ,\Z. LN Ui Sin
= wiBors + (1 —wy)Be + (;—ﬁd;> A~ s (3.28)

J=1"7 J=1"7
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d2,

where w; = <+{F> Therefore, it is clear that o, 3) ;- is a convex combination of Borg ;+

j=1"j

and [y j+ whenever

(AZ#J-* dj> G v S _ 0
TR AT
P2 )t T d2

P
J=1"7 J=1"J

NBrge Y dj = vdjes;-
J#5*
)‘BAJ* Zj;éj* dj
dj* Sj*

A di=v.

J#5*

(3.29)

(3.30)

(3.31)

(3.32)

(3.33)

Therefore, there exists some v for any fixed value of A > 0 such that the penalized modified

estimate is a convex combination of its OLS estimate and its Lasso estimate. [

Proof of Corollary 7.1. Assume that v =\ j»j+ d; for some nonzero Lasso estimate.

Consider the absolute difference between the modified estimate and the OLS estimate:

\Bors,j» — B+

Therefore:

because 0 < wy < 1. O

= (1 —w1)|Bors- — Brje-

<|Bors,j* — Brj

|ﬂOLS,j* - d)\,uﬁ)\,j*
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= ’BOLS,]'* — wlBOLS,j* —(1— wl)B)\,j*

= (1 — wi)Bors; — (1 —wi)Bry-|

(3.34)
(3.35)

(3.36)

(3.37)



Proof of Theorem 8. Fix A > 0 and allow X to be an orthonormal matrix.

1Bors — Balls > [1Bors — aruBall3 (3.38)
N X N TEN -
B, 08\
Bopshy —v _ BorsPs + V(8o 5B — Br B (2B01sBy — BrB) 0,
B, 8, B8, |
v <\ (BohsB)? — BaBr(2BonsBs — BLBy). (3.41)

This is only possible when the value under the square root is greater than or equal to

zero. So:
(BorsBs)? = BrBr(2BorsBs — BrBy) (3.42)
BowsBa(BorsB — 28,8,) = —(B,8,)’ (3.43)
an U(BOLSIB)\ - 2,3,\:3/\) > IBTB,\ (3.44)
AT A
dro > PPy (3.45)

=T - T -
BorsBx — 28,08,
A T al T 2.T
) — 2)s + A%sy s
Gixo > (€0LS) ﬁOLS T,\F’OLS ,\T A ' (3.46)
(Bors) ' Bors + 3285 Bors + 2A%sy sy

This last expression arises from the fact that ,3}\ = BIOLS — As, where s, is the sign
vector of the non-zero elements of BA. Inequality (3.46) must always be true because
3/\S§BOLS +2X\%slsy > —QASKBOLS + A?sT'sy. Therefore the left side of the expression is
less than or equal to 1 and we have already shown that &, is always greater than or
equal to 1.

The conclusion is that for any fixed A > 0, there exists a v > 0 such that the penalized

modified estimates are closer to the OLS estimates than the non-modified Lasso estimates
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in the case where X is orthogonal. [J

Proof of Theorem 9. Suppose that the Lasso has recovered the sign vector, s for the

A1 Ak
true coefficient vector, 8*. Then B, = Bpg — nA(X] X;)'s; where X is the covariate

matrix including all covariates in the support vector of the true model and s; is the sign

Ak ol 1
vector for the active coefficients. B¢ = (XTX;)"'XTy and B3, is the vector of non-zero

X X 1 A o1
entries for 3,. We want to find a v such that [|Bp.s — Byl12 > [1Bors — GanBy |2 s

assume that &y, # 1. Then:

yTXIBOLS - n/\(BOLS>TSI -V
(Bors)TX1 X1BoLs — 2nAst Bops + n2A2sT (X7 X;) s

)y =
Now, we consider when the inequality of interest arises:

1Bors — Balls > 11Bors — druBall3
~2(Bo.5) By + (BB > —2a,(Bos) Ba + 43.,(B))7 B,
26w — V(Bors)"By > (63, — 1)(B))" B,
2(Bo5)" By > (s + 1)(B))7B)
265,m A (Bops) (X X1) 81 > (daw — 1)(Bors) Bows

+ (G, + Dn?A%sT (XT X)) 728y

Then we want:

(Bors) Bors — n*Ast (X1 X,)%s;

Ny < —=

(BOLS>TB*OLS - QHA(B*OLS)T(X?Xﬁ_lSl + ”2)\251T(X{X1)_251.
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(3.48)
(3.49)
(3.50)
(3.51)
(3.52)

(3.53)

(3.54)



Let:

A= (Bors) ™ XTX1Bops — 20287 Bop s + n2\%sT (XTX,) s, (3.55)

B = (Bo15) Bors — 20\ (Bors)T(XTX,) sy + n?A2sT (XTX,) 2. (3.56)

~ ~ ok ~1 Ak . ~1
Hence, &y, = o — 4. Now [|Bors — Bul13 > [|Bors — diuB,][3 whenever:

~A((Bows) Bows — 33T (XTX1) sy
v > 5 + Adiy o (3.57)

and

V< Adyg— A . (3.58)

In order to establish whether this is possible, we must determine whether the lower

bound for v is smaller than the upper bound:

~A((Bows) Bows — 3T (XTX1) 21

B + AOAQ\’O < AOAé)\70 — A (359)

- ((BOLS)TBOLS - ”2)\2S1T(X{X1)7251>
5 < -1 (3.60)
(Bows) Bors — n*As{ (X[ X,) s, > B . (3.61)
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Using the definition of B, we can determine that this inequality holds whenever:

—712/\28{(X?X1)_251 > —QRA(B*OLS)T(X,{Xl)_Isl + n2)\2s{(X{X1)_251 (362)

nAs] (XTX1) 281 < (Bors)" (X1 X1) sy (3.63)
nis! (XTX,)%s; < y'X,(XTX,)%s, (3.64)
0 <y "X (XTX,)%s; — nAsT (XTX,) 2, (3.65)
0< B, (XTX,) s, . (3.66)

Because (X7X;)~! is symmetric and positive definite and we have assumed that B,\

recovered the sign vector sy, this is always the case. Therefore we have the result. [J
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CHAPTER

SEQUENTIAL OPTIMIZATION FOR
TUNING PARAMETER SELECTION

4.1 Motivation

As demonstrated in Chapters 2 and 3, penalized estimation involves one or more tuning
parameters that control the impact of penalization. The final estimates reported are
based on a single set of these tuning parameters. Often, we want the final set of estimates
reported to be unbiased for the true parameters or to recover the true support of the

underlying model. Ideally, we would like to efficiently explore the tuning parameter space
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so that we may consider all possible estimated models in our decision. Considering the
entire tuning parameter space is feasible for some procedures, such as the Lasso for linear
models, where the solution paths can be derived efficiently (Efron et al. 2004). There are
many penalized estimators, some of which were described in Chapter 1, for which fully
exploring the tuning parameter space is too computationally intensive to be feasible. As
such, the estimates themselves can suffer from improper tuning parameter selection. This
chapter presents a sequential method of efficient exploration of complex tuning parameter
spaces for such estimators.

K-fold CV (Stone 1974; Allen 1974; Geisser 1975) has also been a major focus of
Chapters 2 and 3 because it is one of the most widely used tuning parameter selection
methods. K-fold CV breaks up the data set into K folds of size n; and allows each of the
individual folds to be used as a holdout sample. The tuning parameters that minimize
the APE across the K folds are often chosen as the final parameters. A 1SE Rule has
been shown in practice to be useful for choosing sparser models, though implementing a
1SE Rule for multidimensional tuning parameters can be challenging.

The computational expense of K-fold CV can leave practitioners with two undesirable
options: explore a dense grid of tuning parameters, which can be prohibitively time
consuming, or inspect a sparse set of A values and risk missing the minimum APE, or
not adequately defining the 1SE region around the minimum. This dilemma was faced
by Stallrich et al. (2020) in their implementation of the SAFE procedure for the EMG
data application discussed in previous chapters. The computational expense of adaptive
penalized estimation of a functional linear model lead to K-fold CV across a relatively
coarse grid of tuning parameters. As a result, it is not clear whether sufficient exploration
of the tuning parameter space has yet been achieved.

In this chapter, a new approach to K-fold CV is proposed, wherein tuning parameters

are sequentially sampled first to minimize the APE and then to explore the 1SE area
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around the minimum. The tuning parameter selection problem is treated like a computer
experiment (Santner et al. 2003), starting with a sparse, “space-filling" set of tuning
parameters, and then interpolating the APE function across a dense grid. Sequential
optimization is performed to identify (1) the A that results in the minimum APE, and (2)
the A values that lie within one standard error of the minimum. Although this approach
has some precedence in the Machine Learning community (Bergstra et al. 2011; Koehrsen
2018; Brownlee 2020; Cho et al. 2020), these methods were developed to find the minimum
APE, and do not address the potential need for a 1SE Rule. The use of a 1SE Rule
complicates the approximation of the APE curve because it introduces an incentive to
perform more exploration in the area near the minimum. The goals of exploitation and
exploration are therefore more interwoven than for the more straightforward minimum
APE approach.

Consider the toy example from Chapter 2. Recall that the data is generated from a
linear model with n = p = 100, errors drawn from a standard Normal distribution, and 5
active coefficients ranging in magnitude from 1.81 to 2.51. The APE curve from 5-fold CV

20 and €3, is shown in Figure 4.1. A

for this data, across a grid of 500 A\ values between e~
few important qualities may be observed in Figure 4.1 that seem to generally apply to
APE curves of this nature. First, the curve is reasonably well behaved. It is smooth and
continuous and has a single global minimum. The points within one standard error of the
minimum are all close to the minimum, so once the minimum APE X has been found it
would be reasonable to restrict the search to points near the minimum. There are also
areas in the curve, for very small A\ and very large A, where the curve is either flat or
nearly flat. Finally, the APE curve is deterministic for a fixed set of folds. In Figure 4.2
the curve is approximated using a Gaussian Process on only 12 of the A\ values pictured in

Figure 4.1. When the Expected Improvement is calculated for all 500 A values observed

in 4.1, the next sampling point chosen is very close to the minimum APE observed from
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Figure 4.1: APE curve (blue line) for the generated data set in Chapter 2. The left plot shows
the full curve, the right plot shows the curve zoomed in on the minimum. The APE plus and
minus one standard error are represented by the grey dashed lines. The left-most vertical line is
the A giving the minimum APE and the right-most vertical line is the A chosen by a 1SE Rule.
The green shaded area on the rightmost plot signifies all As resulting in an APE less than the
minimum plus one standard error.
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Figure 4.2: APE curve (blue line) for the generated data set in Chapter 2 and the Gaussian
Process approximation (black line) from 12 A values (points). The right plot shows the Expected
Improvement for all 500 A values observed in Figure 4.1. The green vertical line indicates the
next sampling point, as chosen by the Expected Improvement.

the dense grid of A values, suggesting that the approximation has the capability to find
the minimum APE with far less information than 500 sampling points.

This simple example illustrates the first step in the sequential optimization procedure
described in this chapter. The process would be repeated until some metric of convergence
was reached, at which point the APE curve will have been satisfactorily approximated,
without carrying out 5-fold Cross Validation on all 500 A\ values. The next stage of the
process is to find the boundaries of the area of the APE curve that is less than 1SE from
the minimum APE. The sparsest model that meets that criterion can be selected as the
optimal. In the case of a one-dimensional tuning parameter, a larger X is always associated
with a sparser model and the boundary will be simple to define as the largest A within
one standard error of the minimum. To find the true boundary then, we simply have to

sample points around the estimated boundary until we find two sequential As in the dense
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grid where the smaller A is less than the minimum plus one standard error and the larger
is greater than it.

This example is explored here as a simple proof of concept. In practice, computation
of the APE across a dense set of A values for the Lasso estimates of coefficients in
the linear model is extremely efficient. The LARS algorithm can be used to almost
instantaneously find the complete solution path so K-fold CV is fast. The practical use
of the proposed sequential optimization procedure is intended for more computationally
expensive problems. Computational expense for penalized estimators can come from two
sources: first, reaching penalized estimates themselves can be time consuming and second,
fully exploring a multi-dimensional tuning parameter space is more expensive than doing
so for a single tuning parameter. More complex penalties than the traditional Lasso often
suffer from both sources of computational expense.

Additionally, in a multi-dimensional tuning parameter space, the 1SE Rule is less
intuitive because the “less sparse direction" can be difficult to determine. Consider the
example in Figure 4.3. This plot shows the APE of the same data from Figure 4.1, this
time exploring the two-dimensional tuning parameter space induced by the Relaxed Lasso.
The APE is calculated for 500 A\; values and 500 Ay values. The right hand side of the
plot only displays those APE values that are less than the minimum plus one standard
error. These sets of A\; and Ay would all be candidates for the optimal model given a 1SE
Rule. If we employ the same strategy for implementing a 1SE Rule as used in Chapter 2,
the optimal BM, », Would be the vector from this set that minimizes || BM, o ll1-

Once the sequential approach has interpolated the left side of Figure 4.3, the challenge
is in determining how to adequately explore the 1SE region around the minimum to
ensure that the best possible model is selected without having to calculate the APE for
all 19988 points pictured on the right. This chapter proposes the use of a space-filling

design of the sampling points estimated to be within one standard error of the minimum
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Figure 4.3: APE for the Relaxed Lasso estimates of the data from Figure 4.1. On the left are
the APE values for all A; and Ay. The leftmost plot shows all APE values. The grey box indicates
the window of tuning parameters shown on the right. The right plot, with colors re-scaled, shows
only the values that are less than the minimum APE plus one standard error.

until the number of desired candidates have been observed within that area. Ideally, focus
would be given to points along the border of the 1SE area.

Section 4.2 discusses the various methods of sequential design that can be used to
approximate and refine the estimated APE function. Section 4.3 describes the methodology
and provides algorithms for its implementation. The results of two simulation studies
are discussed in Section 4.4 and the effectiveness of the new procedure is reviewed. In
Section 4.4 the new approach is applied to the EMG data and its results and efficiency
are compared to the results of the original SAFE application in Stallrich et al. (2020).

Finally, directions for future study on this topic are presented in Section 4.6.

4.2 Background

There are three components to the approach described in Section 4.3 that will be discussed

in this brief literature review. First, a discussion of Gaussian process regression is required
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to form an approximation of the APE curve. Second, the principles of Bayesian optimization
will be used to carry out selection of new A, or sampling points, to both refine the
approximation of the APE and to minimize it. Finally, a smaller but still important
component of the sequential APE approach is the use of space-filling designs to explore
the estimated 1SE area around the minimum APE. A few of these designs are detailed

here.

4.2.1 Gaussian Process Regression

The method of approximating the APE function proposed here is through Gaussian
process regression. A Gaussian process (GP) is a—possibly infinite—collection of random
variables wherein every finite subset of those random variables, indexed by X, follows
multivariate Normal distribution with mean function p: X — R and a positive definite
covariance function £ : X x X — R. Commonly in sequential optimization, the mean

—”X+X'”§) where 6 is the

function is assumed to be a constant, pg, and k(x,x") = o2exp(
lengthscale hyperparameter (Shahriari et al. 2016). In the application of GP regression
given in this chapter, the set X represents the tuning parameter subspace, A, and the
APE curve is a realization of the GP.

Consider a finite collection of ¢t points X; where each row of X;, x € X'. The vector
Y; = [y1, ..., y:]* represents ¢ noiseless realizations of the system under the model y; = f(x;).
These sampling points provide useful information about the GP that can be used to define

the conditional distribution of the system, given {y,, X;}. The conditional mean of f(x)

is therefore:

pe(x) = o + ke(x)K; ' (y; — pole) (4.1)

where K, is the covariance matrix based on evaluating k(x,x’) at all pairs of points in

X, and ky(x) is the 1 x ¢ matrix comprised of k(x,x;) for all x; in X;. The conditional
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variance is:

o2(x) = 02 — k, (x)7K; 'k, (x) . (4.2)

The parameters po and 6 will need to be estimated in order to define the conditional
distribution. In this chapter, the estimation will be carried out via maximum likelihood.
Making predictions about unobserved points in X is known as kriging and can be done
simply by estimating the mean, ;(x) across all points of interest in X (Gramacy 2020;

Shahriari et al. 2016).

4.2.2 Bayesian Optimization and Acquisition Functions

Bayesian optimization is a sequential approach to optimizing f when it is a noisy and/or
expensive black-box function. The process begins with a statistical model of f that
represents the prior. While the model is not necessarily a GP, it is often one and the GP
model will be assumed for this chapter. The statistical model is then used to evaluate an
acquisition function, a(x), that assesses how useful a given sampling point, x € X', will
be to optimize f. The point that returns the highest value of the acquisition function is
suggested as the next sampling point (Shahriari et al. 2016).

Acquisition functions are designed to balance two, sometimes competing, goals: ex-
ploration and exploitation. The aim of exploration is to fully inspect the space so as
to improve the approximation; exploitation means focusing on areas that have a high
probability of containing the global maximum or minimum, depending on the optimization
goal. When a new sampling point is added, p;(x) and o?(x) must be updated because the
conditional mean and variance are likely to change as sampling points are added (Berk
et al. 2020).

Two standard acquisition functions are described here: Expected Improvement and

the Gaussian Process Upper Confidence Bound, though many more exist and can be
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implemented in the algorithm presented in Section 4.3. Optimization problems often
involve maximizing some function so many acquisition functions are written for that
purpose. The goal of K-fold CV, however, is to minimize the APE function—or to find a
reasonable window around the minimum APE—so there are a few small alterations that
need to be made to the acquisition functions as they are generally presented.

Expected Improvement (EI) (Mockus et al. 1978) is an acquisition function quantifying
the amount of improvement a new value, v, can be expected to have on the current

approximated optimum, 7. For minimization, it is defined:
apr(v) = E[(t —v)l(v < 71)] . (4.3)
Under the Gaussian Process framework:

1) = (= ) (TN g g (T 20C)Y (1.9

o1(x) 01 (x)

where @ is the standard Normal cumulative density function and ¢ is the standard Normal
probability density function. EI has been shown to perform well in experiments (Osborne
2010) and Bull (2011) proved, under some assumptions, the convergence rate of EI to the
optimum.

Another acquisition function of interest is the Gaussian Process Upper Confidence
Bound (UCB), an optimistic—rather than improvement-based—policy. The acquisition

function for UCB (Srinivas et al. 2012) is:

avep(x) = —u(x) + V/Bioi(x) - (4.5)

where [3; is a hyperparameter chosen by the practitioner. Increasing (; forces the function

to favor high-variance points, whereas decreasing it will cater to low mean points and
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prioritize finding the minimum. Theoretical results give an expression for ; that ensures
that the algorithm has sub-linear regret. In practice, however, the UCB acquisition
function has the tendency to encourage exploration over exploitation, which can lead to
the selection of many unnecessary additional points (Berk et al. 2020).

The solution to this over-exploration problem is given in Berk et al. (2020). They
propose a Randomized Gaussian Process UCB approach. The acquisition function remains
the same in their algorithm, but 3; is now drawn from the Gamma distribution with scale

0 and shape
_ log((2m)~1/2(¢* + 1))
B log(1+ ¢/2)

In this expression, ( is a hyperparameter chosen by the practitioner. Berk et al. (2020)

(4.6)

suggest that ( = 8 has been shown in simulations to favor exploration, ( = 0.5 favors
exploitation, and ¢ = 1 is a good balance of the two; they offer no theoretical justifications
for these claims, however.

These sequential optimization procedures are all focused on minimizing the function.
For the K-fold CV procedures of interest here, minimization is an important part of
the process but the main goal is classifying tuning parameter points as within 1SE of
the minimum and over 1SE from the minimum. This classification goal is shared in
the work of Inatsu et al. (2020). Their approach, called the Level Sets classification
method, sequentially adds points for the purpose of classifying values as above or below
some threshold (Inatsu et al. 2020). The authors present algorithms for a predefined
threshold and an implicit threshold that is defined as some proportion of the optimal
value. Integrating this method into the approach proposed in Section 4.3 would present a
few challenges. First of all, a predefined threshold in the APE application is impossible,
but the implicit threshold algorithm given in Inatsu et al. (2020) is also inapplicable. The

threshold needed in the 1SE application comes from the minimum plus another quantity
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determined by the function itself, the standard error of the minimum. That is, it is not
merely necessary to estimate the minimum of the APE, but to observe it as well in order
to determine the necessary threshold. This wrinkle adds an additional layer of uncertainty
that is not addressed by the Level Sets algorithms. Because of these challenges, this
chapter assumes the use of more traditional acquisition functions, but acknowledges the

use of Level Sets to define the desired boundary as a subject of future study.

4.2.3 Space-filling Designs

The implementation of a sequential sampling method to find the 1SE bound of an APE
function will require a space-filling design algorithm. This is an interesting design problem
in that it involves a finite sample of potential new sampling points from which a small set
of space-filling points must be selected. The APE curve will then be observed on that set.

There are a few approaches to carry this out. First, consider Spatial Coverage Designs
(Royle and Nychka 1998). This technique performs optimization with respect to the
geometric coverage of a set of data points. Let C' be the candidate set of points and D,

be a subset of n design points from C'. The distance between any given location x and

the design D,, is defined:

4.0 = (X he—ylr)’ (47)

y€Dn

where p < 0. A design, D}, is optimal if, over all possible designs in the candidate set, it
minimizes:

C,a(C, Dy) = (Z dy(x, Dn)q>‘11 . (4.8)

xeC

Increasing the constant g increases the importance of the distance of the design to poorly

covered locations. The point-swapping algorithm presented in Royle and Nychka (1998)
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Figure 4.4: White points represent a Maximin space-filling design of the 19988 combinations
of A1 and A that are within 1SE of the minimum APE shown in Figure 4.3.

has been implemented in S-PLUS and Stata (Bia and Kerm 2014).
Another approach is to use the Maximin criterion, which seeks to maximize the

minimum pairwise distance between design points:

AD,) = min {lx—xl| 5 #i} (4.9)
where ||-|| is generally the Euclidean distance but can be any distance metric (Tan

2013). The R package maximin can be used to efficiently implement this approach. As an
illustration, consider the 1SE area found for the Relaxed Lasso example in Figure 4.3. A
Maximin space-filling design sampling 50 points within 1SE of the minimum is shown in
Figure 4.4. Notice that points along the borders of the 1SE area seem to be favored in

this design approach.
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4.3 Gaussian Process Sequential APE

Consider some APE function from K-fold Cross Validation with fixed folds. This function
is deterministic, in that sampling one A multiple times should lead to the same result.
Furthermore, empirical evidence indicates that APE curves tend to be fairly well-behaved,
meaning it is reasonable to approximate them using GP regression.

To begin, the APE must be evaluated for a coarse grid of tuning parameters, Aq and
dense grid from the tuning parameter space, A, must be defined. The sampling points in
Ay should be space-filling and encompass the full range of the tuning parameters in A.
Denote the initial APE observations APE()\g) for all \g € Ag. The mean and standard
deviation of the GP are estimated for all A in A. The predicted value of the APE for a
point ' € A is denoted APE (A). Let a : A — R be whichever acquisition function is
preferred. In the simulations and application presented in Sections 4.4 and 4.5 respectively,
the acquisition function implemented is Expected Improvement (EI), but note that any
acquisition function could be used in its place. Then, calculate a(X) for all A € A and
maximize it to find the next sampling point, A;. Find APE()\;) and re-estimate APE (A)
with the information from this newest sampling point.

The sequential sampling process must be repeated until a metric of convergence is
satisfied or some maximum number of iterations has been reached. Because minimization
of the APE function is the ultimate goal for this application, we recommend iterating
until the estimated minimum converges. This first stage of the approach is detailed in
Algorithm 2 and its purpose is to obtain a reasonable approximation of the APE curve
and, crucially, identify the minimum.

The goal of the next stage is to locate the 1SE region around the minimum APE.
If the minimum APE is desired rather than a 1SE Rule, this step is unnecessary and

the addition of new sampling points can be halted after convergence is reached in the
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Algorithm 2 Sequential APE
Initialize Ay, a sparse sample set of cardinality Ty and calculate APE(X) for all A € Ay.
Find A/P\EO(A). Choose € > 0, Tyax > Tp, and acquisition function a : A — R, with an
interest in minimization. Let A be the finite sample set of possible A we are interested
in approximating. Set t = 0.
while t + Ty < Tjhax Oor 0 > € do
tt+1

At < arg max a(\)
AeD

Calculate APE(\;)

A — N1 UN

Compute APE,()), for all X € A,

§ < [minAPE,(\) — minAPE,_;()\)|
AEA XeD

end while

AT — At -

Amin < arg min APE;()\)
AEAT

T < Card(Ar) and h <= APE(Ain) + SE(Amin)

previous stage. If, however, a 1SE Rule is needed, C', the desired number of A within one
standard error of the minimum APE, should be pre-set. It is from among the models
arising from the C' candidates that the optimal will be chosen by minimizing a model
complexity criterion. If C' was equal to 1, for example, the minimum could be the only
model found with an APE less than one standard error plus the minimum. The larger C'
is, the more candidate models there will be to choose from to select the optimal, but C
should not be so large as to cancel out the computational advantage of the sequential
sampling approach.

Use the minimum APE ) found in the first stage to find h, the minimum APE plus one
standard error. Then find all A € A such that APE (M) < h. From among these predictions,
some will have already been observed as less than the cutoff value. These sampling points
can be placed immediately in the set of candidates for the optimal model. As long as the

cardinality of the candidate set is less than C', choose a space-filling set of the left-over
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points whose predictions were less than h of size p x C' where p € (0,1). The purpose
of p is to ensure that the 1SE region around the minimum is explored while protecting
against potential changes to the approximation. If A is estimated to be much smaller
than necessary and p = 1, all candidate models will be too close to the minimum and
potentially not sparse enough. The implementation of a space-filling design will explore
the 1SE region, placing special attention on the boundary.

Consider the example given in Figure 4.5. The black points represent 500 discrete
two-dimensional points. Shown in purple are 20 points sampled using the Maximin space-
filling algorithm. Note that many of the sampled points are along the borders of the
general shape of the area. This is the kind of behavior we hope to see in the search for
A within one standard error of the minimum because whatever measurement of model
complexity we use to decide on a final set of tuning parameters, the optimal A is likely to
be along the edges of this space. The space-filling design is not constricted to only border
points, however, which is also important because we want to explore the space around the
approximated minimum in order to be sure that the approximated minimum is exactly or
very close to the true minimum.

The APE function is then evaluated at the additional sampling points suggested by
the space filling algorithm. With these additional points, APE (A) is re-estimated for all
A € A. This process continues until C' candidate points within 1SE of the minimum have
been identified. This refinement stage is detailed in Algorithm 3. The model complexity
of the candidates is evaluated and the optimal set of estimates chosen are those that
minimize that complexity. Ideally, the sequential process can be carried out more quickly

than observing the true APE curve across A.
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Figure 4.5: Maximin space-filling sampling from a discrete set of points. Purple points show
the sample of size 20.

Algorithm 3 Refinement for 1SE Rule

Initialize ¢ = 1. Use Algorithm 2 to find Ay and h. Let C' be the total number
of candidate models (models within one standard error of the minimum) desired.
Let A* = {\ € Ar : APE()\) < h} with ¢ equal to the cardinality of A*, and let
Ape = {X € A A/P\ET()\) < h}, with d equal to the cardinality of A,.. For some
p € (0,1), let ny = p x C.
Ao < Ar
while ¢ < ' and d > 0 do

Choose A, a representative sample from Ay of size 7.

Evaluate APE(X) and SE()) for all X € A?,

Ari=Ar; 1 UA),

if min APE(X) < min APFE()\) then

AEAL, AEAT 1
Amin < arg min APE())
AEAL,
h <= APE(Anin) + SE(Amin)

end if

¢ < Card(A¥)

Calculate APE (A) for all A € A, having sampled Ar;

Ape={reA: 1@()\) < h}, with d equal to the cardinality of A,.

11+ 1
end while
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4.4 Numerical Results

The following section describes two simulation studies performed to evaluate the effective-
ness of the approach, as well as its efficiency. The settings chosen are both computationally
expensive: the Relaxed Lasso for Poisson regression and a functional setting for the
sparsity-smoothness penalty on the functional linear model. The illustration in Section
4.1 demonstrated the use of the sequential approach for the linear model with a Lasso
penalty. This was used as a proof of concept to motivate the development of an algorithm
that could be more generally used. The sequential approach is usually unnecessary for
the linear model—especially for the Lasso penalty—because computation speeds for an
extremely dense set of tuning parameters is inexpensive. This section instead evaluates the
method’s usefulness for two scenarios where computation time can be severely hindered

by the evaluation of many tuning parameters.

4.4.1 Relaxed Lasso Poisson Regression

In this section, focus is given to how the approximated results mirror results from observing
the full APE function. As noted in Chapter 3, the 1SE rule as implemented here is not
always reliable for choosing the best submodel or finding the lowest bias coefficients in
GLMs. For the purposes of this discussion, these concerns are set aside to determine
whether the sequential APE method can recover the 1SE estimates, leaving further
consideration of how to implement the 1SE Rule in the most effective way for future
research.

To evaluate this approach, consider the results of the simulation study given in Table
4.1. To generate these results, data with sample size n = 100 were drawn from a Poisson
regression model with independent predictors, as in Section 3.4. Coefficients selected such

that Zf;l = 6]2 = 1 with randomly assigned signs and the intercept was randomly chosen
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from {—1,0} (Kibria et al. 2015). Once again, the elements of X were independently
generated from a Normal distribution with mean 0 and standard deviation 0.5. 500 data
sets were randomly generated.

To evaluate the performance of the sequential method, the APE curve was observed
across a grid of 200 A\; and 200 A\; values and the optimal model under a 1SE Rule,
BGS was determined; hgg is the minimum APE plus one standard error. The coefficient
estimate vector from the more efficient approximated APE approach is represented by B A
and h4 gives the minimum APE plus one standard error from the approximated function.
APE Diff gives the sum of the element-wise squared difference between the predicted and
observed APE curves divided by the number of elements. HD is the Hamming distance
between B 4 and fBas, excluding the intercept. Finally, Sampling Points gives the number
of combinations of A\; and \, evaluated for the sequential APE approach. Note that the
number of sampling points for the Grid Search is 200 x 200.

We begin by reviewing the particulars from a single data set generated in this fashion.
Consider Figure 4.6. APE (Initial) gives the APE curve for the initial values of A; and A,
covering the full range of data. APE (True) gives the APE function realized across all
200 x 200 sets of tuning parameters. This is the function that the new method is attempting
to approximate. APE Approximation (Stage 1) gives the full curve approximated after
convergence is reached in the first stage. Sampling points are marked using white points
and the large black dot gives the approximated minimum. APE Approximation (Stage 2)
gives the GP approximation after the refinement stage, where C' = 50 candidates within
one standard error of the minimum have been found. These candidate points are marked
with a small black ex. The minimum plus one standard error estimated from the GP
approximation in APE Approximation (Stage 2) is 19.43, compared to that of the APE
(True), which is 18.90; the number of points sampled to achieve the approximation was

74, compared to the full observation of the function at 200 x 200. Although there is some
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discrepancy in the values, the approximation approach has sampled roughly 2% of the
points evaluated in the Grid Search. The final models chosen by each of the approaches
have the same number of active coefficients and the ||Bog — B4z is 0.457. That is, they
do not return identical models but extremely similar models.

This demonstration only describes a single data set, so consider the simulation study
of 500 replications of data under the same settings, found in Tables 4.1 and 4.2. For
these results, C' = {10,20,50,100}, p = {0.3,0.5}, and n = {100,500}. It is clear
that the sequential method returns coefficient vectors that are extremely close to the
estimates returned from the far more expensive procedure. Naturally, as C' increases, the
computational expense of the procedure also increases and the approximation tends to
perform marginally better. Even the smallest C', however, gives results that are extremely
close to the Grid Search results. There do not appear to be considerable differences
between p = 0.3 and p = 0.5 except that p = 0.5 leads to more tuning parameter points
being sampled. These results offer a glimpse of how effective the method can be when

used for multiple tuning parameters.

Table 4.1: Average results from 500 replications of the Sequential APE process for the Relaxed
Lasso penalty on a Poisson regression model with n = 100. Standard errors given in parentheses.
C | IBas —Ballz  |has — hal APE Diff HD Sampling Points

10 | 0.366 (0.009) 0.77 (0.041)  0.03 (0.001) 2.455 (0.093)  45.591 (0.872)

0= 023 20 | 0.356 (0.009) 0.767 (0.041) 0.03 (0.001)  2.41 (0.093) 48.07 (0.896)
' 50 | 0.268 (0.009) 0.706 (0.039) 0.032 (0.001) 1.533 (0.069)  76.964 (0.835)

100 | 0.219 (0.008) 0.694 (0.039) 0.035 (0.001) 1.331 (0.062) 135.908 (1.169)

10 | 0.364 (0.009) 0.767 (0.041) 0.03 (0.001) 2.444 (0.093)  45.856 (0.884)

05 20 | 0.353 (0.009) 0.753 (0.041) 0.031 (0.001) 2.371 (0.093)  48.689 (0.907)

p ' 50 | 0.278 (0.009) 0.701 (0.039) 0.033 (0.001) 1.56 (0.071) 81.26 (0.895)
100 | 0.222 (0.008) 0.694 (0.039) 0.035 (0.001) 1.394 (0.061) 145.232 (1.294)
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Figure 4.6: True APE function values (top row) and approximated APE function values
(bottom row). Sampling points marked with white dots, the minimum denoted with a large black
dot, and for the 1SE Search stage of the Approximation method, black exes mark all candidate
models.
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Table 4.2: Average results from 500 replications of the Approximate APE process for the
Relaxed Lasso penalty on a Poisson regression model with n = 500. Standard errors given in
parentheses.

C | IBags —Ballz  |has — hal APE Diff HD Sampling Points
10 | 0.199 (0.003) 0.567 (0.032) 0.172 (0.004) 1.574 (0.073)  70.851 (1.503)
_gs 20| 0199(0.008) 0567 (0.082) 0172 (0.004) 157 (0.073)  7LO02 (1.499)
250 | 0.163 (0.003) 0.555 (0.031) 0.176 (0.005) 0.982 (0.06)  84.61 (1.026)
100 | 0.131 (0.003) 0.549 (0.031) 0.189 (0.005) 0.725 (0.048)  134.194 (0.67)
10 [ 0.199 (0.003) 0.567 (0.032) 0.172 (0.004) 1.572 (0.073)  70.879 (1.502)
05 20 0199 (0.003) 0568 (0.032) 0.172 (0.004) L5TL(0.074)  TLOSS (1.5)
' 50 | 0.17 (0.003)  0.552 (0.031) 0.175 (0.005) 1.101 (0.064)  85.659 (1.018)
100 | 0.136 (0.003) 0.549 (0.031)  0.19 (0.005) 0.774 (0.048)  145.992 (1.081)

4.4.2 Functional Linear Regression

Another setting whereby this approach can be useful in reducing the number of calculations
is for functional linear regression. The functional linear model used to generate this data

was:
15 300

vi= B() X (t)dt + € (4.10)

j=11
where all ¢; were taken from independent Normal distributions with mean 0 and variance
determined by a fixed signal-to-noise ratio (SNR) of 5. The SNR, was defined SN R = 57 /o
where sf} is the sample variance of the response without error, as in McLean et al. (2014).

Covariate functions f;(t) and [55(t) are the sinusoidal functions pictured in Figure 4.7, all

other j;(t) were set to zero, and n = 100. The covariate functions were generated using

Xii(t) = {ot)} Y (aisin(rt(5 — ay,)/150) — my, (4.11)

r=1

where t € (1,300), a;;» ~ U(0,5), and m;; ~ U(0,27). Note that U(a,b) denotes the
Uniform distribution on the interval [a,b]. Here, o(t) is defined such that the sample

variance of all components of the generated X;; matrix is equal to 0.01. These simulation
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conditions were taken from Gertheiss et al. (2013) and McLean et al. (2014). The penalty
used is the smoothness-sparsity penalty (1.17) and estimates are found using the Group

Lasso approach outlined in Gertheiss et al. (2013).
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Figure 4.7: True values of the covariate functions for the simulated functional data.

The sequential approach (Seq) is performed over 100 \; values between 1 and e’
and 100 )\, values between 10 and 10'°. The initial observation of the APE curve was
recorded for 5 values of \; and Ay each. The tolerance was set to 0.01 and C' was set to
{10, 20, 50, 100}. It is extremely time consuming to calculate the APE function across all
100 x 100 points in A, so the sequential method is compared to the more traditional CV
approach for a grid using 10 values of A; and Ay each (Grid Search). CV was carried out
over 5 folds.

The two methods are evaluated by comparing their results to the true underlying
model and special notice is taken when the methods coincide. Consider the number of
falsely included covariates (FP), the number of falsely excluded covariates (FN), the 1SE
cutoff values found (h), the number of sampling points observed (Sampled) and directly

compare the covariate function estimates using the squared error [(;(t) — f;(t))dt for
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individual covariates, shown in Figures 4.8 and 4.9.

Table 4.3: Average results from 100 replications of the sequential APE process for the
smoothness-sparsity penalty on functional data for varying values of C' compared to the Grid
Search (GS) approach for a sparser set of tuning parameters. Standard errors given in parentheses.

GS cC = C =C = C =
10 20 50 100
FP | 5.05 495 486 465  4.53
(0.22)  (0.22) (0.22)  (0.21)  (0.22)
FN [002 001 001 00l  0.00
100 (0.01)  (0.01)  (0.01)  (0.01)  (0.00)
h|077 075 075 076  0.76
(0.03)  (0.02)  (0.02) (0.02)  (0.02)
Sampled | 100 39.64  47.6 8312  140.44
(0.00)  (0.61)  (0.65)  (1.00)  (1.82)
FP | 3.6 265 257 247 236
(0.19)  (0.19)  (0.18)  (0.17)  (0.16)
FN [ 000 000 000 000  0.00
500 (0.00)  (0.00)  (0.00)  (0.00)  (0.00)
h|o04 041 042 042 042
(0.01)  (0.01)  (0.01)  (0.01)  (0.01)
Sampled | 100 31,79 42,05 7853  139.62
(0.00)  (0.36)  (0.57)  (0.80)  (1.66)

The sequential method, for all values of C' appears to always perform better, on
average, than the Grid Search method. The best improvement is gained when C' = 100,
although—unsurprisingly—this method results in many more calculations than the other
sequential results. When C' is as small as 10, the average false positives, false negatives,
and all the squared errors have slightly smaller averages and very similar standard errors
as the Grid Search. All this is achieved, however, using an average of about 40% of
the sampling points. Therefore, the sequential method can achieve extremely similar—if
not slightly better—results than the more traditional CV approach, but with far fewer

calculations.
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Figure 4.8: The average squared error, where squared error is defined [ (B] (t) — Bj(t))?dt, of
each covariate function for n = 100. The purple line shows the results from the approximated
method for increasing values of C'. The black line shows the average squared error of the full
observation of the sparse set of tuning parameters.
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Figure 4.9: The average squared error, where squared error is defined [ (BJ (t) — Bj(t))?dt, of
each covariate function for n = 500. The purple line shows the results from the approximated
method for increasing values of C'. The black line shows the average squared error of the full
observation of the sparse set of tuning parameters.
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4.5 Application to EMG Data

As a demonstration of the sequential K-fold CV approach, consider once again the EMG
data and the SAFE procedure proposed in Stallrich et al. (2020). Recall the model in
question is given in (1.21) with penalty (1.22). This process requires as many as five stages
to ensure accurate variable selection across a relatively sparse grid of Ay, A\;, and \,. The
grid of tuning parameters in Stallrich et al. (2020) explored 80 values of log()\;) from -20
to 0 and log()\t),log()\z) € {-10,-5,0,5,10}, a total of 2000 discrete sampling points.

This relatively coarse—particularly over the smoothing parameters \; and \,—set of
points over which to observe the APE function was chosen to limit the overall computation
time of the estimation procedure. A better way to cut down the computation time without
limiting the scope of the analysis by imposing coarse grids of tuning parameters may be
via the sequential approach to finding optimal tuning parameters. There are two ways in
which computation time might be improved using the sequential K-fold CV method. First,
more complete exploration of the tuning parameter space could result in ideal models
being chosen after fewer stages of SAFE. The other way is that the reduced number of
calculations at each individual stage may make the process faster, so even if the same
number of stages are required, each stage will be less computationally expensive.

The initial observation of the APE curve was done over a coarse grid of tuning
parameters: 5 values of \;, 3 each values of \; and \,. The curve was explored over a
much denser grid of 100 Ay, A\, and A, values each, with the same ranges as the original
estimation, for the sequential approach. C, the desired number of models within one
standard error of the mean, was set to 20 and the tolerance was set to 0.001.

The success of variable selection of the models is evaluated using Size—the number of
EMG signals active in the final model-—and FP—the number of falsely included EMG

signals in the final model. Recall that for the hand movement studied here only X5, X7,
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and X5 are necessary to explain movement, but because X5 and X7 relate to the same
muscle contraction, the ideal model contains only X5 and X5 or X7 and Xj5. A model
with all three signals would contain no false positives. Also recorded are the Min APE
and Min AR2, respectively the APE and AR2 from the model used to find the 1SE cutoff.
If the approximation method is successful, then the Min APE from the Grid Search APE
will be identical to or larger than the Min APE from the sequential APE method. Finally,
Sampled is the number of sampling points evaluated to find the final model. Sampled for
the Grid Search methods is always equal to 2000, the total number of points in the coarse
grid. Results from the first stage—without any adaptive weighting—are given in Table
4.4, and results from the fifth and final stage of SAFE are presented in Table 4.5. Results
from the intermediary stages can be found in Appendix C.

After the initial stage, the sequential APE approach does not return sparser models
than the coarse grid for any movement type—returning a more complicated model in the
case of FC1, FC2, FC3, FR1, and FR3. This can be attributed to the more thorough
exploration of the tuning parameter space. Indeed, the Min APE is always smaller for the
sequential APE method. That is, the Grid Search method appears to be missing the true
minimum. After several adaptive stages the variable selection results are identical, despite
the fact that the sequential method is still able to recover the smaller minimum APE
for every data set. There is also a huge discrepancy in the number of sampling points
evaluated. The sequential APE method is able to identify the same model with less than
10% of the APE calculations.

A similar pattern emerges when comparing Grid Search with Sequential AR2 results. In
the first stage, the Grid Search method is able to return sparser models, but the sequential
method finds the smaller minimum AR2. In the final stage, the variable selection results
are identical, with one interesting exception. After the final stage of adaptive weighting,

the sequential AR2 method has overselected by two covariates for FC3. This is because
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Table 4.4: Model size, number of false positives (FP), and number of tuning parameter
sampling points (Sampled) evaluated for the EMG data without adaptive weights. Performance
is evaluated for observing the APE and AR2 curves over a grid of tuning parameters (Grid
Search APE, Grid Search AR2), the approximation of the APE (Approximated APE) curve
and the approximation of the AR2 curve (Approximated AR2) across a denser grid of tuning
parameters.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
Grid Search APE 4 3 4 5 4 4 4
Size Sequential APE 6 4 8 7 4 5 5.667
Grid Search AR2 2 3 6 2 4 3 3.333
Sequential AR2 5 5 8 2 6 5 5.167
Grid Search APE 2 1 2 2 1 1 1.5
Fp Sequential APE 3 1 5 4 1 2 2.667
Grid Search AR2 0 1 3 0 1 1 1
Sequential AR2 2 2 5 0 3 2 2.333
Grid Search APE | 0.076 0.088 0.096 0.2 0.156 0.172 0.131
Min APE Sequential APE | 0.067 0.078 0.078 0.183 0.141 0.168 0.119
Grid Search AR2 | 0.073 0.086 0.105 0.219 0.163 0.174 0.137
Sequential AR2 | 0.067 0.089 0.088 0.184 0.141 0.175 0.124
Grid Search APE | 0.064 0.078 0.088 0.182 0.163 0.21  0.131
Min AR2 Sequential APE | 0.058 0.078 0.081 0.177 0.144 0.178 0.119
Grid Search AR2 | 0.068 0.08 0.086 0.19 0.152 0.201  0.13
Sequential AR2 | 0.058 0.08 0.075 0.177 0.138 0.182 0.118
Grid Search APE | 2000 2000 2000 2000 2000 2000 2000
Sampled Sequential APE | 84 92 136 92 93 78 95.833
Grid Search AR2 | 2000 2000 2000 2000 2000 2000 2000
Sequential AR2 | 83 83 93 73 113 93  89.667

the sequential approach was able to identify a smaller minimum AR2, and thus its target
was different. Although Sequential AR2 led to overselection, it is noteworthy that the

Grid Search method missed the true minimum AR2.
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Table 4.5: Model size, number of false positives (FP), and number of tuning parameter
sampling points (Sampled) evaluated for the EMG data with four stages of adaptive weighting.
Performance is evaluated for observing the APE and AR2 curves over a grid of tuning parameters
(Grid Search APE, Grid Search AR2), the approximation of the APE (Approximated APE)
curve and the approximation of the AR2 curve (Approximated AR2) across a denser grid of
tuning parameters.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
Grid Search APE 2 2 2 2 3 2 2.167
Size Sequential APE 2 2 2 2 3 2 2.167
Grid Search AR2 2 2 2 2 4 2 2.333
Sequential AR2 2 2 4 2 4 2 2.667
Grid Search APE 0 0 0 0 0 0 0
Fp Sequential APE 0 0 0 0 0 0 0
Grid Search AR2 0 0 0 0 1 0 0.167
Sequential AR2 0 0 2 0 1 0 0.5
Grid Search APE | 0.073 0.084 0.093 0.198 0.142 0.177 0.128
Min APE Sequential APE | 0.061 0.074 0.087 0.192 0.137 0.174 0.121
Grid Search AR2 | 0.074 0.096 0.096 0.203 0.168 0.19 0.138
Sequential AR2 | 0.063 0.091 0.077 0.186 0.137 0.173 0.121
Grid Search APE | 0.064 0.082 0.088 0.186 0.135 0.232 0.131
Min AR2 Sequential APE | 0.054 0.073 0.083 0.193 0.141 0.183 0.121
Grid Search AR2 | 0.064 0.074 0.086 0.184 0.124 0.2 0.122
Sequential AR2 | 0.055 0.078 0.068 0.179 0.131 0.177 0.115
Grid Search APE | 2000 2000 2000 2000 2000 2000 2000
Sampled Sequential APE | 116 107 74 7 108 70 92
Grid Search AR2 | 2000 2000 2000 2000 2000 2000 2000
Sequential AR2 | 77 107 104 83 114 88 95.5

4.6 Discussion

In this chapter, a sequential optimization approach to K-fold CV was proposed where
tuning parameter values are sequentially added to optimize an acquisition function. The
next stage of the process is exploring the space around the minimum APE in order to
define the sparsest model within one standard error of the minimum APE. This approach
will be useful for any practitioner who needs to evaluate multiple tuning parameters

when the penalized estimation procedure is time-consuming because it will significantly
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reduce the number of calculations necessary to find the optimal set of tuning parameters.
Results from the simulation study performed here are promising. For an application like
that of the EMG data, where multi-dimensional tuning parameter selection is critical
but penalized estimation is costly, this allows for more efficient and thorough exploration
of the tuning parameter space without drastically adding to the computation time. In
this application, where multiple adaptive stages are required, the computation time is a
meaningful consideration.

In the simulation and application results, computational complexity is evaluated using
the number of sampling points required—that is, the number of K-fold CV calculations
needed. We acknowledge that this may not always be the best gauge of overall computation
time. The benefit of Algorithms 2 and 3 is that they are flexible enough to be applied
to any penalized estimation procedure where K-fold CV is required. In applying them
to a particular penalty or model, however, it is possible to specify the algorithms to the
problem in order to optimize their efficiency. For example, in the Group Lasso approach
to functional linear models, calculations across a relatively dense grid of \; values can be
fast. The limiting factor in the overall computation time is the number of smoothness
parameters, A\; and \,, evaluated. In the interest of making the algorithm as fast as
possible for this problem, it would therefore be advantageous to be parsimonious about
sampling \; and \,. Sampling over A;, however, could be done much more freely. Another
consideration to make is the fact that some penalized estimates benefit from the evaluation
of multiple close tuning parameters sequentially because they have a “warm-start." This
fact means that, potentially, it is faster to sequentially add batches of tuning parameters,
rather than individual points.

The purpose of this work was to showcase the idea of using sequential optimization in
K-fold CV for the purpose of minimizing the APE and finding the 1SE window around

the APE. The algorithms given here can be broadly applied to any K-fold CV practice
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for any penalized estimator, but can be altered to exploit idiosyncrasies of individual
problems.

Future avenues of exploration for this process include evaluating the use of acquisition
functions other than Expected Improvement, such as UCB. Furthermore, the stationarity
assumption on the APE function may not be reasonable because of the areas noted in
Section 4.1 where the curve flattens out. Additional accuracy for the approximation may
be achieved using Treed Partitioning for non-stationary modeling (Gramacy and Lee
2008). As discussed in Chapter 3, the use of a 1SE Rule for multidimensional tuning
parameters in GLMs is complicated by the measurement of model complexity used. As
such, closer study of how to implement the 1SE Rule in these cases may be necessary to
improve the quality of estimates. Finally, GPs can be used to approximate noisy systems
as well as deterministic systems. In this chapter, the folds have been fixed to eliminate
noise from the system. An extension of the process would be to allow the folds to change,

treating the different K-fold CV results that arise as noisy observations from the system.
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CHAPTER

CONCLUSIONS AND FUTURE WORK

Tuning parameter selection for penalized estimators—particularly when tuning parameters
are multidimensional-—can indeed be a difficult task. For the Lasso and Lasso-type
penalties, the biasing effect of the penalty can shrink coefficient estimates too much, leading
to poor prediction even when the correct submodel has been recovered or overselection
when the active coefficients are able to attain their necessary magnitudes. Even when
tuning parameter selection does not lead to variable selection, such as for the Ridge
penalty, it can still be a struggle to balance model fit with model complexity. For GAMs
and functional linear models, the task of tuning parameter selection is made even more
difficult because both smoothness and sparsity are imposed. K-Fold CV, one of the most

popular methods of tuning parameter selection, can lead to overspecified models and can
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be computationally intensive to achieve when fully exploring the tuning parameter space.

This dissertation has addressed these concerns with new proposals for K-fold CV.
For the linear model, AR2 CV can be used when variable selection is taking place to
evaluate model fit without the inconvenience of the scaling issue. A very similar approach
is a-Modified CV, which deals with the scaling problem in a different way but has also
been shown to lead to sparser models than traditional CV for the Lasso. The new CV
methods led to a de-biasing approach known as the a-Modification. This is a direct answer
to the shrinkage problem of Lasso and Lasso-type penalties, but can be used to enhance
estimates under any penalty. The correction—even when used in conjunction with K-fold
CV—is generally faster than finding Relaxed estimates because closed form solutions for
&, exist for the linear model. Although the a-Modified Lasso does not always out-perform
the Relaxed Lasso, it can be thought of as a quick and simple approximation to the
Relaxed Lasso that can be used more universally.

In Chapter 2, it is shown that the a-Modification will never shrink penalized esti-
mates for the linear model further towards zero, under reasonable penalty constraints.
Furthermore, the a-Modification maintains the consistency properties of any estimator
it modifies and whenever an estimator approaches a scalar of the truth, the a-Modified
version of the estimator will be consistent. These results do not rely on any specific penalty
and can be applied to many different types of penalties. The finite sample theoretical
results presented here focus on the Lasso penalty. They show that, when X is orthogonal,
the absolute difference between the a-Modified Lasso and the OLS estimate is bounded.
When X is not orthogonal, the absolute value approaches a constant that is less than the
absolute difference between the OLS estimate and the unmodified Lasso estimate as the
signal increases to infinity.

Chapter 3 extended the a-Modification in two ways. First, by applying it to GLMs,

and next by adding a penalty to a to allow for more control over the impact that the
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scaling factor will have on estimates. The fact that estimates of &), are always within
[1, &,] means that K-fold CV will be able to evaluate both fully a-Modified estimates, and
estimates with no modification whatsoever, as well as many values in between. Therefore,
those A for which the a-Modification can exacerbate bias problems are less of a concern.
An algorithm is presented to find solutions for both methods. Similarly to the linear model,
it has been proven that &, is greater than or equal to 1 for many penalties, showing
that the a-Modification, even when applied to GLM estimates, will never further shrink
estimates when the penalty meets certain conditions. The finite sample results from this
chapter focus on the linear model once again. It is shown that there always exists a v
such that the a,-Modified Lasso is closer to the oracle OLS estimate whenever the sign
vector has been recovered for any X matrix.

Finally, in Chapter 4, a new way to perform K-fold CV is suggested, whereby sequential
design procedures are employed to more completely explore the APE curve with a Gaussian
process approximation. This can drastically reduce the number of calculations needed to
thoroughly explore the tuning parameter space to find, not only the minimum APE X, but
also the one standard error area around the minimum so that a 1SE Rule can be used.

Many areas of future study were discussed in more detail in Chapters 2, 3, and
4. Two particularly important areas, however, will be highlighted here in conclusion.
Firstly, the a- and «,-Modifications are found using in-sample data. Because the topics of
generalizability and overspecification are so fundamental to this discussion, the question of
whether out-of-sample data could be used to even greater effect should be addressed. Next,
the question of how to implement a 1SE Rule for multidimensional tuning parameters and
GLMs is one that deserves additional scrutiny. The simulations from Chapter 2 showed
the greatest advantage of the a-Modification was when it was used in conjunction with a
1SE Rule. Perhaps even more promising results for the a- and «,, Modifications to logistic

and Poisson Lasso regression are possible under a different 1SE Rule.
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APPENDIX

A

SUPPLEMENTARY MATERIAL FOR
CHAPTER 2

The supplementary material in the following appendix includes two sections. Section A.1
provides tables and figures that more fully explore the simulation studies discussed in
the Numerical Results. This section also evaluates results from a simulation study of the
non-convex SCAD and MC+ penalties. Section A.2 describes the approximations used to
achieve the estimates from the EMG data application and includes results from multiple
stages of adaptive estimation.
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A.1 Further Numerical Results

A.1.1 Simulation Study for Independent Predictors

In this section we give additional results from the simulation studies conducted in the main
document. Tables 7?7 through A.20 give the average model size, average False Discovery
Rates, average false negatives, and average prediction bias for the four methods considered
in this part of the study: APE CV, AR2 CV, Mod CV, and the Relaxed Lasso for an
additional p*, p* = 15. Mod CV was left out of the main document because of its similarity
to AR2 CV. We can see from these results that all False negatives are close to zero. For
smaller p*, AR2 and Mod CV generally produce lower False Discovery Rates than APE
CV. Average Prediction Bias, however generally appears lower for the two new approaches
than APE CV, but higher than the Relaxed Lasso on average.

Table A.1: Average Hamming Distance for 100 replications of CV 1SE. Standard errors given
in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n P =5, SNR =125 = 5.19 P =5, SNR=5,6 = 2.50
100 3.1 4.3 6 7.8 9.1 2.2 4 7.5 9.3 10.7

(0.3) (0.4) (0.6) (L1) (L2)  (0.2) (0.4) (12) (1) (1.2)
500 06 1 1.3 19 29 09 09 17 17 15
0.1) (0.2) (0.2) (0.5 (0.5)  (0.2) (0.1) (0.3) (0.3) (0.3)
1000 02 04 04 06 09 01 04 05 07 09
0)  (0.1) (0.1) (0.1) (0.2)  (0) (0.1) (0.1) (0.1) (0.2)
n P =15, SNR = 1.25,5 = 9.06 p =15, SNR = 5,6 = 4.53

100 10.1 14.1 16.7 196 214 9.3 15.7 225 255 309
0.3) (0.6) (0.8) (14) (1.6)  (04) (0.8) (L1) (14) (2)
500 41 75 97 114 157 39 61 104 139 166

(0.3) (0.4) (0.6) (0.6) (1) (0.2) (04) (0.6) (0.8) (1)
1000 2.8 4.1 6.5 8.4 9.4 2.6 3.8 6.4 7.8 10.4
(0.2) (0.3) (0.5) (0.6) (0.6) (0.2) (0.3) (0.5) (0.6) (0.7)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR=5;6 =8.3

100 317 435 501 511 532 5 32 4T 538 545
(1.3) (0.6) (05) (0.4) (L1)  (0.4) (0.6) (0.7) (L1) (L.1)
500 1.6 182 333 486 574  0(0) 168 353 584 812

(02) (0.5) (0.8) (1.3) (L.8) (05) (0.9) (L6) (2)
1000 0.4 145 285 435 57.6 0(0) 142 28 44.8 64.2
0.1) (0.4) (0.9) (1.4) (1.6) (05) (0.8) (1.3) (1.8)
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Table A.2: Average Hamming Distance for 100 replications of AR2 CV 1SE. Standard errors
given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p =5 SNR =1.25:6 = 5.19 p =5 SNR=5;6 =2.59
100 21 28 33 49 5 06 06 19 18 26
0.3) (0.3) (0.3) (0.7) (0.5  (0.1) (0.1) (0.8) (0.4) (0.4)
500 01 02 01 02 04 0(0) 0(0) 0(0) 0(0) 0(0)

© () (0 (0 (01
1000 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
n p*=15,SNR =1.25;6 =9.06 p*=15SNR =5;0 = 4.53

100 10.1 149 181 20.8 229 6.4 10.2 159 177 218
0.3) (0.7) (L1) (15) (L6)  (0.4) (0.6) (1) (1) (1.4)

500 1.8 2.8 3.2 4.2 5.3 0.3 0.3 0.6 1.4 1.5
(0.2) (0.3) (0.2) (0.3) (0.4)  (0.1) (0.1) (0.1) (0.2) (0.2)
1000 04 06 09 1.2 1.3 0(0) 0(0) 0(0) 0.1 0.1
(0.1) (0.1) (0.2) (0.1) (0.1) ) (0)
n p* =50, SNR = 1.25,5 = 16.6 P =50, SNR = 5,6 = 8.3

100 23.6 40.4 514 551 54.8 4.2 31.9 479 546 53.5
(1.3) (05) (0.8) (1.2) (12)  (04) (0.5) (0.8) (1.3) (0.9)
500 1.8 17.1 28.7 423 51.9 0.2 9.1 17.8 30 46.6
02) (05) (0.8) (1.3) (22) (0) (04) (0.7) (1)  (1.3)
1000 0.7 9.1 154 23.1 325 0(0) 39 6.3 11.1  16.9
0.1) (04) (0.6) (0.9) (1.1) (0.3) (0.4) (0.6) (0.8)

We also evaluated the results for more limited data settings—fixing n and p, but
varying p* and SNR across more methods of tuning parameter selection, including AIC,
BIC, ERIC with v = 0.5, and GCV. For AIC and BIC, fixed 6% was calculated as the MSE
of the model chosen by CV 1SE whereas ERIC was calculated assuming unknown variance
for the likelihood. An additional alternative we consider is a simple Cutoff Method (R2
Cut). Without splitting the data, R? is calculated for all A and the largest A that achieves
some threshold is chosen as the optimal.

Figures A.1 and A.2 give the average false positives and negatives for the simulated
data provided in the main document in Figure 2.5. For larger sample sizes, the number
of false negatives is close to zero for most p*, but for n = 100, as noted in the main
document, average false negatives increase with p*.

For the following results, a simple cutoff of 0.95 was used in the R2 Cut method. Table
A.21 gives the average false negatives from the setting considered in the main document:
n = p = 100. Figure A.4 gives the average false positives and prediction bias for data
with n = 100 and p = 800. Table A.5 gives average false positives and prediction bias
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Table A.3: Average Hamming Distance for 100 replications of a-modified CV 1SE. Standard

errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256=05.19 p*=5,SNR=5;6 =259
100 2.3 2.7 3.7 5.9 6.8 0.5 0.9 2.7 2.7 3.1
(0.3) (0.3) (0.4) (1) (1.3) (0.1) (0.1) (0.9) (0.6) (0.5)
500 0(0) 0.3 0.1 0.3 0.5 0(0) 0(0) 0(0) 0(0) 00
(0.1) (0) (0.2) (0.3
1000 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
n p*=15,SNR =1.25;6 =9.06 p*=15SNR =5;0 = 4.53
100 9.9 14 16.8 19.1 21.8 7.2 11.6 18 21.1  27.9
(0.3) (0.6) (0.9) (1.4) (1.8) (0.4) (0.6) (1.1) (1.4) (2)
500 1.7 2.8 3.3 4.2 5 0.6 0.5 0.9 2.1 2
(0.2) (0.3) (0.2) (0.3) (0.3) (0.1) (0.1) (0.1) (0.3) (0.3)
1000 0.4 0.6 0.9 1.3 1.4 0.1 0.1 0.1 0.1 0.2
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0) (0.1)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =5;6 =8.3
100 35.7 452 51.5 51.5 54.3 4.9 32.7 487 555 55.6
(1.5) (0.6) (0.5) (0.7) (1.4 (0.5) (0.6) (0.8) (1.2) (1.4)
500 1.7 16.4 26.5 36.8 43.9 0.1 9.9 20.3 34.1 515
(0.2) (0.4) (0.6) (1) (1.5) (0) (0.4) (0.7) (1.1) (1.4)
1000 0.7 8.6 145 216 279 0(0) 4.6 7.8 13.6 20
(0.1) (04) (0.5) (0.7) (1) (0.3) (04) (0.6) (1)

for n = 1000 and p = 100. Tables A.22, A.23, and A.24 give the false discovery rates,

prediction bias, and false negatives for this last setting.
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Table A.4: Average Hamming Distance for 100 replications of Relaxed Lasso. Standard errors

given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 3.7 5.4 7.4 184 28.1 1.1 1.8 4.5 6.6 7.9
(0.4) (0.8) (1.1) (34) (4.2 (0.3) (0.5) (1.7) (2.3) (2.6)
500 0.8 1.2 0.5 0.7 1.5 1.2 0.8 0.8 0.3 0.1
(0.3) (0.3) (0.2) (0.4) (0.6) (0.3) (0.2) (0.4) (0.1) (0)
1000 0.6 0.5 0.7 0.4 1.9 0.6 0.8 0.4 0.4 0.4
(0.2) (0.2) (0.3) (0.1) (1.5)  (0.2) (0.3) (0.2) (0.2) (0.2)
n p*=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 12.3 188 322 453 559 9.1 142 342 81.1 823
(0.6) (1.1) (3) (4.3) (4.9) 0.7) (1) (34) (4.8) (4.7
500 2.9 3.8 4.4 5.1 5 0.6 0.7 0.4 0.8 0.8
(0.5) (0.6) (0.5) (0.8) (0.4) (0.1) (0.2) (0.1) (0.2) (0.1)
1000 1 0.8 1.8 1.2 0.9 0.3 0.3 0.1 0.2 0.1
(0.3) (0.1) (0.8) (0.2) (0.1) (0.1) (0.1) (0) (0.1) (0)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3
100 19.5 399 576 70.8 679 2.1 34.1 759 876 93.6
(1.3) (0.5 (1.7) (3.1) (3.2) (0.3) (0.5) (2.5) (3.3) (3.8)
500 0.9 229 39.6 66.2 745 0.1 7.2 14.8 254 36.8
(0.1) (0.9) (1.8) (34) (4.2) (0) (0.5) (1.2) (2.3) (2.7)
1000 0.2 12.3 175 279 32.7 0(0) 24 3.1 4.9 5.5
(0) (0.9 (1.4) (2.7) (2.9) (0.3) (0.3) (0.5) (0.3)
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Table A.5: Average number of selected variables 100 replications of CV 1SE. Standard errors
given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59

100 6.9 7.6 9.3 10.4 11.1 7.1 8.9 124 142 155
0.4) (0.5 (0.7) (1.2) (1.3)  (0.2) (04) (1.2) (1) (1.2)

500 56 6 62 69 7.9 59 59 67 67 65
0.1) (02) (02) (05 (05  (02) (0.1) (0.3) (0.3) (0.3)
1000 52 54 54 56 59 52 54 55 57 59
(0)  (0.1) (0.1) (0.1) (0.2)  (0)  (0.1) (0.1) (0.1) (0.2)
n p*=15,SNR =125 = 9.06 p = 15;:SNR =5;6 = 453

100 145 155 122 126 11.5 23.4 287 339 336 355
(0.7) (1.1) (1.3) (19 (2.1) (04) (09) (1.3) (1.8) (2.4)
500 189 21.8 241 252 29.5 189 21.1 254 289 31.6
(0.3) (0.4) (0.6) (0.7) (1) (0.2) (0.4) (0.6) (0.8) (1)
1000 17.7 19 214 232 24.2 176 188 21.4 228 254
(0.2) (0.3) (0.5) (0.6) (0.6) (0.2) (0.3) (0.5) (0.6) (0.7)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3

100 183 146 123 4.4 5.5 45 45.8 30.2 19.7 128
(1.3) (15) (1.8) (L1) (1.6)  (04) (L7) (24) (25) (21)
500 484 605 715 773 768 50  66.6 84.8 107.1 129
02) (06) (11) (2) (26) (0) (05 (0.9 (L7) (2.1)
1000 496 629 76 888 1009 50 642 78 947 1142
0.1) (05) (09 (1.5) (17)  (0) (05) (0.8) (1.3) (1.8)
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Table A.6: Average number of selected variables 100 replications of AR2 CV 1SE. Standard

errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;06 = 2.59
100 4.8 5 5.5 6.4 6.1 5.3 5.4 6.6 6.4 7.1
(0.4) (04) (04) (0.9 (0.6) (0.1) (0.1) (0.8) (0.4) (0.5)
500 4.9 4.9 4.9 5(0) 5.2 5(0) 5(0) 5(0) 5(0) 5(0)
©) ()  (0) (0.1)

1000 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0)
n p*=15;SNR =1.25;6 = 9.06 p*=15;SNR =5;6 = 4.53
100 139 16.6 13.7 157 149 196 21.7 256 226 239

(0.8) (1.2) (1.6) (2 (2.1) (04) (0.7) (1.2) (1.4) (1.8
500 154 163 164 16.7 17.5 153 152 154 16.3 16.3
(0.2) (0.3) (0.3) (0.4) (0.5) (0.1) (0.1) (0.1) (0.2) (0.2)
1000 15 15.1 153 155 15.5 15 15 15 15 15.1

(0.1) (0.1) (0.2) (0.2) (0.2) (0) (0) (0) (0) (0)

n p*=50;SNR =1.25;6 =16.6 p*=50;SNR=5;06 =8.3

100 26.4 25 22 144 9.9 45.8 475 36.5 23 13.9
(1.3) (1.8) (2.2) (2.2) (1.7) (04) (1.7) (25) (27 (1.8)
500 48.2 576 634 676 674 49.8 584 664 771 921
(0.2) (0.7) (1.2) (2.1) (3.1) (0) (0.4) (0.7) (1.1) (1.5)
1000 49.3 56 60.1 64.3 71.8 50 53.7 56.1 60.7 66.4
(0.1) (0.5) (0.8) (1.1) (1.4) (0) (0.3) (0.4) (0.6) (0.8)
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Table A.7: Average number of selected variables 100 replications of a-modified CV 1SE.

Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;06 = 2.59
100 5.1 5.1 5.9 7.6 7.8 5.3 5.7 7.5 7.5 7.8
(0.4) (04) (0.5) (1.2) (1.5) (0.1) (0.2) (0.9) (0.6) (0.5)
500 5(0) 5 4.9 5.1 5.3 5(0) 5(0) 5(0) 5(0) 5(0)
(0.1) (0) (0.2) (0.3)

1000 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0) 5(0)
n p*=15;SNR =1.25;6 = 9.06 p*=15;SNR =5;6 = 4.53
100 11.7 119 9.2 10.1  11.1 20.7 23.8 28 27.3  30.8

(0.7) (1.2) (1.5) (2) (2.3) (04) (0.7) (1.4) (1.8) (2.5)
500 155 164 164 16.3 17 155 154 158 17 16.9
0.2) (0.3) (0.3) (0.4) (0.4)  (0.1) (0.1) (0.1) (0.3) (0.3)
1000 15.1 151 153 156 156 15.1 151 15.1 151 15.2
(0.1) (0.1) (0.2) (0.2) (0.2) (0) (0) (0) (0) (0.1)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR=5;06 =8.3

100 143 114 114 44 7 45.1 449 314 20.7 126
(L.5) (1.6) (2.1) (14) (2.1) (0.5) (1.9 (2.9 (29 (2.5
500 48.3 55 59.1 56.4 514 499 594 69 81.6 97.5
(0.2) (0.7) (1.1) (2) (2.7) (0) (0.5) (0.8) (1.1) (1.6)
1000 494 555 589 622 66 50 54.4 57.5 63.3 69.7

(0.1) (0.4) (0.7) (0.9) (1.2) (0) (0.3) (0.5) (0.6) (1)
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Table A.8: Average number of selected variables 100 replications of Relaxed Lasso. Standard
errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 7.6 8.7 10.6 21.3 31 6 6.6 9.3 11.5 126
(0.5) (0.9) (1.2) (3.5) (4.3) (0.3) (0.5) (1.7) (2.3) (2.6)
500 5.7 6.2 5.5 5.6 6.4 6.2 5.8 5.8 5.3 5.1
(0.3) (0.3) (0.2) (0.4) (0.6) (0.3) (0.2) (0.4) (0.1) (0)
1000 5.6 5.5 5.7 5.4 6.9 5.6 5.8 5.4 5.4 5.4
(0.2) (0.2) (0.3) (0.1) (1.5)  (0.2) (0.3) (0.2) (0.2) (0.2)
n p*=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 19.2 24 33.9 44.2 52 229 265 456 91.1 90
(1) (1.5) (3.5) (4.9 (5.5) (0.8) (1.2) (3.6) (5.2) (5.1)
500 171 174 176 172 16.5 156 156 153 156 154
(0.5) (0.6) (0.6) (0.9) (0.5) (0.1) (0.2) (0.2) (0.2) (0.1)
1000 15.8 153 16.2 155 149 15.3 153 15.1 152 15.1
(0.3) (0.1) (0.8) (0.2) (0.1) (0.1) (0.1) (0) (0.1) (0)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3
100 30.5 322 349 401 27 479 582 90.1 764 69
(1.3) (2) (3.5) (4.9) (4.3) (0.3) (1.7) (4.5) (5.3) (5.2)
500 49.1 659 782 973 952 499 558 625 709 79.2
(0.1) (1.3) (2.4) (44) (5.5 (0) (0.6) (1.3) (2.4) (2.9
1000 49.8 594 61.1 67.6 68.9 50 51.8 52 53.3  53.1
(0) (1.1) (1.7) (3) (3.4) (0) (0.3) (0.4) (0.5) (0.4)
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Table A.9: Average false discovery rate from 100 replications of CV 1SE. Standard errors

given in parentheses.
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Table A.10: Average false discovery rate for 100 replications of AR2 CV 1SE. Standard errors
given in parentheses.

P

90 100 200 400 800

20 100 200 400 800

n

p* =5 SNR =1.256=5.19

p*=5SNR =5;0 = 2.59

100 0.1 0.2 0.2 0.2 0.3 0.1 0.1 0.1 0.2 0.2
0 () (0 (0 (0 0 (© (0 (0 (0
500 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 00
1000 0(0) 0(0) 0(0) 0(0) 010 0(0) 0(0) 0(0) 0(0) 0(0)
n pt=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 0.2 0.4 0.3 0.4 0.5 0.3 0.3 0.4 0.5 0.5
© (O (0 (© (0 0 (© (0 (0 (0
500 0.1 0.1 0.1 0.2 0.2 0(0) 0(0) 0(0) 0.1 0.1
0 () (0 (0 (0 0)  (0)
1000 0() 0() 0(0) 0(0) 0.1 0(0) 0(0) 0(0) 0(0) 00
(0)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR =506 =8.3
100 0(0) 0.2 0.4 0.5 0.4 0(0) 0.3 0.4 0.4 0.4
© () (0 (0 ) (O (0 (0
500 0(0) 0.2 0.3 0.4 0.5 0(0) 0.1 0.2 0.4 0.5
©) () 0 (0 ) (O (0 (0
1000 0(0) 0.1 0.2 0.3 0.4 0(0) 0.1 0.1 0.2 0.2
0 (O (0 (0 0 (© (0 (0
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Table A.11: Average false discovery rate of 100 replications for a-modified CV 1SE. Standard
errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 0.1 0.1 0.2 0.2 0.3 0. 0.1 0.2 0.2 0.2

500 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
1000 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
n p = 15;SNR = 1.25;6 = 9.06 p = 15:SNR = 5;6 = 4.53

1
©) 0 0 (0 (0 (0)< 0) () (0 (0
(

100 0.2 0.3 0.2 0.2 0.2 0.3 0.4 0.5 0.5 0.5
© (O (0 (© (0 0 (© (0 (0 (0
500 0.1 0.1 0.1 0.1 0.2 0(0) 0(0) 0(0) 0.1 0.1
0 () 0 (0 (0 0)  (0)

1000 0(0) 0(0) 0(0) 0.1 0.1 0(0) 0(0) 0(0) 0(0) 00

0)  (9)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR =506 =8.3

100 0(0) 0.1 0.2 0.1 0.1 0(0) 0.3 0.3 0.3 0.2
© () (0 (0 ) (O (0 (0
500 0(0) 0.2 0.3 0.3 0.4 0(0) 0.2 0.3 0.4 0.5
©) () (0 (0 ) (© (0 (0
1000 0(0) 0.1 0.2 0.3 0.3 0(0) 0.1 0.1 0.2 0.3
0 (O (0 (0 0 (© (0 (0
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Table A.12: Average false discovery rate for 100 replications of Relaxed Lasso. Standard errors
given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;06 = 2.59
100 0.3 0.3 0.4 0.4 0.5 0.1 0.1 0.1 0.2 0.2
© 0 (0 (© (0 0 (0 () (© (0
500 0.1 0.1 0.1 0(0) 0.1 0.1 0.1 0.1 0(0) 0(0)
) () (0) (0) 0) () (0
1000 0.1 0.1 0(0) 0(0) 0.1 0.1 0.1 0(0) 0(0) 0(0)
©0) (0 0) 0) (0
n p*=15,SNR =1.25;6 =9.06 p*=15SNR =5;0 = 4.53
100 0.3 0.5 0.6 0.6 0.7 0.3 0.4 0.6 0.7 0.8
© 0 (0 (© (0 0 (0 () (0 (0
500 0.1 0.1 0.2 0.1 0.2 0(0) 0(0) 0(0) 0(0) 0(0)
© () (0 (0 (0
1000 0(0) 0(0) 0(0) 0(0) 010 0(0) 0(0) 0(0) 0(0) 0(0)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR=5;06 =8.3
100 0(0) 0.3 0.4 0.5 0.4 0(0) 0.3 0.6 0.6 0.6
© ) () (0 © () () (0
500 0(0) 0.3 0.4 0.5 0.5 0(0) 0.1 0.2 0.3 0.4
©) () (0 (0 ) (O (0 (0
1000 0(0) 0.2 0.2 0.3 0.3 0(0) 0(0) 0(0) 0.1 0.1
© (O (0 (0 0)  (9)
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Table A.13: Average number of false negatives from 100 replications of CV 1SE. Standard

errors given in parentheses.

20 100 200 400 800

p 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 0.6 0.8 0.9 1.1 1.5 0(0) 0(0) 0(0) 0(0) 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0)
500 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 00
1000 0(0) 0(0) 0(0) 0(0) 010 0(0) 0(0) 0(0) 0(0) 0(0)
n pt=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 5.3 6.8 9.8 11 12.4 0.4 1 1.8 3.5 5.2
0.3) (0.4) (0.4) (04) (0.3)  (0.1) (0.1) (0.2) (0.3) (0.3)
500 0.1 0.4 0.3 0.6 0.6 0(0) 0(0) 0(0) 0(0) 0(0)
(0) (0.1) (0.1) (0.1) (0.1)
1000 0.1 0(0) 0(0) 0.1 0.1 0(0) 0(0) 0(0) 0(0) 00
(0) 0)  (9)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR =506 =8.3
100 31.7 39.5 439 484 488 5 18.1 334 42 45.9
(1.3) (1) (0.8) (04) (0.3)  (04) (1) (1.1) (0.8) (0.6)
500 1.6 3.9 5.9 10.6  15.3 0(0) 0.1 0.3 0.6 1.1
(0.2) (0.2) (0.3) (0.5) (0.5) (0) (0.1) (0.1) (0.1)
1000 0.4 0.8 1.3 2.4 3.4 0(0) 0(0) 0(0) 0(0) 0(0)
(0.1) (0.1) (0.1) (0.2) (0.2)
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Table A.14: Average number of false negatives for 100 replications of AR2 CV 1SE. Standard
errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;06 = 2.59
100 1.1 14 1.4 1.8 1.9 0.1 0.1 0.1 0.2 0.2
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0.1) (0.1)
500 0.1 0.2 0.1 0.1 0.1 0(0) 0(0) 0(0) 0(0) 00
© ) (0 (0 (0
1000 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
n p*=15;SNR =1.25;6 = 9.06 p*=15;SNR =5;6 = 4.53
100 5.6 6.7 9.7 10 11.5 0.9 1.7 2.7 5 6.4
(0.3) (04) (0.3) (0.4) (0.3) (0.1) (0.2) (0.2) (0.3) (0.3)
500 0.7 0.8 0.9 1.3 1.4 0(0) 0.1 0.1 0.1 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0)
1000 0.2 0.3 0.3 0.4 0.4 0(0) 0(0) 0(0) 0(0) 0(0)
(0) (0.1) (0.1) (0.1) (0.1)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR=5;06 =8.3

100 236 327 397 454 474 42 17.2 307 40.8 44.8
(1.3) (1.1) (09) (0.6) (0.3)  (04) (0.9 (1) (0.8) (0.5)
500 1.8 4.7 7.6 124 17.3 0.2 0.4 0.7 1.5 2.3
02) (02) (04) (05 (07)  (0) (0.1) (0.1) (0.1) (0.2)
1000 07 16 26 44 54 0(0) 0.1 1 02 02
0.1) (0.1) (02) (02) (0.2) 0 (0 (0 (0
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Table A.15: Average number of false negatives of 100 replications for a-modified CV 1SE.
Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;06 = 2.59
100 1.1 1.3 1.4 1.7 2 0.1 0.1 0.1 0.1 0.1
(0.1) (0.1) (0.1) (0.1) (0.2) (0) (0) (0) (0) (0)
500 0(0) 0.1 0.1 0.1 0.1 0(0) 0(0) 0(0) 0(0) 00
© () (0 (0
1000 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0)
n p"=15;SNR =1.25;6 =9.06 p*=15SNR =5;6 = 4.53

100 6.6 8.6 11.3 12 12.8 0.8 1.4 2.5 4.4 6.1

(0.4) (0.5) (04) (0.4) (0.3) (0.1) (0.1) (0.2) (0.3) (0.4)
500 06 07 09 14 L5 00 01 0() 01 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0)
1000 0.2 0.3 0.3 0.4 0.4 0(0) 0(0) 0(0) 0(0) 0(0)
(0) (0.1) (0.1) (0.1) (0.1)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR=5;06 =8.3

100 357 419 45 486 487 49 189 33.6 424 46.5
(1.5) (L1) (0.9) (0.4) (0.4)  (0.5) (1.1) (1.3) (0.9) (0.6)

500 1.7 5.7 8.7 15.2  21.2 0.1 0.3 0.6 1.2 2
(02) (0.3) (0.4) (0.6) (0.8)  (0) (0.1) (0.1) (0.1) (0.2)

1000 07 15 28 47 59 0(0) 01 01 02 02
0.1) (0.1) (0.2) (0.2) (0.3) 0 (0 (0) (0
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Table A.16: Average number of false negatives for 100 replications of Relaxed Lasso. Standard

errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 0.6 0.8 0.9 1 1 0.1 0.1 0.1 0.1 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0) (0)
500 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 0(0) 00
1000 0(0) 0(0) 0(0) 0(0) 010 0(0) 0(0) 0(0) 0(0) 0(0)
n pt=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 4 4.9 6.7 8 9.4 0.6 1.4 1.8 2.5 3.7
(0.3) (0.3) (0.4) (0.4) (0.4)  (0.1) (0.1) (0.2) (0.3) (0.3)
500 04 0.7 09 14 17 0(0) 0() 01 01 0.2
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0)
1000 0.1 0.2 0.3 0.3 0.5 0(0) 0(0) 0(0) 0(0) 00
(0) (0.1) (0.1) (0.1) (0.1)
n p*=50;SNR =1.25;6 =16.6 p*=50;SNR =506 =8.3
100 19.5 288 36.3 404 455 2.1 13 179 306 37.3
(1.3) (1.1) (1.1) (1) (0.6)  (0.3) (0.8) (1.1) (1.1) (0.8)
500 0.9 3.9 5.7 9.4 14.6 0.1 0.7 1.2 2.2 3.8
(0.1) (0.3) (0.4) (0.6) (0.8) (0) (0.1) (0.1) (0.2) (0.3)
1000 0.2 1.5 3.2 5.2 6.9 0(0) 0.3 0.5 0.8 1.2
(0) (0.1) (0.3) (0.3) (0.4) (0.1) (0.1) (0.1) (0.1)
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Table A.17: Average prediction bias from 100 replications of CV 1SE. Standard errors given

in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 277 314 325 363 384 14 15.1 16 18 18.3
(0.7) (0.8) (0.9) (0.9 (1) (0.4) (0.3) (0.4) (0.5) (0.4)
500 33.7 36.3 37.1 384 408 16.5 185 18.6 19.3 20.9
(0.8) (0.7) (0.9) (0.9) (1) (0.4) (0.5) (0.4) (0.4) (0.5)
1000 38 39.2  40.5 429 447 19.7 19.1 20.7 209 223
(0.9) (0.8) (0.9) (0.9) (0.9) (0.4) (0.4) (0.4) (0.5) (0.5)
n p*=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 62.5 70.8 81 84.1 89.5 30.8 36.1 40.6 48 54.5
(1.3) (1.5) (1.6) (1.3) (1.6) (0.5) (0.6) (0.8) (1.2) (1.7)
500 69.2 76.6 82 90.2 95.7 354 39.1 415 451 48.1
(1) (1.2) (1.2) (1.4) (1.3) (0.6) (0.6) (0.6) (0.7) (0.7)
1000 74.2 81 86.3 924 1034 379 421 43.7 474 51.2
(1.3) (1.2) (1.4) (1.2) (1.6)  (0.6) (0.6) (0.7) (0.8) (0.8)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3
100 135.4 154.6 164.7 179.4 176.8 64.1 87.7 121.5 1483 159.3
(2.8) (3) (2.8) (2.1) (2.2) (0.8) (2.3) (3.5) (3.9 (3.4)
500 139.8 173.6 196.7 226.4 252.7 73.7 86.1 99.5 113.1 125.3
(L.7) (1.8) (2) (2.2) (3) (0.8) (0.9) (0.9) (1.1) (1.1)
1000 151.6 180.7 205.5 232 2545 774 922 1052 1154 126.6
(1.9) (1.9) (2) (2) (2.2) (0.8) (1) (1.1) (0.9) (1.2
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Table A.18: Average prediction bias for 100 replications of AR2 CV 1SE. Standard errors
given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 272 29.1 30 33.2 35.2 13.9 142 145 158 16
(0.8) (0.9) (0.8) (1) (1) (0.5) (0.4) (0.5) (0.5) (0.6)
500 30 31.1 31 30.7 31 16.6 172 16.6 16.5 174

0.8) (0.9) (0.8) (0.9) (0.9  (0.5) (0.6) (0.4) (0.5) (0.5)
1000 33.9 348 344 35 361 195 197 19.8 19.3 19.9
0.8) (0.8) (0.8) (0.7) (1) (0.4) (0.5) (0.5) (0.5) (0.5)

n p =15:SNR =1.25,6 = 9.06 p*=15:SNR =5;6 = 453

100 63.9 70.2 805 81.6 85.9 31.6 372 415 486 53.3
(1.1) (1.2) (1) (1) (1.2) (0.6) (0.7) (0.8) (1.1) (1.4)
500 66.8 T71.8 745 79.7 81.9 35 37 37.8 38.4 40
(1.2) (1.3) (1.2) (1.5) (1.4) (0.6) (0.8) (0.7) (0.7) (0.6)
1000 70.3 73.1 73.8 79.7 84.7 35.8 385 40.3 421 408
(1.2) (1.2) (1.5) (1.2) (14)  (0.6) (0.7) (0.7) (0.8) (0.8)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3

100 131.2 1485 160.6 1724 173.5 65.8 &85.6 107.1 132.5 1419
(2.1) (1.8) (L6) (L7) (1.5)  (0.8) (15) (27) (3.5) (3.1)
500 1438 177.7 2025 2201 254 765 87.2 97.9 1105 120.3

(17) (L8) (1.9) (2) (24) (0.9 (1) (1) (L3) (1.3)
1000 1534 1824 2022 2261 2402  80.4 91.1 1005 1055 110.5

2 (19 (19 (22) (21 (09 (1) (1) (12) (11)
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Table A.19: Average number of prediction bias of 100 replications for a-modified CV 1SE.
Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59

100 26.2 288 302 329 359 126 13 132 146 146
0.8) (0.9 (0.8) (1) (11)  (0.4) (0.3) (0.4) (0.5) (0.5)
500 29.6 303 30.1 305 307 15 153 151 15.1 15.8
0.8) (0.9) (0.9) (0.9) (0.8)  (0.4) (0.5) (0.4) (0.5) (0.4)
1000 33.2 334 348 338 354 179 175 18 172 181
(0.8) (0.8) (0.8) (0.8) (0.9  (0.4) (0.5) (0.5) (0.4) (0.5)

n p=15:SNR =1.25,6 = 9.06 p*=15:SNR =5;6 = 453

100 66.6 761 864 87.5 9Ll 304 356 40.2 464 52.1
(14) (1.6) (1.5) (1.3) (L4)  (0.5) (0.6) (0.8) (L1) (L.5)
500 658 709 73.6 80.7 827 328 345 354 364 38.2
(1) (1.3) (1.2) (15) (15)  (0.6) (0.7) (0.6) (0.7) (0.6)

1000 69.1 73.1 734 797 &4 34 36.3 37.1 385 38.1
(1.2) (1.2) (1.4) (1.3) (14)  (0.6) (0.6) (0.7) (0.8) (0.8)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3

100 1516 167.5 1748 1829 180.3  66.5 89.6 1185 1446 158.4
(2.6) (24) (2) (1.7 (1.6)  (0.9) (24) (3.6) (42) (3.9)
500 142.6 182.1 207.1 238.1 266.5 73.4 854 952 1075 118.1
(1.8) (L9) (21) (25) (3.4)  (0.8) (0.9) (0.9) (L1) (1.2)
1000 1524 183 2047 2285 2464 764 885 97.5 1021 107.7

2 (19 2 (22 (23 (08 (1) (L1 (11) (12)
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Table A.20: Average prediction bias for 100 replications of Relaxed Lasso. Standard errors

given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=1.256 =5.19 p*=5SNR =5;0 = 2.59
100 204 238 262 306 34.9 8.2 8.8 9.9 10.5 11.2
(0.6) (0.8) (0.8) (1.1) (1.2 (0.4) (0.4) (0.5) (0.6) (0.7)
500 143 16.1 136 144 15.1 8.3 8.3 7.9 7.4 7.6
(0.6) (0.8) (0.6) (0.7) (0.9) (0.4) (0.4) (0.4) (0.4) (0.3)
1000 134 14 134 136 16.1 7.8 7.3 7 7.6
(0.6) (0.7) (0.7) (0.6) (0.9) (0.3) (0.3) (0.3) (0.3) (0.4)
n p*=15;SNR =1.25;6 =9.06 p*=15,SNR =5;6 = 4.53
100 54.7 60.9 699 76.3 82.3 275 328 374 444 464
(1) (1) (1.3) (14) (1.3) (0.5) (0.5) (0.7) (0.6) (0.9)
500 45.3 51.6 57.7 60.3 66.6 20.5 20.6 204 22 22.6
(1.1) (1.3) (1.3) (1.5) (1.4) (0.5) (0.6) (0.5) (0.7) (0.7)
1000 39.6 42.1 428 473 50 19.1 20 19.2 206 19
(1) (1) (1.5) (1.3) (1.4) (0.4) (0.5) (0.4) (0.5) (0.4)
n p*=50;SNR =1.25;6 = 16.6 p*=50;SNR =506 =8.3
100 113.7 130.2 149.5 159.1 165.9 60 76 88.4 102  108.6
(1.9) (2.1) (24) (2.3) (2.2 (0.6) (1.3) (2) (3) (3.6)
500 118.4 153.1 176 203.8 225.1 61.2 719 829 96.7 1118
(1.4) (1.5) (1.6) (1.6) (2.1) (0.6) (0.9) (0.9) (1.1) (1.2
1000 116.9 149.5 172  198.3 218.3 58.7 672 712 779 80.9
(1.4) (1.6) (1.8) (2.3) (2.3) (0.6) (0.9) (1.1) (1.3) (1.4)
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Figure A.1: Average false positives from 100 replications of simulated data with n = 100,n =
500, n = 1000 and p = 100 with independent predictors for both SNR = 1.25 and SNR = 5. Thin
dotted lines represent the mean 4 one standard error.
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Figure A.2: Average false negatives from 100 replications of simulated data with n = 100,n =
500, n = 1000 and p = 100 with independent predictors for both SNR = 1.25 and SNR = 5. Thin
dotted lines represent the mean 4 one standard error.
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Figure A.3: Average prediction error plots from 100 replications of simulated data with
n = 100,n = 500, n = 1000 and p = 100 with independent predictors for both SNR = 1.25 and
SNR = 5. Thin dotted lines represent the mean + one standard error.
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Table A.21: Average false negatives for 100 replications of simulated data with n = 100.
Standard errors given in parentheses.

p = 100 p = 800
SNR = 1.25 SNR = 5 SNR = 1.25 SNR = 5
pr=5 p°* = p'=5 p°- =|p=5 p° = p=5 p =
33 33 33 33
CV Min | 0.22 15.57 0 (0) 4.05 0.69 28.05  0.02 22.24
(0.05)  (0.67) (0.28) |(0.09) (0.49) (0.01)  (0.62)

CVISE |0.71 2567 001 771 |145 3154 004  29.41
(0.09)  (0.74)  (0.01)  (0.46) |(0.15) (0.3)  (0.02)  (0.46)
Mod Min | 0.48  20.78 0.01 475 |1.11 2887 0.03  24.36
(0.07)  (0.97) (0.01) (0.39) |(0.12) (0.55) (0.02)  (0.75)
Mod ISE | 1.4 28.42 0.09 874 | 196 3142 014  29.52
(0.13)  (0.7)  (0.03) (0.57) |(0.16) (0.36)  (0.04)  (0.5)
AR2 Min | 048 1191 001 426 |1.02 2634 005  22.83
(0.08) (0.82) (0.01) (0.4) |(0.11) (0.48)  (0.03)  (0.6)
AR2ISE | 1.33 2141 011 878 |193  30.15 017  28.42
(0.12) (0.82) (0.03) (0.56) |(0.14) (0.31) (0.04)  (0.43)
R2 Cut | 0.08 447  0(0) 3.01 |037 2304 002 1921

(0.03)  (0.17) (0.16) |(0.05) (0.24) (0.01) (0.27)
AIC | 029 2028 0(0) 419 |094 2986 0.02  26.44
(0.05)  (0.76) (0.35) |(0.1)  (0.34) (0.01) (0.48)

BIC | 0.73 2839 001 771 |154 3184 006  30.34
(0.1)  (0.65) (0.01) (0.56) |(0.14) (0.27)  (0.02)  (0.43)
ERIC | 1.96 3296 0.07 3191 |033 2014 002  15.35
(0.16)  (0.03)  (0.03) (0.55) |(0.05) (0.27)  (0.01)  (0.26)
GCV|0.14 1265 0(0) 367 |033 2014 002  15.35
(0.03)  (0.68) (0.27) |(0.05) (0.27) (0.01)  (0.26)
Relaxed Min | 0.68  19.14  0.09 564 |124 282 018 2111
(0.09)  (0.81)  (0.03) (0.48) |(0.12) (0.48)  (0.05)  (0.69)
Relaxed 1SE | 1.27 2567 013 949 |191 3171 024  26.48
(0.12)  (0.76)  (0.04) (0.62) |(0.14) (0.3)  (0.05)  (0.67)

161



SNR=1.25

SNR =1.25

40
I
120
L

.

o4 AN I

30
1
-

20
60 80

10
L
40
I

0 20
L I

0
L

Average False Posilives
X
Average Prediction Bias

o

SNR=5

II
@ o A ) \l - w
ém ‘, . \‘f "'\‘ % =
B LAY A (=
<8 ! ALSEEE ¥
& ] ' 3.
£ 2 & @
3 §e
g < 2
> > o |
Z z &

o o 4
0 5 1 15 _ 20 25 3
p

‘ —_— CV1SE == Mod 1SE = = AR21SE = = Relaxed Min Relaxed 1SE

Figure A.4: Average false positives and prediction error plots from 100 replications of simulated
data with n = 100 and p = 800 for both SNR, = 0.5 and SNR = 2. Thin dotted lines represent
the mean 4 one standard error.

Table A.22: Average false discovery rate for 100 replications of simulated data with n = 1000.
Standard errors given in parentheses.

SNR = 1.25 SNR =5

pT=5

p* =33

pT=5

p* =33

CV Min

CV 1SE
Mod Min
Mod 1SE
AR2 Min
AR2 1SE
R2 Cut

AIC

BIC

ERIC

GCV
Relaxed Min
Relaxed 1SE

0.68 (0.01)

0.2 (0.01)

0.07 (0.01)

0.7 (0.01)

0.04 (0.01)
0 (0)

0.49 (0)
0.24 (0.01)
0.36 (0.01)
0.1 (0.01)
0.38 (0.01)
0.1 (0.01)
0.09 (0.01)
0.5 (0.01)
0.22 (0.01)
0.11 (0.01)
0.5 (0.01)
0.1 (0.01)
0.06 (0.01)

0.69 (0.01)
0.06 (0.01)
0.26 (0.03)
0 (
0.27 (
(

(

(

0.2 (0.02)

0.08 (0.01)

0.73 (0.01)

0.06 (0.02)
0 (0)

0.49 (0.01)
0.24 (0.01)
0.32 (0.01)
0.05 (0)
0.32 (0.01)
0.03 (0)
0.05 (0.01)
0.49 (0.01)
0.22 (0.01)
0.12 (0.01)
0.5 (0.01)
0.02 (0)
0.01 (0)
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Figure A.5: Average false positives and prediction error plots from 100 replications of simulated
data with n = 1000 and p = 100 for both SNR = 0.5 and SNR = 2. Thin dotted lines represent
the mean 4 one standard error.

Table A.23: Average prediction bias for 100 replications of simulated data with n = 1000.
Standard errors given in parentheses.

SNR = 1.25 SNR = 5
p*=25 p* =33 p*=5 p* =33

CV Min | 23.87 (0.67) 111.79 (1.23) | 12.67 (0.34) 56.79 (0.64)

CV 1SE | 37.85 (0.96) 138.02 (1.5) | 20.31 (0.56) 70.56 (0.77)
Mod Min | 18.13 (0.63) 110.67 (1.3) | 9.14 (0.32)  51.99 (0.66)
Mod 1SE | 34.64 (0.96) 132.97 (1.54) | 18.08 (0.54)  65.4 (0.89)
AR2 Min | 18.35 (0.63) 110.69 (1.29) | 9.14 (0.32)  52.05 (0.66)
AR2 1SE | 35.3 (0.99) 133.79 (1.56) | 19.99 (0.54) 68.21 (0.91)
R2 Cut | 77.07 (2.09) 187.98 (2.28) | 50.31 (1.82) 112.37 (1.51)

AIC | 24.12 (0.64) 112.62 (1.23) | 12.98 (0.35) 57.37 (0.65)

BIC | 29.12 (0.83) 136.75 (1.81) | 15.13 (0.42) 70.12 (0.87)

ERIC | 32.23 (0.91) 164.4 (2.56) | 16.47 (0.43) 81.64 (1.11)

GCV | 24.46 (0.66) 112.66 (1.24) | 13.16 (0.36) 57.28 (0.64)
Relaxed Min | 13.75 (0.61) 102.47 (1.77) | 7.96 (0.34)  43.42 (0.75)
Relaxed 1SE | 34.52 (0.96) 130.12 (1.81) | 17.97 (0.47) 59.71 (0.84)
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Table A.24: Average false negatives for 100 replications of simulated data with n = 1000.
Standard errors given in parentheses.

SNR = 1.25 SNR =5

p* =95 p* =33 p*=5 p"=33
CV Min 0 (0) 0.09 (0.03) | 0 (0) 0.01 (0.01)
CV 1SE | 0.01 (0.01) 0.45 (0.06) | 0 (0) 0.02 (0.01)
Mod Min | 0.01 (0.01) 0.29 (0.05) | 0 (0) 0.02 (0.01)
Mod 1SE | 0.06 (0.02) 1.05 (0.1) | 0(0) 0.07 (0.03)
AR2 Min | 0.01 (0.01) 0.24 (0.05) | 0(0) 0.02 (0.01)
AR2 1SE | 0.08 (0.03) 1.1 (0.11) | 0(0) 0.1 (0.03)
R2 Cut | 0.07 (0.03) 1.2 (0.12) | 0(0) 0.1 (0.04)
AIC 0 (0) 0.09 (0.03) | 0(0) 0.01 (0.01)
BIC | 0.01 (0.01) 0.47 (0.07) | 0(0) 0.02 (0.01)
ERIC | 0.01 (0.01) 1.01 (0.11) | 0 (0) 0.03 (0.02)
GCV 0 (0) 0.07 (0.03) | 0 (0) 0.01 (0.01)
Relaxed Min | 0.01 (0.01) 1.17 (0.12) | 0 (0) 0.18 (0.05)
Relaxed 1SE | 0.05 (0.02) 1.71 (0.16) | 0 (0) 0.27 (0.05)

164



A.1.2 Simulation Study for Non-Convex Penalties

This set of simulations examines the effect of the modification on the non-convex penalties,
SCAD (Fan and Li 2001) and MCP (Zhang 2010). Both penalties are most commonly
expressed in terms of their derivatives which, for SCAD at a single point, (;, is:

(A5 = B))

Pi(Bj) =M [I(ﬂj < M)+ Do = 1)5;1(53‘ > M) - (A1)

The derivative of the MC+ penalty for a single coefficient, j3;, is:

ign(3;) (A — 22) i |85 < A
pray - | O (=B < a0 o)

0 otherwise

We investigated SCAD with Ay = 3.7 and MC+ with Ay = 3, both with and without
the a-Modification using 10-fold CV with a 1SE rule. We generated data from the following
model:

Ynxl = B())k + XnXp/B;Xl + €Enx1 (AS)

where X was drawn from a Standard Normal distribution, 5} and 8" were drawn from
the same distribution as the Lasso simulations above, and SNR = {1.25, 5}. We include
an intercept here because the R package ncvreg does not include a no-intercept option.
The optimization to find &, is slightly more complicated with an intercept term. We now
optimize the likelihood function over both o and Sy, the intercept. Figures A.6 and A.7
include the average False Positives, False Negatives, and Prediction Bias across increasing
values of p* when n = 100 and p = 100 over 500 replications. Note the similarity between
the two approaches.

Although average false positives for the non-convex penalties are lower than or equal to
that of the a-Modified Lasso, their average false negatives tend to be higher, particularly
as p* increases. Prediction bias is slightly worse for a-Modified SCAD and MC+ than
unmodified, but similar to the a-Modified Lasso for small p* and similar to unmodified
for larger p*. This is a fairly limited simulation study, capturing only one n and p.
Furthermore, for non-convex penalties, we no longer have a guarantee that &, will always
be greater than 1, so the bias-reduction aim of the modification is in question. Allowing
the a-Modification to compete with and enhance non-convex penalties may be the subject
of future research.
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A.1.3 Simulation Study for Correlated Predictors

Additional results from the simulation study described in the main document for correlated
predictors can be found in Tables A.33 through A.44. These results include average model
size, average FDR, average false negatives, and average prediction bias for traditional CV,
a-modified and Average R* CV, and the Relaxed Lasso using a minimum APE rule.

Table A.25: Average Hamming Distance for 100 replications of CV 1SE with correlated
predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=1.256 =4.71 p*=5,SNR=5;6 =235
100 5.1 6.3 8.8 114 11.5 3.8 5.8 9.8 13.4 149
(04) (0.4) (0.8) (1.3) (1.1) (0.3) (04) (1.1) (1.4) (1.2
500 1.9 3.2 4.4 5.1 7.6 1.8 2.9 4.7 4.9 7.2
(0.2) (04) (04) (0.6) (0.6) (0.2) (0.3) (0.4) (0.4) (0.7)
1000 1.5 1.9 3 4.1 4.3 1.2 1.4 2.9 4.4 4.3
(0.2) (0.2) (0.4) (0.4) (0.5) (0.2) (0.2) (0.4) (0.5) (0.5)
n p*=15;SNR =1.25;6 = 8.3 p*=15;SNR =5;6 =4.15
100 124 16.2 185 22 22.7 11 15.5 21.6 247 30.2
(0.3) (0.6) (0.7) (1.3) (1.5) (0.4) (0.6) (1.1) (1.5) (1L.7)
500 7.1 10.1 126 15 18.9 5.1 7.4 124 16.2 20.2
(0.4) (04) (0.6) (0.6) (1) (0.3) (04) (0.6) (0.7) (0.9)
1000 4.6 6.8 9.4 12.7 147 3.5 5.1 9.3 115 14.2
(0.3) (0.4) (0.6) (0.7) (0.8) (0.3) (0.3) (0.5) (0.7) (0.9)
n p*=50;SNR =1.25;6 = 15.07 p*=50;SNR =56 ="7.53
100 39.3 46.7 50.8 53.7 575 20.8 39.3 48.6 55.8 59.2
(0.8) (0.4) (0.4) (0.8) (1.2) (1.4) (0.6) (0.6) (1.1) (1.2
500 13.5 282 40.2 484 55.3 3.1 19.5 35.8 56.5 74.3
(1.3) (1) (0.9) (0.9) (1.5 (0.6) (0.7) (0.8) (1.7) (2.2)
1000 8.4 21.4 33.1 423 54.3 1.4 153 29.2 432 60.3
(1.1) (1) (0.9 (1.1) (1.3) (0.4) (0.5) (0.8) (1.1) (1.6)

Figures A.8, A.9, and A.10 give the average false positives, false negatives, and
prediction bias for the simulated data provided in the main document in Figure 2.6.
Similar to independent predictors, larger sample sizes maintain low false negatives, but
for n = 100 and n = 500 with the smaller SNR, average false negatives increase with p*.

Finally, we evaluate the methods for limited data settings, letting n = 100, p =
{100,800}, SNR = {1.25,5} , and varying p*. Once again, X contained correlated columns
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Table A.26: Average Hamming Distance for 100 replications of AR2 CV 1SE with correlated

predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5SNR=125;6 =4.7T1 p*=5,SNR =56 =2.35
100 4.3 4.7 5.8 7.1 6.8 2.3 3.1 5 5.5 7.1
(0.3) (0.4) (0.4) (0.8) (0.4) (0.2) (0.3) (0.5) (0.6) (0.6)
500 1.3 1.7 2.4 2.3 4 0.7 1 1.7 1.8 2
(0.1) (0.2) (0.3) (0.3) (0.5) (0.1) (0.2) (0.2) (0.3) (0.3)
1000 0.8 1 1.3 1.5 1.5 0.3 0.6 1 1.2 1.8
(0.1) (0.2) (0.2) (0.2) (0.3) (0.1) (0.1) (0.2) (0.2) (0.4)
n p*=15SNR =1.25;6 = 8.3 *=15;SNR =5;06 =4.15
100 12.7 155 174 176 18 9.6 134 183 19 22.2
(0.3) (0.5) (0.8) (0.8) (0.6) (0.4) (0.5) (0.9) (1.1) (1.3)
500 6.6 8.3 9.2 1.1 13.7 3.7 4.5 6.6 8.8 11.4
(0.4) (0.5) (0.5) (0.5) (0.7) (0.3) (0.4) (0.5) (0.6) (0.9)
1000 3.4 4.9 6.4 8.1 9.9 1.6 2.5 4.4 5.9 7.4
(0.3) (0.4) (0.5) (0.6) (0.7) (0.2) (0.3) (0.5) (0.6) (0.7)
n p*=50;SNR =1.25;6 = 15.07 *=50;SNR =5;06 = 7.53
100 404 46.5 50.8 53.1 54.6 23.4 39.8 485 53 54.3
(1.1) (0.5) (0.5) (0.8) (1) (L.7) (0.7) (0.5) (0.8) (0.8)
500 14.4 286 38.7 47.1 524 4.2 173 295 43.6 61.1
(1.5) (1.2) (0.9) (1) (1.3)  (0.8) (0.8) (1) (L.1) (1.9)
1000 9.5 20.5 29.6 36.4 47.2 1.7 11.6 199 29.5 40.6
(1.2) (1.1) (1.1) (1.1) (1.5 (0.5) (0.7) (1) (1.3) (1.6)

and more methods are evaluated in Figure A.11 and Tables A.45, A.46, and A.47. Figure
A.12 and Tables A.48 through A.50 give results from the case where n = 1000. Average
false negatives are higher for all methods when predictors are correlated. Particularly
for large p* all methods struggle to capture the true model, though the Relaxed Lasso
seemingly performs the best. For the n = 1000 case, Mod 1SE, AR2 1SE, and Relaxed
1SE all have the smallest average FDRs so it seems that the new methods are most
competitive with the Relaxed Lasso when sample sizes are large.
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Table A.27: Average Hamming Distance for 100 replications of a-modified CV 1SE with

correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 4.3 4.7 6.7 8.7 9.7 2.7 3.6 7.3 7.6 10.3
(0.3) (0.3) (0.8) (1.3) (1.4) (0.2) (0.3) (1.1) (0.9 (1)
500 1.1 1.7 2.2 2.5 3.5 1.1 1.1 2.4 2.3 2.6
(0.1) (0.2) (0.2) (0.3) (0.4) (0.1) (0.2) (0.3) (0.3) (0.3)
1000 0.7 1.1 1.3 1.8 1.6 0.6 0.8 1.3 1.6 2.3
(0.1) (0.2) (0.2) (0.3) (0.2) (0.1) (0.1) (0.2) (0.3) (0.4)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 126 154 164 204 209 10.1 142 198 21.7 286
(0.3) (0.5) (0.6) (1.5) (1.7) (04) (0.5) (1.1) (1.5) (1.9
500 6.4 8.1 9.2 11.1 123 4 5.2 7.8 10.6 13
(0.4) (0.4) (0.5) (0.5) (0.6) (0.3) (0.4) (0.6) (0.7) (1)
1000 3.4 4.7 6.5 8.1 10 2.2 3.1 5.8 7.3 8.6
(0.3) (0.4) (0.5) (0.6) (0.7) (0.2) (0.3) (0.5) (0.7) (0.7)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 42.9 48 50.5 53.6 56.5 22.1 404 49 56.4  H8.7
(1) (0.3) (04) (1) (1.6) (1.6) (0.7) (0.6) (1.4) (1.6)
500 14.7 289 377 445 49 3.3 177 306 472 64.3
(1.5) (1.2) (1) (0.9) (1) (0.6) (0.8) (0.9) (1.2) (1.9
1000 9.3 204 29.1 344 416 1.4 12.2 214 321 452
(1.3) (1.2) (1.1) (1.2) (0.9) (0.4) (0.7) (1) (1.3) (1.8)
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Table A.28: Average Hamming Distance for 100 replications of Relaxed Lasso with correlated

predictors. Standard errors given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 6.3 9 14.2 199 359 3.6 6.1 15.1 21.8 31.8
(0.5) (0.9) (2) (3.3) (5.2) (04) (0.8) (2.6) (3.7 (4.9
500 2.8 3.9 4.8 5.6 8.8 1.7 1.6 2.7 3.3 4
(0.4) (0.6) (0.6) (0.9) (1.7) (0.3) (0.4) (0.5) (0.6) (1.2
1000 1.9 2.2 3.7 4 6.3 1.1 1.4 2 2.4 1.5
(0.4) (0.4) (0.8) (0.7) (1.8) (0.3) (0.4) (0.5) (0.7) (0.4)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 139 215 276 37.6 59.2 129 19.1 30.1 49 66.5
(0.5) (0.9) (24) (3.7 (6) (0.6) (1.1) (2.3) (4.4) (5.6)
500 8.9 11.6 135 149 21 4 5 7.3 8.3 9.7
(0.6) (1) (1.1) (1.4) (2 (0.5) (0.7) (1.1) (1.4) (1.2
1000 4.7 7.7 11.6 123 13.7 1.5 3 4.6 5.4 5.7
(0.5) (0.9) (1.5) (1.5) (1.6) (0.3) (0.7) (0.8) (1) (1.1)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 33.6 446 56.6 673 783 14.8 388 63.6 835 975
(1.2) (0.5) (14) (29 (4.1) (1.4) (0.6) (2.6) (4.1) (5.3)
500 5.7 30.1 483 625 748 0.9 18.1  30.2 51.1 68.8
(0.9) (0.9) (1.4) (2.2) (3.1) (0.3) (1.2) (1.9) (3.1) (4.2
1000 2.1 23.2 38.8 46.1 63.9 0.3 12.2 156 224 31.7
(0.5) (1.2) (1.9 (2.9) (3.8) (0.2) (1.2) (1.6) (2.7) (3.8)
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Table A.29: Average number of selected variables 100 replications of CV 1SE with correlated
predictors. Standard errors given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 6.5 7.4 9.1 11.2  10.7 8 10 13.7 16.8 18.2
(0.4) (04) (09) (14) (1.2 (0.3) (04) (1.1) (1.4) (1.2)
500 6.3 7.4 8.4 8.9 11.3 6.7 7.8 9.5 9.7 11.9
(0.2) (0.3) (0.4) (0.5) (0.6) (0.2) (0.3) (0.4) (0.4) (0.7)
1000 6.1 6.5 7.4 8.4 8.6 6.2 6.3 7.8 9.4 9.2
(0.2) (0.2) (0.3) (0.4) (0.5) (0.2) (0.2) (0.4) (0.5) (0.5)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 105 114 9.2 11.9 11.2 19.2 221 253 24 28.3
(0.6) (1) (1) (1.6) (1.7) (0.7) (0.9) (1.5) (1.9 (2.1)
500 15.6 19.2 20.2 22.1 243 18.8 21.1 254 294 332
(0.4) (0.6) (0.7) (0.8) (1.1) (0.3) (0.4) (0.6) (0.8) (1)
1000 172 187 20.7 23 24.6 18.3 196 23.8 257 284
(0.3) (0.4) (0.5) (0.7) (0.7) (0.3) (0.3) (0.5) (0.6) (0.8)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 10.7 9 8.7 8.6 11.2 29.2 276 214 20 18.4
(0.8) (0.9) (1) (1.1) (1.7) (1.4) (19 (1.8) (2.1) (1.8)
500 36.5 409 451 416 42.1 46.9 59.1 706 88.4 103.4
(1.3) (1.8) (2.4) (2.7) (3.1) (0.6) (1.3) (2.1) (3.2) (4.1)
1000 41.6 493 56.3 60.7 66.5 486 61.6 74.7 87.3 1025
(1.1) (1.7) (2.3) (2.5) (3.2) (0.4) (0.7) (1.2) (1.6) (2.3)
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Table A.30: Average number of selected variables 100 replications of AR2 CV 1SE with

correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 4.6 4.5 5 6.1 5.3 5.7 6.5 7.9 7.8 9.3
(0.4) (0.5) (0.5) (0.9) (0.5) (0.3) (0.4) (0.5) (0.6) (0.7)
500 4.9 5.2 5.5 5.1 6.9 5.3 5.6 6.3 6.4 6.4
(0.2) (0.2) (0.4) (0.3) (0.5) (0.1) (0.2) (0.3) (0.3) (0.3)
1000 5 5.3 5.2 5.4 5.3 5.2 5.5 5.8 6 6.7
(0.1) (0.2) (0.2) (0.3) (0.3) (0.1) (0.1) (0.2) (0.2) (0.4)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 9 9.1 7.6 6.3 6 15.7 176 19.7 151 175
(0.8) (1) (1.2) (1.1) (0.8) (0.8) (1) (1.5) (1.6) (1.9
500 13.1 154 146 16.6 17.2 16.3 176 18.6 21.4 238
(0.5) (0.7) (0.7) (0.8) (1.2) (0.4) (0.4) (0.6) (0.7) (0.9
1000 149 154 16.3 16.7 18.2 16.2 16.8 183 19.6 21.1
(0.3) (0.5) (0.6) (0.7) (0.9) (0.2) (0.3) (0.5) (0.6) (0.7)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 9.6 9.2 9.5 7.6 7.6 26.6 254 183 123 10.2
(I.1) (1.3) (14) (1.3) (1.5) (1.7)  (2) (2) (1.9) (1.4)
500 356 38.2 39.7 374 36.2 45.8 546 61.6 728 86.7
(1.5) (2.1) (2.6) (3) (3.3) (0.8) (1.3) (2.1) (2.7) (4)
1000 40.5 458 49 51.3  56.1 483 56.6 64.3 723 81.2
(1.2) (1.8) (2.3) (24) (3.3 (0.5) (0.8) (1.1) (1.6) (1.9
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Table A.31:

Average number of selected variables 100 replications of a-modified CV 1SE with

correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 4.6 4.5 5.7 7.6 8 6.4 7.2 10.7 104 128
(0.4) (04) (09) (1.4) (1.5 (0.3) (0.3) (1.1) (0.9 (1.1)
500 4.9 5.4 5.2 5.3 6.2 5.9 5.9 7.2 6.9 7.1
(0.2) (0.2) (0.3) (0.3) (0.5) (0.2) (0.2) (0.3) (0.4) (0.3)
1000 5.5 5.2 5.6 5.4 5.5 5.7 6.2 6.6 7.1
(0.1) (0.2) (0.2) (0.3) (0.3) (0.1) (0.1) (0.2) (0.3) (0.4)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 7.6 7.8 4.8 9.3 8.5 16.9 19.7 22 18.9 252
(0.7) (1) (0.9) (2) (1.9) (0.8) (1) (L.7) (2) (2.5)
500 13.4 15.1 147 164 154 174 186 20 23.5 25.4
(0.6) (0.7) (0.8) (0.8) (0.9) (0.3) (0.5) (0.7) (0.7) (1)
1000 15,5 154 16.3 16.6 184 16.9 176 20 21.3 225
(0.3) (0.5) (0.6) (0.8) (0.8) (0.3) (0.3) (0.5) (0.7) (0.8)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 7.1 5 6 7.4 9.4 279 247 186 186 16.1
(1) (0.8) (1.2) (1.7) (2.2 (1.6) (2.1) (2.2) (2.7) (24)
500 353 36.2 354 281 252 46.7 56.3 64.2 774 90.5
(1.5) (2) (24) (2.6) (2.9) (0.6) (1.3) (2) (2.8) (4.1
1000 40.7 452 481 475 474 48.5 582 66.7 75.7 86.6
(1.3) (1.9) (2.3) (2.3) (2.8) (0.4) (0.7) (1) (1.5) (2.1
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Table A.32: Average number of selected variables 100 replications of Relaxed Lasso with

correlated predictors. Standard errors given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 8.3 10.6 14.8 20.3 36.1 7.9 104  19.1 253 353
(0.6) (0.9) (2.1) (34) (5.3 (0.5) (0.8) (2.6) (3.7) (4.9
500 7.6 8.4 9.1 9.7 12.7 6.7 6.6 7.6 8.2 8.7
(0.4) (0.6) (0.6) (0.9) (1.7) (0.3) (0.4) (0.5) (0.6) (1.2
1000 6.8 7.1 8.4 8.6 10.8 6.1 6.4 6.9 7.4 6.4
(0.4) (0.4) (0.8) (0.7) (1.8) (0.3) (0.4) (0.5) (0.7) (0.4)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 159 198 23.1 31.1 518 226 273 353 513 676
(1) (1.5) (29) (4.2) (6.5) (09) (1.3) (2.7) (4.9 (6.2)
500 19.4 219 22 22,5  27.5 18 1819 206 21.5 222
0.7) (1) (1.2) (1.5) (1.9) (0.5) (0.7) (1) (1.3) (1.1
1000 179 209 23.7 234 24 16.4 177 19.2 199 199
(0.5) (0.9) (1.6) (1.4) (1.6 (0.3) (0.6) (0.8) (0.9 (1)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 16.4 174 248 30.5 374 35.2 409 56.2 63 68
(1.2) (1.5) (29 4.2) (5.1) (14) (2.1) (5) (6) (6.7)
500 44.3 543 625 652 70.7 49.1 60.1 674 845 988
(0.9) (2) (3) (4.1) (5) (0.3) (1.3) (2) (3.6) (4.9)
1000 479 60.1 70 69.8 81.7 49.7 594 60.2 645 T1.9
(0.5) (1.5) (2.5) (3.1) (4.5 (0.2) (1.2) (1.5) (2.6) (3.6)
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Table A.33: Average false discovery rate from 100 replications of CV 1SE with correlated

predictors. Standard errors given in parentheses.
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Table A.35: Average false discovery rate of 100 replications for a-modified CV 1SE with

correlated predictors. Standard errors given in parentheses.
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Table A.36: Average false discovery rate for 100 replications of Relaxed Lasso with correlated

predictors. Standard errors given in parentheses.
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Table A.37: Average number of false negatives from 100 replications of CV 1SE with correlated

predictors. Standard errors given in parentheses.

90 100 200 400 800

20 100 200 400 800

n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 1.8 2 2.4 2.6 2.9 0.4 0.4 0.5 0.8 0.9
(0.1) (0.1) (0.1) (0.2) (0.1) (0.1) (0.1) (0.1) (0.1) (0.1)
500 0.3 0.4 0.5 0.6 0.6 0.1 0(0) 0.1 0.1 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0)
1000 0.2 0.2 0.3 0.3 0.3 0(0) 0(0) 0(0) 0(0) 00
(0) (0) (0.1) (0.1) (0.1)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 8.4 9.9 12.2 125 13.2 3.4 4.2 5.6 7.8 8.5
(0.4) (04) (0.3) (0.3) (0.2) (0.4) (0.3) (0.4) (0.4) (0.4)
500 3.2 3 3.7 4 4.8 0.6 0.7 1 0.9 1
(0.4) (0.3) (0.4) (04) (0.4) (0.1) (0.1) (0.2) (0.2) (0.2)
1000 1.2 1.6 1.9 2.4 2.5 0.1 0.2 0.3 0.4 0.4
(0.2) (0.2) (0.3) (0.3) (0.3) (0) (0.1) (0.1) (0.1) (0.1)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 39.3 438 46.1 476 48.2 20.8 309 386 429 454
(0.8) (0.6) (0.5) (0.2) (0.3) (1.4) (1.2) (0.8) (0.6) (0.4)
500 13.5 187 225 284 31.6 3.1 5.2 7.6 9.1 10.4
(1.3) (1.4) (1.4) (1.3) (1.2) (0.6) (0.9) (1) (1.1) (1.2)
1000 8.4 11.1 134 158 189 1.4 1.8 2.2 3.9

(1.1) (1.3) (1.3) (1.3) (1.4)

(0.4) (0.4) (0.5) (0.5) (0.7)
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Table A.38: Average number of false negatives for 100 replications of AR2 CV 1SE with

correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 2.4 2.6 2.9 3 3.3 0.8 0.8 1.1 1.4 1.4
(0.2) (0.2) (0.2) (0.2) (0.2) (0.1) (0.1) (0.1) (0.1) (0.2)
500 0.7 0.7 0.9 1.1 1 0.2 0.2 0.2 0.2 0.3
(0.1) (0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0.1)
1000 0.4 0.3 0.6 0.6 .6 0.1 0(0) 0.1 0.1 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 9.3 10.7 124 13.1 135 4.4 5.4 6.8 9.5 9.9
(0.4) (04) (0.3) (0.2) (0.2 (0.5) (0.4) (0.5) (0.4) (0.4)
500 4.2 3.9 4.8 4.8 5.8 1.2 0.9 1.5 1.2 1.3
(0.4) (0.4) (0.5) (0.5) (0.5) (0.3) (0.2) (0.3) (0.2) (0.2
1000 1.7 2.2 2.5 3.2 3.4 0.2 0.3 0.5 0.7 0.6
(0.3) (0.3) (0.4) (04) (0.4) (0.1) (0.1) (0.2) (0.2) (0.2
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 40.4 437 457 47.8 485 23.4 322 40.1 453 47.1
(1.1) (0.8) (0.6) (0.3) (0.3) (1.7) (1.3) (1) (0.6) (0.4)
500 14.4 20.2 245 29.8 33.1 4.2 6.3 9 104  12.2
(1.5) (1.6) (1.6) (1.4) (1.3) (0.8) (1) (1.2) (1.3) (1.5
1000 9.5 12.3 153 17.5 20.5 1.7 2.5 2.8 3.6 4.7
(1.2) (1.4) (1.5) (1.5) (1.6) (0.5) (0.6) (0.6) (0.7) (0.8)
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Table A.39: Average number of false negatives of 100 replications for a-modified CV 1SE with

correlated predictors. Standard errors given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 2.3 2.6 3 3.1 3.3 0.7 0.7 0.8 1.1 1.3
(0.2) (0.2) (0.1) (0.2) (0.1) (0.1) (0.1) (0.1) (0.1) (0.1)
500 0.6 0.7 1 1.1 1.1 0.1 0.1 0.1 0.2 0.3
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0) (0) (0.1) (0.1)
1000 0.4 0.3 0.5 0.6 0.6 0(0) 0(0) 0.1 0(0) 0.1
(0.1) (0.1) (0.1) (0.1) (0.1) (0) (0)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 10 11.3 13.3 13.1 13.7 4.1 4.8 6.4 8.9 9.2
(0.4) (04) (0.2) (0.3) (0.2) (0.4) (04) (0.5) (0.5) (0.4)
500 4 4 4.8 4.9 6 0.8 0.8 1.4 1.1 1.3
(0.4) (0.4) (0.5) (0.5) (0.5) (0.2) (0.2) (0.3) (0.2) (0.2
1000 1.4 2.1 2.6 3.3 3.3 0.1 0.2 0.4 0.5 0.6
(0.2) (0.3) (0.4) (04) (0.4) (0.1) (0.1) (0.1) (0.1) (0.2)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53
100 42.9 46.5 473 48.1 48.6 22.1  32.8 40.2 439 46.3
(1) (0.5) (0.5) (0.4) (0.3) (1.6) (1.3) (0.9) (0.7) (0.5)
500 14.7 21.3 26.1 33.2 36.9 3.3 5.7 8.2 9.9 11.9
(1.5) (1.6) (1.6) (1.4) (1.3) (0.6) (0.9) (1.1) (1.3) (1.4)
1000 9.3 12.6 155 184 22.1 1.4 2.4 3.2 4.3
(1.3) (1.5) (1.5) (1.5) (1.6) (0.4) (04) (0.5) (0.6) (0.7)
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Table A.40: Average number of false negatives for 100 replications of Relaxed Lasso with
correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 1.5 1.7 2.2 2.3 2.4 0.4 0.4 0.5 0.8 0.7
(0.1) (0.1) (0.1) (0.2) (0.2) (0.1) (0.1) (0.1) (0.1) (0.1)
500 0.1 0.2 0.3 0.4 0.6 0(0) 0(0) 0(0) 0(0) o0.1
(0) (0.1) (0.1) (0.1) (0.1) (0)
1000 0(0) 0.1 0.1 0.2 0.2 0(0) 0(0) 0(0) 0(0) 00
0 (© (© (01)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 6.5 8.3 9.7 10. 11.2 2.7 3.4 4.9 6.4 7
(0.4) (04) (04) (0.4) (0.3) (0.3) (0.3) (0.4) (0.4) (0.4)
500 2.2 2.4 3.3 3.7 4.3 0.5 0.6 0.8 0.9 1.2
(0.3) (0.3) (0.3) (0.3) (0.3) (0.1) (0.1) (0.1) (0.2) (0.2
1000 0.9 0.9 1.5 1.9 2.4 0(0) 0.1 0.2 0.3 0.4
(0.1) (0.2) (0.2) (0.2) (0.2) (0) (0) (0.1) (0.1)
n p* =50; SNR =1.25;0 = 15.07 p*=50;SNR =5;0 =7.53

100 33.6 386 409 434 455 148 24 287 352 398
(1.2) (0.9 (0.9) (0.7) (0.5  (L4) (12) (14) (L1) (0.8)

500 57 129 179 236 27 09 4 64 83 101
0.9) (L2) (1.3) (1.3) (L3)  (0.3) (0.7) (0.7) (1) (1)
1000 21 65 94 131 161 03 14 27 4.9

(05) (0.8) (0.9) (0.9) (1.2)  (0.2) (0.2) (0.4) (0.4) (0.5)
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Table A.41: Average prediction bias from 100 replications of CV 1SE with correlated predictors.
Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35

100 22.8 242 2777 299 29.2 12 128 156 16.6 15.9
(0.9) (0.9) (1) (1.4) (1.1) (0.5) (0.6) (0.7) (0.8) (0.7)
500 29.2 309 352 35 38.7 15.1 158 17.8 174 19.8
(1.1) (1.4) (1.5) (1.6) (1.8) (0.7) (0.7) (0.8) (0.8) (1)
1000 33.7 332 375 397 388 176 166 19.1 19.2 19.1
(1.5) (1.4) (1.7) (2) (1.8) (0.8) (0.7) (0.9) (0.9 (1)
n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15
100 47.5 50 54.8 56.1 56.7 28 29.6 33.7 382 373
(2) (1.6) (1.7) (1.6) (1.5) (1.4) (09) (1.3) (1.2) (1.1)
500 67.6 67.7 73 729 79.6 35.3 357 39.3 385 427
(3) (3) (3.1) (3) (2.8) (L.7) (L.7) (2) (1.8) (1.9)

1000 65.8 718 786 887 90 341 37 396 453 46.8
(32) (34) (3.6) (46) (3.3)  (1.8) (1.7) (1.9) (2.3) (2)
n p =50, SNR=1256 = 15.07 p* =50, SNR =D5;6 = 7.53

100 96.1 1054 102.2 105.6 106.1 58.3 T70.8 756 84.2 85.1
(29) (3.1) (2) (23) (25)  (23) (23) (1.8) (2.1) (L.7)
500 128.9 146.7 156.8 172.6 180 69.8 80.2 909 99 103.2
58 (55 (5.1) (52) A7) (35 ({4 (39 (44) (41)
1000 1419 1644 1789 187.1 2078  73.1 861 94.6 99.3 112
6.8) (7.3) (74) (64) (7) (3.9) (4) (42) (43) (47)
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Table A.42: Average prediction bias for 100 replications of AR2 CV 1SE with correlated
predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35

100 21.9 24 26.2 279 26.9 129 139 154 16.8 16.7
(0.8) (1) (1.1) (1.3) (1.1) (0.6) (0.7) (0.7) (0.8) (0.8)
500 284 297 34.7 323 36.1 16.3 16.6 18 17 19.2
(1.3) (1.4) (1.7) (1.5) (1.8) (0.8) (0.9) (0.8) (0.8) (0.9)
1000 32.6 33.1 35.1 377 358 19 179 194 195 194
(1.5) (1.5) (1.6) (2.1) (1.7) (0.9) (0.8) (1) (1) (0.9)

n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15

100 47.9 488 535 527 523 208 317 354 389 384
2)  (15) (L6) (14) (L1)  (1.6) (12) (14) (1.3) (1.1)
500  66.1 67.3 711 7L7 778 373 371 307 384 424
27 (1) (3 (31 (33) (2 (19 (22 (2 (21
1000 66.7 69.5 757 853 885 352 382 41.9 458 462
(3.3) (3.4) (34) (44) (35)  (1.8) (1.9) (2.1) (26) (2.3)

n P =50, SNR = 1.25,5 = 15.07 P =50, SNR = 5,6 = 7.53

100 952 101 956 1009 103 612 715 75 855 859
27 3) (17 (21) (26) (25 (26) (1.9) (1.9) (1.9)
500 1289 148.6 157.7 172.8 178.2 73.1 829 941 101.8 105.2
54 (55 (6) (52) (43) (37 (41) (42) (48) (4.5)
1000 142.9 1644 181 1858 2046 768 895 97  99.9 1122
65) (1)  (74) (6.6) (6.7) (4 (46) (45) A7) (52
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Table A.43: Average number of prediction bias of 100 replications for a-modified CV 1SE
with correlated predictors. Standard errors given in parentheses.

p 50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35

100 21.6 237 269 28.1 284 11.8 129 14.8 157 15.6
(0.8) (1) (1.1) (1.3) (1.2 (0.5) (0.7) (0.7) (0.8) (0.7)

500 28 29.5 342 324 37 149 152 16.6 16 18
(1.2) (1.4) (1.6) (1.5) (2.1) (0.7) (0.8) (0.8) (0.8) (0.9)
1000 32.1 317 348 374 358 171 162 179 179 18.3
(14) (1.4) (1.6) (2.1) (1.7 (0.8) (0.7) (1) (0.9) (0.9)

n p*=15SNR =1.25;0 =8.3 p*=15SNR =50 =4.15

100 483 50.6 547 542 547 284 302 341 37.6 36.7
(1.9) (16) (15) (1.5) (13)  (L4) (L1) (14 (12) (1)
500 65.2 67.1 T71.1 T72.1 79.2 34.8 349 38 36.8 41.2
26) 3) (3 (32 (32) (18 (18 (21) (19 (21)
1000 65  69.2 758 857 887 33 36 391 432 443
(32) (32) (33) (45 (35 (L7 (18) (20 (24) (22

n p = 50; SNR = 1.25,5 = 15.07 P =50, SNR = 5,6 = 7.53

100 97 1036 98 1044 1054 595 7L1 751 825 845
(24) (2.8) (1.6) (21) (24) (23) (22) (1.7) (L9) (22)
500 1287 150.9 1614 179 1858  69.5 80.5 91.8 994 103.6
(5.3) (54) 48) (5) (41) (35 (4) (41) A7) (44)
1000 1413 166 1823 190.1 2106  73.1 857 943 97.3 109.3
6.6) (72) (74) (67) (6.7) (38 (42) (43) (46) (5)
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Table A.44: Average prediction bias for 100 replications of Relaxed Lasso with correlated

predictors. Standard errors given in parentheses.

50 100 200 400 800 50 100 200 400 800
n p*=5,SNR=125;6 =4.71 p*=5SNR =50 =2.35
100 18.3 19.7 252 253 298 9.1 10.2  13.1 147 155
(0.7) (0.9) (1.2) (1.3) (1.8) (0.5) (0.6) (0.8) (0.9 (1)
500 15.3 193 21.3 209 249 8 8.4 9.8 9.3 10.6
(1) (1.4) (1.3) (1.3) (1L.7) (0.4) (0.6) (0.7) (0.7) (0.8)
1000 14.6 16.1 18 20 19.5 7.7 7.6 8.4 8 7.8
(1) (1.2) (1.5) (1.6) (1.4) (0.5) (0.5) (0.6) (0.6) (0.5)
n p*=15;SNR =1.25;6 =8.3 p*=15;SNR =506 =4.15
100 40.4 443 479 50.6 534 24.8 273 306 339 34.7
(L.5) (1.6) (1.6) (1.7) (1.9 (1.1) (1.1) (1.2) (1.3) (1.1)
500 49.2 528 56.5 57.3 63.5 242 249 27 274  31.1
(2.3) (24) (2.5) (2.7) (2.6 (1.5) (1.6) (1.8) (1.8) (2)
1000 44 474 53.8 614 64.9 19.3 21 23.1 271  26.3
(2.7) (2.6) (3) (3.7) (3.2 (1.2) (1.3) (1.6) (2.1) (1.9
n p*=50;SNR =1.25;6 = 15.07 p* =50;SNR=5;0 =7.53
100 81.6 89.2 90.1 98 104.4 524 60.2 61.7 70.1 722
(2) (2.6) (2) (3.2) (4.1) (1.9) (2) (1.6) (2.2) (2.3)
500 102.7 125  136.1 148.7 154.6 57.2  69.7 79.4 885 93.2
(4) (44) (4) (4) (3.7) (2.8) (34) (3.4) (3.8) (3.5)
1000 105.5 134.2 151.1 160.2 178 55.2  69.5 764 81.1 90.5
(4.6) (5.6) (5.5) (54) (5.6) (2.8) (34) (4.1) (4.1) (4.8
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Figure A.8: Average false positives from 100 replications of simulated data with n =
{100, 500, 1000} and p = 100 for correlated predictors. Thin dotted lines represent the mean +
one standard error.
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Figure A.9: Average false negatives from 100 replications of simulated data with n = 100,n =
500, n = 1000 and p = 100 with independent predictors for both SNR = 1.25 and SNR = 5. Thin
dotted lines represent the mean 4 one standard error.
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o SNR =1.25,n =100 SNR = 1.25; n = 500 a. SNR =1.25; n = 1000
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Figure A.10: Average prediction bias from 100 replications of simulated data with n =
{100, 500, 1000} and p = 100 for correlated predictors. Thin dotted lines represent the mean +
one standard error.
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Figure A.11: Average false positives and prediction error plots from 100 replications of
simulated data with n = 100 and p = 800 for both SNR = 0.5 and SNR = 2 with correlated
predictors. Thin dotted lines represent the mean 4+ one standard error.
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Table A.45: Average false discovery rate for 100 replications of simulated data with correlated
predictors and n = 100. Standard errors given in parentheses.

p = 100 p = 800
SNR = 1.25 SNR =5 SNR = 1.25 SNR =5
p-=5 p'=33 p'=>5 p'=33|p'=>5 p'=33 p*=5 p*=33
CV Min | 0.75 0.48 0.74 0.5 0.86 0.84 0.87 0.76
(0.01)  (0.01) (0.01)  (0.01) (0.01)  (0.01) (0.01)  (0.02)
CV 1SE | 0.53 0.34 0.52 0.4 0.65 0.64 0.7 0.61
(0.03)  (0.02) (0.02)  (0.01) (0.03)  (0.04) (0.02)  (0.03)
Mod Min | 0.63 0.4 0.67 0.48 0.7 0.77 0.78 0.7
(0.03)  (0.02) (0.02)  (0.01) (0.03)  (0.03) (0.02)  (0.03)
Mod 1SE | 0.35 0.28 0.34 0.35 0.45 0.64 0.53 0.49
(0.03)  (0.03) (0.02)  (0.02) (0.04)  (0.04) (0.03)  (0.04)
AR2 Min | 0.67 0.5 0.64 0.49 0.71 0.81 0.73 0.7
(0.02)  (0.02) (0.02)  (0.01) (0.03)  (0.02) (0.02)  (0.02)
AR2 1SE | 0.38 0.36 0.28 0.34 0.45 0.76 0.44 0.55
(0.03)  (0.03) (0.02)  (0.02) (0.04)  (0.03) (0.03)  (0.03)
R2 Cut | 0.94 0.66 (0) 0.91 0.57 0.95 0.9 (0) 0.91 0.84 (0)
(0) (0) (0.01) ] (0) (0)
AIC | 0.68 0.43 0.7 0.48 0.79 0.79 0.81 0.7
(0.02)  (0.02) (0.01)  (0.01) (0.02)  (0.02) (0.01)  (0.02)
BIC | 0.5 0.33 0.5 0.39 0.66 0.67 0.67 0.59
(0.03)  (0.02) (0.02)  (0.01) (0.03)  (0.04) (0.02)  (0.03)
ERIC | 0.37 0.18 0.4 0.21 0.98 0.94 (0) 0.98 0.92 (0)
(0.03)  (0.02) (0.02)  (0.02) (0) (0)
GCV | 0.77 0.5 0.74 0.52 0.98 0.94 (0) 0.98 0.92 (0)
(0.01)  (0.01) (0.01)  (0.01) (0) (0)
Relaxed Min | 0.55 0.44 0.39 0.45 0.7 0.82 0.55 0.75
(0.03)  (0.02) (0.03)  (0.01) (0.03)  (0.02) (0.03)  (0.02)
Relaxed 1SE | 0.4 0.32 0.25 0.36 0.5 0.69 0.44 0.61
(0.03)  (0.03) (0.03)  (0.02) (0.04)  (0.04) (0.03)  (0.03)
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Table A.46: Average prediction bias for 100 replications of simulated data with correlated
predictors and n = 100. Standard errors given in parentheses.

p =100 » = 300
SNR = 1.25 SNR = 5 SNR = 1.25 SNR = 5

* * * *

pr=5 p* = p'=5 p* =|p'=>5 p° = p=5 p° =
33 33 33 33

CV Min | 20.35  63.73  11.82 4331 |25.17 73.02 1593  56.79
(0.79)  (1.34)  (0.45)  (1.38) |(1.06) (2.39) (0.79)  (1.43)
CV1SE [ 25.74  78.01  14.04 5031 |28.69 88.89 1565  71.1
(1) (1.83)  (0.63) (1.69) |[(0.95) (2.69) (0.69)  (1.47)
Mod Min | 21.14  73.03 11.81 453 |27.07 8028 151  60.23
(0.82)  (1.59) (0.5)  (1.42) [(1.19) (28)  (0.85)  (1.62)
Mod 1SE | 23.74  80.66  13.73 5153 |26.92 83.82 1529  68.23
(0.89)  (1.81) (0.64) (1.74) |(0.86) (2.13) (0.74)  (1.4)
AR2 Min | 21.65  73.11 11.92 4559 |264 788 1432  57.97
(0.89)  (1.75)  (0.52)  (1.43) |[(1.06) (2.22) (0.76)  (1.27)
AR2 1SE | 23.96 78 14.99 5287 [27.22 8L7  16.78  68.97
(0.91) (2.07) (0.73)  (1.83) |(0.87) (2) (0.86)  (1.36)
R2 Cut | 41.31 10519 17.04  45.12 |34.2  91.36 1515  49.18
(1.83)  (4.59) (0.74) (L77) |(1.67) (427) (0.76)  (1.82)
AIC | 20.17  65.73  11.87 4471 |23.98 7347  14.07  59.81
(0.71)  (1.22)  (0.47) (1.42) |(0.78)  (1.98) (0.61)  (1.15)
BIC | 22.83 7256 1279  49.32 |26.43 81.36 1519  66.64
(0.84)  (1.07)  (0.51)  (1.49) |(0.75)  (2.02)  (0.65)  (1.08)
ERIC | 29.44  98.14  15.06  76.35 |47.01  122.18 23.78  62.67
(1.56)  (3.53)  (0.7)  (L.76) |(2.32) (5.97) (1.18)  (3.08)
GCV | 2253 6748 1243 4443 |47.01 12218 2378  62.67
(0.99)  (1.81) (0.49) (1.61) |(2.32) (5.97) (1.18)  (3.08)
Relaxed Min | 209 66.67  11.37 4459 [29.14  80.59  14.85  58.67
(0.88)  (1.62) (0.57)  (1.49) |(1.76) (3.22)  (1.04)  (2.05)
Relaxed 1SE | 25.38  77.77  13.27  50.73 | 29.07 89.21  14.46  67.88
(1.14)  (1.83)  (0.69) (1.76) |(1.21) (3.14) (0.84) (1.8)
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Table A.47: Average false negatives for 100 replications of simulated data with correlated
predictors and n = 100. Standard errors given in parentheses.

p = 100 p = 800
SNR = 1.25 SNR = 5 SNR = 1.25 SNR = 5
pr=5 p°* = p'=5 p°- =|p=5 p° = p=5 p =
33 33 33 33
CV Min | 1.33 21.88  0.25 1086 |2 28.78  0.44 25.19
(0.14)  (0.65)  (0.05)  (0.77) |(0.14) (0.44)  (0.08)  (0.51)
CV 1SE | 2.1 27.72  0.55 16.5 2.85 31.65  0.69 29.09

(0.14)  (0.45)  (0.07) (0.8) |(0.14) (0.18) (0.1)  (0.31)
Mod Min | 1.57  25.05 038  11.82 |239 2913 054  25.76
(0.15)  (0.63)  (0.07)  (0.83) |(0.15) (0.52)  (0.09)  (0.62)
Mod 1SE | 2.68 2994 0.87 1817 |3.27 3169 095  30.01
(0.15)  (0.44)  (0.12)  (0.94) |(0.15) (0.28)  (0.13)  (0.34)

AR2 Min | 1.5 20.75 043  11.31 |227 2926 0.71 269
(0.16)  (0.89)  (0.08)  (0.81) |(0.15) (0.4)  (0.11)  (0.41)
AR2ISE | 264 2774 1.04 189 |3.3 31.92  1.17  30.49
(0.15)  (0.6)  (0.13) (0.98) |(0.15) (0.17) (0.14)  (0.26)

R2 Cut | 0.35 521 007 6.2 1.56  25.88 039 22,5

(0.06) (0.27)  (0.03) (0.35) |(0.13) (0.27)  (0.07)  (0.34)
AIC | 149 2455 029 1239 [227 306 059  27.3
(0.14)  (0.56)  (0.06)  (0.79) |(0.14) (0.21)  (0.09)  (0.36)
BIC | 2.17  28.63 055 1723 |3.02 3183 072  29.23
(0.13)  (0.33)  (0.07) (0.86) |(0.13) (0.15) (0.1)  (0.3)
ERIC | 295  31.54 0.78 2926 | 119 1979 026  16.1
(0.12)  (0.17)  (0.09) (0.3) |(0.11)  (0.29)  (0.06)  (0.33)
GCV | 119 2042 024 1045 |1.19 1979 026  16.1
(0.13)  (0.72)  (0.05) (0.7) |(0.11) (0.29)  (0.06)  (0.33)
Relaxed Min | 1.7 2403 044 134 | 238 2873 0.63  24.62
(0.14)  (0.62) (0.08) (0.9) |(0.14) (0.48)  (0.09)  (0.61)
Relaxed 1SE | 242 2839 085 1819 |3.09 3157 099  28.83
(0.14)  (0.48) (0.1)  (0.88) |(0.14) (0.25) (0.13)  (0.42)
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Figure A.12: Average false positives and prediction error plots from 100 replications of
simulated data with n = 1000 and p = 100 for both SNR = 0.5 and SNR = 2 with correlated
predictors. Thin dotted lines represent the mean + one standard error.

Table A.48: Average false discovery rate for 100 replications of simulated data with correlated
predictors and n = 1000. Standard errors given in parentheses.

SNR = 1.25

SNR =5

p*=5 p* =33

p*=>5 p* =33

CV Min

CV 1SE
Mod Min
Mod 1SE
AR2 Min
AR2 1SE
R2 Cut

AIC

BIC

ERIC

GCV
Relaxed Min
Relaxed 1SE

0.7 (0.01) 0.48 (0.01

0.23 (0.02) 0.24 (0.01
0.58 (0.02) 0.45 (0.01
0.08 (0.02) 0.18 (0.01
0.59 (0.02) 0.47 (0.01
0.08 (0.02) 0.17 (0.01

0.7 (0.01) 0.47 (0.01
0.35 (0.02) 0.18 (0.01
0.26 (0.02) 0.08 (0.01
0.71 (0.01) 0.48 (0.01
0.2 (0.03) 0.24 (0.02

)
(0.01)
(0.01)
(0.01)
(0.01)
(0.01)
0.1 (0.02) 0.19 (0.01)
(0.01)
(0.01)
(0.01)
(0.01)
(0.02)
0.05 (0.01) 0.1 (0.01)

0.7 (0.01) 0.5 (0.01)

0.21 (0.02) 0.26 (0.01)
0.56 (0.02) 0.45 (0.01)
0.12 (0.02) 0.19 (0.01)
0.56 (0.02) 0.45 (0.01)
0.09 (0.02) 0.15 (0.01)
0.14 (0.02) 0.2 (0.01)
0.69 (0.01) 0.49 (0.01)
0.35 (0.02) 0.23 (0.01)
0.25 (0.02) 0.13 (0.01)
0.71 (0.01) 0.5 (0.01)
0.09 (0.02) 0.11 (0.01)
0.04 (0.01) 0.06 (0.01)
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Table A.49: Average prediction bias for 100 replications of simulated data with correlated

predictors and n = 1000. Standard errors given in parentheses.

SNR = 1.25 SNR = 5

p*=>5 p* =33 p*=2>5 p* =33
CV Min | 2247 (1.11)  91.73 (3.45) | 11.27 (0.52) 48.34 (1.83)
CV 1SE | 36.11 (1.77) 113.94 (4.37) | 17.87 (0.87) 59.71 (2.39)
Mod Min | 21.09 (1.17)  93.33 (3.54) | 10.24 (0.55) 47.5 (1.92)
Mod 1SE | 34.13 (1.7)  115.84 (4.52) | 16.99 (0.91) 58.69 (2.43)
AR2 Min | 21.11 (1.17)  93.62 (3.62) | 10.27 (0.56) 47.53 (1.92)
AR2 1SE | 34.79 (1.74) 115.86 (4.65) | 18.7 (0.96) 62.24 (2.68)
R2 Cut | 67.19 (6.77) 143.47 (11.71) | 29.92 (4.11) 64.7 (2.06)
AIC | 22.7 (1.11) 92.76 (3.49) | 11.28 (0.51) 48.61 (1.84)
BIC | 26.92 (1.25) 120.22 (4.63) | 13.21 (0.58) 59.85 (2.4)
ERIC | 30.27 (1.51) 155.85 (5.53) | 14.84 (0.73) 74.46 (3.78)
GCV | 23.18 (1.26)  92.49 (3.44) | 11.37 (0.51) 48.7 (1.85)
Relaxed Min | 17.52 (1.34)  90.79 (3.71) 7.61 (0.49) 42.96 (2.1)
Relaxed 1SE | 34.35 (1.97) 115.03 (4.66) | 16.61 (0.84) 55.85 (2.53)

Table A.50: Average false negatives for 100 replications of simulated data with correlated
predictors and n = 1000. Standard errors given in parentheses.

SNR = 1.25 SNR =5

pt =5 p* =33 p* =5 p* =33
CV Min | 0.04 (0.02) 1.38 (0.27) 0 (0) 0.12 (0.05)
CV 1SE | 0.24 (0.05)  4.56 (0.6) | 0.02 (0.01) 0.43 (0.14)
Mod Min | 0.06 (0.03) 1.54 (0.29) 0 (0) 0.12 (0.05)
Mod 1SE | 0.39 (0.07) 5.56 (0.71) | 0.04 (0.02) 0.48 (0.14)
AR2 Min | 0.06 (0.03) 1.4 (0.27) 0 (0) 0.12 (0.05)
AR2 I1SE | 0.4 (0.07)  5.58 (0.73) | 0.06 (0.03) 0.72 (0.2)
R2 Cut | 0.38 (0.07) 5.27 (0.71) | 0.04 (0.02) 0.46 (0.14)
AIC | 0.03 (0.02) 1.68 (0.3) 0 (0) 0.11 (0.04)
BIC | 0.16 (0.04) 6.52 (0.72) 0 (0) 0.52 (0.13)
ERIC | 0.22 (0.05) 12.45 (0.95) 0 (0) 1.83 (0.44)
GCV | 0.03 (0.02) 1.58 (0.29) 0 (0) 0.11 (0.04)
Relaxed Min | 0.09 (0.03) 3.31 (0.39) 0 (0) 0.66 (0.11)
Relaxed 1SE | 0.37 (0.06) 7.12 (0.66) | 0.03 (0.02) 1.25 (0.2)
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A.2 EMG Application Approximations and Results

The model given in the main document does not involve raw data, so some manipulations
are required in order to perform estimation. The response, velocity (y;), must be estimated
from hand position, z; and covariate functions in the model must be created from discrete
observations. These tasks are performed exactly as described in Stallrich et al. (2020).

Furthermore, the model also requires approximations for ;. We represent all y; using:
Vit 2) = S SIM ()T (2) B Where wi(t) and 7,,(2) are the same univariate basis
functions for all v;, and the B;,,’s are basis coefficients that must be estimated. In
matrix form, we have v;(t, z) &~ w” (t)B;7(z) where w”(t) = (wi(t), ...,w(t)), 77(2) =
(11(2), ..., 7m(2)), and B = (Bjim) is the L x M coefficient matrix.

The integral in the model is approximated:

/ X (), (t, zi)dt = (Z (ipy;w (k) )BjT(zZ) X7, BT(2). (A.4)

k=-4

As noted in the main document, we use the penalized least squares approach to functional
estimation proposed in Gertheiss et al. (2013) and adapted in Stallrich et al. (2020).

Tables A.51 through A.54 show the results from multiple stages of adaptive weighting,
the SAFE procedure. After only one round, the differences in tuning parameter selection
approaches disappear, giving the same results for APE, AR2, and Mod CV. The differences
reappear again after three stages, but only for AR2 CV, which still overselects by a single
coefficient for FR2, even after a fourth stage.

Table A.51: Variable selection results for EMG finger movements after one stage of adaptive
weighting. FP indicates the total number of false positives in the model and Size is the total
number of EMG signals contained in the model.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
WE gl > 2 5 5 4 3 35
M2l s 5 5 a4 35
Mod ol s 5 3 a4 5 35

196



Table A.52: Variable selection results for EMG finger movements after two stages of adaptive
weighting. FP indicates the total number of false positives in the model and Size is the total
number of EMG signals contained in the model..

FC1 FC2 FC3 FR1 FR2 FR3 Mean
S R T T T T
M2 Gls 5 5 o 4 5 o
Mod ol s 5 3 a4 3 o

Table A.53: Variable selection results for EMG finger movements after three stages of adaptive
weighting. FP indicates the total number of false positives in the model and Size is the total
number of EMG signals contained in the model.

FC1 FC2 FC3 FR1 FR2 FR3 Mean

FP| 0 0 0 0 0 0 0
APE o 9 9 9 9 3 9 217
FP | 0 0 0 0 1 0 017
ARZ ol 9 9 9 9 4 2 233
FP| 0 0 0 0 0 0 0
Mod " o1 o 9 9 9 3 9 217

Table A.54: Variable selection results for EMG finger movements after the four stages of
adaptive weighting recommended by Stallrich et al. (2020). FP indicates the total number of
false positives in the model and Size is the total number of EMG signals contained in the model.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
S I T T U O N
M2l s 5 5 o 4 5 o
Mod ol s 5 3 a5 3 o
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APPENDIX

B

SUPPLEMENTARY MATERIAL FOR
CHAPTER 3

The supplementary material in the following appendix includes two sections. Section B.1
gives details in applying Algorithm 1 to find &) and &, ,. This section also includes the
general algorithm for Newton’s Method that was used to develop Algorithm 1. In Section
B.2, we provide additional simulation results that were left out of the main document in
the interest of brevity. These results include additional methods considered for the logistic
and Poisson regression settings covered in the main document such as the implementation
of a 1SE Rule and Consistent Cross Validation. Also included are results of applying the
a- and «,-Modifications to the MCP penalty in logistic regression.
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B.1 Algorithm Formulae

In this section, we give the formulae for VA(z) and V?h(z) as can be found in Algorithm
1. This algorithm was developed using Newton’s Method, found in Algorithm 4.

Algorithm 4 Newton’s Method

Given: Start at some x; set some tolerance € > (
repeat
Compute Newton step: Az, + V2h(z) 1Vh(z)
Compute Newton decrement: A% <— Vh(z)TV2h(x)"'Vh(z)
Choose stepsize t by backtracking line search > Pure: t =1
T4 x—tATy,
until )‘?2 <e

We begin with the unpenalized a-Modification:

_EiwilBo+oxBy) | X b(Bo + ox]By)

a(¢) a(¢) - Z c(yi, ) + PA(By)-  (B.1)

i

h’(ﬁm 05) =
Now we find the first and second derivatives of h(fy, a) with respect to both 5y and «:

Oh(Bo, ) D (9_1(50 + axiTB)\) - ?/i)XiTB,\

da a(9) e
ahgﬁﬁoo, @) _ 2ilg (B ;L(;erﬁx) ) (B.3)
a%gi(;, @) _ E(X?BW(Q@E;’)(BO +axT3,) (B.4)
a%a(g%, Q) %, ((gil)’(ﬁ(; :;5 )ax?ﬂx) - y) (B.5)
8255(0655) _ Zi(X?BA)(g:();gﬁo +axiB,) (B.6)
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Then:

> (9_1(/50+0¢X1TB>\)*%)
a(¢)

>l (Bo Jrax?,é,\)*yi) XiT:é/\
a(¢)

Vh = , (B.7)

and

2 ((971)/(50+ax?[§x)_yi) > (xFBy) (9™ Y) (Botax! By)

T2 — a() a() , (B.8)
S TBI Y Botox! By Sy BY 6™ (BotoxT By)
a9) a(9)

Then the (k + 1)th step for o and fy is:

Ap1 = V2h(Bo g, ar) "V h(Bo, ar). (B.9)

Now, let h(x) = h,(z) to define the expressions in Algorithm 1 for the penalized
a,~-Modification. The objective function for our new penalized optimization problem (for
an exponential family with canonical link function) when P(a) = |o — 1] is:
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h(ﬁoy@) = _£<a‘ﬂoaﬁ)\ay> ¢) + V’Ck - 1‘ (BlO)
_ _ZuulbotoxBy) | 3,6 +ox[By) > ey ¢) +vja—1|

a(¢) a(¢) -
(B.11)
-1 T/ T [
Oh(By, @) B > (9 (Bo + ax; B)) — yi>xi B )
v e + vsign(a — 1) (B.12)
Oh(Bo.a) _ 30 (97 (Bo+ axi B) — i) (B.13)
dPo a(¢)
Ph(Bo, ) D.(x7By)*(g7 ) (Bo + ax] B,)
— (B.14)
0a? a(op)
Oh(fo,a) _ i (7Y (B + axIB,) — vi) (B.15)
032 a(¢)
Ph(Bo,0) _ I (g ) (B + axTBy) 516,
IPoda a(9) ' '
Then we have:
5, (671 (Bot+axTBy) 1)
a(e)
h = B.1
V (B()v Oé) Zz (gil(ﬁo-i-axgﬂg)\)_yi) szB)\ ‘ ) ( 7)
e + wsign(a — 1)
and
3, (071 (Bo+axTB)-u)  5,(xT By )(g~1) (BotaxTBy)
V2h(fo, ) = a9 ] @ e (B.18)
Zi(xiTﬁx)(gf(lj)’)(ﬁo-i-axiTﬁA) Zi(XiTﬁA)Z(g’(;))’(ﬁo-i-aXiTﬁx)

B.2 Additional Simulation Results

In this section, additional results from the logistic and Poisson regression simulation
studies can be found. In several of the figures in the following results, the Hamming
Distance between 8% and 3, was used to evaluate the variable selection.
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Figure B.1: Results from 500 replications of Logistic regression with independent predictors,
using the Lasso penalty.

B.2.1 Logistic Regression Simulation Results

This section contains additional results from the logistic regression simulations described
in the main document. Figure B.1 show the performance of the a- and a,-Modifications
in competition with the traditional and Relaxed Lasso as n increases. Finally, Table B.3
shows the results from employing the a- and «,-Modifications on the Minimax Concave
Penalty (Zhang 2010), rather than the Lasso penalty.

We also consider an even more difficult problem: logistic regression with correlated
predictors. Table B.2 and Figure B.2 give these results.

202



o

[ " v

wd T © o]
@ |
5 -
§ — 5 C\I -
o “ 3
=] - e ® e e cecma.. e ® |
D o s S o e Sy, o 8 —
£ - T T 3
£ - b o o
E o — L2
@ — e o . . E
T | e . —— g

(=S é 2 |

T T T T T T . : : :
200 400 600 800 1000 200 400 600 800 1000

" n

- |asso = « g-Mod =-- o,Mod = — Relaxed

Figure B.2: Results from 500 replications of Logistic regression with correlated predictors
(p = 0.5), using the Lasso penalty.
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Table B.1: Average results from 500 replications of logistic regression data with p* = 5,p = 20.
Optimal models chosen with 5-fold CV using a 1SE Rule. Standard errors given in parentheses.

« CB Dev Size FN Time
Lasso(Min) 143 (0.31) 2.87 (0.15) 9.46 (3.38) 045 (0.91) _ 0.24 (0.2)
Lasso(1SE) 1.86 (0.32) 3.08 (0.14)  3.92 (2.85)  2.06 (1.81) 0.24 (0.2)
EBIC 2.18 (0.23)  3.21 (0.12)  0.49 (1.16)  4.55 (1.04) 0 (0)
a-Mod(Min) | 3.55 (4.89)  1.96 (0.46) 2.99 (0.2)  3.67 (3.39) 243 (1.94)  1.87 (0.58)
a-Mod(1SE) | 8.38 (38.67) 2.12 (0.25) 3.15 (0.15) 0.95 (1.54) 4.13 (1.32) 1.87 (0.58)
ay-Mod(Min) | 1.45 (1.56) 1.5 (0.35) 2.9 (0.16)  8.37 (3.95) 0.77 (1.33)  43.94 (2.15)
W_ 100 Ov-Mod(ISE) | 105(037)  1.83(04) 3.04(0.18)  3.03 (276)  2.66 (1.8)  43.94 (2.15)
Relaxed(Min) 151 (0.39) 2.89 (0.16)  6.63 (3.9)  1.13 (1.39)  12.47 (10.35)
Relaxed(1SE) 1.79 (0.43)  3.03 (0.19)  2.66 (2.18)  2.78 (1.61)  12.47 (10.35)
CCV(Min) 1.94 (0.52) 2.98 (0.19)  2.99 (2.43) 257 (1.7)  0.59 (0.17)
CCV(1SE) 2.08 (0.33) 3.12 (0.18)  1.22 (1.64)  3.89 (1.42)  0.59 (0.17)
Oracle ML 1.01 (0.46) 2.89 (0.11)
Lasso FPFN 3.16 (1.25)  1.86 (1.24)
Lasso FNFP 8.54 (3.46) 0 (0)
Lasso(Min) 0.64 (0.15) 2.3 (0.05) 11.81 (2.66) 0 (0) 0.36 (0.02)
Lasso(1SE) 1.1 (0.18)  2.99 (0.05)  5.81 (1.2) 0 (0) 0.36 (0.02)
EBIC 0.91 (0.2) 297 (0.05)  5.88 (1.06) 0 (0) 0.01 (0)
a-Mod(Min) | 1.65 (0.21)  0.56 (0.17) 2.93 (0.05)  7.15 (2.73) 0 (0) 5.36 (0.25)
a-Mod(1SE) | 3.29 (0.75)  0.82 (0.25) 2.96 (0.05)  4.97 (0.43)  0.08 (0.29)  5.36 (0.25)
aw-Mod(Min) | 1.43 (0.23)  0.55 (0.16)  2.93 (0.05)  7.92 (3.26) 0 (0) 126.15 (3.66)
L _s00  Cv-Mod(ISE) | 101 (0.06) 0.58 (0.23) 2.94(0.05)  5.02 (0.48)  0.06 (027)  126.15 (3.66)
Relaxed(Min) 0.46 (0.17)  2.93 (0.05)  5.67 (1.74) 0 (0.04) 12.29 (1.17)
Relaxed(1SE) 0.55 (0.32) 295 (0.05)  4.78 (0.5)  0.24 (0.45)  12.29 (1.17)
CCV(Min) 0.46 (0.19) 2.93 (0.05)  5.41 (1.33) 0 (0.04) 0.72 (0.05)
CCV(ISE) 0.56 (0.32) 295 (0.05) 4.77 (0.51)  0.25 (0.47)  0.72 (0.05)
Oracle ML 0.41 (0.14)  2.94 (0.05)
Lasso FPFN 4.99 (0.09)  0.01 (0.09)
Lasso FNFP 5.01 (0.09) 0 (0)
Lasso(Min) 0.47 (0.11) 2.94 (0.03) 12.03 (2.84) 0 (0) 0.58 (0.03)
Lasso(1SE) 0.91 (0.14) 2.98 (0.03)  5.53 (0.97) 0 (0) 0.58 (0.03)
EBIC 0.69 (0.15) 2.96 (0.03)  5.88 (1.07) 0 (0) 0.01 (0)
a-Mod(Min) | 1.47 (0.16)  0.37 (0.11) 294 (0.03)  6.72 (2.4) 0 (0) 15.02 (0.85)
a-Mod(1SE) | 3.42 (0.75)  0.61 (0.18) 2.96 (0.03)  5.01 (0.18) 0 (0.04) 15.02 (0.85)
ow-Mod(Min) | 1.38 (0.17)  0.37 (0.11)  2.94 (0.03)  7.16 (2.97) 0 (0) 342.41 (17.12)
W — 1000 Cv-Mod(ISE) | 101 (0.06) 036 (0.12) 2.95(0.03) 5 (0.06) 0(0.04)  342.41 (17.12)
Relaxed (Min) 0.32 (0.11) 294 (0.03) 5.5 (1.51) 0 (0) 17.34 (1.41)
Relaxed(1SE) 0.35 (0.23)  2.95 (0.04)  4.92 (0.3)  0.09 (0.28)  17.34 (1.41)
CCV(Min) 0.32 (0.12) 2.94 (0.03)  5.42 (1.28) 0 (0) 0.98 (0.06)
CCV(1SE) 0.35 (0.23)  2.95 (0.04)  4.92 (0.29)  0.09 (0.20)  0.98 (0.06)
Oracle ML 0.29 (0.09)  2.95 (0.03)
Lasso FPFN 5 (0) 0 (0)
Lasso FNFP 5 (0) 0 (0)
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Table B.2: Average results from 500 replications of logistic regression data with p* =5, p = 20
and correlated predictors. Optimal models chosen with 5-fold CV using a 1SE Rule. Standard
errors given in parentheses.

«a CB Dev Size FN Time
Lasso(Min) 1.76 (0.39) 2.9 (0.17)  7.81 (3.53) 131 (1.32) _ 0.31 (0.29)
Lasso(1SE) 2.03 (0.24)  3.09 (0.15) 2.9 (2.72)  3.07 (1.58)  0.31 (0.29)
EBIC 2.13 (0.22)  3.14 (0.17)  1.03 (1.59)  4.21 (1.14) 0.01 (0)
a-Mod(Min) | 3.61 (4.86)  2.13 (0.5) 2.99 (0.19)  3.29 (3.09)  2.99 (1.58) 2.3 (0.96)
a-Mod(1SE) | 9.11 (27.5) 2.25 (0.29) 3.11 (0.18)  0.92 (1.58)  4.31 (1) 2.3 (0.96)
o-Mod(Min) | 1.68 (2.38)  1.83 (0.4)  2.92 (0.17)  6.76 (3.94)  1.65 (1.51)  52.31 (8.05)
V100 Cw-Mod(ISE) | 11(0.91)  2.09 (0.31) 3.05(0.18) 205 (231) 3.58 (1.44) 5231 (3.05)
Relaxed(Min) 1.84 (0.41) 2.92 (0.18)  5.58 (3.53)  1.95 (1.46)  17.08 (15.56)
Relaxed(1SE) 2.05(0.33)  3.04 (0.2) 211 (2.01)  3.49 (1.3)  17.08 (15.56)
CCV(Min) 2.21 (0.6)  2.97 (0.19)  3.03 (2.56)  3.02 (1.42)  0.72 (0.25)
CCV(ISE) 2.24 (0.32)  3.1(0.18) 0.9 (1.21)  4.26 (0.93)  0.72 (0.25)
Oracle ML 1.27 (0.61) 2.9 (0.13)
Lasso FPFN 2.35 (1.2)  2.83 (1.21)
Lasso FNFP 11.6 (4.34) 0 (0)
Lasso(Min) 079 (0.10) 2.4 (0.1) 1L.11 (2.72) 0 (0.06) 0.43 (0.09)
Lasso(1SE) 1.3 (0.23) 3(0.1) 598 (1.54) 0.2 (0.42)  0.43 (0.09)
EBIC 1.07 (0.31) 298 (0.11)  6.04 (1.71)  0.22 (0.59) 0.01 (0)
a-Mod(Min) | 1.38 (0.18)  0.76 (0.24)  2.94 (0.1) 9 (2.96)  0.02 (0.13)  5.91 (1.04)
a-Mod(1SE) | 2.8 (1.98) 1.24 (0.36) 3 (0.1) 4.76 (1.46)  0.65 (0.92)  5.91 (1.04)
ay-Mod(Min) | 1.16 (0.19)  0.76 (0.22)  2.94 (0.1) 9.8 (3.26)  0.01 (0.12)  141.04 (20.03)
W 500 Qw-Mod(ISE) | 1 (0.05) 1(0.37) 297 (0.1)  5.04 (1.43) 0.5 (0.75)  141.04 (20.03)
Relaxed(Min) 0.68 (0.27) 294 (0.1)  6.92 (2.78)  0.05 (0.23)  15.89 (3.22)
Relaxed(1SE) 0.96 (0.44) 297 (0.1) 451 (1.2)  0.76 (0.81)  15.89 (3.22)
CCV(Min) 0.71 (0.31) 294 (0.1)  6.37 (2.17)  0.07 (0.27)  0.83 (0.15)
CCV(1SE) 1(045) 297 (0.1)  4.35(1.28) 0.87 (0.92)  0.83 (0.15)
Oracle ML 0.5 (0.18)  2.95 (0.1)
Lasso FPFN 4.57 (0.67)  0.43 (0.67)
Lasso FNFP 5.67 (1.3) 0 (0)
Lasso(Min) 0.58 (0.13) _ 2.95 (0.09) 11.79 (2.97) 0 (0) 0.66 (0.1)
Lasso(1SE) 1.08 (0.17)  2.99 (0.09)  5.89 (1.21)  0.04 (0.19) 0.66 (0.1)
EBIC 0.79 (0.2) 297 (0.09)  6.33 (1.4)  0.02 (0.14) 0.01 (0)
a-Mod(Min) | 1.27 (0.16) 0.51 (0.14)  2.95 (0.09)  9.05 (3.01) 0 (0) 15.9 (2.81)
a-Mod(1SE) | 2.19 (1.1)  0.93 (0.28) 2.98 (0.09)  5.09 (0.9)  0.19 (0.43)  15.9 (2.81)
ay-Mod(Min) | 1.18 (0.16)  0.52 (0.14)  2.95 (0.09)  9.52 (3.31) 0 (0) 371.38 (49.97)
1000 ©v-Mod(ISE) | 1(0.05)  0.69 (0.29) 2.97 (0.09) 513 (0.88) 0.7 (0.39) 37138 (49.97)
Relaxed(Min) 0.44 (0.16)  2.95 (0.09) 6.3 (2.28) 0 (0.04) 21.01 (3.21)
Relaxed(1SE) 0.62 (0.4)  2.96 (0.09) 4.79 (0.79)  0.35 (0.52)  21.01 (3.21)
CCV(Min) 0.44 (0.17)  2.95 (0.09)  6.08 (1.9) 0 (0) 1.07 (0.17)
CCV(ISE) 0.63 (0.41)  2.96 (0.09)  4.75 (0.8)  0.38 (0.58)  1.07 (0.17)
Oracle ML 0.35 (0.11)  2.95 (0.09)
Lasso FPFN 4.84 (0.37)  0.16 (0.37)
Lasso FNFP 5.24 (0.65) 0 (0)
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Table B.3: Average results from 500 replications of MCP logistic regression data with p* =
5,p = 20.

a CB Dev Size FN Time
MC+ 2.07 2.98 3.02 2.81 0.16
(0.45) (0.18) (1.95) (1.33) (0.07)
a-Mod MC+ | 2.6 2.24 3(0.19) 2.2 3.31 1.2
"= 100 (5.24) (0.5) (1.96) (1.38) (0.3)
a,-Mod MC+ | 1.53 2.1 2.99 281 (2) 294 21.42
(1.96) (0.52) (0.18) (1.35) (3.25)
Oracle OLS 1.22 2.9
(0.56) (0.14)
MC—+ 0.63 2.94 5.96 0.04 0.32
(0.27) (0.1) (1.24) (0.2) (0.03)
a-Mod MC+ | 1.02 0.64 2.94 6.02 0.02 3.21
" — 500 (0.03) (0.27) (0.1) (1.28) (0.15) (0.99)
a,-Mod MC+ | 1 (0.02) 0.63 2.94 5.99 0.02 63.21
(0.26) (0.1) (1.26) (0.15) (11.6)
Oracle OLS 0.49 2.95
(0.18) (0.1)
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B.2.2 Poisson Regression Simulation Results

Figure B.3 and Table B.4 give additional results from the simulation study described in

the main document.

Table B.4: Average results from 500 replications of Poisson regression data with p* = 5, p = 20.
Optimal models chosen with 5-fold CV using a 1SE Rule. Standard errors given in parentheses.

o CB Dev Size FN Time
Lasso(Min) 0.68 (0.10) 0.84 (0.14) _ 9.63 (3.99) 0.67 (1.038) __ 0.16 (0.02)
Lasso(1SE) 0.8 (0.19)  1.04 (0.18)  4.18 (3.19) 2. 07 (1.84)  0.16 (0.02)
EBIC 0.9 (0.18)  1.14 (0.19) 1.6 (2.06) 6 (1.7) 0 (0)
a-Mod(Min) | 2.09 (1.6)  0.83 (0.22) 0.89 (0.18)  6.23 (4.84) 1. 66 (1.78)  1.19 (0.04)
a-Mod(1SE) | 4.62 (23.29) 0.88 (0.19) 1.03 (0.19)  2.69 (2.89)  2.93 (1.89)  1.19 (0.04)
ap-Mod(Min) | 157 (1.51)  0.72(0.2) 0.87 (0.16)  7.96 (4.68) 1.11 (1.52)  38.76 (0.86)
W00 Cv-Mod(ISE) | 117(052) 083 (0.21) 101(0.2) 3.1 (289) 266 (1.83)  38.76 (0.86)
= Relaxed(Min) 0.72 (0.21)  0.86 (0.15)  6.37 (3.71)  1.24 (1.35)  5.98 (1.07)
Relaxed(1SE) 0.8 (0.22) 097 (0.2)  3.35 (2.38) 2.37 (1.55)  5.98 (1.07)
CCV(Min) 0.82 (0.24) 0.89 (0.17) 4.8 (3.35)  1.79 (1.65)  0.47 (0.06)
CCV(1SE) 0.87 (0.22) 101 (0.2)  2.46 (2.43) 2.97 (1.74)  0.47 (0.06)
Oracle ML 0.47 (0.18)  2.98 (0.2)
Lasso FPFN 3.13 (1.23)  1.94 (1.26)
Lasso FNFP 9.62 (4.38) 0 (0)
Lasso(Min) 0.31 (0.08) 0.2 (0.08) 10.97 (2.95) 0 (0) 0.28 (0.02)
Lasso(1SE) 0.47 (0.11)  0.98 (0.08)  5.69 (1.09)  0.02 (0.16)  0.28 (0.02)
EBIC 0.4 (0.12)  0.96 (0.08) 5.76 (1.11)  0.04 (0.39) 0.01 (0)
a-Mod(Min) | 1.34 (0.15)  0.29 (0.1)  0.92 (0.08) 8.14 (3.17)  0.01 (0.15)  4.32 (0.23)
a-Mod(1SE) | 2.39 (0.8)  0.41 (0.14) 0.95 (0.08)  4.96 (0.81) 0.2 (0.53)  4.32 (0.23)
o,-Mod(Min) | 1.28 (0.15)  0.28 (0.09) 0.92 (0.08) 821 (3.26) 0 (0.04)  119.41 (4.09)
W00 Cv-Mod(ISE) | 2(0.41)" 032 (0.15) 094 (0.08) 501 (0.82) 0.7 (048)  119.41 (4.09)
Relaxed(Min) 0.24 (0.1) 093 (0.08) 5.97 (2.09)  0.02 (0.15)  8.22 (0.62)
Relaxed(1SE) 0.3 (0.18)  0.94 (0.08)  4.66 (0.74) 0.4 (0.65)  8.22 (0.62)
CCV(Min) 0.25 (0.12)  0.93 (0.08) 5.81 (2.08)  0.05 (0.24)  0.65 (0.06)
CCV(1SE) 0.29 (0.18) 0.94 (0.08)  4.66 (0.74)  0.39 (0.7)  0.65 (0.06)
Oracle ML 0.2 (0.07)  3.11 (0.11)
Lasso FPFN 4.95 (0.3)  0.05 (0.3)
Lasso FNFP 5.05 (0.25) 0 (0)
Lasso(Min) 0.22 (0.06) 0.93 (0.07) 11.2 (3.19) 0 (0) 0.41 (0.02)
Lasso(1SE) 0.38 (0.08)  0.97 (0.07)  5.37 (0.74) 0 (0) 0.41 (0.02)
EBIC 0.28 (0.08)  0.95 (0.07)  5.68 (0.84) 0 (0) 0.01 (0)
a-Mod(Min) | 1.28 (0.11)  0.18 (0.06) 0.93 (0.07)  7.18 (2.83) 0 (0) 12.33 (0.96)
a-Mod(1SE) | 2.44 (0.5)  0.29 (0.1)  0.95 (0.07)  4.99 (0.18)  0.02 (0.15)  12.33 (0.96)
ay-Mod(Min) | 1.25 (0.11)  0.18 (0.06) 0.93 (0.07)  7.31 (3.01) 0 (0) 332.93 (26.18)
000 @-Mod(ISE) | 224 (0.41) 019 (0.08) 094 (007)  5(0.22)  002(0.14) 332.93 (26.18)
Relaxed(Min) 0.15 (0.06) 0.94 (0.07) 5.6 (1.86) 0 (0) 11.01 (0.62)
Relaxed(1SE) 0.16 (0.11)  0.94 (0.07) 9(0.32) 0.1 (0.32)  11.01 (0.62)
CCV(Min) 0.15 (0.07) 0.94 (0.07) 5.4 (1.63) 0 (0.06) 0.82 (0.06)
CCV(ISE) 0.17 (0.12)  0.94 (0.07)  4.89 (0.34)  0.11 (0.34)  0.82 (0.06)
Oracle ML 0.13 (0.05)  3.12 (0.09)
Lasso FPFN 5 (0) 0 (0)
Lasso FNFP 5 (0) 0 (0)

Table B.5 and Figure B.4 give the results from Poisson regression with correlated

predictors.
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Figure B.3: Results from 500 replications of Poisson regression with independent predictors,
using the Lasso penalty.
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Figure B.4: Results from 500 replications of Poisson regression with correlated predictors
(p = 0.5), using the Lasso penalty.
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Table B.5: Average results from 500 replications of poisson regression data with p* = 5,p = 20
and correlated predictors. Optimal models chosen with 5-fold CV using a 1SE Rule. Standard
errors given in parentheses.

« CB Dev Size FN Time
Lasso(Min) 0.87 (0.2) 0.88 (0.16) 6.78 (4.32) 1.94 (1.63) 0.19 (0.03)
Lasso(1SE) 0.93 (0.14) 1.03 (0.17) 2.46 (2.96) 3.5 (1.63) 0. 19 (0.03)
EBIC 0.95 (0.13)  1.05 (0.16)  1.36 (2.04)  4.06 (1.35) 0 (0)
a-Mod(Min) | 2.05 (1.95) 0.96 (0.22) 0.92 (0.17)  4.13 (4.3)  2.92 (1.79)  1.23 (0.07)
a-Mod(1SE) | 4.55 (22.1) 1(0.14) 1.02 (0.18) 1.53 (2.28) 3.96 (1.38) 1.23 (0.07)
ay-Mod(Min) | 1.48 (1.32) 0.9 (0.21) 0.9 (0.17) 5.74 (4.61) 2.32 (1.73) 39.55 (1.33)
n = 100 ay-Mod(1SE) | 1.11 (0.73)  0.97 (0.15) 1 (0.18) 1.83 (2.59) 3.83 (1.43) 39.55 (1.33)
Relaxed(Min) 0.91 (0.23) 0.9 (0.17) 4.78 (3.72) 2.53 (1.63) 7.76 (6.3)
Relaxed(1SE) 0.96 (0.18) 1(0.2) 1.84 (2.27) 3.77 (1.43) 7.76 (6.3)
CCV(Min) 0.99 (0.25) 0.91 (0.17) 3.7 (3.44)  2.95 (1.61)  0.51 (0.08)
CCV(1SE) 1 (0.17) 1 (0.18) 1.53 (2.13) 3.97 (1.34) 0.51 (0.08)
Oracle ML 0.57 (0.22)  2.97 (0.65)
Lasso FPFN 2.16 (1.15)  3.11 (1.15)
Lasso FNFP 13.45 (4.54) 0 (0)
Lasso(Min) 0.41 (0.12) 0.93 (0.08) 11.26 (3.07) 0.02 (0.16) 0.33 (0.03)
Lasso(1SE) 0.63 (0.16)  0.99 (0.09) 5.38 (1.85) 0.71 (0.97) 0.33 (0.03)
EBIC 0.59 (0.23)  0.98 (0.08) 4.81 (2.46) 1.17 (1.6) 0.01 (0)
a-Mod(Min) | 1.26 (0.32) 0.42 (0.15)  0.93 (0.08)  9.69 (3.6)  0.12 (0.44)  4.29 (0.28)
a-Mod(1SE) | 2.82 (5.76) 0.62 (0.2) 0.98 (0.09) 4.23 (2.03) 1.3 (1.49) 4.29 (0.28)
ay-Mod(Min) | 1.1 (0.2)  0.41(0.13) 0.93 (0.08) 10.6 (3.54)  0.06 (0.3)  120.45 (5.67)
n = 500 ay-Mod(1SE) 1.56 (0.6) 0.57 (0.21)  0.97 (0.09) 4.51 (2.07) 1.16 (1.38) 120.45 (5.67)
Relaxed(Min) 0.39 (0.15)  0.93 (0.08) 7.59 (3.11) 0.16 (0.45) 10.98 (3.73)
Relaxed(1SE) 0.53 (0.24)  0.96 (0.09) 4.2 (1.68) 1.24 (1.24) 10.98 (3.73)
CCV(Min) 0.42 (0.18)  0.93 (0.08) 6.97 (3.11) 0.3 (0.7) 0.69 (0.05)
CCV(1SE) 0.55 (0.23)  0.97 (0.09) 4.05 (1.8) 1.39 (1.33) 0.69 (0.05)
Oracle ML 0.24 (0.09) 3.05 (0.53)
Lasso FPFN 4.02 (1.07)  0.99 (1.07)
Lasso FNFP 6.34 (1.75) 0 (0)
Lasso(Min) 0.27 (0.08)  0.93 (0.07) 11.07 (3.05) 0 (0) 0.48 (0.05)
Lasso(1SE) 0.48 (0.12)  0.97 (0.07) 573 (1.24) 0.1 (0.32) 0.48 (0.05)
EBIC 0.36 (0.13)  0.95 (0.07) 6.17 (1.46) 0.07 (0.35) 0.01 (0)
a-Mod(Min) | 1.17 (0.11)  0.25 (0.08) 0.93 (0.07) 9.33 (3.14) 0 (0) 12.45 (1)
a-Mod(1SE) 1.71 (0.6) 0.42 (0.15)  0.96 (0.07) 5.1 (1.07) 0.27 (0.63) 12.45 (1)
ay,-Mod(Min) | 1.12 (0.09) 0.26 (0.08) 0.93 (0.07) 9.75 (3.34) 0 (0.04) 338.47 (24.55)
n = 1000 ay-Mod(1SE) | 1.55 (0.41)  0.35 (0.16) 0.95 (0.07) 5.14 (1.07) 0.26 (0.56)  338.47 (24.55)
Relaxed(Min) 0.22 (0.09) 0.93 (0.07) 6.32 (2.22) 0.01 (0.1) 14.89 (2.35)
Relaxed(1SE) 0.32 (0.2) 0.95 (0.07) 4.73 (0.91) 0.47 (0.66) 14.89 (2.35)
CCV(Min) 0.22 (0.11)  0.93 (0.07) 6.22 (2.35) 0.03 (0.17) 0.91 (0.07)
CCV(1SE) 0.3 (0.2) 0.95 (0.07) 4.76 (0.9) 0.43 (0.66) 0.91 (0.07)
Oracle ML 0.16 (0.06)  3.04 (0.49)
Lasso FPFN 4.75 (0.51) 0.25 (0.51)
Lasso FNFP 5.32 (0.72) 0 (0)
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APPENDIX

C

SUPPLEMENTARY MATERIAL FOR
CHAPTER 4

Chapter 4 gives the results from using the APE and AR2 approximation for the EMG data
in the initial stage of SAFE—without any adaptive weighting—and the final stage—after
four rounds of adaptive weighting. Here, the results of the intervening stages of SAFE
using the approximated APE and AR2 approaches are given.
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Table C.1: Model size, number of false positives (FP), and number of tuning parameter sampling
points (Sampled) evaluated for the EMG data one stage of adaptive weighting. Performance is
evaluated for observing the APE and AR2 curves over a grid of tuning parameters (Grid Search
APE, Grid Search AR2), the approximation of the APE (Approximated APE) curve and the
approximation of the AR2 curve (Approximated AR2) across a denser grid of tuning parameters.

FC1 FC2 FC3 FR1 FR2 FR3 Mean
Grid Search APE 2 2 2 2 4 3 2.5
Size Sequential APE 2 3 5 4 4 3 3.5
Grid Search AR2 2 2 3 2 4 2 2.5
Sequential AR2 2 4 5 2 4 3 3.333
Grid Search APE 0 0 0 0 1 1 0.333
Fp Sequential APE 0 1 2 2 1 1 1.167
Grid Search AR2 0 0 1 0 1 0 0.333
Sequential AR2 0 1 2 0 1 1 0.833
Grid Search APE | 0.073 0.084 0.093 0.197 0.15 0.179 0.13
Min APE Sequential APE | 0.065 0.075 0.079 0.181 0.133 0.167 0.117
Grid Search AR2 | 0.076 0.089 0.107 0.204 0.142 0.193 0.135
Sequential AR2 | 0.064 0.086 0.081 0.195 0.139 0.173 0.123
Grid Search APE | 0.064 0.084 0.094 0.188 0.149 0.221 0.133
Min AR? Sequential APE | 0.057 0.075 0.075 0.188 0.134 0.173 0.117
Grid Search AR2 | 0.064 0.074 0.082 0.184 0.134 0.215 0.126
Sequential AR2 | 0.055 0.076 0.07 0.184 0.133 0.176 0.116
Grid Search APE | 2000 2000 2000 2000 2000 2000 2000
Sampled Sequential APE | 84 89 75 80 89 84 83.5
Grid Search AR2 | 2000 2000 2000 2000 2000 2000 2000
Sequential AR2 | 82 104 91 75 84 88  87.333
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Table C.2: Model size, number of false positives (FP), and number of tuning parameter
sampling points (Sampled) evaluated for the EMG data with two stages of adaptive weighting.
Performance is evaluated for observing the APE and AR2 curves over a grid of tuning parameters
(Grid Search APE, Grid Search AR2), the approximation of the APE (Approximated APE)
curve and the approximation of the AR2 curve (Approximated AR2) across a denser grid of
tuning parameters.

FCl1 FC2 FC3 FR1 FR2 FR3 Mean
Grid Search APE 2 2 2 2 4 2 2.333
Size Sequential APE 2 2 3 2 3 2 2.333
Grid Search AR2 2 2 2 2 4 2 2.333
Sequential AR2 2 3 5 2 4 2 3
Grid Search APE 0 0 0 0 1 0 0.167
Fp Sequential APE 0 0 1 0 0 0 0.167
Grid Search AR2 0 0 0 0 1 0 0.167
Sequential AR2 0 1 2 0 1 0 0.667
Grid Search APE | 0.073 0.085 0.093 0.198 0.146 0.183 0.13
Min APE Sequential APE | 0.062 0.073 0.077 0.182 0.134 0.184 0.119
Grid Search AR2 | 0.077 0.086 0.101 0.204 0.164 0.278 0.152
Sequential AR2 | 0.063 0.087 0.079 0.182 0.133 0.19 0.122
Grid Search APE | 0.064 0.078 0.088 0.186 0.143 0.218 0.129
Min AR2 Sequential APE | 0.054 0.073 0.068 0.173 0.134 0.195 0.116
Grid Search AR2 | 0.066 0.072 0.086 0.184 0.128 0.195 0.122
Sequential AR2 | 0.055 0.076 0.069 0.178 0.13 0.191 0.117
Grid Search APE | 2000 2000 2000 2000 2000 2000 2000
Sampled Sequential APE | 94 89 91 84 80 75 85.5
Grid Search AR2 | 2000 2000 2000 2000 2000 2000 2000
Sequential AR2 | 87 94 113 98 124 87  100.5
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Table C.3: Model size, number of false positives (FP), and number of tuning parameter
sampling points (Sampled) evaluated for the EMG data with three stages of adaptive weighting.
Performance is evaluated for observing the APE and AR2 curves over a grid of tuning parameters
(Grid Search APE, Grid Search AR2), the approximation of the APE (Approximated APE)
curve and the approximation of the AR2 curve (Approximated AR2) across a denser grid of
tuning parameters.

FC1 FC2 FC3 FRl1 FR2 FR3 Mean

Grid Search APE 2 2 2 2 3 2 2.167

Size Sequential APE 2 2 3 2 3 2 2.333
Grid Search AR2 2 2 2 2 4 2 2.333

Sequential AR2 2 2 5 2 4 2 2.833

Grid Search APE 0 0 0 0 0 0 0

Fp Sequential APE 0 0 1 0 0 0 0.167

Grid Search AR2 0 0 0 0 1 0 0.167

Sequential AR2 0 0 2 0 1 0 0.5

Grid Search APE | 0.073 0.084 0.093 0.198 0.144 0.176 0.128

Min APE Sequential APE | 0.063 0.073 0.086 0.184 0.137 0.168 0.119
Grid Search AR2 | 0.076 0.086 0.096 0.203 0.148 0.183 0.132

Sequential AR2 | 0.063 0.091 0.081 0.198 0.141 0.178 0.126

Grid Search APE | 0.064 0.074 0.094 0.186 0.136 0.222 0.129

Min AR2 Sequential APE | 0.055 0.07 0.083 0.178 0.139 0.173 0.116
Grid Search AR2 | 0.064 0.073 0.086 0.184 0.125 0.197 0.122

Sequential AR2 | 0.055 0.078 0.07 0.192 0.133 0.178 0.118

Grid Search APE | 2000 2000 2000 2000 2000 2000 2000

Sampled Sequential APE | 90 83 87 7 93 74 84
Grid Search AR2 | 2000 2000 2000 2000 2000 2000 2000
Sequential AR2 | 102 85 78 75 90 90  86.667
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