
ABSTRACT

KUMAR, SUDHENDU. Percentile Delay as a QoS Metric in Modern Computing Environments.
(Under the direction of Ioannis Viniotis).

In this dissertation, we address two technical problems related to SLAs (Service Level

Agreements) that utilize percentile, instead of the traditional average response times as their

KPIs (Key Performance Indicators).

In modern computing environments (cloud computing and edge computing in IoT

usecases being two very common ones), response times are affected by multiple factors

and managing them is challenging. The challenges stem from the fact that these factors

are under the control of two administrative entities (the network as well as the compute

service providers).

In recognition of this challenge, we address the problem in incremental steps. First, we

formulate two design problems, one per provider. The specific control “knobs” they have

at their disposal are of course, different, but the structure of the control policies is quite

similar.

We design and then evaluate the effectiveness of such knobs in static, open-loop and

dynamic, closed-loop policy implementations. We analyze the performance and overhead

of these implementations extensively via simulations. We found that for given statistical

assumptions it is difficult to guarantee the achievement of a required percentile via static,

open-loop policies. Dynamic, closed-loop policies fare better, but their “convergence”

should be examined carefully.
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CHAPTER

1

INTRODUCTION

In Section 1.1, we present a framework for the “modern” computing environment in which

we study percentile delays as a QoS Key Performance Indicator (KPI). Traditionally, KPIs

have been typically expressed as averages, as we discuss in Section 1.2. There are good

reasons for that; we briefly discuss the main challenges. We present our motivation in

Section 1.3. Finally, we outline how the dissertation is organized in Section 1.4.

1.1 Modern computing environments

The “traditional” computing example involves a server or server farm, located in the same

space (e.g., a datacenter room) and running monolithic applications.

In software engineering, a monolithic application [1] describes a single-tiered software

application in which the user interface and data access code are combined into a single

program from a single platform. A monolithic application is self-contained, designed with-

out modularity and independent from other computing applications. In this environment,

the servers and applications are owned and managed by the same administrative authority.

Finally, the data and code are colocated - there is no network between the two.
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1.1.1 Two generic examples

Cloud and Edge computing [2] are two broad, recent examples of computing that shed the

characteristics of traditional computing. Our focus in this dissertation is the Software as a

Service (SaaS) model of cloud computing.

In the SaaS model [3] of cloud computing the owners of the application and the servers

are not the same in the case of public cloud computing. The application is not necessarily

monolithic; it is written with microservice principles in mind and runs in several, potentially

hundreds of containers. The containers themselves may be installed in several physical

servers. Figure 1.1 depicts a typical such environment. Moreover, there is a network that

connects the users to their applications.

Figure 1.1: A typical cloud computing environment.

In a typical IoT application, data is produced by sensors located in geographically

distant places. There are two generic models of processing such data. The first is centralized

computing, in which all the data is hauled into a datacenter. The second one is Edge

computing, is which data is stored and processed locally, in several, geographically distant

locations. Figure 1.2 depicts a typical such environment.

1.1.2 Characteristics of a modern computing environment

For the purposes of our study, modern computing environments have the following three

features:

• Offered as a service, so there is a user and a provider entity that belong to different

2



Figure 1.2: A typical Edge computing environment.

organizations. This feature necessitates the SLA we mention in the next section.

• Requests to that service originate away from the compute server, so a network is

needed. This network may be operated by a third, typically separate entity. This feature

will create the uncoordinated knobs issue we are motivated to address.

• Service must be elastic, to accommodate varying loads, since the prevailing financial

model is the pay-as-you-go model.

An example of the first feature is Amazon Web Services (AWS). AWS offers over 200 services,

with EC2 and S3 being among the most widely known ones [4]. AWS publishes their SLAs

and updates them frequently. For example, one SLA in the IoT space is found in [5].

An example of the second feature is the use of the public internet to connect a user to

the datacenter housing the application.

Finally, an example of the third feature is the use of various scaling methods to increase

or decrease the containers used to serve an application. The Horizontal Pod Autoscaler

(HPA) method used in Kubernetes [6] is among the most well-known such methods [7].
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1.2 SLAs in modern computing environments

1.2.1 SLAs

Broadly speaking, a SLA sets the expectations between the service provider and the cus-

tomer. It is a legal document that describes in varying details the service to be delivered

and the KPIs associated with it.

As the interface between the provider and customer, the SLA serves two purposes: first, it

lets the customer know what they are buying. Second, it provides the basis to settle disputes

when the KPIs are not met.

All cloud providers and ISPs offer SLAs. As an example, we quote next the IoT Core SLA

we mentioned in [5].

AWS IoT Core Service Level Agreement

Last Updated: March 19, 2019

This AWS IoT Core Service Level Agreement (“SLA”) is a policy governing

the use of AWS IoT Core and applies separately to each account using AWS IoT

Core. In the event of a conflict between the terms of this SLA and the terms of

the AWS Customer Agreement or other agreement with us governing your use

of our Services (the “Agreement”), the terms and conditions of this SLA apply,

but only to the extent of such conflict. Capitalized terms used herein but not

defined herein shall have the meanings set forth in the Agreement.

Service Commitment AWS will use commercially reasonable efforts to make

AWS IoT Core available with a Monthly Uptime Percentage for each AWS region,

during any monthly billing cycle, of at least 99.9% (the “Service Commitment”).

In the event AWS IoT Core does not meet the Service Commitment, you will be

eligible to receive a Service Credit as described below.

Service Credits Service Credits are calculated as a percentage of the total

charges paid by you for AWS IoT Core in the affected AWS region for the monthly

billing cycle in which the Monthly Uptime Percentage fell within the ranges set

forth in the table below:

We will apply any Service Credits only against future AWS IoT Core payments

otherwise due from you. At our discretion, we may issue the Service Credits to

the credit card you used to pay for the billing cycle in which the unavailability

occurred. Service Credits will not entitle you to any refund or other payment

from AWS. Service Credits will be applicable and issued only if the credit amount
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Monthly Uptime Percentage Service Credit Percentage
Less than 99.9% but greater than or equal to 99.0% 10%
Less than 99.0% but greater than or equal to 95.0% 25%

Less than 95.0% 100%

Table 1.1: Service Credits.

for the applicable monthly billing cycle is greater than one dollar ($1 USD).

Service Credits may not be transferred or applied to any other account. Unless

otherwise provided in the Agreement, your sole and exclusive remedy for any

unavailability or non-performance or other failure by us to provide AWS IoT

Core is the receipt of Service Credits (if eligible) in accordance with the terms

of this SLA.

Credit Request and Payment Procedures To receive Service Credits, you

will need to submit a claim by opening a case in the AWS Support Center. To

be eligible, the credit request must be received by us by the end of the second

billing cycle after which the incident occurred and must include:

(i) the words “SLA Credit Request” in the subject line;

(ii) the billing cycle and AWS region(s) with respect to which you are claim-

ing Service Credits, together with the Monthly Uptime Percentage for that AWS

region for the billing cycle and the specific dates, times, and Availabilities for

each 5-minute interval with less than 100% Availability in that AWS region

throughout the billing cycle;

(iii) your Request logs that document the errors for your claimed outage

(any confidential or sensitive information in these logs should be removed or

replaced with asterisks).

If the Monthly Uptime Percentage of such credit request is confirmed by us

and is less than the Service Commitment, then we will issue the Service Credits

to you within one billing cycle following the month in which the credit request

occurred. Your failure to provide the credit request and other information as

required above will disqualify you from receiving Service Credits.
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AWS IoT Core SLA Exclusions The Service Commitment does not apply to

any unavailability, suspension or termination of AWS IoT Core, or any other

AWS IoT Core performance issues: (i) caused by factors outside of our reason-

able control, including any force majeure event or Internet access or related

problems beyond the demarcation point of AWS IoT Core; (ii) that result from

any voluntary actions or inactions from you or any third party (e.g. scaling of

provisioned capacity, misconfiguring security groups, VPC configurations or

credential settings, disabling certificates or making the certificates inaccessible,

etc.); (iii) that result from capacity or availability issues of systems in the con-

trol of you or any third-party (e.g. insufficient capacity for rules engine action

targets, device message queues, etc.); (iv) that result from you not following

the best practices described in the AWS IoT Core Developer Guide on the AWS

Site; (v) that result from your equipment, software or other technology and/or

third-party equipment, software or other technology (other than third party

equipment within our direct control); (vi) that result from exceeding the pub-

lished AWS IoT Core service limits as set forth in the Documentation on the

AWS Site; or (vii) arising from our suspension or termination of your right to

use AWS IoT Core in accordance with the Agreement (collectively, the “AWS IoT

Core SLA Exclusions”).

If availability is impacted by factors other than those explicitly used in our

Monthly Uptime Percentage calculation, then we may issue a Service Credit

considering such factors at our discretion.

Definitions

• “Availability” is calculated for each 5-minute interval as the percentage of

Requests processed by AWS IoT Core that do not fail with Errors . If you

did not make any Requests in a given 5-minute interval, that interval is

assumed to be 100% available.

• An “Error” is:

– any HTTP API Request that returns a 500 or 503 error code;

– a device fails to connect to AWS IoT Core using best practices for retry

and exponential back-off;

– a MQTT Publish Message inbound (from client to service) is Pub-

lished as QoS1 ("At least once") and the service does not acknowledge

(PUBACK) it;
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– a MQTT Publish Message inbound (from client to service) the topic

of which is subscribed to by a rule does not trigger the rule; or

– a MQTT Publish Message outbound (from service to client) has not

been delivered to a permanently connected client, successfully sub-

scribed to the message’s topic, within one hour of a Request (such

Request and Error are deemed to have both occurred in the five minute

interval immediately following the one hour window)

• “Monthly Uptime Percentage” for a given AWS region is calculated as the

average of the Availability for all 5-minute intervals in a monthly billing

cycle. Monthly Uptime Percentage measurements exclude downtime re-

sulting directly or indirectly from any AWS IoT Core SLA Exclusion.

• “Request” is an invocation of an IoT HTTP API or the sending or receiving

of a message over MQTT or Websockets.

• A “Service Credit” is a dollar credit, calculated as set forth above, that we

may credit back to an eligible account.

Similar SLAs are offered by the two other prominent cloud providers. For example, the

SLA summary for Microsoft’s Azure services is given in [8]. The SLAs for Google’s GCP can

be found in [9].

1.2.2 SLAs with response time KPI

From a user perspective, Response Time (RT) may be a relevant KPI. Roughly speaking, this

time is the delay between the user submitting a request to the server and the user getting a

response back.

We can identify several structural components in RT. For example, consider the request’s

datapath in a typical scenario depicted in Figure 1.3.

The user request travels through the user’s computer, the user’s LAN, the internet and

enters the provider’s datacenter. There it travels through the gateway, the switch fabric and

enters the server. Assuming a microservice implementation of the application, it bounces

around several containers until it starts its journey back to the user, via the switch fabric,

the gateway, the internet, the user’s LAN and finally the user’s computer.

There are several usecases in which RT would make sense as a KPI (and several in which

it would not). Near real-time transactions and feedback-based controls in IoT are examples
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Figure 1.3: Components of the Response Time KPI.

of the first type. Storing data in a datacenter, backups between datacenters are examples of

the second one.

Notice, however, that commercial SLAs like the ones mentioned in Section 1.2.1 do not

use RT as a KPI. To the best of our knowledge, there is no such SLA in the cloud computing

or ISP space.

So, why do commercial SLAs avoid using response time KPIs? The reason is that too

many factors impact response time as seen by the end user. From Figure 1.3, we can see

that these factors are under the influence and control of three administrative authorities:

• the user her/himself;

• the network provider;

• the compute provider.

It is practically impossible to establish coordination between the three and and assign

responsibilities. This, and the fact that most of the RT components are random in nature

explain the absence of RT as a KPI in SLAs.
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1.3 Our motivation

1.3.1 Percentile delays enter the scene

Because RT is random, when it is measured, statistical metrics are used. The most common

ones are average values and jitter.

Recently, Google SRE (Site Reliability Engineering) [10] has used a percentile metric as

well. (See Section 3.1 for detailed examples of percentiles.)

While averages and jitter do provide valuable information to a user, they do not capture

the whole story. Percentile delays supply some additional information regarding “worst

case” scenarios. For example, knowing that 99% of their requests experience a delay less

than 500 msec may be deemed acceptable by the user. On a closer look, if one observes

several percentiles of delay, one can get an approximation of the cumulative distribution

function (cdf) of the delay. Statistically (and academically) speaking, the cdf provides full

information about the delay random variable - something that the average or jitter cannot

do. Using percentiles to measure delay can be seen, then, as a way for the user to obtain

information about the cdf of this KPI. Figure 1.4 exemplifies.

Figure 1.4: Percentile delays as an approximation to the delay cdf.
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1.3.2 Our interest and motivation

Google does not say if and how they “manage” percentiles - that sparkled our curiosity.

Do they simply measure percentiles? Do they have controls in place to achieve desired

percentiles?

In response to [11], a literature search unearthed the work of [12] [13]. We present details

in Chapter 3, our analysis chapter. Suffice it here to say that the analysis showed us that we

should have no illusion that we can design a control to guarantee a desired percentile.

Hence, our motivation is to evaluate the factors that affect such percentiles systemati-

cally.

• First, we study individual control by the network provider; this work is presented in

Chapters 4 and 5.

• Second, we study individual control by the service provider, presented in Chapters 6

and 7.

1.4 Thesis organization

In Chapter 2, we provide an end-to-end system model for the compute environment, state

the generic problem and present (most of) our literature survey. In Chapter 3, we analyze

some results about what percentiles are the “best possible”; these results assume a simple,

theoretical model. In Chapters 4 and 5, we propose and evaluate via simulations control

policies for percentile delays that a network provider can exert. In Chapters 6 and 7, we do

the same for controls a compute service provider can exert. We conclude in Chapter 8 with

a summary of our findings and some suggestions for further research.
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CHAPTER

2

SYSTEM MODEL AND PROBLEM

STATEMENT

In Section 2.1, we present a generic model for the compute environments of interest and

outline their main components. This will provide the necessary background for describ-

ing the controls of subsequent chapters. In Section 2.2, we present the generic problem

statement from the business perspective. We discuss briefly the challenges and outline the

main line of attack.

2.1 The system model

In order to put the models we’ll use in Chapters 4 through 7 in perspective, let’s see a model

of the “traditional” compute environment first; Figure 2.1 depicts it.

The essential characteristics of this model are: (a) requests are generated locally at the

servers, and, (b) the number of servers is fixed, regardless of the load presented to them

(that is, no autoscaling of servers).

In the modern computing environments, on the other hand, there is a network between
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Figure 2.1: A model for “traditional” compute environments.

the generation of a request and the compute environment and the number of servers varies

with time (server autoscaling). There are certain differences in the two cases of cloud and

edge computing we presented in the previous chapter, as examples of modern computing

environments. We will explain them in detail in the respective chapters. With this in mind,

the generic computing model we’ll study in this dissertation is depicted in Figure 2.2.

This model emphasizes the fact that there are two separate administrative authorities.

Controlling delays in the network and inside the datacenter may be done independently

of each other and, more importantly, with different control knobs. The model is generic;

we provide more detailed models, tailored to the specific environment in the next section.

Details on the available controls will be provided in the corresponding chapters.

2.1.1 The network transport model

In the Edge Computing scenario, sensors are connected to the servers via a network - for

example, the public internet. Their traffic incurs delays inside the routers (queueing plus

processing) as well as on the links of the network (transmission and propagation). The

end-to-end delay of a request, as it traverses the network from a source to the server is

affected by:
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Figure 2.2: A model for modern compute environments.
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1. the path inside the network. This determines the overall transmission and propaga-

tion delay the traffic encounters;

2. The link scheduling discipline in force inside a router. This determines the queueing

delay inside a router.

Figure 2.3 depicts the model we will use in Chapters 4 and 5.

Figure 2.3: A model for the network environment.

The router model is shown in Figure 2.4. We focus on the router component because

that is where the delay budget distribution and link scheduling controls are housed, as we

explain in the corresponding chapters.

2.1.2 The compute service model

In the cloud compute scenario, users send traffic to their applications in the cloud via a

network. The application is modeled as a series of microservices implemented in containers.

Their traffic incurs delays inside the containers as well as on the network connecting the
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Figure 2.4: A router model.

containers. This can be the switch fabric inside the datacenter or the virtual network

connecting two containers inside the same physical server.

The end-to-end delay of a request, from the time it reaches the compute environment

until it exits, it is affected by:

1. the number of containers available to process the requests. This number can be

increased or decreased and is the main control knob;

2. the network connecting the containers;

3. the presence of other users competing for compute resources.

Figure 2.5 depicts the model we will use in Chapters 4 and 5.

Figure 2.5: A model for the compute environment.
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2.2 Problem statement and plan of attack

At a high level, the “business” problem can be loosely stated as follows:

“Achieve good percentiles in response times.”

There two broad ways to convert this into more concrete technical statements. One is

analysis and the other is synthesis.

On the analysis front, given a system environment, statistical assumptions and controls,

one is interested in finding what percentiles are achievable. This was the essence of the

work in [13]. We summarize this work in Chapter 3.

The analysis work forms the basis for the synthesis part, in which one can pose the

following problem statement:

“Given a system environment and statistical assumptions, find controls that achieve

desired percentiles.”

For the broader possible statement of the problem, consider Figure 2.6.

Figure 2.6: Percentile delays as an approximation to the delay cdf.

Let i denote a class of users in the system. Denote the control policy by f . Under this

policy, the delay experienced by class i traffic is a random variable Wi ( f ).

Let 0< g i 1 < g i 2 < · · ·< g i M denote delay thresholds, as depicted in Figure 1.4. Let also

0< X i 1 <Ci 2 < · · ·< X i M denote percentiles, such that
∑M

j=1 X i j = 1. A formal statement of

the control problem is then the following:
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“Find, if possible, a control policy f such that:”

Wi ( f )≤ g i 1, for a fraction X i 1 of the requests (2.1)

g i 1 <Wi ( f )≤ g i 2, for a fraction X i 2 of the requests (2.2)

... (2.3)

g i M−1 <Wi ( f )≤ g i M , for a fraction X i M of the requests (2.4)

As an example with M = 2, the user may want 90% of its traffic to have a delay of 500 msec

or less (so, {g i 1 = 500, X i 1 = 90}. For the remaining 10%, the user is happy with a delay of

3 seconds (so, {g i 2 = 3000, X i 2 = 10}. In a another example with M = 2 again, a user may

want 95% of its traffic to have a delay of 500 msec or less (so, {g i 1 = 500, X i 1 = 95}. For the

remaining 5%, the user is happy is they ever finish processing (so, {g i 2 =∞, X i 2 = 5}.
In plain English, the user wants the cdf of the delay to have a desired form. The selected

set of points {g i ·, X i ·} represent an approximation to this form. The problem then is to find

a policy that “shapes” the cdf of the delay - it forces it to pass through those desired points.

The (network, compute) provider are tasked with determining such a policy. After all, the

user is always right - if the user wants it, they’ll have to do it... ,

The problem in Equation 2.1 is quite difficult, as we will witness in the next chapters.

One source of difficulty comes from the presence of multiple providers. How are g i ·, the

delay budgets to be split among the providers? A second source of difficulty comes from the

presence of several knobs, even within one provider. How are these knobs to be coordinated?

We recognize these difficulties. We propose to attack such a thorny problem in the

following way:

• We first identify well-known policies that achieve the best percentiles possible. This

is done in the next chapter. Their analysis provides valuable insight.

• We solve the problem for each provider separately.

• We limit our attention to only one percentile - that is, we set M = 1 in Equation 2.1.

• We design and analyze static control policies first; we then proceed to design dynamic

ones.

• We evaluate all our designs with simulations.
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CHAPTER

3

THEORETICAL ANALYSIS OF

PERCENTILE DELAYS

Good design is always enabled by analysis. In this chapter, we present a simple theoretical

model (Section 3.1) that gave us an enormous amount of intuitions (Section 3.4) for the

controls of subsequent chapters. These controls make use of the “extreme” policies we

describe in Section 3.2.

3.1 A simple theoretical model

The simple queueing model depicted in Figure 3.1 will be the basis for our analysis.

In this model, N different users send traffic to a single server. A user’s traffic is stored in

a dedicated, infinite capacity queue. A scheduler decides what queue to select when the

server becomes available for service. Service is nonpreemptive, so once a request starts

service, it will finish it before another request can start service.

When a queue is selected for service, a further decision is made by the scheduler: this

decision regards the request selected for service. The traditional FIFO selection, as we’ll see,
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Figure 3.1: A simple theoretical model with N classes of users.

is not necessarily a good one when policies for percentile objectives are to be designed.

The delay percentiles are affected by the scheduling decision. They are, of course, also

dependent on the statistical assumptions we make on the arrival and service times.

3.1.1 A special case: guaranteed 100% response time

Before we start our analysis, we want to point out a special case in which it is possible to

guarantee that delays can be lower than some threshold value for 100% of all requests.

This is the case studied in [14], among others, in a network environment. Under the

assumption of (σ,ρ) controlled traffic, the authors show that 100% of packets entering a

network and following a predetermined path of routers will have a delay not to exceed the

bound given in the right-hand side of Inequality 3.1:

d j ≤
σ+ (K −1)max1≤k≤ j lk

r
+

n=K
∑

n=1

(βn +τn ) (3.1)

In this bound, d j is the bound guarantee for the j t h packet,σ denotes the burst, K is the

number of routers in the path, lk is the length of the k t h packet, r ≥ρ is the rate guaranteed

to the connection, βn is a constant that depends on the link scheduler inside the nth router,

and τn is the propagation delay on the n t h link.

This guaranteed bound is possible if the link scheduling algorithm inside each router

belongs to the so called Guaranteed Rate class of schedulers. We do not see such schedulers

implemented in practice, because they are too expensive in terms of bandwidth, as Fig-

ure 3.2 depicts. In this figure, we used K = 5, packets of constant size of 1,500 bytes, burst

size of 10 packets (σ= 15, 000) and βn =τn = 0.

A simplistic example will also help understand how expensive a 100% guarantee is.
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Figure 3.2: How much bandwidth is needed to guarantee a given delay for 100% of traffic?

Suppose that there is only one link K = 1, βn =τn = 0, the size of all packets is L . The burst

size isσ= 100L and the desired delay bound is d j = 50L . From Equation 3.1 we have

50L =
100L

r

so the allocated bandwidth is twice the average rate of the source.

3.1.2 Controlling response time via scheduling policies

We now formally define a scheduling policy for a system with N user classes. Let p denote

the rule used in selecting one of the N classes; we call this the inter-class policy. Let qi , i =

1, . . . , N , denote the rule for selecting a request from class i ; we call this the intra-class policy

for class i .

A scheduling policy f is defined as the rule that decides both the inter-class as well as

the intra-class selections:

f = (p , q1, q2, . . . , qN )

An example scheduling policy (for N = 2) may adopt SP12, a priority rule for p , that gives

class 1 priority over class 2; within class 1, requests are selected in a FIFO order. Within
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class 2, requests are selected in a FIFO order. Then

f = (SP 12, F I F O , L I F O )

In another example (for N = 2), the scheduling policy employs a RR rule for p . The

intra-class rule for q1 selects requests randomly, while q2 selects requests in a modified

FIFO order. It searches the queue for class 2 in a FIFo order and picks the first request that

has waited over a minute. If no such request is found, it picks the first one in line. Then

f = (R R , q1, q2)

In the next section, we identify a few scheduling policies of interest.

3.2 Scheduling policies that achieve extreme percentiles

The policies we present in this section have been proposed and analyzed extensively in [12]

and [13]. In order to simplify notation and facilitate intuition, we consider the case of two

classes of users (N = 2) in this section.

3.2.1 Two special intra-class policies, GiFIFO and GiLIFO

Let Gi > 0, i = 1, 2, be given, positive constants. At any time t , the set of class i requests can

be partitioned in two disjoint, (potentially empty) subsets: the set E i (t ) of requests that

have been waiting for less than or equal to Gi time units and the set L i (t ) of requests that

have been waiting for more than Gi time units. Intuitively, requests in the set L i (t ) have

been waiting for a “long time” while requests in the set E i (t ) have not.

We define the GiFIFO and GiLIFO intra-class policies for i = 1, 2, as follows:

1. GiFIFO policy: At any given scheduling time instance t , GiFIFO first schedules all

the jobs from E i (t ) and then all the jobs from L i (t ) in FIFO manner.

2. GiLIFO policy: At any given scheduling instance t , GiLIFO first schedules all the jobs

from L i (t ) and then all the jobs from E i (t ) in LIFO manner.

As an example, consider a system in which there are five requests in the queue of class

1, that have arrived in the order R1, R2, R3, R4, and R5; four requests in the queue of class 2,
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that have arrived in the order R6, R7, R8, and R9. Suppose further that at time t , we have:

E 1(t ) = {R 3, R 4, R 5}, L 1(t ) = {R 1, R 2},

E 2(t ) = {R 8, R 9}, L 2(t ) = {R 6, R 7}. (3.2)

Then policy G1FIFO will schedule request R3; policy G2FIFO will schedule request R8;

policy G1LIFO will schedule request R1 and policy G2LIFO will schedule request R6 as

shown in Figure 3.3.

Figure 3.3: Request selection by different scheduling policies.

The intuition behind the GiFIFO intra-class policy stems from the fact that a FIFO policy

always serves the longest-waiting request (R1 in the above example). Such a request may

have waited for a long time (e.g., more than a constant Gi ). If one is interested in a percentile

KPI, clearly FIFO cannot be the best policy. A GiFIFO policy will be superior, since it will

always prefer to serve requests that contribute to the percentile KPI. Forcing the GiFIFO

policy to also serve requests in the set L i (t ), when the set E i (t ) is empty, simply makes the

policy work-conserving (and avoids trivial technicalities in proofs).

Compared to, say, a FIFO policy, the GiFIFO and GiLIFO policies incur additional CPU

and memory overhead: they need to “remember” the arrival instants for every request and

must perform comparisons of these instants to the Gi values in order to maintain the E i (t )

and L i (t ) sets. As the queue size grows, this memory overhead increases linearly. Assuming

a binary search, the CPU overhead grows logarithmically. There are “implementation”

shortcuts and tradeoffs, if one wishes to reduce this overhead (e.g., stop searching after

100 requests in the queue). Moreover, the overhead will increase if the policy tries to satisfy
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M > 2 levels of percentiles for delay thresholds as shown in Equation 2.1, page 17.

When is the GiFIFO a FIFO policy?

Consider a GiFIFO policy. What happens if the parameter g i takes one of the two “extreme”

values possible (0 and∞)?

When g i = 0, all requests in the queue will belong to the set L i (t ); the set E i (t ) is always

empty. So GiFIFO is actually a FIFO policy. Similarly, when g i =∞, all requests in the queue

will belong to the set E i (t ). Again, GiFIFO is actually a FIFO policy.

This observation will be useful in explaining some of the experiments in later chapters.

It also provides guidance when a policy modifies the g value in some of our proposals in

later chapters.

Departures under a GiFIFO policy

This observation will also be handy when we analyze the behavior of a GiFIFO policy,

especially in the design of dynamic controls.

By always preferring to serve requests from the set E i (t ), a GiFIFO policy tends to “push

requests that will not depart in time towards the end”. More formally, consider a situation

in which both E i (t ) and L i (t ) sets are nonempty in the time interval [0, T ], for some T > 0.

Then all departures in [0, T ]will come from set E i (t ); of course, not all of them will make

their delay target. Already late requests will only be served only after time T . At time T , the

set L i (T )may have even more elements than the set L i (0), due to arrivals in [0, T ].

This characteristic of the departure process will be more pronounced when queue sizes

are large, since the likelihood of a large set L i (t ) increases as the queue size becomes larger.

3.2.2 The performance space

Consider a system with two classes of users. The statistical assumptions about the classes

(regarding the arrival and service processes) are given. Suppose that the set of all scheduling

policies we want to consider is also given.

Let

P1( f , x ) = P r [W1( f )≤ x ], P2( f , x ) = P r [W2( f )≤ x ]

denote the cdf of the delay achieved by a scheduling policy f for the two classes of users

respectively. For any pair of positive parameters G1,G −2, denote the percentiles of delays
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achieved by f as

X1 = P r [W1( f )≤G1], X2 = P r [W2( f )≤G2]

Pictorially, the point (X1, X2) is inside the unit square, as depicted in Figure 3.4.

Figure 3.4: Percentile delays achieved by a policy f , two-class System.

Given G1,G2, what points (X1, X2) are achievable, as we change the scheduling policy f ?

The performance space is the answer to this question. Agarwal has shown in [13], [12]

that for a broad class of policies, the performance space is the hexagonal region ABCDEF

depicted in Figure 3.5.

Note that all percentiles on the perimeter and the interior of the hexagon are achievable.

No other point in the exterior is achievable. It is possible that more than one scheduling

policies achieve a given percentile. Note also that the figure does not imply that percentiles

must be strictly less than 100%.

The “corner” points of this hexagon are percentiles achieved by six policies (P 1 through

P 6) as detailed in Table 3.1.

The extreme policies

We call these six policies the “extreme” policies.

The inter-class component of policy P 1 gives class 1 requests priority over class 2

requests; we denote that with the vector (1,2). Moreover, when selecting a request from
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Figure 3.5: The Performance Space a a two-class System with a single server.

Policy List
Policy
Name

Scheduling Policy Point in Fig-
ure 3.5

P1 [(1, 2),G 1F I F O ,G 2L I F O ] C
P2 [(1, 2),G 1F I F O ,G 2F I F O ] D
P3 [(2, 1),G 1F I F O ,G 2F I F O ] E
P4 [(2, 1),G 1L I F O ,G 2F I F O ] F
P5 [(2, 1),G 1L I F O ,G 2L I F O ] A
P6 [(1, 2),G 1L I F O ,G 2L I F O ] B
P7 [(2, 1),G 1F I F O ,G 2L I F O ] X
P8 [(1, 2),G 1L I F O ,G 2F I F O ] Y

Table 3.1: List of policies and their position in the performance space (Figure 3.5).

class 1 for service, the (G1FIFO) intra-class component of of policy P 1 always selects one

that is guaranteed to contribute to a higher percentile for class 1. Finally, when selecting a

request from class 2 for service, the (G2LIFO) intra-class component of of policy P 1 always

selects one that is guaranteed to not contribute to a higher percentile for class 2. This

explains intuitively why policy P 1 achieves point C in the performance space - (maximum

for class 1, minimum for class 2).

Similar intuitive arguments can be made for the achievability of the other 5 corner
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points. All points on a line segment of the perimeter are also achievable by “mixing” the

policies of the segment endpoints. Finally, a point in the interior is achievable my mixing

the three policies an the vertices of the triangle that encloses the point. Note that there are

several ways to “mix” two policies. For our control policies in subsequent chapters, this is

not crucial; for details, see [13], [12].

Finally, we show in Figure 3.5 two additional points X and Y, achievable by policies P 7

and P 8. The intra-class components of these two policies make sure that the points will lie

in the interior of the performance space.

The T-type scheduling policies

A special case of mixing policies are the so called T-type policies [13]. They operate as follows

(for simplicity of presentation, we consider the case of two classes only):

The busy period is divided into slots of duration T . The intra-class policies q1, q2 and a

“bias vector” b = (b1, b2) are chosen. The element bi defines the relative proportions of time

during which an inter-class policy that favors class i is in effect. For example,

• b = (1, 1)means that (1, 2) and p (2, 1) get an equal number of (alternating) time slots.

For the sake of simplicity in the presentation shown in Figure 3.6, we’ll refer to it as 0

Bias between policies (1,2) and p(2,1).

• Similarly, b = (k , 1), where k is a positive integer means that policy (1, 2) gets k times

the number of slots. We’ll refer to it as factor k Bias between policies (1,2) and p(2,1).

• Finally, b = (1, k )means that policy (2,1) gets k times the number of slots of policy

(1, 2). we’ll refer to it as factor -k Bias between policies (1,2) and p(2,1).

A T-type policy f , is then defined as f = (b , q1, q2). Four examples of T-type policies P12

- P15 are shown in Table 3.2.

Figure 3.6 depicts the performance achieved by the four T-type policies P12 - P15 shown

in Table 3.2.

The implications for our business objective

Recall the problem statement we presented in Section 2.2. We can make three important

observations from the analysis of the performance space and Figure 3.5.

First, observe that the desired delay values g i 1 and percentiles X i 1 may specify points in

the performance space that are not achievable (i.e., points outside the hexagon). Second,
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Policy List
Policy
Name

Scheduling Policy Point in Figure
3.5

P12 [(1, 1),G 1F I F O ,G 2F I F O ] 0 Bias
P13 [(2, 1),G 1F I F O ,G 2F I F O ] 2 Bias
P14 [(3, 1),G 1F I F O ,G 2F I F O ] 3 Bias
P15 [(1, 2),G 1F I F O ,G 2F I F O ] -2 Bias

Table 3.2: T-type policies.

Figure 3.6: T-type policies on the Performance Space of a two-class System.

when the desired delay values and percentiles are achievable, there will be and infinity of

scheduling policies that can do the job. Third, the shape of the performance space depends

of the statistical properties of the arrival and service processes - not just their means or

variances.

In practice, what this means is that we cannot find an answer to the question "is this

desired percentile performance achievable by some policy or not”. This will shape (a) our

choice of scheduling policies in the subsequent chapters - and in particular the study of

static policies first, followed by dynamic ones, and, (b) the use of simulations only as the

evaluation methodology.
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3.3 How statistical assumptions affect the performance space

We have mentioned in Section 3.2.2 that the shape of the performance space depends

heavily on the statistical properties of the arrival and service processes. In this section, we

want to get a quantitative feeling of this dependence. We ran two experiments. In both,

we assume that the service times form an iid (independent and identically distributed)

sequence of exponential random variables; the arrival processes are Poisson.

In the first experiment, we set the arrival rates of both classes to the same value. We vary

this value in the experiment, and depict its impact on the performance space in Figure 3.7.

Figure 3.7: The impact of the arrival rate on the performance space, symmetric environ-
ment.

As we expect from the symmetry in the assumptions, the performance space is also sym-

metric along the diagonal from the (0,0) to the (1,1) point. As the arrival rate decreases, the

space moves towards the (1,1) corner - higher percentiles are achievable when utilization is

lower. Moreover, observe that the space “shrinks”. The difference between the performance

of a GiFIFO and a GiLIFO intra-class policy becomes smaller, as lesser and lesser arrivals

result in smaller queues. The L i (t ) sets become empty or almost empty.

In the second experiment, we investigated an asymmetric environment. More specifi-

cally, we keep the arrival rate of class 1 always less than or equal to the arrival rate of class 2.

We also keep the sum of the rates constant. What we vary is the difference between the two
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arrival rates, and depict its impact on the performance space in Figure 3.8. The detailed

explanation is the following:

1. Let’s observe first the horizontal (top and below) lines in all plots. The length of these

lines decreases because the rate of Class 1 keeps decreasing. This observation is

similar to the one in the previous experiment. However, the magnitude of decrease of

this length is lower in case of top horizontal lines (when Class 2 has higher priority).

As the rate of the higher priority class (in this case Class 2) increases, it starves the

lower priority class (Class 1) more, resulting in the loss of percentile for the lower

priority class (Class 1). Overall, all the horizontal lines will shift to a lower percentile

for Class 2 because of the increase in arrival rate of Class 2.

2. Let’s next observe all the vertical (left and right) lines in all plots. The length of these

lines increases because the rate of Class 2 keeps increasing. This observation is similar

to the one in the previous experiment. However, the magnitude of increase of this

length is higher in case of right vertical lines because Class 1 has higher priority (for

left vertical lines Class 2 has higher priority). Overall, all the vertical lines will shift to

a higher percentile for Class 1 because of the decrease in arrival rate for Class 1.

Figure 3.8: The performance space in an asymmetric environment.

As expected, the percentiles of the class with smaller arrival rates are bigger.
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3.4 Lessons learned

In summary, we can keep the following lessons from the theoretical analysis moving forward.

1. Lesson 1: We will never know if a desired business objective is achievable, even under

quite unrealistic statistical assumptions.

2. Lesson 2: When dealing with more than two classes, we cannot get solid intuition.

For example, how can one “divide” the threshold g i in the SLA among

3. Lesson 3: The same can be said about environments with more than one stage. For

example, how can one “divide” the threshold g i in the SLA among the g parameters

of GiFIFO policies?

4. Lesson 4: Care should be taken when setting the g parameters of GiFIFO policies, in

order to avoid deterioration to a FIFO policy.

5. Lesson 5: The GiFIFO policies prefer to first serve requests that are more likely to meet

their deadlines (set Ei (t )). If one designs dynamic policies that measure achieved

percentiles as a function of time, it is likely that these percentiles will be “artificially”

high in the beginning. If queue sizes grow large, the “non percentile-contributing”

requests (from the set L i (t )) will be served last, decreasing the high percentile.

Combining these lessons with the complexities mentioned in Section 2.2, at the end of

the previous chapter leads us to use the following plan of attack, in Chapters 4 through 7:

1. Solve the problem for each provider separately.

2. Limit our attention to SLAs with only one percentile.

3. Gain experience with designing static policies first. Then move into open-loop and

closed-loop, dynamic designs.

4. Limit evaluation to simulations only.

5. In problems with several classes of users, limit attention to two classes only.
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CHAPTER

4

CONTROLLING PERCENTILE DELAYS IN

A NETWORK: STATIC POLICIES

We start this chapter by detailing the system model and technical problem statement. We

present static solutions in Section 4.3 and evaluate them in Sections 4.4 and 4.5.

4.1 System model and problem statement

We have already seen a generic model in Section 2.1.1. In this section, we will present a

simplified model that’s amenable to analysis.

4.1.1 The system model and assumptions

The model we consider is depicted in Figure 4.1.

Traffic generated by a source travels through a network of routers before it enters the

computing facility. Inside a router, users have their own, dedicated, infinite capacity, output

queues. A Link Scheduling Algorithm (LSA) serves these output queues. The path from a
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Figure 4.1: A model for the network environment.

source to its destination is chosen by a path selection algorithm. For simplicity, this path

stays the same throughout the lifetime of the connection.

For simplicity, we make the following two assumptions in our study: (a) we have two

users only, and, (b) the paths have two hops only. With these assumptions, an appropriate

queueing model is shown in Figure 4.2.

Figure 4.2: A queueing model for the network environment.

The model is simplistic but sufficient as a starting point in studying the complexity of

the control knobs as we’ll shortly see.
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4.1.2 The problem statement

The generic problem statement we presented in Section 2.2 applies (we state it for two

users): we want to “find, if possible, a control policy f such that:”

Wi ( f )≤ g i , for a fraction X i of the requests (4.1)

g i <Wi ( f )<∞, for the remaining fraction of the requests (4.2)

What is the control policy f in in this environment? Whatever factor affects delay and is

under the control of the designer. More specifically, the designer can:

• affect the queueing delay inside each router (as well as the percentile directly) via the

LSA scheduling policy;

• affect the propagation plus transmission delay, by choosing the path from source to

destination;

• affect the overall percentile by allocating “local” delay bounds in each router.

The presence of too many knobs, as we alluded to in Section 2.2, makes this a difficult

problem. it therefore, dictates the line of attack we proposed in Section 2.2. In this chapter,

we’ll limit our attention to static controls only, in order to gain some experience first.

Furthermore, note that propagation and transmission delays on a given path tend to

be deterministic (for constant size packets and links that are not wireless). So, one can

incorporate them into a delay budget. For simplicity, we will not include path selection in

the design of policies we present next.

4.2 Related Work for Percentile Delays in Network Environ-

ment

While there has been no work driven by “Percentile Delay as SLA” as its objective, analysis of

percentiles on delay have been done using the active queue management (AQM) buffering

strategy to reduce the delay in the network. The main delimitation of all these works has

been that:
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• they are focused on decreasing the average delay while mentioning the 95t h or the

99t h percentile gain or loss. There is no work on what are the control knobs to achieve

various percentiles [15], [16], [17].

• they are not work conserving in nature. The strict admission policies to manage the

burst and hence the delay bound suggests dropping of packets [18], or at least marking

the packets for dropping them further in time [19], [20], [21], [22], [23], [24].

The work in this dissertation is different in three major ways: a) our policies are work-

conserving, b) we deal with percentile instead of average delays, and, c) we design and

evaluate the effectiveness of various control knobs as opposed to simply reporting a per-

centile.

4.3 Design of control policies

A policy makes choices for three elements: (a) it decides how to distribute the delay budget

between routers, (b) it chooses the LSA scheduling policy inside a router, and, (c) it selects

the path through the network.

We’ll describe next policies for choosing the first two elements.

4.3.1 The class of admissible policies

In this chapter, the class of admissible policies contains static policies only; dynamic policies

are the subject of the next chapter.

In Section 4.3.2, we investigate how a given, end-to-end the delay budget can be allo-

cated among routers. In Section 4.3.3, we investigate how the link scheduling algorithm

can be selected.

4.3.2 Distribution of the delay budget between routers

Consider g i , i = 1,2, the delay budget for class i , given in Equation 4.1. A policy for the

static distribution of this budget among the two routers is simply the selection of positive

constants g i 1, g i 2 such that

g i 1+ g i 2 = g i . (4.3)

The delay budget in the first (resp. second) router is g i 1 (resp. g i 2). Implementation of

the policy is done via simple, local configuration (in case this is needed).
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How can one select the split described in Equation 4.3? An intuitive idea is to take into

account the link capacities, packet sizes, and propagation delays across the two links. Let

Ts 1 = Tx 1+Tp 1, (4.4)

Ts 2 = Tx 2+Tp 2, (4.5)

where Tp 1 denotes the propagation delay on the first link, Tx 1 denotes the average transmis-

sion time of a packet on the first link and Ts 1 denotes the total delay in sending a packet

from the first router to the second. (The definitions for Ts 2, Tx 2, Tp 2 are similar.)

Assuming that the LSAs are the same in both routers, an intuitive idea is to divide the

overall budget g i proportionally to Ts 1 and Ts 2. We formalize this idea as Algorithm 1.

Algorithm 1 Statically distribute delay budget among routers
Input:
I: g i ; . The overall delay budget.
I: Ts 1, Ts 2; . The total delays in the two links.
Output:
O: g i 1, g i 2; .Delay budgets per router.
Description:

1: Calculate g i 1 =
Ts 1

Ts 1+Ts 2
· g i

2: Calculate g i 2 =
Ts 2

Ts 1+Ts 2
· g i

4.3.3 LSA selection at the routers

Under the light of the analysis in Section 3.1 and the performance of the policies we pre-

sented in Section 3.2, we propose the use of GiFIFO policies for the (intra-class components)

of the LSA in both router. In the next (evaluation) section, we will suggest specific intra-class

components and compare the performance to some baseline policies.

4.4 Evaluation of control policies

In this section, we evaluate the algorithms we defined in Sections 4.3.2 and 4.3.3. The

evaluation is centered around a number of top-level questions, as outlined in Sections 4.4.2
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and 4.4.3.

4.4.1 Simulation Environment

In this and all subsequent chapters, we have used the open-source, ns-3 simulator [25] as

our evaluation tool.

Arrival and service time models

We have made the following modeling and statistical assumptions about the arrival and

service processes.

We have modeled the arrival process in each user as an Interrupted Poisson Process (IPP)

in order to capture bursty behavior. This behavior is “harder” on percentile performance

metrics that the uniform behavior of a Poisson process. We keep the IPP assumption in the

rest of this dissertation.

Unless otherwise noted, we have chosen fixed packet sizes - which results in constant

service times on each link1. The packet size may vary among the two users.

The parameters of the IPP process and the packet sizes are selected to give an overall

utilization of about 80%. See Chapter B, page 120, for details.

4.4.2 Evaluation of policies for distributing delay budgets between routers

We group our questions into the following sets:

1. Effects of network delay parameters. These are the total delays Ts 1, Ts 2 in Algorithm 1.

2. Effects of LSA. The basic assumption in this algorithm is that the LSA will be the same

in both routers. We investigate how crucial this assumption is.

Our first experiment serves as the baseline scenario; we set up a “symmetric” system. In

this system, Ts 1 = Ts 2. The LSA in both routers follows a FIFO policy within a class and RR

among classes. The results are shown in Figure 4.3a.

In our second experiment, we keep the same symmetric system and change the LSA to

algorithm P2, described in table 3.1, page 25. This is policy [(1, 2),G 1F I F O ,G 2F I F O ] that

gives class 1 priority over class 2 and follows a GiFIFO rule within each class. The results

1Depending on the priority algorithm among the two users used in the LSA, the queue sizes in the second
router may be small or 0, under this assumption.

36



(a) RR and FIFO LSA. (b) [(1, 2),G 1F I F O ,G 2F I F O ] LSA.

Figure 4.3: The symmetric case, Ts 1 = Ts 2, different LSAs.

(a) CDF of end-to-end delay, both classes.
(b) Improvement in the higher priority class
delay.

Figure 4.4: The asymmetric case, g i 1 : g i 2 = 3 : 1. [(1, 2),G 1F I F O ,G 2F I F O ] LSA.

are shown in Figure 4.3b. From the results shown in Figure 4.3, we see that the RR, FIFO

LSA performs very poorly (as expected).

In the third experiment, we keep algorithm P2 as the LSA and study an asymmetric

configuration; more specifically, we set the g parameters of the GiFIFO policies in the

first router to 3 times the value in the second router. The results are shown in Figure 4.4.

We “zoom in” the graph in Figure 4.4b, to show that there is indeed improvement in the

percentile performance with this setting of the g parameters.

37



(a) [(R R ),G 1F I F O ,G 2F I F O ] LSA. (b) T-type, Bias-0 LSA.

Figure 4.5: Evaluation of RR and T-type LSAs.

4.4.3 Evaluation of policies for LSA selection at the routers

We group our questions into the following sets:

1. Effects of LSA.

2. Effects of statistical parameters.

3. Effects of SLA delay thresholds and g parameters in the policy.

Effects of LSA. The baseline scenario in this evaluation is the same (see Figure 4.3a). In

addition to the [(1, 2),G 1F I F O ,G 2F I F O ] LSA, we now evaluate two additional LSAs:

1. RR among classes and GiFIFO rule within each class;

2. T-type policies.

The results are shown in Figure 4.5. The T-type policy used a bias value of 0; the policy

switched priorities every 12 msec (around 1,000 packets). As we can see from the figure,

the performance of both policies is the same. We can explain this by noticing that the RR

policy can be considered a T-type policy that switches priorities every 1 packet.

Effects of statistical parameters. In this evaluation, we study how arrival rates and

packet sizes affect percentile performance. The results are shown in Figure 4.6.

In Figure 4.6, we vary the arrival rate of the IPP process so that the utilization ranges

from 30% to 80%. In Figure 4.7, we vary the packet sizes from 100 to 1500 bytes. We plot the

cdfs and the percentile of packets that meet an end-to-end delay threshold of 200 µsec.
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(a) Effects of arrival rate.
(b) Effects of arrival rate. The End to End g i

is 200µs .

Figure 4.6: Effects of arrival rates.

(a) Effects of packet sizes.
(b) Effects of packet sizes. The End to End g i

is 200µs .

Figure 4.7: Effects of packet sizes.
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(a) CDF. (b) Percentile. The End to End g i is 200µs .

Figure 4.8: Effects g parameter setting in the policy.

Effects of SLA delay thresholds and g parameters in the policy. In our last experiment,

we investigate the interaction between the SLA delay thresholds and the g i parameter setting

in the policy. The motivation for this experiment comes from the discussions in Section 3.2;

the relationship between the g i delay thresholds in the SLA of Section 4.1.2, page 33, and

the g parameters we set in the GiFIFO policies is not “one-to-one”, since it depends on the

arrival and service processes.

For this experiment, we study only one user in the system. We set a delay threshold

value g and then choose values for the g parameters in the GiFIFO policies as shown in the

x-axis in Figure 4.8a (we vary the value from g /5 to 1.5g ).

We notice a drop in the percentile as the g parameter of the GiFIFO policy becomes

smaller. This happens because for small values of g , the GiFIFO policy behaves more and

more like a FIFO policy.

4.5 Overall evaluation summary

In summary, we want to make only two generic observations from the work in this chapter.

We will make additional observations in the next three chapters, as we build up more

experience.

1. Observation 1: Using GiFIFO policies for selecting packets improves percentile per-

formance significantly over plain FIFO. We had anticipated this performance gain in

the previous chapter, although the model there was a single router.
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2. Observation 2: Since there is no free lunch in engineering, this performance gain

comes at the expense of packet reordering. The impact of this reordering on layer 4

protocols like the UDP-based QUIC [26] and definitely TCP is not clear. When the

users employ TCP in layer 4, reordering may not be acceptable. TCP variants that

use retransmissions of out of order packets will not be compatible with the use of

GiFIFO LSAs inside routers; of course, Selective Retransmit TCP variants do not have

this issue [27].
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CHAPTER

5

CONTROLLING PERCENTILE DELAYS IN

A NETWORK: DYNAMIC POLICIES

The structure of this chapter is identical to that of the previous one. The only difference

is the nature of the control algorithms we design and evaluate - they are now dynamic in

nature.

5.1 System model and problem statement

For the system model, see Section 4.1.1; for the problem statement, see Section 4.1.2. In this

chapter, we now focus our attention to a certain class of distributed, dynamic, open-loop

policies that take into account whether desired percentiles are (locally) achieved or not.

Our interest in such policies comes from their potential to improve the performance of

the static policies of the previous chapter. In the next chapter, we’ll enlarge this class to

decentralized, dynamic, closed-loop policies.

42



5.2 Design of control policies

The control policy has three components as in the static case we described in Section 4.3.

As before, we will not consider changing the path selection.

5.2.1 Dynamic distribution of the delay budget between routers

Consider again the delay budget distribution described in Equation 4.3, page 34, in Sec-

tion 4.3.2. Let g i 1( f , t ), g i 2( f , t ) denote the delay budget allocations at some time instant t ,

when a dynamic policy f is in effect.

We can define several classes of dynamic policies f that determine the allocations

g i 1( f , t ), g i 2( f , t ). Two such examples are:

• Class 1: Periodic allocations. A policy in this class measures the current percentile that

achieves the desired bound in the LSA. At time instants T , 2T , . . . , k T , . . . , T time units,

the policy calculates a new allocation g i 1( f , k T ), g i 2( f , k T ). The class is parametrized

by the period T . The rule for the reallocation distinguishes the members of this class.

• Class 2: Allocations at start of busy periods. A policy in this class measures the current

percentile that achieves the desired bound in the LSA. at the beginning of a (system)

busy period, t , the policy calculates a new allocation g i 1( f , t ), g i 2( f , t ). The rule for

the reallocation distinguishes the members of this class.

In this section, we’ll limit our attention to the first class only. A representative member of

this class is described below, as Algorithm 2.

The intuition behind algorithm 2 is the following: consider user 1. The overall delay

budget g1 from the SLA in 4.1, page 33, is allocated among the two routers as g11(k T )

and g12(k T ). It is not certain that the allocation will be appropriate, as we discussed in

Section 4.4.3 (see Figure 4.8a, page 40).

Algorithm 2 is an attempt to “correct” the “inappropriate” allocations. The increase or

decrease adjustments mentioned in the algorithm use a configurable parameter ∆. For

simplicity, the adjustment is the same in all four cases and for both users1. For notational

simplicity, we do not indicate this fact in the algorithm. Recall from the discussion in

Section 3.2.1, page 23, that very high or very low values of the g parameter of a GiFIFO

policy will render it a FIFO one. Therefore, we make sure that the adjustments are bounded

1We will mention in the next chapter some other ideas about dynamic adjustments of policy parameters,
see Section 6.3.4, page 66.
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Algorithm 2 Dynamically distribute delay budget among routers, two users. Distributed,
open-loop implementation.
Input:
I: g i ; . The overall delay budget, user i.
I: X1; . The desired end-to-end percentile, user 1.
I: X2; . The desired end-to-end percentile, user 2.
I: X 1

1 (k T ); . The achieved percentile at the k decision instant, user 1, at router 1.
I: X 2

1 (k T ); . The achieved percentile at the k decision instant, user 2, at router 1.
I: X 1

2 (k T ); . The achieved percentile at the k decision instant, user 1, at router 2.
I: X 2

2 (k T ); . The achieved percentile at the k decision instant, user 2, at router 2.
Output:
O: g11(k T ), g12(k T ); . delay budgets per router, user 1.
O: g21(k T ), g22(k T ); . delay budgets per router, user 2.
Description:

1: Calculate the current percentiles for each user, locally at both routers
2: if X 1

i (k T )≥ X1 then .User 1 is doing OK at router i .
3: Decrease g1i (k T ) by∆
4: else .User 1 is hurting at routeri .
5: Increase g1i (k T ) by∆
6: end if
7: if X 2

i (k T )≥ X2 then .User 2 is doing OK at router i .
8: Decrease g2i (k T ) by∆
9: else .User 2 is hurting at router i .

10: Increase g2i (k T ) by∆
11: end if
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between a low and high value. More importantly, note that this is a distributed, open-loop

implementation. The decisions are made locally at each router, without any information

exchange among them, using local estimates for the achievement of the desired percentiles.

5.2.2 Dynamic LSA selection at the routers

For simplicity, and in order to gain intuition, we’ll first evaluate a dynamic algorithm for two

users, that uses only T-type policies. In this scenario, we can describe an implementation

as Algorithm 3.

The intuition behind algorithm 3 is the following: the algorithm follows a distributed

implementation, so decisions are local at each router. When only one user is hurting, the

algorithm favors the user. When both hurt or do well, the algorithm does not change its

previous decision.

5.3 Evaluation of control policies

In this section, we evaluate the algorithms we defined in Sections 5.2.1 and 5.2.2. We

have used the open-source, ns-3 simulator for our evaluation. The statistical modeling

assumptions are the same as those we made in Section 4.4.1, page 36.

The basic question we want to answer in this chapter is: how does a dynamic algorithm

perform?

Figure 5.1 shows the percentiles achieved using the static policies of the previous chapter

(but with uniformly distributed packet sizes). We’ll use this policy for our comparisons.

At the second stage the queue size is 8 for both classes. So, the percentile is 100%. The

E2E percentile is very much impacted by the 1s t stage because the queue size varies with

the burst. At the second stage the burst is smoothed out by the service process taking place

in the first stage.

5.3.1 Evaluation of policy 1: Dynamic distribution of the delay budget

between routers

In this section, we evaluate Algorithm 2. We use the following values for the g and ∆

parameters:

∆= 12µs e c ; gmi n = 5 ·∆; gma x = 11 ·∆
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Algorithm 3 Dynamically select the LSA among routers, two users. Distributed, open-loop
implementation.
Input:
I: g i ; . The overall delay budget, user i.
I: X1; . The desired end-to-end percentile, user 1.
I: X2; . The desired end-to-end percentile, user 2.
I: X 1

1 (k T ); . The achieved percentile at the k decision instant, user 1, at router 1.
I: X 2

1 (k T ); . The achieved percentile at the k decision instant, user 2, at router 1.
I: X 1

2 (k T ); . The achieved percentile at the k decision instant, user 1, at router 2.
I: X 2

2 (k T ); . The achieved percentile at the k decision instant, user 2, at router 2.
Output:
O: LS A1(k T ); . The new LSA for router 1.
O: LS A2(k T ); . The new LSA for router 2.
Description:

1: Calculate the current percentiles for each user, locally at both routers
2: if X 1

i (k T )≥ X1 & X 2
i (k T )< X2 then .User 1 is doing OK at router i ; user 2 is not.

3: if If previous decision was to favor user 1 then
4: Flip Priority
5: Set Bias(2:1)
6: else
7: Increase the bias in LS A1(k T ) to favor user 2
8: end if
9: else if X 1

i (k T )≥ X1 & X 2
i (k T )≥ X2 then . Both users are doing OK at router i .

10: No change in the LSA
11: else if X 1

i (k T )< X1 & X 2
i (k T )≥ X2 then .User 2 is doing OK at router i ; user 1 is not.

12: if If previous decision was to favor user 2 then
13: Flip Priority
14: Set Bias(2:1)
15: else
16: Increase the bias in LS A1(k T ) to favor user 1
17: end if
18: else . Both users are hurting at router i .
19: No change in the LSA
20: end if
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(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.1: The base policy, used in evaluation of Algorithm 2.

(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.2: Evaluation of Algorithm 2.

(∆ is equal to the MTU transmission delay in this experiment.)

In Figure 5.2, we depict the CDF and percentiles for both classes, when the distributed,

open-loop Algorithm 2 is in operation. Comparing the results depicted in Figure 5.2 to

those in Figure 5.1, we see that the dynamic algorithm performs worse.

The reason why it does so can be explained using Figure 5.3. GiFIFO tries to greedily

find a packet which is percentile contributing. For Class 2, the percentile is 100% initially;

this keeps decreasing the “g” parameter. As the “g” parameter decreases the size of L i (t )

keeps increasing.

We next investigated how the parameters gmi n and gma x affect the performance. In

Figure 5.4, we depict the impact of the variation in gmi n . As we can see, the effect on the
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Figure 5.3: Movement of “g” with percentiles for both classes.

(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.4: Effect of the variation of the gmi n parameter.

achieved percentiles is minimal for both classes. The reason for this insensitivity is the fact

that the maximum observed queue size in this experiment was only 27 packets. With the

range of gmi n values examined, the GiFIFO policy does not have enough room to select

percentile contributing packets; the E i (t ) set of packets that may be percentile-contributing

does not contain “a lot of” such packets.

In Figure 5.5 we depict the impact of the variation in gma x . We see that there is no impact

for the high priority class, but there is considerable impact for the lower priority one. The

explanation is the following: as gma x increases, the GiFIFO polict tends to behave like pure

FIFo, selecting more and more packets that will not be percentile contributing.
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(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.5: Effect of the variation of the gma x parameter.

(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.6: T-type policy with bias 0.

5.3.2 Evaluation of policy 2: Dynamic LSA selection at the routers

In this experiment, we evaluate Algorithm 3. Figure 5.6 depicts the results for a T-type policy

with bias 0. As expected, both classes achieve the same percentile. Figure 5.7 depicts the

results when Algorithm 3. We tried two configurations of desired percentiles (90,70 and

85,75), as shown in Figure 5.7b.

The dynamic policy (barely) misses the targets. In order to gain some intuition why, and,

more importantly in order to gain some experience on how to set target percentiles, we

depict in Figure 5.8 how the percentiles evolve with time.

Figure 5.9 shows how the percentiles evolve with time, for two sets of percentile goals,

one of which is not achievable.
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(a) CDF of the end-to-end delay. (b) Percentile.

Figure 5.7: Algorithm 3: Dynamic LSA selection at the routers, with bias.

(a) T-type policy with bias 0. (b) Algorithm 3. Target Percentiles (90,70).

Figure 5.8: Percentile evolution with time.

(a) Target Percentile (90,70); almost achiev-
able. (b) Target Percentile (85,75), not achievable.

Figure 5.9: Percentile evolution with time; Algorithm 3.
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The lesson learned from this experiment was that it is quite difficult to set reasonable

target percentiles in a multistage environment with open-loop restrictions on the con-

trol policies. In Figure 5.8b, the percentiles were reachable and the policy achieved it. In

Figure 5.9b, the percentiles were not achievable (see Figure 5.8a to know why this was

unachievable.)

5.4 Overall evaluation summary

In summary, besides the observations made in the previous chapter, we can make one

generic observation from the work in this chapter.

1. Observation 1: The intuition we gained from this study suggests that distributed,

open-loop policies will not perform well in the generic, N-stage environment. If

centralized, closed-loop policies (like the ones we investigate in the next chapter)

are out of the question because the communication overhead is deemed prohibitive,

it appears that reliance on the KISS design principle is the last resort: just throw

bandwidth at it, as we have seen may times in the solution of networking problems.
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CHAPTER

6

CONTROLLING PERCENTILE DELAYS IN

A COMPUTE ENVIRONMENT: SINGLE

STAGE

We start this chapter by defining the system model and detailed technical requirements in

Section 6.1. In Section 6.1.3, we analyze a compute system with one user only. In Sections 6.3

and 6.4, we design controls tailored to such a system and evaluate them respectively. We do

the same for a system with two users in the next two sections. We conclude with an overall

evaluation summary in Section 6.7.

6.1 System model and problem statement

As we’ll shortly see, the compute environment is much more complex than its network

counterpart. For simplicity, we start our investigation with a single stage, one- or two-user-

only environment.
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6.1.1 The system model and assumptions

The system model is depicted in Figure 6.1.

Figure 6.1: A single stage, asynchronous microservice environment.

We make the following assumptions. There are only one or two tenants sending requests

to the system. All requests of a tenant are queued in a common buffer, that is private to

the tenant. The system supplies a maximum number of containers to serve these requests.

The number of containers in operation at any time is controlled by a policy, as we describe

later, in Section 6.3. Upon completion of its service a request exits the system (that is, it

does not use another microservice in a different container).

When a container is spawned by the policy, it is not available for servicing requests

instantaneously. It takes the Operating System some time to load up and configure the

container. We call this the Warmup phase. When the policy decides that a container is

no longer needed, it places the container into the so called Cooldown phase. During this

period, the container is not available to serve requests.

The Warmup and Cooldown phases represent realistic scenarios. The duration of the

warmup phase depends on the size of the container. Typical values range from few (e.g.,

4) msec to several (e.g., 400) msec1 The duration of the Cooldown phase is a configurable

parameter. In Kubernetes, for example, the default value is 5 minutes (–horizontal-pod-

autoscaler-downscale-stabilization) [7]. The Cooldown phase is introduced to avoid fre-

quent activation and deactivation of containers.

1These values were taken from blogs.
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6.1.2 The problem statement

We specialize the generic problem statement of Equation 2.1 in Section 2.2 as follows. Let

Wi ( f ), i = 1, 2, denote the response time of the i -th user. The control policy f activates and

deactivates containers for the two users. We want to find, if possible, a control policy f

such that:

Wi ( f )≤ g i , for a fraction X i of the requests (6.1)

g i <Wi ( f )<∞, for a fraction 1−X i of the requests (6.2)

Note that in the case of two users, there may be “competition”, if they both share the number

of available containers. This is the case we examine in Section 6.5. If there is no sharing, we

have the model examined in Section 6.3.

6.1.3 The absolute best scenario

Before we start our design efforts, we discuss a “best case” scenario. In this scenario, every

request gets its own container. There is no warmup or cooldown overhead. In this case, the

response time is equal to the service time and the percentile achievable depends only on

the statistics of the service time. We used this case to determine reasonable values for the

number of containers and meaningful goals in subsequent experiments.

6.2 Related Work for Percentile Delays in Compute Environ-

ment

In the networking environment of Section 4.2, we witnessed the lack of work on “Percentile

Delay as QoS”. Similarly, we did not find any such work for the compute environment

(with the exception of the references in Chapter 3). Though there have been efforts to get

a response time bound using a) request queue management [28], b) by autoscaling the

replicas of servers, or, c) combination of both (a) and (b).

Even though few works concentrate on AQM, their scaling policies are either to keep

the average CPU utilization low [29], [30] or keep the mean response time low [28].

In [31], Kannan et. al. use AQM with an objective to meet the target response time while

keeping the throughput high. Their work is similar to ours in the sense that the environment

is multistage; moreover, they exchange (slack-related) information between stages. Their
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central idea (and the main difference between their and our work) is the notion of “slack at

a stage”: this is an estimated (not measured), delay-based parameter to reorder requests

in a single queue per stage. The slack parameter is not a control parameter to manage the

percentiles in the microservice environment.

In [32], Akbulut et. al. do consider multiple stages and calculate 95% percentiles, but

they do not have any controls.

There are several works [33], [34] for tackling SLA violations using autoscaling but they

do not have any control parameters to manipulate the percentiles in the microservice

environment.

In summary, the main way our work is different from all the above mentioned categories

is that we use both queue management and autoscaling as the control parameters to achieve

the percentile response time as the SLA.

6.3 Single user system: design of control policies

6.3.1 Loose definition of a control policy

Loosely speaking, a control policy decides: (a) when to activate or deactivate a container,

and, (b) which request to send to a container for processing. This decision can be taken at

arbitrary points in time. For example, some choices are:

• upon arrival of a request;

• when a request completes service and a container becomes free;

• periodically;

• at random points in time;

• combinations of the above choices.

In any of these decision instants, a policy may decide to activate or deactivate one or

more containers. As we have seen in Chapter 3, FIFO selection of requests will not be the

only choice for the policy.

As discussed in Section 6.1.1, containers go through a warmup and cooldown phase,

during which they are not available to process requests. Therefore, policy decisions incur

overheads, that must be taken into account, when designing a specific policy.
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It should be apparent that the set of all possible policies contains an intractable number

of choices. In the next section, we describe carefully the subset of policies we will consider

in this work. Note that we did not face a similar issue in Chapters 4 or 5, because there were

no “warmup or cooldown” constraints.

6.3.2 The classes of admissible policies

We will consider two broad classes of policies: Open-loop, static policies, described in

Section 6.3.3 and Closed-loop, dynamic policies, described in Section 6.3.4. We need to

define a few terms first, in order to present these classes.

Container states and timers

In order to define the set of admissible policies more accurately, we need to describe the

status of a container more carefully.

A container can be in one of six possible “states” (some of them will become more clear

once an admissible policy is defined).

There are three timers that govern how long a container will be in the state with a

similar name; all three are configurable. The timer starts when the container enters the

corresponding state. When the timer expires, the container may be in the same or a different

state. If it is in a different state, the timer is ignored.

1. COOLDOWN TIMER. This timer controls the duration of the cooldown period. When

the timer expires and the container is till in the Cooldown state, a transition to the

Init state occurs. It is possible, however, to make a transition to the Idle state before

the expiration of the timer.

2. WARMUP TIMER. This timer controls the duration of the warmup period. The con-

tainer must stay in the Warmup state until this timer expires. It then transitions to

the Processing state, if there are requests in the queue, or to the Idle state otherwise.

3. IDLE TIMER. This timer controls how long a contain will remain in the Idle state

The six states of a container are the following:

1. INIT. This is the state of the container when the system powers up or when it exits

the cooldown phase after the expiration of the COOLDOWN TIMER. In this state, the

container cannot process requests without going through the warmup phase first.
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2. WARMUP. The container has been selected for activation and is now warming up.

It will remain in this state for a period of time dictated by the value of a WARMUP

TIMER. Once it enters this state, it will remain in it until the timer expires.

3. IDLE. If selected for activation, a container in this state can process a request with-

out incurring the warmup overhead. For any policy, the container with the lowest

identifier will be already in this state when the system starts up.

4. PROCESSING, MARKED. The container is processing a request. After it finishes this

processing, the container will enter the Cooldown state.

5. PROCESSING, UNMARKED. The container is processing a request. After it finishes

this processing, the container will be able to process other requests, if selected by the

policy.

6. COOLDOWN. The container has been selected for deactivation. It will remain in

this state for a period of time dictated by the value of a COOLDOWN TIMER. Unlike

the WARMUP state, the container may exit this state before the expiration of the

COOLDOWN TIMER.

These states can be represented with a six-bit, 0,1-valued vector. At any point in time,

exactly one element will have a value of one. Alternatively and more compactly, they can

be represented with a three-bit state; in this case, two bit combinations will be impossible.

Properties of admissible policies

In order to narrow down the set of policies, we impose the following features on a policy.

The last four features impose a unique selection when more than one choices exist.

1. Property PR0. A policy will not have all containers in the INIT state.

The rationale behind this property is the desire to keep a balance between achieving

good percentile performance and keeping costs low. After long idle periods or when

the system powers up, it is possible to have all containers in the INIT state. As a result,

before a request gets serviced it will have to wait for the Warmup period. This property

trades off a higher cost for improved performance.

2. Property PR1. A policy will have at most one container in the Warmup state.
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For example, in a system with 10 containers, 210 warmup possibilities exist. With the

restriction impose by this property, this number goes down to 10. Note that whether

the tradeoff is acceptable or not depends on the length of the WARMUP TIMER. As

the time a container spends warming up increases, the tradeoff becomes less and

less desirable.

3. Property PR2. Scale up or scale down decisions are made upon arrival of a request,

upon end of service or when a warmup timer expires.

As discussed in Section 6.3.1, there are a lot of alternatives to consider here. For

example, commercial container orchestration tools like Kubernetes make decisions

on a periodic basis, primarily to cut down on overheads.

Since our percentile criterion has not been examined before, we opted for studying

policies that have Property PR2 instead. This gives us more flexibility in control

actions.

Note that we do not consider taking actions when cooldown or idle timers expire. The

rationale for this restriction is the following: in medium to heavy load conditions, the

likelihood of having request arrivals or departures is quite high. The policy will have

already a chance to make a decision shortly before such an expiration event.

4. Property PR3. Scale up or scale down decisions involve at most one (potentially zero)

containers.

The alternative would be to allow for several containers; this is, for example, what

commercial container orchestration tools like Kubernetes do. Since, however, the

algorithm takes decisions more frequently due to Property PR2, we do not anticipate

Property PR3 to be a disadvantage.

Note that we allow a decision to leave the number of containers unchanged.

5. Property PR4. While a container is placed in Cooldown, the algorithm does not con-

sider it for scaling up.

6. Property PR5. When a transition from the Cooldown to the Idle state is to be made, the

policy selects the container with the earliest expiration of the COOLDOWN TIMER.

7. Property PR6. When a transition from the Idle to the Cooldown state is to be made,

the policy selects the container with the earliest expiration of the IDLE TIMER.
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8. Property PR7. When a transition from the Init to the Warmup state is to be made, the

policy selects the container with the lowest identifier.

9. Property PR8. When a decision to scale down results in marking a container for

cooldown, the policy selects the container with the lowest identifier.

10. Property PR9. When a decision to scale down is made and there are several eligible

containers, one is selected in the following order: IDLE, PROCESSING MARKED.

Events

There are five possible events that can cause a change in the container states:

1. ARR. This event signifies the arrival of a request at the common queue from which

all containers receive traffic to process. This event occurs at random times (governed

by the statistics of the arrival process) and is independent of the policy in effect.

2. PROCESS END. This event signifies the completion of service of a request at a con-

tainer. This event occurs at random times (governed by the statistics of the service

process). It is dependent on the policy in effect.

3. TIMER expiration. There are three expiration events, associated with the WARMUP,

IDLE and COOLDOWN TIMER.

Container state transitions

Figure 6.2 depicts all possible transitions between the six container states.

1. INIT. When a container is in the INIT state, it can only transition to the WARMUP

state. The events and policy actions that enable this transition are:

• Event: ARR, PROCESS END, WARMUP TIMER expiration. Action: SCALE UP

2. WARMUP. When a container is in the WARMUP state, it can only transition to the

IDLE or PROCESSING UNMARKED state. The events and policy actions that enable

this transition are:

• For IDLE. Event: WARMUP TIMER expiration, no requests in the queue.

• For PROCESSING UNMARKED. Event: WARMUP TIMER expiration, requests in

the queue.
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Figure 6.2: Container state transitions. n denotes requests in queue.
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3. IDLE. When a container is in the IDLE state, it can only transition to the COOLDOWN

or PROCESSING UNMARKED state. The events and policy actions that enable this

transition are:

• For COOLDOWN. Event: ARR, PROCESS END, WARMUP TIMER expiration.

Action: SCALE DOWN.

• For COOLDOWN. Event: COOLDOWN. TIMER expiration.

• For PROCESSING UNMARKED. Event: ARR, presence of requests in the queue.

4. COOLDOWN. When a container is in the COOLDOWN state, it can only transition to

the INIT or IDLE state. The events and policy actions that enable this transition are:

• For INIT. Event: COOLDOWN TIMER expiration.

• For IDLE. Event: ARR, PROCESS END, WARMUP TIMER expiration. Action:

SCALE DOWN.

5. PROCESSING UNMARKED. When a container is in the PROCESSING, UNMARKED

state, it can only transition to the PROCESSING MARKED, PROCESSING UNMARKED

or IDLE state. The events and policy actions that enable this transition are:

• For PROCESSING UNMARKED. Event: PROCESS END, presence of requests in

the queue.

• For PROCESSING MARKED.ARR, PROCESS END, WARMUP TIMER expiration.

Action: SCALE DOWN.

• For IDLE. Event: PROCESS END, no requests in the queue.

6. PROCESSING MARKED. When a container is in the PROCESSING MARKED state,

it can only transition to the COOLDOWN state. The events and policy actions that

enable this transition are:

• For COOLDOWN. Event: PROCESS END.

The complexity of system state

Let n (t ) denote the number of requests in the queue at time t . Let ci (t ) denote the state

of the i -th container at time t . Note that ci (t ) = {a , b , c , d , e , f } is a row vector with six

0,1-valued components that describe the state of the container:
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a = 1, if state is INIT; 0 otherwise

b = 1, if state is WARMUP; 0 otherwise

c = 1, if state is PROCESS, UNMARKED; 0 otherwise

d = 1, if state is PROCESS, MARKED; 0 otherwise

e = 1, if state is IDLE; 0 otherwise

f = 1, if state is COOLDOWN; 0 otherwise (6.3)

Let k denote the number of containers. Then, x (t ), the system state at time t , is defined

as the (6k +1)-dimensional vector:

x (t ) = {n (t ), c1(t ), · · · , ck (t )}. (6.4)

The high dimensionality of this vector makes it prohibitive to present precise FSM

diagrams for the system operations. This complexity was the intuition behind defining the

properties of admissible policies in Section 6.3.2.

6.3.3 Class 1: Open-loop, static policies

As the name implies, policies in this class do not take into account any system feedback

regarding the satisfaction of the goal. Neither do they change their parameters in time.

As such, it is not clear that they would achieve the desired percentile performance stated

in Equation 6.1. We study them here for their relative simplicity, when compared to the

“closed-loop” policies of Section 6.3.4, that attempt to achieve the desired performance.

In Table 6.1, we provide an example of such policies. In the sequel, we will evaluate

policy P6-1 in great detail.

Policy List
Policy
Name

Scheduling Policy Algorithm

P6-1 Gi F I F O : Applied every arrival and departure Algorithm 4

Table 6.1: List of static policies for single stage server with one class of users
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Algorithm 4 is described in pseudocode below.

Algorithm 4 Statically scale up/down containers
Input:
I: e ; . The event.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition using state x (t )
3: Calculate ScaleDownCondition using state x (t )
4: if ScaleUPCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

The conditions in lines 2 and 3 are dependent on the queue size. An administratively

chosen upper-threshold Th and lower-threshold Tl dictate the scaling decision and are as

follows:

ScaleUpCondition: If the queue size is more than the upper threshold, i.e n (t ) > Th , the

system is allowed to take a scale-up decision.

ScaleDownCondition: If the queue size is less than or equal to the lower threshold, i.e

n (t )≤ Tl , the system is allowed to take a scale-down decision.

When the Idle or Cooldown pools have more than one containers, the one whose timer

expires first (or the container that has been in its respective state the longest) is chosen.

Similarly, the container which finishes processing of a request first is chosen in line 11.

The request selection policy in line 10 is GiFIFO.
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Intuition and further details

The intuition behind algorithm 4 is the following: when an event occurs, the containers

can be in any container state.

So, when the algorithm decides to scale up, eligible containers are the ones in the

Idle, Cooldown or Init pools. The algorithm gives preference to containers in the ordered

mentioned. If there are more than one containers available in a pool, the algorithm chooses

the lowest numbered one.

Similarly, when the algorithm decides to scale down, eligible containers are the ones

in the Idle or Processing Unmarked pools. The algorithm gives preference to containers

in the ordered mentioned. If there are more than one containers available in a pool, the

algorithm chooses the lowest numbered one.

Note that at most one of the ScaleUpCondition, ScaleDownCondition flags can be TRUE

(both may be false). They are calculated as follows:

Let t be an instant of request arrival, request departure or timer expiration. Recall from

Equation 6.4 that the state of the system at time instant t − is

x (t −) = {n (t −), c1(t
−), · · · , ck (t

−)}.

Upon the arrival event, the system state becomes:

x (t ) = {n (t −) +1, c1(t ), · · · , ck (t )}.

Note that a container may also change state, as Algorithm 4 dictates; for simplicity of

presentation, we do not explicitly depict the new state, other than noting the potential

difference between, say c1(t −) and c1(t ). Upon the request departure event, the system state

becomes:

x (t ) = {n (t −)−1, c1(t ), · · · , ck (t )}.

For simplicity of presentation, suppose that the timer expiration events refer to container

1. Using the container states described in Equation 6.3, the new states are as follows:

Upon expiration of the WARMUP timer,

x (t ) = {n (t −), (0, 0, 0, 0, 1, 0), · · · , ck (t
−)}.
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Upon expiration of the COOLDOWN timer,

x (t ) = {n (t −), (1, 0, 0, 0, 0, 0), · · · , ck (t
−)}.

Upon expiration of the IDLE timer,

x (t ) = {n (t −), (0, 0, 0, 0, 0, 1), · · · , ck (t
−)}.

The value of the state x (t ) is used in the calculation of the three flags. The exact cal-

culations are described in the simulator programs. The new state after the event and the

application of the policy is x (t +).

Tunable Parameters and tradeoff manipulation

Note that there are three conflicting objectives at play, that the designer would have to

address: percentile performance, cost and simplicity of operation. For the highest achiev-

able percentiles, all containers should be active at all times - that incurs, of course, the

highest cost. Sophisticated container manipulation could squeeze a drop of additional

performance - at the expense of increased complexity.

There are several tunable parameters in the algorithm. We focus our attention to the

following:

1. Th , the “high threshold”. A scale up decision may be triggered only when the number

of requests in the queue is at or above this (positive) value.

2. Tl , the “low” threshold. A scale down decision may be triggered only when the number

of requests in the queue is at or below this (positive) value.

3. k , the number of containers available.

4. The duration of the three timers.

The two threshold values are introduced in the algorithm as a means to control tradeoffs.

Setting Th higher “delays activation” of containers, and thus trades percentile performance

for lower costs. Setting Tl lower “delays deactivation” of containers, and thus trades cost for

percentile performance.

Among the three timer expiration parameters, the warmup value is a property of the

container and thus not directly controllable by the designer. The cooldown and idle values,
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are, however, at the disposal of the designer. Small values for both would return a container

back to the init pool faster, and thus they favor reducing costs. Since a container would not

be available to serve requests immediately, the cost reduction would come at the expense

of percentile performance.

6.3.4 Class 2: Closed-loop, dynamic policies

The policies in Section 6.3.3 were “open loop”: they did not take into account the effect of

their actions on the desired percentile goals. The policies in this section make an attempt

to achieve the desired percentile performance stated in Equation 6.1.

In doing so, a policy in this class utilizes feedback regarding the currently achieved

percentile in making its decisions. The scale up, scale down decisions are adjusted accord-

ingly. Note that an accurate calculation of the currently achieved percentile can be done

only when a request finishes service. A policy that takes decisions upon request arrival as

well as warmup timer expiration must use an estimate of the currently achieved percentile.

To simplify our study, we’ll limit our attention to policies that take decisions only upon

completion of service.

As an example, consider Algorithm 5, described in pseudocode below. The structure

if the algorithm is identical to that of Algorithm 4, page 63, as far as the choices of which

containers to activate/deactivate. The fundamental difference comes in the calculation of

the ScaleUpCondition, ScaleUpCondition values.

More specifically, consider a desired percentile X . At a decision instant Tk , the algorithm

decides to scale up (resp. down) when: (a) the current percentile X (Tk ) exceeds X +δup (resp.

is less than X −δd o w n ), and, (b) the queue threshold conditions are met, as in Algorithm 4.

For values of X (Tk ) ∈ [X −δd o w n , X +δup ], the algorithm does not change the number of

containers.

The rationale for the “band around the desired percentile comes from the desire to

avoid “oscillations” when the goal is nearly met.

The decision to scale up or down can be implemented in several ways. In the spirit

of similar dynamic algorithms, scaling up/down can be “additive” or “multiplicative”. For

example, TCP uses an Additive Increase Multiplicative Decrease (AIMD) to adjust its window

parameter. We have chosen to evaluate the following algorithms:

1. AIAD: (Additive Increase Additive Decrease). One container is added in scale up; one

container is scaled down.
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2. A2IAD: (Aggressive Additive Increase Additive Decrease). Several containers are added

in scale up; one container is scaled down.

3. A2IA2D: (Aggressive Additive Increase Aggressive Additive Decrease). Several con-

tainers are added in scale up; several containers are scaled down.

Algorithm 5 Dynamically scale up/down containers
Input:
I: e ; . The event - only departure.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition, using state x (t ) and the feedback
3: Calculate ScaleUpCondition, using state x (t ) and the feedback
4: if ScaleUPCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

The thresholds at which the scale up and down decisions are taken are configurable

parameters of the policy. The metric of this configurable parameter is the percentile. The

conditions are as follows:

ScaleUpCondition: If the percentile X i (t ) is less than or equal to the lower threshold, X l ,

i.e X i (t )≤ X l , the system is allowed to take a scale-up decision.

ScaleDownCondition: If the percentile X i (t ) is more than the upper threshold, Xh , i.e

X i (t )> Xh , the system is allowed to take a scale-down decision.

The request selection policy is GiFIFO.

The intuition is that this algorithm will achieve the desired percentile, if this is indeed

achievable with the given number of containers. If it is not, the policy will keep all containers

active all the time; therefore, it will achieve the best possible percentile. We can supply a
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visual argument for this intuition that uses the performance space shown in Figure 3.5,

page 25: with one class of users, say class 1, the performance space would be described by

the line segment FE. The best percentile is achievable by policy G1FIFO in this case.

In Table 6.2, we provide an example of such policies. In the sequel, we will evaluate

policy P6-1 in great detail.

Policy List
Policy
Name

Scheduling Policy Algorithm

P6-2 Gi F I F O : Applied every departure Algorithm 5

Table 6.2: List of dynamic policies for single stage server with one class of users.

Overhead associated with a closed-loop policy

A policy in this class incurs additional overhead, due to the collection and processing of

the feedback. This feedback is collected at each container and must be transported to the

processing CPU.

In practice, the main issue is integration of this feedback with the container management

system. For example, in kubernetes [7], this feedback about percentiles would be a custom

metric. It would require defining and implementing an operator and replacing the standard

HPA algorithm.

6.4 Single user system: evaluation of control policies

In this section, we evaluate policies P6-1 and P6-2, the representative members from the

two classes of admissible policies.

We center the evaluation around a number of top-level questions, as we describe in

Section 6.4.2.

6.4.1 Simulation Environment

We have used the open-source, ns-3 simulator for our evaluation environment. We had

to make certain modifications, as we describe in more detail in Appendix A, in order to
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accommodate the container environment of this chapter.

We have modeled the arrival process in each user as an Interrupted Poisson Process (IPP).

We have modeled the request service times as a bounded exponential random variable,

with rate 1/1000 and bound 2 msec. This results in an average service time of 0.7 msec.

Unless otherwise noted, we kept the overall utilization at about 80%, by setting the IPP

parameters accordingly. See Chapter B, page 120, for details.

6.4.2 The top-level evaluation questions

The baseline scenario

We start our evaluation by establishing a baseline scenario for comparison. We then set a

number of top-level questions that we answer with a series of experiments.

For the baseline, we simulate a FIFO policy and a system with 10 containers that are

active all the time. This scenario incurs the highest cost for a user/highest income for the

service provider. It may achieve high percentiles as well; of course, a GiFIFO policy can

achieve better percentiles at the expense of increased complexity.

As part of the baseline scenario, we also vary the number of containers from 2 to ten,

keeping the load constant. In all cases, we evaluate the achieved percentiles.

The evaluation questions

We group our questions into the following sets:

1. Effects of control parameters. There are six variables at the disposal of the designer:

High and Low Thresholds; the three timers; the g-value in the GiFIFO policy

2. Effects of requirement parameters. There is one variable to study: g_i values in the SLA

The number of possible combinations is enormous. We explain in the following sections

how we fix the remaining variables when we study the impact of a specific variable. In all

questions, we determine the Cumulative Distribution Function (CDF) of the delay and cost.

6.4.3 Evaluation of Class 1: Open-loop, static policies

The baseline scenario

In the baseline scenario, we fix the load in the system to 80% and vary the number of

containers from 2 to 10. The results are shown in Figure 6.3.
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Figure 6.3: The baseline scenario

On the upper extreme, 10 containers (even 9) are sufficient to have all 100% of requests

meeting the desired goal. On the lower end, with only 2 containers available, less than 20%

of requests meet their desired goal. The system is severely oversubscribed.

The effects of control parameters

In this group of questions, we study the effect of the tunable parameters we introduced in

Section 6.3.3. Recall that these parameters are:

1. Th , the “high threshold”. A scale up decision may be triggered only when the number

of requests in the queue is at or above this (positive) value.

2. Tl , the “low” threshold. A scale down decision may be triggered only when the number

of requests in the queue is at or below this (positive) value.

3. The duration of the IDLE timer. This parameter is under the designer’s control.

4. The duration of the COOLDOWN timer. This parameter is under the designer’s control.

5. The duration of the WARMUP timer. This parameter is a property of the container

and the Operating System. The designer cannot control it.

A. The effects of Th , the “high threshold”.

In Figure 6.4, we depict the CDF of the delay, parametrized by various values of Th , the

“high threshold” parameter. The results depicted in this and the next figure are obtained
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while keeping the COOL DOWN, IDLE and WARM UP time to roughly half of the average

service time.

Figure 6.4: CDF of the delay, parametrized by Th , the “high threshold”.

The most interesting observation we can obtain from these results is that there is a clear

“stochastic dominance” of the CDF, as Th varies; the cdfs do not “cross” each other. In order

to investigate why, we provide another view in Figure 6.5.

For a given delay, we depict the delay percentile and cost vs Th . We observe that the

behavior of both metrics is monotone. Let’s analyze the trend of the percentile and cost

metrics for “low” (e.g., Th between 2 and 8), and “high” thresholds (e.g., Th between 80 and

100).

1. “Small” threshold behavior, Th , Th ′ ∈ {2, . . . , 8}. Refer to Figure 6.6. The low threshold

Tl is set to 0; suppose that Th < Th ′ .

• Percentile: Note that the policy allows only a small number of requests to be

accumulated in the queue before more containers can be added to the system.

The likelihood of these accumulated requests to be percentile contributing is

high for low values of Th as the waiting times of these requests are low. We

expect percentiles to be high. As the value of the high threshold increases (but

still remains low), we expect the number and hence the percentile of requests

meeting their deadline to decrease.
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Figure 6.5: Delay percentile and cost vs Th , the “high threshold”.

Figure 6.6: Queue occupancy in scenario where Th is small.
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• Cost: For low values of Th , containers are pulled out of INIT state “quite fast”.

We expect costs to be high. As the value of the high threshold increases (but still

remains low), we expect containers to be pulled out not as fast, and hence we

expect the cost to decrease.

2. “large” threshold behavior, Th , Th ′ ∈ {80, . . . , 100}. Refer to Figure 6.7. The low thresh-

old Tl is set to 0; suppose that Th < Th ′ .

Figure 6.7: Queue occupancy in scenario where Th is large.

Note that in this case, the policy allows a large number of requests to be accumulated

in the queue before more containers can be added to the system.

• Percentile: The likelihood of accumulated requests to be percentile contributing

is low for high values of Th as the waiting times of these requests are high. As the

value of the high threshold increases (and still remains high), we do not expect

to see a drastic change in this likelihood.

• Cost: For high values of Th , containers stay in the INIT state longer. They are

pulled out of the INIT state “not as fast”. Hence, we expect costs to be low. As the

value of the high threshold increases (and still remains high), we expect the cost

reduction to “plateau”, since a small change in Th will not affect the duration of

the INIT state much.

B. The effects of Tl , the “low threshold”.

In Figure 6.8, we depict the CDF of the delay, parametrized by various values of Tl , the

“low threshold” parameter. The results depicted in this and the next figure are obtained

while keeping the COOL DOWN, IDLE and WARM UP time to roughly half of the average

service time.
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Figure 6.8: CDF of the delay, parametrized by Tl , the “low threshold”.

The most interesting observation we can obtain from these results is that there is a clear

“stochastic dominance” of the CDF, as Tl varies; the cdfs do not cross each other. In order to

investigate why, in Figure 6.9, we provide another view.

For a given delay, we depict the percentile and cost vs Tl . We observe that both metrics’

behavior is monotone. The experiment was run by fixing Th = 20. This value would bring us

to the lower middle range of parameters in Figure 6.5.

Refer to Figure 6.10. Recall that the policy scales up by one container when the queue

reaches Th and scales down when the queue reaches Tl . The closer the two thresholds are,

the more frequent the policy will take away a container, resulting in queue occupancy to go

higher and again scale up more frequently.

Percentile and cost: As Tl increases towards Th , we would expect the behavior to be similar

to the case of Th decreasing. Figure 6.9 displays this behavior, when compared to Figure 6.5.

C. The effects of the gap Th −Tl between the two thresholds.

From the two experiments we see that, when Tl and Th are close to 0, we achieve lower

percentiles at lower cost. When they are away from 0, we achieve higher percentiles at

higher cost. So, we ran more experiments; the results are shown in Figure 6.11.

A transition to Tl and below will start the COOLDOWN timer of a container. When Tl

is high, containers that finish service leaving the queue size at or below Tl will enter the

COOLDOWN state. Since there are requests in the queue, containers will not be in IDLE

state. A subsequent queue fluctuation to Th will bring a container back to service from
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Figure 6.9: Percentile and cost vs Tl , the “low threshold”.

Figure 6.10: Queue occupancy in scenario where Tl is high.
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the COOLDOWN state without going through the INIT state; this increases the cost as well

as the percentile, since there are requests to serve. When Tl is close to 0, containers that

finish service leaving the queue size at or below Tl will also enter the COOLDOWN state.

There may be containers in the IDLE state, since the queue size is small or zero, in this

case. A subsequent queue fluctuation to Th will activate a container from the IDLE state,

increasing the chances that a container from the COOLDOWN state will enter the INIT

state, increasing the cost.

Figure 6.11: Window of 4 requests between Th and Tl .

In the next three experiments, we studied the effect of the three timers.

D. The effects of the IDLE timer.

Recall that the main purpose of introducing the IDLE timer in the design of a policy is

to increase percentiles; instead of directly transitioning to the COOLDOWN state, we allow

containers in the idle state to start processing requests as soon as requests are available.

Hence, saving the extra time containers would take to start processing requests only after

the SCALE UP decision.

In Figure 6.12a, we depict the CDF of the delay and in Figure 6.12b, we depict the

associated cost.

The depicted behavior is expected, once we analyze the workload. Recall that arrivals

are modeled as an IPP process with the following parameters:

• onTimeMin of 500µs
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(a) CDF of the delay. (b) Cost.

Figure 6.12: Effects of the IDLE timer value.

• onTimeMax of 1.5m s

• offTimeMin of 500µs

• offTimeMax of 1.5m s

With these load parameters, we do not anticipate idle timers to expire, since the mini-

mum IDLE timer is 4ms. This explains the (almost) identical percentile and cost graphs in

Figures 6.12a and 6.12b.

E. The effects of the COOLDOWN timer.

Recall that the main purpose of introducing the COOLDOWN timer is to avoid sending

containers to the INIT state rapidly. Rapid transition of containers from COOLDOWN to

INIT state would mean that during a SCALEUP decision, containers will incur the WARMUP

cost and thus not be available for service. This cost is aggravated by the fact that admissible

policies put containers in the WARMUP state one by one, lengthening the amount of time

they are not available for service.

In Figure 6.13a, we depict the CDF of the delay and in Figure 6.13b, we depict the

associated cost.

The depicted behavior is expected, once we analyze the workload. Recall that arrivals

are modeled as an IPP process with the following parameters:

• onTimeMin of 500µs

• onTimeMax of 1.5m s
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(a) CDF of the delay. (b) Cost.

Figure 6.13: Effects of the COOLDOWN timer value.

• offTimeMin of 500µs

• offTimeMax of 1.5m s

With these load parameters, we do not anticipate cooldown timers to expire for higher

values. This explains the (almost) identical percentile and 100% cost for higher values

Figures 6.13a and 6.13b.

F. The effects of the WARMUP timer.

Recall that the WARMUP timer is a property of the container and cannot be adjusted by

the designer.

In Figure 6.14a, we depict the CDF of the delay and in Figure 6.14b, we depict the

associated cost.

As the WARMUP timer increases, the percentiles decrease (and costs increase), as

expected.

The effects of SLA requirement parameters

In this section, we analyze previous experiments from a different angle, namely that of a

user.

More specifically, let’s specialize the SLA presented in Equation 6.1, page 54, for a single

user, as shown in Equation 6.5:
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(a) CDF of the delay. (b) Cost.

Figure 6.14: Effects of the WARMUP timer value.

W ( f )≤ g , for a fraction X of the requests (6.5)

g <W ( f )<∞, for a fraction 1−X of the requests (6.6)

From a user perspective, the SLA contains two parameters, g and X . A user can read the

graphs of the previous sections to answer two questions: given the “overall system” (e.g.,

my arrival and service patterns; the selection of policy and its configurable parameters, the

container characteristics)

1. Q1: fix a tolerable delay g . What percentage of my traffic experiences delays less than

that?

2. Q2: fix a percentile X . what is the maximum tolerable delay for this percentile?

Any CDF graph that is previously presented can be used to answer these questions.

For example, consider Figure 6.4, page 71; for simplicity of presentation, use the curve

corresponding to Th = 100 (the lowest curve in the graph).

Then, for Q1, if the user can tolerate 50 msec (5 ·107 nsec), 96% of the user traffic will

see a delay no more than that. For Q2, if the user is happy with at least 99% of her/his traffic

meeting a delay bound, that bound is bout 70 msec (for the same Th = 100 value).
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(a) CDF of the delay. (b) Cost.

Figure 6.15: Evaluation of the dynamic policy.

6.4.4 Evaluation of Class 2: Closed-loop, dynamic policies

The baseline scenario

For this scenario, we have simulated Policy P6-2 that uses Algorithm 5, page 67, with the

following parameters:

• X = 90%

• δup = 5% a nd 1%

• δd o w n = 2% a nd 0%

• k = 10 (maximum number of containers)

The system parameters for all timers are the same as described in Section 6.4.3, page 69.

In Figure 6.15a, we depict the CDF of the delay under a dynamic policy that used a g value

of 4msec and a desired percentile X = 90%.

We have investigated the following methods to scale up or down:

• AIAD-91: scale up by one container when the current percentile is 90% (or less); scale

down by one container when the current percentile is 91% (or higher).

• AIAD-95: scale up by one container when the current percentile is 90% (or less); scale

down by one container when the current percentile is 95% (or higher).

• A2IAD-91: scale up by four containers when the current percentile is 90% (or less);

scale down by one container when the current percentile is 91% (or higher).
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• A2IAD-95: scale up by four containers when the current percentile is 90% (or less);

scale down by one container when the current percentile is 95% (or higher).

• A2IA2D-91: scale up by four containers when the current percentile is 90% (or less);

scale down by four containers when the current percentile is 91% (or higher).

• A2IA2D-95: scale up by four containers when the current percentile is 90% (or less);

scale down by four containers when the current percentile is 95% (or higher).

We notice one interesting feature from Figure 6.15a. Under the dynamic policy, the

desired percentile (90% of requests have a delay of 4 msec) is not achieved by four of the

examined policies2. This is contrary to intuition.

In order to provide an explanation, we depict in Figure 6.16 the evolution of the current

percentiles X (Tk ). (Note that the x-axis is the number of requests departed, not time, since

we calculate the percentile upon service completion only.)

Figure 6.16: Progression of percentile with each departure.

We observe from Figure 6.16 the following. First, we see that when the last (1,000,000th)

request finishes its service, only MIAD-5 and MIMD achieve the desired percentile. Second,

2The other two meet the objective, but barely. The graph is not very readable at the scale shown.
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the percentiles “oscillate” under all policies. They never exceed the upper threshold of 90%

plus the 1% or 5% tolerance. This is expected, since the scale down decision removes at

least one container fairly soon. Third, the duration of the oscillations increases with time.

Why, contrary to intuition, is the desired percentile not achieved, even after a million

requests have entered the system? Since the dynamic policy makes a decision at every

request completion, it had a million chances to achieve the desired goal. Let’s take a closer

look. We define the following:

• Tn : the completion instant of the nth request.In our experiment, n = 1, . . . , 1, 000, 000.

• X (Tn ): the percentile of requests that had a delay below the desired threshold g , at

time Tn . (Intuition says that as n→∞, Tn →∞ and X (Tn )≈ X .)

• A(Tn ): the total number of requests that have arrived up to time Tn .

• C (Tn ): the total number of requests that had delays below the desired threshold g , up

to time Tn . We have C (Tn )≤ A(Tn ).

• I (Tn ): a variable that is equal to one, if the request departing at time Tn had a delay

below the desired threshold g , and 0 otherwise.

With the above terminology and notation, we can write:

X (Tn ) =
C (Tn )
A(Tn )

We can express the evolution of X (Tn ) from decision instant to decision instant as follows:

X (Tn+1) =
C (Tn+1)
A(Tn+1)

=
C (Tn ) + I (Tn+1)

A(Tn+1)
=

C (Tn )
A(Tn+1)

+
I (Tn+1)
A(Tn+1)

=
A(Tn )

A(Tn+1)
C (Tn )
A(Tn )

+
I (Tn+1)
A(Tn+1)

=
A(Tn )

A(Tn+1)
X (Tn ) +

I (Tn+1)
A(Tn+1)

(6.7)

Observe in Equation 6.7 that the term A(Tn )/A(Tn+1) becomes very close to 1 (but stays less

than 1). The second term, I (Tn+1)/A(Tn+1), represents the contribution of requests that met

their deadline towards the desired goal X .

This term explains the apparent difficulty of the policy to achieve its desired goal. Sup-

pose that A(Tn+1) is in the order of 100. A request departing at Tn+1 that meets its deadline

will increase X (Tn+1) by 1%. Now consider a similar request when A(Tn+1) is in the order of
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1,000,000. It will increase X (Tn+1) by only 0.000001%. Such increases grow “logarithmically”;

they can add up to any number (the sum

∞
∑

n=1

1

n
=∞

but convergence is logarithmic - hence very slow.

A last observation using Figure 6.17 is that under the AIAD-91 policy, the trend at the

1,000,000th request is “downward”. After about 850,000 serviced requests, this policy had

achieved the desired 90% target; the policy has started removing containers from service.

This is apparent from the drop of the cost graph from 10 to 0. The policy reactivated all

10 containers again. However, there are very few percentile contributing requests (each

contributing about 0.000001% ) to make a dent in the percentile.

Figure 6.17: Progression of percentile with each departure. Scaling of containers

6.4.5 Evaluation Summary, single user system

In summary, we can make the following observations regarding this system:

• (As expected), a pure FIFO policy does not perform well for percentile SLA KPIs. The

83



degradation is significant, especially in medium to high utilizations.

• the difference in the overhead between open- and closed-loop control policies is not

significant. So, closed-loop control policies should be preferred, given their potential

to achieve desired percentiles (when they are indeed achievable).

• Fine tuning policy configuration is a tricky venture. Choosing values for the IDLE,

COOLDOWN timers and/or the two thresholds depends on traffic characteristics.

Detailed studies are needed, if one wants to provide rules of thumb for such choices.

• Given the complexity of policy configuration, “user training is needed” to avoid high,

unreasonable expectations.

• Dynamic policies have the potential to achieve desired percentile goals. Given the

inherent low convergence rates, again “user training is needed”; one cannot have their

pie and eat it too.

6.5 Two user system: design of control policies

In this section, we consider a two user system. We limit our attention to only two users for

simplicity. The structure of the policies will be the same for the more general case of N > 2

users.

The presence of two users changes the policies of Section 6.3, page 55, in the following

way: with a fixed number of containers to allocate to both users, an additional knob is

available to the designer. This knob refers to the number of containers allocated to each

user.

Let k denote the number of containers. A static allocation of ki containers to user

i , i = 1,2, is the special case we studied in Section 6.3. In the rest of this section, we will

consider only policies that vary this allocation dynamically.

This dynamic allocation will incur, of course, some overhead. We amount of this over-

head depends on the type of feedback and its required processing. For the (closed-loop)

policies we have in mind and present in Section 6.5.3, this overhead consists of the feedback

on percentiles achieved by the two users. Therefore, compared to the single user case, the

overhead growth is linear.

The same tradeoffs as in the single user case apply here as well. With these points in

mind, we proceed to define the policies we’ll study in more detail.
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6.5.1 The classes of admissible policies

We will consider two broad classes of policies: Open-loop, static policies, described in

Section 6.5.2 and Closed-loop, dynamic policies, described in Section 6.5.3. We’ll follow the

terminology we established in Section 6.3.2. For the sake of brevity, we’ll only highlight the

differences introduced by the presence of a second user.

The system is depicted in Figure 6.18.

Figure 6.18: A single stage, two-user system.

Each user’s requests are held in a separate queue. The scheduling policy makes de-

cisions upon arrival of a request to a queue, upon departure from a container as well

when a WARMUP timer expires. An admissible policy has all the properties we defined in

Section 6.3.2, page 57, for the single user case.

There are five possible events that can cause a change in the container states, as ex-

plained in Section 6.3.2, page 59. A container transitions among the same 6 states mentioned

in Section 6.3.2, page 59. The events and corresponding actions, will of course, be different

in the case of two users, since the admissible policies have an extra knob.

Let c j (t ) denote the state of the j th container at time t , as defined in Section 6.3.2. Then,

x (t ), the system state at time t , is defined as the (6k +1)-dimensional vector:

x (t ) = {n (t ), c1(t ), · · · , ck (t )}, (6.8)
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where now n (t ) = (n1(t ), n2(t )) is the number of requests in the queues of the two users.

Let’s revisit the analysis of a two-user system in Section 3.2.2, page 23. In particular,

consider the two extreme policies that achieve the best percentiles corresponding to points

E and D in the performance space depicted in Figure 3.5, page 25. We depict the space

again in Figure 6.19 as well, for convenience of presentation. These are policies P2 and P3 in

Table 3.1, page 25. More specifically, both policies employ a GiFIFO rule for their intra-class

component and a strict priority rule for their inter-class component.

Figure 6.19: The Performance Space a a two-class System with a single server.

We will use these policies as well as the T-type policies of Section 3.2.2, page 26, as the

basis for defining the policies in this section. Since the system in this section has several

servers, the corresponding policies will have an additional “knob” to set as we’ll explain in

the next sections.

6.5.2 Class 1: Open-loop, static policies

The open-loop, static policies we’ll study use Algorithm 6.

The conditions in lines 2 and 3 are dependent on the queue size(s) with three options:

• queue size of higher priority n1(t );

• queue size of lower priority n2(t );
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Algorithm 6 Statically scale up/down containers, two user system
Input:
I: e ; . The event.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition using state x (t )
3: Calculate ScaleDownCondition using state x (t )
4: if ScaleUPCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

• cumulative of queue sizes n1(t )+n2(t ). One can take do a simple summation, averag-

ing, etc on the two queue sizes.

We chose the third option and for the sake of simplicity chose the simple summation of

the two queue sizes. The rationale of selecting this option is explained in the section 6.5.2

An administratively chosen upper-threshold Th and lower-threshold Tl dictate the scaling

decision and are as follows:

ScaleUpCondition: If the queue size is more than the upper threshold, i.e n1(t )+n2(t )> Th ,

the system is allowed to take a scale-up decision.

ScaleDownCondition: If the queue size is less than or equal to the lower threshold, i.e

n1(t ) +n2(t )≤ Tl , the system is allowed to take a scale-down decision.

When the Idle or Cooldown pools have more than one containers, the one whose timer

expires first (or the container that has been in its respective state the longest) is chosen.

Similarly, the container which finishes processing of a request first is chosen in line 11.

The request selection policy is GiFIFO.
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Priority-based, open-loop, static policies

The decision instants are arrivals, departures of requests and Warmup timer expirations.

These policies utilize the priority Algorithms [(1, 2),G 1F I F O ,G 2F I F O ]and [(2, 1),G 1F I F O ,G 2F I F O ]

to select a class and a request from this class for service. This is the request selection in

Step 13 of Algorithm 6.

The calculation of the scale UP or DOWN conditions is done exactly the same way as

described in the single user case, using upper and lower thresholds Th and Tl , with one

difference. The difference is the value of the queue size used in the comparisons. With

two queue sizes n1(t ), n2(t ) in the state vector n (t ), we have three reasonable choices to

consider:

• n1(t );

• n2(t );

• n1(t ) +n2(t ).

We have simulated all three choices, since the apriori intuition behind a choice is not

particularly strong. After running the experiments, the third choice proved to be the only

reasonable one3. Therefore, in Table 6.3, we provide an example of such policies using only

the n1(t )+n2(t ) choice. In the sequel, we will present evaluation results for policy P6-3 only.

Policy List
Policy
Name

Scheduling Policy Algorithm

P6-3 Gi F I F O : Applied every arrival, departure and Warmup
timer expirations, with n1(t ) +n2(t ) comparisons.

Algorithm 6

Table 6.3: List of dynamic policies for single stage server with one class of users.

3Here is a brief explanation why using only one queue size proved problematic. Ignoring one of the two
sizes leads to fewer, less frequent activations of containers. Queue sizes grow long and percentiles drop
dramatically. Imagine scaling decision to be made on n1, and n1(t ) = 0. Class 2 requests will have to be served
by just one container.
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T-type, open-loop, static policies

Priority-based policies favor one class in an extreme fashion. T-type policies achieve balance

between the extremes. We use them instead of the priority policies in the request selection

in Step 13 of Algorithm 6.

The decision instants are arrivals, departures of requests and Warmup timer expirations.

The scale UP, DOWN decisions are done in the same way as with the priority-based policies.

Policy P6-4 in Table 6.4 is a sample representative.

Policy List
Policy
Name

Scheduling Policy Algorithm

P6-4 T − t y p e : Applied every arrival, departure and Warmup
timer expirations, with n1(t ) +n2(t ) comparisons.

Algorithm 6

Table 6.4: List of dynamic policies for single stage server with one class of users.

6.5.3 Class 2: Closed-loop, dynamic policies

The closed-loop, dynamic policy we’ll study uses Algorithm 74.

As with the single-user case, discussed in Section 6.3.4, page 66, Algorithm 7 takes

decisions by using feedback on the achieved percentiles and only when a request finishes

service and thus exact calculation of the currently achieved percentile is possible.

Let Tk denote the departure instant of the k th request; this request may belong to either

user. Let X i , i = 1, 2, denote the desired percentile for user i . For simplicity of presentation,

let δup > 0,δd o w n denote acceptable tolerances.

Two percentiles X i (Tk ), i = 1, 2, are now calculated. Consider the inequalities

X1−δd o w n < X1(Tk ) ≤ X1+δup , (6.9)

X2−δd o w n < X2(Tk ) ≤ X2+δup . (6.10)

The percentile for a class can be below the lower threshold, between the two thresholds

or above the higher threshold. This condition defines a total of nine cases.

4We defer for the time being description of what the feedback is in lines 2 and 3 (see Table 6.5 or 6.6)
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Algorithm 7 Dynamically scale up/down containers, two-user system
Input:
I: e ; . The event - only departure.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition using state x (t ) and the feedback
3: Calculate ScaleDownCondition using state x (t ) and the feedback
4: if ScaleUPCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy (see Table 6.7)
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

Attempt 1

The scaling decision (steps 2 and 3 in Algorithm 7) takes into consideration these nine

cases, as we describe in Table 6.5. A blank entry means that the decision is NO CHANGE in

the number of containers. Note that in this and the next table, the rows correspond to class

1 and the columns to class 2.

Below Between Above
Below UP
Between DOWN
Above DOWN DOWN

Table 6.5: Dynamic policies, scaling decision rules.

The intuition behind these rules is the following: the algorithm scales UP when both

classes underperform. It scales down when one overperforms and the other does not under-

perform. In all other cases, the number of containers remains unchanged. The number of

containers scaled-up and scale-down is aggressive (A2IA2D as discussed in Section 6.4.4).
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Attempt 2

We ran experiments with scaling decisions made according to Table 6.5. We were unpleas-

antly surprised to see that enormous queues were building up for both classes very early in

the experiments5. We soon understood why our initial intuition led to such a bad design.

This policy scaled up the number of containers only when both users were underper-

forming. With a GiFIFO intra-class policy and calculation of current percentiles only upon

departure, it is easy for a class to have a percentile above the desired threshold. This will keep

the number of active containers low, since the experiments start with one container only

and scale up decisions are rare. With load at about 80%, the system is heavily overutilized

and queues are naturally building up.

This observation led to our second design suggestion, described in Table 6.6. The in-

Below Between Above
Below UP UP UP
Between UP DOWN
Above UP DOWN DOWN

Table 6.6: Dynamic policies, scaling decision rules.

tuition behind these new rules is the following: the algorithm scales UP when at least one

of the classes underperforms. It scales down when one overperforms and the other does

not underperform. In all other cases, the number of containers remains unchanged. The

number of containers scaled-up and scale-down is aggressive.

We ran further experiments with scaling decisions made according to Table 6.6. We were

pleasantly surprised that the frequency of scale up decisions increased substantially. We

were unpleasantly surprised to see that enormous queues were still building up for both

classes, even though they happened towards the end of the simulation. We soon understood

why our second intuition led to an improved but still “not so good” design.

The policy was quick in scaling up containers; however, when none of the two users’

percentile was below the desired threshold, scale down decisions were taken. Since such de-

cisions were taken at every service completion, nine successive completions were sufficient

to drop the number of active containers down to one. The queue buildup phenomenon

started taking place. The intrinsic property of a GiFIFO policy - search a queue and find one

5We ran experiments with 500,000 arrivals for each user. We have noticed buildups of over 400,000.
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request that has a good chance of meeting the desired delay - now works against intuition.

It will prolong the time of transition into a situation that triggers the scale UP action.

Attempt 3

In this attempt, we switched to a policy that takes scaling UP/DOWN in a periodic fashion.

We expect this policy to avoid the traps of the previous designs. The policy still uses the

logic of Table 6.6. We present evaluation results for this policy in Section 6.6.2.

Request selection

In order to complete the description of the policy, we need to specify the intra-class request

method. The choice of a request is done as we describe in Table 6.7.

Below Between Above
Below class 1 class 1 class 1
Between class 2 class 1 class 1
Above class 2 class 2 class 1

Table 6.7: Dynamic policies, request selection rules.

The intuition behind these rules is the following: we favor the class that is doing rel-

atively worse than the other, breaking ties in favor of class 1. For example, when a class

underperforms, (first row and first column entries), it is selected for service.

We summarize these descriptions as Policy P6-5 (with variations) in Table 6.8.

Policy List
Policy
Name

Scheduling Policy Algorithm

P6-5 Gi F I F O : Applied every departure; scaling periodic; re-
quest selection as in Table 6.7

Algorithm 7

P6-5 Gi F I F O : Applied every departure; scaling as in Table 6.5;
request selection as in Table 6.7

Algorithm 7

P6-5 Gi F I F O : Applied every departure; scaling as in Table 6.6;
request selection as in Table 6.7

Algorithm 7

Table 6.8: List of dynamic policies for single stage server with two classes of users.
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When the Idle or Cooldown pools have more than one containers, the one whose timer

expires first is chosen. Similarly, the container which finishes processing of a request first is

chosen in line 11.

The request selection policy is GiFIFO.

6.6 Two user system: evaluation of control policies

In this section, we evaluate P6-3, P6-4 and P6-5, the three representative members from

the two classes of admissible policies.

We center the evaluation around the following top-level question:

1. How does each policy perform, in terms of achieved percentiles?

2. And, of course, which policy among the three performs better?

6.6.1 Evaluation of Class 1: Open-loop, static policies

In this section, we evaluate policies P6-3 and P6-4.

For Policy P6-3, we experimented with all three choices for queue sizes used in the

threshold comparisons, as mentioned in Section 6.5.2. We present results only for the case

in which we use n1(t ) +n2(t ) for threshold comparisons.

In Figure 6.20, we depict the CDF of the delay for both classes, under policies P6-3 and

P6-4 (a T-type policy with bias 0). As expected, the T-type policy “steals” from the high

priority class in order to help the performance of the lower priority one.

We also ran an experiment to gauge the impact of our multiserver, cool down and

warmup assumptions. We were interested to see what degradation we may see when we

compare this system to the one-server, theoretical model and performance space of Sec-

tion 3.2.2 (see line ED in Figure 3.5, page 25). In Figure 6.21, we depict the equivalent line

and the performance of three T-type policies with bias -2, 2 and 0. We attribute the fact that

the T-type policies show a degradation in performance to the presence of the warmup and

cooldown effects.

6.6.2 Evaluation of Class 2: Closed-loop, dynamic policies

We next evaluate policy P6-5. As discussed in Section 6.5.3, the first two designs based on

scaling done upon departure according to Tables 6.5 and 6.6 did not perform according to
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Figure 6.20: CDF of Class 1 and Class 2. T-type with Bias 0.

our intuition. So, in this section we present results with periodic scaling. We used a period

of 50 msec and configured

X1 = 90%, X2 = 90%,δd o w n = 0%,δup = 1%,

for the experiment.

In Figure 6.22a, we depict the CDF of the delay under policy P6-5. In Figure 6.22b, we

depict the progression of percentiles for both users. Note that the x-axis is request number,

not time. The two percentiles do not progress in lockstep, as the figure seems to indicate.

We observe that the policy misses the stated objective of 90%, even though slightly. The

difference between the lows and the highs shows a tendency to increase; we suspect that

with more arrivals in the simulation (in this experiment we have 500,000 for each class) this

policy will also fail, even though not as badly as the previous two.

In Figure 6.23, we present the time progression of the percentiles. Notice the (slight)

difference between Figures 6.23a and 6.22a. We zoom in in Figure 6.23b, in order to explain

some interesting behavior.

Right after time 6.2, both classes exceed their 90% target, so a scale down occurs; the

number of containers drops by 4 (to 6). A little later, the policy evaluates percentiles again

and makes a second scale down decision. The number of containers drops down to 2. Class

2 has lower priority and starts hurting; its percentile keeps decreasing. This decrease causes

two scale up decisions right after time 6.4, that bring the number of containers up to 10
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Figure 6.21: The Performance Space a two-class System with Autoscaling.

again. Class 2 is now given top priority and thus its percentile increases while the percentile

for class 1 starts decreasing. We see one more flip of the priorities again at around time

6.67.

6.6.3 Evaluation Summary, two user system

1. Observation 1: Utilizing feedback regarding the achieved percentiles can be tricky:

first intuitions are not necessarily correct.

2. Observation 2: In all designs that involve GiFIFO policies, attention must be paid

to fully understanding the impact of its inherent property of preferring “promising”

requests. The long-run percentile can be widely different from the currently achieved

percentiles.

3. Observation 3: A closed loop policy must necessarily involve queue sizes in its scaling

decisions.

4. Observation 4: The combination of the two conflicting goals of increasing percentiles

and keeping queue sizes at bay leads to tradeoffs in favor of the latter goal.
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(a) CDF of the delay, policy P6-5.
(b) Percentile progression of the two classes,
vs request number.

Figure 6.22: Evaluation of policy P6-5.

(a) Percentile progression of the two classes,
vs time.

(b) Percentile progression of the two classes,
vs time, zoom in.

Figure 6.23: Evaluation of policy P6-5.
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6.7 Overall Evaluation summary

In summary, besides the observation about GiFIFO vs FIFO performance, we can make

three generic observations from the work in this chapter.

1. Observation 1: Compared to the routing environment usecase, the presence of the

autoscaling control knob complicates the design landscape considerably.

2. Observation 2: Centralized, closed-loop policies offer superior performance com-

pared to open-loop ones. Designing them is tricky; the lessons of Chapter 3 were

indispensable.

3. Observation 3: Such policies are in the spirit of SDN-type controllers that have seen in-

creased use in the datacenter environments. The communication overhead to gather

local measurements to a central controller is small (compared to the networking

environment). The limitations that are inherent in a distributed implementation are

no longer present.
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CHAPTER

7

CONTROLLING PERCENTILE DELAYS IN

A COMPUTE ENVIRONMENT:

MULTI-STAGE

The structure of this chapter is identical to that of the previous one. There is a difference in

the models of the services offered: we now investigate two service stages. This difference

necessitates an alteration in the control algorithms we design and evaluate. We discuss the

implications of this difference in Section 7.4.

7.1 System model and problem statement

The system model is depicted in Figure 7.1.

The modeling assumptions we made in the previous chapter hold true here as well,

with one difference. Upon completion of its service in the first stage, a request enters the

second stage of the system and then departs the system.

This model is an over-simplification of realistic compute environments, in which the
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Figure 7.1: A two-stage, asynchronous microservice environment with two users.

number of stages can very well be in the several tens. In modern cloud environments,

applications may be implemented with invocations of tens of microservices. The basic

principles of the two-stage design, namely split of delay budget plus passing feedback

among stages remain the the same [35], [36].

The problem statement remains the same as in Section 6.1.2. In brief, we want to find,

if possible, policies f that activate and deactivates containers such that:

Wi ( f )≤ g i , for a fraction X i of the requests (7.1)

g i <Wi ( f )<∞, for a fraction 1−X i of the requests (7.2)

As in the previous chapter, in the sequel we will design policies for the cases of one user

(Section 7.2) and two users (Section 7.4). We evaluate these polices in Sections 7.3 and 7.5.

7.2 Single user system: design of control policies

7.2.1 The classes of admissible policies

As in Chapter 6, we can define two classes of policies, open-loop, static and closed-loop,

dynamic ones. We focus our study in this chapter only to open-loop policies and leave the

closed loop ones for future study.

The class of policies we consider allocate a fixed number of containers per stage. Con-

tainers are not shared among stages. This is a realistic assumption in environments where

microservices are housed in separate physical servers.
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The delay budget g i in Equation 7.1 is allocated among the two stages. The policies pass

feedback from stage 1 to stage 2 with each request that is completed in stage 1. We consider

two “extreme” types of feedback, “1-bit only” and “full delay”.

With “1-bit only” feedback, in stage 2 we only know whether the request has met its

deadline in stage 1 or not. There is no indication by how much we missed or met the

deadline. With “full delay” feedback, in stage 2 we know exactly how much time the request

has spent in stage 1. The intuition is that the policy can make more informed decisions

in the case of “full delay” feedback; we thus expect better percentiles - at the expense of

course of additional bits of overhead.

In the sequel, we’ll evaluate two policies, named P7-1 and P7-2, depicted in Table 7.1.

Policy List
Policy
Name

Feedback Algorithm

P7-1 “1-bit only” Algorithm 8
P7-2 “full delay” Algorithm 8

Table 7.1: List of static policies for two-stage server with one user.

Algorithm 8 is described in pseudocode below.

The intuition behind algorithm 8 is the following: let g denote the desired delay bound

in Equation 7.1 ( with only one user, we drop the subscript i ). Let

g = g ′+ g ′′

denote the allocation of this delay budget among the two stages. Assuming equal average

service times in both stages, we can set g ′ = g ′′; otherwise an allocation proportional to the

average service time is a reasonable start.

We apply a GiFIFO policy at stage 1, with parameter g ′, since this is the “best we can do”.

In the second stage, the algorithm has the additional information per request, so we modify

the GiFIFO policy in stage 2. Requests that will not contribute to the percentile need not be

served.

100



Algorithm 8 Statically scale up/down containers, two-stage system.
Input:
I: e ; . The event.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition using state x (t )
3: Calculate ScaleDownCondition using state x (t )
4: if ScaleUpCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

7.3 Single user system: evaluation of control policies

7.3.1 The top-level evaluation questions

In this section, we use the open-source, ns-3 simulator to evaluate three policies: first, a

baseline policy that employs GiFIFO scheduling at both stages, without any feedback from

the first stage to the second; and then, policies P7-1 and P7-2. In all policies we set set

g ′ = g ′′.

The statistical modeling assumptions of Section 6.4.1, page 68 are used in this chapter

as well.

The main questions of interest are the following:

1. Efficacy of inter-stage feedback. What is the performance gain that policy P7-2 can

achieve over the other two policies?

2. Effects of the g parameters on the P7-2 policy. Out of curiosity and under the light of

the discussions in Chapter 3, we want to see if there is any change in the performance

of policy P7-2, when the distribution of the delay budget is different.
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(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.2: Performance of the baseline policy.

7.3.2 Evaluation of the policies

A. Efficacy of inter-stage feedback. In Figure 7.2, we evaluate the baseline policy.

In Figure 7.2a, we depict the percentiles achieved by the baseline policy in the first,

second stage and overall. The overall percentile is marked E2E. The percentile at the second

stage is smaller than that of the first stage; moreover, the overall percentile is even smaller

than both. Both drops are expected. The drop in the second stage percentile is due to the

arrival process at the second stage being more bursty than that at the first one. With an

80% utilization, we expect about 8 servers to be active at a time. Therefore, arrivals at the

second stage will be more bursty. The drop in the overall percentile is due to the fact that a

request which contributed in one stage may not contribute in the other. In Figure 7.2b, we

plot the CDF of the end-to-end delay.

In Figure 7.3a, we depict the overall percentiles achieved by the baseline and single-bit

feedback policy P7-1. We notice that the improvement is only slight. We attribute this to

the fact that there isn’t “much information” conveyed by the one-bit feedback, to effect any

noticeable improvement. The CDFs achieved by both policies are depicted in Figure 7.3b.

The slight improvement is manifested here as well, in the lower delay region.

In Figure 7.4 we compare all three policies together.

In Figure 7.4a, we depict the overall percentiles achieved by the baseline and both

policies P7-1, P7-2. As we can see, policy P7-2 outperforms the other two, but not by much.

We attribute this to the fact that less than 1 out of 10 requests miss their deadline in the first

stage (under both the baseline and policy P7-1). There is not “enough room” for policy P7-2
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(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.3: Comparing the baseline and single-bit feedback policies.

(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.4: Comparing all three policies.
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to effect any noticeable improvement, by utilizing the extra information. The CDFs achieved

by all three policies are depicted in Figure 7.4b. The slight improvement is manifested here

as well, in the lower delay region.

7.4 Two user system: design of control policies

7.4.1 The classes of admissible policies

As in Section 7.2.1, we focus our study in this section only to open-loop policies and leave

the closed loop ones for future study.

The major difference in the definition of policies in the two user system is the choice of

which class to serve when a container is available. This choice follows the ideas behind the

policies in Section 6.5.2.

The delay budget g i in Equation 7.1 is allocated among the two stages. The policies pass

feedback from stage 1 to stage 2 with each request that is completed in stage 1. We consider

again the two “extreme” types of feedback, “1-bit only” and “full delay”.

In the sequel, we’ll evaluate two policies, named P7-3 and P7-4, depicted in Table 7.2.

Policy List
Policy
Name

Feedback Algorithm

P7-3 “1-bit only” Algorithm 9
P7-4 “full delay” Algorithm 9

Table 7.2: List of static policies for two-stage server with two users.

Algorithm 9 is described in pseudocode below.

The intuition behind algorithm 9 is the same as in Section 7.2.

7.5 Two user system: evaluation of control policies

In this section, we use the open-source, ns-3 simulator to evaluate three policies: a baseline

policy, P7-3 and P7-4. We chose policy P2, that employs [(1, 2),G 1F I F O ,G 2F I F O ] as the

baseline policy and use it for comparison purposes. In all policies we set set g ′1 = g ′′2 .
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Algorithm 9 Statically scale up/down containers, two-stage system, two users.
Input:
I: e ; . The event.
I: x (t −); . system state just before the time of event.
Output:
O: x (t +); . system state after the action is taken.
Description:

1: Calculate the state x (t ) after the event e
2: Calculate ScaleUpCondition using state x (t )
3: Calculate ScaleDownCondition using state x (t )
4: if ScaleUPCondition then
5: choose one container from the Idle, Cooldown or Init pool (in that order)
6: end if
7: if ScaleDownCondition then
8: choose one container from the Idle or Processing Unmarked pool (in that order)
9: end if

10: Apply the request selection policy
11: Calculate the new state x (t +) after the policy is applied
12: Reset the appropriate timers

The main questions of interest are the following:

1. Efficacy of inter-stage feedback. What is the performance gain that policy P7-4 can

achieve over the other two policies?

2. Effects of the g parameters in the P7-4 policy. Out of curiosity and under the light of

the discussions in Chapter 3, we want to see if there is any change in the performance

of policy P7-4, when the distribution of the delay budget is different.

7.5.1 Evaluation of the policies

A. Efficacy of inter-stage feedback.

In Figure 7.5a, we depict the percentiles achieved by the baseline policy in the first,

second stage and overall. The overall percentile is marked E2E. The percentiles of the top

priority class 1 (resp. low priority class 2) are depicted in blue (resp. red) color. We observe

that the achieved percentile at stage 2 is less than that at the first stage; this is because the

autoscaling decisions are based on the combined queue size (n1+n2). In the first stage,

arrivals from class 2 contribute to faster scaling-up of servers. Whereas in stage 2, the queue
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(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.5: Performance of the baseline policy.

(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.6: Comparing the baseline and single-bit feedback policies

size of class 1 (n1) is the only contributor to the scaling decision (for a very large amount of

time). In Figure 7.5b, we plot the CDF of the end-to-end delay under the baseline policy.

In Figure 7.6, we compare the 1-bit feedback policy P7-3 to the baseline one. As expected,

policy P7-3 improves performance but only slightly.

Finally, in Figures 7.7a and 7.7b, we compare all three policies. Policy P7-4 outperforms

the other two, but only slightly, again as expected.

7.6 Overall Evaluation summary

In summary, we can make three observations from the work in this chapter.
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(a) Percentile performance. (b) CDF of the end-to-end delay.

Figure 7.7: Comparing all three policies.

1. Observation 1: Passing feedback from stage 1 to stage 2 does not incur noticeable

overhead, in terms of either computation or communication. The “full-delay” policy

should be preferred for implementation.

2. Observation 2: The improvement in performance is not significant at this level of

system loading. We strongly suspect that the improvement will be more significant at

lower values of system load.

3. Observation 3: The intuition we gained from this study emboldens us to suggest use

of a “full-delay” policy in the N-stage environment as well. The overhead will still be

minimal and the performance gain cannot be worse than the two stage environment.
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CHAPTER

8

CONCLUSION AND FUTURE WORK

8.1 Conclusion

In this thesis, we have investigated a problem in the realm of a modern computing envi-

ronment (we used SaaS cloud and Edge computing as examples). In such an environment,

the relationship between the service provider and the service consumer (the tenant) is

formalized via a SLA. We investigated an SLA that, in business-speak, promises to “achieve

good percentiles in response times.”

We formulated the broad technical problem resulting from this business objective as a

control problem that aims to shape the cumulative distribution function of the response

time. Loosely speaking, “Given a system environment and statistical assumptions, we

wanted to find controls that achieve desired percentiles.” See 2.1, page 17 in Chapter 2 for

the exact statement.

Recognizing that control knobs are under different admin authorities that may or may

not cooperate, we broke the problem into two independent parts. In the first one, the

control knobs were under the authority of the network provider. We investigated static

knobs (Chapter 4) as well as dynamic ones (Chapter 5). We have evaluated the efficacy of
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three main controls in a network environment: scheduling (LSA) inside a router, distribution

of delay budgets across routers on a path and path selection. In the second one, the control

knobs were under the authority of the compute provider. Once again, we investigated static

and dynamic knobs, in two different settings: single-stage (Chapter 6) as well as two-stage

setting (Chapter 7).

In addition to the new percentile KPI, the main technical challenge is the presence of sev-

eral control knobs. We have gained valuable intuition by studying some existing theoretical

results regarding scheduling policies that achieve extreme percentiles in Chapter 3.

The main technical contribution of this thesis is the systematic development of im-

plementable scheduling policies for the “tough” percentile KPI. Experience with existing

SLAs that deal with other KPIs such as availability shows that the provision of financial

credits in the SLA, in the case the provider cannot meet the SLA objective, is a convenient,

inexpensive “way out” of designs that fall short. In the case of the percentile KPIs, the same

is even more true. We have seen percentile KPIs mentioned informally already. Formal SLAs,

if or when they come, as parts of pay as you go pricing models will follow the same path.

Offering service credits saves the day...

8.2 Future Work

The work in this dissertation can be extended in three main directions, namely business,

technical and academic.

New SLAs. In the first direction, additional business aspects can be explored in devel-

oping new, formal SLAs in compute environments with percentile KPIs. As operational

experience from the SLA accumulates, providers can develop expertise on appropriate

(delay bound, percentile) promises. These can then be used to formulate pay as you go

models based on percentile KPIs. Current pay as you go models based on availability of

containers, for example, are not necessarily of great interest or usefulness to cloud tenants.

Finally, applying credit schemes (as it is done with current SLAs) in case the SLA is violated

is an interesting problem.

In the second direction, additional technical aspects can be explored, in eight topics.

Six of them relate to the compute environment.

Different scale up/down policies. First, one can study different scale up/down policies.

For simplicity, in Chapter 6, we limited our attention to scaling up or down by one container

only. There is a plethora of other interesting ideas to explore; to name a few: scale up/down
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proportionately, scale up aggressively/down conservatively. Applications for which these

variations offer promise must also be identified.

Comparison to Kubernetes HPA algorithm. Along these lines, an interesting problem

would be integration of percentile measurements into a Kubernetes framework; for exam-

ple, implementation of a dynamic control into an operator and modification of the HPA

autoscaler. Kubernetes is the most widely used container orchestration tool. The Horizontal

Pod Autoscaler (HPA) algorithm in kubernetes has similarities to the autoscaling rules we

used in Chapters 6 and 7; it could be described as MIMD - multiplicative increase and

multiplicative decrease. The standard metric it uses is average CPU utilization and the

objective is keeping this utilization below a desired threshold. It would be interesting to

extending a study and comparison with the percentile objective of this dissertation. All

such evaluations could be done via simulations.

Cooperative controls. The second problem addresses a practical issue, namely the ef-

fectiveness of a simple cooperation between the network and compute providers. We have

mentioned in Chapter 4 that signaling methods are in place to convey information from

the network to the compute provider. The framework is, therefore, in place to define and

evaluate methods for end-to-end control of percentiles. This would be a more concerted

attack on the two provider problem.

Multistage environments. We have just scratched the surface, in Chapter 7, with the

two-stage environment. Most microservice environments will have tens or hundreds of

such stages. Studying long chains of microservices is challenging but interesting at the same

time. It is intriguing to investigate how percentiles change as the chain becomes longer.

Given the complexity of such environments, a suggestion for further research would be to

start with FIFO scheduling everywhere, in order to establish a baseline. Comparisons to

simple GiFIFO policies at some or all stages can then reveal if improvements are possible.

Buffering at the containers. A different assumption can be made about the buffering of

requests. We may assume that containers can buffer a number of requests. This assumption

is more suitable in environments where feedback from containers to the controller presents

a “significant” overhead.

Develop rules of thumb. The analysis we presented in Chapter 3 has shown how sensitive

the achievable percentiles are to statistical properties of the load served by a microservice.

Developing rules of thumb can help in setting up SLAs and crediting schemes. Such rules

can take several forms. For example, “for each stage and for a 90% promise, make g i 10

times the average service time”, or, “if traffic pattern is ..., and for a 90% promise, make g i

10 times the average service time”. We cannot resist the temptation, so we say it: AI/ML
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techniques can be investigated to come up with such rules.

Applicability to VM scaling environments. Throughout this study, we considered con-

tainer virtualization, that is a SaaS cloud model. This feature has had implications on

the overhead incurred by the scaling algorithms. In VM environments (or PaaS and IaaS

cloud models), these overheads will be much larger. It is interesting to investigate (a) how

the percentile KPI and corresponding SLA would apply, and, (b) identify implementable

scheduling policies.

Application of the KISS design principle. We have seen how complicated policies (espe-

cially dynamic ones) can be, in both the network as well as the compute environment.

The KISS principle would advocate to “just throw compute power and bandwidth at the

problem.” It would be interesting to perform a thorough study of the tradeoffs. Realistic

costs at least for the compute environment are readily available.

Study effect on TCP flows. Arguably, if there is one “untouchable, holy entity” in network-

ing, it has to be TCP performance. Any new design proposal that threatens this performance

is frowned upon. To the best of our knowledge, only the Conga load balancing design pro-

posed in [37] has traded off TCP reordering for improved performance in another objective.

Since intra-class scheduling policies like GiFIFO introduce reordering, a study to quantify

this reordering is warranted.

Finally, in the academic direction, two additional topics can be explored.

Percentile SLAs with tolerance. In the problem formulation shown in Equation 2.1, page

17, the desired (bound and percentile values are assumed known. In practice, a user can

accommodate some tolerance in either one. It is interesting to investigate, then, modified

SLAs that incorporate such tolerances into account. For example, we can state such SLAs

as follows (abusing notation a little):

Modified SLA1: Tolerance on percentiles

Wi ( f )≤ g i 1, for a fraction X i 1± xi 1 of the requests (8.1)

g i 1 <Wi ( f )≤ g i 2, for a fraction X i 2± xi 2 of the requests (8.2)

g i 2 <Wi ( f )<∞, for remaining fraction of the requests (8.3)
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Modified SLA2: Tolerance on delay thresholds

Wi ( f )≤ g i 1±δi 1, for a fraction X i 1 of the requests (8.4)

g i 1±δi 1 <Wi ( f )≤ g i 2±δi 2, for a fraction X i 2 of the requests (8.5)

g i 2±δi 2 <Wi ( f )<∞, for remaining fraction of the requests (8.6)

Scheduling for achieving a desired cdf of delay. In the problem formulation shown in

Equation 2.1, page 17, the number M of percentiles was finite. As discussed in Section 2.2,

a control f that achieves this SLA is forcing the cdf of the delay to pass or lie below these

given points.

An interesting problem, from the academic point of view, is to find a scheduling policy

that achieves a given cdf for the response time. Does such a policy exist? If yes, how do we

find one? What is the equivalent of the “performance space” in this case?
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APPENDIX

A

DESIGN CHANGES IN NS-3

A.1 Design changes

A.1.1 Arrival Model

In a regular scenario the arrivals generated by source would have to go through delay related

to the application data rate, the transmission delay, (queueing delay if the application rate

is higher than the transmission rate) and the propagation delay.

All the experiments assume IPP arrival process (Appendix B) in the system. To make the

arrivals conformant to IPP, we modified the OnOffApplication (source) to generate applica-

tion traffic at infinite rate. We modified the source code to have an infinite transmission

rate at the source. By making these changes we were able to see the IPP arrivals without

being corrupted by the transmission, (may be queueing) and propagation delay.

A.1.2 Queueing discipline

As shown in Figure A.1, ns-3 [25]maintains a buffer on the net-device layer. This leads to

dequeueing of two packets from the TC’s queueing discipline. For preliminary analysis our
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Figure A.1: Queueing discipline in ns3

requirement was that net-device wakes-up the queue disc of TC only once it has completed

the transmission, i.e., effectively net-device doesn’t maintain any buffer.

We modified the code in ns-3 so that the PointToPointNetDevice runs the QueueDisc

once the transmission has been completed by the PointToPointChannel.

A.2 Design changes for network model

The version of ns-3 used, the sources application generated fixed packet sizes. We modified

ns-3 to generate random packet sizes with any possible distribution (uniform, constant,

exponential,...) supported by default by ns-3. This helped us in having different transmission

delays for the packets.

A.3 Design changes for server model

The default queueing model work-conserving. That is, once a transmission is completed,

the NetDevice signals to run the QueueDisc and dequeue any available requests for the

transmission as shown in Figure A.1. For the server model the queueing model needed to

dequeue requests when any of the server is available to serve requests.
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The QueueDisc was modified to run not only on signals received from the NetDevice

and Enqueue, but also from signals received from custom signals notifying the availability

of containers/servers. Also, the QueueDisc was modified to not dequeue requests if the

containers were not available.

The system is still work conserving as the dequeueing of requests always take place

whenever a container is available to serve those requests.
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APPENDIX

B

STATISTICAL MODELS

In this chapter, we provide details about the statistical models we used throughout the

dissertation.

B.1 Arrival model

We have modeled the arrival process in each user as an Interrupted Poisson Process (IPP)

in order to capture bursty behavior [38].

The IPP is an ON/OFF process, as Figure B.1 exemplifies. The process stays in the ON

(OFF) state for a period of time Ao n that is a uniform random variable with a mi n and ma x

value. While in the ON state, there are arrivals that are Poisson distributed with parameter

λo n . In the OFF state there are no arrivals.

E Ao n and E Do f f are the average durations of the ON and OFF periods respectively.

For simplicity, we chose E Ao n and E Do f f to be the same in our experiments. E Ao n is the

expected number of arrivals in the ON period and I Ao n is the average inter-arrival time

within the ON period. Hence,
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E Do n = E Do f f =
mi n +ma x

2

λi p p =
E Ao n

E Do f f +E Do n

E Do f f +E Do n =
E Do n

λi p p · I Ao n

(B.1)

Figure B.1: The IPP model for arrivals.

B.2 Service time model

In the network environment of Chapters 4 and 5, we make two modeling assumptions

about packet sizes: (a) fixed length, and, (b) discrete-valued, uniformly distributed length.

In the computing environment of Chapters 6 and 7, we model service times of requests

as bounded exponential random variables [39]. The bounded version of the distribution

defined over the interval [0, b ] is given as:

P (x ; b )d x =λe −λx d x ∀x ∈ [0, b ]

The mean E X of the bounded exponential random variable is smaller than the mean of

the unbounded one:

E X =
1

λ
−

b

(e λb −1)
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