
ABSTRACT

LIU, CHANG. Empirical Priors for High-dimensional Structure Learning Problems. (Under
the direction of Ryan Martin and Howard Bondell).

Empirical priors have been a powerful tool for Bayesian statisticians to implement

adaptive estimation and structure learning for high-dimensional problems–enjoying both

desired posterior concentration rates and efficient posterior computation. This dissertation

studies three concrete examples of using the idea of empirical priors under various high-

dimensional settings.

Chapter 2 considers the sparse high-dimensional linear model. We propose the use

of an empirical correlation-adaptive prior that makes use of information in the observed

predictor variable matrix to adaptively address high collinearity, determining if parameters

associated with correlated predictors should be shrunk together or kept apart. Under certain

conditions, we prove that our empirical Bayes posterior concentrates at the optimal rate, so

the benefits of correlation-adaptation in finite samples can be achieved without sacrificing

asymptotic optimality. A version of the shotgun stochastic search algorithm is employed to

compute the posterior and facilitate variable selection, and we demonstrate our method’s

favorable performance compared to existing methods in real- and simulated data examples,

even in ultra-high dimensional settings.

In Chapter 3, we focus on structure recovery for sparse precision matrix and Gaussian

graphical model. In a Gaussian graphical model, the zero entries in the precision matrix

determine the dependence structure, so estimating that sparse precision matrix is an impor-

tant and challenging problem. We propose a novel empirical version of the G -Wishart prior

for sparse precision matrices, where the prior mode is informed by the data in a suitable

way. Paired with a prior on the graph structure, a marginal posterior distribution for the

same is obtained that takes the form of a ratio of two G -Wishart normalizing constants.

We show that, thanks to the data-driven prior centering, this ratio can be easily and accu-

rately computed using a Laplace approximation, which leads to fast and efficient posterior

sampling even in high-dimensions. Numerical results demonstrate the proposed method’s

superior performance, in terms of speed and accuracy, across a variety of settings, and

theoretical support is provided in the form of a posterior concentration rate theorem.

In Chapter 4, we consider Bayesian inference on high-dimensional parameters in stru-

ctured linear models. We focus on the case of a piecewise polynomial Gaussian sequence

model, and we develop a new empirical Bayes solution that enjoys adaptive minimax poste-



rior concentration rates and improved structure learning properties compared to existing

methods. Moreover, thanks to the conjugate form of the empirical prior, posterior computa-

tions are fast and easy. Numerical examples also highlight the method’s strong finite-sample

performance compared to existing methods across a range of different scenarios.
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CHAPTER

1

INTRODUCTION

Modern technological advances have launched an era of high-dimensional data. Nowa-

days, numerous applications in a wide range of �elds involve analysis of high-dimensional

data, ranging from biomedicine, arti�cial intelligence to meterology, ecology and �nance.

High-dimensional data is typically characterized by its enormous dimension (denoted by

p ) of the parameter / feature space and relatively small sample size (denoted by n ). For in-

stance, biomedical data, such as microarray and magnetic resonance imaging data, usually

contains huge numbers of measurements like genes or pixels on each of a limited number

of experimental subjects. While data of this magnitude provides us with considerable infor-

mation about the world we live in, the high dimensionality creates challenges for statistical

analyses.

First, classical statistical theory is focused on the “small p , large n " scenario. Validity

of those most familiar results in traditional statistics, such as the Law of Large Numbers

and the Central Limit Theorem, depends on there being many observations per parameter.

However, the relatively new paradigm of high-dimensional statistics investigates the “large

p , small n ” or “large p , large n ” cases. Thus careful theoretical investigation is needed

when dealing with high-dimensional problems; see Lindsay et al. (2004), Johnstone and

Titterington (2009), etc. Second, the computational burden of statistical inference on high-

1



dimensional data can be signi�cant. Computational complexity can grow exponentially

with dimension p . Other issues like proliferation of local optima due to huge parameter

space can also lead to problematic results; see Kainen (1997), Johnstone and Titterington

(2009), etc.

In order to overcome these technical challenges, we usually need to assume that there is

a low-dimensional subspace of parameter space which can contain all useful information.

For example, in Chapter 2 where we study high-dimensional linear regression, we assume

that only a small number of predictors contribute to the response, and therefore, the under-

lying true regression coef�cient is sparse. Chapter 3 investigates precision matrices which

depict conditional association among a large number of variables. Sparseprecision matrix

is assumed there, with the belief that most of the variables are conditionally independent.

In Chapter 4, a more general and complex projection from high-dimensional feature space

onto low-dimensional subspace–the piecewise polynomial structure–is discussed. By split-

ting a Gaussian signal into blocks and assuming polynomial pattern within each block,

dimension of the problem is determined by the polynomial coef�cients and thus can be

effectively reduced.

Given that the parameter has an appropriate low-dimensional support, the next ques-

tion is how to learn / recover its structure? Frequentists have developed a series of methods

based on soft or hard thresholding, such as lasso (Tibshirani 1996), SCAD (Fan and Li 2001),

elastic net (Zou and Hastie 2005) for variable selection; graphical lasso (Friedman et al.

2008), CLIME (Cai et al. 2011) for sparse precision matrix recovery; trend �ltering (Tibshirani

2014) for adaptive estimation of piecewise polynomial sequence models.

In the Bayesian context, hierarchical models with shrinkage priors are widely adopted

to address high-dimensional problems; see Ishwaran and Rao (2005), Polson and Scott

(2012), Narisetty and He (2014), Wang and Li (2012), Banerjee and Ghosal (2015), etc. Let's

take the sparse Gaussian sequence problem as an example here. Consider the following

Gaussian sequence model,

Yi
i nd
� N(� i ,1), i = 1, . . . ,n , (1.1)

where � n = (� 1, . . . ,� n ) is sparse. To estimate � n and recover the underlying sparsity struc-

ture, a simple normal spike-and-slab prior can be used here,

� i j!
i nd
� !� 0 + (1 � ! )N(0,� 2), (1.2)

! � Beta(� n ,1).

2



where � 0 denotes a discrete measure concentrated at 0. Thanks to the conjugacy, conditional

posteriors are easy to derive and sample, then a computationally ef�cient Gibbs sampler

can be used for Bayesian inference. However, under high-dimensional setting, instead of

using Gaussian priors as in (1.2), priors with heavier-than-Gaussian tails, such as Laplace

prior and horseshoe prior, are typically chosen. Castillo and van der Vaart (2012) point out

that thin-tailed priors like Gaussian can lead to sub-optimal rate when the non-zero signals

are large. For example, suppose the true sparsity of � n in Model (1.1) is sn , if the total signal

size of � n grows to in�nity with n at a rate faster than the optimal rate, i.e.,

k� n k2 � sn log(n =sn ),

then the induced posterior can only attain a concentration rate of O(k� n k2) other than

the optimal rate; see Theorem 2.8 in Castillo and van der Vaart (2012). To correct this sub-

optimality problem, Castillo and van der Vaart (2012) recommend to use a heavier-tailed

Laplace prior. However, non-conjugacy of heavy-tailed priors makes posterior computation

non-trivial and can signi�cantly increase the computational burden. Therefore, one may

ask, other than making adjustments to the prior tail in (1.2), is there any other remedy to

cure the sub-optimality while still keeping the convenient Gaussian conjugacy? The answer

is yes—instead of using priors with a �xed center (e.g., at zero), we can use an empirical

Gaussian prior with its center driven by the data.

When prior center is appropriately chosen such that suf�cient mass is put on parameter

values for which the likelihood is suitably large, prior tails are less relevant to posterior

concentration; see Martin and Walker (2014), Martin et al. (2017), Martin and Walker (2019),

etc. For example, to recover � n in Model (1.1), in stead of using the �xed-center normal

spike-and-slab prior (1.2), an alternative empirical Bayes strategy could be,

� i j!
i nd
� !� 0 + (1 � ! )N(Yi , �

2), (1.3)

! � Beta(� n ,1).

Like prior (1.2), ef�cient posterior computation can be carried out through a simple Gibbs

sampler, and in addition, the induced posterior attains the minimax optimal concentration

rate O
�
sn log(n =sn )

�
; see Theorem 1 in Martin and Walker (2014). Employing empirical

Bayes, thin-tailed conjugate priors can still be employed to establish desired posterior

concentration results if center of the prior can be properly informed by the data, and thanks

to the conjugacy property, posterior computation can be notably simpli�ed compared to
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using heavier-tailed priors. In this context, empirical Bayes offers a “win-win” strategy of

enjoying both targeted posterior contraction rates and ef�cient computation.

In Chapters 2–4 of this dissertation, we investigate three concrete scenarios of using

this empirical Bayes / empirical prior idea for structure learning under varieties of high-

dimensional settings. Through decomposition of the whole parameter space into con�gu-

ration space and con�guration-speci�c parameter space, i.e., � 7! (S, � S), � (S), the prior

for con�guration and � (� S j S), the conditional prior for con�guration-speci�c parameter

can be constructed hierarchically. Conditioning on the given con�guration S, we allow

� (� S j S) to center around the maximum likelihood estimator (MLE) of � under S, i.e., ˆ� S.

For example, in Chapter 2, we propose a Gaussian prior for regression coef�cients with

its center being the least square estimator conditioning on a given model; in Chapter 3,

we use an empirical G-Wishart prior of which mode is set to be the restricted maximum

likelihood estimator corresponding to graph G. Because of the use of conjugate priors, � S

can be easily marginalized out and marginal posterior distribution for con�guration is

analytically available. Then computationally ef�cient structure learning can be realized via

searching over the con�guration space using MCMC.

A detailed outline of this dissertation is presented below:

In Chapter 2, we propose an empirical correlation-adaptive prior for variable selection

in sparse high-dimensional linear regression models; see Section 2.2. The proposed prior

can make use of the information of the observed data matrix to adaptively address high

collinearity among predictors, a common issue in high-dimensional data analysis. Posterior

concentration results in terms of prediction and estimation, and variable selection con-

sistency are investigated in Section 2.3. In order to implement ef�cient variable selection,

a simpli�ed version of shotgun stochastic search algorithm is employed; see Section 2.4

for details. Then we demonstrate the bene�ts of our proposed prior for variable selection

compared to existing methods through simulation experiments (Section 2.5) and a real-data

example (Section 2.6). Proofs and other technical details including additional sensitivity

analysis are included in Section 2.7.

In Chapter 3, we consider structure learning problems in Gaussian graphical models and

sparse precision matrices. By letting the prior mode be the restricted maximum likelihood

estimator corresponding to given graph G, an empirical G-Wishart prior is proposed in

Section 3.2. In Section 3.3, under certain conditions, we prove that the induced posterior

distribution attains the graphical lasso rate. Because we allow the G-Wishart prior to be

located at the MLE which is a reasonable guess of the true precision matrix, shape parameter

of the empirical G-Wishart prior can be taken moderately large and thus error of Laplace
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approximation for prior and posterior normalizing constants can be properly controlled.

A computationally ef�cient Laplace approximation is proposed, facilitating fast structure

learning for large precision matrices; see Section 3.4. The proposed method demonstrates

superior numerical performance in Sections 3.5 and 3.6. Proofs of theorems and lemmas

are presented in Section 3.8.

Compared to Chapters 2 and 3, Chapter 4 considers a different and more complex

underlying low-dimensional structure–piecewise constant and, more generally, piecewise

polynomial. A signal is piecewise polynomial if it can be split into blocks on each of which

it can be constructed by polynomial functions of indices; see problem setup in Section 4.2

for details. We propose a prior for block con�guration and a Gaussian prior for polynomial

coef�cients conditioning the given block. The latter one is data-driven since we allow the

prior center to be the corresponding MLE. In Section 4.3, we establish posterior concen-

tration rate for signal estimation, which is as good as the trend �ltering rate. Additionally,

we prove structure recovery consistency, which to our knowledge is a �rst result in this

direction in the Bayesian literature. In Section 4.5, we compare our proposed method to

trend �ltering in terms of numerical performance through simulations. In Section 4.6, we

apply the method to real-world DNA sequence data and eye movement data, which are

considered to be piecewise constant and piecewise linear. Finally, supplementary technical

details and proofs are included in Section 4.8.

5



CHAPTER

2

BAYESIAN INFERENCE IN

HIGH-DIMENSIONAL LINEAR MODELS

USING AN EMPIRICAL

CORRELATION-ADAPTIVE PRIOR

2.1 Introduction

Consider the standard linear regression model

Y = X � + " ,

where Y is a n � 1 vector of response variables, X is a n � p matrix of predictor variables,

� is a p � 1 vector of regression coef�cients, and " is a vector of iid N(0, � 2) errors. We are

interested in the high-dimensional case, where p � n . Furthermore, it is assumed that the

true � is sparse in the sense that only a small subset of the � coef�cients are nonzero.
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There are a variety of methods available for estimating � under a sparsity constraint.

This includes regularization-based methods like the lasso (Tibshirani 1996), the adaptive

lasso (Zou 2006), the SCAD (Fan and Li 2001), and MCP (Zhang 2010); see Fan and Lv (2010)

for a review. From a Bayesian point of view, varieties of priors for regression coef�cients and

the model space have been developed, leading to promising selection properties. For the

regression coef�cients, � , the normal mixture prior is speci�ed in George and McCulloch

(1993); George and Foster (2000) introduce empirical Bayes ideas; Ishwaran and Rao (2005)

use spike-and-slab priors; Bondell and Reich (2012) estimate � as the “most sparse” among

those in a suitable posterior credible region; Polson and Scott (2012) consider a horseshoe

prior; Narisetty and He (2014) use shrinking and diffusing priors; and Martin et al. (2017)

consider an empirical Bayes version of spike-and-slab.

Collinearity is unavoidable in high-dimensional settings, and methods such as lasso

tend to smooth away the regression coef�cients of highly collinear predictors, and hence

deter correlated covariates to be included in the model simultaneously. This motivated

Krishna et al. (2009) to propose an adaptive powered correlation prior that lets the data

itself weigh in on how collinear predictors are to be handled. However, their suggested

generalized Zellner's prior is not applicable in the p > n scenario. To overcome this, we

adopt an empirical Bayes approach based on an empirical correlation-adaptive prior (ECAP)

that uses the data to decide how to shrink the coef�cients associated with correlated pre-

dictors. In Section 2.2, we present our empirical Bayes model and a motivating example

illustrating the effect of correlation-adaptation in the prior. Asymptotic posterior concen-

tration properties are derived in Section 2.3, in particular, minimax optimal concentration

rates are established for the mean response, showing that the �nite-sample bene�ts of

correlation-adaptation leads to no loss of asymptotic optimality. In Section 2.4, we recom-

mend a shotgun stochastic search approach for computation of the posterior distribution

over the model space. Simulation experiments are presented in Section 2.5, and we demon-

strate the bene�ts of adaptively varying the correlation structure in the prior for variable

selection compared to existing methods. The real-data illustration in Section 2.6 highlights

the improved predictive performance even in ultra-high dimensional settings that can be

achieved using the proposed correlation-adaptive prior. Supplementary technical details

including proofs are presented in Section 2.7.
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2.2 Model speci�cation

2.2.1 The prior

Under assumed sparsity, it is natural to decompose � as (S, � S), where S � f 1,2, . . . ,p g is

the set of non-zero coef�cients, called the con�guration of � , and � S is the jSj-vector of

non-zero values, with jSj denoting the cardinality of S. We will write XS for the sub-matrix

of X corresponding to the con�guration S. With this decomposition of � , a hierarchical

prior is convenient, i.e., a prior for S and a conditional prior for � S, given S.

First, for the prior � (S) for S, we follow Martin et al. (2017) and write

� (S) = � (S j jSj = s)fn (s),

where fn (s) is a prior on jSj and � (S j jSj = s) is a conditional prior on S, given jSj. Based on

the recommendation in Castillo et al. (2015), we take

fn (s) / c � sp � a s, s = 0,1, . . . ,R, (2.1)

where a and c are positive constants, and R = rank(X ) � n . It is common to take � (S j jSj = s)

to be uniform, but here we break from this trend to take collinearity into account. Let

D (S) = jX >
S XSj denote the determinant of X >

S XS, and consider the geometric mean of the

eigenvalues, D (S)1=jSj, as a measure of the “degree of collinearity” in model S. We set

� � (S j jSj = s) =
D (S)� �= (2s)1f � (S) < C p r g

P
S:jSj= s D (S)� �= (2s)1f � (S) < C p r g

, � 2 R, (2.2)

where � (S) is the condition number of X >
S XS, and r and C are positive constants speci�ed

to exclude models with extremely ill-conditioned X >
S XS. The constant � is an important

feature of the proposed model, and will be discussed in more detail below. Because of the

dependence on � above, we will henceforth write � � (S) for the prior of S.

In these high-dimensional problems, properties of the posterior distribution are highly

sensitive to the choice of prior. For example, Castillo and van der Vaart (2012) show that, with

thin-tailed Gaussian priors on the coef�cients, the posterior distribution might concentra-

tion at a sub-optimal rate, so they recommend the use of priors with heavier-than-Gaussian

tails. However, these heavy-tailed priors lack the desirable conjugacy properties and, there-

fore, their use adds to the already substantial computational burden. This creates a dilemma:

use a theoretically justi�ed heavy-tailed prior that makes computation more dif�cult, or a
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use a computationally convenient thin-tailed prior with potentially sub-optimal posterior

convergence properties? Martin et al. (2017) observed that the the prior tails are less rele-

vant if the center is appropriately chosen so, to overcome the aforementioned dilemma,

they proposed the use of an empirical prior with a data-driven centering. Following their

general idea, as the prior for � S, given S, we take

(� S j S, � ) � N
�
� ˆ� S, � 2g kS(X >

S XS)�
�
. (2.3)

Here ˆ� S is the least squares estimator corresponding to con�guration S and design matrix

XS, � 2 (0,1) is a shrinkage factor to be speci�ed, g is a parameter controlling the prior

spread, (X >
S XS)� is an adaptive powered correlation matrix, and

kS = tr f (X >
S XS)� 1g

�
tr f (X >

S XS

� �
g

is a standardizing factor as in Krishna et al. (2009) designed to control for the scale cor-

responding to different values of � . Let � � (� S j S) denote this prior density for � S, given

S.

The power parameter � on the prior covariance matrix can encourage or discourage

the inclusion of correlated predictors. When � > 0, the prior shrinks the coef�cients of

correlated predictors towards each other; when � < 0, they tend to be kept apart, with

� = � 1 being the most familiar; and, �nally, � = 0 implies prior independence. Therefore,

positive � would prefer larger models by capturing as many correlated predictors as possible,

while negative � tends to select models with less collinearity; see Krishna et al. (2009) for

additional discussion of this phenomenon. Our data-driven choice of � , along with that of

the other tuning parameters introduced here and in the next subsection, will be discussed

in Section 2.4.2.

2.2.2 The posterior distribution

For this standard linear regression model, the likelihood function is

Ln (� ) = (2�� 2)� n
2 e � 1

2� 2 kY � X � k2
, � 2 Rp .

It would be straightforward to include � 2 as an argument in this likelihood function, intro-

duce a prior for � 2, and get a full (� , � 2) posterior; see Martin and Tang (2019). However,

our intention is to use a plug-in estimator for � 2 in what follows and, hence, we omit the
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error variance as an argument to the likelihood function.

Given a prior and the likelihood, we can combine the two via Bayes' formula to obtain a

posterior distribution for (S, � S) or, equivalently, for the p -vector � . However, the fact that

our prior also depends on data changes the way we think about the posterior construction.

Speci�cally, updating the data-dependent prior with the full likelihood amounts to a double-

use of the data, hence a risk of over-�tting and, to avoid that risk, some regularization is

needed. While there are a number of ways to achieve this regularization (Martin and Walker

2019), arguably the simplest is to apply Bayes' formula but with only a (large) portion of

the likelihood. As is done in the generalized Bayes literature (e.g., Martin and Walker 2014;

Grünwald and Van Ommen 2017; Syring and Martin 2019), we use a power likelihood and

de�ne our posterior for (S, � S) as

� n
� (S, � S) / Ln (� S+ )� � � (� S j S)� � (S),

where � S+ is the p -vector obtained by �lling in around � S with zeros in the entries cor-

responding to Sc , and � 2 (0,1) is a regularization factor, which can be taken arbitrarily

close to 1. It may be possible to handle the case � = 1, making appropriate adjustments

elsewhere. However, the proposed approach achieves the optimal posterior concentration

rate (see Section 2.3), and hence will not be improved.

To summarize, the posterior distribution for � , denoted by � n
� , is obtained by summing

over all con�gurations S, i.e.,

� n
� (A) /

X

S

Z

f � S:� S+ 2Ag

� n
� (S, � S)d � S, A � Rp .

Since one of our primary objectives is variable selection, it is of interest that we can obtain

a closed-form expression for the posterior distribution of S, up to a normalizing constant,

a result of our use of a conjugate normal prior for � S, given S. That is, we can integrate out

� S above to get a marginal likelihood for Y , i.e.,

m � (Y j S) = (2�� 2)� n �= 2
sY

i =1

�
1+ � g kSd � +1

S,i

� � 1=2

� exp
”
�

�

2� 2

¦
ky � ŷSk2 + (1 � � )2

sX

i =1

dS,i

1+ � g kSd � +1
S,i

� 2
S,i

©—
, (2.4)

where ŷS is the least square estimate of y given model S, dS,i is the i th eigenvalue of X >
S XS,
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� S� S� >
S is the spectral decomposition of X >

S XS, with � S = diag(dS,1, . . . ,dS,s), and � S,i is the

i th element of � S = � >
S

ˆ� S. Then it is straightforward to get the posterior distribution for S:

� n
� (S) / m � (Y j S)� � (S). (2.5)

The variable selection method described in Section 2.4 and illustrated in Sections 2.5–2.6 is

based on this posterior distribution.

2.2.3 A motivating example

We now give a simple example to illustrate the effects of incorporating � into (2.2) and

(2.3). Consider a case with n = p = 5 and let X = Xn � p have iid rows, each with a standard

multivariate normal with �rst-order autoregressive dependence and correlation parameter

� . Given X , the conditional distribution of the response is determined by the linear model

yi = xi 1 + 0.8xi 2 + " i , where " 1, . . . ," 5
iid
� N(0,1).

The black, blue, and red curves in Figure 2.1 represent � 7! log � n
� (S), for three different

S con�gurations, namely, the true con�guration S? = f 1,2g, S� = f 1g, and S+ = f 1,2,3g,

respectively. Panel (a) corresponds to a high correlation case, � = 0.8, and we see that

the ECAP-based posterior would prefer S? for suitably large � ; compare this to the choice

� � � 1 in Martin et al. (2017) which would prefer the smaller con�guration S� . On the other

hand, when the correlation is relatively low, as in Panel (b), we see that large positive �

would encourage larger con�guration while the true con�guration would be preferred for

suf�ciently large negative values of � . The take-away message is that, by allowing � to vary,

the ECAP-based model has the ability to adjust to the correlation structure, which can be

bene�cial in identifying the relevant variables.

2.3 Posterior convergence properties

2.3.1 Setup and assumptions

We will stick with the standard notation given previously, but it will help to keep in mind that

Y n = (Y n
1 ,Y n

2 , ...,Y n
n ) and X n = ((X n

i j )) are better understood as triangular arrays. Therefore,

we can have p , s? = jS?j with S? denoting the true con�guration, and R all depend on n .

We assume throughout that s? � R � n � p ; more precise conditions given below. We
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(a) � = 0.8 (b) � = 0.1

Figure 2.1: Plot of � 7! log � n
� (S) for three different S and two different � .

also assume that � , g , and � 2 are �xed constants in this setting, not parameters to be

estimated / tuned. Therefore, to simplify the notation here and in the proofs, we will drop

the subscript � and simply write � n for the posterior for � instead of � n
� .

For estimating the mean response, the minimax rate does not depend on the correlation

structure in X , so we cannot expect any improvements in the rate by incorporating this

correlation structure in our prior distribution. Therefore, our goal here is simply to show

that the minimax rates can still be achieved while leaving room to adjust for collinearity in

�nite-samples. The �nite-sample bene�ts of the correlation-adaptive prior will be seen in

the numerical results presented in Section 2.5.

We start by stating the basic assumptions for all the results that follow, beginning with

two assumptions about the asymptotic regime. In particular, relative to n , the true con�gu-

ration, S?, is not too complex.

Assumption 2.1. The true complexity satis�es s? ! 1 with s? = o(n ).

The next assumption puts a very mild size condition on � ?
S?, i.e., the non-zero regression

coef�cients of the true � ? as well as on the user-speci�ed shrinkage factor � = � n in the

prior.

Assumption 2.2. The factor � = � n 2 (0,1) satis�es n (1 � � n )2k� ?
S?k2 = o(s?).

Inside of Assumption 2.2 is a very mild condition on the true � ?, i.e., that the “total

signal” k� ?
S?k is not too small. There is, of course, no reason to think that the individual
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signals would be vanishing with n and, if not, then we get s?f n k� ?
S?kg� 1 ! 0 automatically

from Assumption 2.1. But it is not required that all of the signals are bounded away from

0; the condition is about the total signal so it is enough that at least one of the signals is

away from 0. Even if we ask for all the non-zero signals to be lower-bounded, the condition

above would hold if min j 2S? j� ?
j j > n � 1=2, and an even stronger beta-min condition—see

(2.8) in Section 2.3.5—is needed for establishing variable selection consistency here and

throughout the literature on high-dimensional inference (e.g., Bühlmann and Van De Geer

2011; Arias-Castro and Lounici 2014).

There is also some insight in the connection between � and the total signal. That is,

� controls the in�uence of the prior centering and, when the total signal is large, that

in�uence is more important than when the total signal is small. In Section 2.4.2, we present

a data-driven choice of � that adapts to the total signal size.

Finally, we need to make some assumptions on the n � p design matrix X . For a given

con�guration S, let � min (S) and � max(S) denote the smallest and the largest eigenvalues of

n � 1X >
S XS, respectively. Next, de�ne

` (s) = min
S:jSj= s

� min (S) and u (s) = max
S:jSj= s

� max(S).

Recall that these depend (implicitly) on n because of the triangular array formulation. It

is also clear that ` (s) and u (s) are non-increasing and non-decreasing functions of the

complexity s, respectively. If � (S) = � max(S)=� min (S) is the condition number of n � 1X >
S XS,

then we can de�ne

! (s) = max
S:jSj= s

� (S),

and get the relation ! (s) � u (s)=`(s).

Assumption 2.3. 0 < liminf n ` (s?) < limsup n u (s?) < 1 .

This assumption says, roughly, that every submatrix XS, for jSj � s?, is full rank, and

this is implied by, for example, the sparse Riesz condition of order s? in Zhang and Huang

(2008).

2.3.2 Rates under prediction error loss

Ideally, we expect the posterior for � to concentrate asymptotically around values of �

such that kX � � X � ?k is relatively small, and the following theorem states this result this

precisely. Recall the de�nitions of the prior and, in particular, the quantities a and r .
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Theorem 2.1. Under Assumptions 2.1–2.3, there exists a constant M such that

sup E� ?f � n (� 2 Rp : kX � � X � ?k2 > M " n )g ! 0, n ! 1 ,

where the supremum is over all � ? such that jS� ?j = s?,

" n = maxf q (R,� , r ,a ), s? log(p =s?)g,

and

q (R,� , r ,a ) =

8
>><

>>:

Rf r (1+ � ) � aglog p if � 2 [0,1 )

R(r � a )log p if � 2 [� 1,0)

R(� r � � a )log p if � 2 (�1 , � 1).

Proof. See Section 2.7.2.

In the so-called ordinary high-dimensional regime (e.g., Rigollet and Tsybakov 2012),

the minimax concentration rate is s? log( p
s? ). So the take-away message here is that our

proposed ECAP posterior attains the minimax optimal rate as long as the (a , r ) in (2.1) and

(2.2) are chosen such that a > r maxf 1+ � ,1,� � g.

2.3.3 Effective posterior dimension

Theorem 2.1 suggests that the posterior for � concentrates near the true � ? in a certain

sense. However, since � ? is sparse, we might ask if the posterior also concentrated on a

roughly s?-dimensional subset of Rp . The following theorem gives an af�rmative answer to

this question. Aside from the economical bene�ts of having an effectively low-dimensional

posterior, Theorem 2.2 aids in the proofs of the remaining results.

Theorem 2.2. Suppose that the prior � (S) has parameters (a , r ) that satisfy the condition

a > r maxf 1+ � ,1,� � g, and de�ne

� 0 =
a + 1

a � r maxf 1+ � ,1,� � g
> 1. (2.6)

Then, under Assumptions 2.1–2.3, for any � > � 0, we have

sup E� ?f � n (� 2 Rp : jS� j � � s?)g ! 0, as n ! 1 ,

where the supremum is over all s ?-sparse� ?.

14



Proof. See Section 2.7.3.

2.3.4 Rates under estimation error loss

Following up on the result in Section 2.3.2 on the posterior concentration with respect to the

mean response difference, we might ask if concentration holds similarly with respect to a

metric relevant to the estimation of � , namely, k� � � ?k. The following theorem establishes

this rate, which turns out to be optimal as well; see below.

Theorem 2.3. Suppose that the prior � (S) has parameters (a , r ) that satisfy the condition

a > r maxf 1 + � ,1, � � g, and let � be greater than � 0 in (2.6). Under Assumptions 2.1–2.3,

there exists a constant M > 0 such that

sup E� ?f � n (� 2 Rp : k� � � ?k2 > M � n )g ! 0, as n ! 1 ,

where the supremum is over all s ?-sparse� ? and

� n =
s? log(p =s?)

n ` (� s? + s?)
. (2.7)

Proof. See Section 2.7.4.

Under Assumptions 2.1 and 2.3, ` (� s?+ s?) is bounded with probability 1. Hence, our rate,

n � 1s? log(p =s?), is optimal in the so-called ordinary high-dimensional regime considered

by Rigollet and Tsybakov (2012) where s? log(p =s?) < R, with R the rank of X .

2.3.5 Variable selection consistency

One of our primary objectives in introducing the � -dependent prior distribution that ac-

counts for collinearity structure in the design matrix is for the purpose of more effective

variable selection. So it is imperative that we can show, at least asymptotically, that our pos-

terior distribution will concentrate on the correct con�guration S?. The following theorem

establishes this variable selection consistency property.

Theorem 2.4. In addition to Assumptions 2.1–2.3, assume that the constant a in the prior

� (S) is such that a > 1 and p a � s?eG s?
, where G = (1 � � ) log2 + m and

m = 1
2 logf 1+ � g � (S?)maxf � +1,1,� � gg= O(1).
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Then

sup E� ?f � n (� 2 Rp : S� � S� ?)g ! 0, n ! 1 ,

where the supremum is over all � ? that are s ?-sparse. Furthermore, if

min
j 2S?

j� ?
j j � %n :=

¦ 2M � 2

n ` (s?)� (1 � � )
log p

©1=2
, (2.8)

where M > a + 1 and p M � (a+1) � eG s?
, then

E� ?f � n (� 2 Rp : S� 6�S� ?)g ! 0, n ! 1 .

If both sets of conditions hold, then variable selection consistency holds, i.e.,

E� ?

�
� n (� 2 Rp : S� = S� ?)g ! 1, n ! 1 .

Proof. See Section 2.7.5.

The extra conditions on (p ,s?) in Theorem 2.4 effectively require that the true con�gu-

ration size, s?, is small relative to log p and, furthermore, that the constant a in (2.1) is large

enough that fn (s) concentrates on comparatively small con�gurations. Also, the non-zero

� ? values are more dif�cult to detect if their magnitudes are small. This is intuitively clear,

and also shows up in our simulation results for Cases 1–2 in Section 2.5. Theorem 2.4 gives

a mathematical explanation of this intuition, stating that variable selection based on our

empirical Bayes posterior will be correct asymptotically if condition (2.8) is satis�ed.

2.4 Implementation details

2.4.1 Stochastic search of the con�guration space

In order to compute the posterior probability for a con�guration S, we need to evaluate

� � (S j jSj = s) in (2.2), which can be rewritten as

D (S)� �= (2s)1f � (S) < C p r g
�
p
s

�
¦ �

p

s

� � 1 X

S:jSj= s

D (S)� �= (2s)1f � (S) < C p r g
©� 1
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The dif�culty comes from the term in curly braces, namely,

�
p

s

� � 1 X

S:jSj= s

D (S)� �= 2s1f � (S) < C p r g.

where, again, D (S) = jX >
S XSj is the determinant. Since C and r can be chosen large enough

so that only the few extremely ill-conditioned cases would be excluded, that leaves approxi-

mately
�
p
s

�
terms in the above summation, making brute-force computation a challenge.

Given that the eigenvalues of X >
S XS for S with jSj � s? are assumed to be bounded from

above and below, the geometric mean, D (S)1=s, of those eigenvalues should depend on

the particular XS but not on s. Therefore, the quantity in the above display, an average of

these geometric means, is roughly constant in both S and s, so it is not unreasonable to

approximate � � (S j jSj = s) in (2.2) by

D (S)� �= (2s)1f � (S) < C p r g
�
p
s

� .

This approximation is exact in the case of � = 0 if all S are included, and numerical experi-

ments suggest that it is stable across a range of p , s, and � . Using this approximation, the

posterior distribution for S that we use is given by

� n
� (S) / m � (Y j S)D (S)� �

2jSj

�
p

jSj

� � 1

fn (jSj)1f � (S) < C p r g. (2.9)

In practice, C is chosen to be large enough that no con�gurations, S are excluded, hence

the indicator function is effectively removed.

Markov chain Monte Carlo (MCMC) methods can be used to compute this posterior

but this tends to be inef�cient in high-dimensional problems. As an alternative, we employ

a version of the shotgun stochastic search algorithm (SSS, Hans et al. 2007), to explore our

posterior distribution. Different from traditional MCMC method, SSS does not attempt to

approximate the posterior distribution of S; instead, it only tries to explore high posterior

probability regions as thoroughly as possible.

Our SSS algorithm can be summarized as follows. Let S be a con�guration of size s,

with � n
� (S), its corresponding (unnormalized) posterior. De�ne the neighborhood of S as

nbd (S) = fS+ ,S0,S� g, where S+ is the set containing all (s + 1) dimensional con�gurations

that include S, S0 is the set containing all s-dimensional con�gurations that only have one

variable different from variables in S, and S� is the set containing all (s � 1)-dimensional
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con�gurations that are nested in S. The t th iteration of SSS goes as follows:

1. Given St , compute � n
� (S) for all S 2 nbd (St ) = fSt + ,St0,St � g.

2. Sample St
1 , St

2 , St
3 respectively from St + , St0, St � , with probabilities / � n

� (St
� ).

3. Sample St +1 from fSt
1 ,St

2 ,St
3 gwith probabilities proportional to � n

� (St + ), � n
� (St0), and

� n
� (St � ), obtained by summing.

All visited con�gurations are recorded, and the �nal chosen con�guration can be the maxi-

mum a posteriori model, median probability model (the model including those variables

of which marginal inclusion probability is not less than 0.5), or something else. For our

simulations in Section 2.5, the selected con�guration Ŝ is the median probability model.

While SSS has the ability to explore many more high posterior con�gurations than

MCMC, it is still computationally expensive, especially in high-dimensional case. When

p , the number of candidate predictors, is large and the true dimension s? is small, cost

of exhausting all possible con�gurations in S+ can be tremendous. For this reason, we

adopt the simpli�ed SSS algorithm with screening in Shin et al. (S5, 2018), which uses a

screening technique to signi�cantly decrease the computational cost. More speci�cally,

when considering candidate models with an additional predictor, instead of calculating

the posterior probabilities for all the possible con�gurations, we �rst calculate the partial

correlation between response Y and each of the rest p � s predictors conditioning on all

the variables in the current model St . Then we only select the top K predictors with highest

correlation to form S+ and S0. In the simulation, we choose K = 20.

2.4.2 Choice of tuning parameters

Choice of �

An “ideal” value � ? of � is one that minimizes the Kullback–Leibler divergence of marginal

distribution m � (y ) =
P

S m � (y j S)� � (S) from the true distribution of Y or, equivalently, one

that maximizes the expected log marginal likelihood, i.e.,

� ? = argmax
�

Ef log m � (Y )g.

Unfortunately, the ideal value � ? is not available because we do not know the true distri-

bution of Y , nor can we estimate it with an empirical distribution. However, a reasonable
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Figure 2.2: Black lines are � 7! log m � (Y ) for different Y samples, and the red line is the
point-wise average, which approximates � 7! Ef log m � (Y )g.

estimate of this ideal � is

�̂ = argmax
�

log m � (Y ).

Indeed, Figure 2.2 shows log m � (Y ) for several different Y samples, along with an approxi-

mation of Ef log m � (Y )gbased on point-wise averaging. Notice that individual log marginal

likelihoods are maximized very close by where the expectation is maximized.

There is still one more obstacle in obtaining �̂ , namely, that we cannot directly compute

the summation involved in m � (Y ) due to the large number of con�gurations S. Fortunately,

we can employ an importance sampling strategy to overcome this. Speci�cally, we have

m � (Y ) =

P
S m � (Y j S)D (S)� �= 2jSj fn (jSj)

�
p
jSj

� � 1

P
S D (S)� �= 2jSj fn (jSj)

�
p
jSj

� � 1

�

P N
` =1 m � (Y j S̀ )D (S̀ )� �= 2jS̀ j

P N
` =1 D (S̀ )� �= 2jS̀ j

,

where f S̀ : ` = 1, . . . ,N gare samples from � 0(S) / fn (jSj)
�

p
jSj

� � 1
. In our numerical results, we

use this m � (Y ) to estimate �̂ .

As discussed in Section 2.2.3, � plays an important role in both model prior and coef�-

cient prior. That is, for a �xed size s, a positive � favors model including predictors with

relatively high correlation; a negative � favors model including predictors with relatively

low correlation; � equals zero actually put equal mass on each model regardless of their

predictors' correlation structure. The � in the conditional prior for � S, given S, has a similar
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(a) � = 0.8,S? = S?
1 (b) � = 0.1,S? = S?

1 (c) � = 0.8,S? = S?
2

Figure 2.3: Expected log marginal likelihood versus � , for � = 0, under different correlation
structure of true con�gurations S?; see de�nition of S?

1 and S?
2 in the text.

effect; see Krishna et al. (2009). Thus, a “good” estimate of � should be such that it re�ects

the correlation structure in X .

To help see this, consider a few examples, each with X of dimension n = 100and p = 500,

having an AR(1) correlation structure with varying correlation � and true con�guration S?.

In particular, we consider two con�gurations:

S?
1 = f 11, . . . ,15,31, . . . ,35g

S?
2 = f 1,51,100,151,200,251,300,351,400,451g.

Figure 2.3 shows �̂ chosen by maximizing the marginal likelihood in three different cases,

and we argue that �̂ is at least in the “right direction.” In particular, when the true predictors

are highly correlated, as in Panel (a), �̂ tends to be positive which encourages highly corre-

lated predictors to be selected; and when the true predictors have low correlation, as in

Panel (b), the estimate of � is close to 0 hence a nearly uniform prior for S. The situation in

Panel (c) is different since the true predictors are minimally correlated while unimportant

predictors are highly correlated. In this case, �̂ tends to be negative which discourages

selecting the highly correlated ones that are likely unimportant.

Choice of g

Now, recall that g determines the magnitude of the prior variance of � S. If g is suf�ciently

large, the conditional prior for � S is effectively �at; if g is extremely tiny, then the posterior

probability for � S will concentrate on the prior center � n
ˆ� S. Kass and Wasserman (1995)

proposed the unit information criteria, which amounts to taking g = n in the regression
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setting with Zellner's prior. Foster and George (1994) suggest a choice of g = p 2. Here, we

use a local empirical Bayes estimator for g . That is, for given S and � , we choose a g that

maximizes the local marginal likelihood, that is,

ĝS = argmax
g

m � (y j S).

In the special case where � n = 0 and � = � 1, and a conjugate prior for � 2, Liang et al. (2008)

showed that ĝS = maxf FS � 1,0g, where FS is the usual F statistic under model S for testing

� S = 0. In general, our estimator, ĝS must be computed numerically.

Choice of �

In our choice of � = � n , we seek to employ a meaningful amount of shrinkage while still

maintaining the condition in Assumption 2.2. Towards this, if we view � ˆ� S? as a shrinkage

estimator, then it is possible to choose � n so that the corresponding James–Stein type

estimate has smaller mean square error. In particular, a � n that achieves this is

� n = 1 �
2Ek ˆ� S? � � ?

S?k2

k� ?
S?k2 + Ek ˆ� S? � � ?

S?k2

and, moreover, it can be shown that 1 � � n = O(s?f n k� ?
S?k2g� 1); see Section 2.7.6 in the

supplementary material for details. Unfortunately, this � n still depends on S? and � ?
S?, so

we need to use some data-driven proxy for this. We recommend �rst estimating S? by Ŝ

from the adaptive lasso, with ˆ� Ŝ and �̂ 2 the corresponding least squares estimators, and

then setting

ˆ� n =
”
1 �

2�̂ 2tr f (X >
Ŝ

XŜ)� 1g

k ˆ� Ŝk2 + �̂ 2tr f (X >
Ŝ

XŜ)� 1g

—+
.

In practice, variable selection results are not sensitive to the choice of � unless it is too close

to 1. That is, according to Figure 2.4, we see good curvature in the log marginal likelihood

for � , with roughly the same maximizer, for a range of � . The curves �atten out when � is

too close to 1, but that “too close” cutoff gets larger with n . To ensure identi�ability of � , we

manually keep our estimate of � away from 1, in particular, we take ˜� n = min f ˆ� n ,0.7g.

Speci�cation of remaining parameters

It remains to specify the likelihood power � , the tuning parameters (a ,c), specifying the

prior on con�guration size, the tuning parameter (C , r ), specifying the prior on collinearity
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Figure 2.4: Approximated log marginal likelihood for different values of � with sample
size n = 100,500,1000,5000 andp = 500, under Scenario 2 as is described in Section 2.5.

of con�gurations given a �xed size, and to specify a plug-in estimator for the error variance

� 2. As in Martin et al. (2017), we take � = 0.999, a = 0.05, and c = 1. We let C and r be

suf�ciently large, so that in practice no models would be excluded due to the ill-conditioness.

For the error variance, we use the adaptive lasso to select a con�guration and set �̂ 2 equal

to the mean square error for that selected con�guration. A prior for � 2 was used by Martin

and Tang (2019) in this empirical Bayes framework for a simpler model formulation, and

the results were similar compared to the plug-in approach adopted here.

2.5 Simulation experiments

Here we investigate the variable selection performance of different methods in �ve simu-

lated data settings. In each setting, n = 100 and p = 500 and the error variance � 2 is set to
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1. The �rst two settings have severe collinearity. We employ the �rst order autoregressive

structure with � = 0.8 as the covariance structure of the n � p design matrix X ; and the true

con�guration S? includes two blocks of variables that the �rst block contains the 11th to

the 15th variable and the second block contains the 31st to the 35th variable. We explored

both large and small signal cases as follows.

1. � S? = (0.5,0.55,0.6,0.65,0.7,0.75,0.8,0.85,0.9,0.95)>

2. � S? = (1,1.5,2.0,2.5,3.0,3.5,4.0,4.5,5.0,5.5)>

3. In this case, we consider a block covariance setting, which is the same as the Case 4 in

Narisetty and He (2014). In this setting, interesting variables have common correlation

� 1 = 0.25; uninteresting variables have common correlation � 2 = 0.75; the common

correlation between interesting and uninteresting ones is � 3 = 0.5. The coef�cients

of the interesting variables are � S? = (0.6,1.2,1.8,2.4,3.0)> .

4. This case is similar to Case 3, but let � 1 = 0.75, � 2 = 0.25, and � 3 = 0.4. Also, a larger

� S? = (1,1.5,2.0,2.5,3.0)> is adopted.

5. This case is a low correlation case, which is set the same as Case 2 in Narisetty and He

(2014). All variables are set to have common correlation � = 0.25 and the coef�cients

for interesting variables are � S? = (0.6,1.2,1.8,2.4,3.0)> .

For each case, 1000 data sets are generated. Denoting the chosen con�guration as Ŝ,

we compute P(Ŝ = S?) and P(Ŝ � S?) in these 1000 iterations to measure the performance

of our method, denoted by ECAP. For comparison purposes, we also consider the lasso

(Tibshirani 1996), the adaptive lasso (Zou 2006), the smoothly clipped absolute deviation

(SCAD, Fan and Li 2001), the elastic net (EN, Zou and Hastie 2005) and an empirical Bayes

approach (EB, ). Tuning parameters in the �rst four methods are chosen by BIC. The results

are summarized in Table 2.1.

According to these results, ECAP performs signi�cantly better than lasso, SCAD, and EN

in terms of the probability of choosing the true con�guration. It also has uniformly better

performance compared with EB, which is expected since the new ECAP method takes the

correlation information into account. However, when considering P(Ŝ � S?), ECAP is not

always the highest, e.g., Case 1. Note that P(Ŝ = S?) and P(Ŝ � S?) for ECAP are always close

to each other, which is not the case for lasso or EN. This is because the ECAP method is

more likely to shrink the coef�cients of unimportant predictors to zero, which is desirable

if the goal is to �nd the true S?.
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Table 2.1: Simulation results for Cases 1–5. (The best score among the six methods com-
pared in each case is shown in bold.)

Case Method P(Ŝ = S?) P(Ŝ � S?) AveragejŜj

1 lasso 0.082 0.996 13.61 (0.09)

alasso 0.397 0.930 10.73 (0.04)

EN 0.133 0.983 13.24 (0.20)

SCAD 0 0.001 12.36 (0.15)

EB 0.165 0.215 9.56 (0.17)

ECAP 0.263 0.342 9.65 (0.15)

2 lasso 0.297 1 11.65 (0.05)

alasso 0.356 0.412 9.33 (0.03)

EN 0.557 0.816 10.25 (0.07)

SCAD 0 0 7.93 (0.04)

EB 0.815 1 11.27 (0.91)

ECAP 0.994 1 10.00 (0.00)

3 lasso 0 0.874 18.67 (0.12)

alasso 0.002 0.277 11.26 (0.10)

EN 0 0.945 19.82 (0.22)

SCAD 0.882 0.958 5.05 (0.01)

EB 0.560 0.670 4.69 (0.05)

ECAP 0.760 0.778 4.90 (0.08)

4 lasso 0.135 1 8.08 (0.09)

alasso 0.701 0.940 5.34 (0.03)

EN 0.327 0.997 7.33 (0.13)

SCAD 0.070 0.148 4.45 (0.04)

EB 0.793 0.822 4.87 (0.04)

ECAP 0.861 0.940 5.05 (0.07)

5 lasso 0.001 0.990 17.55 (0.15)

alasso 0.057 0.693 8.63 (0.11)

EN 0.005 0.991 17.04 (0.28)

SCAD 0.419 0.908 5.88 (0.04)

EB 0.680 0.795 4.82 (0.04)

ECAP 0.827 0.919 4.95 (0.05)

2.6 Real-data illustration

Here we examine our method in a real data example and evaluate its performance against

other prevalent approaches including lasso, SCAD and the penalized credible region ap-
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proach in Bondell and Reich (2012). We use the data from an experiment conducted by

Lan et al. (2006) that studies the genetics of two inbred mouse populations (B6 and BTBR).

The data include 22575 gene expressions of 31 female and 29 male mice. Some pheno-

types, including phosphoenopiruvate (PEPCK) and glycerol-3-phosphate acyltransferase

(GPAT) were also measured by quatitative real-time PCR. The data are available at Gene

Expression Omnibus data repository ( http://www.ncbi.nlm.nih.gov/geo ; accession

number GSE3330).

We choose PEPCK and GPAT as response variables. Given that this is an ultra-high

dimensional problem, we use marginal correlation based screening method, to screen

down from 22575genes to 1999genes. Combining the screened 1999 genes with the sex

variable, the �nal dimension of the predictor matrix is p = 2000. After screening, we apply

our method to the data and select a best subset of predictors Ŝ. Then we use the posterior

mean of � S as the estimator for � , for given Ŝ and y . The posterior distribution for � S is

normal with

mean =
�
X >

Ŝ
XŜ + V � 1

Ŝ

� � 1�
X >

Ŝ
y + � V � 1

Ŝ
ˆ� Ŝ

�

covariance = � 2
�
X >

Ŝ
XŜ + V � 1

Ŝ

� � 1
,

where VŜ = g kŜ

�
X >

Ŝ
XŜ

� �
. For hyperparameters � , � and g, we can plug in their correspond-

ing estimators given in Section 2.4.

In order to evaluate the performance of our approach, we randomly split the sample into

a training data set of size 55 and a test set of 5. First, we apply our variable selection method

to the training set and obtain the selected variables. Then conditioning on this model,

we estimate the regression coef�cients using the above method. Based on the estimated

regression coef�cient, we predict the remaining 5 observations and calculate the prediction

loss. This process is repeated 100 times, and an estimated mean square prediction error

(MSPE) along with its standard error can be computed; see Table 2.2.

In Table 2.2, BCR.joint and BCR.marginal denote methods using joint credible sets

and marginal credible sets respectively, for details, see Bondell and Reich (2012). The �rst

four rows correspond to ECAP, lasso, BCR.joint and BCR.marginal applied to the screened

data with dimension p = 2000. The �fth row is for sure independence screening (SIS)

combined with SCAD applied to the full data p = 22575, and the last row is based on directly

applying ECAP to the unscreened data. The stopping rules for lasso, SCAD, BCR.joint and

BCR.marginal are based on BIC.

In terms of MSPE, ECAP outperforms all the other methods signi�cantly in both PEPCK
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Table 2.2: Mean square prediction error (MSPE) and average con�guration size in the real
example of Section 2.6; numbers in parentheses are standard errors. Results except for
ECAP are from Bondell and Reich (2012)

PEPCK GPAT
Method MSPE Model Size MSPE Model Size

ECAP (p = 2000) 1.02 (0.07) 5.04 (0.19) 2.26 (0.18) 8.34 (0.33)
lasso (p = 2000) 3.03 (0.19) 7.70 (0.96) 5.03 (0.42) 3.30 (0.79)

BCR.joint ( p = 2000) 2.03 (0.14) 9.60 (0.46) 3.83 (0.34) 4.20 (0.43)
BCR.marginal (p = 2000) 1.84 (0.14) 23.3 (0.67) 5.33 (0.41) 21.8 (0.72)
SIS+SCAD (p = 22575) 2.82 (0.18) 2.30 (0.09) 5.88 (0.44) 2.60 (0.10)

ECAP (p = 22575) 0.72 (0.07) 4.93 (0.30) 1.66 (0.52) 7.92 (0.73)

and GPAT cases, given the estimated standard errors. Moreover, the MSPE from ECAP is

even smaller for the full dataset compared with the screened data. And for the model size,

on average, ECAP, lasso, BCR.joint, and SIS+SCAD select models with comparable sizes

while the method BCR.marginal always chooses larger models. Overall, ECAP performs

very well in this real data example compared to these other methods in terms of both MSPE

and model size.

2.7 Proofs and additional results

2.7.1 Preliminary lemmas

Before getting to the proofs of the main theorems, we need to suitably lower-bound the

posterior denominator and upper-bound the posterior numerator, the latter depending on

the type of neighborhood being considered. In particular, for a generic measurable subset

A of the parameter space, write

� n (A) =
Nn (A)

Dn
=

R
A

P
S � (S)Rn (� S+ , � � )� � � (� S j S)d � S

RP
S � (S)Rn (� S+ , � � )� � � (� S j S)d � S

,

where Rn (� S+ , � � ) = Ln (� S+ )=Ln (� ?) is the likelihood ratio, with � S+ the p -vector correspond-

ing to � S with zeros �lled in around the indices in S. Recall that � ? denotes the true and

sparse coef�cient vector in Rp , with S? = S� ? the corresponding con�guration of complexity

s? = jS?j. Also, recall that the condition number, � (S?), of the matrix n � 1X >
S?XS? is O(1) as
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n ! 1 by Assumption 2.3 in the main text. Lemma 2.1 gives a general lower bound on the

denominator Dn .

Lemma 2.1. Given the inputs (� ,g , � ) to our proposed posterior, de�ne

b = b (� ,g , � ,S� ) =

8
>><

>>:

1
2 logf 1+ � g � (S?)1+� g, if � 2 [0,1 )

1
2 logf 1+ � g � (S?)g, if � 2 [� 1,0)

1
2 logf 1+ � g � (S?)� � g, if � 2 (�1 , � 1).

(2.10)

Then under Assumptions 2.1–2.3, the denominator D n of the posterior satis�es

P� ?f Dn < � (S?)e � b s?
g ! 0

as n ! 1 .

Proof. Since Dn is a sum of non-negative terms, we get the trivial bound

Dn > � (S?)

Z

Rn (� S?, � ?
S?)

� N
�
d � S? j � ˆ� S?, � 2g kS?(X >

S?XS?)�
�

= � (S?)
s?Y

i =1

(1+ � g kS?d 1+�
S?,i )� 1=2 exp

¦ �

2� 2
(An � Bn )

©
,

where

An = n ( ˆ� S? � � ?
S?)

>
�
n � 1X >

S?XS?

�
( ˆ� S? � � ?

S?)

Bn = (1 � � )2 ˆ� >
S?Q

� 1
S?

ˆ� S?

are both non-negative, and the QS matrix is de�ned as

QS = (X >
S XS)� 1 + � g kS(X >

S XS)� , S � f 1,2, . . . ,p g. (2.11)

From the well-known sampling distribution of ˆ� S?, we have

An � � 2 ChiSq(s?) = Op (s?).

Next, for Bn , under Assumption 2.3, it can be veri�ed that the maximal eigenvalue of Q � 1
S? is
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O(n ). Therefore, Bn ® n (1 � � )2k ˆ� S?k2. Write

k ˆ� S?k2 ® k ˆ� S? � � ?
S?k

2 + k� ?
S?k

2

Since the �rst term is Op (s?n � 1) and (1 � � )2 � o(1), we have

n (1 � � )2k ˆ� S? � � ?
S?k

2 = op (s?).

Similarly, by Assumption 2.2, for the second term we have

n (1 � � )2k� ?
S?k

2 = o(s?).

This implies Bn = op (s?) and, hence, P� ?(An � Bn ) ! 0 which, in turn, implies that the

exponential term in the lower bound for Dn is no smaller than 1. Therefore,

Dn > � (S?)
s?Y

i =1

(1+ � g kS?d 1+�
S?,i )� 1=2

and the product can be lower-bounded by e � b s?
for b as de�ned in (2.10). Finally, we have

that Dn � � (S?)e � b s?
with vanishing P� ?-probability, as was to be shown.

Next, consider the subset B" of Rp given by

B" = f � 2 Rp : kX � � X � ?k2 > " g, " > 0.

For the sequence " n and constant M > 0 as in the statement of Theorem 2.1 in the main

text, set Nn = Nn (BM " n
). The following lemma gives an upper bound on Nn .

Lemma 2.2. There exists a constant d = d (� , � 2) such that

sup
� ?

E� ?(Nn ) � e � d " n

X

S:jSj� R

 (jSj)jSj� � (S),

where

 (s)2 =

8
>><

>>:

! (s)2(� +1)
�
1+ q � 2

g ! (s)� (� +1)
�1� 1

q if � 2 [0,1 )

! (s)2
�
1+ q � 2

g ! (s)� 1
�1� 1

q if � 2 [� 1,0)

! (s)� 2�
�
1+ q � 2

g ! (s)�
�1� 1

q if � 2 (�1 , � 1),

(2.12)

where q = h (h � 1)� 1 and h 2 (1,� � 1) is a constant.
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Proof. Let us consider the expectation of Nn , given the true distribution of Y , i.e.,

Y � N(X � ?, � 2I ).

Then by Hölder's inequality, for constants h > 1 and q = h (h � 1)� 1, we can �nd an upper

bound for E� ?(Nn ),

E� ?(Nn ) �
X

S

� (S)

Z

B� n

Jn (� S)
1
h Kn (� S)

1
q d � S, (2.13)

where

Jn (� S) = E� ?

”¦ N(y j XS� S, � 2I )

N(y j XS?� ?
S?, � 2I )

©h � —

Kn (� S) = E� ?

�
Nq (� S j � ˆ� S, � 2g kS(X >

S XS)� )
�
.

If h � < 1, then upon taking expectation with respect to y � N(XS� � �
S� , � 2I ), we get

Jn (� S) = e � � (1� h � )
2� 2 kX � S+ � X � ?k2

� e � [� (1� h � )=2� 2]� n , 8 � S+ 2 B" n
. (2.14)

Next, for Kn , after factoring out the non-stochastic terms in the multivariate normal density,

there is an expectation of exponential quadratic form to be dealt with, i.e.,

E� ?

”
exp

¦
�

q

2� 2g kS
Z

©—
, (2.15)

where Z = (� S � � ˆ� S)> (X >
S XS)� � (� S � � ˆ� S) and ˆ� S is the least square estimator under con�g-

uration S. Let � ?
S denote the mean of ˆ� S, then � ?

S = (X >
S XS)� 1X T

S XS?� ?
S?. Applying a spectral

decomposition on X >
S XS in Z , we have,

Z =(� 2� 2) = � >
S � � (� +1)

S � S,

where � S = � 1=2
S � >

S (� S � � ˆ� S)=(�� ). � S is a diagonal matrix whose diagonal elements are the

corresponding eigenvalues for X >
S XS, and � S is a matrix with columns being corresponding

eigenvectors. It is not dif�cult to show,

� S � N
€
� 1=2

S � >
S (� S � �� ?

S)=(�� ), I
Š
,
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which implies � S,i are iid N(d 1=2
S,i � >

S,i (� S � �� ?
S)=(�� ),1), where dS,i is the i th eigenvalue of

X >
S XS and � S,i is the i th eigenvector. Hence, � 2

S,i has a non-central chi-square distribution

with df = 1 and non-centrality � S,i = 1
� 2� 2 (� S � �� ?

S)> � S,i dS,i � >
S,i (� S � �� ?

S). By taking advan-

tage of the independence of the � 2
S,i s and using the moment generating function of the

non-central chi-square distribution, (2.15) can be written as

sY

i =1

(1 � 2tS,i )
� 1

2q exp
¦ � S,i

2q

€ 1

1 � 2tS,i
� 1

Š©
, (2.16)

where tS,i = � q � 2d � (1+ � )
S,i =2g kS < 0 < 1=2. It is clear that (2.16) is a non-decreasing function

with respect to tS,i . And when � � 0, tS,i � tS := � � 2q
2g ! (s)� (� +1). Then, for all � S 2 RjSj, we can

obtain an upper bound for (2.15) by replacing tS,i with tS in (2.16),

U (� S) = (1 � 2tS)� s
2q exp

¦€ 2tS

1 � 2tS

Š 1

2q � 2� 2
(� S � �� ?

S)> (X >
S XS)(� S � �� ?

S)
©

(2.17)

For � < � 1 and � 1 � � < 0, we can get the same expression of Un (� S) with tS = � � 2q ! (s)=2g

and tS = � � 2q ! (s)� =2g respectively. Therefore,

Kn (� S) � (2�� 2g kS)� s
2 D (S)� �

2 Un (� S) (2.18)

Since Jn (� S) and Kn (� S) are non-negative, we upper-bound the integral in (2.13) by

Z

RjSj

Jn (� S)
1
h Kn (� S)

1
q d � S (2.19)

By plugging (2.18) and (2.14) into (2.19), and integrating out � S , we bound E� ?(Nn ) by,

e � [� (1� h � )=2� 2]� n

X

S:jSj� R

 (jSj)s� (S)

where function  (s) is de�ned (2.12).
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2.7.2 Proof of Theorem 2.1

With Lemmas 2.1 and 2.2, the expectation of posterior probability of event Bn = BM " n
can

be bounded by,

E� ?

�
� n (Bn )

	
� eb s?� d M " n

P
S:s� R  (s)s� (S)

� (S?)

= eb s?� d M " n

P R
s=1  (s)s fn (s)

� (S?)
.

While for the prior, if � � 0, we can get,

� (S?) � ! (s?)� �= 2 fn (s?)

�
p

s?

� � 1

.

Therefore the upper bound for the posterior probability can be written as,

E� ?

�
� n (Bn )

	
� eb s?� d M " n � n ,

where

� n =
! (s?)�= 2

�
p
s?

�

fn (s?)

RX

s=1

 (R)s fn (s).

Taking logarithm on both sides, we get

log E� ?

�
� n (Bn )

	
�

€b s?

" n
� M d +

log � n

" n

Š
" n .

We require " n to have a certain rate such that the upper bound for posterior probability can

vanish. A preliminary requirement for " n is s?="n ! 0, in order make eb s?� d " n aso(1). In addi-

tion, " n should satisfy log � n = O(" n ). Therefore, as n ! 1 , b s?="n ! 0 and log(� n )="n ! K .

Thus, for any M satisfying M d > K , we will have

log E� ?

�
� n (Bn )

	
! �1 .

Next, we establish the rate for log � n . Under Assumptions 2.1 and 2.2, ! (s?) is bounded

with probability 1. By Stirling's formula, we have that

log

�
p

s?

�

� s? log(p =s?)f 1+ o(1)g.
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Given that fn (s) / c � sp � a s, we can also have

� log fn (s?) � s? log(c s?) + a s? log(p =s?) = O(s? log(p =s?)).

Since we have ruled out cases with extremely ill-conditioned X >
S XS, ! (s) is bounded above

by C p r . Thus, for the nonnegative � case,

RX

s=1

 (R)s fn (s) ® p R
�

r (1+ � )� a
�
.

Therefore, when � � 0, the rate of " n should be

maxf R
�
r (1+ � ) � a

�
log p ,s? log(p =s?)g.

The proofs for � < 0 are similar. Therefore, the rate " n then can be rewritten as

" n = maxf q (R,� , r ,a ), s? log(p =s?)g,

where function q is de�ned in the Theorem 2.1 statement.

2.7.3 Proof of Theorem 2.2

Followed by Lemma 2.2 and Theorem 2.1, we can get

E1=h
� ?

”¦ N(y j XS� S+ , � 2I )

N(y j XS� S?, � 2I )

©h � —
= exp

�
� � (1� h � )

2� 2 kX � S+ � X � S?k2
	

� 1.

If Un = f � 2 Rp : jS� j � � s?g, then it is not dif�cult to show that,

E� ?f Nn (Un )g �
RX

s=� s?

 (s)s fn (s).

With the help of Lemma 2.1, the posterior probability of event Un can be bounded as,

E� ?f � n (Un )g � ec s? ! (s?)�= 2
�

p
s?

�

fn (s?)

RX

s=� s?

 (s)s fn (s) (2.20)
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From Theorem 2.1, we have

log
! (s?)�= 2

�
p
s?

�

fn (s?)
� (a + 1+ o(1))s? log(p =s?).

In addition, for � � 0, if a > r (1+ � ), we can get

RX

s=� s?

 (s)s fn (s) ® expf� � s?[a � r (1+ � )] log p g.

When � � 0, � > � 0 = (a + 1)f a � r (1 + � )g� 1, then
P R

s=� s?  (s)s fn (s) dominates the other

two terms in (2.20). Therefore, E� ?f � n (Un )gwill vanish as n ! 1 . Similarly for � < 0, we

can get the same result if � > � 0.

2.7.4 Proof of Theorem 2.3

Let jS� � � ?j be the number of non-zero entries of (� � � ?). Then,

kX (� � � ?)k2 > n ` (jS� � � ?j)k� � � ?k2.

If a > maxf 1+ � ,1,1 � � gand � > � 0 in Equation (2.6) in the main text, by Theorem 2.2 and

monotonicity of ` (s), we can get

E� ?� n (f � : ` (jS� � � ?j) � ` (� s? + s?)g) ! 1.

If we set � n as in the theorem's statement and apply Theorem 2.1, we get

E� ?f � n (� : k� � � ?k2 > M � n )g � E� ?f � n (BM � n ` (� s?+ s?))g ! 0,

as was to be shown.

2.7.5 Proof of Theorem 2.4

We segment the proof of Theorem 2.4 into two parts. First, under Assumptions 2.1 and 2.3,

we aim to show that, E� ?[� n (f � : S� � S� ?g)] ! 0. Second, under the beta-min condition, we

prove that E� ?[� n (f � : S� 6�S� ?g)] ! 0. We only consider positive � case here. The proofs in

Parts 1 and 2 below can go through the same way when � < 0.
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Note that some of the arguments presented here refer to Martin et al. (2017), but there

are some oversights in the selection consistency results presented in the published version

of that paper. The version available at arXiv:1406.7718 contains corrections of those

arguments.

Part 1 Let S be any con�guration containing but not equal to the true model S?, i.e. S � S?.

Then the posterior for S can be written as,

� n (S) � � n (S)
�
� n (S?)

= FSRS exp
�
� �

2� 2

�
y > (PS? � PS)y + (1 � � )2 ˆ� >

S Q � 1
S

ˆ� S � (1 � � )2 ˆ� >
S?Q

� 1
S?

ˆ� S?

	�

� FSRS exp
�

�
2� 2

�
y > (PS � PS?)y + (1 � � )2 ˆ� >

S?Q
� 1
S?

ˆ� S?

	�
,

where FS = � (S)=� (S?), PS = XS(X >
S XS)� 1X >

S , QS is as in (2.11), and

RS =

Q s
i =1(1+ � g kSd � +1

S,i )� 1
2

Q s?

i =1(1+ � g kS?d � +1
S?,i )� 1

2

.

Applying Hölder's inequality with the same constants in (2.13), h > 1 and q = (h � 1)=h , we

get that E� ?f � n (S)gis upper-bounded by

FSRSE1=h
� ?

�
expf � h

2� 2 y > (PS � PS?)y g
�
E1=q

� ?

�
expf � q (1� � )2

2� 2
ˆ� >
S?Q

� 1
S?

ˆ� S?g
�
. (2.21)

First, given that S � S?, (PS � P?
S ) is idempotent and (PS � P?

S )XS? = 0. Therefore, y > (PS �

PS?)y =� 2 has a chi-square distribution, ChiSq(s � s?). If h � < 1, using moment generating

function of central chi-square, the �rst expectation term in (2.21) can be written as,

E1=h
� ?

�
expf h �

2� 2 y > (PS � PS?)y g
�
= (1 � h � )� (s� s?)=2h .

Second, from the spectral decomposition X >
S?XS? = � S?� S?� >

S?, if u = � 1=2
S? � >

S?
ˆ� S?=� , then,

ˆ� >
S?Q

� 1
S?

ˆ� S?=� 2 = u >
�
I s + � g kS?� � +1

S?

� � 1
u =

s?X

i =1

1

1+ � g kS?d � +1
S?,i

u 2
i .

Obviously, u � N(� 1=2
S? � >

S?� ?
S?=� , I s?), and this implies u i

i i d
� N(d 1=2

S?,i �
>
S?,i �

?
S?=� ,1). It follows that

the u 2
i s are independent non-central chi-square random variables, with non-centrality

parameter � i = d 1=2
S?,i �

>
S?,i �

?
S?=� and degrees of freedom of 1. Using the same argument as in
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(2.16)–(2.17), we get,

E1=q
� ?

�
expf � q (1� � )2

2� 2
ˆ� >
S?Q

� 1
S?

ˆ� S?g
�
� (1 � t )� s?

2q exp
�
� n k� ?

S?k
2� max(S?) t

1� t

	
,

where 0 < t ® (1� � )2. Since t = o(s?f n k� ?
S?k2g� 1) � o(1), by Assumption 2.2, we have 1� t > 1

2

for large n ; in addition, by Assumption 2.3, we have that the expression inside expf�g on

the right-hand side above is o(s?). Therefore, since q � 1 < 1� � , we can conclude that the

second expectation term in (2.21) is asymptotically upper-bounded by

exp[f 1
2(1 � � ) log2 + o(1)gs?g] � expf (1 � � )(log2)s?g.

Next, it is clear that

RS �
s?Y

i =1

(1+ � g kS?d � +1
S?,i )1=2.

Since kSd � +1
S,i satis�es

� (S)� (� +1) � kSd � +1
S,i � � (S)� +1,

and the lower and upper bounds are stable according to Assumption 2.3, it follows that RS

is upper-bounded by ems?
, where m = 1

2 log(1+ � g � (S?)� +1).

For FS de�ned above, we have

� (S) �

�
p

s

� � 1

! (s)
�
2 fn (s) and � (S?) �

�
p

s?

� � 1

! (s?)� �
2 fn (s?).

Now we can bound E� ?f � n (S)gabove by,

eG s?
! (s)�

�
p

s

� � 1�
p

s?

�
� z

c pa

� s� s?

� O(1),

where G = (1 � � )(log 2) + m and z > 0 is a constant. By Theorem 2.2, we only need to

consider S of size no more than � s?, where � > � 0 in (2.6) and a > r (1+ � ). Therefore,

E� ?f � n (� : S� � S� ?)g=
X

S� S?

E� ?f � n (S)g

� eG s?
! (� s?)�

� s?X

s= s?+1

�
p � s?

p � s

��
p
s?

�

�
p
s?

�
� z

c pa

� s� s?

(2.22)

Under Assumption 2.3, ! (� s?) is bounded, so following the results in Martin et al. (2017),
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(2.22) turns out to be,

E� ?f � n (� : S� � S� ?)g �
eG s?

s?

p a
� O(1).

So, if p and a are such that p a � s?eG s?
, then Ef � n (S � S?)gwill go to 0 as n ! 1 .

Part 2 Consider a con�guration S satisfying S + S?, in Part 1, we already have (2.21), which

is

E� ?f � n (S)g � FSRSE1=h
� ?

�
expf � h

2� 2 y > (PS � PS?)y g
�
E1=q

� ?

�
expf � q (1� � )2

2� 2
ˆ� >
S?Q

� 1
S?

ˆ� S?g
�
.

For the �rst expectation term, if we plug in y = XS?� S? + � z, where z � N(0, In ), then

according to the results in Martin et al. (2017)

y > (PS � PS?)y = �k (I � PS)XS?� ?
S?k

2 � 2� z> (I � PS)XS?� ?
S? + � 2z> (PS � PS?)z

� �k (I � PS)XS?� ?
S?k

2 � 2� z> (I � PS)XS?� ?
S? + � 2z> (PS � PS\ S?)z .

Since z> (I � PS)XS?� ?
S? and z> (PS � PS\ S?)z are independent, using the moment generating

function of normal and chi-square distributions, we can get,

E1=h
� ?

�
expf � h

2� 2 y > (PS � PS?)y g
�

� (1 � h � )� 1
2h (jSj�j S\ S?j) expf� � (1� h � )

2� 2 k(I � PS)XS?� ?
S?k

2g (2.23)

With some algebraic manipulation, we can show that

k(I � PS)XS?� ?
S?k

2 = k(I � PS)XS?\ Sc � ?
S?\ Sc k2,

and then based on Lemma 5 of Arias-Castro and Lounici (2014), we get

k(I � PS)XS?\ Sc � ?
S?\ Sc k2 � n ` (s?)k� ?

S?\ Sc k2.

By the beta-min condition (2.8), it follows that k� ?
S?\ Sc k2 � %2

n (s? � j S? \ Sj), and, hence,

exp
�
� � (1� h � )

2� 2 k(I � PS)XS?� ?
S?k

2
	

� p � M (s?�j S?\ Sj).

Then following the results in Martin et al. (2017), we can get,

E� ?f � n (� : S� + S� ?)g® eG s?
� s?X

s=0

min (s,s?)X

t =1

�
s?

t

��
p � s?

s� t

��
p
s?

�

�
p
s

� (c pa )s?� sf (1 � h � )p � M gs?� t .
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When s < s?, we have,

E� ?f � n (� : S� + S� ?)g® eG s?
s?� 1X

s=0

(c p1+a � M )s?� s ®
eG s?

p M � (a+1)
, M > a + 1.

When s � s?, we have,

E� ?f � n (� : S� + S� ?)g® eG s?
f (1 � h � )p 1� M g

� s?X

s= s?

(c pa � 1)s?� s ®
eG s?

p M � (a+1)
, a > 1.

Furthermore, if p M � (a+1) satis�es p M � (a+1) � eG s?
, the two fractions above will �nally go to 0

asn and p go to in�nity.

2.7.6 Speci�cation on �

Consider the following sequence

� n = 1 �
2Ek ˆ� S? � � ?

S?k2

k� ?
S?k2 + Ek ˆ� S? � � ?

S?k2
.

As claimed in Section 2.4.2 of the main text, this choice of � n satis�es the condition in

Assumption 2.2, that is,

1 � � n = O(s?f n k� ?
S?k

2g� 1).

To see this, �rst note that

Ek ˆ� S? � � ?
S?k

2 = � 2tr f (X >
S� XS� )� 1g ' � 2n � 1s� � � 1

min (S� ),

where � min (S� ) is the smallest eigenvalue of n � 1X >
S� XS� , which is O(1). Then it is not dif�cult

to show that

1 � � n '
s�

n k� �
S� k2

.

Therefore,

n (1 � � n )2k� ?
S?k

2 ' s� s�

n k� �
S� k2

,

and if s?f n k� ?
S?k2g� 1 ! 0, we have

n (1 � � n )2k� ?
S?k

2 = o(s� ).
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In practice, we cannot use � n because it depends on the true � ?. Instead, we use an

estimator, ˆ� n , of � n . Replacing Ek ˆ� S? � � ?
S?k2 and k� ?

S?k2 by �̂ tr f (X >
S� XS� )� 1gand k ˆ� Ŝk respec-

tively, we have,

ˆ� n = 1 �
2�̂ 2tr f (X >

Ŝ
XŜ)� 1g

k ˆ� Ŝk2 + �̂ 2tr f (X >
Ŝ

XŜ)� 1g
,

where Ŝ is obtained from adaptive lasso, �̂ and ˆ� Ŝ are from the least squares estimator

given Ŝ.

2.7.7 Sensitivity analysis on choices of hyperparameters

In this section, we investigate the sensitivity of performance of our model to different

choices of hyperparameters. In our ECAP model, hyperparameters � and g are chosen

based on maximum marginal likelihood method, and � 2 is determined by adaptive lasso.

Here we only consider various values of a in prior (2.1) and the upper bound of � , given

that although we use a James-Stein type estimator ˆ� , in practice we still set the maximum

value of � to be 0.7 for “stable” performance of model selection. We will also brie�y discuss

� later.

Table 2.3: Simulation results for Cases 1–5.

Case a P(Ŝ = S?) P(Ŝ � S?) AveragejŜj

1 0.05* 0.263 0.342 9.65(0.15)

0.5 0.411 0.465 9.50(0.73)

2 0 0 6.30(0.81)

2 0.05* 0.994 1 10.00(0)

0.5 0.975 0.975 9.96(0.20)

2 0.775 0.775 9.76(0.57)

3 0.05* 0.760 0.778 4.90(0.08)

0.5 0.182 0.182 4.18(0.14)

2 0 0 3.67(0.12)

4 0.05* 0.872 0.897 5.05(0.07)

0.5 0.809 0.825 4.90(0.06)

2 0.360 0.360 4.17(0.06)

5 0.05* 0.827 0.919 4.95(0.05)

0.5 0.823 0.845 4.82(0.07)

2 0.240 0.240 4.27(0.08)
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Table 2.4: Simulation results for Cases 1–5.

Case � P(Ŝ = S?) P(Ŝ � S?) AveragejŜj

1 0.5 0.435 0.609 10.01(0.81)

0.7� 0.263 0.342 9.65(0.15)

0.9 0.288 0.589 10.71(1.22)

0.99 0.285 0.679 10.57(1.26)

2 0.5 0.980 1 10.02(0.14)

0.7� 0.994 1 10.00(0)

0.9 0.919 1 10.05(0.23)

0.99 0.826 1 10.59(0.86)

3 0.5 0.590 0.614 4.77(0.09)

0.7� 0.760 0.778 4.90(0.08)

0.9 0.692 0.781 4.96(0.10)

0.99 0.620 0.796 4.94(0.13)

4 0.5 0.882 0.912 4.97(0.05)

0.7� 0.861 0.940 5.05(0.07)

0.9 0.810 0.967 5.17(0.09)

0.99 0.844 0.969 5.13(0.13)

5 0.5 0.857 0.918 4.89(0.06)

0.7� 0.827 0.919 4.95(0.05)

0.9 0.752 0.950 5.04(0.10)

0.99 0.714 0.939 5.04(0.12)

From the above tables, a take-away message we can get is that the “optimal” choice of

hyperparameters can be different for different settings. In practice, e.g., in Sections 2.4 and

2.5, we tend to choose hyperparameters that can give us stable model selections results.

For example, we choose � = 0.7 instead of 0.9 or 0.99 because when � is close to 1, we tend

to get slow MCMC convergence or unstable SSS results. And we usually avoid very small

values of a , like 0.01, given that small a can lead to convergence problem in choosing g by

maximizing local marginal likelihood.

For sensitivity analysis of hyperparamter � , it is not dif�cult to understand that in

practice, there would be little signi�cant difference in terms of model selection performance

between choice of 0.99 and 0.999, since we want our � close to 1. The main issue about � is

from a theoretical perspective, which we have discussed in Sections 2.2 and 2.3.
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CHAPTER

3

AN EMPIRICAL G-WISHART PRIOR FOR

SPARSE HIGH-DIMENSIONAL GAUSSIAN

GRAPHICAL MODELS

3.1 Introduction

In big-data applications, an important practical question concerns the relationship between

variables. That is, let X = (X1, . . . ,Xp )> be a multivariate quantity of interest, and suppose

that the data consists of independent and identically distributed (iid) copies of X . Then the

question is: which pairs of variables are associated with each another? A common way to

formulate this question is via a graphical model, where vertices in the graph G correspond

to variables and an edge between a pair of vertices indicates an association. Then answering

the above question about which pairs of variables are associated corresponds to learning

the underlying graphical structure. Here, as is often done in applications, we will assume

that X is Gaussian, i.e., X � Np (� , � ), where � is the p -vector of means and � is the p � p

positive de�nite covariance matrix. De�ne the precision matrix 
 = � � 1 as the inverse of

40



the covariance matrix. In this so-called Gaussian graphical model setting, we can say that

a pair of variables (Xi ,X j ) are conditionally independent given X n fXi ,X j g—if and only if

the corresponding entry, ! i j , of the precision matrix 
 is 0 or, equivalently 
 2 PG , where

PG is the cone of positive de�nite symmetric matrices having zero entries corresponding to

each missing edge in G; see Dempster (1972), Lauritzen and Wermuth (1989), Lauritzen

(1996), etc.

When the dimension p is large, reliable inference about the precision matrix and / or

the graphical structure is more-or-less hopeless without some restriction on the model

complexity. A common restriction throughout the literature on high-dimensional inference

is sparsity which, in this case, corresponds to an assumption that not too many pairs of

variables are associated or, equivalently, that there are not too many edges in the underlying

graphical structure or, equivalently, there are lots of zeros in the precision matrix. Under

the sparsity assumption, regularization methods, such as graphical lasso and CLIME, are

widely used; see Meinshausen and Buhlmann (2006), Yuan and Lin (2007), Huang et al.

(2006), Friedman et al. (2008), and Cai et al. (2011).

At the same time, Bayesian estimation of large covariance / precision matrices also

received attention. Corresponding with frequentists' graphical lasso, Wang (2012) and

Khondkerand et al. (2012) proposed to put Laplace prior on the off-diagonals and exponen-

tial prior on the diagonals of the precision matrix, leading to a Bayesian version of graphical

lasso. Banerjee and Ghosal (2015) developed a shrinkage prior for the precision matrix, i.e., a

mixture of point mass at zero and Laplace priors for off-diagonal elements and exponential

prior for the diagonals. Their induced posterior concentration rate attained the graphical

lasso convergence rate. On the other hand, in contrast to entry-wise priors on elements of

the precision matrix, priors imposed on the entire matrix space are also considered. Dawid

and Lauritzen (1993) introduced hyper inverse Wishart prior for the covariance matrix

� . Roverato (2000) studied the Cholesky decomposition of hyper inverse Wishart matri-

ces, and introduced the corresponding prior for the precision matrix 
 = � � 1 2 PG . This

induced class of prior supported on PG is known as G-Wishart prior. Bayesian estimation

methods for large precision matrices based on G-Wishart prior are now common in the

literature. For example, Banerjee and Ghosal (2014) applied G-Wishart prior to estimate

(approximately) banded precision matrices, and Xiang et al. (2015) considered general

decomposable matrices using G-Wishart prior.

Despite the G-Wishart's desirable conjugacy property, signi�cant challenges remain

in the posterior computations. These stem from the desire to keep the prior relatively

diffuse for the sake of “non-informativeness.” That is, the precision parameter of the G-
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Wishart prior is taken to be relatively small and, consequently, a Laplace approximation of

its normalizing constant is unreliable. To get around this, we consider an alternative view of

“non-informativeness,” one that lets the prior center be informed by data, making it possible

and even advantageous to have a less diffuse prior, whose normalizing constant can be

well approximated using the Laplace's method, without biasing the posterior distribution.

The use of empirical priors with informative centers has been explored recently in Martin

and Walker (2014), Martin et al. (2017), Martin and Tang (2019) and Martin and Ning (2019)

for some speci�c applications; a general empirical prior framework is presented in Martin

and Walker (2019). Motivated by the signi�cant computational bene�ts that come from

being able to justi�ably use a Laplace approximation for learning the underlying graphical

structure, this paper considers the construction of an empirical G-Wishart prior for use

in sparse, high-dimensional, Gaussian graphical models. At a high level, our proposal is

a mixture of G-Wishart priors over G, where each component prior is a data-dependent

G-Wishart distribution with mode equal to the maximizer of the likelihood over the cone

of G-speci�c precision matrices, or an appropriate sieve therein. Details are presented in

Section 3.2.

From this empirical prior, construction of the corresponding posterior distribution for

the precision matrix, via a slight modi�cation of the usual Bayes's formula, is straightforward.

But since our posterior distribution is derived from an unfamiliar approach that uses an

empirical prior, it is necessary to investigate the asymptotic properties to con�rm that

there are no negative effects of our double-use of the data. Along this line, in Section 3.3,

Theorem 3.1, we establish a posterior concentration rate result in Section 3.3, and our rate

matches that achieved elsewhere in the literature (e.g., Rothman et al. 2008; Banerjee and

Ghosal 2015).

Since learning the graphical structure is a primary goal of this work, we explore proper-

ties of the marginal posterior distribution for the graph in Section 3.4. Our motivation for

this particular empirical prior construction was to allow the G-Wishart precision parameter

to be large, so that Laplace's approximation could be justi�ably employed. Towards this, in

Theorem 3.3, we present a bound on the error in Laplace's approximation in this context,

improving on the related results presented in Banerjee and Ghosal (2015).

In Section 3.5, we carry out some numerical experiments to investigate the performance

of our proposed empirical Bayes approach in graph structure learning compared to other

competing methods in the literature. There we demonstrate that our proposed empirical

Bayes solution, in addition to being fast to compute, thanks to the accurate Laplace ap-

proximation, has superior performance in terms of various metrics across a range of model
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settings. In Section 3.6, we applied our method to a real-world gene expression data, ex-

ploring the gene regulatory network rewriting for breast cancer. Our �ndings coincide with

a number of existing literatures. Finally, some concluding remarks are made in Section 3.7,

and technical details and proofs are presented in Section 3.8.

3.2 Model speci�cation

3.2.1 Likelihood

Consider an undirected graph G = (V,E), where V = f 1,2, ...,p gand E � f (i , j ) 2 V � V : i <

j gare the vertex and edge sets, respectively. We denote the number of edges s = jE j or for

simplicity jGj. For a p -dimensional vector X � Np (0, 
 � 1), we say that X follows a Gaussian

graphical model with respect to G if the precision matrix 
 2 PG , where PG is the cone of

positive de�nite symmetric matrices having zero entries corresponding to each missing

edge in G, i.e., 
 = (! i j )p � p satis�es ! i j = 0 for all (i , j ) =2 E. Whenever it is convenient,

we will write � = 
 � 1 to denote the covariance matrix corresponding to the inverse of the

precision matrix 
 .

With a slight abuse of notation, write X for the n � p matrix with rows X >
1 , . . . ,X >

n where

Xi
iid
� Np (0,
 � 1), i = 1, . . . ,n . Then the likelihood function is given by


 7! Ln (
 ) = (2� )� np
2 j
 j

n
2 exp

�
� n

2 tr (�̂
 )
	
, (3.1)

where b� = n � 1X > X is the sample covariance matrix and tr is the trace operator.

3.2.2 Prior

With the assumed graphical structure in the precision matrix, it is natural to reparametrize

the full precision matrix 
 as (G,
 G ), explicitly highlighting its structural dependence on

the graph G and then the speci�c form 
 G respecting the graphical structure. This natural

repara-metrization suggests formulating a prior distribution for 
 in a hierarchical fashion.

That is, we start with a marginal prior for G and then specify a conditional prior for 
 G ,

given G. What will be unique here is that the latter, the conditional prior for 
 G , will depend

on data in a speci�c way.

First, we start with the prior for G. We consider two different priors for graph structure

here. Following Banerjee and Ghosal (2015), we use a binary indicator to represent the

43



presence/ absence of an edge in G. More speci�cally, indicator variable 
 (i , j ) = 1 if there is

an edge between vertices i and j ; otherwise vertices i and j are disconnected. In a graph

with p vertices, the maximum possible number of edge is R̄n =
�
p
2

�
. And these R̄n binary

indicators are considered to be iid Bernoulli with success probability q . In order to achieve

desired posterior contraction, we also allow truncating the graph size jGj, i.e., the number of

edges in G, to some non-stochastic r̄n � R̄n , where the index n suggests that it may depend

on n . Then we have,

� (G) / q jG j(1 � q )R̄n �j Gj1(jGj � r̄n ). (3.2)

More generally, we can explicitly impose a prior on graph size jGj,

� (G) / e � � n jG j1(jGj � R̄n ) (3.3)

where � n can be viewed as a penalizing parameter on jGj and may depend on n . In order

to satisfy the conditions for posterior convergence, we choose

� n = a log p ,

where a is a positive constant to be chosen; see Condition P. If � n = logf (1 � q )=qgand

r̄n = R̄n , then the two priors (3.2) and (3.3) are identical.

For a given graph G, recall the de�nition (e.g., Atay-Kayis and Massam 2005) of the

G-Wishart distribution: a random matrix M , taking values in PG , is said to have a G-Wishart

distribution, denoted as M � WG (� ,D ), depending on a shape parameter � > 2 and a

symmetric, positive de�nite inverse scale matrix parameter D , if the density function can

be written as

WG (M j � ,D ) = IG (� ,D )� 1 jM j(� � 2)=2 expf� 1
2 tr (D M )g, M 2 PG ,

where IG (� ,D ) is the normalizing constant,

IG (� ,D ) =

Z

PG

jM j(� � 2)=2 expf� 1
2 tr (D M )gdM . (3.4)

A typical strategy, applied in Banerjee and Ghosal (2014), Xiang et al. (2015), and elsewhere,

is to take the conditional distribution of 
 G , given G, to be WG (� ,D ) where D is some

prior guess of 
 � 1 and � is relatively small, making the prior diffuse or “non-informative.”

A consequence of choosing � small is that computation of the normalizing constant is
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generally non-trivial; see Section 3.4. Here, however, following the references stated in

Section 3.1, we will let the data inform the prior center and, consequently, for the sake

of computations, we can take � relatively large since there is less concern about being

“non-informative.” In particular, we take our (empirical) conditional prior density for 
 G ,

given the graph G, as

� n (
 j G) = WG (
 j � , (� � 2)b
 � 1
G ), 
 2 PG , (3.5)

where the shape parameter � is relatively large (see Section 3.5) and b
 G is a (sieve) maximum

likelihood estimator,
b
 G = arg max


 2� n (G)
Ln (
 ), (3.6)

with � n (G) � PG an appropriately chosen sieve. By letting the G-Wishart scale matrix be

(� � 2)b
 � 1
G , it is easy to check that the conditional prior mode is b
 G . Again, the idea is that the

data-driven prior scale matrix would center the prior in a “good” spot in PG , so that being

diffuse is of lesser importance, hence � can be taken relatively large. In practice, for the

sieve, we recommend simply taking � n (G) = PG and, in this case, b
 G is the conditional prior

mode, which explains why we can interpret our approach as centering the G-speci�c prior

around a reasonable estimator. However, in our theoretical investigations in Section 3.3,

we will require some additional control on the properties of this estimator, which can be

achieved with � n (G) a large but proper subset of PG ; see (3.8) below.

In the end, when we combine the marginal prior for G and the empirical conditional

prior for 
 G , given G, we get a similarly empirical prior for 
 = (G,
 G ). This prior will be

denoted as � n , with the subscript “ n ” indicating dependence on data.

3.2.3 Posterior

A reasonable approach would be to use Bayes's formula to combine the (empirical) prior

� n and the likelihood function in (3.6) to get a posterior distribution. However, since the

prior also includes data, one might expect that some additional regularization is required

to prevent the posterior from tracking the data too closely, i.e., over�tting. To carry out

this extra regularization, one could add an extra penalty in the prior, to discount those

parameter values with large likelihood or, alternatively, just take out a small portion of

the likelihood. Following Martin et al. (2017), Martin and Walker (2019), and others, we

introduce a discount factor � < 1 and carry out the Bayesian update with a fractional
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likelihood, L �
n . In particular, the conditional posterior for 
 G , given G, is given by

� n (
 j G) =
L �

n (
 )� n (
 j G)
R

PG
L �

n (
 )� n (
 j G)d

, 
 2 PG .

An alternative strategy to carry out this regularization, one that does not directly manipulate

the likelihood, is presented in Martin and Walker (2019), what they call “Type 2 regulariza-

tion,” but this is more dif�cult computationally. Anyway, we recommend using a relatively

large � , e.g., � = 0.99, so the numerical results in applications would be no different than

those obtained with the more familiar choice of � = 1.

Clearly, the � power on the normal likelihood does not affect its normal form, so it is

easy to see that the G-Wishart prior is conjugate and, therefore, the conditional posterior

above is also a G-Wishart distribution, i.e.,

� n (
 j G) = WG (
 j � + � n , e� G ), 
 2 PG ,

where e� G = � n b� + (� � 2)b
 � 1
G . Again, it is not dif�cult to show that the conditional posterior

mode is also 
̂ G .

Moreover, for the purpose of learning the graph structure, it is important to get the

marginal posterior distribution of G. Given the conjugacy properties of the (empirical)

G-Wishart prior, it is easy to show that this marginal posterior is given by

� n (G) / � n (G)
IG (� + � n , e� G )

IG (� , (� � 2)b
 � 1
G )

. (3.7)

In general, neither of the two normalizing constants in the above ratio are available in

closed-form, so some kind of numerical approximations are required. We discuss this

computational problem in Section 3.4.

In the end, we have a marginal posterior for G and a conditional posterior for 
 G , given

G, which can be put together as usual to give a posterior distribution for 
 = (G,
 G ), which

we will denote by � n , where the subscript “ n ” has been moved up to a superscript to

indicate that the empirical prior has been updated to a posterior. The remainder of the

paper is focused on investigating theoretical properties and empirical performance of this

posterior distribution � n .
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3.3 Posterior concentration properties

3.3.1 Setup and assumptions

As is common in the literature on high-dimensional asymptotics, our setup is best described

using triangular arrays of random vectors. That is, for a particular n , we have iid samples

X1, . . . ,Xn from Np (0, 
 ?� 1), but where the dimension p = pn and the true precision matrix


 ? = 
 ?
n can depend on n . For notational simplicity, we will ignore the dependence of p

and 
 ? on n , but it is important to remember that we are in a genuinely high-dimensional

setting where p ! 1 at a to-be-speci�ed rate as n ! 1 .

Next, since we are assuming the true precision matrix to be sparse, this implies existence

of a true graph G? whose dependence on n is also being suppressed in the notation that

controls the sparsity structure in 
 ?. Write jG?j for the number of edges in the graph G?,

which implies that the effective dimension of 
 ? is p + jG?j. Of course, this effective dimension

can be no more than
�
p
2

�
, but sparsity suggests that it should be of much smaller order, which

constrains the complexity of G?.

In this section, we are interested in the asymptotic convergence properties of the pos-

terior distribution � n de�ned above, as n ! 1 . In particular, we want to show that � n

concentrates asymptotically around the true 
 ? in various senses. Our analysis is based on

a few assumptions about the dimension and effective dimension, the graph structure, and

the true precision matrix, which we detail below.

Assumption 3.1. The actual dimension, p = pn , satis�es p � n c for some c 2 (0,1), and the

effective dimension satis�es p + jG?j = o(n =log p ) asn ! 1 .

Assumption 3.2. The true graph G? is decomposable.

Assumption 3.3. The smallest and largest eigenvalues of 
 ?, denoted by � ?
min and � ?

max, and

bounded away from 0 and 1 , respectively, i.e.,

0 < � 0 � � ?
min � � ?

max � � � 1
0 < 1 ,

where � 0 > 0 is a suf�ciently small constant; we do not assume � 0 is known.

Assumption 3.3 is not strictly required for the rate result in Theorem 3.1, but it aids in

the interpretation. It may be possible to relax the other assumptions, e.g., to cover p > n ,

and we discuss these possible extensions in Section 3.3.4 below.
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As we mentioned in Section 3.2.2, our theoretical analysis requires some extra control

on where the conditional prior for 
 , given G, is centered. We accomplish this by centering

on a sieve MLE. Speci�cally, we restrict optimization in (3.6) to

� n (G) = f 
 2 PG : � � 1
n � � min (
 ) � � max(
 ) � � n g, (3.8)

where � min and � max denote the minimal and maximal eigenvalues of the stated matrix,

respectively, and � n is a deterministic sequence such that � n ! 1 .

For the remainder of this section, when we refer to the “empirical G-Wishart prior,” we

mean that where the conditional prior center in (3.6) is based on restricting the optimization

to the sieve � n (G) de�ned in (3.8). We should emphasize, however, that no such constraints

appear to be needed for practical implementation, the extra control it provides is only

needed for our technical proofs. Besides, the sieve itself is quite wide, since � n can increase

like a polynomial in p , so the optimization over � n (G) would be the same or at least very

similar to that over PG in practice.

Finally, there are some conditions required on the hyperparameters associated with

the priors � (G) and � n (
 j G) in (3.3) and (3.5), respectively. We summarize these details in

Condition P below, where “P” stands for prior.

Condition P. For the conditional prior � n (
 j G), choose the precision parameter � > 2

such that � = O(1) asn ! 1 , and choose the sequence � n in (3.8) to satisfy � n / p m for

some m � 0. For the marginal prior � (G) in (3.3), choose � n = a log p where a is such that

a > 1+ m � .

3.3.2 Recovery

Similar to those general results in Barron et al. (1999), Ghosal et al. (1999), and Walker et al.

(2007), our main result establishes the rate of concentration of the posterior � n for the

precision matrix 
 around the true precision matrix 
 ? with respect to Hellinger distance.

That is, we show that the � n -probability assigned to sets of the form f 
 : H (p
 ?,p
 ) > M " n g

is vanishing, as n ! 1 , where " n is called the concentration rate , H is Hellinger distance,

and p
 is the Np (0,
 � 1) density function.

Although concentration with respect to Hellinger distance is common in the literature,

they can be dif�cult to interpret from the perspective of precision matrix estimation or

structure learning. Therefore, it is worth asking if � n concentrates in a neighborhood of 
 ?

relative to a more natural measure of distance between precision matrices. If so, then, at
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least intuitively, any reasonable estimator derived from the posterior would also be close to


 ? with respect to that distance. Results of this type are referred to as recoverybecause they

pertain directly to estimation of 
 ?.

As is common in the literature on precision matrix estimation, consider the Frobenius

norm, k � kF , for measuring the distance between two matrices, where

kAkF = f tr (A> A)g1=2.

For example, Rothman et al. (2008) show that if the true graph G? associated to 
 ?, then

the graphical lasso converges at rate f n � 1(p + jG?j) log p g1=2 in the Frobenius distance. The

following theorem shows that the posterior based on our empirical G-Wishart prior achieves

the same rate in terms of both Hellinger and Frobenius distance.

Theorem 3.1. Suppose that the inputs to the empirical G-Wishart prior satisfy Condition P.

If Assumptions 3.1–3.2 hold, then there exists a constant M > 0 such that

sup

 ?2PG?

E
 ?� n f 
 : H (p
 ?,p
 ) > M " n (G?)g ! 0, n ! 1 ,

where " 2
n (G?) = n � 1(p + jG?j) log p . If, in addition, Assumption 3.3 holds, then Hellinger

distance can be replaced by Frobenius distance, i.e.,

sup

 ?2PG?

E
 ?� n f 
 : k
 � 
 ?kF > M " n (G?)g ! 0, n ! 1 .

Proof. See Section 3.8.1.

3.3.3 Effective dimension

Of course, since 
 is p � p , the literal dimension of our parameter is
�
p
2

�
. However, the true

precision matrix is believed to be sparse so, ideally, the effective dimension of the parameter—

as measured by the posterior distribution of jG
 j, where jG
 j is the graph associated with a

precision matrix 
 —would be signi�cantly smaller. More speci�cally, it would be desirable

if the posterior concentrated on 
 such that jG
 j were roughly equal to jG?j. The following

theorem establishes that the posterior based on our empirical G-Wishart prior roughly

achieves this.

Theorem 3.2. Suppose the empirical prior satis�es Condition P and, for the hyperparameters
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(a ,m ,� ) speci�ed there, de�ne

� (t ) =
a + (m + t � 1)� + 2t � 1

a � m � � 1
, t > 0.

Then under Assumptions 3.1–3.2, for any � > � (c ), where c is as in Assumption 3.1, the

posterior based on the empirical G -Wishart prior satis�es

sup

 ?2PG?

E
 ?� n f 
 : jG
 j � � max(p , jG?j)g ! 0, n ! 1 .

Proof. See Section 3.8.2.

Theorem 3.2 basically states that, by using the prior � (G) / e � � n jG j with � n as in Condi-

tion P, the corresponding marginal posterior for G concentrates on graphs whose dimen-

sion is close to jG?j. This has at least two interesting consequences. First, observe that an

oracle with knowledge of jG?j would use a prior for G supported on graphs with roughly

that known complexity, and then a result similar to that in Theorem 3.2 would hold auto-

matically by construction. Banerjee and Ghosal (2015) basically take this oracle approach

because they truncate their prior at a multiple of n " 2
n =log n , where " n = " n (G?) depends on

the unknown complexity of G?. Of course, none of us are oracles, so this approach is not

really practical; but Theorem 3.2 says we do not need to be oracles to learn the effective

dimension of 
 ?, at least approximately. Second, combining this with the recovery result in

the previous subsection, we have every reason to believe that the posterior will be successful

at learning the graph structure in G?. That is, by Theorem 3.1, we know that the posterior

is close to 
 ? in a certain sense but, on its own, does not imply that the posterior for G is

concentrating on G?. It does basically suggest that the posterior for G is not under�tting,

i.e., missing edges present in G?. Then Theorem 3.2 says that the posterior is not drastically

over�tting, so the most likely explanation is that the posterior for G is concentrating on G?.

A formal proof of a “graph selection consistency theorem” presently escapes us, but this is

apparently quite challenging since, to our knowledge, there are currently no such results in

the Bayesian literature.

3.3.4 Technical remarks

Here we discuss the various ways that our results could potentially be strengthened by

weakening the assumptions. First we consider Assumption 3.2 about the true graph G?

being decomposable. This assumption is already relatively mild, in particular because
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our posterior distribution is de�ned on all graphs, decomposable or not, but it is still

worth discussing the role this assumption plays and how it could be weakened or removed

altogether. The only point in the proof this assumption is needed is in lower bounding the

normalizing constant of the posterior � n to prove Lemma 3.1. There we required a bound on

moments of a G-Wishart random matrix with G = G?, and we made use of Lemma 3.3 from

Xiang et al. (2015) which assumes the underlying graph is decomposable. If this moment

could be bounded through some other means, without assuming G? is decomposable, then

Assumption 3.2 could be dropped from our theorems above.

Second, is it possible to remove Assumption 3.1 and cover extreme high-dimensional

case with p > n ? In contrast to the discussion in the previous paragraph, here the main

obstacle is practical rather than theoretical. Our empirical prior construction requires

centering each G-speci�c prior on a (sieve) maximum likelihood estimator but, when

p > n , existence of such estimators is not guaranteed (e.g., Uhler 2012, Corollary 2.3). Of

course, we could avoid this issue by restricting the support of our empirical prior to those

G for which the corresponding maximum likelihood estimator exists, assume that G? is

in this support asymptotically, and prove a recovery result like in Theorem 3.1. We have

opted not to do this here because the use of such a complicated prior distribution makes

the already non-trivial computation of the posterior even more dif�cult, thereby limiting

the practicality of our proposal.

3.4 Computation

3.4.1 Laplace approximation

Marginal posterior probability for the graph G (3.7) provides a direct way for graphical

structure learning, that is, we can compute � n (G) for as large a collection of graphs G as

possible to identify those with the highest posterior probability. However, (3.7) involves

posterior and prior normalizing constants in the numerator and denominator, respectively,

which are high-dimensional integrals over the positive semi-de�nite cone PG . When G is a

decomposable graph, we can still compute them through decomposition of subgraphs by

�nding its maximal cliques (Lenkoski and Dobra 2011); on the contrary, when G is non-

decomposable, which is often the case in MCMC samples, it is very dif�cult to �nd a closed

form. Atay-Kayis and Massam (2005) propose a Monte Carlo method for approximating the

normalizing constant. Given that these integrals involve a unimodal and “Gaussian-like”

integrand, the use of a Laplace approximation is also attractive.
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Most papers on G-Wishart priors recommend the use of some default scale matrix, e.g.,

identity, and to make this arbitrary choice have relatively mild in�uence on the posterior,

they take the shape parameter � to be small, say � = 3 or 4, making the prior relatively

diffuse. However, in our empirical G-Wishart setting, we allow the prior mode to be located

at the MLE which is a reasonable guess of the true precision matrix. Therefore, larger �

which helps the prior to concentrate more on the MLE should also be acceptable and maybe

even preferred. When � is moderately large, the error of Laplace approximation for the

prior normalizing constant should hopefully be controlled. Given that Laplace method

is much simpler and signi�cantly more computationally ef�cient than Monte Carlo, we

propose to apply Laplace approximation to both IG (� , (� � 2)b
 � 1
G ) and IG (� + � n , e� G ) at b
 G ,

which is the prior and posterior mode.

De�ne the function

h (
 ) = log j
 j � tr (
̂ � 1
G 
 ), (3.9)

so that G-Wishart prior normalizing constant

IG (� , (� � 2)
̂ � 1
G ) =

Z

PG

e(� � 2)h (
 )=2 d
 , (3.10)

and it is not dif�cult to show (see Section 3.8.3) that the corresponding posterior normalizing

constant is

IG (� + � n , �̃ G ) =

Z

PG

e(� + � n � 2)h (
 )=2 d
 . (3.11)

Note that h (
 ) is a strictly concave function over PG with global maximum at b
 G . Negative

Hessian of h (
 ) evaluated at b
 G can be written as,

Q(b
 G ) = f tr
�
b
 � 1

G E(i , j )
b
 � 1

G E(l ,m )

�
g(p + jGj)� (p + jGj).

where E(i , j ) =
�
1f (i , j ),( j ,i )g(l ,m )

�
p � p

is a symmetric indexing matrix for (i , j ), (l ,m ) 2 E [f (i , j ) 2

V � V : i = j g.

Then using Laplace approximation based on Taylor series expansion of function h (
 ),

we can approximate the prior and posterior normalizing constants by

IG (� , (� � 2)b
 � 1
G ) � e(� � 2)h (b
 G )=2jQ(b
 G )j�

1
2
�

4�
� � 2

� p +jGj
2 , (3.12)

and

IG (� + � n , e� G ) � e(� + � n � 2)h (b
 G )=2jQ(b
 G )j�
1
2
�

4�
� + � n � 2

� p +jGj
2 .
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Hence, the marginal posterior probability for graph G in (3.7) can be approximated as,

� n (G) / � n (G)L �
n (b
 G )

�
� � 2

� + � n � 2

� p +jGj
2 , (3.13)

where Ln is the likelihood function de�ned in (3.6). Note that by approximating prior and

posterior normalizing constants simultaneously at their common mode b
 G , when taking

ratio of the two quantities, Hessian matrix Q(b
 G ) which is most computationally expensive

gets canceled nicely. In practice, this signi�cantly eases our posterior computation com-

pared to other Bayesian methods in which Laplace method is also employed, e.g., Dobra

and Lenkoski (2011) and Banerjee and Ghosal (2015).

3.4.2 Numerical experiments

Here we show a few comparisons to illustrate the accuracy and numerical ef�ciency of

Laplace approximation for G-Wishart normalizing constant. Since the posterior normal-

izing constant resembles prior normalizing constant (see (3.10) and (3.11)) and can be

approximated in a similar way, here we only present the numerical results for prior normal-

izing constant approximation using (3.12).

First, we consider a decomposable graph case, namely, the graph corresponding to

the precision matrix describing a second-order autoregressive correlation structure; see

Model 3.2 below. In this case, since the precision matrix is banded and the graph is decom-

posable, an analytical expression for the G-Wishart normalizing constant is available; see

Banerjee and Ghosal (2014). For p = 30, 50, and 100, and a range of values for the shape

parameter � , we calculate the true prior normalizing constant I = I TRUE using their analytical

formula and the Laplace approximation Î = Î LAPLACE using Theorem 3.3. We also calculate

the relative error of logarithmic normalizing constant, i.e.,

re(I , Î ) = j log I � log Î j=log I .

The results are summarized Figures 3.1 and 3.2. The key observation is that the Laplace

approximation is very accurate across the entire range of � , even when the dimension is

high. As expected, the approximation is better for larger � and, in fact, the relative error

is monotonically decreasing in � . But given that our informative, data-driven centering

alleviates the need to take � small for the sake of non-informativeness, we can safely take �

in the range of, say, 10 where the Laplace approximation is very accurate.

Next, we look at the case with nondecomposable graphs. We generate a precision matrix
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(a) p = 30 (b) p = 50 (c) p = 100

Figure 3.1: Logarithm of prior normalizing constant: I TRUE versus Î LAPLACE.

(a) p = 30 (b) p = 50 (c) p = 100

Figure 3.2: re(I , Î ): True versus Laplace approximation.

with random sparsity structure using the method in Cai et al. (2011); see Model 3.4 below.

For such cases, no analytical formula is available for the G-Wishart normalizing constants,

so Monte Carlo methods, such as that in Atay-Kayis and Massam (2005), are needed. In this

case, we use Monte Carlo to obtain Ĩ = Ĩ MC and, again, compare to the Laplace approxima-

tion Î = Î LAPLACE. Log-normalizing constants and relative errors are showed in Figures 3.3

and 3.4, respectively. Here, again, we see that the Laplace approximation is very accurate

compared to Monte Carlo over the entire range of � and for each dimension p . The relative

error plot is not monotone decreasing in this case because the Monte Carlo approximations

have their own inherent variability, but the errors are still very small, especially for � in

the range of, say, 10. In addition, we are interested in computational ef�ciency of Laplace

approximation compared to Monte Carlo. For Laplace method and Monte Carlo, we plot

the average computation time in log-nanoseconds ( 1s= 109ns) over 500 replications across

different dimensions in Figure 3.5. As expected, the Laplace approximation is substantially

faster to compute than Monte Carlo, especially at large p . And apparently this gain in

computational ef�ciency requires no sacri�ce in accuracy.
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(a) p = 30 (b) p = 50 (c) p = 100

Figure 3.3: Logarithm of prior normalizing constant: Ĩ MC versus Î LAPLACE.

(a) p = 30 (b) p = 50 (c) p = 100

Figure 3.4: re(I , Î ): Monte Carlo method versus Laplace approximation

3.4.3 Error in Laplace approximation

As Shun and McCullagh (1995) point out that, Laplace approximation is not a valid asymp-

totic approximation when the dimension of the integral is comparable with n , and they

suggest that it is still reliable when dimension of the integral is o(n 1=3). In our problem, the

dimension of the integral is the number of free parameters, which is p + jGj. The following

theorem gives a condition when the error in Laplace approximation for posterior normaliz-

ing constant is asymptotically negligible, which also matches the conclusion of Shun and

McCullagh (1995).

Theorem 3.3. Under Assumption 3.1, for any graph G, if n � 1=2� 8
n (p + jGj)3=2 log3=2 p ! 0, the

error in the Laplace approximation for the posterior normalizing constant, IG (� + � n , e� G ),

goes to 0 inP
 ?-probability as n ! 1 .

Proof. See Section 3.8.3.

Note that � n is the eigenvalue bound in sieve (3.8) and in Condition P, we require that

� n / p m with m � 0. Hence, with a proper choice of m , our Laplace method can achieve
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Figure 3.5: Computation time in log(nanosecond): Laplace approximation versus Monte
Carlo

asymptotic approximation accuracy for posterior normalizing constant, if p + jGj = o(n 1=3).

This improves the results in Theorem 4.4 from Banerjee and Ghosal (2015), which actually

requires p + jGj = o(n 1=5).

In addition, interestingly, note that the remainder in Taylor series expansions takes the

same form for both prior and posterior normalizing constants, and the only difference

between them is some positive coef�cients. Therefore, the sign of the remainder and, hence,

the direction (positive or negative) of Laplace approximation error for prior and posterior

normalizing constants should be the same. Thus, we can expect that some error can be

further canceled when taking ratio of the two normalizing constants when approximating

the marginal posterior probability for G.

3.5 Simulated-data comparisons

3.5.1 Methods and implementation

For our simulation study, we consider three alternatives to our proposed method based

on the empirical G-Wishart prior. The �rst is the graphical lasso in Friedman et al. (2008),

and we make use of the R packages glasso and qgraph for our implementation, with

tuning parameter chosen via extended BIC. Second, we consider the Bayesian graphical

lasso in Banerjee and Ghosal (2015), where a Laplace approximation is used to evaluate

the posterior distribution for G, and a Metropolis–Hastings algorithm is employed to
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obtain MCMC samples. For simplicity, a symmetric proposal distribution q (G0 j G) is used

here, which samples G0= (V,E 0) uniformly from the graphs that differ from G = (V,E) in

one position. More speci�cally, if we use binary indicators 
 (i , j ) and 
 0(i , j ) to represent

presence/ absence of the edge between vertices i and j in G and G0 respectively, in each

iteration, there is an equal probability to either set 
 0(i , j ) = 1 for one pair of (i , j ) uniformly

sampled from V � V nE, i.e., 
 (i , j ) = 0, or set 
 0(i , j ) = 0 for one pair of (i , j ) uniformly

sampled from E, i.e., 
 (i , j ) = 1. And for the other pairs (� i , � j ), we simply let 
 0(� i , � j ) =


 (� i , � j ). The tuning parameter � is set to 0.4 as recommended by those authors, and we

use q = 0.45 for the graph prior in (3.2). Then, 2 � 104 runs of MCMC with additional 4000

runs of burn-in are computed to generate the sample of G. Finally, a median probability

model is selected by setting 
 (i , j ) = 1, if marginal posterior probability of 
 (i , j ) = 1 is

greater than 0.5. Third, for a G-Wishart prior using identity scale matrix, a reversible jump

algorithm in Dobra and Lenkoski (2011) is employed to obtain MCMC samples of G. The

shape parameter � is set to 4. The Bernoulli graph prior in (3.2) with q = 0.45 is also used

here. With 2� 104 runs of MCMC with additional 4000runs of burn-in, we select the median

probability model in the same way as in Bayesian graphical lasso. Finally, for the empirical

G-Wishart method, with � = 0.99, we consider � = 4,10 and set q = 0.45 in (3.2). To sample

the posterior of G in (3.7), we applied the same Metropolis–Hastings algorithm described

above, with length of 2 � 104 and 4000 burn-ins. In the end, we also select the median

probability model as our estimated graphical structure.

3.5.2 Settings

For generating data, we consider the following four different models for the true graph and

precision matrix. Examples of the precision matrix and corresponding graph for each of

the four settings, with p = 30, are depicted in Figures 3.6–3.9. For each of Models 3.1–3.4, a

sample X1, . . . ,Xn is generated from Np (0, 
 ?� 1), with the sample size n = 100and dimension

p = 30,50,100.

Model 3.1. AR(1) model, where the entries in the covariance matrix � ? are given by � i j =

0.7ji � j j; then the diagonal entries of 
 ? = � ?� 1 are standardized.

Model 3.2. AR(2) model, with ! i i = 1, ! i ,i � 1 = ! i � 1,i = 0.5, ! i ,i � 2 = ! i � 2,i = 0.25.

Model 3.3. Star model, with ! i i = 1, ! 1,i = ! i ,1 = 0.1 for i > 1 and ! i j = 0.

Model 3.4. Following Cai et al. (2011), set 
 ? = 1
2(B + B> ) + � I , where B is a p � p matrix, in

which all diagonals equal 0 and each off-diagonal entry is independently assigned to be 0.5
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with probability 0.05 and 1 with probability 0.95. Then � is chosen such that the condition

number of 
 ? equals p , and 
 ? is standardized to have unit diagonals.

3.5.3 Results

Adopting the criterion suggested by Fan et al. (2009), we compute the average speci�city

(SP), sensitivity (SE) and Matthews correlation coef�cient (MCC) across 100 replications

for each model in each setting to assess the ability of identifying the true sparsity structure

of the precision matrix. Here SP, SE, and MCC are de�ned as

SP=
TN

TN + FP
,

SE=
TP

TP+ FN
,

MCC =
TP� TN � FP� FN

p
(TP+ FP)(TP+ FN)(TN + FP)(TN + FN)

,

where TP, TN, FP, and FN denote the true positives, true negatives, false positives and false

negatives in the selected model, respectively. Basically, larger value of SP, SE, and MCC

indicate a more accurate and robust estimator. In particular, Matthews correlation coef�-

cient takes into account true and false positives and negatives and is generally regarded as

a balanced measure which can be used even if the classes are of very different sizes; see

Boughorbel et al. (2017). For a comprehensive explanation of these criteria, the reader is

referred to Fan et al. (2009). The results are reported in Tables 3.1–3.4. The values in paren-

theses is the standard error associated with the estimator. Here, “GL" stands for graphical

lasso approach, “BGL" for Bayesian graphical lasso, “GW" for using G-Wishart prior with

scale matrix being identity, and “eGW � " for the proposed empirical G-Wishart method

with shape parameter � .

For Models 3.1, 3.2 and 3.4, in terms of speci�city and Matthews correlation coef�cient,

our empirical G-Wishart methods ( eGW� ) outperform all its competitors. In relatively

lower-dimensional settings, e.g., p = 30 and 50, advantages of eGW� is even clearer. For

instance, eGW� beats the other methods in almost all of the three measures for Models 3.1,

3.2 and 3.4. And for Model 3.3, which apparently is a dif�cult problem, when p = 30, eGW�

performs slightly better than the others, especially Bayesian graphical lasso, in speci�city

and Matthews correlation coef�cient. Note that ordinary G-Wishart method (GW) also

shows decent performance in relatively low-dimensional cases for Models 3.1–3.4, although
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(a) Precision matrix: 
 ? (b) Graph: G?

Figure 3.6: Precision matrix of Model 1 model and its induced graph, p = 30

(a) Precision matrix: 
 ? (b) Graph: G?

Figure 3.7: Precision matrix of Model 2 and its induced graph, p = 30

(a) Precision matrix: 
 ? (b) Graph: G?

Figure 3.8: Precision matrix of Model 3 and its induced graph, p = 30

59



(a) Precision matrix: 
 ? (b) Graph: G?

Figure 3.9: Precision matrix of Model 4 and its induced graph, p = 30

Table 3.1: Model 3.1: speci�city (SP), sensitivity (SP) and Matthews correlation coef�cient
(MCC) across 100 replications with p = 30,50,100 andn = 100.

Method
p = 30 p = 50 p = 100

SP SE MCC SP SE MCC SP SE MCC
GL 0.9312 0.9686 0.7374 0.9174 1.0000 0.6309 0.9443 1.0000 0.5805

(0.0015) (0.0026) (0.0041) (0.0010) (0.0000) (0.0022) (0.0005) (0.0000) (0.0019)
BGL 0.9981 0.9932 0.9868 0.9978 0.9393 0.9572 0.9991 0.9145 0.9327

(0.0002) (0.0012) (0.0013) (0.0018) (0.0008) (0.0025) (0.0000) (0.0013) (0.0010)
GW 0.9898 0.9995 0.9521 0.9736 0.9808 0.8180 0.9567 0.7879 0.5128

(0.0009) (0.0005) (0.0039) (0.0007) (0.0020) (0.0039) (0.0004) (0.0042) (0.0033)
eGW4 0.9982 1.0000 0.9910 0.9991 0.9999 0.9923 0.9991 0.9984 0.9844

(0.0003) (0.0000) (0.0016) (0.0001) (0.0001) (0.0011) (0.0001) (0.0005) (0.0013)
eGW10 0.9931 1.0000 0.9668 0.9957 1.0000 0.9663 0.9971 0.9985 0.9542

(0.0007) (0.0000) (0.0033) (0.0004) (0.0000) (0.0026) (0.0001) (0.0004) (0.0021)

not as good as eGW� . But their performances deviate when dimension p increases—GW

suffers considerably from the high-dimensionality while eGW� stays competitive to the

other methods, e.g., graphical lasso (GL), which starts showing advantages over the others

when p = 100. From a theoretical point of view, we have reasons to believe that this im-

provement of eGW� from ordinary GW is due to the empirical prior centering. Another key

observation is that the performance of eGW� basically stays stable when changing � from 4

to 10, whereas sensitivity seems to gain a bit from the increase of � while speci�city suffers

a little bit. Given that Matthews correlation coef�cient is a balanced measure of speci�city

and sensitivity, its change due to the increase of � appears to be dependent on the speci�c

underlying graph.
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Table 3.2: Model 3.2: See caption of Table 3.1.

Method
p = 30 p = 50 p = 100

SP SE MCC SP SE MCC SP SE MCC
GL 0.9449 0.6812 0.6358 0.9546 0.6781 0.6088 0.9632 0.6827 0.5541

(0.0016) (0.0035) (0.0035) (0.0008) (0.0025) (0.0028) (0.0004) (0.0019) (0.0019)
BGL 0.9471 0.5743 0.6360 0.9836 0.4852 0.5776 0.9990 0.4316 0.5492

(0.0015) (0.0035) (0.0035) (0.0007) (0.0045) (0.0035) (0.0000) (0.0022) (0.0019)
GW 0.9863 0.8836 0.8865 0.9727 0.8102 0.7623 0.9648 0.5876 0.5387

(0.0008) (0.0057) (0.0045) (0.0007) (0.0050) (0.0045) (0.0004) (0.0030) (0.0028)
eGW4 0.9899 0.8781 0.8938 0.9939 0.8306 0.8703 0.9968 0.6177 0.7395

(0.0007) (0.0063) (0.0053) (0.0003) (0.0066) (0.0051) (0.0001) (0.0042) (0.0029)
eGW10 0.9697 0.9231 0.8659 0.9849 0.8997 0.8701 0.9924 0.6062 0.6868

(0.0013) (0.0053) (0.0047) (0.0007) (0.0038) (0.0033) (0.0002) (0.0054) (0.0043)

Table 3.3: Model 3.3: See caption of Table 3.1.

Method
p = 30 p = 50 p = 100

SP SE MCC SP SE MCC SP SE MCC
GL 0.9889 0.3550 0.3745 0.9546 0.3894 0.6097 0.9503 1.0000 0.8852

(0.0000) (0.0022) (0.0018) (0.0003) (0.0020) (0.0004) (0.0007) (0.0000) (0.0008)
BGL 0.9979 0.4413 0.5642 0.9933 0.5967 0.6229 0.9931 1.0000 0.9378

(0.0000) (0.0009) (0.0006) (0.0000) (0.0003) (0.0003) (0.0000) (0.0000) (0.0001)
GW 0.9787 0.4036 0.4852 0.9624 0.4218 0.3816 0.9346 0.4707 0.2581

(0.0009) (0.0050) (0.0070) (0.0007) (0.0052) (0.0049) (0.0004) (0.0027) (0.0021)
eGW4 0.9995 0.3459 0.5645 0.9999 0.3419 0.5719 0.9960 0.9416 0.9069

(0.0001) (0.0010) (0.0016) (0.0000) (0.0009) (0.0010) (0.0001) (0.0024) (0.0032)
eGW10 0.9991 0.3500 0.5647 0.9995 0.3465 0.5692 0.9930 0.9346 0.8573

(0.0002) (0.0020) (0.0020) (0.0001) (0.0017) (0.0018) (0.0002) (0.0035) (0.0043)

3.6 Real data illustration

Here we use our method based on an empirical G-Wishart prior to investigate gene regula-

tory network rewriting for breast cancer. The data set originally comes from TCGA (version:

May 6 2017) (The Cancer Genome Atlas Network 2012) and is used by Zhang et al. (2017),

in which they performed a pathway-based analysis and only focused on genes in the breast

cancer pathway collected from the Kyoto Encyclopedia of Genes and Genomes database

(Kanehisa and Goto 2000). A detailed subscription of this data set can be found in Zhang

et al. (2017). Here we only consider luminal A subtype breast cancer and use standardized

mRNA expression level (Agilent G450 microarray). The number of patients with luminal A

breast cancer is 207 and the number of genes investigated is 139.

We apply our method to the selected data set and obtain MCMC samples using the

sampling scheme described in Section 3.5. An edge is selected if its posterior inclusion

probability is greater than 0.5. The median probability model (MPM) gene regulatory

network is displayed in Figure 3.10. In a gene regulatory network for diseases, the genes

with most connections with other genes, i.e., highest degrees, often play a key role in the

disease pathway and are of top interests to biologists and clinicians. These kind of genes are
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Table 3.4: Model 3.4: See caption of Table 3.1.

Method
p = 30 p = 50 p = 100

SP SE MCC SP SE MCC SP SE MCC
GL 0.9274 0.8580 0.7070 0.9145 0.7306 0.5762 0.9288 0.4929 0.4093

(0.0015) (0.0035) (0.0039) 0.0010) (0.0033) (0.0026) (0.0008) (0.0030) (0.0024)
BGL 0.9729 0.6588 0.6899 0.9891 0.3487 0.5003 0.9855 0.2132 0.3329

(0.0086) (0.0028) (0.0060) (0.0005) (0.0038) (0.0031) (0.0000) (0.0000) (0.0001)
GW 0.9804 0.8647 0.8508 0.9616 0.6455 0.6669 0.9428 0.3018 0.3074

(0.0010) (0.0059) (0.0059) (0.0008) (0.0049) (0.0050) (0.0005) (0.0021) (0.0027)
eGW4 0.9920 0.8476 0.8794 0.9906 0.5956 0.7043 0.9910 0.2537 0.4114

(0.0008) (0.0064) (0.0049) (0.0004) (0.0054) (0.0043) (0.0002) (0.0020) (0.0026)
eGW10 0.9743 0.9098 0.8613 0.9754 0.6930 0.7134 0.9829 0.3020 0.4150

(0.0012) (0.0055) (0.0053) (0.0009) (0.0051) (0.0045) (0.0003) (0.0022) (0.0025)

usually called “hub genes.” To evaluate the performance of our method, we identify the hub

genes of luminal A breast cancer based on the posterior distribution of each node's degree

and its relative rank among the 139 genes. We selected four top hub genes: EGFR, NCOA3,

RPS6KB2 (S6K2) and IGF1. Posterior distributions of their degree and their rank of degree

are displayed in Figures 3.11–3.14. A key observation is that the posterior distributions

for degree and rank of degree are all unimodal, and with most of its mass concentrated

around the mode. Through a literature review, we discovered that the four genes selected

are all well-known breast cancer target genes / hub genes and have strong correlation with

breast cancer risk and prognosis. EGFR, an important signature of breast cancer molecular

subtypes, has been shown to regulate epithelial-mesenchymal transition, migration, and

tumor invasion (Masuda et al. 2012). Nowadays, several anti-EGFR therapies have been

approved for breast cancer. In addition, NCOA3 is overexpressed in a large proportion

of primary human breast tumors, and high levels of NCOA3 expression are associated

with worse survival rate (Burwinkel et al. 2005). IGF1 is a point of convergence for major

signaling pathways implicated in breast cancer growth. Overexpression of IGF1 / IGF1R is a

well-studied breast cancer risk factor.

3.7 Concluding remarks

In this paper, we proposed a hierarchical prior framework combining a prior for graph and

an empirical G-Wishart prior for precision matrix to implement Gaussian graphical model

structure learning. Theoretically, under mild conditions, the induced posterior contraction

rate—in terms of Frobenius distance on precision matrices—agrees with that of the graph-

ical lasso. Using a Laplace approximation, we achieve fast and accurate computation of

marginal posterior probabilities. In practice, our method demonstrates strong performance
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Figure 3.10: Gene regulatory network of luminal A breast cancer. The node size is propor-
tional to the node's degree.

in graphical structure learning across various settings. Finally, we apply our method to a

high-dimensional gene expression data, with interesting results.

However, there are still some open questions and further improvements on this model

may be done in the future. First, we assume the underlying true graph to be decomposable

only for technical reasons, namely, that certain high-dimensional integrals over PG? can be

handled when G? is decomposable; our Assumption 3.2 can be relaxed if these integrals

could be worked out for non-decomposable graphs. In addition, we could have some room

to let � to be increasing with n , for example, � = O(n ). This provides possibility for prior

normalizing constant to be approximated by Laplace method with asymptotic accuracy.

However, we failed to establish our targeted posterior concentration rate when � = O(n ),

again, due to the technical dif�culty of calculating complex matrix integrals in establishing

Lemma 3.2. With some advanced technical tools, theories about edge selection consistency

may also be developed, which, as far as we know, has not yet been established in the

Bayesian literature.

Some other follow-ups to this work can also be done. For example, we considered
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(a) Posterior distribution of rank (b) Posterior distribution of degree

Figure 3.11: Gene EGFR

(a) Posterior distribution of rank (b) Posterior distribution of degree

Figure 3.12: Gene RPS6KB2 (S6K2)

estimating sparse precision matrix in this paper, but sparse covariance matrix estimation

problem can also be addressed similarly. In the future, we can also consider incorporating

some speci�c sparsity structures, like banded or block diagonal matrices, by specifying

some structural priors for graph. Other kinds of low-dimensional structure could also be

considered, such as factor models.

3.8 Proofs and technical details

3.8.1 Proof of Theorem 3.1

For a constant M and the rate " n (G?), de�ne the event

Bn = f 
 : H 2(p
 ?,p
 ) > 1 � e � M 2" n (G?)2g,
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(a) Posterior distribution of rank (b) Posterior distribution of degree

Figure 3.13: Gene NCOA3

(a) Posterior distribution of rank (b) Posterior distribution of degree

Figure 3.14: Gene IGF1

which, for large n , since " n (G?) ! 0, is equivalent to

f 
 : H (p
 ?,p
 ) > M " n (G?)g

as in the statement of Theorem 3.1. Then � n (Bn ) can be written as

� n (Bn ) =

P
G � (G)

R
Bn \ PG

R�
n (
 )� n (
 j G)d


P
G � (G)

R
PG

R�
n (
 )� n (
 j G)d


(3.14)

where Rn (
 ) = Ln (
 )=Ln (
 ?) representing the likelihood ratio, � 2 (0,1), and the summation

is over all graphs G.

We �rst present two lemmas needed for the proof of Theorems 3.1–3.2. For notational

simplicity, we use Nn and Dn to represent the numerator and denominator in (3.14) respec-

tively. Then Lemma 3.1 gives a probabilistic lower bound on Dn and Lemma 3.2 gives an
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upper bound on

E
 ?(Nn ) =
X

G

� (G)

Z

Bn \ PG

E
 ?

�
R�

n (
 )� n (
 j G)
�
d
 , (3.15)

where the expectation is with respect to the model X1, . . . ,Xn
iid
� Np (0,
 ?� 1).

Lemma 3.1. Under Assumptions 3.1–3.2, if the prior satis�es Condition P, then

P
 ?f Dn < � (G?)e � (1+ �= 2)(p + jG?j) log n g ! 0 as n ! 1 .

Proof. See Section 3.8.4

Lemma 3.2. Under Assumption 3.1, if the prior satis�es Condition P, then there exists a

constant A = A(� ) such that

E
 ?(Nn ) � e � AM 2n " 2
n (G?)

X

G

� (G)e � (p + jGj)log � n .

Proof. See Section 3.8.4

Now we are ready to proceed with the proof of Theorem 3.1. If we let

dn = � (G?)expf� (1+ �= 2)(p + jG?j) log n g

be the lower bound in Lemma 3.1, then we have

� n (Bn ) =
Nn

Dn
1(Dn � dn ) +

Nn

Dn
1(Dn < dn ) �

Nn

dn
+ 1(Dn < dn ).

Taking expectation and plugging in the bound in Lemma 3.2 gives us,

E
 ?[� n (Bn )] � e(1+ �= 2)(p + jG?j) log n � AM 2n " 2
n

1

� (G?)

X

G

� (G)e � (p + jGj)log � n + o(1),

where the “ o(1)” is by Lemma 3.1. Next, plug in � (G) of the form (3.3) to get

E
 ?[� n (Bn )] � e(1+ �= 2)(p + jG?j) log n � AM 2n " 2
n (G?)e � n jG?j+ � p log � n

R̄nX

s=0

�
R̄n

s

�

e � bn s + o(1),

where bn = � n � � log � n and R̄n =
�
p
2

�
. With � n = a log p and � n = p m as in Condition P, we
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have bn = (a � m � )log p . By the binomial theorem,

R̄nX

s=0

�
R̄n

s

�

e � bn s = (1+ e � bn )R̄n � expf R̄n e � bn g.

Since a > 1+ m � and R̄n = O(p 2), the right-hand side is of the order

expf C p2+m � � a g< expf C 0p g.

Putting everything together we get

E
 ?[� n (Bn )] � eK (p + jG?j) log p � AM 2n " 2
n (G?) + o(1),

where K = K (� ,m ,c ,a ) is a positive constant. Therefore, if M is suf�ciently large, then the

upper bound vanishes, proving the �rst claim of the theorem.

For the second claim in the theorem, de�ne

Sn = f 
 : k
 � 
 ?kF > M 0" n (G?)g,

where M 0is allowed to be different from M in the �rst claim. By the total probability formula,

we can write

� n (Sn ) = � n (Sn \ Bn ) + � n (Sn \ B c
n ) � � n (Bn ) + � n (Sn \ B c

n ), (3.16)

where B c
n is the complement of Bn . The above proof takes care of � n (Bn ), so here we only

need to deal with � n (Sn \ B c
n ).

When " n (G?) vanishes, according to Lemma A.1 from Banerjee and Ghosal (2015), B c
n

implies that

k
 ? � 
 kF � M � 0
" n (G?),

where M � 0
is a positive constant, depending on the � 0 de�ned in Assumption 3.3. However,

Sn requires that

k
 ? � 
 kF > M 0" n (G?).

Hence, if we let M 0 = M � 0
, we have Sn \ B c

n = ? . In addition, if we take " 2
n (G?) = n � 1(p +

jG?j) log p , then � n (Bn ) vanishes asn ! 1 . This �nishes proving the second claim of the

theorem.
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3.8.2 Proof of Theorem 3.2

Consider the event Un = f 
 : jG
 j � � g. Like in the proof of Theorem 3.1, we can write � n (Un )

as the ratio Nn =Dn , where Dn is as in (3.14) but here

Nn =
X

G

� (G)

Z

Un \ PG

E
 ?

�
R�

n (
 )� n (
 j G)
	

d
 .

Following the proof of Lemma 3.2, it is not dif�cult to show that

E
 ?(Nn ) � e � p log � n

R̄nX

s=�

�
R̄n

s

�

e � bn s, (3.17)

where bn = � n � � log � n . Again, for � n = a log p and � n = p m , we let

� n =
e � bn

1+ e � bn
=

1

1+ p a � m �
.

Next, after some algebraic manipulations to the right-hand side of (3.17) we �nd that

E
 ?(Nn ) � (1+ p m � � a )R̄n

R̄nX

s=�

�
R̄n

s

�

� s
n (1 � � n )R̄n � s. (3.18)

which involves the tail probability of a binomial distribution, with parameters R̄n and � n .

Since � � p and, by Condition P, the mean R̄n � n of the binomial is less than p , we can

apply a known tail probability bound, e.g., Bahadur (1960) and Klar (2000), to get

R̄nX

s=�

�
R̄n

s

�

� s
n (1 � � n )R̄n � s �

(� + 1)(1 � � n )

(� + 1) � (R̄n + 1)� n

f (� ),

where f (� ) is the corresponding binomial mass function evaluated at � . The ratio in the

upper bound is clearly O(1), so it suf�ces to examine f (� ). It is easy to verify that

f (� ) =
(R̄n � n )�

Q � � 1
i =0 (1 � i =R̄n )

� !
e � � n (R̄n � � ) ® (R̄n � n =� )� e � � R̄n � n .

Plugging this bound back into (3.17), using the details in Condition P, we get

E
 ?(Nn ) � em � p log p +p 2+m � � a +(2+m � � a )� log p � � log � .
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Using Lemma 3.1, we can now get an upper bound on E
 ?f � n (Un )g, i.e.,

expf m � p log p + p 2+m � � a + (2+ m � � a )� log p � � log � g

� (G?)expf� (1+ �= 2)(p + jG?j) log n g
.

It is now easy to verify that, with � = � max(p , jG?j), with � as in the statement of the

theorem, this upper bound vanishes as n ! 1 .

3.8.3 Proof of Theorem 3.3

Before examining the accuracy of Laplace approximation, we �rst prove that posterior

normalizing constant IG (� + � n , e� G ) can be written in the form of (3.11). And this suf�ces

to show that

tr (b�
 ) = tr (b
 � 1
G 
 ), 
 2 PG .

Note that given G = (V,E), b
 G can be viewed as the solution of the following optimization

problem,

max

 2P,f � i j :(i , j )=2Eg

log j
 j � tr (b�
 ) �
X

(i , j )=2E

� i j ! i j .

Thus,
b
 � 1

G = b� + � ,

where � is a matrix of Lagrange parameters with nonzero values for all pairs with edges

absent. Then for any 
 2 PG , we can have tr (� 
 ) = 0. Therefore, we have

I EXACT := IG (� + � n , e� G ) =

Z

PG

e(� + � n � 2)h (
 )=2 d
 .

Laplace approximation for I EXACT is based on the Taylor series expansion of h (
 ) in

(3.9) around 
̂ G given G such that jGj = s. For notational simplicity, we use 
̂ := 
̂ G as a

shorthand for the following statements of Lemma 3.3 and the proofs of Theorem 3.3 and

Lemma 3.3. Denote D = 
 � 
̂ , where 
 , 
̂ 2 PG . Let � = vecG (D ), which is the vectorized

version of DG , but excluding entries corresponding to the missing edges in the underlying

graphical model. Dimension of the vector � here is p + s. The following lemma gives a

bound for the remainder term in Taylor expansion of h (
 ).

Lemma 3.3. For any graph G, with probability tending to one, the remainder in the Taylor
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series expansion of h(
 ) de�ned in (3.9) can be upper and lower bounded by,

�
1

2
(c1� 5

n k� k3
2 + � 4

n c2k� k4
2),

where c1 and c2 are positive constants, and � n is de�ned in Condition P.

Proof. See Section 3.8.4.

According to Lemma 3.3, we can �nd an upper bound for the h (
 ), i.e.,

h (
 ) � h (
̂ ) �
1

2(� + � n � 2)
� T H 
̂ � +

1

2
(c1� 5

n k� k3
2 + c2� 4

n k� k4
2), (3.19)

where H 
̂ = (� + � n � 2)Q(b
 ) and Q(b
 ) is the negative Hessian matrix of h (
 ).

Next, we choose a neighborhood of 
̂ , which is,

N = f � 2 Rs : kH
1
2


̂
� k2 � � n g,

where � n is a non-decreasing sequence. Then I EXACT can be written as the sum of I EXACT
1 +

I EXACT
2 , where

I EXACT

1 =

Z

N \ PG

e(� + � n � 2)h (
 )=2d


I EXACT

2 =

Z

PG =N

e(� + � n � 2)h (
 )=2d
 .

In order to derive bounds for I EXACT, we choose to bound I EXACT
1 and I EXACT

2 respectively.

First, for I EXACT
1 , � 2 N , given that eigenvalues of the sieve MLE is upper and lower

bounded by � n and � � 1
n respectively, we have,

k� k2 � � n � n =
p

(� + � n � 2).

Thus, (3.19) can be further bounded by,

h (
̂ ) �
1

2(� + � n � 2)
� T H 
̂ � +

1

2
� 8

n

”
c1

� 3
n

(� + � n � 2)
3
2

+ c2

� 4
n

(� + � n � 2)2

—
.
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Therefore, I EXACT
1 can be upper bounded by

e(� + � n � 2)h (
̂ )=2 exp
¦ 1

2
� 8

n

�
c1

� 3
n

(� + � n � 2)
1
2

+ c2
� 4

n
� + � n � 2

�©
Z

N

exp
�

�
1

4
� T H 
̂ �

	
d� .

Let � = H
1
2


̂
� =

p
2, then the integral in the right-hand side of the above inequality can be

rewritten as,

jH 
̂ j�
1
2

Z

k� k2<� n

expf�
1

2
k� k2

2gd� =
€(4� )p + s

jH 
̂ j

Š1
2
Prf � 2

p + s < � 2
n g

If we let � n =
p

5(p + s)log n , according to the tail bound of � 2 distribution, e.g., in Laurent

and Massart (2000), we have

Prf � 2
p + s < � 2

n g � 1 �
1

n p + s
.

Finally, we get that I EXACT
1 can be upper bounded by,

e(� + � n � 2)h (
̂ )=2
€ 4�

� + � n � 2

Šp + s
2

jQ(b
 )j�
1
2 � e �

n , (3.20)

where C1 and C2 are positive constants and

� n =
1

2
� 8

n

”
C1

v
t (p + s)3 log3 n

� + � n � 2
+ C2

(p + s)2 log2 n

� + � n � 2

—

A lower bound for I EXACT
1 can obtained similarly.

Next we look look at I EXACT
2 . For � =2 N , we have kH

1
2


̂
� k2 � � n . Consider a matrix 
̃ on

the boundary of N . Then for its corresponding �̃ = vecG (
̃ � 
̂ ) we have,

kH
1
2


̂
�̃ k2 = � n .

Thus from (3.19), we can get,

h (
̃ ) � h (
̂ ) � �
1

2(� + � n � 2)
� 2

n +
1

2
� 8

n

”
c1

� 3
n

(� + � n � 2)
3
2

+ c2

� 4
n

(� + � n � 2)2

—
(3.21)
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Now consider any 
 with � = vecG (
 � 
̂ ) satisfying kH
1
2


̂
� k2 > � n . And let


 0= 
̂ +
� n

kH
1
2


̂
� k2

(
 � 
̂ ).

Vectorizing both sides of the above equation in the same way as � and �̃ , and denote

� 0= vecG (
 0� 
̂ ), we can have,

kH
1
2


̂
� 0k2 = � n ,

i.e., 
 0 is on the surface of the ball. In addition, because h (
 ) is concave over PG , it is not

hard to show,

h (
 0) � h (
̂ ) +
� n

kH
1
2


̂
� k2

�
h (
 ) � h (
̂ )

�
. (3.22)

Then combining (3.21) and (3.22) gives us,

h (
 ) � h (
̂ ) � 1
2(� + � n � 2)

�
� 2

n � � 8
n

�
c1

� 3
n

(� + � n � 2)
1
2

+ c2
� 4

n
(� + � n � 2)

�	
kH

1
2


̂
� k2, 8
 =2 N (3.23)

Hence, if we let � = H
1
2


̂
� =

p
2,

I EXACT

2 � e(� + � n � 2)h (b
 G )=2jH 
̂ j�
1
2 2

p + s
2

Z

k� k2>� n

exp
�

�
1

2
� n (� n � wn )k� k2

	
d� ,

where

wn = � 8
n

”
c1

� 2
n

(� + � n � 2)
1
2

+ c2

� 3
n

(� + � n � 2)

—
.

If we let � n =
p

5(p + s)log n , under Assumption 3.1 we know that wn =� n ! 0 asn ! 1 ,

then by Lemma A.2 from Barber et al. (2016), the integral in the right-hand side of the

inequality above can be loosely bounded by,

(2� )(p + s)=2(� n =2)p + s� 1

�
�
(p + s)=2

�
wn

e � � 2
n +� n wn .
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Since � n =
p

5(p + s)log n , then

� 2
n �

”
c1

� 3
n � 8

n

(� + � n � 2)
1
2

+ c2

� 4
n � 8

n

� + � n � 2

—

' (p + s)log n
”
1 �

€
c1

v
t (p + s)� 6

n log n

� + � n � 2
+ c2

(p + s)� 8
n log n

� + � n � 2

Š—
.

A corresponding lower bound for I EXACT
2 can be obtained similarly.

Putting everything together, we �nd that the posterior normalizing constant I EXACT can

be upper and lower bounded by,

e(� + � n � 2)h (
̂ )=2
� 4�

� + � n � 2

� p + s
2 jQ(b
 )j�

1
2 � e � � n ,

where

� n =
1

2
� 8

n

”
C1

v
t (p + s)3 log3 n

� + � n � 2
+ C2

(p + s)2 log2 n

� + � n � 2

—

Under Assumption 3.1, the approximation error, which is controlled by � n , vanishes if

n � 1=2� 8
n (p + jGj)3=2 log3=2 p ! 0.

3.8.4 Proofs of supplementary lemmas

Proof of Lemma 3.1

Since Dn in (3.14) is a sum of nonnegative terms, it is clearly greater than the single term

when G = G?, i.e.,

Dn > � (G?)

Z

PG

R�
n (
 )� n (
 j G)d
 = � (G?)L � �

n (
 ?)
IG?(� + � n , �̃ G?)

IG?(� , (� � 2)
̂ � 1
G?)

. (3.24)

Let M G denote the set of all jV j � j V j matrices A = (Ai j )1� i , j �j V j satisfying Ai j = A j i = 0 for

all pairs (i , j ) =2 E and i 6= j . Clearly, PG � M G . Recall that an undirected graph G = (V,E)

is decomposable if and only if there exists a permutation of vertices V such that after

reordering the vertices based on this permutation, every 
 2 PG factors as 
 = LL > where

L 2 M G and L is lower triangular with positive diagonal entries. Such permutation is called a

perfect vertex elimination scheme for G. See Roverato (2000) for more details. This property

basically says that for a decomposable graph G, if the vertices are ordered according to a
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perfect vertex elimination scheme and 
 = LL > , 
 2 PG , then L has the same zero pattern as


 in its lower triangle. Here, without loss of generality, we always assume that the vertices of

the graphs discussed below have already been reordered by the perfect vertex elimination

scheme.

Next, to �nd an lower bound for Dn , we look at the ratio Rn of normalizing constants in

(3.24), which given by

Rn =
IG?(� + � n , e� G?)

IG?(� , (� � 2)b
 � 1
G?)

=

R
PG?

j
 j
� + � n � 2

2 exp
�

� 1
2 tr [(� n b� + (� � 2)b
 � 1

G?)
 ]
	

d

R

PG?
j
 j

� � 2
2 exp

�
� (� � 2)

2 tr (b
 � 1
G?
 )

	
d


.

It is easy to show that, for b� = n � 1X > X and b
 G in (3.6), we have

tr (�̂
 ) = tr (
̂ � 1
G 
 ), for all 
 2 PG .

Next, make a change of variables, namely,

U = f � + n � 1(� � 2)g
 and V = n � 1(� � 2)
 ,

so that

dU = f � + n � 1(� � 2)g� (p + jG?j) d
 and dV = f n � 1(� � 2)g� (p + jG?j) d
 .

Then the ratio Rn can be rewritten as

Rn = An

R
PG?

jU j
� + � n � 2

2 exp
�

� n
2 tr (b
 � 1

G?U )
	
dU

R
PG?

jV j
� � 2

2 exp
�

� n
2 tr (b
 � 1

G?V )
	
dV

= An E
�
jU jn �= 2

�
,

where U � WG?(� ,n b� G?), with b� G? = b
 � 1
G?, and

An = [ � + (� � 2)=n ]�
n � p

2 [1+ � n =(� � 2)]� (� � 2)p =2� (p + jG?j).

The right-most expression for Rn involves a certain moment of the G-Wishart distribution

on the graph G?. Since we are assuming that G? is decomposable, an expression this mo-

ment can be derived by using the following distributional result from Xiang et al. (2015),
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Lemma 3.3:

If G = (V,E) is a decomposable graph, 
 � WG (� ,D ) and 
 = LL > , then L j i = 0

for 1 � i < j � p and (i , j ) =2 E, L �
.i = (L i j ) j � i ,(i , j )2E are independent for 1 � i � p ,

and

L 2
i i � Gamma

�
(vi + � )=2+ 1,nci =2

�

L>
.i j L i i � N

�
� (D >i )� 1D >

.i L i i , n � 1(D >i )� 1
�
,

where vi = dim (L>
.i ), ci = n � 1

�
Di i � (D >

.i )T (D >i )� 1D >
.i

�
, D >

.i = (D j i ) j > i ,(i , j )2E , and

D >i = (D j k )i < j ,k � p ,(i , j )2E ,(i ,k )2E .

From this, we obtain the expression

E
�
jU jn �= 2

�
=

pY

i =1

E
�
(L 2

i i )n �= 2
�

=
pY

i =1

(nci =2)� n �= 2
�
�
(n � + (� � 2) + vi )=2+ 1

�

�
�
((� � 2) + vi )=2+ 1

� .

By Stirling's formula,

�
�
(n � + (� � 2) + vi )=2+ 1

�
=

¦ 2�

(n � + (� � 2) + vi )=2+ 1

©1=2

�
¦ (n � + (� � 2) + vi )=2+ 1

e

©(n � +(� � 2)+vi )=2+1

� f 1+ O(n � 1)g

Since p = o(n ), the O(n � 1) errors in the individual Stirling approximations do not accumu-

late when taking the product of p terms, so we get

E
�
jU jn �= 2

�
� e � n � p =2

pY

i =1

¦ � + (� � 2)=n

ci
+

vi + 2

nci

©n �= 2

�
nY

i =1

[f n � + (� � 2) + vi g=2+ 1]f (� � 2)+vi g=2+1

� (f (� � 2) + vi g=2+ 1)

�
nY

i =1

e � ((� � 2)+vi )=2� 1
” 2�

f n � + (� � 2) + vi g=2+ 1

—1=2
.

75



Using the recursive property of gamma function, it is easy to show that,

[f n � + (� � 2) + vi g=2+ 1]f (� � 2)+vi g=2+1

� (f (� � 2) + vi g=2+ 1)
� 1 asn ! 1 .

Therefore, putting everything back together gives us

Rn � e � n � p =2[1+ � n =(� � 2)]� (� � 2)p =2� (p + s?)
pY

i =1

¦ 1

ci
+

vi + 2

ci (� n + � � 2)

©n �= 2

�
nY

i =1

e � ((� � 2)+vi )=2� 1
¦ 2�

(n � + � � 2+ vi )=2+ 1

©1=2

� e � n � p =2[1+ � n =(� � 2)]� (� � 2)p =2� (p + s?)
pY

i =1

(c � 1
i )n �= 2

� e � ((� � 2)+ v̄ )p =2� p
¦ 2�

(n � + � � 2+ v̄ )=2+ 1

©p =2
, (3.25)

where v̄ = maxf vi g= O(p � 1jG?j), ci = b� G?i i � (�̂ >
G? �i

)T (b� >i
G?)� 1b� >

G? �i
with b� G? = b
 � 1

G?.

By Lemma 3.2 from Xiang et al. (2015), consider Choleksy decomposition of 
 = LL > 2

PG , and let � = 
 � 1. Then we have

L i i =
�
� i i � (� >

�i )> (� >i )� 1� >
�i

� � 1=2
,

and thus we have ci = L̂ � 2
G?i i , where L̂G? is the Cholesky factor of b
 G?. Given that

pY

i =1

(L̂ 2
G?i i )n �= 2 = jb
 G?jn �= 2,

we can further bound (3.25) from below by,

j
̂ G?jn �= 2[1+ � n =(� � 2)]� (� � 2)p =2� (p + s?)e � (� + � n � 2+ v̄ )p =2� p
�

2�
(n � +(� � 2)+ v̄ )=2+1

�p =2
.

Therefore,

Dn ¦ � (G?)L � �
n (
 ?)jb
 G?jn �= 2[1+ � n

� � 2 ]� (� � 2)p =2� (p + jG?j)e � (� + � n � 2+ v̄ )p =2e � p log n

= � (G?)
jb
 G?jn �= 2 expf� n � p

2 g

j
 ?jn �= 2 expf� n �
2 tr (b
 � 1

G?
 ?)g
[1+ � n

� � 2 ]� (� � 2)p =2� (p + jG?j)e � ((� � 2)+ v̄ )p =2e � p log n

¦ � (G?)exp
�

� (1+ �= 2)(p + jG?j) log n
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as was to be shown.

Proof of Lemma 3.2

Apply Hölder's inequality to the inter expectation in right-hand side of (3.15), i.e., for con-

stants h > 1 and q = h
h � 1 chosen so that � q 2 [ 1

2 ,1), we aim to get an upper bound for

E
 ?(Nn ) �
X

G

� (G)

Z

Bn \ PG

J1=q
n (
 )K 1=h

n (
 )d
 , (3.26)

where

Jn (
 ) = E
 ?f R� q
n (
 )g and Kn (
 ) = E
 ?f � h

n (
 j G)g.

It is easy to see that Jn (
 ) is related to the Rényi � q -divergence of p n

 from p n


 ? and, by

Theorem 16 in Van Erven and Harremos (2014), this can be related to the Hellinger distance.

Indeed, if 
 2 Bn , so that H (p
 ?,p
 ) > 1 � eM 2" 2
n (G?), then

Jn (
 ) < e � 2(1� � q )M 2n " 2
n (G?).

Next, for Kn , the challenge is in evaluating an expectation with respect to the distribution

of b
 G . Here we make use of the proposed sieve's structure to get a data-independent upper

bound for the empirical prior density � n (
 j G). That is, for b
 g 2 � n (G) as in (3.8), it can be

shown (see 3.8.4) that

� � 1
n tr (
 ) � tr (b
 � 1

G 
 ) � � n tr (
 ). (3.27)

Then we can upper bound the integral of K h
n by,

R
PG

j
 j(� � 2)=2 exp
�

� (� � 2)
2 tr (� � 1

n 
 )
	

d

R

PG
j
 j(� � 2)=2 exp

�
� (� � 2)

2 tr (� n 
 )
	

d

.

Making a change of variable

U = � � 1
n 
 and V = � n 
 ,

so that

dU = � � (p + jGj)
n d
 and dV = � p +jGj

n d
 ,
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the we can further bound the above expression by

� p (� � 2)+2(p + jGj)
n

R
PG

jU j(� � 2)=2 exp
�

� (� � 2)
2 tr (U )

	
dU

R
PG

jV j(� � 2)=2 exp
�

� (� � 2)
2 tr (V )

	
dV

= � p (� � 2)+2(p + jGj)
n .

Plugging everything back into the right-hand side of (3.26) gives

E
 ?(Nn ) � e � AM n � 2
n

X

G

� (G)� p (� � 2)+2(p + jGj)
n ,

where A = 2(1 � � q )=q , as was to be shown.

Proof of Lemma 3.3

First, let k � ksp and k � kF represent matrix spectral norm and Frobenius norm respectively.

Let ~� = vec(D ) be the regular version of vectorization of matrix D , i.e., by stacking the

columns of D on top of one another. Recall that we also de�ne � = vecG (D ), which is also a

vectorized version of D , but excluding entries corresponding to the missing edges in the

underlying graphical model G. Note that ~� is a p 2-dimensional vector with p + 2s nonzero

entries and � is a vector of p + s length, where s = jGj.

For t 2 (0,1), let us consider the Taylor series expansion of h (
 ), using Lagrange's form

of the remainder,

h (
 ) = h (
̂ ) �
1

2
~� T [
̂ � 1 
 
̂ � 1] ~� + Rn (3.28)

h (
 ) = h (
̂ ) �
1

2
~� T [(
̂ + t D )� 1 
 (
̂ + t D )� 1] ~� (3.29)

Thus we have,

jRn j �
1

2
k~� k2

2k(
̂ + t D )� 1 
 (
̂ + t D )� 1 � 
̂ � 1 
 
̂ � 1ksp.

Now, let's look at (
̂ + t D )� 1
 (
̂ + t D )� 1� 
̂ � 1
 
̂ � 1, using some linear algebra of Kronecker

product, we can get

(
̂ + t D )� 1 
 (
̂ + t D )� 1 � 
̂ � 1 
 
̂ � 1 =
��

I + t (
̂ 
 
̂ )� 1U
� � 1

� I
�
(
̂ 
 
̂ )� 1,
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where

U = 
̂ 
 D + D 
 
̂ + t D 
 D .

Then Woodbury formula gives us

(
̂ + t D )� 1 
 (
̂ + t D )� 1 � 
̂ � 1 
 
̂ � 1 = � t
�
I + t (
̂ 
 
̂ )� 1U

� � 1
(
̂ 
 
̂ )� 1U (
̂ 
 
̂ )� 1

According to submultiplicativity of operator norm, we have

k(
̂ + t D )� 1 
 (
̂ + t D )� 1 � 
̂ � 1 
 
̂ � 1ksp

� t k(
̂ 
 
̂ )� 1k2
spkU kspk

�
I + t (
̂ 
 
̂ )� 1U

� � 1
ksp.

Next, let us examine the upper bound for each term in the right-hand side of the above

inequality.

Firstly, by the sieve restriction in (3.8), we have

k(
̂ 
 
̂ )� 1k2
sp � � 4

n .

Secondly, by triangular inequality,

kU ksp � k 
̂ 
 D ksp + kD 
 
̂ ksp + kD 
 D ksp.

Note that, kA 
 Bksp = kAkspkBksp (Lancaster and Farahat 1972) and kAksp � k AkF , kU ksp

can be further upper bounded by,

c 0
1� n kD kF + c 0

2kD k2
F ,

where c 0
1 and c 0

2 are positive constants.

Thirdly, by mixed-product property of Kronecker product operator,

�
Ip 2� p 2 + t (
̂ 
 
̂ )� 1U

� � 1
= ( Ip 
 Ip + t I 
 (
̂ � 1D ) + t (
̂ � 1D ) 
 I + t 2(
̂ � 1D ) 
 (
̂ � 1D ))� 1

=
�
(I + t 
̂ � 1D ) 
 (I + t 
̂ � 1D )

� � 1
.

Thus,

k
�
I + t (
̂ 
 
̂ )� 1U

� � 1
ksp = k(I + t 
̂ � 1D )� 1k2

sp.
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Given that D = 
 � 
̂ , for t 2 (0,1), we have

k(I + t 
̂ � 1D )� 1ksp �
1

k(1 � t )I + t 
̂ � 1
 ksp

.

Since 
̂ and 
 are both positive de�nite matrices, i.e., � min (
̂ � 1
 ) > 0, k(I + t 
̂ � 1D )� 1k2
sp can

be further bounded by
1

1 � t
.

Therefore, we can �nally have,

jRn j �
1

2
(c 00

1 � 5
n kD k3

F + c 00
2 � 4

n kD k4
F ),

where c 00
1 and c 00

2 are positive constants.

Note that

kD kF = k~� k2 �
p

2k� k2,

therefore,

jRn j �
1

2
(c1� 5

n k� k3
2 + c2� 4

n k� k4
2),

where c1 and c2 are positive constants.

Proof of (3.27)

Let b
 be such that its eigenvalues are bounded in [� � 1, � ], for � > 1. We are interested in

bounding tr (
̂ � 1
 ) for a generic 
 . We can rewrite this as

tr (b
 � 1
 ) = tr (
 1=2b
 � 1
 1=2) = tr (
 1=2� � � 1� > 
 1=2),

where b
 = � �� > is the spectral decomposition, with � = diag(� 1, . . . ,� p the diagonal matrix

of the eigenvalues of b
 , all of which are bounded in [� � 1, � ]. SetA = 
 1=2� , so that tr (b
 � 1
 ) =

tr (A� A> ). For A with structure

A =

0

B
B
B
B
@

a11 a12 . . . a1p

a21 a22 . . . a2p
...

... . . .
...

ap 1 ap 2 . . . app

1

C
C
C
C
A

,
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we get

tr (A� AT ) =
pX

j =1

� j

pX

i =1

a 2
i j � max(� )

pX

i =1

pX

j =1

a 2
i j � � tr (AA> ),

and, similarly, tr (A� A> ) � � � 1tr (AA> ). By observing that AA> = 
 , (3.27) holds.
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CHAPTER

4

EMPIRICAL PRIORS AND POSTERIOR

CONCENTRATION IN A PIECEWISE

POLYNOMIAL SEQUENCE MODEL

4.1 Introduction

Consider a Gaussian sequence model

Yi � N(� i , �
2), i = 1, . . . ,n , (4.1)

where Y = (Y1, . . . ,Yn )> are independent, the variance � 2 > 0 is known, and inference on the

unknown mean vector � = (� 1, . . . ,� n )> is desired. It is common to assume that � satis�es a

sparsity structure , i.e., most � i 's are zero, and work on these problems goes back at least to

Donoho and Johnstone (1994), and more recently in Johnstone and Silverman (2004), Jiang

and Zhang (2009), Castillo and van der Vaart (2012), Martin and Walker (2014), van der Pas

et al. (2017), Martin and Ning (2019), etc.
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There has also been recent interest in imposing different low-dimensional structures on

high-dimensional parameters, namely, piecewise constantand, more generally, piecewise

polynomial . For a �xed positive integer K , we say that the n -vector � has a piecewise degree-

K polynomial structure if there exists a simple partition B of the index set into consecutive

blocks B(s) � f 1, . . . ,n g, with s = 1, . . . ,jBj, such that, for each block B(s), the corresponding

sub-vector f � j : j 2 B(s)gcan be expressed as a degree-K polynomial of the indices j 2 B(s).

This piecewise polynomial form is determined by the degree K and the complexity jBj of

the block, i.e., its dimension is (K + 1)jBj. When this number is smaller than n , then a �

of this form clearly has a relatively low-dimensional structure. For example, the piecewise

constant case corresponds to K = 0, so the complexity is completely determined by the

number of blocks jBj.

Compared to sparse Gaussian signals, there is limited literature studying piecewise

constant and piecewise polynomial Gaussian sequence models. Regularization methods

such as trend �ltering (Kim et al. 2009) and locally adaptive regression splines (Mammen

and van de Geer 1997) are proposed to estimate the signal adaptively and recover the under-

lying block partitions. For piecewise constant problems, Tibshirani et al. (2005) introduce

fused lasso based on a penalized least squares problem using the total variation penalty.

Rinaldo (2009), Qian and Jia (2016) investigate convergence rate of the fused lasso esti-

mator and the asymptotic properties of pattern recovery. For signals with a more general

piecewise polynomial structure, Tibshirani (2014) propose adaptive piecewise polynomial

estimation via trend �ltering through minimizing a penalized least squares criterion, in

which the penalty term sums the absolute K th order discrete derivatives over input points.

Guntuboyina et al. (2020) show that, under the strong sparsity setting and minimum length

condition, the trend �ltering estimator achieves n � 1-rate, up to a logarithmic multiplicative

factor. In Bayesian domain, methods such as Bayesian fused lasso (Kyung et al. 2010) and

Bayesian trend �ltering (Roualdes 2015) are proposed accordingly. However, to the best

of our knowledge, no Bayesian literature has covered posterior contraction of adaptive

estimation and asymptotic structure recovery for such piecewise polynomial Gaussian

sequence models. Our goal here is to �ll this gap.

Given the relatively low-dimensional representation of the high-dimensional � , the

now-standard Bayesian approach would be to assign a prior for the unknown block con�gu-

ration B and a conditional prior on the block-speci�c (K + 1)-dimensional parameters that

determine the polynomial form. For the prior on B, the goal would be to induce “sparsity”

in the sense that the prior concentrates on block con�gurations B with jBj relatively small.

For this, one can mostly follow the existing Bayesian literature on sparsity structures, e.g.,

83



Castillo and van der Vaart (2012), Castillo et al. (2015), Martin et al. (2017), Liu et al. (2020),

etc. However, for the quantities that determine the polynomial form on a given block con-

�guration, the situation is very different. In the classical sparsity settings, it is reasonable to

assume that those signals that are not exactly zero are still relatively small, so a conditional

prior centered around zero can be effective. In this piecewise polynomial setting, there is no

obvious �xed center around which a prior should be concentrated. Of course, one option is

to choose a �xed center and wide spread, but then the tails of the prior distribution become

particularly relevant (e.g., Castillo and van der Vaart (2012), Theorem 2.8). An alternative is

to follow Martin and Walker (2019), building on Martin and Walker (2014) and Martin et al.

(2017), and use an empirical prior that lets the data help with correctly centering the prior

distribution.

Details of this empirical prior construction are presented in Section 4.2. Our theoret-

ical results in Section 4.3 demonstrate that the corresponding empirical Bayes posterior

distribution enjoys adaptive concentration at the same rate of trend �ltering, adjusting to

phase transitions, but requires weaker conditions than that in Guntuboyina et al. (2020).

In addition, we establish structure learning consistency results which, to our knowledge,

is the �rst one for piecewise polynomial sequence models in the Bayesian literature. Fur-

thermore, since the proposed empirical priors are conjugate, the posterior is relatively easy

to compute, and the numerical simulations in Section 4.5 which compares our method

with trend �ltering, demonstrate the advantageous performance of our method in signal

estimation and structure recovery under �nite-sample settings. In Section 4.6, we apply

our method to two real-world applications where the underlying truths are considered to

be piecewise constant and piecewise linear respectively. Finally, some concluding remarks

are made in Section 4.7, and technical details and proofs are presented in Section 4.8.

4.2 Empirical Bayes formulation

4.2.1 Piecewise polynomial model

Before we can introduce our proposed prior and corresponding empirical Bayes model,

we need to be more precise about the within-block polynomial formulation. Start with

the case jBj = 1 corresponding to there being only one block. A vector � being a degree-K

polynomial with respect to B corresponds to � 2 S, where

S = spanf v0, v1, . . . ,vK g, (4.2)
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and vk = (1k ,2k , . . . ,n k )> 2 Rn , with k = 0,1, . . . ,K . In other words, if Z 2 Rn � (K +1) is a matrix

whose columns form a basis for S, then � can be expressed asZ � for some vector � 2 RK +1.

More generally, for a generic simple partition B, if � is a piecewise degree-K polynomial

on the block con�guration B as described in Section 4.1, then it can be expressed as Z B � B ,

where

Z B =

0

B
B
B
B
@

ZB(1) 0 . . . 0

0 ZB(2) . . . 0
...

... . . .
...

0 0 . . . ZB(jBj)

1

C
C
C
C
A

2 Rn �j Bj(K +1), (4.3)

ZB(s) is the sub-matrix of Z with its row indices included in B(s), and

� B =

0

B
@

� B
1
...

� B
jBj

1

C
A 2 RjBj(K +1), � B

s 2 RK +1, s = 1, . . . ,jBj. (4.4)

The following two examples will illustrate the piecewise polynomial formulation.

• When K = 0, the vector � formed by Z B � B is piecewise constant. For a speci�c block

segment B(s), we can write ZB(s) = 1jB(s)j and, therefore,

� i � � B
s 2 R, i 2 B(s).

Note that in this case the Gaussian sequence model can be rewritten in the form

of a one-way analysis of variance model with jBj treatments and jB(s)j number of

replications in each treatment, s = 1, . . . ,jBj.

• When K = 1, the vector � formed by Z B � B is piecewise linear. For a speci�c block

segment B(s), we can write

YB(s) = ZB(s)�
B
s + " , " � NjB(s)j(0,� 2I ),

where YB(s) is the sub-vectors of Y with its indices in B(s), and � B
s is a two-dimension-

al vector. Hence, within each segment, the observed data can be viewed as a random

sample generated from a block-speci�c simple linear regression model with intercept

and slope being � B
s,1 and � B

s,2.

To summarize, if � is a n -vector that is assumed to have a piecewise degree- K polyno-

mial structure, then we can reparametrize � as (B, � B ), where � B is expressed asZ B � B , for
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some � B 2 RjBj(K +1), and Z B is as in (4.3) for some generator matrix Z whose columns form

a basis for S in (4.2). The matrix Z is not unique and, therefore, � B is not unique either.

But interest is in the projection � B , which is independent of the choice of basis, so this

non-uniqueness will not be a problem in what follows.

4.2.2 Empirical prior

In light of our representation of a piecewise polynomial mean vector � via (B, � B ) or (B, � B ),

a hierarchical representation of the prior distribution will be most convenient. That is, we

�rst specify a prior for B, then a conditional prior for � B , given B; this in turn will induce a

conditional prior for � B . Here we follow this general prior speci�cation strategy, but with a

slight twist wherein we allow the conditional prior for � B to depend on data in a particular

way. Then this empirical prior for (B, � B )will immediately induce a corresponding empirical

prior for (B, � B ) and, �nally, for � .

Intuitively, there is no reason to introduce a piecewise polynomial structure if not for a

belief that there are not too many blocks, i.e., that jBj is relatively small compared to n ; see

Section 4.3. This belief can be incorporated into the prior for B in the following way. Set

b = jBj, and introduce a marginal prior

fn (b ) / n � � (b � 1), b = 1, . . . ,n , (4.5)

where � > 0 is a constant to be speci�ed. Note that this is effectively a truncated geometric

distribution with parameter p = n � � , which puts most of its mass on small values of the

block con�guration size, hence incorporating the prior information that � is not too com-

plex. Next, if the con�guration size b is given, the blocks correspond to a simple partition

of f 1,2, . . . ,n g into b consecutive chunks, and there are
�
n � 1
b � 1

�
such partitions. So, for the

conditional prior distribution of B, given jBj, we can take a discrete uniform distribution.

Therefore, the prior distribution for B is given by

� n (B) =
�

n � 1
jBj� 1

� � 1
fn (jBj), (4.6)

where B ranges over all simple partitions of f 1,2, . . . ,n ginto consecutive blocks.

Next we give the conditional prior for � B , given B. We propose to assign independent

normal priors to each � B
s corresponding to segment B(s). A notable departure from the

traditional Bayesian formulation is that we follow Martin et al. (2017) and let the data inform
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the prior center. Speci�cally, the conditional prior for � B , given B, is taken to be

� B
s � NK +1( ˆ� B

s , v f Z >
B(s)ZB(s)g

� 1), s = 1, . . . ,jBj, independent, (4.7)

where ˆ� B
s is the least-squares estimator

ˆ� B
s = (Z >

B(s)ZB(s))
� 1Z >

B(s)YB(s),

and v > 0 is a constant controlling prior spread. Write the conditional density function of

� B , given B, with respect to Lebesgue measure on RjBj(K +1), as

�̃ n (� B j B) =
jBjY

s=1

NK +1(� B
s j ˆ� B

s , v f Z >
B(s)ZB(s)g

� 1),

a product of individual (K + 1)-variate normal densities. This induces a prior on � B through

the mapping � B = Z B � B that de�nes it, but since this is generally not a bijection, there is

no density function with respect to Lebesgue measure on Rn . To see this, let � B
B(s) denote

the sub-vector of � B with indices included in B(s), then we can observe that the induced

conditional prior on � B
B(s) is NjB(s)j(PB(s)Y,v PB(s)), where

PB(s) = ZB(s)f Z >
B(s)ZB(s)g

� 1Z >
B(s) (4.8)

is the matrix that projects onto the space spanned by the columns of ZB(s). Since PB(s) is a

projection, it is not full rank and, therefore, the prior for � B
B(s) is a degenerate normal. Despite

this degeneracy, the conditional prior for � B , given B, still exists; it is just more convenient to

express in terms of the conditional prior for � B . That is, we de�ne the conditional empirical

prior for � B , given B, as

� n (A j B) =

Z

f � B :Z B � B 2Ag

�̃ n (� B j B)d � B , A � Rn .

Note that while the prior for � B depends on the particular basis in Z , the prior for � B

only depends on the projection which does not depend on the choice of basis. Finally, our
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empirical prior for � is de�ned as

� n (A) =
X

B

� n (B)� n (A j B)

=
X

B

� n (B)

Z

f � B :Z B � B 2Ag

�̃ n (� B j B)d � B .

The reader may be anticipating that the combination of an empirical prior with the

likelihood amounts to double-use of data. To avoid potentially over-�tting, we propose the

following mild additional regularization. Let Ln (� ) denote the likelihood function based

on the model (4.1), i.e., Ln (� ) / expf� 1
2� 2 kY � � k2g, where k � k denotes the ` 2-norm on Rn .

For a �xed � 2 (0,1), de�ne a regularized empirical prior

� reg
n (d � ) / Ln (� )� (1� � ) � n (d � ). (4.9)

Dividing by a fractional power of the likelihood effectively down-weights those parameter

values with especially large likelihood, hence discouraging over-�tting. Typically, one would

take � to be close to 1—for example, we take � = 0.99 in the simulation examples presented

in Section 4.5—so this additional regularization is very mild indeed.

4.2.3 Posterior

For the posterior distribution, we propose to combine the regularized empirical prior � reg
n

with the likelihood Ln according to Bayes's formula:

� n (A) /

Z

A

Ln (� )� reg
n (� ) (4.10)

The following sections investigate the theoretical convergence properties and practical

performance of this empirical Bayes posterior distribution.

Of course, the posterior in (4.10) can be rewritten as

� n (A) /

Z

A

Ln (� )� � n (d � ),

which is particularly well-suited for our theoretical analysis. This sort of generalized Bayes

posterior has received considerable attention recently, e.g., Grünwald and Van Ommen
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(2017), Miller and Dunson (2019), Holmes and Walker (2017), Syring and Martin (2019),

and Bhattacharya et al. (2019), though not speci�cally for the purpose of regularization.

One might ask if � = 1 is a valid choice, since this makes the above display look more like

the familiar Bayesian update, but the answer is unclear because our analysis here makes

speci�c use of � < 1. The reason we work with � < 1 is for simplicity, but there is nothing to

gain by including � = 1. In particular, we improve upon the existing Bayesian rate results

for this problem (Remark 4.3), in some cases achieving optimal rates, and give new results

on Bayesian structure learning. And even if the reader is uncomfortable with giving up a

tiny portion of the likelihood, he / she can interpret � n as the full likelihood combined with

a data-dependent prior as in (4.10), closer to traditional empirical Bayes.

A practical bene�t to the relative simplicity of our formulation is that the posterior

distribution turns out to be not so complicated. Indeed, by combining (4.7) and (4.10), the

posterior distribution � n for � is given by

� n (A) =
X

B

� n (B)

Z

f � B :Z B � B 2Ag

jBjY

s=1

NK +1(� B
s j ˆ� B

s , � 2v
� 2+� v f Z >

B(s)ZB(s)g
� 1)d � B , (4.11)

where

� n (B) / � n (B)(1+ v �
� 2 )� (k +1)jBj=2e � �

2� 2

P jBj
s=1 k(I � PB(s))YB(s)k2

, (4.12)

with PB(s) the projection in (4.8). From this expression, we can see that there are three major

factors contributing to the log-marginal posterior distribution of B: the prior distribution

for block con�guration log � n (B), a penalty term on model complexity proportional to

�j Bj, and a model �tting measure proportional to the negative sum of squared residuals.

Therefore, our posterior distribution would prefer models with fewer blocks and better

�tting given the observed data Y . Details about how we compute the posterior distribution

are presented in Section 4.4.

4.3 Asymptotic properties

4.3.1 Setup

For a vector � 2 Rn that has a piecewise degree-K polynomial structure, write B� for its block

con�guration, and let jB� j denote its cardinality. Then our parameter space corresponds to

� n (K ), the set of all n -vectors with a piecewise degree- K polynomial structure and having

jB� j = o(n ). The latter condition on the size of the block con�guration ensures that there
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(a) Can be resolved (b) Cannot be resolved

Figure 4.1: Two examples pertaining to identi�ability of B� for a given � , one where the
non-uniqueness of B� can be resolved and one where it cannot. The two lines on each plot
both pass through the marked points; the small jitter is to help distinguish the groupings
corresponding to the two block con�gurations.

are not too many blocks, i.e., that the signal is not too complex.

When K � 1, it is possible that a vector � has multiple block con�gurations B� . That is,

there could be multiple B and � B such that � = Z B � B . This does not present a problem

for questions related to estimation of � , but it does create some identi�ability concerns in

the context of structure learning, i.e., recovering the underlying block structure. In some

cases, the non-uniqueness can be resolved by de�ning B� as the “most economical” of the

candidate B's. For example, for an arbitrary signal vector, any (K + 1)-tuple of consecutive

points could be �t perfectly by a degree- K polynomial, so blocks of size K + 1 or smaller

are meaningless and should be ruled out. Panel (a) of Figure 4.1 shows an illustration

of this for K = 2, piecewise quadratic. However, there are other cases where the non-

uniqueness cannot be resolved by ruling out blocks that are too small. Panel (b) of Figure 4.1

shows an example of this, where the two candidate block con�gurations are perfectly

indistinguishable by data. Again, this is of no concern for results in Section 4.3.2 below, so

we postpone our discussion of how this is resolved until Section 4.3.3.

90



4.3.2 Posterior concentration rates

For x 2 Rn , de�ne the scaled ` 2-norm kx kn = n � 1=2kx k2 and, for � ? 2 � n (K ), de�ne

" 2
n (� ?) =

8
>><

>>:

n � 1 if jB� ?j = 1

n � 1jB� ?j log e n
jB� ? j if 2 � j B� ?j = O(n t ) for some t 2 [0,1),

n � 1jB� ?j log n otherwise.

(4.13)

Note that, in the case jB� ?j = 1, the best estimator of � ? would be PSY , where PS is the

projection matrix onto S in (4.2), and its expected sum-of-squared-error is O(n � 1), con-

sistent with (4.13). For both cases with jB� ?j � 2, the rate (4.13) is consistent with others

obtained in the literature; see Remark 4.2 below. A slightly better rate can be achieved in

the middle case of (4.13) where more is assumed about the complexity of � ?. That is, the

casejB� ?j = o(n ) would allow situations like jB� ?j = n (log n )� 1, which corresponds to a large

block con�guration and a very complex signal. That middle case in (4.13) excludes these

overly complex signals, allowing for a faster rate. Theorem 4.1 says that the � n constructed

above attains the rate de�ned in (4.13). Since the prior can achieve the rates " 2
n (� ?) de�ned

above without knowledge of � ? or jB� ?j, it follows that our posterior concentration results

are adaptive to the unknown complexity of � ?.

Theorem 4.1. Consider the model (4.1) with known � 2 > 0 and assume that � ? has a piece-

wise polynomial structure of degree K � 0, with K known. Let � n be the corresponding

empirical Bayes posterior distribution for � 2 Rn described above. If" 2
n (� ?) is as in (4.13),

then for any sequence Mn with M n ! 1 , there exists a constant G > 0 such that

E� ?� n (f � 2 Rn : k� � � ?k2
n > M n " 2

n (� ?)g) ® e � G Mn n " 2
n (� ?).

for all large n , uniformly in � ? 2 � n (K ). For the latter two cases in (4.13), the sequenceM n

above can be replaced by a suf�ciently large constant M > 0.

Remark 4.1. Given data Y � Nn (� ?, � 2I ), an oracle who has access to B� ? would �t a poly-

nomial of degree K in each of the partitions given by B� ?. This would be a linear estimator

and its corresponding oracle risk is O(n � 1jB� ?j). Note that the rate achieved in Theorem 4.1

is comparable to the oracle risk. Indeed, our method adaptively learns the underlying block

structure of � ? and, in the case jB� ?j = 1, we can exactly match the oracle rate; otherwise,

the price we pay in terms of the rate is only logarithmic.

91



Remark 4.2. A result similar to that in Theorem 4.1 is presented in Corollary 2.3 in Guntuboy-

ina et al. (2020). However, their result holds only when their minimum length condition is

satis�ed and the tuning parameter is properly chosen within an unspeci�ed “ideal” range.

The former—see Equation (13) in Guntuboyina et al. (2020)—restricts the length of the

minimal block to be no smaller than O(n jB� ?j� 1), which cannot be checked in applications.

They also make a strong sparsity assumption in Guntuboyina et al. (2020), requiring jB� ?j to

be much smaller than n . This corresponds to the middle case in (4.13) above and our rate

is the same as theirs, which is minimax optimal. Our result goes even further and provides

a (slightly slower) rate when in cases where this strong sparsity assumption does not hold.

Remark 4.3. van der Pas and Ro�cková (2017) present a result similar to that in Theorem 4.1,

for the piecewise constant case K = 0, with a rate of jB� ?j log(n =jB� ?j). However, translating

their notation to ours, they assume bounds on both k� ?k and on jB� ?j, which we do not

require. And in light of Theorem 2.8 of Castillo and van der Vaart (2012), we do not expect

that optimal concentration rates can be achieved using their �xed-center normal prior for

� B , given B, without some assumptions on the magnitude of � ?. As we discussed above,

since there would be no practical difference in the numerical results in a real example

between taking � = 1 instead of � � 1, we believe it makes more sense to take � slightly less

than 1—a choice that is entirely within our control—compared to making uncheckable

assumptions about the unknown � ?.

Next, we show that the posterior mean ˆ� =
R

� � n (d � ) is an adaptive, asymptotically

minimax estimator.

Theorem 4.2. Under the setup in Theorem 4.1,

E� ?k ˆ� � � ?k2
n ® M n " 2

n (� ?),

for all large n , uniformly in � ? 2 � n (K ). In the latter two cases of (4.13), the diverging

sequence Mn can be replaced by a constant M which can be absorbed into “ ®” above.

4.3.3 Structure learning

In addition to estimation consistency, it is interesting to consider when the posterior is

able to recovery the block structure of the true piecewise polynomial signal � ?. To our

knowledge, this is the �rst Bayesian (or empirical Bayesian) investigation into structure

learning in the piecewise polynomial Gaussian sequence model. When K = 0, i.e., the true

signal is piecewise constant, learning the underlying block structure can be interpreted as
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detection of the “change points" or “jump points", which has many real-world applications.

In the non-Bayesian literature, structure recovery for piecewise constant and piecewise

polynomial signals has received some attention, and below we compare our results with

those available for the trend �ltering, binary segmentation, etc.

As a �rst result in this direction, Theorem 4.3 says that the effective dimension of the

posterior is no larger than a multiple of the true block con�guration size—in other words,

the posterior is of roughly the correct complexity. Note that this result only pertains to

the size jB� j of the block con�gurations, which can be uniquely determined, so there are

no identi�ability issues here. Finally, for this and the other results of this section, the

statements are formulated in in terms of the marginal posterior distribution � n for the

block con�guration B, as de�ned in (4.12).

Theorem 4.3. Under the setup in Theorem 4.1, for any C > 1 + � � 1, where � is as in (4.5),

there exists a constant G > 0 such that

E� ?� n (f B : jBj > C jB� ?jg) ® e � GjB� ? j log n ,

for all large n, uniformly in � ? 2 � n (K ).

Block con�guration size is important, but we also care about identifying the underlying

block structure. Of course, before we can say any more about this, we need to address the

potential non-identi�ability of B� ?. As we mentioned before, there are no such issues in the

piecewise constant case with K = 0, but non-identi�ability is possible for other K � 1 cases.

On the one hand, if � ? is such that non-uniqueness can be resolved simply by taking the

most economical of those equally-well-�tting block con�gurations, then that is how B� ? is

de�ned. On the other hand, if � ? has multiple block con�gurations of the same size, like

in Figure 4.1(b), then it is impossible to distinguish between these. In such cases, the best

we can hope for is that the posterior distribution will concentrate on the set B? = f B� ?gof

equivalent block con�gurations corresponding to � ? and, in fact, this is what the results

below establish.

The �rst result below concerns the event that B is a re�nement of B� ?, denoted by

B Á B� ?, for some B� ? 2 B?. That is, if B Á B� ?, then every block in B� ? can be expressed

as a union of blocks in B or, equivalently, no block in B intersects with more than one

block in B?. Since re�nements, or unnecessary splits of B� ?, are a sign of inef�ciency, we

hope that the posterior will discourage such cases. Indeed, Theorem 4.4 below shows

that the posterior distribution assigns vanishing probability to the event “ B Á B� ?”, which
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means that the posterior for B asymptotically avoids those inef�cient re�nements. This is

analogous to the “no supersets” theorems in Castillo et al. (2015, Thereom 4) and Martin et al.

(2017, Theorem 4) for variable selection in linear regression context. The only additional

requirement here is that the power � in the prior for jBj in (4.5) not be too small; otherwise,

the prior does not suf�ciently penalize those block con�gurations that are too complex,

leaving open the possibility for over-�tting. Similar conditions appear in the regression

setting, e.g., the conditions of Theorem 4 in Castillo et al. (2015).

Theorem 4.4. Under the setup of Theorem 4.1,

E� ?� n (f B : B Á B� ? for some B� ? 2 B?g) ! 0, n ! 1 ,

uniformly in � ? 2 � n (K ) \ f � : jB� j = o(n � )g, with � > 0 as in the prior (4.5).

If � � 1, then the above condition on jB� ?j is satis�ed for all � ? 2 � n (K ). However, for

smaller values of � , like those having good empirical performance in Section 4.5, restricting

to a proper subset of the parameter space is required, but this is not severe.

A natural follow-up question is if the true block con�guration B� ? or, more generally,

the set B? of equivalent true block con�gurations can be recovered exactly. Before stating

our af�rmative answer to this question, we need some additional notation. First, de�ne the

0th - and 1 st-order difference operators as � 0x = x and

� 1x = (x2 � x1, x3 � x2, . . . ,xn � xn � 1)> ,

respectively, where x 2 Rn . For a generic order K � 2, the K th -order difference, � K : Rn !

Rn � K , is de�ned recursively as � K x = � 1(� K � 1x ). Second, a change in the signal � ? from one

block to another can only be detected if the change is suf�ciently large, and the de�nitions

of “change” and “suf�ciently large” are related to properties of the difference operators

applied to � ?. In particular, the set of indices where a change in the (K + 1)st-order occurs is

de�ned as

J� ? = f j = 1, . . . ,n � K � 1 : (� K +1� ?) j 6= 0g.

In the piecwise constant case, with K = 0, the set f j + 1 : j 2 J� ?gconsists of those indices at

which the signal jumps from one value to another. Then both the minimal change in � ? on

J� ? and the minimal spacing between changes will be relevant to determining whether a
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change is suf�ciently large to be detectable. These are de�ned, respectively, as

� n (� ?) = min
j 2 J� ?

j(� K +1� ?) j j and 
 n (� ?) = min
j , j 02 J� ?, j 6= j 0

j j � j 0j.

Then the following theorem states that the block con�guration B� ? can be recovered exactly

if 
 n (� ?)� 2
n (� ?) is suf�ciently large, analogous to the so-called beta-min condition in linear

regression (e.g., Bühlmann and Van De Geer 2011, Chapter 2).

Theorem 4.5. Under the setup in Theorem 4.1, suppose that


 n (� ?)� 2
n (� ?) �

4K +1M � 2

� (1 � � )
log n (4.14)

with M > 4+ � and � � 3, where � controls the prior (4.6). Then

E� ?� n (B?) ! 1, n ! 1 . (4.15)

To our knowledge, only the piecewise constant ( K = 0) case—where the true B� ? is

unique—has been considered in the literature, so we focus on that version here in our

discussion of Theorem 4.5. In that case, 
 n (� ?) and � n (� ?) represent the smallest number

of indices between jumps and the smallest signal jump in � ?. To make a parallel between

the piecewise constant signal problem and a one-way analysis of variance, 
 n (� ?) is like

the minimum number of replications across all the treatment groups and � n (� ?) is like

the minimum effect size. In that classical analysis of variance context, where the number

of treatment groups and group memberships are �xed and known, the F-test has power

converging to 1 if 
 n (� ?)� 2
n (� ?) is bounded away from 0. The condition 
 n (� ?)� 2

n (� ?) ¦ log n

in (4.14) here is only slightly stronger, i.e., we only pay a logarithmic price for not knowing

the number of groups or group memberships. Returning to the general piecewise constant

case, if the minimum block size 
 n (� ?) is �xed as n and jB� ?j go to in�nity, the result in

Theorem 4.5 above matches the pattern recovery property for fused lasso in Qian and Jia

(2016), and is stronger than the corresponding results in Lin et al. (2017) and Dalalyan

et al. (2017). We can also allow the minimum block size 
 n (� ?) to grow. For example, the

minimum block length condition in Guntuboyina et al. (2020) states that 
 n (� ?) can be

of order O(n jB� ?j� 1), corresponding to equally partitioning over blocks. In this case, the

minimum jump size simply needs to satisfy,

� 2(� ?) ¦ n � 1jB� ?j log n ,
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which is mild since the right-hand side would typically be vanishing. This �exibility makes

our result preferable to those for fused lasso and comparable to that for wild binary seg-

mentation in Theorem 3.2 of Fryzlewicz (2014), which is the best result available in the

literature that we are aware of. Finally, we want to emphasize, again, that Theorems 4.4–4.5

are, to our knowledge, the �rst such results in the Bayesian literature.

4.4 Computation

Genuine Bayesian solutions to high-dimensional problems, ones for which optimal pos-

terior rates are available, tend to be based on non-conjugate, heavy-tailed priors, making

computation non-trivial. Our empirical Bayes solution, on the other hand, is based on a

conjugate prior for � B , making computations relatively simple.

Indeed, recall that the marginal posterior for B is available in closed-form, up to propor-

tionality, as in (4.12). Furthermore, recall from (4.11) that the conditional distribution of

� B , given B, is determined by a linear transformation of a normal random variable, which

is easy to simulate. Together, these two observations suggest following Metropolis–Hastings

algorithm to draw Markov chain Monte Carlo (MCMC) samples from the proposed posterior

� n for � :

1. At iteration t , given current block partition B (t ), sample B0� q (� j B (t )).

2. SampleU � Unif(0,1), let B (t +1) = B0, if

U � min
¦
1,

� n (B0)q (B (t ) j B0)

� n (B (t ))q (B0 j B (t ))

©
;

otherwise, let B (t +1) = B (t ).

3. Given B (t +1), obtain � B (t +1)
= (� B (t +1)

1 , . . . ,� B (t +1)

jBj )> via sampling

� B (t +1)

s � NK +1( ˆ� B (t +1)

s , � 2v
� 2+� v f Z >

B (t +1)(s)ZB (t +1)(s)g
� 1),

and then set � B (t +1)
= Z B (t +1)

� B (t +1)
.

Repeating this process M times and discarding the �rst m burn-in iterations, we obtain a

sample of (B (m +1), � B (m +1)
), . . . , (B (M ), � B (M )

) from the joint posterior � n (B, � B ). Then posterior

mean of � can be approximated by (M � m )� 1
P M

i =m +1 � B (i )
. Credible sets for any real-valued
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function g(� ) of � can be obtained by obtaining quantiles of the samples

g(� B (i )
), i = m + 1, . . . ,M .

For block con�guration recovery, the maximum a posteriori (MAP) estimator for B can

be readily found by evaluating � n , up to the normalizing constant, using formula (4.12),

for each Monte Carlo sample B (i ) and returning the maximizer. For simplicity, we use a

symmetric proposal distribution q (B0 j B) for the above algorithm, i.e., in each iteration,

there is 0.5 probability for a “jump location” to vanish and 0.5 probability for a non-jump

location to become a “jump".

4.5 Simulated data examples

4.5.1 Methods

In this section, from a perspective of numerical performance, we compare our proposed

met-hod to adaptive piecewise polynomial trend �ltering in Tibshirani (2014). We make

use of the R package genlasso for our implementation of trend �ltering and the tuning

parameter is chosen via �ve-fold cross-validation or the “one-standard error” rule, see

Hastie et al. (2009, Chapter 7).

In order to implement the sampling procedures described above, some additional hyper-

parameters in (4.12) also need to be speci�ed. As mentioned before, since � = 0.99 has little

practical difference from the � = 1 case, which corresponds to the genuine Bayesian model,

we plug � = 0.99 into the posterior distribution functions for practical implementation.

Next, for model variance � 2, although the theory in Section 4.3 assumes it to be known, in

real applications, � 2 may not be known and, therefore, must be estimated. Of course, one

can take a prior for � 2 and get a corresponding joint posterior for (� , � 2); see Martin and

Tang (2019). Here, in keeping with the spirit of our empirical Bayes approach, we opt for a

plug-in estimator. Speci�cally, we consider

�̂ 2 =
1

n

nX

i =1

(Yi � ˆ� TF

i )2, (4.16)

where ˆ� TF is the trend �ltering / lasso estimate based on cross-validation. For prior variance

v , it makes sense to take v to be larger than � 2 and, for the examples below, with relatively

small � 2, we have found that v = 1 works well. Finally, � controls the penalty against
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