
ABSTRACT

CAHOON, JOYCE YU. Generalized Inferential Models: New Developments and Appli-
cations. (Under the direction of Ryan G. Martin.)

This thesis extends the inferential models approach to prior-free probabilistic inference

for problems in censored data, meta-analysis, and variable selection. Inferential models

are an adaptation of belief functions from Dempster-Shafer theory that guarantee any

inferential output exhibits certain long-run frequency properties. The key features to this

approach are in the specification of unobservable auxiliary variables that associate the

data with the inferential targets of interest and in the prediction of these auxiliary vari-

ables with calibrated random sets. This procedure results in data-dependent plausibility

functions that provide a means to do valid inference. Inferential models are used in a

variety of applications, including satellite conjunction analysis, insurance risk modeling,

and clinical research. Despite these successes, the field is still new and there remains

much to be explored.

The focus of this thesis is on generalized inferential models whose construction rely on

specifying an association between the data, inferential targets and auxiliary variable that

relaxes the direct connection with a sampling model. By doing so, an inferential model

can be specified in terms of a scalar auxiliary variable that is easier to predict with two

dimensional random sets. These random sets are then transferred from the auxiliary space

into the parameter space by the specified association. Several Monte Carlo strategies are

introduced to evaluate the distribution of these random sets to achieve valid inference.

The main contribution of this generalized approach is in the domain of meta-analysis

in that its performance, in terms of coverage and efficiency, exceeds that of any finite

sample meta-analysis procedure. Additional contributions include parametric applica-

tions in which survival data can be modeled using the exponential, Weibull, lognormal

distributions, and nonparametric applications in which the inferential targets include

quantiles, coefficients in quantile regression, and variable selection.

Since working with non-additive probability is not prevalent, we introduce another

kind of inferential model that arises within the framework of classical probability theory

by exploring an extension of the imprecise Dirichlet model (IDM). This model provides

a more coherent way to handle prior-data conflict, which we use in the unsupervised

setting of topic modeling. We develop a robust topic model by extending IDM principles

to the popular Latent Dirichlet Allocation model and demonstrate its utility in making

inferences on the latent topic decomposition when no prior can be elicited.
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Chapter 1

Motivation

There are few statistical ideas that have received bipartisan—frequentist and Bayesian—

support. The differences between these two camps are stark: stemming from the inter-

pretation of probability (aleatory vs. epistemic) to how learning is achieved (falsification

vs. confirmation). Yet, the means by which they each handle statistical problems are not

mutually exclusive, e.g., the Bayesian studying the frequentist properties of the posterior

(Martin 2019, Little 2006), establishing asymptotic agreement with frequentist solutions

(Box 1980, Rubin 1984), or the frequentist leveraging Bayes factors in conditional tests

(Bayarri and Berger 2004).

Along these lines, recent work (Balch et al. 2019, Carmichael and Williams 2018,

Martin 2019) formalized Bayesian posterior uncertainty to be at risk of false confidence:

that there are false hypotheses that are allocated high posterior probability. In other

words, if θ ∈ Θ represents the inferential target of interest, Y the observed data, and

πY (·) the posterior conditioned on the data, then for any α ∈ (0, 1) and any p ∈ (0, 1),

there exists an assertion A 63 θ such that

PY |θ[πY (A) ≥ 1− α] ≥ p.

Balch et al. (2019) prove this theorem, while Martin (2019) and Carmichael and Williams

(2018) demonstrate the false confidence phenomena in a number of practical problems,

including inference on the mean in satellite conjunction analysis and on the normal

coefficient of variation. Given the complexity of these examples, in that the posterior

πY is not analytically available, we reproduce a simpler example from Carmichael and

Williams (2018) to better elucidate how the false confidence arises.

Clear evidence of false confidence can be found in inference on the support parameter

θ of a uniform distribution. In this setting, Carmichael and Williams (2018) investigate

1



random samples X = (X1, . . . , Xn) from a Unif(0, θ) distribution. To draw conclusions

on θ, they take a Bayesian approach, relying on a non-informative Jeffreys prior, 1/θ, to

arrive at a closed-formed posterior πX(θ) = Pareto(n,X(n)), where X(n) represents the

maximum value in X. Shown on the left of Figure 1.1 are the posteriors associated with

four different realizations of X where n = 1 and the true support is fixed at θ0 = 1. In

accordance with the proof of false confidence in Balch et al. (2019), for any α ∈ (0, 1)

and any p ∈ (0, 1), there exists an ε-neighborhood that could be drawn around the true

θ0 such that any assertion outside of the ε-neighborhood, or Aε := [θ0 − ε, θ+ ε]c, results

in

PX|θ0 [πX(Aε) ≥ 1− α] ≥ p. (1.1)

This ε-neighborhood is outlined on the left of Figure 1.1 providing a sense of how the

posterior probability allocated to false hypotheses is large, or πX(Aε) ≥ 1− α.

But, to understand the frequency at which this phenomenon occurs, Carmichael and

Williams (2018) derive the analytical expression for the inequality in Equation 1.1 in

terms of ε, α and n. Their results are illustrated on the right in Figure 1.1, in which the

sampling probability of the event πX(Acε) < α is shown as a function of the selected ε.

Take, for example, a standard α = .1, outlined in orange. From this line, we can read

off the various values of ε that are associated with hypotheses Acε—that contain the true

θ0—and find the sampling probability associated with the event πX(Acε) < 0.1. For this

case, fixing α = 0.1, when the ε values are less than 0.05, more than 95% of realizations,

X, would result in posterior probabilities for Acε to not exceed 0.1. If the selected α = 0.5,

outlined in red, for ε values less than 0.3, more than 80% of realizations X would result

in posterior probabilities for Acε to not exceed 0.5.

While this example from Carmichael and Williams (2018) appears somewhat trivial

in the sense that hypotheses of interest are rarely constructed in this manner, e.g., as

complements of small subsets of the full parameter space Θ, practical applications fur-

ther laid out in Martin (2019) reveal non-trivial hypotheses are also afflicted by false

confidence. It is simply easier to derive analytical expressions for false confidence in low

dimensional problems as done in Carmichael and Williams (2018), however this danger

is most apparent in high dimensional problems where there are many possible assertions,

as will be further extended upon in Section 5. In these settings, it is impractical (and

computationally impossible) to rule out hypotheses at risk of false confidence. Other

examples in Carmichael (2019) and Martin (2019) show how inference procedures that

require some type of marginalization to non-linear functions of multiple parameters are

also at risk of false confidence. As the Balch et al. (2019) theorem only proves the ex-

istence of false confidence and does not identify which hypotheses A are affected by it,

2
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Figure 1.1: Example of how false confidence manifests in the problem of inference on
the support parameter θ of a uniform distribution. (Left) Four posteriors πX attained
from different realizations of data generated from a Unif(0, θ0) where θ0 = 1. (Right) The
sampling probability of πX(Acε) < α as a function of ε for four different values of α.

it places the practitioner, who might rely on tools to automate the inference process, at

risk—as these tools are not designed to protect them against bad choices of A.

1.1 The problem of additivity

Martin (2019) attributes the underlying cause of false confidence to additivity. This

was first discovered in the context of satellite conjunction analysis, in which low quality

(noisier) data led to posterior output that assigned a lower risk to the event of satellite col-

lision. In other words, the less that was known about the position between two satellites,

the greater confidence there was in the safety of those satellites. This counter-intuitive

result is formalized as the “Ostrich Paradox” in Balch (2016) and is shown to arise as

a function of applying classical probability theory to handle epistemic uncertainty. This

concept is better fixed by the explanation in Balch et al. (2019): since probability must

obey the axiom of additivity, if the event of interest A (of collision) is assigned a low

probability, its complement Ac (of no collision) is forced to take on a high value.

As extensive expositions on this problem of additivity has been studied from the

perspective of not only false confidence (see Martin 2019, Balch et al. 2019, Carmichael

and Williams 2018), but also subjective Bayes (Savage 1972), confidence distributions

(Schweder and Hjort 2016), fiducial distributions (Shafer 1990), among others, it brings

attention to the need for a tool outside standard additive, probability calculus. There
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are a range of non-additive solutions, including lower and upper probabilities, lower and

upper previsions, partial preference orderings, classes of additive probability measures,

and other more qualitative devices (Walley 1991); but we defer the reader to Destercke

and Dubois (2014) and Augustin et al. (2014) for details. We focus on a special case of

interval-valued probabilities, known as ∞-monotone and ∞-alternating Choquet capac-

ities. Since these non-additive measures are not as well-known as additive measures, a

quick review is provided.

1.1.1 Non-additive probability

Given a collection M of probability distributions, on some measurable space (Θ,BΘ), a

lower probability is defined as

P(A) = inf
P∈M

P (A), A ∈ BΘ.

We differentiate between this non-additive measure (a lower probability) and that of

classical probability by denoting this new measure with the notation P(A) to represent

the amount of support, or belief, in the evidence for some proposition A. Since we are

operating under non-additivity, this lower probability alone is not enough to describe the

epistemic uncertainty around the proposition A. In addition to P(A), we have an upper

probability, also known as its dual function, in which

P(A) = sup
P∈M

P (A) = 1− P(Ac).

The P(A) is colloquially known as the plausibility in some proposition A, revealing the

extent to which we fail to doubt A, the extent to which we fail to believe in Ac, or the

extent to which we find A plausible (Shafer 1976).

A Choquet capacity is a special type of lower and upper probability often used for

statistical applications (Martin 2019, Choquet 1954). They are set functions defined on

the domain 2Θ, where

P
(⋃
i∈I

Ai

)
≥

∑
∅6=I⊆{1,...,n}

(−1)|I|−1P
(⋂
i∈I

Ai

)
, (1.2)

holds for every hypothesis A in the domain and every collection of {A1, . . . , An} of sets.

In the special case where A =
⋃
i∈I Ai is a disjoint union, we can quickly see how the lower

probability (belief) in A is no smaller than the sum of each P(Ai), and how the lower

probability achieves non-additivity, or more specifically, super-additivity. This definition

4



for P(A) satisfies the condition that P(∅) = 0 and P(Θ) = 1. Its dual is

P(A) = 1− P(Ac) ≤
∑

∅6=I⊆{1,...,n}

(−1)|I|−1P
(⋃
i∈I

Ai

)
. (1.3)

This belief (and plausibility) function is known as n-monotone (and n-alternating). We

are interested in utilizing ∞-monotone (and ∞-alternating) Choquet capacities, or n-

monotone (and n-alternating) capacities in which Equations 1.2 and 1.3 hold for all

n ≥ 1. This condition results in the construction of what Dempster (2008) and Shafer

(1976) call belief functions, which not only provide the non-additive property needed to

address the issue of false confidence, but also introduce this non-additive property via

the accessible language of random sets. From this point forward, we differentiate these

specific lower and upper probabilities, or the special ∞-monotone and ∞-alternating

Choquet capacities, that we are interested in working with as bel(·) and pl(·).
First, to bring some intuition to what non-additivity provides, at least, in the context

of dealing with epistemic uncertainty, we recap the classic example of the Ming vase

(Shafer 1976). Say we want to construct a function that describes whether an antique

vase is genuine θ1 or counterfeit θ2. We start by denoting s1 = bel(θ1) and s2 = bel(θ2).

Under classical probability, additivity imposes restrictions on the values of s1 and s2,

namely, s1 + s2 = 1. Under non-additive probability, as outlined in Equation 1.2, strict

equality is relaxed to s1 + s2 ≤ 1. Thus, if the evidence is poor, both s1 and s2 can be

low; if the evidence is substantive, but conflicting, s1 and s2 can take on intermediary

values, say s1 = .4 and s2 = .3. If no evidence is available, to support either θ1 or θ2, non-

additivity provides a natural way to encode this indeterminacy: let bel(A) = 0 for any

proper subset A of the sample space {∅, {θ1}, {θ2},Θ}. Its dual function then implies

pl(A) = 1. As expected, in the case where no information is available, the difference

between bel(A) and pl(A) is maximized. The gap between bel(A) ≤ pl(A) is thus a

means of measuring the epistemic uncertainty in the evidence. Non-additivity provides

a mathematical means to actually model total ignorance (Dempster 2008).

This artificial example of the Ming vase barely scratches the surface on what belief and

plausibility functions offer; more comprehensive overview of its origins, development and

applications are in Martin (2019), Shafer (1976) and the special issue1 of the International

Journal of Approximate Reasoning. As detailed in this literature, there are a wide range

of ways in which belief functions can be constructed so, we focus on one: the use of

nested random sets.

1https://www.sciencedirect.com/journal/international-journal-of-approximate-reasoning/special-
issue/10BG01ZSM7P
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1.1.2 Random sets

Random sets are random elements that are subsets of some given space (Molchanov

2005). They arise in a number of settings, examples as stated in Molchanov and Molinari

(2018) include:

• Econometric applications, where respondents provide a salary bracket over the

exact salary;

• Material science, where due to instrumentation limitations, a chemical response

might only be available as an interval over a precise value; and

• Astronomy, where identification of new planetary objects could fall under any finite

class of objects.

Random sets have existed in probabilistic and statistical literature for a while. Kol-

mogorov, himself, even recognized their value, as he wrote:

Let G be a measurable region of the plane whose shape depends on chance; in

other words, let us assign to every elementary event ε of a field of probability

a definite measureable plane region G (Kolmogorov 1956, page 46).

While the use of random sets to characterize probability is not as widespread as random

variables, random sets like G can also be endowed with a σ-algebra, generated by Fell

topology, for use in statistical applications (Fell 1962, Beer 1993, Molchanov 2005). One

of the key barriers to the widespread use of random sets (as random variables have

been for probability theory) is these sets do not live in a linear space. As a result, it was

difficult to characterize the distribution of random sets until Matheron (1975) introduced

the containment (or its dual, capacity) functional.

Consider a random set T in Θ, e.g., if Θ = R, an example of a random set could

be a closed interval, T = [−1, 1]. Let the containment (and capacity) functional be

represented by

bel(A) = PT (T ⊆ A), pl(A) = PT (T ∩ A 6= ∅), A ⊆ Θ.

In other words, the distribution of a random set T is accessible through the knowledge of

whether (or not) it hits any given compact set A. The introduction of these functionals

is important as the Borel σ-algebra generated by T is too rich to explicitly allocate

probabilities to each possible event. The containment and capacity functionals are a
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means to describe the distribution of T in a more “economical” manner (Molchanov

2005).

As outlined in Matheron (1975), these functionals satisfy a number of basic properties,

including semicontinuity and monotonicity, but the property that is most relevant to our

applications here is that they satisfy the non-additive property of being∞-monotone and

∞-alternating capacities (Molchanov 2005). Given this desired property and the ease

with which random sets can be delineated, belief and plausibility functions constructed

in this manner have been successfully applied in a range of statistical applications.

1.2 Inferential models

Several attempts exist in leveraging random sets and their subsequent distributions (the

belief and plausibility) to do valid inference. Examples of this line of work include that of

Denœux (2006) and Aregui and Denœux (2007) for prediction, Ferson et al. (2013) and

Balch (2012) for confidence distributions, and on a more general level, Martin and Liu

(2015b) for inferential models. Given our interest in a universal framework for inference,

this dissertation is focused on building on the work of Martin and Liu (2015b).

Inferential models (IM) are an adaptation of Dempster’s approach as elucidated in

Dempster (1967, 2008) that guarantees that the belief and plausibility output (or the

distribution of the random sets) are calibrated in such a way that inferences attained

from them are valid. The notion of validity here mimics that of validity in a p-value

(Casella and Berger 2002), in that the belief function should rarely allocate a high degree

of belief towards a false hypothesis, and conversely, the plausibility function should rarely

allocate a low plausibility towards a true hypothesis. This intuition for credible (valid)

inferential output is formalized by

sup
θ/∈A

PX|θ{belθ|X(A) ≥ 1− α} ≤ α, ∀ α ∈ (0, 1), θ ∈ Θ.

This validity condition can be equivalently expressed as

sup
θ∈A

PX|θ{plθ|X(A) ≤ α} ≤ α, ∀ α ∈ (0, 1), θ ∈ Θ, (1.4)

since the plausibility is the belief function’s dual in that pl(A) = 1− bel(Ac).

Reminiscent of that which defines a valid p-value, e.g., see Casella and Berger (2002),

this validity condition is key to putting inferential output from the belief and plausibility

function on an objective (standard uniform) scale—providing a means by which this
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inferential output can be interpreted (Martin and Liu 2015b). In other words, by ensuring

plθ|X(A) is stochastically no greater than a random variable from a Unif(0, 1), that is

plθ|X(A) ≤st Unif(0, 1), we can construct decision rules with guaranteed Type I error rate

control (Denoeux and Li 2018). We can also equivalently attain confidence (plausibility)

regions Cα(X) = {θ ∈ Θ : plθ|X(θ) > α}, where

PX|θ{Cα(X) 3 θ} ≥ 1− α, ∀ α ∈ (0, 1), θ ∈ Θ.

Cα(X) is the 100(1−α)% confidence (plausibility) region for θ. It worth noting inferential

output that adheres to either one of these (equivalent) validity conditions does not imply

we have sufficient information from the data to elucidate what the true θ parameter

might be. For example, consider the setting of total ignorance, otherwise known as the

“vacuous” belief function (Martin 2019). The plθ|X(A) = 1 for all A ⊆ Θ such that

PX|θ{plθ|X(A) ≤ α} = 0, fulfills the validity constraint in Equation 1.4 for any α ∈ (0, 1),

but does not provide any information about θ.

Inferential output constructed via the IM framework fulfills a more stringent criteria

and are thus more efficient (and informative) in that for all θ ∈ Θ,

PX|θ{plθ|X(θ) ≤ α} = α and PX|θ{Cα(X) 3 θ} = 1− α. (1.5)

As we will see in more complex applications to follow, there are settings in which this

validity condition is not exact but approximate. In these problems, the IM output still

outperforms that of existing approaches; however, the belief/plausibility output is only

asymptotically efficient (Cahoon and Martin 2019b,c).

How do we construct valid inferential output? The original construction in Martin

and Liu (2013), starts with an association, e.g., a characterization of the statistical model

based on an auxiliary variable. The prototype for this takes the form of the structural

equation from Fisher (1973)

X = a(θ, U), U ∼ PU , (1.6)

where a is a given function and PU is a distribution for U ∈ U that does not depend

on any unknown parameters. This describes an algorithm for simulating from PX|θ but

also guides our intuition about inference. That is, if U were observable, along with X,

then the best possible inference follows by simply solving Equation 1.6 for θ. Since U is

actually unobservable, it is tempting to create a sort of “posterior distribution” for θ by

taking draws from PU , plugging them into Equation 1.6, with the observed X = x, and
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solving for θ. This is basically Fisher’s fiducial argument (e.g., Fisher 1973, Dempster

1963, Hannig et al. 2016); however, it leads to additive beliefs that fail to meet the

validity condition.

To resolve this challenge, Martin and Liu (2013) introduce non-additivity by stretch-

ing points sampled from PU into random sets designed to hit the unobserved value of

U in Equation 1.6, corresponding to the observed X = x and the true value of θ. The

following three steps summarize this construction.

A-step Given the association in Equation 1.6 and the observed X = x, define the focal

elements

Θx(u) = {θ : x = a(θ, u)}, u ∈ U. (1.7)

P-step Introduce a random set S ∼ PS , taking values in 2U, designed to predict the

unobserved value of U in Equation 1.7.

C-step Combine the output of the A- and P-steps to transfer the random set specified

in the auxiliary space to the parameter space

Θx(S) =
⋃
u∈S

Θx(u), S ∼ PS ,

and define the belief function,

belx(A) = PS{Θx(S) ⊆ A}, A ⊆ Θ,

and its dual, the plausibility function, plx(A) = 1− belx(A
c).

Under very mild conditions on the user-specified random set S, the corresponding

inferential model is valid in the sense of Equation 1.4. The only requirement is that S be

calibrated to predict unobserved draws from PU . This is relatively easy to arrange because

PU is known and S ∼ PS is user-specified. An example is when U is a scalar and PU the

standard uniform, possible well-calibrated random sets S include S(u) = {u′ ∈ (0, 1) :

|u′ − 1
2
| < |u− 1

2
|}, closed intervals centered at 1/2, or S(u) = (u, 1], intervals pinned at

1. We defer the reader to Martin and Liu (2015b) for details on the choice of S; but, in

general, the random sets S are designed such that their distribution γ(u) = PS(S 3 u),

an ordinary function on U, fulfills the stochastic dominance property alluded to above,

that γ(U) ≤st Unif(0, 1). The γ is the plausibility contour corresponding to S.

In the statistical applications to follow, we work primarily with a random set S of

the form

S = (U, 1], U ∼ PU := Unif(0, 1), (1.8)
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so that γ(u) = u and, hence, γ(U) = U ∼ Unif(0, 1). Though it is not strictly neces-

sary for validity, efficiency considerations suggest that S be nested, as is the example in

Equation 1.8, which means the resulting belief function is consonant. The validity prop-

erty together with consonance is reminiscent of the confidence structure developments in

Balch (2012).

1.2.1 First examples

While the association, prediction, and combination steps appear conceptually simple,

they become quite intricate to implement in practice for most practical inference prob-

lems. To demonstrate, we start with a toy example of inference on the Gaussian mean.

Say we observe a sample X ∼ N(θ, 1), and we want to do inference on the unknown

mean. To construct an IM, we carry out the following

A-step Start with the baseline association

Θx(u) = {θ : θ = x− Φ−1(u)}, u ∈ U. (1.9)

P-step Choose a random set S to predict u

S = {u : |u− 1

2
| ≤ |U − 1

2
|}, U ∼ Unif(0, 1).

C-step Combine this S with the association to get

Θx(S) =

{
x− Φ−1(

1

2
+ |U − 1

2
|), x+ Φ−1(

1

2
− |U − 1

2
|)

}
.

Given the 2-D nature of the predictive random sets S selected, we can visualize this

process. Shown in Figure 1.2 are random sets of the kind described above (centered at

1/2) in the auxiliary space, then propagated into the parameter space after the obser-

vation x = 6 is made. If we are only interested in singleton hypotheses, {θ}, the belief

function is belx({θ}) = PS{Θx(S) ⊆ θ} = 0, but the plausibility function is

plx({θ}) = PS{Θx(S) ∩ θ} = 2[1− Φ(|x− θ|)], (1.10)

as shown in Figure 1.3. Given only one data point, x = 6, the most plausible value for θ

is associated with the plausibility value at which plx(θ) = 1, which is θ = 6. Respective

plausibility (confidence) intervals can be found simply be reading off the values at which

plx(θ) ≥ α for some designated α-level.
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Figure 1.2: Example of well-calibrated random sets for the inference on a normal mean
problem. (Left) Sample of 100 random sets centered at 1/2 in the auxiliary space. (Right)
Same 100 random sets propagated into the parameter space via the baseline association
when x = 6.
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Figure 1.3: Plausibility output on the infer-
ence on the mean problem. The parameter
value at which this contour is maximized is
θ = 6. In this setting, the plausibility con-
tour is analytically available (in red). It can
also be found via the hitting functional as
described in Equation 1.10 whose plausibili-
ties are shown as (black) points.
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To demonstrate the versatility of these random sets, and in particular, of the choice

here of S centered at 1/2, we use the same choice of S but for another simple inference

problem, that of inference on the rate of occurrence θ in a Poisson distribution, Fθ, when

we only observe one sample X = x. As shown in Martin and Liu (2015b), integration-

by-parts will demonstrate that a Poisson distribution can be equivalently expressed as

a Gamma distribution, Fθ(x) = 1−Gx+1(θ), where Gx+1 is a Gamma distribution with

shape parameter of x + 1 and scale of 1. We can proceed with constructing an IM as

follows

A-step Use the baseline association to link the data, rate parameter of interest, and

some auxiliary variable Gx+1(θ) < u ≤ Gx(θ) such that

Θx(u) = {θ : G−1
x (u) ≤ θ < G−1

x+1(u)}, u ∈ U.

P-step Choose the same random set S centered at 1/2 to predict u

S = {u : |u− 1

2
| ≤ |U − 1

2
|}, U ∼ Unif(0, 1).

C-step Combine this S with the association to get

Θx(S) =
⋃
u∈S

{G−1
x (u) ≤ θ < G−1

x+1(u)},

=
[
G−1
x (

1

2
− |U − 1

2
|), G−1

x+1(
1

2
+ |U − 1

2
|)
)
,

=
[
Θx(U),Θx(U)

)
.

Once again, given the 2-D nature of S, we can visualize the random sets designed

in the auxiliary space as shown in Figure 1.2, propagated into the parameter space. On

the left of Figure 1.4, we illustrate what the distribution of the random sets Θx(S) look

like based on a grid of singleton hypotheses A = {θ} of interest. Outlined in red is the

plausibility contour attained analytically, and in black are the empirical realizations from

evaluating the plausibility contour using a finite number of random sets S,

plx(A) = PS{Θy(S) ∩ A 6= ∅},

= 1− PU{Θx(U) > A} − PU{Θx(U) < A},

= 1−max{1− 2Gx(A), 0} −max{2Gx+1(A)− 1, 0}.
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Figure 1.4: Inference on a rate parameter of a Poisson distribution. (Left) Sample of
100 random sets propagated from the auxiliary space to the parameter space based on
the association when x = 10. (Right) Plausibility output attained both analytically and
empirically via the hitting functional.

1.2.2 High dimensional settings

The basic IM approach provides a general framework for valid inference. Validity is

guaranteed because we begin by operating in a (auxiliary) space that we have more

information about. With everything known, we can design random sets S that have

certain properties, e.g., validity, and given the link established through the baseline

association, we can be confident these random sets transferred to the parameter space

will have the same performance guarantees.

In sum, valid inference can be achieved by, first, defining an association between the

data, parameters, and unobserved auxiliary variables, second, designing predictive ran-

dom sets that preserve the validity constraint to capture the realized auxiliary variables,

and, third, transferring these random sets from U into Θ. Like Bayesian inference, the

IM approach also appears somewhat prescriptive in that inference is straightforward once

an association and valid random sets are available; however, the choice of a(·) and S are

still left up to the analyst. Moreover, there is still ambiguity around how to actually

achieve efficient inference as delineated in Equation 1.5.

To better elucidate this challenge, we revisit the inference on the mean problem. In

this example, only one observation x1 = 6 was made. What if n observations were made?

If we want to work with the naive baseline association in Equation 1.9, we would need

to predict a n-dimensional auxiliary variable U ∈ Rn. This would result in a huge loss

in efficiency. One solution would be to recast the baseline association, assuming the
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variance s2
i is known for i = 1, . . . , n, as done in Martin and Liu (2015b):

X1 = θ + U1, Ui ∼ N(0, s2
i )

Xi −X1 = Ui − U1, i = 2, . . . , n.

Since Vi = Ui − U1 is observed, we condition on this information to avoid predicting a

n-dimensional auxiliary variable U . That is,

U1|(V2, . . . , Vn) ∼ N(−w−1

n∑
i=2

s−2
i Vi, w

−1), w =
n∑
i=1

s−2
i .

Using the same predictive random sets as outlined in Figure 1.2, we obtain an analytical

plausibility function over a grid of singleton hypotheses {θ} of interest

plx({θ}) = 2[1− Φ(w1/2|w−1

n∑
i=1

s−2
i Xi − θ|)].

Martin and Liu (2015a) formalize this strategy as a conditional IM. This conditional

approach works by (i) identifying some observed characteristic of the auxiliary variable,

η(U), and (ii) re-defining the basic association as a conditional association to link the

data observed X to the parameter(s) of interest θ and the auxiliary variable(s) U . Math-

ematically, this means identifying some one-to-one mapping such that the data can be

decomposed to x → (T (x), H(x)) and the auxiliary variable to u → (τ(u), η(u)). The

original baseline association x = a(θ, u) then becomes

H(x) = η(u) and T (x) = aT (τ(u), θ).

Since the first expression is not a function of the parameter of interest, only predictive

random sets S need to be constructed for τ(u). The η(u) portion of the auxiliary domain

is observed, so we can condition on this information to design random sets S for τ(U) ∼
Pτ(U)|H(x). The combination step proceeds as outlined in Section 1.2.

To further fix the mechanics behind the conditional IM, we reiterate its application

to the two-parameter gamma problem from Martin and Liu (2015a). Say we observe an

independent and identically distributed (iid) sample X = (X1, . . . , Xn) from a Gamma

distribution with some unknown shape θ1 and scale θ2 parameter. One way to construct
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Figure 1.5: Inference on the two-parameter gamma. (Left) 90% plausibility region us-
ing the conditional IM approach when a single sample of n = 25 is generated from a
Gamma(7, 3) distribution. (Right) Empirical CDF of plausibility values evaluated at the
true θ1, θ2 for 500 iterations of the setting on left.

a conditional association is to leverage the complete sufficient statistic,

T1 =
n∑
i=1

Xi and T2 =
1

n

n∑
i=1

log(Xi)− log
(T1

n

)
.

The A-step is then defined as

T1 = θ2F
−1
nθ1

(U1) and T2 = G−1
θ1

(U2), U1, U2 ∼ Unif(0, 1),

where Fb is the Gamma distribution with a shape b and scale parameter of 1, and Gb

is some distribution that can be attained via Monte Carlo. Since we now have a 2-D

auxiliary variable, one possible random set that fulfills the validity constraint is to extend

the S used in the example prior, centered at 1/2, into a random square

S =
{

(u1, u2) : max
(∣∣∣u1−

1

2

∣∣∣, ∣∣∣u2−
1

2

∣∣∣) ≤ max
(∣∣∣U1−

1

2

∣∣∣, ∣∣∣U2−
1

2

∣∣∣)}, U1, U2 ∼ Unif(0, 1).

The combination step from a conditional IM results in the following random sets in the

parameter space

Θt1,t2(S) =
{

(θ1, θ2) : max
(∣∣∣Fnθ1( t1θ2

)
− 1

2

∣∣∣, ∣∣∣Gθ1(t2)− 1

2

∣∣∣) ≤ max
(∣∣∣U1−

1

2

∣∣∣, ∣∣∣U2−
1

2

∣∣∣)}.
Given our interest in inference on some {θ1, θ2} pair, we can get the distribution of this
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random set with the conditional plausibility function

cplt1,t2({θ1, θ2}) = 1−max
{∣∣∣2Fnθ1( t1θ2

)
− 1
∣∣∣, ∣∣∣2Gθ1(t2)− 1

∣∣∣}2

.

Shown in Figure 1.5 is one example of what the 90% plausibility contour would look

like from a conditional IM, along with the empirical CDF of the plausibility values at

the true parameter values for 500 iterations of data (n = 25) generated from a Gamma

distribution with a shape θ1 = 7 and scale θ2 = 3. As shown by the distribution of the

plausibility values—as stochastically no greater than uniform, the validity property is

retained when the data are reduced in this conditional manner.

1.2.3 Generalized IMs

While this conditioning strategy is successfully implemented for a number of nontrivial

problems, e.g., the student-T location and Fisher’s Nile problem (Martin and Liu 2015a),

identifying η(u) is not always apparent nor familiar. Martin (2018) thus develops the

generalized IM that removes the need to do such non-trivial dimension reduction.

To accomplish this, Martin (2018) relaxes the requirement that the basic association

be specified by some data-generating mechanism. Instead, it is defined by a mapping

(x, θ)→ Tx(θ), e.g., the likelihood ratio, that corresponds to a summary of the data. Since

the decomposition of the data x is no longer one-to-one, these generalized associations

offer a means to specify a map between a one-dimensional auxiliary variable U and the

data X and parameter θ of interest. As the defining feature of the IM framework is in

designing predictive random sets S that capture the unobserved (but predictable) u, we

greatly ease the burden on the analyst when they only have to concern themselves with

choosing a S for a scalar auxiliary variable.

A generalized IM is formalized as follows

A-step Consider a generalized association that links the data, parameter of interest, and

a scalar auxiliary variable

Θx(u) = {θ : Tx(θ) = a(θ, u)}, u ∈ U.

P-step Choose a predictive random set S for capturing the unobserved auxiliary variable.

C-step Combine the chosen S with the generalized association to get

Θx(S) =
⋃
u∈S

Θx(u).
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As outlined, the P- and C-steps are the same as that of the basic IM approach.

Moreover, relaxing the basic association does not change the validity properties of the

consequent belief and plausibility output. As shown in Martin (2018), if S is a valid

predictive random set for U ∼ PU and Θx(S) 6= ∅ with PS-probability of 1 for all x, then

the validity property in Equation 1.4 holds. For completeness, their proof is reiterated

in the Appendix 1.4.

As the validity of the generalized IM depends heavily on the mapping (x, θ)→ Tx(θ),

Martin (2018) provides some guidance on this choice; namely, he demonstrates valid

inference can be achieved for a collection of problems in which the mapping is the negative

log-likelihood ratio

Tx(θ) = −2 log
Lx(θ)

supϑ∈Θ Lx(ϑ)
. (1.11)

This Tx(θ) is used in a number of other inference techniques, see e.g., Aickin (2000),

Schweder and Hjort (2016), Wasserman (1990), to get similarly calibrated output; how-

ever, Martin (2018) recognizes that there are a number of asymptotic pivots, e.g., those

listed in Brazzale et al. (2007), that can also be used. When employed in a generalized

IM, these asymptotic pivots require that n→∞ for validity to hold. Given that one of

the appeals of the IM framework is that valid inference can be attained without relying

on n→∞, Martin (2018) recommends choices of Tx(θ) that do not require large-sample

approximations.

To demonstrate the simplicity of the generalized IM approach, we rework the two-

parameter gamma example from Section 1.2.2. Rather than address the complexity of

specifying a two-dimensional random set, we start with a generalized association so that

the auxiliary variable we need to predict is scalar. A generalized IM can be constructed

as follows

A-step Start with the generalized association defined by the negative log likelihood in

Equation 1.11, whose distribution is given by Fθ

Θt(u) = {θ : Tx(θ) = F−1
θ (u)}, u ∈ U.

P-step Since decision rules are typically set up such that large values of the relative

likelihood suggest that PX|θ does not fit the data X = x well, a natural choice for valid

random sets for the unobservable U as studied in Martin and Liu (2015b) is

S = [0, U), U ∼ Unif(0, 1).
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Figure 1.6: Inference on the two-parameter gamma. (Left) 90% plausibility region from
the conditional IM approach (in black) versus that of the generalized IM (in red) from a
single sample of n = 25 generated from a Gamma(7, 3) distribution. (Right) Empirical
CDF of plausibility values from the generalized IM approach evaluated at the true θ1, θ2

for 500 iterations for the setting on left.

C-step Combine the chosen S with the generalized association to get

Θt(S) =
⋃
u∈S

Θt(u).

In this case, in order to get the distribution of these random sets, say in terms of

a plausibility function, where plx(A) = PS{Θx(S) ∩ A 6= ∅}, we re-express the capacity

functional as
Θt(S) ∩ A 6= ∅ ⇔ {θ : Fθ(Tx(θ)) ≤ U} ∩ A 6= ∅,

⇔ {U ≥ Fθ(Tx(θ)),∃ θ ∈ A},

⇔ {U ≥ inf
θ∈A

Fθ(Tx(θ))}.

The desired inferential output for singleton propositions of interest is then

plx({θ}) = 1− Fθ(Tx(θ)).

Since the distribution of the negative log likelihood in a finite sample setting is not

analytically available, we approximate it using Monte Carlo samples:

Fθ(t) ≈
1

M

M∑
i=1

I{TX(m)(θ) ≤ t}.
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In this setting, the distribution of the data, X ∼ PX|θ, is known so we can generate

independent samples X(m) for m = 1, . . . ,M from the Gamma distribution with a shape

θ1 and scale θ2 to get a Monte Carlo estimate for Fθ(t). An example of the resulting 90%

plausibility contour, over a grid of θ1 and θ2 values, using this technique is shown (in

red) on the left of Figure 1.6. There are of course less computationally heavy strategies,

e.g., importance sampling, space-filling designs (see Martin (2018) for details). Despite

this extreme dimension reduction of the data to its likelihood ratio, shown on the right

of Figure 1.6 is the empirical CDF of 500 plausibility values estimated at the the true

θ1, θ2 pair used to generate the data. Exact validity is retained, at no loss in efficiency.

1.3 Thesis overview

Given the performance of the generalized IM, and the ease with which it can be im-

plemented, we explore its extension in the remainder of this thesis. Section 2 extends

the generalized IM to inference on the pooled mean in meta-analysis. Despite the com-

putational complexity of our approach, it exceeds the performance of all existing finite

sample meta-analytic methods. Section 3 extends the generalized IM to the setting of

censored data. Because of censoring, we introduce a new Monte Carlo algorithm by

which to evaluate the plausibility output. As inference in the context of censored data

and meta-analysis is still considered low dimensional, in Section 4, we sketch the proposal

for a more ambitious application of the generalized IM to the setting of variable selection.

Since there is no parametric distribution that is available to describe the data generat-

ing process, a nonparametric bootstrap approach is used to construct desired inferential

output.

As few experts are familiar with the mathematics of non-additive probabilities, like

belief and plausibility, we explore an extension of the imprecise Dirichlet model to topic

modeling, which allows us to operate within the confines of classical probability. We

coin our new model, an Imprecise Topic Model (ITM), and demonstrate how the ITM

exhibits better predictive performance than that associated the standard Latent Dirichlet

Allocation analysis. Our results provide insight into modeling choices that are sensitive

to the prior specification and can be extended to other statistical language models. The

final chapter summarizes our contributions and discuss areas for further research.
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1.4 Appendix

Proof of validity

For any proposition A, let (x, θ, u) be defined such that θ ∈ A and Tx,θ = a(θ, u).

Since {θ} ⊂ A and the plausibility plx is monotone,

plx(A) ≥ plx({θ}) = PS{Θx(S) 3 θ} = PS{S 3 u} = γS(u). (1.12)

Since γS(U) ≤st Unif(0, 1) as a function of U ∼ PU , then plX(A) ≤st Unif(0, 1) as a

function of X ∼ PX|θ. All holds for all θ ∈ A, so taking the supremum over θ ∈ A in the

expression above, Martin (2018) completes the proof.
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Chapter 2

Generalized IM for meta-analysis

Meta-analysis based on only a few studies remains a challenging problem, as an accurate

estimate of the between-study variance is apparently needed, but hard to attain, within

this setting. Here we offer a new approach, based on the generalized inferential model

(IM) framework, whose success lays in marginalizing out the between-study variance, so

that an accurate estimate is not essential. We show theoretically that the proposed solu-

tion is at least approximately valid, with numerical results suggesting it is, in fact, nearly

exact. We also demonstrate that the proposed solution outperforms existing methods

across a wide range of scenarios.

2.1 Background

The most important scientific questions are likely to be pursued by multiple researchers,

resulting in separate analyses that, when appropriate, can be combined via a single

meta-analysis to attain stronger and more definitive conclusions. But even when it is

appropriate to combine the results from multiple studies, there is often a non-negligible

amount of between-study heterogeneity, which is difficult to estimate accurately when the

number of studies for meta-analysis is small. Interestingly, meta-analyses with as few as

three studies are the norm, not the exception (Davey et al. 2011), so there is considerable

interest in developing improved methods for inference in this setting of combining results

from just a few heterogeneous studies.

To set the scene, consider the classical normal–normal random-effects model where

each study k included for meta-analysis provides data (Yk, σ
2
k). These are modeled as

(Yk |Mk)
ind∼ N(Mk, σ

2
k), Mk

iid∼ N(µ, ν), k = 1, . . . , K. (2.1)
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Here, Mk denotes the random effect from study k, σ2
k > 0 the variance within study

k, µ the underlying population effect and ν > 0 the between-study variance. This

hierarchical formulation of the model indicates that the K studies have something in

common, namely, a tendency toward µ, but that they are not fully homogeneous and

that this degree of heterogeneity, controlled by ν, is unknown. Therefore, the goal is

inference on the unknown mean µ, with ν as an unknown nuisance parameter.

In the simple case where ν is known, the meta-analysis is straightforward. Marginally,

Yk are independent, distributed as N(µ, σ2
k +ν), for k = 1, . . . , K. It is easy to check that

the minimum variance unbiased estimator of µ is

µ̂(ν) =

∑K
k=1wk(ν)Yk∑K
k=1wk(ν)

, where wk(ν) = (σ2
k + ν)−1,

and its variance is {
∑K

k=1 wk(ν)}−1. Of course, the more common scenario in applications

is that ν is unknown and, somehow, the data must be used to account for that additional

uncertainty. A first idea that comes to mind is to estimate ν by some function ν̂ of the

data, and then plug that into the formula for the estimator of µ, i.e., µ̂(ν̂). The most

well-known strategy is that proposed by DerSimonian and Laird (1986), but there are

others, e.g., Paule and Mandel (1982), Cochran (1954). Unfortunately, the number of

studies, K, to be combined is often relatively small (Davey et al. 2011), say, K ≤ 7, and

obtaining reliable estimates of the between-study variance based on so few samples is a

challenge. Besides, this plug-in style procedure does not naturally account for uncertainty

in ν, so any inference drawn can only be (provably) valid in an asymptotic (K → ∞)

sense, which may not be especially meaningful in applications where K ≤ 7. More

tangibly, confidence intervals based on the DerSimonian–Laird plug-in style method have

shown to perform poorly even when K is as large as 20 (Liu et al. 2018); see, also,

Viechtbauer (2005), DerSimonian and Kacker (2007), Sidik and Jonkman (2007), Jackson

et al. (2010), Chung et al. (2013), and Veroniki et al. (2016). Therefore, there is a desire

for alternative methods that marginalize out the nuisance parameter, ν, and achieve

frequentist performance even when the number of studies is small.

To alleviate this problem of estimating ν, likelihood methods have been proposed, e.g.,

the log likelihood ratio in Goodman (1989), the profile likelihood in Hardy and Thompson

(1996), and the signed profile log likelihood in Severini (2000), among others. Unlike

previous plug-in methods, these likelihood based procedures introduced an appropriate

widening in confidence intervals to deal with the imprecision in estimating ν. In fact,

Guolo (2012) was able to improve upon these first-order inference results by introducing

a Skovgaard correction to the signed profile log likelihood, making it asymptotically
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standard normal with an error of O(n−3/2). Resorting to higher-order asymptotics with

the Skovgaard correction, however, still failed to modify the likelihood in the manner

necessary to achieve nominal coverage when the number of studies available is small.

So-called exact methods, featuring such frequentist guarantees, have been offered as

alternatives to the plug-in style and likelihood methods described above. These include

the methods in Follmann and Proschan (1999), Liu et al. (2018), and Wang and Tian

(2018) which, in one way or another, are based on permutation distributions. While these

permutation methods can produce confidence intervals that achieve nominal frequentist

coverage, the discreteness of the permutation distribution makes the results overly con-

servative, unless K is relatively large. To our knowledge, the most recent entry into the

literature on exact methods for meta-analysis is Michael et al. (2019), and since this

shares a number of similarities to our proposal, at least in terms of its construction, we

describe this in some detail in Section 2.2.1.

Given that the goal is to develop a method for meta-analysis that controls Type

I error, even when K is small, it makes sense to consider the one general, normative

framework we are aware of that offers such guarantees. Specifically, Martin and Liu

(2013) present a construction of what they call an inferential model (IM) that leads to

provably valid inference, no asymptotic justification required; see Martin and Liu (2015b)

for a monograph-length introduction, and Martin (2019) for a survey of some recent

developments. The distinguishing feature of this approach is the user-specified random

set that leads to a sort of “posterior” (but not a probability measure) on the parameter

space. The distribution of this random set can then be used to visualize the information

data provides about the parameter of interest as well as construct inference procedures.

A introduction to IMs is outlined in Section 1. This basic IM construction, however, is

difficult to carry out in this application, so Martin (2015, 2018) developed a simpler and

more direct generalized version. This generalized IM, as reviewed in Section 1.2.3 and

3.2, is the strategy we follow here for meta-analysis.

This meta-analysis application boils down to a marginal inference problem, i.e., ν is an

unknown nuisance parameter to be marginalized out so that we can make inference about

µ. The generalized IM framework provides at least two strategies for marginalization, and

we will show that the method proposed in Michael et al. (2019) is itself a generalized IM

based on one particular choice of marginalization strategy. Our proposed method, on the

other hand, is based on a different and arguably more natural choice of marginalization

strategy, leading to a method that performs better than theirs in a variety of respects.

In Section 2.2, we describe the construction of a generalized inferential model for meta-

analysis, show that the solution in Michael et al. (2019) is a special case, and present our
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proposed method. Details about the computation and theoretical justification are also

provided. Numerical comparisons in Section 2.3 of simulated data demonstrate that our

proposed method outperforms existing methods in terms of both validity and efficiency

across a broad range of scenarios. Two real applications are presented in Section 2.4 and

some concluding remarks are given in Section 2.5.

2.2 IM application to meta-analysis

2.2.1 Construction

For our meta-analysis case, PY |µ,ν is the joint distribution of Y = (Y1, . . . , YK), where

Yk are independently generated from a N(µ, σ2
k + ν). It is straightforward to write down

an association that links the data Y , the unknown parameter θ = (µ, ν), and a set of

auxiliary variables, e.g.,

Yk = µ+ (σ2
k + ν)1/2Uk, k = 1, . . . , K,

where Uk’s are iid N(0, 1). Following Martin and Liu (2015a), the next step would be

to reduce the dimension of (U1, . . . , UK) to match that of θ. This step turns out to be

challenging but, fortunately, a generalized inferential model is within reach.

The full parameter is θ = (µ, ν) but, since only µ is of interest, marginalization is

desired. As discussed in Cahoon and Martin (2019c), there are at least two ways to

proceed. The first is to start with a summary TY (θ) = TY (µ, ν) of the data and full

parameter, which takes large values when data and the candidate parameters disagree,

and then marginalize to the µ-space after constructing the plausibility function on the

(µ, ν)-space. That is, we define a plausibility function as done for the two-parameter

Gamma problem in Section 1.2.3,

ply(µ, ν) = Gµ,ν

(
Ty(µ, ν)

)
,

where Gµ,ν is the distribution of TY (µ, ν) under Y ∼ PY |µ,ν . This returns a plausibility

function defined on the full parameter space. From this, one can carry out marginal

inference on any feature, ψ = ψ(µ, ν), via optimization as described in Shafer (1987)

Sec. G. In this setting, since µ is the parameter of interest, the desired inferential output

is the marginal plausibility given by

mply(µ) = sup
ν

ply(µ, ν).
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The validity properties associated with pl carry over immediately to mpl, and the asso-

ciated 100(1 − α)% plausibility interval for µ is {µ : mply(µ) > α}, corresponding to a

projection of the joint plausibility region from the full parameter onto the µ-space. After

some reflection on the solution in Michael et al. (2019), one sees that it is precisely a

generalized inferential model as just described, with Ty(µ, ν) given by

Ty(µ, ν) = Tw(µ) + c0

[
log

Ly(µ, ν̂DL)

Ly(µ, ν)

]
, (2.2)

a linear combination of DerSimonian and Laird’s Wald-type summary statistic Tw(µ)

and a log likelihood ratio, with a constant c0 controlling its contribution. Those authors

do not describe their proposal as a generalized IM, but we believe that this perspective

is beneficial both for developing some intuition about their solution and for comparing

with our proposed solution.

Despite the ease of marginalizing out the nuisance parameter from the joint plau-

sibility function, we adopt the second strategy for marginalization that eliminates the

nuisance parameter before constructing the plausibility function. That is, we start with a

function, Ty(µ), that does not directly involve ν. Like in Goodman (1989), we recommend

the use of relative profile in which

Ty(µ) =
supν Ly(µ, ν)

supµ,ν Ly(µ, ν)
, µ ∈ R. (2.3)

Here Ly(µ, ν) ∝
∏K

k=1(σ2
k + ν)−1/2 exp{−1

2
(σ2

k + ν)−1(yk − µ)2} is the likelihood function

under the assumed model PY |µ,ν . Note that the ν value at which the maximum is attained

in the numerator—call it ν̂µ—depends on the specified value of µ. We then define the

distribution function of TY (µ) under the model Y ∼ PY |µ,ν as

Gν(t) = PY |0,ν{TY (0) ≤ t}, t > 0.

Here we have inserted the default zero value for µ because the location model structure

means the distribution of TY (µ) does not depend on the value of µ, when Y ∼ PY |µ,ν .

With the exception of the generalized association now defined by the relative pro-

file, the generalized IM for meta-analysis proceeds like that of Section 1.2.3. A valid

generalized IM for this setting is formalized as follows

A-step Set Ωy(u) = {µ : Ty(µ) = G−1
ν (u)} for u ∈ [0, 1] and µ ∈ Ω.

P-step Define S = (Ũ , 1], where Ũ ∼ Unif(0, 1), so that the distribution, PS , is fully

determined by the uniform distribution.

25



C-step Combine the two sets above to transfer the random sets in the auxiliary space to

the µ-space

Ωy(S) =
⋃
u∈S

Ωy(u) = {µ : Gν(Ty(µ)) ≥ Ũ}, Ũ ∼ Unif(0, 1).

Then the marginal plausibility contour is

“mply(µ)” := PS{Ωy(S) 3 µ} = Gν(Ty(µ)), µ ∈ Ω.

The quotation marks on the left-hand side are to signal that this is not a function that

we can actually work with because the right-hand side depends on the unknown value of

the nuisance parameter ν. To overcome this, we will use a plug-in estimate for ν, where it

appears in Gν . Before proceeding, it is important to emphasize that our plug-in proposal

is fundamentally different than those mentioned in Section 2.1; we discuss this in more

detail in Section 2.2.3. For our plug-in estimator, we propose to use that ν value where

the maximum in the numerator of the profile likelihood is attained, namely, ν̂µ, which

implicitly depends on data y. Putting it all together, our proposed marginal plausibility

function for µ is

mply(µ) = Gν̂µ(Ty(µ)), µ ∈ R, (2.4)

which is now just a function of data and the generic argument µ. This function can be

plotted to visualize what the data suggests about where the true value of µ is and, more

formally, we can read off a 100(1− α)% marginal plausibility interval for µ as follows:

{µ : mply(µ) > α}.

Computation of mply requires an approximation of the analytically intractable distri-

bution Gν̂µ , but this is straightforward to do via Monte Carlo; see Algorithm 1. Once

mply(µ) is available on a grid of values, extracting the plausibility interval for µ is easy,

but the endpoints could be targeted more directly using, say, the proposed Monte Carlo

method coupled with stochastic approximation.

2.2.2 Illustration

To illustrate our proposed method, an example on simulated data is shown in Figure 2.1.

A meta-analysis is carried out on K = 3 studies, and each study’s variance σ2
k is generated

from a inverse gamma distribution with a shape and scale parameter of 1. The data

supplied from each of these hypothetical K = 3 studies are generated from a normal
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Algorithm 1: Monte Carlo approximation of Gν̂µ

1 Generate M samples of K study-level errors e∗1m, . . . , e
∗
Km ∼ N(0, 1);

2 Set a fine grid of µ values;
3 for each µ value on the specified grid do
4 Find ν̂µ for the observed data y and given µ;
5 for m = 1, . . . ,M do
6 Set Y ∗km = (σ2

k + ν̂µ)1/2e∗km for k = 1, . . . , K;
7 Calculate T ∗m = TY ∗m(0) based on Y ∗m = (Y ∗1m, . . . , Y

∗
Km);

8 end

9 Approximate Gν̂µ(t) by M−1
∑M

m=1 1{T ∗m ≤ t};
10 end
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Figure 2.1: Example of a meta-analysis
where the number of studies available K =
3. Plausibility functions associated with
each individual study (in color) and the com-
bined plausibility function associated with
our proposed generalized IM approach (in
black). Marginal 95% plausibility intervals
for µ can be obtained where the combined
plausibility intersects with α = 0.05.

distribution in which the true population mean is set at µ = 5 and the variance at

ν + σ2
k, where ν = 2. It is straightforward to construct plausibility functions for the

individual studies, with data (Yk, σ
2
k), for k = 1, 2, 3, under the normality assumption

(see, e.g., Martin 2017), and these curves are plotted in color in Figure 2.1. The black

curve corresponds to the marginal plausibility function, µ 7→ mply(µ), described in the

previous section, evaluated using the Monte Carlo method outlined in Algorithm 1. Note

that, as expected, the black curve is a “combination” of the plausibilities associated with

each individual study, with more influence coming from those individual curves that are

tighter, corresponding to a more informative individual study.
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2.2.3 Theoretical properties

If the value of the nuisance parameter ν were known, and used, in our construction of

the (marginal) generalized inferential model for µ, then the validity property, as stated

in Equation 1.4, would be immediate. For the practical case where ν is unknown, we

have recommended the inferential model with marginal point plausibility function Equa-

tion 2.4, which involves a plug-in estimator. Our use, however, of this plug-in ν̂µ, com-

plicates verification of the validity property. At the very least, under mild assumptions,

our proposed generalized inferential model would be valid for large K, and the following

theorem confirms this.

Theorem 1 Let Y K = (Y1, . . . , YK) be an independent sample from the random effects

model, PY |µ,ν, described above, where both µ and ν are unknown, but each within-study

variance σ2
k is known. Then the marginal plausibility function mplY K in Equation 2.4

satisfies

mplY K (µ)→ Unif(0, 1) in distribution under PY |µ,ν as K →∞.

In particular, the marginal plausibility region {µ : mplY K (µ) > α} has coverage probability

approximately equal to 1− α, for large K.

See Appendix 2.6 for the proof. The above theorem only says that the proposed

solution is approximately valid for large K, but we do have reason to believe that the

support for the proposed solution is actually stronger than this theorem suggests. Indeed,

numerically, even for small K, the distribution of mplY (µ) is very close to uniform. As

shown in Figure 2.2, based on 10,000 samples of the data pairs (Yk, σ
2
k) from a small

number of studies K = {3, 4, 5} and a high level of heterogeneity between studies ν = 5,

the distribution is close to uniform. There is some deviation to the left of uniform when

the number of studies included for meta-analysis is particularly small, K = 3, but this

is in the middle of the distribution, not in the lower tails (e.g., around 0.05) where we

would naturally be interested. Therefore, the method appears to be not only valid, but

nearly exact.

It is natural to ask: why does our proposed method achieve this apparent higher-order

of accuracy? At least intuitively, this can be answered by noticing that our proposed

method has features in common with both the exact and higher-order asymptotically ac-

curate methods described above. That is, by starting with the relative profile likelihood

TY (µ) in Equation 2.3, we remove almost all of the dependence on the nuisance parame-

ter; that is, by Wilks’s theorem, the profile likelihood ratio has a known distribution—no
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Figure 2.2: Distribution of α 7→ PY |µ,ν{mplY (µ) ≤ α} (in black) compared with that of a
Unif(0, 1) (in red) based on 10,000 Monte Carlo samples simulated from a normal-normal
random effects model in which µ = 5, ν = 5 and each study’s variance is generated from
an inverse gamma with a shape and scale parameter of 1. From left to right, the number
of studies K included is 3, 4 and 5.

nuisance parameter dependence—up to first order. This means that the exact distribu-

tion, Gν , of our TY (µ) is roughly constant in ν. Therefore, even though there is some

remaining dependence on ν, which is why a plug-in estimator is needed, it is not neces-

sary that it be an especially accurate estimate. Ultimately, our final inferential model is

built using the plug-in distribution Gν̂µ , at each individual µ value, which is very close

to the exact distribution. It is this extra accuracy that leads to the superior practical

performance in Figure 2.2 and Section 2.3, beyond what would be expected from the

large-K approximate validity result in Theorem 1.

2.3 Numerical studies

Our simulations examine the performance of our proposed method, compared to that of

other existing methods, in the case where K ≤ 7. We generate our K study-level observa-

tions from the normal–normal random effects model, where the within-study variances—

the σ2
k’s—are taken as fixed constants; following Gelman (2006), we generate these “fixed

values” from an inverse gamma distribution with a shape and scale parameter of 1. Here

we fix the overall effect at µ = 5 but vary the between-study variances as ν ∈ {1, 3, 5},
so that we capture various settings from low to high levels of heterogeneity. For each

combination of K and ν, we repeat the experiment 1,000 times to get estimates of the

coverage probability and mean length of various 95% confidence intervals.
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Figure 2.3: Coverage probabilities and coverage lengths across 15 different simulation
settings for the number of studies available for meta-analysis K and the level of het-
erogeneity ν. Results for our proposed method (in red). From left to right, data are
generated from a fixed between-study variance ν ∈ {1, 3, 5}. Note that coverage esti-
mates are based on 1,000 replications and have standard deviation bounded by .007.
The standard deviation of the coverage lengths range from 0.266 to 0.765.

We compare the coverage properties of our approach (IM) against that of DerSimonian

and Laird (DL, 1986), the exact method in Michael et al. (EX, 2019), the signed profile

log likelihood ratio in Severini (LIK, 2000), its Skovgaard corrected cousin in Guolo

(SKV, 2012), as implemented in the metaLik package in R (Guolo and Varin 2012), a

traditional full Bayesian solution with a non-informative Jeffreys prior, as implemented
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in the bayesmeta package (Röver 2017), and, as a benchmark, an oracle procedure that

knows the true value of ν and uses the classical normal distribution theory for inference

on µ. For the exact method, we set the tuning parameter c0 to the values based on K as

recommended in Michael et al. (2019).

As shown in Figure 2.3, our proposed generalized inferential method outperforms all

the other methods—except, of course, the oracle—in terms of both coverage and mean

interval length. The Bayes, exact and higher-order likelihood methods tend to have too

high nominal coverage, and the others too low. The over-coverage seen here is consistent

with the results shown in Michael et al. (2019). Oddly, when the between-study variance

parameter is set to a higher value ν = 5, so that the average heterogeneity among the

1,000 simulations is high, the Skovgaard corrected signed profile log likelihood actually

achieves nominal coverage across all small settings of K. This is in line with the results

in Guolo (2012), in which the estimator is sensitive to the level of heterogeneity.

To further highlight this sensitivity of the higher-order likelihood approach, we re-

ran our methods above in the same settings used in Guolo (2012); more specifically,

we re-examined the performance of our IM approach with K ∈ {3, 4, 5, 6, 7}, µ = 0.5,

and ν = {0.08, 0.10, 0.12}. We also generate the within-study variances for each study

K from a uniform distribution on the interval 0.01 and 0.06 as done in Guolo (2012).

As shown in Figure 2.5, our method still outperforms the other methods considered (in

the simulation) in these settings. Conversely, the under-coverage of DL and LIK across

these two different simulation settings in Figure 2.3 and Figure 2.5 are to be expected,

as K is too small for the first-order asymptotic approximations to kick in. Moreover, our

proposed method’s strong coverage performance is not the result of having overly wide

intervals: our mean lengths fall right in between those of the over-and under-coverage

methods, and are quite close to that of the oracle as K becomes larger. Remarkably,

these patterns hold across different heterogeneity levels as well.

2.4 Real data meta-analyses

2.4.1 Changes in bone mineral density

To demonstrate how their inference procedure performs against popular meta-analytic

techniques, Michael et al. (2019) carry out four separate meta-analyses on 59 randomised

trials presented in Tai et al. (2015). These meta-analyses differ in two categories: (1) the

specific bones from which the outcome measure, or the change in bone mineral density

(BMD), was measured; and (2) the number studies included. The first meta-analysis
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Table 2.1: Four meta-analyses on the effect of calcium supplements in changes in bone
mineral density from (Tai et al. 2015). Intervals based on three methods—DerSimonian–
Laird, Michael et al, and ours—are reported, with interval lengths as subscripts.

Study K DerSimonian–Laird Michael et al Ours
Lumbar spine 27 (0.828, 1.669)0.841 (0.768, 1.726)0.958 (0.811, 1.642)0.831

Total hip 6 (0.502, 1.847)1.345 (0.159, 2.246)2.087 (0.319, 2.131)1.812

Forearm 5 (0.209, 3.378)3.169 (−0.459, 4.124)4.583 (−0.426, 4.625)5.052

Total body 3 (0.268, 1.778)1.511 (−0.740, 2.796)3.536 (−0.486, 2.568)3.054

consisted of 27 separate trials in which BMD changes were taken from the lumbar spine,

followed by a meta-analysis of six trials of BMD changes from the hip, five from the

forearm, and three from the total body. As shown in Table 2.1, for the first meta-analysis,

our 95% plausibility interval almost matches the exact confidence interval from Michael

et al. (2019), which also approximately aligns with that of the classical DerSimonian–

Laird approach. This is no surprise as the number of studies K = 27 itself is large. As

for subsequent studies in which K ≤ 6, the comparison between DerSimonial–Laird and

the other two methods changes a lot and, in fact, sometimes leads to different scientific

conclusions. For example, one would conclude a significant change in BMD from the

forearm and total body meta-analyses based on DerSimonian–Laird, but conclude no

significant change based on our method and that of Michael et al. (2019). Given that the

latter two approaches have stronger theoretical support than the former, the difference

in conclusions here might be indicative of the increased risk of false positives when using

traditional meta-analytic techniques.

2.4.2 Risk of acute myocardial infarction

Here we consider a controversial example, one that called to question the use of meta-

analyses in general (Egger and Smith 1995, Flather et al. 1997). Teo et al. (1991)

conducted a meta-analysis of seven clinical trials that examined mortality across 1301

patients, 657 of which received intravenous magnesium therapy within 12 hours of hospi-

talization for acute myocardial infarction and 644 of which did not. In the original work,

a fixed-effect method was used to combine the results from these seven randomized trials

and arrive at a common odds ratio of 0.47, with 95% confidence interval (0.28, 0.79)—

suggesting magnesium therapy to be highly effective in reducing mortality among this

specific patient population. The expected drop in mortality, however, was refuted in a
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Figure 2.4: (Left) Estimated odds ratio intervals for various meta-analytic techniques in
the example described in Section 2.4.2. (Right) Combined IM plausibility function (in
black) on the log scale.

large-scale 58,050-patient follow-up study (Fourth International Infarct Survival Collab-

orative 1995) that estimated a common odds ratio of 1.06 with 95% confidence interval

(1.00, 1.12). As a result, researchers raised concerns about meta-analytic techniques in

general, citing issues around publication biases (Yusuf and Flather 1995) and high hetero-

geneity between studies (Flather et al. 1997). To address these problems, the canonical

recommendation was to conduct sensitivity analyses via the use of multiple meta-analysis

procedures, like that discussed below. Had such a precaution been taken, the fact that the

Fourth International Infarct Survival Collaborative (1995) study lead to an alternative

conclusion would not have been unforeseen.

It is also worth noting here that since the raw observations recorded in Teo et al. (1991)

are in the form of a dichotomous outcome variable, we take the logarithm of the common

odds ratio, between the mortality rate of patients that receive magnesium therapy and

that of patients that do not, in order to conduct our meta-analysis as described in the

competing procedures above. While there are other simplifications, e.g., Van Houwelingen

et al. (1993), we subscribe to the rationale in DerSimonian and Laird (1986) that regards

the distribution of the log odds as approximately normal. Figure 2.4 thus compares

the resulting interval estimates based on several meta-analytic procedures, namely, those

assessed in Section 2.3. Note that the DerSimonian–Laird and signed profile log likelihood

intervals approximate the original results from Teo et al. (1991). However, our proposed

33



approach, along with the full Bayesian, the higher-order likelihood, and that in Michael

et al. (2019), result in an odds ratio interval that suggests magnesium therapy does not

significantly affect the short-term mortality of patients with acute myocardial infarction.

2.5 Conclusion

In this chapter, we have considered an important and challenging problem, namely, valid

statistical inference for meta-analyses that combine only a few studies. Again, the main

obstacle is in dealing with the unknown between-study variance, in which there is only

limited information in the few studies being combined. Our proposed solution is based on

a recently proposed generalized inferential model framework, and we harness the power

of profiling to construct a generalized association that is “almost” independent of the

nuisance between-study variance. From there, we can use the exact distribution of the

profile likelihood ratio, as the lack of sensitivity to the nuisance parameter means that it

is not necessary to have an accurate plug-in estimator to achieve near-exact inference. In

our numerical comparisons, we have demonstrated that the proposed inferential model

solution outperforms existing methods in the literature, by being nearly exact and more

efficient across a wide range of simulation settings, with few studies and both large and

small between-study variance.

Given the strong performance in this application, it is natural to consider using the

same approach to solve other challenging problems. One that we will consider is when

data come from a parametric model are corrupted by random censoring. The classi-

cal solution to this problem relies on the asymptotic normality of maximum likelihood

estimators and, therefore, can only give approximately valid inference in an asymptotic

sense. But the use of a likelihood ratio effectively marginalizes out the nuisance censoring

distribution, so we end up in a position similar to that encountered in the present chap-

ter, the key difference being that the nuisance parameter is infinite-dimensional, which

creates computational challenges. More details are laid out in the next chapter and can

be found in Cahoon and Martin (2019a).

2.6 Appendix

Proof of validity

By definition of mplY K in Equation 2.4, it is enough to show that GK
ν̂µ

(TY K (µ)) con-

verges in distribution to Unif(0, 1) under PY K |µ,ν ; note that here we insert the superscript
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“K” to highlight the dependence on the number of studies, K. Then we can write

GK
ν̂µ

(TY K (µ)) = GK
ν (TY K (µ)) + ∆K , where

∆K = GK
ν (TY (µ))−GK

ν̂µ(TY (µ)),

with ν̂µ, the maximum likelihood estimate of the heterogeneity parameter at a fixed µ,

and ν, the true heterogeneity between studies. The key observation is that GK
ν (TY K (µ))

is exactly uniformly distributed under PY K |µ,ν , so if we can show ∆K → 0 in PY K |µ,ν-

probability, then the claim follows from Slutsky’s theorem.

Towards this, we clearly have

|∆K | ≤ sup
t∈[0,1]

|GK
ν (t)−GK

ν̂µ(t)|,

so we can prove our claim by showing the difference between the two distribution functions

vanishes uniformly. But since these are distribution functions, it is enough to show that

the difference vanishes pointwise, at each fixed t. Towards this, according to Guolo (2012),

the meta-analysis problem is sufficiently regular that the classical first-order distribution

theory applies; see, e.g., Severini and Wong (1992, Sec. 4.6). In particular, this implies

ν̂µ = ν + OP (K−1/2) which, in turn, implies that PY K |µ,ν and PY K |µ,ν̂µ are mutually

contiguous. Then the classical Wilks’s theorem gives us

− 2 log TY K (µ)→ ChiSq(1) in distribution, as K →∞, (2.5)

under both PY K |µ,ν and PY K |µ,ν̂µ . Therefore,

GK
ν (t)→ G∞(t) and GK

ν̂µ(t)→ G∞(t),

where G∞ is the limiting distribution function of TY K (µ) from (2.5). If we then express

|GK
ν (t)−GK

ν̂µ(t)| ≤ |GK
ν (t)−G∞(t)|+ |GK

ν̂µ(t)−G∞(t)|,

we see the right-hand converges to 0 in PY |µ,ν-probability as K → ∞. This implies

∆K → 0 from which GK
ν̂µ

(TY K (µ))→ Unif(0, 1) follows by Slutsky’s theorem.
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Additional coverage performance for meta-analytic methods
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Figure 2.5: Coverage probabilities and coverage lengths across 15 different simulation
settings as done in Guolo (2012) for the number of studies available for meta-analysis K
and the level of heterogeneity ν. Results for our proposed method (in red). From left to
right, data are generated from a fixed between-study variance ν ∈ {0.08, 0.10, 0.12} across
various number of studies included for meta-analysis. Note that coverage estimates are
based on 1,000 replications and have standard deviation bounded by .007. The standard
deviation of the coverage lengths range from 0.01 to 0.03.
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Chapter 3

Generalized IM for censored data

analysis

Inferential challenges that arise when data are censored have been extensively studied

under classical frameworks. In this section, we provide an alternative generalized in-

ferential model approach whose output is a data-dependent plausibility function. This

construction is driven by an association between the distribution of the relative likelihood

function at the parameter of interest and an unobserved auxiliary variable. The plausi-

bility function emerges from the distribution of a suitably calibrated random set designed

to predict that unobserved auxiliary variable. The evaluation of this plausibility function

requires a novel use of the classical Kaplan–Meier estimator to estimate the censoring

rather than the event distribution. We prove that the proposed method provides valid

inference, at least approximately, and our real and simulated data examples demonstrate

its superior performance compared to existing methods.

3.1 Background

Data are said to be censored when at least one of the observations is incomplete, i.e.,

only an interval that contains the actual value is available. For example, in clinical trials

or other time-to-event studies, it may happen that only a lower bound for the event time

is observed because subjects drop out of the study, or the study ends before the event

takes place. This is called right-censoring. Alternatively, in environmental applications,

it may happen that only an upper bound on a chemical content is observed because the

available device is limited to a certain detection level. This is called left-censoring. Of

course, a combination of left- and right-censoring, or interval-censoring, is possible as

well. Beyond censoring direction, there are also Type I and Type II classifications, but
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we refer the reader to Klein and Moeschberger (2003) for these details. For concreteness,

we focus on Type I right-censored data in a time-to-event setting, but it is easy to apply

the same ideas for left- or interval-censored data and for contexts other than time.

Let Xi denote the event time and Ci the censoring time for unit i = 1, . . . , n. Under

right censoring, the observed data consists of the pair

Ti = min(Xi, Ci), Di = 1(Xi ≤ Ci), i = 1, . . . , n, (3.1)

where 1(·) is the indicator function, so that Di identifies whether Ti is an event time or

a censoring time. Let Y = {(Ti, Di) : i = 1, . . . , n} denote the observable data.

A common assumption that we will adopt here is that of random censoring, where

X1, . . . , Xn are independent and identically distributed (iid) with continuous distribu-

tion function Fθ, depending on a parameter θ ∈ Θ; C1, . . . , Cn are iid with distribution

function G; and the Xi’s and Ci’s are independent of one another (Lawless 2011). Since

the variables are time (or some other “amount”), the statistical models, Fθ, considered

here and throughout the literature on this topic are supported on subsets of (0,∞) and

are typically right-skewed. The goal is to make inference on the unknown parameter θ

of the time-to-event distribution; G is an unknown nuisance parameter assumed to have

no dependence whatsoever on θ.

For data y = {(ti, di) : i = 1, . . . , n} observed from a random, Type I, right-censored

data generating process, Klein and Moeschberger (2003, Sec. 3.5) gives the likelihood

function

Ly(θ) ∝
n∏
i=1

fθ(ti)
diF̄θ(ti)

1−di , θ ∈ Θ, (3.2)

where fθ = F ′θ and F̄θ = 1 − Fθ are the density and survival functions corresponding

to Fθ, respectively. From the likelihood in Equation 3.2, it is relatively straightforward

to produce point estimates, asymptotic confidence regions, or even Bayesian posterior

distributions (Ibrahim et al. 2001). These results, however, are not fully satisfactory as

their coverage probabilities can be far from the target in finite samples.

We take an alternative approach to construct an inferential model (IM) whose out-

put takes the form of a non-additive, data-dependent belief/plausibility function. This

construction relies on a particular connection between the data, parameter, and an unob-

servable auxiliary variable. Here, following the recommendations in Martin (2015, 2018),

we make use of an association driven by the relative likelihood derived from Equation 3.2.

The belief function arises from the introduction of a (nested) random set aimed to pre-

dict that unobserved auxiliary variable. An important consequence of this particular
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construction is that the belief function output inherits a calibration or validity property.

A precise statement is given in Section 3.2, but an important practical consequence of the

validity property is that the confidence, or plausibility, regions derived from an inferential

model achieve the nominal frequentist coverage probability.

Unfortunately, the presence of censoring complicates the basic inferential model con-

struction and validity properties described in the references above. In particular, the

distribution G of the censoring times is an infinite-dimensional nuisance parameter whose

influence is difficult to overcome. Here we propose an extension of the basic IM approach,

one that makes novel use of the Kaplan–Meier estimator (e.g., Kaplan and Meier 1958)

for the censoring distribution G. From this, we develop a Monte Carlo algorithm to

evaluate the belief and plausibility of any hypothesis about θ, and we show—both the-

oretically and empirically—that inference drawn from the generalized inferential model

output is valid, at least approximately, in the sense described in Sections 1.2 and 2.2.3.

Details of this construction and its properties are presented in Section 3.3, and numerical

examples comparing the proposed solution to that of more traditional methods are given

in Section 3.4. Finally, some concluding remarks are given in Section 3.5.

3.2 Generalized IM review

As Martin (2018) argued, the basic IM formulation can be rather rigid; greater flexibility

and, in some cases, improved performance can be gained by working with a so-called

generalized association, one that does not fully characterize the posited statistical model.

Suppose we have data Y ∼ PY |θ, but consider

RY (θ) = H−1
θ (U), U ∼ PU = Unif(0, 1), (3.3)

where RY (θ) is some real-valued function of the parameter of interest θ, indexed by the

data, and Hθ is its distribution function,

Hθ(r) = PY |θ{RY (θ) ≤ r}, r ∈ R.

Unlike Equation 1.7, the relation Equation 3.3 does not describe the data-generation

process; it only establishes a link between data, parameter, and auxiliary variable, which

is all that is needed to begin an IM.

The advantage of this generalized association is, as explained in Martin (2018), that

we directly reduced the dimension of the auxiliary variable, from at least the dimension

of θ down to 1. This greatly simplifies the construction of a (good) random set S for
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predicting that unobservable quantity. Yet, what is an appropriate choice of RY (θ)?

As mentioned in Section 1.2.3, the options are virtually unlimited, but since dimension

reduction generally results in loss of information, and since we prefer to retain as much

information as possible, we opt to take RY (θ) as the relative likelihood

RY (θ) = LY (θ)/LY (θ̂), (3.4)

where θ̂ is the maximum likelihood estimator, i.e., θ̂ = arg maxϑ LY (ϑ). From here,

the inferential model construction is conceptually straightforward given the data Y = y

observed.

A-step Set Θy(u) = {θ : Ry(θ) = H−1
θ (u)} for u ∈ [0, 1].

P-step Define S = (Ũ , 1], where Ũ ∼ Unif(0, 1), so that the distribution, PS , is fully

determined by the uniform distribution.

C-step Combine the two sets above to get

Θy(S) =
⋃
u∈S

Θy(u) = {θ : Hθ(Ry(θ)) ≥ Ũ}, Ũ ∼ Unif(0, 1).

Then the plausibility contour is

ply(θ) := PS{Θy(S) 3 θ} = Hθ(Ry(θ)), θ ∈ Θ. (3.5)

It follows from Theorem 1 in Martin (2018) that the generalized inferential model with

plausibility function determined by Equation 3.5 achieves the validity property in Equa-

tion 1.4.

It is often the case that the full parameter of the statistical model is of the form

(θ, η), i.e., Y ∼ PY |θ,η, where θ is the quantity of interest and η is a so-called nuisance

parameter. The censored data application considered here is of this form—with the cen-

soring distribution G being the nuisance parameter—as is the meta-analysis application

discussed in Section 2. A very natural way to proceed with marginal inference on θ,

which we describe in Section 3.3, is to define a function RY (θ) that does not directly

depend on the value of the nuisance parameter η. This does not immediately resolve the

η-dependence, however, because the distribution function

r 7→ Hθ,η(r) := PY |θ,η{RY (θ) ≤ r} (3.6)
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will generally depend on the unknown η. To overcome this dependence on the unknown

nuisance parameter, one might try plugging in an estimator η̂ based on the available data,

which amounts to constructing a generalized inferential model based on the approximate

distribution function for RY (θ), namely, Hθ,η̂. Of course, plugging in an estimate affects

the exact validity of the generalized inferential model but, at least intuitively, if η̂ is a

reasonably accurate estimate of η, then the corresponding plug-in generalized inferential

model ought to be approximately valid. This is precisely the situation encountered in the

meta-analysis application, as well as, this, censored data application. Theorem 2 below

confirms the above intuition.

3.3 IM application to censoring

3.3.1 Construction

For random right-censored data, the full likelihood for Y , where Yi are independently

generated from Equation 3.1, is given by

Ly(θ) =
n∏
i=1

Ḡ(ti)
dig(ti)

1−di
n∏
i=1

fθ(ti)
diF̄θ(ti)

1−di .

Since our interest is only in the θ parameter and our censoring times do not depend on θ,

the first term of the full likelihood is treated as constant. Therefore, when we construct

the relative likelihood RY (θ) as in Equation 3.4, we effectively eliminate the nuisance

parameter G.

Our generalized inferential model for censored data thus proceeds as outlined in Sec-

tion 3.2, in which the relative likelihood is the connection between the data Y , our param-

eter of interest θ, and a scalar auxiliary variable U . That is, we have RY (θ) = H−1
θ,G(U),

where U ∼ PU = Unif(0, 1) and Hθ,G is the distribution function of the relative likelihood

as in Equation 3.6; note that, while the relative likelihood itself does not depend on G,

its distribution does. That completes the A-step of the construction.

Given the form of the relative likelihood, values closer to 1 suggest values of θ that

are more likely, so, for the P-step, we choose predictive random sets in the form of nested

intervals S = (Ũ , 1], where Ũ ∼ Unif(0, 1), to predict the one-dimensional auxiliary

variable U . Then the C-step proceeds exactly as in Section 3.2. If G were known,

then it would be relatively simple to evaluate the distribution function Hθ,G and, hence,

the plausibility contour in Equation 3.5; moreover, validity of the generalized inferential

model would follow immediately from the general theory. Of course, G is never known
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in applications, so we need to suitably modify the above strategy in order to overcome

this challenge. As we indicated above, it makes sense to plug in an estimator of G, but

the construction of an estimator and justification of the corresponding plug-in method

are non-trivial. The next two subsections address these challenges in turn.

3.3.2 Implementation

Putting the above inferential model construction into practice requires that the distribu-

tion function of the relative likelihood be evaluated, at least approximately, for every θ.

This is straightforward to do when data are not censored. This is similarly straightfor-

ward if data are censored but the censoring distribution G is known. Indeed, a simple

Monte Carlo approximation is available:

Hθ,G(r) ≈ 1

M

M∑
m=1

1{RY (m)(θ) ≤ r}, (3.7)

where {Y (m) : m = 1, . . . ,M} are independent copies of Y ∗ = {(T ∗i , D∗i ) : i = 1, . . . , n}
and (T ∗i , D

∗
i ) as in Equation 3.1, with X∗i iid from Fθ and C∗i iid from the known cen-

soring distribution G. However, in our present context, Hθ,G depends (implicitly) on the

unknown distribution G of censoring times, so something more sophisticated than that

simple strategy just described is needed. Here we recommend using a plug-in estimator

Ĝ.

The Kaplan–Meier estimator was not originally designed to estimate the censoring

distribution function, but it is straightforward to simply reverse the event/censored clas-

sification. That is, we still observe Ti = min(Xi, Ci) but now we think of Ci as the “event

time” and Xi is the “censoring time.” Then we construct the Kaplan–Meier estimator Ĝ

based on this alternative perspective.

After swapping the observed/censored classifications, obtaining the Kaplan–Meier

estimate is straightforward; we use the built-in functions in R’s survival package (Th-

erneau 2014). But there are a few technical points worth making about the estimation

process. Recall that, in typical applications of the Kaplan–Meier estimator of a survival

function S(t), if the largest observation corresponds to a “censored” outcome, then Ŝ(t)

does not vanish as t → ∞, which amounts to putting some positive amount of mass at

∞. In our context, since we interpret the original event times as censored times, our

estimate Ĝ will put positive mass at ∞ when the largest observation is an event, under

which C∗i ’s drawn from Ĝ will equal ∞ and, consequently, T ∗i ’s drawn will correspond

to an event time as X∗i < C∗i . Our numerical simulations suggest that the Monte Carlo
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samples, Y ∗, attained in this manner, reflect the censoring level in the original data.

3.3.3 Validity properties

That the corresponding inferential model satisfies the validity property follows immedi-

ately from the arguments presented in Martin (2018). Since our predictive random sets

are tailored such that the plausibility contours are stochastically no larger than uniform,

i.e., Hθ,G(RY (θ)) ≤st Unif(0, 1) when Y ∼ PY |θ,G, then

sup
θ∈A

PY |θ,G{plY (A) ≤ α} ≤ α, ∀ α ∈ [0, 1], ∀ A ⊆ Θ. (3.8)

A desirable consequence of validity is that confidence regions having the nominal fre-

quentist coverage probability can be constructed immediately based on the plausibility

function output. Indeed, the set

{θ : ply(θ) > α} (3.9)

is a nominal 100(1−α)% confidence region for any α ∈ (0, 1). This follows since the prob-

ability that the above region contains the true parameter value θ equals the probability

that plY (θ) > α which, in turn, equals 1− α.

Can anything be said about validity of the inferential model derived from the above

algorithm with the plug-in estimator Ĝ? That is, can we conclude that

PY |θ,G{plY (θ; Ĝ) ≤ α} ≤ α,

at least approximately? Here ply(θ; Ĝ) denotes the plausibility function obtained by

applying the above algorithm with Ĝ plugged in for the unknown G, i.e., simulating C∗i ’s

iid from Ĝ. The dependence of ply(θ; Ĝ) on the Kaplan–Meier estimator, an infinite-

dimensional quantity, is quite complicated, but at the very least, under mild assumptions,

our proposed generalized inferential model should be valid for large n. The following

theorem confirms this. Since we are considering asymptotic properties as n → ∞, we

extend our previous notation to emphasize the dependence on n.

Theorem 2 Let Y n = (Y1, . . . , Yn) be a sample obtained under random censoring, PY n|θ,G,

as described in Equation 3.1, where both θ and G are unknown. The proposed plausibility

function for inference on θ, defined by

plY n(θ; Ĝn) = Hn
θ,Ĝn

(RY n(θ)),
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Figure 3.1: Distribution of a function α 7→
PY |θ,G{plY (θ; Ĝ) ≤ α} (in black) compared
with that of Unif(0, 1) (in red) based on
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ponential distribution subject to random
right censoring. The average censoring level
among all 10,000 replications at this setting
is 19.9%.

with Ĝn the Kaplan–Meier estimator of G described above based on Y n, satisfies

plY n(θ; Ĝn)→ Unif(0, 1) in distribution as n→∞.

See Appendix 3.6 for the proof. Theorem 2 establishes approximate validity, but

the theoretical support for our approach might actually be stronger than the theorem

suggests. First, the proof amounts to comparing the distribution of RY n(θ) under two

different distributions for Y n, one based on (θ,G) and one on (θ, Ĝn). The relative

likelihood is well-known to be an approximate pivot, and its distributional dependence

on these parameters is more sensitive in the θ direction than in the G direction. So, since

we are holding θ fixed and only moving a small amount in the G direction, we can expect

that our approximation would be quite accurate.

To see this accuracy in action, we take 10,000 samples of size n = 15 in which Xi’s

are generated from a standard exponential subject to random right censoring from the

Unif(0, 5). A Monte Carlo estimate of the distribution function α 7→ PY |θ,G{plY (θ; Ĝ) ≤
α} shown in Figure 3.1 is approximately uniform, hence approximate validity. Moreover,

by starting with the relative likelihood Ry(θ) in Equation 3.4, we removed almost all

dependence on the nuisance parameter G; that is, the exact distribution of the relative

likelihood is roughly constant in G and thus the plug-in estimator we used to get Ĝ

apparently does not need to be especially accurate. As a result, the plausibility output

using our plug-in method as described in Section 3.3.2 is close to the exact distribu-

tion. Simulated- and real-data examples in Section 3.4 further demonstrate the proposed
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method’s strong performance compared to others, supporting our validity claim.

3.4 Censored data examples

We compare our proposed approach against frequentist and Bayesian methods with simu-

lated and real data. The exponential and Weibull examples are taken from the survival

package in R, while the log-normal example is taken from Krishnamoorthy and Xu

(2011). We consider these three parametric distributions that are commonly used in

time-to-event analyses, and we generate 10,000 replications of censored data under var-

ious settings of these distributions. We repeat each set of simulations at four sample

sizes of n ∈ {15, 20, 25, 50}. As our results suggest, plausibility functions consistently

outperform more familiar methods, achieving nearly the nominal 100(1 − α)% coverage

rate across different distributions, parameter settings, and sample sizes.

3.4.1 Exponential

The classic time-to-event distribution is exponential, characterized by a constant hazard

rate θ > 0, in which the density function is fθ(t) = θe−θt. For n items, independently

subject to random right censoring, summarized by y = {(ti, di)} as above, the maxi-

mum likelihood estimate is θ̂ =
∑n

i=1 di/
∑n

i=1 ti. From its asymptotic normality, a 95%

confidence interval is easily obtained as θ̂ ± 1.96I(θ̂)−1/2, where I(θ̂) is the observed

information. From a Bayesian standpoint, the censoring mechanism can be safely ig-

nored as the likelihood can be formed from Equation 3.2 and combined with a conjugate

Gamma(α0, β0) prior to arrive at the posterior Gamma(α0 +
∑n

i=1 di, β0 +
∑n

i=1 ti). Pos-

terior credible intervals are then easily obtained. Experiments with various values of

(α0, β0) reveal that α0 = 2 and β0 = 1 have the best overall performance across our

settings with respect to coverage probability of the credible intervals.

From an inferential model perspective, we begin with the baseline association of the

relative likelihood for θ ∈ Θ,

θ
∑
iDie−θ

∑
i Ti

θ̂
∑
iDie−θ̂

∑
i Ti

= H−1
θ,G(U), U ∼ PU = Unif(0, 1). (3.10)

As described above, we write RY (θ) for the left-hand side of the above display. For fixed

data y, we follow through our A-step with the singleton-valued map

Θy(u) = {θ : Ry(θ) = H−1
θ,G(u)}, u ∈ [0, 1].
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Figure 3.2: Point plausibility function for
the mean in the PBC example under an ex-
ponential model (in black). Reference line
at α = 0.05 (dashed) and approximate 95%
confidence intervals based on maximum like-
lihood (in red).

Next, the P-step requires introducing a predictive random set for U , which we specify as

S = (Ũ , 1] where Ũ ∼ Unif(0, 1). We then combine our A- and P-steps

Θy(S) =
⋃
u∈S

Θy(u) = {θ : Hθ,G(Ry(θ)) ≥ Ũ}, Ũ ∼ Unif(0, 1).

And we summarize the distribution of this random set Θy(S) by a plausibility function

ply(θ) = Hθ,G(Ry(θ)), θ > 0.

A 100(1−α)% confidence interval can be obtained as the upper level set of the plausibility

function as in Equation 3.9. Evaluating this plausibility function requires the Monte Carlo

procedure discussed in Section 3.2.

For comparison, we simulate 10,000 replications of lifetimes arising from nine dif-

ferent θ settings in the exponential distribution. For each of these 90,000 simulations,

the lifetimes X1, . . . , Xn ∼ Fθ generated were subject to random right censoring from

C1, . . . , Cn ∼ Unif(0, 5), allowing us to compare the coverage of our inference proce-

dure under a wide range of censoring levels. Results shown in Figure 3.6 in the Appendix

demonstrate that the nominal 100(1−α)% coverage is achieved by our proposed method.

Note that this problem is particularly challenging in the n = 15 and large θ case, since

large θ implies more censoring. The maximum likelihood and Bayes approaches appear

to be substantially affected by this extreme censoring, while our generalized inferential

model is not.
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For a real-data illustration, we consider the primary biliary cirrhosis (PBC) data

from a clinical trial at the Mayo Clinic from 1974 to 1984. The data consists of n = 312

recorded survival times for patients involved in the randomized trial, along with a cor-

responding right censoring indicator; there are 168 censored cases, more than 50% of

total observations. Figure 3.2 shows the point plausibility function ply(θ) for a range

of parameter values, along with the corresponding 95% plausibility interval from Equa-

tion 3.9. For comparison, 95% confidence intervals based on asymptotic normality of the

maximum likelihood estimate are also displayed. The intervals derived from the plau-

sibility function are almost indistinguishable from the likelihood-based intervals, which

is a sign of our proposed approach’s efficiency, since the latter are the asymptotically

“best” intervals.

3.4.2 Weibull

One of the most widely used time-to-event distributions is the Weibull, with applications

in manufacturing, health, etc., as it has sufficient flexibility to capture changes in the

hazard rate (Lawless 2011). The exponential distribution is a special case of the Weibull

when the shape parameter β is 1. The density and survival functions, indexed by θ =

(β, λ), are

fθ(t) = λβtβ−1 exp (−λtβ), F̄θ(t) = exp (−λtβ).

Similar to the setup described for the exponential example, we compare the performance

of our proposed approach against that of a more traditional frequentist or objective

Bayesian approach. An inferential model requires that we simulate the distribution of

RY (θ); so for a finite grid of θ = (β, λ) values, 500 Monte Carlo samples of Y ∗ are ob-

tained by taking the minimum between realizations of X∗ ∼ Weib(β, λ) and C∗ ∼ Ĝ, the

modified Kaplan–Meier estimate. We implement this procedure for 10,000 replications

of lifetimes arising from six different settings of the Weibull distribution. These 60,000

replications were each subject to random right censoring from G ∼ Unif(0, 4). For a

Bayesian approach, multiple non-informative and weakly informative priors were exam-

ined. The Gamma(0.1, 1) prior on the shape and N(0, 10) prior on the log transformed

scale resulted in credible regions with the highest coverage. Surprisingly, as shown in

Figure 3.7 in the Appendix 3.6, despite the careful specification of these priors, the gen-

eralized inferential model still remains the only method that achieves nominal coverage

across these censored data settings. The joint confidence sets from maximum likelihood

under-cover, while the joint credible sets from our Bayes approach achieve nominal cov-

erage only past a specific censoring threshold. Further investigations into interval lengths
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Figure 3.3: 90% plausibility contour (in
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rameter pair, in the ovarian cancer data un-
der a Weibull model subject to Type I right
censoring. Bayesian posterior samples based
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N(0, 10) prior for the log transformed scale
parameter (in gray).

(not shown) also demonstrate our plausibility intervals are on average shorter than the

Bayesian intervals.

For a real-data example, we consider survival data on ovarian cancer patients from a

clinical trial that took place from 1974 to 1977. This data set has n = 26 survival times

for patients that entered the study with stage II or IIIA cancer and were treated with

cyclophosphamide alone or cyclophosphamide with adriamycin. Of this patient group,

14 survived (or was censored) by the end of the study, while 12 died (Edmonson et al.

1979). Despite the small sample size and high censoring level, our plausibility contours

capture the non-elliptical shape as shown by the Bayesian posterior in Figure 3.3.

3.4.3 Log-normal

Within environmental science, the log-normal distribution is often used to approximate

data that are censored to the left, e.g., chemical pollutants that can only be detected

above some minimal threshold (Krishnamoorthy and Xu 2011). The density function,

indexed by θ = (µ, σ), is

fθ(t) =
1

(2π)1/2σt
exp
{
−1

2

( log t− µ
σ

)2}
.

Similar to our examples above, we compare the coverage performance of our plausibility

contours against that of ellipses based on asymptotic normality of the maximum like-

lihood estimator and posterior credible regions based on a Gamma(1, 0.1) prior on the
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Figure 3.4: Plausibility contours at each
α = 10% increment level beginning at 20%
for the Atrazine example under a log-normal
model with Type I left censoring.

precision τ = σ−2 and N(0, 1000/τ) prior on the mean. Again, 10,000 replications of

censored data were generated from 6 different settings of the log-normal distribution,

subject to left censoring with G ∼ Unif(0, 1). In order to approximate the distribution

of RY (θ), however, our modified Kaplan–Meier estimate Ĝ now requires putting positive

mass at 0 when the smallest observation corresponds to an actual event record, so the

challenges we encountered under right censoring are simply reversed. A relevant quantity

of interest in log-normal model applications is the mean, ψ = exp(µ+σ2/2), a non-linear

function of (µ, σ). Figure 3.8 in the Appendix 3.6 shows that, under various censoring

levels, our proposed method gives marginal plausibility intervals for ψ that achieve the

nominal 100(1− α)% coverage while, again, the other methods drastically under-cover.

We use Atrazine concentration data collected from a well in Nebraska as an example

(Krishnamoorthy and Xu 2011). This set of 24 observations were randomly subject to

two lower detection limits of 0.01 and 0.05 µg/l, resulting in a total of 11 observations

that were censored. Despite this censoring level of 45.8%, previous studies indicate the

log-normality assumption holds (Helsel 2005). We apply our Monte Carlo approach to

determine the joint plausibility contours for θ = (µ, σ2) in Figure 3.4, along with the

marginal plausibility function for the log-normal mean, ψ, in Figure 3.5. The point at

which we assign the highest plausibility aligns with the maximum likelihood estimator,

µ̂ = −4.206 and σ̂ = 1.462 (Krishnamoorthy and Xu 2011).
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Figure 3.5: Marginal plausibility function
for the mean ψ in the Atrazine example. Ref-
erence lines at α = 0.05% (in gray) and at
the maximum likelihood estimate (in red).

3.5 Conclusion

In this chapter, we propose a specific inferential model construction for contexts in which

the data are randomly right censored. The main obstacle is that the censoring distri-

bution is a unknown; despite not being of scientific interest, the presence of an infinite-

dimensional nuisance parameter complicates the inferential model construction. To over-

come this challenge, we extend the generalized inferential model framework in Martin

(2018) to cover the case of censoring according to a distribution G. We propose a plug-in

approximation to the known-G inferential model construction with one that relies on a

modified version of the classical Kaplan–Meier estimator, swapping the roles of event and

censoring times. Approximate validity is established in Theorem 2, but we argue that the

validity result is actually stronger than the theorem suggests. We demonstrate numer-

ically that the proposed inferential model approach outperforms traditional maximum

likelihood and Bayesian solutions in terms of coverage probability.

Aside from efforts to establish the validity property more rigorously for small n, it is

of interest to explore complicated and practical types of censored-data models; e.g., ones

where censoring depends on covariates so that an assumption of random censoring might

not be warranted. In principle, the approach described—with a generalized association

based on the distribution of relative likelihood—would also work in more general cases,

although the optimization and Monte Carlo computations required to evaluate the dis-

tribution function Hθ,G would be much more involved. Ongoing efforts are focused on

this and other general improvements to the Monte Carlo computations described here.
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3.6 Appendix

Proof of validity

Start by writing plY n(θ; Ĝn) = plY n(θ;G) + ∆n, where

∆n = Hn
θ,Ĝn

(RY n(θ))−Hn
θ,G(RY n(θ)),

with Ĝn the Kaplan–Meier estimate and G the true censoring distribution. The key

insight is that plY n(θ;G) is exactly uniformly distributed under PY n|θ,G, so if we can

show that ∆n → 0 in probability, the claim will follow from Slutsky’s theorem.

A first observation is that

|∆n| ≤ sup
r∈[0,1]

∣∣Hn
θ,Ĝn

(r)−Hn
θ,G(r)

∣∣,
so we can prove the claim by showing that the above difference vanishes uniformly. But

since these are distribution functions, it is enough to show that the difference vanishes

pointwise, at each fixed r. To prove pointwise convergence, we refer to Banerjee (2005)

who shows that the usual large sample properties for the relative likelihood RY n(θ) hold

under PY n|θ,G and under PY n|θ,Gn , as long as G and Gn are “close.” In particular, he

shows that, for any Gn that satisfies Gn = G + n−1/2Zn for Zn bounded in probability,

the two distributions PY n|θ,G and PY n|θ,Gn are mutually contiguous and, therefore,

− 2 logRY n(θ)→ ChiSq(dim(θ)) in distribution as n→∞, (3.11)

under both PY n|θ,G and PY n|θ,Gn ; see also, Murphy and van der Vaart (1997, 2000).

Theorem 5 in Breslow and Crowley (1974) establishes that the Kaplan–Meier estimator

satisfies

n1/2‖Ĝn −G‖ = O(1) in probability as n→∞,

where ‖G − G′‖ = supt≤τ |G(t) − G′(t)| and τ is any value such that {1 − Fθ(τ)}{1 −
G(τ)} > 0. Therefore, we have

Hn
θ,G(r)→ H∞(r) and Hn

θ,Ĝn
(r)→ H∞(r), n→∞, (3.12)

where H∞ is the limiting distribution function of RY n(θ) from Equation 3.11. If we write

∣∣Hn
θ,Ĝn

(r)−Hn
θ,G(r)

∣∣ ≤ ∣∣Hn
θ,Ĝn

(r)−H∞(r)|+ |Hn
θ,G(r)−H∞(r)

∣∣,
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then we immediately see that the right-hand converges to 0 in PY n|θ,G-probability as

n → ∞. This, in turn, implies the same for ∆n and, applying Slutsky’s theorem as

discussed above, we can conclude that plY n(θ; Ĝn)→ Unif(0, 1) in distribution.

Coverage probabilities across censored data settings
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Figure 3.6: Coverage probability of the 95% plausibility region (in red) for θ in the expo-
nential (censored data) model. Results compared to those based on maximum likelihood
(in green) and Bayesian with a Gamma(2, 1) prior (in blue).
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Figure 3.7: Coverage probability of the 95% plausibility region (in red) for θ = (β, λ) in
the Weibull (censored data) model. Results compared to maximum likelihood (in green)
and Bayesian intervals based on a Gamma(0.1, 1) prior on the shape and N(0, 10) prior
on the log transformed scale (in blue).
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Figure 3.8: Coverage probability of the 95% plausibility interval (in red) for ψ in the
log-normal (censored data) model. Results are compared to maximum likelihood (in
green) and Bayesian intervals based on a Gamma(1, 0.1) prior on the precision τ = σ−2

and N(0, 1000/τ) prior on the mean (in blue).
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Chapter 4

Nonparametric IM for variable

selection

While the generalized IM approach relaxes the need to specify a data-generating process

in the baseline association, its applications are still limited because it requires a model.

For censored data analysis, the association was defined in terms of a likelihood ratio,

and for meta-analysis, the association was defined in terms of a profile likelihood ratio.

As we seek to go beyond settings where parameters are defined by models, e.g., variable

importance (Rinaldo et al. 2019) and quantile regression (Koenker and Hallock 2001),

we extend the ideas in Cella and Martin (2020) in order to develop a nonparametric,

generalized IM.

4.1 The basic approach

Cella and Martin (2020) introduce a model-free IM for prediction, facilitated by the

novel use of non-conformity measures from Shafer and Vovk (2008). While these non-

invertible transformations of the data established a means to construct distribution-free,

valid, finite sample prediction sets, there remains the open question of how to apply the

general IM validity theory to nonparametric inference. For a start, if we wanted to do

inference using the IM plausibility output without a model, what is the inferential target?

One example is that of a quantile, q, which can be informative in the setting in

which the target distribution is skewed. Thus, if some data set Y n = {Y1, . . . , Yn} is iid

generated from an unknown distribution P , for a given q ∈ (0, 1), the inferential target,

call it θ∗ = θ∗q(P ), is the 100qth quantile of the distribution when

θ∗ = inf{θ : P ((−∞, θ]) ≥ q}.
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Throughout this discussion, we will assume P is integrable and that θ∗ is identifiable,

as done in Syring et al. (2019). With this target in mind, the next question towards

constructing an IM is: what is the association that links θ to the data and auxiliary

variable? In previous chapters, a likelihood-based link was used in which the data Y n

were transformed by a likelihood ratio,

TY n(θ) = logL(θ)− logL(θ̂Y n).

But in a nonparametric setting, we do not have access to such a likelihood. To define a

similar loss function, we use the discrepancy function in Syring et al. (2019), where

D(θ) =
1

2

∫
(|θ − y| − y)P (dy) +

(1− 2q)θ

2
. (4.1)

Koltchinskii (1997) demonstrates that θ∗ minimizes Equation 4.1. From a sample Y n,

we can get an empirical estimate

DY n(θ) =
1

2n

n∑
i=1

(|θ − Yi| − Yi) +
(1− 2q)θ

2
, (4.2)

that we substitute into the original TY n(θ) as the new “loss” function. In other words,

we reduce the data by

TY n(θ) = DY n(θ)−DY n(θ̂Y n), (4.3)

where θ̂ corresponds to the sample quantile from Y n.

If our interest were in the median, q = .5, we can simplify the expected loss under the

unknown distribution to D(θ) = |y − θ|. Our desired quantile would then be a solution

to the empirical risk function

DY n(θ) ≈ 1

n

n∑
i=1

|Yi − θ|.

The corresponding statistic needed to construct the baseline association for an IM would

then be given by

TY n(θ) =
1

n

n∑
i=1

|Yi − θ| −
1

n

n∑
i=1

|Yi − θ̂|, (4.4)

where θ̂ is the sample median.

Following the model-free approach in Cella and Martin (2020), we seek to construct

a generalized IM from the empirical distribution of TY n(θ) for each hypothesis of interest
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θ. We hit a new hurdle in that, not only is TY n(θ) too difficult to attain analytically, but

we cannot use our standard Monte Carlo procedure to approximate this distribution as

the distribution of the data Yi itself is unknown.

Since we have access to the observations themselves, we resolve this challenge by

using the nonparametric bootstrap. As detailed in Efron and Tibshirani (1994), this

requires generating B bootstrap samples yn,1, yn,2, . . . , yn,B from the the original data,

and for each yn,b, we compute the empirical loss function in Equation 4.3. Each bootstrap

sample is thus transformed to

TY n,b(θ) = DY n,b(θ)−DY n,b(θ̂Y n,b),

which, unfortunately, requires the specification of an actual value for θ to fully estimate.

In the generalized IM applications of Section 2 and 3, the θ is explicitly defined, as

it is specified by the hypothesis of interest; the reference distribution TY n(θ) for each

hypothesis is generated from Monte Carlo samples of Y n from its respective parametric

model Pθ. In this context, we only have bootstrap samples from the observed Y n, which

are linked to some unknown θ. Since this true θ is not available, we simply calculate

the sample quantile θ̂Y n associated with the original sample and compute the empirical

loss for each bootstrap sample relative to this θ = θ̂Y n . The θ̂Y n is treated as the

“true” quantile associated with the bootstrapped values. While we do not yet have

a rigorous theoretical proof, this plug-in procedure creates an approximate pivot upon

which inferences can be made.

To generate a plausibility interval, we compare the empirical distribution of TY n,b(θ̂Y n)

values to the observed TY n(θ) on a finite grid of hypotheses θ of interest,

plY n(θ) =
1

B

B∑
b=1

1{TY n,b(θ̂Y n) > TY n(θ)}. (4.5)

As discussed in Efron and Tibshirani (1994), the use of the bootstrap (to create approxi-

mate pivots) results in coverage that is often closer to nominal coverage than procedures

that rely on asymptotic approximations. The only caveat is that this bootstrap TY n,b(θ̂Y n)

distribution is specific to the data, and thus loses generality when the data changes. Yet,

with the wide availability of compute power, generating this distribution for each non-

parametric problem at hand is not an issue.

We formalize the steps to execute a nonparametric, generalized IM for any scalar

inferential target, θ, as follows:

A-step Define a generalized association with the transformed data, TY n = Tyn, where
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TY n is the empirical loss measure as defined in Equation 4.3. Let the distribution of this

loss measure be represented by Gθ, with the focal elements:

ΘTyn (u) = {θ : Gθ(Tyn(θ)) = u}, u ∈ U .

P-step Introduce the random set in the auxiliary space designed to predict this unob-

served U :

S = (Ũ , 1], Ũ ∼ Unif(0, 1)

C-step Transfer the random set in the auxiliary domain U into the parameter space by

the association:

ΘTyn (S) =
⋃
u∈S

ΘTyn (u) = {θ : Gθ(Tyn(θ)) > Ũ}.

Similar to the generalized IM as first introduced in Martin (2018), this parameter set

ΘT (S) contains those parameter values that agree to yn to some degree, and this degree

is calibrated by the chosen S such that validity holds. The optimal plausibility output

is then

plyn(θ) = PS{Θyn(S) 3 θ} = PŨ(Gθ(Tyn(θ)) > Ũ) = Gθ(Tyn(θ)).

If Gθ were available, the IM validity property immediately follows from the fact that

plY n(θ) ∼ Unif(0, 1). However, the distribution of the empirical loss function is not avail-

able, and instead, estimated via the nonparametric bootstrap. This entails generating

B bootstrap yn,1, yn,2, . . . , yn,B from the the original data, and for each yn,b, computing

the empirical loss function with respect to a plug-in estimate θ̃ for θ from the original

yn. The distribution of the empirical loss measures is thus a function of θ̃, and the IM

validity property only follows if Gθ̃(Tyn(θ)) converges in distribution to Unif(0, 1). While

we do not yet have a theoretical proof, we experimented with this procedure in a number

of settings, each of which further cemented the (empirical) validity of this nonparametric,

generalized IM approach.

4.2 Illustrative examples

One simple example is that of inference on the median of some unknown parent dis-

tribution. To illustrate, 100 samples, Y n, are generated from a Gamma(4, 1) distribu-

tion. There is nothing unique with this choice of this Gamma, other than the ease with

which samples are generated. The sample median θ̂Y n is then calculated, and B = 5000

bootstrapped values of TY n,b(θ̂Y n) are estimated as outlined in Equation 4.4. From the
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Figure 4.1: (Left) Plausibility function for inference on the median of 100 samples gen-
erated from a Gamma(4, 1). (Right) Empirical CDF of plausibility estimates at the true
Gamma median based on 500 replications of the simple experiment on the left.

empirical distribution of these B empirical loss values, a plausibility function can be

constructed as outlined in Equation 4.5.

Shown on the left of Figure 4.1 is the plausibility function across a finite grid of θ

values between 3.0 and 4.5. The θ value at which the plausibility function is maximized

aligns well with the true median of 3.672 (in blue) for a Gamma(4, 1) distribution. Shown

on the right of Figure 4.1 is the empirical CDF of the plausibility estimates at the true

median (for 500 replications of this numerical Gamma experiment). Outside of a slight

deviation around the larger quantiles, the empirical CDF is stochastically no greater than

uniform, achieving the validity guarantees as expected under the IM framework.

We can execute the same procedure for inference on other quantiles of some unknown

parent distribution. The only difference is that we use a generalized form of the empirical

risk function, or estimate TY n(θ) based on Equation 4.3, where DY n(θ) is given by Equa-

tion 4.2. We generate 100 samples from a standard normal distribution to do inference

on quantiles q = {0.10, 0.25, 0.75, 0.90}. Shown on the left in Figure 4.2 is the plausibility

function associated with inference on 75th quantile. As expected, the value at which the

plausibility is maximized aligns well with the true 75th quantile of 0.674 (in blue) for a

standard normal. Shown on the right in Figure 4.2 is the empirical CDF of plausibility

estimates at the true quantile for 500 replications of the numerical experiment on the

left. Whether the inferential target is the 10th, 25th, 75th or 90th quantile, (approximate)

validity holds.

Outside of nonparametric inference on univariate distributions, empirical validity also
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Figure 4.2: (Left) Plausibility function for inference on the 75th quantile of 100 samples
generated from a standard normal. (Right) Empirical CDF of plausibility estimates at
the true quantile based on 500 replications of the simple experiment on the left.

holds in the more complex setting of quantile regression, in which the goal is to estimate

the conditional quantile for a response Yi for i = 1, . . . , n, given a set of covariatesXi ∈ Rp.

Suppose the observations satisfy QYi|Xi(q) = Xiβq, where βq ∈ Rp. Quantile regression is

useful in cases where the errors are not necessarily Gaussian, and the covariates are known

to influence the conditional distribution of the response in many ways: stretching the

tails, increasing its dispersion, or even introducing multimodality (Koenker and Hallock

2001). Investigating covariate effects via quantile regression is often more informative

than the conditional mean estimates resulting from standard least squares.

In order to appropriately estimate plausibility values in this setting, we adjust the

empirical risk function such that

DY n,Xn(βq) =
n∑
i=1

[
|Yi −Xiβq| − (2q − 1)Xiβq

]
.

Koenker and Bassett (1978) demonstrate the q-quantiles of β minimize this function.

The empirical loss function in Equation 4.3 then becomes a function of TY n,Xn(βq) =

DY n,Xn(βq) − DY n,Xn(β̂q), where β̂ is the sample coefficients estimated from a quantile

regression on Y n, Xn based on a pre-specified q.

As shown in Figure 4.3, even in the higher dimensional setting of quantile regression,

the empirical CDF of plausibility values at the true βq are stochastically no greater than

uniform. For each plausibility estimate, 100 responses Yi are generated in which the

mean is a linear function of its features and the errors are heteroscedastic, or indepen-
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Figure 4.3: Empirical CDF of the plausi-
bility values associated with testing q =
{0.10, 0.25, 0.50, 0.75, 0.90} quantiles of β in
the setting of quantile regression. Plausibil-
ity values are estimated at the true βq based
on 500 replications of the data.

dently generated from a normal distribution with a mean of 0 and standard deviation of

(Xiβq)
2/E(|Xiβq|). Despite the fact that the errors are not independent of the features,

inferences on βq for q = {0.10, 0.25, 0.50, 0.75, 0.90} are empirically valid.

4.3 Assessing variable importance

Given validity holds empirically for this collection of examples, we extend the nonpara-

metric, generalized IM procedure to the challenge of assessing variable importance. Mar-

tin et al. (2014) provides theoretical guarantees following the IM framework for the para-

metric setting of this challenge, yet validity is dependent on the model being correctly

specified. Given the history of inference under model misspecification, tracing back to

the famous quote from Box (1976): “all models are wrong,” this suggests the need for an

alternative approach.

Without a model, we do not have conventional regression parameters β to target.

We do have observations of the covariates themselves, so we adopt the alternative view,

proposed in Rinaldo et al. (2019), to simply assess variable importance—whether a given

covariate contributes (or not) to the response. Model-lean approaches to this problem

have generally been based on testing conditional independence of a certain covariate, or

testing the null hypothesis that a response Yi is independent of Xi,j given Xi,\j, where

Xi,\j is the original vector of features without the current covariate of interest Xi,j. An

example is the model-X knockoff method in Candes et al. (2018), but as discussed in

Shah and Peters (2018), conducting such tests of conditional independence is difficult
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without strong distributional assumptions.

We thus build off the Leave One C ovariate Out, or LOCO, inference technique, as

first introduced in Lei et al. (2018). We focus on LOCO inference as it circumvents

the need to specify a correct working model. This works by introducing the LOCO

parameter, ∆j(Xn, Yn), for assessing variable importance, by measuring the increase in

prediction error from not having access to some covariate j.

To this fix concept, consider the standard regression setup where we have independent

draws (Xi, Yi) ∼ P0 for i = 1, . . . , n. Each data pair consists of a response variable Yi

and a p-dimensional vector of features Xi = {Xi,1, . . . , Xi,p}. We consider both low and

high-dimensional settings, so the number of covariates p can be significantly larger than

the number of observations n. As it is of interest to understand the relationship between

Yi and Xi under P0, practitioners seek to estimate the conditional mean, where for each

possible distribution P of the data,

µP (x) = EP (Y |X = x).

There are a range of tools available to estimate this conditional mean, e.g., classical

parametric linear regression, smoothing splines (Reinsch 1967), neural networks (Barron

1989), generalized additive models (Hastie 2017), random forests (Breiman 2001), among

others. The problem with this wide collection is that there is no way to directly compare

variable importance from each method. The variable importance measure from these

methods each measure a different quantity, and thus have a different interpretation.

As a result, Lei et al. (2018) introduced the LOCO parameter, which is agnostic to

the technique used to estimate the conditional mean. Let µ̂ represent an estimate of the

conditional mean, from any algorithm, fit on a training split of the data (Xi, Yi), where

i = 1, . . . , d1, or i ∈ D1. To examine the importance of covariate j, this conditional

mean estimate is refit on the training samples (Xi,\j, Yi), i ∈ D1, where Xi,\j represents

the vector of covariates with the jth feature removed. If µ̂\j denotes this refitted mean

estimate, the LOCO parameter is defined as

∆j(Xn, Yn) = |Yn − µ̂\j(Xn,\j)| − |Yn − µ̂(Xn)|, n = 1, . . . , d2, (4.6)

where n indexes observations in the test set, n ∈ D2. In order to assess whether covariate

j should be included in the final model, inferences are done on the distribution of LOCO

values

Gj(t) = P (∆j(Xn, Yn) ≤ t|D1), t ∈ R.
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Examples include inferring the mean, θj = E[∆j(Xn, Yn)|D1], where an asymptotic 1−α
confidence interval is formed from zα/2, the standard normal quantile, θ̂j, the sample

mean, and sj, the sample standard error,[
θ̂j −

zα/2sj√
d2/2

, θ̂j +
zα/2sj√
d2/2

]
.

And others include inferring the median, mj, in which a nonparametric test, like the

Wilcoxon signed-rank, can be used to test whether H0 : mj ≤ 0 and H1 : mj > 0.

Unfortunately, while examples in Lei et al. (2018) demonstrate the utility of this approach

in a few settings, further numerical experimentation actually indicate exact simultaneous

validity (across all selected variables) fails to hold.

To demonstrate, data are simulated from the high-dimensional setting as described

in Lei et al. (2018). The number of observations is set to n = 200, and the number of

noisy covariates to p = 500. These features are independently generated from a standard

Gaussian, while the response is generated from a null model. A single 50/50 data split

is applied to the 200 data pairs, in which µ̂ and µ̂\j are fit with a LASSO estimator

on the training half (D1) of the data set. The tuning parameter for the LASSO fit is

chosen by 5-fold cross validation as described in Friedman et al. (2009). LOCO values

are subsequently computed for each covariate on the testing half (D2) of the data set as

outlined in Equation 4.6.

To assess whether a particular covariate is “important,” or significantly effects the re-

sponse, the sign, Wilcoxon, and z-test are carried out on each set of LOCO values as done

in Lei et al. (2018). Since all the covariates are nonactive, to examine whether simulta-

neous validity holds, we simply aggregated the p-values from either the sign, Wilcoxon,

or z-test, associated with the LOCO values for all covariates, across multiple replications

of this experiment. Shown in Figure 4.4 are the respective p-values aggregated across

100 replications of this simulation. While Lei et al. (2018) claims nominal, finite-sample

coverage for any distribution P of the data (X, Y ), as demonstrated, coverage is in fact

not exact.

4.3.1 The LOCO parameter

To better understand the properties of this LOCO parameter, we review the literature

in which it first arose. Rinaldo et al. (2016) establish bounds for the statistical accuracy

of the intervals for inference on the mean of the LOCO values. They show the length of

the resulting intervals are O(
√

log(pn)/n), where p represents the number of covariates

selected for testing. However, to attain this statistical guarantee, they modify the LOCO
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Figure 4.4: Empirical CDF of the p-values
associated with testing the median of the
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Wilcoxon signed rank test (in red) and sign
test (in blue). Empirical CDF of the p-
values associated with testing the mean of
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a z-test (in green).

parameter from Lei et al. (2018), such that

∆j(X, Y ) = E
[
|Y − tτ (X\jβ̂\j)| − |Y − tτ (Xβ̂)|+ εEj

]
, (4.7)

ε > 0 is a prespecified small constant, Ej is a random vector from a uniform distribution

on [−1, 1], independent of the data, and τ(·) is some hard thresholding function. Since

the LOCO parameters are designed to accommodate minimal assumptions on the data,

including settings where p → ∞, it is possible for a specific covariate Xj to have a

very small influence on the response. As a result, the variance of the resulting LOCO

values associated with Xj might vanish, so the addition of the εEj noise term ensures

the empirical covariance of ∆̂j(·) is not singular. To derive the CLT for the LOCO

parameter, an upper bound on its third moment is needed; hence, the introduction of a

hard threshold functioning τ(·), which truncates values of the predicted response between

−τ and τ , where τ > 0. It also worth noting that the conditional mean µ̂ used in the

proofs in Rinaldo et al. (2016) rely on some linear projection algorithm, like ordinary

least squares, despite the fact that the LOCO parameters are designed to work with any

generic estimation procedure.

The modified LOCO parameter in Rinaldo et al. (2016) results in confidence sets

that are conservative. In Markovic et al. (2017), the conditional LOCO parameter in

Equation 4.7 is modified to a marginal one, and data splitting principles from Fithian

et al. (2014) were introduced to achieve exact validity. Similar to Rinaldo et al. (2016),
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the marginal LOCO from Markovic et al. (2017) includes a randomization term,

∆j(X, Y ) = E
[
(Y −X\jβ̂\j)2 − (Y −Xβ̂)2 +Rj

]
, (4.8)

where Rj is generated from a standard Gaussian, independent of the data, and the X and

X\j are the features associated with each observation in the test set with and without

covariate j. The increase in predictive error (from excluding covariate j) is estimated

via `2 loss. Like Rinaldo et al. (2016), the conditional mean is estimated using ordinary

least squares; however, unlike Rinaldo et al. (2016), the β̂ and β̂\j are estimated using

the whole data set—a process Fithian et al. (2014) coined as data carving.

While this practice appears somewhat concerning in that, not only is the same data

used to estimate the µ̂ and µ̂\j, but also the LOCO values themselves, Fithian et al.

(2014) demonstrates using data in this manner is statistically sound. They define their

technique by the following filtration

F0 ⊆ F(1A(Y )) ⊆ F(Y ),

where F(Z) is the σ-algebra generated by some random variable Z. F0 is the trivial

σ-algebra denoting complete ignorance, while A represents model M and its associated

hypotheses H0 selected. Fithian et al. (2014) demonstrate how minimally conditioning

on 1A(Y ) is appropriate, as only part of the training set is used to inform the model

selection event A. In other words, after model selection, information is still available in

the training split for inference. Proofs in Fithian et al. (2014) further establish the data

carving procedure as a means to condition only on the components of the data used for

exploration, not the full data. As a result, Markovic et al. (2017) is able to develop an

estimation procedure, associated with the marginal LOCO parameter in Equation 4.8,

that produced exact confidence intervals for specific linear regression settings. They

further attribute the conservative results from the LOCO values in Rinaldo et al. (2016)

due to “over-conditioning,” defining the LOCO values relative to the training set D1.

4.3.2 Connections to post-selection inference

It is worth recognizing that the thread of work on the LOCO parameter, namely Lei

et al. (2018), Rinaldo et al. (2016), Markovic et al. (2017), is done in the setting of

inference post-model selection. Unlike the classical inference setting in which hypotheses

are prespecified before seeing the data, this domain is concerned with contexts in which

the data is used to generate the hypotheses. This is particularly relevant now as the
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(cheap) availability of data has made this practice pervasive, and, in many cases, the

standard.

To demonstrate how poorly classical theory performs when data are used in this

manner, say we are interested in some level-α test for the inclusion of a covariate p in the

traditional linear regression setting that we introduced prior, H0 : βp = 0. Given data

(Xi, Yi) are generated under some linear model M , we should have certain inferential

guarantees,

PM,H0(Reject H0) ≤ α.

In a realistic data analysis, M is either not correct, or M is chosen by the data, i.e.,

through the process of data cleaning, outlier removal, feature extraction, variable selec-

tion, etc., rendering any subsequent inferences on the chosen M invalid.

To illustrate how troubling some of the frequency properties can be, we simulate

100 replications of an experiment as done in Taylor and Tibshirani (2015) of a standard

forward stepwise regression analysis. The features are selected for inclusion in our model,

one at a time, based on its improvement towards the AIC criteria. We set the sample

size to n = 100, and simulated each data set from a standard Gaussian with no active

covariates. In Figure 4.5, we have the empirical CDF of the p-values associated with the

first covariate selected across two different settings, when the original data set included

p = 10 noisy covariates and when there were p = 50 noisy covariates. As shown, a test

at a nominal α-level of 0.05 would actually have a type I error significantly higher than

0.05 in both settings. This problem gets worse as the number of predictors available for

selection increases, e.g., when p = 50. Under 100 replications shown in Figure 4.5, the

p-values do not achieve any validity guarantee.

The resulting p-values associated with the variables selected after forward stepwise

regression, and, in general, any model selection procedure, require a “correction” in order

to have desired inferential guarantees (Taylor and Tibshirani 2015). This problem has

been extensively studied, e.g., see Buehler and Feddersen (1963), Olshen (1973), Dijkstra

and Veldkamp (1988), Pötscher (1991), among others, and has been addressed in recent

years, starting with Berk et al. (2013), who proposed the Post-Selection I nference (PoSI)

algorithm as a means to ensure inference carried out on any set of chosen variables, from

any model selection procedure, has type I error rate control. Berk et al. (2013) achieves

this with the introduction of a PoSI constant that works somewhat like the constant as-

sociated with Scheffé’s method, but is less conservative; their claim of “universally-valid”

inference follows in the form of family-wise error rate control for all selected parameters.

Outside of such complex solutions, e.g., PoSI, there is the straightforward classic data

split approach from Wasserman and Roeder (2009), where the data is simply halved into
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Figure 4.5: Empirical CDF of p-values as-
sociated with the first variable selected for
inclusion in a forward stepwise regression
model. The data setting in which there are
p = 10 noisy covariates (in blue) and there
are p = 50 noisy covariates (in red). The 45
degree line is included as a reference.

a training (D1) and testing (D2) set: one part of which is used to select the model, and

the other part of which is used to carry out inference under standard normal theory. The

popularity of this approach lies in its transparency; we simply proceed to analyze D2

under traditional theory as if the model M (selected with D1) is known ahead of time

(Fithian et al. 2014).

This area of valid post-selection inference has received a lot of attention over the

years and can be succinctly summarized by three main categories (Rinaldo et al. 2016):

valid inference conditional on the model selected (see Lee et al. 2016, Taylor et al. 2014),

valid inference specific to a particular de-sparsified or de-biased model (see Bühlmann

2013, Dezeure et al. 2017), and valid inference over any model selection procedure (see

Berk et al. 2013, Bachoc et al. 2019). Examples of solutions to the post-selection infer-

ence problem have included modifying the normal density associated with a test statistic

(Tibshirani et al. 2016), adding randomization to the objective function used for model

selection (Tian and Taylor 2018), and perturbing the data to estimate necessary con-

ditional corrections (Markovic et al. 2019). Given our interest in demonstrating how

our nonparametric, generalized IM approach can be applied to assessing variable impor-

tance, we build on the work in Markovic et al. (2017) on the marginal LOCO parameter

in Equation 4.8.
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4.4 Generalized IM for variable selection

For our approach, we attain empirical validity without the strong multivariate Gaussian

assumptions used in Markovic et al. (2017). To do so, we remove the Gaussian noise

added to the marginal LOCO parameter in Equation 4.8, and allow the conditional

mean to be estimated via any algorithm, as in Lei et al. (2018). In other words, we adapt

the marginal LOCO parameter in Equation 4.8, such that

∆j(Xn, Yn) = E
[
(Yn − µ̂\j(Xn,\j))

2 − (Yn − µ̂(Xn))2
]
.

This LOCO parameter measures the increase in predictive error due to the exclusion

of some covariate j via `2 loss. n indexes observations in the test set. Since we want

to design a nonparametric, generalized IM approach for variable selection in both low

and high-dimensional settings, the estimation of the conditional mean µ̂ might involve

some model selection procedure. We broaden µ̂ from the marginal LOCO in Markovic

et al. (2017) by allowing the conditional mean to be estimated using any algorithm, e.g.,

neural nets, splines, random forests. The estimation of µ̂ in Markovic et al. (2017) is

limited to selection algorithms in which the selection region can be easily defined, e.g.,

LASSO, forward stepwise regression, rank-based model selection. Our primary similarity

to Markovic et al. (2017) is thus in using the data carving technique as delineated in

Fithian et al. (2014) to estimate µ̂ and µ̂\j.

Starting with estimates for the set of LOCO values for each covariate j, or ∆̂j(X, Y )

where

∆̂j(Xn, Yn) = (Yn − µ̂E,\j(Xn,\j))
2 − (Yn − µ̂E(Xn))2, n ∈ D2, j ∈ E, (4.9)

E denotes the subset of covariates selected after using some conditional mean algorithm

µ̂, we carry out inference on the median θ of the distribution of these LOCO values

by using a nonparametric, generalized IM. A variable is thus selected, or considered

“important,” based on a pre-specified α, if the resulting plausibility intervals for θ do not

contain 0. This IM proceeds with the familiar three-step procedure:

A-step Define the generalized association in terms of the distribution of the empirical

loss function. Calculate the empirical loss functions using Equation 4.4 where the LOCO

values ∆j(X, Y ) are treated as the “data samples,” or Y n. The empirical loss measures

are then given by T∆j(X,Y ). Let its distribution be represented by Gθ, with the focal

elements:

ΘT∆j(x,y)
(u) = {θ : Gθ(T∆j(x,y)(θ)) = u}, u ∈ U.
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P-step Introduce the random set in the auxiliary space designed to predict this unob-

served U :

S = (Ũ , 1], Ũ ∼ Unif(0, 1).

C-step Transfer the random set in the auxiliary domain U into the parameter space by

propagating S through the association:

ΘT∆j(x,y)
(S) =

⋃
u∈S

ΘT∆j(x,y)
(u) = {θ : Gθ(T∆j(x,y)(θ)) > Ũ}.

The distribution of the random sets ΘT∆j(x,y)
(S), however, is not readily available as

there is no closed-form expression for Gθ, nor is there a Monte Carlo procedure to simulate

this distribution of the empirical loss measures associated with the LOCO values.

We use the bootstrapping heuristic as introduced in Section 4.1, where the empirical

loss is estimated as outlined in Equation 4.4 with the LOCO values ∆̂j(Xn, Yn) substi-

tuted for Yi. For notational convenience, let the set of LOCO values for each covariate

j be represented as Y n
j = ∆j(x, y). This heuristic entails generating B bootstrap sam-

ples from the original set of LOCO values yn,1j , yn,2j , . . . , yn,Bj , and for each yn,bj , compute

the empirical loss function with respect to a plug-in estimate for the median from the

original ynj . Given our interest in assessing whether a covariate j is important (or not),

we are primarily interested in testing the hypothesis that θj = 0. An estimate for the

plausibility at this assertion of interest is then attained by

plY nj (0) =
1

B

B∑
b=1

1{TY n,bj
(θ̂Y nj ) > TY nj (0)}.

As shown in the following section, we attain (approximate) empirical validity even in

settings in which the number of LOCO observations available (per covariate) is as small

as 25.

4.4.1 Empirical study

We study data generated under the classic parametric linear regression setting as it is

one of the most widely used statistical tools (Martin et al. 2014). Our numerical results

can be summarized by the following:

• Empirical validity holds (approximately) even in settings when the number of ob-

servations available to estimate LOCO values is as small as 25.

69



• The IM approach outperforms the marginal LOCO procedure in Markovic et al.

(2017) in terms of coverage and efficiency.

• When the model is not correctly specified, the IM plausibility intervals have at least

nominal coverage.

These properties hold for the inferential output from the nonparametric, generalized IM

under both low and high-dimensional regression settings. For all simulations, we generate

iid data pairs (Xi, Yi) for i = 1, . . . , n. The number of covariates for each vector Xi are

fixed to some p and generated from a standard Gaussian distribution. Since validity is

more easily examined in the setting in which all covariates are inactive, and the response

is generated under a null signal, our empirical study is split into two parts: one examining

empirical validity and the other examining the statistical efficiency of the IM output.

Validity

We first examine whether the plausibility output is valid, or properly calibrated, in the

low-dimensional linear regression setting. We set all the features to be inactive, so that we

can simply aggregate the plausibility values associated with the test of H0 : θj = 0 across

all the covariates available j = 1, . . . , p. The empirical distribution of these plausibility

values provide a sense of whether inferences are valid (or not). Since none of the covariates

are active, the response Yi are simulated under a null model, in which the errors are

generated (independent of the features) from a standard Gaussian. The number of noisy

covariates are set to p = 10 and two different low-dimensional data settings are examined;

one in which the number of observations are set to n = 100 and another in which n = 50.

In order to construct the plausibility output, the LOCO values are estimated for

each covariate j = {1, . . . , p} as outlined in Equation 4.9. Since we are operating in

the low-dimensional setting, no initial variable selection is necessary and the LOCO

values are estimated for all covariates. The conditional mean µ̂\j and µ̂ are trained using

ordinary least squares. The data split was fixed at 0.50 throughout all the numerical

studies shown, so for the setting in which n = 50, there are only 25 LOCO estimates

available to construct a nonparametric, generalized IM for each j. For each set of LOCO

estimates, the empirical loss outlined in Equation 4.4 is computed in order to test the

hypothesis H0 : θj = 0. The plausibility associated with this assertion is evaluated using

the bootstrap procedure as outlined in Section 4.4.

In Figure 4.6, we show the empirical CDF of plausibility values aggregated across all

p = 10 noisy covariates and aggregated across 100 replications of data generated under

two different (n, p) settings of the low-dimensional null model. As shown, the IM is
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Figure 4.6: Empirical CDF of plausibility values associated with 100 replications of data
generated under two different low-dimensional settings of the null model for classic linear
regression. Results for our approach (in blue) compared against the original approach
from Lei et al. (2018) (in red) and the adjusted LOCO approach from Markovic et al.
(2017) (in green).

the only approach that provides the desired inferential guarantees. The original LOCO

procedure as outlined in Lei et al. (2018), using the z-test, is less conservative, and the

marginal LOCO procedure as outlined in Markovic et al. (2017) is very conservative. As

expected, as the total number of observations n gets larger, the empirical CDF of the IM

plausibility values converges to that of the standard uniform distribution.

At the standard 0.05 significance level, the coverage results for the first setting in

Figure 4.6 are 0.972, 0.950, 0.970 for the IM, Lei et al. (2018), and the Markovic et al.

(2017) approach, respectively. The average lengths of the coverage intervals (and their

standard errors) are 0.038 (0.031), 0.039 (0.032), and 0.079 (0.002). Similarly, for the

second setting in which the sample size is increased from n = 50 to n = 100, the coverage

results are 0.971, 0.953, and 0.990, and average lengths (and standard errors) are 0.020

(0.015), 0.021 (0.016), and 0.055 (0.001) for the IM, Lei et al. and Markovic et al.

approaches, respectively.

In general, the Lei et al. (2018) approach performs the best in terms of nominal cov-

erage and the average coverage length at the 0.05 significance level; however, as demon-

strated in Figure 4.6, it loses this nominal coverage guarantee as the α level deviates

from 0.05. The Markovic et al. (2017) approach produces intervals that are too wide

with coverage that is too conservative. The IM approach addresses the deficiencies of
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Figure 4.7: Empirical CDF of plausibility values associated with 100 replications of data
generated under two different low-dimensional settings of the classical linear null model.
The conditional mean algorithm used to estimate the LOCO values are computed using a
regression tree. Results for our approach (in blue) compared against the original approach
from Lei et al. (2018) (in red). For setting (a), at the 0.05 significance level, the coverage
probabilities are 0.962 and 0.942, and the average lengths are 0.100 (0.072) and 0.103
(0.074), for the IM and Lei et al. approaches, respectively. For setting (b), the coverage
probabilities are 0.964 and 0.937, and the average lengths are 0.069 (0.042) and 0.071
(0.043) for the IM and Lei et al. approaches, respectively.

both methods in that the plausibility intervals are as efficient as those from Lei et al.

(2018), but the coverage is (at least) nominal for all α ∈ (0, 1). Since the data split is

set at 0.50, the number of observations available to estimate the empirical loss measures

under the nonparametric IM are actually n = 25, thus the IM output is (approximately)

valid even in settings where the sample size is small.

Since a primary advantage of the LOCO procedure is that the conditional mean µ̂\j

and µ̂ can be estimated using any algorithm, we repeat the numerical experiments in

the low-dimensional setting above, with the exception that we use the regression tree

algorithm available in the rpart library (Therneau and Atkinson 1997). As shown in

Figure 4.7, empirical validity holds for the IM output, whereas the empirical distribution

of the p-values from the Lei et al. (2018) approach is still stochastically larger than

uniform. The method from Markovic et al. (2017) is not shown as its marginal LOCO

parameter requires that the conditional mean algorithm be estimated using ordinary least

squares.

Whether we use ordinary least squares or regression trees (or some other algorithm)
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to estimate the conditional mean in the LOCO parameter, the empirical CDFs of the

IM plausibility values do not deviate too far from the standard uniform distribution.

Validity holds (at least empirically) even as the problem gets harder with more noisy

covariates. We can also show validity in the high-dimensional setting in which the number

of covariates p is larger than n.

As LOCO values were developed in the setting of post selection inference (see e.g.,

Rinaldo et al. 2016, Markovic et al. 2017, Lei et al. 2018), we consider another simulation

where we generate data in a high-dimensional setting in which the total number of noisy

covariates are p = 50 and the observations are set at n = 100 and n = 200. We keep the

data split at 0.5. In post selection literature, inference is done after model selection, so

we introduce some stochasticity in the model selected via LASSO, in which covariates

are estimated by optimizing the objective

min
β

1

2

n∑
i=1

(yi − β0 −
p∑
j=1

xijβj)
2 + λ

p∑
j=1

|βj|.

For consistency, we fix the λ penalty to 0.25/n as done in Markovic et al. (2017). This

choice drives down the coefficients associated with certain “irrelevant” covariates to β̂j =

0, so that we only need to calculate LOCO values associated with a smaller set of (active)

covariates j ∈ E, where E ⊆ {1, . . . , p}. Conditioning on the selection event E, LOCO

values are then estimated as outlined in Equation 4.9.

The plausibility output is generated as done for the low-dimensional setting with the

exception that LOCO values are only estimated for the selected covariates in E. Thus,

we are only interested in inference for H0 : θj = 0 for j ∈ E. Once again, as shown in

Figure 4.8, the empirical CDF of IM plausibility values aggregated across all the selected

E covariates, and aggregated across 100 replications of each data setting, is stochastically

no larger than uniform. At the 0.05 significance level, for setting where n = 100 and

p = 50, coverage is 0.963, 0.939, 0.992, and the average lengths (and standard errors)

are 0.018 (0.013), 0.017 (0.013), 0.055 (0.001) for the IM, Lei et al. (2018) and Markovic

et al. (2017) methods, respectively. And for setting where n = 200 and p = 50, coverage

is 0.976, 0.951, 0.996, and the average lengths (and standard errors) are 0.011 (0.008),

0.012 (0.008), 0.039 (0.007).

Efficiency

Now that we observed validity holds under low and high-dimensional settings (and in the

case where the conditional mean is misspecified), we consider the setting where there are
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Figure 4.8: Empirical CDF of plausibility values associated with 100 replications of data
generated under two different high-dimensional settings of the classical linear null model.
Results for our approach (in blue) compared against the original approach from Lei et al.
(2018) (in red) and the adjusted LOCO approach from Markovic et al. (2017) (in green).

active predictors in the data generated, in hopes that the nonparametric, generalized IM

approach can identify important features. We generate data in a low-dimensional setting

to avoid an additional model selection step; however, our results also hold in the higher

dimensional setting where p >> n. Instead of generating the response in terms of the

null model, we let µ(xi) = E(Yi|Xi = xi) be linear in the features, where the number of

active covariates are fixed at s = 3 and s = 5. For these active covariates s, the coefficient

values are fixed at a value of β = 8. We conclude that a variable is “important,” or select

it in the final model, if the plausibility associated with H0 : θj = 0 is smaller than 0.05.

For the LOCO methods from Lei et al. (2018) and Markovic et al. (2017), we include

the variables if the p-value associated with the estimated mean of the LOCO parameter

is less than 0.05. To understand whether the correct set of covariates are selected, we

examine the performance of our approach in terms of the following variable selection

criteria:

• False discovery rate (fdr): False positives / (False positives + true positives)

• False positive rate (fpr): False positive / (False positives + true negatives)

• True positive rate (tpr): True positives / (True positives + false negatives)

• Size: The number of active covariates designated as important.
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Figure 4.9: Empirical CDF of plausibility values associated with 100 replications of data
generated under two different low-dimensional settings of the classic linear regression
model. The total number of observations were set at n = 200. In setting (a) and (b), the
first three covariates in indices 1, 2, and 3 were active. In setting (c) and (d), the first
five covariates were active.
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In Figure 4.9, we see (approximate) empirical validity is retained for the inactive

covariates. The empirical CDF of plausibility values deviate further from the standard

uniform distribution when the setting is a little more challenging (e.g., number of active

covariates increase from 3 to 5). Since the empirical CDFs of the p-values associated with

the inactive covariates under the Markovic et al. (2017) method are more conservative,

there is a lower likelihood that they are falsely rejected and deemed an important variable

in the final model. The empirical CDFs of the p-values from the Lei et al. (2018), however,

are less conservative, suggesting a higher probability that noisy covariates are selected as

“important.”

Table 4.1: Performance of different LOCO procedures in identifying important covariates
in the classic linear regression low-dimensional setting.

method fdr fpr tpr size

s = 3 IM 0.042 (0.097) 0.024 (0.058) 0.997 (0.033) 3.160 (0.420)
Lei et al. 0.069 (0.115) 0.040 (0.068) 1.000 (0.000) 3.280 (0.473)
Markovic et al. 0.015 (0.060) 0.009 (0.034) 1.000 (0.000) 3.060 (0.239)

s = 5 IM 0.020 (0.057) 0.024 (0.071) 0.998 (0.020) 5.110 (0.373)
Lei et al. 0.031 (0.068) 0.038 (0.084) 1.000 (0.000) 5.190 (0.419)
Markovic et al. 0.005 (0.029) 0.006 (0.034) 1.000 (0.000) 5.030 (0.171)

Table 4.1 display the performance across the three different methods on a set of

variable selection criteria, in which the variables were included in the final model if the

associated p-value (or plausibility value) estimated from the LOCO values is less than

0.05. At this significance threshold, the Markovic et al. (2017) approach performs the

best all across the board, followed by our approach in terms of controlling the inclusion

of noisy covariates and then the Lei et al. (2018) approach.

Since a key feature of variable selection is the choice of the significance level α,

controlling covariate entry in the final model, we also plot the false positive rate against

the choice of α in Figure 4.10. Only the IM procedure provides the desired false positive

rate control. An analyst can thus control the number of noisy covariates selected for

inclusion, or the level of model overfitting (or underfitting), by appropriately selecting α.
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Figure 4.10: False positive rate under four different low and high-dimensional settings
plotted against the choice of α used to determine whether a covariate is selected for
inclusion.

When we move into a higher dimensional linear regression setting, relying once again

on the LASSO as the model selection procedure, we see in Table 4.2 that the performance

of our procedure falls between that of the other two competing methods. However, as

shown in Figure 4.10, the IM method provides false positive rate control. Note that

the false positive rate in the high-dimensional setting is calculated assuming the selected

subset of covariates E from LASSO.
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Table 4.2: Performance of different LOCO procedures in identifying important covariates
in the high-dimensional linear regression setting.

method fdr fpr tpr size

s = 10 IM 0.065 (0.072) 0.019 (0.022) 1.000 (0.000) 10.760 (0.889)
Lei et al. 0.109 (0.090) 0.034 (0.030) 1.000 (0.000) 11.340 (1.191)
Markovic et al. 0.013 (0.036) 0.004 (0.010) 1.000 (0.000) 10.150 (0.411)

s = 20 IM 0.027 (0.040) 0.019 (0.030) 0.999 (0.007) 20.560 (0.891)
Lei et al. 0.045 (0.046) 0.033 (0.036) 1.000 (0.000) 20.980 (1.044)
Markovic et al. 0.002 (0.011) 0.002 (0.007) 1.000 (0.000) 20.040 (0.197)

4.4.2 Kelly blue book data

Figure 4.11 shows an example of developing a multivariate regression model for car val-

ues based on a number of characteristics (e.g., mileage, number of cylinders, number

of doors, availability of cruise control) from the Kelly Blue Book (Kuiper 2008). We

log transformed the response (price), and applied LASSO, choosing the penalty term by

5-fold cross-validation. The left panel displays what the naive p-values associated with

each active covariate would be compared against the plausibility values from the non-

parametric IM approach. The IM output differs in four covariates, the Buick, convertible,

hatchback, and sound indicator, suggesting they not be considered important predictors

for the final model.

To test how our method performs in the presence of noisy covariates, on the right

panel of Figure 4.11, we added 10 independent Gaussian predictors, labeled X1, . . . , X10,

comparing once again the IM results against that of the naive p-value output. As shown,

the noisy covariates are included as important predictors in the model; however, the IM

output appropriately adjusts p-values to reflect the irrelevance of these predictors.

4.5 Future directions

As methodologists are rarely involved in the widespread use of their statistical tools,

this nonparametric, generalized IM approach is one means to address Manski’s “law of

decreasing credibility” (Augustin et al. 2014). In other words, analysts can apply this

procedure how ever they like, in a range of nonparametric settings, and attain valid

inference. As expressed in Manski (2003), “The credibility of inferences decreases with

the strength of assumptions maintained.” The only assumption required for (empirical)
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Figure 4.11: (Left) Plausibility and p-values associated with predictors included in a
multivariate regression model for car values. (Right) Resulting plausibility and p-values
to the same data set with 10 noisy predictors added generated from a standard Gaussian
distribution.

validity in this nonparametric approach, e.g., for inference on quantiles and quantile

regression, is that the data be independently distributed.

As for our application of the nonparametric IM in the setting of variable selection, we

recognize that there are automated, more sophisticated tools for variable selection that

also provide validity, e.g., the false selection rate method in Wu et al. (2007). We achieve

validity via the novel combination of the marginal LOCO parameter from Markovic et al.

(2017) with our nonparametric, generalized IM. The advantage of using these LOCO

values is in its robustness; it has been demonstrated to accurately identify important

variables whether (or not) conditions hold for the regression estimator, whether (or not)

the errors are homoscedastic and its variance estimable, whether (or not) the linear model

is correctly specified. Except for the assumption that the data pairs be independent, our

approach can identify important variables under almost no conditions at all.

As this chapter demonstrates empirical validity among a wide collection of the non-

parametric settings, future work include theoretical investigations into why this non-

parametric IM achieves the validity guarantee. More numerical experimentation should

also be conducted to understand how this approach can be extended to a larger class

of regression models, e.g., logistic and Poisson, as well as computational techniques to

ease the burden of estimating LOCO values in the case where the number of covariates

available are high.
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Chapter 5

Imprecise topic models

The introduction of the LOCO parameter is one means of achieving valid inference when

the model is misspecified, but it requires working within the non-additive IM framework.

Fortunately, this is computationally feasible as the inferential output in this setting only

required dealing with two dimensional random sets. Unfortunately, there are a whole

class of problems in which reducing the data as done in the generalized IM applications

is not possible. This class would instead require working with high dimensional random

sets, which is difficult as set calculus has yet to be developed for these complex sta-

tistical settings (Dubois and Prade 2015). Moreover, few experts are familiar with the

mathematics of non-additivity.

To operate within the confines of classical probability, we explore inference under

another framework: imprecise probability (IP). As it is a rather generic term that covers

many mathematical abstractions, e.g., lower and upper previsions, partial preference

orderings, including that of classical, additive probability measures (Walley 1991), we

focus on one: lower and upper probabilities. We adopt the definition in Walley (2000)

that characterizes lower and upper probabilities as the lower and upper envelope of a set

of probability measures. So, for a nonempty set of probability measures M , the lower

and upper probability (envelope) are defined as

P(A) = min
P∈M

P (A) and P(A) = max
P∈M

P (A).

The benefits of using lower and upper probabilities, and of IP in general, have been

defended and enumerated in Walley (1991), Augustin et al. (2014), and Bernard (2002),

among others, so we refer the reader to those monographs. Given the established commu-

nity of IP researchers demonstrating its utility in modeling, not only incomplete evidence

(as we have done with the introduction of random sets), but also model imprecision, we
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adopt their philosophy in this chapter as a guiding paradigm towards statistical inference.

We focus specifically on one popular IP model, known as the imprecise Dirichlet model

(IDM), as a long lineage of work already exists on its applications in reliability (Wilson

et al. 2009, Troffaes and Coolen 2009), in game theory (Quaeghebeur and De Cooman

2009), and in medicine (Walley 1996).

5.1 Introduction to IDM

First proposed by Walley (1996), the IDM is a model for learning from multinomial data.

It is a generalized version of inference based on the classic Dirichlet-multinomial Bayes

approach, where the prior is not just one precise symmetric Dirichlet distribution, but a

set of Dirichlet priors; hence, the name: imprecise. Inference is done by maximizing and

minimizing over the resulting posterior set—a procedure initially introduced in statis-

tical literature as Bayesian Sensitivity Analysis (BSA). While comprehensive references

exist on BSA, e.g., see Kadane (1984), Berger (1990), Berger et al. (2000), in brief, BSA

examines the sensitivity of posterior inferences from changes in the prior. The mechanics

are simple: a single prior probability measure is replaced by a class of probability mea-

sures M0, resulting in a range of possible posteriors Mn. The difference with the IDM

formalized in Walley (1991) is that BSA works off the premise that the true probability

measure exists and is in the class M0; there is just not enough resources to delineate what

this true measure is (Berger 1990). In contrast, IDM functions under the assumption

that the true, salient M0 does not exist (Walley 1991). IDM treats the posterior set as

one unit, called a credal set, of which inferences can be obtained and from which not one

posterior distribution in the set can be distinguished as any better from the rest.

As updating each possible Dirichlet prior in the set M0 via Bayes’ rule then maximiz-

ing and minimizing over the subsequent posterior set is computationally intensive, Walley

(1996) uses a non-standard parameterization of the Dirichlet such that the maximum and

minimum of the posterior set can be analytically attained. This requires reparameter-

izing the common symmetric Dirichlet prior used from a classical Bayes approach into

its mean t = 1/K and precision s. The typical symmetric Dirichlet prior represented as

θ ∼ Dir(α1, . . . , αK), where αi = 1/K, for

f(θ1, . . . , θK |α1, . . . , αK) =
Γ(
∑K

i=1 αi)∏K
i=1 Γ(αi)

K∏
i=1

θαi−1
i (5.1)
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changes to

f(θ1, . . . , θK |s, t1, . . . , tK) =
Γ(s)∏K

i=1 Γ(sti)

K∏
i=1

θsti−1
i ∝

K∏
i=1

θsti−1.

The vector t also is the mean of this distribution. When this Dirichlet prior is combined

with the observed likelihood generated by multinomial data n, the posterior is

π(θ|n) ∝
K∏
i=1

θni+sti−1
i .

Imprecise inferences are then attained by maximizing and minimizing over the resulting

posterior set, which becomes a function of taking ti → 0 and ti → 1.

To illustrate this procedure, we describe Walley’s classic example of estimating the

probability of drawing a red marble, θred, from a bag of marbles, given that a small

set of observations have been made. As discussed in Walley (1996), suppose 3 blues, 2

greens and 1 red (n) marbles are drawn from a bag of marbles and replaced. Using the

reparameterization of the symmetric Dirichlet into its mean and precision, the well-known

Bayesian conditional posterior for estimating θred is

P (θred|n) =
n(red) + sk−1c(red)

N + s
, (5.2)

where n(red) = 1 for drawing one red marble, k is the number of categories in the sample

space, and c(red) denotes the number of unique categories in this sample space that is

represented by the red marble (Walley 1996). We maximize and minimize this posterior

by allowing k →∞ and k → 1, resulting in the following lower and upper probabilities:

P(θred|n) =
n(red)

N + s
and P(θred|n) =

n(red) + s

N + s
.

To fully specify this interval, we must choose a value for the precision s, a factor that

controls how much weight is placed on the prior (Walley et al. 1996). Good (1965) exam-

ined values for s that include 0, 1, K/2, K and
√
N ; however Walley (1996) suggest values

like 0, 1, 2 that do not depend on the sample space, and thus the number of categories K.

This guidance is better understood from the simulations in Figure 5.1 that compare the

upper and lower probabilities, attained under the IDM model for P (θred|n) (in black) at

various values for the precision, to the precise Bayes estimates for P (θred|n) under three

different standard Bayesian models. As shown, the imprecise intervals are coherent (thus
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Figure 5.1: Inference on the
probability of drawing a red
marble given the previous 6
observations as stated in Walley
(1996). The posterior lower and
upper probabilities from the IDM
model (in solid lines) against
three precise Bayesian approaches
(in dashed lines) that differ by
the sample space Ω defined for
the problem. Red, Blue, Green,
Light Red, Dark Red, and other
colors are symbolized by R, B, G,
LR, DR, O, respectively.

agree) with all the estimates obtained from the strictly Bayesian approaches; whereas

these Bayesian estimates are inconsistent with each other.

Walley (1996) attributes this coherence property to the fact that the estimates for the

lower and upper probabilities do not depend on t, and thus do not depend on the number

of categories K that define the original sample space. In contrast, the strictly Bayesian

posterior as outlined in Equation 5.2 is defined by the number K. The IDM is attractive

as it provides, not only coherence, in the sense that its inferences are always consistent

with any choice of the sample space K, but also simplicity: the only ambiguity that is

left up to the analyst is in deciding (not on an elusive prior) but on the tangible precision

s. As the Figure 5.1 illustrates, the larger the s, the more conservative the intervals are;

the smaller the s, the faster the upper and lower probabilities converge. The choice of

s can be interpreted as the “learning parameter,” controlling the rate at which greater

precision in inferences are attained.

Quaeghebeur and De Cooman (2005) generalized the basic IDM from Walley (1996)

to not only cover the use of imprecise priors under Dirichlet-Multinomial problems, but

all types of Bayesian problems in which conjugacy is used. Quaeghebeur and De Cooman

(2005) called models that fit this paradigm as “LUCK,” for “linearly updated conjugate

prior knowledge,” and formally defined them.

Definition 5.1.1 Consider a Bayesian inference problem with a parameter (vector) θ
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based on a sample x. Let the prior be described by some θ(0). The prior P (θ) and

posterior P (θ|x) pair is a LUCK-model of size n ∈ N, relative to the likelihood (with

natural parameters Ψ) and prior (with parameters s(0) ∈ R+ and t(0)) and sample statistic

τ(x), if and only if P (θ) and P (θ|x) can be expressed as

P (θ) ∝ exp{s(0)(〈Ψ, t(0)〉 − b(Ψ))} and P (θ|x) ∝ exp{s(1)(〈Ψ, t(1)〉 − b(Ψ))}

with

s(1) = s(0) + n and t(1) =
s(0)t(0) + τ(x)

s(0) + n
,

where θ is transformed to Ψ and b(Ψ), and θ(0) into s(0) and t(0).

In the context of the IDM, the t(0) and t(1) are the key parameters of interest as they con-

trol the behavior of the prior and posterior (Walter and Augustin 2009). For the marbles

example, the t(0) corresponds to the symmetric Dirichlet hyperparameters for the strictly

Bayesian approaches, while t(0) → 0 and t(0) → 1 for the IDM. The upper and lower

probabilities for the posteriors in LUCK (and IDM) models are easy to attain because

of the linearity involved in updating the parameters by fixing s(0). As demonstrated in

Figure 5.2, these imprecise models ignore prior-data conflict. To fix this, Walter and

Augustin (2009) extend the definition of LUCK models such that

Definition 5.1.2 Consider a set of LUCK-models P (θ), P (θ|x) that is produced by t(0),

varying in the set T (0) ⊂ R+, and s(0), varying in the set S(0) ⊂ R+. Let the class of

priors and posteriors consist of all convex mixtures from the variation of P (θ), P (θ|x).

Generalized LUCK-models are then attained where

s(1) = s(0) + n and t(1) =
s(0)t(0) + τ(x)

s(0) + n
, s(0) ∈ S(0), t(0) ∈ T (0).

Because of the dependence on sets in S(0) and T (0), the posterior set is not rectangular.

Instead, the lower probability is given by

t(1) =


s(0)t(0)+τ(x)

s(0)+n
if τ(x) ≥ nt(0)

s(0)t(0)+τ(x)

s(0)+n
if τ(x) < nt(0),

(5.3)

and the upper probability by

t
(1)

=


s(0)t

(0)
+τ(x)

s(0)+n
if τ(x) ≤ nt

(0)

s(0)t
(0)

+τ(x)

s(0)+n
if τ(x) > nt

(0)
.

(5.4)
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(a) Prior set (b) Posterior set with no prior-data conflict

(c) Posterior set with prior-data conflict (d) Corrected posterior set

Figure 5.2: Inference on a multinomial distribution with probabilities θj for j = 1, 2, 3

via an IDM. In (a), the prior set is specified as T (0) = {t(0)
1 ∈ [.2, .8]× t(0)

2 ∈ [.2, .8]× t(0)
3 ∈

[0, .6]}. In (b), consider a sample n = 5 is observed, with 3 observations in category
1 (denoted by x) and 2 in category 2 (or y). There is no prior-data conflict. Fixing

s(0) = 5, the posterior set is given by T (1) = {t(0)
1 ∈ [.4, .7]× t(0)

2 ∈ [.3, .6]× t(0)
3 ∈ [0, .3]}.

In (c), consider another sample n = 5 is observed, with 1 observation in category 2 (or
y) and 4 observations in category 3 (or z). There is prior-data conflict as τ(x)/n = 4/5
is outside the prior specification for z and τ(x)/n = 0/5 is outside the prior specification

for x. Fixing s(0) = 5, the posterior set is given by T (1) = {t(0)
1 ∈ [.1, .4] × t

(0)
2 ∈

[.2, .5]× t(0)
3 ∈ [.4, .7]}. In (d), the prior-data conflict in (c) is addressed with the use of

the generalized LUCK model. Fixing S(0) ∈ [1, 25], the corrected posterior set is given

by T (1) = {t(0)
1 ∈ [.03, .67]× t(0)

2 ∈ [.2, .7]× t(0)
3 ∈ [.13, .77]}.

Despite extensive studies on such imprecise models to provide coherence and han-

dle prior-data conflict, e.g., see Bernard (2002), Walter (2007), Walley (1991), settings

considered have been derided as too “basic” to have any practical application (Augustin

et al. 2014). We extend principles from the generalized IDM from Walter and Augustin

(2009) to topic modeling to demonstrate its utility in a more complex setting.
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5.2 Latent Dirichlet Allocation

Latent Dirichlet Allocation (LDA) is a type of topic model developed to rapidly analyze

large collections of text. It is an unsupervised learning algorithm that extracts hidden

“topics” that govern a set of documents without the need to predefine these categories

beforehand. This is done by representing each document xd in a collection as a vector of

word counts and postulating that these multinomial observations are parameterized by a

weighted sum of hidden “topics” (Taddy 2012). A topic t is thus a discrete distribution

over some fixed vocabulary of W words with a probability vector φt (Blei et al. 2003,

Griffiths and Steyvers 2002, 2004, Hofmann 1999). Thus, given a LDA model with T

topics and a document (indexed by d) with Nd =
∑W

n=1 xd,n words, one observation, or a

vector of word counts, is described by

xd ∼ Multinomial(θd,1φ1 + · · ·+ θd,TφT , Nd), (5.5)

where the weight vector θd is the probability vector for each document’s multinomial dis-

tribution over topics. Given Dirichlet-multinomial conjugacy, a non-informative Dirichlet

prior is then placed on each θd. Given its successful application in many problems, e.g.,

analyzing news articles (Newman et al. 2006), developing search interfaces (Mimno and

McCallum 2007a), navigating scientific papers (Blei and Lafferty 2009), we focus on

extending the LDA within the IDM framework.

Introduced by Blei et al. (2003), the LDA model is built off the key assumption

that word order can be ignored (Wallach 2008). Each document is treated as a “bag-of-

words,” and the words in one bag (or document) are independent of words in another

bag (Steyvers and Griffiths 2006). As a result, an unstructured collection of text can be

condensed into a matrix where each document has its own row and each unique word

has its own column. The values of this document-term matrix are the word frequencies

associated with each document. Because each document within any collection are often

unique from others, this matrix is typically sparse.

While the sampling model in Equation 5.5 expressed the data in terms of each unique

category of words per document, in the literature, the model is often parameterized in

terms of each individual word. Each document d is instead expanded from xd to the

full vector wd = {wd,1, . . . , wd,Nd}, where wd,i is called a “token” for each word in a

document (Blei et al. 2003). Each word token is associated with a topic assignment

zd = {zd,1, . . . , zd,Nd}, drawn iid from each document’s distribution over topics. In other
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words,

P (zd|θd) =

Nd∏
i=1

θd,zd,i .

For all documents d = {1, . . . , D} and topics t = {1, . . . , T} in a (training) collection,

the θd parameters form a D × T document-topic matrix, which we will represent with

Θ = {θ1, . . . ,θD}T . θd,t is the probability of topic t under document d. Θ is the set of D

multinomial distributions over some fixed number of topics T , where dth row delineates

the specific topic mixture for document d.

The words observed for each document d are defined by a conditional distribution

indexed by T × W parameters, where T is the number of hidden topics and W the

number of unique words,

P (wd|zd,Φ) =

Nd∏
i=1

φzd,i,wd,i .

For all topics t = {1, . . . , T} and words w = {1, . . . ,W} in a collection, the φt,w param-

eters can be summarized by a T ×W topic-word matrix, which we will represent with

Φ = {φ1, . . . ,φT}T . φt,w is the probability of word w under topic t. Φ is the set of

T multinomial distributions over some fixed vocabulary of W words, where the tth row

delineates the (probability) importance of each word in a topic t.

From these conditional distributions, the joint probability of a collection of documents

D = {w1, . . . ,wD} and its corresponding topic assignments Z (of each word) is

P (D,Z|Φ,Θ) =
D∏
d=1

Nd∏
i=1

φzd,i,wd,iθd,zd,i =
D∏
d=1

T∏
t=1

W∏
w=1

[
φt,w

]nt,w[
θd,t

]nd,t
. (5.6)

nt,w is the number of times the word w was sampled from topic t, and nd,t is the number

of times the topic t was sampled in document d.

Prior to the development of LDA, Equation 5.6 was known as the probabilistic Latent

Semantic Index (pLSI) model and its TW + TD parameters were fit using standard EM

procedures (Hofmann 1999). However, as training data often is made up of millions of

documents D, pLSI was prone to over fit—even in cases when tempering is introduced

(Popescul et al. 2001). In order to develop a model that generalizes beyond the training

data, Blei et al. (2003) extends the pLSI by placing a symmetric Dirichlet prior on the

document-topic distribution, P (Θ|α) =
∏

dDir(θd|α), reducing the number of model

parameters to TW + T . By symmetry, this prior parameter vector α, as outlined in

Equation 5.1, can be simplified to a scalar α. While Blei et al. (2003) states this prior

specification has “little practical effect,” Section 5.3 demonstrates otherwise; the choice
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of a symmetric Dirichlet prior is one of mathematical convenience and has major ram-

ifications on subsequent inference (Wallach et al. 2009a). Nevertheless, the higher the

α chosen, the more balanced the distribution of topics will be within each document.

In practice, this α value is set to be less than 1, to encourage sparsity among each

document’s topic representation.

Together, with the “bag-of-words” paradigm, the LDA model operates using the

assumptions that (i) the number of topics T is fixed and known; (ii) the length Nd

of each document is ancillary; and (iii) the topic distribution over words Φ is treated

as fixed quantity to be estimated Blei et al. (2003). The LDA reduces the complex

process involved in composing each document wd in a collection into a small number of

probabilistic steps summarized as follows

1. Choose length of each document Nd ∼ Poisson(η).

2. Choose each document’s distribution over topics θd ∼ Dir(α).

3. For each of the i = 1, . . . , Nd words in a document wd:

(a) Choose a topic zi ∼ Multinomial(θd).

(b) Conditioned on topic zi = t, choose a word wi from P (wi|zi = t,Φ) = φt,wi .

5.2.1 Approximate posterior inference

With this generative model, Blei et al. (2003) can then proceed with posterior inference

to recover the hidden topic structure underlying a collection of text. The goal is to attain

the posterior distribution of the latent variables given a training collection,

P (Θ,Z|D,α,Φ) =
P (Θ,Z,D|α,Φ)

P (D|α,Φ)
=
P (D|Z,Φ)P (Z|Θ)P (Θ|α)

P (D|α,Φ)
. (5.7)

Given the decomposition in the numerator, the expression for the joint distribution is

P (Θ,Z,D|α,Φ) =
D∏
d=1

(Γ(
∑T

t=1 αt)∏T
t=1 Γ(αt)

T∏
t=1

θαt−1
d,t

) Nd∏
i=1

φzd,i,wd,iθd,zd,i ,

where θd,zd,i is the component associated with the topic sampled zd,i from a document’s

multinomial distribution over topics θd, and the hyperparameters of the symmetric

Dirichlet prior can be simplified to αt = α. Marginalizing over Θ and Z returns the
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denominator in Equation 5.7,

P (D|α,Φ) =

∫ ∑
Z

P (Θ,Z,D|α,Φ)dΘ

=
(Γ(Tα)

Γ(α)T

)D D∏
d=1

∫ [ T∏
t=1

(
θd,t

)α−1][ Nd∏
i=1

T∑
t=1

P (wd,i|zd,i,Φ)P (zd,i = t|θd)
]
dθd,t

=
(Γ(Tα)

Γ(α)T

)D D∏
d=1

∫ [ T∏
t=1

(
θd,t

)α−1][ Nd∏
i=1

T∑
t=1

φt,wd,iθd,t

]
dθd,t.

This unfortunately entails summing over all TN configurations for Z, where N =
∑

dNd.

Since the state space Z is too large to enumerate, methods have been developed to

approximate this posterior.1 These methods fall into two categories: variational and

sampling-based algorithms.

Variational approximations

Variational algorithms posit a parametric family that is close to the posterior then op-

timize this simpler, convex distribution by minimizing the Kullback-Leibler (KL) diver-

gence from the true posterior (Blei 2012). For the LDA, a simpler, variational distribution

can be attained by decoupling the θ and Φ (Minka 2001a). This variational distribution

takes the form

Q(θ, z|γ,Λ) = Q(θ|γ)

Nd∏
i=1

Q(zi|Λ),

where the variational parameters, γ and Λ, are designed as surrogates to the true LDA

parameters, α and Φ. The values of these variational parameters are then determined

by optimizing

(γ∗,Λ∗) = arg min
γ,Λ

Div(Q(θ, z|γ,Λ)||P (θ, z|w,α,Φ)),

which is the KL divergence between the variational distribution and the desired posterior.

Re-framing the intractable LDA posterior into an optimization problem is possible

as the log marginal likelihood for a document w of length Nd is concave. As shown in

Blei et al. (2003), that allows for the use of Jensen’s inequality to identify a lower bound,

1For notational convenience, posterior approximations from this point onwards will be discussed
in terms of each individual document w = wd. As we operate under the “bag-of-words” assumption,
probabilities associated with an entire text collectionD is acquired simply by multiplying each individual
document’s probability.

89



LB(α,Φ):

logP (w|α,Φ) = log

∫ ∑
z

P (θ,w, z|α,Φ)dθ let θd = θ

= log

∫ ∑
z

P (θ,w, z|α,Φ)Q(θ, z)

Q(θ, z)
dθ, Q(θ, z) > 0,

∑
z

Q(θ, z) = 1

≥
∫ ∑

z

Q(θ, z) logP (θ,w, z|α,Φ)dθ −
∫ ∑

z

Q(θ, z) logQ(θ, z)dθ

= EQ[logP (θ,w, z|α,Φ)]− EQ[logQ(θ, z)] = LB(α,Φ).

The tightest lower bound is achieved by maximizing LB(α,Φ). Details in Blei et al.

(2003) also show how logP (w|α,Φ)−LB(α,Φ) is the KL divergence betweenQ(z,θ|γ,Λ)

and P (θ, z|w,α,Φ). Thus, in maximizing the lower bound, the KL divergence is mini-

mized between the variational distribution and the desired posterior (Blei et al. 2003).

With the convex optimization problem delineated by the expression for LB(α,Φ),

variational parameters can be estimated by using an iterative fixed-point method. To

demonstrate, we expand the lower bound as done in Blei et al. (2003).

LB(α,Φ) = E[logP (θ|α)] + E[logP (z|θ)] + E[logP (w|z,Φ)]− E[logQ(θ|γ)]− E[logQ(z|Λ)]

= log Γ(
T∑
t=1

αt)−
T∑
t=1

log Γ(αt) +
T∑
t=1

(αt − 1)(Ψ(γt)−Ψ(
T∑
t′=1

γt′))

+

Nd∑
i=1

T∑
t=1

Λt,i(Ψ(γt)−Ψ(
T∑
t′=1

γt′))

+

Nd∑
i=1

T∑
t=1

W∑
k=1

I(wi = k)Λt,i log φt,k

− log Γ(
T∑
t=1

γt) +
T∑
t=1

log Γ(γt)−
T∑
t=1

(γt − 1)(Ψ(γt)−Ψ(
T∑
t′=1

γt′))

−
Nd∑
i=1

T∑
t=1

Λt,i log Λt,i.

Additional details of this expansion are given in the Appendix 5.5. From here, a La-

grangian is formed to maximize the lower bound with respect to Λ under the constraint
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∑T
t=1 Λt,i = 1:

LB(α,Φ)[Λt,i] = Λt,i(Ψ(γt)−Ψ(
T∑
t′=1

γt′)) + Λt,i log φt,i − Λt,i log Λt,i + λi(
T∑
t=1

Λt,i − 1).2

By finding the derivative of this expression and setting it to zero, we can obtain Λ̂. As

for γ, the relevant terms of the lower bound are

LB(α,Φ)[γt] =
T∑
t=1

(Ψ(γt)−Ψ(
T∑
t′=1

γt′))(αt +

Nd∑
i=1

Λt,i − γt)− log Γ(
T∑
t=1

γt)− log Γ(γt).

The derivative of this lower bound is taken with respect to γ and set to zero. The optimal

variational parameters are obtained by iterating between the following pair of equations

until convergence

Λt,i ∝ φt,i exp [Ψ(γt)−Ψ(
T∑
t′=1

γt′)] and γt = αt +

Nd∑
i=1

Λt,i,

where Ψ is the digamma function, φt,i is the probability of word i under topic t, and αt is

the Dirichlet hyperparameter on topic t. In Blei et al. (2003), the variational parameters

are estimated by initializing Λt,i = 1/T and γt = αt +Nd/T . The lower bound obtained

via this optimization is then fixed at the values for Λ̂ and γ̂, and maximized with respect

to the desired parameters α and Φ, subject to
∑W

w φt,w = 1. Further details in the

appendix of Blei et al. (2003) outline how these parameters are found. Variational Bayes

entails alternating between maximizing the variational parameters (γ,Λ) and the model

parameters (α,Φ), comparable to how the EM algorithm works (Blei et al. 2017).

Expectation propagation

While variational Bayes (VB) approximations are fast, results are highly sensitive to how

the variational parameters are seeded. One deterministic fix is a recursive approxima-

tion technique known as Expectation Propagation (EP). EP approximates the posterior

in Equation 5.2.1, not by maximizing the variational parameters relative to all words

observed, but by maximizing them iteratively to each word observed (Minka and Laf-

ferty 2002). This is achieved by approximating the distribution of each component of

the desired posterior, then optimizing this approximation by minimizing a chosen cost

function. In the LDA setting, this cost function is often the KL divergence.

2Only the terms relevant to Λ are shown.
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To better fix the mechanics behind EP, we describe Assumed Density Filtering (ADF)

as EP is a straightforward adaptation of this procedure. ADF is designed to solve inte-

grals that can be placed into any easy-to-factor form. Take, for example, the marginal

likelihood for one document d, which can be factored into a Dirichlet prior t0 = P (θd|α)

and contributions from the likelihood associated with each word ti(θd) =
∑T

t=1 P (wi|zi =

t,φt)P (zi = t|θd). ADF works by incorporating each of these ti terms into the posterior

sequentially. So, an estimate for the overall marginal likelihood is

p̂(θd) =
ti(θd)q

\i(θd)∫
ti(θd)q\i(θd)dθd

,

where q\i(θd) is the old approximate posterior that does not include the contribution

from the current likelihood ti(θd). When t0 is first processed, q\i(θd) is initialized at 1.

This results in an approximation for the marginal likelihood that provides a means to

update the old approximate posterior, call it qnew(θd), by minimizing the KL divergence,

Div[p̂(θd)||qnew(θd)]. ADF works with these approximating posteriors q(·) as they are

much simpler than the exact posterior distribution; these are often specified in terms of an

exponential family as well, so minimizing the KL divergence is just a matter of matching

moments. For the LDA, this entails matching the mean and variance of a Dirichlet

distribution. This approximating posterior is iteratively refined until every observation

is included. We can interpret this iterative refinement as a means of optimizing some

local features from the contribution from each likelihood ti(·) that otherwise would be

loss in the global optimization procedure of VB (Minka 2001a).

Since ADF involves iterative calculations to approximate an intractable posterior,

its estimates depend on the order in which observations are incorporated. Empirical

studies, e.g., Minka (2001a), demonstrate ADF is particularly inadequate in settings in

which data points similar to each other are processed sequentially; the deviation (between

the true and approximate posterior) is high as the approximating posterior over commits

to specific regions of the sample space. EP is thus introduced as one fix to reduce this

dependence on data order. It works by approximating the posterior round-robin style by

leaving out the contribution from one observation at a time (Minka 2015). This holdout

method is possible because of the means by which ti is expressed; instead of using the

exact likelihood ti, as done in ADF, an approximation to ti is used,

t̃i(θd) = Zi
q(θd)

q\i(θd)
. (5.8)

By redefining the contribution from each (word) observation i, or the individual likelihood
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ti, in this form, we can go back in any order to refine our approximate posterior (Minka

2001b). The general EP procedure can be distilled to the following:

1. Initialize contributions from each approximate likelihood t̃i.

2. Compute an approximate posterior q(θd) =
∏

i t̃i(θd)/
∫ ∏

i t̃i(θd)dθd.

3. For each i = {1, . . . , Nd}, calculate an old posterior without the the contribution

from t̃i where q\i(θd) ∝ q(θd)/t̃i(θd).

• Combine q\i(θd) with ti(θd) as done in ADF and minimize the KL divergence

to get new q(θd).

• Update the t̃i as given in the Equation 5.8.

• Repeat step 3 if the changes in each t̃i are greater than ε = 10−4.

By iterating between deleting and including each approximation t̃i, the desired marginal

is refined, locally at each data point, or for each word wi observed in a document d, where

i = {1, . . . , Nd}. As a result, we obtain a better posterior approximation; unlike VB,

where the procedure simply tries to find its mode (Minka and Lafferty 2002). Additional

details are located in Minka and Lafferty (2002) on applying EP in the LDA setting.

Gibbs sampling

Sampling-based algorithms work by constructing a Markov chain whose stationary dis-

tribution is the desired target posterior. In the LDA, Griffiths and Steyvers (2004)

introduced the use of such algorithms, specifically, Gibbs sampling—to extract the latent

topic structure; however, their strategy is significantly different from VB and EP in that

their posterior target is P (Z|D) versus that as outlined in Equation 5.2.1. Instead of

representing the latent variables as explicit parameters to be estimated, the document-

topic and topic-word distributions are obtained by evaluating the posterior P (Z|D) as

Z is a sufficient statistic for these parameters.

To develop a Markov chain mechanism that is amenable to Gibbs, Griffiths and

Steyvers (2004) augments the LDA model as outlined in Blei et al. (2003) by introducing

a symmetric Dirichlet prior on the topic-word distribution, P (Φ|β) =
∏

tDir(φt|β). The

full model for each documentwd observed, with i = 1, . . . , Nd words, can then be specified

by the following:

wi|zi,φzi ∼ Multinomial(φzi) where φt ∼ Dir(β),

and zi|θd ∼ Multinomial(θd) where θd ∼ Dir(α).
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Since the Dirichlet priors are conjugate to the multinomial distributions on Φ and Θ,

the joint distribution P (D,Z) = P (D|Z)P (Z) can be attained by

P (D|Z) =
(Γ(Wβ)

Γ(β)W

)T T∏
t=1

∏
w Γ(nt,w + β)

Γ(nt +Wβ)
and P (Z) =

(Γ(Tα)

Γ(α)T

)D D∏
d=1

∏
t Γ(nd,t + α)

Γ(Nd + Tα)
.

The hyperparameters on the Dirichlet priors are simplified to scalars α and β by sym-

metry. As the posterior P (Z|D) = P (D,Z)/P (D) is analytically intractable, Griffiths

and Steyvers (2004) constructs a Markov chain using samples from the conditional dis-

tribution3

P (zi = t|z\i,w) ∝ P (wi|zi = t, z\i,w\i)P (zi = t|z\i)

∝
∫
P (wi|zi = t,φt)P (φt|z\i,w\i)dφt

∫
P (zi = t|θd)P (θd|z\i)dθd

∝
n
\i
t,wi + β

n
\i
t +Wβ

n
\i
d,t + α

N
\i
d + Tα

.

The superscript \i in this conditional expression represents the result of excluding the

current topic assignment zi for the current word wi. For example, n
\i
d,t is the number of

times the topic t was sampled in the current document d, excluding the current word

wi. Given this proposal distribution, samples from the desired posterior is then obtained

after enough iterations M of the Markov chain as laid out in Andrieu et al. (2003):

• Randomly initialize topic assignments z for each word in each document and track-

ers nd,t, nt,w.

• For each iteration of m = {1, . . . ,M} of the Markov chain, and for each document

d = {1, . . . , D} in the collection:

– Get each word v = wi and find its topic assignment k = zi in the document

d, where i = {1, . . . , Nd}.

– Decrement the trackers nd,k and nk,v by 1.

– Calculate the conditional probability P (zi = t|z\i,w) as outlined above for

each topic t = {1, . . . , T}.

– Sample a new topic k∗ from this conditional and assign it as the new topic for

the current word wi.

3For notational simplicity, the conditional distribution is expressed in terms of each document w and
its respective topic assignments z.
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– Increment the trackers nd,k∗ and nk∗,v by 1.

The posterior P (Z|W ) is then integrated over to obtain parameter estimates for the

topic-word and document-topic distributions by the following,

φ̂t,w =
nt,w + β

nt +Wβ
and θ̂d,t =

nd,t + α

Nd + Tα
,

where nt is the number of words assigned to topic t, nt,w is the number of times the word

w is assigned to t, and nd,t is the number of words in document d assigned to t (Griffiths

and Steyvers 2004).

5.2.2 Evaluating computational strategies

As an unsupervised learning model, the LDA is generally evaluated by (i) measuring its

performance on a secondary task, e.g., information retrieval and document classification,

or (ii) estimating its probability over a collection of documents in a held-out set, Dtest

(Wallach et al. 2009b). Since resources might not always be available to assess the former,

we focus on the latter approach.

Known as perplexity, this evaluation metric is a function of the predictive log likeli-

hood,4

perplexity(Dtest) = exp
[
−
∑D

d=1 log (P (wd|Φ,α))∑D
d=1Nd

]
. (5.9)

The parameters for the document-topic distribution Θ is ignored as it is specific to the

training set. A good model is selected based on how high the predictive log likelihood, or

how small perplexity, is, but assessing this value remains a computationally and numeri-

cally challenging task. We present a few methods around approximating perplexity, given

our reliance on this measure as a “goodness-of-fit” indicator for trained LDA models.

Importance sampling

We start with the simplest approach, importance sampling, which works by a change of

measure. To estimate functions of the intractable P (wd|Φ,α), we draw samples from an

easier, more tractable proposal distribution. As these “easier” points do not perfectly

match the exact predictive likelihood, the sampled points s are re-weighted to compensate

4For notational convenience, in this section, we will be representing one document in the held-out
set by w (and its associated topic assignments by z). The estimated document-topic hyperparameter

α̂ and topic-word Φ̂ parameters will also be simplified to α and Φ. The length of each test document
Nd will be represented as N . The evaluation strategies can be extended to include all documents D in
a held-out set by taking the product of the probability associated with one document.
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for using the wrong distribution. A common proposal distribution leveraged in LDA

modeling is the prior over z:

P (w|Φ,α) =
∑
z

P (w, z|Φ,α)

=
∑
z

P (w|z,Φ)P (z|α)

≈ 1

S

∑
s

P (w|z(s),Φ) where z(s) ∼ P (z|α).

This estimate has often been shown to perform poorly as the mode of the proposal

distribution is far from that of the mode of P (w|Φ,α). Instead, Wallach et al. (2009b)

recommends using the distribution over θ:

P (w|Φ,α) =

∫
P (w|Φ,θ)P (θ|α)dθ

≈ 1

S

∑
s

P (w|θ(s),Φ) θ(s) ∼ Dir(α)

≈ 1

S

∑
s

∏
n

∑
zn

P (wn, zn|θ(s),Φ).

The full estimate is taken relative to S samples of θ(s) unconditionally generated from

the trained LDA model.

Particle filtering

Because importance sampling fails in high dimensions, we consider a more flexible esti-

mation technique known as particle filtering (PF). Instead of independent draws from

an approximate distribution, PF samples dependent points from a Markov chain that

converge to the desired distribution. Since the goal is to evaluate the predictive log

likelihood, we start by factorizing it into:

P (w|Φ,α) = P (w1|Φ,α)
N∏
i=2

P (wi|Φ,α,w(i−1)), (5.10)

where w(i) represents the collection of words {w1, . . . , wi} up to i. Since this factorization

should hold for any order of the words w, it is evaluated conditional on the latent

variable vector zi = (zi1, . . . , ziT ), a vector whose tth entry represents the number of

words allocated topic t from w(i−1). This is done as zi is a sufficient statistic for w(i−1)

(Scott and Baldridge 2013). As a result, we only have to keep track of zi as data
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accumulates. To assess Equation 5.10, each term in the likelihood’s product is computed

P (wi|Φ,α,w(i−1)) =

∫
P (wi|Φ,θ)P (θ|Φ,α,w(i−1))dθ

=

∫ ∫
P (wi|Φ,θ)P (θ|α, z,w(i−1))P (z|Φ,w(i−1))dθdz.

If the conditional posterior of P (z|Φ,w(i−1)) was just a simple Dirichlet, then the one

step ahead predictive likelihood above would be

T∑
t=1

P (zi = t|θ)P (wi = j|zi = t,Φ) =
T∑
t=1

( αt + zit∑
l αl + zil

)
φt,j.

However, P (z|Φ,w(i−1)) is a Dirichlet mixture. In order to evaluate this conditional pos-

terior of topic assignments given words observed from w1, . . . , wi−1, we exploit a recursive

algorithm from PF (Scott and Baldridge 2013).

PF works by sequentially processing each observation in two steps: a prediction step

and an update step (Arulampalam et al. 2002). For prediction, Chapman-Kolmogorov

is used. Assuming topic assignments at the previous hidden state P (zi−1|Φ,w(i−1)) are

known, then

P (zi|Φ,w(i−1)) =

∫
P (zi|Φ, zi−1)P (zi−1|Φ,w(i−1))dzi−1. (5.11)

This first step, or the one step ahead predictive likelihood defines a new prior that can be

updated with the next observation via Bayes’ rule

P (zi|Φ,w(i)) =
P (wi|Φ, zi)P (zi|Φ,w(i−1))

P (wi|Φ,w(i−1))
. (5.12)

Iterating between Equation 5.11 and 5.12 thus provides a means to go from P (zi−1|Φ,w(i−1))

to P (zi|Φ,w(i)) in two steps, upon which further iterations are made until the last ob-

servation wN is processed. In practice, the desired conditional posterior is represented

as

P (z|Φ,w(i−1)) ≈ 1

M

M∑
m=1

δz(m) ,

where M represents the number of particles sampled, say M = 104, and δz is a Dirac

measure for z (Scott and Baldridge 2013). Since PF represents densities via a set of

weighted particles z
(m)
i , the algorithm starts with a set of empty state vectors z

(m)
0 for

m = 1, . . . ,M that is then updated by the recursive prediction and update steps. When
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the particles z
(m)
i are combined with the likelihood associated with each word wi, a set

of weights π(m) can be estimated from the one step ahead predictive likelihood:

π(m) = P (wi = j|z(m)
i−1 ) =

T∑
t=1

( αt + z
(m)
i−1,t∑

l αl + z
(m)
i−1,l

)
φt,j. (5.13)

From this, the update step can be applied by resampling z
(m)
i−1 with weights π(m) to attain

a new set z
(m)
i , as outlined in Equation 5.12. Each particle in zi is propagated as outlined

by Equation 5.11 by drawing new particle assignments d
(m)
i ∈ {1, . . . , T} given the new

word wi = j by:

P (d
(m)
i = t|z(m)

i , wi = j) ∝
( αt + z

(m)
i,t∑

l αl + z
(m)
i,l

)
φt,j. (5.14)

Following the choice of d
(m)
i as t, the z

(m)
i,t is incremented by 1, upon which the resampling

(update) step is carried out, followed by the propagation (predict) step, and then so

on and so forth (Doucet and Johansen 2009). This particle filter approach is further

delineated in the Appendix 5.5.

Left-to-right Gibbs sampling

Many LDA evaluation methods require identifying a set of topic assignments z for w.

This results from the fact that the probability P (w|Φ,α) of held-out documents w can

be attained by

P (w|Φ,α) =
P (w|z,Φ)P (z|α)

P (z|w,Φ,α)
.

Since the numerator can be easily evaluated from the parameter estimates from a trained

LDA model, the challenge lies in computing the denominator. A familiar option would

be to utilize Gibbs as done in Section 5.2.1 in which zi is sampled given z\i,w,Φ and

α. In this sampler, zi, however, is evaluated relative to all other word assignments z\i.

A method that provides a less biased estimate of predictive likelihood is the left-to-right

Gibbs sampler (Wallach et al. 2009b).

The left-to-right Gibbs sampler does not allow words in positions greater than i

to influence the probability of the word index at i (Wallach 2008). Its Markov chain

mechanism is defined by:

P (zi = t|z<i,w,Φ,α) ∝ P (wi|zi = t,Φ)P (zi = t|z<i,α) ∝ φt,wi
n<id,t + αt

N − 1 + αt
, (5.15)

where n<id,t is the number of words assigned to topic t up until the current word i in the
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current test document d. The strategy in Wallach et al. (2009b) then utilizes sequential

Monte Carlo (like PF) to approximate the predictive likelihood, further details of which

are located in the Appendix. While estimates of the predictive likelihood from the left-

to-right Gibbs sampler is much less variable than the results from the particle filter in

Section 5.2.2, its computational complexity is O(N2), providing a trade off in speed for

accuracy.

5.2.3 Comparative study

We select one computational strategy to extend the LDA within the IDM framework.

To do so, we compare the three computational strategies, e.g., Variational Bayes (VB),

Expectation Propagation (EP), and Gibbs, based on (i) accuracy as measured by the

three perplexity measures discussed, and (ii) speed as measured by floating point opera-

tions. As alluded in the introductory section on the LDA model, there are many different

quantities that control document generation, including:

• The number of topics T .

• The number of documents D.

• The number of terms observed per document Nd.

• The size of the vocabulary W .

• The symmetric hyperparameter α.

• The symmetric hyperparameter β.

Given the large number of possible data configurations from these parameters, we

limit ourselves to generating one data set of 1,000 texts. For a visualization mechanism,

these 1,000 texts are reformulated as done in Griffiths and Steyvers (2004) into images,

each consisting of 25 pixels, representing a fixed 25-word vocabulary set arranged as a

5×5 grid. The intensity of each pixel acts as the “frequency” of a word in each document.

Each of these 5× 5 images is generated from a known set of 10 topics. These 10 topics,

and their distribution over the fixed 25 word vocabulary, are displayed in Figure 5.3 as

a set of horizontal and vertical bars. Each (document) image d in the total collection D

is generated by sampling θd from a symmetric Dirichlet with α = 1, and each of the Nd

pixels (words) for each document sampled as outlined in Section 5.2. While some topics

dominate some documents, as shown in Figure 5.4, the latent topic distribution is still

difficult to extract.
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Figure 5.3: Visualization of the 10 topics used to generate the 1,000 documents (images)
in the training and test set.

Figure 5.4: Visualization a random selection of 5 of 1,000 images generated.

With the 1,000 documents, the first 500 images are placed into training while the

last 500 are held out for testing. Gibbs, VB and EP are executed on the training set to

arrive at estimates of topic-word distribution, Φ. For comparative purposes, we fix the

α parameter. The Gibbs sampler demonstrates quick convergence in the log likelihood,

so it is only run for 1,000 iterations. The VB and EP approximations are run until

convergence with the same stopping parameters used in Blei et al. (2003) and Minka and

Lafferty (2002). These algorithms are executed with a fixed Dirichlet prior of α = 50/K,

where the total number of topics were assumed to be K = 10 (which also happens to be

the true value). For the Gibbs sampler, the Dirichlet prior on the topic-word distribution

is initiated with a hyperparameter of β = 1/25. Perplexity as outlined in Equation 5.9 is

calculated utilizing all three evaluation methods of importance sampling (MC), particle

filtering (PF), and left-to-right Gibbs (LR) sampling.

Results in Figure 5.5 suggest the Gibbs sampler to be the most competitive in terms

of speed (as measured by floating point operations) as well as accuracy (as measured in

perplexity from the MC, PF and LR evaluation methods).5 Examining the topic word

distribution at various iterations of the Gibbs sampler in Figure 5.6 corroborates its

superior performance. Just after the 10th iteration, the true topics from Figure 5.3 utilized

to generate the 1,000 image collection can be seen. Quick convergence in the posterior is

shown by the fact that the topic-word distribution remains relatively unchanged between

the 50th and 150th iteration. While these results are only demonstrated for one 500-

image test set, further empirical studies in Griffiths and Steyvers (2004) corroborate

these conclusions.

5All experiments were carried out on a single core of an Intel i7 quad core processor 4GHz machine
with 16BG of RAM.
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Figure 5.5: Comparison of speed versus accuracy as measured by floating point opera-
tions (flops) and perplexity for the 3 algorithms: Gibbs (in red), Variational Bayes (in
green), and Expectation Propagation (in blue). The Gibbs sampler achieves the lowest
perplexity in the least number of flops.

5.3 An alternative imprecise formulation

Surprisingly, the qualitative (visual) inspection done to evaluate how well the LDA has

extracted latent topics in Figure 5.6 is a standard practice in topic modeling. Such ad-

hoc inspection is almost mandatory as there has only been anecdotal evidence that the

perplexity measure in Equation 5.9 can identify models that provide a “good” decompo-

sition of topics (Chang et al. 2009). “Good” here is achieved by subjectively examining

the words associated with the top 5 to 10 weights of each topic’s multinomial φt. A good

topic is one that an analyst believes logically group words together that can be mapped

to single concept (topic). For example, say a LDA model is trained on a collection of

scientific articles. Given the high use of statistics in science, we might expect at least

one of the multinomial distributions in Φ to place high probability on the words like

“p-value,” “data,” and “parameter,” which, from a subjective standpoint, has semantic

coherence as a topic (statistics). While the basic LDA does not provide a topic label for

each multinomial distribution over words, an analyst can manually label each row of Φ,

and associated column of Θ, to extend the interpretability of the LDA’s output.

In practice, a collection of text is split into a training and test set, upon which multiple

LDA models are fit with symmetric Dirichlet priors and varying values for the number of
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Figure 5.6: Word distribution for 6 of the 10 topics at iteration 1, 5, 10, 50, and 150 of
the Gibbs sampler. The true topics utilized to generate the data set appear to emerge
after the 10th iteration.
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hidden topics T . Perplexity is then evaluated for each model, and the model associated

with the lowest perplexity is used for some secondary task. Unfortunately, there is no

objective scale on which to assess whether perplexity is “low” enough; so reliance on some

additional qualitative evaluation metric as done for Figure 5.6 still holds. Qualitative

evaluations are often displayed with LDA analyses for completeness, but they hide the

fact that as many as 10% of the topics not shown either (i) do not make sense, (ii) confuse

two or more topics as one, or (iii) are near duplicates of another topic that already exists

in Φ (Mimno et al. 2011).

As perplexity is not enough to capture “good” topic decomposition (Chang et al.

2009) and qualitative evaluations are problematic (Mimno et al. 2011), various solutions

have been proposed as a means to identify better LDA models, e.g., see Newman et al.

(2010), AlSumait et al. (2009), Andrzejewski et al. (2009), and Mimno et al. (2011).

They developed new ways to measure topic coherence; some studies hired domain experts

to score each document’s topic decomposition, while others designed new measures for

coherence as a function of word co-occurrence. Since we are interested in the unsupervised

setting, we outline one measure of topic coherence in Equation 5.16 as defined in Mimno

et al. (2011). D(v) is the number of documents with word type v, D(v, v′) is the number

of documents with both word types v and v′, and V (t) is the top M most probable words

under a topic t:

Ct(V
(t)) =

M∑
m=2

m−1∑
l=2

log
D(v

(t)
m , v

(t)
l ) + 1

D(v
(t)
l )

. (5.16)

Equation 5.16 is a better measure for topic coherence, but it still suffers from the

same problem as perplexity in that it lacks robustness; inferences on the LDA posterior

are highly sensitive to the Dirichlet priors. Blei et al. (2003) recommends the use of

symmetric Dirichlet priors based on the number of topics T and the number of words W .

Griffiths and Steyvers (2004) recommends a default value of 50/T for α and 0.1 for β.

Wallach et al. (2009a), however, recommends asymmetric priors on the document-topic

distributions and symmetric priors on the topic-word distributions. Given the conflicting

views on the prior, the LDA has been extended in ways, e.g., Teh et al. (2005), where

T can be left unknown and inferred from the data. As no sure defense yet exists for

the choice of a noninformative prior, we favor relaxing the focus on a specifying a single,

precise LDA.
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5.3.1 Bayesian sensitivity analysis

“Lack of robustness” is a common criticism of Bayes’ in general as its standard inference

procedure presumes subjective information can be quantified by a single prior (Insua and

Ruggeri 2012). In the case that such a prior cannot be elicited, we adopt the robust

Bayesian view in quantifying uncertainty as a class of distributions. In the LDA context,

we replace the single Dirichlet prior on Θ and the single Dirichlet prior on Φ, with a

class of M0 of Dirichlet priors upon which the standard Bayesian analysis is executed

to arrive a class Mn of Dirichlet posteriors. Inferences are then obtained by maximizing

and minimizing over the posterior set. Given the extensive work validating this robust

Bayes approach, we will not consider philosophical reasons and defer the reader to Berger

(1982, 1990, 2013) for a more comprehensive defense.

By working with a class of posteriors, instead of one, precise posterior, we end up with

interval-valued parameter estimates (generally wider than standard credible intervals)

that better reflect the uncertainty in the data. This is particularly suited for topic

modeling as the document-term matrix is sparse; there are not enough observations of

certain words to associate them with an appropriate topic. In cases like these, the lower

and upper probabilities are rather imprecise, but as data accumulates, these intervals

converge to that of a precise formulation.

Moreover, words themselves are inherently imprecise. They can have multiple mean-

ings, they can serve multiple roles, and they can even change their function over time.

So, while one LDA model might estimate a specific distribution over topics θd for a doc-

ument d, an analyst (who can actually transcribe the document) might perceive another

decomposition of topics θ′d. We propose an imprecise topic model (ITM) that can capture

this ambiguity, identifying a broader set of LDA models that can extract coherent topics.

Our ITM is a simple extension of the standard Bayesian approach that we have

discussed so far; instead of specifying one prior for the document-topic and topic-word

multinomials, we specify a class of possible priors M0. Several reviews already exist

on choosing this class, including Berger (1990), Sivaganesan (1991), Walley (1991), and

Wasserman (1992), so we utilize their guidelines in eliciting a class of priors that is (i)

easy to handle, (ii) of an appropriate size, and (iii) extendable. The first criteria is

necessary for computational convenience. We limit ourselves to working with Dirichlet

priors as computational tools for such LDA models are widely available. The second

criteria ensures adequate representation of uncertainty. If M0 is too small, we might

accidentally assume robustness; if M0 is too large, we might accept a lack of robustness.

The last criteria enforces the use of a class M0 that can be applied to a wide range of

problems (Berger et al. 1994).
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A prior class extensively studied in robust Bayes is the “neighbourhood” or “contam-

ination” class where M0 is indexed by a base prior M ∗
0 :

M0 = {(1− ε)M ∗
0 + εq, q ∈ Q}.

This base prior M ∗
0 is elicited from prior information, ε forms a neighborhood around

M ∗
0 , and Q is a possible class of contaminations (Berger et al. 1994). This prior class

was designed such that inferences can be made robust with respect to errors in the

elicitation of M ∗
0 (Pericchi and Walley 1991). However, as LDA modeling usually takes

place without sufficient prior information, we take an approach that is often neglected in

robust Bayes and define M0 as a large class of probability distributions, toggling between

a wide range of possible hyperparameters on the Dirichlet priors.

We complete this relaxed Bayes approach by combining each prior in M0 with the

LDA likelihood to arrive at a posterior class Mn. Some function ρ of the posterior can

then be evaluated to arrive at lower and upper probability,

θ = inf
M ∗∈Mn

ρ(M ∗) and θ = sup
M ∗∈Mn

ρ(M ∗).

The outcome of this generalized Bayes procedure is to report (θ, θ) as a range of possible

answers (Walter and Augustin 2009). We deviate from conventional Bayesian Sensitivity

Analysis (BSA) in that we draw our final inference with this interval-valued probability

(θ, θ). We do not operate under the BSA assumption that there is a true probability

that exists within this interval, or that there is one true prior within M0. Instead, we

operate under the IP framework, that a true, salient prior probability does not exist

(Walley 1991). From the information available, we can only quantify a lower θ and upper

θ probability.

As our prior class M0 is often too large, we fall victim to posterior intervals that

are entirely vacuous, with a lower probability of 0 and upper probability of 1 (Kadane

1984). Because small, informative intervals are hard to obtain by starting with a large

M0, we take Berger’s robustified BSA approach and allow M0 to be reduced by the topic

coherence measure C as outlined in Equation 5.16. In other words, for a fixed choice of

ε, we reduce the posterior class to a subset M ∗ by

|f(M ,C )− sup
M ∗
n∈Mn

f(M ∗
n ,C )| ≤ ε, (5.17)

where f(M ,C ) is the sum of the topic coherence measure across all topics t arising out of
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posterior estimates from M . In other words, we reduce the original posterior class Mn by

selecting only the subset of this class whose topic coherence measure is a small ε-threshold

from the model M ∗
n with the greatest topic coherence. We subsequently reduce the

original M0 to those priors associated with the pared down posterior set. Traditionally,

this robustness procedure is constructed from a decision-theoretic standpoint (Kadane

1984), but since we do not have clear “actions” to take from a LDA, the ITM is made

posterior robust by Equation 5.17.

5.3.2 The ITM procedure

Given the comparative results in Section 5.2.3, we use the Gibbs sampler introduced in

Griffiths and Steyvers (2004) to execute an imprecise topic model (ITM). To introduce

an appropriately large class of M0, we re-express the full conditional posterior required

for the Gibbs sampler as

P (zi = j|z\i,w) ∝
n
\i
j,wi

+ s1t1,wi

n
\i
j + s1

n
\i
d,j + s2t2,j

N
\i
d + s2

, (5.18)

in order to match the non-standard reparameterization for the IDM in Section 5.1. The

s1 and t1,wi for wi = 1, . . . ,W define the precision and means for the Dirichlet priors

on the topic-word distribution Φ, while s2 and t2,j for j = 1, . . . , T define the precision

and means for the Dirichlet priors on the document-topic distribution Θ. To leverage

the properties that the IDM offers, we begin with the prior class M0 = {(s1, s2, t1, t2) :

0 ≤ t ≤ 1,
∑

w t1,w = 1,
∑

j t2,j = 1} indexed by various values for the pair s1 and s2.

Since this prior class is too large, we rely on Equation 5.17 to reduce the resulting set of

posteriors Mn and retain only the set of M0 associated with posteriors that have high

topic coherence. This method of post-data modification of M0 is not new, and we defer

the reader to Kadane (1984), Morris (1983) and Diaconis and Zabell (1982) for details.

After revising M0, and resulting Mn, we maximize and minimize over the parsed down

posterior set to obtain the upper and lower probabilities for each parameter in Θ and Φ.

We demonstrate the utility of the ITM on a small data set of 10 documents, generated

from a mixture of 3 topics that each has its own multinomial distribution over 3 words.

We fix the vocabulary to 3 words as it allows us to visualize each of our topic distributions

as a point on a 2-D simplex. To arrive at estimates of the topic-word Φ and document-

topic Θ distribution, we first set s1 = 2, s2 = 2 as recommended in Walley (1996) and

allow t1 and t2 to vary within a finite grid of values between 0 and 1. To account for

prior-data conflict, as done in Walter and Augustin (2009), we further enlarge the class

106



M0 by varying s1 and s2 between values of 0.5 and 3. For each Dirichlet prior in M0,

we fit the LDA posterior via Gibbs as done in Griffiths and Steyvers (2004) to arrive

at a class of possible posteriors Mn. Since the resulting posterior set Mn is quite large,

we set ε = 2 and reduce Mn (and thus M0) by the topic coherence measure as outlined

in Equation 5.17. We maximize and minimize over the parsed down set of posteriors to

arrive at upper and lower probability intervals for each parameter in Φ and Θ.

Unfortunately, our inference procedure does not stop here: at finding interval-valued

estimates (De Campos et al. 1994). Given a set of (θ, θ), say for one document’s distri-

bution over topics, there exist combinations of values from these intervals that do not

lead to any viable probability distribution. For example, if there are T = 3 topics, and

the probability intervals for a document’s distribution over the three topics are given by

θd,1 = (0.0, 0.5), θd,2 = (0.0, 0.5) and θd,3 = (0.0, 0.5), one combination of values that does

not correspond to a sensible PDF is θd = {0.5, 0.5, 0.5}. This is a result of the lower and

upper probabilities being unnecessarily broad. To verify these IP intervals result in a

closed and convex set of lower l(x) and upper u(x) probabilities, we follow the guidelines

in Abellán (2006): for a given set of probability intervals for each possible event x ∈ X
associated with a discrete distribution, e.g., a document’s distribution over topics θd or

a topic’s distribution over words φt, we check the following inequalities hold∑
x∈X

l(x) + u(y)− l(y) ≤ 1 ∀ y ∈ X and
∑
x∈X

u(x) + l(y)− u(y) ≥ 1 ∀ y ∈ X.

If the inequalities hold, a set of intervals for a multinomial distribution, e.g., θd or

φt is known as “reachable.” If the inequalities do not hold, Abellán (2006) suggests

transforming the set of lower and upper probabilities by

P(A) = max
{∑
x∈A

l(x), 1−
∑
x/∈A

u(x)
}

and P(A) = min
{∑
x∈A

u(x), 1−
∑
x/∈A

l(x)
}
,

resulting in a convex set of posterior intervals for any parameter of interest A. For this

particular 10-document ITM example, the Abellán (2006) inequalities hold and the upper

and lower probabilities do not need to be transformed. The resulting estimates for Φ are

shown in Table 5.1.

Since the state space in this setting only consists of 3 words,6 we can also visualize the

interval-valued parameters of Φ as a 2-D simplex. The corners of this simplex correspond

to a multinomial distribution where each word has probability of 1. To overlay the joint

6Shown in Abellán (2006), for any state space n, the polyhedron formed from a feasible set of intervals
can have between n and n(n− 1) vertices.
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Table 5.1: Estimates of the topic-word distribution Φ associated with an artificial 10-
document data set. The true parameter values utilized are shown and compared against
the results under three strict Bayes LDA formulations with the prior mean t = 1/3 and
the prior precision set to (1) s = 2.0, (2) s = 2.5, and (3) s = 3.0. The imprecise interval
estimates arise from executing an ITM and are consistent with all three Bayes estimates
as well as the true values used to generate the 10-document training set.

Bayes Estimates ITM Intervals

Parameter True Value s = 2.0 s = 2.5 s = 3.0 P(·) P(·)
φ1,1 0.373 0.239(0.17) 0.246(0.14) 0.219(0.14) 0.048 0.475
φ2,1 0.165 0.152(0.11) 0.169(0.15) 0.221(0.13) 0.115 0.415
φ3,1 0.183 0.276(0.15) 0.251(0.14) 0.245(0.14) 0.012 0.607
φ1,2 0.405 0.589(0.22) 0.475(0.21) 0.597(0.18) 0.344 0.859
φ2,2 0.615 0.668(0.18) 0.663(0.18) 0.583(0.18) 0.333 0.763
φ3,2 0.660 0.521(0.18) 0.593(0.15) 0.544(0.19) 0.255 0.932
φ1,3 0.222 0.173(0.11) 0.279(0.16) 0.183(0.10) 0.053 0.302
φ2,3 0.219 0.179(0.17) 0.168(0.09) 0.196(0.11) 0.119 0.333
φ3,3 0.156 0.203(0.09) 0.156(0.08) 0.211(0.12) 0.017 0.428

intervals estimates, we identify the vertices corresponding to the polyhedron formed from

the intersection of these interval estimates by using De Campos et al. (1994)’s algorithm

in the open source package EvCombR (Karlsson 2014).

Outlined by the blue polygon in Figure 5.7 is the topic-word distribution that arises

under the ITM procedure. The true topic-word distribution used to generate the 10

document training set is marked in red. Estimates for Φ from taking a strictly Bayesian

approach (in which the pair of symmetric Dirichlet priors are fixed at one mean and

precision value) are highlighted in black. In this example, the ITM assessment is con-

servative, but it captures the true topic-word distribution (in red) and is coherent with

each of the three different Bayes’ estimates (in black).

Like any statistical method, the ITM procedure does not conclusively guarantee joint

coverage of the true topic-word distribution. As shown in 100 additional simulations in

Table 5.2 of the same data setting from Figure 5.7, the coverage, in general, is inadequate,

but a major improvement from that of placing a Laplace uniform Dirichlet prior on

the topic-word (s1 = W ) and document-topic (s2 = T ) distribution, Perks prior on Φ

(s1 = 1) and Θ (s2 = 1), as well as Jeffreys prior on Φ (s1 = W/2) and Θ (s2 = T/2).

As expected, when the number of documents N increase, the coverage metrics improve

as shown in Table 5.3. The same improvement in coverage under the ITM also appears

as the number of true topics T increase from 3 to 8 in Tables 5.4 to 5.8. While higher
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Figure 5.7: Word-topic simplex for our 3 topics embedded among 3 words. True topic
distribution over words is highlighted in red. Polyhedron formed from ITM intervals
outlined in blue. Estimated topic sub-simplex from three strict Bayes approaches, when
s = 2 (left), s = 2.5 (center) and s = 3 (right), outlined in black. The imprecise
assessment is coherent with Bayes’ estimates and true values.

coverage is achieved at the loss of efficiency, it results in a reduction in misclassification

error as shown in Table 5.9.

5.3.3 #COVID2019 Twitter data

To further demonstrate how the ITM quantifies the uncertainty of the prior specifi-

cation in the LDA, we execute an ITM on 10,000 of the latest tweets tagged with

“#COVID2019” and scraped from Twitter on March 25, 2020 16:01 Eastern Time. As

social media platforms play a role in shaping public opinion, we wanted to discover a

set of topics that encapsulated what Twitter users were concerned about with the ongo-

ing spread of the Coronavirus. A “document” in this case is treated as one tweet, and

tidytext functions in R (Silge and Robinson 2018) were used to perform the following

pre-processing steps to compress the tweets into a document-term matrix:

• Removal of HTML tags and links.

• Removal of punctuation and numbers.

• Removal of stop words as described in the Onix (Consortium), SMART (Lewis

et al. 2004), and Snowball (Porter 2001) lexicon.

• Word tokenization.

The final text collection of 9,952 tweets over a fixed vocabulary of 12,097 words, is split

into a 5,000 training and 4,952 testing tweet set. The training data is approximately
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99.94% sparse (36550/60485000 non-sparse entries), which might account for the poor

performance of a standard Bayesian LDA analysis (Hong and Davison 2010). Since tweets

are restricted in its contextual length, the frequencies at which words co-occur are no

longer an effective means of measuring topic coherence as outlined in Equation 5.16. We

default to the traditional perplexity measure defined in Equation 5.9 as the metric by

which we reduce the prior (and posterior) set of Dirichlet distributions to construct the

ITM as well as the means by which we do model selection under a standard LDA analysis.

To construct an ITM, we begin with a large prior class M0 = {(s1, s2, t1, t2) : 0 ≤ t ≤
1,
∑

w t1,w = 1,
∑

j t2,j = 1} indexed by various values for the pair s1 and s2. Unlike the

example in Section 5.3.2, we further enlarge this prior class by varying s1 and s2 between

values of 1 and 20. For each possible M ∈ M0, we fit the LDA posterior via Gibbs as

outlined in Section 5.2.1 to arrive at a class of possible posteriors Mn. Given how large

the resulting Mn is, we narrow the posterior set by calculating the perplexity for the

4,952 tweets in the test set across every M ∈Mn. We identify the posterior associated

with the lowest perplexity, which occurs at T = 35, and select all the posteriors in Mn

that also have the number of topics fixed at T = 35 and whose perplexity is within an

ε = 100 value of the lowest. We maximize and minimize over the pared down set of

posteriors M ∗
n to arrive at upper and lower probability intervals for each parameter in

Φ and Θ.

By executing the ITM procedure, we obtain the posterior that would have been

selected as the “best” model under a standard LDA, as it is a component of the pared

down posterior class M ∗
n . To compare the results of this low perplexity model against our

proposed ITM, we use our trained models to predict each tweet’s distribution over the 35

topics in the test set. As shown in Figure 5.8 and 5.9, the ITM intervals (in red) are rather

large. Yet, despite this high imprecision, as shown by the UpSet7 plots in Figure 5.10 and

5.11, this does not mean the results from the ITM are entirely uninformative. In fact,

there are a number of tweets whose main topic can be attributed to one or two topics;

and there are a number of tweets in which the tweets are, in general, too ambiguous, and

cannot be definitively classified as any topic. These tweets are marked by large (imprecise)

intervals across each of its multinomial parameters that delineate its distribution over

topics, and, as a result, falls into almost every topic category. Since the ITM quantifies

the uncertainty that lies in the specification of the LDA prior, the high frequency of

7UpSet plots are a novel visualization technique used to examine the frequency in which certain
categorical intersections co-occur. It is particularly germane to the setting here as we seek to understand
the top category is which each document would be classified. Given the imprecision of results from the
ITM, there may not be sufficient information to classify documents into any category. These documents
thus would rank all possible topics, e.g., 1 through 35, as the “top” category.
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tweets that are not placed into any (primary) individual category explains the high

misclassification error that often results from taking a precise Bayesian approach—it

often allocates high probability towards false hypotheses.

We also qualitatively evaluate the predicted topic distribution associated with each

tweet in the test set. Given there are 4,952 tweets available, this is an excessively manual

process, but necessary, given the imprecise nature of text. Figure 5.8 shows one example

comparing the predictive results of the multinomial topic distribution for three tweets in

the test set from the lowest perplexity model (in gray) versus that of an ITM (in red). As

expected, all the posterior estimates (in gray) are contained within the imprecise intervals

(in red). The results from the standard LDA analysis appears to better differentiate the

topics associated with each tweet; however, upon greater inspection, across a majority of

tweets in the test set, most of the precise topic decompositions do not make sense.

Figure 5.8 highlights one example in which three tweets in the test set do not have

much in common (outside of its #COVID19 tag), yet are effectively grouped together

by its high weight ascribed to the topic index 13. While only one slice of the test data

is shown here, when we focus solely on posterior estimates associated with the lowest

perplexity model, the majority of topics, as delineated by the cluster of tweets that

attribute a weight greater than 0.50 to each topic index, do not appear to have any

semantic meaning. There are a few topic indices that do result in some level of “topic

coherence” as described in Mimno et al. (2011), an example of which is highlighted in

Figure 5.9. This is one instance where the posterior estimates from the lowest perplexity

model is sufficient in that the three tweets shown all relate to the topic of donations

related to the Coronavirus. Yet, this serendipitous outcome is not pervasive among the

35 topics.

The inferences from the ITM are more “reliable” in that it quantifies the high un-

certainty that lie in the specification of the priors and the sparsity of the data. As a a

result, certain parameters are left with wide intervals; however, this high uncertainty is

useful in an LDA analysis as it allows the analyst to explore the parameters that do not

have much certainty and provide the human annotation that might be required. One

clear example is the second tweet on food distributions in Figure 5.8. Despite the precise

posterior estimate in categorizing this tweet under the topic indexed by 13, there is an

equally large imprecise interval for the tweet to be categorized under topics indexed by

11, 15, 16, 17, 21 and 35. From a semantic standpoint, this tweet fits better among the

tweets in topic 21, as shown in Figure 5.9, since it is related to the topic of Coronavirus

donations. Given the sensitivity of the LDA posterior, the ITM thus offers a useful path

forward in quantifying the uncertainty that lies in the latent topic structure.
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(a) At Humen Road, Dongguang City, #Guangdong province. Someone falls, nobody dares

to approach him, when the #CCP is declaring no new cases. #CCPVirus #COVID2019

#Coronavirus #CoronaVirusOutbreak #CoronavirusPandemic #coronaviruschina
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(b) What a heartwarming sight in #Karachi... #Corona This shop is distributing free

food to the needy. Policeman using his loud speaker to make announcements. Via

Massam Ali. #BeautifulPakistan #CoronaVirusPandemic #CoronaAlert #COVID2019
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(c) Boris Johnson is ‘‘more dangerous than coronavirus ’’. What the world’s press

think of PM’s response to( #COVID2019.

Figure 5.8: Comparison of ITM lower and upper probabilities (in red) against the point
estimate from a strictly Bayesian approach (in gray) of a tweet’s decomposition into 35
topics. Top three tweets (a), (b), and (c) from the test set associated with the lowest
perplexity model where the greatest weight is placed on topic index 13 are shown.
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(a) Mr. Jack Ma donated medical equipment to Pakistan govt to fight #COVID2019 and

this mofo @murtazawahab1 portraying it were donated to Sindh govt. Bastards come in

every shape but these clowns have a class apart.
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(b) Sir @vijayanpinarayi very humbly asking from where is this money coming ? Isn’t

it true that after announcing the package you promptly wrote to @narendramodi to get

the money released from NABARD ? Why attempt to earn brownie points by taking credit,

in this crisis ? #COVID2019
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(c) Northern Mindanao Medical Center (Cagayan de Oro City) needs Personal Protective

Equipment and other hospital supplies for our fight against nCOV-19 in Mindanao.

Please do help spread the word. We need just as much help here as the rest of the

country. #COVID19PH #COVID2019

Figure 5.9: Comparison of ITM lower and upper probabilities (in red) against the point
estimate from a strictly Bayesian approach (in gray) of a tweet’s decomposition into 35
topics. Top three tweets (a), (b), and (c) from the test set associated with the lowest
perplexity model where the greatest weight is placed on topic index 21 are shown.
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5.4 Discussion

As indicated by the results in Section 5.3.3, poor topic coherence is unavoidable given the

current formulation of a standard LDA. These conclusions are not new; the application

of the LDA model to “unconventional” data, i.e., documents, like books, that are “too

long” (Mimno and McCallum 2007b), and documents, like tweets, that are “too short”

(Hong and Davison 2010), is known to lead to mixed results. To deal with these issues, or

the unknown properties of the data, practitioners have developed a number of heuristics:

break long documents up into manageable chunks, combine short documents to get a

document of sufficient length, among other arbitrary manipulations (Tang et al. 2014).

As these ad-hoc heuristics are not fully formalized, and few studies exist in explaining

the statistical behavior of the LDA, we recommend the ITM as an intermediary fix to

“debug” the posterior results from a precise LDA formulation.

In its current version, the LDA is highly sensitive, not only to the specification of its

priors (Wallach et al. 2009a), but to the properties of the data itself (Wallach 2008). To

quantify this uncertainty, we apply principles from the IDM (Walley 1996) by introducing

a larger class of Dirichlet priors. Given the coupling that exists between the topic-word

and document-topic distributions, we could not use the straightforward IDM calculus to

arrive at lower and upper probability estimates for each latent parameter. Instead, we

work off existing computational infrastructure, namely, Gibbs sampling, and process each

prior to arrive at a class of posteriors. Robust Bayes is adopted to reduce the size of this

posterior set, upon which interval estimates are obtained by maximizing and minimizing

over the posterior estimates of this reduced set. While the ITM sits within the IP domain,

it relies on classical probability to arrive at its inferential output. It is a straightforward

application of Bayesian sensitivity analysis, and it is capable of delineating the latent

topic structure without eliminating the uncertainty that remains from the specification

of the prior.

Given the ease of executing an ITM, we hope its utility here can be extended to many

other statistical language models. Future challenges include not only providing greater

systematic analyses of the ITM under different data settings, e.g., number of documents,

length of documents, hyperparameter settings, but also (i) lifting the “bag-of-words”

assumption; (ii) reducing the computational intensity of the ITM; and (iii) developing a

better measure for topic coherence.
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5.5 Appendix

Expanding the lower bound for Variational Bayes

The expectation of the log of θ (with respect to the Dirichlet) is repeatedly used to

derive inference and estimation procedures for the LDA. One example is in expanding

the lower bound in Section 5.2.1. To find this expectation, we use the reparameterization

of the Dirichlet into an exponential family as done in Blei et al. (2003), where

P (θ|α) = exp{
T∑
t=1

(αt − 1) log θt}+ Γ(
T∑
t=1

αt)−
T∑
t=1

log Γ(αt).

From the form of an exponential family,

P (x|η) = h(x) exp{ηTT (x)− A(η)},

The natural parameter is then ηt = αt−1 and the sufficient statistic T (xt) = log θt. Since

the derivative of the log of this factor relative to the natural parameter is well established

as the expectation of T (x), we get, for each component of θ

E[log(θt|α)] = Ψ(αt)−Ψ(
T∑
t′=1

αt′),

where Ψ is the digamma (derivative of log Gamma).
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Conditional posterior derivations used in Gibbs sampling for LDA

Derivation of P (D|Z)

Since we know P (φt|β) is Dirichlet and conjugate to the multinomial:

P (D|Z) =
T∏
t=1

∫
P (D|Z,φt)P (φt|β)dφt

=
T∏
t=1

∫
φ
nt,w
t,w

Γ(
∑

w β)∏
w Γ(β)

∏
w

φβ−1
t,w dφt,w

=
T∏
t=1

Γ(Wβ)

Γ(β)W

∫ ∏
w

φ
nt,w+β−1
t,w dφt,w

=
[Γ(Wβ)

Γ(β)W

]T T∏
t=1

∏
w Γ(β + nt,w)

Γ(Wβ + nt)

Derivation of P (Z)

This derivation is similar to our one for P (D|Z) above:

P (Z) =
D∏
d=1

∫
P (Z|θd)P (θd|α)dθd

=
D∏
d=1

∫
θ
nd,t
d,t

Γ(
∑

t α)∏
t Γ(α)

∏
t

θα−1
d,t dθd,t

=
D∏
d=1

Γ(Tα)

Γ(α)T

∫ ∏
t

θ
α+nd,t−1

d,t dθd,t

=
[Γ(Tα)

Γ(α)T

]D D∏
d=1

∏
t Γ(α + nd,t)

Γ(Tα +Nd)
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Particle filter for predictive likelihood

The computational complexity of the particle filter method is linear in document

length and topics. The desired P (Dtest|Φ,α) is obtained by taking the sum of the

estimated log likelihoods for each document wd (Scott and Baldridge 2013).

Algorithm 2: Particle filter for predictive likelihood

1 Initialize Z0 : z
(m)
0 = (0, . . . , 0)T for m = 1, . . . ,M ;

2 Set trackers l = 0 and Π = {0, . . . , 0};
3 for each word wi ∈ {1, . . .w} do
4 Observe j = wi;
5 for m = 1 to M do
6 Calculate π(m) as outlined in Equation 5.13;
7 end

8 Update Π = {π(1), . . . , π(M)} ;

9 Update l = l + log (M−1
∑M

m=1 π
(m));

10 Resample Zi−1 with weights Π to get next iteration Zi;
11 for m = 1 to M do

12 Sample t = d
(m)
i as outlined in Equation 5.14 ;

13 z
(m)
i,t → z

(m)
i,t + 1;

14 end

15 end

Left-to-right Gibbs sampler

The left-to-right Gibbs sampler from Wallach et al. (2009b) is reiterated below.

Algorithm 3: Left-to-right Gibbs algorithm for predictive likelihood

1 Initialize l = 0;
2 for each word wi in a document in the test set do
3 Initialize pi = 0;
4 for m = 1 to M do
5 for i′ < i do

6 Resample z
(m)
i′ ∼ P (z

(m)
i′ |wi′ , z

(m)
<i,\i′ ,Φ,α) as outlined in Equation 5.15;

7 end

8 pi = pi +
∑

t P (wi, z
(m)
i = t|z(m)

<i ,Φ,α) ;

9 sample z
(m)
i ∼ P (z

(m)
i |wi, z

(m)
<i ,Φ,α) ;

10 end
11 l = l + log(pi/M);

12 end
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Coverage performance among different prior specifications

Table 5.2: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 3.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.068(0.09) 0.064(0.07) 0.079(0.10) 0.268(0.27) 0.32 0.31 0.23 0.53

φ2,1 0.069(0.10) 0.066(0.10) 0.067(0.08) 0.253(0.24) 0.35 0.35 0.24 0.53

φ3,1 0.062(0.08) 0.061(0.07) 0.075(0.11) 0.233(0.25) 0.34 0.36 0.24 0.45

φ1,2 0.078(0.10) 0.067(0.08) 0.073(0.10) 0.278(0.26) 0.30 0.27 0.21 0.48

φ2,2 0.060(0.06) 0.062(0.08) 0.071(0.07) 0.246(0.25) 0.35 0.35 0.20 0.51

φ3,2 0.073(0.09) 0.072(0.08) 0.088(0.12) 0.257(0.25) 0.33 0.32 0.24 0.57

φ1,3 0.072(0.09) 0.067(0.08) 0.078(0.11) 0.249(0.25) 0.35 0.31 0.29 0.56

φ2,3 0.075(0.11) 0.071(0.12) 0.072(0.08) 0.251(0.24) 0.34 0.33 0.27 0.53

φ3,3 0.065(0.09) 0.066(0.09) 0.078(0.11) 0.232(0.24) 0.29 0.33 0.23 0.47
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Table 5.3: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 1, 000, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 3.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.048(0.08) 0.044(0.07) 0.050(0.08) 0.237(0.25) 0.25 0.34 0.17 0.53

φ2,1 0.042(0.07) 0.035(0.06) 0.043(0.06) 0.238(0.27) 0.32 0.38 0.15 0.57

φ3,1 0.036(0.06) 0.046(0.11) 0.039(0.06) 0.214(0.23) 0.32 0.40 0.20 0.58

φ1,2 0.048(0.09) 0.047(0.09) 0.051(0.09) 0.239(0.25) 0.20 0.32 0.14 0.57

φ2,2 0.042(0.08) 0.034(0.05) 0.039(0.06) 0.203(0.23) 0.29 0.39 0.16 0.56

φ3,2 0.038(0.05) 0.042(0.06) 0.041(0.05) 0.243(0.25) 0.26 0.40 0.22 0.62

φ1,3 0.039(0.05) 0.035(0.04) 0.045(0.06) 0.201(0.21) 0.26 0.39 0.16 0.59

φ2,3 0.043(0.09) 0.033(0.06) 0.032(0.05) 0.197(0.25) 0.29 0.38 0.12 0.54

φ3,3 0.036(0.05) 0.048(0.11) 0.041(0.06) 0.214(0.23) 0.27 0.36 0.18 0.54
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Table 5.4: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 4.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.089(0.08) 0.084(0.09) 0.104(0.10) 0.392(0.35) 0.29 0.29 0.24 0.64

φ2,1 0.111(0.14) 0.091(0.10) 0.127(0.17) 0.360(0.31) 0.29 0.29 0.31 0.66

φ3,1 0.106(0.11) 0.094(0.10) 0.129(0.15) 0.375(0.34) 0.32 0.21 0.28 0.57

φ4,1 0.094(0.09) 0.078(0.07) 0.095(0.09) 0.318(0.30) 0.25 0.28 0.27 0.55

φ1,2 0.094(0.09) 0.096(0.10) 0.105(0.11) 0.400(0.33) 0.31 0.30 0.30 0.61

φ2,2 0.103(0.11) 0.091(0.08) 0.132(0.15) 0.369(0.29) 0.35 0.32 0.31 0.65

φ3,2 0.120(0.12) 0.093(0.10) 0.116(0.14) 0.400(0.33) 0.31 0.24 0.26 0.61

φ4,2 0.102(0.09) 0.091(0.07) 0.105(0.11) 0.358(0.32) 0.20 0.23 0.22 0.56

φ1,3 0.079(0.07) 0.089(0.10) 0.088(0.09) 0.367(0.34) 0.35 0.33 0.29 0.63

φ2,3 0.112(0.11) 0.090(0.09) 0.135(0.17) 0.390(0.32) 0.31 0.30 0.22 0.60

φ3,3 0.103(0.11) 0.089(0.09) 0.114(0.12) 0.356(0.33) 0.28 0.29 0.25 0.55

φ4,3 0.087(0.07) 0.085(0.07) 0.094(0.12) 0.331(0.32) 0.26 0.27 0.23 0.59
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Table 5.5: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 5.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.135(0.13) 0.128(0.12) 0.134(0.15) 0.445(0.35) 0.33 0.38 0.23 0.66

φ2,1 0.135(0.16) 0.104(0.10) 0.147(0.16) 0.475(0.36) 0.27 0.26 0.29 0.65

φ3,1 0.137(0.16) 0.098(0.09) 0.136(0.18) 0.443(0.36) 0.31 0.25 0.28 0.66

φ4,1 0.125(0.12) 0.090(0.08) 0.130(0.14) 0.450(0.36) 0.29 0.29 0.34 0.70

φ5,1 0.131(0.12) 0.094(0.07) 0.143(0.15) 0.403(0.32) 0.25 0.22 0.28 0.62

φ1,2 0.158(0.15) 0.132(0.11) 0.151(0.16) 0.482(0.34) 0.32 0.34 0.28 0.68

φ2,2 0.159(0.16) 0.113(0.10) 0.156(0.17) 0.485(0.35) 0.30 0.25 0.27 0.70

φ3,2 0.150(0.16) 0.110(0.10) 0.151(0.17) 0.484(0.35) 0.27 0.31 0.29 0.67

φ4,2 0.138(0.11) 0.107(0.08) 0.144(0.14) 0.488(0.35) 0.34 0.30 0.32 0.69

φ5,2 0.148(0.14) 0.110(0.09) 0.143(0.15) 0.421(0.34) 0.30 0.21 0.21 0.57

φ1,3 0.161(0.16) 0.128(0.12) 0.151(0.15) 0.459(0.37) 0.33 0.33 0.29 0.68

φ2,3 0.122(0.14) 0.094(0.10) 0.122(0.16) 0.444(0.36) 0.32 0.27 0.26 0.69

φ3,3 0.124(0.12) 0.102(0.07) 0.114(0.12) 0.433(0.34) 0.35 0.30 0.30 0.66

φ4,3 0.130(0.12) 0.102(0.09) 0.151(0.17) 0.457(0.35) 0.30 0.25 0.23 0.66

φ5,3 0.164(0.15) 0.113(0.10) 0.160(0.18) 0.463(0.35) 0.31 0.25 0.26 0.60
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Table 5.6: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 6.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.171(0.17) 0.130(0.11) 0.122(0.14) 0.502(0.37) 0.38 0.29 0.22 0.70

φ2,1 0.130(0.11) 0.126(0.10) 0.135(0.15) 0.478(0.36) 0.25 0.16 0.24 0.59

φ3,1 0.138(0.13) 0.114(0.08) 0.163(0.20) 0.553(0.35) 0.26 0.18 0.26 0.57

φ4,1 0.163(0.15) 0.118(0.10) 0.132(0.15) 0.506(0.35) 0.34 0.28 0.23 0.69

φ5,1 0.156(0.13) 0.121(0.09) 0.126(0.15) 0.543(0.36) 0.36 0.26 0.33 0.78

φ6,1 0.170(0.16) 0.127(0.10) 0.141(0.16) 0.486(0.34) 0.43 0.25 0.34 0.69

φ1,2 0.186(0.16) 0.129(0.08) 0.153(0.15) 0.540(0.35) 0.33 0.27 0.26 0.70

φ2,2 0.141(0.12) 0.130(0.10) 0.131(0.15) 0.481(0.35) 0.35 0.24 0.33 0.65

φ3,2 0.133(0.13) 0.121(0.10) 0.141(0.15) 0.507(0.34) 0.26 0.20 0.24 0.59

φ4,2 0.180(0.16) 0.125(0.09) 0.154(0.17) 0.545(0.35) 0.27 0.18 0.26 0.62

φ5,2 0.167(0.14) 0.121(0.09) 0.130(0.14) 0.544(0.35) 0.31 0.23 0.20 0.71

φ6,2 0.200(0.17) 0.146(0.12) 0.170(0.15) 0.558(0.35) 0.33 0.27 0.27 0.60

φ1,3 0.176(0.16) 0.133(0.10) 0.140(0.15) 0.493(0.35) 0.40 0.31 0.27 0.66

φ2,3 0.143(0.14) 0.119(0.09) 0.133(0.16) 0.495(0.36) 0.29 0.22 0.27 0.65

φ3,3 0.127(0.13) 0.122(0.11) 0.133(0.16) 0.529(0.36) 0.34 0.31 0.25 0.61

φ4,3 0.175(0.17) 0.124(0.09) 0.144(0.14) 0.545(0.36) 0.31 0.19 0.33 0.67

φ5,3 0.167(0.14) 0.119(0.09) 0.153(0.17) 0.605(0.38) 0.31 0.21 0.23 0.70

φ6,3 0.180(0.19) 0.135(0.12) 0.159(0.17) 0.517(0.36) 0.43 0.25 0.36 0.75

122



Table 5.7: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 7.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.190(0.20) 0.149(0.11) 0.126(0.14) 0.559(0.34) 0.31 0.27 0.16 0.69

φ2,1 0.143(0.14) 0.124(0.11) 0.132(0.14) 0.557(0.34) 0.25 0.29 0.26 0.70

φ3,1 0.208(0.18) 0.158(0.11) 0.150(0.18) 0.563(0.35) 0.28 0.23 0.24 0.63

φ4,1 0.188(0.19) 0.139(0.11) 0.147(0.18) 0.599(0.35) 0.34 0.32 0.29 0.73

φ5,1 0.164(0.17) 0.127(0.11) 0.131(0.15) 0.563(0.34) 0.36 0.31 0.28 0.71

φ6,1 0.156(0.15) 0.153(0.13) 0.121(0.16) 0.593(0.37) 0.31 0.28 0.25 0.75

φ7,1 0.165(0.16) 0.112(0.08) 0.146(0.16) 0.543(0.36) 0.21 0.17 0.19 0.58

φ1,2 0.230(0.20) 0.172(0.11) 0.167(0.18) 0.620(0.33) 0.32 0.21 0.31 0.75

φ2,2 0.179(0.18) 0.124(0.10) 0.170(0.21) 0.630(0.36) 0.28 0.25 0.33 0.69

φ3,2 0.196(0.16) 0.154(0.09) 0.158(0.17) 0.672(0.33) 0.29 0.22 0.25 0.71

φ4,2 0.166(0.16) 0.147(0.12) 0.126(0.16) 0.605(0.36) 0.32 0.28 0.23 0.72

φ5,2 0.175(0.17) 0.143(0.12) 0.136(0.14) 0.614(0.35) 0.35 0.28 0.23 0.68

φ6,2 0.191(0.16) 0.158(0.12) 0.149(0.19) 0.646(0.35) 0.29 0.23 0.17 0.70

φ7,2 0.159(0.16) 0.112(0.08) 0.122(0.13) 0.511(0.36) 0.29 0.27 0.25 0.66

φ1,3 0.206(0.21) 0.159(0.11) 0.151(0.18) 0.605(0.34) 0.34 0.20 0.32 0.71

φ2,3 0.168(0.17) 0.136(0.11) 0.167(0.21) 0.603(0.37) 0.36 0.29 0.34 0.67

φ3,3 0.177(0.16) 0.146(0.11) 0.147(0.15) 0.610(0.36) 0.35 0.26 0.24 0.70

φ4,3 0.165(0.17) 0.138(0.10) 0.160(0.19) 0.603(0.38) 0.33 0.26 0.25 0.78

φ5,3 0.193(0.18) 0.144(0.11) 0.141(0.15) 0.617(0.36) 0.36 0.29 0.27 0.77

φ6,3 0.176(0.15) 0.151(0.11) 0.135(0.16) 0.644(0.36) 0.39 0.24 0.25 0.76

φ7,3 0.135(0.13) 0.115(0.09) 0.116(0.14) 0.527(0.35) 0.29 0.26 0.28 0.64
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Table 5.8: Marginal coverage of the multinomial topic-word parameters in the LDA
model. 100 iterations of the data is simulated as described in Section 5 with the number
of documents fixed at D = 100, the average document length at η = 100 words, a
vocabulary of W = 3, and the number of topics at T = 8.

Average Length Coverage Probability

Jeffreys Perks Laplace Ours Jeffreys Perks Laplace Ours

φ1,1 0.156(0.14) 0.149(0.10) 0.111(0.12) 0.505(0.33) 0.27 0.29 0.20 0.64

φ2,1 0.174(0.17) 0.178(0.14) 0.129(0.16) 0.626(0.35) 0.32 0.26 0.25 0.71

φ3,1 0.191(0.18) 0.166(0.12) 0.156(0.17) 0.678(0.34) 0.26 0.26 0.16 0.70

φ4,1 0.204(0.21) 0.155(0.12) 0.191(0.23) 0.716(0.34) 0.37 0.25 0.34 0.85

φ5,1 0.182(0.18) 0.152(0.11) 0.129(0.16) 0.648(0.35) 0.31 0.24 0.25 0.70

φ6,1 0.198(0.20) 0.172(0.14) 0.141(0.17) 0.677(0.34) 0.38 0.27 0.27 0.80

φ7,1 0.183(0.21) 0.150(0.11) 0.105(0.11) 0.638(0.36) 0.27 0.24 0.20 0.67

φ8,1 0.181(0.21) 0.135(0.10) 0.128(0.18) 0.585(0.36) 0.36 0.27 0.24 0.66

φ1,2 0.190(0.20) 0.163(0.13) 0.123(0.15) 0.574(0.34) 0.25 0.17 0.19 0.61

φ2,2 0.180(0.18) 0.180(0.14) 0.143(0.19) 0.679(0.35) 0.34 0.32 0.22 0.74

φ3,2 0.218(0.19) 0.178(0.13) 0.153(0.16) 0.679(0.34) 0.31 0.18 0.22 0.75

φ4,2 0.202(0.20) 0.145(0.10) 0.183(0.22) 0.689(0.36) 0.37 0.24 0.34 0.77

φ5,2 0.189(0.16) 0.166(0.12) 0.141(0.17) 0.682(0.33) 0.35 0.31 0.28 0.78

φ6,2 0.199(0.19) 0.185(0.14) 0.153(0.17) 0.716(0.31) 0.34 0.26 0.24 0.76

φ7,2 0.187(0.19) 0.140(0.09) 0.119(0.14) 0.628(0.35) 0.28 0.22 0.28 0.72

φ8,2 0.209(0.18) 0.159(0.12) 0.154(0.19) 0.648(0.34) 0.40 0.31 0.32 0.73

φ1,3 0.190(0.20) 0.157(0.12) 0.131(0.15) 0.568(0.36) 0.35 0.31 0.28 0.67

φ2,3 0.185(0.19) 0.181(0.14) 0.123(0.15) 0.649(0.34) 0.37 0.27 0.31 0.81

φ3,3 0.194(0.19) 0.169(0.14) 0.143(0.17) 0.677(0.33) 0.40 0.29 0.30 0.77

φ4,3 0.170(0.17) 0.146(0.11) 0.158(0.21) 0.691(0.35) 0.43 0.30 0.32 0.84

φ5,3 0.199(0.17) 0.146(0.13) 0.134(0.15) 0.678(0.35) 0.35 0.29 0.28 0.75

φ6,3 0.193(0.20) 0.170(0.11) 0.139(0.14) 0.700(0.32) 0.39 0.29 0.34 0.77

φ7,3 0.177(0.19) 0.140(0.11) 0.128(0.16) 0.645(0.35) 0.30 0.21 0.28 0.70

φ8,3 0.196(0.18) 0.158(0.11) 0.162(0.20) 0.623(0.33) 0.30 0.22 0.28 0.66
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Classification error on hold-out test set

Table 5.9: Classification error based on predicted top ranked topic assignment for a
hold-out set of 100 documents from each of the fitted models presented prior.

Misclassification Error

T Laplace Perks Jeffreys Ours

3 0.71(0.24) 0.71(0.25) 0.70(0.26) 0.32(0.25)

4 0.74(0.17) 0.74(0.18) 0.73(0.19) 0.16(0.15)

5 0.79(0.13) 0.79(0.14) 0.79(0.14) 0.09(0.09)

6 0.84(0.09) 0.84(0.10) 0.84(0.10) 0.05(0.06)

7 0.86(0.07) 0.86(0.08) 0.87(0.08) 0.03(0.04)

8 0.88(0.06) 0.87(0.07) 0.88(0.07) 0.01(0.02)
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Co-occurrence of topics predicted under the ITM

Table 5.10: Co-occurrence of the highest ranked topics predicted on the 4,952 hold out
(tweet) set under the ITM displayed using UpSet plots from Lex et al. (2014). The graphs
shown are segregated into 3 groups of topic indices.
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Table 5.11: Co-occurrence of the highest ranked topics predicted on the 4,952 hold out
(tweet) set under the ITM displayed using UpSet plots from Lex et al. (2014). The graphs
shown are segregated into 4 groups of topic indices.
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Chapter 6

Conclusions

As shown by the theoretical and empirical investigations of working with non-traditional

probability measures, the inferential models (IM) framework is applicable to many com-

plex settings in achieving valid inferential output. It can used for parametric statistical

inference in the setting of censored data analysis, simply by constructing the IM via a

generalized association that links the data, parameter(s) of interest, and a scalar auxiliary

variable via the likelihood ratio. In order to evaluate the resulting plausibility output

from this generalized association, the standard Monte Carlo algorithm as introduced in

Martin (2018) is adjusted to leverage the Kaplan-Meier estimator. This adjustment pro-

vides a means to estimate the censoring distribution and generate replicates of the data

with similar characteristics as that of the original sample. The generalized IM can also

be used for parametric statistical inference in meta-analysis, by adjusting the basic IM

construction with a generalized association based off the relative profile likelihood. While

the distribution of this relative profile requires a computationally expensive Monte Carlo

algorithm to approximate, the inferential output from this generalized IM exceeds the

performance from that of any existing method for finite sample meta-analysis in terms

coverage and efficiency.

Outside of parametric settings, we have introduced a nonparametric version of the

generalized IM, demonstrating its utility for inference on quantiles, coefficients in quan-

tile regression, and even the higher dimensional context of variable selection. In these

applications, we link the data, inferential targets and auxiliary variable via an empirical

risk function, and estimate its distribution with the nonparametric bootstrap. Despite

the lack of a rigorous theoretical proof for validity of this procedure, extensive numerical

evidence demonstrates the ability of this nonparametric approach to achieve performance

guarantees even when the model is misspecified. The only assumption required for em-

pirical validity is that the data be independently distributed. Given the robustness of the
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IM approach, we suspect there are many other areas in which working with non-additive

probabilities can resolve many issues with quantifying epistemic uncertainty.

In summary, my main contributions to the field are:

• Developed a method that provides exact coverage for the population mean under

the normal random-effects model, even when the number of studies included is as

small as K = 3. This method outperforms existing finite-sample meta-analysis

procedures in terms of coverage and coverage length.

• Developed a method that provides exact coverage for censored data analysis in

which data arising from the exponential, Weibull, and log-normal are censored

from an unknown censoring distribution.

• Provided theoretical proofs that validity is preserved when extending the general-

ized IM machinery to inference in the presence of nuisance parameters.

• Demonstrated a nonparametric version of the generalized IM approach for inference

on quantiles and quantile coefficients.

• Applied the nonparametric IM to the setting of low and high-dimensional variable

selection and established numerical evidence for exact false positive rate control in

the selection of important covariates.

Yet, perhaps the most important contribution, of the three step IM paradigm—in

which inference is straightforward once an appropriate association and predictive random

set is selected—is that it provides a genuine “objective Bayes” approach to inference. In

other words, we can get at properly calibrated, posterior (plausibility) output, that is

immediately informative, without the need to specify a prior. Given the proclamation in

Lindley (1975) that 2020 will be the year “statistics” and “Bayes” become synonymous,

even though this has yet to be realized, the IM theory does aid in making this extreme

proposition more compelling. As stated in Efron (1998), “a successful objective Bayes

theory would have to provide good frequentist properties in familiar situations,” which is

exactly what the IM framework achieves. Moreover, the IM construction is straightfor-

ward, like Bayesian posteriors, and its output can be interpreted in an intuitive Bayesian

manner, meaning we can actually make statements around the “truthfulness” of a hy-

pothesis, which otherwise is not possible under classical theory (Martin 2015).

The need for this “prior-free” probabilistic framework (Martin and Liu 2013, 2015b) is

evident in the context of Bayesian hierarchical models, specifically, the LDA, in extracting

the latent topic structure in a collection of text. Regardless of the overt sensitivity of

129



the posterior on the Dirichlet priors, the LDA is still widely used across industry, with

ad-hoc heuristics introduced, e.g., massaging the data, tuning the priors, to increase its

predictive performance. Just like the issue of false confidence in satellite conjunction

analysis, the general recommendation in LDA analyses is to insist on using data that

are “precise enough” (Balch 2016) or “appropriate” (Tang et al. 2014) for the model at

hand. This practice is questionable as “better” data is not always available; however, to

use a plausibilistic versus a probabilistic representation of uncertainty is. As the practical

significance of adopting such non-additive probabilities is clear, the IM framework is

worth adding to our repertoire of tools. After all, if we relaxed our grip on the long-run

frequency view of probability to embrace that of our own subjective beliefs, why can’t we

broaden the notion even further?
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overview of robust Bayesian analysis. Test, 3(1):5–124, 1994.
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