ABSTRACT

GOSLEN, ALEX. Student Plan Recognition and Generation for Adaptive Support in Science

Game-Based Learning Environments. (Under the direction of Dr. James Lester).

A key aim for science education is the improvement of scientific reasoning through inquiry-based
learning which asks students to “think and act like scientists”. This requires the regulation of
specific skills and abilities such as identifying problems, generating hypotheses and evidence, and
drawing conclusions. Goal setting and planning can help learners regulate their learning as they
engage with scientific inquiry, especially within investigative exploration. Contemporary work on
scaffolds for science inquiry-learning requires we (1) understand how students set goals and plans,
(2) measure the quality of goals and plans, and (3) develop adaptive intelligent goals and planning
scaffolds. The process of setting goals and creating plans is crucial for self-regulated learning
(SRL), yet students often struggle to construct efficient plans and establish goals. Scaffolding
incorporated into game-based learning environments creates an opportunity to collect data that
captures students’ goal setting and planning behaviors during challenging science inquiry learning
scenarios that require effective SRL to achieve success. Additionally, the development of large
language models offers new possibilities for enabling adaptive scaffolding of student learning in
game-based learning environments.

The dissertation presents a data-driven analysis of students' explicit planning activities in
two science game-based learning environments that can enable adaptive support for student
planning, as well as their learning. In both games, students are provided with a planning support
tool which aids them in externalizing their science-related goals and plans before putting them into
action. By leveraging the trace data from these game-based learning environments, we present two
plan scaffolding methodologies: (1) a student plan recognition framework and (2) a student plan
generation framework. The student plan recognition framework aims to predict students’ goals and
planned action sequences given student gameplay sequences as input and student interactions with
the planning tool as labels for both prediction tasks, which is an indication of what students are
planning. The plan generation framework aims to automatically generate a set of low-level actions
that contribute toward accomplishing a target goal given a sequence of prior gameplay events and

prior completed goals, which is an indication of how students plan.



The preliminary research presented in this dissertation constructs and evaluates the student
plan recognition framework in the science game-based learning environment called CRYSTAL
ISLAND. The work has evaluated the student plan recognition framework using six supervised
machine learning models and has also investigated additional machine-learning architectures and
a technique for detecting when students enact all steps in their plans as methods for improving the
framework. This dissertation research builds on preliminary results by testing the student plan
recognition framework on another science game-based learning environment, FUTURE WORLDS.

Additionally, the dissertation presents a novel plan generation framework that leverages
text-based representations of students' interactions within game-based learning environments to
inform adaptive scaffolding of student goal setting and planning. We investigate the use of two
pre-trained large language models, T5 and GPT-3.5, in the plan generation framework. We
examine the generalizability of the plan generation framework, by comparing performance of
models for both CRYSTAL ISLAND and FUTURE WORLDS. Finally, we present novel plan evaluation
metrics and an empirical analysis of the plans generated by the models when evaluated against
plans crafted by students during gameplay. This dissertation presents insights into how machine
learning can be best leveraged to devise run-time adaptive support for student goal setting and

planning in game-based learning environments.
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CHAPTER 1

INTRODUCTION

Observing students’ cognitive and metacognitive processes poses a challenge in educational
settings, with inferences on learning mainly being based on changes in output, temporal duration
of events, and observable behaviors (Winne, 2018). Game-based learning environments inherently
provide means for measuring these factors through automatic trace data logging (Taub & Azevedo,
2019). Data from game-based learning environments also allow for predicting students' various
cognitive and metacognitive states, enabling adaptation to individual students in real-time. With
tools, hints and difficulty adjustments, game-based learning environments are able to customize
support for students’ individual problem-solving (McLaren & Nguyen, 2023). Recognizing
student strategies and planning is a key component that drives adaptive scaffolding in game-based
learning environments (Azevedo & Wiedbusch, 2023). However, prior work in recognizing such
strategies often relies on multimodal data such as eye gaze and facial expression (D’Mello &
Graesser, 2023). Little work has been done to explore the potential use of trace data alone to
identify metacognitive behaviors during students’ problem solving in game-based learning
environments (Dever et al., 2023b).

Winne and Hadwin's model of self-regulated learning (SRL) refers to goal-driven learning
that encompasses the formulation of objectives, the development of plans, and the continuous
monitoring and adaptation of goals and plans (Winne, 2018; Winne & Hadwin, 1998, 2008).
Providing support for students' SRL processes can greatly assist them in navigating challenging
learning tasks, such as solving scientific problems (Dever et al., 2022).

The application, practice, and development of scientific inquiry skills (e.g., identifying the
problem, collecting evidence, generating hypotheses, making inferences, drawing conclusions) are
fundamental to learning the nature of science and science content by allowing students to “think
and act like scientists” (OECD, 2022; Omarchevska et al., 2022; Wallace & Coffey, 2019). The
application of scientific inquiry skills requires students to use SRL to engage in the formulation of
goals, develop plans to meet those goals, and monitor and adapt their (meta)cognition based on
their progress towards achieving goals (Winne & Azevedo, 2022; Winne, 2018). However, many

students lack the necessary SRL skills to do so effectively (Azevedo et al., 2017; Lester et al.,



2013). Contemporary work in SRL requires we: (1) understand how students set goals and plans,
(2) measure the quality of goals and plans, (3) utilize trace data to capture the dynamics of plan
enactment via SRL behaviors, and (4) develop adaptive intelligent planning scaffolds. These
requirements are non-trivial as SRL is a temporally dynamic, contextual, and conditional process
(Ben-Eliyahu & Bernacki, 2015).

For successful scientific reasoning to occur, students need to be effective self-regulators in
which students can monitor their progress towards learning outcomes and change how they enact
scientific reasoning processes to successfully achieve those outcomes (Greene et al., 2018;
Omarchevska et al., 2022; Sinatra & Taasoobshirazi, 2017). However, scientific reasoning is a
notoriously difficult process for students to engage in as they are required to continuously engage
in information gathering, hypothesis generation, hypothesis testing, and hypothesis adaptation
while increasing their scientific knowledge and modifying mental models of complex scientific
topics (e.g., microbiology; Klahr & Dunbar, 1988; Van Mil et al., 2016; Woolley et al., 2018).
Students’ ability to engage in successful scientific reasoning is further hindered by students’
inability to self-regulate either due to their inability to efficiently and effectively deploy SRL
processes (e.g., planning, goal-setting) in addition to their lack of knowledge about SRL processes
and strategies (Dever et al., 2022; Omarchevska et al., 2022; Dever et al., 2023a; Greene et al.,
2024). Because of the compounding difficulties in engaging in both effective SRL and scientific
reasoning processes, it is essential that students are externally supported by tools or scaffolds
within the learning environment in which learning is taking place.

Game-based learning environments can engage learners in self-regulated learning
processes by facilitating goal setting and planning (Boekaerts & Pekrun, 2015). They can also
adapt to individual learner strategies in real time as students solve problems in the game
environment. Student interactions with game-based learning environments generate a significant
amount of student log data. The log data is essential for training machine learning models to inform
adaptive scaffolding tailored to students' individual needs and further enhance student learning
experiences. A novel example is when a planning support tool was incorporated into a science
game-based learning environment for middle school (Goslen et al., 2022a, Goslen et al., 2022b).
Through a block-based drag and drop tool, students were able to create their own plans by selecting
goals and planned actions to achieve that goal. By leveraging the trace data from students’ planning

activities, a student plan recognition framework was constructed to predict students’ goals and



planned actions at given points in gameplay, enabling adaptive support for students’ planning.
However, in this case and in most situations, only a subset of this data can be utilized by machine
learning models and often has to be converted into a numerical format.

Recent developments in large language models (LLMs) have shown new possibilities for
analyzing student log data using natural language representations of student learning and problem
solving. In general, LLMs are pre-trained on vast quantities of text data, enabling the model to
develop a broad understanding of natural language. Subsequent fine-tuning with domain-specific
data equips LLMs to address specific, downstream tasks within a target domain. This capability
introduces opportunities in adaptive learning environments, such as generating practice problems,
detailed step-by-step solutions, and comprehensive explanations (Kasneci et al., 2023).

This dissertation explores how we can predict and generate plans to support student SRL
processes and, thereby, enhance their ability to solve scientific problems. In particular, it addresses
two main goals: (1) examining the robustness of a plan recognition framework by comparing
performance across two science learning environments and (2) constructing a framework that
automatically generates plans within science game-based learning environments that can be used
to inform adaptive scaffolding for student SRL. The dissertation also explores the development of
theory-driven plan quality metrics to use for student and framework evaluation. The dissertation
focuses on two science learning environments, CRYSTAL ISLAND and FUTURE WORLDS, that have
a planning support tool incorporated into the game to allow students to externalize their planning
throughout gameplay. We examine multi-label, multi-task learning and data pre-processing for the
student plan recognition framework. With the student plan generation framework, we compare the
performance of fully-supervised, few-shot, and transfer learning methodologies using LLMs. Both
corpora are used to evaluate the student plan recognition framework and student plan generation
framework to examine the generalizability of methods. Results from experiments will be discussed
individually, followed by a description of student planning and how the student plan recognition
and generation frameworks can enable adaptive learning environments to enhance student learning
with SRL scaffolding.



1.1 Thesis Statement and Hypotheses

This dissertation investigates the following thesis statement:

Plan recognition and plan generation frameworks leveraging classical machine learning
techniques and large language models, respectively, can be used to automatically predict
student plans and generate valid plans to provide adaptive support and furthermore can
be applied to multiple student populations and multiple science game-based learning

environments.
To investigate this thesis statement, we evaluate the following hypotheses:

e H.1. Applying the plan recognition framework methods to the FUTURE WORLDS dataset
will yield similar trends in results compared to evaluations of the framework using
CRYSTAL ISLAND data.

o H.1.1. Because of the smaller size of the FUTURE WORLDS dataset, the traditional
machine learning methods will be lower in predictive performance but will still
have LSTMs outperform other models.

o H.1.2. Incorporating both multi-task learning and automatic plan completion

detection will improve predictive performance.

e H.2. Large language models will demonstrate potential for generating student plans given
a set of game actions, completed goals and a target goal for both learning environments
despite small datasets.

o H.2.1. Given that T5 uses a fully-supervised methodology, it will successfully
generate plans similar to students' plans for both learning environments.
o H.2.2. Using a few-shot learning approach, GPT-3.5 will generate valid plans that

are more distinct from student plans for both learning environments.

e H.3. The novel plan evaluation metrics that have been devised in collaboration with
researchers in the learning sciences will provide further insight into the quality of both
student and language model generated plans.

o H.3.1. In terms of temporal coherence, students will achieve higher scores for their

plans than the generated plans for both learning environments.



o H.3.2. Action-goal cohesion performance will be similar for student plans and
generated plans across learning environments.
o H.3.3. Generated plans will be much longer than student plans, demonstrating more

plan complexity.

e H.4. Applying the plan generation framework methods to the FUTURE WORLDS dataset will
yield similar trends in results compared to the CRYSTAL ISLAND dataset.
o H.4.1. Replicating plan generation methods in FUTURE WORLDs will produce
similar results to CRYSTAL ISLAND in terms of T5 and GPT-3.5 performance.
o H.4.2. LLMs will enable transfer learning approaches for the task of plan generation

between science learning environments.

1.2 Contributions

This dissertation makes the following contributions:

e A novel student plan recognition framework that leverages students’ externalized plans
from a game-based learning environment (Goslen et al., 2024b; Goslen et al., 2022a). This
includes an improvement on the student plan recognition framework through automatic
detection of plan completion through trace data analysis, as well as an evaluation of multi-

task learning against single-task learning models (Goslen et al., 2022Db).

e An extension of the student plan recognition framework to FUTURE WORLDS, investigating

the generalizability and robustness of the framework across science learning environments.

e A novel student plan generation framework that leverages textual representations of
students’ gameplay data as input to LLMs to predict a series of low-level actions that can
be enacted in gameplay. This includes a comparison of LLM performance for the task of
plan generation, specifically with a focus on the potential for adaptive scaffolding in game-

based learning (Goslen et al., 2024a).

e An empirical investigation of the generalizability and robustness of the framework across

science learning environments through the extension of the student plan generation



framework to FUTURE WORLDSs. This work includes an empirical exploration of transfer

learning methods utilizing LLMs across science game-based learning environments.

e The development of novel plan quality metrics aligned with scientific reasoning theory
(Wiedbusch et al., 2024). Additionally, an empirical assessment of both student and
machine learning model-generated plans for both CRYSTAL ISLAND and FUTURE WORLDS,
with insights into the effectiveness of plan quality metrics for evaluating student and
model-made plans, as well as implications for effective tool and game design.

1.3 Organization

The remainder of this dissertation is organized as follows. Chapter 2 provides background on SRL,
scientific reasoning, plan recognition, plan generation, and large language models. While the
discussion will focus mainly on game-based learning, it will also encompass broader research
areas. Chapter 3 presents an overview of both the plan recognition and plan generation
frameworks, which aim to predict students’ goals and planned actions for that goal at various points
of gameplay. The CRYSTAL ISLAND game-based learning environment, where the student plan
recognition framework was created, is described in Chapter 4. We also include example scenarios
of student gameplay to demonstrate how machine learning models can be derived from the trace
data of game-based learning environments. Chapter 5 introduces the learning environment that
will be utilized in proposed work to examine generalizability of both the plan recognition and plan
generation frameworks, FUTURE WORLDS. Chapter 6 describes the methods and findings of
constructing a student plan recognition framework in CRYSTAL ISLAND, as well as the results from
applying those methods to the FUTURE WORLDS learning environment. Chapter 7 describes
methods and findings from the LLM-based plan generation framework applied to both data
corpora, including example plans generated for each learning environment and a discussion on the
implications for real-time adaptive scaffolding. Novel plan evaluation metrics are presented in
Chapter 8, with an empirical application of these metrics to student and LLM-generated plans
included. Chapter 9 revisits the student planning scenarios presented in Chapter 3 to discuss the
theoretical implications of incorporating the frameworks into learning environments. Chapter 10
addresses the hypotheses designed to support the thesis statements, summarizes the contributions

of this work, and discusses possible directions for future work.



CHAPTER 2

BACKGROUND AND RELATED WORK

2.1 Self-Regulated Learning

Self-regulated learning (SRL) involves students actively engaging in their learning by deploying
strategies for monitoring and controlling their emerging understanding of complex topics (Greene
et al., 2024; Winne, 2018; Winne & Azevedo, 2022). SRL is a cyclical, recursive process that
occurs throughout four phases during learning: task understanding, planning and goal setting,
using learning strategies, and reflecting and making adaptations. According to the Conditions,
Operations, Products, Evaluations, and Standards (COPES) model of SRL (Winne & Hadwin,
1998; Winne & Hadwin 2008), students select strategies based on how conditions, operations,
products, evaluation, and standards affect their task performance. Students engage in several
phases while completing a task. For example, a student formulates a plan for accomplishing a task
and sets goals for executing those plans. While using the planned strategies, they monitor their
understanding of the content by making a judgment-of-learning (metacognitive monitoring
strategy) and deem that they do not understand the content. This leads them to revisit their original
plan and make adaptations to it. Thus, students are engaging in SRL by constantly monitoring their
emerging understanding and performance and controlling their subsequent actions. This cyclical
process can occur several times during learning, making it important to be able to identify and
keep track of such instances when examining SRL.

Scientific inquiry, in particular, requires students to have motivation for gaining knowledge
and thus, requires effective planning strategies to enact scientific investigations (Graesser &
McNamara, 2010). Supporting goal setting and planning in such learning has demonstrated student
success and aided in positive emotions during learning (Boekaerts & Pekrun, 2015). However,
there remain key questions about how students engage in such processes, assuming they already
know how to effectively set goals, monitor their progress, and adapt their strategies to new
information. Although student planning and goal setting are key components of SRL, there has
been little research done on explicit goal setting and planning, particularly in online learning

environments (Winne, 2018). Work has been done in biology classrooms to predict students who



are likely to perform poorly through trace data and improve their SRL through training materials
(Cogliano et al., 2022). Additional work has been done in an intelligent logic tutor to trace students'
learning and provide strategies to students in real-time (Shabrina et al., 2023). Our work aims to
analyze students’ explicit planning behaviors through trace logs, from which we can extract key
features of student planning and make conclusions about how planning impacts their gameplay

and learning
2.2 SRL and Game-Based Learning Environments

Game-based learning environments provide capabilities for tracking SRL processes, particularly
in science-based narrative game environments that challenge students to use scientific reasoning
skills. Planning and goal setting are key to SRL in game-based learning environments (Plaas et al.,
2020) because they require the student to understand the given task and map out how to accomplish
it. Despite their importance, little work has examined key aspects of planning and goal setting in
environments where students can explore game features, express agency, and receive little
scaffolding, which may impact learning (Taub et al., 2020). Trace data from game-based learning
environments is apt to provide insights into students’ SRL behaviors due to its temporal nature,
potential for automatic validation, and capabilities for adaptivity, which are key features for
analyzing SRL (Bernacki, 2017; Taub et al., 2020). This dissertation addresses vital theoretical,
conceptual, and analytical questions about planning and goal-setting that must be systematically
examined in game-based learning environments. More specifically, we address issues related to
the quantity, quality, and temporal enactment of these processes during gameplay from trace data,
their sequencing (with other self-regulatory processes), and their influence on learning within
game-based learning environments.

This work analyzes middle school students’ use of a novel planning support tool embedded
into two science game-based learning environments, CRYSTAL ISLAND and FUTURE WORLDS. As
students navigate through each learning environment, they are periodically prompted to externalize
their problem-solving goals and plans through a drag-and-drop planning tool. This tool is
grounded in Winne and Hadwin’s COPES model of SRL (1998, 2008), which defines four phases
of SRL: problem understanding and task definition, goal setting and plan generation, enactment of
learning strategies, and reflection and adaptation. In addition, COPES impact how a learner self-

regulates while engaging in a task. The trace data collected by the learning environment allow us



to capture three of these phases of students’” SRL processes (Dever et al., 2022, 2023a): the
externalized goals and plans represent the goal setting and plan-generation phase; the enactment
of learning strategies is represented through students’ problem-solving actions in the learning
environment; and through students’ planning instances with and without modification, we can also
potentially identify the reflection and adaptation phase.

It can be challenging for researchers to measure learners’ SRL during gameplay because
games do not typically allow for overt measures of SRL processes and require inference making
(see Azevedo & Taub, 2020). There are several advantages to collecting multimodal multichannel
data (e.g., trace data, eye tracking, face videos, physiological sensors) during learning and
gameplay, such as having unobtrusive, fine-grained measures of learning and self-regulated
learning processes (Azevedo & Gasevic, 2019). Digital games typically collect behavioral logs of
gameplay actions, which provide detailed traces of how students navigate through the game. While
this generates a lot of data for analysis, it does require researchers to make inferences regarding
their self-regulatory behaviors. Although other data channels allow for explicit externalization of
metacognition, such as using think-aloud data (i.e., players are stating what they are doing), it is
not feasible to use this kind of data in the classroom.

Therefore, by developing a set of measures or gameplay tools that describe students’
learning and SRL processes during gameplay, we are fostering SRL (e.g., tools for planning and
reflection) and science learning while also making fewer inferences about their actions. We have
already developed a tool to foster students’ reflections during gameplay (Carpenter et al., 2020,
2021; Cloude et al., 2021; Geden et al., 2021; Gupta et al., 2023) with CRYSTAL ISLAND. The
planning tool we used for this study serves a similar role for planning—as a teaching tool to
promote planning during gameplay, as well as a research tool for examining students’ planning

and goal-setting behaviors during gameplay.
2.3 Scientific Reasoning

Scientific reasoning and the skills commonly associated with it (e.g., making hypotheses, drawing
conclusions) are often conceptualized within cycles of scientific inquiry. That is, the cycle one
might go through to problem solve or develop new conceptual knowledge based on empirical
testing. There have been several frameworks that model scientific reasoning and inquiry including
Scientific Discovery as Dual Space (SDSS; Klahr & Dunbar, 1988), OPIRR (Orientation,



Preparation, Implementation, Reporting, and Reflection) model (Janssen et al., 2019), and Fischer
et al.’s (2014) epistemic activities of scientific reasoning. These conceptualizations' descriptions
refer to skill sets, linked domain-specific and domain general knowledge, and a cycle of stages
that one goes through to generate and modify their knowledge production during complex learning
(Janssen et al., 2019). Considering the complexity of many of these scientific reasoning tasks and
activities, research has repeatedly shown that students struggle with efficiently and accurately

engaging in scientific reasoning (Van Mil et al., 2016; Woolley et al., 2018).

Table 2.1. Fischer et al.’s epistemic activities for scientific reasoning.

Epistemic Activity Definition

Problem Identification A problem representation is constructed by the learner based on
a study of a scenario in which a perceived discrepancy or
weakness exists with respect to the explanation that is currently

provided for a given problem.

Questioning Based on the problem representation developed during problem
identification, the learner identifies question(s) that may be
refined later.

Hypothesis Generation The learner derives possible answers to the questions from
models, available theoretical frameworks, or empirical evidence
they are aware of. If prior knowledge is not enough to allow for
prediction, the question may be refined in questioning or there
may be an exploratory approach of evidence generation.

Construction & Redesign  The learner constructs and artefact (e.g., a prototype or axiomatic
of Artefacts system) typically based on current theoretical models to be tested
in an authentic environment.

Evidence Generation The learner collects evidence in various approaches including (1)
conducting hypothetico-deductive experimental studies; (2)
Induction using observations; (3) General Observations; (4)
Deductive Reasoning; (5) Compiling fields of research. What
counts as evidence differs among domains.

Evidence Evaluation The learner assesses the degree to which evidence that has been
generated supports a hypothesis/claim/theory.

Drawing Conclusions The learner uses different pieces of evaluated evidence to either
support or disprove a hypothesis. This can differ among domain
and may refer to the compiling of multiple pieces of evidence for

integration.
Communicating & The learner interacts with others to share their findings and
Scrutinising converse about the practice, methodology, results, conclusion,

and implications.
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The work presented in this dissertation focuses primarily on Fischer’s framework of
scientific reasoning activities (Fischer et al., 2014) but draws inspiration from the other models as
well (such as the cyclic nature of the OPIRR model or the non-linearity of the SDSS model).
According to this framework, there are 8 epistemic activities that one might engage in during
scientific reasoning. These are defined in Table 2.1.

2.4 Predicting Plans in Online Environments

In the field of SRL, there has been limited effort in creating computational models to recognize
and adapt to student plans in online learning environments. An exception to this trend is an
intelligent physics tutoring system called Andes. This system employed Bayesian networks to
construct models of student plans, enabling predictions of their actions during problem-solving
(Conati et al, 2002). The work with Andes showcases successfully using plan recognition to
facilitate tailored hints to individual students.

More substantial progress has occurred in the domain of player modeling, where data-
driven methods have demonstrated potential in adapting digital games to players’ intentions
(Hooshyar et al., 2018). Recognizing players’ strategies in digital games gives valuable insights
into real-time adjustments to individual players’ behaviors, performance, and interests (Duarte et
al., 2020; Sukthankar et al., 2014). Theory of Mind, the ability to understand and predict intentions
and cognitive attributes, has been used in player modeling applications (Shergadwala et al., 2021).
Many graph or hierarchy-based methodologies have been utilized for such plan recognition models
(Bisson et al., 2015; Rabkina et al., 2022; Rabkina et al., 2021). Theory of Mind is a crucial
metacognitive process and has also been addressed in recent work in digital games to enhance plan
recognition tasks (Boeda, 2021; Ware & Siler, 2021; Weerawardhana et al., 2021). While these
approaches have demonstrated efficacy in digital games featuring predefined states, little
exploration has been done into the potential of using plan recognition to adapt open-world game-
based learning environments for individual students.

Open-world learning environments often require the application of SRL skills because they
allow students to explore the environment at their own pace, by choosing their own goals and
identifying paths to achieve them (Squire, 2008). These types of environments present a unique
challenge in that student actions in the game are individualistic and highly exploratory. Prior work

explored student goal recognition, a sub-area of plan recognition, in open-world game-based
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learning environments and found Long Short-Term Memory networks (LSTMs) to perform best
when compared to several baseline models (Min et al., 2016; Min et al., 2017). LSTMs, a type of
recurrent neural network, can identify dependencies within a sequence of events (Hochreiter &
Schmidhuber, 1997). LSTMs are adept at handling uncertain, probabilistic data. Additionally, the
authors found that one-hot encoding vectors were effective for representing game trace data for
the task of predicting student goals (Min et al., 2017).

2.5 Plan Generation

Classical Artificial Intelligence (Al) planning traditionally revolves around generating sequences
of actions within a given environment, a concept we extend to the task of plan generation (Ghallab
et al., 2004). The field of automated planning has explored various techniques for plan generation
over many years (Blum, 1997; Bercher et al., 2019; Hoffman et al., 2001). Recent approaches to
plan generation include hierarchical planning (Bartak et al., 2001) and narrative plan generation
employing self-supervised learning (Polceanu et al., 2021). These techniques have been applied in
educational settings where the environment is finite and relatively small. For instance, graph
networks have been employed to evaluate and enhance student planning in systems like Betty's
Brain (Segedy et al., 2015) and have also been used for generating study plans (Leung et al., 2003).
However, plan generation tasks within game-based learning environments present a distinctive
challenge due to the scale and open-world nature of the environment.

In order to generate viable plans for students in real-time, it is essential to have an
understanding of students' underlying problem-solving strategies. Students’ gameplay within
game-based learning environments such as CRYSTAL ISLAND or FUTURE WORLDS is highly
individualistic and characterized by exploratory behavior. To date, large language models have
not been previously used to encode students' problem-solving actions for the purpose of automatic
student plan generation. By utilizing textual representations of student game log data, as well as
the generation of textual output for executable in-game plans, language models hold significant
promise for the creation of plans that are not only human-interpretable but also adaptable to various

learning scenarios.
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2.6 Large Language Models

Recently, the field of natural language processing (NLP) has advanced significantly through the
development of large language models. These models have proven successful in various NLP tasks
such as text summarization (e.g., BART; Lewis et al., 2020), code assistance (e.g., Copilot; Chen
et al., 2021), and dialogue generation (e.g., GPT-3; Brown et al., 2020, LaMDA; Thoppilan et al.,
2022). The proposed research aims to examine the effectiveness of large language models in the
context of plan generation within game-based learning environments.

This dissertation work will leverage two language models for the task of plan generation,
T5 (Raffel et al., 2020) and GPT-3.5 (Brown et al., 2020). T5 is a language model based on the
transformer architecture, adopting a consistent approach where all NLP tasks are reconfigured into
a unified text-to-text format (Raffel et al., 2020). T5's architecture is an extension of the original
transformer architecture (Vaswani et al., 2017), incorporating three key modifications. These
modifications involve eliminating the layer norm bias, repositioning the layer normalization, and
adopting an alternative position embedding scheme. GPT-3.5 is an autoregressive language model
trained using 175 billion parameters. It has shown great potential when compared to other language
models for NLP tasks like text-completion, question answering, and translation (Brown et al.,
2020).

There is growing recognition of the potential of LLMs across a broad range of educational
applications, including lesson planning, assessment, and providing scaffolding (Kasneci et al.,
2023). In educational settings, T5 has been explored for the purpose of automatic question
generation (Bulathwela et al., 2023; Jiao et al., 2023) and team communication analysis (Pande et
al., 2023). The ability to fine-tune LLMs, such as T5, has yielded promising results for such tasks.
GPT-3 is among the most widely used LLMs in recent years with applications like generating code
explanations and improving automated evaluation of student text responses (Cochran et al., 2023;
Macneil et al., 2022; Kasneci et al., 2023).

However, to protect student data without transmitting it to external servers, it is essential
to train and operate the model locally on a machine. In this sense, the T5-small (60M parameters)
offers a notable advantage due to its relatively smaller size compared to larger language models
like Llama-2 (7B-70B; Touvron et al., 2023) and GPT-3.5 (135B). This makes it feasible to train

and deploy the model using the limited computing resources typically available in educational
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settings. While the smallest Llama-7B/13B model can be run on a single/double GPU,
respectively, its zero-shot and few-shot performance does not match that of GPT-3.5, limiting its
ability to achieve satisfactory performance. Additionally, fine-tuning Llama-2 also requires a much
higher computing cost compared to T5-small.

Regarding more recent and advanced LLMs, GPT-4 (Achiam et al., 2023) has 1.76 trillion
parameters, approximately 10 times more than GPT-3.5’s 175 billion parameters, while GPT-40
(OpenAi, 2024) has a parameter count similar to GPT-3.5 but the performance often matches to
GPT-4. Recent work in adaptive support has utilized GPT-4 to generate levels of a science game-
based learning environment in real-time through natural language prompts (Kumaran et al., 2024).
Although both GPT-4 and GPT-40 surpass GPT-3.5 in many aspects including factual accuracy,
data analysis, multimodal capabilities, and reduced bias, not all their advanced features equally
benefit plan generation. In our scenario, the most critical aspect is the ability to handle highly
technical and domain-specific content with more complex data analysis. These enhanced
capabilities in GPT-4 and GPT-40 could be potentially advantageous for our plan generation task
that analyzes extended sequences of student actions in educational games. Despite the technical
advantages of GPT-4 and GPT-40, their API costs pose a significant barrier in non-commercial
and educational domains. GPT-4 and GPT-40 incur costs that are 60 times and 10 times higher per
input token compared to GPT-3.5, respectively. Consideration is needed because the cost of LLM
API services could potentially restrict educational opportunities that should ideally be accessible
to everyone equally.

Our work explores how we can utilize LLMs to support student learning and problem-
solving by automatically generating plans that can be used to inform adaptive scaffolding for
student SRL. We introduce a novel plan generation framework that utilizes student gameplay data
as input to our LLMs and evaluate problem-solving plans generated by T5- and GPT-based plan
generation models against student constructed plans. We discuss the pros and cons of each
language model for this task, as well as how these models might be integrated into real-time

adaptive learning environments to enhance student learning.
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CHAPTER 3

ENABLING ADAPTIVE LEARNING ENVIRONMENTS
WITH STUDENT PLAN RECOGNITION AND
GENERATION

This chapter gives an overview of how plan recognition and generation models can enable adaptive
learning environments. We first describe how planning is operationalized in game-based learning
environments for this dissertation. Then, we provide example scenarios of students’ planning in
game-based learning to demonstrate what goals and plans look like in these environments without
adaptive support. Next, we describe a proposed adaptive learning environment that incorporates
plan recognition and generation to improve student learning. Finally, we discuss the student
scenarios further to illustrate how an adaptive learning environment with a plan recognition and

generation framework may improve the student experience.
3.1 Operationalization of Planning

In this dissertation work, we conceptualize planning from a SRL perspective. Based on theories of
self-regulated learning (Pintrich, 2000; Winne, 2018; Winne & Hadwin, 1998, 2008; Zimmerman,
2000), planning is a key component of self-regulation and involves several components, such as
goal setting and prior knowledge activation. However, as with self-regulated learning in general,
there is no “correct” way to plan. Thus, students can choose to enact planning strategies in many
ways. Although this provides students with agency (Taub et al., 2020) to plan, research
demonstrates students achieve higher learning gains when setting appropriate subgoals with the
support of a pedagogical agent during learning with a computer-based learning environment
(Harley et al., 2018). Thus, we adopt this conceptualization of planning in the preliminary work
by giving students some guidance towards planning with the planning tool in the game-based
learning environment (e.g., a tool for fostering setting goals and subgoals as opposed to a
pedagogical agent), however we do not require students to use the tool as a way to promote more
agency than previous work. To demonstrate this, we provide three planning scenarios that

demonstrate different types of planning with the planning tool in CRYSTAL ISLAND. These
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illustrative scenarios are based on students’ interactions with the planning tool and the names of

students have been anonymized.
3.2 Student Planning Scenarios

In this first example scenario, we consider a student named Adam who accessed the planning tool
five times throughout gameplay. In each of these planning tool interactions, Adam either created
one plan or edited the existing plan. After completing the tutorial, they created a plan with the goal
of “learn about disease” with two planned actions: “speak with patients” and “speak with lead
scientist.” Then, Adam immediately went to the infirmary and spoke with Kim and the patients.
After a few minutes, Adam left the infirmary and wandered outside. They were then prompted to
plan again because speaking with the camp nurse is a major plot point. During this planning
instance Adam removed the action “speak with patients” from the plan and closed the tool.
Immediately after this, they went to the lead scientist's house, read some informational text, and
spoke with the lead scientist. Then, Adam began collecting items to test for viruses or bacteria.
Once going to the laboratory, Adam got a positive scan result on an egg for pathogenic bacteria.
Because this is a major plot point of the game, Adam was prompted to plan. In this planning tool
instance, they updated their plan to remove “speak with lead scientist” and added “use scanner to
test objects,” while keeping the same goal. After this planning tool interaction, Adam kept
scanning other objects for viruses or bacteria. Once leaving the laboratory, Adam was prompted
again to open the planning tool because they scanned a contaminated object. This time, Adam
included “read about how diseases spread” in their plan and removed all other planned actions.
Instead of following this plan, Adam then went to Kim and submitted an incorrect hypothesis for
the cause of the illness and a treatment prevention plan. Soon after, at a 30-minute milestone of
gameplay, Adam was prompted to plan, where they kept the same goal with the planned action of
“use scanner to test objects.” Adam continued to test objects and interact with the game
environment for another hour, but did not interact with the planning tool during that time. They
successfully solved the mystery after 96 minutes of gameplay.

Next, we consider another student named Barbara. Barbara also interacted with the
planning tool five times throughout gameplay and did not successfully solve the mystery. They
first planned after the tutorial, where they created one plan with the goal of “explore camp” and

three planned actions: “go to infirmary,” “speak with camp nurse,” and “speak with patients.”
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Immediately after creating this plan, Barbara went to the infirmary and completed all actions in
the plan. During the next planning tool interaction, Barbara kept this plan in the tool despite having
completed it. They also added another plan for the goal “learn about outbreak” with nine planned
actions attached to this goal. In every subsequent planning tool interaction, these plans persisted.
Barabara played the game for 71 minutes and never solved the mystery.

For our last scenario, we consider a student named Carl. Like the other students, Carl
planned five times during gameplay. Carl’s first planning tool instance occurred after completing
the tutorial and they created a plan with the goal of “explore camp” and five planned “go t0”
actions. After planning, Carl went to the infirmary and then the dormitory completing two out of
the five actions. They were then prompted again, where they kept their “explore camp” plan the
same and added another plan with the goal “learn about outbreak™ and two planned actions: “use
scanner to test objects” and “speak with lab technician.” Shortly after, Carl opened the planning
tool again voluntarily and removed the “explore camp” plan. After 30 minutes of gameplay, Carl
was prompted to plan again. In this interaction, they added two plans with the goals “test
food/objects patients have consumed” and “test food/objects that can spread disease.” The first
plan contained two “pick up” actions and the second plan contained one “pick up” action. Carl then
proceeded to pick up several items from the dorm. Carl then opened the planning tool voluntarily
and removed the “test food/objects patients have consumed” plan. Carl did not plan for the
remainder of gameplay. They successfully solved the mystery and played in total for 73 minutes.

These scenarios were derived from gameplay alone, using the low-level actions shown in
the trace data. These scenarios represent just a few examples of how students utilized planning
while navigating CRYSTAL ISLAND, demonstrating how planning “looks” different across
individuals. In future sections, we will describe features we have extracted from these sequences
to help identify students’ SRL processes throughout gameplay. Because these processes are largely
metacognitive, we cannot know explicitly which SRL processes students employ. However, this
work represents a first step at trying to analyze and support students through these processes using

only trace data.
3.3 Plan-Enhanced Game-Based Learning Environment

This section includes a high-level description of a proposed adaptive game-based learning

environment that supports students’ goal setting and planning throughout science problem-solving.
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Two scenarios are presented for how to enhance game-based learning environments with Al-
driven adaptive scaffolding: (1) a student plan recognition framework and (2) a student plan
generation framework. In this context, we define plan recognition to be the task of predicting a
high-level goal and the set of planned actions to achieve that goal given a sequence of gameplay
events. Figure 3.1 illustrates how a plan recognition framework can be incorporated into a game-

based learning environment to provide adaptive support for students’ strategies.

Gameplay Activities Probliemisohing Plan
action sequences Recognition
C———> | Framework

Interacts with
learning environment

planning activities
Student

Inferred goals and
planned action
sequences

Adaptive
scaffolding

Student-Adaptive
Content

Figure 3.1 Overview of a game-based learning environment that incorporates a plan recognition

framework.

As students interact with the game-based learning environment, they engage in SRL
processes, and at several points throughout the game, they are prompted to externalize their plans.
These gameplay interactions, as well as their planning activities, are automatically logged by the
system. All of the data that is logged in the system and passed to the student plan recognition
framework, where it is used to infer the current goals and planned action sequences of the student.
Based on the outputs of these models, the system can deliver adaptive interventions aimed at
improving students’ strategies or science problem-solving. For example, if a student has not
explicitly planned for a period of time, students could be prompted to verify if the system-

recognized plan aligns with their current goal, prompting them to reflect on their current strategy
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and adapt their plan. Alternatively, the learning environment could provide hints for how to
maneuver the game based on the set of predicted planned actions.

Leveraging the generative features of LLMs creates the potential for the student plan
generation framework. Plan generation is the task of automatically generating a set of low-level
actions that contribute toward accomplishing a target goal given a sequence of prior gameplay
events and prior completed goals. Figure 3.2 illustrates how a plan recognition framework can be
incorporated into a game-based learning environment to provide adaptive support for students’

planning activities.
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Figure 3.2 Overview of a game-based learning environment that incorporates a plan generation

framework.

As students interact with the game-based learning environment, they once again engage in
SRL processes, and at several points throughout the game, they are prompted to externalize their
plans. These gameplay interactions, as well as their planning activities, are automatically logged
by the system. The data logged from the system is passed to the student plan generation framework,
particularly a sequence of gameplay events, a target goal selected by the student and a set of
previously completed goals. From this data, the plan generation framework outputs a series of low-
level actions that can be enacted in gameplay. Based on the outputs of these models, the system
can deliver adaptive interventions aimed at improving students’ planning activities. For example,

students can be presented with more efficient plans and given suggestions on actions to include in
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their plan through scaffolding. Alternatively, the learning environment could adapt game difficulty
based on generated plans for a given goal.

Both frameworks proposed in this work share several fundamental components. A core
component of both frameworks is leveraging students’ planning activities to evaluate the
predictions. A novel aspect of this work is the incorporation of a planning support tool in two
science learning environments, CRYSTAL ISLAND and FUTURE WORLDS, which allows students to
create their own plans. These explicit plans allow for frameworks that mimic real-time systems by
segmenting gameplay through planning tool interactions and can be utilized to evaluate the models
without the need for expert annotation. In addition to evaluating the models with student created
plans, we have developed plan quality metrics designed to assess student planning during scientific
inquiry. Further details on these evaluation metrics can be found in Section 8.1. These metrics
(outlined in Chapter 8) can be used to evaluate both students’ plans and model-generated plans.

Finally, because the planning support tool was implemented in two science game-based
learning environments, we examine the performance of both frameworks within both learning
environments. These experiments will aim to demonstrate the generalizability of the frameworks
across science learning environments. Details on the implementation of the frameworks will be
discussed in Chapters 6 and 7. Through plan recognition and plan generation, we can support both
what students are planning and how they plan to achieve their goals. Both frameworks proposed
in this work have the potential to enable adaptive scaffolding in game-based learning

environments, by improving student SRL processes and learning.

3.4 Student Planning Scenarios with an Adaptive Learning

Environment

As shown in the student planning scenarios, each student accessed the planning tool five times,
which could be considered similar planning behavior. However, each student had very distinct
behaviors apart from how often they opened the planning tool, illustrating variance in the type of
support needed for each student to enhance their learning experience. Below are a few examples
of how a learning environment could adapt to such behaviors using the plan recognition and

generation frameworks.
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Adam had the same goal throughout gameplay but completed all planned actions. This type
of behavior is indicative of a student not externalizing their plans fully in the planning support
tool. A student plan recognition framework in this context could automatically identify other goals
Adam is trying to achieve using their gameplay events and provide additional prompts to
externalize those goals. The system could then provide additional scaffolding for formulating the
plans through the plan generation framework, prompting Adam to achieve multiple goals.

Barbara had the same plan persist throughout gameplay. In an adaptive learning
environment, the student plan recognition framework could automatically identify if this plan was
completed during gameplay. If it was already completed, the environment could prompt Barbara
to plan by asking them to verify if the recognized goal or plan is accurate. If the plan was not
already completed, additional hints or alternative plans could be provided to Barbara through the
student plan generation framework, potentially avoiding game abandonment.

Carl voluntarily accessed the planning tool to view and update plans, potentially
demonstrating a high SRL skill-level. Plan quality metrics incorporated into the plan generation
framework could automatically assess Carl’s plans across several science inquiry metrics and
provide more detailed hints of alternative actions to achieve their goals. Alternatively, an adaptive
learning environment could adjust game difficulty by incorporating new educational concepts

based on how quickly Carl achieves their goals or navigates the game's milestones.
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CHAPTER 4

CRYSTAL IsLAND DATA CORPORA

This chapter presents the game-based learning environment, the planning support tool, and the
study that was conducted using the environment. We analyze trace logs capturing students’
gameplay behaviors as well as their interactions with the planning support tool to gain insights

into students’ planning behaviors.

4.1 Planning Support Tool in CRYSTAL ISLAND

The setting for this work is CRYSTAL ISLAND, a game-based learning environment that teaches
microbiology concepts to middle school students (Rowe et al., 2011). CRYSTAL ISLAND is a first-
person game where students take on the role of an infectious disease investigator who must solve
the mystery of a disease outbreak on a remote island research station (Figure 4.1). Students can
walk between different locations, speak to several non-playable characters (NPCs), read books and
view posters containing information about microbiology, and conduct tests on potentially
contaminated food items using a virtual scanner. To complete the learning scenario, students must
correctly identify the disease that is spreading, the object through which the disease is spreading
(one of the food items) and prescribe a treatment or prevention plan to stop the spread of the

disease.

Figure 4.1 (Left) CRYSTAL ISLAND game-based learning environment, (right) Conversation with

an NPC in CRYSTAL ISLAND.
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To succeed in CRYSTAL ISLAND, students must engage in effective self-regulation. Students
typically have two or three class periods (around 100 minutes of gameplay) to complete the
learning scenario, and the size of the problem space makes it so that trial and error approaches will
often not be sufficient for solving the mystery. Rather, students must set relevant goals and make
deliberate plans in order to succeed in this environment. In this work, we present a novel planning
support tool that leverages design concepts from visual programming languages (Weintrop &
Wilensky, 2019) and Al planning (Ghallab et al., 2016) to support students’ goal setting and
planning in CRYSTAL ISLAND.

The planning support tool functions much like a block-based programming environment,
where students have access to palettes of predefined blocks that they can snap together using a
drag-and-drop interface to create hierarchical (i.e., two-layer) plan structures (Figure 4.2). This
interface allows students to configure their own plans from a set of high-level goals and low-level
actions rather than having to use natural language to generate goals and plans entirely from scratch,
which would be significantly more challenging. Goal blocks represent subgoals that students think
will help them achieve the overarching goal of solving the mystery, such as “learn about
outbreak”, “identify transmission source”, or “report evidence-based diagnosis.” To achieve those
goals, students can construct sequences of action blocks, each representing concrete steps that can
be enacted in the CRYSTAL ISLAND game environment. For example, students may plan to “read
about how diseases spread”, “speak with patients”, or “use scanner to test objects.” An example
plan structure is shown in Figure 4.2, where a student has set the goal of “explore island” and has
indicated that the action “go to infirmary” is a step that they intend to take to complete that goal.

We note that, while all goal and action blocks that are provided in the planning support
tool are related to the learning scenario presented in CRYSTAL ISLAND, deliberate thought is still
required to configure meaningful plans. That is, some combinations of goals and actions may not
make much sense, and not all goals and actions are particularly relevant for solving the overarching
goal of the learning scenario. Research demonstrates that students struggle to engage in effective
self-regulatory goal-setting strategies during learning; however, when provided support from
pedagogical agents, they exhibit greater learning outcomes than students without the support
(Azevedo et al., 2019; Harley et al., 2018). Therefore, the development of the planning tool

provides students with opportunities to self-regulate their learning by allowing them to select
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which of the specific goal blocks they want to set as their subgoals for completing the game while
also providing support for planning through the overarching goals included in the planning tool.

Agent, Please share your current goals and plans for what you will do next
on the island. Close the tool when you are finished.

Explore Island

Learn Science Content
Gather Information
Collect Data LLearn about disease
Form Diagnosis T

Communicate Findings
Speak with patients

Movement Actions
Read about how diseases spread
Dining Hall Actions
Laboratory Actions
Infirmary Actions
Bryce's Quarters Actions

Living Quarters Actions

NZ0——O>

Worksheet Actions

Figure 4.2. Example planning support tool interaction in CRYSTAL ISLAND.

Before students begin playing CRYSTAL ISLAND, they watch a short introduction video
explaining the planning support tool and demonstrating how to construct plans using the block-
based interface. During gameplay, students are presented with prompts to access the planning
support tool whenever they complete milestones in the learning scenario, such as speaking with
half of the characters or getting a positive test result using the virtual scanner. To address instances
where students are not completing many milestones, prompts are also sent every thirty minutes.
However, the game does not force students to stop what they are doing and open the planning
support tool, so students may choose to ignore the prompt for planning and thus not generate plans.
Students are also able to access the planning support tool voluntarily whenever they like. When a
student’s use of the planning support tool is in response to a prompt from the system, they are
required to modify their plans in some way, such as by adding new goal or action blocks or deleting
blocks from their previous plans. When a goal block is deleted, a prompt is triggered that asks the
student to indicate whether they have completed that goal. VVoluntary use of the planning support
tool does not require students to modify their plans, but plans must always be left in a valid

configuration - there must be at least one goal block and each goal block must have at least one

24



action block inside of it. Upon closing the planning support tool, students resume solving the
mystery and may choose to enact the plans they set or do something entirely different.

4.2 CRYSTAL ISLAND Study Data

This work uses data collected from 144 eighth grade students (mean age = 13.2; 60% female, 40%
male) during asynchronous remote learning in the 2020 school year. Due to the asynchronous
nature of the study, students did not have a time limit for completing the game and gameplay time
across all students averaged 94.7 minutes (SD = 47.7).

The trace data consists of fine-grained records of students' interactions with every major
feature in the learning environment. For example, the details of every conversation with a virtual
character, view of a virtual book or poster, interaction with the laboratory testing equipment,
interaction with a reading concept matrix, interaction with the diagnosis worksheet, and interaction
with the backpack are recorded by the system. For each of these features, the system records the
timestamps of when the interactions occurred, when they concluded, and what menu options were
selected. Students' problem-solving progress is also recorded by logging the narrative plot points
that they complete, their progress in the tutorial, and their performance in the challenge modes.

The benefit of this logging is that it can be analyzed sequentially and in aggregate, both of
which are included in this analysis. Some example features generated from the trace data are how
many books students read in total, which books they read, how much time they spent viewing each
book (on a per book basis), how often they moved back-and-forth between the book and concept

matrix, how often they opened and closed the planning tool, and how many plans they created.
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CHAPTER 5

FUTURE WORLDS DATA CORPORA

This chapter presents the game-based learning environment, the planning support tool, and the
study that will be utilized in proposed work. We will analyze trace logs capturing students’
gameplay behaviors as well as their interactions with the planning support tool to compare

students’ planning behaviors across science game-based learning environments.

5.1 Planning Support Tool in FUTURE WORLDS

FUTURE WORLDS is a game-based learning environment designed to teach sixth graders
environmental sustainability concepts (Figure 5.1). Each level of the game presents a problem
scenario that identifies an environmental issue and a grid of tiles that represent the current
environment for students to explore. Students are tasked with solving the issue and improving the
environment by switching existing tiles for more environmentally friendly options. Educational
materials like diagrams and reading are provided when students view different tiles. Eco-meters
in the game are used to demonstrate the environmental impact of a given tile switch. For example,
if a student sees an existing tile that has a poorly managed pig farm and switches it with a pig farm
with riparian buffers, the water quality eco-meter will show an improvement. To beat a level,
students must hit the goal values on the eco-meters and not exceed the step limit allowed for each
level. If students take too many steps, they are prompted to restart the level.

The game, initially developed for a museum, was reworked for classrooms, adding a
planning phase before each level. Students view a scenario, then use a block-based tool (Figure
5.2) to outline their strategies by arranging predefined goal (green) and action (blue) blocks into
sequences, representing subgoals and steps like identifying issues and adjusting water quality.
Actions are categorized into learning, viewing, or changing the environment, with specific actions
linked to game elements. Students must formulate at least one complete plan to proceed to

gameplay.
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iZ2 Planning Tool Eco-Meters W Move History (5 moves left) W Restart ¢(J

How fo Play

Figure 5.1. An example level of the FUTURE WORLDS learning environment.
5.2 FUTURE WORLDS Study Procedure

A remote pilot study was conducted with 32 students in Texas, USA. Students ranged from 6th to
8th grade, with 43% female and the average age being 12.4 years. Students played FUTURE
WoORLDS remotely during three 40-minute class periods. Prior to starting the game, students were
asked to complete a 10-question pre-test assessing their environmental sustainability knowledge
and the achievement goal questionnaire (Elliot et al., 2012). Students were given about 80 minutes
to play the game and were offered additional materials if they completed the game early. After
completing all levels, students completed the same 10 question knowledge assessment, to analyze
learning gain from the game. Students also completed the situational interest scale (Knogler et al.,
2015) and the technology acceptance model (Venkatesh & Davis, 2000), to gauge how the game
impacted students' interest in science and how they felt about the planning support tool,
respectively. Game trace logs of students' actions in each level, as well as their planning tool use,
were logged automatically and used for analysis in this work. At the conclusion of the study, we
ran focus groups with a subset of the students. The questions were focused on students'
understanding of planning and goal setting in general, their thoughts about the game, and their

feedback on the planning tool itself.

27



To exit full screen, pre:

Please share your current goals and plans for what you will do to solve the current problem. o
Close the planning tool when you are finished.

Gather information Plannmg Tool

Learn how humans impact the environment
Identify environmental issues e Pl et
Change environmental impact )
View farm energy source Read problem statement
Improve gameplay skills
. Learn about forests Check eco-meters
Explore environment
Make change to forest Make change o pig farm
Learn about environmental sustainability

. Make change to cleared land
Change environment

Start Playing

Figure 5.2. Example plans in the planning support tool.
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CHAPTER 6

STUDENT PLAN RECOGNITION

This chapter describes the work completed to enable adaptive game-based learning environments
through plan recognition in CRYSTAL ISLAND and FUTURE WORLDS. First, we discuss the
development of a student plan recognition framework (Goslen et al., 2022a). We report initial
performance of the framework in CRYSTAL ISLAND, evaluated on six supervised machine learning
models for the task of goal and action sequence recognition. Next, we present an improvement on
this framework through the inclusion of automatic plan completion detection and a multi-task
architecture (Goslen et al., 2022b). Findings demonstrate both methods improve framework
performance for both goal and action sequence recognition. We then present the application of
these methods for the task of plan recognition in FUTURE WORLDS. Results demonstrate a similar
performance to the CRYSTAL ISLAND baseline student plan recognition framework and demonstrate
empirical evidence of the generalizability of these machine learning techniques for the task of

student plan recognition in science game-based learning environments.
6.1. Developing a Baseline Student Plan Recognition Framework

Our student plan recognition framework uses sequences of students' gameplay interactions as input
to predict: (1) the student’s goal and (2) their plan for completing that goal. We evaluate our

framework’s predictions against plans students created while using the planning support tool.

6.1.1 Event Subsequence Partition Method

CRYSTAL ISLAND’s data logging system automatically generates event sequences, or the sequence
of in-game events representing the actions each student took while playing the game. For our
framework, we extracted three components from each in-game event: event type, event argument,
and location. There were 9 event types, including reading a book or article, speaking with a NPC,
or scanning an item for a virus or bacteria. The event argument component provides additional
detail about the event type, like the title of the book or article, the name of the character the player

spoke to, or the reasoning selected for the scanned item. There were 108 unique event arguments.
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Lastly, the location component indicates where on the island the event took place. There were 24
fine-grained locations in this version of CRYSTAL ISLAND, such as the infirmary and the cafeteria.
Once the three components from each in-game event were extracted, we constructed the
sequence of events for each student. Each event sequence captures key actions the student
performed in the game. To allow for recognition of students' plans at multiple points during
gameplay, we created several subsequences of students’ in-game events by splitting the complete
event sequence for each student at every interaction they had with the planning support tool. Based
on our theory-based operationalization of planning in CRYSTAL ISLAND (See Section 3), our
framework assumes that all in-game events after a planning tool interaction until the next planning
tool interaction are aimed at enacting the externalized goals and plans from the planning tool
interaction. Therefore, for our analysis, an event sequence starts with the in-game event occurring
immediately after a student’s planning tool interaction and ends with the in-game event directly
before the next planning tool interaction, providing 385 event sequences across students.
Through this partitioning process, we identified that there was a variance in lengths of
event sequences (min=1 event, max=454 events, med=30 events). This indicates that there was a
wide variety in how often students used the planning support tool. Since the machine learning
models that we used to perform goal and plan recognition require fixed-length sequences as input,
we preprocessed these event sequences to make them all the same length. Prior work from a similar
domain identified highest LSTM performance with a maximum event sequence length of 50 when
compared to longer event sequences (Min et al., 2017). Thus, to reduce incorporating game events
unrelated to plan enactment in the input data, we used the median length of 30 as the number of
events included in each sequence. Any sequences with less than 30 events had blank event entries
added to the end to pad them to the correct length, and sequences with more than 30 events were
cut short at 30. Next, we constructed a cumulative representation of the event sequences to allow
for event-level prediction, providing 11,550 total sequences used as input to our framework.
Lastly, as done in prior work, we converted the event sequences to a sparse 2d (30 x 141) binary
matrix using one-hot encoding vectors, where each row represents an event in the event sequence

and each column represents a potential feature (Min et al., 2017).
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6.1.2 Prediction Tasks

To recognize students’ plans from their gameplay, we constructed two separate prediction tasks:
(1) the selected goal(s) from the planning support tool and (2) the sequence of planned actions
students indicated would help them achieve those goals (Figure 6.1). This formalization allows for
predicting multiple goals and planned action sequences at once, making each prediction task a
multi-label classification task.

Event sequences |—* LSTM |—* Dense Goal predictions

Event sequences |—* LSTM |~ Dense —* Action sequence

predictions

Figure 6.1 Example single-task model architecture.

Goal recognition. Students were able to select from 20 possible goals in the planning support tool.
The design of the planning support tool incorporated a mapping of each of these goals to five high-
level goal categories: gather information, learn science content, collect data, form diagnosis, and
communicate findings. For the goal recognition task, we used these categories as labels, mapping
each goal in the plan to the category. To allow for the set of students who selected more than one
goal at a time, we constructed a binary label vector of length five, where each column corresponds
to one of the five goal categories. For example, in Figure 4.2, there are two goals: “explore camp”
and “learn about disease”, which map to goal categories “gather information” and “learn science
content.” In our representation, this would translate to [0 1 0 0 1], where the first 1 entry indicates

goal category “gather information” and the second represents goal category “learn science

content.”

Planned Action Sequence Recognition. To create plans for their goals, students could select from
55 possible actions. These actions were mapped to six planned action categories based on the

2% ¢ 29 <¢

design of the planning support tool: “explore”, “speak with characters”, “read science content”,
“examine poster”, “gather and scan items”, and “evaluate hypothesis.” We wanted to construct a
similar label representation as done in the goal recognition task; however, most plans contained
more than one planned action and most planning tool interactions contained more than one plan.

To create a succinct planned action sequence representation, we utilized NLP techniques. First, we
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mapped all planned actions to their corresponding action category. Then, for each plan, we
concatenated all action categories together. Next, for each set of action categories, we applied
SpaCy word embeddings and averaged the embeddings across all words (Levy & Goldberg, 2014;
Srinivasa-Desikan, 2018). Lastly, we applied k-means clustering, with the Elbow method
indicating the appropriate number of clusters to be 4. The four resulting clusters aligned with the
predominant action category in each plan. The first cluster primarily contained plans with “read
science content” actions, the second cluster contained mostly plans with “explore” actions, “gather
and scan items” actions were found in the third cluster, and the fourth cluster contained
predominantly “speak with characters” actions. In future sections, we utilize these action
categories as our naming convention for each cluster. Once these clusters were determined, we

constructed a binary vector of length four in a similar manner to the goal recognition task.

Model Selection and Evaluation. To assess the ability to recognize students’ goals and planned
action sequences, we constructed six supervised machine learning models: support vector
machines (SVM), random forests (RF), naive Bayes (NB), logistic regression (LR), multi-layer
perceptron (MLP), and long short-term memory (LSTM) networks. We tuned hyperparameters for
each of the models through a nested 5-fold cross validation. For each fold, we used a stratified
student-level split to ensure similar distributions of classes between train and test splits. The LSTM
allowed for a sequential input, meaning we were able to use the 2d one-hot encoding vector as
input. SVM, RF, NB, LR and MLP required a non-sequential representation of the data, so we
summed the one-hot encoding vectors across in-game events to create a single vector that can be
interpreted as the number of times each event type, argument, and location occurs in a sequence.
To evaluate these models, we used macro-average F-measure, which calculates the F-
measure for each class, sums them, and then divides by the number of classes. F-measure bases its
calculations on false positives and false negatives, which are typically predictions that can cause
student frustration in adaptive learning environments. Therefore, it is able to highlight incorrectly
classified labels and is an indicator of optimal performance for multi-label classification tasks (Liu
& Chen, 2015; Madjarov et al., 2012). Additionally, macro-average is adept at handling label
imbalances, which are present in our dataset (Pereira et al., 2018). For these reasons, we used this

metric to evaluate all our models.
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6.1.3 Results
In this section, we present the results of the student plan recognition framework evaluated with six
supervised machine learning models. Results from the six models were compared against a naive

majority baseline model that only predicted the majority class.

Single-task Goal Recognition Results. Table 6.1 shows the goal recognition results for all six
machine learning models, along with majority baseline results for comparison. Overall, five out of
the six models improved on the macro-averaged majority baseline. Additionally, the same models
improved on the majority baseline for four goal categories. Interestingly, RF seemed to overfit to
the majority goal category, “gather information.” Some models tend to ignore less-represented
classes due to data limitations, causing a model with an imbalanced dataset to overfit to more-
represented classes. This may be the case for RF since its decisions are based on information gain.
The LSTM performed best for the two least represented goal categories (i.e., “form diagnosis” and
“communicate findings”) and the second highest-performing model for two other goal categories.
Additionally, considering macro-average, the LSTM was the most improved model on the majority

baseline.

Table 6.1 F-measure results for each predictive model and goal category in the goal recognition
task. Results are averaged across the nested 5-fold cross validation, with distribution representing

the test set. Bolded values indicate highest performance.

Collect  Comm. Form Learn science  Gather
data findings diagnosis content info. Overall
21% 3% 3% 24% 49% Macro-avg
Maj. 0.00 0.00 0.00 0.00 0.74 0.15
SVM 0.20 0.07 0.22 0.20 0.71 0.28
RF 0.00 0.00 0.00 0.00 0.74 0.15
NB 0.42 0.12 0.23 0.43 0.58 0.35
LR 0.24 0.16 0.40 0.27 0.67 0.35
MLP 0.29 0.19 0.31 0.16 0.64 0.32
LSTM 0.32 0.35 0.47 0.35 0.62 0.42
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Table 6.2 F-measure results for each predictive model and planned action sequence cluster in the
planned action sequence recognition task. Results are averaged across the nested 5-fold cross
validation, with distribution representing the test set. Bolded values indicate highest

performance.
Read science  Explore  Gatherand  Speak with Overall
content scan items characters
8% 27% 28% 36% Macro-avg
Maj. 0.00 0.00 0.00 0.55 0.14
SVM 0.36 0.35 0.20 0.29 0.30
RF 0.31 0.41 0.00 0.18 0.22
NB 0.53 0.54 0.17 0.48 0.43
LR 0.46 0.50 0.21 0.43 0.40
MLP 0.29 0.19 0.31 0.64 0.32
LSTM 0.48 0.47 0.31 0.38 0.40

Single-task Action Sequence Recognition Results. Planned action sequence results are shown in
Table 6.2. For this task, all models improved on the macro-averaged majority baseline, with NB
performing best. Additionally, all models performed better than the majority baseline for three of
the planned action sequence clusters. NB outperformed the other models for two of the planned
action sequence classes. We noticed that this model often predicted all four classes at a time, which
might have caused the results to be inflated. MLP improved on the majority baseline for the “speak

with characters” cluster.

6.1.4 Discussion and Limitations

Overall, the machine learning-based models show clear improvement with respect to macro-
averaged F-measure over a naive baseline on the student goal and plan recognition tasks. Prior
work on student goal recognition found LSTMs to be the best performing model on a multiclass
goal recognition task (Min et al., 2017). Our work extends these findings by showing that LSTMs
also perform effectively for goal recognition in a multi-label context, demonstrating potential for

concurrent goal recognition. Allowing for prediction of more than one goal at a time mimics
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students’ planning tool interactions and makes the student plan recognition framework more
robust. Student plan recognition proved to be a more difficult task than student goal recognition.
Unlike goal recognition, there was not a single model that performed best across all plan classes.
For example, naive Bayes showed the highest macro-average F-measure, but its predictions were
consistently every plan class for a given set of input actions. This type of prediction is not ideal to
inform run-time scaffolding because it does not provide a precise indication of what students are
planning.

The imbalanced labels in the dataset presented challenges in training and evaluating the
models for student goal recognition and plan recognition. However, it is representative of the types
of plans generated by students through their use of the planning support tool in CRYSTAL ISLAND.
Notably, we saw planning support tool usage decrease over time, with students trending toward
using the tool frequently in the first half of the game, but less so as time went on. There were also
different levels of granularity associated with the different goal categories and plan classes. For
example, goals related to gathering information typically occurred early in the game, and they
encompassed a relatively broad set of possible actions. In comparison, goals in the “communicate
findings” category ideally occurred after a student formed a hypothesized diagnosis, which
typically occurs later in the game. The steps involved to communicate findings are directly outlined
in the game, and as a result, one would expect plans related to this goal to occur less frequently.
Encouragingly, the results show the promise of using machine learning-based multi-label
classification techniques for student goal and plan recognition despite the inherent challenges of
imbalanced data.

The wide variety of student plans also presented distinctive challenges for the student plan
recognition framework. Some students frequently used the planning support tool and updated plans
without being prompted, while other students opened and closed the planning support tool only
when required. This limits our framework because if students do not update their plans, our
framework interprets all input actions as being towards the same goal and plan. Similarly, if
students use the planning support tool sparingly, then the goal and action labels might not be fully
representative of the event sequences enacted in between planning support tool uses. Further
enhancements to the framework could be added by identifying when a plan has been completed

through gameplay or a goal, so it is not singularly relying on students to update their goals and
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plans. Such improvements could alter the distribution in goal and plan labels and potentially help

with recognition performance.
6.2 Improving the Student Plan Recognition Framework

After analyzing the results from six machine learning models, we identified two potential
improvements to the data-driven student plan recognition framework: (1) the automatic detection
of plan completion and (2) a multi-task architecture for the prediction tasks.

6.2.1 Methods

Automatic Plan Completion Detection. A strength of the student plan recognition framework is
that it allows for predicting concurrent plans. However, this leads to a key assumption that students
mark their plans as being completed or remove them from the planning support tool when their
goals change. Our framework uses students' constructed plans as ground truth, and any plan left in
the planning support tool is used as a label. This creates issues when training models, as students’
event sequences might not align with the stale goals and planned actions. Thus, we incorporated a
preprocessing step to remove a goal and planned action sequence from the label set if it has already
been completed. We identified when students completed plans by checking if they had enacted all
in-game events included in their plan for a given goal. Our aim was to reduce noise in the input

for our plan recognition models.

Multi-task Architecture. In our original construction of the student plan recognition framework,
each prediction task was trained separately (Figure 6.1). Multi-task model architecture allows each
task in the model to be informed by the other. In a multi-task architecture, the model is trained on
a shared representation of both tasks, increasing the potential for generalization across tasks
(Ruder, 2017). This could potentially benefit model performance for both prediction tasks in the
SRL context, as goals and plans are inherently related to each. To potentially improve the
framework, we constructed a multi-task LSTM (Figure 6.2) and compared results to the original
LSTM results.
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Event sequences

6.2.2 Results

Figure 6.2 Multi-task model architecture.
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Action sequence
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Multi-task Goal Recognition Results. Results shown in Table 6.3 demonstrate that overall

macro-average F-measures were the same between single-task and multi-task goal recognition.

Additionally, the performance across individual goal categories remained very similar as well.

When incorporating automatic plan completion detection into the multi-task model, we saw a 3%

increase in performance, indicating that this preprocessing step helped reduce noise in the dataset.

We also saw a performance increase for “collect data” and “communicate findings”, further

demonstrating that plan completion logic helped boost performance. A total of 77 goals were

removed during pre-processing using the plan completion logic.

Table 6.3 Goal recognition F-measure results comparing the single-task LSTM with the multi-

task LSTM and the enhanced framework incorporating automatic plan completion detection.

Results are averaged across the nested 5-fold cross validation, with distribution representing the

test set.
Collect  Comm. Form Learn science Gather Overall
data findings  diagnosis content information
N dist. 21% 3% 3% 24% 49%
Single-task 0.32 0.35 0.47 0.35 0.62 0.42
Multi-task 0.31 0.37 0.47 0.36 0.61 0.42
N dist. 22% 5% 6% 22% 46%
Enhanced Multi-task 0.36 0.48 0.47 0.34 0.60 0.45

Multi-task Action Sequence Recognition Results. Unlike the goal recognition tasks, we saw an

increase in overall performance for the multi-task planned action sequence model, implying that a

students’ selected goal aids in recognizing students planned actions (Table 6.4). Additionally, we
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saw an increase in macro-average F-measure when incorporating automatic plan completion
detection. A total of 58 sets of planned action sequences were removed from the label set using
the plan completion logic. The automatic plan completion multi-task model performed best for
“gather and scan items” and “speak with characters” clusters as well. Interestingly, we saw a
performance decrease for the “read science content” cluster. This performance drop could be due
to the associated goal categories in these plans based on the multi-task architecture. In-game
actions related to “read science content” can be used in a variety of ways across gameplay, with
reading materials being available in every location in the game. More analysis is needed to
understand how and when students utilized these types of planned actions to understand the

resulting performance drop.

Table 6.4 Planned action sequence recognition F-measure results comparing the single-task
LSTM with the multi-task LSTM and the enhanced framework incorporating automatic plan
completion detection. Results are averaged across the nested 5-fold cross validation, with
distribution representing the test set.

Read science Explore Gatherand Speak with | Overall
content scan items  characters
N dist. 8% 27% 28% 36%
Single-task 0.48 0.47 0.31 0.38 0.40
Multi-task 0.34 0.44 0.49 0.39 0.42
N dist. 10% 28% 34% 28%
Enhanced Multi-task 0.31 0.46 0.53 0.40 0.43

6.2.3 Discussion and Limitations

In this work, we found that multi-task models of goal and action sequence prediction boosted
overall F-measures relative to single-task models. Furthermore, we found that including a pre-
processing step of removing completed goals and action sequences from the label set improves
model performance in both tasks. These findings show promise for multi-label multi-task student
plan recognition models in game-based learning environments, as does accounting for student goal
and action completion in student plan recognition models. While these results indicate

improvement in student plan recognition models, there were some limitations with the framework.
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Using students’ goal setting and planning processes provides a new way to construct plan
recognition models, but it also relies heavily on how students utilize the embedded planning
support tool in CRYSTAL ISLAND. Event sequences are segmented when students open and close
the tool and there was considerable variance in the number of times students opened the planning
tool. If a student does not open the planning support tool until the end of the game, the presented
framework could train student plan recognition models based upon a set of goals and action
sequences spanning an entire gameplay session. More analysis needs to be done exploring the
relationships between game play activity and planning activity to better understand when and why
students choose to interact with the planning support tool.

Additionally, our framework partially assumes students will update their plans once they
have completed a goal or changed their strategy. Anecdotally, we have observed that this is not
always the case. In some cases, students may leave their plans in the planning support tool, and
their interactions with the planning support tool may decrease over the course of gameplay. Our
action deletion process attempts to alleviate part of this problem. Encouragingly, it shows promise
in helping to reduce noise in the dataset. Additional exploration into how students altered their
plans throughout gameplay is needed to better understand how to address issues of non-updated
plans and planning support tool interactions declining over time.

Lastly, there was an imbalance in the dataset’s label distribution, which might have affected
overall performance of the LSTMs, especially for the goal recognition task. The imbalanced
selection of goal categories could point to a greater pattern in student strategies to solve the mystery
of the game. Because of the size of the dataset, performance for the least represented classes still
had a weak performance, despite the methodological improvements. It would be important to

explore the use of language models that can be pre-trained on much larger datasets.

6.3. Applying Student Plan Recognition to FUTURE WORLDS

To examine the generalizability of the student plan recognition framework across science game-
based learning environments, we kept the methods as close to the CRYSTAL ISLAND framework as
possible. Using students’ FUTURE WORLDS gameplay and planning data, we constructed two
separate multi-label prediction tasks: (1) the selected goal(s) from the planning support tool and

(2) the sequence of planned actions students indicated would help them achieve those goals.
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6.3.1 Methods

Event Sequence Partition Method. Like CRYSTAL ISLAND, FUTURE WORLDS’ data logging
system automatically generates event sequences, or the sequence of in-game events representing
the actions each student took while playing the game. To represent each in-game event that a
student performs, we created a vector to represent the action target, the tile on which the action is
taken, and the action argument. Action target represents one of the nine distinct actions that a
student can take in the game, such as "Opened Tile Content” and "Submitted Tile Change". The
tile argument represents the tile on which the action was taken and can represent one of 21 possible
tiles. If the action is not related to a tile, this feature is empty. The action argument provided
additional details about the argument and can have 18 unique values. We extracted sequences of
these features by considering action sequences between planning instances.

Once the three components from each in-game event were extracted, we constructed the
sequence of events for each student. Based on our theory-based operationalization of planning in
CRYSTAL ISLAND (see Section 3), we split event sequences by student planning tool usage. In
FUTURE WORLDS, students are required to plan before each level and have the option to plan during
the level as well. We maintained the event sequence partition method from CRYSTAL ISLAND, with
one additional condition of ending an event sequence when a level ends. Therefore, for our
analysis, an event sequence starts with the in-game event occurring immediately after a student’s
planning tool interaction and ends with the in-game event directly before the next planning tool
interaction, providing 200 event sequences across students.

To be consistent with the CRYSTAL ISLAND plan recognition methods, we set the maximum
sequence length to 20, as that was the median number of events between planning tool uses in
FUTURE WORLDS. Any sequences with less than 20 events had blank event entries added to the end
to pad them to the correct length, and sequences with more than 20 events were truncated at 20.
We also constructed a cumulative representation of the event sequences to allow for event-level
prediction, providing 4,000 total sequences used as input to our framework. Lastly, as done in prior
work, we converted the event sequences to a sparse 2d (20 x 49) binary matrix using one-hot
encoding vectors, where each row represents an event in the event sequence and each column

represents a potential feature (Min et al., 2017).
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Goal recognition. Students were able to select from 15 possible goals in the planning support tool.
The design of the planning support tool incorporated a mapping of each of these goals to four high-
level goal categories: gather information, change environmental impact, learn how humans impact
the environment, and improve gameplay skills. For the goal recognition task, we used these
categories as labels, mapping each goal in the plan to the category. Similarly to the CRYSTAL
ISLAND representation, we constructed a binary label vector of length four, where each column

corresponds to one of the four goal categories.

Planned Action Sequence Recognition. In FUTURE WORLDS, students could select from 23
possible actions. These actions were mapped to three planned action categories based on the design
of the planning support tool: “explore environment”, “change environment”, and “learn about
environmental sustainability.” To simplify the label representation process for planned action
sequence recognition, we opted not to utilize word embeddings and clustering. Instead, we found
the most used action category in a given plan as the label for that plan. We did this to minimize
preprocessing time and increase the interpretability of the prediction. Once the majority action
category was determined for each plan in a planning tool instance, we constructed a binary vector
of length 3 in a similar manner to the goal recognition task to allow for the prediction of multiple
plans at a time. For example, consider a plan with three planned actions: “view farm energy
source,” “view pig farming techniques,” and “make change to pig farm.” Each planned action
would be mapped to an action category: “explore environment,” “explore environment,” and
“make change to environment,” respectively. Then, we would assign the label “explore
environment” to this plan since it is the majority action category. The final step in the label
representation process would be to repeat this for all other plans in the planning tool instance and

convert the assignment to a binary vector of length three.

Improvements to the Framework. We also examined the effects of automatic plan completion
detection and a multi-task architecture on student plan recognition performance in FUTURE
WORLDS. We applied the automatic plan completion detection as a preprocessing step, removing
goals and planned action sequences from the label set if they were completed in the gameplay
events. We also applied the multi-task architecture to the LSTM to examine its impact on

predictive performance compared to the FUTURE WORLDS baseline and CRYSTAL ISLAND results.
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6.3.2 Results

Single-task Goal Recognition Results. Table 6.5 shows the FUTURE WORLDS goal recognition
results for all six machine learning models, along with the majority baseline results for comparison.
Overall, four out of the six models improved on the macro-averaged majority baseline. Like the
CRYSTAL ISLAND results, RF seemed to overfit to the majority goal category, “gather information.”
Because this data was also imbalanced, this confirms our justification for RF ignoring less-
represented classes due to data limitations. The LSTM had the highest overall macro-average F-
measure. Naive Bayes performed best for three goal categories (i.e., “change environmental

impact”, “learn how humans impact the environment” and “improve gameplay skills”).

Table 6.5 F-measure results for each predictive model and goal category in the goal recognition
task in FUTURE WORLDS. Results are averaged across the nested 3-fold cross validation, with
distribution representing the test set. Bolded values indicate highest performance.

Learn How Improve
Glzﬂ;er Ch?rr:]gea(I:Eth. Humans Impact Gameplay Overall
' P the Env. Skills
Macro-
53% 25% 16% 5% avg
Maj. 0.75 0.00 0.00 0.00 0.19
SVM 0.66 0.04 0.05 0.00 0.19
RF 0.74 0.00 0.00 0.00 0.18
LR 0.68 0.12 0.07 0.01 0.22
NB 0.12 0.41 0.30 0.07 0.23
MLP 0.67 0.08 0.11 0.03 0.22
LSTM 0.71 0.15 0.08 0.04 0.24

Single-task Action Sequence Recognition Results. Planned action sequence results for FUTURE
WORLDS are shown in Table 6.6. For this task, three of the six models improved on the macro-
averaged majority baseline, with NB performing best. All models performed better than the
majority baseline for two of the planned action sequence classes. NB outperformed the other
models for two of the planned action sequence classes. Notably, LSTM performed the third best
out of the six, which differs from the CRYSTAL ISLAND performance. The size of the dataset could
be a limiting factor for the models in this case. Additionally, the planned action sequence classes
were more balanced than the goal categories, which could indicate why their is overall higher

performance than the goal recognition task.
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Table 6.6 F-measure results for each predictive model and planned action sequence class in the
planned action sequence recognition task for FUTURE WORLDS. Results are averaged across the
nested 3-fold cross validation, with distribution representing the test set. Bolded values indicate

highest performance.

Explore  Change Learn A_\bouf[ Env. Overall
Env. Env. Sustainability

Macro-
39% 37% 24% avg
Maj. 0.61 0.00 0.00 0.20
SVM 0.29 0.18 0.13 0.20
RF 0.32 0.15 0.10 0.19
LR 0.39 0.15 0.10 0.19
NB 0.20 0.56 0.40 0.39
MLP 0.36 0.33 0.21 0.30
LSTM 0.33 0.26 0.19 0.26

Multi-task Goal Recognition Results. Results shown in Table 6.7 demonstrate that overall
macro-average F-measures dropped between single-task and multi-task goal recognition. The
performance across individual goal categories remained very similar, while being a bit lower than
the single-task results. When incorporating automatic plan completion detection into the multi-
task model, we saw a 1% increase in performance, indicating that this preprocessing step helped
reduce noise in the dataset. We also saw a performance increase for “change environmental
impact” and “learn how humans impact the environment”, further demonstrating that plan
completion logic helped boost performance. A total of 36 goals were removed during pre-

processing using the plan completion logic.

Table 6.7 Goal recognition F-measure results comparing the single-task LSTM with the multi-
task LSTM and the enhanced framework incorporating automatic plan completion detection for
FUTURE WORLDS. Results are averaged across the nested 3-fold cross validation, with

distribution representing the test set.

Gather Change Learn How Humans GI;anéO\I/: Overall
Info.  Env. Impact Impact the Env. eplay
Skills

N dist. 53% 25% 16% 5% Macro-avg
Single-task 0.71 0.15 0.08 0.04 0.24
Multi-task 0.68 0.11 0.07 0.00 0.22

N dist. 51% 27% 17% 6%

Enhanced Multi-task 0.67 0.20 0.12 0.00 0.25
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Multi-task Action Sequence Recognition Results. Unlike the goal recognition tasks, we saw an
increase in overall performance for the multi-task planned action sequence model, implying that a
students’ selected goal aids in recognizing students planned actions (Table 6.8). There was no
increase in macro-average F-measure when incorporating automatic plan completion detection. A
total of 42 sets of planned action sequences were removed from the label set using the plan
completion logic. The automatic plan completion multi-task model performed best for “change
environment” and “learn about environmental sustainability” classes as well. Interestingly, we saw
a performance decrease for the “explore environment” class. This performance drop could be due
to the associated goal categories in these plans based on the multi-task architecture. In-game
actions related to “explore environment” are mainly clicking on tiles, which may happen in
conjunction with any of the goals. More analysis is needed to understand how and when students

utilized these types of planned actions to understand the resulting performance drop.

Table 6.8 Planned action sequence recognition F-measure results comparing the single-task
LSTM with the multi-task LSTM and the enhanced framework incorporating automatic plan
completion detection for FUTURE WORLDS. Results are averaged across the nested 3-fold cross

validation, with distribution representing the test set.

Explore  Change Learn Abouj[ !Env. Overall
Env. Env. Sustainability
N dist. 39% 37% 24% Macro-avg
Single-task 0.33 0.26 0.19 0.26
Multi-task 0.38 0.24 0.17 0.27
N dist. 38% 37% 24%
Enhanced Multi-task 0.31 0.31 0.19 0.27

6.3.3 Discussion and Limitations

Overall, the machine learning-based models achieved clear improvements with respect to macro-
averaged F-measure over a naive baseline on the student goal recognition tasks. For the planned
action sequence recognition, only half of the models improved on the majority baseline, further
showing that student plan recognition proved to be a more difficult task than student goal
recognition. Much like the CRYSTAL ISLAND framework performance, LSTMs were found to have
highest performance for goal recognition and NB had the highest performance for planned action

seguence recognition.
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Furthermore, there was also a label imbalance in the FUTURE WORLDS data, which
presented challenges in training and evaluating the models for student goal recognition and plan
recognition. In CRYSTAL ISLAND, we saw planning support tool usage decrease over gameplay.
However, in FUTURE WORLDS, we designed the planning tool to be used at fixed points throughout
gameplay (i.e. before each level). The mandatory planning before the level could explain why
there were more “explore environment” goals than any other goal category. However, notably,
students did voluntarily access the tool intermittently throughout levels. This similarity in label
imbalance is striking because gameplay and science reasoning occur very differently in FUTURE
WORLDS. Because FUTURE WORLDS is a puzzle-based game, trial and error is expected, meaning
we expect students to be creating and testing hypotheses at a more rapid pace than in CRYSTAL
ISLAND. Prior to the data collection, we expected students to adopt strategies across each level to
simply submit changes to tiles to examine the effect on the environment rather than gathering
information first. This label imbalance may indicate that students rely on planning to help get
oriented in the game and explore the environment. The imbalance also further indicates the need
for the models to be able to handle such an imbalance, as students may utilize these strategies more
in science game-based learning environments.

The size of the data set seemed to be a limiting factor for performance as well. The highest
performance we saw in either prediction task for FUTURE WORLDS was 39% macro-average F-
measure, which is still quite low when considering the framework for real-time support. While the
combination of automatic plan completion detection and multi-task architectures demonstrated the
highest performance for both goal and planned action sequence recognition using LSTMs, the
performance was even lower than 39%. More data or utilization of pre-trained models is needed
to improve the predictive performance. Additionally, transfer learning between science learning
environments could be explored to examine the impact on performance. Because of the similar
trends in performance, these findings show promise for the generalizability of multi-label multi-
task student plan recognition models in science game-based learning environments, as does

accounting for student goal and action completion in student plan recognition models.
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CHAPTER 7

STUDENT PLAN GENERATION

This chapter introduces a novel plan generation framework that utilizes sequences of students’
gameplay interactions, their completed goals, and a current target goal as input. Through the use
of an LLM, the framework produces a viable set of low-level actions that can be played in the
game to achieve the corresponding target goal. The framework is initially constructed and
evaluated on CRYSTAL ISLAND planning data. We then investigate the extension of the framework
to the FUTURE WORLDS learning environment. Lastly, we evaluate this framework on students’
planning data from both CRYSTAL ISLAND and FUTURE WORLDs. We present an initial mixed-
methods analysis of the generated plans in this chapter. In the next chapter, we utilize plan
evaluation metrics for a deeper analysis of the LLM-generated and student-generated plans.

7.1. Plan Generation Framework Construction

In this work, we harness the capabilities of pre-trained LLMs to analyze textual representation of
game trace logs generated by student interactions with the CRYSTAL ISLAND game-based learning
environment and produce corresponding plans to attain specific target objectives. The process is
divided into two main phases. The first phase aims to transform the input to the framework, which
are students’ gameplay sequences. We encode the input because the event sequences consist of
information contextually specific to CRYSTAL ISLAND (i.e., lists of game actions and locations).
The second phase involves decoding the output of the framework, the generated plans. We use a
sequence-to-sequence (seg2seq) model that incorporates both an encoder and decoder because the
output of the framework encompasses generated plans of varying lengths. Instead of a traditional
classification task, this challenge falls within the realm of language generation. As a result, a
decoder that is proficient in language generation becomes a requisite component. In essence, our
task necessitates the use of incorporating both an encoder to encode the gameplay input and a
decoder for the plan output (Sutskever et al., 2014).

Many seq2seq language models have been explored, including well-known examples like
the transformer model (Vaswani et al., 2017) and BART (Lewis et al., 2020). For our framework,

we utilize T5-small (Raffel et al., 2020), one of the transformer-based models, in order to examine
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the benefits of fine-tuning pre-trained language models for plan generation, and we utilize GPT-
3.5 (Brown, 2020) to examine the impact of few-shot learning and prompt engineering with a large
language model for plan generation.

7.1.1 Methods

Fully-supervised (T5) Approach. We pre-trained the T5 model using a pre-processed English
language corpus of approximately 700GB in size called the Colossal Clean Crawled Corpus (C4).
Among the various sizes of available T5 models, we selected T5-small, which has a size of 600MB
and comprises 60 million parameters, for fine-tuning our plan generation models. This choice was
made with careful consideration of efficient model training and the potential for deploying the
model to facilitate real-time plan generation in educational settings, where compute resources are
frequently constrained.

To analyze student log data using LLMSs, we considered a series of interactions by a student
with CRYSTAL ISLAND as an event sequence. Student interactions with CRYSTAL ISLAND were
automatically recorded as they navigated the environment. To construct our input, we extracted
three attributes from each game event: event type (nine possible in-game activities), event
argument (additional context for the event type), and event location (24 locations in the game). To
illustrate, two event types in the game were reading a book and conversing with a character.
Corresponding event arguments would be the title of the book being read or the name of the
character being spoken to. The final attribute would be the location either of these events occurred.
For example, one such event would be denoted as e = (Conversation, Kim, Infirmary). Note this
feature extraction aligns with prior work done in CRYSTAL ISLAND (Goslen et al., 2022a; Min et
al., 2016).

Once we constructed a 3-tuple for each event, we discretized each students’ event
sequences based on the student’s utilization of the planning support tool. A typical interaction
within the context of CRYSTAL ISLAND involved a series of gameplay events (E1), followed by an
interaction with the planning tool where students created one or more plans that contain various
target goals (Gt = {Explore island}). Subsequently, there would be another series of events (E>),
followed by another planning tool interaction with updated or new plans (Gt = {Find sick
individuals}), and so on, until they complete their gameplay session. These planning tool

interactions highlight key moments where students are using SRL processes and may need support.
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Thus, we segmented event sequences by planning tool interaction to align with real-time
prediction. In other words, our model’s input consisted of the actions taken by students up to the
point of prediction (a planning tool interaction). Formally, we denote the input as | : [E =
(ei,ei+1,...,6i+k), Completed : G¢,Goals : Gt] where E is the series of game events prior to planning,
Gcrepresents a set of goals that a student has completed, and G denotes the set of target goals the
student constructed during planning. Note, that G¢ could be empty if a student had not completed
any of their goals in the planning tool.

In the planning tool interactions, a student’s plan consisted of one goal with a set of related
low-level actions. Students were prompted to plan at various milestones in the game, allowing us
to use the plans made in these interactions as reference points for predicting the next plan a student
is likely to formulate in real-time. Consequently, we utilized the sequence of student gameplay
actions up to the moment of the student opening the planning tool as input to our model, and the
goals students selected during the planning tool were used as the target goal.

As an illustration, consider the interaction with CRYSTAL ISLAND described previously. In
this context, the initial input row would be represented as | = [E1,Gc = {},Gt= {Explore island}]
because the student had not completed goals at that point. For a goal to be considered completed,
a student would need to execute all the low-level actions outlined in their plan prior to opening the
planning tool. Thus, if the student in this example completed each the low-level action from in
plan 1 during E>, then we would consider plan 1 to be completed and the following input row
would be | = [E2, Gc= {Explore island}, G:= {Find sick individuals}]. For the T5 model, we set a
maximum event sequence length of 30 (Goslen et al., 2022a). In cases where the event sequences
were longer than 30 events, we used the 30 game events closest to the plan generation prediction
point. For example if there were 50 events in an event sequence, we would use events 20 through
50 as input, rather than events 1 through 30.

For our fully-supervised approach, we opted for a 5-fold student-level cross validation. We
selected the hyperparameters from preliminary explorations with the search space of learning rate
[0.0001, 0.0003, 0.0005] and batch size [4, 8, 16] and fixed the following hyperparameters for T5:
a learning rate of 0.0003, a batch size of 4, an input max length of 1024, a weight decay of 0.01,

and a warmup setting of 1000.

Few-Shot Learning (GPT-3.5) Approach. To provide a comparison to the fully-supervised T5

results, we also generated plans using a few-shot learning approach with OpenAl’s GPT-3.5
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model. We utilized the gpt-3.5-turbo model and generated plans using the chat completions API.
We selected this model because it shows robust performance across a range of tasks, has lower
resource requirements and is lower cost than GPT-4. Because we are able to leverage student
planning activities for evaluation and training, we opted for a few-shot learning approach. In this
request prompt, we included a description of CRYSTAL ISLAND and the overarching goal of the
game, a list of all goals included in the planning tool, a list of all actions included in the planning
tool, and two example inputs with their corresponding set of planned actions. These example inputs
were randomly selected for each goal category, since not every goal within a category was used
more than two times. This meant that every target goal within the same goal category would
contain the same examples in the prompt. The end of the prompt consisted of the input event
sequence (E), the set of completed goals (Gc) and the target goal (Gt). Because the GPT-3.5 API
has a token limit per call-response, we limited the number of examples used for a few-shot learning
approach to two plans in the prompt.

Table 7.1 shows an example prompt used in the GPT-3.5 plan generation model. The event
sequences were of length 30 so as to be consistent with the T5 input. The example event sequences

shown in the table resemble T5 input as well.

Evaluation. To evaluate both language models’ ability to generate plans, we developed evaluation
methods to qualitatively and quantitatively assess the generated plans. The evaluation methods in
this section are meant to be exploratory in nature and provide a range of techniques for plan
evaluation. Our quantitative metrics focus on the percentage of actions within the generated plan
(GP) that match actions in the corresponding student plan (SP). To calculate this percentage, we
counted how many actions in the GP matched the actions in the SP and divided by the size of the
GP. We calculated the percentage of actions in the GP that matched actions in the corresponding
SP at the low level (p.) and also using the high-level action categories (pw). This analysis provided
more insights into how each model performed compared to student plans and when it might be
useful to use generated plans in adaptive systems.

For our qualitative analysis, we compared the contents of generated plans from each model
with students’ plans using high-level goal and action categories. For T5, GPT-3.5, and student
plans, we separated plans into groups by mapping the target goal of the plan to its corresponding
goal category. There were five total goal categories: gather information, learn science content,

form diagnosis, collect data, and communicate findings. Then, we mapped the low-level actions in
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Table 7.1 An example GPT-3.5 prompt used for the CRYSTAL ISLAND learning environment
implementation. Note: event sequences and example plans have been reduced for space. Actual
prompts included event sequences of length 30 and two example plans.

For each given event sequence, completed goals and target goal, generate a set of actions for a player to enact
in a game based learning environment. The setting for the learning environment is a remote island called
CRYSTAL ISLAND where some members of a research team have recently started to become sick. The player
must determine what disease is spreading amongst the researchers, what food item it is spreading through, and
what the correct treatment or prevention plan is based on the disease that’s spreading. Players can take the
following actions to solve the mystery:

1) speak to virtual characters to learn about their symptoms, the mystery, or microbiology knowledge
2) read informational texts about types of diseases or other microbiology knowledge
3) collect food items in the world

4) scan food items to see if they contain bacteria, viruses, or carcinogens

5) view posters to learn about the symptoms and treatments of various diseases A target goal is selected
from the following set: [listed 20 goals from the planning tool]. The set of actions can be chosen from the
following: [listed 55 actions from the planning tool]. Plans can contain as many actions as the player wants.
An event sequence represents the set of actions already completed by the player. The completed goals
represent the set of target goals the player already accomplished.

Given an event sequence, completed goals and the player’s next target goal, please generate a set of actions
that a player can enact to accomplish the target goal.

Here is an example:
Event sequence:
Movement LabStairs
Movement Lab
Scanner Bread Lab
PlotPoint TestContaminatedObject Lab
Worksheet Lab
Completed Goals: test objects patients have touched
Target Goal: test food drink patients have consumed
Actions: speak with camp nurse, speak with patients, examine poster about salmonellosis
Generate a set of actions for the following:
Event sequence:
BooksAndArticles Scientific Method Infirmary
ConceptMatrices Scientific Method Infirmary
BooksAndArticles How do diseases spread? Infirmary
ConceptMatrices How do diseases spread? Infirmary
Movement InfirmaryStairs
Completed Goals:
Target Goal: test food drink patients have consumed
Actions:

each of these groups to their action categories and summed each action category. This provided a

way to understand which types of actions were being used for each goal category. In our analysis,
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we examined the high-level action category distributions of both T5 and GPT-3.5 generated plans

and compared them to student high-level action category distributions for each goal category.

7.1.2 Results

Quantitative Analysis. To compare the fully-supervised and few-shot learning approaches, we
assessed the T5 and GPT-3.5 generated plans based on the size of generated plans and how closely
they matched the student plans. Figure 7.1 illustrates the distribution of three variables considered
in this evaluation: (1) the differences in plan size between student-created plans and those
generated by the T5 model (left), (2) low-level match percentages (center), and (3) high-level
match percentages (right).
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Figure 7.1. Distribution metrics for T5 generated plans for CRYSTAL ISLAND.

The plan size difference had a median of 0.00 (mean = -0.89, SD = 10.81). In this case, a
negative difference indicated the generated plans contained more low-level actions than the student
plans. The maximum observed difference in plan size was 253, signifying that the T5 model was
larger than the corresponding student plan by 253 low-level actions. Upon further investigation,
this is due to T5 repeating actions several times. The next chapter will present findings with

duplicates removed.
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The match percentage for low-level actions (p.) had a median of 0.33 (mean = 0.39, SD =
0.41), as depicted in the center boxplot. Among the 565 generated plan instances, 25.48%
generated all low-level actions present in the corresponding students’ plans. We also observed that
41.06% of generated plans had no low-level actions matching those of the student plan.

The match percentage for high-level actions (p+) had a median of 1.00 (mean = 0.71, SD
= 0.42). Notably, there was an increase in exact matches for high-level actions to 63.89% and a
decrease in the amount of plans with no high-level action match to 21.59%. Although only a quarter
of T5 generated plans closely matched students’ low-level actions, the increase in high-level match
percentage indicates that the model generated low-level actions within the same high-level
categories. These generated plans could prove useful for adaptive support in that it could show
students a wide variety of plans that would be similar to their own plan, allowing them to reflect

on their plan.
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Figure 7.2. Distribution metrics for GPT-3.5 generated plans for CRYSTAL ISLAND.

Figure 7.2 shows the distributions of the plans generated from the GPT-3.5 model. The
boxplot on the left shows the median plan size difference was 0.00 (mean=0.47, SD=2.53). The
maximum and minimum plan size differences were 10 and -8, respectively. This difference is much

smaller than the T5 generated plans, possibly due to token limitations with the API. For GPT plans,
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low-level action match percentage (pL) had a median of 0.00 (mean=0.12, SD=0.28). Out of 565
GPT generated plans, 7.26% had plans where all low-level actions matched that of the students’
plans and 78.05% contained no low-level action matches to the corresponding student plan. For
GPT-3.5, the median pxwas 0.50 (mean=0.50, SD=0.43). Similarly to T5, we saw an increase in
generated plans where all high-level actions were present in the students’ plan to 38.05% and a
decrease in no matches to 34.51%. These results were lower than the T5 match rates at the high-

level, indicating TS5 more closely aligned with students’ plans.

Plan Composition Analysis. Table 7.2 shows the high-level action distribution for students, T5
and GPT-3.5. Both the T5 and GPT-3.5 “gather information” high-level goals almost exclusively
consisted of “explore” actions. “Gather information” goals were the most used by students and are
the most general of the goals presented in the planning tool, meaning there are several ways to
complete the goals. This implies there should be diversity in the high-level actions for this high-
level goal, so neither LLM is ideal in this case. For goal categories “form diagnosis” and “learn
science content”, TS had very similar distributions to students’ plans. For the other goal categories,
the T5 model seemed to overfit to the most student-used action categories. Interestingly, students
used “gather and scan items” only 50% of the time for “collect data” goals, but TS5 generated plans
with 71% of actions being “gather and scan items”. This demonstrates a case where the generated
plan might benefit students, as gathering and scanning items is crucial for collecting the data
necessary to solve the mystery. Therefore, suggesting this action as part of the planning process
could aid in the students’ overall comprehension and learning efficiency.

The GPT-3.5 generated plans varied in comparison to the student plans. For example, the
GPT-3.5 “form diagnosis” category has a more even distribution of action categories than students.
The students primarily used “read science content” goals in this category, which is one strategy of
many that could be used to form a diagnosis. The diversity of action categories used in the GPT-
3.5 plans highlights a potential to show students other strategies they might not be considering in
the game.

Notably, the “communicate findings” category had distinct distributions for all three sets
of plans. This goal category is the most specific goal category out of the group, with the game
explicitly describing how to communicate findings and win the game. To do this, a player must fill

in the diagnosis and speak with the camp nurse. GPT-3.5 generated plans were the only LLM-
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Table 7.2. High-level action category distribution for each high-level goal in the CRYSTAL
ISLAND planning tool across student, T5, and GPT-3.5 plans.

Collect Comm. Form Learn science Gather
data Findings  diagnosis content info.
Explore 3.65% 0.00% 0.00% 16.57% 97.03%
Speak with characters 11.73% 85.71% 1.87% 56.40% 1.70%
TS Read science content 13.43% 11.43% 70.09% 24.13% 0.99%
Gather and scan items 70.80% 0.00% 3.74% 1.16% 0.00%
Examine poster 0.00% 2.86% 24.30% 1.74% 0.28%
Evaluate hypothesis 0.39% 0.00% 0.00% 0.00% 0.00%
Explore 2.82% 0.00% 0.40% 0.69% 96.30%
Speak with characters 2.82% 39.22% 36.65% 36.77% 2.65%
GPT-35 Read science content 0.00% 11.76% 29.88% 41.24% 0.00%
Gather and scan items 88.73% 0.00% 7.57% 2.41% 1.06%
Examine poster 5.63% 41.18% 23.51% 18.90% 0.00%
Evaluate hypothesis 0.00% 7.84% 1.99% 0.00% 0.00%
Explore 8.21% 9.68% 0.00% 18.67% 62.76%
Speak with characters 21.64% 45.16% 2.56% 35.13% 17.52%
Student Read science content 13.43% 6.45% 73.50% 20.25% 5.44%
Gather and scan items 49.75% 3.23% 4.27% 9.49% 8.67%
Examine poster 2.49% 22.58% 17.95% 14.24% 4.08%
Evaluate hypothesis 4.48% 12.90% 1.71% 2.22% 1.53%

generated plans that were composed of the two corresponding high-level actions to accomplish
this goal.

To further understand the performance of the few-shot learning technique used with GPT-
3.5, we compared the GPT-3.5 plans with the examples provided in the prompt. We found that
5.8% of GPT-3.5 generated plans contained all actions present in the examples provided in the
prompt, and 27.1% contained at least half of the actions provided. Alternatively, 52.5% of the
GPT-3.5 plans contained no actions present in the examples but were generated based on the given
context information, shown in Table 7.2. One interesting case was where GPT-3.5 combined both
provided examples as its generated plan. Overall, while the GPT-3.5 generated plans did not align

with students’ plans, it was generally able to generate valid plans beyond the provided examples.
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7.2. Applying Student Plan Generation to FUTURE WORLDS

To examine the generalizability of the plan generation framework, we applied the same CRYSTAL
ISLAND methods to FUTURE WORLDS. We align the fully-supervised and few-shot learning
techniques as closely as possible to the CRYSTAL ISLAND methods and examine the trends in

performance between learning environments.

7.2.1 Methods

T5. We once again pre-trained the TS5 model using a pre-processed English language corpus of
approximately 700GB in size called the Colossal Clean Crawled Corpus (C4). We selected T5-
small, for fine-tuning our FUTURE WORLDS plan generation model.

As input to our model, we created tuples of student in-game events containing three
attributes: the event target (9 distinct actions that a student can take in the game), the tile on which
the event is taken (21 possible tiles), and the event argument (17 unique values). For example, one
such event would be denoted as e = (Submitted Tile Change, Farm using Nonrenewable Energy,
Farm using Solar Energy). Note this feature extraction aligns with prior work done in CRYSTAL
ISLAND and FUTURE WORLDS (Chapter 6).

Once we constructed a 3-tuple for each event, we partitioned each student’s event
sequences based on the student’s utilization of the planning support tool, similar to the CRYSTAL
ISLAND implementation. As additional input features, we included completed goals and the target
goal of the planning tool instance. If there was more than one goal in a planning tool instance, we
treated each plan as a separate row of input. Formally, we denote the inputas I : [E = (i,€i+1,...,€i+k),
Completed : G¢,Goals : Gt] where E is the series of game events prior to planning, G¢ represents a
set of goals that a student has completed, and G denotes the set of target goals the student
constructed during planning. Note, that G could be empty if a student had not completed any of
their goals in the planning tool. To represent the sequence of actions taken by the student, we
consider a maximum of 20 actions taken by the student since their last instance of planning. The
maximum sequence length was determined by considering the median number of actions between
consecutive planning instances across students in our dataset.

For our fully-supervised approach, we opted for a 3-fold student-level cross validation,

since the dataset was smaller than the CRYSTAL ISLAND data. We fixed the hyperparameters to
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Table 7.3 An example GPT-3.5 prompt used for the FUTURE WORLDS learning environment
implementation. Note: event sequences and example plans have been reduced for space. Actual
prompts included event sequences of length 20 and two example plans.

For each given action sequence, completed goals and target goal, generate a set of actions for a player to enact ina
game based learning environment. The setting for the learning environment is a tile-based world where there is an
imbalance of environmental factors like food availability, water quality and air quality. The player must properly
balance these factors by changing tiles to be more sustainable. Eco-meters are used to demonstrate the effect of
changes made by the player and demonstrate the optimal values needed for resources to win the game. Players can
take the following actions to solve the mystery:

1) learning about environmental sustainability through viewing diagrams or reading more information

2) exploring the environment by viewing a tile

3) making a change to a tile

Given an event sequence, completed goals and the player’s next target goal, please generate a set of actions that a
player can enact to accomplish the target goal.

Here is an example:
OpenedMorelnfo Organic Pig Farm
OpenedTileContent Farm using Nonrenewable Energy
SelectedTileOption Farm using Solar Energy
SubmittedTileChange Farm using Nonrenewable Energy Farm using Solar Energy
OpenedEcometerDropdown
Completed Goals:
Target Goal: identify environmental issues
Actions: make change to river, view city
Generate a set of actions for the following:
Event sequence:
OpenedDiagram Biofuel
SelectedTileOption Farm using Solar Energy
SubmittedTileChange Farm using Nonrenewable Energy Farm using Solar Energy
ConceptMatrices How do diseases spread? Infirmary
OpenedEcometerDropdown
Completed Goals: identify environmental issues
Target Goal: identify environmental issues
Actions:

have a learning rate of 0.0003, a batch size of 4, an input max length of 1024, a weight decay of
0.01, and a warmup setting of 1000. These parameters were kept consistent with the CRYSTAL

ISLAND implementation.

GPT-3.5. For our FUTURE WORLDS few-shot learning plan generation implementation, we also
utilized the gpt-3.5-turbo model and generated plans using the chat completions API. Like the

CRYSTAL ISLAND implementation, we included a description of FUTURE WORLDS, the overarching
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goal of the game, a list of all goals included in the planning tool, a list of all actions included in
the planning tool, and two example inputs with their corresponding set of planned actions in the
prompt. We once again selected examples randomly from the set of goals within a goal category,
since not all goals had the same usage amount. There were four goal categories in FUTURE
WORLDSs: gather information, change environmental impact, learn how humans impact the
environment and improve gameplay skills. The end of the prompt consisted of the input event
sequence (E), the set of completed goals (Gc) and the target goal (Gt). See Table 7.3 for an example
prompt.

Evaluation. We applied the same evaluation techniques to our FUTURE WORLDS generated plans:
a quantitative analysis of the plan size and match percentages, and a qualitative analysis of the plan

composition for each goal category.

7.2.2 Results

Quantitative Analysis. To compare the fully-supervised and few-shot learning approaches in
FUTURE WORLDS, we applied the match percentage analysis to the T5 and GPT-3.5 generated
plans. Figure 7.3 illustrates the distribution of three variables considered in this evaluation: (1) the
differences in plan size between student-created plans and those generated by the T5 model (left),
(2) low-level match percentages (center), and (3) high-level match percentages (right).

The plan size difference had a median of 0.00 (mean = -14.53, SD = 54.50). In this case, a
negative difference indicated the generated plans contained more low-level actions than the student
plans. The maximum observed difference in plan size was 256, signifying that the T5 model was
larger than the corresponding student plan by 256 low-level actions. This aligns with the
performance of the T5 model in CRYSTAL ISLAND, where actions were repeated several times. The
next chapter will present findings with duplicates removed.

The match percentage for low-level actions (p.) had a median of 0.00 (mean = 0.31, SD =
0.42), as depicted in the center boxplot. Among the 260 generated plan instances, 23.08%
generated all low-level actions present in the corresponding students’ plans. We also observed that

60.77% of generated plans had no low-level actions matching those of the student plan.
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Figure 7.3. Distribution metrics for T5 generated plans for FUTURE WORLDS.

The match percentage for high-level actions (p+) had a median of 1.00 (mean = 0.68, SD
= 0.47). Notably, there was an increase in exact matches for high-level actions to 65.00% and a
decrease in the amount of plans with no high-level action match to 31.15%. Although only a quarter
of T5-generated plans closely matched students’ low-level actions, the increase in high-level match
percentage indicates that the model generated low-level actions within the same high-level
categories. These generated plans could prove useful for adaptive support in that they could show
students a wide variety of plans that would be similar to their own plan, allowing them to reflect
on their plan.

Figure 7.4 shows the distributions of the plans generated from the GPT-3.5 model. The
boxplot on the left shows the median plan size difference was -1.00 (mean=-0.86, SD=2.31). The
maximum and minimum plan size differences were 7 and -11, respectively. Once again, this
difference is much smaller than the T5-generated plans, possibly due to token limitations with the
API. For GPT plans, low-level action match percentage (p.) had a median of 0.00 (mean=0.17,
SD=0.31). Out of 260 GPT-generated plans, 9.18% had plans where all low-level actions matched
that of the students’ plans and 68.36% contained no low-level action matches to the corresponding
student plan. For GPT-3.5, the median pxwas 1.00 (mean=0.68, SD=0.47). Similarly to T5, we
saw an increase in generated plans where all high-level actions were present in the students’ plan

to 22.45% and a decrease in no matches to 30.10%. These results were lower than the T5 match
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Figure 7.4. Distribution metrics for GPT-3.5 generated plans for FUTURE WORLDS.

rates at the high level, indicating TS5 is more closely aligned with students’ plans. These findings
are consistent with the CRYSTAL ISLAND results, demonstrating that the methods generalize across
science game-based learning environments despite differences in game mechanics and dataset
sizes.
Plan Composition Analysis. Table 7.4 shows the high-level action distribution for students, T5
and GPT-3.5. Compared to the CRYSTAL ISLAND performance, T5 generated plans seem to differ
more from student plans, likely due to the smaller size of the FUTURE WORLDS dataset.
Interestingly, TS5 only predicted “change environment” actions in two goal categories: “change
environmental impact” and “improve gameplay skills.” For the “change environmental impact”
category, it could be argued that only “change environment” actions could achieve these goals.
However, in ideal gameplay, we would want to ensure students understand the effect of the changes
to tiles that they make. In an adaptive setting, we may opt to suggest actions in other action
categories to ensure students have the underlying knowledge needed to understand the
environmental impact. Thus, plans that students created and GPT-3.5 plans may be more beneficial
in this case.

“Improve gameplay skills” was the least used goal category, with students using only
“learn about environmental sustainability” actions with these goals. Both T5 and GPT-3.5

generated plans with actions primarily from the “change environment” category for this category.
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Table 7.4. High-level action category distribution for each high-level goal in the FUTURE
WORLDS planning tool across student, T5, and GPT-3.5 plans.

Change env. Learn how humans Improve Gather
Impact impact the env. gameplay skills info.

T5 Learn about env. sust. 0.00% 1.04% 0.00% 0.26%
Change env. 100.00% 95.23% 100.00% 52.32%

Explore env. 0.00% 3.73% 0.00% 47.43%

GPT-3.5  Learn about env. sust. 12.50% 75.86% 7.69% 10.23%
Change env. 84.38% 20.69% 92.31% 36.96%

Explore env. 3.13% 3.45% 0.00% 52.81%

Student Learn about env. sust. 4.40% 22.39% 100.00% 17.36%
Change env. 84.62% 40.30% 0.00% 21.88%

Explore env. 10.99% 37.31% 0.00% 60.76%

This demonstrates a case where an adaptive system could assist students through a different
strategy than they have previously considered.

Both “learn how humans impact the environment” and “gather information” categories
demonstrated different distributions across students, T5 and GPT-3.5 plans. Because FUTURE
WORLDS is a cause-and-effect game, gathering information can be completed through any action
in the game. For example, changing a tile can demonstrate the environmental impact of the tile
being changed, viewing diagrams can help students understand the curricular content better, and
viewing tiles can help orient students in the game. T5 was the only set of plans that did not have
“explore environment” as the majority action category. In fact, T5 seemed to generate plans
primarily containing “‘change environment” actions across all goal categories. It is possible this is
due to bias in the model and it has overfit to these actions. This behavior may not be ideal for an
adaptive environment, as students have a limited amount of tile changes they can make before they

lose a level.

7.3. Transfer Learning for Plan Generation in FUTURE WORLDS

In addition to comparing fully-supervised and few-shot learning using LLMs for plan generation
in FUTURE WORLDS, we also investigated a transfer-learning approach to generating plans in
FUTURE WORLDS. We explored this methodology for FUTURE WORLDS due to the smaller amount
of training data from the dataset (32 students compared to 144 students in CRYSTAL ISLAND) and

to test the limits of LLMs for plan generation.
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7.3.1 Methods

GPT-3.5 Prompt Engineering. For our FUTURE WORLDS transfer learning plan generation
implementation, we again utilized the gpt-3.5-turbo model and generated plans using the chat
completions API, to be consistent with the other methodologies. We kept the prompt mostly the
same as the non-transfer learning approach, with a description of FUTURE WORLDS, the
overarching goal of the game, a list of all goals included in the planning tool, and a list of all
actions included in the planning tool. Instead of providing two example inputs from FUTURE
WORLDS, we mapped each FUTURE WORLDS goal category to corresponding goal categories from
CRYSTAL ISLAND and provided two examples of CRYSTAL ISLAND input and plans. These examples
were selected randomly from the set of goals within a goal category. Like the other
implementations, the end of the prompt consisted of the input event sequence (E), the set of
completed goals (G¢) and the target goal (Gv).

Mapping Categories. Because CRYSTAL ISLAND and FUTURE WORLDS are both based in science
reasoning, we were able to align goal categories based on science reasoning steps. Both CRYSTAL
ISLAND and FUTURE WORLDS had a “gather information” category, so we were able to map these
categories directly. The “learn how humans impact the environment” goal category of FUTURE
WORLDS mapped to “learn science content” in CRYSTAL ISLAND, because each category represents
learning the educational science content in the game and thus should have similar planned action
associations. Finally, we mapped the “change environmental impact” goal category in FUTURE
WORLDS to the “collect data” in CRYSTAL ISLAND. For each of these categories, it is expected that
students would utilize these goals for testing hypotheses, and the goals included in each of these
categories align with that understanding. Note, due to the limited use of the “improve gameplay
skills” category and having no corresponding category in CRYSTAL ISLAND, we excluded these
plans from the transfer learning experiment. This mapping logic was used to select examples used
in the prompt provided to the GPT-3.5 model. For each target goal in an input, we found the
corresponding goal category in FUTURE WORLDS, mapped it to the CRYSTAL ISLAND category, and

then randomly selected two example CRYSTAL ISLAND inputs from that category for that prompt.

Evaluation. We applied the same evaluation techniques as our previous experiments for our

transfer-learned FUTURE WORLDS generated plans: a quantitative analysis of the plan size and
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match percentages, and a qualitative analysis of the plan composition for each goal category. In
the results section, we refer to plans generated from the transfer learning approach as GPT-3.5-T.

7.3.2 Results

Quantitative Analysis. To analyze the plans generated with transfer learning approaches in
FUTURE WORLDS, we applied the match percentage analysis to the GPT-3.5 generated plans. Figure
7.5 illustrates the distribution of three variables considered in this evaluation: (1) the differences
in plan size between student-created plans and those generated by the transfer-learned GPT-3.5
model (left), (2) low-level match percentages (center), and (3) high-level match percentages

(right).
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Figure 7.5. Distribution metrics for transfer-learned GPT-3.5 generated plans for FUTURE

WORLDS.

The boxplot on the left shows the median plan size difference was -3.00 (mean=-4.17,
SD=4.34). The maximum and minimum plan size differences were 7 and -32, respectively,
demonstrating longer plans being generated than those trained on FUTURE WORLDS examples. The
low-level action match percentage (p.) had a median of 0.00 (mean=0.05, SD=0.10). Out of 246
GPT generated plans, 0.00% had plans where all low-level actions matched that of the students’
plans and 71.66% contained no low-level action matches to the corresponding student plan. The
median pn was 0.25 (mean=0.25, SD=0.23). Similarly to the other models, we saw an increase in

generated plans where all high-level actions were present in the students’ plan to 1.07% and a
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decrease in no matches to 36.36%. These results were lower than both the T5 and GPT-3.5 match
rates, indicating the transfer learning approach generated the most distinct plans from student

plans.

Plan Composition Analysis. Table 7.5 shows the action category distribution for the GPT-3.5
plans generated with transfer learning (GPT-3.5-T) compared to student plans and non-transfer
GPT-3.5 plans. For both “learn how humans impact the environment” and “gather information”
goal categories, GPT-3.5-T had a similar distribution to student plans. This combined with the low
match rate indicates the potential of GPT-3.5-T plans being able to suggest similar actions during
planning while invoking a similar strategy to students. More analysis is needed to understand
which types of plans are optimal.

Table 7.5. High-level action category distribution for each high-level goal in the FUTURE
WORLDS planning tool of transfer-learned GPT-3.5 generated plans (GPT-3.5-T) compared to
student, T5, and GPT-3.5 plans.

Change env. Learn how humans Gather

impact impact the env. info.
Learn about env. sust. 4.52% 20.79% 14.36%
GPT-3.5-T  Change env. 36.77% 31.68% 32.64%
Explore env. 58.71% 47.52% 53.00%
Learn about env. sust. 12.50% 75.86% 10.23%
GPT-3.5  Change env. 84.38% 20.69% 36.96%
Explore env. 3.13% 3.45% 52.81%
Learn about env. sust. 0.00% 1.04% 0.26%
T5 Change env. 100.00% 95.23% 52.32%
Explore env. 0.00% 3.73% 47.43%
Learn about env. sust. 4.40% 22.39% 17.36%
Student  Change env. 84.62% 40.30% 21.88%
Explore env. 10.99% 37.31% 60.76%

For the “change environmental impact” category, we observed that plans were generated
with action from the “explore environment” action category. This differs from the other generated
plans, as well as student plans. To change the environment in FUTURE WORLDS, a player must open
a tile, which would fall under an “explore environment™ action, so it could be beneficial to include

this type of action in a “change environmental impact” goal. However, a more cohesive plan must
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include a “change environment” action to be considered appropriate for this type of goal. The plan
quality metrics presented in Chapter 8 may provide more insight into the quality of GPT-3.5-T
plans for this category because they take these nuances into account.

7.4. Examples of Generated Plans

Finally, we extracted several example plans from the language models, as well as students-created
plans, to present a comparison of the quality of plans. Examples were chosen from each of the
target goal categories and were meant to showcase a wide variety of behavior and how our system
could provide intervention and support with these generated plans. These examples contribute to
the overall discussion on how language models could be leveraged for adaptivity in learning

environments.

7.4.1 CRYSTAL ISLAND Generated Plans

We extracted example plans that showcase the nuances of plan validity analysis. Table 7.6 shows
an example student, T5, and GPT-3.5 plans for each listed target goal. Each distinct target goal
shown in the table was selected from a different goal category to provide more comprehensive
examples. There was a wide variety of plans for each goal across all sets of plans (student created
and LLM-generated). This variance is evident in the data, and we observed similar patterns
between LLM-generated plans. For each goal category, we extracted interesting cases of generated
plans that have implications for how we might implement such models in adaptive systems.

The generated plans for the “test objects patients have touched” goal (a) demonstrated a
case where the plan is very long, and in this case exceeds the amount of items a player could pick
up at a time. This could be beneficial to students to understand their options and finetune their
hypothesis, but it could also contribute to students trying to game the system by testing all objects.
We did notice that most generated plans for this goal included the action “use scanner and test
objects”, which is crucial to achieving the goal. This highlights that LLMs have the capability of
providing contextually important information.

“Report evidence-based diagnosis” (b) was the least used goal, and to achieve it students
are instructed to fill in information on their diagnosis worksheet and speak with the camp nurse
about the diagnosis. None of the plans included the speak action, but they did include several “fill

in” actions. Interestingly, the T5 model generated a plan identical to a different students’ plan. We
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Table 7.6. Example student-created plans and LLM-generated plans for a target goal for each

high-level goal in the CRYSTAL ISLAND planning tool.

Target goal

(a) Test objects patients have touched

speak with lead scientist, pick up lettuce, speak with virus expert, speak with bacteria expert, read

Student about viruses, pick up peanuts, use scanner to test objects

T5 pick up raw chicken, pick up cheese, pick up egg, pick up water, pick up lettuce, pick up yogurt
pick up water, pick up apple, pick up bread, pick up cheese, pick up egg, pick up sandwich, pick up

GPT-3.5 lettuce, pick up jelly, pick up peanuts, pick up raw chicken, pick up bananas, use scanner to test

objects

Target goal

(b) Report evidence-based diagnosis

Student fill in symptoms
T5 read about storing food
GPT-35 examine poster about salmonellosis, speak with lab technician, fill in symptoms, fill in tested object,

fill in test results, fill in final diagnosis

Target goal

(c) Evaluate hypothesis anthrax

Student read about viruses, read about carcinogens, read about mutagens, read about microbes
T5 fill in symptoms, fill in prediction about anthrax, fill in prediction about smallpox
GPT-35 speak with lead scientist, read about smallpox, speak with lab technician, examine poster about

smallpox

Target goal

(d) Learn about disease

go to infirmary, speak with camp nurse, speak with patients, read about microbes, examine poster

Student about influenza, examine poster about ebola, examine poster about botulism

T go to laboratory, go to lead scientist’s quarters, speak with lab technician, read about how diseases
spread

GPT-3.5 go to dining hall, speak with camp cook, go to laboratory, speak with lab technician

Target goal

(e) Explore camp

Student go to infirmary, go to lead scientist s (bryce s) quarters, go to laboratory, go to living quarters

T5 go to infirmary, go to lead scientist’s quarters, go to laboratory, go to living quarters, speak with
lab technician, read about smallpox, speak with virus expert

GPT-3.5 go to beach, go to dining hall, go to forest

noticed T5 did this several times, which could be beneficial in real-time settings. This type of
cross-student hint could help foster collaboration or competition in the game. For example, if the
plan generated by the LLM based on student A’s game event sequence is similar to student B’s
plan, it implies that student B is going through a similar situation as student A. Thus, it can

encourage collaboration with these two students, allowing them to share the reasoning and



execution methods behind their plans, thereby increasing performance and engagement in the
game.

For the target goal “evaluate hypothesis anthrax™ (c), both models generated plans that
included an action having to do with smallpox. This could be due to smallpox actions being enacted
by several students, however in a real-time system, we would want to ensure suggested planned
actions align with the target goal. Additionally, anthrax is not a potential solution for the game, so
suggesting a different disease might give away the mystery and prevent the student from learning.

For the target goal “learn about disease” (d), GPT-3.5 seemed to interpret this goal as
learning about the specific diseases presented in the game, while the game offers more general
educational content about diseases. We can tell this because the actions it generated are to go to a
location and speak with a character. The purpose of these characters is to explain the situation on
the island, particularly with the camp cook. More general information about disease is found in
other locations, which would be represented in the game trace logs. Additionally, there is another
goal in the same category called “learn about outbreak™ that is meant to be more game specific.
This might indicate that we should define each goal for the model for better results. The T5 model
plans generated several “go t0” actions where science content is located, but it is unclear if the
model was aware of that connection. T5 plans also included several “read” and “speak” actions,
which are appropriate for this target goal.

GPT-3.5 included many “go to beach” and ““go to forest” actions for the “explore camp”
(e) goal, which is a bit off-task for the game. In contrast, the dining hall does offer useful
information for solving the mystery, so the plan is not entirely invalid. In contrast, T5 plans
contained several meaningful locations as well as “speak” actions, which could benefit the student
in getting oriented in the game.

Overall, these patterns demonstrate the potential for LLMs to inform real-time systems.
Generally, these models generated coherent plans, with generated actions aligning with students’
actions. We did identify instances of hallucinations in both models, but they still aligned with
actions that could be completed in the game. For example, one T5 generated plan included the
action “pick up yogurt”, which is not in the planning tool but is still present in the game. GPT-3.5
had several more general, natural language actions like “scan objects to test for bacteria and
viruses”. While this does not align with the planning tool, it provides additional reasoning to the

action, which could help students in their understanding. Interestingly, some GPT-3.5 generated

66



plans included “collect data” goals in the plans, which may show potential for GPT-3.5 providing
higher-level suggestions. We will discuss further implications of these findings in Section 7.3.

7.4.2 FUTURE WORLDS Generated Plans

We extracted T5, GPT-3.5, and GPT-3.5-T generated plans from each goal category to compare to
student plans (Table 7.7). These examples are meant to provide insights into the performance of
the LLMs for plan generation and how they might inform adaptive support for students. Similar to
the CRYSTAL ISLAND examples, each distinct target goal shown in the table was selected from a
different goal category to provide more comprehensive examples.

The generated plans for the “identify environmental issues” goal (a) demonstrated a case
where the LLMs generated longer plans than the student created. This goal is part of the “gather
information” category and is meant to be exploratory in nature. Thus, having more planned actions
is ideal in this case. Additionally, making changes to tiles will help to determine the environmental
effect of the tile, but each level limits how many changes you can make, leading to potentially
losing the level. The GPT-3.5-T plan may be the best strategy in this case, as it suggests simply
viewing tiles and educational content without making tile changes.

To achieve “adjust energy sufficiency” (b), students must make several tile changes. None
of the plans included the speak action, but they did include several “fill in” actions. Each of the
plans, except GPT-3.5, incorporated planned actions with tile changes. The T5 plan seems to be
the most efficient plan, as following those direct actions in the game would likely allow the student
to win the level. Interestingly, the GPT-3.5-T plan seems to follow a higher-level strategy of
learning the educational content before making a tile change. It is important to note that “read
about energy efficiency” and “make change to energy source” are not actions that can be selected
in the planning tool and require a bit of inference to be enacted, but they can still be mapped to
corresponding gameplay actions. Similarly, the GPT-3.5 plan could be used as more of a hintin a
real-time setting, as leading the student to learn about housing may help them correctly identify
how to change the housing tile to adjust the energy sufficiency. In all of these cases, the LLM-
generated plans have the potential to support a student.

For the target goal “learn about energy efficiency” (c), all of the models included “learn”
actions, which are necessary to accomplish this goal. Additionally, all of the “learn™ actions

included had content that may impact energy in the level. As we have mentioned previously,
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Table 7.7. Example student-created plans and LLM-generated plans for a target goal for each

high-level goal in the FUTURE WORLDS planning tool.

Target goal

(a) Identify environmental issues

Student make change to city, view farm energy source
T make change to city, view farm energy source, view housing, view housing, view housing, make
change to river, make change to city
make change to river, view city, make change to farm using wind energy, make change to forest,
GPT-3.5 :
make change to suburban housing, check eco-meters, read problem statement
GPT-35-T view power plant, view farm energy source, check eco-meters, view housing, learn about power

plants, learn about farm energy sources

Target goal

(b) Adjust energy sufficiency

Student make change to city

T5 make change to city, make change to forest, make change to pig farm
GPT-3.5 learn about housing

GPT-3.5-T | view city, read about energy efficiency, make change to energy source

Target goal

(c) Learn about energy efficiency

Student learn about housing, make change to pig farm
T5 learn about housing
GPT-35 learn about power plants, make change to power plant, view power plant, make change to power
' plant, make change to farm energy source
view energy efficiency diagrams, read about solar energy, learn about biofuels, make change to farm
GPT-3.5-T | using solar energy, read about riparian buffers, make change to farm using riparian buffers, read

about manure spreading, make change to farm with adjusted manure spreading

Target goal

(d) Complete problem faster

Student make change to city
T5 make change to city
GPT-3.5 make change to city

another strategy for learning in FUTURE WORLDS could be making tile changes, as the student
included in their plan. The GPT-3.5 plan in this case included both making tile changes and
learning in their plan, with the tile change actions being better suited for the goal. Interestingly,
“make change to pig farm” is required to beat the first level, so a student including this in a later
plan can indicate them invoking knowledge they gained from the first level.

The “complete problem faster” goal was part of the least used goal category in FUTURE

WORLDS. We saw similar performance from both LLMs in this case, likely due to a lack of variety

68



in training data. Upon further investigation, most of the plans generated for this target goal were
the same as in the example.

Overall, these patterns demonstrate the generalizability of utilizing LLMs to inform real-
time systems with plan generation. Like in CRYSTAL ISLAND, these models generated coherent
plans, with generated actions aligning with students’ actions. We also identified instances of
hallucinations in both T5 and GPT-3.5 plans, but once again they mostly aligned with actions that
could be completed in the game. The GPT-3.5-T plans in particular generated planned actions that
seemed to be a combination of CRYSTAL ISLAND and FUTURE WORLDS but were not completely
off topic. For example, several planned actions contained “read about”, which is language
primarily used in CRYSTAL ISLAND for their educational materials. In FUTURE WORLDS, there is
still informational text to read, but there are also educational diagrams to view. We also noticed
some GPT-3.5 and GPT-3.5-T plans contained goals, which follows similar trends to the CRYSTAL
IsLAND findings. While this does not align with the planning tool, it could give more general hints
to students to attempt different strategies. We will discuss further implications of these findings in
Section 7.3.

7.5. Discussion

Each LLM approach presented in this chapter generated plans that were generally viable. In this
section, we will discuss the pros and cons of each approach, as well as how these models may be

integrated into real-time game-based learning environments.

7.5.1 Training Approach Comparison Implications

Our results demonstrate the promise of leveraging language models for plan generation in game-
based learning environments. We found T5-based generated plans are very closely aligned with
student plans and GPT-3.5-based plans are more summative in nature. This aligns with our
understanding of the methodology, as the T5 model was fully supervised using cross validation
and the GPT-3.5 model utilized a few-shot learning approach with the game context and two
examples provided for every input. This distinction is important in educational settings, as we

typically have small quantities of data to train on.
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In a practical implementation of this plan generation framework, it might prove more
beneficial to use a language model like T5 that can be fine-tuned with no financial cost. The
computational effort could be completed before the classroom implementation, and then the
generative model could be run in real-time as students are interacting with the learning
environment. Currently, using the GPT-3.5 API might not be practical for real-time classroom use
because of cost and run-time limitations. Another drawback of using OpenAl GPT services is that
data shared with a third-party and potentially can be used as training data by OpenAl. Depending
on the type of data collected in a classroom setting, this type of data sharing could raise issues of
consent and data usage. Despite these drawbacks, GPT-3.5 still generated plans that can be enacted
in gameplay and could be a good alternative option in cases where there is less data available.

The T5 model did take longer to run as the fine-tuning of the language model requires
considerable computational power. The model seemed to work particularly well and generally
generated enactable plans. On the other hand, the GPT-3.5 model had different types of limitations.
The token limit to the API proved to be a challenge as to how to concisely explain the task and
provide the input for each API request. Additionally, unlike ChatGPT there is no memory allocated
for API calls, so the same information has to be provided several times, limiting us to one event
sequence per call. Additionally, the API is not free, even for GPT-3.5, which is a significant
disadvantage relative to open-source models. These factors informed our decision to limit the
number of generated plans. Additionally, API calls were limited to three calls per minute, making
the runtime much longer. Despite these limitations, the GPT-3.5 generated plans followed similar
trends to the T5 models and demonstrated promise in generating plans in a game-based learning

environment context.

7.5.2 Implications for Adaptive Learning Environments

Our results demonstrated that over half of plans generated by both language models aligned with
the corresponding high-level action category from student plans for CRYSTAL ISLAND and over one
quarter of plans generated for FUTURE WORLDS. This suggests that even in situations where there
were few low-level action matches, the plans still incorporated similar high-level actions to
students. Based on the design of the planning tool, low-level actions within a high-level action
category share a common narrative purpose within the game. For example in CRYSTAL ISLAND,

the “explore” high-level action mainly maps to “go to” low-level actions, all of which involve
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exploring the game environment. As an illustration, consider a student’s plan that included the
following actions: “go to infirmary,” “speak with camp nurse.” The TS5 predicted plan in this
instance was: “speak with lead scientist,” “go to infirmary,” “go fto lead scientist’s quarters.” All
actions align with the given goal when mapped to their high-level action category, even though the
“speak” action differs. Generating different planned actions from students is desirable because
LLMs may provide more meaningful advice to students only if there exist some differences
between LLM generated plans and students’ plans. Although, more work could be done to
understand which plans would be beneficial in a real-time scenario. For example, the action “speak
with camp nurse” is a distinction from the student’s plan. Early in the game, it is beneficial for a
player to engage with the camp nurse, so prompting a student to speak with her could enhance their
gameplay and overall experience in the game. Incorporating a temporal element to the plan
generation might prove helpful to improving the models.

We also noticed that some sets of low-level actions generated for a given student were
present in other students’ plans targeting the same goals. We believe this is due to the nature of
language models generating most probable plans for the situation the student is in rather than fully
personalized to individual students. In a real-time scenario, these predictions could help improve
students’ planning abilities through demonstrating more efficient plans. There is also a potential
for the game to adapt to individual strategies by providing instructive hints with these plans.

A limitation of this research pertains to the concept of optimal planning activities. To our
knowledge, there does not exist a ground truth for optimal plans in science game-based learning
environments like CRYSTAL ISLAND and FUTURE WORLDS. However, by utilizing student plans,
we can better understand and support realistic student behavior. In this research, we rely on plans
created by students as our reference point, but it is important to note that there was a considerable
range in the planning activities exhibited by students. The extent to which students utilized the
planning support tool varied significantly, both in terms of how frequently they accessed it and
how many plans they formulated during gameplay. The analysis of the high-level action category
distributions between student and language model plans further demonstrated the ability of
language models to generate plans resembling those of students. Although our language models
appear to generate plans resembling those of students, the absence of a clear measure for plan
quality makes it challenging to determine whether the generated plans are superior to those created

by students. Furthermore, educational games present two key strategies for students: winning the
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game and learning the educational material. Depending on a student’s primary objective, an
adaptive system may need to tailor its prompts accordingly. Achievement goal orientations have
been shown to provide insights into students’ approach to these strategies, as well as other
metacognitive behaviors like motivation (Cloude et al., 2019). Incorporating such metrics into the
language models could help improve generated plans in adaptive systems.

We also noticed that the language models occasionally generated low-level actions that
were not available for students to choose for their plans using the planning support tool but were
playable within the game. For instance, students have the ability to pick up items and test them for
various diseases in CRYSTAL ISLAND. One low-level action we observed in a generated plan was
“pick up coconut.” Players can pick up a coconut in the game but cannot select that as a planned
action in the planning tool. The planning tool was designed to limit the number of low-level actions
offered to students to reduce cognitive load. Consequently, “pick up coconut” was omitted, as it is
not essential for solving the mystery. This pattern also occurred in FUTURE WORLDS, particularly
for the plans generated from the transfer learning approach. One potential approach to address this
problem is to introduce action constraints because relying solely on the general game context and
students’ plans is likely to result in suboptimal plans. Nevertheless, it’s noteworthy that the
language model generated valid low-level actions in this context, as this indicates potential for
LLMs to generate content for such support tools. This could help with designing similar SRL-
based tools or extending the planning support tool to other game-based learning concepts.

Although there is no correct answer to the goal setting and planning that students strive to
achieve, there can be various strategies to make plans, such as being more efficient or seeking more
knowledge. Our approach differs significantly from existing work in that it provides opportunities
for students to review candidate plans learned from the collective intelligence of their peers’,
enabling them to reflect on and adjust their own plans as necessary, which is another key
component of SRL. Most importantly, this approach is not specific to the game domain, as the
generated plans are learned from data rather than manually created by experts. This is evident from
our findings when applying these methods of FUTURE WORLDS. We observed very similar trends
in performance and limitations. Thus, our framework has generality beyond CRYSTAL ISLAND to
other science educational games.

Overall, we find that the utilization of LLMs demonstrates promise for the task of plan

generation and has the potential to enhance online learning environments. In challenging learning
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scenarios, like science game-based learning environments, students can become confused about
next steps, then frustrated and then give up on the game entirely. The planning support tool helps
orient them in the game and can help facilitate engaging in SRL processes. However, an LLM-
driven plan generation system would help improve this experience even further and potentially
prevent negative emotions from occurring. For example, if a student is constructing and enacting
plans, but is not making progress in the game scenario. The existing version of CRYSTAL ISLAND
or FUTURE WORLDS could not assist, while the plan generation framework could provide specific
guidelines adaptive to the student’s learning situation. Furthermore, a classical machine-learning
based plan generation method would train gameplay data in a numerical format and, given the
limited size of the dataset, output only numerical categories of high-level actions. This is because
there is not enough data to train on all low-level actions using classical machine learning models
like Random Forest or LSTM. LLMs provide the capability of pre-training on large language
corpora creating more robust models. Thus, an LLM would allow for natural language versions of
the gameplay data (which are more interpretable) to be input and can output any number of low-
level actions for the plan generation task. This widens the capabilities of plan generation models
in general. In our case, the LLM-based plan generation framework could generate several potential

options for the student and help facilitate them continuing in the game.
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CHAPTER 8

PLAN EVALUATION IN SCIENCE GAME-BASED
LEARNING

This chapter introduces three novel plan quality metrics that are rooted in science reasoning theory.
We first apply these metrics to the student plans in CRYSTAL ISLAND, as well as to the LLM-
generated plans. We present an empirical analysis of the insights derived from these metrics in the
context of CRYSTAL ISLAND. We then apply these metrics to student plans from the FUTURE
WORLDSs environment, as well as LLM-generated plans. Lastly, based on empirical findings from
the application of these metrics, we discuss improvements that can be made to the metrics and

planning tool, as well as game design implications.

8.1. Plan Evaluation Metric Development

Because the student plan recognition and generation framework are evaluated with students’ plans,
we identified potential metrics to evaluate both student and model created plans. The three metrics
presented below have the potential to improve adaptive scaffolding, as they will help to determine
the quality of generated plans through temporal cohesion, scientific reasoning alignment and the

size of plans.

8.1.1 Measuring Goal Setting and Planning Quality

McCardle and colleagues (2017) identified that effective goals for regulation should have specific
time, content, actions, and standards. They highlight that the more specific each of these features
are within a goal, the more effective it is in guiding a learner’s self-regulation. This concept has
not, however, been expanded to the plans that a learner might make to accomplish those goals or
been connected to a specific context such as scientific reasoning. For this thesis, we have adopted
a multidimensional operationalization of plan quality that we will be able to quantify using our
analytical mapping technique in future research. In this conceptualization, we consider a “good”
plan to be one that, if enacted, will result in completed goals set by either the planner or an imposed

external standard. In this way, we must consider both the goals and the planned actions in

74



conjunction with one another when evaluating a plan. We further contextualized plan quality

across three dimensions. These dimensions are:

(1) Plan Complexity: the degree of intricacy of one’s plans categorized by the number of

(sub)actions and (sub)goals as well as the degree of nested-ness.

(2) Action-Goal Cohesion: the degree to which action and goals may refer to a scientific

reasoning epistemic activity.

(3) Temporal Coherence: the degree to which the temporal order of a plan follows the guidance

of scientific reasoning epistemic activities.

8.1.2 Plan Complexity

We have defined the plan quality dimension of Plan Complexity as the degree of intricacy of one’s
plans categorized by the number of actions and goals as well as the degree of nested-ness. We
highlight that there is no universal standard size of a plan, but rather this is both domain and task
specific that must be determined prior to plan evaluation. This may be done with a subject matter
expert providing their own plan to the given task to be the “gold standard” by which learners’ plans
are compared against. Alternatively, this may also be done by defining an acceptable range given
the ultimate learning goal for the planner. For example, the minimum of a plan could be one action-
goal pair for each of the components of one’s chosen scientific reasoning framework (e.g., 8 for
epistemic activities or 5 for the OPIRR framework). The upper limit could then be defined using
the expert model approach, thereby creating a spectrum of plan complexity quality. In addition, an
individual’s level of prior knowledge or expertise could be used to determine how nested (e.g.,
number of planned actions within a goal) the plan should be in which it would be expected the
more of an expert a learner is, the less explicitly detailed plan is needed as the learner chunks
together steps as expertise research has shown is common (Wirth et al., 2020). This dimension
may also, however, be constrained by environmental factors that may limit the intricacy of the

structure of a reported plan, as is the case in our study.
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8.1.3 Action-Goal Cohesion

We have defined the plan quality dimension of Action-Goal Cohesion as the degree to which action
and goals may refer to a scientific reasoning epistemic activity. In other words, this refers to how
well the (sub)action a learner chooses is associated or will help accomplish the paired (sub)goal.
For example, if a learner’s goal is to determine the correct diagnosis for a patient’s health problem
in a case-based simulation, a “good” plan would include actions related to evidence evaluation
such as determining the relevancy of patient history and lab tests to the reported health issue. A
“poor” plan would be one in which a learner pairs unrelated communicating finding actions to this
goal. While communicating the correct diagnosis and recommended treatment plan is important in
medical interactions, this action would be better paired with the (sub)goal of treating the patient or
improving patient outcomes, not on finding the diagnosis. Within our study’s context, our
analytical mapping technique identifies the cohesion of all (sub)action-(sub)goal pairings allocated

to a learner within the learning environment and planning tool.

8.1.4 Temporal Coherence

We have defined the plan quality dimension of Temporal Coherence as the degree to which the
temporal order of a plan follows the guidance of scientific reasoning epistemic activities. More
specifically, temporal coherence argues that a “good” plan is one that follows general temporal
guidance of existing theoretical models of scientific reasoning and scientific inquiry skills. For
example, in the OPIRR model, there is a clear cyclical nature of the steps one moves through from
orientation to reflection. A plan, therefore, using this framework as grounding would argue that a
“poor” plan is one that has a learner moving from non-sequential steps while a “good” plan is one
in which they follow goal-action pairings that move around the iterative OPIRR cycle. For
example, a learner who would first plan to set up a research design (preparation) and then orient
themselves to the topic of interest (orientation) is a worse plan than a learner who first plans to
understand the current state of the field of their chosen topic before preparing for a research design.
However, this highlights the limitations of this particular model of scientific reasoning.
Specifically, it assumes that a learner may not backstep within their scientific reasoning process
until they have completed their cycle instead of regulating their strategies and learning throughout.
As such, while this model is valuable and highlights the cyclical nature of scientific reasoning, it

may not be the strongest model when quantifying the quality of plans as it is the ideal cycle of
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scientific reasoning. In our study, we have chosen to ground our work in a less temporally defined
framework of scientific reasoning by amending Fischer and colleagues’ (2014) framework of
scientific reasoning epistemic activities. We propose a state model (Figure 8.1) of these activities
with transitions informed by the definitions from the original framework and the cyclic temporal
relationships identified in other scientific reasoning models (i.e., SDSS and OPIRR). This model
shows only one iteration of one scientific reasoning task. We can imagine that science is often
iterative and builds upon itself, after communicating and scrutinising one task, this may then
inform the problem identification of another task, creating a cyclical loop of the state model similar
to the OPIRR model. This has been omitted given the context of more constrained problem spaces
typical in GBLEs for primary and secondary science education. In future research, we will use this

state model to quantify the temporal coherence of learners’ plans.
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Figure 8.1. State model of Fischer et al. (2014)’s epistemic activities used in scientific reasoning

and argumentation.
8.2. Applying Plan Evaluation Metrics to CRYSTAL ISLAND

To better understand how students planned in CRYSTAL ISLAND and to provide a potential approach
for assessing LLM-generated plans, we applied these metrics to the CRYSTAL ISLAND learning
environment. We developed methods to apply temporal coherence, action-goal cohesion, and plan
complexity metrics to the student planning data, as well as LLM-generated plans, to glean insights

into how well students and LLMs planned in the context of CRYSTAL ISLAND. We present the
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insights found from these metrics and discuss the implications of these findings and potential

improvements for adaptive support in real-time.

8.2.1 Methods

To analyze how students set plans consisting of actions and goals using the CRYSTAL ISLAND
planning scaffold, we devised an analytical mapping technique that we then used to quantify plan
quality across our defined plan quality dimensions. This mapping technique categories a goal-
subgoal (rows) and action-subaction (columns) pairing as one of the eight scientific reasoning
epistemic activities (cell color) defined by Fischer and colleagues (2014) of various cohesion levels
(cell opacity; see Figure 8.2).
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Figure 8.2. Analytical mapping matrix of actions (columns) and goals (rows).

That is, striped cells are actions that could be considered partially cohesive with a goal but
are not necessarily required to be explicitly named while solid-colored cells are cells actions that
are fully cohesive with its paired goal. For example, if a student has the goal to “fill in the final
diagnosis” on the diagnosis worksheet to share with Kim, the island’s nurse, the action “test food
and drink patients have consumed” may be one of the actions the student must take to make that
final diagnosis but is more cohesive with the goal of “identify transmission source.” Namely, while
testing the food and drink may lead me to my diagnosis, it also requires the student to then go
through evidence evaluation activities (i.e., determining if that evidence is relevant to the final
diagnosis) first. However, it is not entirely unrelated as more expert learners may choose to chunk

together evidence collection and evaluation activities into a single explicitly shared plan. As such,
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in our matrix (see Figure 8.3) the cell at the intersection of the sub-action “fill in final diagnosis”
and “test food and drink patients have consumed” is striped (partially cohesive). Alternatively, the
cell at the intersection of the sub-action “fill in final diagnosis” and “identify transmission source”
has a solid fill as it is considered fully cohesive “drawing conclusion” epistemic activity. Three
experts of CRYSTAL ISLAND each filled in their own matrix and then discussed discrepancies. The
agreed upon mapping is shown in Figure 8.2. This mapping is utilized in calculating the metrics

for both temporal coherence and action-goal cohesion.
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Figure 8.3. Close up sub-section of the mapping matrix for examples of Goal category-goals
(rows) and Action category-actions (columns) to identify scientific reasoning epistemic activity

(cell color) and plan relevancy (cell opacity).

We employ these three scoring metrics to the student, fully supervised (T5) and few-shot
learning (GPT-3.5) generated plans to further examine planning behaviors. For this analysis, we
removed any duplicate actions from the T5 and GPT-3.5 plans. Note, all three of these metrics are
meant to assess planning behaviors at the plan level. We will discuss limitations of these

assumptions, as well as future enhancements to these scoring methods in future sections.

Plan Complexity: the degree of intricacy of one’s plans categorized by the number of actions
and goals as well as the degree of nested-ness. The planning tool design in CRYSTAL ISLAND

does not permit goals to be nested within each other, so we cannot account for the degree of nested-
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ness. In this work, we considered the degree of intricacy of one’s plans to be the number of planned
actions in a plan. For the generated plans, we used a comma as a delimiter to count the number of
actions. We recognize this is not a perfect measurement, because some generated plans did not
follow the planning tool actions exactly and had planned actions containing commas. However,
this measurement of plan size represents how we would preprocess the data in a real-time system

without human intervention.

Action-Goal Cohesion: the degree to which action and goals may refer to a scientific
reasoning epistemic activity. Scoring for the action-goal cohesion metric was based on the level
of cohesion from the epistemic activity mapping. For each planned action in a plan, we assign one
point if there is a fully cohesive relationship to an epistemic activity (solid colored cell) and half a
point if there is a partially cohesive relationship to an epistemic activity (striped colored cell). No
points are added or subtracted if there is no relationship. If there is more than one mapping to
epistemic activity (i.e. “explore camp” and “examine poster” cell), then we will score with the
highest coherence score (so in this example, we would score one point instead). We then normalize
this metric by the number of planned actions in this plan to get values ranging from 0 to 1. In
contrast to the temporal coherence score, we do not consider any order of the actions, simply how

many epistemic activity mappings exist.

Temporal Coherence: the degree to which the temporal order of a plan follows the guidance
of scientific reasoning epistemic activities. To quantify temporal coherence for each plan, we
first mapped each planned action to its corresponding epistemic activity associated with the target
goal. We then examined the transitions between epistemic activities, assuming the order of actions
in the plan were sequential. Because not all epistemic activities were present in the planning matrix
for CRYSTAL ISLAND, we defined the ideal sequence of epistemic activities to be Figure 8.4. Our
aim with this metric is to reward planning behaviors that follow the epistemic activity trajectory,
moving left to right. Thus, our metric scoring worked as follows: we allotted points for moving to
the right, we gave one point for moving exactly one step to the right, 0.8 points for two steps, 0.6
points for three steps and so on. This is meant to emphasize that the ideal next planned actions
should map to the next step in the science reasoning process. Backward movements (i.e., evidence
evaluation to problem identification) result in negative one points. We also rewarded one point for

self-transitions because the environment is not strictly defined enough to know how long a student
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should spend in one phase of science reasoning steps. In cases where there are multiple epistemic
activity mappings, we were as lenient as possible and chose the epistemic activity that would yield
the most points as a next step. If there was no epistemic activity mapping, no points were taken
away or rewarded and the last epistemic activity was used in consideration for the next transition.
We did not include striped versus solid-colored cells in the logic for this metric. The final step in
our metric is to normalize by the number of transitions, as this represents the maximum possible
temporal coherence score a plan could have. Thus, our temporal coherence score will range from
-1 to 1, with a score of 1 indicating each epistemic activity transition in the plan followed an ideal

progression and a score of -1 indicating each epistemic activity transition moving backwards.

Drawing
Conclusion

Hypothesis
Generation

Problem
Identification

Figure 8.4. State model of expected epistemic activities progression in CRYSTAL ISLAND.

As an example, consider a plan for the goal “evaluate hypothesis salmonellosis,” with the
following planned actions: “go to laboratory,” “examine poster about anthrax,” “examine poster
about salmonellosis,” “speak with camp nurse.” This maps to the corresponding epistemic
activities: “evidence generation,” “no mapping,” “evidence evaluation,” “drawing conclusion”/
“communicating and scrutinizing.” In this case, we ignore the action that does not map to an
epistemic activity and treat the first transition as “evidence generation” to “evidence evaluation,”
which is one step to the right. Thus, the plan receives one point for this transition. The next
transition “evidence evaluation” to “drawing conclusion”/“communicating and scrutinizing”
represents a case where there are two possible epistemic activity mappings. If the transition was
from “evidence evaluation” to “drawing conclusion,” the reward would be one point since they
are one step away from each other. If the transition was from “evidence evaluation” to
“communicating and scrutinizing,” the reward would be 0.8 points because “communicating and
scrutinizing” is two steps away. With our logic, we would select “drawing conclusion” as the next
epistemic activity and reward one point, because it has the higher reward. In total all transitions
would yield a score of 2, which we would normalize by dividing by two transitions. Thus, our

temporal coherence score for this plan would be 1.
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8.2.2 Results

In this section, we present descriptive statistics of plan complexity, action-goal cohesion, and
temporal cohesion for student plans, as well as fully-supervised (T5) and few-shot learning (GPT-
3.5) generated plans. We compare the LLM-generated plan performance to the students and

discuss implications.

Plan Complexity. Figure 8.5 illustrates the distribution of plan size across students (left), T5
(center), and GPT-3.5 (right). Student plan size had a median of 2.00 (mean = 2.55, SD = 1.89),
with the number of actions included in a plan ranging from 1 to 13. With duplicates removed, T5
plans had a median size of 3.00 (mean = 2.95, SD = 1.38) and ranged from 1 to 7 in length. The
median plan size of GPT-3.5 plans was 1.00 (mean = 2.10, SD = 1.41) and ranged from 1 to 8 in
length. Results from a Wilcoxon rank sum test show a significant difference in the average plan
sizes between student plans and fully-supervised generated plans (p < 0.001). This means that on
average, T5-generated plans were more detailed than students. GPT-3.5 plans did not have a
significant difference in plan size from students, but on average were shorter than student plans. In
a narrative-based environment like CRYSTAL ISLAND, “good” planning behavior would require

more detailed plans, indicating the capability of T5 for real-time support.
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Figure 8.5. Distribution of plan size for student, T5, and GPT-3.5 generated plans for
CRYSTAL ISLAND.
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Action-Goal Cohesion. Figure 8.6 shows the distribution of action-goal coherence score across
student (left), T5 (center), and GPT-3.5 (right) plans. All three sets of plans had a median of 1,
meaning that each set of plans has half of their plans score the maximum possible action-goal
cohesion score. Student plans had an average action-goal cohesion score of 0.77 (SD =0.28). T5
and GPT-3.5 plans had an average action-goal cohesion score of 0.79 (SD = 0.24) and 0.69 (SD =
0.37), respectively. There was no significant difference in the average scores. GPT-3.5 plans had
the most plans with a score of zero, indicating a plan with no epistemic activity alignment. T5
plans had the most plans where all actions in the plan aligned fully with epistemic activities,
outperforming student plans.

=] =] =]
— ] — 7] — 7]
w | o @ |
=] [ =]
1] @ @
S S o« 5 ©
o = o o =
wmn o wn o : m o
Jiv} © | o
= T = i = T
[ i @ i @ i
Eq'._ 1 gq'__ 1 Eq'__ i
o < i s < i o “ i
I I I
U ] U ] U ]
I I I
o ! ~ ! ~ !
(=0 i o ] i o] i
i i i
1 1 1
] ] ]
= | : = : =2 :
Lo ] (=] L]
Student TS GPT-3.5

Figure 8.6. Distribution of action-goal cohesion score for student, T5, and GPT-3.5 generated

plans for CRYSTAL ISLAND.

Temporal Coherence. Figure 8.7 shows the distribution of temporal coherence score across
student (left), T5 (center), and GPT-3.5 (right) plans. Student temporal coherence scores had a
median of 1.00 (mean = 0.54, SD = 0.53). T5 plans had a median temporal coherence score of 1.00
(mean =0.78, SD = 0.48). The median temporal coherence score of GPT-3.5 plans was 0.00 (mean
=0.27, SD = 0.47). Results from Wilcoxon rank sum tests demonstrate a significant difference in

the average temporal coherence scores between student plans and both T5 and GPT-3.5 generated
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plans (p < 0.001, p < 0.001, respectively), with T5 scores being significantly higher and GPT-3.5
scores being significantly lower.
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Figure 8.7. Distribution of temporal coherence score for student, T5, and GPT-3.5 generated

plans for CRYSTAL ISLAND.

Overall, T5 plans seemed to demonstrate the best planning behaviors, with having the most
detailed plans and the highest scores for both action-goal cohesion and temporal coherence. GPT-
3.5 plans performed the worst with the lowest scores from all three metrics. These metrics indicate

that T5 may be best suited for adaptive support in real-time for CRYSTAL ISLAND.
8.3. Applying Plan Evaluation Metrics to FUTURE WORLDS

To further examine student planning activities in FUTURE WORLDS, we applied the analytical
mapping technique utilized in CRYSTAL ISLAND to FUTURE WORLDS. Our aim for this application
is to examine the generalizability of this technique across learning environments as they are both
rooted in science reasoning. We then use this mapping to quantify three plan quality metrics and

use these metrics to evaluate student planning, as well as plans generated from LLMs.
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Like in CRYSTAL ISLAND, this epistemic activity mapping technique categories a goal-subgoal
activities (cell color) defined by Fischer and colleagues (2014) of various cohesion levels (cell

(rows) and action-subaction (columns) pairing as one of the 8 scientific reasoning epistemic

8.3.1 Methods
opacity; see Figure 8.8).

01 aguey3 aely

SJaAll 1Inoqe el ===

Learn about environmental sustainability

“SUB-ACTION

Adjust housing
availability
Complete
problem faster
Complete
problem in fewer

scenario
Slldentify env.

sheis
Aejdawe§ ancidw)

Figure 8.8. Analytical mapping matrix of actions (columns) and goals (rows).

For the FUTURE WORLDS implementation of the plan quality metrics
while solid-colored cells are cells actions that are fully cohesive with its paired goal. For example,

actions the student must take to generate a hypothesis about how to adjust the water quality but is
more cohesive with the goal of “learn about water pollution”. Specifically, the river tile has

considered partially cohesive with a goal but are not necessarily required to be explicitly named
if a student has the goal to “adjust water quality”, the action “learn about rivers” may be one of the

coding scheme as we did in CRYSTAL ISLAND. That is



educational information about water pollution but does not provide the information necessary to
make the correct tile change to adjust water quality. However, it is not entirely unrelated as more
expert learners may choose to chunk together this information with other actions that could lead
to the correct hypothesis. As such, in our matrix (see Figure 8.9) the cell at the intersection of the
sub-action “adjust water quality” and “learn about rivers” is striped (partially cohesive).
Alternatively, the cell at the intersection of the sub-action “adjust water quality” and “learn about
farming techniques” has a solid fill as it is considered fully cohesive “hypothesis generation”
epistemic activity. Two experts of FUTURE WORLDS each filled in their own matrix and then
discussed discrepancies to generate the final matrix shown in Figure 8.8. This mapping is once
again utilized in calculating the metrics for both temporal coherence and action-goal cohesion.
We employ these three scoring metrics to the student, fully supervised (T5) and few-shot
learning (GPT-3.5) generated plans in the same way we did for the CRYSTAL ISLAND planning
dataset. The scoring logic for each metric is presented below. We did not include the transfer
learning (GPT-3.5-T) generated plans in this analysis due to a large presence of generated planned

actions not present in the planning tool.

Plan Complexity: the degree of intricacy of one’s plans categorized by the number of actions
and goals as well as the degree of nested-ness. Like the CRYSTAL ISLAND implementation, we
considered the degree of intricacy of one’s plans to be the number of planned actions in a plan
because the planning tool in FUTURE WORLDS did not allow for nested plans. Similarly, for the

generated plans, we used a comma as a delimiter to count the number of actions.

Action-Goal Cohesion: the degree to which action and goals may refer to a scientific
reasoning epistemic activity. We did not make any changes to the scoring for the action-goal
cohesion metric in FUTURE WORLDS. The only change between environments was the planning
matrix itself. Thus, the score for each plan was assigned as: one point if there is a fully cohesive
relationship to an epistemic activity (solid colored cell), half a point if there is a partially cohesive
relationship to an epistemic activity (striped colored cell), and no points if there is no relationship.
In cases of more than one epistemic activity mapping, we select the mapping with the highest

score. The score is then normalized by the number of actions in the plan.
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Figure 8.9. Close up sub-section of the mapping matrix for examples of Goal category-goals
(rows) and Action category-actions (Columns) to identify scientific reasoning epistemic activity

(cell color) and plan relevancy (cell opacity).

Temporal Coherence: the degree to which the temporal order of a plan follows the guidance
of scientific reasoning epistemic activities. We applied the temporal coherence metric in the
same way we applied it to the CRYSTAL ISLAND data. Because the FUTURE WORLDS planning
matrix only utilized three epistemic activities, we expected plans to follow the progression shown
in Figure 8.10. Our scoring method was as follows: (1) map each planned action to an epistemic
activity, if possible, (2) examine the transitions between epistemic activities in the plan, (3) if a
transition was a self-transition or exactly one step to the right, we allotted one point (4) if a

transition was more than one step to the right, 0.67 points for two steps, 0.33 points for three steps,
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(5) if a transition is backwards (to the left), we subtract one point from the score, (6) after all
transitions have been scored, we normalize by the number of transitions made in the plan. Like the
CRYSTAL ISLAND logic, if there was no epistemic activity mapping, no points were taken away or
rewarded and the last epistemic activity was used in consideration for the next transition and our

temporal coherence score will range from -1 to 1.

Problem
Identification

Hypothesis
Generation

Figure 8.10. State model of expected epistemic activities progression in FUTURE WORLDS.

8.3.2 Results

Plan Complexity. Figure 8.11 illustrates the distribution of plan size across students (left), T5
(center), and GPT-3.5 (right). Student plan size had a median of 1.00 (mean = 2.03, SD = 1.52),
with the number of actions included in a plan ranging from 1 to 8. With duplicates removed, T5
plans had a median size of 1.00 (mean = 1.76, SD =1.04) and ranged from 1 to 7. The median plan
size of GPT-3.5 plans was 2.00 (mean = 2.64, SD = 1.49) and ranged from 1 to 9 in length. Results
from a Wilcoxon rank sum test show a significant difference in the average plan sizes between
student plans and GPT-3.5 generated plans (p < 0.001). This means that on average, GPT-3.5-
generated plans were more detailed than students. T5 plans did not have a significant difference in
plan size from students, but on average were shorter than student plans. In a puzzle-based
environment like FUTURE WORLDS, “good” planning behavior might mean shorter plans. However,
we would still prefer plans with more than one action in them, indicating the capability of GPT-

3.5 for real-time support in this case.

Action-Goal Cohesion. Figure 8.12 shows the distribution of action-goal cohesion score across
student (left), T5 (center), and GPT-3.5 (right) plans in FUTURE WORLDS. All three sets of plans
had a median of 0.50. Student plans had an average action-goal cohesion score of 0.53 (SD =0.22).
T5 and GPT-3.5 plans had an average action-goal cohesion score of 0.54 (SD = 0.19) and 0.46
(SD =0.27), respectively. Results from a Wilcoxon rank sum test show a significant difference in

the average cohesive score between student plans and GPT-3.5 generated plans (p < 0.001). GPT-
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3.5 plans had the most plans with a score of zero, indicating a plan with no epistemic activity
alignment. T5 plans had the most plans where all actions in the plan aligned fully with epistemic

activities, even more than students did.
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Figure 8.11. Distribution of plan size for student, T5, and GPT-3.5 generated plans for FUTURE
WORLDS.

Temporal Coherence. Figure 8.13 shows the distribution of temporal coherence score across
student (left), T5 (center), and GPT-3.5 (right) plans. Student temporal coherence scores had a
median of 0.00 (mean = 0.36, SD = 0.52). T5 plans had a median temporal coherence score of 0.00
(mean =0.42, SD =0.49). The median temporal coherence score of GPT-3.5 plans was 0.00 (mean
=0.15, SD =0.62). Results from Wilcoxon rank sum tests demonstrate a significant difference in
the average temporal coherence scores between student plans and GPT-3.5 generated plans (p =

0.002), with GPT-3.5 scores being significantly lower.
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Figure 8.12. Distribution of action-goal cohesion score for student, T5, and GPT-3.5 generated

plans for CRYSTAL ISLAND.
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8.4. Discussion

All three plan quality metrics developed in this work provided nuanced insights into planning
behaviors of students compared to the LLM-generated plans. Using these metrics for analysis,
several points of improvement were found for the metrics, as well as the design of the planning
tool.

The development of the epistemic activity planning matrix mapping is a novel contribution
of this work. We successfully applied this matrix development process to two science learning
environments, which highlighted benefits of this tool for design implications. One benefit of the
planning matrix is that it allows for a visualization of the design of the tool, in terms of the balance
of epistemic activities present in the planning tool. For example, in FUTURE WORLDS there are only
three epistemic activities present out of seven possible. Additionally, only one goal has all three
of these activities present in the mapping. This visualization indicates that we may need to consider
higher level goals in the tool to allow for more epistemic activities trajectories to be possible. It
could also indicate a need to add more game mechanics to allow for the full scientific reasoning
process.

One limitation of the planning tool design highlighted by the plan complexity metric is that
our tool does not allow for nested goals. The intention of this design was to provide scaffolds for
students to construct plans that were easily enactable in gameplay because planned actions directly
translated to game events. A potential design enhancement for the planning tool would be to allow
students to visualize the hierarchy of epistemic activities to goal categories to goals to actions, etc.,
which may allow for nested goals and subgoals. Incorporating high-level goals into the planning
tool would provide additional insight into students' overall strategies for the game and may allow
for longer plans to be created. A future improvement for the planning tool could be to instruct
students to make a nested plan for the entirety of their gameplay and have that plan visible to them
throughout the game as an overlay on the screen.

Currently, the temporal coherence metric assesses planning behavior quality at the plan-
level, with a high score rewarding a plan that traverses the expected epistemic activity progression.
We observed students did not utilize the planning tool in this way, nor did our planning tool support
this type of behavior. First, we observed students often created small plans of one or two actions.

With the temporal coherence metric calculation, we can only score temporal coherence if there are
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at least two actions in a plan, because the score examines the transition between epistemic
activities. In other words, a plan with one action would receive a score of zero because there is no
transition. To prevent this, we may want to add real-time support to students to create longer plans.
Next, for the ideal plan-level temporal coherence behavior, our planning tool would need to have
each epistemic activity present for each goal in the matrix. We can see from the rows of the matrix
that no goal had every epistemic activity mapped to it, meaning that a student could not construct
a plan fully following the expected epistemic activity progression with the planning tool as is. The
planning tool in this case may need to be redesigned to allow for students to construct temporally
coherent plans. Another solution would be to extend the definition of temporal coherence to assess
planning across planning instances rather than at the plan level.

Another consideration of planning behavior that could be captured in the metrics is the
change in goals and plans between planning instances. For example, some students had the same
goal persist across planning instances and often completed the actions within the plan. In the plan
recognition and generation frameworks, we considered a goal as accomplished if all actions were
completed in gameplay. In plan evaluation, completing a plan would be considered a good
planning behavior. However, then selecting the same goal after completing it, may be an indicator
of needing intervention. We could also consider the adaptation of plans, as it is a key step in SRL.
For instance, if a goal persisted across planning instances, with the planned actions changing, and
was not completed in gameplay, we could consider this to be a student monitoring their goal and
adapting their plan. We could then add to the metrics to reward such planning behavior within

temporal coherence.
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CHAPTER 9

IMPLICATIONS OF ADAPTIVE LEARNING
ENVIRONMENTS WITH STUDENT PLAN
RECOGNITION AND GENERATION

This chapter provides an overview of how the work undertaken in this dissertation research can be
combined to enable adaptivity in learning environments. We first revisit the three student planning
scenarios presented in Chapter 3 and compare the student planning with LLM-generated plans at
the same point to demonstrate potential use-cases for interventions. Then, we discuss the
implications of the dissertation work for the field of learning analytics and for SRL skill

intervention.

9.1. Student Planning Scenarios Revisited

In this section, we revisit the student planning scenarios and apply the plan evaluation metrics to
the student planning activities. We also inspect the T5 and GPT-3.5 plans that were generated at
these specific points of planning, compare the scores of these plans to the scores of the student
plans, and discuss the implications of these LLM-generated plans as potential interventions in real-
time. These plans are visualized in several figures. Goals for each plan are presented at the top in
bold, and actions are the non-bolded elements connected to the goals. Figure 9.1 shows an
interpretation of the plan visualization shown in the following sections. The colors presented in
these figures represent the epistemic activity the action-goal pair map to, with solid and dashed
borders indicating the cohesive value (fully or partially). Actions with a white background

represent no epistemic activity mapping.
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Figure 9.1 An example illustration of a planning instance with epistemic activity mapping and
scoring (left), as well as the epistemic activity key (right).

9.1.1 Student A (Adam)

Scenario Description. In this first example scenario, we consider a student named Adam who
accessed the planning tool five times throughout gameplay. In each of these planning tool
interactions, Adam either created one plan or edited the existing plan. After completing the tutorial,
they created a plan with the goal of “learn about disease” with two planned actions: “speak with
patients” and “speak with lead scientist.” Then, Adam immediately went to the infirmary and
spoke with Kim and the patients. After a few minutes, Adam left the infirmary and wandered
outside. They were then prompted to plan again because speaking with the camp nurse is a major
plot point. During this planning instance Adam removed the action “speak with patients” from the
plan and closed the tool. Immediately after this, they went to the lead scientist's house, read some
informational text, and spoke with the lead scientist. Then, Adam began collecting items to test for
viruses or bacteria. Next, Adam went to the laboratory and began testing the items he collected,
receiving a positive scan result on an egg for pathogenic bacteria. Because this is another major
plot point of the game, Adam was again prompted to plan. In this planning tool instance, they
updated their plan to remove “speak with lead scientist” and added “use scanner to test objects,”
while keeping the same goal. After this planning tool interaction, Adam kept scanning other

objects for viruses or bacteria. Once leaving the laboratory, Adam was prompted yet again to open
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the planning tool because they scanned a contaminated object. This time, Adam included “read
about how diseases spread” in their plan and removed all other planned actions. Instead of
following this plan, Adam then went to Kim and submitted an incorrect hypothesis for the cause
of the illness and a treatment prevention plan. Soon after, at a 30-minute milestone of gameplay,
Adam was prompted to plan, and they kept the same goal while changing the planned action back
to “use scanner to test objects.” Adam continued to test objects and interact with the game
environment for another hour, but did not interact with the planning tool during that time. They
successfully solved the mystery after 96 minutes of gameplay. Figure 9.2 shows Adam’s full

trajectory of planning tool instances.

| learn about disease | | learn about disease learn about disease learn about disease learn about disease

Figure 9.2 Adam’s planning progression with corresponding scores.

LLM plan generation comparison. Adam had the same goal persist throughout planning tool
instances. This emphasizes a limitation of the LLM-driven plan generation framework. Because
the target goal is treated as input to the framework, the framework is only as good as the goal
selected by the student. In other words, the plan generation framework is receiving multiple event
sequences for the same goal. This is not ideal behavior; we would want the student to select a range
of goals throughout gameplay. A potential improvement of this process in real time could be to
first utilize the plan recognition framework to detect the goal the students are aiming to achieve,
then provide that goal to the plan generation framework as input. Then support could be provided

to the student by suggesting a different goal selection and a potential plan for that goal.
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Planning Instance 1 Planning Instance 2 Planning Instance 3 Planning Instance 4 Planning Instance 5

Figure 9.3 The T5-generated plans for Adam’s planning progression with corresponding scores.

Despite having the same goal as input for each prediction point, both T5 and GPT-3.5
generated mostly unique plans across planning instances (Figures 9.3 and 9.4, respectively). T5
did have one duplicate plan (see “learn about disease”, planning instance 1). We observed this
plan present in T5-generated plans across students (see Barbara and Carl). This behavior likely
represents the most probable plan for the target goal. Depending on the case for the student, it
could be beneficial to provide the repeating plan if they are struggling to complete the goal.
However, if a student is repeating the same behavior, this could mean that the student is frustrated,
or if a support tool is repeatedly suggesting the same game events, it could become frustrating for
the student. In this case, an adaptive system should first consider the actions a student has

completed before making a suggestion.

learn about disease learn about disease learn about disease learn about disease learn about disease

read about micro. knowledge read about how disease spread

read about microbes read about how disease spread read about microbes

speak with virus expert speak with lead scientist speak with bacteria expert speak with lab technician

examine poster influenza speak with virus expert

examine poster smallpox

Planning Instance 1 Planning Instance 2 Planning Instance 3 Planning Instance 4 Planning Instance 5

Figure 9.4 The GPT-3.5-generated plans for Adam’s planning progression with corresponding

Scores.
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Plans generated by GPT-3.5 scored highest in both action-goal cohesion and temporal
coherence for four out of five plans, suggesting that GPT-3.5 may be optimal in this case.
Interestingly, both T5 and GPT-3.5 generated plans that resulted in only the “evidence generation”
epistemic activity. “Evidence generation” was the primary epistemic activity present in the
CRYSTAL ISLAND planning matrix, so this finding aligns with the distribution of the matrix. These
scenarios, however, highlight another gap in the temporal coherence scoring process. In the context
of a given plan, rewarding planning behavior that stays within the same epistemic activity mapping
makes sense because there is not a specific action limit for each epistemic activity. In other words,
we do not have a precise understanding of how long a student should spend within one epistemic
activity. However, it is not ideal for a student to stay in one epistemic activity for the entirety of
gameplay and such behavior would potentially be an indicator that the student did not fully
externalize his or her plans. Thus, another factor to consider in the temporal coherence plan
evaluation metric is the progression of epistemic activities across gameplay, not just in the context

of a single plan.

9.1.2 Student B (Barbara)

Scenario Description. Barbara also interacted with the planning tool five times throughout
gameplay and did not successfully solve the mystery. They first planned after the tutorial, where
they created one plan with the goal of “explore camp” and three planned actions: “go to infirmary,”
“speak with camp nurse,” and “speak with patients.” Immediately after creating this plan, Barbara
went to the infirmary and completed all actions in the plan. During the next planning tool
interaction, Barbara kept this plan in the tool despite having completed it. They also added another
plan for the goal “learn about outbreak” with nine planned actions attached to this goal. In every
subsequent planning tool interaction, these plans persisted. Barbara played the game for 71 minutes
and never solved the mystery. Figure 9.5 shows Barbara’s planning progression throughout
gameplay. The dashed borders in this case indicate a partially cohesive mapping to “problem

identification.”

LLM plan generation comparison. Planning instances three through five were the same for
Barbara. With the developed plan quality metrics, each of these planning instances scored the same
because they are plan-level metrics. A metric is needed for planning behaviors across gameplay to

better emphasize when a student is planning poorly. An intervention could be created for when a
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Figure 9.5 Barbara’s planning progression with corresponding scores.
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Figure 9.6 The T5-generated plans for Barbara’s planning progression with corresponding

Scores.

repeated planning instance occurs with no changes that asks the student to reflect if they have
accomplished any of the goals present in the planning tool instance.

There is also potential to monitor gameplay for when students are in specific epistemic
activity phases. For example, “explore camp” and “learn about outbreak” are goals meant to be
more exploratory and we would expect them to happen earlier in the game. If we monitored
Barbara’s gameplay in real-time to assess if they had started to test items, then we could suggest
goals further along in the epistemic activity progression like “evaluate hypothesis” goals. The
student plan recognition framework could be leveraged for this use case to help identify gaps in

goals. This type of assistance has the potential to prevent Barbara from losing the game.
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Figure 9.7 The GPT-3.5-generated plans for Barbara’s planning progression with corresponding

Scores.

Both T5-generated plans and plans generated by GPT-3.5 outperformed student-
constructed plans for action-goal cohesion, indicating these plans may be good alternatives to
suggest in real time. However, T5 had duplicate plans for four out of five planning instances,
indicating the model potentially overfit to these plans (Figure 9.6). An ideal intervention would
have more variety in the plans being suggested to students. GPT-3.5 generated plans with only one
action for four goals (Figure 9.7). The plans in this case would receive a score of zero for temporal
coherence because they did not have a transition between epistemic activities. This highlights the

need to emphasize longer plans as ideal planning behavior in the prompting.
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9.1.3 Student C (Carl)

Scenario Description. For our last scenario, we consider a student named Carl. Like the other
students, Carl planned five times during gameplay. Carl’s first planning tool instance occurred
after completing the tutorial and they created a plan with the goal of “explore camp” and five
planned “go t0” actions. After planning, Carl went to the infirmary and then the dormitory,
completing two out of the five actions. They were then prompted again, where they kept their
“explore camp” plan the same and added another plan with the goal “learn about outbreak and
two planned actions: “use scanner to test objects” and “speak with lab technician.” Shortly after,

Carl opened the planning tool again voluntarily and removed the “explore camp” plan.

explore camp explore camp learn about outbreak learn about outbreak

| 2o to infirmary | | o to infirmary | use scanner to test objects ‘ use scanner to fest objects |

| 20 to lead scientists quarters | | go to lead scientists quarters | | speak with lab technician ‘ | speak with lab technician |

I go to living quarters | I go to living quarters |

| go to laboratory | | go to laboratory |

I go to dining hall | I go to dining hall |

Action-Goal Cohesion = 1.00 Action-Goal Cohesion = 1.00 Action-Goal Cohesion = 0.25 Action-Goal Cohesion = 0.25

mporal Coherence = 0.00

Planning Instance 1 Planning Instance 2 Planning Instance 3

learn absut outbreak test objects that spread disease test food/drink patients learn absut oufbreak test objects that spread disease
consumed

use scanner to test objects I pick up jelly pick up raw chicken use scanner to test objects pick up jelly
speak with lab technician speak with lab technician

Temporal Coherence = 0.00 00 0.00 Temporal Coherence = 0.00

Planning Instance 4 Planning Instance 5

Figure 9.8 Carl’s planning progression with corresponding scores.
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After 30 minutes of gameplay, Carl was prompted to plan again. In this interaction, they
added two plans with the goals “test food/objects patients have consumed” and “test food/objects
that can spread disease.” The first plan contained two “pick up” actions and the second plan
contained one “pick up” action. Carl then proceeded to pick up several items from the dorm. Carl
then opened the planning tool voluntarily and removed the “test food/objects patients have
consumed” plan. Carl did not plan for the remainder of gameplay. They successfully solved the

mystery and played in total for 73 minutes. Figure 9.8 shows Carl’s plan progression.

explore camp explore camp learn about outbreak learn about outbreak

I go to infirmary | I go to infirmary | go to infirmary | speak with camp nurse I

| g0 o lead scientists quarters | | g0 to lead scientists quarters | speak with lab technician | speak with patients |

| go to laboratory | | go to living quarters | speak with lab technician | read about how disease spread

I go to laboratory | read about microbes

examine poster influenza

examine poster botulism

joal Cohesion = 1.00 Action-Goal Cohesion = 0.75

Temporal Coherence = 1.00 Temporal Coherence = 1.00 Temporal Coherence = 1.00

Planning Instance 1 Planning Instance 2 Planning Instance 3

learn abowt outbreak test objects that spread disease test food/drink patients learn abowt outbreak test objects that spread disease
consumed

speak with camp nurse pick up raw chicken { pick up water speak with camp nurse pick up milk

speak with patients pick up egg pick up bananas speak with patients | pick up egg |
read about how disease spread read about how disease spread pick up raw chicken

Action-Goal Cohesion = 0.67 Action-Goal Cohesion = 1.00 Action sion = 0.50 Action-Goal Cohesion = 0.67 Action-G Cohesion = 1.00

Temporal Coherence = 1.00 Temporal Coherence = 1.00 Temporal nce = 1.00 Temporal Coherence = 1.00 Temporal Coherence = 1.00

Planning Instance 4 Planning Instance 5

Figure 9.9 The T5-generated plans for Barbara’s planning progression with corresponding

Scores.
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explore camp explore camp learn about outbreak learn about outbreak

go to beach \ 20 to lead scientists quarters | \w.ut about how disease spread I read about salmonella

read about influenza

read about ebloa

Action-Goal Cohe:

Temporal Coherence = 0.00 Temporal Coherence = 0.00 Temporal Coherence

Planning Instance 1 Planning Instance 2

learn about outbreak test objects that spread disease test food/drink patients
consumed

speak with camp cook | pick up bread | . est food/drink patient consume
pick up bread
read about immunization test objects patients have touch

test objects that look dirty

learn about outhreak

al Cohesion = 0.00

erence = 0.00

Planning Instance 4 Planning Instance 3

Figure 9.10 The GPT-3.5-generated plans for Carl’s planning progression with corresponding

Scores.

LLM plan generation comparison. Carl demonstrated a change in goal selection throughout
gameplay that aligns more closely to the progression experts would expect in CRYSTAL ISLAND.
We still observed repeated plans and plans of length one, re-emphasizing limitations stated earlier
(see Chapter 8, Section 8.5). T5-generated plans in this case were longer than student plans and
had high temporal coherence scores, indicating that they included more detail and remained
coherent (Figure 9.9). An adaptive system could utilize these plans to suggest actions to the student
to lengthen the student plans and provide more guidance. This would likely improve student
planning behavior and their navigation of the game.

In planning instance 5, plans generated by GPT-3.5 contained goals rather than planned
actions for the goal “learn about outbreak” (Figure 9.10). These goals are still playable within the
game but represent the potential for nested plans in CRYSTAL ISLAND, as we could include planned
actions within the provided goals. They also demonstrate the potential to provide more high-level

support to students in the goal selection process. Additionally, “scan eggs” was not an action
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present in the planning tool but is a combination of the actions “pick up eggs” and “use scanner to
test objects.” This summarization of the two actions shows a potential improvement for the

planning tool to be more concise for students.
9.2. Theoretical Implications

Based on the findings from this dissertation and the key takeaways from the student planning
scenarios, both the student plan recognition framework and the student plan generation framework
have the potential to impact student learning and planning. These frameworks, as well as the plan
evaluation metrics, also have the potential to impact the learning analytics community by
improving our understanding, assessment, and assistance of student planning in science game-
based learning environment. We will discuss the implications of this work on learning analytics

and real-time SRL skill intervention in this section.

9.2.1 Implications for Learning Analytics

In our work, we highlight how using learning analytics (i.e., process-level data; Giannakos et al.,
2022) provides much more detailed student learning data beyond examining aggregated, product-
level data (e.g., test scores only). For our study, we combined process and product data; we
examined student planning during gameplay, overall gameplay time, and whether they solved the
mystery. This allowed us to examine student learning processes that occur during a task or series
of tasks, which can inform the development of scaffolded support to be provided while students
are working in real-time instead of as feedback after the fact. Without the analytics data, we would
not be able to examine student learning processes.

Despite the contributions of adaptive scaffolding, we are still faced with a significant
challenge related to the granularity between process and product data and the types of possible
inferences possible between them (Azevedo, 2020). The data collected in our studies illustrate an
imbalance in the amounts of data because process data are more voluminous than product data,
and this dimension makes the automatic generation of adaptive scaffolds challenging for game-
based learning environments. In addition, the learning analytics community needs to explore how
the collection of real-time data regarding planning tools should be used to provide individualized
adaptive scaffolds when planning and other self-regulated learning behaviors are so dynamic,

unpredictable, and may follow various trajectories (Dever et al., 2023).
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Our results revealed that students who did not plan spent significantly less time playing the
game and were less likely to solve the mystery. This is contrary to a possible misconception that
planning time might take away from gameplay time and thus, solving the mystery correctly. In
fact, results revealed interacting with the planning tool is positively predictive of solving the
mystery. However, our results also suggest there seems to be a limit to the amount of time it is
useful to spend using the planning tool, as results also revealed spending too much time on the
planning tool is negatively related to solving the mystery. These findings indicate the quantity vs.
quality dichotomy related to planning and SRL, students’ perceptions of the value of planning as
a learning activity, and how internal (cognitive) representations of planning are represented and
mapped onto external representations of planning (tools) such as those illustrated in Section 9.1.
More specifically, students need to balance the amount and quality of time planning with the
amount and quality of other SRL processes needed to learn complex instructional material. This
balance requires a certain level of sophistication that not all young students possess (Hoyle & Dent,
2018).

From an SRL perspective, this suggests that although planning is an important component
of self-regulation (Greene et al., 2024; Winne, 2018), planning is likely most effective when
engaging in other SRL processes (i.e., metacognitive monitoring, effective strategy use, and self-
reflection) as well. For instance, by examining if students used the planning tool, we are also
examining if they are monitoring their plans by opening the planning tool during gameplay (i.e.,
after making their original plan). If they make changes to their plan, this indicates they are
reflecting and making adaptations to their original plan. These inferences can be further supported
by collecting multimodal data to understand when, what, how, and why students are monitoring
and regulating (Azevedo & Gasevic, 2019). This highlights the interdependent nature of the
learning phases, as outlined in the COPES model of SRL (Winne & Hadwin, 1998, 2008). In this
study, we examined the use of the planning tool, but results suggest students are engaging in all
SRL phases, and it would be difficult to single out planning from the other SRL processes.

Thus, although the tool allows students to plan their gameplay behavior, examining how
students used the planning tool provides us with a rich source of information about all aspects of

SRL, not just planning.
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9.2.1 Implications for SRL Skill Intervention

Our results suggest that implementing the planning tool in CRYSTAL ISLAND allows students to
generate and externalize their plans, which appears beneficial for their learning and gameplay
(Goslen et al., 2024b). However, future studies are needed to understand the mechanisms of how
this occurs. Perhaps the use of the planning tool fosters students’ metacognitive awareness of their
planning, based on discrepancies between prior knowledge, task demands, and learning outcomes.
If this were the case, we would assume students have the procedural and conditional knowledge
of what, when, why, and how to plan. While theories of SRL focus on the importance of planning
(Pintrich, 2000; Winne & Azevedo, 2022; Zimmerman, 2013), there is indeed an implicit
assumption that students know how to do so effectively and how to demonstrate this. Our student
scenarios suggest that students might be capable of planning, but sometimes struggle externalizing
this. In addition, whereas students can externalize their plans using the static planning tool, they
may soon become overwhelmed as they monitor what they externalize in a static tool while
enacting the plans in real-time during gameplay. This may lead to extraneous cognitive load (Wang
& Lajoie, 2023). As SRL theory does not focus on what planning “looks like”, we are unable to
distinguish between being able to plan versus being able to externalize a plan. We interpret our
results using a gameplay outcome (i.e., solving or not solving the mystery) as a proxy for planning.
For example, we presume students who spent time using the planning tool were more likely to
solve the mystery. However, we cannot confirm if we are differentiating between students who
can plan or cannot plan, or if we are distinguishing between students who can or cannot externalize
their plans (i.e., know how to plan, but cannot use the planning tool effectively). Future studies
should focus on making that distinction because it will advance theoretical assumptions of SRL,
and impact how we design adaptive scaffolds to improve students’ planning and overall SRL
abilities.

Furthermore, SRL theory focuses on the adaptive nature of SRL (Winne, 2018). Yet, it is
unclear if students are aware of this. For example, our study shows some students returned to their
plan during gameplay, but among those students, not everyone made changes to their plan. As we
did not ask students why they returned to the planning tool, we cannot confirm if students who
returned to the planning tool without making changes were reflecting on their plan and remained
satisfied with it or if they wanted a reminder of their plan that (they erroneously assumed) they

could not change after they first made it. Incorporating a prompt asking students why they chose
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to reopen the planning tool or implementing a think-aloud protocol during gameplay could address
this uncertainty, which is important because designing support would look different for these
different actions. In the near future, we envision students explaining why they went back to the
planning tool, whether they are considering changes they are considering, what types of changes,
when the changes need to be implemented, etc. by engaging with NPCs using generative Al
techniques (Johnson, 2023).

When designing adaptive support, it is crucial to make sure students understand the value
of planning. If students do not see the value of planning, there is a small likelihood they will use
any kind of tool. All theories of SRL stress the impact of motivation on SRL (Bong et al., 2023;
Pintrich, 2000; Schunk & Zimmerman, 2012), yet it can be difficult to induce student motivation
in the classroom because students have different knowledge, skills, and interests (Azevedo &
Taub, 2020). Game-based learning has been shown to increase motivation (Nietfeld et al., 2023;
Plass et al., 2015, 2020), however more support is needed to ensure students understand the value
of using in-game tools, such as the planning tool, that focus on SRL. In our analysis of CRYSTAL
ISLAND planning, we found that about half of the students showed limited use of the planning tool,
possibly due to a lack of perceived value of it. Specifically, 63 students used the planning tool two
times or less and 37 students did not use the tool at all. Thus, if we include system elements that
inform students about how to plan, as well as the value of planning, this might increase the use of
the planning tool. For example, we can implement an intelligent agent to formulate the plan with
the student based on their prior knowledge (of microbiology and SRL). The system can help the
student monitor their performance and foster reflection to reassess the plan and if they might want
to make changes to it. This indicates a potential use of intelligent agents in games (Lester et al.,
2020) to foster planning, SRL, and motivation for students.

Finally, our results demonstrate the use of the planning tool as a teaching and research tool
(Azevedo et al., 2019). As researchers, implementing this tool and examining how students use it
provides evidence of how we can identify planning through learning analytics. Although beyond
the scope of this study, it is likely students demonstrate different ‘types’ of planning in the data,
some of which lead to successful gameplay and some that do not. It will be difficult to identify and
visualize these different types of planning because a plan is a multi-dimensional construct (i.e.,
inclusion of goals or sub-goals, hierarchy of goals, explicitness of goals, hypothetical goals,

complexity of goals, sequence of goals, quality of goals, timing of forming a plan and when
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students adjust plans could all be dimensions used to categorize plans). Therefore, future research
will focus on determining the different types of plans found in the data and what the optimal
visualizations of those data could be to induce, foster, and support students’ planning. As a
teaching tool, the planning tool itself can be used to teach the importance of planning in the
classroom across subjects, within and beyond CRYSTAL ISLAND. In addition, teachers can access
the data visualizations in a teacher dashboard (Bodily et al., 2018; Wiedbusch et al., 2021) to
monitor students’ planning and other SRL processes, which can impact their instructional decision
making (see Taub & Azevedo, 2023).

Taking these results and interpretations into consideration, we believe including a planning
tool within a science game-based learning environment has the potential to enhance students’ self-
regulatory skills by allowing them to externalize their plans during game-based learning. This also
provides advancements for adaptive scaffolding in real-time based on learning analytics data
captured by the system and visualized for teachers to implement this into the classroom.
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CHAPTER 10

CONCLUSION

Self-regulatory skills are critical for students, particularly during scientific inquiry. Research
demonstrates that students struggle to engage in effective self-regulatory goal-setting strategies
during learning; however, when provided support from pedagogical agents, they exhibit greater
learning outcomes than students without the support (Azevedo et al., 2019; Harley et al., 2018).
Therefore, the development of a planning support tool provides students with opportunities to self-
regulate their learning by allowing them to select which of the specific goal blocks they want to
set as their subgoals for completing the game while also providing support for planning through
the overarching strategies included in the planning tool. With recent advances in artificial
intelligence, particularly with LLMs, there is significant potential to build systems to automatically
predict and generate students’ goals and planned actions as they interact with a digital learning
environment and deliver real-time adaptive support for self-regulatory skills. This dissertation has
reported on the investigation of the construction of a plan recognition framework that can
accurately predict students’ plans given a sequence of gameplay events. We have also examined
various methods for developing a LLM-driven plan generation framework for real-time adaptive
support for student learning and planning. Additionally, this work has contributed to the
advancement of metrics for evaluating student planning behaviors during science learning. Both
frameworks, as well as plan evaluation metrics, have been evaluated on two science game-based
learning environments, demonstrating the generalizability of the frameworks across multiple
science game-based learning environments. In combination with using plan quality metrics to
assess model-generated plans, this work presented two frameworks that have the potential to

enable adaptive support for students’ SRL processes.

10.1 Hypotheses Revisited

This dissertation investigated the following thesis statement:

Plan recognition and plan generation frameworks leveraging classical machine learning
techniques and large language models, respectively, can be used to automatically predict

student plans and generate alternative plans to provide adaptive support and furthermore
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can be applied to multiple student populations and multiple science game-based learning

environments.

The following hypotheses have been tested to evaluate the performance of both a student plan

recognition framework and a plan generation framework with respect to the ability to predict and

generate valid plans that can be enacted during gameplay. Machine learning models used for the

plan recognition framework have been evaluated in terms of macro-average F-measure via 5- or

3- fold student-level cross-validation. LLMs for the student plan generation framework have been

evaluated in terms of the percentage they match student plans and the plan quality metrics

developed in this dissertation.

e H.1. Applying the plan recognition framework methods to the FUTURE WORLDS dataset

will yield similar trends in results compared to evaluations of the framework using

CRYSTAL ISLAND data.

O

H.1.1. Because of the smaller size of the FUTURE WORLDS dataset, the traditional
machine learning methods will be lower in predictive performance but will still
have LSTMs outperform other models.

Among the two prediction tasks (multi-label goal and planned action sequence
recognition), neither outperformed the CRYSTAL ISLAND predictive performance in
terms of macro-average F-measure.

For FUTURE WORLDS, LSTMs had the highest predictive performance for goal
recognition and third highest performance for planned action sequence
recognition.

This hypothesis is partially accepted.

H.1.2. Incorporating both multi-task learning and automatic plan completion
detection will improve predictive performance.

Incorporating a multi-task architecture improved prediction performance for
planned action sequence recognition, but not goal recognition.

The combination of multi-task learning and automatic plan completion detection
demonstrated performance improvement for both goal and planned action
seguence recognition.

This hypothesis is accepted.

110



e H.2. Large language models will demonstrate potential for generating student plans given

a set of game actions, completed goals and a target goal for both learning environments

despite small datasets.

O

H.2.1. Given that T5 uses a fully-supervised methodology, it will successfully
generate plans similar to students' plans for both learning environments.

For CRYSTAL ISLAND, we observed that T5 had similar plan composition to student
plans and identified that a quarter of T5-generated plans matched student plans
exactly.

For FUTURE WORLDS, T5-generated plans differed in plan composition compared
to student plans, but still had about one quarter of generated plans exactly match
student plans.

This hypothesis is partially accepted.

H.2.2. Using a few-shot learning approach, GPT-3.5 will generate valid plans that
are more distinct from student plans for both learning environments.

For CRYSTAL ISLAND, we observed that plans generated with few-shot learning had
distinct plan composition compared to student plans, with only 7.26% of generated
plans matching student plans exactly.

For FUTURE WORLDS, few-shot learning plans differed in plan composition
compared to student plans, with about 9.18% of generated plans exactly matching
student plans.

This hypothesis is accepted.

e H.3. The novel plan evaluation metrics that have been devised in collaboration with

researchers in the learning sciences will provide further insight into the quality of both

student and language model generated plans.

O

H.3.1. In terms of temporal coherence, students will achieve higher scores for their
plans than the generated plans for both learning environments.

Plans generated with T5 had the highest temporal coherence scores on average for
both learning environments.

This hypothesis is rejected.
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O

H.3.2. Action-goal cohesion performance will be similar for student plans and
generated plans across learning environments.

For CRYSTAL ISLAND, we observed all sets of plans had the same median value of
1.0 and there was no significant difference in the average action-goal cohesion
score across the plans.

For FUTURE WORLDS, plans generated by GPT-3.5 had the same median value as
student plans but had a significantly lower mean action-goal cohesion score (p <
0.001).

This hypothesis is partially accepted.

H.3.3. Generated plans will be much longer than student plans, demonstrating more
plan complexity.

For CRYSTAL ISLAND, T5-generated plans were significantly longer than student
plans (p < 0.001), and plans generated by GPT-3.5 had no significant difference in
plan complexity. This indicates that T5 plans had the highest plan complexity.

For FUTURE WORLDS, plans generated by GPT-3.5 were longer than student plans
(p < 0.001), and T5-generated plans had no significant difference in plan
complexity. Plans generated by GPT-3.5 had the highest plan complexity based on
these results.

This hypothesis is partially accepted.

e H.4. Applying the plan generation framework methods to the FUTURE WORLDS dataset will

yield similar trends in results compared to the CRYSTAL ISLAND dataset.

O

H.4.1. Replicating plan generation methods in FUTURE WORLDS will produce
similar results to CRYSTAL ISLAND in terms of T5 and GPT-3.5 performance.

We found plans generated by T5 to be closely aligned with student plans and plans
generated by GPT-3.5 to be more summative in nature in both learning
environments. T5-generated plan performance in FUTURE WORLDS had lower
match percentage than CRYSTAL ISLAND, likely due to the small size of the dataset.

This hypothesis is partially accepted.

H.4.2. LLMs will enable transfer learning approaches for the task of plan generation

between science learning environments.
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Plans generated with transfer learning largely included planned actions not found
in the planning tool, but were still viable because they represented higher-level
strategies a student could take in FUTURE WORLDS.

This hypothesis is accepted.
10.2 Summary

This dissertation has described work that focuses on the key component of SRL, planning, which
requires students to set goals and enact plans for achieving those goals. We have investigated plans
crafted by students during gameplay utilizing an in-game planning support tool in a game-based
learning environment called CRYSTAL ISLAND. With the ultimate goal of providing automated
support for students’ planning activities during game-based learning, we have created and
improved a student plan recognition framework that leverages multi-task learning and automatic
plan completion to predict students’ goals and their subsequent planned action sequence to
accomplish that goal. The dissertation built on these results by extending the student plan
recognition framework to another science game-based learning environment, FUTURE WORLDS,
finding similar trends in overall performance. These findings demonstrate the generalizability of
the framework across science game-based learning environments.

Additionally, we have constructed a plan generation framework that leverages text-based
representations of students’ interactions in science game-based learning environments as input into
LLMs to output a series of low-level actions that can be enacted to accomplish a goal in both
learning environments. We examined both fully-supervised and few-shot learning techniques for
the purpose of generating plans in real-time to support student learning and planning. We applied
this methodology to both CRYSTAL ISLAND and FUTURE WORLDS corpora. For both learning
environments, the plan generation framework demonstrated robust plans that were enactable in
gameplay. Using a mixed-method approach, we found that generated plans generally aligned with
student plans in terms of planned action matching and plan composition.

Finally, plan quality metrics have been developed through alignment with scientific
reasoning theory. These generated plans were evaluated with the developed plan quality metrics
to assess the performance of the LLMs in terms of scientific reasoning steps. Findings from both
CRYSTAL IsLAND and FUTURE WORLDS applications demonstrate the viability of the plan

generation framework providing planning support to students in real-time, with plans largely
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aligning with scientific reasoning steps. The dissertation presents an in-depth discussion of the
implications of utilizing these plans and the developed metrics for real-time support, examining
three scenarios of student gameplay within CRYSTAL ISLAND. When taken together, these analyses
have the potential to enable adaptive scaffolding for what students plan to do next and how they
plan to enact their goals. The dissertation has advanced research on SRL analytics by
demonstrating methods for adaptive support and assessing planning behaviors that generalize

across science game-based learning environments.

10.3 Future Work

The findings from this dissertation point towards several areas for future research. First, the current
plan recognition framework leverages student planning activities as labels to evaluate
performance. While this is a novel contribution of the work, it limits the real-time applicability of
the framework since the prediction point comes after a plan is constructed by a student. Applying
the framework to other online learning environments where student planning is not as explicit
would provide more insight into the potential of the framework in real time. In such settings, we
could pre-train the framework on the existing CRYSTAL ISLAND and FUTURE WORLDS corpora,
provide real-time game events as input to the model, and evaluate the model output by potentially
asking students to verify if their current goal or plan is what the model predicted.

Second, we could extend the plan generation framework by exploring the performance of
more recent releases of ChatGPT, like GPT-4, GPT-40, and GPT-01, or open-source models, like
Llama. This investigation could prove useful to understanding the potential benefit of these models
in educational settings. Additionally, exploring how natural language representations of the input
data impact performance is a promising area for future work. For example, constructing sentences
of gameplay that resemble more of a narrative may positively impact the framework performance,
as it may provide more context to the language models.

Third, further exploration of transfer learning with LLMs would prove beneficial for
understanding the capabilities of LLMs. In educational settings, available data is often limited,
which in turn, limits the robustness of machine learning models for predicting learning behaviors.
LLMs provide new possibilities for learning environments because they are pre-trained on large
datasets. Examining LLMs’ ability to generate plans across learning environments using fully-

supervised or few-shot learning approaches would be an interesting area of future work.
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Fourth, additional work is needed to improve the plan evaluation metrics to assess plans
constructed by students as well as model-generated plans. Incorporating both sequentiality of goals
and other high-level strategy metrics, like achievement goal orientation, into the models may help
improve real-time adaptive support and has the potential to scaffold planning. Exploring how such
methods could be applied to generating other types of SRL scaffolding or how such methods could
enhance current tools would provide insight into the generalizability of these techniques. For
example, reflection is a necessary SRL skill that is closely related to goal setting and planning. A
potential planning scaffold could be to generate several plans and ask the student to reflect on
which may work best. Then, a student could construct a plan on their own and be prompted to
reflect on which plan worked best for them.

Finally, it will be important to implement both frameworks, as well as the plan quality
metrics, into learning environments and deploy them in classrooms. Obtaining student feedback
on the planning tools and real-time support provided from the frameworks is paramount in
understanding the impact such tools can have on student learning. Providing feedback on students’
plans in real-time, as well as assisting them in constructing plans, offers the potential to create

more effective learning experiences for students.
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