
 

 

 

ABSTRACT 

TRUCKS, COOPER WOODRUFF. Modeling of the TREAT Reactor for Verification of the 

Tetrahedral Higher-Order Radiation (THOR) Sn Transport code Against Monte Carlo Methods 

 

A code-to-code comparison is performed between the Tetrahedral High-Order Radiation 

(THOR) transport code and OpenMC, an open source Monte Carlo transport code, in order to 

support the verification of the THOR code. THOR is a steady state, multigroup code designed to 

solve the discrete ordinates approximation of the transport equation on unstructured tetrahedral 

grids using the AHOT-C-UG method for the spatial discretization. Axially uniform and reflected 

models of the TREAT facility including an infinite lattice of standard TREAT fuel assemblies 

and a model of the Minimum Critical Core Plus (MCC+) configuration are used in this exercise, 

comparing Ὧ  and the scalar neutron flux at select detector locations in each model between 

codes. As well, a comparison is attempted using the fission rates at select detector locations 

against historic experimental measurements in the MCC+ configuration. 

OpenMC using the continuous energy mode (OpenMC CE) is used both as a benchmark 

reference and to generate multigroup cross-sections for THOR. These cross-sections are also 

used in OpenMC in the multigroup energy mode (OpenMC MGXS) to enable quantification of 

the angular and spatial discretization errors in the absence of energy discretization errors. 

The Standard Fuel Assembly models are executed in THOR with refinement in 

anisotropic scattering order, refinement in energy using 11-group and 25-group energy 

structures, increasing spatial refinement, and increasing angular refinement in order to 

demonstrate convergence of the THOR solution to the reference solutions from OpenMC. In 

addition, the convergence behavior of Ὧ  is contextualized to the convergence behavior of the 

groupwise relative error in the scalar flux in five detector locations. Results for both Ὧ  and the 



 

 

 

scalar neutron fluxes from the Standard Fuel Assembly case agreed closely, with improvements 

in the comparison seen using the 25-group structure and with increasing angular refinement. 

For the MCC+ Configuration, successive improvements in the THOR model are 

employed including refinement in the spatial expansion order, the use of two quadrature sets 

with increasing angular refinement, accounting for spectral effects on the multigroup cross-

sections by splitting the material regions into the graphite materials in the core, and the use of a 

coarse and fine mesh. Once more the behavior of Ὧ  is contextualized with the behavior of the 

groupwise relative error, this time in nine detector locations in the air channels in the TREAT 

core. On the MCC+ configuration, larger discrepancies in the Ὧ  results between codes were 

observed although the comparison did improve with increasing angular refinement, improved 

material discretization in the graphite, and the use of a fine mesh. The effects of the 

homogenization of the fuel region in the MCC+ configuration in each assembly were explored 

via analysis of the macroscopic fission cross-sections spectrum in search for an explanation of 

the discrepancies in Ὧ . 

 Finally, an attempt to compare the fission rates at the nine detector locations to historical 

data from the MCC+ configuration is made. During this comparison, the total fission rates and 

fission rates in the fast, epithermal, and thermal ranges in each detector are compared between 

OpenMC and THOR. These fission rates compared closely between the two codes on the 

unextruded model. While the comparison to the measured data was not successful using the 

effective 2D model, introduction of an axial extrusion and additional vacuum boundary 

conditions into the OpenMC model improved the shape of the fission rates towards the measured 

data. 
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CHAPTER 1 ï Introduction and Background 

 

This work encompasses several code-to-code comparisons between the Tetrahedral High-

Order Radiation (THOR) code [1] and OpenMC [2], performed on axially uniform and reflected 

3D models of the TREAT reactor in order to verify THOR. The effective multiplication factor 

Ὧ  and the scalar neutron flux at selected detector locations is compared on models of an 

infinite lattice of TREATôs standard fuel assembly and a model of TREATôs Minimum Critical 

Core Plus (MCC+) configuration. The THOR models were refined in space, energy, angle, and 

scattering order in order to quantify the effects of the refinements on the solution discretization 

error and demonstrate convergence of the deterministic THOR solution with increasing spatial, 

angular, and energy discretization levels. 

Identical models are constructed using: (1) OpenMC with continuous energy 

representation (OpenMC CE); (2) OpenMC with multigroup energy discretization (OpenMC 

MGXS); and (3) THOR. These models are axially uniform and reflected on the top and bottom 

radial planes in order to achieve an effective 2D geometry. OpenMC and THOR provide the 

Ὧ  solutions in their outputs. The OpenMC models include tallies that track the scalar neutron 

flux at designated detector locations, while a postprocessing script is used on THOR in order to 

obtain the neutron flux data over the elements in these detectors. The neutron flux results are 

then normalized in order to compare their values across codes. The THOR meshes are 

constructed in Gmsh [3], and the cross section data for THOR and OpenMC MGXS are 

generated from OpenMC CE using 11 group and 25 group structures detailed in [4]. 

For the infinite lattice of the standard fuel assembly model, it was found that the 25 group 

structure had superior performance compared to the 11 group structure in terms of the agreement 

of Ὧ  between OpenMC CE, OpenMC MGXS, and THOR and thus the 25 group structure was 
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employed for the rest of this work. As well for this model, the anisotropic scattering order, ὰ, had 

little effect on solution accuracy and thus an order of ὰ ρ was selected for the angular and 

spatial refinement numerical experiments. Spatial refinement by mesh splitting did not 

noticeably change the THOR-computed Ὧ , and the relative error in the detectorsô groupwise 

scalar flux between OpenMC and THOR did not decrease monotonically with refinement of the 

spatial mesh. From this we conclude that the standard fuel assembly model was already spatially 

converged on the coarsest employed mesh. Refinement in angle using the Level-Symmetric 

quadrature set did converge the Ὧ  computed by THOR towards the OpenMC MGXS value, 

and for S4 through S16 a monotonic decrease in the relative error in the detectorsô groupwise 

scalar flux was observed, indicating that the problem likely converges with angular refinement. 

Studies on the MCC+ configuration were performed with THOR using spatial expansion 

orders of ɤ π and ɤ ρ, corresponding to a constant and linear local approximations of the 

angular flux, respectively, with the latter implying a complete linear basis that does not include 

the cross terms. It was found that on a problem with vacuum boundary conditions a spatial order 

of at least ɤ ρ is necessary or else the constant (as opposed to linear) shape of the flux 

solution in each cell underestimates the cellôs scalar flux and results in a greater leakage from the 

problemôs boundaries. This leads to a drastic underestimation of Ὧ  given Ὧ  is an integral 

quantity over the entire problem. As in the single assembly case, it is necessary in the MCC+ 

configuration, to use the Legendre-Chebyshev quadrature set in THOR rather than the Level 

Symmetric quadrature set. An erroneous solution using S16 Level Symmetric quadrature was 

observed, highlighting the importance of selecting an appropriate quadrature set for a given 

problem. Several miscellaneous efforts were undertaken to improve the agreement of the Ὧ  

solution between OpenMC and THOR, including increasing the number of materials, hence cross 
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section sets, in the graphite blocks inside of the core and using a fine 60,768 element mesh 

versus a coarse 21,528 element mesh. The greatest agreement between codes was achieved using 

the fine mesh, with two material regions in the graphite blocks in the core, ɤ ρ spatial 

expansion order, and using the S12 Legendre-Chebyshev angular quadrature. The relative error in 

the groupwise scalar flux in each detector was generally near or below 4% for each group for 

detectors located in the fueled region of the core, with the error increasing primarily in the fast 

and epithermal groups for the detectors situated in the outer region of the core that consists of 

graphite blocks. A preliminary validation effort was made by comparing the fission rate in the 

detectors using a homogenized fission-counting material to experimental measurements in the 

MCC+ configuration. It was found that the axially reflected pseudo-2D model did not account 

for the axial leakage from the core, which altered the shape of the radial flux in the graphite 

matrix and to a lesser extent the active core. This validation effort helps to inform future 

validation efforts of THOR using the TREAT core. 

Chapter 1 serves as an introduction to this work and an introduction to the history of the 

TREAT facility, the geometry of the core, considerations made when defining material 

properties for TREAT for this work, and introduces the codes used in the code-to-code 

comparison. In Chapter 2, the motivation for this work is presented. Chapter 3 introduces the 

methodology for the code-to-code comparison, including description of the comparison and the 

model refinement studies, explanation of the flux comparison in each detector, and the settings 

used in both OpenMC and THOR. Chapter 4 describes the code-to-code comparison and model 

refinement studies performed on the infinite array of standard fuel assemblies, presenting the 

Ὧ  and scalar flux results. Chapter 5 presents the comparisons performed using the MCC+ 

configuration, including the relative error in the groupwise flux in nine detectors positioned 
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radially outwards from the center of the core in the corner air channels between fuel assemblies. 

Chapter 6 describes the preliminary validation efforts made by comparing fission rates in the 

modelled detectors to fission rate measurements taken in the MCC+ configuration. Finally, 

Chapter 7 comprises a summary and our conclusions from this work. 

 

1.1 Description and History of TREAT  

The Transient Reactor Test (TREAT) facility is an air-cooled, heterogeneous, thermal-

spectrum nuclear reactor that is unique in its transient testing capabilities. [5] The fuel in the core 

consists of highly enriched UO2 suspended in a graphite matrix, and the core itself is graphite-

moderated and is reflected by a graphite reflector on the outer boundaries. Air flows from the top 

to the bottom of the core through gaps between the assemblies to remove the fission energy from 

the core. The pressure head along the height of the reactor is sustained by pumps stationed at the 

top of the core, which drives the air flow. TREAT is capable of steady-state and transient 

operation and was primarily designed for the purpose of testing fuels in power excursion and 

accident scenarios.  

The core of TREAT consists of 361 assembly positions on a 19x19 square grid and has a 

relatively open design. The central assembly can be removed, allowing a vacant slot for 

experiments to be inserted. These experiments are held in a self-contained pressure vessel of 

varying design, allowing for different working fluids in static or recirculating fluid systems at 

desired experimentôs ambient conditions. Recent core configurations contain a slotted core, 

where one row of assemblies from the center of the core to the reactorôs edge is removed to 

allow for a fast-neutron hodoscope that provides images of the experimentôs fuel movements 
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during transients. During steady state operation, TREAT can also be used as a large-scale 

neutron-radiography facility for examining axially long fuel assemblies. [6] 

TREATôs fuel assemblies are tall parallelepipeds with octagonal, or more accurately 

square shaped with chamfered corners, cross section. The types of assemblies include primarily 

fuel assemblies and control rod fuel assemblies, though other configurations contain zircaloy-

clad dummy assemblies, aluminum-clad dummy assemblies, and a variety of other assemblies 

designed for thermocouple placement and core access [5]. 

 

1.2 Minimum Critical Core Configurations  

The first configurations of the TREAT core that were created after first criticality and 

were involved in subsequent reactor physics testing were the Minimum Critical Core (MCC) and 

Minimum Critical Core Plus (MCC+) configurations. The MCC configuration is the core 

configuration corresponding to the minimum fuel loading of TREAT to achieve criticality as 

described in [7]. The MCC+ configuration is pertinent because data is available for the neutron 

flux distribution that was measured both axially and radially at selected points throughout the 

core. These will be used in this work to compare computed results to real-life measurements in 

order to support a preliminary validation exercise. 
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Figure 1.1. Minimum Critical Core (MCC) Configuration [8] 

The Minimum Critical Core configuration depicted in Fig. 1.1 consists of 133 standard 

fuel assemblies, eight control rod assemblies, and 16 Zircaloy-clad dummy fuel assemblies, all of 

which are described in Section 1.3. All control rods are fully withdrawn for this benchmark. The 

MCC configuration is based on the initial critical loading of TREAT, where criticality was 

achieved using a 1/M approach by loading of fuel assemblies. This core was used to determine 

fuel element worths and temperature coefficients [8]. 
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Figure 1.2. Minimum Critical Core Plus (MCC+) Configuration [8] 

The Minimum Critical Core Plus configuration shown in Fig. 1.2 is a modification of the 

MCC configuration and contains an additional two fuel assemblies, one on the east and one on 

the west edges of the core, maintaining the same number of control rod assemblies and Zircaloy-

clad dummy fuel assemblies. Measurements of the neutron flux distribution were performed on 

the MCC+ configuration, with the control rod in position M6 inserted between 47.5ò and 49.5ò 

into the core in order to achieve criticality [7]. Chapter 6.1 contains more information on these 

measurements. 

 

1.3 Assembly Types 

Presented in this section are descriptions and representations of the assembly types found 

in the TREAT core and MCC+ configuration. A table is provided as a reference to the labelled 

dimensions in each figure, adapted from [8]. 
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Table 1.1. Dimensions for TREAT Assemblies [8] 

Name Surface Shape Radius 1 (cm) Radius 2 (cm) 

Fuel 1 Octagon 4.82600 6.04775 

Can Inner 2 Octagon 4.96570 6.25511 

Can Outer 3 Octagon 5.02920 6.31861 

Follower Inner 4 Cylinder 1.90500 - 

Follower Outer 5 Cylinder 2.22250 - 

Hole Inner 6 Cylinder 2.54000 - 

Hole Outer 7 Cylinder 2.85750 - 

Fuel Inner 8 Cylinder 2.95910 - 

Table 1.1 displays the dimensions referenced by the numerical labels in Figures 1.4, 1.5, 

and 1.6. For the Octagon shape, Radius 1 is from the center of the octagon to the nearest edge 

and Radius 2 is from the center of the octagon to the chamfered corner. The radius of the 

Cylinder is self-explanatory, from the center of the shape to the edge. 

 

 

Figure 1.3. Octagon and Cylinder Shape references for Table 1.1 
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Standard Fuel Assembly 

The standard fuel assembly for the TREAT core consists of a block of graphite-UO2 fuel 

placed inside of a zircaloy can. The fuel block and zircaloy can are chamfered at the corners, 

allowing for air channels to sit at the corners between elements in the core. Another air gap 

separates the zircaloy can from the fuel block, and yet another gap in between the zircaloy cans 

between assemblies.  Sections of graphite sit above and below each assemblyôs fuel region and 

contain outgassing tubes to catch fission products [8]. The 2D representation of the standard fuel 

assembly that is employed in this workôs computational model is taken as the cross section at the 

midplane of the core, which contains the fuel block, zircaloy can, and air gaps between. 

 

 

Figure 1.4. Axial Section of Fuel Block adapted from [8] 
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Control Rod Assembly 

The control rod assemblies in TREAT have the same configuration and materials as the 

standard fuel assembly, with a hole at the center of the fuel block for insertion of the control 

rods. A zircaloy wall tubing lines the inside of the hole in the fuel block with an air gap between 

the zircaloy and fuel, within which the control rod is inserted with another air gap between the 

control rod and zircaloy [8]. The control rod consists of a B4C poison section clad in mild steel, 

followed by graphite follower sections coated in zircaloy and mild steel. The simplifications 

made for the 2D model used in this work take the control rod assembly at the midplane of the 

core and with the graphite follower inserted. The zircaloy can and claddings, fuel block, control 

rod follower, and air gaps are all modelled as follows. 

 

 

Figure 1.5. Axial Section of Control Rod Assembly adapted from [8] 
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Zircaloy-Clad Dummy Assembly 

The dummy assemblies in TREAT consist of a chamfered graphite block of similar 

dimensions to the fuel blocks, clad with either a zircaloy or aluminum can with an air gap 

between the can and the graphite block, and between the cans of neighboring assemblies [8]. The 

Zircaloy-clad dummy assemblies act as thermal buffers between the fuel and the aluminum-clad 

dummy assemblies as Zircaloy has a lower thermal conductivity compared to aluminum and thus 

reduce the heat transfer from the fueled region to the edge of the core. The 2D model of the 

dummy assembly includes the graphite block, zircaloy can, and air gaps at the midplane of the 

core. 

 

 

Figure 1.6. Axial Section of the Graphite Block adapted from [8] 
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Aluminum -Clad Dummy Assembly 

The aluminum-clad dummy assemblies are of the same dimensions as the Zircaloy-clad 

dummy assemblies, consisting of a chamfered graphite block surrounded by an aluminum can 

instead of Zircaloy [8]. These dummy assemblies make up the bulk of the reflective region in the 

core lattice in the MCC and MCC+ configurations and provide additional reflection of neutrons 

into the active core. The 2D model of the aluminum-clad dummy assembly makes the same 

simplifications as the Zircaloy-clad dummy assembly, comprised of the graphite block, 

aluminum can, and air gaps at the midplane of the core. 

 

1.4 Materials, Parameters, and Uncertainties 

Graphite Fuel 

The fuel of TREAT is a highly enriched UO2-graphite mixture with uranium dispersed 

into the graphite at approximately a 1 to 10,000 U to C atom ratio. The average density of fuel 

blocks is 1.73 g/cm3, and the uranium fuel is taken to have an enrichment of 93.24 wt% U235 as 

discussed by more contemporary sources for TREAT described in [6]. The primary uncertainties 

in the material of the fuel involve the graphitization, the boron impurity, and the hydrogen 

content of the fuel. The graphitization - the ratio of how much carbon in the fuel takes the form 

of graphite - is important for this neutronics analysis as the scattering behavior of carbon changes 

based on whether it takes the form of graphite or not and directly impacts the Ὓ‌ȟ‍ fraction 

when specifying the materialôs nuclear data. The recommended baseline graphitization ratio for 

the fuel is 0.59 according to [6]. 

The literature on TREAT as discussed in [6] contains extensive discussion of the boron 

impurity which is subject to uncertainty as the boron content was increased from ~1 ppm in the 
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raw material for the manufactured fuel blocks due to the baking process of the blocks, which 

unexpectedly introduced boron into the surface of the fuel blocks from the borated steel divider 

plates used in the crucibles [6]. Values for the boron content vary, with computed values ranging 

from 5.90 ppm to 7.6 ppm based on impurity measurements from 1960. Following the lead of 

prior modeling work in [4], we select a value of 7.53 ppm to use in this work, based on the  

nominal value provided by the MIT Nuclear Reactor Laboratory (NRL). 

The hydrogen content of the fuel is also a parameter subject to uncertainties from the 

manufacturing process, as the fuel contained approximately 1 wt.% hydrogen before baking at 

950 ЈC. Simulation of the fabrication process to obtain a value for the hydrogen content was 

performed in February 2015 at 900 ЈC, and testing revealed an impurity content of 0.097 wt.% 

[6]. However, the nominal values provided by the MIT NRL and used in this work include no 

hydrogen. Work performed in [4] discusses the sensitivity of their results to the hydrogen 

content, as well as on the boron content and graphitization. 

 

Graphite 

The graphite in the reflector and dummy assemblies in TREAT was recycled from the 

Chicago Pile-2 (CP-2) reactor which itself was recycled from Chicago Pile-1 (CP-1). An average 

density of 1.67 g/cm3 was calculated based on data from the original CP-1 graphite and the 

graphite contains an average boron impurity of 1.0 ppm [6]. The graphitization of the graphite is 

taken to be 100% as recommended by [6]. Ultimately, the composition of the graphite was 

obtained from the MIT NRL values used in [4]. 
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Zircaloy/Zircaloy -3 

The Zircaloy-3 present in the fuel cans and control rod guide tube was sampled and 

measured to obtain the concentrations of impurities and was measured to have a density of 6.53 

g/cm3 [6]. 

 

Aluminum/Al -1100 

Al-1100 is the specific aluminum alloy used for the can material in the non-zircaloy 

dummy assemblies in the TREAT core. Direct measurements were not available so standard 

composition data was used as presented in [6]. 

 

1.5 Similar Work 

Prior verification and validation efforts using models of the TREAT facility primarily 

rely on 3D models and simulations of the reactor. The work in [4] involves a code to code 

comparison of the method of characteristics code OpenMOC to the Monte Carlo code OpenMC 

on 2D models of TREAT, including an infinite lattice of standard fuel assemblies, 3x3 lattices of 

control rod elements surrounded by fuel, and models of the MCC configuration. Originally this 

work was selected for direct comparison with our work, however some differences were 

identified in the models and the different code versions for OpenMC that may have introduced a 

notable amount of model error into the comparison. Despite this, the methods, energy group 

structures, material data, and prescriptions for the uncertain fuel parameters were valuable for 

informing the process of this work. 

The process of comparison between THOR and OpenMC results on the constructed 2D 

models of TREAT follows the work in [4]. Specifically, the multiplication factor (Ὧ ) 
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computed by THOR is compared to the reference value computed by OpenMC on sequences of 

refinement of the spatial, angular, and energy discretizations in order to verify convergence of 

THORôs results. Based on prior work, the 11 group and 25 group energy structures were used for 

refinement of the energy discretization. The same material data provided by the MIT Nuclear 

Reactor Laboratory (NRL) was used in this work and based on this data the ENDF/B-VII.1 

evaluated nuclear data library was used to evaluate the associated nuclide data. The complete 

isotopic composition of the involved materials is provided in .xml format in Appendix B. The 

prescriptions for the fuelôs graphitization, boron impurity, and hydrogen content are implicitly 

included in the material composition data provided by the MIT NRL [9] for the work performed 

in [4]. 

 

1.6 The Employed Computer Codes 

This work embodies a code to code comparison between the Tetrahedral Higher-Order 

Radiation (THOR) transport code [1] and OpenMC [2], an open-source Monte Carlo transport 

code. Development of the unstructured spatial mesh was enabled by Gmsh [3]. Conversion to 

THORôs native formats of the mesh and cross section files was accomplished with the 

OpenMeshConverter and OpenXSConverter codes [1], respectively, that are open-source 

converter utilities packaged with THOR. Description of each code follows. 

 

1.6.1 THOR 

The Tetrahedral Higher-Order Radiation (THOR) transport code is a steady state, 

multigroup, discrete ordinates (Sn) approximation of the transport equation in three-dimensional 

tetrahedral geometry implemented in Fortran [10]. The unique aspect of THOR is its use of the 
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Arbitrarily Higher-Order Transport method of the Characteristic type on Unstructured Grids 

(AHOT-C-UG) as its spatial discretization method, which allows THOR to solve the Sn 

approximation of the transport equation on tetrahedral geometry. THORôs use of unstructured 

tetrahedral grids allows for greater geometric fidelity when modeling curved and irregular 

surfaces. THOR employs the strategy of inner and outer iterations to converge the source 

distribution over the mesh which consists of contributions from the fixed source, scattering, and 

potentially fission. The code employs power iterations in the case of eigenvalue problems [10]. 

A mesh sweep is performed over all elements for each discrete angle, and for each 

tetrahedral element the method of Short Characteristics formalism is applied to compute the 

spatial and angular moments of the flux over the volume and outgoing faces of the element. Each 

tetrahedral element is transformed into a unit tetrahedral element in order to simplify the solved 

equations and to define a new local coordinate system based on the faces and volume of a cell 

[10]. THOR achieves this by splitting a given tetrahedron into a set of Characteristic Tetrahedra 

(CTs) based on the direction of the discrete angular direction. This process and the rest of the 

AHOT-C-UG method is described in detail in [10]. The transformation of tetrahedral elements 

also allows for the expansion of the polynomial basis function to an arbitrary order. Anisotropic 

scattering is accounted for by expanding the scattering cross sectionôs angular dependence using 

Legendre polynomials and employing Legendreôs Addition Theorem. 

THOR allows the user to assign group macroscopic cross sections to each region 

typically comprised of multiple tetrahedral elements. Currently the multigroup cross sections 

compatible with THOR can be generated using OpenMC [2], MCNP [11], or Serpent [12]. A set 

of cross sections includes groupwise data for the total, absorption, fission, fission production, 

fission spectrum, and scattering cross sections. The scattering cross section has its anisotropic 
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dependence represented with an associated Legendre expansion with arbitrary order, such that 

each orderôs coefficients take the form of a scattering matrix whose rows and columns 

correspond to the incident and scattered energy group. All multigroup macroscopic cross 

sections are generated using OpenMC for this work. A tetrahedral mesh with elements grouped 

into regions is necessary as well as the mapping from material to region. Other THOR input 

parameters include the stopping criteria for the inner and outer iterations group fluxes, fission 

source, and eigenvalue, the maximum number of inner and outer iterations, the local spatial-

expansion order, the angular quadrature set and the quadrature order, various parameters related 

to optimizing THORôs memory demand, and various parameters for writing the output data to 

.vtk files which can be visualized in Paraview [13]. 

 

1.6.2 OpenMC 

OpenMC [2] is an open-source Monte Carlo transport code capable of simulating neutron 

and photon transport in fixed source, eigenvalue, and subcritical multiplication problems. 

OpenMC is capable of modeling transport phenomena with both continuous and multigroup 

representations of energy and allows for ACE format files from NJOY [14] to be used, enabling 

cross section data from databases such as ENDF/B-VII.1 [15]. The code enables simulating all 

nuclear reactions producing primary and secondary neutrons and employs the free gas 

approximation on target nuclei for particle scattering in order to account for their movement. 

Ὓ‌ȟ‍ȟὝ scattering law data may also be employed for thermal neutrons scattering by bound 

molecules such as graphite. The geometric configuration for OpenMC models is defined using 

constructive solid geometry or CAD representations. [2] 
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For eigenvalue problems, the method of successive generations is used. The fission 

source distribution must be converged before any results are tallied over the problem domain, 

and OpenMC tracks the Shannon Entropy on a mesh over the problem domain in order to test 

convergence of the fission source distribution. OpenMC allows for quantities of interest in the 

simulation to be estimated using a flexible tally system. These tallies are defined by a 

combination of filters and scores. Tally filters restrict what events contribute to the tally based on 

attributes of the particle such as the cell or material it scores in, the energy of the particle, the 

number of collisions, etc. Tally scores define the scoring functions given to the tally, and can 

include quantities such as the flux, reaction rates such as the total, fission, scattering, etc., and 

particle production scores such as the fission production rate. These tallies allow for OpenMC to 

generate multigroup cross sections with user defined group structures. Several different 

estimators are available for use as well, namely the track-length, collision, and absorption 

estimators [2]. A fourth ócombinedô estimator is a minimum-variance estimator based on the 

covariance matrix of the three previously mentioned estimators and is used in this work as the 

presented value for Ὧ  estimated by OpenMC. 

 

Multigroup Cross Section Generation (MGXS) for THOR 

Multigroup cross sections (MGXS) are necessary for deterministic transport codes such 

as THOR which operate within a discrete energy group structure. OpenMC [2] is capable of 

arbitrary energy discretization when generating multigroup cross sections and accepts user 

defined energy group structures. OpenMC implements a method to generate MGXS that 

leverages OpenMCôs tally system, requiring an energy filter and a spatial filter. The energy filter 

accepts the user defined group structure, and the spatial filter may either be specified by the cells 
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or material regions in a problem. The multigroup cross sections are weighted by the scalar flux, 

and the full formulation for how OpenMCôs method calculates the multigroup cross section 

„ȟȟȟ as follows in volume Ὧ and energy group Ὣ for nuclide ὲ and reaction ὼ, where 

„ȟ ὶȟὉ  is the microscopic cross section for nuclide ὲ and reaction ὼ and ‰ὶȟὉ  is the 

neutron scalar flux, [16] 

 „ȟȟȟ

᷿ ὨὉ᷿ Ὠὶ
 

ᶰ
 „ȟ ὶȟὉ ‰ὶȟὉ

᷿ ὨὉ᷿ Ὠὶ
 

ᶰ
 ‰ὶȟὉ

 Ȣ (1) 

The macroscopic cross sections are then obtained by summing over all constituent 

nuclides the product of the microscopic cross sections for each nuclide and its respective atomic 

density in the subject material. In Eq. (1), OpenMCôs energy filters specify the bounds of the 

integral ᷿ ὨὉ and the spatial filters determine the bounds of the integral ᷿ Ὠὶ
 

ᶰ
, while the 

tally score determines the microscopic cross sectionôs reaction ὼ. The MGXS can then be output 

and written to an HDF5 file, which provides the cross section data for each cell or material. [16] 

 

1.6.3 Gmsh 

Gmsh [3] is an open source, 3D finite element mesh generator with a built-in CAD 

engine that is accessible through a graphical user interface, command line, or API. Gmsh 

contains geometry, mesh, solver, and post-processing modules. This work leverages the 

geometry and mesh modules to construct the tetrahedral meshes for the modeled configurations 

as required by THOR. Generally, geometries can be constructed using constructive solid 

geometry (CSG) methods in Gmsh, upon which meshes are subsequently generated. Volume 

regions can be defined in the geometry module which can then be grouped into physical groups 

which are collections of surfaces or volumes. Parameters can be specified by the user to obtain 
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the desired mesh quality. Gmsh also allows for mesh refinement by splitting, which is useful for 

the spatial convergence study conducted in this work. Gmsh produces .msh mesh files which are 

subsequently converted to THORôs native mesh format. [3] [17] 

In this work, the Python API [3] was used to generate an appropriate geometry for the 

configurations considered. The geometric volumes are then grouped by material into physical 

groups in order to simplify the subsequent region mapping in THOR. On each curve the number 

of mesh nodes was specified to obtain the desired mesh refinement in each region of the mesh, 

which was done as opposed to specifying a universal mesh element size in order to obtain greater 

fidelity in some regions of the meshes such as in thin and curved regions. The generated mesh 

files are then converted into THORôs native mesh format using the packaged 

OpenMeshConverter utility described in [1]. 

 

1.6.4 Utilities 

Several utility codes were used in this work to pre- and post-process data. 

OpenMeshConverter and OpenXSConverter [1] are two open source pre-processing utilities 

packaged with THOR used to convert mesh files and prepare multigroup cross sections. 

PlotDigitizer [18] is an online tool used for digitizing data from plots used for obtaining 

historical measured data from old TREAT reports. MATLAB and Python were used to generate 

several post-processing scripts for the flux data. 

OpenMeshConverter converts version 4 Gmsh .msh files into the THOR .thrm format. 

Each volume in the Gmsh geometry corresponds to a region in THOR, unless physical groups 

are present in which case the physical volumes will correspond to regions in THOR. The user 
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may specify vacuum, reflective, or incident flux boundary conditions when generating the THOR 

mesh file, with reflective boundary conditions requiring a flat surface. [1] 

OpenXSConverter is capable of converting Serpent2 multigroup cross section outputs, 

THOR cross section files, and OpenMC HDF5 files to either THOR cross section files or 

OpenMC script files. The OpenMC script files may be copied into existing OpenMC Python 

scripts to be used as material cross sections. Each file requires the total ɫ , absorption ɫ , 

fission ɫ , and fission production cross sections (’ɫ , as well as the fission spectrum … and 

scattering matrix ɫ  in order to be converted. [1] Since THOR is agnostic to the actual values 

of the multigroup energy structure used, it is not necessary to provide OpenXSConverter with the 

energy bin boundaries. 
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CHAPTER 2 ï Motivation  

Performing a code-to-code comparison between THOR and OpenMC is a necessary first 

step designed to verify THOR towards the ultimate goal of validating the code and the nuclear 

data for TREAT-like configurations. Generally, verification is inherently necessary in the 

process of establishing the trustworthiness of any code or method. In the case of THOR, which 

employs the AHOT-C-UG method, we not only must show that THOR is capable of producing 

accurate results on a complex configuration that are comparable to benchmark results, but we 

also must estimate numerical errors of THORôs results. 

The tangible benefits of THOR that may motivate its use include the use of tetrahedral 

geometry to model complex geometric features, and the potential performance benefits over 

other codes. It should be noted that while execution speed and other computational expenses are 

not factors of interest in this work, most cases ran in THOR took less time to execute than the 

equivalent cases in OpenMC. As well, some acceleration methods are in the process of being 

developed and implemented into THOR, which are future improvements that will solidify this 

prospective advantage of using THOR. 

 

2.1 Justification  

The code-to-code comparison between OpenMC in continuous and multigroup energy 

modes and THOR serves as the verification exercise for THOR, as do the model refinement 

studies. Trucano et al. [4] outline the benefits versus hazards of using code-to-code comparison 

as evidence for verification and describe several kinds of exercises that are valuable for verifying 

a code. Generally, Trucano et al. [19] warn against code-to-code comparisons for code 

verification and suggest caution in the case of numerical accuracy calculations ï requiring that 
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careful assessment of numerical error be performed for both the benchmark code and the code of 

interest. However, in the case of complex test problems such as the standard fuel assembly 

model and the MCC+ configuration considered in this work, the lack of analytical solutions and 

existing benchmark results make the code-to-code comparison the only viable option if 

performed carefully as described in [19]. 

In our case, OpenMC in continuous energy mode serves as the benchmark code for our 

set of problems, providing reference values used to determine the numerical error. OpenMC 

suffers no discretization errors, and provides measures of statistical uncertainty for the computed 

mean values of Ὧ  and of the neutron flux tallies. This helps to quantify the trustworthiness of 

the OpenMC results and contextualize the deterministic results computed by THOR. This, then, 

allows us to explore the numerical error and convergence behavior of these quantities of interest 

computed by THOR using refinement studies in comparison to their OpenMC, continuous 

energy counterparts. 

Trucano et al. [19] also states the necessity of demonstrating that as discretization of the 

mesh is refined, the accuracy of the calculated quantities should improve due to the diminishing 

discretization error. In this work we seek to test this hypothesis first on the standard fuel 

assembly model using Ὧ  as the quantity of interest by decreasing elementsô size, increasing 

the number of angles, and increasing the number of energy groups to refine discretization in 

space, angle, and energy, respectively. We also seek to demonstrate decreasing error in the 

groupwise scalar neutron flux with refinement of the discretization in the spatial and angular 

variables at selected detector positions in the employed models.  

Performing the comparison between OpenMC and THOR on the MCC+ configuration 

contributes to the verification of THOR as it is a comparison on a realistic full core model. The 



   

24 

 

additional challenges and benefits of the MCC+ model over the fuel assembly model in the 

context of THOR verification include the size of the model, the vacuum boundary conditions that 

apply on the periphery of the core, and the increased scattering introduced by the graphite 

dummy blocks and graphite reflector. The flux shape in the MCC+ model is not too flat like in 

the infinite array of standard fuel assembly model and is influenced by the heterogeneous 

arrangement of the assemblies in the core. We can expect the MCC+ configuration to respond 

more strongly to spatial refinement compared to the fuel assembly model because of the large 

size of the core, the shape of the flux, and the vacuum boundary conditions, hence the net 

leakage that are present in this model. 

Although the 2D core model is an abstraction of the real TREAT core geometry, 

comparison of the fission rate in the detectors to the measurements taken in the MCC+ 

configuration will serve as valuable though preliminary evidence towards the validation of 

THOR. Demonstrating that the shape of the flux radially through the core and the detector 

response to the flux can accurately approximate the experimentally measured profile despite the 

lack of axial detail in the 2D model and the lack of control rods material in the computational 

model would be promising for future work, including a more comprehensive validation of THOR 

using the full three-dimensional model.  
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CHAPTER 3 ï Methodology 

3.1 Comparison between OpenMC and THOR 

The first step in verifying THOR is to perform a comparison between THOR, OpenMC 

with continuous energy (OpenMC CE), and OpenMC with multigroup energies (OpenMC 

MGXS) using the standard fuel assembly and MCC+ 2D models. The quantities of interest in 

this comparison are the effective multiplication factor, Ὧ , calculated by each code and the 

neutron flux at select detector locations. OpenMC computes Ὧ  and an associated uncertainty 

based on the number of batches and particles that contribute to the calculation. Flux tallies track 

the neutron flux registering in a specified volume over the course of the simulation. The neutron 

flux tallies are filtered by energy group and by region so they can be compared to THORôs 

results. THOR uses iterative schemes to calculate Ὧ  and the scalar flux for each energy group 

in each tetrahedral element as eigenvalues and eigenvectors, respectively, of the mathematically 

homogeneous neutron transport model of the assembly or MCC+ configurations. 

OpenMC with continuous energy mode is used to generate multigroup cross sections for 

the 11 and 25 group structures shown in Tables 3.1 and 3.2, respectively. The continuous energy 

simulation also provides the reference values for Ὧ , the neutron scalar fluxes in the detectors 

in both models, and the associated statistical uncertainties in these reference values. Modelling 

discrepancies between THOR and OpenMC are reduced by checking the geometries and 

boundary conditions thoroughly for any deviations and by using OpenMC CE to generate the 

multigroup cross sections. In this way, comparing THOR results with their counterparts 

computed with multigroup OpenMC mitigates the energy discretization error. 
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¢ŀōƭŜ оΦмΦ 11-group structure [4] 

 

 ¢ŀōƭŜ 3ΦнΦ 25-group structure [4] 
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The 11-group and 25-group energy structures shown in Tables 3.1 and 3.2 were obtained 

from prior work [4] reviewed in Section 1.5. The 11-group structure was originally provided by 

the Idaho National Laboratory and is tailored to TREATôs spectrum at 300K. The 25-group 

structure is from CASMO and was intended to be used for light water reactors which are thermal 

systems like TREAT, however the group structure is not customized for TREAT. 
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To compute the difference in Ὧ  between codes in per cent mille (pcm), we take the 

difference between the reactivity of the OpenMC reference value, ” , and the reactivity of the 

THOR value, ” , which are calculated as follows against Ὧ  reference value, 

”
Ὧ ρ

Ὧ
ρzπȟ (2) 

”
Ὧ ρ

Ὧ
ρzπȢ (3) 

The difference between these reactivities is then taken as the reactivity error, 

‐ ” ” Ȣ (4) 

Equation (4) thus shows how the metric for the comparison between the Ὧ  from each code is 

obtained, using Ὧ  as the obtained Ὧ  from the relevant OpenMC reference run and Ὧ  as 

the obtained Ὧ  from THOR. 

 

3.2 Flux Comparison Studies 

THOR and OpenMC have different methods of computing quantities of interest such as 

the scalar flux, ‰, and fission source, ’ɫ‰. THOR stores relevant results like the group flux 

data for each element, which can be extracted from the flux output files and post-processed as 

necessary using external scripts. THOR provides fluxes as volume-averaged quantities in units of 

ὲὩόὸὶέὲ Ⱦ ίẗὧά . The reaction rate in energy group Ὣ for some reaction, ὢ, in a volume ὠ 

comprised of elements Ὥ ρȟỄȟὍ is computed via, 

 ὢ
ρ

ὠ
ɫȟȟ ὠ ‰ȟȟ (5) 
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where ɫȟȟ is the Ὣ  group macroscopic cross section for reaction ὢ corresponding to the 

material composition assigned to element Ὥ, ὠ is the volume of element Ὥ, and ‰ȟ is the average 

(zeroth spatial moment) of the scalar flux computed by THOR in element Ὥ and energy group Ὣ. 

In this case, the reaction rate ὢ is volume-averaged and has units of ὶὩὥὧὸὭέὲί Ⱦ ίẗὧά . To 

calculate the scalar flux averaged over the same region, the ɫȟȟ appearing in Eq. (5) is set to ρ, 

 ‰ȟ

ρ

ὠ
ὠ ‰ȟȢ (6) 

Given that the 3D mesh is axially uniform and axially reflected in order to replicate a 2D 

geometry, it is important to discuss the relationship between the triangular mesh surfaces 

depicted in all the figures presented in this Thesis and the actual tetrahedral mesh. For each 

triangular surface in the mesh, there are three tetrahedra that form a corresponding triangular 

prism that extends vertically from the bottom to the top boundaries of the 3D geometry. In order 

to obtain the region averaged scalar flux that corresponds to one of these triangular surfaces, the 

neutron flux is volume-averaged over the three tetrahedral elements according to Eq. (6). 

OpenMC tracks quantities of interest via user specified tallies which use a set of filters as 

limits of integration and scores to specify which scoring functions should be used for the scoring 

integral. In the following quantity of interest ὢ, for example, filters are applied for space, angle, 

and energy, for a scoring function ὪὶȟɱȟὉ, 

 ὢ ὨὉ Ὠὶ
 

Ὠɱ
 

 ὪὶȟɱȟὉ ‪ὶȟɱȟὉ Ȣ (7) 

The units provided by OpenMC for the tally are per source particle. Note that in the remainder of 

this work, the angular flux integrated over all angles is by definition the scalar flux ‰ὶȟὉ. The 

ófluxô score is taken in units of ὴὥὶὸὭὧὰὩίϽὧά Ⱦ ίϽίέόὶὧὩ, where ίέόὶὧὩ denotes 
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normalization per source particle involved in the Monte Carlo simulation, while reaction rates 

like absorption, scattering, and fission are taken as ὶὩὥὧὸὭέὲί Ⱦ ίϽίέόὶὧὩ, and particle 

production scores are taken as ὴὥὶὸὭὧὰὩί ὴὶέὨόὧὩὨ Ⱦ ίϽίέόὶὧὩ. So, the particle production 

score ’ɫ‰ is in units of ὲὩόὸὶέὲί Ⱦ ίϽίέόὶὧὩ. Table 3.3 summarizes the units of the relevant 

tallies in OpenMC and the corresponding quantities of interest in THOR. 

Table 3.3. Units of quantities of interest as computed by OpenMC and THOR 

Quantity OpenMC THOR 

‰ 
ὲὩόὸὶέὲίϽὧά

ίϽίέόὶὧὩ
 
ὲὩόὸὶέὲί

ίϽὧά
 

’ɫ‰ 
ὲὩόὸὶέὲί

ίϽίέόὶὧὩ
 
ὲὩόὸὶέὲί

ί
 

ὢ 
ὶὩὥὧὸὭέὲί

ίϽίέόὶὧὩ
 
ὶὩὥὧὸὭέὲί

ίϽὧά
 

ὠ ὧά  

These quantities cannot be compared directly, as the eigenvalue problem has no set 

power level or total source strength. However, we may use some value integrated over the entire 

problem domain in both cases to normalize the OpenMC values to THOR in order to formulate a 

comparison. For this purpose we use the scalar flux integrated over the entire spatial domain of 

the problem and over all energies. In THOR this is computed as,  

 ɮ  ὠ ‰ȟ ȟ (8) 

in units of ὲὸϽὧά. To obtain this value practically, we postprocess THORôs output to sum the 

volume multiplied by the scalar fluxôs zeroth spatial moment in each element over all elements, 

then sum over energy groups. In OpenMC, the corresponding tally is represented by, 
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 ɮ Ὠὶ

 

ὨὉ‰ὶȟὉ Ȣ (9) 

This quantity is in units of ὲὸϽὧά Ⱦ ίϽίέόὶὧὩ, and may be obtained by tallying the flux 

score without filters. This tallies over the entire volume, and over all angles and energies in the 

continuous energy mode. Thus, we have equivalent values to formulate a normalizing source 

value Ὓ, 

 Ὓ
ɮ

ɮ

В В ὠ ‰ȟ

᷿Ὠὶ
 
᷿ ὨὉ‰ὶȟὉ

 Ȣ (10) 

This quantity has units of ίέόὶὧὩ, an abstraction which will help to explain the following 

dimensional analysis. Consider the groupwise flux in a detector Ὠ computed by THOR in energy 

group Ὣ. We will denote this flux as ‰ȟȟ  
В ὠ ‰ȟ, and its counterpart estimated 

by OpenMC via the continuous energy model is ‰ȟȟ ᷿ Ὠὶ
 

᷿ ὨὉ ‰ὶȟὉ. In order 

to find the equivalence relationship, we divide each detector flux by the volume integrated flux 

over the entire problem for each of the respective values, 

 
‰ȟȟ

ɮ

‰ȟȟ

ɮ
 Ȣ όммύ 

The values on both sides of this equation are unitless. Rearranging for ‰ȟ , we obtain the 

equivalence relation, 

 ‰ȟȟ
ɮ

ɮ
‰ȟȟ Ὓ‰ȟȟ  Ȣ όмнύ 

Obtaining the comparable fluxes ‰ȟȟ  and Ὓ‰ȟȟ  by the above relationship, we may 

perform comparisons of the groupwise fluxes in each detector described in Section 4.3 for the 

Standard Fuel Assembly and Section 5.3 for the MCC+ Configuration. 
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In the case of a problem with curved detectors where the mesh in THOR does not exactly 

match the geometry in OpenMC due to the discrete nature of the mesh, we apply a volume 

correction factor Ὂ, where ὠ  is the approximate volume of the detector in THORôs mesh and 

ὠ  is the actual volume of the detector as represented exactly in OpenMC, 

 Ὂ
ὠ

ὠ
 Ȣ όмоύ 

So finally, comparing a detectorôs group flux between the two codes is accomplished by, 

 ‰ȟȟ ὊὛ‰ȟȟ
ὠ

ὠ

ɮ

ɮ
‰ȟȟ  Ȣ όмпύ 

Eq. (14) represents the full normalization and volume correction applied to the OpenMC detector 

tallies so they may be compared to the THOR detector results. 

 

3.3 OpenMC Settings 

The trustworthiness of the OpenMC continuous energy run which provides the baseline 

reference values of the selected quantities of interest is contingent on the settings used, 

particularly the number of particles, batches, and inactive batches utilized in the simulation. The 

number of inactive batches is chosen based on the convergence of the scalar Shannon entropy, 

which is tracked per generation during the simulation. Convergence of the Shannon entropy 

indicates that the fission source distribution in the problem is converged, which is necessary for 

ensuring the accuracy of the tallies taken per generation. A converged Shannon entropy should 

appear to stabilize to some value after a certain number of batches, which should appear to have 

a flat trendline on a linear plot. To track the Shannon entropy, we use a υ υ ρ cell mesh over 

the standard fuel assembly model and a ςπςπρ cell mesh over the MCC+ full core 

configuration. 



   

32 

 

 

3.3.1 OpenMC Settings for the Standard Fuel Assembly 

For the standard fuel assembly model, we select 1,200 batches of 500,000 particles each, 

with 50 inactive batches. The Shannon Entropy for each active batch informed our selection of 

the number of inactive batches used in subsequent OpenMC runs. 

 

Figure 3.1. Shannon Entropy calculated by OpenMC in Continuous Energy mode, tallied 

over 25 groups versus active batch number 

Figure 3.1 presents the Shannon entropy for the continuous energy reference model of the 

standard assembly generated by OpenMC. It is apparent that the Shannon entropy displays a flat 

trendline even from the beginning which implies that the source distribution is sufficiently 

converged within the initial few batches. This can be explained by the initial uniform fission 

source distribution, which is similar to the final distribution in this caseôs fully  reflected problem 

configuration. To be conservative, we chose to begin tallying the quantities of interest after 50 

inactive batches. 
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Figure 3.2. Shannon Entropy calculated by OpenMC in multigroup mode tallied over 25 

groups versus active batch number 

For the multigroup model, the same number of batches, particles, and inactive batches are 

used. Similarly rapid convergence for the fission source can be seen from the variation of the 

Shannon entropy with batches displayed in Figure 3.2. 

In order to normalize the flux results to THOR using Eq. (11), Eq. (9) requires 

computation of the total neutron scalar flux tallied over the entire problem domain using 

OpenMCôs tracklength estimator that is better capable of tallying particle interactions in the air 

gaps near the outer edges of the problem domain. The tracklength estimator is more 

computationally expensive than other estimators that OpenMC provides such as the collision 

estimator. Given the standard fuel assembly model is small and reflected on all boundaries, 

accounting for the effects of interactions in the air and zircaloy materials outside of the fuel 
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justifies the increase in execution time. The neutron flux in the other detectors is tallied using the 

tracklength estimator as well. 

 

3.3.2 OpenMC Settings for the MCC+ Configuration 

For the MCC+ configuration model, we select 500 batches of 1,000,000 particles with 50 

inactive batches. Once more, the number of inactive batches was selected based on the 

convergence of the Shannon entropy that was tracked during the simulation, which indicates the 

convergence of the fission source distribution. Figure 3.3 below shows the Shannon entropy for 

the MCC+ core model with OpenMC executed in CE mode. 

 

Figure 3.3. Shannon Entropy for MCC+ calculated by OpenMC CE 

It can be seen that the source distribution converges quickly, which can be seen in the flat 

trend of the Shannon entropy after the first few batches. Thus, taking 50 inactive batches is 
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sufficient to ensure accuracy of the fission source distribution for this problem. For the 

multigroup problem, the same number of batches, particles, and inactive batches are used. 

 

Figure 3.4. Shannon Entropy for MCC+ calculated by OpenMC MGXS 

Figure 3.4 shows the Shannon Entropy for the multigroup case. A similar conclusion can 

be drawn regarding the OpenMC MGXS problem on the number of inactive batches, as the flat 

trend is observed in the Shannon entropy within the first 50 batches. 

In order to normalize the flux results to THOR according to Eq. (11), the neutron flux 

was tallied over the entire problem domain, this time using the collision estimator, where each 

particle contributes to Ὧ  and flux tallies after a collision occurs. This was preferred over the 

tracklength estimator that was used for the standard fuel assembly model primarily for the 

purpose of faster execution as using the tracklength estimator on a larger model as opposed to the 

standard fuel assembly would increase significantly the computational time. The full core 

problem is dominated by fission in the fuel and scattering in the graphite reflectors as opposed to 
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any interactions in the air gaps, which justifies the use of the collision estimator. The neutron 

flux in the detectors is tallied using the tracklength estimator as it was in the standard fuel 

assembly model because of the small size of the detector regions and the low density of the air 

filling these regions, which may not accurately capture the neutron flux present in the detector 

using the collision estimator. 

 

3.4 THOR Settings 

Beyond the problem specific settings for the THOR runs reported later in Sections 4.5, 

5.5, and 6.3, we select a set of iteration control parameters to ensure that the quantities of interest 

computed from THORôs results are accurate and sufficiently iteratively converged. The number 

of inner iterations must be sufficiently large to avoid failed convergence of the eigenvalue. The 

maximum number of outer iterations for all cases was set to 5,000, with the intent for the 

iterative process to achieve the stopping criterion well within this generous limit. All executed 

cases of THOR resulted in termination of the power iterations in at most ~60 outer iterations. 

 

3.4.1 THOR Settings for the Standard Fuel Assembly 

The stopping criteria for the groupwise flux in the inner and outer iterations are set to 

ρπ and ρπ respectively, with the convergence criterion for Ὧ  set to ρπ. A maximum of 

50 inner iterations was selected. The spatial expansion order was set to ɤ π for this set of runs, 

which we found to be sufficient in a configuration that contains no drastic material 

discontinuities and has all reflective boundary conditions which guarantees a relatively flat flux 

distribution.  
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3.4.2 THOR Settings for the MCC+ Configuration 

The convergence parameters for THOR for the MCC+ problem were more relaxed than 

for the infinite fuel assembly problem given the size of the MCC+ mesh and the increased flux 

spatial expansion order. The stopping criteria for the groupwise flux in the inner and outer 

iterations respectively was ρπ and ρπ, with the convergence criterion for Ὧ  was set to 

ρπ. A maximum of 100 inner iterations was selected, which is higher than in the infinite fuel 

assembly problem in order to guarantee stable convergence. For this problem the spatial 

expansion order was found to have large effects on the solution accuracy so we used flux local 

spatial expansion orders of ɤ π and ɤ ρ. The latter corresponds to THORôs complete basis 

truncated at the linear order that includes the zeroth and first order moments excluding the cross 

terms, i.e. π ʇ ‗ ‗ ρ. 
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CHAPTER 4 ï Standard Fuel Assembly Analysis 

In this chapter we analyze a 2D slice of the active fuel region of a standard fuel assembly 

from the TREAT facility. The active region consists of a highly enriched, graphitized uranium 

fuel surrounded by a zircaloy can arranged in assemblies constituting TREATôs core. The fuel 

region of an assembly is square in cross section with chamfered corners, and the zircaloy can is 

shaped similarly. An air gap separates the can from the fuel and another air gap separates the 

entire assembly from neighboring assemblies. Figure 4.1 [6] shows the standard fuel assemblyôs 

configuration and dimensions, with the active fuel region employed in this chapter detailed in the 

section view. 
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Figure 4.1. Standard Fuel Assembly (DWG# RE-1-21094) [6]  
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In order to make comparisons between OpenMC and THOR results, an infinite 2D lattice 

of standard fuel assemblies was chosen as the initial verification model for this analysis based on 

prior work performed by Labossière-Hickman [4]. Modeling an infinite lattice allows us to 

understand the effects of changing numerical model parameters, i.e. the discretization variables 

and the modeled configuration, particularly during construction and testing of the model. For 

example, homogenization of the two air gaps and fuel can was considered to simplify the model 

by avoiding very thin regions that yield highly skewed tetrahedra. The effects of this 

homogenization were quantified, and it was determined that the homogenization of the air and 

fuel can is detrimental to solution accuracy and therefore inconsistent with this studyôs ultimate 

objective of verifying and validating THOR. Once confident in the accuracy of the results at the 

assembly level we use this modelôs configuration and discretization parameters to model the full 

core as described in Chapter 5. 

 

4.1 THOR Model of the Standard Fuel Assembly 

THOR currently does not have a triangular meshing capability for 2D configurations and 

runs strictly on tetrahedral (3D) meshes. To effectively achieve a 2D model, a 3D axially 

uniform model can be made by extruding a 2D mesh and implementing reflective boundary 

conditions on the top and bottom boundaries in the z-direction. The infinite lattice in the radial 

plane is achieved by implementing reflective boundary conditions in the x- and y-directions on 

all external lateral edges of the assemblyôs 2D section.  
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Figure 4.2. Representation of 2D standard TREAT fuel assembly overlaid with the mesh on the 

top face of the extruded geometry generated by Gmsh to be converted into THORôs native mesh 

The mesh presented in Figure 4.2 was generated using Gmsh [3] and converted to 

THORôs mesh format by using the packaged OpenMeshConverter described in [1]. It contains 

630 tetrahedral elements. The depicted mesh was obtained by setting the number of vertices 

along the long section of the fuel regionôs perimeter to five points per edge. Subsequently, Gmsh 

places all remaining points in the mesh and establishes their connections to form edges and 

planes in the resulting tetrahedral mesh. This mesh is termed the Irregular Mesh, detailed in 

Appendix A.1.1. THOR is executed on the Irregular Mesh using multigroup cross sections 

computed by OpenMC CE with the 11 group and 25 group structures and with increasing 

anisotropic scattering order. The quantity of interest in these runs is the effective multiplication 
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factor, Ὧ . Other mesh variations of the Standard Fuel Assembly are all detailed in Appendix 

A. 

 

4.2 OpenMC Model of the Standard Fuel Assembly 

OpenMC uses constructive solid geometry (CSG) for the modelôs geometry and does not 

require a mesh to simulate neutron histories (although a coarse mesh is overlaid to calculate the 

Shannon Entropy as described in Section 3.3), meaning that a set of surfaces and binary Boolean 

operations are used to form the regions or cells that each material occupies. The OpenMC 

geometry is a pseudo-2D infinite lattice achieved with the same reflective boundary conditions in 

the x-, y-, and z-directions as described above for THOR. Surfaces were defined for the fuel, fuel 

can, and boundaries of the OpenMC universe containing this fuel assembly, and each region was 

defined from these surfaces by its respective material. OpenMC is executed in continuous energy 

mode to compute the same set of quantities of interest as THOR. In the same run OpenMC 

produces the multigroup cross sections used by THOR, then OpenMC is executed separately in 

multigroup mode, again computing the selected quantities of interest. Fig. 4.3 displays the 

OpenMC Geometry.  
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Figure 4.3. Representation of 2D standard TREAT fuel assembly constructed for OpenMC 

 

4.3 Verification Exercise Using the Standard Fuel Assembly 

The code to code comparison is first performed using the 11 group structure and then the 

25 group structure to demonstrate how the difference between the continuous energy OpenMC 

simulation and the THOR simulation behaves with refinement of the energy group structure. 

This will also inform our use of the 25 group structure in the following model refinement studies 

and the whole core simulations. Given that the THOR mesh is predetermined, we will select 

some groups of elements from the mesh in which to average the scalar flux and use the 

boundaries of these regions to define the spatial tally regions in OpenMC. Figure 4.4 depicts the 

Unrefined Mesh (see Appendix A.1.2) of the standard fuel assembly, with the detector volumes 

of interest outlined. It is worth repeating that each triangular mesh pictured in all representations 

of the employed meshes represents the base of a triangular prism extending vertically upwards in 
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the full 3D mesh. The triangular prism is comprised of a set three of tetrahedra. Therefore, we 

are able to compute the scalar flux from the tetrahedral elements in THOR exactly from these 

volumes and are able to define tallies over these regions in OpenMC. In THOR, the scalar fluxes 

corresponding to these detector regions are computed as the volume-average of the three 

tetrahedral elements in the corresponding prism using Eq. (3). 

 

Figure 4.4. Unrefined Mesh of the standard fuel assembly with detector regions highlighted 

This mesh was created with five detector regions in mind ï detectors 1 and 2 in the fuel, 

detector 3 in the air gap between the fuel and zircaloy can, detector 4 in the zircaloy can, and 

detector 5 in the air channel at the corner of the fuel assembly. Note as shown in Fig. 4.3 this 

detector does not encompass the entire air channel due to meshing constraints. Detector 1 has 

been specified to evaluate the flux over the center of the fuel region, highlighted in green on the 

left pane of Fig. 4.4. In the right pane of Fig. 4.4, the remaining four detector regions are 

illustrated, and they have been selected for the following reasons. Detector 2 is chosen as it 

tracks the flux in the fuel at the corner of the element to distinguish spectral effects at the center 
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of the assembly versus near the air gap and clad. Detectors 3 and 5 track the flux in the air gaps 

on the corner of the assembly, and detector 4 tracks the flux in the corner of the fuel can. This 

selection of regions delineates the neutron flux behavior at the corner of the fuel assembly, 

particularly the streaming in the air cooling channel at the corner between assemblies, and how 

this behavior compares between OpenMC and THOR. These flux tallying regions are used in the 

model refinement studies to quantify the numerical error in the group scalar flux, and its trends 

with spatial and angular refinement following the anisotropic scattering order and energy 

refinements performed in Section 4.2. 

 

4.4 Convergence Studies on the Standard Fuel Assembly 

For the mesh refinement study in the standard fuel assembly, we take the cubic root of 

the average volume of the tetrahedral elements in the mesh as the metric for mesh refinement. It 

should be noted that determining a metric for refinement on an unstructured tetrahedral mesh is 

difficult as there is no uniform measure of cell size over the entire mesh. Due to how the 

tetrahedra are split, with each refinement the number of elements should increase by a factor of 

eight and so the average cell volume should decrease by a factor of eight. We take the cubic root 

of the volume to ensure that the refinement criterion is consistent with the procedure that would 

be performed on a Cartesian mesh with a given cell size Ὤ. We expect to demonstrate that the 

Ὧ  value computed by THOR converges to a limit value as the number of elements in the mesh 

increases. For the spatial refinement study, we fix the quadrature order to S8 as it is a middle 

ground between S2 and S16. 

For the angular refinement study, we use Level Symmetric (LS) quadrature sets and 

increase the quadrature order ὲ as the metric for refinement. LS quadrature sets require rotational 
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symmetry about the three axes in the angular space, ‘, –, and ‚. In each octant, the number of 

directions is ὲὲ ςȾψ. One limitation of LS quadrature sets is that if the quadrature order is 

equal to or greater than 22 then some negative angular weights arise, which carries a non-

physical interpretation [20]. THOR includes LS quadrature sets, and orders from ὲ ς to ρφ. 

We conduct the angular convergence study using ὲ ςȟτȟφȟψȟρςȟρφ. This introduces up to 

σφ directions per octant, or ςψψ directions over the entire unit sphere for ὲ ρφ. We use the 

First-Refined Mesh (see Appendix A.1.3) from the mesh refinement study, as it provides a 

balance of spatial refinement and reasonable execution time. 

For the scattering order study, we raise the Legendre scattering order used when 

generating the multigroup cross-sections in OpenMC. Orders of ὰ πȟρȟσȟυ are used. First, the 

multigroup cross sections are generated in OpenMC using continuous energy mode, and then 

they are converted to the THOR cross-section format. Using the once refined spatial mesh and a 

quadrature order of ὲ ψ, THOR runs are performed for each Legendre scattering order ὰ. We 

then compare for each selected quantity of interest the OpenMC continuous energy reference 

value and determine the effects of scattering order refinement on the accuracy of THORôs 

solution. For the case ὰ π, the cross section set generated by OpenMC with ὰ ρ is used and 

the scattering order in THOR is set to ὰ π. Generating the multigroup cross sections using 

OpenMC with ὰ π was found to produce erroneous results.  

 

4.5 Numerical Tests and Verification Results 

4.5.1 Anisotropic Scattering Order Refinement Study 

The Legendre anisotropic scattering order used to generate the multigroup cross sections 

is set to ὰ πȟρȟσȟυ in the OpenMC Continuous Energy run, then the obtained multigroup cross 
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section set is supplied to THOR and to OpenMC MGXS. In this exercise Ὧ  is used as the 

verification metric, comparing THORôs result with a reference value of ρȢφφχφτρȢψ ὴὧά 

computed by Continuous Energy OpenMC. Table 4.1 displays the verification results. For these 

tests THOR is executed on the Unrefined Mesh with 249 elements described (see Appendix 

A.1.1), using an Ὓ level symmetric quadrature, and the 25 group energy structure. For ὰ ρȟσȟυ 

the scattering order was used as the full cross section dataset generated by OpenMC with the 

same scattering order specified in THOR, while for ὰ π the ὰ ρ cross section set was used 

with the scattering order specified as ὰ π in the THOR run. This is done because we found that 

generating the ὰ π cross section set with OpenMC yields erroneous results. 

Table 4.1. Effect of increasing the anisotropic scattering order on the difference in Ὧ  between 

OpenMC CE and THOR  

Scattering Order, ὰ Ὧ  THOR ï OpenMC 

0 1.66771 +4.2 pcm 

1 1.66771 +4.2 pcm 

3 1.66771 +4.2 pcm 

5 1.66771 +4.2 pcm 

From Table 4.1, we note that for this model scattering orders ὰ πȟρȟσȟυ provide equivalent k-

eigenvalues that are accurate within 4.2 pcm compared to the reference value. The difference in 

reactivity falls slightly outside of the two standard deviations of the reference OpenMC CE 

solution, where ς„ or ~95% confidence interval is 3.6 pcm. Based on these results we choose 

to select ὰ ρ as the scattering order for the fuel assembly verification exercises detailed in the 

remainder of this chapter. 
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4.5.2 Energy Discretization Refinement Study 

Refinement of the energy group structure from 11 to 25 groups is used as the sole 

verification test for the refinement of the energy variable. Here we compare the multiplication 

factor computed by THOR and OpenMC MGXS versus the OpenMC CE reference value of 

ρȢφφχφτρȢψ ὴὧά that is reported above. The THOR simulation was run on the once refined 

mesh with 1,992 elements, using an Ὓ level symmetric quadrature and ὰ ρ anisotropic 

scattering order. The THOR results are computed with iterative stopping criterion ‐ ρπ for 

Ὧ . This ensures the accuracy of the Ὧ  results to the fifth digit i.e. the pcm scale. 

Table 4.2. Comparison of ▓▄██ between OpenMC in CE and MGXS modes and THOR with 

energy group refinement 

Energy Groups THOR Ὧ  THOR-CE MGXS Ὧ  THOR-MGXS MGXS-CE 

11 1.66751 -7.8 pcm 1.66758ρȢς pcm -4.2 pcm -2.2 pcm 

25 1.66771 +4.2 pcm 1.66778ρȢς pcm -4.2 pcm +5.0 pcm 

Displayed in Table 4.2 is the Ὧ  computed by THOR, comparison of the THOR results 

with the reference Ὧ  from OpenMC CE, the Ὧ  computed by OpenMC MGXS, and how the 

MGXS results compare to the THOR and OpenMC CE results.  The 11g THOR Ὧ  exhibits a 

difference of ï7.8 pcm compared to the reference value, improving to +4.2 pcm with the 25g 

THOR case. This demonstrates improvement in the comparison of the Ὧ  value with 

refinement of energy, with the 25g results falling slightly outside of the ς„ or ~95% confidence 

interval of 3.6 pcm of the reference value. The MGXS Ὧ  values differ from the THOR-

computed values by -4.2 pcm for both the 11 group case and the 25 group case. The MGXS 

values differ from the continuous energy solution by ï2.2 pcm and +5.0 pcm respectively for the 
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11 and 25 group cases, respectively. In the 25 group case, THORôs value sits between the 

OpenMC CE and MGXS solutions. In both cases, THOR agrees closely with the OpenMC 

MGXS results but does not fall within the ~95% confidence interval of 2.4 pcm. The fact that 

the agreement of THOR with the OpenMC CE results is improved with refinement of the energy 

group structure is promising, and the general agreement of THOR with the OpenMC MGXS 

values to within 10 pcm demonstrates a promisingly small numerical difference that will be 

further addressed with refinement in space and angle. Generally, these results establish the 

insensitivity of the computed multiplication factor to refinement of the energy group structure 

across the three employed models. 

 

4.5.3 Spatial Mesh Refinement Studies 

Spatial refinement of the tetrahedral cells was performed by cell splitting starting with the 

unrefined model comprising 249 elements, up to a thrice refined model with 127,488 elements. 

Each refinement of a tetrahedron divides it into eight smaller tetrahedra, hence the number of 

elements is increased, and the average volume is reduced, each by a factor of 8 in each 

refinement step. We recall the reference eigenvalue of Ὧ ρȢφφχφτρȢψ ὴὧά computed 

with the OpenMC CE case and  Ὧ ρȢφφχχψρȢς ὴὧά computed with the OpenMC MGXS 

case. The THOR results are obtained with iterative stopping criterion ‐ ρπ for Ὧ . Table 

4.3 displays the results of the three-way comparison of THORôs results as the mesh is refined. 
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Table 4.3. Comparison of Ὧ  computed by OpenMC in CE and MGXS modes with THOR 

versus spatial mesh refinement 

Case 
Number of 

Elements 

Tetrahedral Elements 

Average Volume 
Ὧ  

THOR-CE 

(pcm) 

THOR-MGXS 

(pcm) 

Unrefined 249 τȢρφρπ 1.66771 +4.2 -4.2 

Refined 1 1,992 υȢρψρπ 1.66771 +4.2 -4.2 

Refined 2 15,936 φȢτψρπ 1.66772 +4.8 -3.6 

Refined 3 127,488 ψȢρωρπ 1.66772 +4.8 -3.6 

We observe that across all cases, there is only a 0.6 pcm change in the difference between 

THOR and the OpenMC multigroup energy case. Once more these values fall slightly outside of 

the ς„ or ~95% confidence intervals. This does not positively demonstrate convergence of the 

THOR solution, which raises the question of the nature of the spatial refinement ï however, it is 

possible that the solution is already converged in space even on the least refined mesh. To further 

support this conjecture, we perform a spatial refinement study on a similar mesh with improved 

tetrahedral element quality, and also present results from the minimum viable mesh defined 

below. It is important to note that the last digit in THORôs Ὧ  results may be beyond the 

accuracy of the eigenvalue stopping criteria for this problem, but these results still highlight the 

lack of change in Ὧ  with spatial refinement.  

The next set of meshes is a regeneration of the mesh depicted in Appendix A.1.6, with 

more elements in the fuel region and subsequently the neighboring regions in order to improve 

the aspect ratio of the elements in the fuel and overall mesh. The average aspect ratio (AR) in the 

fuel for the unadjusted mesh ranged from σȢφπ ὃὙ τȢσσ while the average aspect ratio in 

the fuel in the adjusted mesh ranged from ρȢφω ὃὙ ςȢςπ. The average aspect ratios over 

the entire mesh are around an order of magnitude larger due to the long, thin cells in the thin air 

gaps and zircaloy can. It is difficult to improve the aspect ratio in these regions any further due to 
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the thin physical dimension across one direction compared to the other. These improvements in 

the aspect ratio of the cells naturally resulted in a greater number of elements in this set of 

meshes, from 810 elements to 414,720 elements for the least and most refined cases, 

respectively. The results from this study are presented below. 

Table 4.4. Spatial refinement convergence study for Ὧ  on a higher quality mesh 

Case Number of 

Elements 

Average 

Volume 
Ὧ  THOR-CE 

(pcm) 

THOR-MGXS 

(pcm) 

Unrefined 810 ρȢςχρπ 1.66771 +4.2 ï4.2 

Refined 1 6,480 ρȢυωρπ 1.66772 +4.8 ï3.6 

Refined 2 51,840 ρȢωωρπ 1.66772 +4.8 ï3.6 

Refined 3 414,720 ςȢτωρπ 1.66772 +4.8 ï3.6 

It is apparent in Table 4.4 that there is no improvement in the results with a mesh of 

improved quality, as the range of results remains more or less the same and between the least and 

most refined cases there is only a 0.6 pcm difference in the THOR results. From the results in 

Tables 4.3 and 4.4 we conclude that fundamental differences in the modeling of the assembly 

configuration between the stochastic and deterministic approaches confines the agreement in the 

computed multiplication factor to slightly outside of the ς„ confidence interval, within ~5 pcm. 

The minimum viable mesh which is a mesh with the least amount of tetrahedral elements 

possible to model the geometry was constructed with 180 elements with an average cell volume 

of 0.573 and provided a Ὧ  of 1.66770 using ρπ iterative stopping criterion for Ὧ . The 

average aspect ratio in the fuel element for this mesh is 5.42. Between the meshes with the least 

and most number of elements, there was only an improvement of +1.2 pcm which is marginal 

compared to the orders of magnitude difference in the number of elements, hence also in the 

execution time. These sets of additional results support the conjecture that all these meshes are 
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already within spatial refinementôs asymptotic regime, including the initial set of spatial mesh 

refinements whose results are reported in Table 4.3. This convergence behavior will help to 

contextualize results from the spatial refinement in the neutron fluxes explored in Section 4.5.5. 

 

 

4.5.4 Angular Discretization Refinement Study 

Refinement of the angular discretization was performed using the First-Refined Mesh 

with 1,992 elements shown in Figure A.3 in Appendix A.1.3 with level-symmetric Ὓ 

quadratures of order ὔ ςȟτȟφȟψȟρςȟρφ. Recalling the reference Ὧ  from OpenMC CE is 

ρȢφφχφτρȢψ ὴὧά, Ὧ ρȢφφχχψρȢς ὴὧά computed from the OpenMC MGXS case, and 

with the THOR outer iterations achieving ρπ stopping criterion for Ὧ , Table 4.5 shows a 

comparison of THORôs results with both OpenMC CE and OpenMC MGXS with angular 

discretization. 

Table 4.5. Angular discretization convergence study for the THOR-computed Ὧ  using 

OpenMC CE as reference value and comparison with OpenMC MGXS 

Sn Order Ὧ  THOR-CE THOR-MGXS 

2 1.66770 +3.6 -4.8 

4 1.66770 +3.6 -4.8 

6 1.66771 +4.2 -4.2 

8 1.66771 +4.2 -4.2 

12 1.66772 +4.8 -3.6 

16 1.66772 +4.8 -3.6 

Considering Ὧ  with increasing Ὓ order, it is slightly more evident than in the spatial 

refinement case that refinement in angle appears to improve the solution towards the OpenMC 
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MGXS reference value. While these trends are marginal and fall slightly outside of the ς„ 

interval of the OpenMC MGXS reference values, more insight can be obtained by 

contextualizing these results with the results from angular refinement in the neutron fluxes. 

 

4.5.5 Spatial Discretization Refinement Studies using Region-Averaged Scalar Fluxes 

In order to investigate convergence of the groupwise fluxes with spatial discretization 

refinement across the five detectors described in Section 4.3 and the four levels of spatial mesh 

refinement as described in Appendix A.1.2 through A.1.5, we perform the steps described in 

Section 4.4. We use the results to compute the relative error in the region-averaged, i.e. detector, 

fluxes between OpenMC CE and THOR in plots for each detector. The relative error is 

calculated as follows, 

‏ 
‰ȟ ‰ȟ

‰ȟ
 (15) 

The resulting error trends are shown in Figure 4.5. The stopping criteria in THOR for the 

maximum scalar group flux error over the entire model was set to ρπ. 

Table 4.6. Standard deviation in the detector fluxes calculated by OpenMC CE for the Standard 

Fuel Assembly 

Detector Scalar Flux Standard Deviation, „ 

1 4.36E-3 

2 9.02E-4 

3 2.47E-4 

4 8.27E-5 

5 5.59E-4 
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Figure 4.5a-e. Relative errors in the group scalar flux in detectors 1-5, respectively, with spatial 

discretization refinement 

Figures 4.5a-e above show the relative errors of the flux in all five detector positions 

between OpenMC CE and THOR. Note the change in the scale on the error axes. Figure 4.5a 

best demonstrates the changes in the relative error of the flux between the different mesh 

refinement levels. It can be seen that the groupwise flux error does not necessarily decrease with 

increasing refinement, as evident from the relative error in groups 1, 9, 10, 13, 15, and 18-20. 

This trend is reversed in some of the higher energy groups and in some of the thermal groups. 

There is no well-defined trend as to whether the relative error increases or decreases in thermal 

groups 23-25 with refinement. In Figures 4.5b, c, and e, the relative error in the thermal fluxes 

decreases with mesh refinement, while there are large increases in the error in the fast energy 

groups. Figure 4.5d, for the detector in the zircaloy can surrounding the fuel block, shows a 

maximum error in groups 8-10 that does not improve with refinement, unlike the considerable 

reduction in error with mesh refinement in groups 1-3. In general, most of the flux errors in each 

of the detectors do not change significantly with spatial refinement except in the highest and 

lowest energy groups. 

We observe that no monotonic reduction in the relative error in the detector fluxes occurs 

with increasing spatial mesh refinement of the standard TREAT fuel assembly problem. We may 

note, however, that the relative errors for each detector are bounded by around 0.15%, 0.1%, 

0.55%, 0.60%, and 1.0% for detectors 1 through 5 respectively. This non-decreasing behavior of 

the groupwise relative error in the flux may be explained by the solution already converged with 

spatial discretization as discussed previously for the Ὧ  results ï and may also be considered 

further evidence supporting this conjecture. 



   

56 

 

 

Figure 4.6. Relative error in the group scalar flux in all detectors for the Third-Refined Mesh  

Figure 4.6 shows the relative error in the groupwise flux for all detectors on the most 

refined mesh to demonstrate the relative errors for each detector in the standard TREAT 

assembly configuration. Outside of the fuel region in detectors 3, 4, and 5, there is an increase in 

the relative error in groups 8-10 and in the fast groups 1-3. Otherwise, in the fuel region with 

detectors 1 and 2, the error is bounded below 0.12% and tends to be relatively flat across all 

groups ï especially in the center of the fuel, i.e. detector 1. We conjecture that the geometrically 

thin air and zircaloy can regions tend to foster higher groupwise errors than the larger fuel 

regions, suggesting that the relative error is a function of both geometry and material 

composition. 
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Table 4.7. Maximum relative error over energy groups with spatial discretization refinement 

Maximum Relative Error over the Groupwise Fluxes (%) 

 Unrefined Refinement 1 Refinement 2 Refinement 3 

Detector 1 0.13 0.12 0.11 0.10 

Detector 2 0.09 0.10 0.10 0.10 

Detector 3 0.50 0.50 0.52 0.53 

Detector 4 0.58 0.48 0.48 0.48 

Detector 5 0.88 0.91 0.95 1.00 

Table 4.7 illustrates the maximum relative error over all groups in each detector for each 

spatial refinement case. Here, it is evident that refining the spatial mesh does not necessarily 

decrease the maximum relative error in every detector, as observed in detectors 2, 3, and 5. The 

bold-faced column indicates the same results between Table 4.7 and Table 4.8 by virtue of using 

the same mesh and S8 angular quadrature set. 

 

4.5.6 Angular Discretization Refinement Study using Region-Averaged Scalar Fluxes 

In the case of the angular discretization refinement study, we tabulate the maximum 

relative error in the groupwise scalar flux for each of the five detectors employed in this study 

versus quadrature order. 

Table 4.8. Maximum relative error over energy groups with angular discretization refinement 

Maximum Relative Error over the Groupwise Fluxes (%) 

 S2 S4 S6 S8 S12 S16 

Detector 1 0.23 0.15 0.12 0.12 0.11 0.11 

Detector 2 0.27 0.10 0.10 0.10 0.10 0.10 

Detector 3 1.01 0.68 0.60 0.50 0.44 0.40 

Detector 4 2.04 0.75 0.66 0.48 0.47 0.47 

Detector 5 1.69 1.19 1.03 0.91 0.79 0.71 
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Table 4.8 shows a more promising improvement in the maximum relative error in each 

detector with angular discretization refinement, showing that as the number of angles increases 

the maximum error in each detectorôs group flux computed with THOR. We witness a 

monotonic decrease in the maximum relative error of the fluxes, which quantifies the inaccuracy 

between the OpenMC and THOR models as the maximum relative error represents the accuracy 

of the least accurate groupwise flux. These results show that the greatest disagreement in the 

groupwise fluxes decreases with increasing angular discretization, and that all groupwise relative 

errors are bounded by this maximum relative error. Now, we present the plots showing the 

groupwise relative error trend with increasing angular quadrature order. 
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Figure 4.7a-e. Relative errors in the scalar flux in detectors 1-5 with angular discretization 

refinement 

Figures 4.7a-e display the relative errors in the groupwise flux in all detectors with 

angular discretization refinement. We can visually verify that the largest groupwise flux error 

decreases in all detectors with increasing quadrature order, where most of the largest errors tend 

to occur in the highest energy groups. In Detector 2, the largest relative error in the most refined 

cases is in group 16, and for Detector 4 the largest relative errors are in groups 8-10 from Ὓ 

through Ὓ . We also note that, in cases Ὓ through Ὓ ,  the errors for almost all groups in all 

detectors decrease monotonically or remain unchanged. We note Ὓ as an exception as some of 

the groupwise errors fall below the refined cases. Given the monotonically improving behavior 

of the error for the higher quadrature orders we may attribute this unexpected behavior to the 

poor approximation afforded by the Ὓ quadrature comprising only four discrete angles covering 

the unit sphere. There remains one exception to the monotonic decrease in the relative error, 

which is in Detector 2 in the first energy group. We note that the error in Detector 2 remains 

bound by group 16, which remains below 0.1% error in all cases. 

We contextualize this monotonic reduction in the groupwise relative errors of the flux 

with the apparent improvement in the Ὧ  results towards the OpenMC MGXS solution and 

assert that the THOR solution converges towards the OpenMC MGXS solution with angular 

refinement. The reduction in groupwise relative fluxes towards the OpenMC CE solution 

demonstrates the improvement of THORôs multigroup flux solution to that of the integrated 

continuous energy solution with an increasing number of angles. 
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Chapter 5 ï Minimum Critical Core Plus Analysis 

5.1 Description  

The full core selected for this study from the TREAT facility was the Minimum Critical 

Core Plus (MCC+) core which was the second core configuration of the facility during the initial 

testing and startup phase. Relative to the Minimum Critical Core (MCC), MCC+ has two extra 

fuel assemblies on the east and west side of the fuel region in the core. This core was selected as 

the full core verification test case as flux distribution measurements were taken in the core, with 

both axial measurements in some air channel locations and radial measurements at the axial 

midplane of the core which opens the door for a validation study against experimental 

measurements. For the most part, this chapter will focus on the comparison between OpenMC 

and THOR, but will include preliminary results of a comparison with the experimental 

measurements reported in [2]. 

Referring to Figure 1.2, the MCC+ configuration consists of 135 standard fuel 

assemblies, eight control rod assemblies, and 16 zircaloy-clad graphite dummy assemblies. The 

matrix consists of aluminum-clad graphite dummy assemblies, and the core is surrounded on the 

top, bottom, and sides by a two feet thick permanent reflector consisting of graphite blocks. 

While the permanent reflector is not shown in Figure 1.2, the permanent reflector should be on 

the outside of the figure on all sides. As well, a concrete biological shield surrounds the outside 

of the permanent reflector. The zircaloy-clad dummy assemblies act as a thermal barrier between 

the fuel and aluminum-clad dummy assemblies due to zircaloyôs lower thermal conductivity. The 

dummy assemblies otherwise act as additional neutron reflectors in the core as they consist 

primarily of graphite [8]. 
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5.2 2D MCC+ Configuration Model 

 

Figure 5.1. 2D Coarse Mesh of the MCC+ Configuration in THOR (also Figure A.9) 

To model this core in a two-dimensional and simplified format, we choose to model a 

quarter of the core at the midplane with axially reflective boundary conditions, reflective 

boundary conditions at the bottom and left of the problem, and vacuum boundary conditions on 

the top and right of the problem outside of the permanent reflector. The control rod positions are 

modeled as the graphite followers, meaning that for this problem no poisons are inserted into the 

core ï thus we can expect Ὧ  to be larger than 1. Figure 5.1 presents the geometry of the 2D 

MCC+ core as modeled in THOR. The central fuel region is discretized into three fuel materials 

so that the effect of the spatial dependence of the flux spectrum, that subsequently influences the 

multigroup cross sections can be more accurately represented. The graphite material is separated 

into two materials, one considering all of the graphite inside of the core and the other 

representing the graphite in the permanent reflector, again to more accurately capture the effect 
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of the different spectra in these two regions on the collapsed multigroup cross sections. 

Cylindrical detector regions are placed in the center of each air channel in the positions indicated 

in Figure 5.2 in Section 5.3, with diameters of İò each corresponding to the size of the fission 

probes. In this chapter, the detector regions are modelled with only the air material found in the 

rest of the core. This is done to avoid introducing any disproportionate effects on the Ὧ  of the 

core, as introducing additional fissile material in the 2D quarter core model would overestimate 

the fission source due to the two reflective boundary conditions on the bottom and left sides and 

the axially reflective boundary conditions on the top and bottom axial planes of the model. In 

Chapter 6, these detectors are modelled as a homogeneous mixture of air and highly enriched 

uranium (95% U235), corresponding to the ratio of the volume of uranium in the fission counter 

to the total volume of the fission counter. 

 

5.3 Verification Exercise Using the MCC+ Configuration 

The code to code comparison on the MCC+ configuration is performed with the 25 group 

structure and employs identical geometric models in OpenMC and THOR with the only 

geometric differences existing in the control rod assemblies and the cylindrical detector regions. 

This is due to the curved surfaces in the geometry and the resolution of the tetrahedral mesh in 

approximating this curvature. Given there is only a graphite follower, zircaloy, and air materials 

in the control rod assemblies and no control material for this problem we do not expect any 

significant effects on the solution due to this difference. In the case of the detectors, a volume 

correction factor is applied to the fluxes as the geometry in OpenMC models the curve of the 

cylindrical detector exactly while THOR must approximate it due to the planar faces of the 

tetrahedral mesh. This analysis is performed on a core model with air modelled in the detector 
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positions as opposed to any fission counter material as described previously. The Ὧ  will also 

be compared between the models with and without fissile material in the detector locations in 

order to quantify the effects of the additional fissile material that may be exaggerated due to the 

reflective boundary conditions in the model. The final model with discretized fuel and graphite 

materials and the fissile detector material is used to compare flux and fission rates between codes 

and will also be used to compare to measured data from the MCC+ core in a preliminary 

validation exercise, described in Chapter 6. 

Figure 5.2. Labeled Detector Locations in the MCC+ Configuration 

Figure 5.2. displays the detector locations, positioned in the corners of the air channels 

radially outwards from the center of the core. Detectors 1 through 6 sit inside of the active fuel 

region, with detector 7 on the edge between the fuel and graphite matrix, and detectors 8 and 9 

fully within the graphite matrix. The standard deviation in the detector fluxes estimated by 

OpenMC for each detector is presented in Table 5.1. In THOR, the stopping criteria for the 

maximum groupwise error in the scalar fluxes was set to 10-4. 
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Table 5.1. Standard deviation in the detector fluxes estimated by OpenMC CE for the 

MCC+ configuration 

Detector Scalar Flux Standard Deviation, „ 

1 1.26E-04 

2 1.20E-04 

3 1.19E-04 

4 1.12E-04 

5 1.07E-04 

6 9.85E-05 

7 8.72E-05 

8 7.51E-05 

9 6.24E-05 

 

5.4 Refinement on the MCC+ Configuration 

In the course of exploring the effects of spatial and angular refinements on the MCC+ 

configuration model, it was found that a variety of parameters must be changed beyond those 

used for the standard fuel assembly. These include the spatial expansion order, ɤ, and the choice 

of quadrature set used such as the Level Symmetric and Legendre-Chebyshev quadrature sets. 

The following results describe how these parameters become relevant when performing the code-

to-code comparison and refinement studies on the MCC+ configuration, and how they affect the 

THOR solutions. For this work, a coarse 21,528 element mesh and a fine 60,768 element mesh 

are employed as detailed in Appendix A.2, and only the 25-group structure presented in Table 

3.2 is employed as it was shown in Chapter 4 that the 25-group structure provides a closer 

comparison between the THOR and OpenMC models as opposed to the 11-group structure. 
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5.5 Code Comparison Results 

5.5.1 Flux Spatial Expansion Order Refinement Study 

To determine the effects of the flux spatial expansion order on solution accuracy for the 

MCC+ model that involves vacuum boundary conditions, in THOR we set the spatial order ɤ

πȟρ to the coarse 21,528 element mesh of the MCC+ configuration using the 25 group 

structure, ὰ ρ scattering order, and Level-Symmetric quadrature sets for ὲ ψȟρςȟρφ. The 

OpenMC continuous energy reference value was calculated to be Ὧ ρȢςφςρςσȢς ὴὧά. 

Table 5.2. Comparison of Ὧ  computed by OpenMC CE and MGXS with THOR with spatial-

order and angular discretization refinements using the coarse 21,528 element mesh 

Spatial Order, ɤ Sn Order Ὧ  THOR - CE THOR-MGXS 

0 8 1.14117 -8397 -8580 

12 1.14169 -8358 -8540 

16 1.13846 -8606 -8789 

-1 8 1.26842 +499 Ҍ268 

12 1.26798 +464 Ҍ233 

16 1.26512 +238 Ҍ7 

OpenMC CE Reference = ρȢςφςρςσȢς ὴὧά 

OpenMC MGXS Reference Ґ ρȢςφυπσσȢς ὴὧά 

It is immediately evident in Table 5.2 that the spatial order ɤ π is insufficient for this 

problem, with major differences on the scale of ~8,000 pcm between OpenMC and THOR. This 

can be attributed to the shape of the flux at the edge of the problem in the outer reflector where 

the vacuum boundary conditions apply. The constant flux shape approximation fails to account 

for the flux at the edge of the geometry, overestimating the neutron loss leakage and resulting in 

a much lower Ὧ  value in THOR. With the spatial order ɤ ρ agreement between the two 

codes is closer, within ~400 pcm for the case with S8 angular quadrature and with a difference 
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between THOR and OpenMC CE and MGXS of +188 pcm and +5 pcm, respectively. This result 

seems very promising ï however, the convergence behavior of Ὧ  from the S8 and S12 results to 

the S16 results shows an irregular change in the magnitude of the solution. Specifically, the S16 

result overestimates the OpenMC CE solution by only ~190 pcm while the S8 and S12 results 

overestimate the same solution by at least ~360 pcm, and likewise +5 pcm versus ~180-210 pcm 

for OpenMC MGXS, respectively. This suggests an underlying deficiency in the quadrature sets 

employed in these numerical tests. It may be attributable to some of the discrete ordinates 

travelling in the same direction as the faces of some set of elements in the mesh and may be 

resolved by using an alternative quadrature set. 

 

5.5.2 Angular Quadrature Set Comparison 

In order to investigate the previously observed behavior in the eigenvalue with increasing 

angular discretization refinement, the angular quadrature set was changed from the Level 

Symmetric set to the Legendre-Chebyshev set and the results were compared, between orders 

ὲ ψȟρςȟ and ρφ. These correspond to 80, 168, and 288 discrete ordinates respectively. We 

expect that the alternative weights and directions of the Legendre-Chebyshev quadrature set [20] 

will avoid introducing the abnormal effects observed with the Level Symmetric quadrature set. 

This simulation was performed in THOR on the coarse MCC+ configuration mesh with 

Legendre anisotropic scattering order ὰ ρ and spatial expansion order ɤ ρ.  
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Table 5.3. Comparison of Ὧ  computed by OpenMC CE and MGXS with THOR using Level 

Symmetric and Legendre-Chebyshev quadratures of increasing order 

Quadrature Set Sn Order Ὧ  THOR - CE THOR-MGXS 

Level Symmetric 8 1.26842 +499 +268 

12 1.26798 +464 +233 

16 1.26512 +238 +7 

Legendre-

Chebyshev 

8 1.26831 +490 +259 

12 1.26783 +452 +221 

16 1.26752 +428 +197 

OpenMC CE Reference = ρȢςφςρςσȢς ὴὧά 

OpenMC MGXS Reference = ρȢςφυπσσȢς ὴὧά 

Table 5.3 shows that the reduction in the difference between THOR and OpenMC CE 

with the Legendre-Chebyshev quadrature set is more gradual than the Level Symmetric set, 

resulting in a difference of +428 pcm for the S16 case, corresponding to a +197 pcm difference 

for OpenMC MGXS. This difference is greater than the S16 results using the Level Symmetric 

set, though the trending behavior is more gradual. This behavior will be explored further in the 

comparison of the detector fluxes in Section 5.5.5. 

 

5.5.3 Mesh and Material Discretization Refinement Study 

In an effort to narrow the difference between the THOR and OpenMC results, the 

graphite reflector material within the core was discretized into the control rod follower material 

and into two regions of graphite from the dummy assemblies, one next to the active core and one 

closer to the outer reflector. Note that the graphite material in the outer reflector was already split 

into its own material to account for spectral effects on the collapsing of the multigroup cross 

sections. As well, the model with improved material discretization was modeled on the fine 

60,768 element mesh to enable comparison to the coarse mesh results. This was performed with 
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the S12 Legendre-Chebyshev angular quadrature, a spatial expansion order of ɤ ρ, and an 

anisotropic scattering order of ὰ ρ. 

Table 5.4. Comparison of Ὧ  computed by OpenMC CE and MGXS with THOR with mesh 

and material discretization refinement 

Mesh Ὧ  THOR - CE THOR-MGXS 

Coarse 1.26783 +452 +221 

Coarse w/ Mats 1.26766 +439 +208 

Fine w/ Mats 1.26729 +410 +179 

OpenMC CE Reference = ρȢςφςρςσȢς ὴὧά 

OpenMC MGXS Reference = ρȢςφυπσσȢς ὴὧά 

From Table 5.4, a reduction in the difference of 13 pcm between THOR and OpenMC 

CE is seen with further material discretization on the coarse mesh. The difference is further 

reduced by 29 pcm from the coarse mesh to the fine mesh, resulting in a final difference of +410 

pcm between THOR and OpenMC CE. The results from THOR and OpenMC MGXS are closer, 

ranging from +221 pcm to +179 pcm. In this work, this is the smallest difference achieved 

between the Monte Carlo and discrete ordinates models of the MCC+ configuration. 

 

5.5.4 Anisotropic Scattering Order Refinement Study 

The anisotropic scattering order for the MCC+ configuration models so far has been set 

to ὰ ρ to avoid long execution times. A brief investigation into the effects of the scattering 

order for this model was performed, with an expanded set of scattering orders ὰ πȟρȟσȟυ.  This 

study was performed using the coarse mesh with the improved material discretization, with the 

S8 Legendre-Chebyshev quadrature. 
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Table 5.5. Effect of increasing the anisotropic scattering order on the relative difference between 

Ὧ  computed by THOR and by OpenMC CE 

Scattering Order, ὰ Ὧ  THOR ï OpenMC 

0 1.28237 +1604 

1 1.26831 +490 

3 1.26844 +501 

5 1.26843 +500 

OpenMC CE Reference Ґ ρȢςφςρςσȢς ὴὧά 

Table 5.5 shows that increasing the Legendre scattering order from ὰ ρ to ὰ υ 

increases the difference in results between the two codes by 8 pcm. Clearly, the results for ὰ π 

are defective. This quantifies the potential difference in changing the scattering order on the 

MCC+ configuration models, and the small change in the difference with increasing ὰ suggests 

that the discrepancy between the THOR and OpenMC results is not a result of the anisotropic 

expansion order. For our purposes using ὰ ρ going forwards with this problem appears 

sufficient. The OpenMC MGXS results were not included as the trend can be identified 

sufficiently in comparison to OpenMC MGXS. 

 

5.5.5 Flux Comparison between Quadrature Sets 

Building on the findings in section 5.5.2, we present the relative error in the total flux at 

the nine detector locations summed over all groups and subsequently the relative error in the 

groupwise fluxes. The relative error in the total flux is presented first to understand the behavior 

of the neutron flux as a whole, before the groupwise flux error is presented for the purpose of 

verification. 
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(a) (b) 

Figure 5.3. Flux Comparison using increasing angular quadrature order with the Level 

Symmetric quadrature set 

The flux in the detectors as reported by and scaled to the OpenMC CE values is presented 

in Figure 5.3a. This includes the OpenMC CE solution, the OpenMC MGXS solution, and the 

results from THOR using the Level Symmetric quadrature set as was performed in Section 5.5.2. 

Figure 5.3b displays the relative error between the labelled cases and the OpenMC CE flux 

results. The S8 and S12 results visually overlap with the OpenMC CE and OpenMC MGXS 

results in Figure 5.3a, while it is evident that there is a growing discrepancy with the S16 results 

as the detectors become further from the center of the core. Figure 5.3b shows the increasing 

relative error in the S16 results. This furthers the suspicion surrounding the results in Table 5.1, 

indicating an error associated with the use of the S16 level symmetric quadrature set on this 
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problem. Meanwhile, the S8 and S12 relative errors remain bounded below 1%. Next, we look at 

the solutions using Legendre-Chebyshev quadrature sets to check if the convergence in the Ὧ  

results remains sensible. 

 

(a) (b) 

Figure 5.4. Flux Comparison using increasing angular quadrature order with the Legendre-

Chebyshev quadrature set 

Figure 5.4 shows the same results for the total flux and relative errors as previously 

mentioned using the Legendre-Chebyshev quadrature set. In general, better agreement can be 

seen in Figure 5.4a, reinforced by the generally smaller relative errors presented in Figure 5.4b. 

Once more the relative error in the total flux is bounded below 1%, this time for the S8, S12, and 

S16 angular quadratures. The relative error in the OpenMC MGXS results is smaller than 0.3%. It 

is evident that the results using the S16 Legendre-Chebyshev quadrature set are not more 



   

73 

 

erroneous compared to the S16 Level Symmetric quadrature set. It may be the case that using the 

S16 Level Symmetric quadrature set includes quadratures that run parallel to many element faces 

in the mesh, which introduces compounding errors into the flux and Ὧ  solutions. Therefore, in 

the remainder of this work we will employ the Legendre-Chebyshev quadrature set. 

For the purpose of verification of our conclusions, it is important to understand the 

behavior of the relative error in the groupwise flux. Presented in Figure 5.5 is the relative error in 

the groupwise flux in Detectors 1-9 as computed by THOR with Legendre-Chebyshev 

quadratures compared to OpenMC CE results. 
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Figure 5.5. Relative Errors in Groupwise Flux for Legendre-Chebyshev quadrature sets between 

THOR and OpenMC CE 

In Detectors 1 through 6, the relative errors are consistently around 3% and are bound 

below 4% for most groups with a smaller error in the first three groups. These detectors sit 

within the active region of the core. Detectors 7 and 8 have increased errors in some groups, and 

Detector 9 has the largest relative errors in the groupwise flux, up to 10% in some of the fast 

groups. In the fast groups of Detectors 8 and 9, refinement of the angular quadrature reduces the 

relative error. Meanwhile in the thermal groups 23 through 25 the group flux in Detectors 7 
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through 9 has error that remains below 3%. Based on the stopping criteria set in THOR to ρπ 

on the maximum groupwise error in the flux, the magnitude of the relative errors remains within 

the realm of accuracy and thus these relative errors may be used to inform our evaluation of the 

neutron flux in the detectors. 

 The increase in relative error in the fast groups outside of the active region of the core 

may be attributed to the lack of fast neutrons produced from fission in these regions, which 

makes the fast flux rather small in magnitude and susceptible to elevated numerical errors. 

Meanwhile, the thermal neutron population remains relatively large in the graphite dummies in 

the core, which keeps the difference between results from THOR and OpenMC CE small in the 

thermal groups for this problem. Although it is not necessarily visible due to the scale of Figure 

5.6, it is worth noting that the groupwise relative errors do not necessarily decrease 

monotonically with increasing quadrature order, with most groupwise relative errors remaining 

mostly unchanged with angular discretization refinement. Now, we observe the results from the 

same comparison between OpenMC MGXS and THOR, presented in Figure 5.6 below. 
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Figure 5.6. Relative Errors in Groupwise Flux for Legendre-Chebyshev quadrature sets between 

THOR and OpenMC MGXS 

Comparing Fig. 5.6 to Fig. 5.5, it is evident in detectors 1 through 6 that the relative 

groupwise error over all groups is consistent and once more ~3%. In groups 1 through 4 there are 

only minor variations in the relative errors in the OpenMC MGXS versus THOR results. The 

relative error is also more consistent in detectors 7 through 8, with a maximum of ~5% error in 

detector 8 and a maximum of ~8% in detector 9. As well, in all detectors both inside the active 
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fuel region and the graphite matrix, the thermal groups 23 through 25 are consistently at ~3% 

error. 

Comparing between groupwise and total relative errors in the neutron flux, a notable 

difference in the magnitude of the groupwise versus the total relative errors can be seen. For 

example, comparing the results in Figure 5.4 to those in Figure 5.5 and 5.6, the total relative 

errors are all below 1% while the groupwise relative errors are consistently ~3% or more. This is 

due to the manner in which the groupwise relative errors are calculated, where for each group the 

difference between the THOR and OpenMC groupwise fluxes is divided by the OpenMC 

groupwise flux as opposed to the total flux from OpenMC. So, these groupwise differences are 

taken relative to their corresponding groupwise values instead of the total flux. 

  

5.5.6 Flux Comparison with Mesh and Material Discretization 

The relative error in the groupwise fluxes on the coarse and fine mesh cases with the 

discretized graphite materials as discussed in Section 5.4 is presented in Figure 5.7 to observe the 

changes in the relative error between the considered codes. The S12 Legendre-Chebyshev angular 

quadrature was used in all cases, and the ócoarseô results depicted in Figure 5.7 correspond to 

ólegcheby12ô in Fig. 5.5 and Fig. 5.6. 
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Figure 5.7. Relative Errors in the Groupwise Flux with mesh and material discretization 

refinement between THOR and OpenMC CE 

It can be seen in Figure 5.7 for Detectors 1 through 6 that there is no apparent change in 

the relative error with the mesh and material changes. In Detectors 7 through 9, the relative error 

in the coarse and fine mesh cases with discretized graphite visibly differs from the case without 

the material discretization. In Detectors 7 and 8 for example, the abrupt increase in the relative 

error in groups 21 and 22 observed on the coarse mesh is reduced. With spatial mesh refinement, 

the relative error in both of these cases remains almost the same with the greatest differences 
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being in Detectors 8 and 9 in the fast energy range, seen in groups 1 through 9. In this range, the 

results from the fine mesh are improved from the results in the coarse mesh. This suggests that 

the flux solution in the fast energies in the outer detectors is still sensitive to spatial refinement of 

the problem.  

For the active core region encompassing Detectors 1 through 6 THORôs solution is 

insensitive to changes in angular refinement as seen in Figure 5.5 and changes in spatial 

refinement. The relative error of the groupwise fluxes in the detectors in the fuel region remains 

bounded below 4%. Insensitivity to angular refinement suggests that THORôs flux solution in the 

active core is converged with the employed discretization levels. Below in Figure 5.8 are the 

same results as in Figure 5.7, this time comparing OpenMC MGXS and THOR. 
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Figure 5.8. Relative Errors in the Groupwise Flux with mesh and material discretization 

refinement between THOR and OpenMC MGXS 

As found in the previous comparison between THOR and OpenMC MGXS in Figure 5.8, 

the groupwise relative errors in detectors 1 through 6 are consistently around 3%. In detectors 7 

through 9, introduction of the improved graphite cross section representation changes the shape 

of the relative error between groups, not necessarily lowering it over all groups. Increasing the 

refinement of the mesh does improve the agreement between solutions in groups 1 through 8 in 
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the graphite region, illustrated in detectors 8 and 9. Otherwise, most of the scalar flux solution is 

insensitive to the use of the Fine Mesh versus the Coarse Mesh in these detectors ï although the 

improvement in Ὧ  is evident as seen in Table 5.5.3. 

 

5.6 Multigroup Cross-Section Spectrum Analysis 

In order to gain insight into the significant differences in Ὧ  between the reference 

values from OpenMC using continuous energy and the results from THOR and OpenMC using 

multigroup energy structures, we investigate the effects of the discretization of the fuel region 

into three distinct regions represented by three energy spectra in the energy collapsing process. 

In order to do this, we investigate the spectrum shift in the multigroup cross-sections by 

obtaining these cross-sections from OpenMC CE per assembly and comparing these to the 

multigroup cross-sections of their respective homogenized fuel regions, also obtained by 

OpenMC CE. In particular, the difference in the fission cross-sections will be compared over all 

groups for each assembly in the three fuel regions. See Figure 5.1 which displays the three fuel 

regions, labelled as Fuel (1), Fuel (2), and Fuel (3) for the inner, middle, and outer fuel regions, 

respectively. 

The inner fuel region contains 15 assemblies, the middle fuel region contains 13 

assemblies (not including the control rod assemblies), and the outer fuel region contains 12 

assemblies. Scatter plots displaying the relative error between the homogenized multigroup 

fission cross-section for each entire region and the assembly-wise macroscopic fission cross-

section are presented, where each point represents the data from some fuel assembly in the 

selected region. This evaluation is presented cumulatively in order to show the distribution of 

error in each energy group. 
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Figure 5.9. Relative Errors in the Fission MGXS over Inner Region Fuel Assemblies 

Figure 5.9 displays the relative error in the macroscopic fission cross-sections between 

each assembly and the cross-section of the homogenized fuel region for the 15 innermost fuel 

assemblies, corresponding to the region labelled as Fuel (1) in Figure 5.1. The distribution of 

relative errors increases in groups 10 through 15. Of note is the range of relative errors in group 

23 which is one of the three thermal groups.  
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Figure 5.10. Relative Errors in the Fission MGXS over Middle Region Fuel Assemblies 

Figure 5.10 displays the same metric, this time for the fuel assemblies in the region 

labelled as Fuel (2) in Figure 5.1. Generally, the distribution of relative errors per group is 

increased in groups 1, groups 8 through 13, and notably in group 23 and 25 which are the 

thermal groups. The relative errors in group 23 range from 0.02% to 0.19%. 
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Figure 5.11. Relative Errors in the Fission MGXS over Outer Region Fuel Assemblies 

Figure 5.11 displays the same relative error metric for the outer fuel assemblies which 

border the graphite matrix. Once more the distribution of relative errors increases, as high as 

0.25% for groups 10 and 23. The distribution of relative errors in group 23 seems to have around 

half of the fuel assemblies with relative errors in the fission cross-sections between 0.03% and 

0.09%, while the other half has relative errors between 0.17% and 0.26%. The relative errors in 

group 25 are distributed similarly in two clusters, with the highest relative error being 0.11%. 

While the range of these relative errors is generally  small, their very presence is notable 

in the macroscopic fission cross-sections for all assemblies, particularly thermal groups. The 

fission process drives the chain reaction, hence it is crucial for computing an accurate 

multiplication factor. At the same time, the thermal neutron flux is dominant hence its large 

errors, such as in group 23, magnifies the multigrouping errors thus suggests that the 
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discrepancies in Ὧ  may be the result of using too few assembly regions to accurately capture 

the spectral effects on the multigroup cross sections.  
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Chapter 6 ï MCC+ Configuration Experimental Measurements Comparison 

6.1 Flux Detectors in MCC+ 

 

Figure 6.1. Fission Probe Locations for the Flux Shape Measurements in MCC+ [7] 

Displayed in Figure 6.1 is the placement of various neutron flux detectors measured in 

the MCC+ core as reported in [2]. A set of U235 and Pu239 fission counters were inserted into 

the air channels in the core during steady state operation to obtain both full axial measurements 

and measurements at the midplane of the core. Additional measurements were made with foils 

consisting of U235, Pu239, Pu-Al alloy, and gold. Note that the control rod in position M6 in 

Figure 6.1 was inserted between 10.5 and 12.5 inches into the core to maintain criticality. Also 

note that the full depth of the control rod traverse is 60 inches [2]. We are primarily concerned 

with the measurements taken radially outwards from the center of the core, which were measured 

in the positions indicated in Figure 6.1. The measured data is presented in Figure 6.2. As 

mentioned previously, the detectors are modelled in OpenMC and THOR as a homogeneous 
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mixture of 95% enriched uranium and air. The ratio of uranium to air was calculated based on 

the given mass of 1 mg of fissile material over the volume of the detector [2]. This simplification 

raises some questions regarding the simultaneous inclusion of fissile material into all of the 

detector locations in an axially reflective model, primarily the potential effects on Ὧ  and the 

shape of the radial flux in the core observed in the detectors due to the added fissile material. 

At steady state operation, the fission probes are inserted axially from the top of the core ï 

either traversing the entire length of the active core or measuring at the midplane of the core [2]. 

The presence of the fission probes slightly alters the reactivity and flux distribution throughout 

the core as it contains fissile material, although this effect may not be considerable as the fission 

probes contain only 1 mg of fissile material. In order to model these measurements according to 

how they were conducted in reality, simulations modeling the full core (as opposed to using a 

reflected quarter core) including the top and bottom reflectors and the inserted control rod would 

need to be conducted to model the insertion of the fission probe into each detector location. This 

is well beyond the scope of the present study. Including all of the fission probes in the quarter 

reflected core model in one simulation may potentially shift Ὧ  to a larger value, especially 

considering the axial reflection of the midplane of the core, as the presence of fissile material 

would be overstated. In order to measure this effect on the Ὧ , we shall perform a comparison 

to a problem with only air in all detector locations. 

In regard to the fission detector comparison, we justify the simplifications made given 

that in the real core the insertion of fission probes at each position would introduce a similar 

perturbation of the flux shape at each location and that the superposition of these effects on the 

flux distribution at each detector location should, in total, not alter the shape of the flux. As for 

the lack of control material, the control rod is inserted about 17.5 to 19.5 inches away from the 
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midplane of the core in the opposite half of the side where the flux measurements were taken, 

thus we should not expect to see any acute effects on the radial flux measurements. 

 

6.2 Fission Rate Comparison to MCC+ Measurements 

The fission rate measurements from the MCC+ configuration were reported in [7] and 

were taken with both fission counters and a variety of foils as described in Section 6.1. 

According to [7], the measured fission rate data was normalized to unity at the center of the core 

according to auxiliary counters that measured the reactor power level. The plot of the relative 

measured fission rate versus detector location in MCC+ taken from [7] is presented in Figure 6.2. 

 

Figure 6.2. U235 Fission Rate from MCC+ (Radial Traverse) [7] 
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From this plot, the counter and foil data were extracted using PlotDigitizer [18] by 

manually overlaying the axes and points onto the image so the data could be extracted 

numerically for digital processing and comparison to values calculated by OpenMC and THOR. 

24 data points were extracted from the plot, and a linear model was constructed automatically 

using MATLAB from all 24 points in order to establish a measure of the confidence intervals 

over the dataset since no uncertainty or measurement error information is provided in [7]. 

The linear regression model used is a 5th-order polynomial model, presented below in Eq. 

(13) with coefficients detailed in Table 6.1, which has an Ὑ  value of 0.998 and a Root Mean 

Squared error between the model and the measurements of 0.0114 or 1.14%. The 5th order 

polynomial model was selected as the intercept value of the model was closest to unity (or 1.0), 

to which the measurements from MCC+ were normalized to, 

ώὼ ‍ ‍ὼ ‍ὼ ‍ὼ ‍ὼ ‍ὼȢ όм5ύ 

 

Table 6.1. Linear Regression Model Coefficients of the Detector Measurements from MCC+ 

Coefficient Value 

‍ 0.98061 

‍ 0.013653 

‍ -0.0028527 

‍ 7.1501e-05 

‍ 5.0282e-07 

‍ -2.5526e-08 
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6.3 Measurements Comparison Results 

To establish the effect on Ὧ  with the introduction of fission material into the detector 

locations, we compare the previous OpenMC CE reference model that contains only air in the 

detector locations with a new OpenMC CE reference model that contains the modelled fission 

material. These results are presented in Table 6.2. We then present both the values and the 

relative error in the total flux and the fluxes in the fast, epithermal, and thermal ranges. For this 

work, we take groups 1-10 to be the fast groups, 11-22 to be the epithermal groups, and 23-25 to 

be the thermal group. In this way we are able to note any shifts in the neutron spectrum between 

these energy ranges. 

Table 6.2. Ὧ  Comparison between Detector Materials in the MCC+ Configuration in 

OpenMC 

Detector Material Ὧ  

Air 1.26212  3.2 pcm 

Fission Detector 1.26221  3.2 pcm 

Difference +5.6 pcm 

Table 6.2. displays the results of the Ὧ  comparison between the OpenMC CE model 

with air in the detector regions and the model with the homogenized air/95% enriched uranium 

material. A difference of +5.6 pcm is identified in the Ὧ  between the two models, which 

should be viewed in the context of the standard deviation of both values, where „ σȢς pcm.  

This suggests the introduction of a small amount of reactivity with the addition of fissile 

material, however the magnitude of the difference is small enough to not present significant 

alterations to the flux distribution in the core. To confirm this, we compare the flux rates in each 

energy range between the two OpenMC CE models. 
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Figure 6.3. Flux Comparison between Detector Materials in the MCC+ Configuration in 

OpenMC 

Figure 6.3. shows the flux rates in the fast, epithermal, and thermal energy ranges as 

described previously for the OpenMC CE models with air and fissile detector material. The plot 

on the right shows the difference between the fluxes in the fissile and air material in each energy 

range. Note the magnitude of the values. The thermal flux is the same or slightly higher in the 

detectors near center of the core, then decreases as the detectors become further from the center. 

Meanwhile, the fast and epithermal fluxes are slightly higher in the center and also decrease 

outwards from the center. For reference, the maximum relative error in the flux in any detector 

between the three energy ranges was found to be 0.45%. We may conclude that the introduction 
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of fissile detector materials does not significantly alter the shape of the flux in the detectors, and 

has a very marginal effect on Ὧ  in the problem. 

 

6.4 Detector Fission Rate Comparison 

Now that we have obtained an understanding of how the energy ranges of the neutron 

flux behave with introduction of the fission detector material, we may now perform the 

comparison between the fission rate in the detectors and the experimental data from the MCC+ 

configuration. Presented in Figure 6.4 is the total fission rate, summed over all groups, at each 

detector position in the MCC+ core from OpenMC CE and THOR. 

 

Figure 6.4. Detector Flux Measurement Comparison between OpenMC CE and THOR 
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While the flux shape inside the active region of the core from 0 to 22 centimeters is 

consistently decreasing, it can be seen that significant winging of the fission rate occurs 

beginning at the boundary between the active fuel and graphite matrix regions. The fission rate 

observed in detectors 7 through 9 outside the fuel region is higher than in detector 6 located at 

the edge of the core. Needless to say, these observations do not match the measurements 

presented in [7]. Understanding that the thermal flux should be the dominant contributor to 

inducing fission given that the detectors are 95% enriched uranium, we also present the fission 

rate resulting from incident neutrons in the fast, epithermal, and thermal energy ranges to gain 

insight into the relationship between the flux spectrum and the fission rate in the detectors. The 

flux ranges from OpenMC and THOR are normalized by the L2 norm over all three energy 

ranges. 
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Figure 6.5. Comparison of fission rates by Energy Range computed with OpenMC and THOR 

Figure 6.5 displays the fission rate in the detectors over the fast, epithermal, and thermal 

energy ranges between OpenMC CE and THOR along with the relative error between the two 

sets of results. In the thermal range over groups 23 through 25, the relative error is consistently 

below 1% in the active fuel region and only rises above 1% in detectors 8 and 9 in the graphite 

matrix. The relative error in the epithermal, and fast fluxes in the active core are consistently 

around 2%, and 5%, respectively, increasing to ~7% in the outermost detector. The magnitude of 

the thermal fluxes compared to the epithermal and fast fluxes confirms that the fission rates in 

the detectors are dominated by the thermal flux, and comparing to Figure 6.3 the thermal fission 

rate is proportional to the thermal flux. This correlation is expected, and we can deduce that 
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some factor influencing the thermal neutron flux is responsible for the erroneous shape of the 

total fission rate outside of the active fuel region. 

Given the direct and expected relationship between the fission rate and the thermal 

neutron flux, we now investigate other factors that may influence the winging observed in the 2D 

model. We proceed by presenting a preliminary 3D OpenMC model of the MCC+ configuration, 

which is an axial extrusion of the 2D geometry from the midplane of the core to the height of the 

active fuel region. This approximate configuration was chosen due to its simplicity to implement 

in order to explore the axial effects on the flux and fission rates at the midplane of the core. At 

the bottom of the model where the midplane of the core is, a reflective boundary condition is 

applied and the detectors are modelled axially according to the specifications given in [7]. A 

vacuum boundary condition is placed at the top of the active fuel region in lieu of the graphite 

reflector region that exists at the top and bottom of TREATôs core.  

Comparing both the radial and axial data presented in figures 12 and 13 from [5], it is 

observed that the radial measurements taken at the midpoint of the core correspond to the 

measurements taken at the midpoint of the axial traverse measurements. The axially uniform and 

reflected 2D models employed in our work for the MCC+ configuration fail to account for the 

axial effects that exist in the real TREAT core such as leakage, so we employ this preliminary 

3D model primarily to explore the trend of the computed fission rate in comparison to its 

experimentally measured value. 
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Figure 6.6. Detector Flux Measurement Comparison with 3D MCC+ Configuration Results 

Figure 6.6 shows the detector flux comparison including the results from the preliminary 

3D MCC+ configuration model in OpenMC CE. The fission rate from the 3D model exhibits no 

winging outside of the active fuel and is significantly closer to the measured results, particularly 

in the active core region. While this is a rough estimation, the results from the 3D model suggest 

that the axial effects in the core such as leakage have significant effects on the radial profile of 

the flux and hence the detector fission rate at the midplane of the core. This may be due to a 

correction of the shape of the axial flux profile, which can be expected to be similar to that seen 

in figure 12 from [7], where the axial flux profile takes on a sinusoidal shape with a maximum at 

the center of the core. While 3D THOR results could not be obtained due to modeling constraints 

and time limitations, the 2D OpenMC and THOR fission rates remain consistent, and the 3D 
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OpenMC results suggest an improvement in the comparison of THORôs results to the actual 

measurements in the MCC+ core. 
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Chapter 7 ï Summary & Conclusion 

This work comprises a code-to-code comparison between the Tetrahedral High-Order 

Radiation (THOR) transport code and OpenMC with continuous energy and multigroup energy 

representations, using models of the TREAT facility. OpenMC was used both to generate 

multigroup cross sections and serve as a benchmark, providing reference values for Ὧ  and the 

scalar flux at selected detector locations. Axially uniform and reflected 2D models including an 

infinite lattice of the TREAT Standard Fuel Assembly and the Minimum Critical Core Plus 

(MCC+) configuration were employed, and an attempt was made to compare computed fission 

rates in detectors placed in the MCC+ configuration model to experimental measurements in 

TREAT. Convergence studies were performed on the Standard Fuel Assembly model in the 

energy, space, and angle discretization, and the effect of the anisotropic scattering order on 

solution accuracy was also explored. This convergence study was extended to the MCC+ 

configuration using a coarse and fine mesh and both Level Symmetric and Legendre-Chebyshev 

quadrature sets. 

 

7.1 Standard Fuel Assembly Summary 

The code-to-code comparison and convergence studies performed with the Standard Fuel 

Assembly model gave promising results, with most of THORôs results falling within the ς„ or 

~95% confidence interval of OpenMC CEôs results. The energy discretization study compared 

results obtained using an 11-group structure prescribed in previous models of TREAT and a 25-

group structure from CASMO. Consistent with prior work [4] performed on 2D models of 

TREAT, the 25-group structure used in THOR produced Ὧ  results that were close to both the 

OpenMC CE and OpenMC MGXS reference values (within ς„, an improved agreement 
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compared to results obtained with the 11-group structure. Thus, the 25-group structure was used 

in the rest of this work. We found that increasing the anisotropic scattering order from ὰ π to 

ὰ υ made little difference in the results, suggesting that the Standard Fuel Assembly model is 

insensitive to the anisotropic scattering order. Therefore, a scattering order of  ὰ ρ was selected 

in further numerical tests for this model. 

Spatial refinement of the Standard Fuel Assembly mesh via splitting did not change 

THORôs Ὧ  solution significantly and repeating this testing using a higher quality mesh with 

improved aspect ratio of the tetrahedral elements further supported this observation. At most, a 

variation of +0.2 pcm was observed, a variation smaller than the stopping criteria set for THORôs 

outer iterations. The groupwise scalar neutron flux in five detector sub-volumes in the fuel, air, 

and zircaloy in this problem was observed and the relative error between OpenMC CE, OpenMC 

MGXS, and THOR did not decrease monotonically with spatial refinement. Therefore, we 

conclude that the Standard Fuel Assembly problem is already spatially converged, even on a 

mesh with the smallest number of tetrahedral elements to model the Standard Fuel Assemblyôs 

fully reflected geometry. 

Angular refinement using a Level Symmetric quadrature set from S2 to S16 produced a 

convergent trend in Ὧ  towards the OpenMC MGXS value with an improvement of 1.0 pcm in 

the difference between results. THORôs solution sat within the ς„ uncertainty interval of both 

the OpenMC CE and OpenMC MGXS reference solutions. This apparent convergence behavior 

was contextualized with the groupwise relative error in the scalar flux over all detectors, and 

from S4 to S16 the groupwise relative error between the results from the three codes in all 

detectors diminished monotonically. From this we conclude that THORôs solution to the 

Standard Fuel Assembly model converges with angular discretization refinement, and in this 
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case agrees very closely with OpenMCôs results. This is a promising result in support of THORôs 

verification, demonstrating that it is possible to produce results that are both close to OpenMCôs 

reference values within a ς„ or ~95% confidence interval and are sufficiently converged in 

space, angle, and energy to be deemed trustworthy and viable for comparison. 

 

7.2 MCC+ Configuration Summary 

The MCC+ Configuration was analyzed using both the Level Symmetric and Legendre-

Chebyshev quadrature sets with S8, S12, and S16 and S8, S10, and S12, respectively. In each case a 

reduction was observed in the difference between the OpenMC and THOR results, although the 

S16 results using the Level Symmetric quadrature set showed an abnormally large improvement 

in accuracy over the S8 and S12 results. Observing the scalar flux in nine detector locations in the 

air channels in the MCC+ Configuration, we found that the relative error in the total flux 

increased up to 10% for the S16 case, whereas for the S8 and S12 cases the total relative error 

remained below 1%. Employing the S16 Legendre-Chebyshev quadrature set did not accrue the 

large errors seen in the S16 Level Symmetric quadrature set, and in all cases using the Legendre-

Chebyshev quadrature set the total relative error was below 1%. This demonstrates the necessity 

of careful selection of both the angular quadrature set and its order, depending on the problem. 

Increasing the anisotropic scattering order from ὰ π to ὰ υ provided erroneous results 

for ὰ π. From ὰ ρ to ὰ υ, the difference between OpenMC CE and THOR results increased 

by 8 pcm, showing an insensitivity to the increase in anisotropic scattering order for this 

problem. The setting ὰ ρ was found to be sufficient and was used for the rest of this work on 

the MCC+ Configuration. Further distinguishing of the graphite material, i.e. cross sections, for 

THOR and OpenMC MGXS models was introduced by separating as different materials the 
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control rod followers, the graphite matrix elements near the active core, and the graphite matrix 

elements away from the core (on top of having the outer reflector as its own material). In THOR 

the resulting cross section set was used to perform numerical tests on both the Coarse Mesh with 

21,528 elements and the Fine Mesh with 60,758 elements ï see Appendix A.2 for further detail 

on these meshes. An improvement in the difference between OpenMC and THOR results of 11 

pcm was found using the improved graphite discretization, and from the coarse and fine mesh a 

further improvement of 23 pcm was observed. However, the difference between the deterministic 

and Monte Carlo eigenvalues remained large. Between OpenMC CE and THOR, the closest 

agreement between Ὧ  results was 323 pcm, and between OpenMC MGXS and THOR the 

closest agreement was 141 pcm, where both results were obtained using the Fine Mesh with 

improved graphite discretization. 

Beyond comparing Ὧ , the groupwise relative error in the scalar flux was compared at 

the nine detector locations between OpenMC CE, OpenMC MGXS, and THOR. In the active 

fuel region from detectors 1 through 6 the results were consistent over all groups, with a relative 

error ~3% for each group. The results were more consistent over all groups between OpenMC 

MGXS and THOR, while the results with OpenMC CE and THOR showed a reduction in error 

for the fast energy groups. This reduction in error may be incidental to the shape of the flux and 

an over- or underestimation of the fast flux, as contextualizing these results to the Standard Fuel 

Assembly case, the largest groupwise relative errors were in the fast energy groups. The largest 

groupwise relative errors were observed in the fast and epithermal groups detectors 8 and 9, up 

to ~10% for the OpenMC CE comparison and ~8% for the OpenMC MGXS comparison in 

detectors 9. As these detectors sit in the graphite matrix, this increase in the groupwise relative 

errors may be attributed to a lack of fast and epithermal neutrons as they are more strongly 
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moderated down to the thermal energy range compared to the active core region. In the thermal 

groups 23 through 25, the relative error remained consistently small ï around 3% in all detectors 

including detectors 8 and 9, supporting this explanation. 

The large differences in Ὧ  between OpenMC CE and THOR on the order of ~300-400 

pcm are significant and not ideal for supporting this verification effort. In the best cases, the 

THOR Ὧ  results were reduced to within ~180 pcm of the OpenMC MGXS results, and the 

differences over all cases ranged from ~180-270 pcm. Meanwhile, the difference between the 

OpenMC MGXS and OpenMC CE reference values was +231 pcm. 

This model error could potentially be attributed to an insufficient energy group 

discretization, an insufficient number of angles, or an insufficient spatial expansion order but it is 

possible there is some undiagnosed error in the OpenMC model. Spectral analysis of the 

macroscopic fission cross-sections of the fuel assemblies also suggested that the homogenization 

of the fuel material into three regions has a notable effect on the energy discretization error 

between the continuous energy reference from OpenMC and the results from OpenMC MGXS 

and THOR. Between all assemblies and their respective homogenized region, the relative errors 

in the thermal group 23 were notable and given that the neutron flux spectrum in the system is 

dominated by the thermal groups we conjecture that these differences may be primarily 

responsible for the energy discretization error in the multiplication factor. 

While developing the OpenMC models for the MCC+ configuration, some errors were 

found regarding the ówaterproofingô of the cells in OpenMC that resulted in some particles being 

lost in the detector geometries. In prior studies, this problem was identified as it manifested when 

the Ὧ  results were not consistent when adding the detector geometry into the air channels 

despite using the same air material in OpenMC ï whereas the expected behavior was that using a 
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model with identical materials in all locations should produce the same Ὧ . Despite this, 

THOR produced consistent Ὧ  results using the multigroup cross sections from both cases. 

While these errors were addressed when producing the presented results, it is possible more 

errors may be present in the OpenMC model that affect the OpenMC CE results but that do not 

significantly impact the THOR results. 

Nonetheless, the closer agreement between the THOR and OpenMC MGXS Ὧ  results 

and the consistency in the groupwise relative error in the scalar flux provides evidence that 

agreement in results produced by THOR and OpenMC on complex configurations is possible 

using the same set of multigroup cross sections.  

 

7.3 Measurement Comparison Summary 

The final effort of this work was an attempt at a preliminary validation of THOR, where a 

homogeneous material blend of 95% enriched uranium and air was defined according to the 

proportion of fissile material in the actual fission counters in the historical MCC+ configuration 

and implemented into the nine detector locations in our model. The groupwise fission rates and 

scalar neutron fluxes were tallied using the 2D model, and the fission rates were compared to 

historical measurements taken in the MCC+ facility. A linear regression fit using a 5th order 

polynomial was constructed from the 24 data points taken from both the fission counters and foil 

data in order to perform the comparison. 

The shape of the calculated fission rates did not match the fit to the historical data outside 

the fueled core and exhibited significant winging of the fission rate in the detectors from the edge 

of the active core throughout the graphite matrix. After confirming that the contribution to the 

fission rates was primarily dominated by the thermal neutron flux (as would be expected in a 
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thermal reactor system), the behavior of the neutron flux in the 2D model was reevaluated. 

Referring to the radial and axial measurement plots from [7], it was determined that a 3D model 

may be necessary to account for the axial leakage from the core that altered the magnitude of the 

flux at the midplane of the core. 

From this, a preliminary 3D model was constructed in OpenMC by extruding the existing 

geometry, reflecting at the midplane and defining a vacuum boundary condition at the top of the 

model where the upper graphite reflector would begin, and modeling the fission counters 

according to their actual dimensions. The fission counter measurements in OpenMC followed the 

shape of the experimental measurements much more closely, confirming that the lack of axial 

leakage effects in the 2D model resulted in the abnormal shape of the fission rate. Unfortunately, 

we were not able to construct an equivalent THOR model due to practical modeling limitations 

with the current modeling tools available. 

Continuing the process of the previous groupwise flux comparison between OpenMC and 

THOR, the fission rates were compared over the fast, epithermal, and thermal energy ranges. 

Noting that most of the fission events in the core are induced by thermal neutrons, the thermal 

fission rates had a relative error around 0.8% in the active core, while the epithermal and fast 

fission rates had relative errors of ~1.9% and ~5.1%, respectively. The relative error in the 

thermal fission rates increased gradually in the graphite matrix away from the active core, while 

the highest errors in the epithermal and fast fission rates were in detector 9, the farthest location 

within the graphite matrix. 

Despite the inability of THOR in the 2D model to produce fission rates that compare well 

with the experimental measurements in the MCC+ configuration, the fission rates computed by 

OpenMC CE and THOR compared well. This preliminary validation effort is promising for 
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future validation work for THOR, given the discovery of the importance of the axial leakage and 

the necessity to understand its contribution to the trends, plus the fission rates that were shown to 

be consistent between the codes. It must be noted however that the historical data from the 

MCC+ configuration is both dated and not well documented, as the measurements lack any 

uncertainty or confidence intervals and the temperature distribution in the core is not known and 

was not specified when taking the flux measurements, demanding unnecessary assumptions for a 

rigorous validation effort. Therefore, a more modern or more sufficiently documented TREAT 

core is recommended for future works ï or another entirely new well documented benchmark 

would better support a THOR validation exercise. 

 

7.4 Future Work 

The next step in the verification and validation of THOR is attempting a rigorous 

validation according to a sufficiently documented benchmark experimental measurement 

campaign such as a reactor problem. Additionally, in a similar manner to this work a comparison 

should be made to the code that produces the multigroup cross-sections for THOR, such as 

OpenMC, Serpent, or MCNP as a verification step before performing the validation. Beyond the 

necessary validation, a rigorous evaluation of THOR in comparison to Serpent or MCNP on 

models that are consistent among the codes comprises the verification stage. 

The most immediate and pragmatic demands for working with THOR is finding a better 

modelling and meshing solution for reactor problem configurations. While Gmsh is sufficient for 

simple geometries, using Gmsh is time consuming to both learn and use in order to construct a 

more complex geometry ï even though TREATôs geometry is relatively simple for a typical 

nuclear reactor. Given that the use of the EXODUS file format is increasingly common for 
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reactor modeling work, a converter should be made to convert from the EXODUS file format to 

THORôs .thrm mesh format. This would enable the use of other open-source tools such as the 

MOOSE frameworkôs Reactor module [21], which is specifically designed for generating reactor 

geometries and is more accessible to learn and use in terms of programming skills and 

documentation. Finally, optimizing THORôs computational performance, advanced 

parallelization and implementing additional iterative acceleration schemes in THORôs release 

would enhance its potential for improved performance in comparison to other production-level 

codes and methods. 
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APPENDIX A ï THOR Meshes 

Presented in this Appendix are images and descriptions of each of the meshes of the 

standard fuel assembly and MCC+ configuration generated for use in THOR. 

A.1 Standard Fuel Assembly Meshes 

The following meshes are used in numerical tests involving the Standard Fuel Assembly 

and are referred to in the work by their corresponding section titles. 

A.1.1 Irregular Mesh 

 

Figure A.1. Irregular Mesh of the Standard Fuel Assembly 

The Irregular Mesh contains 630 tetrahedral elements and was generated without any 

regular structure in the fuel region. Five mesh points on the long edges of the fuel block are used 

to define the refinement level in the fuel region. This mesh is used for the 11-group to 25-group 

energy discretization comparison between OpenMC and THOR. 
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A.1.2 Unrefined Mesh 

 

Figure A.2. Unrefined Mesh of the Standard Fuel Assembly 

The Unrefined Mesh contains 249 tetrahedral elements and contains a rhombus at the 

assemblyôs center that defines the regular shape of the first detector region as specified in 

Section 4.3. Three mesh points on the long edges of the fuel block and the central rhombus in the 

mesh create a uniform pattern throughout the mesh, then this mesh is generated with a minimal 

number of elements. The following refined meshes are refinements of the Unrefined Mesh 

generated by uniformly splitting the tetrahedral elements. 
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A.1.3 First-Refined Mesh 

 

Figure A.3. First-Refined Mesh of the Standard Fuel Assembly 

 The First-Refined Mesh contains 1992 tetrahedral elements and is a product of refining 

the Unrefined Mesh by splitting. Naturally, due to how tetrahedral elements are split, the number 

of elements increases by a factor of 8. As well as being used in the spatial refinement study, the 

First-Refined Mesh is the mesh used for the angular and scattering order refinement studies 

given it has a relatively small number of elements without being extremely coarse. 
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A.1.4 Second-Refined Mesh 

 

Figure A.4. Second-Refined Mesh of the Standard Fuel Assembly 

The Second-Refined Mesh contains 15,936 tetrahedral elements and is a result of refining 

the First-Refined Mesh by splitting. This mesh is only used in the spatial refinement study. 
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A.1.5 Third-Refined Mesh 

 

Figure A.5. Third-Refined Mesh of the Standard Fuel Assembly 

The Third-Refined Mesh contains 127,488 tetrahedral elements and is a result of refining 

the Second-Refined Mesh by splitting. This mesh is only used in the spatial refinement study. 

Figure A.6. shows the mesh detail in the air gaps, fuel can, and air channel at the corner of the 

model. 
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Figure A.6. Corner Detail in Third-Refined Mesh  

 

A.1.6 Higher-Quality Meshes 

The set of Higher-Quality Meshes displayed in Figure A.7 is described in Section 4.5.3. 

The term óHigher-Qualityô refers to the magnitude of the Aspect Ratio of the tetrahedral 

elements in the mesh. Figure A.7 shows the Unrefined (810 elements) and First-Refined (6,480 

elements) meshes in the first row, and the Second-Refined (51,840 elements) and Third-Refined 

(414,720 elements) meshes in this set of meshes. 
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Figure A.7. Set of Higher Quality Meshes of the Standard Fuel Assembly 
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A.1.7 Minimum Viable Mesh 

 

Figure A.8 Minimum Viable Mesh of the Standard Fuel Assembly 

The Minimum Viable Mesh contains 180 tetrahedral elements and is the coarsest mesh of 

the Standard Fuel Assembly achievable including the central detector rhombus. This mesh is 

used to provide a lower baseline reference for spatial mesh quality in Section 4.5.3. 

 

A.2 MCC+ Configuration Meshes 

A.2.1 Coarse Mesh 

The Coarse Mesh of the MCC+ Configuration contains 21,528 tetrahedral elements, three 

material regions for the fuel in the core, four material regions for the graphite including the 

control rod follower, inner and outer graphite matrix, and the outer reflector, and materials for 

the air, zircaloy, and aluminum in the problem. 
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Figure A.9 Coarse Mesh of the MCC+ Configuration 

Figure A.9 shows the layout of the full core, including the three fuel-block regions and 

the graphite in the inner and outer matrix and the outer reflector. The fuel regions were selected 

based on the shape of the flux in the core observed in Paraview, and the inner matrix reflector 

region was designated in a similar manner.  
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Figure A.10 Control Rod and Detector Layout for the Coarse Mesh 

 

 

Figure A.11 Control Rod Assembly and Detector Mesh Detail 
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Figure A.10 shows the layout of the rightmost control rod assembly and detectors 3-5 in 

the Coarse Mesh, while Figure A.11 shows the detail in the control rod assembly and for the 

detector regions. The control rod assembly has a higher refinement level than the surrounding 

fuel regions, and the detector region is more highly refined with 14 mesh points defined along 

the surface of the detector. 

 

A.2.2 Fine Mesh 

The Fine Mesh of the MCC+ Configuration contains 60,768 tetrahedral elements and 

contains an identical geometry (not mesh) to the Coarse Mesh. The difference is in the number of 

elements and the refinement criteria for each assembly, which contains five points on each side 

of the element as in the standard fuel assembly described in A.1.1. As well, the mesh in the outer 

reflector and air regions are refined. 

 
Figure A.12 Fine Mesh of the MCC+ Configuration 


