ABSTRACT

MORANO, MATTHEW JOSEPH. Development of Hardware and Simulations for the
nEDM@SNS Experiment. (Under the direction of Paul Huffman).

The neutron Electric Dipole Moment at the Spallation Neutron Source (nEDM@SNS)
experiment, is designed to set the nEDM upper limit at the ~3 x1072% e - cm level. To reach
this sensitivity, the Systematics and Observational Studies at the PULSTAR (SOS@PULSTAR)
reactor apparatus is being commissioned to characterize systematic effects. Performing
systematic studies requires a high homogeneity magnetic field, which is achieved through
a combination of passive and active shielding. This work demonstrates a system that is
capable of actively cancelling ambient magnetic fields, over the course of many hours. A
low cost, high precision, current source is also developed for use with shimming coils, to
improve magnetic field homogeneity. SOS@PULSTAR will also be used for development of
NMR procedures for the nEDM@SNS experiment. A method using simulated annealing is
outlined, which is capable of optimizing NMR pulses that give the desired spin dynamics.
Finally, a spin tracking simulation is shown which can leverage GPUs to increase compute
power. Through the use of GPUs on a small cluster, we are able to quickly generate data-sets

which simulate systematic effects to the few nHz level for free precession measurements.
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CHAPTER

1

INTRODUCTION

Symmetry is one of the most important concept in all of physics.

1.1 Symmetry Breaking

Perhaps the most famous example of symmetry breaking is the Higgs mechanism which
sparked the fty year long search for the Higgs boson. This mechanism is responsible
for breakig the electroweak symmetry, generating the masses of the W and Z° gauge
bosons. Peter Higgs theorized that a eld having a non-zero vacuum expectation value can
spontaneously break the symmetry of the electroweak Lagrangian [Higgs, 1964].

It is now well known that weak interactions violate parity (P) symmetry and was shown
experimentally by Wu and collaborators, winning Lee and Yang the 1957 Nobel prize
[Wu et al., 1957]. This led to Landau proposing that the correct symmetry relating mat-
ter to anti-matter, is charge-parity (CP) [Landau, 1957]. Electromagnetism and the strong
interaction have no direct evidence for CP violation, however the strong force can poten-
tially violate CP through Peccei-Quinn theory. In this theory the QCD Lagrangian gains a



new term
9’ _ =
L= o5F R (1.2)

where is upgraded from a scalarto a eld, and g is the strong coupling constant. This

term conserves C symmetry but breaks P and time (T) symmetry, therefore violating CP.
Inclusion of this new eld carries with it a new Goldstone mode, the axion, which has mass
bounds from current cosmological and astrophysical data of  [Peccei, 200§ 2.1 10 ° eV
< m, < 10 3 eV. Axions have become potential dark matter candidates, however their direct
detection is dif cult due to their weak interactions.

Kobayashi and Maskawa showed that in a sextuplet model, CP violation arises through a
phase term presentin what is now known as the CKM matrix, which provides information on
the strength of avor changing weak interactions [Kobayashi and Maskawa, 1973]. Direct
experimental evidence of weak CP violation came through the measurement of Kg decay
[Christenson et al., 1964 ]. CP violation is at the heart of baryogenesis and is required for a
matter dominated universe.

1.2 Baryon Asymmetry

The origination of the matter-antimatter asymmetry observed in the universe is a cur-
rently unanswered question. It's expected that the early universe would have created equal
amounts of matter and antimatter, however the observable universe is dominated by ordi-
nary matter. Naturally occurring antimatter is still present in the universe at roughly one
part per billion. In 1966 Sakharov came up with the three conditions required for a matter
dominated universe [Sakharov, 1991]:

» Baryon number violation
« Non-equilibrium interactions
e C and CP violation.

Currently there is not a source of CP violation large enough to account for the baryon
asymmetry, and the discrepancy from the observed value is about eight orders of magnitude
too low.

Electric dipole moments (EDM) in fundamental particles are of central interest in this
topic because a permanent EDM violates CP symmetry. Upper limits of EDMs at the 90%
con dence level (C.L.), of fundamental particles and a few atoms can be seen in Figure 1.1.



Figure 1.1: EDM upper limits of fundamental particles and two atoms. Adapted from
[Kirch and Schmidt-Wellenburg, 2020 ].

The lack of CP violation in the standard model also means EDMs are excellent probes of
beyond the standard model (BSM) physics.

1.3 Beyond the Standard Model Physics

High precision experiments searching for evidence of BSM physics have been conducted
for decades and all have come up short. One such experiment is the Baryon-Antibaryon
Symmetry Experiment (BASE) at CERN, which measures the magnetic moment of protons
and antiprotons. BASE was able to make a 1.5 ppb measurement of the antiproton's mag-
netic moment and found it to be in almost perfect agreement with ordinary protons and
CPT invariance. This measurement also constrained some CPT violating effects to below
the 1.8 10 ?* GeV range[Smorra et al., 2017].

As previously mentioned, larger than expected EDMs would provide smoking gun evi-
dence of BSM physics. In addition to fundamental particles, EDMs of atoms and molecules
have also been measured. Larger systems like atoms and molecules are sensitive to more



physics, but require careful theoretical treatment. In this regard a natural choice for a fun-
damental particle EDM experiment is the neutron. The neutron electric dipole moment
(nEDM) can be measured directly, whereas the proton and electron EDMs must be inferred
from measurement of an atom or molecule.

1.4 Neutron Electric Dipole Moment

The original nEDM experiment performed by Ramsey, Purcell, and Smith in 1950 and
went unpublished until 1957 [Smith et al., 1957], where they report a limit on the nEDM of
d,= (0.1 2.4) 10 ?° e cm. Inthis experiment, a thermal neutron beam is polarized
and Ramsey's separated oscillating eld method [Ramsey, 195(Q is used. In the static eld
region, a strong electric eld is applied and the neutron's Hamiltonian is given by

H=-~8B+dE, (1.2)

where ~is the magnetic moment, B is the static magnetic eld, d~is the electric dipole mo-
ment, and E is the applied electric eld. An nEDM presents itself as a shift in the resonance
frequency of the neutrons. In what will become a theme for nEDM searches, systematic
effects severely limit the measurement sensitivity. The largest systematic effect mentioned
in [Smith et al., 1957] is inhomogeneities in the static and oscillating magnetic elds. There
are many others but they contribute at a lower level, and the original experiment was also
statistics limited.

Improvements in neutron sources were able to reduce statistical uncertainties, however
systemaics still remain a problem. In beam experiments, a major systematic effect is the
motional magnetic eld experienced by neutrons traversing an electric eld. From special
relativity, a particle moving in an electric eld will also experience a magnetic eld

v E

B, = — (1.3)

This perceived magnetic eld slighty modi es the neutron's Larmor frequency, as will be
discussed further in chapter 5. It is then preferable to conduct the experiment on neutrons
moving as slow as possible. Cold neutron beams which use a converter to slow thermal
neutrons started being used, until the eventual advent of even lower energy ultracold
neutrons (UCN). The type of neutrons used in nEDM experiments can be seen in Figure
1.2.



Figure 1.2: History of EDM experiments for various species. Adapted from
[Kuchler et al., 2019].

UCN have velocities on the order of a few meters per second, and can be re ected by
ordinary materials, such as nickel and copper [Golub et al., 2017]. This low velocity makes
UCN ideal for EDM searches for a variety of reasons. UCN can trapped for long periods of
time, allowing for longer measurement cycles and improved statistics. Their low velocity
also signi cantly improves systematic effects. The current upper limit on the nEDM was
measured by a collaboration at PSI, using Ramsey's method of separated oscillating elds
and UCN. Their result was avalue of d, =(0.0 1.1y, 0.2,) 10 ?*°e cm.

1.5 nEDM@SNS

To further improve the nEDM measurement sensitivity, the neutron electric dipole moment
experiment at the Spallation Neutron Source (nEDM@SNS), is being commissioned to
reachthe 3 10 ?8e cm level. The original paper by Golub and Lamoreaux
[Golub and Lamoreaux, 1994 ] outlines an experiment using UCNanda °He
co-magnetometer along with a novel measurement technique to improve sensitivity.

One signi cant advantage of the NEDM@SNS experiment is its two distinct measure-
ment modes: free precession and critical spin dressing. The more straightforward of the two
is free precession. In a free precession measurement, rstpolarized 3He and UCN are loaded



into the measurement cells. A = 2is applied which ips boththe 3He and UCN spins into
the transverse plane, where they precess around the static holding eld. The gyromagnetic
ratio of 3He is about 10 percent larger than the neutron, ;= ,, 1.11, and thus has a higher
Larmor frequency. 3He has a large capture when the UCN spin is anti-parallel and has the
reaction

n+3He! p+°3H + 765keV. (1.4)

The released energy is transferred to the super uid “He, and an 80 nm photon is produced.
This photon is then carried away to be counted. The rate at which scintillation light is

produced is given by
d,E

h )

. Ls
(s W 2 (1.5)

where ! ;is the *He Larmor frequency, d,, isthe nEDM, and E is the electric eld strength.
Measurement of ! 5 is done directly with SQUIDs. One of the primary systematic errors as-
sociated with this measurement mode is the linear in E shift [Lamoreaux and Golub, 2005 ].
The presence of an electric eld together with a magnetic eld gradient, creates a Larmor
frequency shift that is linear in the electric eld strength. This frequency shift would be
interpreted as a false EDM, which is also linear in E. The expected statistical sensitivity of
this measurement mode is approximately 3.3 10 e cm.

The second measurement mode is critical spin dressing. As originally described by
Cohen-Tannoudji and Haroche [Cohen-Tannoudji and Haroche, 1969 ], the method of crit-
ical spin dressing involves using a high amplitude, off resonance, RF eld to drive the
spins. Doing this effectively modi es their gyromagnetic ratios, making them the same. At
suf ciently high driving frequencies, the gyromagnetic ratios are modi ed by
[Golub and Lamoreaux, 1994 ]

§ﬁ b(X3) 3, Xz = 3By=! (1.6)
ﬁﬁ ‘JO(Xn) n» Xp = nBrf:! rfs (1-7)

where J, is the zeroeth order Bessel function of the rstkind, x5 and x,, are the dressing
parameters for the He and UCN respectively, By is the driving eld amplitude, and ! is
the driving eld frequency. Because the effective relative Larmor frequency between the
3He and UCN is given by

L = (5 5B (1.8)

where By is the holding eld strength, the effect of the holding eld can be removed by



setting £"= £ The equation that must be solved is then

ndb(Xn)  3b(x3)=0, (1.9)
which can be rewritten as
b %)= b(Xc), (1.10)
where = 5= ,,and X, isthe critical dressing parameter. This equation has its rst solution

at x, 1.119, and would result in a constant scintillation signal. Unlike free precession,
critical spin dressing only requires the measurement of scintillation light, and does not
require the use of SQUIDs. An nEDM presents itself as a change in the scintillation rate,
and the effective Larmor frequency would be given by

2d, E

! rel = k JO(Xc)- (1-11)

This change in the relative Larmor frequency would cause the angle betweenthe 3He and
UCN to grow with time, causing the scintillation rate to change. A systematic effect unique

to this measurement mode is the pseudomagnetic eld effect. The spin dependent potential
between the *He and UCN is given by

Vn3 = + s, (112)

where and are complex numbers, isthe 3He nuclear spin, and sis the UCN nuclear
spin. The real part of this interaction creates a pseudomagnetic eld, B.« = Re( 1), that
the UCN experience [Abragam and Goldman, 1982 ]. Critical spin dressing is the preferred
measurement mode, because is has about a factor of two statistical sensitivity improvement
over free precession.



CHAPTER

2

SOS@PULSTAR NMR SYSTEM

2.1 SOS@PULSTAR

To support the development of the NEDM@SNS experiment, the Systematics and Obser-
vational Studies at the PULSTAR reactor (SOS@PULSTAR) apparatus is currently being
commissioned. SOS@PULSTAR provides a test-bed for the nEDM@SNS experiment, being
much smaller, allowing for more rapid cooling /warming cycles. The total volume of liquid
helium needed for SOS@PULSTAR is 5L, taking about two weeks for a cooldown /warmup
cycle. Whereas the 1000 L of liquid helium needed for NEDM@SNS, takes about two
months for a full thermal cycle.

Many critical features are shared between NEDM@SNS and SOS@PULSTAR, with the
exception of the high voltage system. An electric eld does not need to be present for char-
acterization of systematic effects, simplifying the apparatus tremendously. SOS@PULSTAR
also only needs one measurement cell, again making the design much more simple. For
systematic studies, many of the requirements needed for NEDM@SNS are relaxed, such as
magnetic eld homogeneity, and 3He polarization.

One of the main goals of SOS@PULSTAR, is to develop the NMR techniques that will be



used for the NEDM@SNS experiment. Both measurement modes of NEDM@ SNS require
high precision NMR to be performed on UCN and  *He simultaneously, with critical spin
dressing being much more complicated. For systematic studies, NMR will only need to be
performed on 3He at rst, and UCN will be added after the apparatus is moved from TUNL
to PULSTAR.

2.1.1 NMR System

To achieve the precision required, careful design of the NMR system is needed. The magnetic
eld package for SOS@PULSTAR is designed similarly to the one in NEDM@SNS, albeit with
relaxed design constraints. To reach the target *He relaxation time of > 400 s, a holding
eld gradient of < 500 nG/cm is required, compared to < 100 nG/cm for NEDM@SNS.
SOS@PULSTAR has provisions for ve dc shim coils to reach the target gradients, with
potential for more if needed. These shim coils will also be used for setting known gradients,
needed for systematic studies. Setting the currents in each of the DC coils must be done
precisely, and reproducibly. To do this, custom current sources were designed, which will

be discussed in the next section.

The magnetic package also has the spin dressing coil, which will be used for manipu-
lating the UCN and 3He spins. An additional AC coil will also be present for shimming of
the spin dressing eld. Powering the spin dressing coil is non-trivial. Because the coil will
be made of superconducting wire, and will have large inductance, it presents an almost
purely inductive load. Most RF ampli ers cannot output the high amount of reactive power
needed for critical spin dressing. In addition to being high power, the ampli er must also
be extremely low noise. The only ampli er that has been identi ed to meet these criteria is
the AE Techron 7796. The 7796 is capable of outputting 5 kW RMS continuously, while still
maintaining excellent noise performance.

To generate the waveform which will be fed into the 7796, the Tecmag Redstone is
used. The Redstone has two arbitrary waveform generators (AWGS) for generating the
required pulse shapes. Each AWG has a minimum timing resolution of 10 ns, allowing for
extremely precise waveforms to be generated. Internally, the Redstone has a very good oven
controlled crystal oscillator which sets the reference frequency for the AWGs. This oscillator
is bypassed, and instead an external 10 MHz reference from a Stanford Research Systems
PRS10 Rubidium atomic clock is used. The PRS10 has excellent phase noise, accuracy, and
stability, allowing for the generated waveforms to be even more precise.

Measurement of the small *He signal can be done only with the use of SQUIDs. To



digitize the SQUID signal a high resolution, low noise, analog to digital converter (ADC)
must be used. Ideally, the ADC would also be able to accept the 10 MHz reference from the
PRS10. The chosen ADC is the D-TACQ ACQ437ELF, which has sixteen 24-bit channels. It can
also accept a 10 MHz reference, although not directly from the PRS10. The PRS10 outputs
a 7 dBm sine wave, while the ACQ437ELF is expecting a TTL compatible square wave. To
convert the sine wave to a square wave, while also preserving the excellent performance of
the PRS10, an LTC6957 clock buffer is used. This chip is designed speci cally for converting
sine waves to clock signals, while adding a negligible jitter of 45fs grys.

2.2 Current Sources

2.2.1 Motivation

Some of the key parameters when performing systematic studies are the holding eld
strength and applied gradient elds. Stability in the holding eld is established by use
of a persistent superconducting switch, which has orders of magnitude better stability
than any power supply could. The strength of the holding eld is determined by the initial
current put through the coil which will need to be supplied by an external source. We
therefore want a current source that is both accurate and precise. Accuracy is somewhat
less important because the holding eld strength can always be determined by measuring
the Larmor frequency of the 3He, which will need to be performed before a measurement
cycle regardless. High precision is much more important as it determines how well we can
tune the holding eld to our desired values. One solution would be to use a battery and a
potentiometer, which has effectively in nite current resolution but is not very reproducible.
The desired solution then has some sort of digital control which is used for setting the
current output, allowing for the current to be set consistently between runs.

An example of an off the shelf unit that potentially could be used is the Keysight 3632A.
This supply is a linear, low noise model designed for small loads. On the two low current
outputs going up to one amp, the programming resolution is 0.5 mA. This is typical for off-
the-shelf supplies which need to sacri ce resolution in exchange for higher current output.
The readback resolution for this unitis 0.1 mA which is fairly standard. For our purposes one
of the key specs is temperature coef cient (tempco), which from the datasheetis 0.02% +0.3
mA (% output + offset). At 125 mA output current, this corresponds to a change of25 A/ C
plus the 0.3 mA offset. Not that its a competition, but these are the specs that | set out to
beat when designing the current sources. It should also be noted that this supply is listed

10



on Keysight's website for $1,681.

2.2.2 Design

Making the current source digitally settable give us two options, a DAC (digital to analog
converter) or digital potentiometer. Each option has it's merits: digital pots are cheap and
easy to use but are low resolution and have poor thermal stability. DACs can be expensive
and are more dif cult to implement but have vastly superior performance. The basic design
for the current source comes from Analog Devices Circuit Note (CN) 0151 and the basic
schematic is shown in Figure 2.1. The circuit works by using a micro-controller to send a
digital code to the DAC which outputs a current proportional to the input code. An op-amp
converts the DAC output current to a voltage which drives the gate of an N-channel Metal
Oxide Semiconductor Field Effect Transistor (MOSFET). A current limiting resistor is placed
at the source of the MOSFET and acts to both limit the current output and provide feedback
to the DAC. The ouput current is given by

D Vi,
Ry (1+Ri=Rpac)’

lLoap = (2.1)
where | oap IS the current through the load, D is the fractional DAC code, R; is the current
limiting resistor value, V,, is the voltage reference to the DAC, and Rp,c is the value of
the DAC's internal feedback resistor. Since Rpac >> R, the load current is approximately
l.oap = D Vi, =R;. The maximum output currentis then V;,=R;, and the resolution is
Vi, =R, (2N 1), where Nisthe number of DAC bits.

For this application the LTC1595 DAC was chosen because of its 16-bit resolution, low
temperature coef cient, and overall ease of use. A nice feature of the LTC1595 is its own
internal feedback resistor, pin RFB, which is matched to the resistors in the DAC's R-2R
ladder. Having chosen the LTC1595, the I-V current op-amp selection was relatively easy
to make. In the datasheet for the LTC1595 table 2 gives choices of suitable op-amps along
with a compensation capacitor (C1 in the schematic) value. Requiring a dual amp chip and
looking at availability on Digikey the LT1112 was chosen for it's excellent performance and
reasonable stock. A dual op-amp is required is because the voltage output from the DAC
is inverted with respect to the voltage reference shown as -2.5 V in Figure 2.1. A second
op-amp is therefore needed to invert the output from a positive voltage reference or to
buffer a negative voltage reference. As for the MOSFET, the NTE4153NT1G from CN0O151
was used because it contains a current limiting resistor and clamping diodes at the gate
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input, which make it convenient to use. For higher power variants of the current source, a
standard TO-220 MOSFET is used due the larger package's better cooling.

Figure 2.1: Schematic for digitally controlled precision current source.

The choice touse the LT1112 also places some constraints on the internal supply voltages
needed. USB 5V provides the power to all digital and analog circuitry except for the current
supplied to the load. A DC-DC converter must then be used to provide the split rails for the
op-amp whichneedtobe 15 V. This is because the LT1112 is not a rail-to-rail op-amp
and can only getwithin 2V of each rail. A typical MOSFET is fully on at a gate voltage of
10V so a+15V rail guarantees the op-amp output can exceed the maximum MOSFET on
voltage. The -15 V rail is then needed to ensure the op-amp can swing its output all the way
down to zero. Traco makes off the shelf DC-DC converters and their TMR0523 model takes
the 5V USB input and outputs regulated 15V

The two most critical choices to make for this circuit are the voltage reference and
current limiting resistor. Two of the most critical specs are inherited directly from these
components: temperature coef cient (tempco) and accuracy. For the voltage reference, the
most temperature stable options that are readily available, the LM399AH and LTZ1000A,
are both off of the table because of their poor accuracy. Many voltage references can be
trimmed to improve accuracy but at a steep cost of degraded tempco. Two good choices
are the ADR4525 and ADR441 which are pin compatible and in this circuit functionally
equivalent. One pitfall when choosing a voltage reference is making sure to get the right
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grade; The same part may have vastly different specs depending on the grade. For example
the ADR4525 A grade has atempco of 4 ppm/ C, compared to the D grade which is 0.8
ppm/ C. The choice of resistor was pretty straightforward because Vishay foils are the best
in every category. The VPR221 series was used because it offers a tempco of 0.05ppm/ C
and atolerance of 0.01%. It also has a TO-220-4 package allowing current sense circulitry
to be Kelvin connected, and giving the resistor enough cooling to be 8 W rated.

As mentioned earlier the voltage reference has to be inverted using an op-amp. This is
done by con guring one of the op-amp channels as a unity gain inverting ampli er turning
2.5V to-2.5 V. In this circuit two resistors are needed as shown in Figure 2.2. The tempco
of these two resistors can have a large impact on how stable the -2.5 V reference is. To get
around this without using expensive low tempco resistors, | instead used a two resistor
network with a high ratio stability. In the non-inverting ampli er the absolute values of
R; and R, are not what is critical, but the ratio between them. A resistor network has the
advantage that the ratio between individual resistors stays the same despite temperature
changes.

Figure 2.2: Unity gain inverting ampli er.

To log the output current, an ADC was added to measure the voltage across the current
limiting resistor. Most micro-controllers have onboard ADCs but they are typically low
guality and low resolution. Originally an AD7791 was used as the readback ADC because
it is 24-bit and has programmable lIters that at the lowest sample rate give 22 bits of
effective resolution. Due to low stock, the AD7791 was replaced with the AD7789 which is
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pin compatible and is overall very similar. The main difference is the lack of programmable
Iters but this can be overcome by averaging multiple samples together to obtain the same
effective resolution. Conveniently there is already a high stability 2.5 V reference which
can be used by the ADC. It is desirable to run the DAC and ADC using the same voltage
reference because it ensures the full scale of the ADC is being used regardless of the limiting
resistor value. For example ifa 10  limiting resistor is used the maximum output current is
250 mA and the maximum voltage across the resistor is 2.5 V. Ifa100  resistor is used the
maximum current decreases to 25 mA but the maximum voltage across the resistor is still
2.5 V. The maximum voltage the ADC can read is set by the reference voltage which again is
25V.

For the digital components | wanted to keep the software and coding relatively sim-
ple. All prototypes of the current source were constructed using Arduinos to control the
SPI interface on the DAC and ADC. Being able to use the Aruduino IDE and bootloader
makes code development much easier and faster so the microprocessor | chose was the
ATmega328P, which is used in the the Uno and Nano models. Digikey offers a service to ship
chips with the bootloader already installed, but this is more expensive and takes more time,
so | opted to include an ICSP header and burned the bootloader myself. This process takes
about a minute and only requires another Arduino to use as an In System Programmer
(ISP). Communication between the computer and microprocessor is handled by an FTDI
FT231XS-U because it's cheap, readily available, and drivers will auto download when the
device plugs in. The beauty of this setup is that it behaves exactly like an Arduino, making
modifying code and connecting to the device simple.

A few extra safety features were added including a reverse polarity diode and replaceable
fuse. One thing to note about the currently built units is that they must be connected only to

oating voltage sources. This is because the ground reference for the circuit is provided by
Earth ground through the USB connector. | have made a design which xes this by adding
optoisolators between the digital and analog sides of the circuit and referencing the DC-DC
converter to the negative of the voltage source. Doing this means that the analog side of the
circuit is fully electrically isolated from the computer and the ground reference is provided
by the voltage source.

2.2.3 Final Design

Layout of the printed circuit board (PCB) is paramount for getting the expected performance
from the circuit. Special attention must be paid to grounding especially around the voltage
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reference which has the most in uence over performance. | opted to go for a design using
a large ground plane instead of star grounding because of the mix of analog and digital
circuitry. In the next design where the analog side is opto-isolated from the digial side,
the analog ground will most likely be changed to star grounding. For the current design
a ground plane is desirable because my intention is to constantly be reading the ADC
and logging the output current. Each time data is sent to and from the ADC there is the
potential for digital noise to couple to the output. An uninterrupted ground plane provides
the cleanest return path for the digital signals and therefore will have the lowest noise.

The ground return path for the current output is also critically important. Even at a rela-
tively low maximum output current voltage drop across a PCB trace can create signi cant
errors. Just to give an idea a 2 mm wide trace thatis5 mmlong has 1.21 m  of resistance
for 1 oz/ ft? copper, which is a standard weight for PCBs. The 250 mA output current would
create a voltage drop of 0.3 mV across this trace. Depending on how things are ground
referenced, this 0.3 mV could potentially create offset errors in the circuit. For comparison
the voltage reference driftis 7.5 V/ C, so the offset error caused by the output current is
equivalentto a40 C temperature change. To prevent this, wide, short traces were used in
the output current path as can be seen in the input protection section of Figure 2.3. | also
opted to connect the output terminals to the circuit with large 10 AWG wire to keep voltage
drops to a minimum.

After the board was designed the last thing to do was design an enclosure. The reason
all of the circuitry only takes up a small portion of the board in Figure 2.3 is | originally
intended on using a smaller enclosure. After realizing this wasnt feasible | went with a
Hammond Manufacturing enclosure which ts a 120 78 mm PCB. Rather than modify
the end caps that came with the enclosure, | designed end panels to t the connectors and
indicators needed. A cheap and quick way to have end caps manufactured is to design
them as PCBs with only mechanical features. Most manufacturers offer aluminum PCBs
which in low quantities are pretty cheap $0.60 each. The front panel has a hole for the
USB connector and panel mount indicator LEDs. | also added holes for mounting a fan,
but left that as optional because for such low currents not much heat is generated. The
rear panel only has the holes for terminal block and some exhaust slots if a fan is used. A

nished current source can be seen in Figure 2.5. Because most of the circuitry is surface
mount, assembly can be done quickly, and | would recommend getting the solder paste
stencil.
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Figure 2.3: Final PCB layout for current sources.
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Figure 2.4: Front and rear panels designed for current sources.

Figure 2.5: Finished current source in its enclosure.

2.2.4 Performance

To verify the performance of the current sources, high performance test equipment is

required. The hardest parameter of the current sources to measure is the tempco, because
the measurement device must be exceptionally stable. For this speci c measurement a

Keysight 3458A was rented because it is one of the most temperature stable multimeters
ever made. Before the unit was shipped it was calibrated by Keysight so all measurements
were made while the device was within its 90 day accuracy spec quoted in the manual.
As a side note Keysight is very conservative with the accuracy de-rating quoted in the
datasheet, so the unit was probably much closer to the 24 hour spec. Doing a precision
stability measurement requires some care because small effects like thermal electromotive
forces (EMFs) can start to throw off a measurement. To overcome this, an Ethernet wire
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was used because it has pure copper twisted pairs and a proper ground shield. The pure
copper conductor is important because it minimizes the thermal EMF between the wire
and copper binding posts of the multimeter. To limit power supply drifts a battery was used
as the voltage source and the output current was set to 125 mA, to not drain the battery too
quickly. This is not a perfect setup because batteries still have a voltage tempco, but they
are still better than most bench power supplies.

Figure 2.6: Stability of current sources.

Data was logged for two hours, at 125 mA output current, at the maximum resolution of
the multimeter, which can be seen in Figure 2.6. Most of the time the current was within
0.1 A of the set current value. This actually represents a worst case scenario because the
current source circuit was open air so things like the HVAC turning on would have large
effects. Doing a true tempco measurement isnt really possible because it would require a
very expensive thermal chamber to adjust the temperature accurately. If for some reason
there is a need for an even more stable source, it is possible to change out the voltage
reference with something like an LM399AH. | have made test boards for an LM399AH

18



Figure 2.7: An LM399AH based board which outputs 10 V and 5 V.

using Vishay low tempco resistors to preserve as much of the temperature stability as
possible while still being able to trim the output. A test board can bee seen in Figure 2.7. The
dominant contributor to the tempco is the trim pot which is 10 ppm / Cand is sign cantly
larger than the LM399AH's intrinsic 0.3 ppm [/ C typical. Itis also of note that trimming the
voltage to all 8.5 digits is nearly impossible. My best attempt is shown in Figure 2.8 which
took around 30 minutes of trying.

The topic of trimming the voltage reference also applies to the voltage reference on the
current source. The ADR441 can be trimmed precisely to 2.5 V but it would come at least a
10 ppm/ Ctempco degradation. Because | made the choice to preserve the temperature
stability as much as possible, there will always be some amount of offset current at the
output. There are actually two sources of offset at the output, one being the voltage reference
and the other being the V ¢ of the I-V conversion op-amp. Some of the recommended op-
amps in the LTC1595 datasheet such as the LT1001 have the capability to trimV ¢ and
reduce the offset voltage but this would come at the same 10 ppm [/ C penalty. The LT1112
has aV,; of 35 V which means the offset will be less than 1 least signi cant bit (LSB) or

3.8 A with 250 mA max current. Compare that with the ADR441's accuracy of 0.04 %
meaning its output could be off by up 1 mV which would create a 100 A offset at the
output. In the units | have measured, the offset is nowhere near that bad and | typically see
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Figure 2.8: The closest | could trim the voltage to 5 V.

around 10 A. An example of a current source output current vs. DAC code measured with
a Keysight 34461A 6.5 digit multimeter can be seen in Fig. 2.9. For this unit the DC offset is
3.703 A and the slope of 3.8104 A/ code is almost perfect compared to the theoretical
value of 3.8109 A/ code. The slope error can be attributed to a number of things but the
largest contributor is the range of values Rpac can take. In the datasheet the typical value is
7 k butranges from 5-10 k . Substituting this range into equation 2.1 the slope can be
anywhere from 3.8071-3.8109 10 8,

The proper characteristics to quantify linearity for a DAC based system is Integral
Nonlinearity (INL) and Differential Nonlinearity (DNL). INL gives a measure of how the
output deviates from the ideal value at each code. DNL measures how much a step between
two codes deviates from the ideal. INL and DNL measurements can be seen in Figs 2.10
and 2.11. It's interesting that the accuracy is the worst at the middle of the range, and I'm
not exactly sure why that is. There may be some small design aw with the PCB that is
inducing the error or it may just be intrinsic to that speci ¢ DAC. | bought the cheaper B
variant of the LTC1595 which from the spec sheet has a max INL of 2 LSB, so something
else is contributing the other 2 LSB of error. It is possible that this is a result of an error in
the measurement setup and the performance of the current source is actually better than |
am reporting. Making an improved measurement would require much better equipment
that | dont have access to, so the presented specs should be quite conservative. The DNL is
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Figure 2.9: Measuring how linear the current source output is.

well within spec so no complaints there.

Two more charateristics of the current sources | wanted to quantify are load and line
regulation. These describe how to the ouput current changes with a change in supply
voltage and load resistance respectively. | would consider load regulation to be the more
important of the two because as the batteries powering the current sources drain their
voltage will drop. If this voltage drop causes the output current to sag and change a gradient

eld for example, the measurement would be ruined. This measurement was done using
a bench-top power supply as the voltage source for a current source. The current source
was setto 20 mA while the power supply was swept from  1-9 V. After each change the
power supply voltage and current source output were measured with the 34461A. In total
34 measurements were taken which can be seen in Figure 2.12. It's a little dif cult to try
and quantify a line regulation value from this plot because the 34461A just doesnt have
enough resolution. If in the future | rent a 3458A again | will redo this measurement. The
main takeaway is still positive though, over a range of 8 V the output current changes by 0.3

A.

Load regulation is a little bit harder to measure and typically requires specialized equip-
ment. One option is to use a potentiometer and precisely measure its resistance using the
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Figure 2.10: INL measurement of current source.

four-wire setting on the 34461A. Each time the potentiometer setting is changed a four-wire
measurement would be done just like for the line regulation test. Realistically | would need
to rent an electronic load which can be digitally set to speci c resistances and the whole
process would be automated. The reason | havent gone ahead with this measurement is
that's its not particularly important to our application. Since we are at such low currents,
changes in the coil resistances will be effectively zero.

One last critical parameter of the supplies is noise. Even though | could have used
the USB 5V to provide the output current, | was concerned that it would introduce an
unacceptable amount of noise. By leaving the voltage source up to the user, they have
the option to use low noise batteries or linear supplies. Because the current source is
inherently low noise an ampli er must be used, in this case an SRS SR560 at a gain of 1000.
A Measurement Computing DT9857E 24-bit ADC was used to read the output from the
SR560. As described in[Cio et al., 1998 ] the current noise spectrum is obtained by dividing
the voltage noise power spectrum across the load resistor by the square of the resistor value.
For these measurements the output was shorted and the voltage noise was measured across
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Figure 2.11: DNL measurement of current source.

the feedback resistor in the circuit. To try and isolate the noise only to the current source, a
NiCad battery was used because of their low intrinsic noise [Boggs et al., 1995. The SR560
was con gured as a band-pass lIter with corners at 0.1 and 10 Hz because icker noise
from the MOSFET dominates the spectrum. Measurements were taken at three currents: 1
mA, 10 mA, and 100 mA as can be seen in Figure 2.13.

Somewhat surprising to me was that the noise was actually lower at higher currents.
Calculating the theoretical noise for a MOSFET is a tumultuous task which and would
give a number that is essentially useless. Speci c geometry and processes for making the
semiconductor have signi cant impact on noise, and variations between devices even
from the same batch can have vastly different noise performance. There are some relatively
simple modi cations that can be made to improve the noise performance such as replacing
the MOSFET with a BJT. The circuit can also be recon gured such that the current sense
resistor is on the high side so a p-channel MOSFET can be used. Typically p-channel
MOSFETSs have superior noise performance than n-channel.
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Figure 2.12: Current source output deviation from setpoint vs voltage.

Figure 2.13: Current noise power spectrum.
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2.2.5 Software

As mentioned earlier, the main goal with the software was to make it as easy as possible to
use. By using the Arduino IDE my hope is that if in the future someone wants to make a
modi cation to the design, modifying the software accordingly is easy. The current source

is designed to act as a serial port over USB. Simple commands are issued to the device
to control the main functionality, while others are used to check parameters relevant to
the device. | have also made a GUI using python for controlling multiple current sources
simultaneously while logging data. In general the easiest way to interface with the current
source is by using python. The majority of the DAQ software is python so | have really
focused on the python functionality.

Basically all the software needs to do is convert the command issued by the computer
and transmit it to the relevant chip in the circuit. On the ATmega328P-U pins 14-17 are used
to control the serial peripheral interface (SPI) which is how the DAC and ADC communicate.
An advantage of using the Arduino IDE is that there are built-in functions which make using
the SPI interface simple. A small detail to note is that the DAC and ADC use different SPI
modes. The DAC uses SPI_MODEOwhereas the ADC uses SPI_ MODE3

The serial interface is designed so that each command is a capital letter. A list of all
commands is shown in table 2.1. When a command requesting data is issued there will be
a return value that must be read from the buffer. In python this is done by using readline()
in PySerial which reads all data until it hitsa \n character. Every return value sent by the
current source has a newline at the end so every write command should be followed by a
readline() . Some software has the option to query which is just a write followed immediately
by a read. In my experience doing a write with a small delay before the read works best and
sometimes a query is too fast for the return value.

Table 2.1: List of Commands for current sources.

Char | Description

Get ID of device

Read current value

Read the internal temperature
Set output current value

Get date of last calibration
Get maximum output current

ZOsS 41—
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Inside of each current source there is a negative temperature coef cient (NTC) ther-
mistor that is used for monitoring the temperature. The idea is to thermally bond this
thermistor to the MOSFET, which is the most likely component to overheat. Implemented
in the software is a thermal cutout, at which point the current source automatically shuts
down. The actual temperature at which to set the cutoff is somewhat arbitrary but currently
itis 90 C.lam much less concerned with the accuracy and resolution of the NTC soitis
read by one of the ATmega328P's onboard ADCs. There are seven more ADCs available if
more temperature sensors need to be added in the future. The ATmega328P also has an 12C
interface which can be used for communicating with a better temperature sensor such as
the TMP117, which has 0.1 C resolution.
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CHAPTER

3

ACTIVE MAGNETIC FIELD
CANCELLATION SYSTEM

3.1 Introduction

To achieve the required magnetic eld homogeneity for SOS@PULSTAR, multiple layers of
magnetic shielding must be used. SOS@PULSTAR will have four primary magnetic sheids.
The inner most being a superconducting layer of lead coated on the outside of the magnet
package which can be seen in Figure 3.1. Going out another layer is a cryogenic (70 K)
Co-NETIC® AA shield which surrounds the IVC as shown in Figure 3.2. The next layer is a
double cylinder of ferromagnetic shield made of Metglas that surrounds as much of the
cryostat as possible. And nally the outermost layer is a set of coils which actively cancel
ambient elds. The goal of the active cancellation system (ACS) is to create a zero eld region
inside of the Lead superconducting shield. This chapter will describe the development and
construction of the ACS.
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Figure 3.1: Magnetic eld package for the SOS@PULSTAR apparatus, with lead shield
shown in gray.

Figure 3.2: Co-NETIC AA magnetic shield shown in gold surrounding the IVC.
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3.2 Basic Design

Most of ACS for SOS@PULSTAR is based on a system built at the Paul Scherrer Institute
(PSI) for their nEDM experiment [Afach et al., 2014]. In their design large rectangular coils
surround the apparatus. Magnetic eld probes are placed within the coil volume and
monitor the ambient magnetic eld. By using a feedback algorithm the currents in each

coil is modi ed such that the measured eld is cancelled out.

Figure 3.3: Location of coils that surround apparatus.

The six coils used for SOS@PULSTAR were designed by a previous graduate student,
Christian White. In this design the four vertically oriented coils are 4.572 4.318 m rect-
angles while the two horizontal coils are 4.572 4.572 m squares as shown in Figure 3.3. |
based the rest of the system around coils with these dimension because 80 /20 frame parts
had already been fabricated and purchased.

3.3 Magnetometers

For the purpose of monitoring small elds at room temperature, the natural choice of
magnetometer is a uxgate probe. Fluxgate probes are much more sensitive than Hall effect
sensors, but not as sensitive as SQUIDs. The sensor chosen is the Stefan-Mayer FLC100
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single axis uxgate. This sensor was chosen because of its low price and small footprint, in
addition to being readily available in quantity. Optimally, three axis probes would be used
to give as much information on the eld components at each sensor location. Stefan-Mayer
does make a 3-axis probe, the FLC3-70, but it is signi cantly more expensive than three
FLC100ss.

3.3.1 Sensor Boxes

To remedy this, a three axis box was designed to hold three FLC100s at right angles to each
other. The boxes also serve to protect the sensors as they are bare PCBs. Figure 3.4 shows
the current version of the sensor box which includes protection circuitry.

Figure 3.4: Three axis sensor box with protection circuitry.

The boxes are 3D printed from ABS plastic which has a good compromise of durability
and price. Each sensor is located by press t pins which mate into holes in the box. A cover
screws onto the box into the threaded inserts which are heat pressed into holes at each
corner. Six of these boxes were made for a total of 18 individual sensors.

3.3.2 Protection Circuitry

Due to the low cost of these sensors, they feature virtually no protection circuitry on the
input or output. This makes them quite easy to break or for them to have unreliable perfor-
mance. To overcome this, a custom PCB was designed to x the major problems present.
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The protection PCB can be seen in the lower right hand corner of the box in Figure 3.4.
To protect the input of the sensors, which are very sensitive, circuitry added in line with
the power supply. The added components can be seen in Figure 3.5.

Figure 3.5: Sensor input protection circuitry.

The three inputs from the power supply connect to headers J3, J12, and J4in 3.5. The
rst components starting from the left are Schottky diodes which provide reverse polarity
protection. Schottkys were chosen because of their low forward bias voltage drop, however
almost any rectifying diode would work. The speci ¢ diode chosen protects against reverse
polarity up to 30 V. Next is a 100 mA fast blow fuse which will quickly break in the event of
an over-current condition. Following the fuse is a 50 current limiting resistor and Zener
diode. The diode has a Zener voltage of 5.1 V, protecting the sensors from over-voltage. The
resistor limits current through the Zener when it starts to conduct, and prevents it from
burning out. In the event of a large over-voltage, the Zener should still draw enough current
to blow the fuse and protect the sensors.

In addition to input protection, circuitry is placed at the output of the sensor to prevent
them from being overloaded. Due to experimental constraints the sensors must be placed
far away from the data acquisition (DAQ) unit, and therefore long cables must be used. This
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presents two problems: noise can easily be picked up by the long cables, and long cables
have high capacitance. For now the capacitance problem will be focused on; noise pickup
will be covered in a later section.

The capacitance problem stems from the topology of the sensors. Their output comes
directly from a precision op amp that is designed to drive high resistance low capacitance
loads. The c100s are speci ed to have an output load of >1k and <100 pF. High output
resistance is easy to achieve, but a few feet of cable can easily have more than 100 pF of
capacitance. At the output of the sensors an AD8221 instrumentation ampli er (IA) buffers
the output and converts the differential signal to single ended. An IA has much higher
load driving capabilities and allows for much longer cables to be run. The AD8221 has the
capability to very precisely set the signal gain and use more of the ADC's full-scale range
by adding only one resistor. Converting the signal from differential to single ended makes
analog Itering the signal much easier, but at the cost of potentially higher noise. Analog

Itering of the sensor signal is required and will be discussed in the next section.

The inclusion of IAs solve some problems but introduce others. One such problem is the
recti cation of RF interference which creates a DC offset at the output. In testing this wasnt
found to be a problem, mainly because the FLC100s are naturally bandlimited. With a -3 dB
point at 1 kHz, any high frequency elds will be attenuated by the sensor. The only RF noise
that will be picked up is by the leads connecting the sensor to the 1A, which are kept short.
Despite having better capacitive load capabilities, a 220 Ohm resistor was needed between
the output of the 1A and cable to decouple the line capacitance and remove some small
oscillations. The inclusion of the IA also means a negative power rail is required because
the single ended signal can swing positive or negative. This is why a -5 V rail is present in
Figure 3.5.

3.3.3 Analog Filtering

Due to the sensitivity and operating method of uxgate sensors, it is critical to do some
Itering of the signal. Both analog and digital ltering were tested, but the nal implemen-
tation uses only analog lItering which was found to be suf cient. A major component
that needs to be ltered is the excitation frequency used to drive the coil of the sensor.
For the FLC100 this frequencyis 17 kHz and varies from sensor to sensor. The excitation
frequency coupling to the sensor output is what causes the |IA output to oscillate. Another
major component to Iter is the 60 Hz mains power and all of its harmonics which are all
picked up by the sensor. For this application, the type of analog Iter chosen was a third
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order low pass Butterworth lter. While requiring more components than some other lIter
types, the Butterworth is preferable because all frequencies in the passband have equal
gain.

Figure 3.6: Analog Iter schematic.

The circuit schematic can be seen in Figure 3.6. This design uses a Sallen-Key topology
which is preferred over multiple feedback due to higher gain accuracy. A cutoff frequency
of 5 Hz was chosen so that 60 Hz noise would be suf ciently attenuated without needing a
higher order Iter. For a third order Iter, 60 Hz noise should be attenuated by about -55 dB
which is suf cient. As with all high order lters, op amps are required. The op amp chosen
in the nal design was the ADA4075-2 for a variety of reasons. It's a high precision op amp
with excellent noise properties and is readily available at a relatively low price. Because
each sensor needs its own lter, individual component costs can add up quickly.

Initially the Iter was designed in LTSpice and a test version was made on a breadboard,
to verify it would operate correctly. The frequency response of the Iter was measured
using the Digilent Analog Discovery 2 in its network analyzer mode. A comparison of the
Iter's frequency response compared to the spice simulation can be seen in Figure 3.7.
The frequency response can only be accurately measured upto 100 Hz due to noise and
limited hardware of the Analog Discovery 2. Veri cation was done at higher frequencies
using an HP4195A spectrum analyzer.
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Figure 3.7: Comparison of actual Iter frequency response with spice simulation. Red
lines mark designed -3 dB point.

To test the improvement in noise, an FLC100 signal was measured with a high resolution
24-bit ADC to maximize sensitivity. The signal was measured at 100 kHz sample rate with
and without the lter in place and Fourier transformed. As expected the noise performance
was improved signi cantly and the frequencies of interest at 60 Hz and 17 kHz were
removed almost entirely. A comparison of the Itered and un Itered output can be seen in
Figure 3.8. The amount of 60 Hz and 17 kHz noise remaining is low enough that the lower
resolution 16-bit ADC used in the system cannot resolve it. This is veri ed in Figure 3.9.

3.3.4 Filter Implementation

Once the Iter topology was nalized, a PCB was designed to interface directly with the
ADC via a 40 pin header. The current system uses 18 sensors but the board was designed
with 24 input channels, leaving room for the possibility of future expansion. Sensor boxes 7
and 8 are jumper enabled and are disabled by default. Because the Iters input and output
single ended signals and to avoid ground loops, the Iter board and ADC must share the
same analog ground reference. A large ground plane surrounds as much of the Iter board
as possible so all Iters and the ADC have low inductance ground paths. The nal design

of the PCB can be seen in Figure 3.10. Originally the sensor boxes connected to the board
with plugs, but these were later found to be unreliable and removed in favor of soldered
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Figure 3.8: Power Spectral Density (PSD) of sensor output with and without ltering.

Figure 3.9: PSD of Itered sensor output using 16-bit ADC.

connections.
Powering the full system is non-trivial due to the non-standard voltage requirements.
The FLC100s are rated to operate between 5-5.5V, and are operated at a max of 5.1 V due to

35



Figure 3.10: PCB with 24 analog lters.

the Zener diodes. Since thereis 250 mV drop from the reverse polarity protection diodes,
a nominal power supply voltage of 5.5 V is desired. At this voltage all circuits are adequately
powered and the Zener diodes will conduct minimally. Both power rails are generated
from an off the shelf 12 V switching supply, then stepped down with linear regulators. All
components were put in an aluminum enclosure as seen in Figure 3.11. Despite the low
power requirements of all electronics, the voltage regulators were still found to overheat. To
remedy this, heatsinks were thermal epoxied to the regulators and a fan was added to the
enclosure. The intake of the fan was covered with copper mesh to prevent dust and objects
from falling in, and to help with shielding.

3.4 Colls

3.4.1 Magnetic Field Survey

For the design by Christian White it was thought that lower elds would need to be cancelled,
and therefore lower turn coils could be used. Because of this, 20 V /10 A supplies were
purchased as they would be suf cient for the initial design. Once all sensor boxes were
completed a survey was done over multiple weeks to see what magnitude elds would need
to be cancelled. From the results of the survey, decisions about wire gauge and number of
turns for each coil were made.

The survey was done before any analog Itering was added so the data is much noisier.
This doesnt impact the results of the study as we are primarily interested in the magnitude
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