ABSTRACT

RAMACHANDRA, BHARATHKUMAR. Anomaly Detection in Videos. (Under the direction
of Ranga Raju Vatsavai.)

Video anomaly detection is the task of localizing (spatially and temporally) anomalies in
videos, where anomalies refer simply to unusual activity. In order to define what is normal, video
of normal activity from the scene is provided. In the formulation of video anomaly detection that
we focus on, we assume both the normal training video as well as the testing video come from the
same single fixed camera. Existing benchmark datasets are too small and simple, and existing
evaluation criteria do not reflect real-world performance adequately. Further, existing methods
either make too many assumptions about the video or require computationally expensive model
building phases.

Our work offers the following novel contributions: (1) a statistical piecewise parametric ap-
proach to model spatio-temporal correlations and localize anomalies as low probability events;
(2) a new large benchmark dataset and new evaluation protocol that will shift the direction of
research to a more meaningful one; (3) an exemplar-based nearest neighbor approach to video
anomaly detection that uses a distance function learned by a Siamese convolutional neural net-
work to measure how similar activity in testing video is to normal activity; (4) a generalized
nearest neighbor approach to video anomaly detection that learns a distance function on arbi-

trary sized video patches; (5) a comprehensive survey of past video anomaly detection research.
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Chapter 1

Research Outline

Consider a security guard monitoring a large set of CCTV camera footage from surveillance
cameras. Most of the videos show nothing interesting for most of the time. The guard cannot
possibly pay attention to all of the cameras for long periods of time. An algorithm that moni-
tored each video and agged possibly strange activity automatically would enable the guard to
perform his duties with increased accuracy and at scale. This is the motivation behind video
anomaly detection. The basic idea is to learn a model of normal activity given training video
of normal activity and then to use this model to detect anomalies, which are activities that
are di erent from any seen in the training video. The training video cannot be expected to
also contain anomalies simply because one cannot possibly know or capture all possible future
anomalous events. A video anomaly detection algorithm that is accurate and e cient would be
extremely useful in the surveillance scenario sketched above. By accurate, we mean achieving
a high anomaly detection rate at a relatively low false positive rate. Video anomaly detection
also has applications in factory automation (monitoring the activity of assembly line workers or
robots), video search, recounting events in videos and video summarization among others.

The rest of this dissertation is organized as follows.

Chapter 2 - A statistical piecewise parametric approach We rst work on a more
speci ¢ case of this problem, namely extreme event detection in spatio-temporal meteorological
elds. Here extreme events are anomalies and the spatio-temporal eld can be understood as
video. We propose a statistical piecewise parametric approach to model spatio-temporal cor-
relations in global earth surface temperature observations and localize contextual anomalous
clusters as low probability events. Our approach performs reasonably when evaluated on a large
real climate dataset and we validate our method on historical records of extreme events. We
also apply this method to detect anomalies in natural videos to demonstrate the generality of
this approach.

Chapter 3 - Street Scene: A new dataset and evaluation protocol We then move
to a more common version of the problem, with natural surveillance video. In this eld, we
notice that the benchmark datasets are small and simple, and the evaluation protocol awed.
In our second e ort, we address these issues by contributing a new large dataset called Street



Scene, new evaluation protocol that re ect real-world performance better and two novel baseline
algorithms for comparsion that greatly outperform two previously published methods on Street
Scene.

Chapter 4 - A nearest neighbor approach using a distance function learned with
a Siamese network First we recognize that our statistical approach presented in Chapter 2 is
best suited for meteorological data, for which it was rst conceived, and thus isn't necessarily
the best t for natural videos; we take the lessons from that approach forward into another.
We also recognize from reviewing literature that other methods in this eld have two major
limitations: 1) they are too speci c in the anomalies they detect, that is, they use handcrafted
features and make certain large assumptions about the video; 2) they require a computationally
expensive model building phase. To overcome these limitations, we propose a novel exemplar-
based nearest neighbor approach to video anomaly detection that uses a distance functiearned
by a Siamese convolutional neural network to measure how similar activity in testing video is
to normal activity. The learned distance function can be used in a more general out-of-the-box
fashion and the exemplar model building phase is e cient and scalable.

Chapter 5 - A generalized nearest neighbor approach using a distance function
learned with a Siamese network with arbitrary sized inputs Upon observing that our
previous work in Chapter 4 has one large limitation in operating at a single scale at all stages
of the algorithm, we devise a strategy generalize the approach to work with region proposals
and arbitrary sized video patches. We address the non-trivial changes this entails and show that
anomaly detection performance is simultaneously retained at high levels.

Chapter 6 - A survey of video anomaly detection research We nally provide the
most comprehensive survey of video anomaly detection research to-date. We organize past re-
search into an intuitive taxonomy based on their representation and modeling choices. We also
compile a table for performance comparison over the years and a list of best practices for the
future.

Chapter 7 - Conclusion = We summarize our contributions in the larger context of the
research community and provide closing remarks.



Chapter 2

A statistical piecewise parametric
approach

Finding anomalous regions in spatio-temporal climate data is an important problem with a
need for greater accuracy. The collective and contextual nature of anomalies (for example, heat
waves) coupled with the real-valued, seasonal, multi-modal, highly correlated and gridded nature
of climate variable observations poses a multitude of challenges. Existing anomaly detection
methods have limitations in the speci c setting of real-valued areal spatio-temporal data.

In this chapter, we develop a method for extreme event detection in meteorological datasets
that follows from well known distribution-based anomaly detection approaches. The method
models spatial and temporal correlations explicitly through a piecewise parametric assumption
and generalizes the Mahalanobis distance across distributions of di erent dimensionalities. The
result is an e ective method to mine contiguous spatio-temporal anomalous regions from meteo-
rological elds which improves upon the current standard approach in climatology. The proposed
method has been evaluated on a real global surface temperature dataset and validated using
historical records of extreme events.

2.1 Introduction

Anomalous spatio-temporal clusters [NMO5] are collective contiguous sets of observations that
deviate in large amounts from the rest of the observations in space and/or time. Anomalous
clusters are sometimes also called hotspots when they occur in point pattern data such as
crime or disease data. They possess the property that while the data points in the cluster may
not individually be anomalous, they exhibit anomalous behavior when considered together. For
example, climatic extreme events such as heat and cold waves present as anomalous clusters,
as opposed to point anomalies such as a credit card transaction for an unusually high amount.
Spatio-temporal data have the unique property that observations closer in space and/or time
tend to be more correlated than observations far away, a property known as autocorrelation



[Leg93] which requires an understanding of spatial and temporal context to address. Spatial
context is demonstrated by an example - a heat wave over an elevated plateau that usually
experiences low temperatures would need to have relatively lower temperature to be considered
anomalous compared to an area of lowlands at the same time of the year for which normal
temperatures are higher. For temporal context, one can think of the notion of a hot day in the
summer being di erent from one in the winter.

To be able to make informed decisions about the impacts of anomalous clusters in their re-
spective domains, it is important to study these kinds of anomalies. For example, understanding
how disease clusters evolve through time could help prevent outbreaks earlier than otherwise
possible; understanding the behavior of heat waves that are known to cause forest res and heat
strokes could help save lives and industries that depend on forests. The bene ts of detecting
anomalies include preventing network intrusions, investigating insurance and tax fraud, iden-
tifying minority demographics, monitoring the impacts of climate change and discovering new
materials. The anomaly detection problem naturally extends to the climate domain accompa-
nied by increasing e orts to study climatic extremes to address growing concerns over climate
change [LK12; DP09; Kao09].

Anomaly or outlier detection in datasets is a well studied problem [Cha09; Aggl5], as is
clustering [Ber06; XWO05], and they are tightly coupled. Anomalous cluster detection falls in
between the two [Nei06]. In this paper, we propose an unsupervised anomalous cluster detection
method for gridded spatio-temporal meteorological elds (see Figure 2.1).

De nition 2.1.1  Gridded spatio-temporal meterological data are real-valued observations
that capture the physical state of the atmosphere collected at xed resolution at equal intervals
of time and aggregated (possibly interpolated) to spatial grids.

Figure 2.1 Gridded spatio-temporal meteorological data typically has a time series of real-valued
observations at each grid cell.

This work is motivated by the following observations.



Firstly, existing anomaly detection methods in literature are not suitable to address the
nature of meteorological data and the types of anomalies observed here. Anomaly detection
methods mainly deal with point pattern data and modi cation to gridded continuous values is
not straightforward. Beside that, the seasonal nature of climate data poses unigue challenges.

Secondly, fast and accurate extreme event detection in climate data is important and not
well studied. The need to understand our climate is increasing as we study the impacts of climate
change.

Finally, it is expected that more and more gridded data will be available with increasing
spatial and temporal resolutions (for example, satellite imagery time series) and ner resolution
climate simulations [Ovell]. Additionally, with the practice of making data open to the public
gaining traction, the release of aggregated spatial data (to protect privacy) to the public will
become common practice. Here, the signi cance of aggregated data is the change of data format
from values associated with points to values associated with polygons.

2.1.1 Our contributions

The contribution of this paper is an algorithm for unsupervised anomalous cluster detection
in gridded spatio-temporal meteorological datasets. To accomplish this, our method proposes
considering the time series atsubsets of spatial locationsas features in a multivariate dataset.
Recognizing that this dataset representsmall uctuations values around a xed point in space-
time, we model these natural uctuations as Gaussian with an aim to calculate deviations of
each observation under its distribution. The deviation scores are obtained by @eneralization
of Mahalanobis distance that allows critical comparison across distributions of di ering dimen-
sionalities.

The primary advantage of our approach is that we do not assume complete independence
over space or time, rather we explicitly model approximations to both spatial and temporal
autocorrelations. As far as the authors are aware, this is a novel formulation of a piecewise
parametric assumption to model autocorrelations. We provide a demonstration of the e ective-
ness of this method by applying it on a well known real dataset containing 35 years of daily
global temperatures and comparing it to the standard approach in climatology. To show the
generalizability of this approach, we also apply it to the task of anomaly localization in natural
video.

We developed and deployed this anomaly detection algorithm in support of the ORNL
Climate Change Science Institute managed National Extreme Events Database (NEED). This
database collects, analyzes, and manages national extreme events in support of the Department
of Energy's energy security missions. We have also developed a web interface to query spatial
maps of anomalies based on this method that will be made publicly available as part of the
NEED project.



2.2 Related work

Gridded spatio-temporal data get relatively little attention within the data science community,
despite their importance for climate and environmental questions. As such, it should not be
surprising that many comparable approaches do not exist. Therefore, we explore the existing
literature in anomaly detection and identify their speci ¢ limitations to this problem setting; the
limitations are brought about by a compounding e ect of the data being real-valued, correlated,
seasonal and gridded. The collective and contextual nature of heat and cold waves also add to the
challenge. Note that real-valued gridded data (see Figure 2.2) are very di erent from overlaying a
grid on a point pattern - a grid on a point pattern usually aggregates counts and grid cells could
have counts of zero while real-valued gridded data necessarily associate a hon-zero aggregate
real-value with every grid cell.

2.2.1 Classi cation-based approaches

Classi cation-based approaches such as [Abe06] are based on the availability of ground truth
for normal data. If a new instance is badly represented by the classi cation model, it is agged
as anomalous. Sinceepresentative ground truth of normalcy is not practical for meteorological
datasets, we refer the reader to [GOF15] for further reading on classi cation-based approaches.

2.2.2 Nearest-neighbor (distance) based approaches

Traditional nearest neighbor based approaches nd it hard to deal with groups of anomalies. In
[KN98], the authors presented a notion of distance-based anomaly which is free of distributional
assumptions and can be applied to multidimensional datasets. In [Bre00], the authors proposed
Local Outlier Factor which captures how isolated an object is with respect to its surrounding
neighborhood. ORCA [BS03] is another fast distance-based anomaly detection method based on
a similar idea. Although these methods are able to capture groups of anomalies, they operate
on point patterns and the de nition of a metric over heterogeneous dimensions of space, time
and temperature (multi-modal data) is an intractable problem.

2.2.3 Clustering-based approaches

Clustering-based approaches nd anomalies based on the following two notions: (i) points which
exhibit low membership to their clusters could be anomalous, (ii) anomalies themselves may be
clustered. However, for (i) the algorithms assume that anomalies are isolated and for (ii) the
algorithms assume the opposite. In meteorological data, we would at times expect both. For
example, clustering algorithms such as DBSCAN [Est96] and € [Nan01] can automatically
handle anomalies but since their focus is on clustering, they treat these points as noise and
are known to miss detection of groups of anomalies. In [Jia01], the authors perform anomaly
detection during clustering, but they are only able to detectsmall groups of anomalies. In K-



means [CG13] the number of anomalies has to be speci ed beforehand and this only works well
for point patterns.

These approaches would need our gridded data to be represented as point pattern in a
feature space such aslatitude; longitude;time;temperature i. Again, de ning a metric over
these heterogeneous dimensions becomes an issue in any clustering-style algorithm. For this
reason, CBLOF [He03] which is an elegant solution to cluster-based local outlier detection, is
inapplicable.

2.2.4 Statistical approaches

This is the broadest class of methods and where our method falls. These approaches are based
on measuring the likelihood that an observation was generated by a certain parameterized
distribution, which can either be assumed or derived [GOF15].

The idea of modeling non-anomalous data with a suitable distribution and agging high
deviations from this (low density regions) as anomalous is the most reasonable one given climate
data due to its exibility. Gaussian Processes [Ras06] emerge as a natural candidate to model
the complexity in climate data. They are however, computationally expensive. For instance, for
a time series of lengthT, temporal Gaussian Process regression requires storing and inverting a
T T covariance matrix multiple times per spatial location in addition to having to perform the
expensive process of optimizing hyperparameters in the covariance function in order to better
t the underlying data distribution. Even a purely periodic temporal Gaussian process would
be too slow. A spatio-temporal Gaussian Process would consider each location in the space-time
feature space as a dimension in a multivariate Gaussian leading to a much larger covariance
matrix. Without a breakthrough in the speed of matrix inversion, this method is unrealistic.

Likelihood Ratio Tests [Pan13] and Spatial Scan Statistics [Kul97] have been used for spatial
hotspot detection. A fair amount of literature that is based on the fundamental ideas from these
methods has been seen in the recent past, but they largely focus on addressing computational
limitations. The Likelihood Ratio Tests (LRT) method assumes the absence of clusters as the
null hypothesis versus the alternative hypothesis of clustering in a certain window. Spatial Scan
Statistic is similar to LRT, but also performs randomization testing to account for the possibil-
ity of nding clusters that occur solely by chance. Unfortunately, they too were formulated for
point processes and overlay a grid only to simplify distance bounds. They assume an underlying
generative point process such as inhomogeneous Poisson. A formulation for real-valued data
could be used such as a Gaussian space-time LRT but the distributional assumption would be
global which is known to not hold in climate data. We tackle this issue by proposing a piecewise
parametric assumption.One recent method [Tell14] tries to overcome the comparison to a global
background distribution di erently, by introducing the notion of a generalized local neighborhood
such that a Likelihood Ratio Test between a homogeneous region and its generalized neighbor-
hood determines its anomalousness. However, experiments show that these types of methods
would be sensitive to the seasonal nature of climate data [GOF15]. The authors themselves



acknowledge that their method does not account for the seasonality in the climate datayhereas
we explicitly exploit the seasonality

Gaussian Mixture Model (GMM) and fuzzy clustering based methods [YamO0O0] [JL12] can
t complex datasets but climate data are known in some regions to follow non-Gaussian dis-
tributions [Nad06]. We propose a piecewise parametric assumption instead - modeling only the
naturally occurring small uctuations in a local spatio-temporal neighborhood as Gaussian rather
than a single Gaussian or GMM over the entire spatial eld to overcome this limitation.

The Mahalanobis distance can usually be used to test the outlierness of an instance in
multivariate datasets. However, when the comparison of these distances across di erent distri-
butions and those with di erent dimensionalities is required, the Mahalanobis distance loses
meaning. We propose the use of the cumulative chi-squared distribution to determine probability
of observing a Mahalanobis distance, which is comparable across distributions to overcome this
limitation.

2.3 Background

We provide background information on the dataset and describe the method currently used in
climatology for anomaly detection.

Figure 2.2 Real-valued gridded temperature data on 3 January 1979. Temperatures are in Kelvin.

2.3.1 Climate dataset

One of the most reliable climate datasets is the NCEP Reanalysis dataset provided by the
NOAA/OAR/ESRL PSD, Boulder, Colorado, USA (http://www.esrl.noaa.gov/psd/) [Kal96].

The data are daily averaged surface temperatures recorded for the entire world in 83 144
gridded format (2.5 latitude by 2.5 longitude spatial resolution) for each day in the years 1948
- 2013. These are geostatistical data from scattered weather stations that have been interpolated
to a grid to create areal spatial data as part of a reanalysis process (see [Kal96] for details).



We consider only data from the year 1979 onward to account for sensor accuracy. This yields
approximately 134 million observations stored in over 12,000 at les. We chose the variable
near surface temperature to work with as it is likely to have relevance to the reader and most
interpretability to a climatologist. Figure 2.2 shows the spatial surface temperature eld for one
day.

2.3.2 Data Generation, Corruption Process

Anomalies can either be seen as observations that have been generated from a di erent mech-
anism or that shared the same mechanism as the rest but were subsequently corrupted. We
assume a particular two-part process underlying the creation of our data: a generative process
that produces anomaly-free data from a governing distribution and a corruption process that
replaces data using samples from a di erent distribution. We assume no distributional form of
the generative process but do make the assumption that it is piecewise Gaussian, that is, the
temperature uctuations about any point in space-time are natural and are weakly Gaussian.
The corruption process we assume selects spatially contiguous subsets of data that are pairwise
correlated and replaces them with data from a di erent distribution, the form of which we do
not assume.

2.3.3 Domain method

The standard domain method in climatology [LB12] to detect extreme events in gridded data
does the following: A 5-day running window centered on a calendar day which spans 35 years is
considered. This yields a set 085 5 = 175 values, from which long-term mean Kmean) and 5"
and 95" percentiles sy, and g5, ) are calculated. Then the deviation score of an observation
X is given by
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This procedure is purely temporal as it is repeated in isolation for each grid cell. By doing
this, the domain method assumes complete spatial independence, which is unfavorable.

2.4 Outline of Our Method

We attempt to establish notation, provide conceptual foundation for our approach and explain
the di erent components and parameter choices in this section before presenting our algorithm.

2.4.1 The multivariate Gaussian

In general, modeling the joint probability distribution of any nite set of observations from



common practice. There are two reasons behind this. First, the central limit theorem shows that
the sum of many independent random variables is approximately normally distributed. Second,
of all distributions with the same variance, the normal distribution encodes least amount of
prior knowledge into a model [Goo16]. Formally,

Y (x1); Y (X2):mnnY(xe) MVG(RE ™) (2.2)

where £ is the estimated mean vector,” is the estimated covariance matrix, Xj is the
spatial location at the i" spatial index (some combination of latitude and longitude indices)
inthe k = n m grid. Modeling spatial locations as dimensions in our MVG means that the
covariance between time series at said locations would represent spatial correlations. The case

Gaussian Processes that extends the MVG to in nite index sets.

If we have enough data replication over time, we can de ne the exact forms of both mean
vector and covariance matrix and thus get Maximum Likelihood estimates (MLE) for both.
This lets us forego de ning a covariance function that governs the strength of the relationship
between temperatures at di erent spatial locations. In the climate dataset, we assume that the
temperature eld is periodic with period equal to 365. The mean estimate is given by

A 1 XX
Y (xi)a) = g7 y(iid+ ht) (2.3)
t=1 I= 2
where Q(Y(xi)d) is the mean vector corresponding to the random variable at the't spatial
location and calendar dayd, T = 35 years in the dataset andy(x;; d;t) is the observation at
spatial location x; and calendar dayd on year t. We will drop the d subscript for simplicity
going forward.

2.4.1.1 Temporal autocorrelation

The mean estimate is de ned in (2.3) as the 5-day window long term mean. One of the reasons
we use a window is practicality: without it, there is a stricter limit on the size of the scanning
window and thus the accuracy of the estimates of the parameters of the MVG is e ected.
By assuming strong correlation over a 5-calendar-day window, we increase the size of sample
available in each window to35 5 = 175. Another reason for using a window is that it serves as
an approximation to temporal autocorrelations as opposed to assuming complete independence
among observations from one day to the next. We x the size of window to 5 for comparability to
the domain method [LB12]. For more information on estimating this parameter for a particular
dataset, see subsection 2.7.1. The MLE for covariance between spatial locationsand x; with
notation as before is
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2.4.1.2 Spatial autocorrelation

Gridded temperature data on a given day obeys Tobler's First Law of Geography, which argues
that the degree to which two locations are correlated is based on their nearness. We assume
that beyond a certain distance two locations have low covariance in order to facilitate accurate
estimation of the covariance matrices given nite available data replication over time. Speci -
cally, we assume that two locations are highly correlated if they fall within a3 3 window, or
two grid cell hops. For a justi cation for this parameter choice see subsection 2.4.3, and for
information on estimating this parameter see subsection 2.7.1.

2.4.1.3 Mahalanobis distance

To nd anomalies from this MVG, we rst calculate the Mahalanobis distance of any given
observation from its Gaussian given by estimated mean vector and covariance matrix. The
Mahalanobis distance is given by
N N q N N
MD(yiN(3 ") = (y 9 Yy =) (2.5)
Mahalanobis distances cannot directly serve as our deviation scores #gy are not directly
comparable across distributions of varying numbers of dimensionBigure 2.3 shows two random
normal variables with zero covariance, their respective univariate Gaussia@5% con dence in-

tervals denoted by the tick marks on the axes and their uncorrelated bivariate Gaussia®5%
con dence ellipse. The ellipse intersecting the axes further than the tick marks captures this
dimensionality e ect .

2.4.1.4 Generalizing Mahalanobis distance to varying dimensionalities

As we will see in subsection 2.4.3, the size of our scanning window governs the dimensionality of
our distribution. We propose the use of the cumulative chi-squared distribution to retrieve the
probability of observing a given Mahalanobis distance. This follows from the observation that
the sum of p standard normal random variables follows a chi-squared distribution withp degrees
of freedom. These probabilities associate Mahalanobis distances to their distributions, thus are
comparable across MVGs of di ering dimensionalities and serve as our deviation scores.

Lemma 2.4.1 The set of squared Mahalanobis distances derived between a sample froma
dimensional multivariate normal distribution and the same distribution follows a chi-squared
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Figure 2.3 Uncorrelated Bivariate Gaussian that demonstrates the dimensionality e ect.

distribution with p degrees of freedom [McL99; Atk94].

fMD (¥;Np(Z ")%g 2 (2.6)

wherey N (3 ™)

2.4.2 E ect of distribution-based anomaly detection

Figure 2.4 Correlated Bivariate Gaussian that demonstrates the e ect of capturing spatial autocorre-
lation.

The idea of using the MVG to model spatial autocorrelations explicitly is presented in
Figure 2.4. It follows the idea of distribution-based group anomaly detection that the authors

12



in [Xioll] characterize: a point that is not anomalous by itself could be when considered along
with others as part of a distribution. The green point (1) in the gure would be an anomaly

in the X, axis alone since it lies to the right of the tick mark (which represents 95% con dence
interval) on the axis. However, in two dimensions it is non-anomalous as it lies well within the
95% con dence ellipse for instance. Similarly, the purple point (2) lies inside the 95% tick marks
on both axis individually but lies outside the con dence ellipse in two dimensions. Note that the
cases where a point lies in the N or IV!" quadrants would account to a window spanning grid
cells where one dimension is greater than the mean and one is lesser. We remove these points
from consideration for being anomalous because only one type of anomaly is possible for each
window - either warm or cold, but not both.

Figure 2.5 Modeling the uctuations in a small temporal neighborhood around a xed point in
space-time as a MVG. Each color in the plot represents a di erent year.

We propose only modeling the small temperature uctuations in a small spatio-temporal
neighborhood around a xed point as a MVG.To proceed with a normality assumption, we
tested a random sample of 1000 windows for normality using the Shapiro-Wilk's test for uni-
variate Gaussians [SW65] and Mardia's test for multivariate Gaussians [Mar70] at 1% signif-
icance level and 55% of windows passed the normality test. For example, Figure 2.5 presents
the observation that for a xed location although temperature is seasonal over a year, zooming
into a small temporal window gives us data that have only small uctuations (mean and +/-

2 standard deviations plot is at) which can be modeled as a Gaussian (right). As the authors

in [Warll] and [CG13] point out, slight deviations from normality are to be expected for large
scale data analyses and the set of Mahalanobis distances following a chi-squared distribution
is at least somewhat robust to these deviations. To deal with these di culties, the authors in
[Warll] advocate that the experimental setup should be to declare some top k% of suitable
deviation scores such as Mahalanobis distances as anomalous. Since our deviation scores are
cumulative probabilities that are comparable across di erent distributions, both normal and
non-normal distributions, we take top k% among all scores across the entire spatial eld; thus
the robustness of our approach exceeds that of simply taking top k% of Mahalanobis distances
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from a single non-normal distribution.

2.4.3 The scanning window

Since the corruption process can select any subset of pair-wise correlated data, we look at subsets
of data of varying (window) sizes to see if they depart signi cantly from the marginal distribution
over those same locations. If we were only to consider larger windows that encompassed the
corrupted locations, the window would seem more likely to have come from the generative process
because the non-corrupted dimensions would not have the same impact on the deviation scores
as the corrupted dimensions. A subset of the window con gurations we enumerate is shown in
Figure 2.6.

Figure 2.6 A subset of window con gurations highlighted in gray, with respect to the center grid cell.

The scanning window takes all possible sizes and rectangular con gurations betwedn 1
and 3 3 grid cells. There are 4 reasons why we cap the size @ 3.

1. The number of grid cells in the window determines the dimensionality of the corresponding
marginal Gaussian, but a xed amount of data is used to estimate the parameters of
the same. This is because the amount of data is governed by the number of time steps.
Therefore, to avoid biased estimates for the parameters, an upper bound that enables
accurate estimation by facilitating a number of data points equal to (10-30) the total
number of dimensions [VNO5] is used.

2. By placing an upper bound on the size of a window, we reduce the chance of spanning
warm and cold extremes in the same window drastically. Even if we do span events of
di erent typesin say a 3 3 window, we would like to ignore calculating deviations from
the mean for observations that fall in equivalent situations to those in the IM or IVt
guadrants in Figure 2.4.

3. By placing an upper bound, the number of possible window con gurations enumerated is
reduced. For a spatial grid of sizen m, the number of possible window con gurations
is O(n’m?) if window size is unrestricted. If however we restrict the maximum number
of grid cells in a window to u, the number of possible window con gurations reduces to
O(nmu).
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4. The number of grid cells that contribute to a climatic extreme event is much closer to 1
1 than n n. This makes checking regions bigger than a reasonable upper bound for
deviations from non-anomalous behavior wasteful. We assume that a true extreme event
spanning an area more than a reasonable upper bound would trigger extreme behavior
thresholds in multiple adjacent windows, thus capturing the full extent of the event. A 3
3 window is a natural stopping point given that one near the equator corresponds to ap-
proximately 270,000 square miles which is the size of a typical extreme event. We estimated
this surface area by post-processing the results from the domain method [Ram16].

In certain scenarios where the data is of higher resolution, we would recommend a lower
bound for the size of the window as well.

2.5 Our Algorithm

For each calendar day and each scanning window con guration, we model the data as a MVG
and calculate a deviation score as the probability of observing temperatures less extreme than
those under the window currently. The deviation score of each grid cell is the maximum of its
deviation scores under each of the windows it participates in. Finally, we pick the top k% of
scores to represent anomalies.

The procedure to detect anomalous clusters is as follows:

1. Scan a variable sized window over the space. Algorithm 1 simpli es this step by
compressing four loops into one (line 5) which represents enumerating all axis parallel
rectangles over the grid. Scanning runs irO(ynmu) time wherey is the number of years,
u is the size of the scanning window and the grid is of dimensions m. Extracting
current observation takesO(uyt) where t is the size of the temporal window.

2. Estimate mean and covariance matrix for the MVG corresponding to the win-
dow under inspection.  The entire 5-day time series of the window except for the window
values under inspection for deviation from normalcy is used to estimate these parameters
as per (2.3) and (2.4), since if the observation which is being tested for deviation is used
in estimation, it could bias the estimates. The sample covariance between the time series
corresponding to each pair of grid cells estimates the strength of their spatial autocorrela-
tion. Algorithm 2 (lines 3-11) facilitates this step. This runs in O(u?yt) with notation as
before.

3. Calculate the squared Mahalanobis distance from the mean of the MVG. Since
nearby spatial locations could lead to singular covariance matrix, we use the Moore-Penrose
pseudoinverse in place of the inverse. We then nd the squared Mahalanobis distance of
the current set of observations under the window from the distribution as governed by
(2.5). This is a part of Algorithm 2 (lines 12-13). This runs in O(u® + u®) for inversion
and distance calculation respectively with notation as before.
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Algorithm 1  Detecting anomalous clusters using the scanning window approach

Input: origData: n m grids of observations spanning a period of recorgl years
Output: n m grids of deviation scores spanning the same period of record as input
1: for each year in ydo
2. for each day in yeardo

3 data = current day's data

4 scoresToday =n m grid lled with zeroes

5: for each rectGrid, 1 1to3 3 window do

6: p = number grid cells in the window

7 (MDsq, dir, p) = calcMDFromMVG (rectGrid, origData, day, data)
8: v = ifelse(p == 0, 0, pchisq(MDsq, p))

9: val = max(v, abs(existing values in window of scoresToday))
10: Il the window in scoresToday with dir * val

11: end for

12: save scoresToday

13:  end for

14: end for

Algorithm 2 function calcMDFromMVG

Input: rectGrid: window, origData: original gridded data, day: the day of the year under in-
spection, data: the data corresponding to the current day
Output: MDsq: Squared mahalanobis distance of current window from mean of MVG, dir:
direction of anomalous behavior warm/cold, p: size of window. If p is zero, skip this window
since it spans warm and cold extremes.
w = window observations
d = 5-day time series' behind the window;
mu = mean(d)
if w lies in any equivalent of quadrant Il or IV in a Bivariate Gaussian then
return (0, 1, 0)
else if each of w> corresponding 5-day long term mearthen
dir=1
else
dir = -1
end if
: COV = cov(d)
- ICOV = pseudoinvers¢COV)
: MDsq = mahalanobigw, mu, iCOV) 2
: return  (MDsq, dir, p)

O
5 W N RO
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4. Calculate the probability of given Mahalanobis distance under the respective
cumulative chi-squared distribution. We observe that squared Mahalanobis distances
of n p-dimensional observations from a MVG follows a chi-squared distribution withp
degrees of freedom (equation 2.6). The cumulative chi-squared distribution then gives
the probability of having a Mahalanobis distance as extreme as a given distance, which
serves as our deviation score. The calculation enabled by thechisq function is a part of
Algorithm 1 (line 8).

5. Pick a nal deviation score threshold. Should there be a clear de nition of anomalous
behavior, this can be speci ed, but in the case where an extreme event is not explicitly
de ned it usually makes sense to experiment with di erent thresholds. Even the National
Oceanic and Atmosphere Administration is vague - in most cases extreme events are
de ned as lying in the outermost 10 percent of a place history . This begs the questions
as to why most cases is specied here and what qualies as a place since dierent
datasets are available at di erent spatial resolutions. This step is analogous to picking a
statistical signi cance level.

Figure 2.7 Anomaly maps from 5 consecutive days in early July 2010 capturing the European Heat
Waves.
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2.6 Results

To assess the performance of the method outlined, we compare the resulting anomalous clusters
to the ones identi ed by the standard domain method [LB12] which we replicated. We also
consulted two climatologists to help interpret results and corroborate ndings. For these exper-
iments, we setu to 3 andt to 5 using a combination of empirical variograms and domain expert
knowledge (see Section 2.7.1 for more details). We validated events agged by our method with
extreme temperature events recorded in history such as the European heat waves of 2010 and
Chicago heat wave of 1995. Figure 2.7 shows the European heat waves captured by our method
but overlooked by the domain method. Close inspection shows the movement and evolution of
two separate blobs over central Europe and European Russia through the days in early July.

Upon validating against historical records the worst extreme events in a boolean fashion,
we found that our method did not overlook a single evenHowever, lacking information about
which spatial coordinates the events encompassed, popular measures for object localization such
as ‘intersection over union' could not be used. We also recognize that the sample size of historical
records was modest, partly because historical records are biased towards events that cause high
economic damage.

(@) Domain method (b) Our method, 5 percent threshold

(c) Our method, 20 percent threshold

Figure 2.8 Spatial eld of deviation scores for 3 Jan 1979. The scale of the domain method is in raw
temperate di erences as in equation 2.1, whereas the scale of our method is in cumulative probability
scores, with sign indicating cold versus heat.

The spatial eld for a given day after performing the procedure outlined is represented by
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Figure 2.8(b). Figure 2.8(a) is provided for comparison with the domain method which was
replicated from [Ram16]. The red color gradient represents extreme warmth and the blue color
gradient represents extreme cold. The scales of the two methods are not directly comparable
because the deviation scores are raw temperature di erences in the domain method versus
cumulative probabilities in ours.

We observe di erences between the gures in 2.8(a) and 2.8(b), some extremes in (a) do not
appear in (b) (such as those highlighted in (a)) and some extremes in (b) do not appear in (a).
Taking spatial correlations into explicit consideration causes the areas colored in (b) to exhibit
more extreme behavior than those deemed extreme in (a). Relaxing the threshold of extremes
to plot from 5% to 20% as we have done from (b) to (c) starts revealing some of the regions
(marked with black outline) that were deemed extreme in (a) and that were missed in (b). This
highlights a di culty in choosing the threshold, but this is a problem universal to unsupervised
anomaly detection and not speci ¢ to our method.

(a) Domain method (b) Our method

Figure 2.9 Anomalous events detected on the 79th day of year 1982.

Some critical observations from contrasting the domain method versus our method are:

1. It is observed that in our method the number of isolated grid cells with high deviation
scores is conclusively reduced as spatial autocorrelation is accounted for.

2. It is observed that in our method the number of anomalous regions with non-anomalous
grid cells in the center is also conclusively reduced since spatial autocorrelation is accounted

for.

3. We consulted two climate science experts to understand the domain interpretation of our
results. In addition to concurring with the above two observations, they expressed the
opinion that our method arguably captures the natural behavior of climate better than
the domain method. That is, it captures the aspect of extreme climatic events having
higher intensity towards the center and reducing as the spatial extents of the events end.

For example, in Figure 2.9(a), the domain method's limitations in detecting events with
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holes are highlighted in pink and isolated point anomalies that have high deviation scores are
highlighted in green. The results using our method for the same day are in Figure 2.9(b), which
does not present these types of events since it accounts for spatial autocorrelations.

Moreover, the climate science experts seemed more interested in studying the extreme events
mined from multiple climate variables because they believed that is where most new insights
would lie. For instance, one observation they made upon looking at surface temperature in
combination with geopotential height elds that was supposedly more pronounced in the results
from our method as compared to the domain method was that extreme events are mostacked
in summer, corresponding to the northward retreat of the jet stream, less ampli ed ridges and
troughs compared to winter, and a moreequivalent barotropic pattern.

2.7 Discussion

In this work, we developed an unsupervised approach that is able to detect extreme events in
gridded spatio-temporal meteorological elds. We presented positive results on a real climate
dataset and validated events detected with historical records of extreme events. Upon consulting
two climate science experts, they expressed the opinion that our method convincingly outper-
forms the domain method currently employed, we believe due to its ability to explicitly model
spatial and temporal correlations. Demonstrable improvements can be seen in the results as
there are:

1. fewer isolated point anomalies,
2. fewer anomalous events with holes and
3. spatially coherent extreme climatic events.

We have provided recommendations for parameter settings and the restrictions imposed
by dataset size in an e ort to encourage generalization. We chose a dataset from a completely
di erent domain to validate our method, refer section 2.7.1. On a video of a pedestrian walkway,
our method showed promising results in being able to detect anomalies of 2 types:

1. non-pedestrian objects moving at a faster pace than pedestrians and

2. anomalous walking motion patterns.

The time complexity of our algorithm is O(ynmu3(yt + u)) (with notation as before) as the
covariance matrix estimation and inversion dominate the computation per window con guration
and there areO(nmu) of these per calendar day. We noticed that a faster implementation with
mild optimization takes over a week to process anomalies for every day over the entire spatial eld
for the past 35 years. When the dataset is not modestly sized, scalability is poor as is expected
of a scanning window based method. Fortunately, our algorithm is highly parallelizable, as the
computations for all scan window con gurations are independent of each other, with a max
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operation at the reduce step. Harnessing Graphics Processing Units' (GPUs) capabilities for
data parallelism may be considered for massive datasets.

For future work, we plan to investigate: (i) A space-time scan statistics [Kul97] modi cation
for continuous data, (ii) a level sets approach, (iii) Markov Random Field [RHO5] approach and
(iv) Spatio-temporal Gaussian Process regression. Additionally, we plan to investigate using
estimates robust to outliers to further avoid swamping and masking e ects [AR04] such as the
Minimum Covariance Determinant [RD99], being wary of the high computational expense.

At this point we should note that our approach as presented in this work does not model
space-time lags. This was an empirical choice based on the fact that the low resolution of the
dataset did not enable accurate estimates of space-time autocorrelations. However, the method
itself is not limited in this respect. A simple extension that could incorporate space-time lags
would be to change the form of equation 2.4 to use a space-time covariance function to compute
members of the covariance matrix.

In the spirit of reproducible research, the source code has been made available at https:
/Iwww.dropbox.com/sh/d8z1xtkrou8udtt/AABOV6fADSR-T-13-sMUXApja?dI=0.

2.7.1 Generalizability to other datasets

(a) A frame from the video dataset (b) Deviation scores for the frame from
Peds1 the video

(c) Mask of top 2 percent of deviations in the frame

Figure 2.10 Anomalous events detected for a frame of a video of a pedestrian walkway.

Even though our main focus is on climate data where our method performs well, since many
datasets are gridded in nature we performed experiments on a dataset in a completely di erent
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domain to demonstrate ease of generalization. We ran our algorithm on a video dataset Pedl
[Mah10] consisting of natural images of a pedestrian walkway. Given that we model variation
in local spatio-temporal neighborhoods, we would expect the method to behave similar to a 3D
feature (optical ow) detector. Anomalous events could be abnormal motion patterns or high
amount of variation in pixel values that lasts for a short amount of time. Figure 2.10 shows
the result of applying our method (with minor modi cations in parameter settings) to a video
dataset. (a) represents the frame on which we queried for anomalies with respect to the rest of
the video. Darker regions in (b) and (c) represent low cumulative chi-squared scores and thus
low deviation and whiter regions represent high deviation from normality. In (b), we see that
all object motion, including those of people and trees and leaves is captured. On dialing in on
di erent levels of deviation scores, we noticed that people's motion is detected by the highest
deviation scores. More speci cally, it is interesting to see in (c¢) that the cyclist is detected at a
low 2 percent threshold. The other anomalies at the 2 percent level in (c) can be easily explained
as through the duration of the video the scenario of people moving in those areas of the frame
never repeats.

Parameter settings: The only parameters our method introduces are spatial ) and tem-
poral (t) window sizes. In general, the parameter settings may be determined in two ways. The
rst is expert domain knowledge. The second is using empirical variograms, which require data
abundance over time. Variograms plot for every pair of data points, the distance they are sep-
arated by versus some function that represents correlation between them. A sharp drop in the
plot could indicate the distance beyond which assuming spatial independence is more reason-
able. In some cases, such as ours, a pronounced elbow does not exist, rather only an optimal
range of values can be determined. In these cases, it is appropriate to use domain knowledge in
addition to guide selection of parameters, but we nd that the method produces quite similar
results upon varying these parameters in this small range.
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Chapter 3

Street Scene: A new dataset and
evaluation protocol

Progress in video anomaly detection research is currently slowed by small datasets that lack a
wide variety of activities as well as awed evaluation criteria. This paper aims to help move this
research e ort forward by introducing a large and varied new dataset called Street Scene, as well
as two new evaluation criteria that provide a better estimate of how an algorithm will perform

in practice. In addition to the new dataset and evaluation criteria, we present two variations of

a novel baseline video anomaly detection algorithm and show they are much more accurate on
Street Scene than two state-of-the-art algorithms from the literature.

3.1 Introduction

Surveillance cameras are ubiquitous, and having humans monitor them constantly is not prac-
tical. In most cases, almost all of the video from a surveillance camera is unimportant and only
unusual video segments are of interest. This is one of the main motivations for developing video
anomaly detection algorithms - to automatically nd parts of a video that are unusual and ag
those for human inspection.

The problem of video anomaly detection can be formulated as follows. Given one or more
training videos from a static camera containing only normal (non-anomalous) events, detect
anomalous events in testing video from the same static camera. Providing training video of
normal activity is necessary to de ne what is normal for a particular scene. Byanomalous event
we mean a spatially and temporally localized segment of video that is signi cantly di erent from
anything occurring in the training video. What exactly is meant by signi cantly di erent is
di cult to specify and really depends on the target application. This di erence could be caused
by several factors, most commonly unusual appearance or motion of objects in the video.

It is important to point out that while many papers formulate the video anomaly detection
problem consistently with our description above ([Ada08; KG09; Ben09; Conl13; SC12; Lul3;
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Figure 3.1 A normal frame from the Street Scene dataset.

Xul5; Hinl7; Rav18]), there are other papers that use a di erent formulation ([Sull8; lonl7;
Ada08; Liul8a; Has16; Umn]). For example, some papers do not assume that the normal videos
all come from a single, static camera. Sultani et al. [Sull8] and Liu et al. [Liul8a] both use
normal data coming from many di erent cameras/scene. Allowing multiple cameras to de ne
normal data leads to a very di erent formulation of the problem. We are interested in the single
static camera formulation because it is consistent with typical surveillance scenarios and it allows
an algorithm to use image location (among other cues) to distinguish normal and anomalous
activity. For example, a person walking in the grass may be normal in certain areas of a scene but
anomalous in others (because the grass is in a restricted area). Learning location-speci ¢ normal
models requires example normal video from a speci c scene. Another alternative formulation
only de nes anomalies temporally but not spatially [Sul18; Ada08; Umn]. Our perspective is that
for scenes with a lot of activity, it is important to roughly localize anomalies both temporally
and spatially, in order to have con dence that the algorithm is detecting anomalous frames
for the right reasons and also because localizing anomalies is helpful to humans inspecting the
output of an anomaly detection algorithm.

After working on this problem, we think there are de ciencies in existing datasets for the
single, static camera formulation of video anomaly detection. These de ciencies include the sim-
plicity of the scenes for many datasets, the small number of anomalous events, the lack of variety
in anomalous events, the very low resolution of some datasets, existence of staged anomalies in
some cases, inconsistency in annotation, and the lack of spatial ground truth (in addition to
temporal) in some cases. Furthermore, the evaluation criteria that have become standard prac-
tice for video anomaly detection have problems. Namely, the criteria do not properly evaluate
spatial localization and do not properly count false positives. In short, they do not give a realistic
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Table 3.1 Characteristics of video anomaly detection datasets for the single, static camera formula-
tion. aggregates from 2 cameras. aggregates from 3 cameras.

Dataset Total | Training | Avg Frames per Testing | Avg Frames per Anomalous
Frames Frames | Training Video Frames Testing Video Events
UCSD Ped1 and Ped2 18,560 9,350 187 9,210 192 77
Subway 139 min 25 min N/A | 114 min N/A 66
CUHK Avenue 30,652 15,328 958 15,324 730 47
UMN 4 min 17 sec N/A N/A N/A N/A 11
Street Scene 203,257 56,847 1,235 | 146,410 4,183 203

picture of how an algorithm will perform in practice.

The goal of this paper is to shift the focus of video anomaly detection research to more
realistic datasets and more useful evaluation criteria. To this end, we introduce a new dataset
for video anomaly detection, called Street Scene, that has more labeled anomalous events and
a greater variety of anomalies than previous datasets. Street Scene contains video of a two-
way urban street including bike lanes and pedestrian sidewalks (see Figure 3.1). The video is
high resolution and captures a scene with a large variety of activity. We also suggest two new
evaluation criteria which we believe give a more accurate picture of how video anomaly detection
algorithms will perform in practice than the existing criteria. Finally, we present two variations
of a novel algorithm which, outperform two state-of-the-art algorithms on Street Scene and sets
a more realistic baseline for future work to compare against.

3.2 Existing Datasets and Evaluation Criteria

There are a handful of publicly available datasets used to evaluate video anomaly detection
algorithms. We discuss each of these below and summarize them in Table 3.1.

UCSD Pedestrian:  The most widely used video anomaly detection dataset is the UCSD
pedestrian anomaly dataset [Weil4] which consists of two separate datasets containing video
from two di erent static cameras (labeled Ped1 and Ped?2), each looking at a pedestrian walkway.
The Pedl videos consist of 34 training videos and 36 testing videos each of resolution 238 x 158
pixels. Ped2 consists of 16 training and 12 testing videos of resolution 360 x 240 pixels. Each
video contains from 120 to 200 frames. Pedl1 contains 54 anomalies and Ped2 contains 23. The
test videos contain 5 dierent types of anomalies: bike, skater, cart, walk across, and
other . Both spatial and temporal ground truth is available for Ped1 and Ped2.

Despite being widely used, this dataset has various de ciencies. One is that it is modest size,
both in terms of number of frames, total anomalies, and number of di erent types of anomaly.
Another is that all of the anomalies can be detected by only analyzing a single frame at a time.
In other words, none of the anomalies really involve any actions evolving over time.

Subway: The Subway dataset [Ada08] contains two long videos of a subway entrance
and exit that mainly capture people entering and leaving through turnstiles. It is also actually
two separate datasets. Anomalous activities include people jumping or squeezing around the
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turnstiles, walking the wrong direction, and a person cleaning the walls. Because only two long
videos are provided, there are various ambiguities with this dataset such as what frame rate
to extract frames, which frames to use as train/test and exactly which frames are labeled as
anomalous. Also, there are no spatial ground truth labels. In total, 66 anomalous events are
labeled temporally.

CUHK Avenue:  Another widely used dataset is called CUHK Avenue [Lul3]. This dataset
consists of short video clips taken from a single outdoor surveillance camera looking at the side of
a building with a pedestrian walkway in front of it. The main activity consists of people walking
and going into or out of the building. There are 16 training videos and 21 testing videos each
of resolution 640 x 360 pixels. The testing videos contain 47 total anomalous events. Anomalies
are mostly staged and consist of actions such as a person throwing papers or a backpack into
the air, or a child skipping across the walkway. Spatial and temporal anomaly annotations are
provided. Like UCSD, this dataset also has a small humber and variety of anomalies.

UMN: The UMN dataset contains 11 short clips of 3 scenes of people meandering around
an outdoor eld, an outdoor courtyard, or an indoor foyer. In each of the clips the anomaly
consists of all of the people suddenly running away, hinting at a frantic evacuation scenario. The
scene is staged and there is one anomalous event per clip. There is no clear speci cation of a
split between training and testing frames and anomalies are only labeled temporally.

Other Datasets:  There are two other datasets that should be mentioned although they
do not fall under the single, static camera formulation of video anomaly detection. One is the
ShanghaiTech dataset introduced in a paper by Liu et al. [Liul8a]. It consists of 13 di erent
scenes each with multiple training and testing sequences. A typical video shows people walking
along a sidewalk. The dataset is intended to be used to learn a single model and thus does not
follow the single, static camera formulation. While it is conceivable to treat it as 13 separate
datasets, this is problematic since many of the videos for a particular scene have signi cant
changes in viewpoint (violating the static camera assumption). Furthermore, treating it as sep-
arate datasets would yield an average of 10 anomalous events per scene which is very small.

Another dataset from Sultani et al. [Sul18] contains a large set of internet videos taken from
hundereds of di erent cameras. This dataset is intended for a very di erent formulation of video
anomaly detection more akin to activity detection. In their formulation, labeled videos from
many cameras with prede ned anomalies are provided during training in addition to normal
videos. For testing, only temporal labels are available, meaning spatial evaluation cannot be
done. While this dataset is interesting, it is for a very di erent version of the problem and is
not applicable to the single, static camera version that we are concerned with here.

3.2.1 Evaluation Criteria

Almost every recent paper for video anomaly detection [Mah10; Meh09; Weil4; KN0O9; Sab18b;
Sab15; Chelb; Mal5; Wul0; Vul7; Xulb; Has16; Conl3; SC12; Lul3; Sabl7; Liul8a; AO11;
AO15; Hinl7; lonl17; Liul8b; Ravl7; Ravl8; Smel7] has used one or both of the evaluation cri-
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teria speci ed in Li et al. [Weil4] which also introduced the UCSD pedestrian dataset. The rst
criterion, referred to as the frame-level criterion, counts a frame with any detected anomalous
pixels as a positive frame and all other frames as negative. The frame-level ground truth anno-
tations are then used to determine which detected frames are true positives and which are false
positives, thus yielding frame-level true positive and false positive rates. This criterion uses no
spatial localization and counts a frame as a correct detection (true positive) even if the detected
anomalous pixels do not overlap with any ground truth anomalous pixels. Even the authors
who proposed this criterion stated that they did not think it was the best one to use [Weil4].
We have observed that some methods that claim state-of-the-art performance on frame-level
criterion perform poor spatial localization in practice.

The other criterion is the pixel-level criterion and tries to take into account the spatial
locations of anomalies. Unfortunately, it does so in a problematic way. The pixel-level criterion
still counts true and false positive frames as opposed to true and false positive anomalous regions.
A frame with ground truth anomalies is counted as a true positive detection if at least 40% of
the ground truth anomalous pixels are detected. Other pixels detected as anomalous that do not
overlap with ground truth are ignored. Any frame with no ground truth anomalies is counted
as a false positive frame if at least one pixel is detected as anomalous. Given these rules, a
simple post-processing of the anomaly score maps makes the pixel-level criterion equivalent
to the frame-level criterion. The post-processing is: for any frame with at least one detected
anomalous pixel, label every pixel in that frame as anomalous. This would guarantee a correct
detection if the frame has a ground truth anomaly (since all of the ground truth anomalous
pixels are covered) and would not further increase the false positive rate if it does not (since
one or more detected pixels on a frame with no anomalies counts as a single false positive).
This makes it clear that the pixel-level criterion does not reward tightness of localization or
penalize looseness of it nor does it properly count false positives since false positive regions are
not even counted for frames containing ground truth anomalies, and a frame with no ground
truth anomaly can only have a single false positive even if an algorithm falsely detects many
di erent false positive regions in that frame.

Better evaluation criteria are clearly needed.

3.3 Description of Street Scene

To address the de ciencies of existing datasets, we introduce the Street Scene dataset. Street
Scene consists of 46 training video sequences and 35 testing video sequences taken from a
static USB camera looking down on a scene of a two-lane street with bike lanes and pedestrian
sidewalks. See Figure 3.1 for a typical frame from the dataset. Videos were collected from the
camera at various times during two consecutive summers. All of the videos were taken during
the daytime. The dataset is challenging because of the variety of activity taking place such as
cars driving, turning, stopping and parking; pedestrians walking, jogging and pushing strollers;
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Table 3.2 Anomaly classes and number of instances of each in the Street Scene dataset.

Anomaly Class Instances || Anomaly Class Instances
1. Jaywalking 60 10. Car illegally parked 5

2. Biker outside lane 42 11. Person opening trunk 4

3. Loitering 37 12. Person exits car on street 3

4. Dog on sidewalk 11 13. Skateboarder in bike lane 2

5. Car outside lane 9 14. Person sitting on bench 2

6. Worker in bushes 8 15. Metermaid ticketing car 1

7. Biker on sidewalk 7 16. Car turning from parking space 1

8. Pedestrian reverses direction 5 17. Motorcycle drives onto sidewalk 1

9. Car u-turn 5

and bikers riding in bike lanes. In addition the videos contain changing shadows, and moving
background such as a ag and trees blowing in the wind. There are a total of 203,257 color video
frames (56,847 for training and 146,410 for testing) each of size 1280 x 720 pixels. The frames
were extracted from the original videos at 15 frames per second.

We wanted the dataset to contain only natural anomalies, i.e. not staged by actors. To
this end, the training sequences were chosen to meet the following conditions:

(1) If people are present, they are walking, jogging or pushing a stroller in one direction on
a sidewalk; or they are getting into or out of their car including walking alongside their car; or
they are stopped in front of a parking meter.

(2) If a car is present, it is legally parked; or it is driving in the appropriate direction in
a car lane; or stopped in a car lane due to trac; or making a legal turn across trac; or
leaving/entering a parking spot on the side of the street.

(3) If bikers are present, they are riding in the correct direction in a bike lane; or turning
from an intersecting road into a bike lane or from a bike lane onto an intersecting road.

These conditions for normal activity imply that the following activities, for example, are
anomalous and thus do not appear in the training videos: Pedestrians walking across the road
(i.e. jaywalking), pedestrians stopped on the sidewalk (loitering), pedestrians walking one direc-
tion and then turning around and walking the opposite direction, bikers on the sidewalk, bikers
outside a bike lane (except when turning into a bike lane from the intersecting street) cars
making u-turns, cars parked illegally, cars outside a car lane (except when turning or parked,
parking or leaving a parking spot).

The 35 testing sequences have a total of 203 anomalous events consisting of 17 di erent
anomaly types. A complete list of anomaly types and the number of each in the test set is given
in Table 3.2.

Ground truth annotations are provided for each testing video in the form of bounding boxes
around each anomalous event in each frame. Each bounding box is also labeled with a track
number, meaning each anomalous event is labeled as a track of bounding boxes. A single frame
can have more than one anomaly labeled.

Labeling anomalies is inherently ambiguous. When exactly does an anomaly such as jay-
walking or a car making a u-turn begin and end? How far outside the bike lane does a biker
need to be to constitute an anomaly? If two pedestrians are holding hands while walking, is that
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normal even though this didn't occur in any training sequences? The list could go on. In short,
we tried to use common sense when such issues came up during labeling. We decided to start
labeling jaywalking on the frame where the person leaves the curb and goes into the street. A
biker needs to be all the way outside the bike lane (not touching the lane line) to be counted as
anomalous. Pedestrians holding hands are not di erent enough from pedestrians walking side
by side to be anomalous. These inherent ambiguities also inform our evaluation criteria which
are described next.

3.4 New Evaluation Criteria

As discussed in Section 3.2.1, the main criteria used by previous work to evaluate video anomaly
detection accuracy have signi cant problems. A good evaluation criterion should measure the
fraction of anomalies an algorithm can detect and the number of false positive regions an algo-
rithm can be expected to mistakenly nd per frame.

Our new evaluation criteria are informed by the following considerations. Similar to object
detection criteria, using the intersection over union (IOU) between a ground truth anomalous
region and a detected anomalous region for determining whether an anomaly is detected is a
good way to insure rough spatial localization. For video anomaly detection, the 10U threshold
should be low to allow some imprecision in localization because of issues like imprecise labeling
(bounding boxes) and the fact that some algorithms detect anomalies that are close to each other
as one large anomalous region which shouldn't be penalized. Similarly, shadows may cause larger
anomalous regions than what are labeled. We do not think such larger than expected anomalous-
region detections should be penalized. We use an 10U threshold of 0.1 in our experiments.

Also, because a single frame can have multiple ground-truth anomalous regions, correct
detections should be counted at the level of an anomalous region and not at the level of a frame.

False positives should be counted for each falsely detected anomalous region, i.e. by each
detected anomalous region that does not signi cantly overlap with a ground truth anomalous
region. This allows more than one false positive per frame and also false positives in frames with
ground truth annotations, unlike the previous criteria.

In practice, for an anomaly that occurs over many frames, it is important to detect the
anomalous region in at least some of the frames, but it is usually not important to detect
the region in every frame in the track. This is especially true considering the ambiguities for
when to begin and end an anomalous track mentioned earlier. Because the Street Scene dataset
provides track numbers for each anomalous region which uniquely identify the event to which
an anomalous region belongs, it is easy to compute such a criterion.

3.4.1 Track-Based Detection Criterion

The track-based detection criterion measures the track-based detection rate (TBDR) versus the
number of false positive regions per frame.
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A ground truth track is considered detected if at least a fraction of the ground truth
regions in the track are detected.

A ground truth region in a frame is considered detected if the intersection over union (IOU)
between the ground truth region and a detected region is greater than or equal to.

num. of anomalous tracks detected
total num. of anomalous tracks
A detected region in a frame is a false positive if the IOU between it and every ground truth

TBDR = (3.1)

region in that frame is less than .

total false positive regions
total frames

where FPR is the false-positive rate per frame.

Note that a single detected region can cover two or more di erent ground truth regions so
that each ground truth region is detected (although this is rare).

In our experiments below, we use =0:1and =0:1.

FPR = (3.2)

3.4.2 Region-Based Detection Criterion

The region-based detection criterion measures the region-based detection rate (RBDR) over all
frames in the test set versus the number of false positive regions per frame.

As with the track-based detection criterion, a ground truth region in a frame is considered
detected if the intersection over union (IOU) between the ground truth region and a detected
region is greater than or equal to .

num. of anomalous regions detected

RBDR = : :
total num. of anomalous regions

(3.3)

The RBDR is computed over all anomalous regions in all frames of the test set.

The number of false positives per frame is calculated in the same way as with the track-based
detection criterion.

As with any detection criterion, there is a trade-o between detection rate (true positive
rate) and false positive rate which can be captured in a ROC curve computed by changing the
threshold on the anomaly score that determines which regions are detected as anomalous.

When a single number is desired, we suggest summarizing the performance with the average
detection rate for false positive rates from 0 to 1, i.e. the area under the ROC curve for false
positive rates less than or equal to 1.

3.5 Baseline Algorithms

We describe two variations of a novel algorithm for video anomaly detection which we evaluate
along with two previously published algorithms on the Street Scene dataset in Section 3.6. The
new algorithm is very straightforward and is based on dividing the video into spatio-temporal
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Figure 3.2 lllustration of a grid of regions partitioning a video frame and a video patch encompassing
4 frames. This gure show non-overlapping regions, but in our experiments we use overlapping regions.

regions which we call video patches, storing a set of exemplars to represent the variety of video
patches occuring in each region, and then using the distance from a testing video patch to the
nearest neighbor exemplar as the anomaly score.

First, each video is divided into a grid of spatio-temporal regions of sizél W T pixels
with spatial step size s and temporal step size 1 frame. In the experiments in Section 3.6 we
chooseH =40 pixels, W=40 pixels, T=4 or 7 frames, and s = 20 pixels. See Figure 3.2 for an
illustration.

The baseline algorithm has two phases: a training or model-building phase and a testing or
anomaly detection phase. In the model-building phase, the training (normal) videos are used
to nd a set of video patches (represented by feature vectors described later) for each spatial
region that represent the variety of activity in that spatial region. We call these representative
video patches, exemplars. In the anomaly detection phase, the testing video is split into the
same regions used in training and for each testing video patch, the nearest exemplar from its
spatial region is found. The distance to the nearest exemplar is the anomaly score.

The only di erences between the two variations are the feature vector used to represent each
video patch and the distance function used to compare two feature vectors.

The foreground (FG) mask variation uses blurred FG masks for each frame in a video patch.
The FG masks are computed using a background (BG) model that is updated as the video is
processed. The BG model used in the experiments is a very simple mean color value per pixel
although a more sophisticated model could be easily substituted.

The FG mask is then blurred using a Gaussian kernel to make thé, distance between FG
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masks more robust. The FG mask feature vector is formed by concatenating all of the blurred
FG masks from all frames in a video patch and then vectorizing (see Figure 3.3).

The ow-based variation uses optical ow elds computed between consecutive frames in
place of FG masks. The ow elds within the region of each video patch frame are concatenated
and then vectorized to yield a feature vector twice the length of the feature vector from the FG
mask baseline (due to the dx and dy components of the ow eld). In our experiments we use
the optical ow algorithm of Kroeger et al. [Krol6] to compute ow elds.

In the model building phase, a distinct set of exemplars is selected to represent normal
activity in each spatial region. Our exemplar selection method is straightforward. For a particular
spatial region, the exemplar set is initialized to the empty set. We slide a spatial-temporal
window (with step size equal to one frame) along the temporal dimension of each training video
to give a series of video patches which we represent by either a FG-mask based feature vector
or a ow-based feature vector depending on the algorithm variation as described above. For
each video patch, we compare it to the current set of exemplars. If the distance to the nearest
exemplar is less than a threshold then we discard that video patch. Otherwise we add it to the
set of exemplars.

The distance function used to compare two exemplars depends on the feature vector. For
blurred FG mask feature vectors, we use., distance. For ow- eld feature vectors we use

normalized L 1 distance: ' _
X jui i

(3.4)
whereu and v are two ow-based feature vectors and is a small positive constant used to avoid
division by zero.

Given a model of normal video which consists of a di erent set of exemplars for each spatial
region of the video, the anomaly detection is simply a series of nearest neighbor lookups. For
each spatial region in a sequence of frames of a testing video, compute the feature vector
representing the video patch and then nd the nearest neighbor in that region's exemplar set.
The distance to the closest exemplar is the anomaly score for that video patch.

This yields an anomaly score per overlapping video patch. These are used to create a per-
pixel anomaly score matrix for each frame. The anomaly score for a video patch is stored in the
middle frame for that set of T frames. The rst T=2 1 frames and the lastT=2 + 1 frames of
the testing video are not assigned any anomaly scores from video patches and thus get all 0's. A
pixel covered by two or more video patches is assigned the average score from all video patches
that include the pixel.

When computing ROC curves according to either of the track-based or region-based criteria,
for a given threshold, all pixels with anomaly scores above the threshold are labeled anomalous.
Then anomalousregionsare found by computing the connected components of anomalous pixels.
These anomalous regions are compared to the ground truth regions according to one of the above
criteria.
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Figure 3.3 Example blurred FG masks. a and ¢ show two video patches consisting of 7 frames
cropped around a spatial region. b and d show the corresponding blurred FG masks.

Figure 3.4 Track-based (a) and region-based (b) ROC curves for di erent methods on Street Scene

3.6 Experiments

In addition to the two variations of our baseline video anomaly detection method, we also tested
two previously published methods. The rst is the dictionary method of Lu et al. [Lul3] which
ts a sparse combination of dictionary basis feature vectors to a feature vector representing each
spatio-temporal window of the test video. A dictionary of basis feature vectors is learned from
the normal training videos for each spatial region independently. This method reported good
results on UCSD, Subway and CUHK Avenue datasets. Code was provided by the authors.

The second method is from Hasan et al. [Has16] which uses a deep network auto-encoder
to learn a model of normal frames. The anomaly score for each pixel is the reconstruction error
incurred by passing a clip containing the pixel through the auto-encoder. This assumes that
anomalous regions of a frame will not be well reconstucted. This method is also competitive
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Figure 3.5 Frame-level (a) and pixel-level (b) ROC curves for di erent methods on Street Scene

with other state-of-the-art results on standard datasets and evaluation criteria. We used our
own implementation of this method.

We have been unable to nd code available for other algorithms, but hope that researchers
will report the results of their algorithms on Street Scene in the near future.

Figures 3.4 (a) and (b) show ROC curves for our baseline methods as well as the dictionary
and auto-encoder methods on Street Scene using the newly proposed track-based and region-
based criteria. The numbers in parentheses for each method in the gure legends are the areas
under the curve for false positive rates from 0 to 1. Clearly, the dictionary and auto-encoder
methods perform poorly on Street Scene. Our baseline methods do much better although there
is still much room for improvement.

While the dictionary method works well on other, smaller datasets, the sparse dictionary
model does not seem to be expressive enough to reconstruct many normal testing video patches
on the larger and more varied Street Scene.

The auto-encoder method tries to model whole frames at once as opposed to creating smaller
models for di erent spatial regions. While this seems to work on previous datasets, it does not
seem to work with the huge variety of normal variations present in Street Scene.

Our baseline algorithms perform reasonably well on Street Scene. They store a large set of
exemplars (typically between 1000 and 3000 exemplars) in regions where there is a lot of activity
such as the street, sidewalk and bike lane regions. On other regions such as the building walls
or roof tops, only a single exemplar is stored.

For the two baseline variations using the track-based criteria, the ow-based method does
best for low false-positive rates (arguably the most important part of the ROC curve). The
ow eld provides more useful information than FG masks for most of the anomalies (the main
exception being loitering anomalies which are discussed below). The FG-based method does
better using the region-based criterion. The number of frames used in a video patch (4 or 7)
does not have a large e ect on either variation.

The baseline algorithms do best at detecting anomalous activities such as jaywalking, illegal
u-turn, and bikers or cars outside their lanes because these anomalies have distinctive motions
compared to the typical motions in the regions where they occur.
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Figure 3.6 Detection result for ow baseline showing correctly detected motorcycle driving onto the
sidewalk.

The loitering anomalies (and other largely static anomalies such as illegally parked cars) are
the most di cult for the baseline methods because they do not contain any motion except at
the beginning in which a walking person transitions to loitering. For the ow-based method,
the loitering anomalies are completely invisible. For the FG-based method, the beginning of the
loitering anomaly is visible since the BG model takes a few frames to absorb the motionless
person. This is the main reason why the ow-based method is worse than the FG-based method
for higher detection rates. The FG-based method can detect some of the loitering anomalies
while the ow-based method cannot.

A similar e ect explains the region-based results in which the FG-based method does better
than the ow-based method. The loitering and other static anomalies make up a disproportion-
ate fraction of the total anomalous regions because many of them occur over many frames. The
FG-based method detects some of these regions while the ow-based method misses essentially
all of them. So even though the ow-based method detects a greater fraction of all anomalous
tracks (at low false positive rates) it detects a smaller fraction of all anomalousegions

Some visualizations of the detection results for the ow-based method (using T=4) are shown
in Figures 3.6 and 3.7. In the gures, red tinted pixels are anomaly detections and blue boxes
show the ground truth annotations. Figure 3.6 shows the correct detection of a motorcycle that
rides onto a sidewalk. Figure 3.7 shows a detected jaywalker as well as a false positive region.

We also show results for the two baseline algorithms as well as the dictionary and auto-
encoder methods using the traditional frame-level and pixel-level criteria in Figures 3.5 (a)
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Figure 3.7 Detection result for ow baseline that is counted as "missed detection but no false posi-
tive' by pixel-level criterion and is counted as a “correct detection with one false positive' by the track-
based and region-based criteria.

and (b). We show the results for the purpose of illustrating the de ciencies of these criteria,
but not for comparison with future work. We do not think these criteria should be used for
Street Scene going forward. The frame-level results (which do not take spatial localization into
account) suggest that the auto-encoder method does about as well as the foreground baseline
and the dictionary method is almost as good as the ow baseline. However, when we look
at what regions of each frame the auto-encoder and dictionary methods actually detect as
anomalous, the accuracy is quite poor. This can be seen in the track-based, region-based and
pixel-level ROC curves as well as by visual inspection (see supplementary material for some
detection visualizations for the auto-encoder and dictionary methods). Figure 3.8 contains a
person opening trunk anomaly in the top left. The frame-level criterion counts this frame as

a correct detection even though the detected pixels are howhere near the ground truth anomaly
(in fact a false positive). The pixel-level ROC curves in Figure 3.5 (b) are more reasonable
and in better agreement with the track-based and region-based ROC curves, but as mentioned
earlier this criteria has the serious aw that a very simple post-processing of anomaly scores
would boost these curves so they are exactly the same as the frame-level ROC curves. Figure
3.7 shows an example of a jaywalk anomaly that has fewer than 40% of its pixels detected and
is therefore a missed detection according to the pixel-level criterion. This criteria also ignores a
false-positive region below the car. The region and track-based criterion would count one correct
detection and one false positive here. We argue that this is a better t to human intuition about
how this detection result should be counted.
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Figure 3.8 Detection result for ow baseline showing a missed detection and a false positive region
that is counted as “correct detection with no false positives' by frame-level criterion.

3.7 Conclusions

We have presented a new dataset and new evaluation criteria for video anomaly detection that
we hope will help to spur new innovations in this eld. The Street Scene dataset has more
anomalous events and is a more complex scene than currently available datasets. It will be
made publicly available. The new evaluation criteria x the problems with the criteria typically
used in this eld, and will give a more realistic idea of how well an algorithm performs in practice.
In addition, we have presented two variations of a new video anomaly detection algorithm
as a baseline for future work to compare against; they are straightforward and outperform two
previously published algorithms which do well on previous datasets but not on Street Scene.
The new nearest-neighbor based algorithms may form an interesting foundation to build on.
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Chapter 4

Learning a distance function with a
Siamese network to localize anomalies
In videos

This work introduces a new approach to localize anomalies in surveillance video. The main
novelty is the idea of using a Siamese convolutional neural network (CNN) to learn a distance
function between a pair of video patches (spatio-temporal regions of video). The learned distance
function, which is not speci c to the target video, is used to measure the distance between each
video patch in the testing video and the video patches found in normal training video. If a
testing video patch is not similar to any normal video patch then it must be anomalous. We
compare our approach to previously published algorithms using 4 evaluation measures and 3
challenging target benchmark datasets. Experiments show that our approach either surpasses
or performs comparably to current state-of-the-art methods.

4.1 Introduction

Video anomaly detection is the task of localizing (spatially and temporally) anomalies in videos,
where anomalies refer simply to unusual activity. Unusual activity is scene dependent; what is
unusual in one scene may be normal in another. In order to de ne what is normal, video of
normal activity from the scene is provided. In the formulation of video anomaly detection that
we focus on in this paper, we assume both the normal training video as well as the testing
video come from the same single xed camera. We are interested in this formulation of the video
anomaly detection problem because it corresponds to the practical application of automatically
monitoring a xed surveillance camera. In this application, normal video (i.e. not containing
any anomalies) is simple to gather while anomalous video is not. This is why it makes sense to
provide normal video (and only normal video) for training. Given this formulation, the problem
becomes one of building a model of normal activity from the normal training video and then
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detecting large deviations from the model in testing video of the same scene as anomalous.

Most previous methods have limitations that can be attributed to one or more of the fol-
lowing, which serve as the motivation for our approach: First, the features used in many meth-
ods are hand-crafted. Examples include spatio-temporal gradients [Lul3], dynamic textures
[Mah10; Weil4], histogram of gradients [Has16], histogram of ows [Has16; SC12; Conl13], ow
elds [Ada08; Wu10; Meh09; AO11; AO15] and foreground masks [RJ19]. Second, almost every
method requires a computationally expensive model building phase requiring expert knowledge
which may not be practical for real applications. Finally, some methods do not focus on spa-
tial localization of anomalies, but rather only detect temporally [Has16; Liul8a; Sull8]. Some
methods have achieved good temporal localization despite poor spatial localization.

Figure 4.1 An illustration of the scenario where UCSD Ped2, ShanghaiTech and CUHK Avenue are
used as source datasets to learn a distance function from. Best viewed in color.

To overcome these limitations, we propose an exemplar-based nearest neighbor approach to
video anomaly detection that uses a distance function learned by a Siamese CNN to measure
how similar activity in testing video is to normal activity. Our approach builds on the work of
[RJ19], in which normal video is used to create a model of normal activity consisting of a set
of exemplars for each spatial region of the video. An exemplar is a feature vector representing
a video patch, i.e., a spatio-temporal block of video of xed sizeH W T whereH and W
are the height and width of a video patch in pixels andT is the number of frames in the video
patch. The exemplars for a spatial region of video represent all of thanique video patches that
occur in the normal video in that region. Exemplars are region-speci ¢ because of the simple
fact that anomalies are region-speci c. A biker riding on a bike path is normal while the same
activity is anomalous if it occurs on a sidewalk in the same scene. To detect anomalies, video
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patches from a particular spatial region in testing video are compared against the exemplars for
that region, and the anomaly score is the distance to the nearest exemplar. If a testing video
patch is not similar to any normal video patch then it is anomalous. In [RJ19], hand-crafted
features (either foreground masks or ow elds) were used to represent video patches and a
hand-crafted distance function (either L, or normalized L1) was used to compute distances
between feature vectors. We propose learning a better feature vector and distance function by
training a Siamese CNN to measure the distance between pairs of video patches. Our CNN is
not speci c to a particular scene, but is trained from video patches from several di erent source
video anomaly detection datasets. This idea is similar in spirit to the work on learning a CNN
for matching patches [Hanl5; ZK15], except extended to video.

Our approach transforms the problem of learning a CNN that classi es video patches as
normal or anomalous (which cannot be trained since we have no anomalous training examples)
to the problem of learning a CNN that computes the distance between two video patches (a
problem for which we can generate plenty of examples). This approach allows features to be
learned, localizes anomalies both spatially and temporally, and allows for very computationally
e cient exemplar model building from normal video. Furthermore, exemplar models can be
easily extended by simply adding new exemplars when needed. Experiments show that our
method either surpasses or performs comparably to the current state-of-the-art on the UCSD
Pedl, Ped2 [Mah10] and CUHK Avenue [Lul3] test sets.

Figure 4.2 An illustration of using the learned distance function to perform exemplar extraction and
anomaly scoring on the target UCSD Pedl dataset. Best viewed in color.

4.2 Related Work

Due to space constraints, we cannot do justice to the complete literature. We focus here on
video anomaly detection methods that follow the formulation of the problem outlined previ-

ously. A number of methods such as [lon17; DG16; Liul8b; Sull8] use other formulations of
the video anomaly detection problem which we do not discuss here. Roughly, video anomaly
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detection methods can be categorized into distance-based, probabilistic, and reconstruction ap-
proaches. These are not necessarily mutually exclusive as some distance-based or reconstruction
approaches could have probabilistic interpretations.

4.2.1 Distance-based approaches

Distance-based approaches involve creating a model from a train partition and measuring devi-
ations from this model to determine anomaly scores in the test partition.

The authors in [SC12] use the insight that “optimal decision rules to determine local anoma-
lies are local irrespective of normal behavior exhibiting statistical dependencies at the global
scale' to collapse the large ambient data dimension. They propose local nearest neighbor based
statistics to approximate these optimal decision rules to detect anomalies.

In [Xul5], stacked denoising auto-encoders are used to learn both appearance and motion
representations of video patches. The learned concise representations are used with one-class
SVMs to perform anomaly detection.

The authors in [Rav18] derive an anomaly score map by consolidating the change in image
features from a pre-trained CNN over the length of a video block.

4.2.2 Probabilistic approaches

Probabilistic approaches are similar to distance-based approaches, except that the model has a
probabilistic interpretation, for example as a probabilistic graphical model or a high-dimensional
probability distribution. A physics-guided approach of using social interaction forces between
people in a crowd modeled with particle advection was used to determine anomalies in [Meh09].

The authors in [Ada08] propose a method using multiple xed-location monitors which
extract optical ow elds and compute the likelihood of a new observation given the distribution
of observations stored in that monitor's bu er.

In [Mah10], the authors propose a representation comprising a mixture of dynamic textures
(MDT), modeling a generative process for MDTs and discriminant saliency hypothesis test for
anomaly detection. In [Weil4], they build o the MDT representation to detect anomalies at
multiple scales in a conditional random eld framework.

Authors in [AO11] contend that anomaly detection must be done indirectly, by trying to
explain away the normality in the test data using information learned from the training data.

To this end, they exploit the static camera property of these datasets to arrive at foreground
object hypotheses and take a video parsing approach. Those object hypotheses at test time
which are necessary to explain the foreground but not explained by the exemplar hypotheses
from normal training data are anomalous. In [AO15], they further build on this idea by extending
the atomic unit of processing from an image patch to a video pipe.
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4.2.3 Reconstruction approaches

Reconstruction approaches aim to break down inputs into their common constituent pieces and
put them back together to reconstruct the input, minimizing reconstruction error .

[Hasl6; CT17; Liul8a; Ravl7] are examples of methods that use this approach. In our
experience, reconstruction based approaches seem to be naively biased against reconstructing
faster motion, for the simple reason that absence of motion is much more common and easier
to reconstruct.

A subset of reconstruction approachessparse reconstruction approaches  have an ad-
ditional constraint in that the reconstruction must be minimialistic, that is, using only a few
essential features from a dictionary to perform the reconstruction. [Lul3; Luol7; Conl3] are
examples of methods that use this approach.

Many of the methods mentioned above use deep networks. All of the previous papers that
use deep networks for video anomaly detection that we are aware of use them in one of two
techniques: (1) either to provide higher level features to represent video frames or (2) to learn
to reconstruct only normal video frames. Much of the previous work builds on the basic idea
of using a CNN, either pre-trained on image classi cation or other tasks [Hin17; Luol7; Rav18;
Smel7] or trained on the training partitions of each video anomaly detection dataset [Xul5], to
provide a feature vector for representing video frames. The CNN feature maps provide higher
level features than raw pixels. The other major theme of deep network approaches is to learn
an auto-encoder [Has16; CT17] or generative adversarial network [Ravl7; Liul8a] to learn to
reconstruct or predict only normal video frames. Reconstruction error is then used as an anomaly
score. Our method follows neither of these previous techniques and instead presents a new way
to take advantage of the power of deep networks for video anomaly detection. Namely, we
use a CNN to learn a distance function between pairs of video patches. Thus, ours is a novel
distance-based approach.

4.3 Method

By building on the exemplar-based nearest neighbor approach of [RJ19], our main problem is
to learn a distance function for comparing video patches from testing video to exemplar video
patches that represent all of the unique video patches found in the normal video. To do this
we use a Siamese network (see Figure 4.1) similar to the one rst introduced by Bromley and
LeCun [Bro94]. In essence, by making the anomaly detection task itself a rather simple nearest
neighbor distance computation (see Figure 4.2), we seek to o oad the burden of modeling the
complexity in this problem to the task of learning a distance function. This learning problem can
be done oine and has a large amount of training data available from source datasets. Ideally
this can be done once and the resulting feature representation and distance function used on a
wide variety of di erent target datasets.

In this section, we go into more detail in each of the steps shown in Figures 4.1 and 4.2, pro-
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vide justi cations for our design decisions and setup some language essential for the Experiments
section.

Figure 4.3 Architecture of the Siamese neural network that learns a distance function between video
patches. Best viewed in electronic form in color; color coding denotes unique structure.

4.3.1 Generating training video patch pairs

The main di culty with training a Siamese network to estimate the distance between a pair of
video patches is determining how to generate the training set of similar and dissimilar video patch
pairs. One training example consists of a pair of video patches plus a binary label indicating
whether the two video patches are similar or dissimilar (see Figure 4.1 part 1). Video patch
pairs should be selected to correctly correspond to their ground truth labels of similar or
dissimilar . Pairs should also be picked such that coverage of the possible domain of inputs to
the CNN during test time is high. This is to ensure that the CNN is not asked to operate on
out-of-domain inputs at test time.

How can we determine whether two video patches are similar or dissimilar and how can
we select a varied set of video patch pairs that are relevant to video anomaly detection? An
important insight is that we can use existing video anomaly detection datasets to do this. We
use a source set of labeled video anomaly detection datasets to generate similar and dissimilar
video patch pairs. The labeled datasets used to generate training examples should of course be
disjoint from the target video anomaly detection dataset on which testing will eventually be
done. The basic insight is as follows: for each source dataset,

(1) A non-anomalous video patch from the test partition is similar to at least one video
patch from the same spatial region in the train partition. If it were not similar to any normal
video patches it would be anomalous.

(2) An anomalous video patch from the test partition is dissimilar to all possible patches
from the same spatial region in the train partition. Moreover, it is dissimilar to even the most
similar video patch.

The rst rule generates a single pair for each normal video patch in a test video, although
since there are many normal video patches in any test video, this rule can generate many similar
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pairs. The second rule generates many di erent dissimilar pairs for each anomalous video patch
in a test video. The rst rule requires a distance function to nd the most similar train video
patch to a test video patch. It is also useful in the second rule to have a distance function to
know which dissimilar pairs are the most di cult (i.e. similar) since these are the most useful
for training. We use a simple normalized L1 distance as our distance function along with the
representation of video patches described in Section 4.3.2.

A reasonable concern about using a prede ned distance function to help select training
examples is that the Siamese network might simply learn this distance function. This does not
happen for a few reasons. One is that the label for each example pair is not the L1 distance,
but rather a 0 or 1 indicating whether the pair is similar or dissimilar, respectively. Secondly,
it is possible for the L1 distance between two similar pairs to be larger than the L1 distance
between two dissimilar pairs.

One important point to note is that normalized L1 distance is far from ideal to measure
distance between video patches. For example, this distance does not take into account many
variations in natural images such as scale, illumination and pose of objects. Because these varia-
tions mostly exist across di erent regions in the camera's eld of view, we determine an adaptive
threshold on normalized L1 distance below which to perform these pairings. The threshold for
a region is determined by taking into account the above rules in combination with inspecting
the distribution of nearest neighbor distances in a given region. Speci cally, an adaptive thresh-
old for a given region in the camera frame is determined simply as + where is the
mean of nearest neighbor distances between testing video patches and training video patches,

is the corresponding standard deviation and is determined by identifying an elbow in the
distribution of nearest neighbor distances. The adaptive threshold is common across the source
datasets but di erent for similar and dissimilar pairs. Notice that dissimilar pairs that have
large distances are more likely to be easy to discriminate for the Siamese network; on the other
hand, we require some of these pairings despite this property to achieve high domain converage
as mentioned earlier. Thus, we include candidate pairs with probability inversely proportional
to the distance between them, achieving high domain coverage, but also a su cient number of
examples close to the decision boundary. We also include as similar pairs random video patches
paired with slightly augmented (random translation and/or central scaling) versions of them.
Our nal video patch pair dataset consists of an equal number of similar and dissimilar pairs.

4.3.2 Learning a distance function

Choice of representation: At this point, it is important to choose how video patches are
represented, such that the learned distance function will perform well in the anomaly detection
task. Our choice of representation consists of 8 W C cuboid. In light of all anomalies being
appearance or motion based, we adopt a multi-modal representation. In all our experiments that
follow, the rst channel is a grayscale image patch and the next 12 channels are image patches
from absolute values of x and y directional gradients of dense optical ow elds (we use [Liu])

44



between the subsequent 6 pairs of image patches. This se@s= 13 and we setH = 20 and
W =20 for all experiments. See Figure 4.1 (part 2) for an illustration.

Pre-processing: Data augmentation of a random amount is performed on every video patch
pair x1; X2 during training in order to improve the robustness of the learned distance function
to these variations. The data augmentation involves randomly ipping left to right, centrally
scaling in [0.7, 1] and brightness jittering of the rst channel in [-0.2, 0.2] in a stochastic manner
on both video patches in a pair. Pre-processing also involves linearly scaling intensity values of
each video patch from [0, 255] to [-1, 1].

Network architecture and training: Figure 4.3 outlines our network architecture. Each
video patch in a pair is rst processed independently using conv-relu-batchnorm operations
with 2 2 max-pooling after every other convolution in what we call convolutional twin tails .
Weight tying between the tails guarantees that two extremely similar video patches could not
possibly have very di erent intermediate representations because each tail computes the same
function. Finally, attened feature vectors from the two twin tails (conv5, conv5_5) are sub-
tracted element-wise and processed consequently in a typical classi cation pipeline minimizing
a cross-entropy loss. All convolutions us@ 3 lIters with a stride of 1. We nd that subtracting
the feature maps at conv5 produces faster optimization when compared to concatenation. We
think this is because element-wise subtraction induces a stronger structural prior on the network
architecture. Let B represent minibatch size, whera indexes the minibatch andy(x(li);x(zi)) be
a length-B vector which contains the labels for the mini-batch, where we assumja(x(li);x(zi)) =0
wheneverx; and x» are similar video patches andy(x(li);x(zi)
loss is of the form:

) =1 otherwise. The cross-entropy

Lo ixg) = y(xExg)) log poxtix4))

(i) (). (1)

(0). (4.1)
(1 y(xp'ix3')) log (1 p(x3’;%3"))

wherep(x(li);x(zi)) is the probability of the patches being dissimilar as output by the softmax
function. Note that in the loss, we set class weight for the dissimilar class as 0.2 to encode
our prior belief that it is about 5 times less likely for the network to see dissimilar patches as
compared to similar patches during the anomaly detection phase. This encourages the network
to disfavor mistakes where similar pairs are classi ed as dissimilar (false positives), as this is
the behavior we would like for the learned distance to have when used for anomaly detection.
For training, the objective is combined with the standard backpropagation algorithm with the
Adam optimizer [KB14], saving the best network weights by testing on the validation set (a set
of held-out training examples) periodically. The gradient is additive across the twin tails due to
tied weights. We use a batch size of 128 with an initial learning rate of 0.001 and train for a
maximum of 500 iterations. Xavier-Glorot weight initialization [GB10] sampling from a normal
distribution is used in tandem with ReLU activations in all layers. One important point to note
is that, rather than save the network weights that maximize validation accuracy or minimize
validation loss, we save that which maximizes validation area under the receiver operating
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Table 4.1 Traditional frame-level and pixel-level evaluation criteria on the UCSD Ped1, UCSD Ped?2
and CUHK Avenue benchmark datasets from related literature, ordered chronologically, complied from
this same list. Our approach either surpasses or performs comparably on these evaluation criteria
when compared to previous methods. *Some of the earlier works unfortunately use only a partially
annotated subset available at the time to report performance.

Method UCSD Pedl1 UpSD Pedl  UCSD Ped2 L{CSD Ped2  CUHK Avenue
frame AUC/EER pixel AUC* frame AUC/EER pixel AUC frame AUC/EER

Adam [Ada08] 65.0%/38.0% 46.1% 63.0%/42.0% 18.0% -/-

Social force [Meh09] 67.5%/31.0% 19.7% 63.0%/42.0% 21.0% -I-

MPPCA [Mah10] 59.0%/40.0% 20.5% 77.0%/30.0% 14.0% -I-

Social force + MPPCA [Mah10] 67.0%/32.0% 21.3% 71.0%/36.0% 21.0% -/-

MDT [Mah10] 81.8%/25.0% 44.1% 85.0%/25.0% 44.0% -/-

AMDN [Xu15] 92.1%/16.0% 67.2% 90.8%/17.0% - -/-

Video parsing [AO11] 91.0%/18.0% 83.6% 92.0%/14.0% 76.0% -/-

Local statistical aggregates [SC12] 92.7%/16.0% - -/- - -/-

Detection at 150 FPS [Lul3] 91.8%/15.0% 63.8% -/- -/-

Sparse reconstruction [Con13] 86.0%/19.0% 45.3% -I- -/-

HMDT CRF [Weil4] -117.8% 82.7% -/18.5% - -/-

ST video parsing [AO15] 93.9%/12.9% 84.2% 94.6%/10.6% 81.1% -/-

Conv-AE [Has16] 81.0%27.9% - 90.0%/21.7% - 70.2%/25.1%

Deep event models [Fenl7] 92.5%/15.1% 69.9% -/- -/-

Compact feature sets [Leyl17] 82.0%/21.1% 57.0% 84.0%/19.2% -/-

Future frame prediction [Liul8a] 83.1%/- - 95.4%/- 85.1%/-

Convex polytope ensembles [Turl7] 78.2%/24.0% 62.2% 80.7%/19.0% - -/-

Joint detection and recounting [Hin17] -/- - 92.2%/13.9% 89.1% -I-

Sparse coding revisit [Luo17] -/- - 92.2%/- - 81.7%/-

GAN [Rav17] 97.4%/8.0% 70.3% 93.5%/14.0% - -/-

Plug and play CNN [Rav18] 95.7%8.0% 64.5% 88.4%/18.0% - -I-

NN on video patch FG masks [RJ19] 77.3%/25.9% 69.3% 88.3%/18.9% 83.9% 72.0%/33.0%

Ours 86.0%/23.3% 80.4% 94.0%/14.1% 93.04% 87.2%/18.8%

characteristic curve (AUC) for false positive rates up to 0.3. This ROC curve is obtained by
plotting true positive rate as a function of false positive rate, where the dissimilar class is denoted
positive. By maximizing this AUC, the network that orders distances in a way that achieves high
true positive rate at low false positive rateds preferred, the behavior we would like to see when
it comes time for the anomaly detection phase. We use label smoothing regularization [Sze16]
set to 0.1 to aid generalization. We nd that adding label smoothing regularization is helpful
for two reasons. The rst is that the video patch pairing process has to in a sense guess what
a future learned function should call similar and di erent in order to achieve good performance
on anomaly detection, so it produces a dataset with noisy labels. The second arises from the
observation that minimizing the cross entropy is equivalent to maximizing the log-likelihood of
the correct label, which makes the network try to increase the logit corresponding to the correct
label and make it much larger than the other logits, causing it to overt to the training data
and become too con dent about its predictions. Label smoothing helps with both of these by
making the network less con dent about its predictions. We also use dropout [Sri] of 0.3 on the
activations of the second to last fully connected layer (fcl).

4.3.3 Exemplar learning and anomaly detection on target dataset

Detecting anomalies on a target dataset involves two stages: exemplar model building using the
train partition of the dataset and anomaly detection on the test partition. Both stages use the

46



previously trained Siamese network to measure distance between video patches. This is done
by simply treating the softmax of the logit value that corresponds to the video patches being
di erent as a measure of distance between the patches. Because the softmax output can also be
interpreted as a probability, the distance measured can also be interpreted as tharobability of
patches being di erent We emphasize that the training of the Siamese network is independent
of the exemplar model building and anomaly detection stages. The Siamese network is trained
on a di erent set of source datasets than the target video anomaly detection dataset.

Exemplar learning on train partition of target dataset: Since videos contain a large
amount of temporal redundancies, we use the exemplar learning approach of [Jon16] to build a
model of normal activity in the target dataset. The exemplar model consists of sets of region-
speci ¢ exemplar video patches from the videos in the train partition using a sliding spatio-
temporal window with spatial stride (H=2, W=2) and temporal stride of 1. The point of exemplar
learning is to represent the set of all video patches in the train partition using a smaller set of
unique, representative video patches. The feature vector learned by the Siamese network is used
to represent a video patch and the distance function learned by the Siamese network measures the
distance between two feature vectors. A video patch is added to the exemplar set for a particular
spatial region if its distance to the nearest exemplar for that region is above a threshold. Figure
4.2 illustrates a subset of exemplar video patches extracted from one region of the camera's eld
of view in the UCSD Pedl dataset by our CNN. One big advantage of the exemplar learning
approach is that updating the exemplar set in a streaming fashion is possible. This makes the
approach extremely scalable and adaptable to environmental changes over time.

Anomaly detection on test partition of target dataset . At test time, overlapping
patches with spatial stride (H=2, W=2) and temporal stride of 1 are extracted from the test
partition and distances to nearest exemplars produce anomaly scores (see Figure 4.2). In both
the exemplar learning and anomaly scoring phases, we achieve additional speedup by ignoring
video patches that contain little or no motion. Speci cally, a video patch is ignored if under
20% of its pixels across the channel dimension do not satisfy a threshold on ow magnitude
or a threshold on the raw pixel value di erence between the current and the previous frame.
Furthermore, the brute-force nearest neighbor search used in the experiments could be replaced
by a fast approximate nearest neighbors algorithm [ML09] for further speed-up. Anomaly scores
are stored and aggregated in a pixel map and the nal anomaly score of a pixel is simply the
mean of all anomaly scores it received as part of patches it participated in (due to overlap of
patches in space and time). The anomaly detection is region-speci ¢, so a patch is only compared
to exemplars extracted from the same region.
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4.4 Experiments

4.4.1 Experimental setup - Datasets and evaluation measures

Datasets: We perform experiments on 3 benchmark datasets: UCSD Ped1, UCSD Ped2 [Mah10]
and CUHK Avenue [Lul3]. Each of these datasets includes pre-de ned train and test partitions
from a single static camera where train partitions contain sequences of normal activity only and
test partitions contain sequences with both normal and anomalous activity, and with spatial
anomaly annotations per frame.

Evaluation measures: To compare against other works we use the widely-usefitame-
level and pixel-level area under the curve (AUC) and equal error rate (EER) criteria proposed
in [Mah10].

In addition, we report performance using two new criteria presented in [RJ19], which are
more representative of real-world performance as argued in that paper. The rst is aegion-
based criterion : A true positive occurs if a ground truth annotated region has a minimum
intersection over union (IOU) of 0.1 with a detection region. Detected regions are formed as
connected components of detected pixels. The total number of positives is correspondingly the
total number of anomalous regions in the test data. A false positive occurs if a detected region
simply does not satisfy the minimum 10U threshold of 0.1 with any ground truth region. The
region-based ROC curve plots the true positive rate (which is the fraction of ground truth
anomalousregions detected) versus the false positive rate per frame. The second isteack-
based criterion : A true positive occurs if at least 10% of the frames comprising a ground truth
anomaly's track satisfy the region-based criterion. The total number of positives is the number
of ground truth annotated tracks in the test data. False positives are counted identically to the
region-based criterion. The track-based ROC curve plots the true positive rate (which is the
fraction of ground truth anomalous tracks detected) versus the false positive rate per frame.
AUCs for both criteria are calculated for false positive rates from 0.0 up to 1.0. Because the
track-based criterion requires ground truth annotations to have a track ID, we relabeled the
Pedl, Ped2, and Avenue test sets with bounding boxes that include a track ID. These new
labels will be made publicly available. Old labels are used for the frame and pixel-level criteria.

4.4.2 Comparison against state-of-the-art

To evaluate our approach, we compare against results reported on the traditional evaluation
measures by papers in the recent literature. For each of our experiments, a new CNN was
trained using only datasets other than the target dataset to curate the training data for the
Siamese network (see Table 4.2), but each newly trained network used the same aforementioned
regularization parameters. A simple heuristic was used to choose which source datasets should
be used for a given target dataset - those datasets in which the scale of objects roughly match
that in the target dataset fora H W image patch. In future work, we plan to use more labeled
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Table 4.2 Source dataset con guration for each target dataset.

Target dataset Source datasets

Shanghai Tech camera 06 (quarterscale),
Shanghai Tech camera 10 (quarterscale),
UCSD Ped2 (halfscale, rotated at 45 degrees),
CUHK Avenue (quarterscale)

UCSD Ped2 UCSD Ped1, CUHK Avenue (halfscale)

CUHK Avenue ;o ped1, UCSD Ped2
(halfscale)

UCSD Ped1

Table 4.3 Track and region-based criteria, area under the curve for false positive rates up to 1.0.

Method track AUC region AUC

Pedl Ped2 Avenue Pedl Ped2 Avenue
[RJ19] (FG masks) | 84.6% 80.5% 80.9% 46.6% 62.5% 35.8%
[RJ19] (Flow) 86.5% 83.2% 78.4% | 48.3% 55.0% 27.3%
Ours 90.0% 89.3% 78.6% 59.2% 74.0% 41.2%

videos to train a single Siamese network that works well across many di erent test sets.

Table 4.1 presents frame and pixel-level AUC measures on the UCSD Pedl, UCSD Ped2
and CUHK Avenue datasets. Our approach sets new state of the art on UCSD Ped2 pixel-level
AUC by around 4% as well as on CUHK Avenue frame AUC and EER by around2% and 6%
respectively. Upon visualizing the detections, we nd that our approach nds it particularly
di cult to detect anomalies at very small scales that exist in the UCSD Pedl test set. Also,
our method, like most others in Table 4.1, is unable to detect loitering anomalies present in
the CUHK Avenue dataset. This is mainly due to our use of a motion check that ignores
video patches with little or no motion for e ciency reasons. This could be replaced by a more
sophisticated background model that is slower to absorb stationary objects.

Further, we report AUC for false positive rates up to 1.0 for the track and region based
criteria in Table 4.3. We reimplemented the work of [RJ19] for these results. Clearly, our approach
surpasses that of [RJ19], meaning we detect more anomalous events (tracks and regions) while
also producing fewer false positives per frame overall.

These ROC curves and AUC measures do not completely capture the behavior of video
anomaly detection approaches. In [Lob08], the authors present an excellent analysis of the
problems with an evaluation measure such as AUC. Thus, we present a set of qualitative results
here. Figure 4.4 shows some detection results at a xed anomaly score threshold. We notice
that the quality of false positivesin our approach is high, and often we are able to attribute
reasons for these errors. For example, the false positive shown in the gure for UCSD Pedl
dataset is due to the fact that a person is never seen walking across the grass in this specic
manner in the train partition. A similar argument explains the false positives shown for the
other two datasets as well. This could either indicate that the train partition is incomplete, or
highlight the subjectivity involved in ground truth annotation processes. Figure 4.5 illustrates
how anomaly score per frame, computed as the maximum of anomaly scores of pixels in the
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Figure 4.4 Examples of true positives ( rst row) and false positives (second row) from our detector
on all 3 datasets. Green bounding box annotations denote ground truth anomalies and red regions our
model's detections (intersections are orange-ish).

frame, varies for one test sequence of CUHK Avenue. The high variance in anomaly scores
during the bag throwing anomaly even indicates how this event might intersperse normal and
anomalous frames, seeming normal when the bag leaves the camera frame and vice versa.

4.4.3 Understanding the distance function learned

We also tried to gain some insight into what properties the distance function learned by the
CNN possesses. To this end, we recorded the video patch pairs on which the CNN makes large
errors, that is, either classifying similar pairs as dissimilar or vice versa, with high predicted
probability. Figure 4.6 is a visualization of 4 such video patch pairs when the target dataset is
UCSD Pedl. Remarkably, the CNN seems to nd it hard to correctly classify examples that are
conceivably hard for humans. Speci cally, the dissimilar pairs that have been misclassi ed seem
to contain a skateboarder moving only slightly faster than a pedestrian would, and the similar
pairs that have been misclassi ed exhibit some distinct di erences in their ow elds.

4.5 Conclusion

We have presented a novel approach to video anomaly detection that introduces a new way to
use a deep network for this problem. We substitute the problem of classifying a video patch as
anomalous or not for the problem of estimating a distance between two video patches, for which
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Figure 4.5 Anomaly score as a function of frame number for CUHK Avenue Test sequence number 6.
Green shading on the plot denotes ground truth anomalous frames.

Figure 4.6 Examples of large prediction errors made by our model on UCSD Ped1. Classes 0 and 1
refer to similar and dissimilar pairs respectively. Best viewed in color.

there is plenty of labeled training data. The learned distance function (which also learns a feature
vector to represent a video patch) can then be used in a straightforward video anomaly detection
method that measures the distance from each testing video patch to the nearest exemplar video
patch for that region. We have shown that our approach improves over the previous state of the
art on the UCSD Ped2 and CUHK Avenue test sets and is comparable to state of the art on
UCSD Ped1. Our approach also possesses some favorable properties in being a plug-and-play
method (learned distance function can be used out-of-the box on target dataset), and in being
scalable and resistant to environmental changes (updation of the exemplar set is easy).
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