
ABSTRACT

MUSEDINOVIC, RIFET. Polarized Ultracold Neutrons as a Tool for Precision Experimental
Tests of the Standard Model. (Under the direction of Albert Young).

In the standard model the neutron is compromised of one up quark and two down quarks,

with no net electric charge. The process of a neutron decaying into a proton (β decay) results

essentially in one of the down quarks changing into an up quark. This transition is governed

by the Cabbibo Kobayashi Matrix (CKM) element Vud, and β decay relates Vud to the

neutron lifetime τn. Precision measurements of Vud provide checks on the standard model

through the unitary relations enforced by the CKM matrix. Measurements of Vud using ac-

celerators lack precision due to the intimate knowledge required of the proton wavefunctions

for high-energy collisions. Neutrons have an advantage in that β decay is a simple process

where the hadronic effects are well understood. Measurements of the neutron lifetime have

historically fallen into the ’beam’ or ’bottle’ categories. Beam measurements count the decay

products of a neutron beam passing through a trapping volume. Bottle measurements store

neutrons in containers and count the number of surviving neutrons. The most precise mea-

surements of the neutron lifetime across the two methods exhibit a > 4σ tension, which pro-

vides promising potential for beyond standard model physics. The UCNτ experiment at Los

Alamos National Laboratory (LANL) at present provides the most precise experimental mea-

surement for the neutron lifetime. The UCNτ experiment utilizes permanent magnets to trap

polarized Ultracold Neutrons (UCNs) in a magnetic bottle for varying periods of time. The

analysis work presented in this thesis focuses on the UCNτ data taken in the calendar years

2020-2022. This data set included changes to minimize corrections associated with counting

rates and improve understanding of the phase space evolution in the trap. The analysis leads

to a value of the neutron lifetime of τn =

(
878.01 ± (0.38)stat(

+0.19
−0.16)sys(0.43)TOTAL

)
s. A

Monte Carlo simulation package was used to replicate the UCNτ geometry and model an

improved geometry to produce improved statistics. The upgrade to the UCNτ experiment,

UCNτ+, shows promise for a significant enhancement to the precision in the neutron lifetime

which will allow τn to be the best measure of Vud. A concept for a unique measurement of the

depolarization associated with the vortices produced by Type II thin film superconductors

using UCNs is presented in the final section.
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Chapter 1

INTRODUCTION

1.1 The Uniqueness of Neutrons

The �rst experimental detection of the neutron was in 1932 by James Chadwick [1]. Ex-

periments at the time often used� particles to bombard target elements and observe the

reactions. Chadwick posited that many of these reactions could only preserve energy and

momentum if there was an additional elementary particle that was neutral with mass ap-

proximately equal to the proton. Shortly after the discovery of the neutron the main decay

mode of the neutron dubbed beta decay was theorized by Enrico Fermi. In this reaction, a

neutron decays into a proton (p), an electron (e� ), and an electron antineutrino ( �ve).

n ! p + e� + �ve (1.1)

The standard model (SM) of particle physics is currently the best description of the beta

decay interaction. The SM helps to write the di�erential decay rate of the neutron as:

d� 3

dEed
 ed
 v
= f jVud j2(1 + 3� 2)

�
1 + b

me

Ee
+ a

~pe � ~pv

EeEv
+ A

~� � ~pe

Ee
+ B

~� � ~pv

Ev
+ O(p3)

�
(1.2)

The scale constant f contains phase space factors depending on the momenta and energy of

the electron (pe, Ee) and antineutrino (pv, Ev) as well as an additional radiative correction

factor (1 + � RC ) [2]. The axial-vector and vector form factors have been absorbed into

� = ga=gv = gA , and the parameters a,b,A,B are measured correlation coe�cients.jVud j2 is

the square of the Cabibbo{Kobayashi{Maskawa (CKM) matrix element[3] corresponding to

the interaction between up and down quarks, which comprise the neutron. After plugging in

the global averages for all numbers from [4], we can integrate the decay rate over all phase

space to write an expression that combines the neutron lifetime� n with Vud, � , and � RC :
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jVud j2 =
5024:7 s

� n (1 + 3� 2)(1 + � RC )
(1.3)

The uncertainty of a measurement ofVud is then limited by the precision of measurements of

� n , � , and � RC . The current global average of neutron measurements of� n was determined

by the particle data group (PDG) to be� n;average = 879:4(6)s with a PDG scale factor of 1.6.

A similar exercise was used to determine� average = 1:2756(13), with a PDG scale factor of

2.6 for that calculation. The value of � RC has been studied by several groups ([2], [5], [6], [7],

[8], [9]) using techniques like for example expressing Feynman diagrams using a dispersion

relation approach. The combination of the measurements and calculations over the last few

years were summarized in [10], which �nds �RC = 0:03983(27). Combining these estimates

results in:

jVud jneutrons;average = 0:97441(28)� n (82)� (13)� RC (88)T OT AL (1.4)

This prediction results from using the global average values for� n and � , which both exhibit

signi�cant spread due to tensions stemming from di�erent measurement methods. As of the

2024 publication from the particle data group, the most precise value for� was determined

in [11], while the most precise measurement for� uses the previous UCN� measurement [12].

Plugging in the best values leads to:

jVud jneutrons;best = 0:97413(20)� n (35)� (13)� RC (42)T OT AL (1.5)

Currently, the most precise measurement ofjVud j comes from a set of measured superallowed

nuclear decays of 0+ ! 0+ transitions [13]. Incorporating the same radiative corrections as

before and utilizing the results of the 0+ gives a more precise value of:

jVud jsuperallowed = 0:97367(11)exp(13)� V
RC

(27)NS (32)T OT AL (1.6)

The value of Vud measured from superallowed decays is the most precise and the process

of obtaining Vud involves rigorous theoretical calculations which elevates the importance of

this value ofVud relative to the one measured by neutrons. However, the largest contribution

to the uncertainty in superallowed decays are calculations involving nuclear structure (NS)

which are complex, detailed, and unlikely to signi�cantly improve in the next few years.

Future neutron experiments are expected to resolve inconsistencies among the measurement

methods while also pushing for more precise measurements of� and � n . However, in order for
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the value ofjVud j provided by neutrons to be competitive, both the precision in� n and � must

improve by greater than a factor of 3. At present, the most precise experimental measure

of the neutron lifetime is provided by the UCN� collaboration and has combined statistical

and systematic uncertainty of roughly 0.3 s [14] which improves the precision in� by 2

compared to the average� n . The UCN� collaboration is expecting a factor of 3 improvement

in sensitivity with the upgrade to UCN� +, and this combined with more precise results for

� would allow neutrons to establish themselves as the premier tool for measuringjVud j.

Neutrons are also of interest in Condensed Matter physics. Neutrons have no net electric

charge and are able to penetrate much deeper into nuclei than similar studies would with

protons, electrons, or x-rays. It is possible to use neutron spectroscopy to measure the surface

properties of materials typically inaccessible to other methods. Furthermore, by choosing

neutrons with a speci�c wavelength Condensed Matter physicists can adjust at what length

scale they want to probe [15]. Of particular interest is utilizing neutrons to observe the

Superconducting transition which allows for a measurement of the Curie TemperatureTC .

1.2 Methods of Measuring the Neutron Lifetime

The equation that describes the beta decay of neutrons outlines two paths for estimating

the lifetime - focus on detection of the surviving neutrons or focus on detection of the

emitted protons and electrons. This separates measurements of the neutron lifetime into two

categories named bottle and beam.

1.2.1 Bottle Measurements

Certain classes of neutrons are capable of being stored or trapped in material or magnetic cells

for periods of time comparable to or greater than the neutron lifetime. Bottle experiments use

these neutrons to �ll up neutron containers (bottles) which accommodate large populations

of neutrons. If the number of neutrons in the bottle at t = 0 is N0, then the number of

neutrons left in the bottle after some time t is roughly:

N �= N0e� t
� (1.7)

Suppose that two iterations of this experiment are done with two di�erent time durations

tshort and t long which result in two di�erent measured populationsNshort and N long . The two
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experiments are related by the lifetime so we can rearrange to solve for� :

� =
t long � tshort

ln
�

N short =N0;short

N long =N0;long

� (1.8)

In an ideal scenario theN0 values in the natural logarithm would cancel each other out,

resulting in a formula for the lifetime which depends only on the di�erence in time and the

ratio of neutrons detected. In practicalityN0;short 6= N0;long and e�ort is required to estimate

N0 to extract a lifetime.

Nshort and N long are approximated as having uncertainty governed by Poisson statistics

but the precision of these estimates also relies on detector e�ects which depend on the

rate of neutron detection. The methods required to precisely estimate the detected neutron

populations in a bottle experiment are detailed in Sections 3.2 and 3.3.

The precision with which t long and tshort are measured depends on the timing controls

of the experiment as well as the detection properties of the neutron detector. If the rate

at which neutrons are detected is di�erent fort long versustshort , a systematic shift in the

lifetime is created. The systematic correction this provides to the neutron lifetime is discussed

in Section 4.2.

The precision of the value ofN0 is not typically dependent on a single measurement.

There is often no direct way to measureN0 in an experiment without removing the neutron

population by doing so. Most bottle experiments use a combination of other detectors to

establish an estimate forN0. The precision of the estimate ofN0 thus depends on the detector

properties, the con�guration and location of the detectors, as well as the normalization

scheme used to combine detector estimates. The di�culty of measuringN0 is detailed in

Section 3.7.

1.2.2 Beam Measurements

Instead of viewing beta decay from the perspective of the neutron, it can be seen from the

perspective of the decay products. Neutrinos are notoriously di�cult to detect, but protons

and electrons are both easily manipulated by electric and magnetic �elds and can be guided

to detector locations. Assuming an experimental geometry can be 
ushed of any protons or

electrons, the detection of a proton or electron after the geometry has emptied is solely the

result of neutrons beta decaying. The decay process connects the rate of neutrons passing

through the experiment to the rate of protons detected, so experiments require a method

of measuring both how many neutrons were detected as well as how many protons were

detected. Beam experiments utilize a beam of cold neutrons which are pointed at a neutron
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detector at the end of a trapping region. Neutrons that do not decay while in the trapping

region are detected, and protons from neutron decays are collected in a proton detector. The

neutron beam delivers a 
uence rate I(v) (particles per area per second) to the region which

is velocity dependent. The amount of time neutrons spend in a trap of length L is equivalent

to L/v. The number of neutrons detected per area is then the 
uence rate multiplied by the

time neutrons spent in the trap.

dNn

dA
=

L
v

I (v) ! Nn = L
Z

A

1
v

I (v)dA (1.9)

While the neutron beam is present, a strong voltage is applied in the trapping region to

prevent any protons from escaping. A mechanical chopper is used to control the beam 
ux

and once the �lling process is complete the beam port is closed o� and a small gradient

voltage is applied to 
ush the detected protonsNp into a proton detector. These protons,

originating from neutron decays, are collected in a proton detector with e�ciency� p. This

means the rate at which photons are measured in the detector can be written as:

_Np =
� p

�
Nn =

� pL
�

Z

A

1
v

I (v)dA (1.10)

Neutrons are detected in a neutron detector of material d, whose capture cross section also

depends inversely on the velocity of the neutron. Thermal neutrons with a �xed velocityv0

are used to calibrate the neutron detection e�ciency� 0 for v = v0. The velocity dependent

component of detecting neutrons is approximated as� D = � 0v0
1
v and the detection rate for

the detecting material d is then:

_Nd =
Z

A
� dI (v)dA = � 0v0

Z

A

1
v

I (v)dA (1.11)

The integrals in the expressions for_Np and _Nd are the same, so we can combine them to

write an equation for � :

� =
_Nd

_Np

� p

� 0

L
v0

(1.12)

The values of _Nd; _Np; � 0; and � p depend upon the detector characteristics and the algorithm

used to estimate counts. Additionally, the reliability of the estimates of _Nd and _Np depend

upon the trapping e�ciency of the geometry. Precise measurements of these quantities, along

with a measurement of L are required to calculate� .
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1.2.3 Neutron Lifetime Discrepancy

Figure 1.1: History of measurements of the neutron lifetime from 1996 where the dotted
line represents the most precise measurement of that type at that point in time. Beam mea-
surements (blue) provided by [16], [17], [18], and [19]. Bottle measurements (red) provided
by [20], [21], [22], [23], [24], [25], [26], and [27]. UCN� measurements (green) provided by
[28], [29], and [12].

Figure 1.1 highlights the progress of measurements of the neutron lifetime since 1996,

the year the author was born, though there are published beam measurements as early as

1950 and bottle measurements as early as 1980. Before the author's lifetime, the agreement

between the beam and bottle methods was good due to the large uncertainties associated

with both experimental methods. An extremely precise bottle measurement from Serebrov

([21]) in 2005 shifted the bottle average away from the beam average. The deviation of

Serebrov's 2005 value from the most precise beam value from Yue 2013 ([19]) constitutes

a 4� tension. The introduction of the magnetic bottle measurements by UCN� provided

a lifetime measurement that was independent from the two methods, but agreed with the

bottle results. A recent publication (Dec 2024) by the collaboration at J-PARC ([30]) has
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measured a beam lifetime value that is also consistent with the bottle measurements, but

deviates by� 2:2� from the most precise beam measurement. The tension among the two

measurement types is still yet to be resolved and requires more precision in the existing

experiments, or an entirely unique method of measuring the neutron lifetime to compare to.

A new space-based technique to measure the neutron lifetime ([31]) was recently premiered,

but at present the results are limited by the large (� 15 s) uncertainty in the value.

1.2.4 Tension with the Standard Model

Figure 1.2: Status of measurements ofjVud j and gA in 2024. The superallowed values are
provided by [13] The diagonal red bar (bottle measurements) is obtained from the averages
of [14], [21], [22], [23], [25], [26], and [27]. The beam measurement is provided by [19]. Mea-
surements of gA are provided by [32], [33], [34], [35], [36], [37], [38], [39], and [40]. Included
are the projected precision for the Nab and UCN� + experiments. The improved precision
in neutron measurements could potentially resolve the discrepancy between superallowed
decays and unitarity.
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The CKM matrix mentioned in the initial section enables a quantitative description of

the couplings between quark 
avors. The di�erent matrix elements inform the probability

for up (u), charm (c), and tau (t) quarks to transition into down (d), strange (s), and bottom

(b) quarks. Under the assumptions of the standard model, quarks must transition into other

quarks which enforces the constraint of unitarity on the CKM matrix elements. In particular,

the �rst row of the unitarity matrix must satisfy:

jVud j2 + jVusj2 + jVub j2 = 1 (1.13)

Measurements of Vud at accelerators like the Large Hadron Collider (LHC) su�er from high-

energy backgrounds which require intimate knowledge of proton wavefunctions. In contrast,

measurements of Vud with neutron decays are low-energy and the hadronic e�ects are rela-

tively well understood. In addition, when high precision estimates of� n and gA are combined

with measurements from muon decays ([41]) which determine the Fermi constantGF , a value

for Vud can be obtained which does not depend upon the nuclear structure functions required

to interpret complex decays. The deviation of the unitary constraint from 1 can be used a

sign for beyond standard model interactions [42], and recent analysis indicates the strongest

way to probe for beyond Standard Model e�ects is to test unitary constraints, driving a

signi�cant amount of theoretical progress in the past few years ([43], [44], [45], [46]). Along

with the precision measurements of standard model parameters, there are also many poten-

tial proposed solutions to the neutron lifetime puzzle. Some highlights of potential decay

mechanisms are:

ˆ Neutron decay to dark matter [47]

ˆ Neutron decay to mirror particles [48]

ˆ Enhanced double beta decay [49]

1.3 Classi�cation of Free Neutrons

1.3.1 Creation and Moderation

Free neutrons are not easy to �nd due to the massive energy (� 10 MeV) required to

overcome the strong force that binds them within atoms. The mechanism behind freeing

these neutrons and getting them to a usable state usually takes two forms. One way to

produce free neutrons is through reactors, where a large amount of neutrons are produced

through �ssion. The second way to generate free neutrons is by Spallation - sending charged
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particles at a High-Z target (i.e. Tungsten) and collecting the byproducts. Both methods

produce neutrons over various high energy ranges, with spallation sources creating neutrons

with maximum energies around 100 MeV and reactors producing neutrons with about 10-

100 times less energy than that. The high energy neutrons are reduced in energy through

a process known as moderation, which sends the neutrons into bulk materials which reduce

the velocity of the neutrons by absorbing energy into the moderating material. Moderation

produces neutrons over various energy scales spanning orders of magnitude. Table 1.1 from

[50] describes these energy scales along with their approximate velocity ranges.

Table 1.1: Energy scales for various energy ranges of neutrons, along with the colloquial
label used to refer to each class of neutron. Of particular note are Ultracold neutrons, the
slowest neutron class which moves at about the speed of a car. Data for this table was
provided by [51] and [52].

Description Energy Range Velocity (m/s)

Fast 0.1-100 MeV � 4� 106 - 4� 107

Slow 1 KeV � 4 � 105

Epithermal 1 eV � 1 � 104

Hot 0.1-0.5 eV � 4� 103 � 1 � 104

Thermal 10-100 meV � 1 � 103 � 4 � 103

Cold 0.1-10 meV � 100� 1 � 103

Ultracold < 400 neV < 9

1.3.2 The Neutron Energy Spectrum

The exact process behind neutron moderation comes down to elastic and inelastic losses

resulting through scattering from the material nuclei. Since the neutron is essentially electri-

cally neutral, the electromagnetic force plays a small role in interactions with other nuclear

particles. The dominant factor in neutron interactions is colliding directly with the nucleus

which results in two possibilities - neutron absorption or scattering. Neutron capture is most

probable when the neutron spends a long time near the interacting nucleus - i.e. it has an

extremely low kinetic energy. For su�ciently energetic neutrons interacting with non-moving

nuclei, the dominant contribution comes from elastic scattering. This results in the loss of

energy in the neutron, which appears as recoil energy in the nucleus. As a result, the net

e�ect of sending a population of neutrons through a scattering-dominated material is a re-
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duction in the mean speed of the neutron population. As the neutrons lose energy and the

system tends towards thermal equilibrium, the velocities of the neutron and the nucleus be-

come comparable. At this point the result of their interaction depends heavily on the relative

velocities of the two. This description is familiar from kinetic theory and results in a neutron

spectrum that is well described by the Maxwell-Boltzmann distribution:

d� �
p

Ee
� E

k B T dE (1.14)

By allowing a neutron population to interact with a moderator at a temperature T, we can

"cool" the energy spectrum into the desired range. This is the reason for the conventional

naming style based on the hotness/coldness of neutrons. Despite sources creating neutrons

that are typically too fast to be utilized experimentally, we can mitigate this problem e�ec-

tively through moderation.

1.4 Neutrons and Their Interactions

1.4.1 Matter and Scattering

Roughly the nucleus can be treated as a hard sphere with radius R which is modi�ed by a

Fermi function with width w. This interaction with nucleons is described by the Woods-Saxon

potential[53] which has the form:

V =
V0

1 + e
r � R

w

(1.15)

Of particular interest are scattering interactions involving slow neutrons which satisfy:

kR =
2�R

�
<< 1 (1.16)

Assuming a hard sphere potential, the wavefunction for slow neutrons in the r> R takes

the form of a spherical wave or � eikr

r . The wavefunctionu = r for r < R behaves like:

u � ASin (Kr ) K =

r
2m(E + V0)

�h2 (1.17)

By including the incident wave we can now write the total wavefunction outside the well as:

 = ei~k�~r + f (� )
eikr

r
(1.18)
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The function f (� ) is typically determined by the boundary conditions of the wavefunction

at r=R but from classical arguments we can relate this to a more useful scattering quantity.

The length scale at which scattering occurs is often denoted by a distance d, sometimes

referred to as the 'impact parameter'. The value of the impact parameter often depends on

the angle of interaction with the potential, but in the case of neutrons we can make a more

simpli�ed argument. The angular momentum of a neutron a distance d away from a nucleus

is mvd. For l = 1 scattering, this is set equal to �h and the distance d must satisfy:

d =
�h

mv
= � n (1.19)

Since the order of� n is much larger than the range of the nuclear force a neutron traveling

further than this distance away from the nucleus cannot be scattered. This implies that only

l = 0 scattering is allowed, or that the angular dependence must be a constant:

f (� ) = � a (1.20)

This quantity is called the scattering length and can be interpreted as the radius of a hard

sphere that would produce the same wavefunction at r>> R as the actual potential. Together

with the de�nition of the di�erential cross section we see that there is some physical meaning

to f (� ) which we dub the scattering amplitude:

d�
d�

= jf (� )j2 = a2 (1.21)

1.4.2 The Fermi Potential

It is convenient when talking about the neutron to rewrite the e�ective potential in terms

of the rest mass rather than the reduced mass via a new bound scattering length that is

frequently used:

aB =
m
�

a; aB ! a (1.22)

From the previous arguments we see that the neutron wavefunction changes rapidly only over

extremely short distances. This prevents us from applying standard perturbation theory to

the problem, but Fermi [54] realized it is possible to introduce an equivalent potential to

calculate the small e�ects of the true potential outside the normal range. Following the

prescription of Golub[55], we consider the Schr•odinger equation in the relative frame~r 0 =
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~r � ~rn wherern is the neutrons location. This is written as:

� �h2

2�
r r 0

2 + [ E � V( ~r 0)] = 0 (1.23)

Fermi's idea was to rewrite the potentialV(~r 0) into an e�ective potential U(r 0) with:

U(r 0) = � U0 r 0 < �

U(r 0) = 0 r 0 > �

where� is some unique distance chosen so that� << � n and � >> a . In general, we want the

solution for this new potential to match the previous one for r> R. The previous solution

required f (� ) = constant, so with the Born approximation applied to U we have:

f (� ) =
� �

2� �h2 h~kf jUj~ki i =
� �

2� �h2

Z
d3r 0U(~r 0)ei ( ~k i � ~kf )�~r 0

(1.24)

With the knowledge that U(r') is a spherically symmetric potential, the scattering length is

then just a function of ~q= ~ki � ~kf which simpli�es the previous equation into:

f (� ) =
� �

2� �h2 (2� )
Z �

0

Z �

0
(� U0)r 02dr0sin(� )eiqr cos(� )d� (1.25)

=
�
�h2 U0

Z �

0
r 02dr02sin(qr0)

qr0

For this to be a constant (independent of� ) the potential U(r') needs to satisfy k� << 1

which means sin(qr')� qr0 and the expression reduces to:

f (� ) =
2�
3�h2 U0� 3 (1.26)

In order for the Born approximation to be valid we requireU0 << E where E is the neutron's

kinetic energy (with a reduced mass). Combining these equations we write one relation from

[55] which checks our assumptions:

f =
2�U 0

3�h2 � 3 <<
2�E
3�h2 � 3 <<

2�E
3�h2k3

<<
1
3k

(1.27)

The general case for nuclei is thatk � f << 1, which means it is possible to introduce an

e�ective potential for which the Born approximation gives the scattering amplitude [56].
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Rewriting f in terms of the scattering length we have:

U0 =
� 3�h2a
2�� 3

More notably we can write:

Z
U(r 0)d3r 0 = � U0

4�
3

� 3 = 2� �h2 a
�

(1.28)

Finally, we can calculate the matrix elements using a rewritten e�ective potential:

UF (r 0) =
2� �h2a

�
� (3) (~r 0) (1.29)

Outside of the particular scattering nucleus, the neutron sees a delta function spike with the

height of the spike determined by the scattering length and the relative mass between the

neutron and nucleus. Due to the uncertainty of the true nature of the interactionV(~r � ~rn )

physicists typically use (1.29) with experimentally determined values of a.

1.4.3 Coherent and Incoherent Scattering

The potential from Equation 1.29 can be generalized to describe the interaction of a neutron

with many nucleons. For a collection of atoms each at a speci�ed location~Qi the e�ective

potential is:

UF (~r) =
2� �h2

�

X

i

ai � 3(~r � ~Ri ) (1.30)

Using the previous expansion we can apply it to the case of a neutron scattering from a rigid

nucleus (�h~ki ! �h ~kf ) with ~Q = ~ki � ~kf . The matrix element is given by:

h~kf jUF j ~k0i =
2� �h2

�

X

i

ai ei ~Q� ~R i (1.31)

All of the previous assumptions are general and don't specify the spin states of the neu-

tron and nucleus - however the cross section must be averaged over all isotopic and spin

distributions of the nuclei (and possibly the neutrons too). This is written as:

d�
d


=

�
�
�
�
�

X

i

ai ei ~Q� ~R i

�
�
�
�
�

2

=
X

i;j

ei ~Q�( ~R j � ~R i ) ai
� aj (1.32)
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For most systems isotopes and spins are randomly distributed which means the terms

wherei 6= j are totally uncorrelated, that is:

ai
� aj = ( ai

� ) (aj ) = j�aj2 (i 6= j )

In situations where spin e�ects are large like scattering from polarized scatterers, there will

be a correlation between the neighboring atoms so this approximation won't apply. For the

terms in the summation with i = j the result is:

jai
� aj j = jaj2 (i = j )

! ai
� aj = j�aj2 + � ij (jaj2 � j �aj2) (8 i; j )

Now this result can be substituted into the cross section calculation to give:

d�
d


= j�aj2
X

i 6= j

ei ~Q�( ~R j � ~R i ) +
NX

n=1

(jaj2)

= j�aj2
�
�
�
�
�

X

i

ei ~Q� ~R i

�
�
�
�
�

2

+ N ja � �aj2

Rewriting this in terms of two new scattering lengths, the matrix element M, and the number

of scatterers N, the �nal result for the cross-section is:

! d�
d


= acoh
2M 2 + Nainc

2 (1.33)

The �rst term is denoted the coherent scattering cross-section and consequentially �a is called

the coherent scattering length. For crystalsM 2 is narrowly peaked and only scatters for

speci�c � ~k, which describes neutron di�raction. This is an important topic in it's own right

but the focus shall instead be on using the bound scattering length to calculate material

potentials.

The second term is referred to as the incoherent scattering cross section. This is not

a measure of typical coherence (phase is still preserved) but rather a statement about the

uniqueness of individual nuclei. The incoherent scattering length measures the mean-square


uctuations about the coherent scattering length and in such a situation where all the nuclei

have the same scattering length this term will vanish.
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1.4.4 Multiple Scattering Result

According to the e�ective material potential, a neutron incident on a material would see a

large amount of� -functions at di�erent points with scattering length at each point ai :

V (r ) =
2� �h2

�

X

i

ai � (~r � ~ri ) (1.34)

This means that the wavefunction consisting of the incident wave and the sum of spherical

waves looks like:

 (~r) = ei~k�~r �
X

i

ai
eik jr � r i j

jr � r i j
ei~k� ~r i (1.35)

This equation is written under the assumption that the wave incident on the whole sample

is the same as the one incident on each individual nucleus. This assumption is not true in

general, so we must rewrite the wavefunction as:

 (~r) = ei ~k0 �~r �
X

i

ai
eik jr � r i j

jr � r i j
 i (~ri ) (1.36)

To complete the discussion on multiple scattering we follow the procedure set out by [57]

and start with the assumption that  i (~ri ) =  (~ri ). We can turn our previous expression into

an integral equation by introducing a nucleon density n:

 (~r) = ei ~k0 �~r �
Z �

na(~r 0)
�

eik jr � r 0j

jr � r 0j
 (~r 0)d3r 0 (1.37)

Now we operate with (r 2 + k0
2) on both sides of the equation and use the identity:

(r 2 + k0
2)

eik jr � r 0j

jr � r 0j
= � 4�� (3) (~r � ~r 0) (1.38)

Finally we can re-scale everything by� �h2

2� to produce the familiar Schr•odinger equation:

� �h2

2�
r 2 +

2� �h2

�

�
an(~r)

�
 =

�h2k0
2

2�
 (1.39)

The new potential for a particle of mass m is then written as:

V(~r) =
2� �h2

�

�
an(~r)

�
(1.40)
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Where a is the bound atom coherent scattering length. The motivation of prior sections,

combined with the volume average of the Fermi potentials produces a rather simple result

for the case of multiple scattering. This expression is independent of neutron energy and

approximates the nuclear interaction as constituting a potential step. This potential is often

denoted as the Fermi potentialVF .

Table 1.2: Table of e�ective potentials for selected materials with information provided by
[55]. Chapter 2 discusses how Ni58 and NiP play an important role in de�ning the energy
spectrum of neutrons in the experiment.

Material V (neV)
Ni58 335
Ni 252
Be 252
NiP 213
Cu 168
Pb 83
Al 54

Wavefunction

Material
Surface

Nuclear

Potential

VF

Figure 1.3: Figure depicting the attenuation of the neutron wavefunction when interacting
with a material surface. When the neutron wavelength is large compared to the interatomic
spacing, the probability of tunneling is low.
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1.5 Why UCN are so Special

Description Quantity Value

Ultracold Neutron Energy 1
2mv2 < 400 neV

Typical Material Potential VF 50-300 neV

Neutron Magnetic Moment j� n j 60.4 neV
T

Gravitational Force mg 102.6 neV
m

Neutrons with su�cient energy can penetrate materials, but neutrons whose energy range

starts to get below about 400 neV will start to see large potential walls that they will

elastically scatter o�. Neutrons with this low energy are denoted as Ultracold Neutrons

or UCN(s). Beyond interactions with material potentials, UCNs have many other unique

properties that make them ideal for in precision experiments.

For UCNs the interaction with a material surface reduces down to the problem of a

particle incident on a potential barrier in 1D. Neutrons entering the material exist in the

classically forbidden region so the wavefunction is represented by an exponentially decaying

wave. The decay length is quite short - around 10 nm for good neutron re
ectors which

means the probability of a particle tunneling through is negligible. This property allows

UCN with energiesE < V F to re
ect from the material regardless of their angle of incidence.

The general process for this interaction is described in Figure 1.3 where the attenuated UCN

wavefunction is shown. The best comparison that can be given to UCNs is that of billiard

balls, where most wall interactions result in specular re
ections which conserve energy.

The force of gravity plays an important role in the storage of UCNs as the potential due

to gravity is 102 neV
m , which limits the ability of UCNs to travel more than a few meters

vertically. This can be seen as an advantage, as UCNs can be trapped gravitationally without

the need for a traditional ceiling. The gravitational force can also be used to shift the average

energy of the UCN spectrum to lower energies.

Additionally, the energy range of UCN allows for production of completely polarized

neutron populations by spin selection. The neutron magnetic moment is about 60neV
T and

with a strong enough magnetic �eld, say 6 T, you can completely isolate a spin state. UCNs
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with the Right-Spin will pass through when entering the region while Wrong-Spin particles

will see a large potential barrier which re
ects them.

On the way out of the system, Right-Spin UCNs will again pass through and be lost or

absorbed at the source while Wrong-Spin UCNs will de
ect. This means if a Right-Spin UCN

were to be 
ipped by any mechanism once it has passed this �eld, it would then be trapped.

This e�ect can be used with known spin-
ip techniques for storage measurements or to test

novel spin e�ects for depolarization measurements[58]. With a stringent set of non-magnetic

materials that do not depolarize and a strong spin-selecting magnet, it is typically possible

to store UCN for 20-3000s. There are a whole slew of experiments that utilize storage of

polarized UCN for their measurements, with some of the major projects at Los Alamos

National Laboratory (LANL) highlighted in Figure 1.4.

Figure 1.4: Highlight of some polarized UCN experiments undergoing at Los Alamos Na-
tional Laboratory, provided by Albert Young
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Chapter 2

The UCN � Experiment

2.1 Experimental Details

2.1.1 Overview

Figure 2.1: Image of the UCN� apparatus from Figure 1 in [12]. UCNs �ll in from the
source on the left. Notable regions like the pre-polarizing magnet, the bu�er volume, and
the magnet array are labeled. In addition, various monitors are highlighted on the �gure
including the main detector.
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The UCN� experiment is located at the Los Alamos Neutron Science Center (LANSCE)

at the Los Alamos National Lab (LANL) in Los Alamos, New Mexico. The neutrons at

LANSCE are generated using spallation on a tungsten target, after which the neutrons are

moderated until they reach the energy range associated with ultracold neutrons. The UCNs

used in the experiment are initially produced in the solid deuterium source, pass through

a pre-polarizer magnet to select one spin state, �ll the bu�er volume, pass through a spin-


ipper to select the spin state which will bounce on the magnet array, and then loaded into

the UCNtau trap itself. The process of detecting UCNs in the main detector will be covered

in Chapter 3, while the next sections will focus on detailing the very aspects that make the

experiment possible.

2.2 The UCN Source

Neutrons at LANSCE are delivered using an 800 MeV pulsed proton beam which collides

with a tungsten target whose output is moderated by layers of beryllium and graphite at

room temperature. Incoming neutrons are further cooled by a polyethylene moderator before

being converted to UCN in the solid deuterium (SD2) crystal source at 5 K. The properties

and quality of the SD2 source determine both the intensity of the outgoing UCN 
ux and

the shape of the UCN energy spectrum ([59], [60]).

The Fermi potential of the SD2 source is negative, which results in an attractive interac-

tion with UCNs. The construction of the source and the various moderators that surround

it are pictured in Figure 2.2. UCNs that interact with the source will either be absorbed

in the source, or receive a� 100 neV increase in energy. This boost in UCN energy results

in a hotter spectrum than desired, so the guide system is designed to force UCNs to travel

vertically upward about 1 m, which requires overcoming a gravitational potential of about

100 neV. Guides surrounding the source region are coated with a layer of58Ni, which has

a high Fermi potential of 342 neV and is able to contain the boosted UCN population. A

butter
y valve denoted the 
apper opens for a fraction of a second every 5 s period. The


apper improves UCN density by reducing the amount of time UCN spend near the SD2
and thus reducing their chance to be absorbed or up-scattered in the solid deuterium.

Most guides in the UCN� system are stainless steel coated with a nickel-phosphorus layer,

which results in a Fermi potential of 213 neV [61] and UCNs with energies higher than this

are strongly attenuated. UCNs that leave the source region travel through several meters

of bends and Y-shaped guides which allow for multiple experiments to be run at the same

time.

The number of UCN detected in the UCN� experiment is tied to the quality of UCN
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Figure 2.2: Image depicting the UCN source at LANL, with picture provided by Figure 2
in [59]. Pulses from the beam-line arrive from the right side of the picture and interact with
the tungsten target. The neutron 
ux from the target is moderated by graphite, beryllium,
and polyethylene beads surrounding the SD2 crystal volume. The outgoing UCN 
ow is
modulated by the butter
y valve before heading into the rest of the system.

production in the solid deuterium (SD2) source. The UCN source is created by pumping on

the solid deuterium and cooling the D2 gas with liquid helium, which results in crystals of

SD2 that attach themselves to the walls and bulk. The source interactions are unique in that

they are highly dependent on the crystal structure of the SD2 sample. Studies of experiments

done at both LANL and NCSU [62] indicate that this can be well explained using a 'frost'

model. Each time the sample is hit with a beam pulse some SD2 sublimates, and a small

amount of this SD2 will partially refreeze and attach itself to the crystal in a layer resembling
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frost or snow on the road. The randomly oriented microscopic crystals provide increasingly

higher re
ectivity for low energy UCNs which causes them to scatter back into the SD2

volume. UCNs that scatter into the SD2 volume have an increased probability of loss, which

results in a preferential attenuation of the low energy UCN spectrum.

2.3 The Pre-Polarizer Magnet and Spin Flipper

The UCN� apparatus stores UCN using a magnetic �eld which functions as a repulsive

potential for one spin state and an attractive potential for the other spin state. The physical

con�guration of the magnet array is discussed in Chapter 2.4, and the issue of depolarization

causing UCN losses is addressed in Chapter 4.7. UCNs that are able to intersect the magnet

array are likely to be up-scattered or absorbed, meaning UCNs of one spin state are unable

to be trapped. The goal of the UCN� experiment is then to load as many neutrons of the

spin state that will re
ect from the high �eld region of the magnets as possible. This is

accomplished in principle through the combination of the Pre-Polarizer Magnet (PPM) and

the Spin Flipper (SF).

The PPM generates a gaussian �eld pro�le of peak �eld strength� 6 T that extends

over a distance of slightly over 1 m, with a sharp drop in �eld magnitude near the edges.

The magnetic moment of a neutron is roughly� = 60 neV
T , which makes the energy barrier

provided by the PPM approximately 360 neV. Depending on the spin state of the neutron

that is incident on the magnetic �eld, the neutron will either see a barrier or a valley. Most

UCNs have energies signi�cantly lower than 360 neV and will re
ect o� the barrier. UCNs

that see a valley will be boosted and able to pass through the barrier on the other side. This

mechanism allows for one spin state to pass and get trapped, while the other spin state is

prevented from entering and encouraged to leave.

There is an additional factor that complicates this process - the spin state selected by

the PPM is the opposite spin state of what can re
ect o� the UCN� magnet array. This

means the spins need to be 
ipped, and this is accomplished using an adiabatic fast passage

spin 
ipper [63] located after the bu�er volume. This spin 
ipper is modeled after the one

used in UCNA [64] and is created using a constant magnetic �eldB0 � 150 G coupled to a

perpendicular magnetic �eld with radio-frequency! . The perpendicular component of the

�eld will rotate by 180 degrees as UCNs pass through the 
ipper and as the spin vector

of UCNs follow this �eld they too will rotate. The parameters B0 and ! are tuned before

the start of production running each run cycle in order to �nd the resonant frequency for

UCN transport. The e�ciency of the spin selection through the PPM and spin 
ipper is not

100% so there is potential for UCNs of the wrong spin state to make it to the magnet array.
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However, these UCNs are likely to be lost during �lling or cleaning since the approximate

lifetime for the wrong spin state is a few seconds.

Losing UCNs through this mechanism during �lling is not a concern for the UCN� exper-

iment, however depolarization that occurs during and after the storage period is a signi�cant

concern. If a UCN were to depolarize during/after the storage period, the amount of UCNs

detected in the experiment is less than expected based on what was in there before stor-

age. The probability of this depolarization happening increases with time spent in the trap,

which creates a time-dependent component that induces a systematic shift in the lifetime.

The losses associated with depolarization are investigated in further detail in Section 4.7.

2.4 The Bu�er Volume

The bu�er volume is a NiP coated Stainless Steel upright cylinder with a diameter of 0.75

m and a height of roughly 1.25 m. Since it is a large round storage container that 'houses'

neutrons, it is often referred to as the roundhouse or RH. UCNs 
ow into the RH after passing

through the PPM and most UCNs will experience multiple bounces in the roundhouse before

exiting. During the �lling section of a UCN� run, the ports to the PPM and to the experiment

are both open, allowing for UCNs to move from the source to the trap. The average time it

takes for UCNs to 
ow through the RH and drain into the �lling guides to UCN� is about 50

s. This delay ensures averaging over the pulse structure of the UCN beam impinging on the

source which minimizes the 
uctuations that happen on the order of seconds. The smoothing

function of the RH helps to establish appropriate conditions for the input UCN spectrum

heading into the trap. The RH can be likened to a secondary source that allows for a smooth

�ll of the trap which produces more consistent loaded UCN populations compared to when

the RH is not present.

The storage capacity of the RH means that a signi�cant UCN population can build

up inside, so in addition to closing both of the 
ow-through ports in the RH when �lling

is �nished, an additional dump port is also opened. The dump port feeds into a detector

connected to a light guide and PMT, with the active area of the detector covering nearly

all of the available 3" diameter port. The counts in the RH dump detector provide a useful

measure of the density of the UCN population and Sections 3.6 and 3.7 go into more detail

about how these counts get used in the analysis procedure. The RH has another important

monitor in the RH active cleaner which is located about 35 cm from the top of the RH. The

location of the active cleaner in the RH is designed so that is located at the same height as

the top of the magnet array. This active surface is compromised of two 8" by 8" B10 coated

ZnS sheets which allow for absorption and detection of a signi�cant amount of high energy
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UCNs in the RH. This has the function of cleaning the energy spectrum, since it reduces the

high energy UCN population without a�ecting the population of UCNs that are storable.

2.5 The UCN � Array

2.5.1 Geometry

Symmetric Direction (z) Asymmetric Direction (x)

Figure 2.3: Two-dimensional slices of the surface of the UCN� array. A torus with Rmajor =
1:0 m andRminor = 0:5 m is joined with another torus withRmajor = 0:5 m andRminor = 1:0
m at the origin. This results in a smooth match which creates a symmetric shape in one plane
(YZ), and an asymmetric shape in the other plane (YX). The asymmetry is used to scramble
UCN trajectories which may get caught in periodic orbits in a fully symmetric trap.

The surface of the array is formed by joining two torii together at their center, with

the �rst torus having Rmajor = 1:0 m, and Rminor = 0:5 m, and the second torus having

Rmajor = 0:5 m andRminor = 1:0 m. Both torii satisfy Rmajor + Rminor = 1:5 m, which results

in a smooth match and a shape where the array is symmetric along one direction (z), and

asymmetric along another direction (x).

The reason for using di�erent torii joined together is to intentionally create a trappable

geometry which is asymmetric and encourages randomization of UCN trajectories. Traps that

are perfectly symmetric have the potential to create periodic UCN trajectories where UCN

are sampling the same location in space repeatedly over tens or hundreds of seconds. The

longer the run is, the higher the chance that this orbit will explore all of phase space and get

detected. This e�ect is usually coined as 'phase space evolution' which creates a potential
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di�erence in counts between short holds and long holds and thus can cause a systematic

lifetime shift. The design of the array ensures that UCN trajectories will get randomized and

explore most of the phase space available before being detected. The top of the trap is 0.5

m above the bottom, and the torus sections stop at that height as well. There is no physical

top to the trap, as UCN with energies less than the gravitational potential of� 50 neV will

be unable to escape the geometry. The distance of 0.5 m also works well with the trapping

strength of the magnetic �eld detailed below. The trap is formed by an array of magnets,

and the magnet assembly is contained in a cylindrical vacuum jacket.

2.5.2 Magnetic Field

Figure 2.4: Example of a one-dimensional Halbach array. Each adjacent magnet has a phase
di�erence of �

2 compared to the neighboring magnets, and the orientation of the �eld vector
changes sinusoidally with wavelength proportional to L, the distance between magnets of the
same state.

The ability to store UCNs using material walls highly depends on the loss rate of the ma-

terials used, and any material chosen will have some appreciable loss rate that will introduce

a correction to the neutron lifetime [55]. The main storage volume of the UCN� experiment

gets around this problem by trapping UCNs using a magnetic �eld, an idea implemented as

early as the turn of the 21st century [66]. The UCN population after passing through the

PPM and spin 
ipper will mostly be polarized into one spin state, and the intent is to create

a magnetic �eld which repels all UCNs of this spin. This is achieved using a Halbach array

[67] which is a series of permanent magnets arranged in an alternating fashion to create

a �eld perpendicular to the surface. This �eld falls o� with characteristic length L, where

L is the distance between two magnets of the same orientation. Figure 2.4 shows what a

one-dimensional Halbach array looks like, and the UCN� trap is formed by combining many

one-dimensional arrays to form a two-dimensional array. The phase di�erence between indi-

vidual one-dimensional Halbach arrays is exactly one rotation. The magnetic �eld generated

by an in�nite two-dimensional Halbach array is given by [68]:
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Figure 2.5: CAD drawing of the UCN� array provided by Figure 1 in [65]. Typical UCN
trajectories are shown with A. A close-up look at the Halbach array with di�erent magnetic
�eld orientations is portrayed in B . The silver and brown regions near Ccompromise the
main detector discussed in Section 2.6.2.

~B(x; y; z) =
4B rem

�
p

2

1X

n=1

(� 1)n� 1

4n � 3
(1 � e� kn d)e� kn z(sin(kny)ŷ + cos(kny)ẑ) (2.1)

Where B rem is the �eld generated by an individual permanent magnet,kn = 2�
L (4n � 3),

d is the thickness of the Halbach array, z is the distance above the surface of the two-

dimensional array, and x and y are two orthogonal directions which point along the array

surface. Now, in reality the array is not a 
at two-dimensional plane, but this equation still

works as a useful approximation because the scale of the distances in~B are much smaller than

the radius of curvature of the array. The magnitude of the �eld can be thought of as having

three parts - a portion resulting from the dimensions of the magnets, a portion describing

the �eld drop o� with distance away from the surface, and another portion which describes

the ripples in the magnetic �eld. The Halbach array used in the experiment is formed by

5310 individual NdFeB permanent magnets that have dimensions 1 in x 2 in x12 in. Each

individual permanent magnet hasB rem = 1:3 T so Equation 2.1 can be used to determine
~B. At a conservative stando� distance of 2 mm, the minimum surface �eld isBmin = 0:81T,

and with � neutron = 60 neV
T , the potential provided by the trap �eld corresponds to an energy

of 48.6 neV. Using the gravitational potential of 102neV
m gives a maximum height of 47.6
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cm. This is only slightly less than the 50 cm height corresponding to the top of the trap,

which means the magnetic �eld will be capable of trapping nearly all UCNs that are unable

to leave the top of the trap.

2.5.3 Holding Field

Figure 2.6: Schematic of the holding �eld setup from Figure 1 in [68]. Multiple rectangular
coils are arranged to produce the holding �eld. The coils are placed in locations where the
individual coil �eld is roughly perpendicular to the �eld created by the array. The structure
above the coils was designed as a magnetic 
ux return, but was never implemented.

When UCNs exist in a geometry where the magnetic �eld is less than a few Gauss

their spin states are highly sensitive to 
uctuations in �elds produced by standard geometry

components. These �eld gradients cause depolarization, and if a UCN were to depolarize

while inside the trap, it would likely get lost on its next interaction with the array. The

array can cause depolarization and create �eld zeroes, so another magnetic �eld is needed.

The main array �eld points normal to the surface, but Equation 2.1 shows that there is also

a perpendicular component. If a holding �eld is applied orthogonal to both of these axes,

then the holding �eld won't interact with the array �elds in a way to create �eld zeroes. To

achieve this, the entire geometry is covered in a holding �eld. The holding �eld is generated

by 10 water-cooled copper coils that cover the trap and are arranged to follow the curvature

of the array. The coils are supplied with a current of 300 A to generate a �eld� 10 mT.
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2.6 UCN Detectors

2.6.1 Detector Materials

Figure 2.7: A schematic of the detector layers and the interaction of UCNs with the detector.
The 10B reaction produces charged particles, one of which will scintillate in the ZnS to
produce light. The light is then guided to a PMT for collection.

UCNs are not charged particles which makes detecting them through typical methods

like scintillation more di�cult. Instead, UCNs are used to produce particles which can be

detected with scintillators. All of the detecting surfaces in the experiment rely on the same

set of nuclear reactions. The process of UCN detection is as follows:

1) A UCN is captured on the10B surface of the detector.

2) The reaction produces an� particle and Li via 10
5 B + 1

0n ! 4
2He + 7

3Li. This reaction

produces an additional photon at a branching ratio of 4%.
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3) The � and Li are emitted simultaneously and travel in nearly opposite directions due

to energy conservation.

4) One of the emitted particles passes through Ag doped ZnS which is adjacent to the
10B surface. As the particle passes through the ZnS, scintillation light is generated.

5) The scintillation light is collected by a photo-multiplier tube (PMT) whose output

amplitude depends on the amount of light detected.

The ZnS samples provided commercially by Eljen Technology are located on one side of a

backing material of clear polyester, which is uniformly coated with about 10� m of Ag-doped

ZnS that emits light in the blue range with wavelength 450 nm. The� 20 nm 10B layer is

deposited onto the ZnS substrate using vacuum evaporation [69]. Early iterations of the

detector design used10B layers as thick as 100 nm to improve UCN capture e�ciency but

found that this signi�cantly reduces the output intensity of scintillation light produced in

the ZnS layer. Not pictured in Figure 2.7 is a Poly(methyl methacrylate) or PMMA support

structure. The PMMA is a few mm thick and is attached to the ZnS to provide rigidity

to the detector composition. All UCN detectors in this experiment are layered in the same

way, but the PMT output is detected and interpreted di�erently depending on the precision

required of the measurement. The characteristic timing spectrum of the particles emitted by

ZnS is discussed in further detail in Section 3.2.

2.6.2 Main Detector

Measuring the neutron lifetime requires knowing how many UCNs are in the trap with

signi�cant precision. The main detector must be reliable, accurate, and precise, so the con-

struction and detection process for this detector is more stringent than a monitor detector.

The approach to monitor detectors is covered in Section 2.6.3.

Each particle that hits the PMTs creates a cascade of photo-electrons that get detected.

The neutron counts can be estimated as being directly proportional to the number of photo-

electrons detected in a method known as a 'singles' analysis. A singles analysis is straight-

forward in that the direct output of the PMTs can be used to estimate the neutron lifetime,

but rates measured in the PMTs are subject to signi�cant time-dependent backgrounds. The

distinct advantage the main detector has is the coincident detection of photons in multiple

PMTs, which signi�cantly suppresses these backgrounds The design of the main detector

requires detection of both front-facing and back-facing UCNs. This is achieved by making a

detector 'sandwich', where the PMMA side of one detector is glued onto the PMMA side of

another detector. The PMMA resides in the center of the sandwich, surrounded by ZnS on

29



both sides, and the sandwich bread is the10B. Within the PMMA layer are many machined

grooves which contain wavelength shifting �bers to redirect the emitted photons. The �bers

are connected to the PMTs in an alternating fashion so any two neighboring �bers are out-

putted to di�erent PMTs. The method used to measure and interpret coincident photons in

the PMTs is discussed in Section 3.2.

Figure 2.8: Images of the main detector in its 2020 con�guration (left) and the main detector
in the 2022 con�guration (right). The 2020 detector routed photons to two PMTs, and in
2022 that was increased to eight PMTs. Halfway through 2021, the Al strips were added
to the 2020 detector to reduce counting speed. That addition worked as intended and was
utilized in the 2022 detector as well.

The main detector consists of a thin sample of active material �t into a rectangular

volume with height 20 cm, length 40 cm, and thickness 0.6 cm which sits inside a detector

housing made of aluminum. The lower edge of the detecting area has been modi�ed to match

the curvature of the array smoothly. The entire assembly is connected to an actuator at the

top, which provides the ability to lower and raise the detector in the vertical plane. This

allows for detection of all UCN in the trap if the detector is lowered to the bottom of the
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array. Limit switches are in place to prevent the bottom of the detector from entering within

1 cm of the bottom of the array, and also to prevent the detector housing from intersecting

the vacuum jacket above it at 45 cm. Due to the unique shape of the main detector and the

frequent action of lowering the detector into the storage volume it has been dubbed by the

UCN� collaboration the 'dagger'. For the sake of brevity sections from this point on which

mention the main detector will refer to it as the dagger.

The dagger construction underwent signi�cant changes across the 2020-2022 run cycle.

For the duration of the 2020 run cycle, the dagger resembles the left side of Figure 2.8

with a solid sheet of detecting material connected to two PMTs through wavelength shifting

�bers. This was the dagger con�guration used for previous publications, dating back more

than 5 years. Previous analysis experience has shown that a large active area results in high

enough counting rates that rate dependent e�ects on the detector (like deadtime) contribute

signi�cant corrections to the number of UCNs detected. Every detection algorithm using the

dagger must correct for rate dependent e�ects, which are detailed in Section 3.3. The goal

of the dagger modi�cations were to reduce the size of the corrections associated with rate

dependent e�ects. In order to slow down the rate of detection, after about a few months

of the 2021 run cycle, the dagger was modi�ed to include aluminum strips to separate the

dagger into detecting sections and sections which re
ect UCNs. About 50% of the active area

was covered with aluminum to roughly slow down the counting rate by a factor of 2. Section

3.3 will show that this indeed corresponds to a reduction in the correction associated with

rate dependent e�ects by roughly a factor of 2.

Table 2.1: Breakdown of the di�erent daggers and which data set they correspond to.

Data Set Dagger Con�guration
2020 Full Area with 2 PMTs

Early 2021 Full Area with 2 PMTs
Late 2021 Half Area with 2 PMTs

2022 Half Area with 8 PMTs

The 2022 dagger reduced the size of rate dependent e�ects further by increasing the

amount of PMTs from 2 to 8, and separating the dagger into 4 distinct sections. Each

section is decoupled from the other sections, resulting in essentially 4 smaller daggers which

cover the same area the previous daggers do. This did have the intended e�ect of reducing

the size of rate-dependent e�ects by another factor of 2, but also came with some unintended

consequences. The di�erent dagger sections are located in di�erent horizontal locations and
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due to the curvature of the dagger also occupy di�erent vertical areas. This makes each

section sensitive to the spacial distribution of UCNs in a di�erent way from the others.

The largest dagger section will count more UCNs than the other sections, resulting in an

imbalance when comparing the sections. Attempting to calculate the individual lifetimes of

each section reveals a signi�cant di�erence between the 4 sections. The adjustments required

to analyze this data and correct the neutron lifetime are detailed in Section 4.5.

2.6.3 Monitor Detectors

The dagger measures how many neutrons are left in the trap after a given time period. In or-

der to extract the neutron lifetime, there must also be information about how many neutrons

were in the trap immediately before storage. This number is not directly measured, but is

instead estimated by monitoring the neutron population at di�erent points in the geometry.

The detector materials used in monitor detectors absorb UCNs and remove them from the

system meaning they cannot be detected in the trap. Monitors that sample trappable UCNs

are designed with small guide openings to avoid reducing the measured UCN density in the

trap. Monitors that do not sample the trappable UCN population will have no e�ect on the

extracted counts. The 4 monitors used in the UCN� experiment are discussed in Section 3.6,

but they are all treated approximately the same way in terms of their PMT output. Rather

than coupling to wavelength shifting �bers which guide photons to coincident PMTs, the

monitor detectors directly process the voltage output from the PMTs through a shaping am-

pli�er and discriminator. The shaping ampli�er is tuned to ensure that 1 UCN corresponds

roughly to 1 discriminated count. The output of the monitors tells us information about how

many neutrons are �lled into the experiment.

2.7 Cleaning of UCN

The UCN� trap is designed to trap UCNs up to height of 50 cm and UCNs with energies that

can reach higher than this height have the ability to escape the experiment. If all the UCNs

escaped quickly or at the same time, this would not be an issue but certain classes of UCN

trajectories can survive for hundreds of seconds in the trap. If one of these UCNs is detected

in one run but not the next, a systematic shift in the lifetime has been created. To ensure

that the UCN population is one which is strictly trappable by gravity, we can use absorbers

to remove UCNs from the system. The action of reducing the UCN population by removing

undesirable UCNs is akin to cleaning the UCN spectrum. To e�ectively clean the system,

a cleaner is installed on an actuator with active area� 1:00 m2, and used to remove the

32



high energy UCN spectrum. The cleaner is comprised of polyethylene with ZnS scintillator

partially covering the surface. The cleaner is lowered to a height which matches the bottom

of the dagger in it's resting position, which corresponds to 38 cm from the bottom of the

trap. The cleaners are lowered into this position during the entire �lling sequence and after a

�lling a period is dedicated speci�cally to cleaning. The duration of the cleaning period is set

to 50 s, which was identi�ed through a combination of experimental tests and Monte Carlo

simulations. The large active area of the cleaner covers about 65% of the cross-sectional area

available for the UCNs to explore at 38 cm, which allows for rapid cleaning of the UCN

population. Previously the trap cleaner was an active monitor which was instrumented as a

counting device and used in the analysis procedure. The data taken during 2020-2022 did

not consistently have the trap cleaner connected to the monitors, so it serves purely as a

cleaner and not a monitor.

In addition to the cleaner situated in the trap, there is an active cleaner in the RH. This

RH active cleaner is located at a position which is aligned with the bottom of the dagger in

its resting position and designed to match the trap cleaner. The RH serves as a large volume

for UCN to sample before entering the trap, and cleaning UCNs in the RH helps to ease the

job of the trap cleaner. In addition, having the RH active cleaner as a monitor allows for

gathering information about the spectral content of the UCN population.

2.8 Data Acquisition and Experiment Controls

Signals from the dagger and monitor detectors are routed into Fast Comtec MCS6A digitizers

or 'MCS boxes' with precision at the level of 0.8 ns. Between 2020-2021, the system had 10

monitor channels routing into two digitizers. This was upgraded in 2022 to include 15 monitor

channels routing into three digitizers. The digitizer signals are fed into a data acquisition

system (DAQ) which controls the synchronization of the start of the run with the start

of UCN production. The internal clocks that comprise the DAQ have a frequency stability

quoted as 0.03 ppm, which results in stability in the neutron lifetime of about 30� s. This is

precise enough for neutron lifetime experiments for years to come.

During a typical UCN� run, multiple gate valves are opened/closed, actuators are ran,

and signals from several detectors are collected in the MCS boxes. There must exist a control

structure to handle all of the various mechanical and electrical interactions. To accomplish

this, a custom C++ code is used to create a graphical user interface (GUI) to interface with

a timing system. The GUI is connected to an Artix-7 35T Arty FPGA Evaluation Kit which

controls all the signaling and timing for UCN� . The FPGA uses low voltage signals to control

the synchronization of the start of the run with the start of UCN production. Some of these
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Table 2.2: Layout of the MCS channel designations for 2020/2021 on the left and for 2022
on the right. Channels which are not directly indicated on the table are reserved for the
trap cleaner, the proton pulse signal, and spectrometers. The upgrade to 8 PMTs in 2022
necessitated the addition of a third MCS box to handle these leftover channels.

MCS Box Channel Observable
0 1 Dagger PMT 1
0 2 Dagger PMT 2
0 3 Old GV Monitor
0 4 RH Active Cleaner
1 12 RH Dump Detector

MCS Box Channel Observable
0 1-4 Dagger PMTs 1-4
0 5 RH Dump Detector
1 11-14 Dagger PMTs 5-8
1 15 Old GV Monitor

N/A N/A RH Active Cleaner

low voltage signals have to be converted up to enable interfacing with actuators which control

various components in the experiment. The time di�erence between the FPGA clock and the

DAQ clock was tested using a long holding time run and comparing the ratios of expected

lengths to �nd that the lifetime uncertainty contributed was about 0.005 s. Considering the

current systematic uncertainty is � 0:2 s, this value is not large enough to factor into the

calculations.
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2.9 Final Comments

The UCN� experiment is a massively impressive showcase of fundamental neutron physics

that only exists due to the contribution of many excellent scientists and students. As a

graduate student from NCSU I was only able to contribute a small part to the experiment in

Los Alamos, but my time spent working on UCN� was extremely fruitful. There are several

people in the UCN� collaboration that help ensure our experiment runs smoothly including

but not limited to:

ˆ Mark Makela - Expert on day to day operations of UCN� , SD2 source operator, �xer

of many miscellaneous experimental issues.

ˆ Steve Clayton - UCN� "CEO" and spokesperson, expert on slow control, data taking,

and all computer-related issues. Coordinator of many badges and trips to Los Alamos

for myself.

ˆ Takeyasu Ito - Neutron team leader, expert on all UCN experiments at LANL, helpful

coordinator of various administrative tasks.

ˆ Wade Uhrich - Expert engineer/technician/�nder of things in the UCN areas. Very

helpful in �nding both people and items and helped to coordinate experimental activ-

ities.

ˆ Chris O'Shaughnessy - CAD/SolidWorks/material modeling specialist. Checks to make

sure all the parts we buy will actually �t the system. Helpful in determining what is

and isn't possible with parts of the geometry.

ˆ Chris Morris - Expert on detectors and detector materials. Often there to look at the

data quality of UCN� and contribute in various ways to the experiment. Experience

and knowledge is essentially limitless.

ˆ Students and Postdocs - Many students and postdocs have worked on the UCN� ex-

periment with most there before my time. Special thanks to the people have helped me

on my journey like Eric Fries, Frank Gonzales, Maninder Singh, Kyle Murar, Douglas

Wong, and Tau�que Hassan.
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Chapter 3

UCN � Analysis

3.1 Introduction

The goal of the UCN� experiment is to measure the neutron lifetime and at minimum this

measurement requires two data points - one point to estimate� and one point to estimate

the initial loaded population N0. Consider two UCN� runs where the UCN were stored for

time periodstshort and t long . If the initial loaded UCN population N0 is about the same across

the two runs, then the number of counts in each run can be as expressed as

Nshort = N0e�
t short

� ; N long = N0e�
t long

� (3.1)

By rearranging these equations we can solve for the average neutron lifetime,� ,

� =
t long � tshort

ln( N short
N long

)
(3.2)

The values fort long and tshort are determined partially by the length of the holding period

discussed in Section 3.4, but there are also some systematic shifts due to neutron detection

e�ciency that modify these times which are detailed in Section 4.2. The purpose of the

analysis routine is to determine robust estimates forNshort and N long . Any systematic e�ects

which would cause a shift in the ratio ofN short
N long

will cause a shift in the lifetime, and those

will be discussed in Chapter 4.

3.2 UCN Event Detection

The output of the UCN� experiment consists of counts of photo-electrons (PEs) in the two

(or more) photomultiplier tubes (PMTs) connected to the dagger. Note that for 2020 and
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2021, the daggers are connected to a single pair of PMTs, but for 2022 there are four pairs of

PMTs. To determine which bunches of PEs form an event, a coincidence algorithm is used.

The requirements of this algorithm are as follows:

ˆ Start with a hit in any of the PMTs. Look for the next hit in the PMT pair that is

not in the current PMT.

ˆ If the �rst two hits occur within a time period dubbed the coincidence window,tcoin ,

then the event becomes a coincidence.

ˆ After a coincidence has been formed, look for a hit in either of the PMTs in the pair.

If this hit occurs within a telescoping windowt telescoping , increment the number of PEs

in the coincidence and keep going.

ˆ If no other hit occurs within t telescoping of the previous hit, the coincidence ends.

ˆ If the number of PEs in the coincidence is greater than some thresholdN threshold , then

the coincidence becomes a UCN event. Otherwise, the event is discarded.

ˆ Start the algorithm over at the next PE.

The three important parameters in the coincidence algorithm are the PE thresholdN threshold ,

the coincidence windowtcoin , and the telescoping windowt telescoping . Each of these are de-

termined by physical properties of the detector and UCN geometry. I should have a section

somewhere in Chapter 2 where I showcase the detector and detail it's construction.

Coincidence Window - Neutrons incident on the10B surface of the detector have an

average absorption time of 9 ns [70], and� and 7Li particles from that interaction travel

through ZnS which produces the light detected in the photomultiplier tubes. The entire

process takes 10's of nanoseconds, and so during a high-rate section of the run you would

expect 2 photoelectrons to be detected in a window that is greater than about 50 ns. The

coincidence window was swept through 50 ns to 150 ns in 10 ns increments, before settling

on a value of 100 ns for the �nal analysis.

Telescoping Window - Individual photoelectrons are detected on the order of nanosec-

onds, but the interaction that produces light from the ZnS lasts about 1000 times longer

than that. Figure 3.1 shows that it takes as long as 6000 ns for the light output to fall to

1% of the peak light output. In particular, there is a signi�cant amount of light output that

occurs up to about 1000 ns. The purpose of the telescoping window is to account for delayed

photons associated with the long tail of the ZnS glow. The telescoping window was swept
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from 500 ns to 1500 ns in increments of 100 ns, before settling on 1000 ns as the �nal value

for the analysis.

PE Threshold - The photo-electron (PE) threshold acts as a cuto� for which events

are above background 
uctuations. The PE threshold can be adjusted to increase your sig-

nal, but you also get a bigger background. By studying the ratio of signal-to-background

and comparing it to the statistical sensitivity o�ered by that choice of PE threshold, a PE

threshold can be found that optimizes both the signal-to-background and statistical uncer-

tainty. The PE threshold was swept through values between 6 PE and 12 PE, with 1 PE

steps. The �nal chosen PE threshold for the analysis was 10.

Intensity

Time (ns)

Figure 3.1: Intensity of the light output from ZnS versus time, normalized to 1 at the peak
intensity. The coincidence window requires two photon hits within about 100 ns, but photons
from a single UCN interaction can appear a few�s later. The addition of the telescoping
window to the coincidence algorithm helps to account for these delayed photons. This process
helps reconstruct UCN events that could be missed, but also prevents the tail of photons
from forming background UCN events later.
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Figure 3.2: The output of a single PMT (in photo-electrons) is plotted inBlue . The Red
curve is generated by taking the UCNs detected by the coincidence algorithm and scaling so
that the two peaks line up. The general behavior of the two distributions is similar, but the
UCN counts have a noticeably better peak to background ratio.

The coincidence algorithm requires two photo-electrons to be detected in di�erent PMTs

within a time tcoin . The number of PEs in this event is then incremented until the time

between individual PEs exceedst telescoping . If the total number of integrated counts is greater

than N threshold , the event is classi�ed as a UCN.

The biggest di�erence in the time distribution of the PMT counts versus UCN counts

is the large discrepancy between signal-like regions and background-like regions. When the

beam is o� and there no expected UCN in the geometry the dark photon rate in any individ-

ual photomultiplier tube is on average 20 Hz. The coincidence algorithm helps to suppress

background events, which results in a UCN background rate which is on average 0.2 Hz. The

average signal rate for a UCN� run is about 30 Hz, with a minimum of about 4 Hz. The vast

reduction in background rate is one of the main motivations for using the coincidence algo-

rithm. In theory one could repeat the lifetime analysis procedure using just the counts from

the PMTs, but getting an accurate measurement of the background that doesn't 
uctuate

dramatically run to run is challenging.
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3.3 Rate-Dependent E�ects

The data from the PMTs is collected at vastly di�erent rates ranging from a few Hz to 500 Hz

with UCN chains that last on average for 4�s . Across such varied conditions, the coincidence

algorithm procedure is not completely e�cient, and there are two important detector e�ects

the algorithm needs to be corrected for. These corrections are applied run-to-run and when

not accounted for, can result in shifts to the expected lifetime which are quite large.

3.3.1 Deadtime

All detectors su�er from the well known e�ect of deadtime [71] which describes the minimum

amount of time required between two events for the events to be registered as two distinct

interactions. First, there is a deadtime associated with the afterpulsing of the photomultiplier

tubes (PMTs). A signi�cant fraction of the time when a pulse is detected in a PMT another

pulse appears quickly after within a time window that was empirically determined as 16 ns.

This extra pulse is not 'real' and is a secondary emission artifact associated with the process

of ampli�cation in the PMT. The afterpulsing deadtime e�ect is corrected for by imposing

a �xed 16 ns deadtime on pulses within an individual PMT. Pulses that occur within 16 ns

from di�erent PMTs are not subject to this deadtime restriction.

Second, and more importantly, the coincidence algorithm has a built-in deadtime e�ect

in that if a second UCN event interrupts the detection algorithm before the �rst UCN has

been processed the detection algorithm treats this as one UCN. The standard coincidence

algorithm cannot distinguish between these two cases which means that some fraction of

events are missed by the basic coincidence algorithm. The algorithm below, developed by

Eric Fries [72] uses information about UCN chain start times and lengths to estimate the

instantaneous rates and then apply a correction based on those rates. Essentially, the 'du-

ration' of a coincidence is used to estimate the total amount of time that is 'live', which is

used to calculate a deadtime correction.

1) For each UCN event, keep track of the �rst photoelectron in the eventt i and the length

of the UCN eventL i .

2) Create a histogramH1 of the start times t i with bin width w. The histogram 'binstart'

should be the start of your signal window, and the histogram 'binend' should be the

end of your signal window. A bin width of w = 0.1 s was chosen.

3) Create a histogramH2 of the start times t i where each entry is weighted byL i , with

bin width w. This keeps track of how much software deadtime occurs in each bin.
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4) The fraction of time in the nth bin that is "live time" is w� H 2;n

w which means the amount

of deadtime corrected UCNs per bin is

Hnew;n = H1;n
w

w � H2;n
(3.3)

Where t i is the arrival time of the �rst photoelectron in the UCN chain and L i is the

di�erence between the arrival times of the �rst photoelectron in the chain and the last

photoelectron in the chain. We also include the telescoping window duration after the last

detected photon, since if there was a photoelectron in the range of the telescoping window,

the algorithm would have detected it. This means it is not possible to start another UCN

event during the length of the telescoping window so this length of time needs to be accounted

for in the deadtime estimate. This algorithm assigns a length of time associated with each

UCN event, and utilizes this as an estimate for the deadtime of that event. Every UCN

produces deadtime and during high rate sections of the run there will be especially many

chances to lose UCN due to the deadtime. The probability that any particular UCN is

missed due to deadtime is small, with deadtime resulting in a< 0:5% change to the unload.

However, even a 0:1% di�erence between short/long unloads can bias the extracted lifetime

by � (880) � (0:001) � 0:88 s, which is well above our error budget. The size of deadtime

across the various data sets is shown in Table 3.1.

Table 3.1: Size of the deadtime correction applied to the neutron lifetime. The e�ect of
deadtime is evaluated by analyzing the lifetime without deadtime applied and looking at
the di�erence. When deadtime is not applied, the lifetime is longer. Without the deadtime
correction both the short and long holds are 'missing' counts, but the short holds will be
missing more due to their high rates, which creates a lifetime shift.

Data Set Deadtime Correction Size (s)
2020 Dagger -0.757

2021 Early Dagger -0.800
2021 Late Dagger -0.421

2022 Dagger -0.239
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3.3.2 Pileup

The ZnS scintillator which forms the detection portion of the dagger has a characteristic

"glow" which extends for several� s. During this glow, photoelectrons are being emitted

which can contribute to false detections in the coincidence algorithm. In particular, if there

are two UCN-like events within say 10� s of each other, there is some likelihood that the

photoelectrons from the �rst event contributed to the recognition of the second event as

a UCN. Despite the second event not having enough photoelectrons on its own to form a

UCN, the 'pileup' of photoelectrons from previous events can cause this second event to go

over threshold. Like deadtime, pileup is a rate-dependent e�ect and needs to be implemented

during the coincidence algorithm process. To correct for pileup, these steps are followed:

1) While running the coincidence algorithm, keep track of all photoelectrons that are not

involved in UCN events.

2) When a UCN event is formed, calculate the average rate of non-coincidence counts

over the last 100 non-coincidence hitsRP E .

3) For each UCN event of lengthtchain , the adjusted threshold is

Nnewthreshold = N threshold + RP E tchain (3.4)

4) The amount of photons detected in each event is adjusted via:

Nmeasured = Nphotons + Uniform(0 ; 1) (3.5)

5) The UCN event is now only allowed ifNmeasured � Nnewthreshold as opposed to the

standard Nphotons � N threshold .

By recording information about all photoelectrons, we can use the rate of non-coincidence

photoelectrons before each event to estimate a 'pileup rate'. The amount of pileup we expect

for each UCN chain is the rate times the length of that chain. The threshold is then adjusted

by this amount. The amount of counts detected also has to be adjusted to account for

random 
uctuations at the 1 photoelectron level. Without this step, all events withNphotons =

N threshold would be removed when the threshold is adjusted when in reality it should be a

small fraction. Much like deadtime, the probability that any particular UCN is gained due

to pileup is small. The e�ect of the pileup correction on the extracted lifetime across the

di�erent data sets is tabulated in Table 3.2. Note that the lifetime shift due to both pileup
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Table 3.2: Size of the pileup correction applied to the neutron lifetime. The e�ect of pileup
is evaluated by analyzing the lifetime without pileup applied and looking at the di�erence.
Without the pileup correction, the measured UCN lifetime is shorter. The false coincidences
caused by pileup depend on rate which means short holds have more false coincidences than
long holds do. This creates a shift in the ratio ofNshort to N long and in turn causes a shift
in the lifetime.

Data Set Pileup Correction Size (s)
2020 Dagger +0.747

2021 Early Dagger +1.117
2021 Late Dagger +0.474

2022 Dagger +0.199

and deadtime is dagger-dependent, starting with a factor of 2 reduction when switching to

the half-covered dagger in late 2021, followed by another factor of 2 reduction when switching

to using 8 PMTs instead of 2.

3.3.3 Testing Coincidence Results with Synthetic Data

The intention behind the rate-dependent e�ect corrections is to eliminate any variation or

bias in the extracted counts due to the 
uctuation in the coincidence algorithm output

versus counting rate. Without knowing the neutron lifetime it is di�cult to verify that

the corrections are behaving as expected. To assist with this, the UCN� collaboration has

developed a Monte Carlo synthetic event generator which uses the measured decay properties

of the ZnS scintillator to generate a known number of UCN counts and convert them into

a distribution of counts in two PMTs. The event generator is used to create data sets of

constant rate with 1,000,000 neutrons per data set. Five di�erent data sets with rates 10

hz, 100 hz, 500 hz, 1000 hz, and 5000 hz, are generated to cover the entire range of rates

seen in the experiment. The coincidence algorithm is used to estimate the number of counts

measured for each rate both with and without the rate-dependent e�ect corrections applied.

A linear �t is then applied to both data sets to calculate the change in e�ciency as a function

of rate. The shift to the lifetime is determined by using actual data and correcting the signal

for each run via:

S0 = S (1 + slope � rate) (3.6)

When the coincidence algorithm is used but the rate-dependent e�ect corrections are not

applied, the slope in the data results in an average predicted lifetime shift of (0.077� 0.002)
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s. Without any corrections, the coincidence algorithm starts to lose the ability to deal with

deadtime as the rate increases which leads to a negative slope. The deadtime correction

alone would bias the slope in the other direction by overestimating the counts for high rates.

The combination of the deadtime and pileup correction handles the interactions at both low

rates and high rates, which results in a negligible average predicted lifetime shift of (0.003

� 0.002) s. The lifetime shift depends upon the choice of coincidence parameters, and the

results above were obtained using a photon threshold of 10, a coincidence window of 100 ns,

and a telescoping window of 1000 ns.

Table 3.3: Checking e�ciency of coincidence algorithm with synthetic data. The overall
e�ciency of the coincidence algorithm depends on the choice of coincidence parameters,
which are designed to maximize the signal and minimize the background. The coincidence
parameters used to generate this comparison were a photon threshold of 10, a coincidence
window of 100 ns, and a telescoping window of 1000 ns. The uncorrected algorithm has a
noticeable slope to the e�ency as the rate increases, with the �tted slope resulting in a
predicted lifetime shift of (0.077� 0.002) s. When the coincidence algorithm is corrected
for rate-dependent e�ects, the measured slope instead leads to a predicted lifetime shift of
(0.003� 0.002) s.

Rate Uncorrected Algorithm E�ciency Corrected Algorithm E�ciency
10 Hz 0.8329 (9) 0.8329 (9)
100 Hz 0.8328 (9) 0.8326 (9)
500 Hz 0.8319 (9) 0.8326 (9)
1000 Hz 0.8314 (9) 0.8328 (9)
5000 Hz 0.8249 (9) 0.8326 (9)
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3.4 Run Structure

For the entirety of the 2020, 2021, and 2022 data sets, the UCNtau experiment has de�ned

a production run as one that follows these steps:

1) Filling - For the �rst 300 seconds of every run the system is in a state where all

valves are open, the trapdoor to the UCNtau trap is open, and beam is allowed to hit the

Tungsten target and produce UCNs which 
ow into the trap. The lengthy �ll time is due to

having two rather large volumes - the roundhouse and the trap. During this portion of the

run, the main detector/dagger is set at 38 cm above the bottom of the trap, and the cleaner

is set at 38 cm above the trap. This allows us to both clean the high energy content while

�lling as well as have a measure of the spectrum that was pumped into the trap.

2) Cleaning - After the �lling period has ended, the beam is turned o�. In addition,

the gate valves between the source and trap, as well as the trapdoor to the trap are closed.

The main detector is raised to 50 cm above the bottom of the trap, while the cleaner is left

at 38 cm to remove over-threshold neutrons. The system stays in this con�guration for 50 s

in order to e�ectively 'clean' the UCN population.

3) Holding - After cleaning, the neutron energy distribution is well-constrained. We can

de�ne this point as "t = 0" for the UCN population. During this section of the run, the

cleaner and dagger are both sitting at 50 cm above the trap. The system "holds" still in

this position for a variable amount of time and the times split into two distinct sets - short

holds (20 s, 50 s, 100 s, 200 s) and long holds (1550 s). The purpose of the holding period is

essentially to allow beta decay to occur.

4) Unloading - After the hold, the dagger begins to move and we enter the unloading

phase. First, the dagger moves to 38 cm above the trap and waits there for 40 s in a position

that is frequently referred to as Peak 1. This location is ideal for testing the e�ectiveness of

our cleaning, as if the cleaner does it's job perfectly we should measure a UCN rate consistent

with background during this section of the unload. Having the dagger in this position allows

us to put constraints on over-threshold UCN.
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Counts in Main Detector

Time (s )

Figure 3.3: UCNs detected in the dagger versus time for a typical 20 s hold. The di�erent
portions of the run cycle are labeled in di�erent colors. Portions that are in white have no
notable measurements happening.

Table 3.4: Timing information for production runs, where the values in the table detail how
long each section of the experiment takes. The total length of a production depends on the
holding period, and ranges from 630 s (� 10 min) to 2160 s (� 36 min).

Event Time (s)
Filling 300

Cleaning 50
Holding 20,50,100,200,1550

Unloading Peak 1 40
Unloading Peak 2 220

Production Run Total 610 + 20,50,100,200,1550
During Peak 2 - Signal 60

During Peak 2 - Gap (no measurement) 50
During Peak 2 - Background 60
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After spending 40 s at 38 cm, the dagger then moves to 1 cm above the trap where it is

parked for 220 s in a location that is frequently referred to as Peak 2. The coincidence data

indicates the dagger absorption decay constant is at most� 10 s, which means this lengthy

waiting period should in theory be long enough to detect all UCNs in the trap. However,

with 1 cm of the distance above the array there is some possibility that certain low-energy

UCNs do not get detected. To con�rm that this is not the case, a separate experimental

procedure was trialed where the UCN population was instead dumped through the trapdoor

to a detector. The analysis of this data results in a lifetime that agrees with this experiment,

albeit with a slightly large error bar of about 2 s [73]. The lengthy unload period allows

for dedicating signi�cant parts of every run to measuring a signal portion and a background

portion. By measuring the background during the run the background estimate is sensitive to

neutron activation and other interactions which might increase the background rate relative

to a background run. It is convenient to set the signal and background integration gates to

be the same width to avoid any scaling when doing background subtraction.

Some e�ort was dedicated to understanding the impact on the choice of integration gates.

Making your gates wider lowers your signal/background ratio because the signal portion

starts to contain more background. However, a really small integration gate would miss

much of the signal and reduce the size of the statistical error bar. The table below shows

that the sensitivity of the error bar is 
at between 50 s and 90 s, indicating any integration

window in that range is equivalent. For the �nal analysis, the integration window was �xed

at 60 s. This value was chosen based on the consensus of multiple analyzers thoughts on the

best integration window.

Table 3.5: Variation in the statistical error bar of an example lifetime measurement over
various choices for the integration window. The signal/background ratio is also tabulated.

Integration Window (s) Stat. Error Bar Signal/Background (avg.)
30 0.70 140
40 0.68 110
50 0.672 85
60 0.671 70
70 0.670 60
80 0.671 50
90 0.672 45
100 0.68 40
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During the 2020-2022 run cycle, other non-production runs were taken - mostly to investi-

gate potential systematic e�ects. For the purposes of this analysis, we will only be discussing

production runs. The three years of data results in 4397 individual production runs with

each year contributing> 500 runs.

3.5 Blinding

The UCN� collaboration has published several previous lifetime values. Even the most un-

biased analyzer knows roughly the scale of the value of the neutron lifetime, and this can

lead to a con�rmation bias in the result. To combat this issue, the UCN� data is blinded.

Suppose each holding period is adjusted so that it is shorter or longer by some factor 'f'.

Then Nshort = N0e�
f t short

� and N long = e�
f t long

� which changes Equation 3.2 into:

� measured =
f t long � f t short

ln( N long

N short
)

= f � n (3.7)

A �le inaccessible to analyzers exists on the UCN� DAQ which contains the value of f.

For this analysis, f was adjusted so that �(� n ) � � 5 s. The value of f was only revealed

to analyzers once the analysis was complete, and during the analysis all holding periods

were assumed to have their nominal times. Only timestamps during the holding period are

blinded.

3.6 Monitors

The quality of the spallation neutron source can change drastically run-to-run, resulting in

di�erences of 100's or 1000's of counts in the main detector. In order to have an estimate of

how many UCN 'should' be in the trap, other monitor detectors in the system are necessary.

Across the 2020-2022 run cycle, four detectors were in place in the UCN� system. They are:

1) The RH Dump Detector

2) The Dagger during Filling

3) The Old GV Monitor

4) The RH Active Cleaner
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3.6.1 RH Dump Detector

Counts

Time (s)

RH Dump Detector

 � drain � 50 s

Figure 3.4: Example of the typical counts measured in the RH dump detector as a function
of time. The dump detector is opened at 300 s, and UCN are allowed to drain out for the
remainder of the run. The average draining time constant for this process is about 50 s.

The roundhouse volume is roughly 1.5x the volume of the trap, and acts as a bu�er

volume where UCNs build up during the loading process. One of the reasons for a 300 s �ll

as opposed to say 150 s is to accommodate the presence of the roundhouse, but it comes with

an additional bene�t. After �lling has �nished and the valves to other parts of the system

are shut, the roundhouse contains an equilibrium UCN population. By opening a valve to

a detector, we can "dump" the remaining UCNs in the roundhouse into this detector. The

total number of counts in the dump detector tells you about the general quality of the �ll,

and contains information about UCNs with energies between 0 neV and about 200 neV. The

UCN energy spectrum in the roundhouse is attenuated due to the roundhouse height being

approximately 1 m, meaning UCN with energies greater than 100 neV are more likely to get

stored in other areas of the geometry besides the roundhouse. The RH dump detector counts

typically anywhere from 100; 000 � 1; 000; 000 UCNs , which allows for a normalization

whose uncertainty relative to the quantity is small when Poisson statistics are assumed.
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3.6.2 Dagger during Filling

During the �lling portion of the run, UCNs of various energies are able to enter the trap

and many of them have enough energy to reach the dagger, which is situated at 38 cm

above the bottom of the trap. The UCNs measured during this section tell us about the

high energy content of the �ll, as well as give a reference for how many UCNs made it out

of the roundhouse and into the trap. The UCNs detected during the �lling stage are ones

which would have been too high energy to store and count during the unload, so they are

not exactly correlated with what we measure after a run. Section 3.7 discusses how monitor

values and ratios of monitor values can be used to e�ectively isolate certain parts of the

UCN energy spectrum.

3.6.3 Old GV Monitor

Poor Quality Fill High Quality Fill

Figure 3.5: Two �lls of the UCN� geometry, as viewed by the Old GV Monitor. The �ll
on the left exhibits a signi�cant amount of changes during the �lling time period, which
can have an unpredictable e�ect on the UCN spectrum when normalizing with the Old GV
Monitor.

The old gate valve (GV) monitor is located early on in the system, even before the

roundhouse and PPM. This monitor is open during the �lling portion and closed otherwise.

These conditions mean the old GV monitor measures the full spectrum, with both spins

included, before any conditioning by the roundhouse. This makes the content in the old

GV monitor extremely sensitive to the source condition. The di�erence between two �lls is

illustrated in Figures 3.5 and 3.6.
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Poor Quality Fill High Quality Fill

Figure 3.6: The same two �lls of the UCN� geometry from before, but now viewed by the
RH Dump Detector. The smoothing property of the dump deals with any beam 
uctuations
that may adversely e�ect the normalization procedure. The well-de�ned timing and shape
of the dump detector output makes for a robust normalization tool.

The di�erence between a poor quality �ll and a high quality �ll leads to a drastic change

in the behavior of the old GV monitor versus time. In the past, analyzers attempted to use

the old GV monitor as a primary source of normalization but have found that too many

runs had to be cut due to source issues. When normalizing with another monitor, runs

that exhibit poor quality �lls can still produce a data point for the lifetime calculation that

is well-behaved. For the purposes of this analysis, the old GV monitor was only used to

gather general information about runs and occasionally determine run cuts for runs that

would never be considered analyzable. It plays no role in the normalization process for the

2020-2022 data, though it is important to note that this was not always the case.

3.6.4 RH Active Cleaner

The roundhouse has an active cleaner placed at a height in the roundhouse that is close to

the height of the dagger in the trap. This active cleaner absorbs a large chunk of the high

energy UCN spectrum before they enter the trap, and allows us to monitor the content versus

time. In the past, the roundhouse active cleaner was also used for normalization but it has

it's own issues. The active cleaner counts anywhere from500,000-2,000,000 UCNs, but

all of the UCN content detected is higher than we would expect to detect in the trap. This

means that like the old GV monitor, the active cleaner is sensitive to the high energy part of

the UCN spectrum, which makes it less reliable as a normalization estimate. In addition, the

active cleaner was present, but not connected to any monitor outputs, for the entirety of the

2022 run cycle. Finally, the main reason the RH active cleaner is not used for normalization
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is that it is subject to extreme 
uctuations depending on the state of the geometry. Figure

3.7 shows what the precession of the both the RH active cleaner counts and the counts in

the RH dump detector look like over the course of 1 month.

Counts

Run Number

RH Dump Detector
RH Active Cleaner

Figure 3.7: Example of the instability associated with the RH active cleaner. Data shown
is taken over approximately a 30 day period and the RH active cleaner counts 
uctuate by
fractions of millions. The RH dump detector 
uctuates are of a signi�cantly smaller scale.
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3.7 Normalization

y0

Run Number

Figure 3.8: Yields over a section of data after only the base normalization has been applied.
The di�erent holding times show up as di�erent bands of approximately constant yield.
Given this information, a lifetime can be extracted.

Each time the UCN� trap is loaded, the number of UCN detected in the dagger is

di�erent. The biggest reason for the di�erence is the source performance - the quality of the

SD2 crystal degrades over time and certain maintenance cycles called refreezes [62] have to

be done to improve UCN density. With a varying UCN density per run, the counts measured

in the dagger alone would not be enough to calculate a lifetime as even runs with the same

holding period could have wildly di�erent predictions for the signal.

As mentioned in the last section, UCN� has various monitors that measure UCN counts

as well as the UCN spectrum. While monitor values and detector counts can 
uctuate sig-

ni�cantly run-to-run, ratios of detector counts to monitor values tend to be fairly consistent.

In particular, the ratio of the counts detected in the dagger during the unload to the counts

detected in the RH dump detector at the end of the �lling period is very stable. We de�ne

this quantity as the yield, as it provides a measure of how much each run contributes to
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the data set. For a given holding period, the yield is relatively constant across many runs.

In addition, the di�erent holding periods appear as bands at di�erent yield values in the

plot, and one could infer a baseline guess at the lifetime using the normalization provided

here. Using the signal S, the background counts B, and the counts in the RH dump detector

MRHdump , the zeroth order normalization estimate is de�ned as:

y0 =
S � B

MRHdump
(3.8)

However, within the bands where the yields are roughly constant there is still a measurable

amount of variation. There are two normalization steps used to address this.

3.7.1 Running Average

yscale

Run Number

Figure 3.9: Example of what the scaled yields look like for the same data points as before.
The addition of a � f it allows for the di�erent holding periods to be put on the same scale. The
slow shift in the average value ofyscale over run number is why the running normalization is
needed.
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The di�erent holding times show up as bands in the yield plot and can give you informa-

tion about what the lifetime is. In order to place everything on equal footing, a �t lifetime

is used scale each holding time "back" to what would have been in the trap at the start of

the hold.

yscale = ( y0)e
t hold
� f it ; �y scale = ( �y 0)e

t hold
� f it (3.9)

When doing this, not only do the various holding times line up with each other but a

trend is revealed which indicates the value ofyscale changing over time. What this shows is

that the predicted number of UCN at the start of a hold varies slowly by run number. We can

take advantage of this slow change by utilizing a running average ofyscale as a normalization

estimate. For each individual run in your list, look backN runs, and look forwardN runs.

Of those2N runs, count how many have holding times less than 1550 s. The normalization

estimate for that run is then:

yrunav (i ) =

P j = i + N
j = i � N yscale(j )j t j < 1550
P j = i + N

j = i � N j j t j < 1550

(3.10)

This running average shifts each time the run number changes and only uses the short

holds (thold < 1000s) for the calculation. Special care is taken for runs which are at the end

or start of a list, where the average from the nearest set of runs is used instead. The running

average attempts to smooth out the variation in the yield due to the source performance,

using the nearby runs as a reference for the quality of any individual run. By dividing each

yscale value byyrunav , we normalize our expected value for the yield at the start of the holding

period to 1. To get back to yields that are representative of each holding time, simply multiply

by e
� t hold

� f it .

yscale;new =
yscale

yrunav
� O(1) (3.11)

y1 =
y0

yrunav
� e

� t hold ]
� f it ; �y 1 =

�y 0

yrunav
(3.12)
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yscale;new

Run Number

Figure 3.10: Plot of �rst order yields after the running average has been applied. Not only
are the di�erent holding periods on the same scale, but they are all clustered around 1 with
no obvious shifts across run number.

3.7.2 Spectral Correction

After performing the running average, the data has been processed enough so that a lifetime

can extracted by �tting y1 versusthold to extract � f it . However, the previous UCN� analyses

have demonstrated that the form of normalization that tends to minimize the� 2 in the

lifetime �t is one that looks like:

F (S; B; M 1; M2) =
S � B

�M 1(1 � � M 2
M 1

)
(3.13)

The previous sections have detailed our choices forM 1 = MRHdump and � = yrunav . The

second part of the normalization is often denoted the 'spectral' component, and it's normal-

ization called the 'spectral correction'. This part of the normalization deals with correcting

for changes in the UCN energy distribution. The part of the UCN spectrum that we're con-

cerned with is what we can detect in the dagger during the unload period. Relative to the

bottom of the trap, UCN measured in the unload have energies between 0 and 38 neV. UCN

measured in the dump detector have energies between 0 neV and 50 neV, relative to the
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bottom of the trap. If we could �nd a monitor that could measure a spectrum with energies

between 38 neV and 50 neV, we could divide out the two monitors to get an understanding

of what the energy distribution between 0 and 38 neV looks like. Conveniently, the dagger

during �lling is located at 38 cm above the bottom of the trap! This de�nes the form of our

spectral correction:

yspectral = 1 � �
�

M dagf ill

MRHdump
� (

M dagf ill

MRHdump
)av

�
(3.14)

A mean value of the ratio of monitors is used to assess how the ratio for a given run

compares to the that of a standard run in the data set. It should be noted that this average

goes over all runs since there is no short or long dependence in either the RH dump detector

or the dagger during �lling. However, the yscale;new values are �t to the monitor ratios to

extract the optimal value of � for each run set by only using the short holds. Essentially,

the spectral correction attempts to pull runs that are far from 1 closer to the average, and

in doing so generally improves the quality of the normalization process.

y2 =
y1

yspectral
; �y 2 =

�y 1

yspectral
(3.15)

3.8 Lifetime Calculation

For each run the important measured quantities are the yieldy, the error in that yield dy ,

and the holding periodt hold of that run. Based on the lifetime scaling we expect yields of

the same holding period to be about the same value. We can combine this information with

a �t parameter � �t to de�ne a � 2:

� 2 =
X

i

�
yi � < y i e

t hold
� f it > short e

� t hold
� f it

dyi

� 2

(3.16)

Where < y i e
t hold
� f it > short is calculated using all runs witht hold less than 1550 s. The value of

� �t is swept over a large range in steps of 0.001 s to map out a distribution of� 2 vs. � �t . The

optimal lifetime value is chosen as the� �t that minimizes the � 2 function, and for a single

parameter �t the uncertainty can be estimated as the change in� �t required to increment

the � 2 by 1. The yi parameters are typically ones where the running average and spectral

correction have been applied, that is to say they are they2 values. However, this procedure

applies generically to any set ofy and dy values, which allow for calculating the lifetime with

and without the spectral correction and with and without the running average. In addition,
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by de�ning CF = < y i e
t hold
� f it > short , ycorr = yi

CF , ycalc = e
�

t hold
� f it , we can rewrite this into a

form which matches [14].

� 2 =
X

i

�
ycorr;i � ycalc;i

dycorr;i

� 2

(3.17)

� 2

� f it (s)

Figure 3.11: For an example run set of 1952 runs, the optimum� 2 is 1951 (plotted in red).
The � �t associated with this� 2 is the chosen value of� . The uncertainty in � is computed
as the change in� required to increment the optimum� 2 by 1. This line is plotted in green.
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3.9 Run Selection

Between the start of the 2020 run cycle and the end of the 2022 run cycle for UCN� , about

14,000 runs were taken. These runs are split between production, background, systematic,

and miscellaneous runs. The software at the UCN� computer dates and time stamps each

run, along with other useful identi�ers like the run type and holding period. The �le produced

by the software is the starting point for most analyzers.

The coincidence software I've developed requires the run number and the holding period

as inputs for each run. Once the data has been sorted into production runs, the coincidence

code is used to calculate information about the signal, background, and various monitor

integrals. Run selection is an analyzer-dependent choice - not everyone will use the same

monitors or criteria to select runs for analysis but the �nalized run lists tend to di�er only

by a few percent. The �rst step is to look for runs that would be rejected across the board

by analyzers. The main issue for these types of runs is typically the unload being too small,

the background being too small, or one of the important monitor counts being too small.

Typically if the monitors are behaving properly a low monitor value is consistent with a

low unload value, so most of these bad runs can be identi�ed by looking at the signal to

background ratio. Most runs that are not �t for analysis are a result of the beam and/or

experiment behaving extremely poorly, resulting in tens of counts in the signal. By �ltering

on the signal to background we remove most of these poor quality runs.

3.9.1 Signal to Background

When the signal to background ratios are histogrammed there is a notable peak of runs

followed by a slow drop o� in frequency towards higher signal to background ratios. The

location of the peak depends upon the experimental conditions of each geometry and changes

data set to data set. This peak was �t to a Gaussian and any runs that were below 6� of the

mean of that peak were excluded from the data set. This exercise mostly removes problematic

runs, but a portion of 'usable' runs are occasionally cut by this method - however usable runs

with such a low signal contribute very little to the precision of the lifetime measurement and

as such won't make much of a di�erence when included/excluded. The goal of setting the

threshold at 6� is to make the �rst step of cuts conservative and mostly analyzer independent

since the cut criteria uses the signal and background quantities which every analyzer needs

to calculate a yield.
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S=B

� � 55

� � 15

Figure 3.12: Histogram of the signal to background ratio for all runs in 2021 before any
run cuts were done. Most runs are clustered around a central Gaussian, but there is quite a
large tail which is modeled by an exponential. The �t parameters of the Gaussian are used
to determine an approximate lower cuto�, and the �t parameters of the exponential are used
to determine an approximate higher cuto�. This exercise has to be done separately for the
short and long holds since they have drastically di�erent signal to background ratios.

3.9.2 Monitor and Monitor Ratios

The �rst part of the normalization requires using the value calculated in the RH dump

detector, and the second part of the normalization depends upon the ratio of the RH dump

detector to the dagger during �lling.

We are concerned about runs where the number of counts in the dump detector are

signi�cantly lower than expected. Similar to the previous run cut procedure, we can �t the

distribution of monitor counts to a Gaussian and exclude runs that deviate from the mean

by greater than 6� . The value of the RH dump detector counts directly in
uence the yield

so it is important to use a conservative threshold for run selection at this step.

The other quantity to look at is the ratio of the counts in the RH dump detector to the

dagger during �lling. The value of this ratio does not contribute directly to the initial yield,

but the ratio changes how the spectral correction is applied and can shift the �nal corrected

yield. Unlike some of the other quantities which are roughly normally distributed across
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Figure 3.13: A histogram of the RH Dump Detector counts for a typical data set. Generally
a Gaussian is used to determine� , but in this case four Gaussian functions added together
were used to get a better �t to the data set. The di�erent Gaussian functions correspond to
di�erent epochs of source behavior, where the source is either under-performing (long after
a refresh) or is over-performing (shortly after a refresh).

a whole year, the ratio used in the spectral correction changes multiple times a year. To

determine the selection criteria for runs, the ratio values are broken into sets called 'epochs'

where the value of the ratio is roughly constant. Within each epoch, the average is roughly

consistent and the standard deviation is relatively small. Using this information, we can

exclude runs which are greater than 6 standard deviations away from the average. Figure

3.14 shows what some of the excluded runs look like (in red) compared to the runs included

in the analysis in blue.
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RHDUMP
DAGF ILL

Run Number

Figure 3.14: Ratio of RH Dump Detector to Dagger during Filling. Runs that were cut are
identi�ed in red, while runs that were used for the analysis are in blue. The pattern of the
ratios is important to mention as each section of data has a roughly constant average. This
makes �nding outliers within each data set much more feasible.

3.9.3 Zeroth Order Yield

While there are multiple di�erent scaling values applied to determine how the yield gets

used in the lifetime calculation, the value of the yield before any additional normalization

is highly correlated with the quality of the run. It is important to break out the di�erent

holding periods, and plot the yield versus run number to identify outliers manually. By

plotting the yield values, the di�erent 'epoch' selections discussed in the previous subsection

are also visible. Run numbers where the value abruptly jumps to another constant, or places

where there is a large gap in run numbers are typically used to de�ne the start and end of

epochs. This is the last step of run selection that relies purely on monitor values and ratios

of monitor values.

62



 

  

y0

Run Number

Figure 3.15: Distribution of the 0th order yield across the whole years data for a �xed
holding time. Some examples of bad runs are indicated with arrows. The di�erent epochs of
detector behavior are visible, along with the slow shifts in the averagey0 values associated
with source performance.

3.9.4 � 2 in the Lifetime Fit

After the normalization process has been completed and an optimal lifetime is calculated,

the chi-squared for each individual run can be calculated. This chi-squared will be used as

our �nal run selection criteria. After the run selection process has moved through the �rst

three steps, the runs left have a chi-squared distribution which looks like Figure 3.16. Now,

typical physics standards utilize 6� as a valid threshold for removing data from a set. Since

the � 2 can be treated as approximately equivalent to� 2, the worst runs at this point are at

about the 5� level. In the past, the UCN� collaboration has often used a threshold of� 2 = 10

for outlier runs. A general approach to picking a threshold is to set a criteria on a speci�c

fraction of runs and utilize the cumulative distribution function of the normal distribution

to calculate the z-score of the measurement. For a normally distributed set of N runs, the

fractional probability of measuring 1 "bad" run is 1=N. The full UCN� data set has about

4400 runs and when using the CDF of the normal distribution to calculate the z-score of this

measurement, we get that the threshold for 1 bad run should be about 3.5� or � 2 = 12.
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In previous years, the UCN� analyzers had settled on using the threshold choice of� 2 = 10

as they had found it preserved the most data without being susceptible to outliers pulling

the result. Based on the calculations from assuming a normally-distributed data set, there

was no reason to argue against maintaining the threshold of� 2 = 10 for the analysis of the

2020-2022 data set. All analyzers settled on the restriction of allowing 1� 1 runs above the

threshold of � 2 = 10, with no cuts to runs with � 2 < 10.

� 2

Run Number

Figure 3.16: Distribution of Chi-squared vs. run number before any threshold cuts. Several
runs exist in the 4� range and there is even a 5� run. These outlier runs have the potential
to pull the lifetime result.
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� 2

Run Number

Figure 3.17: Distribution of Chi-squared vs. run number after the threshold cut. There is
exactly 1 run above the Chi-squared threshold of 10, and the rest of the data is clustered
around the 1-3� level.

3.10 Uncertainty Scaling

Using the de�nitions for yields and yield uncertainties described in Section 3.7 will always

lead to a data set where the� 2 per degree of freedom is greater than 1. When using Poisson

statistics as the assumption for the unload, background, and monitor counts, there is an

implicit underestimation of the uncertainty. When looking at the uncertainty for the yield

it comes from two parts:

�y 0 = y0

s �
� (S � B)
(S � B)

� 2

+
� p

MRHdump

MRHdump

� 2

(3.18)

If the uncertainty is being underestimated, that means one of these components is at fault.

The coincidence algorithms have been rigorously tested with both synthetic data and an-

alyzer cross comparisons that show the accuracy of the uncertainty estimates is fairly rea-

sonable. The more likely culprit is the monitor counts, which often 
uctuate by much larger

than the associated Poisson uncertainty run to run. To correct for this, a scaling factor f is
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inserted:

�y 0;new = y0

s �
� (S � B)
(S � B)

� 2

+
�

f
MRHdump

�
(3.19)

The value of the scaling factor is tuned in order to make the� 2 per degree of freedom exactly

equal to 1. This adjustment is applied to every yield. When making this adjustment to the

entirety of the 2020-2022 data set, the error bar increases by a factor of 1.07 and the lifetime

shifts by -0.026 s. Other analyzers have tested an alternative method where two scaling

factors are used:

�y 0;new = y0

s

f 1

�
� (S � B )
(S � B)

� 2

+
�

f 2

MRHdump

�
(3.20)

To determine f 2, the data set is reduced to just long holds and the value off 2 is scaled until

the � 2 associated with these runs is 1. After,f 1 is used to scale the� 2 of the entire data set.

In general,f 1 � 1 with f 2 � f . The uncertainty scaling method used in this analysis setsf 1

identically to 1.

3.11 Final Comments

The �nal result for the lifetime across the 2020-2022 global data set will be reported at the

end of Chapter 4, since the result depends on systematic corrections which have not yet been

introduced. Instead, the statistical error bar for each of the years is tabulated below.

Table 3.6: Statistical Error Bar on Lifetime Measurement by Data Set

Data Set Stat. Error Bar (s) Nruns

2020 0.931 837
Early 2021 1.059 545
Late 2021 0.709 1420

2022 0.581 1594
All 0.378 4396
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Chapter 4

Systematics

4.1 Introduction

Bottle type experiments like UCN� don't actually measure the beta decay lifetime directly,

but rather � measured where

1
� measured

=
1
� n

+
1

� else
(4.1)

For an input lifetime of 878.0 s, a lifetime shift of 0.1 s is created when� else � 7:7 � 106 s.

This lifetime limit corresponds to a loss rate (1=� ) of 1:3 � 10� 7, and any loss rates larger

than this would contribute signi�cant corrections to the lifetime. Most other bottle type

experiments utilize material walls to store their UCNs ([26], [20]), and even with a proper

choice of neutron re
ectors the loss rate of the materials in these experiments often lie in

the 10� 5 � 10� 6 range. This results in lifetime corrections greater than 1 s, which are not

desirable when the precision of the measurement is<< 1 s. To combat this problem, the

UCN� experiment utilizes a magnetic array that o�ers a method of storing UCN without any

material interactions. However, there are two instances of UCN interacting with materials

that can cause systematic shifts and uncertainties in the dagger and residual gases in the

system. The shift created by the phase space evolution of UCN trajectories detected on the

dagger across di�erent holding periods (�tMAT ) is discussed in Section 4.2. The shift due to

upscattering on residual gas particles (�tgas) present in the geometry is discussed in Section

4.3. Section 4.4 will focus on the systematic correction associated with combining large

amounts of Poisson-distributed numbers which tend to overweight data points with lower

statistics (� tpoisson ). Section 4.5 focuses on an issue speci�c to the 2022 dagger where the

physical displacement of the dagger into 4 sections creates uneven areas of detector which

cause the di�erent dagger sections to absorb UCN at di�erent rates. Section 4.6 will detail the
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dependence of the extracted lifetime on the coincidence parameters used. UCNs interacting

with the trap �eld and holding �eld can depolarize which causes losses that produce a

systematic uncertainty which is detailed in Section 4.7. UCNs that are not properly cleaned

during the cleaning period can get detected during periods where beta decay is happening and

cause the wrong number of counts to be measured. The uncleaned fraction of UCNs is used to

estimate a systematic uncertainty in Section 4.8, and the data from the uncleaned analysis

is also used to estimate the e�ect of vibrational heating on the neutron lifetime. Section 4.9

focuses on the variations expected when a fraction of the data set is randomly removed from

the analysis procedure in order to characterize the expected di�erences between di�erent

analyzers. Section 4.10 organizes all of the systematic corrections and uncertainties into one

table, with a �nal result for the neutron lifetime included as well. Most of the systematic

corrections can be applied directly to the �nal extracted lifetime from the analysis routine,

but there are three corrections which must be applied run-by-run:

thold ! thold + � tMAT (4.2)

� f it ! � f it � � tgas � � tpoisson (4.3)

4.2 Phase Space Correction

Neutron trajectories �ll the phase space of the trap over time, and runs with di�erent hold-

ing periods can have di�erent levels of phase space evolution. When moving to the detection

phase, the phase space information about the particles determines how quickly they are

absorbed in the detector. We would like to assume that all of our neutrons are detected in-

stantly, but as seen in Figure 3.3, the detection process happens over about 50 s. A di�erence

in the average detection time across holding periods would lead to a systematic shift in the

lifetime. To account for this, the mean arrival time for each run is �rst calculated using the

start times of each UCN eventt i :

tMAT =
1

Ncounts

N countsX

i =1

t i (4.4)

This calculation happens over the unload period of the run and uses all events detected during

that portion of the run to estimate a mean arrival time. This method does not account for

the background events that are subtracted o� later, so a background-subtracted mean arrival

time must be calculated. We do this by using the background rate and doing a bin-by-bin
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at background subtraction. For an unload histogram of bin width W with N (i ) counts in

each bin and bin centersC(i ), the adjusted counts per bin are:

N (i )0 = N (i ) � B rate W (4.5)

The background-subtracted mean arrival time is then:

tmat;bgsub =
P

N (i )0C(i )
P

N (i )0
(4.6)

Mean Arrival Time Relative to Start of Unloading Process

Run Number
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Figure 4.1: Mean arrival times per run, split into the short holds (red) and long holds (blue).
The standard deviation of the short hold times is about half that of the long hold times due
to the increased signal/noise and reduced background for short runs. The di�erence between
the average arrival time of long holds and the average arrival time of short holds is de�ned as
the mean arrival time correction. The shifts in the average arrival time correspond to changes
in the dagger. The only exception is the early set of runs in 2020 which su�ered from a timing
bug that shifted their mean arrival time. The purpose of changing the 2021 dagger partially
through the run cycle was to slow down counting time and that is successfully visualized in
the average arrival times.
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The coincidence counts in this analysis were collected in 0.1 s bins, to be consistent with

the binning used in the deadtime correction. With the calculated background-subtracted

mean arrival time of each run, we can look at the behavior of mean arrival times vs holding

periods over the course of a year. What we see is that for a �xed dagger con�guration, most

runs have on average the same mean arrival time. Runs with holding periods less than 1550

s have a RMS variation of about 0.08 s, while the 1550 s holds have a deviation closer to

0.20 s. What's really important is whether the arrival time of the 1550 s holds is on average

di�erent from that of the short holds:

� MAT = < t MAT; 1550 > � < t MAT;short > (4.7)

To properly measure � MAT the data set is split into sections wheretMAT is approximately

constant. These sections of time usually correspond to di�erent con�gurations of the dagger

detector. When the properties of the dagger are modi�ed, the rate at which UCNs are ab-

sorbed changes and this e�ects the arrival time of UCNs on the dagger. The daggers used in

2020 and early in 2021 are identical and give the same average arrival time barring a section

of runs early in 2020 which su�er from a timing bug. Halfway through 2021, the collabora-

tion decided to modify the dagger by covering approximately half of the active area with

aluminum. This decision was driven by the size of the rate-dependent e�ect corrections for

the dagger. Reducing the active area by a factor of two should roughly reduce the counting

rate by a factor of two, and since rate-dependent e�ects scale with counting rate the cor-

rections due to these e�ects are reduced by a factor of two. This adjustment to the dagger

slows the absorption rate of UCNs in the system, which results in a shift toward longer mean

arrival times. The dagger in 2022 was a newly constructed dagger using a similar design to

the 2021 dagger with the major di�erence being an increased number of PMTs, from two to

eight. In addition, the eight PMTs were wired in isolated PMT pairs so that independent

coincidences were formed in four di�erent dagger sections. The dagger sections are indepen-

dently isolated so that individual dagger sections coincidences were uncorrelated with each

other. This results in four smaller daggers, each with a counting rate signi�cantly smaller

than the counting rate of the entire dagger. This smaller counting rate reduces the size of

the correction due to rate-dependent e�ects by another factor of two as shown in Tables 3.1

and 3.2. The average value of the lifetime shift created by applying �tMAT across the global

data set is 0.01 s with an estimated uncertainty of 0.01 s.
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Table 4.1: Size of the di�erence in the average mean arrival times by data set. The �MAT

correction is applied to only long holds, which are about 50% of the data set which makes
the corresponding lifetime shift about half the size of �MAT . The result is a correction on
the order of 0.01 s with negligible uncertainty.

Data Set � tMAT (s) Lifetime Shift (s)
2020 -0.015 s 0.006� 0.01

2021 Early -0.008 s 0.005� 0.01
2021 Late -0.011 0.006� 0.01

2022 -0.02 0.012� 0.01

4.3 Pressure Correction

The UCN� experiment was designed with a magnetic array speci�cally to avoid coupling to

a material loss rate associated with UCNs bouncing on the trap surface. However, the experi-

ment takes place in a non-perfect vacuum which results in some level of residual gases that are

left in the system. These gas particles will either absorb UCNs or upscatter UCNs and cause

them to escape the geometry, with heavier particles causing more absorption/scattering.

By running a residual gas analysis (RGA) scan on the experiment, we are able to determine

roughly what elements are contaminating the UCN vacuum. An example RGA scan is shown

in Figure 4.2, which highlights some of the common contaminants present in the system when

the vacuum has not been well-established. After weeks of pumping the gaseous components

in the system are largely removed, with the largest remaining contribution to the pressure

resulting from water vapor which tends to adhere to surfaces. The scattering cross-section

for UCNs on gases is comprised of two parts� T = � absorb + � upscatter , but for both processes

the �rst order cross-section is roughly� 0 = � (v) � �v where �v is the average UCN velocity

and � (v) is the velocity-dependent cross-section. Under the assumption that UCN losses are

dominated by interactions with the gas particles, the e�ective lifetime of UCN interacting

with gases can be expressed as:

� g =
1

�� �v
(4.8)

Where � is the number density of the chosen gas species in the trap. Using the ideal gas law

and assuming a temperature of 23� C results in:

� = (2 :45� 1016)P(mbar)
�

atoms
cm3mbar

�
(4.9)
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The total cross-section of water was measured in [74] to be 20,200 barns in an experiment

connected to the LANL UCN source. The average velocity �v used in that experiment was

660 cm
s , which allows us to combine these constants to measure:

� g =
3:0615(s � mbar)

P(mbar)
(4.10)

Under the assumption that the gas concentration in the system is low, UCNs are signi�cantly

more likely to be lost due to beta decay, or� g >> � n . This allows us to write a simpli�ed

correction by rearranging Equation 4.1 :

� measured =
� n � g

� n + � g

= � n (1 +
� n

� g
)� 1

� � n

�
1 �

� n

� g

�

= � n �
� 2

n

� g

= � n � � tgas

Using the previous value of� g, converting to Torr, and assuming that� n � 880 s gives:

� tgas = (3 :38� 105)
�

s
Torr

�
P(Torr ) (4.11)

This expression allows for estimating the lifetime shift due to interactions with residual gases

in the system. The pressure of each run is measured using a cold cathode pressure gauge and

this pressure is used to calculate a lifetime correction run-by-run. The size of the correction is

related to the average pressure in the system, so if additional pumping is added or pumping

procedures improve like they did between Early 2021 and Late 2021, then the size of this

correction is reduced.
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Water - 18 amu
Nitrogen - 28 amu
Oxygen - 32 amu
Carbon Dioxide - 44 amu
Solvents/Alcohols - 60 amu

Figure 4.2: Example of a partial pressure measurement using a residual gas analyzer (RGA).
This scan is from a period where the trap had not been under vacuum for a consistent period
of time, which introduced many contaminants. High mass contaminants (> 100 amu) are a
result of the RGA operation while low mass contaminants re
ect the quality of the vacuum
in the trap. Under optimal running conditions the gaseous contaminants are pumped out,
leaving the peak associated with water at 18 amu as the largest contributor to the pressure
in the system.

The average pressure measured in the UCN� trap is typically about 1.5 � 10� 7 torr, which

leads to an average pressure correction of average 0.05 s. Due to the various assumptions

required to derive the form of the pressure correction, a generous uncertainty of 50 % is

applied with rounding to estimate the uncertainty at 0.03 s. This uncertainty contribution is

not negligible but takes fourth place to the uncertainties contributed by UCN event de�nition,

depolarization, and heating.
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Table 4.2: Size of the pressure correction for the various dagger labels. During the 2021
run cycle, various modi�cations were made to the pumping procedure which improved the
pressure in the trap. The improved trap pressure resulted in a smaller correction due to
residual gases. The trap was opened between 2021 and 2022 which changed the distribution
of residual gases in the system, resulting in a slightly higher correction than the previous
year.

Data Set Pressure Correction (s)
2020 0.07 � 0.04

2021 Early 0.07 � 0.04
2021 Late 0.03 � 0.02

2022 0.04 � 0.02

4.4 Statistical Bias Correction

The dagger counts discrete neutron counts over a time period where the neutron arrival time

is independent of other neutrons. With a constant rate, this describes a Poisson distribution.

When the rate is 
uctuating, the resulting distribution is a mixture of Poisson distribu-

tions. The uncertainty dN of a measurement of a roughly-Poisson distributed variable N

is proportional to
p

N . The absolute error associated with the measurement (dN
N ) goes as

1/
p

N . When combining the results of multiple runs together, runs with a higher value ofN

have smaller absolute error and will be weighted more in an average. When calculating the

lifetime, this weights the short holds more than the long holds, and creates a lifetime shift

towards shorter lifetimes systematically. This creates a bias due purely to statistics, and a

statistical bias correction � tpoisson is required to account for this. The method of estimating

� tpoisson is documented in [14] and follows this procedure:

1. Split the data set into groups of 8 (octets) with each octet consisting of this pattern

of holding periods in seconds: 20 - 1550 - 1550 - 50 - 100 - 1550 - 1550 - 200

2. For each octet, generate a Poisson-distributed random number of counts from a distri-

bution with � =
p

N and � = N0e�
t hold
� mc , whereN0 represents the neutrons in the trap

at time t = 0.

3. 192 octets (1536 runs) are generated following steps one and two, and the lifetime of

the entire data set � set is calculated using the same analysis procedures detailed in

Chapter 3

4. Steps one through three are then repeated 10000 times. The �tted average lifetime is

extracted and then subtracted from� mc to �nd the correction � tpoisson
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5. Steps one through four are repeated many times for di�erent chosen values ofN0

6. The correction is then �tted as a function ofN0 with � tpoisson = aN

�
b+ c

N 0

�

0

7. The �t constants a = 2985.3, b = -1.00102, and c = 0.855 are used for the global

analysis.

Previous daggers �t well to a function of the form � tpoisson � a(N0)b but that functional

form slightly underestimates the correction for smallerN0. For large N0, the term C=N0

contributes very little, but for small N0 the contribution of C=N0 cannot be neglected. In

practice, this does not impact the global analysis signi�cantly but is necessary when analyzing

the dagger sections as independent daggers. The method used to establish the statistical bias

correction utilizes large enough data sets that the uncertainty provided by this correction

can be conservatively estimated as 0.01 s. The uncertainty may be small, but the size of

the statistical bias correction is about a factor of 10 larger than the uncertainties provided

by other systematics. The average statistical bias correction for the global analysis is 0.5 s.

The size of the statistical bias correction changed signi�cantly between 2021 Late and 2022

as the source performance improved and the dagger detection scheme was modi�ed, which

both increased the average value ofN0.

Table 4.3: Size of the statistical bias correction to the lifetime by data set. The statistical
bias correction is strongly tied to the value ofN0, which depends on the source quality and
detector performance. This was roughly constant in 2020 and 2021 but the dagger upgrade
in 2022 signi�cantly increased the value ofN0, which reduced the size of the statistical bias
correction.

Data Set Statistical Bias Correction (s)
2020 0.533� 0.01

2021 Early 0.514� 0.01
2021 Late 0.545� 0.01

2022 0.397� 0.01
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