
ABSTRACT

GUO, ZHEN. Understanding Interaction and Persuasion in Online Argumentative Discussions. (Under
the direction of Dr. Munindar P. Singh.)

Understanding how people change their views during multiparty argumentative discussions is im-

portant in applications that involve human communication, e.g., in social media and education. Online

forums such as Reddit provide a casual and spontaneous platform for people engaging in argumentative

discussions. Online forums prove quite different from traditional settings such as face-to-face debate and

raise new research challenges.

This dissertation investigates how people interact—and especially how they persuade each other—in

online argumentative discussions. Our first work addresses the specific problem of how to predict the

points in a discussion where a user’s view changes. Existing research focuses on lexical features of

individual comments, dynamics of discussions, or the personalities of participants but deemphasizes the

cumulative influence of the interplay of comments by different participants on a participant’s mindset.

The task of predicting the points where a user’s view changes considering the whole discussion is made

challenging by major confounding information in the data and the availability of multiple plausible

alternatives.

Observing that communicative functions of questions in online argumentation have been inadequately

studied in social media, our second work is to computationally analyze question-response interactions

and develop a model for categorizing questions into multiple communicative functions. We concentrate

on the following aspects of questions: (1) we propose a schema of communicative functions for questions

considering possible responses a question may elicit, (2) we identify a list of linguistic cues of question

and response forms to distinguish non-informational questions from other questions, and (3) we study

how understanding different communicative functions of questions from the proposed schema help

understanding the interactions and outcomes in argumentative discussions.

Online argumentative discussions are challenging for current argument mining techniques since

online arguments involve more than two participants and lack explicit logical connections between the

elements of an argument. Accordingly, we motivate the challenge of measuring argumentative salience

between texts in online discussions as our third work. We provide a corpus comprising pairs of sentences,

labeled with argumentative relations between the sentences in a pair. We propose a computational

approach relying on content reduction and Siamese network architecture for modeling argumentative

connections and determine the argumentative salience between texts. In addition, we demonstrate that

modeling argumentative salience benefits other argument-related tasks such as predicting argument

impact.



© Copyright 2021 by Zhen Guo

All Rights Reserved



Understanding Interaction and Persuasion in Online Argumentative Discussions

by
Zhen Guo

A dissertation submitted to the Graduate Faculty of
North Carolina State University

in partial fulfillment of the
requirements for the Degree of

Doctor of Philosophy

Computer Science

Raleigh, North Carolina

2021

APPROVED BY:

Dr. Christopher Healey Dr. Shiyan Jiang

Dr. Collin Lynch Dr. Munindar P. Singh
Chair of Advisory Committee



BIOGRAPHY

Zhen Guo was born and grew up in Kaifeng, which is known for being a prosperous capital of China in

the Song dynasty. After finishing high school, she went to Hangzhou for undergraduate studies. Zhen

obtained her bachelor’s degree in Information Engineering from Zhejiang University.

With an eagerness to know about a “bigger world”, Zhen came to the United State and obtained a

master’s degree in Electrical and Computer Engineering from Georgia Institute of Technology. Before

joining North Carolina State University for doctorial studies in Computer Science, she worked as a data

engineer at Revenue Analytics which is a consulting firm developing pricing and forecasting solutions.

During the doctorial studies, Zhen interned at LexisNexis and eBay as a data scientist with a specialty in

Natural Language Processing.

ii



ACKNOWLEDGEMENTS

Firstly, I would like to express my deepest gratitude to my advisor, Dr. Munindar P. Singh, for all his help

and support. He is knowledgeable and visionary, and he influences me in every aspect of doing research.

Dr. Singh enlightened me in social science and equipped me with knowledge far beyond computer

science.

I am thankful to have colleges and friends whose knowledge and insights help me a lot in shaping my

thinking. Zhe Zhang, who is my first collaborator in NLP and argumentation area, has influenced my

way of conducting research such as defining research goals and designing experiments. I have benefited

from brainstorms and discussions with Nirav Ajmeri and Hui Guo.

I’m honored to have Christopher Healey, Collin Lynch, and Shiyan Jiang in my committee who have

provided valuable insights and encouraged me to think bigger and deeper of my research.

Thanks to the NCSU Laboratory for Analytic Sciences (LAS) and NSF grant IIS-1908374 for

supporting the research. I would like to thank Jascha Swisher and Ken Thompson from LAS who

provided help through constant valuable discussions.

Lastly, I would like to thank my parents for their love, support, and understanding. Special thanks to

my husband, Wensen Jiang, who has always stood by me through the journey of my Ph.D. time.

iii



TABLE OF CONTENTS

LIST OF TABLES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vi

LIST OF FIGURES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vii

Chapter 1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.1 Background: Argumentative Discussions and View Change . . . . . . . . . . . . . . . . 1
1.2 Motivational Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.4 Contributions and Organization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.4.1 Cumulative Influence for View Change . . . . . . . . . . . . . . . . . . . . . 4
1.4.2 Communicative Functions of Questions . . . . . . . . . . . . . . . . . . . . . 5
1.4.3 Argumentative Salience Measurement in Online Discussions . . . . . . . . . . 6

Chapter 2 Cumulative Influence for View Change . . . . . . . . . . . . . . . . . . . . . . . 7
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.1.1 Motivating Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.1.2 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.2 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.1 Reddit Change My View (CMV) data . . . . . . . . . . . . . . . . . . . . . . 9
2.2.2 A Human Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.3 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.3.1 Features and Revealed Traits . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.3.2 Sequential Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.3.3 Sequence Structures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.4 Experiments and Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4.1 Data Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4.2 Feature Extraction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.5 Discussion: Answering our Research Questions . . . . . . . . . . . . . . . . . . . . . 19
2.5.1 Lessons Learned from Human Study . . . . . . . . . . . . . . . . . . . . . . . . 21
2.5.2 Understanding Persuasiveness . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.5.3 Additional Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

Chapter 3 Communicative Functions of Questions . . . . . . . . . . . . . . . . . . . . . . . 27
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.2 Related Work: Existing schemes of Questions . . . . . . . . . . . . . . . . . . . . . . 29
3.3 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.4 Communicative Functions of Questions . . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.4.1 Defining Communicative Functions . . . . . . . . . . . . . . . . . . . . . . . . 31
3.4.2 A Human Study of Communicative Functions . . . . . . . . . . . . . . . . . . 32

3.5 Approach: Computational Representation . . . . . . . . . . . . . . . . . . . . . . . . 34
3.5.1 Encoding Questions and Contexts . . . . . . . . . . . . . . . . . . . . . . . . 34
3.5.2 Encoding Question-Response Interactions . . . . . . . . . . . . . . . . . . . . . 37

3.6 Experiments and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
3.6.1 Experiments, Evaluation, and Analysis . . . . . . . . . . . . . . . . . . . . . . 37
3.6.2 Revisiting Our Hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

iv



3.6.3 Additional Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

Chapter 4 Argumentative Salience Measurement . . . . . . . . . . . . . . . . . . . . . . 46
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.2 Argumentative Salience - Motivating Examples . . . . . . . . . . . . . . . . . . . . . . 47
4.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.4 ASM: Argumentative Salience Measuring . . . . . . . . . . . . . . . . . . . . . . . . 49

4.4.1 Data—Paired Arguments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
4.4.2 Salience Encoding Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

4.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
4.5.1 Determining Argumentative Salience . . . . . . . . . . . . . . . . . . . . . . 54
4.5.2 Application of ASM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

Chapter 5 Conclusion and Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . 60
5.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
5.2 Future Research Directions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

5.2.1 Explainability of Discussion Outcomes . . . . . . . . . . . . . . . . . . . . . . 61
5.2.2 Misalignment between Intentions and Perceptions . . . . . . . . . . . . . . . . 62
5.2.3 Salient Argument Mining . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

5.3 Broader Impact . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

BIBLIOGRAPHY . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

v



LIST OF TABLES

Table 1.1 A snippet of an online argumentative discussion . . . . . . . . . . . . . . . . . 2

Table 2.1 Statistics of the CMV dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
Table 2.2 Statistics of the human annotated data . . . . . . . . . . . . . . . . . . . . . . . 11
Table 2.3 List of features and explanations . . . . . . . . . . . . . . . . . . . . . . . . . 12
Table 2.4 Comparing performance of selected models . . . . . . . . . . . . . . . . . . . . 17
Table 2.5 Scores for feature categories . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
Table 2.6 Top correlated features . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
Table 2.7 Performance comparison when constructing skip edges . . . . . . . . . . . . . 20
Table 2.8 Performance comparison between human annotations and linear CRF . . . . . 22

Table 3.1 Different types of responses . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
Table 3.2 Statistics of extracted questions . . . . . . . . . . . . . . . . . . . . . . . . . . 31
Table 3.3 Inter-rater agreement with or without contexts . . . . . . . . . . . . . . . . . . 32
Table 3.4 Inter-rater agreement for binary and proposed functions . . . . . . . . . . . . 33
Table 3.5 Human-annotated response types . . . . . . . . . . . . . . . . . . . . . . . . 34
Table 3.6 Linguistic features, examples, and explanations . . . . . . . . . . . . . . . . . 35
Table 3.7 Performance of different models against consolidated annotations . . . . . . . 38
Table 3.8 Patterns of laypeople annotations for question-response pairs . . . . . . . . . . . 41

Table 4.1 Examples of relation and attention between arguments . . . . . . . . . . . . . 48
Table 4.2 Detailed inter-rater analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
Table 4.3 Results for different configurations . . . . . . . . . . . . . . . . . . . . . . . 55
Table 4.4 Statistics of pair samples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
Table 4.5 Results comparison for determining salience . . . . . . . . . . . . . . . . . . 56
Table 4.6 Performance for ablation study . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
Table 4.7 Results on predicting impact of arguments . . . . . . . . . . . . . . . . . . . . . 57
Table 4.8 Results on predicting propositional relations . . . . . . . . . . . . . . . . . . . 58

vi



LIST OF FIGURES

Figure 2.1 Overview of the proposed CRF model . . . . . . . . . . . . . . . . . . . . . . 11
Figure 2.2 True Positive Rate (TPR) and False Positive Rate (FPR) . . . . . . . . . . . . 22
Figure 2.3 AUC-ROC of human ratings using number of words . . . . . . . . . . . . . . 23
Figure 2.4 Word clouds showing the frequent reasons for ratings of persuasiveness . . . 24

Figure 3.1 Examples of questions with positional information . . . . . . . . . . . . . . . 28
Figure 3.2 Visualized Pearson’s coefficient for extracted features . . . . . . . . . . . . . 40
Figure 3.3 Pearson’s correlation coefficient for pairwise annotations . . . . . . . . . . . 44

Figure 4.1 Post pair types by positional relations . . . . . . . . . . . . . . . . . . . . . . 50
Figure 4.2 Model architecture: Siamese network with reduced tokens . . . . . . . . . . . 52

vii



CHAPTER

1

INTRODUCTION

1.1 Background: Argumentative Discussions and View Change

Argumentative discussions are common in daily life and on social media. In settings of interest here, the

participants engage in an argumentative discussion seeking to persuade each other [7]. Understanding

how people change their views is valuable in applications of social media analytics that involve modeling

opinions and influence, such as in political debates, product evaluations, and diffusion of new ideas. Not

surprisingly, online argumentative discussions are garnering increasing research attention [30, 64].

Predicting changes in view is difficult because it brings together sequence influence, language

factors, personality difference, and other confounding factors. Prior research that evaluates the impact of

argumentative discussions approaches the problem from three main research communities examining

different factors. Despite increasing attention on argumentation in social media, we observe a lack of deep

investigation in the following aspects when studying the effectiveness of an argumentative discussion (i.e.,

how and when view changes happen): (1) idiosyncrasies of individual users under varying circumstances,

(2) misalignment of intentions and interpretations among participants, and (3) a close look at effective

interactive components when modeling interactions among participants and interplay of comments.

To illustrate on the above observation, for instance, previous studies on evaluating persuasiveness of

online posts focus on the impact of individual statements, either initial posts or counter-arguments. Tan et

al. [78] report results using logistic regression with features such as bag of words (BOW) and part of

speech (POS) that are only slightly better than random guessing. Similarly, Lukin et al. [50] consider

audience factors (i.e., opinion holder’s personality in our setting), which they capture via surveys to

reflect the participants’ personalities. However, conducting surveys is clearly not an effective method in

online discussions. In addition, previous study modeling interactions between comments by appearance
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such as direct quotations or by measuring topic similarity such as word overlap and distance of sentence

embeddings [40, 78]. However, appearances and similarities are too superficial to shed light on the actual

communicative functions and effects of utterances such as attacking reasoning, questioning intentions, or

providing contrary information.

Observing the above opportunities and challenges, we focus on the following important components

for understanding view changes in online argumentative discussions: (1) cumulative influence of comment

sequences on a participant’s mindset, (2) communicative functions (purposes and effects) of questions in

particular, and (3) relations and relevance among utterances in argumentative discussions in general.

1.2 Motivational Examples

Since this research emphasizes on individual perceptions of persuasiveness and view change, we adopt a

setting from a subreddit forum Change My View (CMV) which consists two roles: an opinion holder

with an initial view and challengers with an opposing view.

Table 1.1 gives a motivating example drawn from CMV involving one opinion holder (Alice) and

multiple challengers who hold the opposite view (Bob, Chris, Dave, and Ella).

Table 1.1 A snippet of an online argumentative discussion. OH is an opinion holder and C is a challenger. Index
indicates the threading structure (e.g., comment 1.1 is a child of comment 1). Different formatting of texts
delineates three opposing points.

Index Person Role Comment

1 Alice OH Random encounters, like in the Final Fantasy series, are a bad game mechanic.
1.1 Bob C I’d argue that it’s not bad per-se, but just outdated and has no place in

current games. 〈PT 1.0〉 The only reason it exists is because old gam-
ing systems couldn’t handle anything else at the time, but 〈PT 2.0〉
it persisted through generations because people liked it.

1.1.1 Alice OH 〈PT 1.1〉 The part about old gaming systems not being able to handle any-
thing else isn’t true.

1.2 Chris C 〈PT 3.0〉 Random reinforcement is a well-known way to make things more
addictive

1.2.1 Alice OH 〈PT 3.1〉 Being more addictive doesn’t make it a good game mechanic.
1.2.1.1 Dave C 〈PT 3.2〉 Good or bad or fun is subjective with regards to games.
1.3 Ella C 〈PT 2.1〉 A number of people who like gambling note that they enjoy that

sort of mechanic.
1.3.1 Alice OH 〈PT 2.2〉 I suddenly got sentimental about the idea of random encounters

and not quite wanting them to go away.

Table 1.1’s scenario is a discussion initiated by Alice about the game mechanic of having random

encounters in a game. Challengers raise three points in opposition: (1) old games use random encounters,

(2) users prefer random encounters, and (3) random encounters are addictive. However, the second point
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〈PT 2.0〉 raised by Bob is ignored by Alice at first. Chris and Dave argue with Alice on the third point,

which though not explicitly related to 〈PT 2.0〉 builds up an effect on Alice about how random encounters

make the game addictive and fun. And, when Ella observes in 〈PT 2.1〉 that some people love the game

mechanic, Alice changes her view stating “I suddenly got sentimental about the idea.” Thus, 〈PT 2.0〉
and 〈PT 2.1〉 raise the same point but receive different credit, indicating that what matters is not the

effect of one individual comment, but the cumulative influence building up unconsciously via a series of

comments—〈PT 2.0〉, 〈PT 3.0〉, and 〈PT 3.2〉 leading to 〈PT 2.1〉.
Such scenarios demonstrates the necessary of incorporating cumulative influence when studying view

change.

A key component of modeling cumulative influence is to measure and represent meaningful inter-

actions among comments. We observe that in previous study interactions are measured with textual

similarities and surface forms (e.g., direct quotation marks and question marks).

We argue that surface forms are not a consistent indicator of communicative functions considering the

role of an utterance in an argumentative discussion. For example, questions are detected universally by a

question mark and recognized indistinguishably as "questioning" without considering the intention behind

the questioning behavior and the potential effects on other participants. Although in related domain—

communication in general but not argumentation in particular—questions have been categorized by

the appearance such as "wh-" questions, "yes-no" questions, and tag questions, we argue that the

communicative functions and the potentially elicited responses are not the same for the the surface forms.

For example, a "yes-no" question elicits a response which is not in the "yes-no" form:

Q: Will words like gay hold the same meaning as it does now or will it return to the usage it once had?

R: Again, you’re assuming that the plain language matters.

Therefore, we feel the necessity and propose a novel measurement for the directness of a response to

the surface form of a question and how close the answer is to "expected answers".

In addition to categorizing questions and responses to different types of communicative functions,

understanding connections between arguments in online discussions raise interesting research topics and

challenges compared to argument mining from dialogic perspectives.

One challenge is that linguistic indicators for logical connectives such as “for example” or “therefore”

are often missing in online arguments which is turn-taking and informal. For example,

Sent.A [There is no way an omnipotent all-loving god could co-exist with evil.]

Sent.B [Karma explains why is there evil alongside with loving God.]

Here, Sent.B is a rebuttal of Sent.A without linguistic cues such as “but” or “however” for logical

connectives in contrast to argumentative essays.

Another challenge is that relevance of two sentences in argumentative structure is different from

relevance in topic. Here are two sentences extracted from a discussion about “Democrats should not
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cooperate with Donald Trump’s presidency.”

Sent.A [Refusing to cooperate with President Trump violates democratic norms and principles.]

Sent.B [Disapproval of Trump is not the same as not wanting cooperation.]

In the above example, since both sentences contains words “Trump” and “cooperation ” and similar

words such as “refuse” and “disapprove,” they appear as highly similar sentences in topical similarity.

However, these two sentences are not directly relevant to each other.

1.3 Research Questions

Based on aforementioned observations and challenges, we seek to address the following research

questions:

RQ Cumulative Influence Is modeling the interplay of comments beneficial (and if so how much) in

predicting an opinion holder’s view change? If so, what representation of the sequential context

helps predict view changes effectively?

RQ Questioning What are the communicative functions of questions, which actively seek attentions

and interactions, in argumentative discussions?

RQ Salience How to measuring argumentative salience (i.e., argumentative relevance) of a small text to

another text under the same topic in online discussions?

1.4 Contributions and Organization

To study view change in online argumentative discussions addressing the aforementioned research

questions, we conduct research with emphasis on the following aspects respectively: (1) identifying a

specific points where a view change by considering cumulative influence and modeling the interplay

between comments, (2) identifying communicative functions of questions in argumentative discussions

from the perspective of discourse analysis, and (3) measuring relations of utterances by representing

attention-drawing expressions.

1.4.1 Cumulative Influence for View Change

We raise the problem of identifying a specific point where a view change occurs in an argumentative

discussion. This specific problem incorporates real-world factors such as idiosyncrasies of individuals

under varying circumstances and information overload on the web. Research questions we address in this

work are:

Feature Is modeling the interplay of comments beneficial (and if so how much) in predicting an opinion

holder’s view change?
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Structure What representation of the sequential context helps predict view changes effectively?

Benefit How does it help in practice to predict view change in the context of a whole discussion?

We make the following contributions:

Through a human study, we show that modeling a user’s perception of comments is crucial in predicting

persuasiveness.

We present a sequential model for cumulative influence that captures the interplay between comments as

both local and nonlocal dependencies, and demonstrate its capability of selecting the most effective

information for changing views.

We identify contextual and interactive features and propose sequence structures to incorporate these

features. Our empirical evaluation using a Reddit Change My View dataset shows that contextual

and interactive features are valuable in predicting view changes, and a sequential model notably

outperforms the nonsequential baseline models.

1.4.2 Communicative Functions of Questions

In this study, we propose a framework with discourse analysis for analyzing the communicative functions

of questions in argumentative discussions. We provide a multi-platform dataset of question-response

pairs preserving their positional and contextual information in discussions.

We raise the following hypotheses (Hs) and conduct experiments to prove or disprove them.

Multifunctional. For online argumentative discussions, questions may not fit a binary (rhetorical versus

informational) classification, and a new “multifunctional” class is needed.

Response-based. Measuring responses improves the accuracy of determining communicative functions

of questions.

Interpretation. The interactive outcome of a question in rhetorical surface form is determined by the

responder’s interpretation.

We conduct an empirical study and qualitative analysis on the communicative functions of questions

from the perspective of responders’ interpretation. Our proposed high-level linguistic features demonstrate

its effectiveness in identifying communicative functions compared to low-level features such as sentence

embeddings and surface motifs.

We propose a new perspective about how and why questions should be analyzed at a function level

rather than taken its surface form (a question mark) indistinguishably when studying argumentative

discussions. In summary, we make the following contributions.

• We propose a new schema of communicative functions for questions considering possible responses

a question may elicit.
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• We develop a computational model for inferring communicative functions of questions and re-

sponses.

• We demonstrate that incorporating responses to identify communicative functions of questions

yields improved understanding of argumentative discussions.

1.4.3 Argumentative Salience Measurement in Online Discussions

Online argumentative discussions are challenging for current argument mining techniques since online

arguments involve more than two participants and lack explicit logical connections between the elements

of an argument. In this work, we focus on argument mining from the perspective of dialogical relations—

how two text segments under the same topic relate in argumentation. Accordingly, we motivate the

challenge of measuring argumentative salience between texts in online discussions.

Determining and modeling argumentative relations among texts social media is more than a trivial

extension or a specific used case than argument mining from essays. We bring up the notion of “argu-

mentative salience” to measure the relations of a sentence to its preceding sentence in an argumentative

discussion. Argumentative salience implies both reasoning inheritance [22] and argument specificity

[21, 24]. For this specific purpose, we provide and investigate a corpus comprising pairs of sentences,

labeled with argumentative relations between the sentences in a pair.

The main contributions of this study are:

Concept We introduce the concept of “argumentative salience” from one sentence to another in online

argumentative discussions, as supplementary to similarities or relations between arguments.

Challenge We tackle a specific challenge for measuring argumentative salience particularly for online

discussions, which inherently involve multi-interlocutors and are open dialogues (i.e., less formal).

Approach We propose an approach for modeling argumentative salience. The proposed approach

outperforms existing sentence embedding methods for determining whether two sentences are

argumentatively relevant.

Benefit We demonstrate that modeling argumentative salience benefit other argument-related tasks such

as predicting argument impact and identifying propositional relations.
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CHAPTER

2

MODELING CUMULATIVE INFLUENCE
FOR VIEW CHANGES

2.1 Introduction

Argumentative discussions on social media, such as Twitter, Reddit, and Quora, not only provide the

basis for understanding people’s thoughts and behaviors, but also enable the possibility of developing a

customized information recommendation system [87, 88]. A fundamental concern for both participants

and those who view or analyze discussions (e.g., for advertising or digital governance) is to deal with

information overload in using knowledge from the web. Dealing with information overload requires a

method that can effectively retrieve relevant information and plausible answers from massive online

information.

Idiosyncrasies of individual users under varying circumstances are a source of complexity. Despite

increasing attention on argumentation in social media, how and when view changes happen during an

exchange of comments lacks investigation. Previous works about persuasiveness focus on statistics such

as length or branching factors of the discussions, linguistic features of individual comments, and topic

similarity between paired comments. In contrast, we posit that it is necessary to examine a discussion as

a whole to capture the interplay of the exchanges between participants and their cumulative effect on the

mental state of a participant.

We investigate how to use the most of the information in an online argumentative discussion from

these two aspects. Table 1.1 gives a motivating example drawn from Reddit’s Change My View forum

(with names changed) involving one opinion holder (Alice) and multiple challengers who hold the

opposite view (Bob, Chris, Dave, and Ella).
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2.1.1 Motivating Example

Table 1.1’s scenario is a discussion initiated by Alice about the game mechanic of having random

encounters in a game. Challengers raise three points in opposition: (1) old games use random encounters,

(2) users prefer random encounters, and (3) random encounters are addictive. However, the second point

〈PT 2.0〉 raised by Bob is ignored by Alice at first. Chris and Dave argue with Alice on the third point,

which though not explicitly related to 〈PT 2.0〉 builds up an effect on Alice about how random encounters

make the game addictive and fun. And, when Ella observes in 〈PT 2.1〉 that some people love the game

mechanic, Alice changes her view stating “I suddenly got sentimental about the idea.” Thus, 〈PT 2.0〉
and 〈PT 2.1〉 raise the same point but receive different credit, indicating that what matters is not the

effect of one individual comment, but the cumulative influence building up unconsciously via a series of

comments—〈PT 2.0〉, 〈PT 3.0〉, and 〈PT 3.2〉 leading to 〈PT 2.1〉.

2.1.2 Research Questions

Such scenarios motivate us to focus on cumulative influence. We approach the problem of predicting

when in a discussion an opinion holder’s view changes by modeling the interplay between participants’

comments in the context of the discussion in a sequential manner. Therefore, we identify three research

questions:

RQ Feature. Is modeling the interplay of comments beneficial (and if so how much) in predicting

an opinion holder’s view change?

RQ Structure. What representation of the sequential context helps predict view changes effectively?

RQ Benefit. How does it help in practice to predict view change in the context of a whole discussion?

Our novelty lies in two aspects. First, we introduce the problem of predicting view changes in a

more realistic setting—predicting when view change occurs—than previous approaches, which merely

compare comments. Our setting respects the natural imbalance in our data where only a few of a large

number of comments change anyone’s view. Predicting persuasiveness in this setting is challenging

because of idiosyncrasies of participants, changing focus (theme) during a discussion, and open-ended

user-generated contents. Second, we make the first attempt of modeling cumulative influence on opinion

holders when predicting the persuasiveness of arguments. During an online discussion, changes of mental

state are reflected in the participant’s comments with time. Therefore, we identify and use information

about the context and the interaction information in our model to represent the cumulative influence.

To this end, we adopt a sequential model using compound features to capture the cumulative influence

of a whole discussion. Our results show that a sequential model outperforms the competing nonsequential

model by 4% in AUC-ROC (Area Under Curve for its Receiver Operating Characteristic) and by 9%

in AP (Average Precision). The results support our claim that considering the cumulative influence and

interplay of all participants’ comments is important in predicting view changes in a discussion.
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2.2 Datasets

We consider two datasets: threaded discussions on Reddit Change My View (CMV) subreddit, and from

human studies.

2.2.1 Reddit Change My View (CMV) data

On Reddit’s CMV forum, opinion holders award a delta (which we write as ∆, for readability) to the

comments that changed their view to some extent. Each discussion is terminated after three hours. We

categorize CMV posts into three types, based on where they fit in a discussion and examine them to

motivate our features.

• Original post (OP)—the opening by an opinion holder (OH), which provides the initial prompt

including a justification of the view in a minimum of 500 characters.

• Comment from a challenger—a reply to the OP or to any subsequent comments. Typically,

challengers refer to previous posts to provide counter-arguments. Agreement with the OP is

prohibited in replies by CMV rules.

• Reply from the OH—to a comment from a challenger. The OHs may award ∆s to challengers who

caused changes to their views. We use ∆s as our ground truth. However, there is no way to quantify

the degree of the view change or force a ∆ award by the platform.

We use the dataset provided by Tan et al. [78]. The raw dataset contains all discussions from January

2013 till August 2015, including both textual content and information such as user names, user scores,

and timestamps. We filter discussions using criteria similar to Tan et al.’s. First, the fact that opinion

holders enter the discussion asking for their views to be changed does not always indicate an open

mind—only fewer than half of the discussions result in a ∆ being awarded, and only a small portion of

the comments (≈2%) wins a ∆. Second, we exclude discussions where the OP never replied, no ∆ was

awarded by the OP, or there were fewer than 10 replies. Table 2.1 shows the statistics of our dataset.

Table 2.1 Statistics of the CMV dataset. Here, cmt. and dis. stand for comments and discussions, respectively.

Count of cmt.
cmt.
w/ ∆

dis.
words

per cmt.
sentences
per cmt.

Training 447,788 7,620 5,000 96.9 5.3
Testing 59,161 1,157 683 96.7 5.2

Our observation corroborates previous work [78] that it is difficult to identify comments that earned

∆s due to the idiosyncratic ratings by opinion holders in CMV. Therefore, we conduct empirical user

studies to, first, establish the validity of the data in terms of the reliability of assignments of labels and,
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second, better understand the nuances of persuasive comments given their contextual and interactive

features.

One note is that both Reddit CMV and the human study are settings with skewed demographically.

However, this is the nature of many settings. For example, tweets about different topics attract different

demographic bases. Although the feature set for this specific task may not be suitable in a different setting

(i.e., features may have different weights or need to be extended leveraging domain-related factors), the

results from the human study demonstrate that we need to put the model in the opinion holder’s shoes to

understand why a specific opinion holder’s view would change or not change.

2.2.2 A Human Study

Due to the aforementioned fact that only a few of the comments win a ∆ from an opinion holder, we

conduct a human study on top of the CMV dataset in which participants estimate the soundness and

persuasiveness of an argument. Our motivation is to provide additional finer-grained data to help us better

understand the characteristics of online argumentative discussions.

We conducted the experiment with US military reservists as annotators. This study was approved by

the Institutional Review Board (IRB) of our university and by the US Department of Defense. Informed

consent was obtained from each participant. Considering task duration and expected qualities, we selected

discussions with around 50 comments and randomly distributed them to annotators. Annotators were

presented with comments from both opinion holders and challengers from a discussion and are requested

to rate each comment as to its persuasiveness on a 1–5 scale, from weakly to strongly persuasive.

Depending on time availability, each annotator rated one or more discussion threads.

We collected annotations of 72 discussions from 29 annotators. Table 2.2 shows the statistics of this

dataset. Since we have a varying number of annotators for each thread, we calculated the inter-rater

reliability using Krippendorff’s alpha after removing sole-rater annotations, obtaining 0.394, which

indicates fair but not high reliability. The result suggests that judgments of persuasiveness are quite

subjective. It is notable that the difference of average ratings between comments with ∆ and comments

without ∆ is slight, whereas the differences of standard deviation and variance between ∆ and non-

∆ comments were substantial. This observation indicates that annotators, as observers rather than as

participants (opinion holders), have the similar perception of persuasiveness of successful comments.

The human study indicates that persuasive comments share certain traits, as discussed in previous studies

[23, 79]. However, the large variance of ratings of comments without ∆ indicates that perception of

persuasiveness varies with each individual. To retrieve a comment that is both persuasive and effective

for a certain opinion holder, we need to consider factors related to an opinion holder’s perception. We

present further analysis and additional discussions on the human study data in Section 2.5.1.

With this human study, we enrich CMV data by annotating persuasiveness ratings on a scale at the

comment level and from multiple annotators. This provides additional information for understanding

individual perception of persuasiveness and modeling how people change their views.
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Table 2.2 Statistics of the human annotated data. Here, r denotes ratings. avg, std, and var stand for average,
standard deviation, and variance, respectively.

Comments count avg(r) std(r) var(r)

Without ∆ 2844 3.177 1.042 1.567
With ∆ 102 3.419 0.703 0.631
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Figure 2.1 Overview of the proposed CRF model.

2.3 Approach

We formalize our problem as a sequence labeling task. Each discussion in CMV is represented as a

sequence of comments sorted in increasing order of time. Our objective is to predict whether a comment

in the sequence wins a ∆. Our model’s input is a sequence of comments x= (x1, . . . ,xn), each with a set

of feature values. The model’s output is a sequence of binary labels y = (y1, . . . ,yn) for each comment in

x. A positive label (i.e., 1) means the comment changes the view of the opinion holder and wins a ∆; a

negative label (i.e., 0) means it does not.

An overview of the proposed supervised sequential model (CRF) is shown in Figure 2.1. Discussions

are encoded offline using identified features as discussed in Section 2.3.1. We discuss how to use CRF to

represent cumulative influence and how to generate sequences from threaded discussions in Section 2.3.2

and Section 2.3.3.

2.3.1 Features and Revealed Traits

We coarsely categorize features influencing view change as linguistic, contextual, and interactive. This

categorization is extensible since each category represent a meaningful aspect: linguistic features represent

characteristics of individual comments and can be extracted purely from texts, contextual features are

metadata (dynamics) of a discussion as are provided by the platform API or can be obtained by calculating

statistics, and interactive features represent the pairwise relations between comments.

Our selected feature set reflects the traits of CMV comments in terms of the usage of a language, the

position of a comment in the context of a discussion, and the interplay of comments.
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Table 2.3 List of features and explanations. Here, len(d) denotes the length of a discussion, len(c) denotes the
length of a comment, and len(subseq) denotes the length of a subsequence measured by the count of comments
in the subsequence.

Categories Features Explanation

Linguistic Definite/indefinite
articles

Occurrences normalized by len(c)

Linguistic 1st/2nd person pro-
nouns

Occurrences normalized by len(c)

Linguistic Hedges Use the list of hedge words created by Hyland [38]
Linguistic Sentiment VADER compound scores [37]
Linguistic Biased language Occurrences of each subtype of biased text [67]
Linguistic Examples Occurrences of “for example” and alternative expressions
Linguistic Questions Count of question marks
Linguistic Links Count of “http” and “https” marks
Contextual Length of a discus-

sion
The count of the comments in a discussion.

Contextual Entry order of a
comment

Normalized by len(d) in settings with sequences; normalized
by len(subseq) in settings with subsequences

Contextual Authentication A binary value where 1 denotes an opinion holder and 0 denotes
a challenger

Contextual User’s flair A score on Reddit indicating a user’s contribution provided by
the Reddit API

Interactive Direct response to Use the index of the precedent comment to which the current
comment replies

Interactive Quotation “&gt;” marks in Reddit comments
Interactive Connection with

the OP
Measured by cosine similarity with USE (Universal Sentence
Encoder) [15]

Interactive Connection with
OH’s most recent
replies

Measured by cosine similarity to the latest reply of OH; Mea-
sured by cosine similarity with USE embeddings

Interactive Response from OH OH’s sentiment to the previous most-similar comment (mea-
sured by cosine similarity with USE embeddings)

We describe the methods for computing and quantifying features in detail in Section 2.4.2. We don’t

seek to explore an exhaustive list of features but to demonstrate features that work well for predicting

persuasiveness. However, our model is general enough to incorporate additional features that may be

available for specific problems. The linguistic and contextual features are selected from the relevant

literature in psychology and communication theory. Our key novelty lies in representing interactive

features in a sequential model.

Linguistic features. reflect persuasion strategies adopted by challengers. We employ linguistic

features that are known to correlate with topics [26], argumentation, personality, and persuasion success.

Linguistic features are extracted from the text of each comment with a lexicon-based approach.

Definite and indefinite articles often express specificity and generality, respectively. We might expect
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that people would prefer more specific over less specific information.

First-person and second-person pronouns are indicators in aspects such as openness, deception, and

persuasiveness [20, 58, 63]. A first-person pronoun indicates individual experience, personal

judgment, or affirmation of the information conveyed.

Hedge words indicate uncertainty, which can indicate a weak statement or rationality and prudence. In

addition, hedging is associated with indirection in politeness theory [11], which may have an effect

on an opinion holder’s mental state.

Sentiment strongly indicates subjectivity by conveying the polarity of an opinion. It proves effective in

social network link prediction [89] and precision advertising.

Biased language may indicate a weakness of one’s argument. We employ linguistic cues of two major

classes of bias—framing (subjectivity) and epistemological (believability of a proposition) [67].

Other features include examples, questions, and links, which prior work ranks as important to persua-

sion [64, 78].

Contextual features include those pertaining to discussions at large as well as to users. Contextual

features reflect the dynamics of a discussion and the situation of a certain comment. Contextual features

are extracted based on properties of the discussion. CMV provides information such as timestamps of

posts and user’s contribution scores.

Length of discussion indicates the OH being entrenched and the topic being controversial.

Entry order of a comment is an indicator of cumulative influence up to that comment. A challenger

entering late in a discussion may absorb previous information and gain a better understanding of

the opinion holder’s reasoning before commenting. However, previous studies [78, 88] show that

an earlier comment is more likely to earn a ∆ than a later comment, possibly due to a first-mover

advantage.

Authorship identifies OH and challengers. It reflects which parties the interplay is between.

User’s karma score and historical ∆s indicate a user’s past engagement, especially historical discus-

sions and contributions. Karma is calculated as the number of upvotes minus the number of

downvotes earned by the user.

Interactive features. capture explicit interaction (replies to and quotations from comments) as well

as implicit interaction (relationships such as discourse structure and persuasion strategy). We examine

implicit interactions at a coarse level that capture the existence of potential connections of two comments

but not the type of a certain connection.

Direct response to a comment indicates turn taking by the OH and the challengers, sometimes ending

with a ∆ being awarded. Direct responses indicate coherence of two comments.
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Quotation reflects that the points made in a comment repeat what was presented before but presumably

with additional evidence or reasoning.

Connection with OP indicates an understanding of OH’s reasoning in the original post. Such con-

nections appear as topic relevance. We measure relevance as text similarity and describe the

computation in detail in Section 2.4.2.

Connection with OH’s latest reply indicate whether a challenger engages in a lively discussion. The

connection is measured in the same way as with OP.

Response from OH reflects an OH’s opinion on a counter-argument. For example, an OH who has

strongly resisted a point in a counter-argument may not be persuaded by the same point again.

Therefore, we identify dependencies between two comments and use the OH’s sentiment to the

previous comment as a feature to predict the label of the later comment.

2.3.2 Sequential Model

We adopt Conditional Random Fields (CRF) [46] to capture both adjacent and nonlocal dependencies

between comments.

Given a sequence of vectorized comments x, our model predicts a sequence of corresponding labels

y for each comment in x using conditional probability P(y|x). In general, vertices V of a CRF graph G

are partitioned into cliques VG = {C1, . . . ,Cp}. Given a set of features, θ represents parameters of a CRF

model to be estimated. P(y|x) with parameters θ is written as in Equation 2.1.

Pθ (y|x) =
1

Z(x) ∏
Ci∈VG

∏
Ψc∈Ci

Ψc(xc,yc) (2.1)

Here, each edge factor Ψc represents an edge in a clique c as shown in Equation 2.2: Z(x) is a

normalization factor; fk is a feature function; λk represents the weight for each feature. Parameters

θ = {λk} are estimated to maximize log-likelihood during the training phase.

Ψ(xc,yc) = e∑k λk fk(xc,yc) (2.2)

2.3.2.0.1 Linear CRF

When the graph structure is a sequence, the conditional probability follows the Markov assumption and

considers only Ψ(yt ,yt−1,x). Linear CRF is the common type of CRF in NLP, such as for POS tagging,

sentence segmentation [93], and sentiment flow modeling [52].

2.3.2.0.2 Skip-Chain CRF

Skip-chain CRF uses a general CRF graph representation with higher-order dependencies. In a skip-

chain CRF model, nonadjacent but dependent nodes are linked by a skip edge and such long-distance
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Algorithm 1: Form sequences and skip-edges with dependencies and context.
Input: A sequence of comments sorted by time x= (x1,x2, . . . ,xn)
Output: A sequence of comments encoded in feature space, a list E of node pairs that are linked

by skip edges
Extract R a set of comments that are replied to by OH
for each xu in x do

Extract linguistic and contextual features for xu

for each xv in x where v < u do
if (xu,xv) satisfies a member of Skip-Rules then

Add (xu,xv) to E
if xv ∈ R then

f (yu,yv) = sentiment score of OH’s response to xv

end
end

end
end

dependencies are included in the conditional distribution. Specifically, skip-chain CRFs capture nonlocal

dependencies between pairs of nodes. The skip-chain CRF combines two kinds of dependencies: (1)

first-order of the form Ψ(yt ,yt−1,x) with first-order feature functions { f1, . . . , fK}, as in linear CRF

(Equation 2.3 and edges in solid lines in Figure 2.1) and (2) higher-order of the form Ψ(yu,yv,x) with

higher-order feature functions { fK+1, . . . , fJ} where |u− v|> 1 (Equation 2.4 and edges in dotted lines

in Figure 2.1).

Ψ(yt ,yt−1,x) = e∑
K
k=1 λk fk(yt ,yt−1,x) (2.3)

Φ(yu,yv,x) = e∑
J
k=K+1 λk fk(yu,yv,x) (2.4)

2.3.3 Sequence Structures

A challenge in modeling discussions with CRF is to capture dependencies (i.e., skip edges) and context

(i.e., edge factors) properly.

2.3.3.0.1 Capture nonlocal dependencies and context

As Table 1.1 illustrates, we identify a pair of dependent nonadjacent comments based on the interactive

features. We construct a skip edge between two comments if (1) one comment is the child of the other or

(2) the textual similarity between the two comments is above a certain threshold. We term these criteria

Skip-Rules. Algorithm 1 describes how to form a sequence and skip edges for CRF with Skip-Rules.
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2.3.3.0.2 Form subsequences

Another consideration is the size of the discussions. In our dataset, the longest discussion contains

1,980 comments and 88 branches. With additional edges representing dependencies for content-based

similarities, the number of nodes in the maximum clique of the graph is large and inference can be quite

inefficient. Therefore, we break a discussion down into subsequences bounded by the opinion holder’s

participation (i.e., a reply from the opinion holder to previous comments). The subsequences reflect

active back-and-forth discussions between OH and other participants.

Subsequences structured as explained above respect turn-taking and model a discussion of multiple

rounds. Each round is represented as a subsequence. It starts with a statement or reply by the OH followed

by comments from challengers who take in the latest information present in the OH’s replies.

The OH’s mental state may change in each round based on information received from challengers.

We assume the OH’s mindset remains unchanged within a round but potentially changes across rounds

and is reflected in the OH’s reply at the beginning of each round. Accordingly, we construct each round

as a subsequence.

2.4 Experiments and Analysis

We describe the computational methods and configurations for the experiments in detail in this section.

2.4.1 Data Preprocessing

As a prelude to building the feature space and forming skip edges, we preprocess the data to better

represent specific features. From the original dataset [78], we filter out discussions (1) in which an

opinion holder never replied or awarded a ∆ and (2) that have fewer than 10 comments. We also exclude

the “initiating” period of CMV (before May 2013), which shows a different level of counts of replies and

counts of participants from the later period.

We remove non-ASCII characters, fill periods in place of line breaks if punctuation is missing, and

exclude system messages such as deleted message marks.

2.4.2 Feature Extraction

Table 2.3 describes the methods used for quantifying the features and the lexicons used in the computation.

For measuring text similarity between comments, we tokenize a comment into sentences, encode the

sentences using the Universal Sentence Encoder [15], and calculate the cosine similarity for each pair of

sentences in the two comments.

2.4.2.0.1 Model Development and Configuration

We realize the linear CRF model using the sklearn-crfsuite implementation, which is an open-source

Python wrapper for CRFsuite [59]. We inherit default settings of sklearn-crfsuite, where parameter

estimation is performed by the L-BFGS algorithm with elastic net (L1 and L2) regularization. For
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Table 2.4 Comparing performance of selected models. OUR = Our feature set. Tan = Tan’s interplay features.
LR = Logistic Regression. RepCmt = examined on only comments replied by OH. * MRR is highest (0.78) in
Linear CRF with Subsequences structure and our feature set, but it ranks over subsequences (≈ 10 comments
on average) as stated in Section 2.3.3 whereas others rank over discussions (≈ 90 comments on average). **

Similarly, MRR and AP of RepCmt are not comparable since they are calculated only over comments that an
OH responds to (≈ 10 comments on average).

Linear CRF Skip CRF LR SVM Random
Seq

+OUR
Seq

+Tan
Subseq
+OUR

RepCmt
+OUR

Seq+OUR OUR Tan OUR Tan

AP 0.23 0.19 0.27 0.31** 0.14 0.18 0.07 0.09 0.07 0.02
AUC 0.87 0.79 0.90 0.73 0.70 0.86 0.77 0.81 0.77 0.5
MRR 0.51 0.49 0.78* 0.58** 0.51 0.48 0.49 0.40 0.35 0.11

labeling each item in a sequence, the library uses Viterbi algorithm and calculates marginal probabilities

to find the most likely class label.

To capture higher-order dependencies, we develop a model with the general graph CRF implementa-

tion with PyStruct [56]. The training data of the model contains two parts. One is the graph structure and

the other is the feature space. During the training phase, we use the default structured SVM solver to

estimate the margin as a convex optimization problem. When predicting the items in a new sequence,

it approximates the maximum a posterior probability (MAP) for labeling. For the skip-chain CRF, we

choose linear programming as the inference algorithms to obtain marginal probabilities to plot the curves.

2.4.2.0.2 Metrics

Since our data are highly imbalanced, we choose the following metrics to evaluate the performance of

our model. Section 2.5 discusses how we apply these metrics.

AUC-ROC. AUC (Area Under the Curve) scores of ROC (Receiver Operating Characteristic)

measure the true positive rate (TPR) against the false positive rate (FPR). AUC score of ROC reflects

whether a comment that received a ∆ is predicted to have a higher probability of a positive class label

than a comment that did not receive a ∆. This metric is applied in predicting persuasiveness of arguments

[40] and malleability of initial statements [78].

AP. Average Precision (AP) is calculated as the area under the Precision Recall Curve (PRC). PRC

has gained attention in evaluating imbalanced data, since ROC provides a misleading interpretation and

visualization of specificity (i.e., true negatives among predicted negatives) on imbalanced data [65, 72].

PRC provides an interpretation of specificity complementing AUC-ROC for evaluating the performance

of CRFs on imbalanced data [10, 35].

MRR. Mean Reciprocal Rank (MRR) is the mean across all discussions of the reciprocals of the

ranks at which the first relevant item (i.e., a ∆-earning comment) is retrieved.
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2.4.2.0.3 Baselines

Since our specific problem—predicting the points of view changes in the context of an overall discussion—

is novel, there is no previous work we can directly compare to. For example, Tan et al. [78] tackle a

binary classification task where input data are paired root replies—such corpus does not provide the

feasibility to examine the cumulative influence from the interplay of other comments. Therefore, we

evaluate our model from multiple angles as follows.

Nonsequential models. We choose LR (logistic regression) and SVM (Support Vector Machine)

as our nonsequential baseline models. LR is a strong baseline, as it is employed in the aforementioned

related work [40, 64, 78]. SVM is powerful for NLP tasks including determining the persuasiveness of an

argument [16]. For logistic regression, we explore L1 and L2 regularization with different regularization

strengths. We adopt the SVM model in scikit-learn [62], in which the probabilities are calibrated using

Platt scaling with additional cross-validation. For SVM, we explore linear and radial basis function (RBF)

kernels. For both baselines, the class weights parameter is set to 1:5 respecting the imbalanced data. The

chosen weight (1:5) performs best among a series of weights in increments of 5, specifically, 1:10, 1:15,

1:20. With this setup, the models set a smaller penalty for false positives than for false negatives.

Tan et al.’s interplay features. To evaluate the identified contextual and interactive features, we

compare our feature set to Tan et al.’s interplay features by applying them on each model. Tan et al.

[78] evaluate multiple feature categories such as the number of words, BOW, POS, interplay, and style

features and find that the interplay features significantly outperform other features and are more robust

when controlling for the length of comments in experiments. Therefore, we implemented Tan’s interplay

features, encoding the comments use these features, and compare performance of a model with our

proposed features to the same model but with Tan’s interplay features.

Comments replied by OH Jo et al. [40] investigate interactions through a neural network by pairing

each sentence in a challenger’s comment with every sentence in the OP. However, they examine only

comments replied to by the OH and omitted comments that the OH intentionally or unintentionally

ignored. To compare within Jo et al.’s result, for this specific evaluation, we only use comments that OH

replied to as our input rather than all comments.

Human annotation. We obtained the ratings from reservists on a sample dataset of CMV discussions.

These human annotators presumably hold different prior beliefs and have different judgments about

persuasiveness from the opinion holders. Comparing to the models, the judgment from human annotators

is subject to cognitive process, thus is not limited by identified features. Note that for the human annotation

task, we select the discussions whose number of comments is around 50. Therefore, it results in a test set

with a different positive rate (3%), which is higher than the whole original CMV dataset (2%). As an

additional experiment, we test and report the results of our models for this specific dataset and compare

with human performance in Section 2.5.1.

Random guessing. Tan et al. [78] conduct an experiment about malleability of original posts

from opinion holders. They asked annotators to find the malleable one from a pair of original posts.

Tan et al. report that human annotators performed no better than random guessing and LR performs

only slightly better than random guessing on predicting malleability. Although our problem setting is
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different from the malleability study, the comments of CMV discussions yield the same randomness and

subjectivity regarding their persuasiveness to opinion holders. Therefore, we include random guessing as

one of the baselines. Random guessing has an AUC-ROC of 0.5 independent of the class distribution.

However, the AP for random guessing is determined by the positive rate, which in our setting, is 0.02.

MRR of random guessing for the test set is 0.11, which is calculated by 1
count(d) ∑ dMRR(d), where

MRR(t) = 1
len(d) ∑

len(d)
r=1

1
r .

2.5 Discussion: Answering our Research Questions

We now revisit the research questions motivated in Section 2.1. Table 2.4 shows the comparative results—

subsequent to hyperparameter optimization and three-fold cross-validation for each model.

2.5.0.0.1 RQ Feature

For LR, our feature set outperforms Tan et al.’s (2016) interplay features by an absolute increase of 9%

on AUC-ROC and 11% on AP. Linear CRF with our feature set outperforms that with Tan et al.’s feature

set by 8% on AUC-ROC and 4% on AP.

Table 2.5 shows the performance of each feature category using CRF. It indicates that contextual

and interactive features improve performance, which supports our claim that considering the cumulative

influence of all participants’ comments is important for predicting view changes.

Table 2.5 Scores for feature categories.

Linguistic Contextual Interactive All
AP 0.13 0.19 0.17 0.23
AUC 0.73 0.84 0.81 0.87

To take a close look at the impact of each feature, we examine the feature weights in linear CRF.

The coefficients of normalized feature values in linear CRF are learned using the optimization algorithm

and represent the contribution of each feature to class prediction. Top-ranking features with positive and

negative contributions to linear CRF are listed in Table 2.6.

2.5.0.0.2 RQ Structure

With our feature set, linear CRF with subsequences outperforms linear CRF with sequences by an

absolute increase of 4% in AUC and of 3% in AP. The results illustrate that modeling a CMV discussion

with subsequences bounded by the OH’s participation has practical significance in predicting that OH’s

view change, as discussed in Section 2.3.3.

Although skip-chain CRFs capture more dependencies than linear CRFs, they perform worse. A

potential explanation is that the structure is given a priori, not learned. We evaluate additional potential
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Table 2.6 Top correlated features from Table 2.3.

Positively Correlated Negatively Correlated
Feature Coefficient Feature Coefficient
Links 0.117 relative order −0.674
2nd person pron. 0.008 Sim. w/ recent −0.064
User flair 0.005 Sim. w/ OH −0.055
Definite articles 0.003 Quotation −0.040
Indefinite articles 0.001 Questions −0.033

long-range dependencies such as linking comments from the same challenger with skip edges. However,

additional edges result in dramatically increased computing time but no improvement in the prediction.

Because of the intractability of approximate inference of skip-chain CRFs and the complexity of con-

founding indicators of dependencies, it is not practical to improve the performance of skip-chain CRFs

with hand-crafted rules. We defer to future work to integrate additional layers such as recurrent neural

networks to learn dependencies.

One may ask how general CRFs that represent the full-threaded tree structure of a discussion would

fare. We conduct an additional test on a tree-structured CRF comparing to skip-chain CRF with different

rules for constructing skip edges. With respect to the tree structure, the average branch depth is 5.86 with

a maximum depth of 11 and minimum depth of 3. Table 2.7 shows how various rules for constructing

edges affect performance. Although tree structure achieves higher AUC-ROC, skip-chain CRF with

linked similar comments achieves higher AP. This finding suggests that tree structure predicts more true

positives though at the cost of a larger number of false positives than does skip-chain CRF.

Table 2.7 Performance comparison when constructing skip edges based on different rules.

Tree Reply to Identity Similarity
AP 0.09 0.06 0.03 0.14
AUC 0.78 0.59 0.50 0.70

2.5.0.0.3 RQ Benefit

Predicting view changes in real life is challenging because OH’s propensity to award deltas is an unknown

prior and data are highly skewed due to the idiosyncrasies of individual OHs. A model that works for

pairwise comments with a balanced dataset would not be suitable because real-life data is far from

balanced. The proposed sequential model does not require balanced data, and is thus applies better in a

natural setting.

An obstacle when evaluating the sequential model on the highly skewed CMV data is that there is no
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other indicator whether non-∆ comments are persuasive to some extent. Accordingly, examining the top

candidates (predicted positives with high possibility or confidence) rather than exact hits of positives

is appropriate. Therefore, we adopt a user model where a user queries for points when an OH’s view

may plausibly change during a discussion. We adopt this user model from information retrieval tasks,

specifically, of results produced by a search engine in which the top passages matter most. In our setting,

we care about if the model can place the most likely comments among the top candidates.

The reciprocal of MRR indicates how many comments a user needs to examine before finding the

right one. On CMV, a user needs to read 50 comments on average to find the most persuasive comment if

the discussion contains 100 comments. However, an MRR (0.51) for linear CRF with sequences (i.e., an

overall discussion) indicates that the model can rank the most persuasive comment among the top two on

average.

We conduct statistical tests for better understanding the performance difference between the sequential

model and the baseline nonsequential model. Due to the nature of the CMV data, where no assumption

may be made about the distribution, we use McNemar’s test to evaluate the significance for which

p < 0.05 indicates a statistically significant difference between evaluated models and Cohen’s g index

(also known as Cohen’s ds) to evaluate the effect size for which < 0.15 indicates a small effect size,

0.15−0.25 indicates a medium effect size, and > 0.25 indicates a large effect size [18]. We compare

prediction results from LR and linear CRF with subsequences on paired samples. We test on prediction

results in the test set and obtain a p-value < 0.001 with McNemar’s test and Cohen’s g index of 0.384.

The p-value indicates a rejection of the null hypothesis and the g index indicates a large effect size, i.e.,

there is a significant difference between the predictions from LR and the predictions from CRF.

To supplement this result, we analyze the true and false positive rates of the models against discussion

dynamics. Figure 2.2 shows that linear and skip-chain CRFs identify more true positives than logistic

regression for longer discussions and for plausible comments that come later in a discussion.

2.5.1 Lessons Learned from Human Study

The above analysis indicates that sequential models demonstrate their ability to capture the cumulative

influence and individual perception to some extent. However, the average precision is relatively low

comparing to other information retrieval tasks. Therefore, we took a closer look at the human study

results to shed some light on the factors that need further investigation in future research.

The human study provides a dataset at a finer granularity than CMV since each comment receives

a rating on a scale from multiple annotators rather than a binary label solely from an opinion holder.

We obtain a Pearson’s correlation coefficient for raters’ average ratings and binary ∆ labels of 0.1645.

This weak correlation is consistent with the large variance of raters’ ratings on the same comment and

indicates that idiosyncrasies of an individual user greatly affect his or her perception of persuasiveness.

To directly compare the performance of our model to human annotations, we evaluate the best

performing CRF model on the human study data and evaluate human annotations by using average

ratings as a proxy of the probability for a comment to receive a ∆. As shown in Table 2.8, the CRF model

achieves better performance on all metrics than human annotations. It is notable that human annotations

21



203 237
291

163

144
904 658 203

130%

80%

30%

20%

70%

120%

0 1-10 11-50 51-200Ra
te

Comment order range
Skip TPR Linear TPR LR TPR
Skip FPR Linear FPR LR FPR
total # positives total # negatives

(a) TPR/FPR against time order of a comment.

363
254

143 134

451
570

421 374

130%

80%

30%

20%

70%

120%

0-50 51-100 101-200 >200Ra
te

Length of discussion
Skip TPR Linear TPR LR TPR
Skip FPR Linear FPR LR FPR
total # positives total # negatives

(b) TPR/FPR against discussion length (# comments).

Figure 2.2 True Positive Rate (TPR) and False Positive Rate (FPR) with respect to discussion dynamics.

achieve a low AP value similar to the nonsequential models, LR and SVM. In this study, we observe that

the low AP value from humans arise primarily because annotators give a greater number of “is-persuasive”

ratings (4 or 5) than the actual number of comments with ∆s.

Table 2.8 Performance comparison between human annotations and linear CRF.

AP AUC MRR
Human 0.09 0.77 0.45
CRF 0.23 0.85 0.81

On the one hand, low average precision is natural for this challenging task that attempts to retrieve

the most effective information to change someone’s view from the massive user-generated contents. On

the other hand, the results reveal bias in individual perceptions of information. For example, human

annotators tend to give high ratings to long comments, as shown in Figure 2.3.

In addition, we test how our trained CRF model performs if we take human annotations as ground

truth for testing. The best performing linear CRF model achieves AUC-ROC of 0.78, AP of 0.32, and

MRR of 0.24. The AP is higher than results on the original larger test set, since there are more positives

in this ground truth. The experimental results and these findings indicate that the weight of each feature

may vary across different settings and the model should be adjusted (retrained) accordingly.
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Figure 2.3 AUC-ROC of human ratings using number of words as a feature.

2.5.2 Understanding Persuasiveness

To overcome the prior belief and bias from researchers, we conduct an additional study (determined to be

exempt by our IRB office) to understand the reasoning behind the variance of individual perception of

persuasiveness. The study involved 46 participants who are students majoring in computer science. Each

participant was randomly assigned two CMV discussion threads. For a selected subset of the comments

from its two threads, a participant was asked to rate the persuasiveness of each comment and provide

a justification for each rating. Seeing potential reasons helps us investigate why our model yielded a

low average precision. Therefore, we select comments for collecting annotators’ reasons if a comment

satisfies one of the following criteria: (1) the comment received a ∆ from an opinion holder but the CRF

model predicted it as not persuasive (false negatives with low possibilities); or (2) the comment did not

receive a ∆ from an opinion holder but the CRF model predicted it as persuasive (false positives with

high possibilities).

We collected 590 reasons for 32 CMV discussions. Since annotators’ ratings do not always align

with opinion holders’, we divided the reasons into four groups: (1) 76 comments with ∆ and high human

ratings, (2) 28 comments with ∆ but low human ratings, (3) 249 comments with no ∆ but high human

ratings, and (4) 237 comments with no ∆ and low human ratings. Bigrams that arise frequently in these

23



reasons are shown as word clouds in Figure 2.4.

(a) Reasons for comments with ∆ and high human ratings. (b) Reasons for comments with ∆ but low human ratings.

(c) Reasons for comments with no ∆ but high human ratings. (d) Reasons for comments with no ∆ and low human ratings.

Figure 2.4 Word clouds showing the frequent reasons for high and low ratings of persuasiveness.

The collected reasons from this study provide insights on persuasiveness of comments beyond lan-

guage usage. The most frequently mentioned reasons for persuasive comments, as shown in Figures 2.4a

and 2.4c, are providing contradicting knowledge, practical concerns, attacking logic, and examples. It

is notable that attacking logic is a frequent strategy that is accepted by human annotators but refused

by opinion holders (Figure 2.4c). For comments that receive low ratings, annotators provide reasons

such as inadequate justification, lack of evidence, and not trying to be convincing. Figure 2.4b suggests

that despite the flaws identified by annotators in a comment, opinion holders may find the comment

persuasive. Figure 2.4d indicates features such as the quality of arguments (e.g., detecting a lack of

evidence) that a model should incorporate.

2.5.3 Additional Related Work

Predicting view change in online argumentation is difficult because it involves cumulative influence,

language factors, personality differences, and other confounding factors. Prior research approaches the

problem from three main angles.

The first angle is studying the persuasiveness of an individual comment or an individual participant.

Tan et al. [78] study a binary classification task of predicting persuasiveness where two similar comments

are given, which forms a perfectly balanced dataset. Tan et al. also study the language factor of only

original posts from OHs to predict whether or not an OH will change his or her view. However, this work
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does not consider (1) the interplay between challengers’ comments and OH’s replies and (2) dependencies

between features in successive comments. Likewise, Jo et al. [40] study the relations between topics

and malleability; they consider the interplay of the original post and a counter-argument but not in the

context of the whole discussion. Villata et al. [80] study persuasiveness of arguments and engagement of

participants in small groups; however, their study focuses on one participant rather than mutual effects

across participants.

A second angle is considering the contextual factors as discussion dynamics and characteristics. For

instance, Lukin et al. [50] consider audience factors (i.e., OH’s personality here), which they capture via

surveys before a discussion. However, surveys are not an effective method in online discussions. Tan

et al. [78] find that the entry order of comments is predictive of their persuasiveness. Wei et al. [88]

explore the dynamics of the reply tree of a discussion and users’ reputations. Both works investigate

correlations between persuasiveness and each factor separately. However, we posit that factors influence

each other and should be estimated jointly. Therefore, we propose a sequential model that use compound

features representing the cumulative influence of a whole discussion from the following aspects: (1)

we use the sentiments of an OH’s responses to capture a shift in his or her mindset over time; (2)

we encode comments using predictive factors and use the encoded vectors to determine the existence

of dependencies between successive and nonsuccessive comments; (3) we represent dependencies as

conditional probabilities and examine their cumulative influence on an opinion holder’s mindset.

The third angle focuses on argumentation mining. Analyzing the persuasiveness of arguments is an

important direction within argumentation mining. Studies on argumentation mining analyze argument

components via formal schemes to analyze the quality and logical connections among the components

[14]. For instance, Hidey et al. [32] study claims and premises, and [64] study motions, assertions, and

justifications. The associated annotations of persuasiveness or solidness are, in principle, objective [29,

30]. However, in contrast with annotators who may be instructed to reduce bias or be objective, opinion

holders on social media are often biased. Thus, we model contextual information and dependencies of

comments from a different angle and defer applying knowledge from argumentation mining as future

work.

2.6 Conclusions

This paper is the first work to raise the problem of identifying a specific point where a view change

occurs in an argumentative discussion. This specific problem incorporates real-world factors such as

idiosyncrasies of individuals under varying circumstances and information overload on the web. Our

results show that modeling the interplay between comments with a sequential model outperforms

nonsequential models.

Our approach can potentially be applied to any setting involving online natural language interactions—

our emphasis on capturing the dynamic interplay between comments is a central concern in understanding

social interaction in general. Future directions include detecting and incorporating argument relations

in discussions and evaluating how them in new settings, such as the resolution of conflicts between
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stakeholders’ goals in design tasks [1, 57].

Based on the findings of Section 2.5.2, we identify the following directions for future research.

Categorization of countering strategies. Top reasons, as shown in Figure 2.4a, indicate a need

for classification of countering strategies and understanding the effectiveness of different strategies. A

common method to categorize strategies for arguing is to use logos, ethos, and pathos [33]. However, this

categorization is from the perspective of rhetorical appeals, and our study indicates that categorization in a

finer granularity—which can distinguish contradicting knowledge from practical concerns—is necessary.

Detection of long-distance relations in conversations. Researchers have put effort on identifying

relations among argumentation components in discourse [75]. Detecting relations of argument compo-

nents in conversation is a similar task but requires additional effort on linking content from multiple

participants. For instance, as shown in Figure 2.4b, some comments that earned ∆s from opinion holders

are marked as unpersuasive by human annotators with reasons “not an argument” or “just a comment.”

With a deeper investigation, we observe that these comments often relate to a claim in a previous comment

and serve as an argumentation component. This type of long-distance relations is difficult to identify with

linguistic indicators, since the transitional words are not stated and require external knowledge.
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CHAPTER

3

COMMUNICATIVE FUNCTIONS OF
QUESTIONS

3.1 Introduction

Argumentative discussions serve a purpose of reaching a shared rationality or acceptable decision in

social communication [34]. Question is a way to show responsive participation and to promote deep

thinking in discussions, especially in certain argumentative circumstances [86]. Walton [83] claims that

critical questions play an important role in evaluation arguments. Whether relevant critical questions

have been asked has a determinative role of whether the argumentation scheme is sufficiently complete

and whether the conclusion is acceptable [85]. Therefore, there is a need to study and analysis different

functions of questions in depth and in fine granularity.

Questions serve not only information seeking roles but also rhetorical roles [43]. However, the

boundary between information and non-informational questions are nuance due to unobservable intents

of askers, variant interpretations from the addressees (responders), and other communication contexts.

A widely used framework is to divide the questions into information seeking questions and rhetorical

questions. Rhetorical questions are singled out due to its form as a question but its function as a statement

[4].

However, Frank [27] argues that the well-adopted definition of rhetorical questions—“posing ques-

tions that expect no answer” and analysis using Speech Act theory have limitations. Instead, the author

argues that the hearer’s understanding of a question plays an important role. A motivating example is as

follows. The example is directly quoted from Jane Frank’s unambiguous examples [27]:
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Comment #1.1

Comment #1

Comment #1.2

Comment #1.2.1

I am fond of animals too, yet I am not a vegetarian. I have several issues 
with your view.
Say you get your way and nobody buys meat any more. What do we do 
with existing livestock? Who would pay the cost to keep millions of 
cows alive, and why? Are you proposing we kill them all?

I view the factory farming and agricultural livestock industry as being savage 
and despicable-- I believe there are more cost-effective, and less 
morally-questionable methods for providing sustenance to our citizens. How 
is the practice of factory farming justified?

A lot of the places where vegetarian get their proteins are things I'm 
allergic to. oing vegetarian would kill me, or at the very least severely 
malnourish me. 

You would have to hunt or raise your own livestock then, right? Or 
obtain your meat from hunters/farmers without supporting the factory 
farming industry, and that's exactly what I would like to see.

sentence

Extraction processA snippet of a threaded discussion

Figure 3.1 Examples of questions highlighted by their positional occurrence (left) and a straight-forward heuris-
tic to extract those questions (right).

Q: And you’re gonna do what? Slit your wrists because of something went wrong?

R: No. I’m not slitting my wrists.

The example above demonstrates that identifying rhetorical (non-informational) questions from

informational questions in a computational manner is non-trivia due to the possible variant interpretation,

and we observe the similar scenarios for online argumentative discussions such as those on Reddit.

Current approaches attempt to identify rhetorical questions from non-rhetorical ones by definition or with

the Speech Act theory result in diverse and confusing interpretations.

Therefore, we raise the following hypotheses (Hs) and conduct experiments to prove or disprove

them.

H 1: Multifunctional. In an online argumentative discussion environment, a new “multifunctional”

communicative function for questions is better than the traditional binary classification of commu-

nicative functions (i.e., rhetorical versus informational).

H 2: Measured by responses. Communicative functions of questions can be better determined by mea-

suring responses than in a situation where no responses are measured.

H 3: Effect of usage and interpretation. The effect (i.e., interactive outcome) of a question “dressed”

as a rhetorical question (i.e., presented in a rhetorical surface form) is determined by the responder’s

interpretation.

Based on the above hypotheses, we address the following Research Questions (RQs) from a computa-

tional perspective.

RQ 3.1 What are the communicative functions of questions, in addition to an abstract dichotomy as

informational and rhetorical, in argumentative discussions?
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Table 3.1 Different types of responses to questions in online argumentative discussions.

(a) Possible response types a question may elicit. Response types signals the respon-
der’s interpretation of the communicative function of a question.

Question Response Interpreted function

informational
answered info-request
unanswered -

rhetorical

answered interrogative
attacked assertive
agreed assertive
unanswered -

(b) Examples of different types of responses.

Type Explanation Examples
unanswered or
irrelevant

There’s no response or the
response is not related to
the question.

Q: Do you know what science is?
R: As an example we can agree that stoning kids
because they don’t obey is wrong

agreed The response asserts or
agrees with the claim im-
plied by the question

Q: Well, who wants to clean their junk before they
throw it away.
R: That’s right

answered liter-
ally

The response takes the
question literally and tries
to answer the question

Q: If I burn my hand, does telling me fire is hot help
me?
R: Yup

attacked The response undercuts or
mocks the question

Q: Do you see the difference?
R: You see the difference

RQ 3.2 How can we computationally identify communicative functions of questions?

RQ 3.3 What are the effects of different communicative functions on the interactive outcome of argu-

mentative discussions?

3.2 Related Work: Existing schemes of Questions

Questions and their schemes in different domains have been long studied. We review existing schemes

for question categorization based on their background and targeting applications.

One application domain is Dialogue Act and multiple dialogue act tags have been proposed [42, 77].

There are 8 out of 43 tags are related to questions in the Switchboard Dialogue Act Corpus. Examples of

common tags in this schema are yes-no-questions, wh-questions, declarative questions, tag questions, and

backchannel questions. One challenge for this schema is that the tags depend on annotators’ interpretation

of the context, which is to say, a question "is it true" could be either a yes-no question or a backchannel

question based on its context.

Some schemes are based on cognitive science and are related to critical thinking and education.
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MacKnight [51] suggests a list of questions for exploring statements in depth for critical thinking

with Socratic questioning prompts adapted from the list by Paul [61]. Morrison and Free [55] propose

questions corresponding to Bloom’s [9] cognitive level.

Question types related to argumentation scheme have a direct relation to components in argumenta-

tion theory with modifications raised from critical thinking. For instance, Le and Pinkwart [47] propose

a template of questions supporting argumentation, whose question types include definition, example,

quantification, and others. Song and Sparks [74] revise critical questions in Walton’s theory for essay

scoring. A subtle difference between online argumentative discussions and augmentative essays is that

the latter requires a relatively rigorous form of argumentation, while the former like posts on Reddit and

daily conversations are a mix of critical thinking, argumentation-related questioning, and dialogue acts.

Therefore, we examine related work of question types corresponding to these areas.

Non-informational questions have been studied on the foundation of rhetorical questions [8]. In

addition to distinguishing rhetorical questions from informational questions, functions of such questions

have been studied in specific domains or for specific purpose. Zhang et al. [91] induce eight question types

specifically for parliamentary question periods such as shared concerns and condemnatory. Although

such research overcomes the limitation of a predefined scheme, it lacks sufficient test of generalization

on other domains or datasets. We adopt the core concept of question "motifs" from Zhang et al. [91]

but focus on communicative functions of non-informational questions in the broader argumentation

domain. Schaffer [73] studies the potential of rhetorical questions as retorts. Oraby et al. [60] studies the

pragmatic goal of using rhetorical questions for being ironic.

As mentioned in Section 3.1, rhetorical questions are not always sensible. Therefore, as supplementary

to relevant work about categorizing and characterizing questions, we study the communicative functions

of questions with a responder’s perspective for online argumentative discussions.

3.3 Datasets

We draw our dataset from argumentative discussions on multiple platforms. Reddit Change My View

(CMV) is an online forum with specific characteristic. The CMV dataset comprises threaded discussions.

Each discussion is initiated by an opinion holder stating his or her view. Other users as challengers reply

in the same discussion attempting to change the opinion holder’s view by pointing out flaws in the opinion

holder’s reasoning, challenging the opinion holder’s belief, or providing other kinds of counter-arguments.

Intelligence Squared Debate [90] contains transcripts of Oxford style debates. This dataset contains 108

debates and an average of 117 utterances per debate. The number of utterances spoken on each side

(for, against, or neutral), the names and side of each speaker, and how many people in the audience

changed their votes after the debate are used for our research. Switchboard Dialog Act Corpus [77]

is recorded telephone conversation transcripts between two participants. Although the Switchboard

dataset is not about argumentative discussions, it provides labels for each utterance with speech act tags.

Particularly, we are interested in question-related tags such as rhetorical questions, tag question, and

others. UK parliament debates [91] are extracted from parliamentary question sessions in the British
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House of Commons. The dataset contains questions and responses during the question period between a

government party and a set of opposition parties.

Original data from the aforementioned platforms are in the form of conversations or discussions

without labels indicating whether a question is an informational one or a rhetorical one. Nor do the

original data identify which question a response is elicited from.

We coarsely categorize questions as follows based on their position in a discussion and extract

questions, contexts, and responses from the discussions with positional information as in Figure 3.1.

3.3.0.0.1 No-turn-change questions.

A question followed by a statement from the same speaker.

3.3.0.0.2 Turn-change questions.

A question appear as a speaker’s last utterance within one turn.

3.3.0.0.3 Question series.

A sequence of sentences ending in question marks. Matching corresponding answers from following

context is a challenge in this situation.

Statistics of extracted questions is shown is Table 3.2.

Table 3.2 Statistics of extracted questions from multiple platforms. UK is short for the UK Parliament data.
SDAC is short for Switchboard Dialogue Act Corpus.

Source No-turn Turn-change Series Total
CMV 420,886 89,393 206,575 716,854
UK 1,060 2,253 740 4,053
Oxford 1,554 348 451 2,353
SDAC 575 7,940 – 8,515

3.4 Communicative Functions of Questions

Considering the aforementioned limitations of existing schemes, we propose a framework and a tentative

schema for analyzing communicative functions of questions in an argumentative discussions.

3.4.1 Defining Communicative Functions

As mentioned in Section 3.2, previous studies on communicative function schemes consider either

of the following aspects—the intended effects on addressees or the properties of linguistics used by
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speakers [13]. Given that this study focuses on argumentative discussions and is essentially turn-taking

conversations rather than speech, we first consider communicative functions identified as DAMSL tags

by Allen and Core [3].

In the DAMSL work, the authors propose top-layer functions as looking-forward functions and

looking-back functions for utterances in a dialog and propose communicative functions at a finer layer

for the top-layer functions. For instance, function info-request, statement and commitment are under

forward looking functions, and accept and answer are under backward looking functions. However, in

DAMSL all questions are considered info-request. Communicative functions of rhetorical questions such

as persuading, asserting, commenting [4, 45], or softening criticism as a politeness strategy [12] are not

adequately considered.

Therefore, we take the theory from Allen and Core [3] as our theoretical basis. We tailor the theory to

fit in our setting on question-response interactions by (1) excluding non-question or non-response related

tags such as thanking and opening (such as "Hi!"), (2) applying functions under the forward-looking-

functions layer to questions and functions under the backward-looking-functions to responses, and (3)

reconciling communicative functions particularly of rhetorical questions [27] with the forward-looking

functions.

In our proposed schema for analyzing communicative function of questions in a discourse manner,

types of functions from askers’ perspective are informational and rhetorical, and types of functions

from addresses’ perspective are agreed, answered literally, attacked, and irrelevant or unanswered.

Detailed explanations with examples are shown in Table 3.1.

3.4.2 A Human Study of Communicative Functions

Recall that our motivation is that a responder’s understanding of an intended-to-be rhetorical question

determines whether the question performs its "rhetorical" role stated by Frank [27]. Therefore, we first

conduct a pilot study with a small group to verify Jane’s observation. Two raters are asked to annotate

whether a question is a rhetorical question with or without giving the context of the question. Contexts

(precedent and subsequent sentences of a question in the same post) of questions are given for annotators’

reference to understanding the background. The size of the sample data is 90. Results are shown in Table

3.3.

Table 3.3 Inter-rater agreement when annotating whether a question is a rhetorical question with or without
contexts.

Data Provided Cohen’s κ

Question w/ precedent 0.226
Question w/ precedent and subse-
quent

0.464

To learn how sensible the proposed communicative functions are compared to existing schemes, we
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conduct a pilot study with the same annotators on 40 samples. Results are shown in Table 3.4. The results

show that annotators reach the same level of agreement (equally sensible) for rhetorical-role annotations

and proposed communicative functions. In addition, it shows that rhetorical role or non-rhetorical role of

questions is more sensible given responses and questions comparing to given only questions (as shown in

Table 3.3).

Table 3.4 Inter-rater agreement comparison—when annotating for is or is not a rhetorical question and when
annotating for proposed communicative functions.

Annotation Goals Cohen’s κ

Rhetorical questions 0.613
Communicative functions 0.601

We conduct a human study to analyze the question-response patterns at scale.

The study involves 45 participants. The participants are students majoring in computer science with

basic NLP knowledge but not expertise in argumentation. Each participant is randomly assigned 200

question-response pairs with context (i.e., surrounding sentences in the same post) of the question. The

same pair is annotated by two or three participants. For each pair, participants are asked to assign a

category of the proposed schema, i.e., attached, answered, agreed, and unanswered. We allow participants

to propose additional categories if none of the pre-defined category applies. Participants are asked to

provide justification if any other category is proposed.

The initial agreement among annotators is weak (with Krippendorff’s alpha as 0.325). However,

it is expected when asking laypeople to interpret communicative functions of questions and responses

while guessing the intents of askers and responders. Given the multi-functional nature of utterances in

discussions, we analyze the co-occurrence patterns of annotated types and report the result in Table 3.8.

Note that with the proposed schema, attacked and agreed responses are reactions to rhetorical questions

since the questions themselves are expected to be statements or assertions. However, when a question

is answered literally, the question could be a rhetorical question or an informational question. In the

former case, the responder’s perspective aligns with the asker, whereas in the latter case, the intent of

the responder could be attacking the rhetorical question by answering the question. In addition, note

that agreed is a positive sign and "attacked" is a negative sign indicating the "assertive" intention of

rhetorical questions, unanswered is a neural indicator which is either the default expectation from a

traditional view of rhetorical questions or an evasion movement from a responder, and answered literally

corresponds to the info-request intents, we aggregate the response types into a higher level of "intentions"

as "info-request" and "assertive". The annotators’ agreement in Krippendorff’s alpha increases to 0.446.

We will discuss the annotation patterns in depth in Section 3.6.

In addition to the predefined four types of responses, we ask annotators to mark unrecognized ones

as "other" and provide justifications for why the predefined types are not applicable for the case. There

are 260 unique question-response pairs initially annotated as "other". However, after close examination,
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we found some confusion the annotators had. For instance, annotators may label an attacking response

as "other" when the response disagrees with the implied assertion in the question. We examine the 260

pairs, re-map identifiable ones to the predefined types, and exclude the actual non-applicable ones.

We consolidate a gold dataset containing 2050 question-response pairs and corresponding labels. The

label for each pair is chosen from annotations with the majority criterion. Statistics of the consolidated

set is shown in Table 3.5.

Table 3.5 Human-annotated response types.

answered agreed attacked unanswered
count 1,314 74 338 324
percentage 64.1% 3.61% 16.49% 15.80%

3.5 Approach: Computational Representation

We propose the following list of features for distinguishing different communicative functions of questions

as supplementary to existing methods such as BOW and POS. The list of linguistic features are based on

two factors: (1) syntactic and semantic terms from a question considering its multifaceted nature [5, 39]

and classification criteria for in previous studies [36] and (2) syntactic and semantic cues from a response

considering its relation to the question. Proposed features with examples and explanations are listed in

Table 3.6.

3.5.1 Encoding Questions and Contexts

In terms of syntactic features, we detect grammatical clues according to the 8 question tags in the

Switchboard Dialogue Act Corpus [77]. We also investigate POS tags, either POS tags as a sequence or

the root level and second level POS tags in a dependency parsing tree. Starting words in a question. In

terms of semantic features, we detect whether indicative phrases such as conjunction "or" and auxiliary

verbs are used in a question or whether a question contains a negation. In addition, we quantify question

characteristics based on the taxonomy proposed by Walton [84]. In addition, we consider statistical
features such as length of a question in words and the positional information such as whether a question

belongs to a question series.

For each semantic feature, we use one-hot decoding for each feature and vectorize all features

scaling to range [0,1]. For one-hot encoding, we use predefined lexicons L f for feature f such as

L f=contrast_transition = [′but ′,′ however′,′ though′]. Given a question Q and tokenized words W :

x f (Q) =

1 if ∃w ∈W and w ∈ L f

0 otherwise
(3.1)
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For each syntactic feature, we first extract POS tags for each word in the text. Then, similarly to

semantic features, we use one-hot encoding to detect if any POS tag pattern exists in the text. For example,

To identify if a question is a "wh-" question, we detect if the tag of the leading word if one of ‘WDT’

(i.e., wh-determiner such as which) ,‘WP’ (i.e., wh-pronoun such as who), or ‘WRB’ (i.e., wh-abverb

such as where).

According to a previous study [8] and our pilot human study, contextual information (precedent

and subsequent sentences) of a question helps identify whether a question serves a rhetorical role or

a non-rhetorical role. For instance, a question Do you know what time it is? can be both rhetorical

and informational depending on the contexts. Therefore, we apply the proposed linguistic features to

precedent and subsequent sentences as well as targeted questions.

Table 3.6 Linguistic features, examples, and explanations.

Feature Example Explanation

whether the last sentence Q: I don’t think they’ve taken the

Bible out of context. What would

give you that idea?

When appears as the last sen-

tence of a post, the question may

expect an answer.

whether part of a question

series

Q: Should this apply to all

things with multiple names?

Should we come up with

definitive names for every-

thing? For example, what is

[this](http://imgur.com/lPhs9jV)?

Is it a hoagie? A grinder? A

hero? A sub sandwich?

Indication of a rhetorical ques-

tion.

whether a tag question Q: Just because it’s rich doesn’t

mean its developed, right?

Indication of a rhetorical ques-

tion.

whether a backchannel

question

Q: Do you? Really? In verbal communication,

backchannel questions often

signal cooperation; however, we

observe they serving a rhetorical

role of questioning in online

argumentation.

"yes-no" question w/ nega-

tion

Q: Isn’t it a children’s show serv-

ing certain purpose?

Indication of assertion functions

of a rhetorical question [44].

"yes-no" question w/out

negation

Q: Is there any good reason for

that?

Direct questions.
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Table 3.6 (continued).

"wh-" question w/ nega-

tion

Q: Why shouldn’t a less talented

hard worker be rewarded over a

more talented slacker?

Indication of rhetorical ques-

tions.

"wh-" question w/out

negation

Q: What effects would it have on

preparedness training?

Direct questions.

indicative rhetorical

phrase

Q: Why the hell don’t the evil

robots have any sort of long

ranged weaponry??

We identify and extract phrases

frequently used in rhetorical

questions.

conjunction "or" Q: So tell me- is cheating right or

wrong?

Coordinating conjunction "or" in

questions indicates a multichoice

question expecting answers.

contrast transition Q: But what if he could make

double that in the current market?

Contrast transition indicates shift-

ing of sentimental polarity [49].

1st person pronoun Q: How can I pick which one peo-

ple will make?

2nd person pronoun Q: Are you saying the greed is

just human?

2nd person pronoun indicates an

attacking from an asker by asking

a rhetorical question.

length of questions Q: And even, if it were somehow

possible to "measure" discrimi-

nation in an objective, scientific

scale, how the hell is it today’s

men’s fault?

Long questions are associated

with detailed information, condi-

tions or elaborations. This signals

a non-informational question.

question-response rele-

vance

Q: pepperoni is full of carcino-

gens and dairy will cause all

kinds of damage to you?

R: I would gladly listen to them

if they could point to studies of

the same rigor supporting these

claims.

Low relevance indicating a re-

sponder sidesteps a question.

responded with question R: Once again, did you read

anything I wrote?

When responding with a ques-

tion, it’s indicating an attack

from a responder by asking a

rhetorical question [73].
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Table 3.6 (continued).

agreeing R: You’re right, I cannot look

into your mind

We identify indicative phrase for

agreeing or conceding from re-

sponses.

3.5.2 Encoding Question-Response Interactions

We extract linguistic features similar to those extracted from questions while excluding non-applicable

ones such as leading words for "wh-" questions.

We observe that particular syntactic part of a question addressed by a response is an indicator of the

responder’s interpretation of the question’s function. For example, if a "yes-no" question doesn’t lead

to a "yes" or "no" answer, or a "who" question doesn’t lead to a response contains a person’s name, it

indicates non-informational functions. On the contrary, an indirect answer indicates a rhetorical function.

For example, a "yes-no" question elicits a response which is not in the "yes-no" form:

Q: Will words like gay hold the same meaning as it does now or will it return to the usage it once had?

R: Again, you’re assuming that the plain language matters.

Therefore, we propose a novel measurement for the directness of a response to the surface form of a

question and how close the answer is to "expected answers". Considering that questions in argumentative

discussions are open-questions with an assertive flavor (e.g., ‘Why not have those who are committing the

infractions fund them?’ ) which are not typical info-request questions, we choose to measure explicitness

as below.

We leverage a pretrained Text-To-Text Transfer Transformer (T5) model [66], which is a transformer-

based sequence-to-sequence model trained on pairs of texts for sequence-to-sequence generation tasks

such as translation and question-answering. We apply the T5 model in a question-generation manner,

where T5 is pretrained on pairs of informational questions and answers (SQuAD). In our setting, given a

response R, we first generate multiple questions Qi, i ∈ (1,n). In this case, R is expected to be a direct

answer to any of the generated info-request questions. Given Qgold to which R is replied in the real world,

for each Qi, we measure similarity between Qi and Qgold to check if R is potentially a direct answer

(information elicited) to Qgold . We use max(cosine_similarity(Qgold ,Qi,i∈(1,n)) as directness of R.

3.6 Experiments and Discussion

In this section, we first evaluate the capabilities of multiple computational models for capturing and

representing communicative functions of questions. We then revisit our hypotheses and analyze the effect

of different communicative functions on the interactive outcomes of argumentative discussions.

3.6.1 Experiments, Evaluation, and Analysis
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Table 3.7 Performance of different models against consolidated annotations. We denote Qs and Rs for questions and responses respectively.
Gains respectively from considering responses and from using linguistic features for predicting communicative functions show significant
improvement (using McNemar’s test) with p-value < 1e-5.

Experiment Setup Models
overall answered attacked agreed unanswered

acc. prec. rec. prec. rec. prec. rec. prec. rec.

Gains from considering
responses comparing to
questions only

TF-IDF (Q) 0.574 0.765 0.709 0.095 0.146 0 0 0.130 0.156
TF-IDF (Q+R) 0.677 0.778 0.843 0.156 0.121 0 0 0.222 0.178
Bag-of-words (Q) 0.548 0.769 0.671 0.091 0.146 0 0 0.127 0.178
Bag-of-words (Q+R) 0.667 0.791 0.824 0.147 0.122 0 0 0.222 0.222
Part-of-Speech (Q) 0.545 0.770 0.664 0.111 0.146 0 0 0.116 0.200
Part-of-Speech (Q+R) 0.606 0.802 0.738 0.189 0.243 0 0 0.108 0.156

Sophisticated encoding with Q
and R

Sentence Embedding 0.650 0.798 0.785 0.192 0.243 0 0 0.232 0.222
Surface Motifs 0.520 0.761 0.632 0.125 0.146 0 0 0.103 0.200

Gains from proposed linguistic
features

Linguistic only 0.677 0.793 0.821 0.222 0.195 0 0 0.255 0.266
TF-IDF + Linguistic 0.699 0.788 0.866 0.193 0.146 0 0 0.281 0.200
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To evaluate the importance of each feature, we examine the correlations between features and each

function separately. We transform the labels for each question-response pair from a multi-label setting to

a binary setting—for each type t, for each pair, if any of the annotated types is t, then we label it with ‘1’

as a positive point for t otherwise ‘0’. The correlation is shown in Figure 3.2.

Comparing the significant level of features extracted from questions to that of features extracted from

responses, it shows that features from responses have a more significant correlation with communicative

functions in general. Similarly, in terms of correlation of each feature and function, features from

responses are more distinguishable (i.e., a feature is more correlated with one type) than features from

questions.

We test the representative capability of linguistic features by comparing them to encoding methods

in previous studies. The baseline models include the following: unigram and bigram for bag-of-words

representation, use unigram and bigram for Part-of-Speech tags, TF-IDF, neural-net-based sentence

embedding with Google’s Universal Sentence Encoding (USE), and surface motifs, which is a latent

projection of questions and responses, proposed by Zhang et al. [91]. We choose a simple Multi-layer

perceptron (MLP) classifier and experiment on an 80-20 split of the 2k consolidated labels. Results

showing an overall accuracy and precision and recall scores for each function are reported in Table 3.7.

As shown in Table 3.7, there is a significant gain by considering responses for communicative

functions of questions. Comparing simple low-level representations (BOW, TF-IDF, and POS) to advanced

encoding methods (USE embedding and surface motif representation), the simple representations show

higher overall accuracy, but advanced encoding methods benefit precision and recall on attack function.

Linguistic features show a slight advantage for distinguishing unanswered responses. Considering together

with Figure 3.2, we believe measuring relevance between questions and responses and the surface form

(e.g., whether a "yes-no" question leads to a "yes-no" response) help with identifying questions which

are evaded by responders.

To test on how well a model trained with a small labeled dataset can be generalized to a larger dataset,

we apply the best-performing model as in Table 3.7—a trained MLP classifier with TF-IDF and linguistic

features on all the CMV questions which have been responded to and randomly select 100 samples for

qualitative analysis. Compared to statistics of labels in the training set as shown is Table 3.5, these 100

samples have a slightly different distribution which consists 45% as answered (less than that in training),

31% as attacked (more than that in training), 5% as agreed, and 19% as unanswered. Consequently, the

prediction during testing results in (1) lower precision (0.506) and higher recall (0.889) for type answered

and (2) higher precision for the other three types which are 0.600, 0.400, and 0.667 for attacked, agreed

and unanswered respectively.

A limitation of linguistic features we notice is that people can express the same things by implication

with opposing expressions. For example, the following two questions delivers the same message—"you

can not read", but one uses negation in the rhetorical question surface while the other doesn’t.

This is in cases where the man is deceived, as outlined in the OP. Can’t you read? 1

1http://www.reddit.com/r/changemyview/comments/2rq5g3/cmv_in_heaven_as_long_as_an_individual_has_free/
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Figure 3.2 Visualized Pearson’s coefficient for extracted features. Size of the hexagon on the left indicates
different significant levels: <0.005, 0.005-0.01, 0.01-0.1, and > 0.1, while size of the hexagon on the right
indicates correlation coefficient.
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I don’t know if you’re trolling or what. Can you read? 2

In a nutshell, identifying communicative functions and the actual role a question play in a discussion

if a challenging problem for both human and computational model. The results show that although some

characteristics can be captured with encoding methods and linguistic cues, the multi-functional nature of

questions, especially that of rhetorical questions, cause varying interpretations of the intent of an asker

and raise the uncertainty of predicting outcomes of the question-response interaction.

3.6.2 Revisiting Our Hypotheses

Table 3.8 Patterns of laypeople annotations for question-response pairs.

Pattern Examples Communicative functions Count(%)

Unanimous Interpretation—annotators agreed on the type.

answered Q: Do you have any examples of this?

R: Well by the Merriam Webster defini-

tion, virtually all wars are terrorism.

The question is taken as an informa-

tional question and the elicited re-

sponse exchanges relevant informa-

tion.

500

(26.4%)

attacked Q: The religious have no exemption,

your atheist self can faith heal all you

want. I’m curious: do you find the

Amish way of life reprehensible?

R: What do the Amish have anything to

do with this discussion?

The point made in a rhetorical ques-

tion is attacked without any addi-

tional information being elicited

87

(4.6%)

agreed Q: Then it is *not* a chance, it is a cer-

tainty. So did a a terrorist attack happen

every year of America’s history?

R: Agreed.

The response agrees with the point

made by a rhetorical question

16

(0.8%)

Varying Interpretation–annotators have different valid interpretations.

answered

+

attacked

Q: How does saying "mocking and mak-

ing fun of fat people is wrong" glorify

being unhealthy?

R: Thats not what fat acceptance is and

you know it. Its saying that it is perfectly

100% okay to be unhealthily fat.

This is a case of "explained attack".

The response provides information

answering a rhetorical question but

also points out reasoning or other

errors in the question.

505

(26.7%)

2http://www.reddit.com/r/changemyview/comments/1mkik0/i_believe_that_suicide_is_an_option_all_people/
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Table 3.8 (continued).

answered

+

agreed

Q: And are their standards established

with absolutely zero hint of the spiritual

nonsense the field was founded on?

R: As I explained in a different com-

ment to you, yes this is the case in

Canada.

The response agrees with the points

made in the question by answering

"yes".

200

(10.6%)

agreed +

attacked

Q: I think I would like some concrete

examples to help clarify your point. For

one, how do you speculate on a proce-

dure?

R: Perhaps speculate is the wrong word.

Let’s perhaps use the word ’inflate’.

Although the responder agrees with

or concedes the point the question

makes, the response attacks the rea-

soning of the question.

42

(2.2%)

agreed +

attacked

+

answered

Q: But there can’t be good jobs for ev-

eryone...right?

R: No, but you do ensure with certainty

that you will not have one.

Although the response agrees with

the points made in the question by

answering "yes", it also points out

reasoning or other errors in the ques-

tion.

54

(2.9%)

"Sloppy" Interpretation—"irrelevant" labels co-occur with other types.

agreed +

irrelevant

Q: I like the Bo staff, but I suppose

that’s just a personal preference. (Isn’t

this all XD?)

R: When I was a kid, I loved Raphaello

because sais are awesome.

The response agrees with "this is all

personal relevance" by sharing infor-

mation. However, this topic requires

background knowledge about Ninja

Turtles and may not be recognized

by some annotators.

31

(1.6%)

answered

+

irrelevant

Q: Why is greed good?

R: Well here goes nothing. In purely

theoretical economics prices are deter-

mined by supply and demand . . . In this

case, the supply of CEO’s is very small.

This individual needs to have years of

experience in that industry/line of busi-

ness . . . Few people can qualify for this

job . . .

The response is long and only re-

sponds from the second half to the

"greed is good" point. The response

contains an answer to the question

but may not be as explicit as other

responses.

310

(16.4%)
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Table 3.8 (continued).

attacked

+

irrelevant

Q: How does a neofolk fan look?

R: I don’t think it really matters why

metal became popular. If you take some-

thing you don’t consider to be overrated,

and pretend that it got popular through

some means other than simply "getting

better", it doesn’t change how good it is

now.

The background information is miss-

ing in the immediate context of a

question. The response has an attack-

ing tone by saying "I don’t think it

really matters". However, the rele-

vancy of the response is difficult to

judge in this case.

149

(7.9%)

To answer the question about whether a user’s question serves its communicative function as the user

expected, we discuss the following cases.

3.6.2.0.1 Multifunctional.

As mentioned in Section 3.1, the traditional view thinks rhetorical questions are not expecting answers.

However, as Frank [27] argued with a small sample data in therapeutic conversations, we observe multi-

functional nature and multiple types of responses in online argumentative discussions as in Table 3.8. On

top of the labeled patterns, we analyze the correlation between different types of responses on pairwise

annotations for the same data point. The correlation is shown in Figure 3.2.

Annotators show highest agreement (correlation) on answered type—although still a moderate

correlation on the [-1,1] scale for Pearson’s correlation. The most frequent pattern of co-occurrence is

answered + attacked. We provide tentative explanation and interpret ion of the communicative functions

in Table 3.8.

3.6.2.0.2 Measured by responses.

According to the results in Table 3.7, the classification performance of models encoding with both ques-

tions and responses significantly outperform the performance of models encoding with only questions.

This result aligns with the observation from our pilot studies, where annotators agree more when

given responses in addition to questions for both tasks—(1) distinguishing informational and rhetorical

questions and (2) identifying response types. It supports our argument that when analyzing questions

and their communicative functions, we need to consider the role a question plays in the context of a

discussion and considering possible interpretations from responders’ perspective.

3.6.2.0.3 Effectiveness.

As a well-acknowledged persuasion device, rhetorical questions are used to encourage involvement,

convince other parties, evoke emotions, and exert influence [71].

To study the effect of questions with different communicative functions on argumentative discussions,

we investigate the usage of questions and their correlations with interactive outcomes. Overall, questions
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Figure 3.3 Pearson’s correlation coefficient r for pairwise annotations.

draw more attention and receive more replies compared to statements. In the CMV dataset, there are

473,042 questions and 3,645,935 statements. Among them, 64,296 (13.6%) questions are quoted and

replied to in the following comments, while (8.38%) statements are quoted. For the comments that ever

receive any replies, 35.6% contain at least one question; however, for the comments that no one replies,

only 27.2% contain questions.

However, when examining the consolidated labeled data with interpretation patterns as shown in

Table 3.8, only a small portion (0.7%) of the questions achieved an agreement with other participants. This

ratio is even less than the ratio when an opinion holder changes his or her mind (2%) on the CMV forum.

It shows that although questions draw more attention from other participants, most of the interactions are

attacking.

The findings from this study are contrary to the traditional view where one function of rhetorical

questions is to soften face-threatening criticism. One potential explanation is that if there were two parties

with different social power, one with less power would use a rhetorical question such as "It’s your kind

of movie, right?" (from Frank [27] to soften the tone. However, in online argumentative discussions,

participants are of equal social power and utilize less such functions.

3.6.3 Additional Related Work

Questions and interactive outcomes of questioning are associated with multiple social aspects in online

discussions. For example, indirect questions and direct questions are taken as positive and negative

politeness strategies respectively [12]. Rhetorical questions are also investigated with sarcasm in online

debates [60].

Furthermore, the usage of questions are studied with conversation success or failure. For example,

questions may be an indication of whether a conversation will derail [92]. Studies on persuasiveness

[28, 64, 78] investigate the predictive power of questions for view changes; however, the studies examine

only whether a surface form of question exists in a post rather than different communicative functions of

questions in depth.
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3.7 Conclusion

In this study, we propose a framework with discourse analysis for analyzing the communicative functions

of questions in argumentative discussions. We provide a multi-platform dataset of question-response

pairs preserving their positional and contextual information in discussions.

We conduct an empirical study and qualitative analysis on the communicative functions of questions

from the perspective of responders’ interpretation. Our proposed high-level linguistic features demonstrate

its effectiveness in identifying communicative functions compared to low-level features such as sentence

embeddings and surface motifs.

We propose a new perspective about how and why questions should be analyzed at a function level

rather than taken its surface form (a question mark) indistinguishably when studying argumentative

discussions. We defer to future work to investigate in-depth how each communicative function affects

conversation directions and outcomes.
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CHAPTER

4

ARGUMENTATIVE SALIENCE
MEASUREMENT IN ONLINE

DISCUSSIONS

In this work, we focus on a specific problem about measuring argumentative salience between texts,

which is to measure both topical and reasoning relevance of a sentence to its preceding sentence in an

argumentative discussion. We provide a corpus comprising pairs of sentences, labeled with argumentative

relations between the sentences in a pair. We propose a computational approach relying on content

reduction and a Siamese network architecture for modeling argumentative connections and determine the

argumentative salience between texts.

4.1 Introduction

Understanding an online argumentative discussion is essential to understanding people’s reasoning behind

a decision or an opinion. It is beneficial in applications such as analyzing public political debates or

sensing customers’ preferences from online user-generated content. For such applications, we need to go

beyond merely extracting and classifying argument components (which current approaches address) to

detecting dialogical relations and especially determining the salience of arguments.

We introduce the notion of argumentative salience to measure the relations of a sentence to its

preceding sentence in an argumentative discussion. Argumentative salience implies both reasoning

inheritance [22] and argument specificity [21, 24]. Given a topic and two sentences that arise under the
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same topic in a discussion, the succeeding sentence is argumentatively salient to the preceding sentence

if the succeeding sentence (1) has a reasoning connection to the preceding one and (2) is addressing a

specific point raised by the preceding one.

Modeling and determining argumentative salience is challenging for online discussions. In contrast

with essays and scientific reports in which arguments are constructed by a single author and are more

elaborate and coherent in reasoning, online argumentative discussions are open dialogues where texts are

casually produced from multiple interlocutors. Arguments in online discussions are short and informal

texts with few transition clues.

Measuring salience between arguments can facilitate downstream tasks such as assessing the quality

of arguments. Whether a topic or issue is argued in depth can be determined by whether an argumentation

scheme is sufficiently fulfilled in a discussion [86]. On social media, if a post is argumentatively salient to

multiple other posts, it may be considered a sufficiently discussed point. In this case, identifying whether

two pieces of text show argumentative salience is a fundamental step in argument mining.

Determining and modeling argumentative salience between social media texts goes beyond argument

mining from essays. Section 4.2 illustrates challenges of determining salient arguments from online

forums. Section 4.3 discusses existing work and techniques and their limitation on determining salience.

Section 4.4.1 presents a dataset with systematically labeled salience for argument pairs. Section 4.4.2

describes our approach for modeling pairwise argumentative salience. Section 4.5 presents results and

the performance of our model on argument-related tasks beyond determining salience.

We identify and address the following research questions in this work:

Measuring How can we identify salient arguments from online posts, which are coherent in reasoning

and relevant in topic from online posts?

Representing How can we computationally detect and represent salience between arguments?

Applying How does it help for argument-related tasks by measuring argumentative salience between

arguments?

4.2 Argumentative Salience - Motivating Examples

We use examples from Kialo.com as our running examples in the following content. Sent.A and Sent.B

are from two posts of different interlocutors.

Arguments involve reasoning cross multiple textual segments. Unlike conventional argument mining

tasks which focus on identifying whether a sentence is an argument or not, such segments in online

argumentative discussions may appear in different posts and are from different interlocutors. Although

each segment is not an argument individually, together they form argumentative structures under a certain

context.

Sent.A [Men and women are different.]

Sent.B [Men and women have different brains and are genetically different.]

Neither Sent.A and Sent.B is an argument if examined individually. However, Sent.B is a premise of
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Table 4.1 Examples of relation and attention between an argument (Arg) and its counterargument (CntArg). We
use straight underlines to mark the topical relevance and wavy underlines to mark logical relevance.

Pair type Connection Text
P-C Definition Children have a right to learn in a religiously neutral setting.

clarification There is
::
no

::::
such

:::::
thing

:::
as a religiously neutral setting.

P-C Analogy Gender
:
is
:::
an

:::::::::
important

::::
tool for social organisation.

Tools of social organization are
:::::
really

:::::
tools of social control.

P-C Reasoning Every level of football
::
is on some level exploitative.

(undercut)
:
If adult players consent to play on a team,

::::
then they are

::
not being exploited.

A-D – Health care should remain a privilege, not a right.
(topical only) This definition could directly replace “foo” with “health care” and work well.

T-R – Vegan diets also contain a lot less heavy metals and pollutants.
(topical only) The meat production industry is itself unethical.

Sent.A under the topic “Gender stereotyping children needs to stop.” In such cases, argument mining at

the sentence level would not work.

An argument is conventionally structured as having a main claim (i.e., conclusion), a set of premises

leading to the conclusion. Depending on the particular argumentation schema, an argument may poten-

tially include components such as a warrant and a rebuttal. However, identifying arguments and their

relations across interlocutors—especially in online forums such as Reddit ChangeMyView 1 or Kialo
2—raise new challenges comparing to argument mining in essays.

One challenge is that linguistic indicators for logical connectives such as “for example” or “therefore”

are often missing in online arguments which is turn-taking and informal. For example,

Sent.A [There is no way an omnipotent all-loving god could co-exist with evil.]

Sent.B [Karma explains why is there evil alongside with loving God.]

Here, Sent.B is a rebuttal of Sent.A without linguistic cues such as “but” or “however” for logical

connectives in contrast to argumentative essays.

Another challenge is that relevance of two sentences in argumentative structure is different from

relevance in topic. Here are two sentences extracted from a discussion about “Democrats should not

cooperate with Donald Trump’s presidency.”

Sent.A [Refusing to cooperate with President Trump violates democratic norms and principles.]

Sent.B [Disapproval of Trump is not the same as not wanting cooperation.]

In the above example, since both sentences contains words “Trump” and “cooperation ” and similar

words such as “refuse” and “disapprove,” they appear as highly similar sentences in topical similarity.

However, these two sentences are not directly relevant to each other.

Based on the observations above, we propose a new challenge as measuring salience of arguments

. On top of examples above, we provide additional examples to illustrate the salience between multi-

1https://www.reddit.com/r/changemyview/
2https://www.kialo.com/
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interlocutors arguments in Table 4.1.

4.3 Related Work

Linguistic indicators and neural-network-based encoding methods are widely used in argument min-

ing. Linguistic indicators are logical connectives (e.g., “consequently” and “if”), linguistic cues (e.g.,

“claims”), dependency parse, and textual similarities. Tan et al. [78] and Persing and Ng [64] measure

relations between pairs of comments using word-overlap-based similarities; Habernal and Gurevych [31]

propose TF-IDF of unigrams and bigrams, POS and other representations for argumentation mining tasks

and are adopted by subsequent research. Word and sentence embeddings are widely used in argument

mining and other semantic parsing tasks such as identifying paraphrases and machine translation. For

instance, Guo et al. [28] use cosine similarities between USE (Universal Sentence Encoder)-encoded

sentence embeddings for measuring dependency of posts. Sentence-BERT (S-BERT) [69] explores a

Siamese architecture of BERT on STS (Semantic Textual Similarity) tasks such as determining semantic

relatedness.

Existing work on measuring relations between arguments from multiple interlocutors focuses on the

sentence level and does not represent relations at the sub-sentence (i.e., text spans) level. For instance, Jo

et al. [40] examine a neural architecture with an attention measurement for attackable sentences.

Research has considered argument (positional) structure [48, 76]. Our work, for the specific purpose

of a general embeddings for argumentative salience, is considered as a complement method and can

incorporate with those studies.

4.4 ASM: Argumentative Salience Measuring

Motivated by the aforementioned observations and needs, we target the specific challenge as given a

certain topic, modeling the argumentative relations between two sentences and deciding whether they are

relevant in terms of argumentative structures.

To differentiate from the concept “textual similairty”, We define such relevance between sentences

as argumentative salience which not only requires topic similarities but also requires that one sentence

supports the other sentence in argumentative structures. Such structures include any relations and logical

connectives between argument components such as Sent.A is a(n) premise, assertion, evidence, or

qualifier of Sent.B . Two sentences that have argumentative salience should have implicit or explicit

reasoning connections in argumentative structures.

In this work, we focus on modeling argumentative salience and deciding whether two sentences have

such salience. We propose a model and train a computational representation for argumentative relations

of pairs of sentences. We expect such representation is general and can be applied to other tasks than just

salience measuring. We defer to future work to distinguish different types of relations.
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4.4.1 Data—Paired Arguments

We draw a dataset for paired arguments from Kialo. On Kialo, arguments about the same topic (i.e.,

within the same discussion) are constructed in a tree structure. One discussion on Kialo represents a topic

of interest, each argument within the discussion is presumed relevant to that topic. One characteristic of

Kialo is each user is asked to reply with an argument that directly supports or opposes its parent claim.

If a claim a user posts suits better in another path of reasoning, the claim is moved by another user to

a better-suited place. Kialo has recently drawn attention in computational research on argumentation

because of its high-quality arguments and elaborate argument trees [24, 25, 41].

Since our objective is to decide if one sentence is argumentatively salient to another given that both

are drawn from the same discussion, we extract 1,041 Kialo discussions and generate pairs of sentences

selected from the same discussion. The stance (i.e., supporting or attacking) of a post to its parent is

marked as pro or con. Although such stance is binary, the tree structure of a discussion is not binary since

there may be two or more parallel arguments with the same stance. We first pair and categorize two posts

in a discussion by their positional relations. An illustration of pair types is shown in Figure 4.1.

P-C
A-D
T-R

Figure 4.1 Post pair types by positional relations.

P-C. Parent-child sentence pairs are extracted from adjacent posts. In a Kialo discussion tree, if two

posts are adjacent (with 1-hop distance), we take them as a P-C post pair where the first post is the

parent post and the second post is the child. P-C pairs are directional.

A-D. Ancestor-descendant sentence pairs are extracted from posts which belong to the same branch of a

discussion tree are but not immediately adjacent (multi-hop), we take them as A-D pairs where the

first post is the ancestor post. A-D pairs are directional.

T-R. Truly random pairs. For post 1 and post 2 which are from the same discussion but do not belong to
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a P-C or A-D pair, and are not at the same level in the tree (i.e., not children to the same parent

post), we extract them as T-R pairs. T-R pairs are not directional.

We generate sentence pairs from post pairs based on positions of posts in a discussion tree. We

extract 1,041 discussions (127,040 posts) and 60,747,130 post pairs, among which 126,103 are P-C pairs.

Intuitively, P-C pairs are high-relevance pairs while A-D and T-R are low-relevance pairs. However, we

incorporate the following additional considerations to ensure reasonable and refined relevance labels:

(1) a root post on Kialo is always an one-sentence statement and is so general that every other posts in

the same discussion are argumentatively related to it to some extend, so there is no apparent difference

between P-C, A-D and T-R pairs involving a root post in terms of relevance; (2) in A-D pairs, if post

1 and post 2 have a two-hop distance (i.e., a grandparent and grandchild pair), the two posts may be

argumentatively relevant especially when the grandparent-(parent)-grandchild relation fits in an argument-

(counterargument)-refutation structure; and (3) with specificity of claims along the same path increases

with depth [24] and focus point shifts in claims with high specificity, claims from different paths may not

even talking about the same topic.

Therefore, we exclude post pairs involving a root post and A-D pairs whose distance equals 2. To

generate pairs at the sentence level and of the same topic, we compare each sentence in post 1 with each

sentence in post 2 and extract sentences from all possible combination of sentence pairs if they have at

least one same word after stemming and is not a stop word.

In this way, we end with 126,103 P-C sentence pairs, 552,660 A-D sentence pairs, and 59,389,604

T-R sentence pairs. Since this research focuses on measuring argumentative salience at the sentence level,

for brevity, P-C, A-D, and T-R pairs in the following contents refer to sentence pairs rather than post

pairs.

We conduct a small-scale human study with colleagues to validate the systematically generated labels

for salience. We randomly select 50 salient pairs (i.e., P-C pairs) and 50 non-salient pairs (30 T-R pairs

and 20 A-D pairs). The 100 pairs are presented to an author of this paper, a student with knowledge of

argumentation theory, and a student unfamiliar with argumentation theory. The average accuracy score

of the three raters is 0.79 against the generated labels. The inter-rater reliability using Krippendorff’s

alpha for all raters is 0.53. However, when looking at pairwise raters’ agreement, the Cohen’s Kappa

coefficient is 0.70 between the author and the student knowing argumentation, while Cohen’s Kappa is

around 0.4 when one of the two raters is unfamiliar with argumentation.

The 100 sample pairs contain 22 pairs which are grandparent-grandchild pairs, root-level arguments,

or same-level pairs. We explain and illustrate why those samples are confusing for deciding salience

in Section 4.1. Before removing those pairs, the average accuracy of three raters is 0.73, whereas the

average accuracy is 0.79 after removing those 22 pairs. For 88% of the samples, at least one rater agrees

with the auto-generated labels. We report rater’s reliability and pairwise agreement in Table 4.2. R1, R2,

and R3 denotes the three raters—an author of this paper, a student with knowledge of argumentation

theory, and a student unfamiliar with argumentation theory respectively.
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Table 4.2 Inter-rater reliability (Krippendorff’s alpha), raters’ agreement (Cohen’s Kappa), and each rater’s
accuracy (Acc.) before and after removing confusing pairs.

KripR1,R2,R3 CohenR1,R2 CohenR2,R3 CohenR1,R3 AccR1 AccR2 AccR3

Before 0.53 0.70 0.49 0.41 0.83 0.73 0.63
After 0.53 0.71 0.44 0.43 0.88 0.79 0.69

4.4.2 Salience Encoding Approach

Content 
Reduction

Content 
Reduction

BERT BERT BERT

Triplet Loss
L(A, P, N)

legend

Content Reduction

dep.
parsing 

tree

conn. tokens
dep.

parsing 
tree

root level
1-hop from conn.

conn. conn. root level
1-hop from conn.

output emb.
reduced tokens

input tokens

anchor sentence

positive sentence
negative sentence

Figure 4.2 Model architecture: Siamese network with reduced tokens. Please note that content reduction module
applies to both positive pairs (red and blue) and negative pairs (red and yellow). We use abbreviations conn. for
connections and dep. for dependency.

Our primary goal is to encode a pair of sentences (sentA and sentB) with an emphasis on their

argumentative salience, i.e., topical connections and logical connections. We examine the encoding in a

binary classification task: deciding whether sentA and sentB are argumentatively relevant (positive label

y = 1 means relevant, 0 means not). As our secondary goal, in addition to deciding salience, we examine

the performance of the proposed model for generating embeddings used in downstream argument-related

tasks such as deciding its impact or persuasiveness.

In this section, we present the encoding method which consists of a content reduction module and a

Siamese network architecture. To examine the performance of the proposed encoding, we employ simple

classifiers and demonstrate the ability of the proposed encoding in downstream tasks in Section 4.5.
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4.4.2.0.1 Content reduction.

To capture the argumentative salience, we would like the encoding model to emphasize on topical

connections and reasoning connections, and deemphasize on detailed complementary content. Therefore,

we propose a content reduction process to identify such connections and extract connection-related

contents.

To implement the intuition, we incorporate dependency parsing and semantic relation searching. This

process takes word tokens of original sentences as input: XA = (xA1, . . . ,xAn) and XB = (xB1, . . . ,xBm).

We use a complementary position mask for each sentence initiated with zeros, i.e., pA = (0A1, . . . ,0An)

and pB = (0B1, . . . ,0Bm), to mark tokens to be extracted as 1 and tokens to be ignored as 0.

For semantic relations between XA and XB, we consider relations such as similar word usage, analogi-

cal syntactical structure, synonyms, and antonyms. We use stemmed word for exact match and WordNet

for synonyms and antonyms to implement this intuition. If any token xAi or xB j from a sentence have

such a relation (i.e., same word, a synonym, etc.) in the other sentence XA or XB, we mark the position

pAi or pB j as 1.

We also mark any one-hop tokens from the connection tokens in the corresponding dependency tree

as 1. The intuition here is to capture content that serves a syntactic function related to argumentative

structures. For example, “if” and “then” would not be captured since WordNet considers nouns, verbs,

adjectives and adverbs; however, “if...then” clause indicates a proposition and should be captured if they

are related to a topic of interest.

To reserve the main skeleton of a sentence, we extract first level tokens in dependency parsing. If a

token is the root or one-hop from the root in the dependency tree, we mark the position of the token in pA

or pB as 1.

Lastly, we extract the tokens marked as 1 from the original in their original sequential order to form

the reduced content. This process results in a sequence of tokens of reduced contents for both sentences

X ′A = (x′A1, . . . ,x
′
An) and X ′B = (x′B1, . . . ,x

′
Bm).

Here is an example demonstrating texts before and after content reduction. Tokens in the square

brackets are non-salient content being reduced.

Sent.A Human life has a higher value because humans need and depend [on each other], [socially] and

[economically].’

Sent.B Humans are the counterpart of [god], provided with [an immortal soul].

4.4.2.0.2 Siamese network.

To distinguish argument salience from topical similarity, we form positive samples and negative samples

and use triplet loss to train a Siamese network.

Given a sentence A as a sequence of tokens XA, a positive pair is a anchor sentence XA and another

sentence P (tokens XP) where P is relevant to A in argumentative structures. For the same anchor sentence,

a negative pair is A and N where N is a sentence with the same topic that is not argumentatively relevant

to A. We use P-C pairs from Kialo as described in Section 4.4.1 as positive pairs and A-D T-R pairs as
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negative pairs. We compare parent sentences in P-C pairs and the sentence with an earlier timestamp in

A-D and T-R pairs to locate an anchor sentence and form a triplet training sample (A,P,N).

After content reduction, we feed X ′A, X ′P, and X ′N into a Siamese network. This idea is inspired by

Reimers and Gurevych [69], who demonstrate the ability of BERT as the shared encoding model for STS

and NLI (Natural language inference) tasks. The shared model consists of a BERT encoding architecture

and a pooling method to derive a fixed size embedding. We use the mean operation of output embeddings

as pooling for our approach.

We use triplet loss as training objective. Denote the output embeddings from the Siamese network

with shared Bert networks as zA, zP, and zN , the triplet loss objective is

L(A,P,N) = L(zA,zP,zN) = max(D(X ′A,X
′
P)−D(X ′A,X

′
N)+α,0)

We experiment with both cosine similarity, Manhattan distance , and vector concatenation for D. To

prevent trivial encodings such as identical vectors or all-zero vectors, α is used as a difference margin.

The intuition for choosing triplet loss over other objective is that based on our observation as in

Section 4.2. The network is trained to distinguishing encoded positive pairs and negative pairs in terms of

argument salience. For inference, the model can produce embeddings for any pair of sentences regarding

their salience.

4.5 Experiments

Our experiments address two claims: how effectively we train a model for learning embeddings and

capturing salience between two sentences and how effectively our trained model generates embeddings

that benefit downstream tasks.

4.5.1 Determining Argumentative Salience

4.5.1.0.1 Preprocessing, implementation, configuration.

Texts on Kialo are arguments of high quality with no emoji and little social media slang, and thus

requires small effort for cleaning. During preprocessing, we remove non-ASCII characters and replace

any external URLs with a phrase “external link.” We use the spaCy dependency parser to generate

dependency trees for word-tokenized sentences. For content reduction, we use exact match on stemmed

tokens from both sentences for finding overlapping words and WordNet [53] for finding synonyms and

antonyms.

For ASM, we adapt the Huggingface implementation of sentence transformer [69] for the shared

BERT Siamese network with modification on the triplet loss evaluator as described in Section 4.4.2. We

use the default hyperparameter settings for the sentence transformer. We experiment with pretrained

BERT on classification tasks considering the following combinations: (1) use BERT or RoBERTa, (2)

trained on NLI tasks or paraphrase tasks, and (3) using mean tokens or max-pooling. We find that

pretrained BERT on NLI tasks with mean token [Reimers and Gurevych] performs slightly better than

other models, so we report results from ASM with this configuration. We report results from other
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configurations in Table 4.3.

Table 4.3 Accuracy (acc.), precision (prec.), recall (rec.), and F1 scores for different configurations.

Model Acc. Prec. Rec. F1
BERT w/ paraphrase and max pooling 0.7519 0.7519 0.7519 0.7519
BERT w/ paraphrase and mean tokens 0.8079 0.8099 0.8079 0.8086
BERT w/ NLI and max pooling 0.8108 0.8336 0.8333 0.8334
RoBERTa w/ paraphrase and max pooling 0.6965 0.6876 0.6965 0.6815
RoBERTa w/ paraphrase and mean tokens 0.7340 0.7350 0.7340 0.7337
RoBERTa w/ NLI and mean tokens 0.8086 0.8120 0.8086 0.8097
ASM (BERT w/ NLI and mean tokens) 0.8418 0.8418 0.8419 0.8419

4.5.1.0.2 Triplet evaluation.

As described in Section 4.4.2, we train the proposed model with triplets (A,P,N) extracted from Kialo.

P-C pairs are used as positive samples, and A-D and T-R pairs are used as negative samples. To generate

(A,P,N) triplets from pairs by matching the first sentence in a P-C pairs to the first sentence in an A-D

and T-R pair and form a triplet if such match is found as described in Section 4.4.2.

In terms of training a hidden representation (i.e., the output embeddings from the Siamese network),

we use 45,352 (A,P,N) samples for training and the other 11,396 triplet samples for testing with a triplet

loss objective and cosine similarity. The evaluation metric is measurement accuracy where the distance

between an anchor sentence and a positive sentences is smaller than that between an anchor sentence and

a negative sentence. On test samples, we achieve a 90.85% accuracy to identify the more relevant (i.e.,

the positive) sentences to anchor sentences.

4.5.1.0.3 Pairwise evaluation.

However, to evaluate on a more general-setting problem, we examine whether a trained ASM model can

generate embeddings from texts and decide argumentative salience for a pair of sentences. The statistics

for training and testing are shown in Table 4.4.

Table 4.4 Statistics of pair samples for argumentative salience classification.

Count of P-C A-D T-R Total
Training 68,749 45,352 68,749 182,850
Testing 17,289 11,396 17,289 45,974
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We compare the proposed approach to the following baselines: (1) transformer-based encoding

method including distiled version of BERT and RoBERTa and (2) Siamese-based transformer Sentence-

BERT. For non-Siamese baselines, we fine-tune the models with Kialo argument pairs, and for Siamese-

based Sentence-BERT (S-BERT), the model is fine-tuned on top of Kialo triplets.

The overall results are shown in Table 4.5. Siamese-based transformers—Sentence-BERT and our

approach perform better than transformers in original structure for measuring argumentative connections.

Our approach with content reduction outperforms the other models.

Table 4.5 Results as for accuracy (acc.), precision (prec.), recall (rec.) and F1 score.

Model Acc. Prec. Rec. F1
DistilBERT 0.5307 0.5389 0.5304 0.5054
DistilRoBERTa 0.5724 0.5713 0.5710 0.5706
S-BERT 0.7344 0.7350 0.7340 0.7337
ASM 0.8418 0.8418 0.8419 0.8419

We conduct statistical tests using McNemar’s test to better understand the performance difference

between the proposed model and the baseline models. We achieve p-values < 0.001 when comparing our

approach to any baseline model. We examine the effect size of our model comparing to the plain Siamese

model S-BERT with Cohen’s g index (also known as Cohen’s ds). We achieve a 0.220 score of Cohen’s g,

which indicates a medium effect size [19].

4.5.1.0.4 Ablation Study

To take a closer look at the importance of different aspects of our approach, we examine performance

gains from different modules added on top of the Siamese architecture: the content reduction module, the

triplet loss training objective comparing to pairwise regression objective, and usage of embeddings for

classification. The results are shown in Table 4.6.

Triplet loss is essential as the evaluator for determining argumentative salience. This assert our belief

that argumentative connections (a dialectical connections in addition to semantic similarity) between

arguments should be distinguished from textual similarity between semantically similar sentences.

Content reduction also benefits the results. Comparing to the concatenation of hidden representations

used in the optimal setup for ASM, there is not much difference between using Manhattan distance or

cosine similarity for evaluating salience, both of which perform worse than concatenation.

4.5.2 Application of ASM

We evaluate whether a trained ASM can generate embeddings that benefit other argument-related tasks.

We use the best-performing ASM as reported in Section 4.5.1.
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Table 4.6 Examine performance differences when replacing or excluding certain module from ASM. The first
row refers to the optimal ASM architecture which contains content reduction (CR), triplet loss objective, and
embedding concatenation.

Model Acc. Prec. Rec. F1
ASM (optimal) 0.8418 0.8418 0.8419 0.8419
ASM w/ regr. 0.8034 0.8013 0.8034 0.8001
ASM-CR 0.8284 0.8291 0.8284 0.8287
ASM regr. -CR 0.7519 0.7519 0.7519 0.7519
ASM w/ cos. 0.8109 0.8143 0.8109 0.8120
ASM w/ Manh. 0.8126 0.8124 0.8126 0.8125

4.5.2.0.1 Predicting Impact Score.

We evaluate the usefulness of generated embeddings for determining argument impact [25]. For each

argument on Kialo, users votes on its impact within the given line (a certain path of a Kialo discussion

tree) of reasoning. We use the same data and experimental setup as Durmus et al. and predict argument

impact as one of three classes: NOT IMPACTFUL, MEDIUM IMPACT, and IMPACTFUL. There are in total

7,386 arguments, among which 1,633 are NOT IMPACTFUL, 1,445 are MEDIUM IMPACT and 4,308 are

IMPACTFUL. We hold out 15% of them for testing.

Table 4.7 shows the resulting precision, recall, and F1 scores. ASM outperforms previous methods in

a pairwise setting (i.e., using texts from claims and their parents). ASM even outperforms the previous

best-performing BERT model with additional preceding arguments. The notion f3 for the reported

result in Table 4.7 means three preceding arguments in a branch of a Kialo discussion are used as

context. Linguistic features used in previous work show higher precision but much lower recall and F1.

Considering identifying salient arguments which is an information mining task, a low recall score would

cause less relevant information being retrieved. Therefore, transformer-based methods, especially our

ASM model, perform better, which is reflected in the F1 score.

Table 4.7 Results on predicting impact of arguments.

Precision Recall F1
Linguistic features 65.67 38.58 35.42
BERT 55.79 53.54 54.00
BERT (w/ contextf3) 57.19 55.77 55.98
ASM 58.11 60.01 58.55
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4.5.2.0.2 Identifying Propositional Relations.

To examine the generalization ability of our model, we apply it to another corpus—US2016 [81, 82] for

an argumentation-related downstream task—predicting propositional relations between two arguments.

US2016 is a set of annotated corpora on dialogical argumentation. It contains transcripts of TV debates

about 2016 presidential elections and online discussions from Reddit corresponding to the TV debates.

Since our focus is online discussions, we use the US2016reddit subset of the corpus that excludes the TV

debate subset. The propositional relations (906 samples) are categorized as inference (56.3%), conflict

(30.1%), and rephrase (13.6%).

For this experiment on transfer learning ability, we use the best performing model (trained on Kialo),

freeze its parameters, and finetune the last layer of classification on US2016reddit. The weighted-average

F1-score for all three types is 0.6568, outperforming BERT-based embeddings by 8.4%. Table 4.8 shows

a breakdown of the results by propositional type as well as challenging examples (i.e., false negatives).

Table 4.8 Results on predicting propositional relations for US2016reddit.

Precision Recall F1
Inference 0.7087 0.7526 0.7300
Conflict 0.6071 0.5574 0.5812
Rephrase 0.5652 0.5416 0.5532
Overall 0.6558 0.6593 0.6568

4.5.2.0.3 Qualitative Analysis and Limitations.

Argumentative salience measurement may need to incorporate contexts or external knowledge to tackle

challenging examples, such as those in Table 4.8. Sent.A and Sent.B have similar syntactic connections

in both Inference and Rephrase, so the key problem is to distinguish relations between (be sniffing, have

parkinson) and relations between (have pneumonia, be ill) to better distinguish the two propositional types.

In the Conflict example, Sent.B is not necessarily a conflict to Sent.A without a context of participants’

stances on Trump.

Our model is geared toward salience and need not be helpful on tasks where salience is not the main

underlying intuition. It is not well suited to stance classification, since there is no significant difference

regarding logic-related syntactic structures between supporting and attacking arguments. It is also not

well suited to ASPECT similarity [70] (determining whether two sentence-level arguments are similar),

which requires deep semantic representation.
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4.6 Conclusions

The task of measuring pairwise argumentative salience fills in the gap of modeling relations between

texts in terms of their argument-structure relation, especially for informal, multi-interlocutor arguments.

We present a dataset of pairwise sentences with systematically generated labels regarding whether

they are argumentatively relevant or not. We propose a Siamese-network-based approach with content

reduction to specifically learning a hidden representation of argumentative connections. The proposed

approach outperforms strong baselines by 10.82% in F1 score for determining whether a sentence is

argumentatively salient to the other sentence.

Argumentative salience can potentially be applied to any argument-related tasks where both logical

and topical connections between arguments are factors of interest. We demonstrate that modeling

argumentative salience benefits for predicting argument impact compared to embeddings for general

purposes such as BERT. The proposed method can be generalized to produce embeddings for paired

sentences in other corpora with a concentration on measuring salience between the sentences. We discuss

applicable scenarios and limitations of the proposed encoding in Section 4.5 and defer to future work on

exploring additional applications of this approach.
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CHAPTER

5

CONCLUSION AND FUTURE
DIRECTIONS

This thesis aims to advance the state of computational argumentation, especially for modeling online

argumentative discussions and understanding the mechanisms behind persuasion on social media.

5.1 Summary of Contributions

Although argumentation and persuasion have been studied for a long time in communication, psychology,

social science, and computer science, online argumentative discussions raise new research challenges

beyond monological arguments. To this end, we identify challenges and research gaps in modeling

arguments on social media incorporating the following characteristics of online argumentative discussions:

• Online platforms provide a different environment which is casual, spontaneous, non-linear, and with

flat social hierarchy, so they have different interactions of communication compared to face-to-face

discussions.

• Compared to homogeneous texts such as an essay or a speech for argumentative purposes, online

interactions rely on individual perception.

• Online arguments have pairwise relations in addition to clustered (e.g., aspect-based) relations.

Therefore, we address challenges raised by the unique settings above and investigate computational

approaches for modeling online argumentative discussions and understanding the outcomes from such

discussions. The contribution of this thesis is in the following aspects:
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Modeling cumulative influence and subjectivity. The first work addresses a novel problem of

identifying a specific point where a view change occurs in an argumentative discussion. It incorporates

real-world factors such as idiosyncrasies of individuals under varying circumstances and information

overload on the web. Through a human study, we show that modeling a user’s perception of comments is

crucial in predicting persuasiveness. We present a sequential model for cumulative influence that captures

the interplay between comments as both local and nonlocal dependencies. We demonstrate its capability

of selecting the most effective information for changing views.

Modeling communicative functions of questions. In this work, we examine communicative func-

tions that questions serve in online argumentative discussions. We study the following aspects of questions’

functions through empirical studies: (1) Multifunctional—In an online argumentative discussion envi-

ronment, a new “multifunctional” communicative function for questions is better than the traditional

binary classification of communicative functions (i.e., rhetorical versus informational), (2) Measured by

responses—Communicative functions of questions can be better determined by measuring responses than

in a situation where no responses are measured, and (3) Effect of usage and interpretation—The effect

(i.e., interactive outcome) of a question "dressed" as a rhetorical question (i.e., presented in a rhetorical

surface form) is determined by the responder’s interpretation.

Modeling argumentative salience. Our third work focuses on measuring argumentative salience

from one sentence to another sentence drawn from online discussions under the same topic. The work

fills in the gap of modeling relations between texts in terms of their reasoning inheritance, argumentative

relevance, and specificity. We demonstrate that modeling argumentative salience benefits other argument-

related tasks such as predicting argument impact. The proposed encoding can be generalized to other

downstream tasks—for which we demonstrate it with a task for identifying propositional relations

between arguments on Reddit.

5.2 Future Research Directions

Considering the natural characteristics of online communication in contrast to face-to-face communi-

cation, speech, or single-author text, understanding people’s interaction during online argumentative

discussions demands novel theories and computational methods tailored to online settings.

Our work makes an effort to understand the interaction and persuasion in online argumentative

discussions. However, there are still challenges to be addressed. Here, we discuss some future research

directions which worth further pursuit based on observations and findings in our work.

5.2.1 Explainability of Discussion Outcomes

One challenge is to understand why a person changed his or her view. As mentioned in our first study

(Chapter 2), predicting what effect an argumentative discussion has on a particular person is difficult due

to complicated factors including that person’s personality and acceptance of contrary views from other

participants. In that work, we make an effort to incorporate an opinion holder’s initial reasoning and

response, develop a sequential model representing interaction from opinion holder and other participants
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for predicting the outcome (i.e., opinion change in this case), and analyze the importance of factors (i.e.,

language use) through feature correlation. However, there is no clear explanation from the opinion holder’s

perspective. Lukin et al. [50] conduct a human study in which they profile the Big Five personality of

participants before they engage in argumentative discussions and analyze correlations between personality

types and argument types (i.e., factual vs. emotional).

However, it is difficult to obtain explanation through surveys on a large scale, especially for existing

posts on social media, due to restricted access to the corresponding user of a post. Atkinson et al. [6]

examine language characteristics (i.e., the point about a topic and word usage) of opinion holders’

explanations for view change from CMV. However, their method only contains word-level representation

and lacks reflection on reasoning or structural factors. Potential methods for future work in this direction

include profiling personality types from social network behaviors [2] or characterizing from user-

generated contents with more complicated representation.

5.2.2 Misalignment between Intentions and Perceptions

Another direction worth pursuing is the misalignment between a person’s intention and other persons’

interpretation. As mentioned in our second study about functions of questions (Chapter 3), communicative

functions are determined not only by an asker’s intention but also by a hearer’s interpretation (or say

perception). Although misalignment between an intention perspective and a perception perspective has

been noticed in the linguistic and psychological area, few studies have been concentrated on online

argumentative discussions. A similar challenge for this research topic is the difficulty of obtaining a

large size of data. Chang et al. [17] conduct surveys among Facebook users collecting the intentions

of their comments and interpretations of others’ comments. One finding from this study is that when a

fact-sharing-intended comment is misperceived as an opinion, it is likely to lead to an uncivil conversation.

For future work, there are other aspects such as differences of people’s perceptions of ethos, pathos, and

logos that may worth investigating. In addition, identifying reasons and solutions of misinterpretation

from user-generated content will help produce policies and processes for healthy and efficient online

discussions.

5.2.3 Salient Argument Mining

With the continuous popularity of social networks, there are loads of messages circulated online among

which argumentation is one of the most common communication types. Unlike formal documents such

as intelligence reports or argumentative essays, it is hard to draw a big picture and reasoning connections

among arguments from online platforms given the open, multi-interlocutor, and fragmented nature of

online information.

Our third study (Chapter 4) makes one step toward connecting two online arguments based on their

argumentative relevance including both topical connections and reasoning connections. This work is the

first step to build a reasoning chain or an argument graph for a certain controversial topic from online

information retrieval. Misra et al. [54] propose a method to recognize central propositions and facets for

clustering associated arguments. However, remaining challenges include identifying salient arguments

62



and reasoning connections between such arguments. The benefit from research along this line is to

mine opinions effectively and understand the reasoning behind the opinions. Due to the aforementioned

characteristics of online platforms, there is a need for developing computational methods particularly

tailored to user-generated online content in future work.

5.3 Broader Impact

Argumentation is a social activity through which people aim to reach a shared position or decision

on some topic. In this work, we apply natural language processing to argumentation which provides

computational support for and beyond argumentation research in linguistics.

Our work supports argument mining and analysis on a large volume of text data and can apply to

real-world applications. The work is motivated by the demand for information triage and is valuable in

application domains such as public socio-political science, education, and product evaluations. Nowadays

information overload on social media, which contains repeated, noisy, and uninformative content, reduces

people’s efficiency in knowledge acquisition. This work contributes to argument mining tasks such as

helping mining coherent arguments under a topic and assessing the completeness and effectiveness of an

argumentative discussion.

The problem addressed and computational methods proposed in this work do not interfere with

people’s free expression. Neither do they serve the purpose of online platform regulation or moderation.

Our work extracts arguments from existing content while assessing its impact or effectiveness, which is

for understanding, analyzing, and evaluating online communication and behaviors.

Potential privacy and ethical concerns do not necessarily arise directly from this research but from

potential applications of it. Although our datasets are anonymous and do not trace user-related information

such as user names or historical posts, the proposed approach may help pinpoint impactful posts and

influential users. Besides, such text mining where the content is user-generated and public on social

media, there is a possibility that the owner of a comment may be traced by searching the content online.
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