ABSTRACT

CHIU, YUH-MING. On the Performance of Peer Selection Strategies in Stochastic Peer-to-
Peer Networks. (Under the direction of Professor Do Young Eun).

Peer-to-peer (P2P) file-sharing applications are becoming increasingly popular and
account for a large portion of the Internet’s bandwidth usage. Measurement studies show
that a typical download session lasts from hours up to several days depending on the level of
network congestion or the service capacity fluctuation. In this thesis, we first consider two
major factors that have significant impact on the average download time, namely, the spatial
heterogeneity of service capacities in different source peers and the temporal fluctuation in
service capacity of a given single source peer. We point out that the common approach of
analyzing the average download time, or more generally the performance of peer-to-peer
networks based on average service capacity is fundamentally flawed. We rigorously prove
that both spatial heterogeneity and temporal correlations in service capacity increase the
average download time in P2P networks.

We then analyze the impact of the interaction and resource competition between
peers on the file download performance under stochastic, heterogeneous, unstructured P2P
settings. We introduce the notion of system utilization tailored to a P2P network so as to
capture the characteristics of the average download time in a P2P network with multiple
competing downloading peers. We then derive an achievable lower bound on the average
download time and propose a distributed algorithm with which peers can achieve this mini-
mum average download time, thereby bypassing the curse of spatial heterogeneity and tem-
poral stochastic fluctuation. Our algorithm relies on constantly changing connected source
peers and selecting source peers probabilistically. The performance of different peer selec-
tion algorithms is compared under NS-2 simulations. Our results also provide theoretical
explanation to the inconsistency of performance improvement by using parallel connections
(parallel connection sometimes does not outperform single connection) observed in some

measurement studies.
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Chapter 1

Introduction

The emergence of “Peer-to-Peer” (P2P) network technologies has attracted much
social and technological attention and brought new challenges to research communities over
the past decade. Although the use of P2P technologies can be traced back to a much earlier
time, it was not until recent years that we see a large variety of P2P network applications.
In addition to the well known file-sharing applications such as BitTorrent, Gnutella, and
eMule [1, 2, 3], we see P2P streaming applications as well, such as CoolStream, Tribler,
SopCast, just to name a few [4, 5, 6]. Further, P2P technologies are applied in the area of
telecommunication, such as Skype [7], or in the area of academic and scientific computing,
such as SETI@home or sciencenet-YaCy [8, 9]. Recent measurement studies have found that
the volume of P2P traffic accounts for approximately 70% of the total broadband traffic,
which surpasses the traffic volume generated by many other application protocols such as
E-mail, FTP, and HTTP [10, 11, 12, 13].

P2P technology in fact offers some promising advantages over the traditional
“client-server” networking model from a technical point of view, despite that some think
the popularity of P2P applications only comes from the piracy of copyrighted materials. A
peer-to-peer network is inherently distributed and scalable because each node (peer) in the
network contributes its resources to other peers while consuming resources from others. In
other words, each peer in the network acts both as a server and as a client at the same time.
In a P2P network, even nodes at the edge of the network, i.e. home computers that are
often considered as pure clients that only consumes resources, contribute their resources to

other peers. Hence, the aggregated resource available in the network scales with the size



of the network [14, 15, 16]. On the other hand, under the client-server model, the amount
of resources in the network is determined solely by the limitation of hardware and software
specifications of the few servers in the network. Ideally, the “equal share” of resources that
each peer can receive from a P2P network is much larger than that of a client-server net-
work. Therefore, one can expect that the performance of P2P networks ought to outperform
that of client-server networks in various applications.

Unfortunately, the performance of a P2P network often does not match people’s
expectations. Taking file-sharing applications for example, real world measurement results
show that downloading a 100MB file from a P2P network may take days to weeks to
complete [17, 18] whereas it would take approximately 4 hours for a dedicated FTP server
to transfer a file of the same size to one of its clients. Why do we have such seemingly
counter-intuitive results? There are many reasons for a P2P network not achieving expected
performance. Studies have shown that most nodes in real world file-sharing P2P networks
are personal computers (PC) [17, 18]. We list below some characteristics that differentiate

ordinary PCs from corporate operated server machines .

1. The hardware and software specifications between different computers varies in a wide

range.
2. A peer can go online/offline at any time.
3. The owner of the machine may not want to share the resource of the machine.

The second and the third item above are actually results of human behavior. For example,
we often turn off our home computers when we are not using them or when we go to work.
We simply close or lower the execution priority of unnecessary applications if we want our
computer to dedicate to more important jobs. In fact, the quality of resource each peer
receives from the network depends on the quality of service that its “neighboring peers”
can offer. In other words, the amount or the quality of resources is not equally distributed
among all peers. Therefore, peer selection strategy plays an important role in determining
the performance a peer receives from the network [19, 20, 21, 22, 23, 24, 25, 26, 27].

In addition to the issue of peer selection, there are other research challenges re-
garding the performance of a peer-to-peer network. For example, some peers are free-riders

— peers who only consume system resources but never contribute — and encouraging peers



to contribute to the network is a topic under active research [28, 29, 30, 31, 32, 33, 34, 35,
36, 37]. Further, data search mechanisms and the how a P2P network organizes itself are
also very important issues [38, 39, 40, 41, 42, 43, 44, 45, 46, 47]. Due to the distributed
nature of P2P network, resources are often scattered around the entire network. When a
peer joins a P2P network, it has to search for the set of peers that can offer the required ser-
vice. A well designed peer organization method or search algorithm can help each peer find
what it needs efficiently. More detailed description on challenges facing P2P technologies

is provided in Chapter 2.

1.1 Motivation

It is impossible to address all research issues related to P2P networks and its
applications in one thesis. Instead, we focus on the performance of peer selection strategies
in P2P content distribution applications in this work. Note that file-sharing and streaming
are the two most popular applications that utilize P2P technology. File download time is an
important performance metric in these applications. It is intuitive that a user of the network
will be more satisfied if he/she can download a file from the network faster. In streaming
applications, file download time implies the filling time of the playback buffer. The time
required to fill up the playback buffer determines the playback delay and potentially the
continuity of playback after the peer experiences service interruption. Hence, reducing file

download time improves the user experience of P2P networks.

1.1.1 TImpact of Stochastic Characteristics of Service Capacity

Recall from the beginning of this chapter, most analysis on the file download
time is based on the assumption that the aggregated capacity of the entire network being
equally distributed among all peers that are downloading the same file. At the same time,
participating peers contribute the same amount of resource, i.e. capacity, to the network,
over time [14, 15, 48, 16, 49, 50, 51]. In reality, peers can have different hardware and
software specifications. The access bandwidths of different peers can be different. The
wide range of variations in the capacity of different peers suggest that the network is a
heterogeneous network. Further, most peers in a P2P network are home computers, which

imply that they are less likely to offer capacity or resources with constant quality. The



capacity offered by each peer can fluctuate with time. The common practice used for
download time analysis which based on the averaged quantities [52, 20, 53, 14, 15, 21, 54],
e.g., average capacities of all possible source peers in the network may give misleading
results. We illustrate limitations of the approach based on averaged quantities in a P2P

network by considering the following examples.

Limitations of Approach via Average Service Capacity

Suppose that a downloading peer wants to download a file of size F' from N possible
source peers. Let ¢; be the average end-to-end available capacity between the downloading
peer and the i*" source peer (i = 1,2,...,N). Notice that the actual value of ¢; is unknown
before the downloading peer actually connects to the source peer i. Hence, the best strategy
for a downloading peer is select one of the possible peers uniformly at random. Uniform
selection is a quite common strategy in P2P networks [48, 50, 51]. The average service
capacity of the network, C, is give by C' = El]\i 1 ¢i/N. Intuitively, the average download

time, T, for a file of size F' would be
T=F/C. (1.1)

In reality, however, (1.1) is far different from the true average download time
for each user in the network. The two main reasons to cause the difference are (i) the
spatial heterogeneity in the available service capacities of different end-to-end paths and
(ii) the temporal correlations in the service capacity of a given source peer. We first con-
sider the impact of heterogeneity. Suppose that there are two source peers with service
capacities of ¢; = 100kbps and cs = 150kbps, respectively, and there is only one down-
loading peer in the network. Because the downloading peer does not know the service
capacity of each source peer ! prior to its connection, the best choice that the downloading
peer can make to minimize the risk is to choose the source peers with equal probability.
In such a setting, the average capacity that the downloading peer expects from the net-
work is (100 4+ 150)/2 = 125kbps. If the file size F' is 1MB, we predict that the average

download time is 64 seconds from (1.1). However, the actual average download time is

! Although the fluctuation seen by a downloading peer can be caused by change both in the status of
the end-to-end network path and in the status of the source peer itself, we use “service capacity of a source
peer” to unify the terminology throughout this thesis.



1/2(1MB/100kbps)+1/2(1MB/150Mbps) = 66.7 seconds! Hence, we see that the spatial
heterogeneity actually makes the average download time longer.

Suppose now that the average service capacity can be known before the download-
ing peer makes the connection. Then, an obvious solution to the problem of minimizing
the average download time is to find the peer with the maximum average capacity, i.e.,
to choose peer j with the average capacity c¢; (¢; > ¢; for all ), as the average download
time T; over source peer i would be given by F/c;. We assume that each peer can find
the service capacity of its source peers via packet-level measurements or short-term in-band
probing [55].

Consider again the previous two-source peer example with ¢; = 100kbps and
co = 150kbps. As we want to minimize the download time, an obvious choice would be to
choose source peer 2 as its average capacity is higher. Now, let us assume that the service
capacity of source peer 2 is not a constant, but is given by a stochastic process Cy(t) taking
values 50 or 250kbps with equal probability, thus giving E{C(t)} = co = 150kbps. If the
process Co(t) is strongly correlated over time such that the service capacity for a file F' is
likely to be the same throughout the session duration, it takes on average (1MB/50kbps
+ 1MB/250kps)/2 = 96 seconds, while it takes only 80 seconds to download the file from
source peer 1. In other words, it may take longer to complete the download when we simply
choose the source peer with the maximum average capacity! It is thus evident that the
impact of correlations (second-order statistics) or higher-order statistics associated with
the capacity fluctuation in time will need to be taken into account, even for finding a source
peer with minimum average download time.

From the simple example above, we can see that both the heterogeneity and the
temporal stochastic fluctuation in service capacity plays an important role in determining
the file download time. Although the downloading peer selects its source peer with equal
probability, the average download time is much longer than the file size divided by the
average received capacity! Then, it is natural to ask whether equation (1.1) is achievable
in reality and under what condition we can have (1.1). We discuss this question in great

detail in Chapter 3.



1.1.2 TImpact of Competition and Parallel Connections

The simple example of a single downloading peer in the previous section demon-
strates how spatial heterogeneity and temporal correlation in service capacities of the peers
affect the file download performance. If a downloading peer is not able to get the informa-
tion about the service capacity of its source peers, uniform random selection is the best a
downloading peer can do. On the other hand, some protocols, such as Gnutella, exchange
the maximum upload bandwidth (the physical access bandwidth) information among peers.
Further, a downloading peer may probe the available bandwidth of each possible source peer
before it make a decision. Therefore, a downloading peer may be able to receive better per-
formance by non-uniform peer selection based on the information about other peers’ upload
bandwidth. There are several existing results in the literature suggesting how a download-
ing peer should select its source peers if the information about the upload bandwidth of
each peer is known. However, all the results in [19, 20, 21] have been established under the
assumption that there is only one downloading peer in the metwork. This is critical, since
in a real P2P network there will be multiple peers uploading and downloading at the same
time and a peer’s service capacity will be shared by its competing peers. In other words, the
downloading peers will have to compete for the limited resource each single source peer can
offer. In this setting, the download performance is determined not only by the stochastic
fluctuation and heterogeneity in service capacity that each peer offers; how each peer makes
its peer selection choice under such a competitive environment is also very important.

Further, it is often believed that parallel connection can help a downloading peer to
receive more capacity from the network. It is obvious that a downloading peer should utilize
as many connections as possible. However, real world measurements show some rather
counter-intuitive results [56, 52]. The results in [56] show that if some peers utilizing parallel
connections while others don’t, then the ones utilizing parallel connections have shorter
average download time. However, if every downloading peer utilizes parallel connections,
then the number of connections does not impact performance much. In other words, the
performance of utilizing utilizing few number (3 or 4) of parallel connections is almost the
same as utilizing large number of parallel connections (20 ro 100). It is shown in [52] that
even utilizing a single connection performs as good as utilizing parallel connections. Based

on the counter-intuitive measurement results, it is interesting to know under what condition



parallel connection is beneficial. In Chapter 4, the performance of utilizing non-uniform peer

selection and parallel connections is extensively analyzed.

1.2 Contributions

We summarize the contributions of the work in this thesis as follows.

e First, we start with analyzing a simple case in which there is only one downloading
peer in the network. We show that the predicted value given in (1.1) in Section 1.1.1 is
actually achievable regardless of the distribution of service capacities and correlations

in a P2P network.

We first characterize the relationship between the heterogeneity in service capacity
and the average download time for the downloading user, and show that the degree
of diversity in service capacities has negative impact on the average download time.
After we formally define the download time over a stochastic capacity process, we
prove that the correlations in the capacity make the average download time much
larger than the commonly accepted value F'/c, where c is the average capacity of the
source peer. It is thus obvious that the average download time will be reduced if there
exists a (possibly distributed) algorithm that can efficiently eliminate the negative
impact of both the heterogeneity in service capacities over different source peers and

the correlations in time of a given source peer.

In practice, most P2P applications try to reduce the download time by minimizing the
risk of getting stuck with a ‘bad’ source peer (the connection with small service capac-
ity) by using smaller file sizes and/or having them downloaded over different source
peers (e.g., parallel download).? In other words, they try to reduce the download
time by minimizing the bytes transferred from the source peer with small capacity.
However, we show that this approach cannot effectively remove the negative impact
of both the correlations in the available capacity of a source peer and the heterogene-
ity in different source peers. This approach may help to reduce average download

time in some cases but not always. Rather, a simple and distributed algorithm that

2For example, Overnet, BitTorrent, and Slurpie divide files into 9500KB, 256KB, and 256KB file segments
(chunks), respectively [57, 58, 1], and a downloading peer can transfer different chunks from different source
peer.



limits the amount of ¢ime each peer spends on a bad source peer, can minimize the
average download time for each user almost in all cases as we will show later in
Chapter 3. Through extensive simulations, we also verify that the simple download
strategy outperforms all other schemes widely used in practice under various network
configurations. In particular, both the average download time and the variation in
download time of our scheme are smaller than any other scheme when the network is

heterogeneous (possibly correlated), as is the case in reality.

Second, assume that there are multiple downloading peers in the network and each
peer can make peer selection decision based on the knowledge about the maximum
upload capacity that its neighbors can offer. In this case, we not only have to consider
the network heterogeneity and the stochastic characteristics of the service capacity
that each source peer can offer but also the impact of interaction/competition among

the downloading peers.

In order to capture this impact of interactions among the downloading peers, we
introduce the notion of system utilization — defined as the average fraction of the
aggregated system capacity that is actually consumed by all the downloading peers,
which is heavily dependent upon the peer selection decision. With the introduction of
system utilization, we show how the average “share” of system capacity a downloading
peer receives is not always equal to the aggregated capacity of the source peers divided
by the number of downloading peers, even if each source peer distributes its capacity
evenly among its connected downloading peers. Further, we extend the results in [25]
that the average file download time is often greater than the file size divided by the
average received capacity of each downloading peer in our much more complex network
setting. We derive an achievable lower bound on the average download time based on
the average network capacity, the system utilization, and the level of competition in

the network.

It was shown in [25] that switching a single connection “periodically” among possible
source peers “uniformly at random” can reduce the average download time to some
extent. In a network with multiple downloading peers, we show that the algorithm
in [25] is far from being optimal, but can still be used as the first step toward devel-

oping an optimal peer selection strategy. We modify the notion of periodic switching



and start by letting each downloading peer generate a random number of parallel con-
nections periodically instead of having just one single connection all the time. Each
downloading peer chooses its source peers according to some probability. We can
then formulate the probability assignment problem as a convex optimization prob-
lem and compute the optimal connection probabilities in a centralized fashion. Our
solution is applicable to much wider ranges of network scenarios with stochastic fluc-
tuation and heterogeneity under peer competitions, to which none of the approaches

in [25, 19, 20, 21] applies.

While the aforementioned centralized algorithm to solve for the optimal peer selection
probability is impractical in a fully distributed P2P network, the algorithm will serve
its purpose as a benchmark with optimal performance. We then propose a heuris-
tic distributed algorithm that only depends upon the network performance metric
observed by each downloading peer. Through realistic network simulations using NS-
2 [59], we compare the performance of different peer selection strategies. We use the
performance of periodic uniform peer selection derived from [25] as the baseline for
performance comparison. Our NS-2 simulation results show that both the optimal cen-
tralized algorithm and the proposed distributed algorithm outperforms the periodic
uniform peer selection in all cases. Our centralize algorithm can even reduce the aver-
age download time by 50% compared to periodic uniform peer selection. In addition,
our results also provide theoretical explanation for the observations in [56, 52] that
using parallel connections does not always give users better performance than using a
single connection. We present conditions under which parallel connections is helpful

and provide a guideline for determining a suitable number of parallel connections.

1.3 Outline

This thesis is organized as follows. Chapter 2 describes the background and current
advancement of P2P network technologies. Chapter 3 analyzes the performance of different
uniform peer selection strategies in a heterogeneous and stochastic P2P network. Chapter
4 analyzes the impact of competition among peers and performance of non-uniform peer
selections with each peer utilizing parallel connections. The conclusion and future work are

presented in Chapter 5.
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Chapter 2

Preliminaries on Peer-to-Peer

Networks

Some of the technical advantages of P2P networks include its scalability and re-
liability against single-point failures compared to the traditional client-server network ar-
chitecture. This chapter provides some background on P2P network technologies as well as
the research challenges facing P2P networks. Interested readers are encouraged to refer to

the referenced papers for more detailed information.

2.1 Definition of P2P

The commonly known network architecture is the “client-server” model in which
each node (machine) has a very specific role. A “server” offers specific service(s), such as
E-mail or data storage, while a client solely consumes or utilizes services from the server.
The flow of valuable data (or service) follows a single direction, i.e. from servers to clients.
Under the client-server model, the service of a server is shared by all the clients that connect
to it. As the number of clients grow, the quality or the “share” of the service that a client
receives from the server degrades since a single server always has its physical limitations in
terms of computing power, bandwidth, or storage space, although those limits can be very
large. Hence, the service capacity of a single server does not scale with the demand. Further,
when the servers fails, as what had happened with Google, Yahoo, or Amazon, all clients

suffers service interruption and the service providers lose their market opportunities [60].
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P2P network technology is one of the approaches that aim to solve the short coming
of client-server networks, namely, scalability and fault-tolerance. There is no notion of pure
server or pure client under P2P model. Each node in the network is both a server and a
client. There is no centralized service provider in the network. The resources of each peer,
such as computing power, bandwidth, or storage space, are shared with each other. Since
each peer contributes its own resources while consume resources from others, the aggregated
supply of resources increases with the number of peers in the network. In other words, the
service capacity, storage space, and computing power of the entire network scales with the
number of peers in the network as shown in [14, 15, 16, 49]. The ability to scale the amount
of resources with the size of the network is the major characteristic that differentiate a P2P
network from traditional client-server network. Note that having all nodes being a client
and server at the same time suggest that even home computers can be providing services
to other nodes. Therefore, peers in a P2P network are often required to have the ability to
tolerate both instability in service quality and intermittent connectivity.

In short, a P2P network is often defined by the the following characteristics [61]:

1. P2P is a class of applications that takes advantage of resources — storage, cycles,

content, human presence — available at the edges of the Internet.

2. Because accessing these decentralized resources means operating in an environment
of unstable connectivity and unpredictable IP addresses, P2P nodes must operate

outside the DNS system and have significant or total autonomy from central servers.

Note that the above definition is a very “strict” definition for a peer-to-peer network. Even
some of the well known P2P application does not hold all the above characteristics. Ac-
cording to the definition of a P2P system in [61], many applications that rely on the help of
centralized servers, such as BitTorrent [1], Napster, or instant message systems, can not be
considered as a P2P network under this definition. In this work, we take a broader defini-
tion of P2P network given in [62]: “Peer-to-peer systems are distributed systems consisting
of interconnected nodes able to self-organize into network topologies with the purpose of
sharing resources such as content, CPU cycles, storage and bandwidth, capable of adapting
to failures and accommodating transient populations of nodes while maintaining acceptable
connectivity and performance, without requiring the intermediation or support of a global

centralized server or authority.” Actually, this weaker definition is more close to the notion
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of a P2P network perceived by the community.

2.2 P2P Content Distribution

Although P2P technologies are used in many areas such as telecommunication and
distributed computing, most of the applications falls into the category of content distribu-
tion, which includes the systems and infrastructures that support sharing of digital media
or data among peers. Basically, a peer-to-peer content distribution system is a distributed
storage medium that allows for the publishing, searching, and retrieval of files by members
of its network. Those content distribution systems can be further categorized based on the

design requirements into the following groups:

e P2P file-sharing applications. The most widely known application of P2P networks.
This type of application utilizes P2P technology in its basic form. There is almost
no system design requirements for this type of application. The performance of the
network is often measured by the file download time of the peers. Due to the scalability
of P2P networks, it is often believed that peers can receive better performance than
that of client-server networks. Some examples of pure P2P file-sharing applications

are Gnutella, KaZaa, and eMule, just to name a few[2, 63, 3].

e P2P streaming applications. These systems are targeted towards the delivery of media
contents to the peers in realtime or with very little delay. Streaming services often has
minimum bandwidth requirements. In addition, the sequence of “Bytes” at which the
media arrives at each peer determines the performance as well. The main focus of such
application is the timeliness and the order of the arrival of the content. CoolStream,

Tribler, and SopCast are just few examples of P2P streaming applications [4, 5, 6].

o P2P storage applications. These systems are targeted towards treating the entire net-
work as a distributed storage space, in which peers can publish, search, and store files
in a secure and persistent manner. The content of the medium has to be accessed by a
controlled manner by peers with privilege. Hence, the security and the persistency of
the contents are of importance. MojoNation, OceanStore, and FreeHaven are few ex-

amples of P2P storage applications [64, 65, 66]. Unlike the file-sharing and streaming
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application, P2P storage systems have not attract as much attention as file-sharing

and streaming systems.

Due to various P2P application requirements and the distribute nature of P2P
networks, many application independent network infrastructures and basic network ser-
vices are developed to serve as the building blocks for P2P systems. Since file-sharing and
streaming applications are more popular than P2P storage systems, we will focus our study
on those building blocks designed for file-sharing and streaming applications. First, we
brief introduce some basic infrastructure services required for file-sharing and streaming as

follows:

e Data location and information routing. Due to the distributed nature of a P2P net-
work, peers along with the their data are scattered all over the Internet. Further, the
peers can join and leave the network at any time. Hence, it is important to have algo-
rithms that help peers to locate their data of interest efficiently with fault-tolerance.
A more detailed review of the algorithms in this category is presented in the next

section.

e Data replication and peer selection strategies. All peers are not created equall As
shown in [17, 18], peers have different hardware and software specifications and their
ability to service others are different. How each peer choose its remote peers to retrieve
the file can determine their received performance. In the next section, we give a
overview of various file replication and peer selection methods that are proposed in

the literature.

e Reputation and incentives mechanisms In a P2P network, there is no centralized au-
thority to control peers’ behavior. It is likely for some peers to act selfishly, i.e.
consume the network resources without contributing anything back. Those selfish
peers are called “free-riders.” Free-riders are a major issue in P2P networks because
the scalability of a P2P network relies upon each peer’s willingness to share their
resources. Therefore, it is important to encourage cooperative behavior among peers
and punish those who don’t cooperate. Various incentive algorithms based on repu-

tation, credit, or resource trading are developed to combat free-riders.

Next, we present a detailed review of infrastructure services.
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2.2.1 Data Location and Information Routing

The operation of any P2P content distribution system relies on a network of peer
computers and the connections between them. This network is often formed on top of and
independent from the underlying physical computer network, e.g. IP network. An P2P
network is also referred to as an “overlay” network. Overlay networks can be distinguished
in terms of their centralization and structure. In this section, we present an overview of the

data location and information routing techniques under different types of overlay networks

Degree of Centralization

A overlay network can be classified into three types, 1. decentralized, 2. partially
decentralized, and 3. centralized networks, based on the degree of centralization. The
decentralized overlay networks realize the purest form of P2P network. The functionality
and the tasks that each peer performs are identical and there is no distinction between one
peer from another. Each peer can issue, relay, and reply to query or service messages. In a
partially decentralized P2P network architecture, some peers may have more important role
than others, such as acting as a message relay hub or providing local index lookups for its
neighboring peers. The partially decentralized overlay network is a natural adaptation of
the fully decentralized overlay to the heterogeneous capabilities among different peers. Peers
with higher storage space or CPU power are often elected as localized information hubs, and
hence are given a more important role. A centralized overlay network suggests that there
is a centralized server that provides the data lookup service for the entire network even
though the end-to-end interactions and file exchanges are performed directly between two
peers. Obviously, the centralized architecture violates the design concept of a P2P network,
although this type of overlay network is still sometimes considered as P2P, e.g. BitTorrent.
The centralize overlay network is vulnerable to single-point of failure and malicious attacks

just like client-server model.

Network Structure

The technical meaning of “structured” is that the P2P overlay network topology
is tightly controlled and contents (or pointers to them) are placed not at random peers but

at specified locations that will make subsequent queries more efficient. Each peer and
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data object is assigned a unique index (or address) in the overlay network. These systems
essentially provide a mapping between content (e.g. file identifier) and location (e.g. node
address), in the form of a distributed routing table (DHT). Whether two peers are able to
communicate with each other depends on the address assigned to them. On the other hand,

in an unstructured P2P network, the location of the content can be anywhere and there is

no restrictions on how two peers connect.

@ Download

Figure 2.1: Data location and retrieval under Gnutella protocol

Here, we will first discuss the data searching and message routing mechanisms
widely used in unstructured networks. In reality, Gnutella, KaZaa, and BitTorrent net-
works are categorized as unstructured networks. Further, Gnutella, KaZaa, and BitTorrent
are representative examples of fully decentralized, partially decentralized and centralized
overlay networks, respectively. How data location and information routing are performed
in those networks are shown in Figure 2.1, Figure 2.2, and Figure 2.3 (adapted from [67]).
From Figure 2.1 and 2.2, we can easily see that the query messages floods the entire network
whenever a data location service is performed in unstructured and decentralized systems,
namely, Gnutella and KaZaa, thus generating a large amount of overhead traffic.

The authors of [42] propose two algorithms: “expanding ring” and “k-walker ran-

dom walk” to overcome the disadvantages of pure message flooding. Note that random
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Figure 2.2: Normal KaZaa peers connect to Supernodes whereby the search is routed
through the Supernodes and downloads are performed directly between two peers.

walk type of search methods are the most aggressive method in reducing the search traffic.
However, studies have shown that random walk type of data location service may have
large latency in general network topologies. If the network topology is a power-law graph,
i.e. the degree distribution of the nodes follows power-law distribution, then the latency of
random walk type of search methods can be much reduced compared to general network
topologies [68]. Hence, some research suggest that when a peer joins the network, it should
careful select its neighboring peers (ones with direct connections) rather than connecting
to the existing peers in ad-hoc fashion so that the resulting unstructured network topology
have the desired property [69, 46, 70, 71, 72].

Another approach to solve the problem of the unguaranteed search latency or
heavy search traffic in unstructured P2P network is to make it structured. In general,
structured P2P networks are often referred to as networks utilizing distributed hash table
(DHT), such as CAN, Chord, Pastry, and Tapestry [73, 40, 39, 45]. In a DHT network,
nodes and data objects are each assigned a unique identifier (key). Each peer maintains a
small routing table consisting of its neighboring peers’ node id and IP addresses. Lookup
queries or messages are forwarded across overlay paths to peers in a progressive manner in
which the node identifier after each hop gets closer to the the identifier of the data object.

Different DHT-based systems have different organization schemes for the data objects and
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its identifier space and routing strategies.

To better understand how DHT-based systems work in reality, we next provide
a simple example on the operation of a Chord network [40]. In a Chord network, the key
for each node and object are generated using a variant of consistent hashing function [74].
The keys are ordered to form a logical ring. Key k is assigned to the the first live network
node n whose key is larger than or equal to k. In other words, n holds key k. Note that k
and n are all in the same identifier space. Key n is called the successor of key k, denoted
by n = successor(k). Figure 2.4 (derived from [67]) shows a simple example of a Chord
network with 10 nodes.

To maintain a consistent hashing mapping when a peer n joins the network, certain
keys previously assigned to n’s successor now need to be reassigned to n. When peer n leaves
the Chord system, all of its assigned keys are reassigned to n’s successor. Therefore, peers
join and leave only require O(log?N) messages to maintain the network structure [40]. No
other changes of keys assignment to peers need to occur. To illustrate how a Chord network
adapt to peers joining and leaving the network, let’s consider the particular ring that has ten
peers and stores five keys in Figure 2.4. The prefix K and N before each number represent
the identifier (key) is associated with a data object and a peer node, respectively. The
successor of the identifier 10 is peer 14, so key 10 will be located at node id 14. Similarly,

if a peer were to join with identifier 26, it would store the key with identifier 24 from the
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Finger Table

N8+1 N14
N8+2 N14
N8+4 N14
N8+8 N21
N8 + 16 N32
N8 + 32 N42

Figure 2.4: Chord ring with identifier circle consisting of ten peers and five data keys. It
shows the path followed by a query originated at peer 8 for the lookup of key 54 without
the help of Finger table and the Finger table entries for peer 8.

peer with identifier 32.

If each node only has the knowledge about its successor, a query originated from
peer 8 for key 54 has to travel 8 hops to reach the destination as shown in the upper part
of Figure 2.4. Clearly, relying on immediate successor nodes to relay the lookup messages
is very inefficient and unscalable. To make the search length (latency) scalable, each peer
implements a finger table, which is a localized routing table, to facilitate data location
and message routing. The finger table of a peer node n includes the information of some

nodes that is far away from n. Assume the network has 2™ identifiers, the finger table of n
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contains the identifiers of nodes associated with identifiers successor(n +2"1),1 <i < m,
so that search messages can be routed to the nodes in the finger table that is more close to
the destination. The lower part of Figure 2.4 depicts the finger table entries of peer node
8. The query message originated from peer 8 will traverse through only three peers, which
are peers 42, 51 and 56 and hence the search length is greatly reduced. Keeping a localized
routing table to facilitate message routing and data location is a very common practice in
different types of DHT networks [73, 40, 39, 45].

Although structured P2P network has its advantages over unstructured network,
e.g. efficiency in data location and message routing, but it also has drawbacks. First,
structured P2P networks have to incur more maintenance traffic to keep the structure
when a node join or leave the network. Second, structured peer-to-peer systems is often
designed to support exact match lookups while searching with incomplete information,
such as keyword searching, can be implemented much easier in unstructured P2P networks.
There is no clear winner that suits all application requirements. P2P system designers

should choose the network structure that best matches the application requirements.

2.2.2 Data Replication and Peer Selection Strategies

Data replication and peer selection strategies have significant impact on the perfor-
mance of a P2P network in many aspects. We have already pointed out that peer selection
can affect the data location and message routing service of a P2P network. Recall that it
is widely known that flooding or random walk searching perform better over a power-law
graph. There are some studies that try to form a P2P network into a power-law graph by
variants of preferential-attachment [75] to improve the performance of data location service
as shown in [69, 46, 70, 71, 72]. In fact, data replication and peer selection strategies affect
the application performance of a P2P network in much greater extent. We provide a brief
review of the uses and the impact of data replication and peer selection strategies in this
section.

In file-sharing applications, peer selection strategies can facilitate the speed at
which the file propagates through the network. They do so by utilizing network diversity.
Recall from the previous section that KaZaa network already try to utilize the this diversity
in a network by constructing a partially decentralized unstructured network, i.e. assigning

more important role to peers who are more “capable” to handle more tasks. In KaZaa, peers
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with higher computing power or upload bandwidth (supernodes) act as localized message
hub or relay. Ordinary nodes rely on supernodes to relay query messages. The same notion
of utilizing diversity of network is also applicable when we consider the performance of file
downloads. As an intuitive example, when each peer offers different service capacity and
there is only one downloading peer, it should always try to receive data from the peers
that offers the highest capacity as suggested by [19, 20, 21]. On the other hand, if there are
multiple downloading peers in the network, each downloading peer select only the peers with
highest upload capacity may not be the optimal solution. The results in [24] suggest that
downloading peers should select their source peers probabilistically. An optimal probability
assignment scheme for each possible source peers is proposed in [24]. In general, utilizing
the heterogeneity of the network helps peers to download their files faster.

Peer selection strategies also help to maintain network connectivity and availabil-
ity. Network connectivity and availability is important for streaming applications. Note
that a peer can have enjoy a smooth playback of some media file only if the network can
feed the data to the peer at some minimum rate. When a downloading peer experience a
connection loss due to the departure of a connected peer, the data rate at which it receives
from the network may not be able to sustain the playback rate and hence causing stutters in
playback. The results in [76, 77, 78] show that the lifetime of the peers in the network plays
an important role in determining the network connectivity. In other words, the lifetime of
the connected peers also determines the playback continuity in P2P streaming applications.
When the connectivity of the network is considered as an important issue, it is suggest
that a peer should try to connect to peers with longer lifetime than the one with shorter
lifetime [79] in an unstructured network to minimize the probability of experiencing a con-
nection loss. Further, there are some attempts that try to incorporate lifetime based peer
selection into the network construction methods for structured networks. For example, [26]
try to incorporate peers’ lifetime information into the construction of a Chord network to
reduce the network maintenance traffic. The authors’ of [27] try to incorporate the life-
time information when constructing a P2P multicast tree. The results in [27] show that
their lifetime-based peer selection helps the existing P2P streaming protocols to improve
playback continuity.

In addition to selecting peers based on their capacity or lifetime, selecting peers

based on the content that each peer has is also very important. Selecting peers based on
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what they have falls into the category of data replication methods. Note that the modern
P2P protocols often transfer files by chunks. A chunk is a small fraction of a larger file.
Transferring files by chunks helps the network aggregated capacity to scale up faster because
peers can start to contribute to the network as soon as it completes downloading one chunk
rather than the entire file [16]. However, if the distribution of the chunks are non-uniform,
then the “rare” chunks will dictate the network performance [29]. To help the chunks
to distribute in the network more evenly, it is proposed in [29] that peers download the
chunks that has least number of copies in their local neighborhood. This algorithm is called
“rarest-first” algorithm [29] and measurement results show it does a good job at making
distribution of chunks towards uniform distribution in [33].

Of course, our overview on the data replication and peer selection strategies are
not exhaustive. There are also other data replication and peer selection algorithms that are
designed to suit different application requirements. However, in file-sharing or streaming
applications, which are the main applications of P2P networks, peer selection indeed plays
an very importance role in determining the system performance. As we mentioned in the
Chapter 1, the measurement results on the performance of P2P network does not match
that predicted by many existing analytical work, which suggest that there must be some
factors that are overlooked in analysis. The goal of this study is to find out the reason and
try to improve the performance of existing P2P network designs by developing simple peer
selection algorithms so that the real world performance can be more close to what we have

in theory.

2.2.3 Reputation and Incentive Mechanisms

In a P2P network, the ideal case is that all peers are willing to contribute their
resources to others. In reality, it is seldom the case. Developing incentive mechanisms to
encourage peers to contribute to the network and thus maintain the scalability is an active
research area. To make an incentive mechanism work, peers who contribute often to the
network should be rewarded and free-riders, those consume resources but never contribute
to the network, should be punished. To punish a free-rider, a peer should reject service
requests issued from the free-rider and accept the service requests issued from a “good”
peer, which is a peer that contributes to the network a lot.

Obviously, we need some metric to measure the “goodness” or the quality of a peer.
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The quality of a peer can have different meanings based on the context of interest. For file-
sharing applications, the quality of a peer might refer to the amount of the reciprocated
bandwidth. In P2P network formed on top of an ad-hoc wireless networks, it might refer
to packet forwarding behavior, e.g. the ratio between the number of packets forwarded and
the number of forward requests. With well defined quality metrics, we can build incentive
mechanisms on top of two major types of models, namely, reputation and currency models.

The major difference of the two model is the “memory” property. By definition,
reputation is an estimate about a peer’s actual quality. In general, reputation models have

at least the characteristics listed below [80].

1. Reputation is a function of past behavior and time. A Reputation system should keep

track of past behavior.
2. The reputation of a specific peer can be observed either directly and indirectly.

A few examples of reputation systems and their design challenges are presented in [81,
82, 83, 84, 85, 86, 80]. On the other hand, currency-based models often account a single
transactions made between peers. Under the currency model, each peer has very short or no
memory about the action or behavior of its neighboring peers over time. Each peer’s reaction
is an immediate response to its neighbors actions. One example of the currency model is
the tit-for-tat algorithm used BitTorrent [29]. The currency in BitTorrent is the bandwidth
contributed within one transaction round. Each peer decides whether to reciprocate its
bandwidth to its neighboring peers based on the bandwidth (currency) it receives from its
neighboring peers in the previous transaction round. Further, in contrast to the reputation-
based systems, currency-based system does not rely on second hand observations. There

are various incentive algorithms developed under currency-based model [87, 88, 32, 36, 37].



23

Chapter 3

Uniform Peer Selection Strategies

in a Stochastic Environment

3.1 Introduction and Background

In this chapter we briefly describe the characteristics of the service capacity re-
ceived from the network from the users’ perspective. Specifically, we consider the hetero-
geneity of service capacities over different network paths and the stochastic fluctuation of
the capacity over time for a given source peer. In Section 3.2, we show these two important
factors are often overlooked in the file download time analysis. In Section 3.3, we show
that a simple and distributed algorithm can virtually eliminates all the negative impacts of
spatial heterogeneity and temporal correlations, thus greatly reduces the average download

time and achieves the simple relation in (1.1) regardless of network settings.

3.1.1 Heterogeneity of Service Capacity

In a P2P network, just like any other network, the service capacities from different
source peers are different. There are many reasons for this heterogeneity. On each peer
side, physical connection speeds at different peers vary over a wide range [17] (e.g., DSL,
Cable, T1, etc). Also, by the type of their access connections, it is reasonable to assume
that most peers in a typical P2P network are just personal computers whose processing
powers are also widely different. The limitation in the processing power can limit how fast

a peer can service others and hence limits the service capacity.
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On the network side, peers are geographically located over a large area and each
logical connection consists of multiple hops. The distance between two peers and the number
of hops surely affect its round-trip-time (RTT), which in turns affects the throughput due
to the TCP congestion control. Moreover, in a typical P2P network, this information is
usually ‘hidden’ when a user simply gets a list of available source peers that have contents
the user is looking for.

Note that the aforementioned factors do not change over the timescale of any
typical P2P session (days or a week). Hence, we assume that those factors mainly determine

the long-term average of the service capacity over a given source peer.

3.1.2 Correlations in Service Capacity

While the long-term average of the service capacity is mainly governed by topo-
logical parameters, the actual service capacity during a typical session is never constant,
but always fluctuates over time [89, 90]. There are many factors causing this fluctuation.
First, the number of connection a source peer allows is changing over time, which creates
a fluctuation in the service capacity for each user. Second, some user applications running
on a source peer (usually a PC), such as online games, may throttle the CPU and impact
the amount of capacity it can offer. Third, temporary congestion at any link in the network

can also reduce the service capacity of all users utilizing that link.

Typical session length

Service capacity

Time

Figure 3.1: Typical variation in end-to-end available bandwidth based on the results in [89,
90]. Drastic changes usually occur in the scale of minutes.

Figure 3.1 shows a typical available end-to-end capacity fluctuation similar to that

presented in [91, 89, 90]. The time scale for the figure in the measurement study is on the
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order of minutes. We know from [18] that a typical file download session can last from
minutes to hours for a file size of several megabytes. This implies that the service capacity
over the timescale of one download session is stochastic and correlated. In Figure 3.1, the
short-term variations in the capacity are mainly due to the window size fluctuation in TCP,
while the long-term variations are due to network congestion, changes in workload or the
number of connecting users at the source peer, etc. The long-term fluctuation typically
lasts over a longer time scale, say, few minutes up to several hours.

As illustrated in the introduction, both the heterogeneity over different source
peers and the correlations of the capacity in a given source peer have significant impact
on the average download time. To the best of our knowledge, however, there has been
no result available in the literature addressing these issues. All the existing studies have
simply assumed that the service capacity is given by a constant (its average value) for the
duration of a download. Consequently, the download time of a file of size F' is simply given
by F'/c, where c¢ is the average service capacity. As will be seen later on, however, this is
true only when the service capacity is constant or 4.i.d. over time, neither of them is true in
reality. In the next section, we will analyze the impact of these two factors on the per-user

performance in terms of the average download time.

3.2 Characterizing the Download Time in a P2P Network

We consider our network as a discrete-time system with each time slot of length A.
For notational simplicity, throughout this thesis, we will assume that the length of a time
slot is normalized to one, i.e., A = 1. Let C(t) denote the time-varying service capacity
(available end-to-end bandwidth) of a given source peer at time slot ¢ (¢ = 1,2,...) over the

duration of a download. Then, the download time T for a file of size F' is defined as

T_min{s>0) iC(t)ZF}. (3.1)

t=1
Note that T is a stopping time or the first hitting time of a process C(t) to a fixed level F.
If C(t), t = 1,2,... are independent and identically distributed (i.i.d.), then by

assuming an equality in (3.1), we obtain from Wald’s equation [92] that

T
F=E {Z C(t)} = E{C(t)}E{T}. (3.2)
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The expected download time, measured in slots, then becomes E{T'} = F/E{C(t)}. Note
that (3.2) also holds if C(t) is constant (over t). Thus, when the service capacity is i.i.d.
over time or constant, there exists a direct relationship between the average service capacity

and the average download time, as has typically been assumed in the literature.

3.2.1 Impact of Heterogeneity in Service Capacity

We first consider the impact of heterogeneous service capacities of different source
peers. In order to decouple the effect of correlations from that of heterogeneity, in this
section, we assume that Wald’s equation holds true for each source peer (i.e., the service
capacity of a given source peer is either constant or i.i.d. over time). But we allow the
average capacities for different source peers to be different. We will consider the impact of
correlations in Section 3.2.2.

Let N be the number of source peers in the network (N different end-to-end paths)
and C;(t) be the service capacity of source peer i at time slot ¢. We assume that C;(¢) is
either constant or i.i.d. over ¢ such that (3.2) holds. Let ¢; = E{C;(t)} be the average

capacity of source peer i. Then, the average service capacity the network offers to a user

becomes
| X
A@ = Z ci, (3.3)
=1
where ¢ = (¢1,¢2,...,cn) and A(@) is the arithmetic mean of the sequence ¢y, co,...,cN.

Thus, one may expect that the average download time, E{T'}, of a file of size F' would be

F
E{T} = @ (3.4)
As we mentioned earlier, however, the actual service capacity of each source peer
remains hidden unless a network-wide probe is conducted. So the common strategy for a
user is to randomly pick one source peer and keep the connection to it until the download
completes. If the user connects to source peer i (with service capacity C;(t)), the average
download time over that source peer becomes F/c¢; from (3.2). Since the user can choose

one of N source peers with equal probability, the actual average download time in this case

becomes

N
E{T} = ]1[2;5 = H% (3.5)
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where H () is the harmonic mean of ¢y, s, . . ., ¢y defined by H(¢) = [+ >V, C%]*l. Because
A(E) > H(@) 1, it follows that F/H(¢) > F/A(G). This implies that the actual average
download time in a heterogeneous network is always larger than that given by ‘the average
capacity of the network’ as in (3.4).

To quantify the difference between (3.5) and (3.4), we adopt similar techniques as
in [93]. Let C be the random variable taking values of ¢y, co, ..., cny with equal probability,
ie. P{C = ¢;} = 1/N for all i. Consider the following Taylor expansion of the function

f(x) = 1/x around some point x:

1
f(z) = f(xo) + f'(wo) (@ = 20) + 5 " (wo) (x = 20)”. (3.6)
Letting © = C, o = E{C} and taking expectation in both sides of (3.6) give

F\ __F _F-Va{C}
2{e )~ gier = Eey 30

From (3.7), we see that the difference between the predicted average download time using
(1.1) and the actual average value is governed by two factors, the file size F' and the variance
of the service capacity, Var{C}. First, the actual average download time will be different
from (3.4) if the file is large. Second, more importantly, if the service capacities over different
source peers vary over a wide range, the actual download time will be much larger than

(3.4).

3.2.2 First Hitting Time of a Correlated Stochastic Process

In this section we show that the expected first hitting time of a ‘positively corre-
lated process’ is larger than that of an ¢.¢.d. counterpart. Consider a fixed network path
between a downloading peer and its corresponding source peer for a file of size F'. Let C(t)
be a stationary random process denoting the available capacity over that source at time
slot t. We will assume that C(t) is positively correlated over time. Then, as before, we can
define the download time of a file (or the first hitting time of the process C(t) to reach a
level F) as Teor, where the subscript ‘cor’ means that C(t) is a correlated stochastic process.

Suppose now that we are able to remove the correlations from C(t). Let C’(t) be

the resulting process and Tj,4 be the stopping time for the process C’(t) to reach level F,

'The arithmetic mean is always larger than or equal to the harmonic mean, where the equality holds
when all ¢;’s are identical.
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where the subscript ‘ind’ now means that C’(t) is independent over time. Then, again from

Wald’s equation, we have

F _ F
E{C'(t)}  E{C()}

First, as introduced earlier, consider the case that C(t) is 100% correlated over

time, i.e., C(t) = C for some random variable C for all ¢. Then, the download time T,y
becomes T, = F/C assuming an equality in (3.1). Hence, from Jensen’s inequality, we

have
1 F
E{Tcor} =FE 6 > m = E{Tind}a
i.e., the average first hitting time of an 100% correlated process is always larger than that

of an i.i.d. counterpart. In order to characterize any degree of positive correlations in C(n),

we need the following definition [92]:

Definition 3.1. Random variables X1, Xs,..., X, are said to be ‘associated’ if for all in-

creasing functions f and g

E{f(X)g(X)} > B{F(D)HE{g(X)) (3.8)

where X = (X1,...,Xy), and we say h is an increasing function if h(x1, ..., zn) < h(y1, ..., Yn)

whenever x; < y; fori=1,...,n. O

Relation (3.8) characterizes the positive dependence among the random variables
X1, Xo,...,X,. In words, if some of them become larger, then the other random variables
are also likely to be larger. Note that (3.8) implies positive correlations in C(t) by setting
F(X) = X; and g(X) = X;. Definition 3.1 can be generalized to a stochastic process as

follows.

Definition 3.2. The stochastic process { X (t),t = 1,2,...} is said to be associated if for all

k and tyi,...,tg, the random variables X (t1),..., X (tx) are associated. O

In fact, the set of associated processes comprises a large class of processes. Perhaps,
the most popular example is of the following type:
Theorem 4.3.13. in [94]: Let {X(¢)} be a stochastic process with static space S = RY
of the form

X(t+1) = (X (), Z(t)), for t=0,1,... (3.9)
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If the {Z(t)} are mutually independent and independent of X (0), then {X(¢)} is associated
if p(x, 2z) is increasing in x. O

Stochastic processes of the form (3.9) constitute large portion of Markov processes.
For example, any auto-regressive type model with positive correlation coefficient can be

written in the form of (3.9). Specifically, for an AR-1 sequence X (¢) defined by
X(t+1) = pX (1) + bE(H),

where 0 < p < 1 and &(t) (¢t = 0,1,...) is a sequence of i.i.d. random variables and
independent of X (0), we can write X (¢ + 1) = p(X(¢),£(t)) where ¢(x,&) = px + b§. Since
¢ is increasing in x, the process {X ()} is associated.

We now present our theorem.

Theorem 3.1. Suppose that {C(t),t > 1} is associated. Then, we have
E{Tcor} > E{T’znd}

Proof. First, for any given k, we set f(C) = C(k) and g(C) = Lic()4-+c(k)>F}, where
C = (C(1),C(2),...,C(k)). Note that both functions f and g are increasing. Observe that

{Teor <k} ={C(1)+---+C(k) > F}. (3.10)
Thus, we have, for any k,

E{C(k)ir,,, <k} = E{C(k)1{c)t+cm)>F} }

=E{1(O)9(C)} > B{F(O)}E{9(C)} (3.11)
= E{C(k)YP{C(1) +---+C(k) > F}
= B{CYP{Toor < k}, (3.12)

where the inequality in (3.11) follows since C(t) is associated, and (3.12) is from the sta-

tionarity of C(k) in k and (3.10). Since E{C'(k)} = E{C(k)1{7,,,<i} +E{C(k)1{71.,.>1 }»
it follows that

E{C(k)1r,, >k} < E{C}YP{Teor > k}. (3.13)

Now, let us assume that an equality holds in the definition of Tt (see (3.1)).

Then, we have

Teor 0 0o
F=E {Z c<k>} _E {Z c<k>1{nmzk}} S E{CW ) (314)
k=1 k=1 k=1
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Substituting (3.13) into (3.14) yields

F < iE{C}P{TCOT‘ > k} = E{C} iP{Tcor > k} = E{C}E{Tcor}'
k=1 k=1

Thus, we have

E{Tcor} > = E{T’znd}

F
E{C}
This completes the proof. ]

Theorem 3.1 states that the average download time of a file from a source peer with
correlated service capacity (in the sense of association defined in (3.8)) is always larger than
that of an i.i.d. counterpart. In the subsequent section, we show the relationship between
the degree of correlation of a process and the average first fitting time of that process,
and illustrate how much E{T,,,} can be larger than E{T;,4}. From previous discussions, we
know that in general the average download time, E[T], should be calculated using E[F'/C(t)]
rather than the commonly used F/E[C(t)].

3.2.3 First Hitting Time and Degree of Correlation

To illustrate the relationship between the average download time and the degree
of correlation in the available bandwidth C(n), assume that C(t) is given by a stationary

first-order autoregressive process (AR-1), i.e.,
Ct+1)=p-C(t) +€(t) + . (3.15)

Here, €(t) is a sequence of i.i.d. random variables with zero mean, which represents a noise

term of the process. Then, from the stationarity of the process, we get

E{C(t)} = p=a/(1—p). (3.16)

We vary the constant « such that the average capacity is always fixed to E{C(¢)} = p = 10
under different p. Since the available bandwidth cannot be negative, we limit the range of
C(t) such that C(t) € [0,20], while keeping the same mean. The file size is F' = 250 and
the noise term, €(t), is chosen to be uniformly distributed over [—1, 1], [-5,5], and [—9, 9]

to see how the noise term affects the average download time.
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(a) under different noise term €(t) in (3.15). (b) under different range for C'(t).

Figure 3.2: Relationship between the average download time and different degrees of corre-
lation p.

Remark 3.1. The choice of the autoregressive process is for the sake of presentation, not
to actually reflex the real fluctuation in an end-to-end available bandwidth in real world. It
is easy to generate AR-1 process with the same mean but different correlation structures.
Similar results can be obtained if the AR-1 process is replaced by other processes with more

complicated correlation structures. O

Figure 3.2 (a) shows the relationship between the average download time and
the degree of correlation of the process (3.15) for different p and €(t). As the degree of
correlation increases, the average download time increases. In particular, for a heavily
correlated process, the average download time can be about 40% larger than that for a
uncorrelated or weakly correlated process, regardless of different noise terms. In other
words, the long term variation in the service capacity is the main determining factor of the
average download time, and the short-term random noise in the service capacity, such as
the one caused by TCP congestion control mechanism over short time scales (RTTs), does
not have significant impact on the average download time.

To see the impact of the variance of C(¢) itself, we restrict the range of C(t) to
some fixed interval. For example, C(t) € [9,11] means that we set C(t) = 9 whenever
it becomes smaller than 9 and C(t) = 11 when larger than 11. Figure 3.2 (b) shows the
relationship between the average download time and the degree of correlation of C'(¢) under

different variation range for C'(¢). When the range of fluctuation of C(t) gets smaller, the
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download time is less affected by the correlation of the process. This is well expected since
the process C(t) fluctuates only within [9, 11] and thus behaves more like a constant process.
In contrast, when the range for C(t) is large, the impact of correlation becomes apparent
as shown in Figure 3.2(b).

In real data networks, the available capacity of a connection typically shows wild
fluctuation; it becomes very low when congestion occurs, and it can reach up to the maxi-
mum link bandwidth when things go well. In addition, as technology advances, people are
getting links of higher and higher speed, hence the range of available capacity fluctuation
is also likely to increase. Therefore, it is very important to consider the effect of correlation

in capacity over time when we calculate the average download time of a file transfer.

3.3 Minimizing Average Download Time Over Stochastic Chan-

nels

Intuitively, if a downloading peer relies on a single source peer for its entire down-
load, it risks making an unlucky choice of a slow source resulting in a long download. Since
the service capacity of each source peer is different and fluctuates over time, utilizing dif-
ferent source peers either simultaneously (parallel downloading) or sequentially within one
download session would be a good idea to diversify the risk. Parallel downloading improves
the performance by reducing the file size over the ‘worst’ source peer and also may increase
the service capacity one receives from the network by utilizing ‘unused’ capacities of other
source peers. If a downloading peer utilizes one source peer at a time, switching around
seems to be a good strategy to avoid the 'bad’ source peer. Now, the question is, “What
is the criterion for switching, i.e., is it chunk-based or time-based?” In this section we will
analyze the performance of (i) parallel downloading, (ii) random chunk-based switching,
and (iii) random time-based (periodic) switching.

Different strategies have different impact on the average download time of each
peer, which may result in different system dynamics as well, e.g., how fast a downloading
peer can start to contribute (become a source peer) or how fast a peer leaves the system
after finishing download. If there is no peer leaving the system and all peers are willing to
share after they complete their download (either the entire file or a chunk), the aggregate

service capacity in the system keeps increasing as time goes on because the number of source
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peers continuously grows. In this case, the dynamics in the increase of aggregate service
capacity becomes the dominant factor in the average download time for each peer. On the
other hand, if no peer is willing to share after download, the aggregate capacity will then
eventually drop to zero, thus throttling all the performance metrics. In reality, however,
the P2P network will reach a steady-state at some point in which the peer arrivals and
departures are balanced and the aggregate service capacity remains around some constant
with little variation as shown in [15]. This suggests that the number of source peers in the
system will also be around some constant with little fluctuation in the steady-state. In this
study, we are mostly interested in the impact of stochastic variations of capacities on the
average download time of each peer in the steady-state, rather than in the impact of peer
population dynamics in the transient period, which is beyond the scope of this thesis.

Before we start our analysis, we have the following assumptions:
(i) The service capacity of a source is constant within one time slot.
(ii) Each downloading peer selects its source independently.

(iii) Each downloading peer makes blind choice, i.e. the sources are randomly chosen

uniformly over all available sources.

Assumption (i) is reasonable since it is expected that there is no major event that triggers
dramatic fluctuation in the service capacity within a short period of time. There may be
small short-term fluctuations, on the order of seconds, in the service capacity due to the
nature of the network protocol, such as TCP congestion window changes, or OS interrupt
handling, etc. These changes however do not impose serious impact on the service capacity.
Thus, we are not interested in such small short-term variations, but are more interested
in the fluctuation on a longer time scale caused by change in the number of connections
at a source peer or change in network congestion status, which all usually last for longer
time (say, minutes to hours). We have the assumption (ii) because it is impractical for
any downloading peer to know how other downloading peers choose their source peers in
the network. Hence the downloading peer cannot not make its source selection decision
based on other downloading peers’ decision. Assumption (iii) is based on the fact that the
downloading peer does not know the service capacity of each source peer a priori. Although

some protocols require peers to broadcast information about its physical connection speed, it
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is hard to tell the “true” instant service capacity of each source peer due to many factors such
as competition among other peers, changing workload of the source peer, or the network
congestion status. Therefore, a simple way to select a source peer is just to make blind

choice.

3.3.1 Random Chunk-based Switching

In the random chunk-based switching scheme, the file of interest is divided into
many small chunks just as in the parallel download scheme. A user downloads chunks
sequentially one at a time. Whenever a user completes a chunk from its current source
peer, the user randomly selects a new source peer and connects to it to retrieve a new
chunk. In this way, if the downloading peer is currently stuck with a bad source peer, it will
stay there for only the amount of time required for finishing one chunk. The download time
for one chunk is independent of that of the previous chunk. Intuitively, switching source
peers based on chunk can reduce the correlation in service capacity between chunks and
hence reduce the average download time. However, there is another factor that has negative
impact on the average download time, the spatial heterogeneity.

First, suppose that there is no temporal correlation in service capacity and Wald’s
equation holds for each source peer. A file of size F' is divided into m chunks of equal size,
and let t; be the download time for chunk j. Then, the total download time, Ttpyng, is
Tehunk = Z;nzl tj. Since each chunk randomly chooses one of N source peers (with equal

probability), the expected download time will be

m N
j=1"" =1

The result in (3.17) is identical to the download time given in (3.5) where a user downloads
the entire file from an initially randomly chosen source peer. In other words, the chunk-
based switching is still subject to the ‘curse’ of spatial heterogeneity. While there is no
benefit of the chunk-based switching from the average download time point of view, it turns
out that this scheme still helps reduce the variance of the download time under a relatively
smaller number of users by diversifying the risk with smaller chunks. (See Figure 3.5(b) in
Section 3.4.)

In the chunk-based switching, if we get stuck in a source peer with very low service
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capacity, downloading a fix amount of bytes from that source peer may still take a long
time. We could avoid this long wait by making the size of each chunk very small, but
this then would cause too much overhead associated with switching to many source peers
and integrating those many chunks into a single file. Therefore, instead of waiting until
we finish downloading a fixed amount of data (chunk or file), we may want to get out
of that bad source peer after some fixed amount of time. In other words, we randomly
switch based on time. In the subsequent section, we will investigate the performance of this
random switching based on time and show that it outperforms all the previous schemes in
the presence of heterogeneity of service capacities over space and temporal correlations of

service capacity of each source peer.

3.3.2 Random Periodic Switching

In this section, we analyze a very simple, distributed algorithm and show that it
effectively removes correlations in the capacity fluctuation and the heterogeneity in space,
thus greatly reducing the average download time. As the algorithm will be implemented at
each downloading peer in a distributed fashion, without loss of generality, we only focus on
a single downloading peer throughout this section.

In our model, there are N possible source peers for a fixed downloading peer. Let
Ci(t) (t=0,1,2,...and i = 1,2,..., N) denote the available capacity during time slot ¢ of
source peer i. Let U(t) € {1,2,..., N} be a source selection function for the downloading
peer. If U(t) = i, this indicates that the downloading peer selects path i and the available
capacity it receives is C;(t) during the time slot t. We assume that each C;(t) is stationary
in ¢t and C;(t) of different source peers i = 1,2,..., N are independent.? We however
allow that they have different distributions, i.e., E{C;(t)} = ¢; are different for different 4
(heterogeneity). For any given i, the available capacity C;(t) is correlated over time ¢. As
before, when each connection has the same probability of being chosen, the average service
capacity of the network is given by A(¢) = % Zfi 1 Ci-

In this setup, we can consider the following two schemes: (i) permanent connec-

tion, and (ii) random periodic switching. For the first case, the source selection function

2We note that different paths (overlay) may share the same link at the network core, but still, the
bottleneck is typically at the end of network, e.g., access network type, or CPU workload, etc. Thus, the
independence assumption here is reasonable.
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does not change in time t. When the searching phase is over and a list of available source
peers is given, the downloading peer will choose one of them randomly with equal prob-
ability. In other words, U(t) = U where U is a random variable uniformly distributed
over {1,2,...,N}. For example, if the downloading peer chooses u (u € {1,2,...,N}) at

time 0, then it will stay with that source peer permanently (U(t) = u) until the download

completes.
Time (correlated)
- G | u@)=1
Eco
8
g
:
Cu(®)

Figure 3.3: The operation of source selection function U(t) for random periodic switching

For the random periodic switching, the downloading peer randomly chooses a
source peer at each time slot, independently of everything else. In other words, the source
selection function U(t) forms an i.i.d. sequence of random variables, each of which is again
uniformly distributed over {1,2,..., N}. Figure 3.3 illustrates the operation of the source
selection function U(t) for random periodic switching. In this figure, source 1 is selected at
time 1, source N is selected at time 2, and so on.

Let us define an indicator function

L) = 1, ifU@l)=u
0, otherwise.
Then, since U(t) can take values only from {1,2,..., N}, the actual available capacity at

time t can be written as
N

X(t) = Cy(t) =Y Cul®)Lu(t)

u=1
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for both the permanent connection and the random periodic switching strategies. Since
each downloading peer chooses a source peer independently of the available capacity, U(t)

is also independent from C,(t), and so is I,,(t). Note that, from E{I,(¢)} = 1/N for any u,

we have

N
E{X(t)} =Y E{Cu(t)L.(t)}
u=1

N N
= Y E{CLIE{L()} = Y 2 = A(@), (3.18)
u=1 u=1

i.e., the average available capacity for the two source selection strategies are the same.
In order to analyze how the two different strategies affect the correlation in X (¢),

we consider the correlation coefficient of X (t) defined as
Cov{X(t),X(t+7)}
r(r) =
Var{X (t)}

Then, we have the following result.

Proposition 3.1. Let rpe,(7) and ryqn(7) denote the correlation coefficient of X (t) under

the permanent connection and the random periodic switching, respectively. Then, we have

1
Tran(T) = NTPBT(T), Vit>1.

a

Proof. Since the average capacity for both strategies remains the same (see (3.18)), with-
out loss of generality, we can assume that C\(t) for any source peer u has zero mean by
subtracting E{C,(t)} if necessary. From the independence among different source peers, we

have, for any u # v,
E{Cu(t) - Cu(t)} = E{Cu(D}E{C,(#)} = 0. (3.19)

Then, the covariance of X (¢) becomes

N N
Cov{X(t),X(t")} =E {Z Cu(t)Tu(t) - > Cv(t')Iv(t’)}

N N
=3 S E{Cu(t)Colt) M E{Lu(t) L ()} (3.20)
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From (3.19), we can rewrite (3.20) as

ZE{C ()} E{ L (t)Lu(t) }- (3.21)

First, consider the case of t = t/. Then, it follows that

1

E{L(L(0)} = E{L()} = 5

Hence from (3.21) with ¢ = ¢/, the variance of X (t) is given by

Var{X (t) Z E{C,(t Z Var{C,(t (3.22)

regardless of the strategies for U(t).
Now, consider the case of t # t/. Under the permanent connection strategy, since

I,(t) = L,(t') all the time, we get

1

E{L(H)L.()} = +-

On the other hand, for the random periodic switching, we have

1

E{L.(0)1.(t)} = E{L()}E{L.(t)} = 3
since I, (t) and I,(t') for t # t' are independent.

Finally, set ¢ = ¢t + 7. Then, from (3.21) and since the variance of X (¢) remains

the same for both strategies as in (3.22), we have 7yqn(7) = 7per(7)/N and this completes

the proof. 0

From Proposition 3.1, we see that under the random periodic switching strategy,
the correlation of X (¢) is N times smaller than that of permanent connection strategy. For
example, when each downloading peer has about 10 available source peers (N = 10), the
correlation coefficient of the newly obtained capacity process under our random periodic
switching is no more than 0.1 regardless of the correlations present in the original capacity
fluctuation. So, by using our random periodic switching, we can always make the capacity
process very lightly correlated, or almost independent. From Figure 3.2, we see that the

average download time for a lightly correlated process is very close to that given by Wald’s
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equation. It is thus reasonable to assume that Wald’s equation holds for the lightly corre-
lated process X (¢) under our random periodic switching strategy. Specifically, if we define

Tran as the download time for a file of size F' under the random periodic switching, we have

Tran
F=E {Z C’U(t) (t)} = E{Tmn}E{CU(t) (t)} = E{Tmn}E {E {CU(t) (t) | U(t)}}

- N | XN
= E{Tran} uzl E{Cu(t)} = E{Tyan} UZI ¢y = B{Tyan } A(©). (3.23)
We then have the following comparison result between the permanent connection
and periodic switching.

Proposition 3.2. Suppose that the process Cy(t) for each u is associated (i.e., it is corre-
lated over time t). Let Tper and Trqn be the download time for the permanent connection

and for the random periodic switching, respectively. Then, we have

E{Tpe'r} > E{Tran}-

Proof. Assume that the file size is F'. Since C,(t) is associated, from Theorem 3.1, we have
F

B{Tper|U = u} = E(Co O =] (3.24)
for any given source peer u. Observe now that
E{Tper} = E{E{Tper |U}} = E {E{CUF(t)]U}} (3.25)
F F
BRI  E{Co] (3.26)
- - E{Tran}, (3.27)

A@
where (3.25) is from (3.24), (3.26) is from Jensen’s inequality and the convexity of a function

f(z) =1/x for > 0, and (3.27) is from (3.23). This completes the proof. O

Proposition 3.2 shows that our random periodic switching strategy will always
reduce the average download time compared to the permanent strategy and that the average
download time under the random periodic switching is given by F'/(¢) (see (3.26)). Note that
this was made possible since the random periodic switching removes the negative impact of
both the heterogeneity and the correlations. In addition, our algorithm is extremely simple

and does not require any information about the system.
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3.3.3 Discussion

So far, we have analyzed the performance of three different schemes that utilize the
spatial diversity of the network to improve per-user performance in terms of the average
download time. We have considered (i) parallel downloading, (ii) random chunk-based
switching, and (iii) random periodic switching. The parallel downloading may perform
well if the capacity of each possible source peer is known so as to allocate larger chunks
to faster connections and smaller chunks to slower connections. But this method is not
practical as one cannot know a priori the service capacity of all source peers. In addition,
the service capacity is stochastically fluctuating all the time, and our analysis show that the
performance of parallel downloading depends much upon the heterogeneity of the service
capacities in different source peers if the chunks are equal in size.

Many P2P applications nowadays use chunk-based file transfer with equal chunk
size. As mentioned earlier, the benefit of chunk-based switching is to speed up the conversion
from downloading peers to uploading peers and thus indirectly affect the average download
time. But, in terms of reducing the average download time directly, it does not help much.
Random chunk-based switching may reduce the correlations in the service capacity, but it
still cannot eliminate the effect of spatial heterogeneity in different source peers.

In current practice, the chunk based transfer and the parallel download are often
combined. Taking BitTorrent and Overnet for examples, a file is first divided into 256KB
and 9.5MB chunks of equal size, respectively, and then different chunks are downloaded from
different source peers simultaneously. However, we separate the analysis of the two strategies
to show how each is different in combating spatial heterogeneity and temporal correlations.
Please note that we are not trying to compare the performance of parallel downloading
with chunk based transfer since they can be easily combined to yield better performance.
Rather, we are comparing the performance of the two strategies with our random periodic
scheme. Further, we will present the performance comparison of the combined strategy
with the random periodic scheme in Section 3.4.2.

The idea of time-based switching scheme is in fact not new. Such strategy has
been implemented in BitTorrent [1] but with some other purpose in mind. In BitTorrent
application, by using its optimistic choking/unchoking algorithm, a peer changes one of its

servicing neighbors with the lowest upload capacity every 10 seconds in hope to find some
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peers offering higher service capacity. However, the idea of switching source peer periodically
in the BitTorrent’s optimistic choking/unchoking algorithm is to discover new potential
sources rather than to explicitly remove the negative impact of temporal correlations and
spatial heterogeneity in service capacity. To the best of our knowledge, we are the first to
point out that the random periodic switching gives us the average download time of F//A(¢),
while all the other schemes considered so far yield larger average download time.

Our study leads us to believe that the random switching decision should be based
on time rather than ‘bytes’ because we are interested in the download time, not the average
capacity itself. Indeed, any algorithm based on bytes or a fixed amount of data will suffer
the curse of bad source peer in that it has to wait until that amount of data is completely
received from the ‘bad’ source peer. On the other hand, when the decision is based on time,
we don’t need to wait that long as we can jump out of that source peer after a fixed amount

of time (one period).

3.4 Numerical Results

In this section we provide numerical results to support our analysis and compare
the performance of different schemes for file download under various network configurations.
In any case, in our configuration, the fluctuation in service capacity of each source peer is
correlated in time. We start with the scenario in which there is only a single downloading
peer in the network. We also consider the performance of a P2P network in which there are
multiple downloading peers to see how well our proposed algorithm work under a setting

that is more close to real world network..

3.4.1 Single Downloading Peer with Heterogeneous Service Capacities

We first show the impact of both heterogeneity and correlations in service capac-
ities on the average download time when there is a single user (downloading peer) in the
network. There are N = 4 source peers in the network, each offering different average service
capacities. Let ¢; be the average service capacity of source peer i and ¢ = (¢, 2, ¢3,¢4). The
average service capacity of the whole network is then A(¢) = (¢1+c2+c¢3+c¢4)/4. We change
the heterogeneity in service capacity by changing each ¢;, while keeping A(¢) = 200kbps
the same. We measure the degree of heterogeneity in term of § = /Var{¢}/A(¢), the nor-
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malized standard deviation. Table 3.1 shows the different settings used in our simulation

in this subsection.

Table 3.1: Average service capacity of each source peer under different configurations.

1 2 3 4 5 6 7 8
c1 | 185 | 170 | 140 | 110 | 80 50 35 20
co | 195 | 190 | 180 | 170 | 160 | 150 | 145 | 140
c3 | 205 | 210 | 220 | 230 | 240 | 250 | 255 | 260
cg | 215 | 230 | 260 | 290 | 320 | 350 | 365 | 380
0 10.05]0.11|0.22|0.33 | 0.45 | 0.56 | 0.61 | 0.67

To demonstrate the impact of correlation in each fixed source peer, we use a class
of AR-1 random processes to model the stochastic fluctuation in the service capacity. It
is reasonable to assume that if the average service capacity is large, the service capacity is
more likely to fluctuate over a wider range. For instance, for a high-speed source peer(e.g.,
1Mbps), the actual service capacity of the end-to-end session may drop down to somewhere
around 50kbps and stays there for a while due to network congestion or limited CPU
resources at the source peer. In this regard, we assume that the amount of fluctuation
in C;(t) is proportional to its mean value ¢;. Specifically, for source peer i, we set €;(t)
in (3.15) to be uniformly distributed over [¢; — 0;,¢; + ;] where 6; is chosen such that
V/Var{C;(t)}/E{C;(t)} remains the same for all i.

In our simulation, the length of each time slot (one period) is chosen to be 5
minutes. We set the file size to 150MB, which is the typical size of some small video clips
or multimedia files. As the average service capacity (of the network) is 200kbps, we set the
chunk-size for chunk-based switching to be 7.5MB (= 200kbps x 5 minutes). The purpose
of simulating the chunk-based switching is to show the impact of switching based on “data
size”, hence we choose 7.5MB to allow fair comparison with the random periodic switching
with 5 minute period. We will show the performance of using smaller chunk size later in
Section 3.4.2.

We consider all three download strategies discussed so far in comparison with
permanent connection. For permanent connection, the user initially chooses one of four
sources randomly and stays there until the download completes. For chunk-based switching,

the user switches to a new randomly selected source peer whenever a chunk is completed.
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Although we simulate the system as a discrete time system, the user is allowed to switch
to a new source peer anytime within a time slot whenever it finishes the current chunk.
For parallel download, the file is divided into 4 equal-sized pieces and the downloading peer
connects to all 4 source peer and download each piece from each source peer simultaneously.
Finally, for periodic switching, a user switches to a new randomly chosen source peer every

5 minute to further download the remaining parts of the file.
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Figure 3.4: Average download time vs. degree of heterogeneity under different download
strategies and different degree of correlations.
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Figures 3.4 (a)—(b) show the average download time vs. the degree of heterogeneity
in the average service capacities (§) when there is a single downloading peer in the network.
Dashed lines are for strong correlations (p = 0.95) and solid lines represent the case of light
correlations (p = 0.5). In Figure 3.4(a), when the degree of heterogeneity is small, all three
single-link download strategies (permanent, chunk-based, periodic) under light correlations
perform the same. This is well expected since the service capacities of all source peers
are almost 4.i.d. over space and time, so switching doesn’t make any difference and the
average download time becomes F'/A(¢) = 150MB/200kbps = 100 minutes, as commonly
used in practice. On the other hand, when there exists strong correlations in the service
capacity, the download time is longer for all strategies except the periodic switching. For
example, when 6 = 0.1, the correlation alone can cause more than 20% of increase in the
average download time. Thus, when the network is more like homogeneous (i.e., small
J), the temporal correlation in the service capacity of each source peer becomes a major
factor that renders the average download time longer. However, the average download time
remains the same under the random periodic switching.

Figure 3.4 (a) also shows the performance of parallel downloading. Intuitively,
parallel downloading should perform better than single link downloading because (i) it
utilizes more than one link at the same time and (ii) if the connection is poor, parallel
downloading reduces the amount of data getting through that bad source peer. Since
there is only a single user, it utilizes all the service capacity the network can provide
(c1+ca+c3+cq). In this case, the average download time should be 150MB/(¢1+co+c3+c¢4)
= 150MB/800kbps ~ 25 minutes. We see from Figure 3.4(a) that parallel downloading can
actually achieve the performance close to our expectation when the service capacities of
different source peers are close to i.i.d. Still, parallel downloading is prone to the negative
effect of correlations.

As the degree of heterogeneity increases, the average download time sharply in-
creases for all the schemes except the periodic switching. Figure 3.4 (b) shows this when ¢
is between 0.4 and 0.7 (see Table 3.1). All but periodic switching suffer from the negative
effect of heterogeneity. When both heterogeneity and correlation are high (§ = 0.65 and
p = 0.95), permanent connection takes about 350 minutes to complete the download. This
time is about 250 minutes, or 4 hours more than using periodic switching!

It is expected that that the performance of parallel downloading degrades fast when
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there is a large degree of heterogeneity. It is more likely that one of the parallel connections
is ‘poor’ with very small capacity. Thus, even though the size of chunk (37.5MB) is smaller
than the whole file (hence reducing the risk of staying with the bad source peer for too
long), this is still not as good as the idea of averaging capacities all the time, as used in
the periodic switching. We note that temporal correlations still negatively affect in all
these three schemes. However, it should be pointed out that the random periodic switching
performs the same regardless of heterogeneity and correlations, and in fact it outperforms all
the other schemes when the network is heterogeneous with a wide range of service capacities

as in the current network.

3.4.2 Multiple Downloading Peers with Competition

In this section, we consider the performance of different download strategies under
a multi-user environment. In our multi-user setting, we set the number of source peers to
N = 100. The source peers are divided into 4 groups and each source peer within the same
group will have the same average service capacity. In reality, the service capacity of each
source peer may vary a lot, much greater than the ones that are presented in Table 3.1. We
choose the service capacity of the four groups as 1Mbps, 500Kbps, 100Kbps, and 50Kbps,
representing typical capacities of LAN, cable, DSL, and modem connections, respectively.
In contrast to the setting in the previous section, each group now may consist of different
number of source peers to reflect a more realistic distribution of service capacity. We choose
the number in each group as 10, 5, 65, 20, respectively. This is to reflect the situation in real
world that only few source peers have very high service capacity while most others have the
capacity of typical DSL (100Kbps) lines or slower modems. The average service capacity
of the network is then E{C'} = 1M - 0.1 4+ 500K - 0.05 4+ 100K - 0.65 + 50K - 0.2 = 200Kbps.
The degree of heterogeneity () in our setting is 6 = 0.99. The fluctuation in the service
capacity is represented by AR-1 process with correlation coefficient of each source peer set
to 0.9. We want to see the performance of different strategies under the impact of spatial
heterogeneity and temporal correlation.

In our simulation, service capacity of a source peer is equally divided among all the
users connected to that source peer. The effect of dividing capacity among users gives us an
idea of how different strategies will perform when users compete for limited resources in the

network. To represent the level of competition, we use the downloading peer to source peer
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ratio. Since the service capacity of a source peer is equally among the users the source peer
serves, we can expect that the service capacity of the system is equally divided among all
users as well. Hence, the average per-user service capacity can be calculated as the average
system service capacity divided by the downloading peer to source peer ratio. For example,
if the number of users is 200, then the downloading peer to source peer ratio is 2. The
average per-user service capacity will then be 200Kbps/2 = 100Kbps.

We simulate three strategies. First one is the combined strategy of parallel down-
load and the chunk-based transfer. Since we know from [56, 52] that keeping only a small
number of parallel active connections is better than maintaining connections to all source
peers, we set the number of parallel connections to 5 for all the combined strategies. We
vary the chunk size to see its impact on the average download time in conjunction with
parallel download. Further, the users are allowed to request the same chunk from different
source peers when the number of untransferred chunks is less than the number of active
parallel connections. For example, if a user is three chunks away from completing the entire
file, s/he can request all three chunks from all currently connected source peers. Although
making the same chunk requests to different source peers will reduce the download time for
that specified chunk, this is at the expense of some waste of the system resource. Note that
we do not allow users to make duplicate requests to all connected source peers for every
chunk, as this will waste too much resource. This notion of making requests to different
source peers for the same chunk when a user’s download is nearly complete has been already
implemented in BitTorrent called the “end-game” mode [29]. The second strategy is the
random chunk-based switching with a single connection. The chunks size is chosen to be
7.5MB, which is identical to what we used in the previous section to allow fair comparison
with the periodic switching. Finally, the third strategy is the random periodic switching.
The switching period is still 5 minute, but we reduce the length of the system time slot to
1 min. In this case, there will be capacity variations within each switching period.

Figure 3.5(a) shows the average download time for the strategies considered so
far. The reference line is given by the file size divided by the average per-user service
capacity. First, we can clearly see that the periodic switching performs a lot better than
the chunk-based switching. We have a reduction of 40% in average download time by using
periodic switching. Next, the combined strategies are shown to outperform the chunk-

based switching. Note that when the level of competition is low, the combined strategy
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Figure 3.5: Performance comparison of different strategies under different levels of
competition.

outperforms both the chunk-based and the periodic switching schemes. This is well expected

because parallelism increases the service capacity each user can achieve in an under-utilized
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network. As the level of competition increases, however, the random periodic switching
readily starts to outperform the combined strategy. Further, it is interesting to see that the
chunk based transfer (7.5 MB per chunk) even outperforms parallel downloading with large
chunks (30MB per chunk) when the competition in the system is high. This is because the
average download time for parallel downloading is still determined by the slowest link. In a
system where there are already many downloading peers, parallelism actually increases the
level of competition even more, hence the service capacity of a slow source peer is further
divided among its downloading peers.

Another noticeable trend in Figure 3.5(a) is that the performance of the combined
strategy gets better with smaller chunk size. Recall that the users can download the same
chunk when there are only several chunks left before the completion of the entire file, so the
last few chunks will be transferred over the fastest source peer. This method may reduce
the negative impact of spatial heterogeneity a little, but at the price of wasting some of
the system resource transferring duplicate chunks. The larger the chunk size, the more
waste of recourses in sending the duplicate chunks. In addition, a larger chunk is more
prone to the spatial heterogeneity as the user downloading that larger chunk will have to
wait long if it is from a ‘bad’ source. Certainly, very small chunk sizes would make the
performance of the combined strategy better and approach the reference line. However,
this comes at a cost; having small chunks means more protocol overheads because more
negotiations between downloading peers and source peers are required. Take the combined
strategy using 0.3MB chunks as an example, a downloading peer has to make requests for
chunks at least 150MB/0.3MB = 500 times in the entire download session. However, the
downloading peer using the periodic switching only needs to make data transfer requests
about 120 times in the extreme case (when the downloading peer to source peer ratio is
6). From our simulation result, we can see that random periodic switching is the optimal
strategy when the network is over-utilized (the downloading peer to source peer ratio is 3
or higher).

Figure 3.5(b) shows the normalized standard deviation (standard deviation divided
by its mean) of the download time for different strategies as the level of competition varies.
Larger value of the normalized standard deviation means that the download time among
different users will vary more; some can complete the transfer in a very short period while

others have to wait for a long time to complete with high probability. Thus, if there is
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a large variation in the download time, it is very hard for a user to predict what kind of
service s/he will receive. It would be better to have small variations in the download time
so that the performance is more predictable and fair. We can clearly see that the periodic
switching yields the smallest variation in download time comparing with other strategies
we have considered so far.

In summary, the periodic switching not only gives downloading peers the minimal
average download time in most network configurations and introduces less overhead, but it

is fair with more predictable performance as well.
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Chapter 4

Non-Uniform Selection Under
Competition and Parallel

Connections

Note that the analytical results presented in the previous chapter are based on
the assumption that there is only one downloading peer in the network and it uses random
uniform peer selection strategy with its single connection. Can we do better than random
uniform selection? What should the optimal peer selection strategy be if there are multiple
downloading peers competing for the same source peer? In this chapter, we address these

questions and provide our answers in stochastic P2P network settings.

4.1 System Model with Multiple Downloading Peers

In a P2P network, all peers can be categorized into two groups for a given file of
interest: the peers who are uploading data to other peers (source peers) and those who are
downloading from others (downloading peers). We denote the set of source peers and the
set of downloading peers by S and D, respectively. Each peer can either be in one of the two
sets, S or D, or in both. For example, a free-rider is in D only and a peer who contributes
to the network without download anything from other peers is in S only. In most cases, a
peer is counted in both sets D and S. We use indices 7 and j to represent the peers in sets

D and S throughout the thesis, respectively.
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We model the network as a discrete time system with the length of a unit time-slot
set to A. Thus the duration of each slot is [(t — 1)A,tA), ¢ € N. For analytical simplicity,
A is normalized to 1 and each time slot can then be simply indexed by ¢. Assume that
each downloading peers is able to obtain the information about S by a well designed search
algorithm. In practice, even if S is known, a downloading peer ¢ € D is often actively
connected to just a subset S;(t) C S rather than the entire set S all the time. Note
that peers ¢ and j are actively connected if and only if the connection between i and j is
carrying data traffic in our definition. For each connection, it is well known that the available
bandwidth fluctuates over time [90] due to the workloads of both end points or the network
congestion status. Recent studies have shown that most peers in a P2P network utilize
broadband connections. Since either cable or DSL lines offer asymmetrical bandwidth
and the upstream bandwidth is usually much smaller than downstream bandwidth, it is
reasonable to assume that the bottleneck lies in the service capacity of the source peers.
Let C;(t) denote the total service capacity a source j can offer at time slot t. We assume
that all downloading peers connecting to the same source peer will share the source’s service
capacity equally, i.e., if there are currently M downloading peers connecting to source j,
each downloading peer will get a data rate of C;(t)/M during time slot ¢.

Define an indicator function

1, jesSit)

I (t) —
N 0, otherwise

showing whether downloading peer i connects to source j at time ¢. Then, ), p I;;(t) is
the number of downloading peers that are connected to source j at time t. The data rate

that the downloading peer i receives from source j at time ¢ becomes

1i;(t) A
Sren 0

The aggregated capacity, R;(t), that a downloading peer i receives from the entire network

R;j(t) =

during time slot ¢ will then be
Rit) 2 ) Ry)=) Z 7Oi(0); (4.1)
jESi(1) jes 2uien T

The second equality in (4.1) comes from the fact that I;;(t) = 0 for j & S;(t), i.e., sources

not connected to downloading peer ¢ will not contribute to R;(t).
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To simplify the analysis, we impose the following assumptions throughout the

thesis.
(A1) Different downloading peers make their own choices independent of other peers.

(A2) There is no restriction on the number of connections a source peer can have, i.e., all

connection attempts of a downloading peer always succeed.

(A3) The fluctuation in Cj(t) of a source peer j and the connection decision I;;(t) of a

downloading peer i are independent.

We have (A1) because it is unlikely that each downloading peer will broadcast its
own peer selection strategy to its neighbors unless the set of downloading peers conspire
together. We have (A2) for the sake of simplicity. Without (A2), the analysis is still
possible at the cost of much more complicated expressions. Note that we have (A3) because
we consider Cj(t), the capacity allocated to P2P applications, be some fraction of the total
resource source peer j can offer. Hence, Cj(t) in every time instant will be the affected
by the workload generated by other non-P2P applications in source peer j or the network

congestion status rather than the number of downloading peers that connects to source peer

J.

4.2 Download Time Analysis

4.2.1 System Utilization

We first define the system utilization of a P2P network because it is important
in determining the average download time. Let the service capacity of source j € S be

stationary with E{C}(t)} = ¢;. We have the following:

Definition 4.1. The system utilization is

s E {CiepRi(t) } _ 2iep 2jes E{Ri;(1)} (4.2)

E{S,esCi0)} jes

P

which is the ratio between the aggregated average service capacity of the entire network and

the aggregated average capacity actually consumed by all the downloading peers.
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In any network, from an administrator’s point of view, the system would perform
the best if the “utilization” of the system is maximized. In other words, when the system
is under-utilized, i.e. some source capacity being wasted, downloading peers can increase
their performance by utilizing those unused resources and thus reduce their download time.

To make our analysis more tractable, let’s assume that each downloading peer has

the same probability of connecting to a source j, i.e.,
P{I;;(t) =1} =P{j € Si(t)} =p;, VieD, (4.3)

Note that p; (j € §) is not a probability distribution since E{> ;¢ ij(t)} = > ;cspj is
the average number of connections of downloading peer ¢, which can be larger than 1 for
multiple connections (i.e., parallel downloading). In other words, I;;(t) is not independent
over j as they are constrained by the number of connections of a downloading peer (usually
up to some constant). We note however that I;;(t) is i.i.d. over i (i € D) under (Al) and
(4.3).

We now have the following.
Proposition 4.1. Under (4.3), we have

_ Yjes [1—(1—p)"] ¢
o 2. jes € . 44

Proof. From definition in (4.2), we have

E{Ri;(t)} = E j<t>} _E {ZID%} E{G(0)  (45)

E Lij(t) = 1}p]c] (4.6)

zED
{ 1+ Zk;;éz ke ki ()

= Dicj.
{1+Zk;«ézkeDI’€J( )} o

Note that (4.5) comes from (A3), i.e., {I;;(t),Vi} and C;(t) are independent. We have (4.6)

(4.7)

by using Bayes’ rule and E{C(t)} = ¢;. Equation (4.7) comes from the previous observation
that, for each j, {I;;,i # k} and I;; are independent.
Let X =3} i pep Irj(t). Then, since I;;(t) are i.i.d. over 4, it follows that X is a
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binomial random variable with parameter (|D| —1,p;). ! Then, for X ~ b(N,p), note that

{2 () (oo

=0

N
_ 1 N4\ p1,  (N41)—=(i+1)
_(1+N)p;<i+1>p (1=p)

(1+1N)p(1—(1—p)

Ny (4.8)

From (4.7) and (4.8), we get

1
E{Rij(t)} = —=— |1 — (1 —p;))'P!| pj¢;
(R0} = - [1= (=)™ e
1
— 11— (1 =Dl
= iy [1- =2 e (4.9)
By substituting (4.9) into (4.2), we obtain (4.4). O

To better understand the meaning of the system utilization p in (4.4), let’s consider
a simple system with two source peers and two downloading peers where the capacities of
two source peers are identical. Suppose that each downloading peer connects to each source
with probability p; = E{I;;} = 0.5, but under the constraint that I;; (¢t)+I;»(t) = 1,7 = 1, 2,
i.e., each downloading peer maintains a connection to exactly one of the two sources at any
time. Then, from (4.4), we have p = (1 — (1 —0.5)%) = 0.75. This is indeed true as there are
only two possible cases — (i) two downloading peers connect to different sources (p = 1), or
(ii) two downloading peers connect to the same source (p = 0.5), each of which takes place
with the same probability.

From Proposition 4.1, we see that p = 1 only when p; = P{I;;(t) = 1} =1 for
all j. This suggests that each downloading peer should connect to all possible source peers
in the network from purely the system utilization point of view. However, in reality, a
downloading peer may have many potential source peers and it is impractical to connect to

all of them simultaneously, hence we usually have p; < 1.

'For a binomial random variable X with parameter (N,p), (we write X ~ b(N, p)), we have

MX—@—(gﬂumNﬂi—&anN
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4.2.2 Achievable Minimum Average Download Time

Before we show how we can derive the relation between the average download time

and the system utilization, we first need a formal definition for the file download time.

Definition 4.2. Let C(t) denote the service capacity that a downloading peer “receives”

from the network at time t (t = 1,2,...). The file download time T is the first time that the
size of the accumulated received data exceeds the file size F'. In other words, we have the
following equation:

T
T:min{T>0‘ZC(t) ZF} (4.10)

t=1
The random variable 7" is the first hitting time of the cumulative process Zthl C(t)

to reach level F. If {C(t), t € N} are independent and identically distributed (i.i.d.), then
by assuming an equality in (4.10), we obtain from Wald’s equation [92] that

T
F=FE {Z C(t)} = E{C(t)}E{T}. (4.11)
t=1

The expected download time, measured in slots, then becomes E{T'} = F/E{C(t)}, which
has been widely used in the literature.

However, the equality in (4.11) does not generally hold. Recall that the service
capacity of each source peer can be different and can fluctuate over time. First, suppose
that a downloading peer is only able to make a single connection and waits patiently for its
session to complete. This strategy was named “connect-and-wait” strategy in [25]. It was
shown in [25] that the temporal correlation in the fluctuation of service capacity can make
the average download time over any connection longer. In other words, if a downloading
peer selects its source peer by a random variable J € [1,...,|S|], the average download time
Tj, given that J = j, usually have the following relationship: E{T;} > F/E{C};(t)}, where
equality is achieved only if each of C}(t),Vj € S is independent or weakly correlated over t.

Even if the equality in (4.11) holds for whichever connection the downloading
peer chooses, the heterogeneity of the network (different service capacities offered by dif-
ferent source peers) also makes the average download time longer. Suppose now E{T}} =
F/E{Cj(t)} for each j. Then, observe from Jensen’s inequality that E; {L} >

E{C; )]/}

m where the equality is achieved when E{C;(t)} = E{Cy(t)},Vj, k € S.
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Hence, combining the effect of both temporal correlation and network heterogene-

ity, we arrive to

F } - F
E{C,®)]7} ) — E {E{C;(®)|J}}

where the first inequality comes from the temporal correlation in the fluctuation of the

E{T} = E, {E{Ty|J}} > E, { (4.12)

capacity of each source peer and the second inequality comes from the network heterogeneity.
Note that (4.12) is for the case in which the network has only one downloading peer and it
only utilizes a single connection. We now investigate the performance of the case in which
the network has multiple downloading peers in competition, each of which utilizes parallel
connections to multiple source peers at the same time.

Assume that each downloading peer ¢ can now have an average of L parallel con-
nections, i.e. E{} . ¢ ;;(t)} = L, and all downloading peers follow the “connect-and-wait”

strategy for each of the connections. We have the following.

Theorem 4.1. Let ¢ = {c;}, j =1,...,|S| represent the vector of average capacities of the
source peers. Then
(T} > = (4.13)
A() p
where
v= @ and A(e) & |; ch. (4.14)

JjES
Note that v/A(C) = (Ejes cj) /|D| can be interpreted as the commonly perceived average

“share” of system capacity that each downloading receives from the network .

Proof. Assume that a file of size F' is divided into |S;| pieces because the downloading peer
utilizes parallel connections to download from the source set S;. Let Fj; denotes the size of
the piece that the downloading peer ¢ requests from source peer j. Since we are considering
the specific downloading peer 7, so we suppress the subscript ¢ in Fj;. Clearly, we have
Zje& F; = F, where 0 < F; < F. Note that p; is independent of j and let T;; denotes the

time required to complete transferring piece F; from j, as defined in (4.10), and we have

3}}

> Es, {%@fE{Tm | Si}} =Es, {I}é@fE{ﬂj}} : (4.15)

E{T;} =E {%%XTZ-;} =Es, {E{ max T
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where Eg, is the expectation over the random set S;, and the last equality follows from the
fact that S; is randomly generated at t = 0, i.e., T;; and S; are independent.
For each piece of a file that peer i downloads from peer j, we generally have

Ti; > Fj/E{R;;(t)} [25]. Substitute E{R;;(t)} with the result in (4.9) and we have

F
B = gmomy ~ Plhye

where we let p; = {1 —(1- pj)‘D‘}. Hence, equation (4.15) implies
Fj
E{T;} > |D|Es, max— (4.16)
Si JjCj

For any give set S;, we know that Fj = F'- pjcj/ > s, pjc; is a solution to the

following optimization problem:

F.
min{max{ J }},s.t. Y Fj=F, F;>0.
JES: | HjiCy

JES;

Thus, assume that F} is allocated proportional to pc; and ) jes, Fj =1, we have

F; F
max{ L } = : (4.17)
JES: | [5¢y Zjesi HjCj

Further, note that [;;(0) = 1yjcs,y in the “connect-and-wait” strategy for each connection

and we have

Esi{ > Mjcj} = E{ Zﬂjcﬂz‘j(o)}

JES; JjES
=Y i P{T;(0) =1} = > pieip; < pA(@)|S]. (4.18)
jES jeS

Recall from (4.4) that p} . cs¢; = > cspjcj and p; < 1, we have the inequality in (4.18).
From (4.16), (4.17) and (4.18), observe that

E{T} > |D|Es, {ma;(} |D|E5{ d }

Si ]eS HjCh

FID| FID| F v

= > = 4.19
Es (Syes 1)~ pA@IS] ~ A@ p (4.19)

This completes the proof. O
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The function A(€) is the average system service capacity from the perspective of a
downloading peer. We define the parameter v as the competition level, which is the average
number of downloading peers each source peer has to service. Note that the results in [25]
that E{T'} > F/A(¢) is now just a special case of Theorem 4.1. The schemes described
in [25] is the case when [D| = L =1 and p; = 1/|S|, which corresponds to p = 1/|S| from
(4.4). Therefore, v/p =1 in (4.13), and we have the result in [25].

From the derivation of Theorem 4.1, we can see that the naive “connect-and-
wait” strategy needs to satisfy several conditions in order to achieve the minimum possible
average download time, i.e. the equality in (4.13). First, the size for each piece downloaded
from different sources must be determined at the beginning of a session such that Fj is
proportional to p;c;, i.e Fj = F-(ujc;/ Zjesi jc;). In reality, it is hard to measure both c¢;
and p; accurately, and hence it is difficult to pre-allocate F;. Even if we were able to allocate
each F} precisely proportional to pjc;, the possible temporal correlation of fluctuation in
the service capacity of each source peer will result in a strict inequality in (4.16) and so
does the heterogeneity in the average capacity with different source peers for the inequality
in (4.19). The naive ”connect-and-wait” strategy for each of the parallel connections is
thus unlikely to achieve an equality in (4.13), and therefore we need to consider different

algorithms to achieve such equality if at all possible.

4.3 Achieving the Minimum Average Download Time

Theorem 4.1 shows the minimum possible average download time in a stochastic
P2P network. In this section, we first show that there exists a way to achieve the equality
in (4.13) under all conditions. We then propose a centralized algorithm that maximizes
the system utilization p, thereby further minimizing the (now achievable) minimum aver-
age download time (see (4.13)). Finally, we propose some possible distributed algorithm

implementations that may achieve near optimal performance.

4.3.1 Dynamic Peer Selection

As our first step towards developing an algorithm that minimizes the average
download time, we show switching peers periodically, i.e. a downloading peer ¢ changes its

source set S;(t) after each ¢, can achieve the equality in (4.13). As opposed to the “connect-
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and-wait” strategy that the set of source peers remains “static” after a session begins,
switching peer periodically causes the set of source peer to change dynamically during a
download session. We will use the term dynamic peer selection and periodic switching
interchangeably in the following sections. Although the notion of periodic switching comes
from [25], our setting is much more general. Recall that the network setting in [25] is a
single-user network in which the only downloading peer 7 can have a single connection,
ie. [Si(t)] = 1,V ¢ and the downloading peer always select its source peer uniformly at
random. Here, we include the effect of using parallel connections, biased peer selection, and
the competition among downloading peers in our consideration. In our network setting,
the source set S;(t) of each downloading peer i can change both in its elements and its size
over time. Each downloading peer can have connection preference for one source peer over
another. The capacity of each source peer is shared among the downloading peers connected
to it to model the competition.

Under our time-varying dynamic source peer selection scheme, S;(t) (t =1,2,...)
is a sequence of random sets rather than a constant set randomly generated at t = 0 as the
Si(t) in Theorem 4.1. The service capacity that a downloading peer i receives from the entire
network, R;(t), then becomes the sum of random variables over a random set. Here, we do
not enforce a strict limit on the number of parallel connections in each time slot. Rather,
we assume that the average number is limited to L, i.e. E{} ;cs1ij(t)} = > espj = L.
To show that we can have an equality in (4.13), we need to first show that the temporal
correlation in received service capacity of each downloading peer is much reduced by our
time-varying dynamic peer selection.

Note that the correlation function of a stationary random process X (t) is defined

by

_ Cov(X(t),X(t+ 7))

ox(7) Var(X (¢))

and we have the following.

Theorem 4.2. For any given downloading peer i, Let X (t) and Y (t) denote the R;(t) under

the “connect-and-wait” and the dynamic peer selection, respectively. In general, we have

oy (1) < mag{pj}qu (7). (4.20)
je

For the special case of uniform (blind) selection, i.e pj = L/|S|, we have the following
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inequality:

oy (1) < = ox (7). (4.21)

Proof. Let’s define a new processes C}(t) = C;(t) — E{C;(t)}, then we have the following
from the definition (4.1) that

{ X(t) = Tijes s 200 (C}(0) + ¢))

Y (1) = Yjes st im (G0 + )

Note that the processes X (t) and Y (t) are stationary and they both have the same mean
and variance. We can compare ¢x(7) and ¢y (7) by simply comparing Cov(X (t), X (')
and Cov (Y (¢),Y(t')), where t = t+7. Let’s define ®x (1) = Cov(X(t), X (¢')) and Py (1) =
Cov(Y(t),Y(t')) for notational simplicity.

We use the following property of the covariance of random variables:

Cov [ Y X;,) Y| =)D Cov(X;, ). (4.22)
J J Jj ok
First, for any given downloading peer ¢, let

o 1)
A==

and we have the following by applying (4.22)

Cov (Z A;(0)C5, Y ARt Cr(¢ ) D) Cov(A;(1)C (1), Ar(t)Cr(t)).  (4.23)

jES keS jES kES

Note that each single term in (4.23) is

Cov(A4;()C;(t), Ap(t) Ci(t'))
= Cov(4;()(C5(t) + ¢;), Ap(t) (CL(t) + cx))
= E{4;(1)(C}(t) + ;) Ap(t) (Cr(t') + cr) } — B{A; (1) (C}(t) + ;) YE{ AR (t) (CL(t) + i)}
= E{A4;(1)Cj(1) Ap(t)Cr ()} — B{A; (1) C5(t) JE{ A () Cr () }
+ G E{CL()} (E{A; (1) Ar(t)} — E{A; () }E{A(t)})
+aB{Cj (1)} (E{4; () An(t)} — B{A; (1)} E{AL(t)})
+ o (B{A; (1) Ar(t') — E{A; (1) }E{Ar(t)}})
= Cov(A;(t)C5(t), Ap(t)Cr(t") + cjexCov (A (t), Ap(t')) (4.24)
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For the process Y (t), the first term in (4.24) can be further simplified into
Cov(A4;(t)Cj(t), Ar(t')Cr(t))
= E{4;(t)Cj(1) Ax(t)Cr(t)} — B{A; (1) Cj(t) }E{ A () Cr ()}
= E{4; (1) }E{ A () }E{C;(t) Cp.(t) },
from the independence of A;(t), Ax(t') and C;(t). Let E{A;(t)} = p;E{1/(1 + Z;(t))} =
p;E{W;(t)} where Z;(t) = > ,cp Lij(t). From (Al), the process Z;(t) is i.i.d. and so is
W;(t), we drop the time index ¢ for notational simplicity, i.e. E{W;} = E{W;(t)}. Recall

that A;(t) and A;(t') are independent for ¢’ # ¢, the second term in (4.24) for Y (¢) is zero.
Further, C;(t) and Cy(t') are independent for all j # k, and (4.23) for the random process

)C
)

Y (t) now becomes
Py (1) = Cov(Y (1), Y (t'))
= S E{A (O)E(A ()} Cov(CH(1), CLt)

JES

= S REWD? (B{C)(1)C(E)}) (4.25)

jeS
Now, consider the process X (t), after manipulating the terms, (4.23) becomes

O x (1) = Cov(X(t), X(t))

= Cov(A;(0)C)(t), A;(0)C)(t) + > _ e3Cov(A4;(0), A;(0))

jES JjES
=Y i E{WIYE{CH()C)(t')} + ) ¢} Var(4;(0)), (4.26)
jES jES

where Var(X) denotes the variance of a random variable X. We can show from (4.26) and
(4.25) that

ox(1) _ Px(7)
oy (r)  Py(7)

_ 2ies PiE{WIYE{CH()C5(#)} N > jes ¢ Var(4;(0)) (4.27)
Yies P (E{WHPR{CI(OCH()} 3 jesp; (BAWSHPE{C(C(E)}
1
2 (4.28)

IE{VVJQ} in the first term of (4.27), and the second term in (4.27) is always non-negative.

2
The inequality in (4.28) comes from Zjesp? < max;{p;} > ;csp; and (E{Wf}) <

Thus we complete the proof. ]
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Note that [25] considers only the case of blind selection with L = 1. Theorem 4.2
is in a much general form and shows that the temporal fluctuation in each downloading
peer’s received capacity is either uncorrelated or weakly correlated over time so that Wald’s
equation (4.11) holds true as long as max;{p;} is not too large.

Now, suppose that max;{p;} is properly selected to be some suitable value, say,
0.5. The correlation in the received capacity from the network is at least reduced by 50%
compared to “connect-and-wait” strategy from (4.20). Hence, the receive capacity R;(t) for
downloading peer i will be weakly correlated over time. Replacing C(¢) in (4.11) directly
by R;(t) in (4.1) gives

F F

E{T;} = =

T = 5mmy E{jes sl Cilt)}
F|D| CA(Q)

= 4.
Sjes {1- 1 =p)}e; A© -

(

Equation (4.29) is a direct application of (4.9) and (4.30) is the result of rearranging the
terms in (4.29). Equation (4.30) clearly shows that the equality in (4.13) is achieved by
using dynamic peer selection.

We argue that max;cs{p;} is most likely to be strictly less than 1 in practice. If
maxjes{p;} = 1, it means that the downloading peers will connect to some source peers
permanently throughout their entire download sessions. Note that the service capacity of
a source peer fluctuates over time. A permanent connection will prevent the downloading
peer from switching to some other potential source peers that can offer better capacity at
the times when the service capacity of the currently connected source peer plummets.

Further, note that limiting the value of max;{p;} also implies limiting the av-
erage number of parallel connections a downloading peer can use, i.e. Zje spj = L <
max;cs{p;}|S|. Although it is a common belief that it is always better to open more par-
allel connections if a downloading peer wants to complete its download session quicker,
such idea is generally not true as will be discussed in Section 4.2. If we are to connect
to all possible source peers in the network, we lose the benefit of switching peers (correla-
tion reduction) and hence the average download time will be much larger than the RHS of

(4.13). Further, the measurement results in [56, 52| also show that all downloading peers
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utilizing parallel connections often do not give better performance than all peers using a
single connection. The authors of [56, 52| suggest that the number of parallel connections
should be limited. Theorem 4.2 actually agrees with this claim. In the next section, we will

investigate the impact of utilizing parallel connections in more detail.

4.3.2 Impact of Parallel Connections

Here, we assume that each downloading peer changes its connections periodically
using selecting peers uniformly at random, i.e. p; = p = L/|S|, Vj € S. The average number
of parallel connections used by each downloading peer L is chosen to be some small number
so that that equation (4.30) holds, and we plot the relation between the average download
time E{T'}, system utilization p, and the level of competition v for different average number
of parallel connections L according to (4.30) as Figure 4.1(a) and (b). The network has
a fixed number of 40 source peers and the capacity of each source ranges from 1MB/min
to 20MB/min with an increment of 0.5MB/min. The number of downloading peers varies

from 1 to 200, hence v € [0.025, 5].

I

Normalized E{T}

(a) E{T} vs v. (b) v vs p.

Figure 4.1: The relation between the average download time E{T'}, system utilization p,
and the level of competition v for different average number of parallel connections L. E{T'}
is normalized over F'/A(¢).

By closely examine both Figure 4.1(a) and 4.1(b), we argue that the fundamental
effect of parallel downloading is to increase the system utilization rather than directly

reducing the average download time. Figure 4.1(a) shows that the benefit of the downloading
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peers gain form utilizing parallel connections varies under different network settings. The
common belief that parallel connections can help to reduce the average download time is
true only when the competition in the network is very low. For example, when v < 2, we
see that utilizing parallel connections indeed gives better performance over using a single
connection in Figure 4.1(a). The reason is that parallel connections can much increase
the system utilization. Taking v = 1 as an example, Figure 4.1(b) shows that the system
utilization is increased from 60% to around 95% by increasing L from 1 to 3. On the other
hand, there is no noticeable performance difference between using a single connection and
using parallel connections when v > 2. The system performance in this region actually
corresponds to the results in [56, 52] that large scale deployment of parallel connections
does not always give better performance. Once again, if we refer to Figure 4.1(b), we can
see that there is not much room to increase system utilization when v is large regardless
the value of L.

Even when the system is operating at the under-utilized region, utilizing more par-
allel connections may not guarantee better performance. First, each additional connection
does not reduce the average download time by the same amount. Consider the case when

|S| > |D|L, and we have the following approximation

L |D ID|
—1-(1-=2) =~1-(1-22") =10
g ( |S\> ( rS|> Y

Equation (4.30) approximately becomes F/(A(¢)L) and the average download time is in-
versely proportional to L. Second, the negative impact of temporal correlation may compro-
mise the benefit we gain from using parallel connections. Consider the case when v = 0.5 in
Figure 4.1, we may be able to reduce the average download time a little more by increasing
the average number of parallel connections from 5 to 10 or more. However, increasing L
implies that we will have less correlation reduction, and it was shown in [25] that different
levels of temporal correlation in received capacity could increase the average download time
up to 25% or more. Therefore, combining the effect of both parallel connections and tem-
poral correlation, a large L may give the downloading peers worse performance compared
with a small L. In summary, the average number of parallel connections should be limited

to some small number.
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4.3.3 Maximizing System Utilization

From the previous section, we demonstrate that changing the set of source peers
dynamically over time can always achieve equality in (4.13) under the condition that both
the average number of parallel connections L and the connection probability to each source
peer maxjes{p;} are limited. Given that we always have (4.13), what is the minimum av-
erage download time? Note that the variables, F, A(¢), and v in (4.30) are determined once
the P2P network is formed. Downloading peers are not able to change these parameters.
On the other hand, the system utilization p in (4.30) is partially determined by the peer
selection probabilities (See (4.4)). Hence, in what follows, we consider how to assign selec-
tion probabilities to source peers in order to achieve optimal performance (minimal average
download time).

Specifically, we assume that it is possible to measure or obtain the accurate val-
ues of E{C;(T)} = ¢; for each of the source peer j in the network. Following the no-
tion in Section 4.2.2, we let each peer have an average of L parallel connections, i.e.
E{> jes lij(t)} = > jespj = L < |S|. From (4.13), minimizing the average download
time is equivalent to maximizing the system utilization p. From (4.4), we can formulate our
problem as follows:

max Z]ES [1 —a _pj)m‘] & (4.31)
Zj es G

st > pj=L, 0<p<1 (4.32)
jES

Since (1— (1 —p;)/P!) is strictly concave in p;, the problem in (4.31)-(4.32) is
a convex optimization problem. We can apply any standard convex programming tech-
nique [95] to solve the problem. First, without the loss of generality, assume that the vector
¢ = [¢j,j € S] is sorted in a decreasing order, i.e, ¢; > ¢a > c3---. Then, the optimal

solution {p;} is

1— K*-L (;)(\D\—l)j j < K*
p={ s (4.33)
0, j>K*

Here, K* is the maximum K such that % < CC(II((), where C(n) = 71,

c¢; and p(n) is
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defined as
(ID]-1)

_|D| n—1L
p(n) = Cn) - <$>1/(|D\71)

For any given D, S, L, (4.33)—(4.34) gives the optimal peer selection probabilities

(4.34)

for any choice of {c¢;},j € S. In a typical P2P network with tens to hundreds of uploading
and downloading peers, we argue by an example in the next section that max;cs {p;‘} is most
likely to be some small number so that we in general have a significant amount of correlation
reduction from Theorem 4.2, and we always have (4.30). Further, {p}} maximizes the system
utilization p in (4.30), and the minimum possible average download time is achieved.

By careful investigation of the expression in (4.33)—(4.34), we can identify the
optimal peer selection probabilities in some very special network settings. First, if the
network is homogeneous, i.e. all source peers offer the same average service capacity (¢; = ¢
for all j € S), then u(n)/|D| = 1 (%)GD‘_U < 1/n for any n. In this case, K* = |S| and
(4.33) becomes

., ’3‘_[/ 1 1/(|D\—1)7 L
pj= == ’S‘(;)IW c S

Hence, uniform random selection among all possible source peers is the best strategy in a
homogeneous environment. Second, recall that |D| is the number of competing downloading

peers in the network. If |D| is large, i.e. |D| — oo, then we have

L\ /(PI-1)
lim (| — =1

in (4.33), regardless of the value of ¢; > 0. Thus, again, we have p; ~ L/|S]|, i.e., uniform
random selection. Note that this uniform random peer selection achieves near-optimal
performance only under very special network configurations that we just described above,
namely, either homogeneous network or a very large number of downloading peers. In all
other scenarios such as intermediate number of downloading peers under heterogeneous
environment, assigning connection probabilities for each source peer according to (4.33)—
(4.34) clearly give far better performance in general. In what follows, we illustrate how the

optimjal connection probabilities change as the network setting varies.



67

4.3.4 Optimal Peer Selection Example

Suppose that we have a network with 40 source peers. The source peers are paired
into 20 groups. The source peers in each group have the same average service capacity. The
average service capacity of the groups ranges from 1MB/min to 20MB/min in increments of
1IMB/min. We set the average number of parallel connections L = 3 and vary the number
of downloading peers |D| to calculate the optimal vector of connection probabilities using

(4.33)—(4.34).

0.25
—e—|D|=5

.. 0% —&-|D|=10 1
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o)
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Figure 4.2: The optimal connection probabilities to source peers (from (4.33)) offering
different service capacities.

Figure 4.2 shows the computed optimal connection probabilities for the 20 different
groups, indexed with their average service capacities from 20MB/min to 1MB/min. All the
lines in the figure display a common trend: assigning higher probabilities to source peers
offering higher average capacities. Although it is intuitive that a downloading peer should
always choose the fastest source peers as [20, 21] suggested, max;{p;} is still very small
rather than being very close to 1 even in a very heterogeneous network (we have service
capacity of source peers ranging from 1MB/min to 20MB/min) when there is very little
competition (e.g. |D| = 5). Therefore, the optimal results based on the analysis of a

single-user network does not necessarily apply to the multi-user network settings.
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Clearly, Figure 4.2 shows that the probability of connecting to peers offering the
average capacity of 20MB/min should increase as |D| decreases. However, how should
the peer selection probability change if the level of competition increases in the network?
Figure 4.2 also shows that the optimal connection vector tends to be “flatter” as the number
of concurrent downloading peers |D| gets larger, and it approaches to that of uniform random
selection when |D| goes to infinity, as we have discussed in Section 4.3.3. However, non-
uniform peer selection still performs much better than uniform selection even when the
level of competition is much larger than 1, i.e. v = |D|/|S| > 1. In other words, a small
deviation from uniform distribution, taking the line representing the probability assignment
for |D| = 60 as an example, can yield much better performance. We will explicit show the
benefit of utilizing non-uniform peer selection by simulation.

Although both the single downloading peer case and infinite downloading peer case
are well studied, note that our algorithm finds the optimal vector of connection probabilities
between these two extremes under stochastic and heterogeneous environments. Further
performance comparison between the optimal peer selection and other selection algorithms

will be presented in Section 4.4.

4.3.5 Adaptive Peer Selection Strategy

Note that the centralized peer selection algorithm discussed in the previous section
requires the information about the “average” service capacity of each source peer and the
number of downloading peers in the network. Such requirement suggests that we need a
centralized authority to calculate the optimal connection probability for each download-
ing peers. Further, broadcasting the optimal solution to all downloading peers introduces
much communication overhead. In a system like a P2P network, a distributed algorithm
for calculating the connection probability would be more desirable because a distributed
algorithm reduces the cost of building a centralized infrastructure and the cost of commu-
nication overhead. In this section, we show that we can have a distribution algorithm that
achieves near optimal performance with only very little communication overhead.

Our distributed algorithm is a modification of the centralized algorithm in Sec-
tion 4.3.3. The global parameters in (4.33)—(4.34) are to be replaced by each downloading
peer’s own estimates. In other words, each downloading peer estimates the values of ¢; and

|D| from its own measurements during its download session. Both ¢; and |D| can be inferred



by the information about the number of downloading peers that are actively connected to
a source peer.
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Figure 4.3: A random selected downloading peer ¢ estimates the level of competition in first
two time slots.

Let x;(t) = > ;ep Lij(t) denote the number of downloading peer connected to
source peer j at time t. Suppose that each downloading peer is now able to obtain the
information about x;(t) when it connects to source peer j. We emphasize that the source
peers do not broadcast the process x;(t) to all downloading peers in every time slot ¢.
Instead, the downloading peers ask for the value of x;(¢) only when they decide to connect
to source peer j at t. Such actions introduce very little (if any) communication overhead.
Let xij(t) = x;(t) - I;j(t) be the total number of downloading peers sharing the capacity of
source peer j, seen by the downloading peer i. Figure 4.3 demonstrates a simple example
of the values of x;;(t) for the first two time slots for a random selected downloading peer ¢
under a network setting in which there are only three potential source peers. In Figure 4.3
(a), the downloading peer i decides to connect to source peers 1 and 3 at the beginning of
time slot ¢ = 1, respectively. After the connections are established, downloading peer i sees
that there are two other peers sharing the capacity of source peer 1, hence, x;1(1) = 3. On
the other hand, downloading peer 7 is the only peer that is consuming capacity from peer
3, hence x;3(1) = 1. Since I;2(1) = 0, we have x;1(1) = 3, xi2(1) = 0, xs3(1) = 1. Similarly,
suppose that the downloading peer ¢ decides to connect to source peer 2 at the beginning

of the time slot t = 2, then we have x;1(2) = 0, x:2(2) = 3, x43(2) = 0 from Figure 4.3.



70

A downloading peer ¢ can then estimate the average capacity of source peer j by
o i BB (1)
] —
it Lij (#)
I (t)
Zt 1 ( ZGD(IU(t)C (’5)) (Ciep 13 (1)) Li5(1))
t:l Iij(t)

1 L (1) C5 (1)
tT:1 Iij(t)

Clearly, ¢;; is an unbiased estimator for ¢; = E{C}(t)}.

We argue heuristically that x;;(¢) can be used for estimating the number of down-
loading peers in the network as well. Recall that each downloading peer has an average

of L parallel connections, hence the average total number of connections is |D|L. Note
iy xai (t)
i1 i (1)
downloading peers connected to source peer j, from the downloading peer i’s point of view.

that x;; = is the estimate for E{}, p I;;(t)}, which is the average number of
Summing up the average number of downloading peers connected to source peer j gives
the total average number of connections in the network, i.e., |D|L. Thus, each downloading

peer ¢ can use ) .. Xij to estimate the number of all downloading peers |25| in the network.

JES
Then, the downloading peers can use their estimated system parameters to calculate the
connection probability to each source peer by replacing ¢; and |D| in (4.33) and (4.34) with
¢i; and |D).

Note that all the calculation so far is based on each peer’s own observation from the
network. Since no observation can be made without connection, we have to let p;; > ¢ > 0,
where € is a very small number to ensure that each downloading peer is able to observe and
estimate the global information rather than simply ignores some source peers completely.
Algorithm 1 summarizes our distributed algorithm for connection probability assignment.

In Algorithm 1, S;; holds the number of times that a downloading peer ¢ connects
to a source j. Only two variables R;;(T") and x;;(7T") are needed from each source j in time
slot T' to carry out the connection probability assignment. Here, we briefly explain the key
steps of Algorithm 1 in each time slot. From line 6 and 7, we first connect to L source
peers that have not been connected (S;; = 0) at a time to get a global estimates on the
parameters for the network as quick as possible. When S;; > 0, Vj, a downloading peer ¢
can then calculate the connection probability for each source peer j from lines 9 to 12 using

(4.33) and (4.34) with the estimated parameters. Lines 14 — 16 are the steps to update each
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Algorithm 1 Distributed Connection Probability Assignment
1 Sy =YL | I;(t) with initial value 0

2: In each time slot T*:

3: R;;(T) :=received capacity from a source j.

4: xi;(T) :=observed number of peers connected to j.
5. while !(file complete) do

6: if 3.5;; =0 then

7: Connect to L source peer from {j|S;; = 0} uniformly. Let G denotes the selected
set.

8  else

9 \75\1' _ ZJ-LXH

10: Calculate p;; using |D|,, ¢;; according to (4.33) and (4.34) with L in (4.32) replaced
by L' = L —|Sle

11: Pij = Pij + €

12: Connect to source peer j with probability p;;. Let G denotes the set of connected

source peers.
13:  end if

14: S =8 +1Vjed.

15: G5 = (Si =)y i (1) a5 () vVjiea.

ij
16: Xij = (S"j’l)’gﬂ]'_*x”(T) VjieG.

17: end while

downloading peer i’s estimated parameters, namely ¢;; and X;;. We have to emphasize again
that the estimates of both ¢;; and X;; cost almost no communication overhead because they
are updated only when ¢ decides to connect to j. In summary, our Algorithm 1 is simple
and fully distributed. In Section 4.4, we show the performance of Algorithm 1 via NS-2

simulations.

4.4 Simulations

In this section, we use NS-2 simulations to compare the performance of peer selec-

tion strategies in a P2P network. A simple illustration of our network setting is depicted in
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Figure 4.4. The Internet cloud consists of many inter-connected nodes including backbone
routers and edge routers. We assume that the Internet backbone has high bandwidth and
does not introduce any congestion, implying that the main bottleneck is the access link of
each peer. Such assumption enables us to run simulations using a network topology similar
to a star-shaped topology. We first setup a meshed network of five core routers. The link
between any two routers has a bandwidth of 1Gbps with delay of 10ms. We have 50 peers
connecting to the core routers and the access links of the peers have different bandwidth
limits. To reflect a general network setting for the access bandwidth, we configure 10% of
the total 50 peers to have 10Mbps upstream (from peer node to the center node) capac-
ity limit, 20% to have 5Mbps, 40% to have 1Mbps and the rest to have 100Kbps. These
groups represent situations in typical LAN, high speed cable/DSL, low speed cable/DSL,
and modem connections, respectively. We set 10Mbps as the downstream capacity limit so

that the transmission bottleneck will most likely be at the source peers.

Bandwidth
Limited Link
ZND
~

@ Modem

<

g
/

Cable DSL

Figure 4.4: The illustration of the network used in our NS-2 simulation. We assume that
the Internet backbone does not introduce any congestion. The upstream access link of each
peer is bandwidth limited.

Note that each node’s upstream bandwidth is not only shared among other peers
connected to it but also by some other network applications as in real world case. We model

those non-P2P traffic by using the on/off Pareto traffic generators in NS-2. We set both the
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average “on” and “off” periods to be 10 minutes. When a traffic source is in the “on” state,
it generates a constant bit-rate traffic at 90% of the full upstream capacity. Hence, the long
term upstream average capacity for P2P traffic will be 55% of the access link bandwidth
limit. The P2P file transfer traffic is carried over the TCP connection in NS-2. Note that
in our NS-2 simulations, the actual capacity fluctuation in each of connections of a peer is
governed by not only those asymmetric physical bandwidth limits, but also the actual TCP
congestion control algorithm, the number of concurrent connections to the source peer, and
the random Pareto on/off background traffic, i.e., it is stochastic in time and heterogeneous
over space. As we have stated in Chapter 1, we are only interested in the peer selection
algorithm itself rather than the problem of free-riders. All peers can serve as source peers,
hence |S| = 50. The number of downloading peers ranges from 10 to 50. Here, we set the
number of average parallel connections L = 2.

First, we show the performance difference between the simple “connect-and-wait”
strategy and dynamic peer selection with no connection preference (uniform selection). Un-
der the “connect-and-wait” strategy, the file is divided into 2 pieces of equal size. Under
dynamic peer selections, we set the basic data transfer unit (chunk) to be 16KB and each
time slot is set to be 1 minute. We choose these two strategies for separate comparison pur-
poses because “periodic uniform peer selection” alone already makes drastic improvement
over the “connect-and-wait” strategy. We then compare the performance between periodic
uniform peer selection and other algorithms to demonstrate the effectiveness of the optimal
strategies more clearly. We first set the file size F'=50MB for the ease of presenting our
results. We have also run simulations using larger file sizes and observed the same result.
(“connect-and-wait” strategy always performs worst)

Figure 4.5 shows the results for our first scenario. The line marked with “uniform”
is the result of the periodic uniform selection, and the line marked with “permanent” is the
result for the “connect-and-wait” strategy. In all cases, we can see at least 50% reduction
in average download time by using periodic uniform peer selection. In some extreme cases,
take |D| = 50 as an example, the average download time for “connect-and-wait” strategy
is almost 4 times longer than the periodic uniform selection. The result is exactly what
we anticipated from our discussion in Section 4.2. Next, we show that under the dynamic
peer selection schemes (non-uniform), the average download time can be further shortened

by selecting peers using the optimal connection probabilities. The duration of each time
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Figure 4.5: The average download time for periodic uniform peer selection and “connect-
and-wait” strategy. There are 50 nodes and no free-riders, hence |S| = 50. The number of
downloading peers varies from 10 to 50.

slot is still 1 minute. We compare the performance between the uniform strategy (periodic
uniform peer selection), the centralized optimal selection strategy in (4.33)—(4.34) and the
distributed strategy (Algorithm 1) in Section 4.3.5. We change the file size to 200MB, which
is typical for some video clips that contribute to long sessions so as to reflect a more general
and realistic case.

Figure 4.6 shows the average download time along with its 95% confidence interval
for three different dynamic peer selection strategies. It is clear that both the centralize
optimal strategy and the distributed strategy offer a performance boost over the simple
uniform peer selection. Note that this simple uniform selection is still much better than
the usual connect-and-wait strategy as shown in Figure 4.5. Comparing the performance
difference between uniform peer selection and that of our centralized algorithm, we have
to emphasize again that even if our numerical example in Section 4.3.4 shows the optimal
peer selection probability tends to move towards a uniform distribution when the level of
competition increases, a subtle deviation from uniform distribution still gives us significant
performance improvements.

It is clear that the optimal strategy can further reduce about 50% of the average

download time compared with the periodic uniform selection strategy over most range of
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Figure 4.6: The average download time for three dynamic peer selection strategies: pe-
riodic uniform peer selection (Uniform), the centralized optimal strategy in (4.33)—(4.34)
(Optimal), and the distributed strategy in Algorithm 1 (Distributed).

values of |D|. We see that our simple distributed algorithm derived from the centralized
optimal strategy can still reduce the average download time by 10% to 15%. Clearly, there is
a performance gap between the distributed algorithm and the centralized optimal strategy.
This is inevitable due to the estimation errors in our simple distributed algorithm. To
confirm our hypothesis, we redo the simulation using a file with 400MB in size. We plot
the ratio between the average download time using non-uniform peer selection and uniform
peer selection under different file sizes in Figure 4.7 to demonstrate the effect of estimation
error. The value in the Y-axis is the fraction of the average download time of non-uniform
selection algorithms over the average download time of uniform peer selection.

As we can see from Figure 4.6, the average download time for the distributed
algorithm ranges from 1500 to 2000 seconds, which means that a downloading peer can
switch it source peers 25 to 35 times on average. Hence, each peer will make around 60
observations of the system (L = 2). Note that we have 50 source peers in the network
and such number of observations (60) is not enough to obtain accurate estimates for c;,
especially under highly stochastic and heterogeneous environment as in our setting. In

other words, The estimate ¢;; may not be close to the real value of ¢;. On the other hand,
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Figure 4.7: The reduction in the average download time for different peer selection strategies
over the uniform peer selection.

we have noticeable performance improvement when we increase the size of the file from
200MB to 400MB. Note that the file download session for a 400MB file is certainly longer
that for a 200MB file in absolute value. Hence, each downloading peer is able to obtain
a more accurate estimates on the required system information, namely the ]i)]l and ¢,
respectively. Hence, the level of download time reduction is greater when downloading a
400MB file. We can see clearly from Figure 4.7 that the line representing the reduction
under 400MB file is more closer to the line representing the result of using centralized
algorithm.

It is obvious that we can obtain more accurate estimates about the system by
transferring larger files or making each time slot smaller. However, making each time slot
small has its drawbacks, i.e. increasing the overhead for connection establishment and
tear-down. Further, from our simulation results, we may achieve performance close to
optimal if we download a file much larger than 400MB (1GB perhaps). However, not all file
downloads involves files with huge size. Hence, our distributed algorithm has its limitations
in real world practice in its current form. An immediate extension of our work is to develop
some distributed algorithms that can gather and estimate system information with great
accuracy so that we can achieve significant download time reduction under small file size

while keeping the size of each time slot reasonable.
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Chapter 5

Conclusions and Future Work

5.1 Conclusion

In this thesis, we jointly consider many factors that have impact on the average
download time, which are often considered separately in the literature, and derive an optimal
centralized peer selection strategy that greatly improves content delivery performance in a
stochastic heterogeneous P2P network. In contrast to the commonly-held practice focusing
on the notion of average capacity, we have shown that both the spatial heterogeneity and the
temporal correlations in the service capacity can significantly increase the average download
time of the users in the network, even when the average capacity of the network remains
the same. From our results in Chapter 3, it becomes apparent that all P2P algorithms
regarding the download time should focus directly on ‘time’ rather than on ‘bytes’, and
the notion of average service capacity alone is not sufficient to describe each user’s average
performance in a P2P network.

Further, we address some of the often neglected issues, namely, the competition
for resource among multiple concurrent downloading peers, jointly with the spatial hetero-
geneity and temporal correlation in service capacities of the source peers in Chapter 4. We
derive the relationship between the average download time and system performance metrics
such as system utilization and level of competition, and develop our optimal peer selection
strategies based on this relationship. We are also able to explain the fundamental impact
of using parallel connections in such networks. We show that a simple heuristic suboptimal

distributed algorithm derived from our centralized one can greatly improve performance
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over the uniform random peer selection, with almost no computational overhead.

5.2 Future Work

One of the major characteristics of a P2P network is self-organization. In other
words, peers must have significant or total autonomy from central servers, which implies
that a good peer selection algorithm should be completely distributed. From the simulation
results presented in Chapter 4, our distributed algorithm is suboptimal and there exists
a space for performance improvement. Exploring more approaches towards developing a
distributed algorithm that can achieve performance closer to that of our centralized peer
selection algorithms is an immediate extension of the result of this thesis.

With the rapid growing of streaming applications that utilize P2P technology, we
should develop peer selection strategies that are suitable for media streaming applications.
Although file-sharing and streaming applications share the same general purpose: spread
a file in the network, streaming applications have much more strict constraints. In file-
sharing systems, the average download time is often the only metric and hence peers often
try to maximize their data rate. On the other hand, in streaming applications, not only the
data rate is important but the time and the order at which contents (Bytes) arrive at the
receiving peer is also important. Data arrives after the playback deadline or out of order
is often considered useless. Useless data causes disruption in stream playback. A future
research direction would be incorporate the idea of switching source peers periodically into
peer selection algorithms in P2P streaming applications. We identify some of the important

issues and challenges for our future research direction as follows.

1 Incorporate the cost of switching connections. One focus of our algorithm presented in
this work is utilizing the diversity of the network by switching possible source peer. In
an unstructured P2P network, a search phase is often required before a new connection
can be made. Searching for new source peers requires time and incur overhead traffic.
In file-sharing applications, the time required to establish new connections is relatively
small compare to the typical long session time [96]. Further, due to the fact that the
lifetime of peers in P2P file-sharing applications is typically very long, a downloading
peer can often actively switch its source peers. Peers switch its source peers actively

are able to do a graceful handoff, i.e. negotiate a new connection before disconnecting
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a current link, hence reducing the impact of switching peers (the flow of data is not
likely to be interrupted). On the other hand, the typical session time in streaming ap-
plications is often very short and over 70% of the sessions are less than 1 minute [97].
Hence, peers may be forced to switch their source peers due to their source peers de-
parting the network. This characteristics of short-lived streaming sessions introduce
new challenges because the time period that is required for establish new connections,
during which the downloading peer receives nothing from the network, have an impact
on the performance. Although many modern streaming softwares implements play-
back buffers to combat connection disruptions. Having playback buffers alone does
not solve the issue of playback stutters in real world. To recover from a connection
loss, a peer selection strategy has to be able to find a source peer that offering data
rate larger than the required minimum streaming rate. It is obvious that the longer
we wait for the search algorithm to return possible source peers, the more likely that
we can find a peer offering large data rate. However, the longer we wait, the more
likely we are going to experience a buffer underflow and hence an interruption in play
back. Hence, a good peer selection strategy for streaming applications should consider

the “cost” for switching peers.

Combine lifetime and capacity information. Recall that streaming applications are
sensitive to connection loss. It is well known that a peer tends to stay in the system
longer if it has already been in the system for a while [79, 27]. In other words, the
“age” information of a peer can be used to predict whether it will depart the network
soon. Several studies try to minimize the probability of connection loss (or node
isolation) of a downloading peer due to its neighboring peers departing the network
by utilizing the age information of its neighboring peers. However, connection loss
is often inevitable when most of its neighboring peers have short lifetime. Hence,
another approach to minimize the impact of a connection loss is to maximize the rate
at which playback buffer is refilled after a peer experiences a connection loss. As we
mentioned in the previous paragraph, searching and establishing connections to new
peers require time. The time that a source peer can contribute its capacity is its
residual lifetime in the network. Considering the fact that searching for new peers

takes time, the “effective” capacity that a downloading peer receives from a source
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peer is prorated by the time period spent on searching. Therefore, a downloading peer
should consider the capacity as well as the residual lifetime of a possible peer when
making a selection decision. For example, if we have to choose one peer from the
two peers offering the same upload capacity of 10Mbps. One of them has a residual
lifetime of 1 minute while the other has a residual lifetime of 30 minutes. The obvious
choice is the one with longer lifetime. From the simple example above, it is important
that we incorporate both the lifetime information and the capacity information when

designing a peer selection strategy for streaming applications.
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