
ABSTRACT

GADIRAJU, KRISHNA KARTHIK. AgAI: A Machine Learning Framework for Agriculture. (Under
the direction of Ranga Raju Vatsavai).

In this dissertation, we study crop mapping and health monitoring which are essential for

farmers to make informed decisions. Remote sensing provides continuous spatiotemporal data

to analyze and map and monitor crops from local to global scales. However, several challenges

need to be addressed to make this whole process operational.

Though remote sensing data is freely available, there are no good benchmark datasets for

crop mapping. We address this challenge by building a benchmark dataset with over 60000

patches collected from USDA’s NAIP and MODIS imagery for six predominant crop types from

9 states across the USA. A second associated challenge is the availability of ground-truth data.

Unlike computer vision datasets like ImageNet, where labeling is done with crowdsourcing,

collecting ground truth for crops spread across large geographic regions requires greater exper-

tise and effort. Since training deep neural networks from scratch is computationally expensive

and requires large training datasets, we study transfer learning to overcome the limited labeled

data challenge. Given the difference in domains between natural images and remote sensing

imagery, using well-known pretrained CNNs purely as off-the-shelf feature extractors results

in comparatively poor performance. However, finetuning the CNNs by using the pretrained

weights purely for initialization and by freezing the early layers of the networks and finetuning

the remaining layers achieve approximately 33% and 62% reduction in error rate in comparison

to the naive strategies of training from scratch and using the pretrained networks as off-the-

shelf feature extractors. This purely spatial approach fails to exploit the temporal nature of crops

(e.g., phenology). For multi-temporal (NASA’s MODIS NDVI time-series) data, we observed

that training LSTM-based and 1D-CNN-based deep neural networks using crop phenology

information achieved better performance with a lower number of parameters compared to the

purely spatial approaches.

However, the standalone spatial and temporal approaches still suffer from high variability

associated with crop data. We overcome this limitation by developing a novel spatiotemporal

multimodal and multi-task two-stream neural network that jointly exploits both the high

spatial-spectral characteristics of high-resolution multi-spectral imagery and the phenology

characteristics from the high temporal resolution imagery. Our new solution demonstrated

a reduction of approximately 36% in error rate over the state-of-the-art solutions and the

standalone methods.

While crop mapping can be done accurately with satellite data, monitoring for crop diseases



and weeds requires better spatial and temporal resolutions. Recent drone technology offers

on-demand data acquisition capability for monitoring crop health. However, cloud-edge-based

hybrid solutions to analyze these real-time streaming data products suffer from latency and

bandwidth-related issues when transferring large amounts of data between the cloud and

the edge. Processing the data at the edge itself reduces this latency, but current edge devices

have limitations (low memory and computing power) for training deep learning models on the

fly. Also, supervised learning is not possible for real-time change monitoring on edge devices

as there is no ground-truth data for changes. To overcome these limitations, we developed a

lightweight scalable unsupervised GMM-based change detection solution for identifying weeds

in real time. Our framework employs a novel way to detect changes by comparing bitemporal

GMM models to detect new components that may correspond to new categories (e.g., weeds).

Experimental results demonstrate the efficacy of our solution.

In summary, this thesis addresses crop type mapping and crop health monitoring through

new machine-learning approaches that overcome several challenges. We systematically evalu-

ated our approaches on benchmark datasets and compared them against the state-of-the-art

approaches in drawing conclusions. We hope these initial insights may lay the foundation for

future research in building robust agriculture systems.
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CHAPTER

1

INTRODUCTION

1.1 Research Motivation

Some key areas of research focused on sustainability in agriculture include: identifying crop

coverage areas, crop health monitoring, crop yield prediction, and change detection. Identifying

accurate crop coverage, yield computation, and monitoring crop health are important from

an economic perspective. As described in (Kerner et al. 2020), reports on the progress and

health of crops produced by governmental agencies such as the United States Department

of Agriculture (USDA) are critical to the agricultural markets and futures. It is also important

from a sustainability perspective. It is estimated that 821 million people worldwide suffered

from hunger in 2018. According to the United Nations Food and Agricultural Organization

(FAO) (Dubois et al. 2014), 60% more food products need to be produced to sustain the needs

of the world population by 2050. The FAO estimated that 1.3 billion tonnes of food is wasted

each year globally, and in the US alone 20 billion pounds of produce is lost on farms yearly.

According to the FAO, nearly 14% of the food is wasted between the times of harvest and

retail (FAO 2019). Accurate mapping of crop distribution from local to global scales improves

productivity estimation and helps governments across the world make strategic decisions

for optimal utilization of the resources. Monitoring crop health is also important to ensure

optimal yield. Crops are susceptible to diseases, water stresses, and weather impacts, leading
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to production losses in the order of 20 billion pounds every year. Weeds impede the growth of

crops and reduce the productivity of major crops such as cotton by nearly 30% (Jabran 2016),

corn by 54% (Kansas State University 2016), and soy by 60% (Kansas State University 2016). As

a result, early detection of weeds is important for farmers to mitigate their impact and improve

crop yield.

In this thesis, we �rst tackle the challenge of building automated solutions for accurate crop

maps by developing multiple approaches for crop classi�cation using remote sensing imagery.

Next, we tackle the challenge of crop health monitoring by building an unsupervised method

for weed detection using UAV imagery. We will discuss the challenges associated with building

machine-learning methods for tasks such as crop classi�cation and crop health monitoring in

the following section.

1.2 Challenges

Challenges associated with crop classi�cation and crop health monitoring using remote sensing

imagery can be grouped into the following categories - domain, data, and methodological chal-

lenges. In addition to these challenges, crop health monitoring faces an additional challenge

of requiring real-time collection and analysis of data. We describe each of these challenges in

detail below:

1.2.1 Domain Challenges

This category deals with challenges that arise because of the domain, i.e., agriculture. High

variability can be observed between data collected for the same crop, based on a variety

of factors such as terrain, topology, weather, soil properties, crop health, date and time of

acquisition of the images, and the presence of noise due to cloud cover or the presence of

other classes such as built-up areas. Figure 1.1 shows some examples of variations caused due

to crop health, date of acquisition, and presence of other classes in the images. Depending

upon when the satellite image of a crop was acquired in its growth cycle, images belonging

to the same crop may look vastly different. In contrast, images belonging to different crops

may look vastly similar. This high variability causes misclassi�cation in crop classi�cation. In

addition, when performing tasks such as change detection for detecting weeds for crop health

monitoring, this natural variation can be identi�ed as a change instead of the actual changes

due to weeds.
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(a) (b) (c)

(d) (e) (f )

Figure 1.1: Variability observed in corn due to a variety of conditions such as crop health ((a),
(b)), location and date of acquisition of the images ((c), (d)) and presence of other classes such
as built-up area ((e) and (f))

1.2.2 Data Challenges

One of the perennial challenges faced by the remote sensing community for any supervised

machine learning task is the lack of large labeled datasets. In addition, the tasks are typically

limited by the spatial and temporal resolution of the satellite imagery being used. Table 1.1

describes some of the popular data sources used in the recent past and their approximate

spatial and temporal resolutions. In general, most satellite data sources have only one feature -

either good spatial resolution or good temporal resolution. In contrast, UAV imagery can have

high spatial and temporal resolutions. However, their area of coverage is typically much smaller

in comparison to satellite imagery.

In terms of crop mapping, traditionally, satellites with lower spatial resolution such as Mod-

erate Resolution Imaging Spectrometer (MODIS, 250m spatial resolution) (Huete et al. 1999),

LANDSAT (30m spatial resolution) have been used to map the crops around the world (Sun et al.

2020; Kerner et al. 2020). Classi�cation of data using coarse-resolution imagery such as MODIS

is purely dependent on the spectral values since the size of an object is signi�cantly lower

than the size of a pixel. The lower spatial resolution results in the blending of neighborhood

pixels and does not allow for the development of �ne-grained crop maps. The lower spatial

resolution also does not allow for accurate crop health monitoring tasks such as disease and

weed detection, since the area covered by diseases and weeds is typically very small and may

not be captured by coarse spatial resolution imagery.
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In contrast, very high spatial resolution (VHR) multispectral imagery such as the data

provided by the National Agricultural Imagery Program (NAIP, 1 m spatial resolution) (NAIP

2020) and UAV imagery allows for higher spatial information. The high spatial information

allows individual objects within a region to be distinguished and allows for the development

of �ne-grained crop maps and weed detection. In particular, in Asian countries where farm

sizes are much smaller, high-resolution images are critical for crop mapping. However, sources

such as the data provided by NAIP have a low temporal resolution, which might impede

differentiating different crops with similar growth pro�les.

One possible research direction is to combine the high-spatial and high-temporal informa-

tion from the relevant data sources. Additional data sources such as Synthetic Aperture Radar

(SAR) imagery can also be incorporated as a different modality to introduce complementary

information to improve accuracy. A majority of the past research for combining information

from multiple data sources either a) uses methods such as interpolation and pan-sharpening to

match the resolutions of these satellite sources, or, b) uses the sources alone, and not together.

However, with the advent of deep learning methods which are adept at identifying features

relevant to the task at hand, using these sources at their native resolutions and then combining

the extracted features from these deep neural networks has become an active area of research.

Table 1.1: Summary of popular satellite imagery sources.

Satellite Spatial Resolution Temporal Resolution

MODIS 250 m - 1 km daily

LANDSAT 8 15 m - 100 m approximately 16 days

SENTINEL 2 10 m - 60 m approximately 10 days

NAIP 1 m approximately once every year

1.2.3 Methodology Challenges

Traditional image classi�cation efforts can be broadly categorized into uni-temporal (purely

spatial) or multi-temporal (purely temporal and spatiotemporal) approaches. We discuss these

methods in detail in Chapter 3. Traditional pixel-based, object-based, neighborhood-based

approaches, and patch-based approaches for crop classi�cation often require the creation

of hand-crafted features for improving classi�cation. However, as described in (Cheng et al.

2017), identifying relevant features for a particular remote sensing classi�cation problem is a

challenging task. Deep neural networks such as Convolutional Neural Networks (CNNs) and
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Recurrent Neural Networks (RNNs) and their combinations can handle spatial autocorrelation

and temporal autocorrelation associated with satellite imagery and can automatically deter-

mine the relevant features. However, deep neural networks require large training datasets to

achieve optimal performance and have high computational requirements. Additionally, Deep

CNNs require high spatial-resolution imagery. Popular remote sensing sources such as MODIS

(250m) for crop classi�cation have coarse spatial resolution. As discussed earlier, coarse spatial

resolution leads to the aggregation of visual information. This hinders the ability of CNNs

to �nd low-level features relevant to the task. Finally, deep neural networks' performance is

hindered by high inter-class and low intra-class similarity.

1.2.4 Real-Time Analysis Challenge

In contrast to crop classi�cation, crop health monitoring tasks such as the detection of weeds

need to be performed in real-time to mitigate the loss in crop productivity. In other words, crop

health monitoring requires real-time collection and analysis of data. From a data collection

perspective, remote sensing data sources such as MODIS and LANDSAT imagery are unsuitable

for crop health monitoring due to the latency associated with the collection and processing of

this type of data. One alternative is to use data collected from Unmanned Aerial Vehicles (UAVs)

and process the data in real-time at the edge using low-compute edge computing devices. The

high computing requirement of traditional deep learning methods makes it a challenge to

apply these methods on edge devices. As a result, research needs to be conducted to develop

low-compute crop health monitoring methods that require limited labeled data and can be

performed in real time.

1.3 Thesis Statement

Crop classi�cation can be improved by jointly modeling the complementary information from

multiple modalities such as high spatial-spectral resolution imagery and high temporal resolu-

tion imagery. Lightweight unsupervised change detection solutions that can be performed on

edge computing devices can assist in monitoring crop health.

1.4 Thesis Overview

In this section, we provide a brief overview of the various contributions of this dissertation.

• Chapter 2 - Multimodal Crop Classi�cation Dataset: Given the lack of large-scale bench-

marking data for crop classi�cation, we built a large-scale multimodal dataset using
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publicly available data sources. The dataset consists of over 60000 data points of two

modalities: a) high spatial-resolution NAIP imagery and b) high temporal resolution

MODIS imagery. This dataset is used for evaluating the methods in Chapters 3 and 4.

• Chapter 3 - Standalone Spatial and Temporal Approaches For Crop Classi�cation: As

a �rst step, we build standalone spatial and standalone temporal approaches for crop

classi�cation. Given the large labeled data requirement of deep neural networks and

the limited labeled data available in the remote sensing domain, a) On the standalone

spatial front, we study whether we can generalize models across domains by performing

a comparative analysis of various transfer learning strategies for crop classi�cation. We

study the impact of training data size on the transfer learning strategies. Our experiments

indicate that using pretrained CNNs from a different domain purely as a feature extractor

results in comparatively lower classi�cation performance. However, freezing early layers

of the pretrained CNN or using the pretrained weights for initialization show gains even

when smaller training datasets are used; b) on the standalone temporal front, we study

whether training LSTM-based, 1D-CNN-based deep neural networks only using the crop

phenology information can achieve comparable performance to the much larger purely

spatial deep CNNs for different training data sizes. An empirical comparison shows

that the purely temporal networks achieve better performance than the purely spatial

networks with a lower number of parameters even when there is limited training data.

• Chapter 4 - Multimodal and Multitask Spatiotemporal Approaches for Crop Classi-

�cation: We observe that while transfer learning (purely spatial) and crop phenology

information (purely temporal) can help with the limited labeled data challenge, both

standalone approaches suffer from the variability challenge. Since the purely spatial

approaches use single-date imagery, two images of the same crop may look vastly dis-

similar (high intra-class heterogeneity), or two images of different crops may look vastly

similar (low inter-class heterogeneity). This can observed in Figure 1.2. While the purely

temporal approaches capture the entire crop phenology, they do not perform well when

the growth cycles of these crops are similar (refer to Figure 1.3).
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Figure 1.2: Inter- vs. intra-class heterogeneity. The top row shows two corn �elds that are very
dissimilar leading to high variability and the bottom row shows corn vs soybean �elds that are
spectrally similar. Corresponding one-dimensional pdf plots illustrate this point.

To better capture the variability in the data, we develop a spatiotemporal multimodal

and multitask solution that jointly exploits the complementary information from the

spatial and temporal data by processing both modalities together using a two-stream

neural network. We evaluate different methods for combining the information from

the two streams. We also evaluate multiple loss functions for the multitask solution

and demonstrate that using the uncertainty-based weighting (Kendall et al. 2018) helps

explain the contribution of each stream and scales better during training in comparison

to the weighted loss (Hou et al. 2017b) function.

Figure 1.3: NDVI values for 1000 randomly selected locations for different crops in the USA.
Low inter-class heterogeneity can be observed between the NDVI plots of corn and soy.
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• Chapter 5 - Towards Real-Time Crop Health Monitoring At the Edge:

As described in Sections 1.2.2 and 1.2.4, crop health monitoring requires high-resolution

data that should be collected and analyzed in real-time. The traditional methodology of

collecting data at the edge and transferring the data to the cloud can suffer from latency

and bandwidth-related dependencies, especially when transferring large amounts of

data. This can be avoided if the analyses are performed directly at the edge using edge

computing devices. However, edge computing devices have low computing and memory

capacity. We developed a cloud-edge hybrid unsupervised bi-temporal change detection

solution for crop health monitoring using Gaussian Mixture Models (GMM). We use

weed detection as a case study for crop health monitoring. By sharing only the GMM

parameters between the cloud and the edge, the amount of data transferred between the

cloud and the edge is greatly reduced. Experimental results demonstrate the scalability

of our approach. Experimental results also prove that our lightweight unsupervised

approach can serve as a good initial estimate for crop health monitoring.

• Chapter 6 - Conclusion and Future Work: Finally, in this chapter, we summarize our

contributions and provide directions in which this research can be extended in the future.
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CHAPTER

2

MULTIMODAL CROP CLASSIFICATION

DATASET

In this chapter, we �rst discuss the limitations of existing crop classi�cation datasets in Sec-

tion 2.1. Then, we describe the multimodal crop classi�cation dataset used in this paper and

how it addresses these limitations.

2.1 Existing Datasets

Several datasets have been created in the recent past for crop classi�cation. We describe some

of the recent datasets and their limitations below:

• Purely Temporal Datasets: The Breizh Crop dataset (Rußwurm et al. 2019) is a purely

temporal dataset containing mean aggregates of the 13 SENTINEL-2 spectral bands for

�eld parcels in Brittany, France. This large-scale dataset contains 580,000 high temporal

resolution time series data. While the dataset is large (580k time series, one per �eld

parcel) with high temporal resolution, it has lower spatial resolution compared to VHR

imagery such as NAIP, which is only available in the USA. (Remelgado et al. 2020) collected

nearly 8500 polygons of crop data from the Aral Sea Basin (ASB), Central Asia at different

9



times between the years 2008 - 2018. They collected the average NDVI values for a year as

a time series for each of these polygons. (Remelgado et al. 2020) is also purely temporal

and contains a limited amount of labeled data. In contrast, the spatiotemporal dataset

used in this dissertation has both high spatial and high temporal resolution.

• Purely Spatial Datasets: DeepWeeds (Olsen et al. 2019) is high spatial resolution im-

agery for different types of weeds collected using robotic vehicles. While this dataset

has the high spatial information we are seeking, it lacks high temporal information and

is restricted to a few select regions. The CropDeep species classi�cation and detection

dataset (Zheng et al. 2019) contains 31147 images of crops containing around 49000 anno-

tations collected using different cameras in a variety of conditions. Similar to the (Olsen

et al. 2019) dataset, this dataset lacks the high temporal information we are seeking in

this dissertation. Similarly, the VegFru (Hou et al. 2017a) dataset contains around 160,000

images for categorizing different kinds of fruits and vegetables. This dataset too lacks the

high-temporal information we seek. The Agriculture-Vision (Chiu et al. 2020) provides

multispectral VHR imagery for farmlands across the USA with labels regarding various

kinds of anomalies found in croplands. While this dataset has a high spatial resolution,

similar to (Olsen et al. 2019; Zheng et al. 2019), it lacks the high-temporal information we

are seeking for this work.

To overcome the limitations of the purely spatial and purely temporal datasets described

above, we developed a curated multimodal crop classi�cation dataset containing both high

spatial resolution and high temporal resolution data. We describe our dataset in the following

section.

2.2 Multimodal Crop Classi�cation Dataset

Over 60,000 data points (image patches) corresponding to the following crops: corn, cotton,

soy, spring wheat, winter wheat, and barley were collected from multiple locations across the

USA. The dataset consists of two modalities:

• Very High spatial resolution imagery (NAIP 2020): NAIP imagery has three spectral bands

(Red, Green, and Blue) and has a spatial resolution of 1m. The data is collected from

different parts of the USA for the years 2016 and 2017.

• High temporal resolution: 250m spatial resolution, bi-weekly temporal resolution Mod-

erate Resolution Imaging Spectroradiometer (MODIS) imagery. We use the Normalized

Difference Vegetation Index (NDVI) information from MODIS.
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Table 2.1: Number of training, validation and testing images per class for the multimodal crop
classi�cation dataset.

Crop #Train #Validation #Test
Corn 8049 2245 3560
Soy 8053 2245 3562
Cotton 8051 2245 3565
Spring wheat 6737 2245 2247
Winter wheat 5839 1946 1947
Barley 3903 1301 1302

In short, the dataset captures both high spatial and high temporal resolution information

unlike the datasets described in the previous section. The USDA Cropland Data Layer (CDL) (Bo-

ryan et al. 2011), produced by the United States Department of Agriculture (USGS), National

Agriculture Statistics Service (NASS) produces 30m resolution annual maps for 255 land-use

land-cover categories across the United States. We used the CDL maps for the years 2016 and

2017 as the reference for labeled data (ground truth), since performing manual surveys to

collect data at such a large scale is not practical. Several works use the CDL labels (Kerner et al.

2020; Belgiu and Csillik 2018; Zhong et al. 2019) as a substitute for ground truth. Table 2.1 shows

the 6 classes of data collected, and their train-validation-test splits.

2.2.1 Data Collection Methodology

The data for each crop was collected based on the availability of relevant satellite imagery. The

relevant data for each crop was collected from states where the speci�c crop is abundant. For

example, Iowa and Illinois are well-known for their corn and soy production. For the year 2017,

images and time series for various locations were collected for different crops from the states of

Iowa, Illinois, Georgia, North Dakota, Oklahoma, Alabama, Colorado, and Montana. This data

was carefully selected by only including the data collected during the crop growth season. Then,

7000 additional images for the year 2016 were collected for the crops corn, soy, and cotton from

North Carolina and were randomly added to the train and test sets. This introduced additional

geographical and annual variations as well as noise due to the presence of other aspects such

as roads and buildings.

We parse the CDL maps and extract 8 � 8 non-overlapping patches ( P1,P2, ...) where all (or a

majority) pixels within the patch belong to the same class. Then, we extract the high spatial and

high temporal resolution imagery for the same geospatial locations as the extracted patches

Pi . Given that the spatial resolution of NAIP imagery is 1m and that of CDL is 30m, an 8 � 8

CDL patch is equivalent to a 240� 240 NAIP patch. As a result, each extracted NAIP image
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patch is of size 240� 240. Simultaneously, the temporal information (crop phenology) for each

location corresponding to the center of the 8 x 8 patches Pi speci�ed above is collected. Given

the variable growth periods and growing seasons of the different crops used in this dissertation,

the time range for which the data is collected varies. As a result, we collect one entire year's

worth of temporal information for each location. Given the biweekly temporal resolution of

MODIS NDVI imagery, this results in a time series of 23 points for each location. We use the

open source python package gee_subset (Hufkens 2017) which uses the Google Earth Engine

(GEE) to extract the MODIS NDVI time series.

12



CHAPTER

3

STANDALONE SPATIAL AND TEMPORAL

APPROACHES FOR CROP CLASSIFICATION

3.1 Introduction

Using machine learning approaches to classify remote sensing imagery has been an active

area of research over the past decade. Several such works have addressed the task of crop

mapping. Crop classi�cation methods have evolved, driven by the development of advanced

and higher-resolution sensors and the availability of better computing resources such as

Graphical Processing Units (GPU). As discussed in Chapter 1, deep neural networks-based

classi�cation methods have become the preferred method for image classi�cation in the past

decade in a variety of domains such as natural images. However, as described in Chapter 1,

building deep learning models for crop classi�cation for remote sensing imagery is challenging

due to limited labeled data and the high variability associated with agricultural data. In this

chapter, we evaluate two deep learning approaches to address the challenge of limited labeled

data: From a purely spatial perspective (single image-view of a region), we evaluate whether

the use of transfer learning from a different domain can help improve predictive performance.

From a purely temporal perspective, we study whether using crop phenology information alone

(multi-view Normalized Difference Vegetation Index (NDVI) values for a region) can perform
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comparably with the more complex spatial models. The main objectives of this chapter are as

described below:

• We evaluate the ef�cacy of standalone purely spatial and purely temporal deep learning

approaches for crop classi�cation.

• For the purely spatial approaches, we evaluate how transfer learning can alleviate the

challenge of limited labeled data and improve the overall performance when using

the high spatial information from VHR imagery. We study various methods of transfer

learning on a benchmark data set (see Chapter 2) and identify the optimal transfer

learning strategies.

• For the purely temporal approaches, we evaluate whether using state-of-the-art temporal

deep networks such as LSTM and 1D-CNN with crop phenology information alone is

suf�cient to achieve comparable classi�cation performance to the considerably larger

(in terms of parameters and depth) purely spatial deep neural networks.

• We evaluate the impact of dataset size on the predictive performance of the standalone

approaches.

The rest of the chapter is organized as follows: we discuss relevant literature for crop

classi�cation in Section 3.2. This is followed by a description of the methodology used in this

chapter in Section 3.3 and the experiments and results are presented in Section 3.4. We �nally

discuss our �ndings in Section 3.5.

3.2 Related Work

We discuss the traditional crop classi�cation approaches and their limitations in Section 3.2.1.

Then, we dive into the state-of-the-art approaches, discussing how deep learning approaches

overcome the limitations of the traditional approaches. We talk about solutions to overcoming

the limited labeled data challenge when using deep neural networks in Section 3.2.2.

3.2.1 Traditional Methods

Most traditional crop classi�cation efforts can be grouped into the following categories: pixel-

based, neighborhood-based, object-based, or patch-based approaches. In this section, we

discuss these categories in detail.
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• pixel-based approaches (Mathur and Foody 2008; Benediktsson et al. 2008; Camps-Valls

et al. 2003; Ok et al. 2012): These classi�ers perform classi�cation on each pixel in

the image using their features. Single-instance classi�ers such as Support Vector Ma-

chines (SVM) (Mathur and Foody 2008), Multi-Layer Perceptron (MLP), and ensemble

approaches (Benediktsson et al. 2008) are used for classi�cation. Pixel-based methods

typically focus purely on the spectral properties of the image and ignore the spatial au-

tocorrelation. When dealing with VHR imagery, the size of a pixel is typically smaller

than the size of an object. As a result, per-pixel approaches perform poorly and achieve

noisy classi�cation results when dealing with VHR imagery. In general, they require addi-

tional feature generation to capture the spatial relationships between the neighboring

pixels. Another key limitation of per-pixel-based approaches for VHR imagery is the high

computational requirements for classifying each pixel in the image.

• neighborhood-based approaches (Shekhar et al. 2002; Ghamisi et al. 2013) using methods

such as Markov Random Fields (MRF) consider a larger spatial context by considering

the relationship between neighboring pixels. However, MRF-based methods are compu-

tationally intensive when considering VHR imagery.

• object-based approaches(Castillejo-González et al. 2009; Peña-Barragán et al. 2011; Im-

mitzer et al. 2016): typically follow a two-step procedure, to �rst identify individual objects

using methods such as image segmentation and then perform classi�cation of these

individual objects based on their properties. They are more popular for detecting objects

such as buildings and roads. The classi�cation outcomes for object-based classi�ca-

tion are dependent on the quality of the initial segmentation efforts and may require

additional feature engineering to improve the segmentation.

3.2.2 State-of-the-Art

In contrast to the three approaches mentioned above, patch-based approaches consider com-

paratively larger spatial neighborhoods. Patch-based approaches typically consider a rectangu-

lar neighborhood around a pixel for performing classi�cation. This includes methods such as

Bag of Words (BOW)-based (Vatsavai 2013; Blanco et al. 2020) methods where the neighborhood

around each pixel is represented as a bag of visual words (BOW) and classi�cation is performed

using methods that consider the properties of this BOW. The 'bag' representations are obtained

by identifying the key features in the data and the corresponding descriptors to identify these

key features. However, certain BOW representations also ignore the relationships between the

words in the bag, which may prove crucial in improving the predictive performance.
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The pixel-based, neighborhood-based, object-based, and BOW-based categories often

require the generation of additional features such as texture (Haralick texture (Haralick et al.

1979)) and indices (Normalized Difference Vegetation Index (NDVI), Enhanced Vegetation Index

(EVI), and Normalized Difference Built-up Index (NDBI)) to improve predictive performance.

However, as described in (Cheng et al. 2017), identifying the most relevant combination of

hand-crafted features for a particular remote sensing classi�cation problem is a challenging

task.

Deep neural networks such as deep CNNs on the other hand can perform representation

learning by detecting hierarchical task-relevant features as a function of low-level features

such as edges. However, Section 1.2.3 discussed the challenges associated with training deep

neural networks such as CNNs using the limited labeled data available. (Ghosh et al. 2021)

provides an overview of the challenges of performing Land Cover Classi�cation using remote

sensing data and discusses various methods used to address the problems of limited labeled

data. In this chapter, we discuss some well-known methods for alleviating the limited labeled

data challenge.

Greedy layer-wise unsupervised pretraining incrementally trains layers that can learn latent

representations using unlabeled data. This serves as a good initialization to then perform

�netuning using the small labeled dataset. Variants of this method were used in (Romero et al.

2015; Liang et al. 2018) to tackle the limited labeled data challenge. However, as described

in (Goodfellow et al. 2016), solutions such as transfer learning, Bayesian Learning, and deep

CNNs have overshadowed the greedy layer-wise unsupervised pretraining method. While other

methods such as self-supervised learning (Tao et al. 2022; Ayush et al. 2021) and zero-shot

learning have also overcome the limited labeled data challenges, our focus in this chapter will

be on transfer learning methods.

Transfer learning is a popular solution to the limited labeled data challenge. Formally, given

a source domain and its classi�cation task and the target domain and its classi�cation task,

transfer learning focuses on improving the target task using the knowledge gained from a source

domain (Pan and Yang 2009). Transfer learning tasks can be inductive or transductive (Pan

and Yang 2009) depending on the source and target domains and tasks. While methods such

as (Hao et al. 2020) have used the concept of transfer learning using traditional classi�ers

such as Random Forests to perform training on one region and performing predictions on a

different region, the source and target domains, and tasks both remain the same. In contrast,

we focus on transfer learning for patch-based classi�cation using deep neural networks where

the source and target domains and tasks are different. We discuss these categories in detail

below.

• inductive transfer learning (Pan and Yang 2009): In inductive transfer learning, the target

16



and source learning tasks are different but related, while the source and target domains

may or may not remain the same. Finetuning deep neural networks and multi-task

learning are some well-known inductive transfer learning approaches.

In supervised �netuning (Figure 3.1) for deep CNNs, the central idea is that a model

trained on a large source dataset (henceforth referred to as pretrained model) learns

suf�cient information that can be transferred to a smaller target dataset if the source

and target domains are similar. Since earlier layers in a CNN can identify generic fea-

tures (Yosinski et al. 2014) such as edges while the deeper layers identify task-speci�c

features, a subset or all of the pretrained model's layers can be combined with new layers

and trained on the target dataset (referred to as �netuning). If the extracted layers are

not trained again, the pretrained network acts purely as a feature extractor (Huynh et al.

2016). There is ample evidence demonstrating the ef�cacy of supervised �netuning when

using models pretrained on very large source datasets from a similar domain (e.g., clas-

sifying natural images using pretrained ImageNet (Deng et al. 2009) models). However,

given the lack of large 'source' labeled datasets in the remote sensing community, an

important question that we aim to answer in this work is to verify if the principle of

�netuning would improve predictive performance when using well-known models from

a dissimilar domain (such as ImageNet (Deng et al. 2009)). This is non-trivial, given the

differences in the two domains (Song et al. 2019) - overhead imagery vs natural images.

These differences exist not just in terms of the properties of the objects under considera-

tion (size, shape, and orientation), but also in the type of sensors (LIDAR, thermal, radar,

and multispectral (Song et al. 2019))

Some recent research efforts that use �netuning in the domain of remote sensing in-

clude: (Marmanis et al. 2016) train a smaller CNN on the features extracted from a much

larger CNN that was pretrained on the ImageNet dataset to show improved predictive

performance on the University of California (UC), Merced Land Use data set (Yang and

Newsam 2010). In other words, they used the pretrained model as a feature extractor.

(Cheng et al. 2018) use ImageNet pretrained models as feature extractors to extract spa-

tial features from hyperspectral imagery. They perform a metric learning-based feature

fusion of the extracted spatial and spectral features approach to improve classi�cation

performance. (Chew et al. 2020) also uses a network pretrained on ImageNet as a feature

extractor and trains a feed-forward neural network for classi�cation. In contrast, we eval-

uate a broader spectrum of �netuning approaches in addition to treating the pretrained

CNNs as feature extractors. (Nogueira et al. 2017) prove that �netuned networks gener-

ated more ef�cient features and improved performance on Merced (Yang and Newsam

2010), Brazilian Coffee Scenes (Penatti et al. 2015) and the RS-19 (Xia et al. 2010) data
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sets as opposed to training the networks from scratch or using hand-crafted features.

In (Yang et al. 2017), earlier layers of a network pretrained on different hyperspectral

imagery collected from the same sensor are combined with new randomly initialized

layers. It should be noted that the source and target domains belong to the same do-

main in (Nogueira et al. 2017; Yang et al. 2017). In contrast, this work studies whether

�netuning can assist in improving predictive performance even when the source and

target domains are different. While (Nowakowski et al. 2021) performs similar studies as

this work, they do not study the impact on �netuning strategies with increasing dataset

size as we presented in this paper. Other notable examples of inductive transfer learning

include meta-learning-based solutions (Rußwurm et al. 2020; Li et al. 2021b). While this

chapter focuses purely on inductive transfer learning and supervised �netuning, we

brie�y discuss the other forms of transfer learning below.

Multi-task learning: focuses on learning multiple related tasks simultaneously. This

results in an inductive bias, where the models learn to prefer one hypothesis over another,

resulting in improving the generalizability of the models (Ruder 2017). Some recent

developments in multi-task learning include (Benedetti et al. 2018; Bischke et al. 2019;

Liu and Shi 2020; Dobrescu et al. 2020). We will discuss more on (Benedetti et al. 2018) in

the next chapter.

• transductive transfer learning (Pan and Yang 2009): In transductive transfer learning,

the source and target tasks are the same, while the source and target domains are dif-

ferent. Domain adaptation (DA) is a well-known transductive transfer learning strategy

that identi�es features invariant to both source and target domains (Ghosh et al. 2021).

Learning invariant features can be particularly useful in crop classi�cation to address

the high variability challenge. (Elshamli et al. 2017) discusses several domain adaptation

methodologies used by the remote sensing community to overcome the variability chal-

lenges. Some recent DA-based approaches include (Othman et al. 2017; Jia et al. 2019; Yu

et al. 2021).

• Multi-source learning: We de�ne multi-source learning as methods that consider more

than one source of data for the same region such as, considering multiple periods using

the same satellite i.e., multi-temporal or multiple remote sensing sources. By providing

multiple sources of information (views / sources/ time periods), the goal is to provide

additional information to improve predictive performance. For example, crop phenology

information is captured when NDVI information from multiple time periods is captured

and will improve classi�cation performance. As a result, all multitemporal crop clas-

si�cation efforts can be considered a subset of this category of learning. (Zhong et al.
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2019) demonstrates several multi-temporal solutions - an LSTM-based and a 1D-CNN-

based network for crop classi�cation using LANDSAT 7 and 8 Enhanced Vegetation Index

(EVI) time series data for the year 2014. The main contribution of (Zhong et al. 2019)

is incorporating the Inception (Szegedy et al. 2015) module in their 1D-CNN network.

Tables 3.1 and 3.2 show the architectures of the LSTM and 1D-CNN networks de�ned

in (Zhong et al. 2019). In this chapter, we compare our outcomes against neural network

approaches de�ned by (Zhong et al. 2019). We discuss methods that capture information

from multiple sources of satellite imagery in the next chapter.

Table 3.1: Structure of z-LSTM (Zhong et al. 2019).

layer name layer output shape
input layer batch size x 23 x 1
lstm_1 batch size x 23 x 32
lstm_2 batch size x 23 x 32
lstm_3 batch size x 23 x 32
lstm_4 batch size x 32
z_FC_1 batch size x 64
Softmax batch size x 6

Table 3.2: Structure of z-1D-CNN (Zhong et al. 2019).

layer name layer output shape
input layer batch size x 23 x 1
conv_1 (kernel_size = 3) batch size x 21 x 64
inception_conv_1 (from conv_1), (kernel size = 3) batch size x 19 x 128
inception_conv_2 (from conv_1), (kernel size = 5) batch size x 17 x128
inception_maxpool (from conv_1) batch size x 10 x 64
inception_conv_3(from maxpool) (kernel size = 1) batch size x 10 x 128
concatenation (conv_1, conv_2, conv_3) batch size x 46 x 128
dropout_1 batch size x 46 x 128
conv_2 (kernel size = 3) batch size x 44 x 128
dropout_2 batch size x 44 x 128
conv_3 (kernel size - 3) batch size x 42 x 256
dropout_3 batch size x 42 x 256
�atten batch size x 10752
z_FC_1 batch size x 512
dropout batch size x 512
Softmax batch size x 6
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Figure 3.1: Supervised �netuning procedure. In this approach, the convolutional layers of
the network denoted by (a) remain the same in the SOURCE and TARGET networks. On the
source side, the full network (made up of convolutional layers (a) and fully connected layers
(b)) has been trained on a large source dataset (e.g., ImageNet). For supervised �netuning, the
weights of CNN (a) from SOURCE are used to initialize the CNN (a) on the TARGET side. New
fully connected / convolutional layers (c) are added to the network on the TARGET domain as
necessary. This new TARGET network is �netuned on the smaller target dataset using the three
methods described in (d).

3.3 Methodology

In this section, we will discuss the network architectures, and the training and inference

methodology for the purely spatial and purely temporal networks. As discussed earlier, we

study supervised �netuning-based transfer learning approaches for purely spatial approaches,

while we discuss LSTM-based and 1D-CNN-based network approaches for the purely temporal

approaches.

3.3.1 Purely Spatial Approaches

As shown in Figure 3.1, in supervised �netuning, the focus is on transferring relevant knowledge

learned on a large dataset to train a smaller dataset. Since the source and target domains in

this case are vastly different, we evaluate several supervised �netuning approaches aimed at

identifying the amount of information that can be transferred between the two domains. We

describe 4 training strategies below:

• s1 - Random Weight Initialization: No information is transferred from the source domain
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to the target domain. In other words, this strategy is the traditional method of training

from scratch. The weights of the deep neural network are initialized randomly. We conduct

experiments using this strategy to understand the challenge of training deep neural

networks using limited labeled data.

• Finetuning Strategies: As described in (Yosinski et al. 2014), the earlier layers of a deep

CNN represent / identify simple generic features such as edges and simple textures, while

more complex task-speci�c features are identi�ed by the deeper layers. Therefore, the

amount of features that can be transferred depends upon the similarity of the source and

target domains and tasks. Some common �netuning practices are:

– s2 - Pretrained network as a Feature Extractor: This is the most commonly used

�netuning approach. In this strategy, we do not train the pretrained CNN layers

(also known as freezing the layers) on the target dataset. Instead, only the newly

added classi�cation layers are trained. In other words, all the information from the

source domain is transferred to the target domain.

– s3 - Freezing part of the pretrained network : This procedure involves not training

speci�c layers of the CNN, such as the earlier layers, and training only the later

layers to detect task-speci�c features. To identify how much information can be

transferred (even when the source and target domains are different), we perform

multiple experiments while progressively increasing the number of frozen layers in

the network, starting from the �rst three layers to the penultimate layer. s3 reduces

to s2 if all the pretrained network layers are frozen. Additionally, the pretrained layers

that are being �ntetuned use the pretrained weights as initialization.

– s4 - Using pretrained weights as initialization: This strategy involves training the

network from scratch. However, the target network's weights are initialized using

the pretrained weights.

3.3.2 Purely Temporal Approaches

We describe the architectures of the two purely temporal networks designed in this dissertation

below.

• t-LSTM (Gadiraju et al. 2020): This is made up of a many-to-one LSTM (Hochreiter and

Schmidhuber 1997) layer with a dropout which is connected to a fully connected layer

(named T-FC-1) with ReLU activation. Table 3.3 shows the structure of this network.
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Table 3.3: Structure of t-LSTM.

layer name layer output shape
input layer batch size x 23 x 1
lstm_1 batch size x 100
T_FC_1 batch size x 32
softmax batch size x 6

• t-1D-CNN (Gadiraju et al. 2020): Table 3.4 describes the structure of this network. The

network is made up of two 1D convolutional layers c onv_1 and c onv_2, with 32 and

64 feature maps respectively which are separated by a dropout layer. We apply average

pooling along the temporal dimension to the tensor obtained from c onv_2 which is

then �attened and passed to a fully connected layer (named T-FC-1).

Table 3.4: Structure of t-1D-CNN.

layer name layer output shape
input layer batch size x 23 x 1
conv_1 (kernel size = 3) batch size x 23 x 32
dropout batch size x 23 x 32
conv_2 (kernel size = 3) batch size x 23 x 64
average pooling batch size x 11 x 64
�atten batch size x 704
dropout batch size x 704
T_FC_1 batch size x 64
softmax batch size x 6

In the next section, we describe the experimental setup and discuss the outcomes of the

experiments.

3.4 Experiments and Results

In this section, we describe experiments designed to evaluate the various purely spatial and

purely temporal approaches.
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3.4.1 Hardware and Software Con�guration

We perform our experiments on NVIDIA RTX GPUs on the ARC cluster (Mueller 2022) and a

ThinkStation P920 workstation with a NVIDIA GV100 GPU. For building, training, and eval-

uating the deep learning model, we used the Tensor�ow (Abadi et al. 2016) deep learning

library.

3.4.2 Experiments

In this section, we describe various experiments to evaluate the training strategies s1 � s4 and

the purely temporal networks described in Section 3.3. The purely spatial approaches are

evaluated on the high spatial resolution NAIP imagery collected as part of our benchmarking

dataset. The purely temporal approaches are evaluated on the high temporal MODIS NDVI

time series data collected as part of our benchmarking dataset.

We create 4 variants of the benchmarking dataset: D1, D2, D3 and D4 each containing ap-

proximately 25%, 50%, 75%, and 100% of the original training data to study the relationship

between dataset size and predictive performance of the standalone approaches. Strati�ed

sampling is performed when creating the datasets. While the training dataset size changes

from D1 to D4, the test data remain the same for all 4 variants of the dataset. In other words,

all experiments are evaluated using the entire test set (16183 images). Figure 3.3 depicts the

training dataset sizes.

Each experiment follows the pipeline of preprocessing, training, inference, and evaluation.

While we follow the same preprocessing procedure for all the experiments, speci�c parts of the

training procedure differ depending on the training strategy and the underlying network. We

describe each step in detail below:

Figure 3.2: Architecture of VGG16 Network (Simonyan and Zisserman 2014b).
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Preprocessing

In all the experiments on the purely spatial networks, the NAIP imagery, (originally 240� 240)

is resized to 224� 224 to match the input shape of the underlying deep CNN backbone. The

image features are normalized to prevent numerical over�ow. In all the experiments on the

purely temporal networks (t-LSTM, and t-1D-CNN), �rst, we preprocess each NDVI time series

and �ll in missing values using nearest neighbor interpolation. The time series values are then

scaled.

Training

For both the purely spatial and purely temporal networks, we perform training for 32 epochs

with a batch size of 32. Dropout (Srivastava et al. 2014) and early stopping (Caruana et al.

2001) are used for regularization. We use categorical cross-entropy loss and the Adam (Kingma

and Ba 2014) optimizer in the training. In each experiment, we perform a grid search on

the initial learning rate for the Adam optimizer and the dropout rate to identify the optimal

hyperparameters. The hyperparameters that achieve the highest validation accuracy are picked.

Figure 3.3: Dataset Size vs Number of Training Instances.

• Purely Spatial Networks: Based on the �ndings in the previous work (Gadiraju and

Vatsavai 2020), we choose the VGG network as our backbone network. Figure 3.2 shows

the architecture of the VGG16 (Simonyan and Zisserman 2014b) network. The VGG16

network has 13 convolutional layers separated by 5 pooling layers for dimensionality

reduction and 3 fully connected layers for classi�cation. As described earlier, we use the

pretrained network that was trained on 1000 classes of the ImageNet dataset (Deng et al.

2009). We replace the classi�cation heads in the original network with a Global Average

Pooling layer, followed by two fully connected layers F C1 (512 units), F C2 (256 units)

with ReLU activation followed by a fully connected layer (6 units, equal to the number

of classes) with softmax activation to achieve the predicted probabilities. F C1 and F C2
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have a dropout layer in between for regularization. Next, we discuss the speci�c training

procedures for each of the 4 strategies:

– Strategy s1: As described in Section 3.3, the network is being trained from scratch

with random weight initialization, and no information is transferred over from the

pretrained model. The entire target network is trained on the benchmark dataset. We

perform four experiments using this strategy to help us understand the importance

of the dataset size on model performance. Each experiment involves training the

model using strategy s1 on each of the 4 datasets D1, D2, D3 and D4.

– Strategy s2: As described in Section 3.3, in this strategy, the pertrained network is

purely a feature extractor. Only the newly added classi�cation layers ( F C1, F C2) are

trained, while we freeze the pretrained layer weights. Similar to the experiments

performed on s1, four experiments are performed using strategy s2 on datasets D1

to D4.

– Strategys3: As described in Section 3.3, this strategy evaluates how much information

is transferable between the two domains. For each dataset, D1 to D4, we perform

multiple experiments where we freeze speci�c layers of the network and train the

rest of the layers.

– Strategy s4: As described in Section 3.3, this strategy focuses on training the model

from scratch. The difference between this strategy and s1 is that the weight initial-

ization is using the ImageNet pretrained weights. Similar to the rest of the strategies,

s4 is also evaluated on all the 4 datasets.

• Purely Temporal Networks: We employ the following procedure for training the purely

temporal networks. As explained earlier, only the temporal data (NDVI time series) is

provided as input to the purely temporal networks. For the t � LST M and t � 1D � C N N ,

a grid search is performed using the pre-processed training and validation data to identify

the optimal hyperparameters (initial learning rate and dropout rate). The LSTM-based

and 1D-CNN-based networks in (Zhong et al. 2019) (henceforth referred to as z � LST M

and z � 1D � C N N respectively) serve as the state-of-the-art for comparison. Grid search

is performed using the validation dataset to identify optimal hyperparameters for each

method and the hyperparameters with the highest validation accuracy are chosen. While

training, the weights of the epoch with the lowest validation loss are saved. It is to be noted

that while (Zhong et al. 2019) generated additional features such as HANTS (Verhoef 1996)

and TIMESAT (Jönsson and Eklundh 2004), their experimental results demonstrated that

the Z � 1D � C N N using EVI time series data achieved best classi�cation performance
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in comparison to other approaches. As a result, we train the state-of-the-art methods

on the NDVI time series component of our dataset. Training parameters such as batch

size were adjusted according to our dataset for z � LST M and z � 1D � C N N . We �rst

evaluate all the purely temporal approaches on the largest version of our dataset ( D4).

Then, the best purely temporal method is evaluated on all 4 datasets for comparison with

the purely spatial approaches in terms of training dataset size.

The outcomes of these experiments are discussed in Section 3.4.3.

3.4.3 Evaluation and Discussion

Once the optimal hyperparameters have been identi�ed for each approach, we perform train-

ing and inference using the identi�ed optimal hyperparameters �ve times and calculate the

aggregate mean and standard deviation of the error rates.

Table 3.5 depicts the error rates obtained for the four training strategies for the purely spatial

approaches. In addition, Figure 3.4 shows the t-SNE plots for all the outcomes of experiments

from Table 3.5 and Figure 3.5 shows the confusion matrices for the spatial approaches. Each

row in the table corresponds to one of the strategies ( s1 � s4), while each column corresponds

to the dataset ( D1 � D4) used for that approach. In the rest of this section, we will refer to the

combination of the training strategy and the corresponding data subset using the (si � Di )

notation, referring to applying the purely spatial training strategy si on data subset Di . We

discuss these outcomes in the following sections.

Table 3.6 refers to the classi�cation outcomes of the t � LST M, t � 1D � C N N , and the

two state-of-the-art temporal classi�cation methods ( z � LST M and z � 1D � C N N ). Finally,

Table 3.7 shows the classi�cation performance of our best temporal network t � 1D � C N N on

the four datasets D 1� D 4. We will refer to the outcomes using the notation t � 1D � C N N � Di

to refer to the classi�cation outcome of t � 1D � C N N on dataset Di .
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Table 3.5: Error rates reported for each of the transfer learning strategies on the spatial network for different training data sizes.
Each experiment is run �ve times and the average and the standard deviation are noted.

Experiment D1 Error rate D2 Error Rate D3 Error Rate D4 Error Rate
s1 Training the CNN

from scratch using random weight
initialization

23.11� 0.68 18.88� 0.76 16.57� 0.65 14.73� 0.77

s2 Using the CNN purely as a
feature extractor

31.63� 1.12 28.32� 0.45 27.30� 0.22 25.41� 0.47

s3 Freezing early layers in the CNN,
training the remaining layers

14� 0.52 11.87� 0.46 10.89� 0.3 9.82� 0.32

s4 Training the CNN from scratch
with pretrained weights as initialization

14.51� 1.16 11.69� 0.48 10.42� 0.42 9.56� 0.34

27



Table 3.6: Error rates reported for the various temporal networks on the entire dataset ( D4).
Each experiment is run �ve times and the average and the standard deviation are noted.

Temporal Network Error Rate
t � LST M 9.86 � 0.28
t � 1D � C N N 8.31 � 0.22
z � LST M 13.32� 0.87
z � 1D � C N N 8.33 � 0.14

Table 3.7: Error rates reported for the best temporal network for different training data sizes.
Each experiment is run �ve times and the average and the standard deviation are noted.

Model Dataset Type Error Rate

t-1D-CNN

D1 9.78 � 0.28
D2 8.92 � 0.27
D3 8.67 � 0.09
D4 8.31 � 0.22

Evaluating the spatial network

• In all four strategies ( s1 - s4), as the training data size increases, a clear performance

improvement can be observed. In strategy s1, where we train the CNN from scratch using

random weight initialization without transferring any information from the source do-

main, this improvement is unmistakable, thereby proving the importance of large labeled

datasets when training deep neural networks from scratch. In addition, we can observe

the improvement in separability of classes from top left to bottom right in Figure 3.4. The

number of misclassi�cations for each class can also be seen to reduce in Figure 3.5.

• Using the ImageNet pretrained model purely as an off-the-shelf feature extractor in

s2 consistently performs poorly for all the datasets D1 - D4. In contrast, training from

scratch using random weight initialization with a small dataset ( s1 � D1) still outperforms

training on a much larger dataset with s2 (i.e., s2� D4). This shows that the other �netuning

strategies are better alternatives than using the pretrained CNNs purely as off-the-shelf

feature extractors when there is a difference between the source and target domains. The

poor separability between the features in the corresponding t-SNE plots for strategy s2

can also be observed.

• Based on the above observation, we next study whether a portion of the pretrained

network trained on a dataset from a different domain can be used for training in strategy

s3. As described earlier, in strategy s3, we iteratively increase the number of frozen layers

in the network. Figure 3.6 demonstrates the error rates on the test datasets for strategy
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Figure 3.4: t-SNE plots for all the experiments for all versions of the dataset. Each row cor-
responds to an experiment (as indicated by the �rst column on the left), and each column
refers to one of the dataset versions (as indicated by the �rst row on the top). It can be clearly
seen that training using s2strategy does not produce well-separable features. In strategy s1,
the separability improves as the size of the dataset increases from D1 to D4. s3 and s4produce
well-separable features.

s3, where the x-axis represents the number of frozen layers and the y-axis represents the

error rate on test data. An upward trend can be observed for all 4 datasets D1 � D4 as the

number of frozen layers increases, meaning that not all layers' features are transferable

from deep CNN pretrained on a dataset from a different domain. The best error rate

for s3 for all datasets was observed with the early two convolutional layers of the VGG

network being frozen. This proves that early layers in a deep CNN learn more generic

features while the latter layers learn more task-speci�c features. We perform training and

prediction on the deep neural network by freezing the early two convolutional layers in

addition to the other optimal hyperparameters - initial learning rate and dropout rate.
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The mean and standard deviation of this approach are listed in Table 3.5.

• We also observe that strategy s4, where we train the entire network using the pretrained

weights purely as an initialization demonstrates a similar performance to strategy s3.

In comparison to strategy s1, this shows the importance of good weight initialization.

It also demonstrates that with good weight initialization or using �netuning, we can

achieve equivalent predictive performance using a signi�cantly smaller dataset than

when training deep neural networks from scratch using random weight initialization. We

can observe this by comparing s1 � D4 and s4 � D1. This can also be seen in the confusion

matrices in Figure 3.5. Training using strategy s1 requires larger datasets to achieve good

performance and requires more time and resources.

Evaluating the temporal networks

In comparing the purely temporal networks, it was observed that t � 1D � C N N achieved the

best error rate. An evaluation of the t � 1D � C N N for the datasets D1 � D4 shows that the error

rate improves with an increase in dataset size from D1 � D4. We will discuss the improvement

in error rates for increasing dataset size between the best spatial and temporal networks in the

following section.

Comparing the spatial vs temporal networks

Firstly, when compared in terms of error rates, it is clear that the t � 1D � C N N performs

better than the best purely spatial training strategy s4. Secondly, when compared in terms of the

number of parameters for each network, the t � 1D � C N N has a smaller number of training

parameters in comparison to the s4� V G G network. Table 3.8 lists the total number of trainable

parameters for the various networks used in this chapter. It should also be reiterated here that

the purely temporal networks use only crop phenology (NDVI) information, in contrast to

the purely spatial networks that use single-date imagery. These experiments highlight the

signi�cance of having the entire crop phenological information for ef�cient crop classi�cation

and reiterate the challenge of using single-date imagery for crop classi�cation.

Secondly, when we study the performance of the best spatial ( s4 � V G G) and the best

temporal ( t � 1D � C N N ) methods with increasing dataset size (Tables 3.5 and 3.7), we can see

that the improvement in error rate for the spatial network is much higher when compared to the

temporal network. Since s4� V G G has a larger number of trainable parameters in comparison

to t � 1D � C N N , its performance improves as the size of the training data increases.
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