
ABSTRACT

KIM, HYEONJIN. Data-driven Modeling for Load Profile Analysis. (Under the direction of
Dr. Ning Lu).

This dissertation explores innovative data-driven methodologies for load profile analy-

sis, spanning HVAC load disaggregation, Vision Transformer-based load representation

learning for household-to-aggregated-level analysis, and probabilistic load forecasting. By

leveraging optimization-based approaches, self-supervised learning, and generative mod-

eling techniques, this work enhances the accuracy, scalability, and interpretability of load

analysis. The proposed methods address key challenges in energy systems, including the

disaggregation of HVAC loads from smart meter data, the development of transferable load

representations using Vision Transformers, and the generation of reliable mid-term load

forecasts through latent diffusion modeling. These contributions represent substantial ad-

vancements over existing methods, pushing the boundaries of state-of-the-art techniques

in load profile analysis.

Chapter 2 presents a novel contextually supervised optimization-based approach for

disaggregating heating, ventilation, and air-conditioning (HVAC) loads using smart meter

or Supervisory Control and Data Acquisition data. To disaggregate the load into HVAC loads,

large and infrequently used loads (LIUL), and base loads, we formulate an optimization

problem to minimize a set of five loss terms, consisting of the reconstruction errors of

the overall load profile, the ramp rate losses, and three distinct loss functions linked with

the HVAC load, base load, and LIUL, respectively. To enhance accuracy, we incorporate

two forms of contextual information into the problem formulation. First, we utilize mu-

tual information to estimate HVAC energy consumption. Second, we employ a base load

dictionary to constrain HVAC load estimation errors. The obtained HVAC load profiles

are fine-tuned by abnormal ramp detection followed by binary hypothesis testing. The

proposed method is developed and tested using sub-metered residential and commercial

building data. Simulation results show that the proposed method outperforms existing

methods across various data resolutions and load aggregation levels, showing excellent

transferability and generalizability.

Chapter 3 introduces ViT4LPA, a novel application of Vision Transformer (ViT) tech-

nology tailored for advanced Load Profile Analysis (LPA). By converting smart meter load

profiles, alongside temperature and irradiance data, into color-coded images, we harness

ViT’s potent image processing capabilities for LPA. A large-scale ViT model undergoes



pre-training via masked image modeling tasks, utilizing an extensive smart meter dataset

from over 4,000 residential households spanning two years. This self-supervised learning

approach allows the ViT network to reconstruct original images from masked inputs based

on selected masking strategies, enabling the model to discern relationships between load

patterns and temperature sensitivity in the load image. This process yields richly infor-

mative load embeddings for each customer. Following a thorough pre-training phase, we

apply the ViT model to downstream tasks, with a focus on HVAC load disaggregation and

electric vehicle (EV) and photovoltaic (PV) load identification. Here, the model excels in

both tasks outperforming several leading benchmarks demonstrating the ViT4LPA model’s

superior performance in capturing load characteristics and reducing errors in load estima-

tion and load identification. Furthermore, an extensive analysis of the ViT4LPA network

components, including its positional embeddings and attention mechanisms, offers deep

insights into the model’s operational dynamics and its strategic approach to LPA.

Pre-trained neural networks have significantly advanced machine learning, enhancing

performance and reducing reliance on labeled datasets. In Chapter 4, we analyze a pre-

trained neural network trained with residential smart meter load data and its transferability

for aggregated-level load profile analysis. This study introduces ViT4LPA 2.0, a pre-trained

hierarchical vision transformer tailored for load profile analysis. ViT4LPA 2.0 is adapted for

HVAC load disaggregation at an aggregated-level, leveraging knowledge from individual

smart meter load profiles. The H-ViT model employs a window self-attention mechanism to

capture both local and global features. Pre-training is performed using masked image mod-

eling on 2,000 smart meter load profiles, followed by domain adaptation and fine-tuning

with limited labeled data. Extensive simulations demonstrate the model’s effectiveness,

achieving approximately 5% daily accumulated error on aggregated-level load disaggrega-

tion with less than 15% HVAC consumption visibility in residential households. The model

significantly outperforms state-of-the-art benchmarks, showing a 20–35% performance

improvement. This approach enhances the transferability of smart meter-level knowledge,

addressing key challenges in aggregated load disaggregation with minimal labeled data. Ad-

ditionally, a comprehensive sensitivity analysis and interpretability study provide insights

into hyperparameter selection and the model’s decision-making process.

Chapter 5 introduces an innovative approach to mid-term probabilistic load forecasting,

specifically targeting month-ahead hourly load and daily peak predictions. By leveraging

advanced generative modeling techniques, particularly the latent diffusion model, we

propose a joint generative model for both load and temperature profiles. This approach

enables the simulation of data samples that capture the strong correlation between load



and temperature, even in the absence of accurate mid-range weather predictions. The

proposed methodology comprises several key steps. Initially, we transform daily load and

temperature profiles into a condensed load image format, facilitating the capture of monthly

cyclical properties. Through the vector quantized variational autoencoder, we map the

load image into a latent space representation. Using calendar information and historical

load and temperature data as conditional inputs, we train the latent diffusion model within

this latent space. During the inference phase using latent diffusion, we sample new latent

images based on the conditions provided. These latent images are then processed through

designated decoders to generate month-ahead hourly load forecasting scenarios and daily

peak scenarios. We validate our approach using multiple real-world datasets with varying

aggregation levels and demonstrate its superior performance compared to existing methods

with around 15% numerical improvements, particularly in terms of various probabilistic

and deterministic forecasting measures.
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CHAPTER

1

INTRODUCTION

The transformation of power systems has introduced signi�cant challenges in load pro�le

analytics. The complexity of power system operations has surged with the integration

of distributed energy resources (DERs), including electric vehicles (EVs), energy storage

systems (ESS), and photovoltaics (PVs), all of which signi�cantly reshape load pro�les. As

a result, Load Pro�le Analysis (LPA) has become increasingly critical, with applications

spanning load disaggregation, load identi�cation, load model parameterization, customer

segmentation, and the evaluation of load �exibility. However, this area faces unique hurdles,

particularly the scarcity of publicly available, non-sensitive datasets. The con�dential and

proprietary nature of power system data often limits access to suf�cient data for training

robust neural network models, posing �nancial and practical challenges for researchers

and industry professionals.

Despite these obstacles, the widespread deployment of smart meters offers substantial

opportunities for power system engineers. The availability of large datasets fosters the de-

velopment of advanced data-driven methodologies, enhancing the ef�ciency and reliability

of power system operations. Furthermore, recent breakthroughs in machine learning (ML),

particularly in natural language processing and computer vision, open new avenues for

applying cutting-edge data-driven tools to time-series power system measurements.
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This dissertation aims to provide more robust, data-ef�cient solutions to critical chal-

lenges in modern power systems. This dissertation introduces advanced data-driven method-

ologies designed to enhance power system situational awareness and maximize the utility

of power system datasets, while also improving data ef�ciency. The primary objectives of

this research are outlined as follows:

1. Load Disaggregation Without Sub-Metered Data : Load disaggregation plays a crucial

role in power system planning. This work develops load disaggregation techniques

using data analytics and optimization-based source separation methods. These tech-

niques can be broadly applied to various aggregation levels without the need for

sub-metered information.

2. Enhancing Data Ef�ciency Through Model Pretraining with Smart Meter Pro�les :

While smart meter data is available to power system engineers, many tasks still re-

quire labeled datasets, such as sub-metered information. This research proposes

foundational models pretrained on vast smart meter datasets to reduce the need for

labeled data across multiple power system tasks.

3. Transfer Learning for Aggregated Load Disaggregation : This work explores the trans-

ferability of models trained on smart meter data for disaggregating aggregated-level

load. By leveraging pre-trained models, we enhance data ef�ciency and reduce re-

liance on labeled sub-metered data.

4. Generative Modeling for Mid- and Long-Term Load Forecasting : Traditional load

forecasting methods often rely on discriminative models, which perform well when

provided with suf�cient relevant data. This dissertation introduces generative models

for mid- and long-term load forecasting, enabling the generation of plausible future

load pro�les even when exogenous inputs are limited.

The dissertation is organized into four chapters as follows:

• Chapter 2 presents a contextually supervised, optimization-based methodology for

disaggregating HVAC load and PV generation from household to feeder-level load

pro�les.

• Chapter 3 introduces a Vision Transformer-based pre-trained model utilizing smart

meter data for household-level load pro�le analysis tasks.
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• Chapter 4 extends the approach to aggregated-level load pro�le analysis by intro-

ducing a hierarchical Vision Transformer-based pre-trained model with smart meter

pro�les.

• Chapter 5 explores mid-term load forecasting using a latent diffusion model, provid-

ing a novel approach to future load prediction.
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CHAPTER

2

AN OPTIMIZATION-BASED LOAD

DISAGGREGATION METHODOLOGY

2.1 A Contextually Supervised Optimization-based HVAC

Load Disaggregation Methodology

2.1.1 Introduction

Load disaggregation and non-intrusive load monitoring (NILM) plays a vital role in dis-

tribution system analysis as it enables many downstream tasks, including customer seg-

mentation, distributed energy resource identi�cation, and load model development [1].

Rather than employing intrusive sub-metering for all relevant appliances, Hart pioneeringly

established the �eld of NILM in 1992 [2]. NILM methods are commonly used for disaggre-

gating the electricity consumption of appliances when dealing with datasets with sampling

rates higher than 1 minute. For instance, the UK-DALE dataset has a sampling rate of 6

seconds, while REDD and REFIT datasets have sampling rates of 3 seconds and 8 seconds,

respectively [3]. Nevertheless, utility engineers only have access to low-resolution data
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Table 2.1: Comparison of Data Inputs, Objectives, and Approaches in Load Disaggregation
and Non-intrusive Load Monitoring Methods

References Load Aggregation Level Disaggregation Target Dataset Sampling Rate Approach Algorithm

Our Method
Customer-level

HVAC load
Pecan Street

5-60 min Optimization MINLP
Aggregated-level Commercial building data

[5] Customer-level Multiple appliances AMPds 1 min FHMM AFHMM
[6] Customer-level Multiple appliances AMPds / REDD / UK-DALE 1 min FHMM MFHMM
[7] Customer-level Multiple appliances REDD / AMPds 1 min FHMM SIQCP
[8] Customer-level Multiple appliances LIFTED 0.02 sec FHMM eFHMM
[9] Customer-level Multiple appliances REDD / UK-DALE 6 sec Deep learning SCANet
[10] Customer-level Multiple appliances REDD / UK-DALE 6 sec Deep learning TCN
[11] Customer-level Multiple appliances REFIT / REDD 1 min Deep learning CoBiLSTM
[12] Customer-level Multiple appliances REFIT / UK-DALE 8 sec Deep learning TL
[13] Customer-level HVAC load Pecan Street 15 min Deep learning TL
[14] Customer-level Multiple appliances AMPds 1 min Optimization SO
[15] Customer-level Multiple appliances AMPds 1 min Optimization MILP
[16] Customer-level Multiple appliances AMPds / REFIT / UK-DALE 1 min Optimization MINLP
[17] Customer-level Multiple appliances AMPds 1 min Optimization SO
[18] Customer-level PV Utility data 60 min Optimization MLE
[19] Customer-level (Industrial) Multiple equipment IMDELD 1 min Optimization MILP
[20] Aggregated-level HVAC load Pecan Street 10-60 min Optimization DMD
[21] Aggregated-level HVAC load Pecan Street 1 min Optimization DFS

collected by smart meters or Supervisory Control and Data Acquisition (SCADA) systems.

Typical sampling rates of such data range from 5, 15, 30, to 60 minutes [4]. Consequently,

many NILM algorithms dependent on second-level meter data are not applicable in those

practical settings.

In Table 2.1, we categorize existing load disaggregation methods into three groups:

Hidden Markov Model (HMM), deep learning, and optimization. HMM-based methods

assume that appliances operate in distinct states, represented as hidden states within the

HMM model. The problem is formulated as a factorial HMM (FHMM), considering the

joint likelihood of HMM models. For example, Bon�gli et al. employed active and reac-

tive power in an additive FHMM (AFHMM) model [5], while Kumar et al. in [6] proposed

modi�ed FHMM (MFHMM), which models dependencies among appliance operating

states and differential appliance operating states. Kong et al. proposed segmented integer

quadratic constraint programming (SIQCP) in [7] to reduce the search space for solving

FHMM and Yan et al. in [8] further relieved model complexity by proposing event-based

FHMM (eFHMM) with the transient signatures of appliances. However, the main drawback

of the HMM-based approach is its exponential increase in complexity as the number of

appliances rises. Furthermore, HMM-based methods require metering data with a sam-

pling rate of 1 minute, which poses a limitation in the application. This is because typical

smart meter data or Supervisory Control and Data Acquisition (SCADA) data are often avail-
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able at intervals of 5-minute, 15-minute, or even 60-minute, rendering these HMM-based

approaches unsuitable for direct application.

State-of-the-art supervised learning is moving towards a deep learning-based frame-

work. Scale and context-aware network (SCANet) by Chen et al. [9], temporal convolutional

network (TCN) by Yang et al. [10], context-aware Bidirectional LSTM (CoBiLSTM) by Kase-

limi et al. [11], and transfer learning (TL) by D'Incecco et al. [12] are recent examples. In our

previous work [13], a modi�ed convolutional neural network model proved that a single

HVAC disaggregation model trained in one area can be applied to other distribution systems

using TL. However, a signi�cant drawback of deep learning-based methods is their heavy

reliance on large labeled sub-metered datasets, which are often not accessible to utilities

due to customer privacy concerns.

The optimization-based approach can be further categorized into steady-state-based

and dictionary-learning-based approaches. The former technique extracts �nite states of

each appliance and frames the problem as a combinatorial optimization. For instance,

studies such as [14–16] propose sparse optimization (SO) and constrained optimization

by incorporating load signature constraints into mixed-integer programming (MIP). The

latter forms dictionary or signature matrices using time-series pro�les of appliances over

multiple days, with studies such as [17–19] proposing SO, maximum likelihood estimation

(MLE), and MIP to disaggregate HVAC load, behind-the-meter PV, and industrial equipment,

respectively. Furthermore, studies such as [20,21] propose dynamic mirror decent (DMD)

and dynamic �xed share (DFS)-based method for feeder-level HVAC load disaggregation

using real-time feeder demand and smart meter measurements.

Compared to the deep learning-based methods, the two optimization-based approaches

have a distinct advantage: requiring less training data. However, the main drawback of

the steady-state-basedapproach is its computational inef�ciency due to solving optimal

combinations of states over time, resulting in a large search space. On the other hand, the

dictionary-learning-based approach is computationally ef�cient but suffers from limited

transferability of learned dictionary matrices to other households, making generalization

of the model dif�cult.

Inspired by the contextual supervision method introduced in [22], in this chapter, we

present a novel contextually supervised optimization-based approach that directly uses

smart meter or SCADA data as inputs for HVAC load disaggregation. The term “contextual

supervision” is used to represent that the proposed method is not developed using a labeled

training set but rather provided the characteristics of each component through the opti-

mization formulation. Dividing the total load into HVAC load, large and infrequently used
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loads (LIUL), and base loads, we formulate an optimization problem that minimizes the

reconstruction error of the total load pro�le considering its ramp rates, together with three

loss functions associated with the HVAC load, base load, and LIUL, respectively. In this

process, two pieces of contextual information are used: the base load dictionary and mutual

information (MI)-based HVAC energy estimation to constrain the HVAC load estimation

errors. To mitigate large and infrequent HVAC disaggregation errors, we additionally re�ne

the obtained HVAC load pro�les through abnormal ramp detection and hypothesis testing.

In our previous work [23], we showed that the mild temperature day load pro�les can

be used for approximating the base load pro�les on hot summer days because non-HVAC

consumption follows approximately similar patterns in each season. Based on this �nding,

we build a base load dictionary where base vectors are total load pro�les on mild days.

This allows us to estimate the base loads in the optimization problem without relying on

sub-metering data. Notably, while previous studies, such as [24, 25], have explored base

load analysis for load disaggregation, our methodology introduces distinct contributions.

In [24], the method differs from ours as it eliminates the low-power segment of the daily load

pro�le based on a threshold, whereas our focus lies in utilizing multiple mild temperature

day load pro�les as a dictionary. Furthermore, in [25], the approach involves subtracting

the daily energy consumption of mild temperature day load pro�les from the target day

load pro�le to achieve HVAC load estimation. However, our method deviates by employing

a point-to-point disaggregation strategy, avoiding the aggregation of daily base load usage.

In MI-based estimation, we model the HVAC energy consumption as a function of

outdoor temperature. Then, by leveraging the temperature insensitivity of the base load,

we minimize the MI between the estimated base load (calculated as the difference between

the total load and the HVAC load) and the outdoor temperature to optimize the parameters

of the function. MI is used as a metric for quantifying dependency between the base load

and the outdoor temperature.

After the HVAC load is separated by the optimization algorithm, a �ne-tuning process

is executed to remove false detection of the HVAC load during early morning low temper-

ature periods. Abnormal ramps in the estimated HVAC load pro�le are identi�ed. Then,

binary hypothesis testing is performed to assess whether a ramp sequence is considered

an anomaly or not.

Our primary contribution lies in minimizing estimation errors and enhancing load

disaggregation performance by harnessing contextual information, incorporating MI-based

estimation and a base load dictionary. This approach signi�cantly enhances transferability,

practicality, and generalization, making our algorithm applicable to customers who do not
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have sub-metered information. The generalizability of the algorithm can be showcased in

two key aspects. Firstly , it ef�ciently processes data with varying resolutions, ranging from 5-

minute to 60-minute intervals. This adaptability enables the seamless utilization of SCADA

and smart meter data as inputs for load disaggregation studies. Secondly, the proposed

algorithm excels in disaggregating HVAC loads, covering a wide spectrum from individual

household-level up to substation-level across both residential and commercial settings.

This important extension bridges the gap left by existing algorithms that predominantly

concentrate on individual residential user-level load disaggregation, utilizing second-level

high-resolution data.

2.1.2 Methodology

This section presents the overall modeling framework, contextually supervised optimization-

based disaggregation, MI-based HVAC load estimation, and �ne-tuning.

Load Disaggregation Problem Formulation

In this chapter, as shown in Fig. 2.1, we decompose the total load pro�le ( p total ) into three

distinct sub-components: large-infrequently used loads ( pLIUL ), base loads (pbase), and

HVAC loads (pHVAC). Thus, we have

p total � pbase � pHVAC � pLIUL

p total ,pLIUL ,pbase,pHVAC PRT � 1. (2.1)

Note that in practice, while heating / cooling may be in�uenced by other appliances (e.g.,

ovens, incandescent lights), their impact compared to ambient temperature is temporary

and occurs at �xed time periods. Therefore, by disregarding weaker correlations between

appliances, we can assume the independent evolution of the three components. This

assumption enables us to incorporate contextual information into the design of the loss

function in the optimization problem.

For instance, HVAC loads are cyclic and temperature-sensitive, whereas LIULs are non-

cyclic and less sensitive to temperature variations. LIULs often include appliances like

dryers, electric water heaters, and EV chargers, which tend to operate at high power levels

for extended periods. Thus, identifying LIULs typically involves imposing constraints on

their activation threshold and duration. Conversely, while the base loads share similarities
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Figure 2.1: Daily load pro�le of a residential household decomposed into the base load,
LIUL, and HVAC components. (Note: The LIUL load represents the electric water heater
load in this example).

Figure 2.2: Work�ow of the proposed load disaggregation algorithm.

with LIULs in terms of being temperature insensitive, their load pro�le maintains conti-

nuity throughout the day. Base loads encompass a variety of appliances, such as lighting

loads, entertainment devices, cooking appliances, and refrigeration loads. Notably, refriger-

ators, when situated in well-air-conditioned households, consume electricity at a relatively

consistent rate throughout the year.

In this chapter, we formulate the load disaggregation problem as an optimization prob-

lem as

min L recon � � 1 � L ramp � � 2 � LHVAC � � 3 � L base � � 4 � L LIUL

subject to: (3)-(15). (2.2)
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Table 2.2: Loss Function Selection

Description [17] [22] Proposed

L recon : Pro�le reconstructed error l l l
L ramp : Ramp rate characteristic of each component 5 l l
LHVAC: Comparing to estimated HVAC consumption 5 5 l
L base: Base load modeling error 5 5 l
L LIUL : Infrequent activation characteristic of LIUL 5 5 l

The �rst two loss terms ( L recon and L ramp ) are the total reconstruction loss and ramp

rate loss associated with all three estimations, i.e., the HVAC estimations ( p̂HVAC PRT � 1),

base load estimations ( p̂base PRT � 1), and LIUL estimations ( p̂LIUL PRT � 1). The remaining

loss terms correspond to each individual estimation. � 1 to � 4 are the hyperparameters set

that can be tuned through the hyperparameter searching methods.

In Table 2.2, we select the objective function terms using a combination of reconstruc-

tion errors and contextual information. Notably, we deviate from [17] by constructing the

dictionary matrix of base load pro�les using mild temperature day load pro�les to elimi-

nate the need of using HVAC pro�les as fully supervised training sets. Then, We leverage

contextual information, such as L ramp , which represents the distinct smoothness of each

component pro�le over time as introduced in [22]. Lastly, we introduce three loss functions

related to speci�c characteristics of components through LHVAC, L base, and L LIUL to provide

a more nuanced understanding of the system.

Figure 2.2 shows the work�ow of the proposed load disaggregation algorithm. The in-

puts of the optimization algorithm include daily temperature and load pro�les, base load

dictionary, and HVAC electricity consumption references calculated by minimizing the mu-

tual information between the ambient temperature pro�le and the temperature insensitive

load (i.e., total load minus the HVAC loads). In the end, a �ne-tuning process is used to

detect and remove the anomalies in the estimated HVAC load based on predetermined

criteria extracted from the statistical characteristics of the HVAC loads.
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(a) (b)

Figure 2.3: Comparison of energy consumption distributions: loads on mild days, loads
on hot days, and base loads on hot days, respectively.

(a) (b)

Figure 2.4: Comparison of average load pro�les on mild days and average base load pro�les
on hot days.

Loss Functions for Reconstruction Error and Ramp Rate

The reconstruction error ( L recon ) is calculated as the squared error between the original

smart meter pro�le and the sum of all pro�le estimations ( p̂ total PRT � 1). Therefore, we have

L recon �
�
� p total � p̂ total

�
� 2

2
(2.3)

Different end-use electricity consumption types exhibit varying ramp rates. For example,

the base load, which combines multiple small appliances, typically has a smooth load pro�le
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over time. On the other hand, LIUL has a much higher ramp rate by nature. To account for

this, the objective function includes a regulation term, denoted as L ramp , which considers

the ramp rates of HVAC load ( rHVAC), base load (rbase), and LIUL ( rLIUL ).

L ramp �
�
� rbase

�
� 2

2
� a �

�
� rHVAC

�
� 2

2
� b �

�
� rLIUL

�
� 2

2
. (2.4)

where a and b are the algorithm parameters for representing ramp characteristics for each

appliance, respectively. Based on the experiment, a and b are selected as 0.5 and 0.1.

The ramp rate can be calculated as

r̂ t � p̂t � p̂t � 1 (2.5)

where the ramp pro�le r PRpT � 1q� 1 is de�ned as the �rst-order difference of the original

estimation pro�le p̂ PRT � 1.

Loss Function for Base Load

This chapter de�nes the base load as the remaining load after removing HVAC and LIUL from

the total energy consumption (Eq. (2.1)). In previous work [23], the authors proposed that

the base load estimation p̂base can be obtained from the mild day load pro�les ( Dmild ). This

approach is based on the observed similarity between the energy consumption patterns of

the base load on hot summer days and the total load on mild days, as illustrated in Fig. 2.3.

However, it is worth noting that in the �gure, the base load on hot days exhibits a slightly

higher value, indicating the presence of a small fraction of temperature-sensitive loads.

Figure 2.4(a) demonstrates that the average base load on hot days falls within the � 1�

range of variability of the average mild day load pro�le. This observation reinforces the

similarity in shape and magnitude between the mild day load pro�le and the base load on

hot summer days.

Figure 2.4(b) presents the residual pro�le, obtained by subtracting the load pro�les of

mild days from the average base load on hot days. Note that the residual pro�le can be

represented by a radial function of outdoor temperature. Thus, we propose representing

the base load (p̂base PRT � 1) as:

p̂base � Dmild � � � Dtemp � � � � (2.6)

where Dmild PRT � N is a load pro�le dictionary containing N mild days; Dtemp PRT � M is a
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group of M radial functions representing the temperature sensitive part of the base load

pro�le; � PRT � 1 is a residual term; � PRN � 1 and � PRM � 1 are coef�cients.

Assuming that the energy consumption level on temperature-insensitive load is similar

throughout the entire year, we have

Ņ

i � 1

� i � 1. (2.7)

The loss term related to base load modeling can be represented as

L base � } � }2
2 (2.8)

for minimizing the modeling error.

The main difference between our method compared with the existing HVAC disag-

gregation methods is that we focus on the estimation of the base load instead of directly

estimating the HVAC loads. Through the optimization of � , � , and � , we estimate the base

load and the HVAC estimation depends on this base load estimation following Eq. (2.1).

In contrast, many existing approaches primarily focus on directly extracting HVAC loads

from the total load pro�les, relying on sub-metered HVAC data for training their algorithms.

However, in practice, sub-metered HVAC data is often times unavailable to utilities, lead-

ing to unsatisfactory results due to the absence of ground truth HVAC consumption data.

Thus, a distinct advantage of our approach over those existing approaches is that there are

numerous mild days throughout the year, which facilitates the extraction of base loads for

more accurate HVAC estimation.

In the results section, we conduct a comparison to showcase the performance improve-

ment obtained by using the base load library as contextual information in the optimization

process.

Loss Function for LIUL

LIULs, such as water heaters and dryers, exhibit high power consumption for extended

durations (e.g., tens of minutes), but they only activate a few times in a day or a week. To

effectively separate LIUL consumption, an inequality constraint can be used as follows:

C LIUL � u ¤ p̂LIUL ¤ p total � u (2.9)
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(a) hourly (b) daytime/nighttime (c) hourly (aggregated)

Figure 2.5: Relationship between normalized outdoor temperature and HVAC electricity
consumption.

where p̂LIUL PRT � 1 is the estimated LIUL electricity consumption. Note that LIUL can be de-

tected by checking if the total consumption is above a power threshold ( C LIUL ) determined

by a binary vector representing the LIUL on / off status ( u PRT � 1).

The loss function for LIUL includes characteristics of LIUL on infrequent activation

using

L LIUL �
¸

t PT

u t . (2.10)

Loss Function for HVAC Load

To accurately capture the correlation between HVAC electricity consumption and ambient

temperature, we develop two different HVAC loss functions: one for individual HVAC load

disaggregation and the other for aggregated HVAC load disaggregation.

At the individual customer level, we compute the errors between the estimated HVAC en-

ergy consumption during daytime ( ÊHVAC
day ) and nighttime ( ÊHVAC

night ) with their corresponding

references (ÊHVACRef
day and ÊHVACRef

night ) by

LHVAC �
�
�
� ÊHVAC

day � ÊHVACRef
day

�
�
�

2

2
�

�
�
� ÊHVAC

night � ÊHVACRef
night

�
�
�

2

2
(2.11)
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ÊHVAC
day �

12
�
�Tday

�
� �

¸

t PTdir

p̂ HVAC
t (2.12)

ÊHVAC
night �

12
�
�Tnight

�
� �

¸

t PTnight

p̂ HVAC
t (2.13)

where |Tday| and |Tnight | are the number of data points in the daytime and nighttime, respec-

tively. At the aggregated load level, we compute the errors between the estimated hourly

HVAC energy consumption ( ÊHVAC
hour ) with its hourly reference ( ÊHVACRef

hour ) by

LHVAC �
�
� ÊHVAC

hour � ÊHVACRef
hour

�
� 2

2
(2.14)

ÊHVAC
hour �

1

|Thour |
�

¸

t PThour

p̂ HVAC
t (2.15)

where |Thour | is the number of data points in an hour.

Please note that in equations (2.12), (2.13), and (2.15), the estimated HVAC energy

consumption is computed from p̂HVAC, which is the only decision variable for HVAC load

estimation.

In the next section, we will introduce an MI-based method for computing the three

HVAC energy references: ÊHVACRef
day , ÊHVACRef

night , and ÊHVACRef
hour .

Mutual Information-based Estimation

As shown in Fig. 2.5(a), at the individual household level the hourly HVAC electricity con-

sumption does not show strong correlations with the ambient temperature. This can be

caused by many factors, such as thermostat settings, cooking activities, and occupants'

activities. However, as shown in Fig. 2.5(b), the relationship between the mean temperature

within 12-hour daytime and nighttime cycles and the total HVAC electricity consumed in

the 12-hour periods shows a strong quadratic relationship. Thus, we select the daytime and

nighttime HVAC energy consumption estimation as references for individual household

disaggregation. The daytime and nighttime period corresponds to 10 a.m. to 10 p.m. and

10 p.m. to 10 a.m., respectively.

At the aggregated load level, due to the diminishing effect of load diversity, the HVAC

hourly electricity consumption shows strong quadratic relationships with respect to am-

bient temperature, as shown in Fig. 2.5(c). Thus, we can select the hourly HVAC energy

consumption as the reference for aggregated load disaggregation.
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Thus, the HVAC electricity references for the individual HVAC and the aggregated

HVAC loads can be calculated from the ambient temperature by curve �tting, as shown in

Fig. 2.5(b) and (c). We select the ReLU function because the HVAC units are usually turned

on only when the outdoor temperature is above a certain temperature threshold in cooling

mode. Then, we have

ÊHVACRef
i � k � rReLUpTi � n qsm (2.16)

where Ti is the outdoor temperature at time point i , n is a temperature threshold, k is a

coef�cient, and m is the power of the ReLU function. Next, we will optimize the selection

of k ,m , and n to yield a more accurate estimation of the HVAC energy reference.

One of the key contributions is the introduction of the MI-based HVAC reference estima-

tion method. Mutual information is a measure of statistical dependence between variables,

capturing the level of information shared between them. MI-based methods utilize the

mutual information between different variables to estimate or infer speci�c components or

features [26]. When using KL divergence for measuring the distance between the probability

distributions of two variables, X and Y , the mutual information ( I pX ;Y q) can be calculated

as

I pX ;Y q � DKLpPpX ,Y qpx , y q||PX px qPY py qq (2.17)

where DKL is a function of KL divergence [27].

An important assumption we made here is that the HVAC load is the temperature-

sensitive load within the total load. Thus, the temperature insensitive energy consumption

(bEnon-HVAC ) can be calculated as the residual by subtracting the HVAC energy reference

(ÊHVACRef) from the total energy usage ( E) using

Ênon-HVAC � E � ÊHVACRef. (2.18)

Based on this assumption, the mutual information between ambient temperature ( T)

and the residual (non-HVAC) energy consumption ( Ênon-HVAC ) will be very close to zero.

Then, we can minimize I pT;Ênon-HVAC q, i.e., I pT;E � ÊHVACRefq, to compute ÊHVACRef used in

(2.11) and (2.14). The detailed process is represented in Algorithm 1.

Fine-tuning

In the optimization algorithm, we formulate that LIUL is activated when the consumption

level is above C LIUL to exclude scenarios where the LIUL operates for only a brief duration.

For instance, if a dryer runs through a complete cycle at midnight, the power consumption
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Algorithm 1 MI-based HVAC Energy Estimation

Require: Total energy usage E; Temperature pro�le T; bounds and discrete steps for capac-
ity, multiplier, and offset Kmin , Kma x , � K ; mmin , mma x , � m ; nmin , nma x , � n .
for k � kmin :� k :kma x do

for m � mmin :� m :mma x do
for n � nmin :� n :nma x do

Calculate ÊHVACRef according to Eq. (2.16)
Calculate Ênon-HVAC according to Eq. (2.17)
Mpk ,m ,n q � I pT;Ênon-HVAC q

end for
end for

end for
Return pk � ,m � ,n � q � argmin

k ,m ,n
Mpk ,m ,n q

can be detected by surpassing a prede�ned LIUL limit (e.g., C LIUL ¡ 2kW). However, if a

water heater activates while someone is washing their hands brie�y, it only consumes tens

of watts and, therefore, will not be identi�ed as a LIUL operation.

While the assumption effectively �lters out short LIUL switching operations, a challenge

arises when both HVAC and LIUL are active simultaneously. The optimization algorithm

may encounter dif�culty distinguishing between the two, given their similar high power

consumption levels. To tackle this issue, we propose a �ne-tuning process inspired by the

method outlined in [28]. This algorithm speci�cally targets the elimination of misidenti�ed

HVAC loads during the early morning period from 6:00 to 9:00 a.m.

Based on sub-metered HVAC data, we observed that many HVAC units are off during

early morning hours while operating in cooling mode during the summer as shown in

Fig. 2.1. Thus, we propose a simple rule-based �ne-tuning method for effectively removing

false HVAC loads in the early morning hours.

Our hypothesis states that when the HVAC power ramp ( � p HVAC
t ) surpasses the prede-

�ned LIUL limit ( C LIUL ), we classify the detected HVAC load as a possible false detection

(p̂ False
t ). This rule can be expressed by comparing the ramp values between time t and t � 1,

as well as between time t and t � 2.
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Table 2.3: Customer-level HVAC Load Disaggregation Performance Comparison for Differ-
ent Disaggregation Methods

Data Resol.
n MAE (%) EE (kWh) std (n MAE)

Proposed BM1 BM2 BM3 Proposed BM1 BM2 BM3 Proposed BM1 BM2 BM3

5-min 9.02 16.80 12.76 19.76 3.44 7.13 8.52 9.72 1.93 6.24 4.91 7.20
15-min 8.10 14.32 11.95 20.47 2.78 8.84 7.98 9.40 2.53 6.37 4.64 8.34
30-min 8.48 14.85 10.55 18.12 3.20 6.12 5.30 8.72 2.68 6.72 4.37 7.49
60-min 8.70 12.65 9.62 18.70 3.54 6.71 4.69 7.95 2.71 6.02 4.21 8.27

p̂ False
t �

$
''''''''&

''''''''%

� 1p HVAC
t , if � 1p HVAC

t ¡ C LIUL

� � 1p HVAC
t � 1 , if � 1p HVAC

t � 1   � C LIUL

� 2p HVAC
t , if � 2p HVAC

t ¡ C LIUL

� � 2p HVAC
t � 2 , if � 2p HVAC

t � 2   � C LIUL

0, otherwise.

(2.19)

� 1p HVAC
t � p̂ HVAC

t � p̂ HVAC
t � 1 (2.20)

� 2p HVAC
t � p̂ HVAC

t � p̂ HVAC
t � 2 . (2.21)

Once p̂ False
t is identi�ed, a statistical test is conducted. From the mild day load pro�les,

we can derive the hourly empirical probability distribution function of the temperature-

insensitive loads, represented as P r pp base
t � p LIUL

t q, which encompasses the base load and

the LIUL. To conduct the test, we add p̂ False
t to the base load and LIUL estimations and

evaluate the probability of the combined loads, P r pp̂ base
t � p̂ LIUL

t � p̂ False
t q. If this probability

is higher than the probability before adding p̂ False
t , p̂ False

t is considered a false detection;

otherwise, it is rejected, which is calculated as

P r pp total
t � p̂ base

t � p̂ LIUL
t � p̂ false

t q

P r pp total
t � p̂ base

t � p̂ LIUL
t q

¡ 1. (2.22)

Thus, if (22) is satis�ed, the detected false HVAC load, p̂ false
t , will be subsequently re-

moved from p̂ HVAC
t .

The �ne-tuning process is speci�cally used in customer-level HVAC disaggregation
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tasks. Although the performance gains achieved through �ne-tuning may be moderate,

with an average error reduction of less than 0.1% across multiple customers and days, as

measured by normalized mean absolute error, it is essential to recognize its effectiveness

in eliminating infrequent but substantial HVAC detection errors, especially those occurring

during the early morning period.

2.1.3 Simulation Results

In this section, the proposed load disaggregation method is veri�ed using smart meter data

with sub-metering pro�les over multiple residential customers. In addition, real building

load data with sub-metering is utilized for commercial load disaggregation.

Simulation Setup

The proposed algorithm is developed and validated using data sets from Pecan Street [29].

These data sets include information from 150 household loads and the corresponding sub-

metered HVAC loads, providing a robust foundation for testing and re�ning the algorithm.

The original data length is 1 year with 1-minute data resolution. We down-sample the data to

match the common sampling frequency of smart meter infrastructure. The testing data sets

are constructed by randomly selected 90 days in summer. To evaluate the customer-level

model performance, we randomly select 90 customers from the total of 150 households. For

the customer-level load disaggregation, we evaluate the performance with varying smart

meter data resolution from 5-minute to 1-hour. In addition, to measure the aggregated-

level results, we randomly pick 10 to 500 customers and use the aggregated pro�les. To

generate enough customer-level pro�les, we perform a data augmentation process, which

is represented in our previous research [13]. Aggregated-level load disaggregation model is

evaluated with varying smart meter data resolution from 5-minute to 1-hour.

The disaggregation accuracy is evaluated using the normalized mean absolute error

(n MAE) and the energy error (EE), computed by

n MAE �
100%

NTa

�
¸

ta PTa

�
�
�p̂ta

� pta

�
�
�

p̄
(2.23)

EE�
24

NTa

�

�
�
�
�
�

¸

ta PTa

p̂ta
�

¸

ta PTa

pta

�
�
�
�
�

(2.24)
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Table 2.4: Emprical CDF of Disaggregation Errors

Empirical CDF 0.2 0.4 0.6 0.8 1.0

n MAE of p̂ HVAC (%) 6.20 7.54 9.02 10.78 16.64
EE of p̂ HVAC (kWh) 2.43 3.15 3.80 4.61 6.15

where the variable with p̂ta
is the estimated value, p̄ represents the maximum value (HVAC

rating). NTa
represents the number of data points in a day by different data resolutions

where t a represents each time instance.

Customer-level HVAC Load Disaggregation

Benchmark Model Comparison

In our study on HVAC load disaggregation, we conducted a comparison between our

method and three benchmark models (BM). These benchmark models include BM1, which

is based on independent component analysis as presented in the work by Kim et al. in [23];

BM2, based on non-negative matrix factorization as introduced by Rahimpour et al. in [17];

and BM3, based on contextually supervised optimization as presented by Wytock et al.

in [22].

We compare our method to BM1 (our previous work) to demonstrate the performance

improvement achieved through MI-based estimation. Note that BM1 has the same model

structure as ours for leveraging the base load dictionary.

We compare our method to BM2 to demonstrate the effectiveness of the base load

dictionary for substituting sub-metered HVAC pro�les. Note that BM2 utilizes sub-metered

historical HVAC load pro�les in the optimization process.

We compare our method to BM3 to demonstrate the improvement achieved through

the base load dictionary. Note that BM3 uses a similar contextually supervised optimization

model as ours but the contextual information only relies on the outdoor temperature pro�le

and ramping characteristics of each appliance.

Disaggregation results for 90 customers in 90 days are evaluated. n MAE and EE are used

for point-to-point error measure and aggregated error measure, respectively. Additionally,

to measure the consistency of the performance, a standard deviation of n MAE is calculated.

As shown in Table 2.3, the proposed model outperforms other benchmark models in

both accuracy (i.e., lower errors) and consistency (i.e., lower standard deviation). Particu-
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(a) Day 65 (5 min) (b) Day 67 (15 min) (c) Day 69 (30 min) (d) Day 71 (1 hour)

Figure 2.6: Disaggregation results for one residential customer in four days with different
data resolutions.

(a) HVAC (b) Base load

Figure 2.7: Empirical distribution of n MAE and EE of proposed HVAC disaggregation
method.

larly, we made the following observations:

• When compared to all three benchmark models, our model demonstrates substan-

tially higher accuracy and the lowest standard deviation in n MAE, indicating the

superior performance and consistency of our model in accurately disaggregating

HVAC load from smart meter data, even when dealing with varying data resolutions.
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(a) HVAC (b) Base load

Figure 2.8: Empirical distribution of n MAE and EE of BM2.

Figure 2.9: Box plots of n MAE distributions based on the size of the base load dictionary
(customer-level case).

• By introducing MI-based estimation, the disaggregation accuracy of our model out-

performed BM1 by 4% to 7% in n MAE and 3 kWh to 6 kWh in EE. This shows that the

MI-based method can effectively leverage the correlation between temperature and

HVAC energy consumption for better HVAC load extraction.

• By introducing the base load dictionary, the disaggregation accuracy of our model

outperformed BM3 by approximately 10% to 12% in n MAE and 4 kWh to 6 kWh

in EE. This shows that using the base load dictionary is also critical for HVAC load

disaggregation because the mild day load pro�les can serve as ground truth for the

non-HVAC loads.

• BM1 outperforms BM3 in terms of both accuracy and consistency, demonstrating

the signi�cant impact of including a base load dictionary on HVAC disaggregation

performance. This is primarily due to the presence of numerous mild days throughout
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Figure 2.10: Box plots of hourly HVAC load disaggregation error distributions for 90 resi-
dential customers.

Table 2.5: Aggregated-level HVAC Load Disaggregation Performance Comparison

Data Resol.
n MAE (%) EE (kWh)

10 users 50 users 100 users 300 users 500 users 10 users 50 users 100 users 300 users 500 users

5-min 4.96 4.75 3.61 3.76 3.76 1.17 2.18 1.14 1.09 1.10
15-min 6.05 5.18 3.75 3.76 3.72 1.91 2.46 1.22 1.16 1.16
30-min 6.09 5.23 3.70 3.70 3.77 2.11 2.51 1.23 1.17 1.17
60-min 5.75 4.90 4.24 4.48 4.18 1.83 1.54 1.33 1.43 1.21

the year, which facilitate accurate base load extraction, resulting in improved accuracy

and reduced bias. However, capturing the correlation between temperature and HVAC

energy consumption proves to be less accurate due to the in�uence of various random

factors in individual household HVAC usage.

• BM2 exhibits superior performance compared to BM1 and BM3. However, when han-

dling 5-minute and 15-minute data, BM2 shows 3% higher n MAE and 5 kWh higher

EE than our model. This indicates that while BM2 can effectively capture hourly HVAC

consumption, it struggles to accurately capture intra-hour HVAC variations. Addition-

ally, in comparison to our method, BM2 demonstrates a signi�cantly high standard

deviation of n MAE, implying inconsistent model performance. Figure 2.6 illustrates

the primary factor contributing to the superior performance and consistency of our

method compared to BM2. Our model demonstrates better accuracy in capturing

the base load and LIULs when compared to BM2. The consistency of the proposed
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model is further supported by the comparison of error distributions between the two

models, as depicted in Figs. 2.7 and 2.8. Upon examining these �gures, it is evident

that BM2 exhibits a long tail in the higher-error range. Conversely, our model shows

improved performance across the entire error range. Table 2.4 presents numerical

values for the error distributions of our proposed method.

Sensitivity Test on the Base Load Dictionary Size To establish the robustness and adapt-

ability of our method, we incorporate a sensitivity study to evaluate the in�uence of the

base load dictionary size on HVAC load disaggregation results. In various geographical

regions, the number of mild days recorded in the database can signi�cantly vary. As our

approach relies on deriving the base load dictionary from load pro�les observed during

these mild days, comprehending the repercussions of employing different numbers of such

days becomes vital for the algorithm's performance assessment.

In Fig. 2.9, we present the average n MAE performance across 90 customers while varying

the number of mild days. The simulation involves randomly selecting mild day pro�les for

each dictionary size, and this process is repeated 30 times in each case. The results clearly

demonstrate that the number of available mild day load pro�les signi�cantly in�uences

the HVAC disaggregation performance. When there are no mild day load pro�les (empty

base load dictionary), the n MAE value is 8.7%. However, even with only �ve mild days in

the library, the n MAE can be reduced to 8.07% (median).

In our case, the optimal number of mild days is around 20, beyond which the perfor-

mance shows a slight deterioration. This indicates that achieving 10 to 20 days in the mild

day library results in saturated algorithm performance improvement. It is noteworthy that

as the dictionary size increases, the interquartile range (IQR) of the error distribution for

each case tends to decrease, indicating a more consistent performance.

In Fig. 2.10, we show the disaggregation error distribution for each hour of the day. An

absolute error by each hour is averaged over all customers in the test set. In addition, the

average HVAC pro�le of customers on testing days is represented to analyze the relation-

ship between the HVAC pro�le and hourly error distribution. The results show that the

performance is best in the early morning and tends to increase throughout the day. Note

that the performance is the worst during the late night times. The highest error happens

at 24:00 with a median absolute error of 0.5 kWh. However, most of the demand response

programs target the time period from 15:00 to 19:00, during which, the overall performance

of the algorithm is satisfactory with a median error of 0.4 kWh with less variability.
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(a) (b)

Figure 2.11: (a) An example of the HVAC disaggregation result (300 users with 60-minute
data resolution), and (b) Box plots of n MAE distributions at �ve load aggregation levels.

Aggregated-level Load Disaggregation Results

In this section, we demonstrate that the proposed method can effectively disaggregate

HVAC loads at different aggregation levels, ranging from service transformer-level (5-10

customers) to feeder-level (500-1000 customers).

Disaggregation Performance Evaluation In Table 2.5, we present a comparative analysis

of HVAC load disaggregation results across different aggregation levels and data resolu-

tions. Note that the EE is calculated per household for better comparison. The following

observations are derived from our �ndings:

• Disaggregation errors (both n MAE and EE) exhibit a substantial decrease when the

load aggregation level exceeds 100 users, irrespective of the data resolution. However,

a comparison between the 300- and 500-user cases reveals that algorithm perfor-

mances remain similar, indicating that performance improvements saturate after

reaching a certain aggregation level.

• Figure 2.11(a) illustrates an example where the disaggregated HVAC load pro�le

closely aligns with the actual HVAC load pro�le for an aggregated load of 300 users.

Additionally, Fig. 2.11(b) demonstrates that the average n MAE reduces as the aggrega-

tion level increases, showcasing a consistent, albeit slight, performance enhancement

at higher aggregation levels with reduced variances in daily disaggregation accuracy.

• This phenomenon is attributed to the fact that, at higher load aggregation levels, the

diversity in HVAC usage patterns diminishes while the correlation between tempera-
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Figure 2.12: Box plots of n MAE distributions based on the size of the base load dictionary
(aggregated-level case).

Figure 2.13: Box plots of hourly HVAC disaggregation error distributions for 300 aggregated
users.

ture and load becomes stronger. Consequently, hourly instead of diurnal / nocturnal

HVAC energy can be used for producing a more accurate estimation of MI-based

HVAC electricity consumption, as illustrated in Fig. 2.5(c).

Sensitivity Test on the Base Load Dictionary Size As depicted in Fig. 2.12, the algorithm

performance comparison against the number of mild days follows a similar trend as ob-

served in the individual customer-level case. The disaggregation error ( n MAE) exhibits a

reduction from 5.2% to 3.76% when comparing the scenarios of no-mild-day and 5-mild-

day cases. Notably, the optimal number of mild days appears to be 15, beyond which the

26



disaggregation error starts to increase, while the variance may experience a slight decrease.

Nonetheless, the overall performance variability remains minor, with all disaggregation

errors falling within the range of 3.58% to 3.86%. Based on these �ndings, as long as the

mild day load pro�les exhibit signi�cant similarity in nature, merely increasing the size of

the dictionary will not signi�cantly improve the algorithm performance.

In Fig. 2.13, the hourly disaggregation error distributions are shown. The simulation is

based on the 300-user case using 60-minute data. Similar to the individual customer-level

case, the error is the lowest at 07:00 and the highest at 24:00. At the time period from 15:00 to

19:00, during which, the overall performance of the algorithm is satisfactory with a median

error of 35.3 kWh with less variability.

Commercial Load Disaggregation Results

In this section, we assess the transferability of our algorithm by conducting performance

evaluations on real-world electricity consumption data from a commercial building. The

dataset is sourced from the Korea Post Of�ce building located in Seoul, Republic of Ko-

rea. This multi-story structure accommodates diverse establishments, including of�ces,

restaurants, and groceries. The dataset includes voltage, current, real power, and reactive

power measurements for HVAC components on each �oor, with a sampling interval of

60 minutes. The HVAC system of the building comprises multiple chillers, cooling towers,

and pumps. The dataset spans from January 31, 2021, to December 31, 2023. Notably, the

sub-metering data indicates that the chiller loads constitute the major portion of HVAC

energy consumption during cooling mode. To take advantage of time-of-use pricing, the

chillers are primarily operated from late night to morning.

Furthermore, the commercial building loads exhibit a higher level of consistency in

HVAC usage patterns and base load pro�les compared to residential loads. This consistency

is evident in Fig. 2.14(a), where each daily consumption pro�le represents a narrow region

of � 1� throughout the day. Such consistent usage patterns are indicative of the commercial

building's distinct energy consumption characteristics.

As depicted in Fig. 2.14(b), the disaggregated HVAC loads exhibit an excellent match

with the actual measurements. The algorithm's performance is re�ected in a n MAE value of

6.47% and an EE value of 797 kWh, accounting for only 2% of the daily load consumption

on average. This exceptional performance on commercial loads can be attributed to the

consistent HVAC operation cycles observed due to its demand response setting.

Nevertheless, the results highlight a signi�cant advantage of the proposed model over
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(a) (b)

Figure 2.14: (a) Daily average pro�les of HVAC and the non-HVAC load of the commercial
building, and (b) Disaggregation results in �ve consecutive days.

the supervised learning approach. While supervised learning relies on training examples,

the proposed model demonstrates the ability to be applied to cases where the training

dataset does not encompass speci�c scenarios. This adaptability is crucial in real-world

applications where data may vary across different environments.

2.2 An Optimization-based HVAC Load and PV Disaggrega-

tion Methodology with Contextual Supervision

2.2.1 Introduction

For utilities, the lack of access to sub-metered data from most household-level Heating,

Ventilation, and Air Conditioning (HVAC) systems poses signi�cant challenges in developing

accurate data-driven models for both individual household and aggregated HVAC load

analysis [25]. In our previous works [23,30], we introduced an optimization-based HVAC

disaggregation method using contextual supervision that circumvents the need for sub-

metered data. This approach leverages the inherent similarities between base load pro�les

on hot summer days and total load pro�les on mild temperature days, enabling accurate

disaggregation without direct sub-metered inputs.

Previous studies on non-intrusive load monitoring and load disaggregation have placed

limited focus on disaggregating aggregated HVAC loads from feeder-level pro�les. In [20,21],

Ledva et al. proposed dynamic mirror descent and dynamic �xed-share-based methods for
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Figure 2.15: Work�ow of the proposed load disaggregation algorithm.

feeder-level HVAC load disaggregation using real-time feeder demand and smart meter

measurements. In our previous works [13,23,30], we proposed both optimization-based

and machine learning-based HVAC disaggregation strategies tailored for household and

aggregated-level load pro�les.

Furthermore, while the sub-metering of behind-the-meter (BtM) photovoltaic (PV)

systems has seen increased adoption, many utilities still lack access to such granular data.

Given the substantial impact of BtM PV penetration on aggregated load pro�les, developing

robust load disaggregation methodologies that consider high PV penetration is critical.

The challenge lies in devising models that effectively separate HVAC loads in scenarios

with signi�cant PV generation, ensuring accurate disaggregation despite the complexities

introduced by variable solar generation.

In this chapter, we tackle the previously mentioned challenges by extending our earlier

optimization-based HVAC disaggregation approach [30] to include PV disaggregation. We

create an irradiance dictionary using multiple plane-of-array irradiance pro�les, which is

then integrated into the optimization module. PV estimation is achieved through a linear

combination of these irradiance pro�les. To the best of our knowledge, this is the �rst

study to introduce a joint HVAC and PV disaggregation method that does not depend on

sub-metered data.
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Table 2.6: Performance of Load Disaggregation for Varying Aggregation-level and PV Pene-
tration Scenarios

Normalized Mean Absolute Error (%)

Aggregation Level

PV Penetration Level

0% 25% 50% 75%

HVAC Base PV HVAC Base PV HVAC Base PV HVAC Base PV

10 users 5.75 8.17 – 7.36 8.10 13.27 6.68 8.41 4.38 6.68 10.03 6.93
50 users 4.90 7.12 – 6.50 9.71 9.19 6.55 10.67 5.41 6.79 10.29 2.86
100 users 4.24 6.38 – 5.53 8.81 7.33 6.47 7.41 4.30 6.80 7.65 5.05
300 users 4.48 6.60 – 5.30 9.14 8.49 5.57 9.20 3.39 5.72 12.78 4.79
500 users 4.18 6.13 – 5.31 7.80 8.21 5.72 10.15 3.38 5.66 9.16 3.41

Energy Error (kWh per user)

Aggregation Level

PV Penetration Level

0% 25% 50% 75%

HVAC Base PV HVAC Base PV HVAC Base PV HVAC Base PV

10 users 1.83 1.83 – 2.62 2.36 12.7 1.86 4.67 11.02 1.85 3.32 5.31
50 users 1.54 1.54 – 2.05 3.08 5.16 2.10 3.95 4.24 2.40 3.37 1.59
100 users 1.33 1.33 – 1.89 2.49 2.72 2.63 1.60 3.10 2.82 1.56 2.06
300 users 1.43 1.43 – 1.34 1.33 3.76 1.85 2.67 1.92 2.03 4.76 3.04
500 users 1.21 1.21 – 2.37 1.51 4.48 2.80 3.85 2.12 1.79 1.37 1.39

2.2.2 Methodology

Optimization-based Load Disaggregation

In [30], we proposed an optimization-based HVAC load disaggregation approach utilizing

a base load dictionary. A detailed description of the load disaggregation problem is avail-

able in [30]. In this work, we extend the methodology by incorporating PV disaggregation

functionality, formulating the load disaggregation problem as an optimization problem:

min L recon � � 1 � L ramp � � 2 � LHVAC � � 3 � L base � � 4 � LPV

subject to: (2)-(7). (2.25)

Figure 2.15 shows the work�ow of the proposed load disaggregation algorithm. The �rst

loss term ( L recon ) measures the discrepancy between the observed net load pro�le and the

sum of the estimated load pro�les:

L recon � }pnet � p̂net}2
2 (2.26)
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where the net load pro�le is decomposed into three components (HVAC, base load, PV):

p̂net � p̂base � p̂HVAC
loooooomoooooon

native load

� p̂PV

p̂net , p̂base, p̂HVAC, p̂PV PRT � 1. (2.27)

where T � 24 for hourly granularity.

The second loss term ( L ramp ) controls the shape and smoothness of the pro�les by

regulating the ramp rate. In this chapter, we penalize only the ramp rate of the base load,

as its observed curves (as depicted in Fig. 2.15) tend to be relatively �at compared to the

other two components. Thus, L ramp is de�ned as:

L ramp �
�
� rbase

�
� 2

2
(2.28)

where rbase PRpT � 1q� 1 represents the �rst-order difference of the estimated base load pro�le.

As discussed in our previous work [23, 30], the base load dictionary ( Dmild PRT � M ) is

modeled using M mild-temperature load pro�les based on the observed similarity between

the energy consumption patterns of the base load on hot summer days and the native load

on mild days. The base load is modeled as follows:

p̂base � Dmild � � � � base (2.29)

where � PRM � 1 are coef�cients for each vector in the dictionary, and � base represents the

modeling error. Here, the term L base � } � base}2
2 minimizes the modeling error. However,

when PV generation is present, the mild-temperature net load pro�le alone does not accu-

rately represent the base load. In the later part, we introduce a methodology to enhance

the construction of the base load dictionary under these conditions.

Lastly, we include a baseline estimation of p̂HVAC (p̂HVACRef), which is derived from mutual

information (MI)-based estimation. We then penalize deviations between the estimated

HVAC load and this reference with the following loss term:

LHVAC �
�
� p̂HVAC � p̂HVACRef

�
� 2

2
. (2.30)

For a more detailed explanation, please refer to [30].
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PV Modeling

We incorporate PV disaggregation into the proposed optimization-based disaggregation

process. Following the same approach used to model the base load, we construct an irradi-

ance dictionary ( D irr PRT � N ). By utilizing direct normal irradiance and diffuse horizontal

irradiance data, we create N plane-of-array (POA) irradiance pro�les by varying the panel

con�guration (i.e. azimuth and tilt angles) of the PV array accounting for the diverse BtM

PV setups across households. Each basis vector of D irr consists of these POA irradiance

pro�les. The PV disaggregation task is then reduced to determine the capacity of the equiv-

alent PV system for the aggregated users. The disaggregated PV pro�le is modeled as a

linear combination of these basis vectors, with the coef�cient values ( � PRN � 1) serving as

decision variables in the optimization process. Each element of � represents the combined

capacity of BtM PV systems with similar panel con�gurations. Based on this, daily PV pro�le

estimation, p̂PV is modeled as:

p̂PV � D irr � � � � PV (2.31)

where LPV � } � PV}2
2 minimizes the PV modeling error.

Base Load Dictionary Construction

To construct the base load dictionary, an accurate estimation of the native load is required.

We exploit the statistical property that native load and PV generation are independent, as

demonstrated in [26]. We generate yearly PV estimates by scaling the irradiance pro�les

from D irr
yearly with different capacity values ( k ). We then compute the MI, denoted as I ,

between the yearly PV estimate ( p̂PV
yearly) and the native load ( p̂native

yearly ). The optimal capacity

parameter k � and irradiance pro�le index n � are selected to minimize the MI. The full

methodology is detailed in Algorithm I. The resulting yearly native load pro�le p̂native
yearly is

then exclusively used to generate the base load dictionary.

2.2.3 Simulation Results

The proposed algorithm is developed and validated using datasets from Pecan Street [29].

All measurements are downsampled to 1-hour intervals to align with typical metering in-

frastructure. Fig. 2.16 presents an example of disaggregation results for 500 aggregated users

with 50% PV penetration. In each subplot, the disaggregated pro�les generally align closely

with the actual pro�les. Notably, on day 2, even when aggregated PV is impacted by cloud

movement, the HVAC and base load disaggregation results show minimal performance
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Algorithm 2 MI-based Native Load Estimation

Require: Yearly net load pnet
yearly; Irradiance Dictionary D irr

yearly; bounds and discrete steps for
PV capacity, number of irradiance pro�le kmin , kma x , � k , N ;
for k � kmin :� k :kma x do

for n � 1:N do
p̂PV

yearly � k � D irr
yearly,n

p̂native
yearly � pnet

yearly � p̂PV
yearly

Mpk ,n q � I pp̂native
yearly ; p̂PV

yearlyq
end for

end for
pk � ,n � q � argmin

k ,n
Mpk ,n q

return p̂native
yearly � pnet

yearly � k � � D irr
yearly,n �

degradation compared to other days. Results for HVAC and base load during this period

show a slight trend of underestimation and overestimation, potentially stemming from

the linear modeling approach, as certain portions of the test period may deviate from the

average pro�le. The bottom of Fig. 2.16 displays the distribution of point-to-point bias

measurements, with mean values close to zero, indicating negligible bias throughout the

entire testing period. Table 2.6 summarizes the disaggregation results for all individual

components across �ve different aggregation levels and four BtM PV penetration scenarios.

Errors are evaluated using normalized mean absolute error ( n MAE) and energy error (EE)

metrics, as detailed in [30]. The following observations can be made from the table.

HVAC and base load disaggregation exhibit the lowest performance when there is no

PV penetration in the distribution system. Moreover, as PV penetration increases, the

performance of HVAC and base load disaggregation gradually declines. However, the error

increase is marginal, with HVAC disaggregation error rising by less than 3% in n MAE across

aggregation cases.

There is a strong trend indicating improved disaggregation performance with increased

aggregation levels. This trend applies to all disaggregation tasks: HVAC, base load, and

PV. As more pro�les are aggregated, the diverse HVAC devices and behind-the-meter PV

systems are smoothed out, making the presence of these blind sources more apparent.

This can be attributed to the grouping effect, where the aggregated HVAC and PV pro�les

become more distinguishable as the aggregation level increases.

Figure 2.17 illustrates the error distributions for n MAE in HVAC and PV disaggregation.

The results are consistent with the previous �ndings. For HVAC disaggregation, errors
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Figure 2.16: Disggregation results for 500 aggregated customers in �ve consecutive days.

Figure 2.17: Error distribution of HVAC and PV disaggregation by a varying number of
aggregated customers.
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Figure 2.18: Comparison of PV disaggregation performance with the benchmark model.

Figure 2.19: Comparison of performance based on objective function settings. (red: w / o
L ramp , green: w/ L ramp .)

decrease as the number of customers increases, and the variability in performance also

reduces with a larger customer base. The regression coef�cient between the aggregation

level and n MAE indicates a negative association, with a p-value less than 0.001. Additionally,

with 50% PV penetration, the median error across all �ve aggregation cases increases

compared to the 0% penetration scenario, accompanied by greater variability in the error

distribution. However, beyond the 300-user aggregation level, the impact of PV penetration

on performance becomes marginal. For PV disaggregation, as penetration levels rise, both

the median errors and the variability in errors decrease.

In Fig. 2.18, we compare PV disaggregation performance with that of [26], an unsuper-

vised disaggregation method. Simulation results were obtained on a 500-customer case with

varying penetration levels. As shown in the �gure, the proposed method demonstrates lower

errors in both EE and n MAE, particularly excelling in scenarios with lower PV penetration.

At a 75% penetration level, the performance improvement is relatively marginal.

Finally, in Fig. 2.19, we examine the sensitivity of disaggregation performance to the

inclusion of L ramp across all three load components. Simulation results were obtained on a

300-customer case with varying penetration levels. The results indicate that incorporating

35



L ramp yields negligible performance gains for PV disaggregation. However, for HVAC and

base load, the inclusion of L ramp provides meaningful improvements, with an average error

reduction of approximately 2% for the base load.
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CHAPTER

3

VIT4LPA: A VISION TRANSFORMER FOR

ADVANCED SMART METER LOAD

PROFILE ANALYSIS

3.1 Introduction

Neural network (NN) models pre-trained on vast datasets have revolutionized areas such as

Natural Language Processing (NLP) [31] and Computer Vision (CV) [32], offering signi�cant

advantages over building models from scratch. These pre-trained models diminish the

need for extensive labeled datasets and offer substantial savings in time and computational

efforts for downstream applications [33]. In NLP, the introduction of advanced pre-trained

models such as BERT and GPT has transformed the landscape of text understanding and

generation. Trained on broad text corpora, these models learn to capture complex language

patterns and contexts, propelling NLP forward with their ability to tackle a wide range of

downstream tasks such as sentiment analysis, machine translation, text summarization,

and question answering with unprecedented effectiveness.
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Table 3.1: Comparison of Measurements, Objectives, and Approaches in Pre-training
Methodologies within Power System Domain

References Measurements Approach NN Model Downstream task Encoder

Our Method
Smart meter

Masked image modeling Vision transformer
Load disaggregation

l
Temperature / irradiance Load identi�cation

[12] Smart meter Cross-domain transfer learning CNN NILM
[13] Smart meter Transfer learning CNN Load disaggregation
[35] Smart meter Mean teacher modeling TCN NILM
[36] Smart meter Autoencoder, expectation-maximization DNN Load identi�cation l
[37] Smart meter Self-training 1-NN classi�er Appliance annotation
[38] Smart meter Mid / ending point prediction CNN, RNN NILM
[39] Smart meter Momentum contrast learning TCN NILM
[40] Smart meter Pseudo labeling DNN PV disaggregation
[41] Real-time LMP Autoencoder, adversarial loss CNN, transformer FDIA detection
[42] 3� voltage, current, power Autoencoder, adversarial loss DNN FDIA detection
[43] Smart meter Masked language modeling BERT Missing data patching l
[44] Smart meter Autoencoder CNN Customer clustering l

Transformers, with their remarkable scalability, have outperformed traditional machine

learning models including Recurrent Neural Networks (RNNs) and Convolutional Neural

Networks (CNNs), leading to the development of the Vision Transformer (ViT) [34] for

CV tasks. Unlike the typical CNNs, ViT adopts a transformer framework that processes

images by segmenting them into patches, projecting these patches linearly, and analyzing

them with self-attention mechanisms to understand the complex relationships between

different image parts. The ViT-based approach is proven to excel in tasks such as image

classi�cation, object detection, and segmentation, demonstrating the broad applicability

of the transformer model in domains extending beyond NLP.

Within power system analysis, the importance of Load Pro�le Analysis (LPA) is grow-

ing, with applications extending to load disaggregation, load identi�cation, load model

parameterization, customer segmentation, and the evaluation of load �exibility. However,

this sector faces unique challenges, particularly the limited availability of non-sensitive,

publicly accessible datasets. The con�dential and proprietary aspects of power system data

often make it a challenge to gather enough data for training robust NN models, posing both

�nancial and practical hurdles for researchers and practitioners in the �eld.

Thus, employing extensive datasets for pre-training models, similar to the strategies

used with BERT in NLP and ViT in CV, emerges as a promising solution to the challenge of

limited data access in LPA tasks. The power systems researchers have yet to fully explore and

develop a versatile, pre-trained model that is adaptable across a range of LPA applications.

Table 3.1 reviews the current literature on pre-trained models within the power system

domain. Initially, the concept of transfer learning was introduced [12,13], utilizing multiple

labeled datasets to improve the ef�ciency of labeled data use, including cross-domain and
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cross-region transfer learning strategies for non-intrusive load monitoring (NILM) and

load disaggregation tasks. While these methods alleviate some dependence on labeled data

for speci�c tasks, their generalization ability might not be optimal as they can suffer from

biases present in the initial training data.

Research on semi-supervised learning methods that capitalize on both labeled and

unlabeled data has been proposed, employing techniques such as mean teacher models,

expectation maximization, and self-training [35–37]. However, these methods still require a

baseline of labeled data and are recognized for their complexity in training compared to

traditional supervised approaches. On the other hand, self-supervised learning strategies,

which leverage power system measurements without the need for labeled datasets, have

been proposed, utilizing a supervised learning framework with a pretext task [38–44]. No-

tably, techniques such as midpoint and endpoint prediction for NILM [38], momentum

contrast learning for NILM [39], and masked language modeling for missing data patch-

ing [43] have shown promise in reducing the reliance on labeled datasets. However, these

approaches have primarily focused on addressing speci�c LPA tasks, without demonstrat-

ing the broader applicability of the model to various downstream applications, highlighting

a gap in the current research landscape. Furthermore, a very small number of papers

incorporate an encoding mechanism in the model, which can work as key information

on discerning load patterns, which can easily adopted by tailored designed decoders for

various tasks.

Drawing inspiration from the notable achievements of ViT in the realm of image pro-

cessing and the innovative use of Masked Image Modeling (MIM) for pre-training [32], we

introduce ViT4LPA, a tailored ViT designed for advanced load pro�le analysis. Our approach

begins by converting smart meter load pro�les, along with associated temperature and

irradiance data, into a comprehensive load image that encapsulates multi-modal infor-

mation. ViT4LPA processes these load images by segmenting them into �xed-size patches,

each encompassing data on load, temperature, and irradiance across various days within

identical time slots. This method allows for a detailed representation of multi-day load

pro�les, facilitating an ef�cient extraction of each customer's load patterns.

Subsequently, ViT4LPA undergoes a thorough pre-training phase using the MIM task,

aiming to reconstruct the obscured segments of the load images. To thoroughly evalu-

ate the impact of different architectural choices, we conduct comparisons across various

con�gurations, including patch size, masking strategy, and network scale. This compre-

hensive analysis aims to optimize the ViT4LPA model for enhanced performance in LPA.

We veri�ed the potential of ViT4LPA in its applicability on various downstream tasks in the
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power system domain in [45] where we presented the excellence of the proposed ViT4LPA

model in three different tasks over leading NN models. In this chapter, we delved into a

detailed analysis of the load disaggregation model targeted for Heating, Ventilation, and

Air Conditioning (HVAC) load and load identi�cation model for Electric Vehicle (EV) load

and behind-the-meter photovoltaic (PV) generation. Through tailored decoder network

design for each task, point-to-point HVAC pro�le estimation and binary classi�cation are

achieved, exploiting load embedding information from ViT4LPA.

The core contribution of our study is the development of a pre-trained network, ViT4LPA,

that serves as a foundational model demonstrating superior performance in HVAC load

disaggregation and EV and PV load identi�cation tasks. Designed to extract customer-

speci�c insights, the ViT4LPA facilitates easy integration with supplementary networks

tailored to speci�c downstream tasks. This represents, to our knowledge, the �rst initiative

to create a pre-trained model for a spectrum of LPA tasks, showcasing its versatility across

multiple applications. Our contribution through ViT4LPA is twofold. Firstly , we employ

MIM as a pretext task for training the ViT4LPA, enabling the use of vast quantities of smart

meter load pro�les without the need for labeling, which can then be precisely �ne-tuned

for targeted downstream tasks. Secondly, our approach signi�cantly surpasses existing

benchmarks in HVAC load disaggregation and EV and PV load identi�cation, evidenced by

rigorous testing across a wide array of customers and data resolutions. Additionally, the

models based on ViT4LPA reduce reliance on labeled datasets, which addresses common

challenges such as limited data availability and privacy concerns.

3.2 Methodology

3.2.1 Pro�le-Image Conversion

Our approach marks a pivotal shift in LPA by leveraging load images generated from time-

series load pro�les, setting it apart from the traditional reliance on these time-series pro�les

for discerning temporal variation patterns (daily, weekly, or monthly). Transforming load

pro�les into color-coded images improves customer segmentation performance based

on autoencoder, as evidenced in [44], but also improves the accuracy of missing data

imputation through BERT model, as demonstrated in [43]. Furthermore, transforming

load pro�les into images is exceptionally effective at compacting extensive multi-modal

data, including factors such as load, temperature, and solar irradiance, thereby simplifying

the integration of diverse information sets. This capability is particularly bene�cial for
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Figure 3.1: An illustration of the ViT4LPA architecture. (a) Pro�le-to-image conversion, (b)
ViT4LPA work�ow, and (c) pre-training process.

(a) 4� 3 (b) 4� 4 (c) 7� 2

Figure 3.2: Examples of partitioning load images into small patches by different patch
sizes.

condensing data over monthly or annual periods into load images, and organizing pro�les

by their cyclical properties. By converting load pro�les into load images, we enable the

application of ViT model [34], originally developed for computer vision tasks, to effectively

handle LPA tasks.

As depicted in Fig. 3.1(a), we generate a load image consisting of three separate chan-

nels: channel 1 for smart meter loads, channel 2 for temperature readings, and channel

3 for irradiance pro�les. This multidimensional approach enables the encoder to detect

underlying patterns in the load data and understand how these patterns are in�uenced by

changes in temperature and irradiance. x � axis of the image corresponds to the number of

data (NT ) within one day and it differs by the data granularity of the smart meter pro�le.

y � axis represents the number of days ( ND ). In this chapter, we choose NT and ND to be
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24 and 28, respectively to utilize 1-hour resolution smart meter pro�les and to capture

monthly variation patterns. As 1-hour resolution data for smart meter measurement is the

least granular measurement, therefore, any smart meter pro�le with higher granularity can

be still utilized with the downsampling of the meter pro�le. However, during the �ne-tuning

stage high granularity data such as 15-min, can be used to train the decoder network. We

will cover the downstream tasks' performance by data granularity in Section III.

We project the original meter load onto the (0, 1) range. We choose minimum load

consumption ( p � ) as � 4kW and the maximum load consumption ( p � ) as 24kW, which can

be used to normalize the load consumption at time t (pt ) by calculating ppt � p � q{pp � � p � q.

3.2.2 Inputs of ViT4LPA

In Fig. 3.1(b), we present the work�ow of ViT4LPA. To directly apply the ViT model architec-

ture, we initially partition a load image comprising ND � NT pixels into N � ND � NT {pNPh
�

NPw
q image patches, ensuring each patch contains NPh

� NPw
pixels. Here, NPh

and NPw

control the number of consecutive days and hours grouped in a single patch, respectively,

which can affect the downstream task performances. In this chapter, we consider three

different patch size con�gurations represented as NPh
� NPw

including, 7 � 2, 4� 3, and 4� 3

to analyze the effect of different patch size on downstream task performance. Subsequently,

these image patches are �attened into a sequence of patches, ready to be fed as inputs to

the ViT4LPA. The illustration of image partitioning is represented in Fig. 3.2.

3.2.3 Vision Transformer Encoder

In the ViT4LPA, the �xed-sized small patch, xpatch PRNPh
� NPw � 3 is treated as a token. To

convert the 2D patches into 1D embedding each patch is �attened, as a result, the original

image x is transformed into N sequence of �attened patches xp P RN � 3D0 where D0 is

the number of pixels in the image patch ( D0 � NPh
� NPw

). Flattened patches are mapped

into D dimensional vectors with linear projection E PR3D0� D then trainable positional

embedding Epos PRN � D is added. Therefore, the input of the transformer encoder z0 PRN � D

is represented as

z0 � xp E � Epos. (3.1)

The transformer encoder network consists of L identical layers, each incorporating a

multi-head self-attention (MSA) block, a fully connected feed-forward network (FFN) block,
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Table 3.2: Parameters Used in the ViT4LPA and Decoder Network

Network Layers Heads Proj. Dim. ( D ) Parameters

Small Encoder 2 3 64 140k
Large Encoder 3 6 128 1.4M

Decoder 2 2 64 2.0M

Hyperparam.
Batch size Dropout Optimizer Epochs

64 0.1 Adam 50

and layer normalization (LN) blocks, all interconnected with residual connections. Within

each encoder layer, the outputs are maintained at a dimensionality of D . The �nal layer

output zL PRN � D , represents the encoded form of a load image, referred to as the load

embedding . This load embedding serves as a foundational representation and is harnessed

across multiple downstream tasks. The computational sequences within the transformer

encoder are structured as follows:

z1
l � MSApLNpzl � 1qq � zl � 1, @l P t1,2, ...,Lu (3.2)

zl � FFNpLNpz1
l qq � z1

l , @l P t1,2, ...,Lu. (3.3)

Parameters used in the ViT4LPA are represented in Table 3.2. In Section 3.3, we compare

the performance on the pretext task and downstream task by the network depth (small and

large).

3.2.4 Pre-training ViT4LPA through Masked Image Modeling Task

In Fig. 3.1(c), we describe the structure of the masked autoencoder network deployed for

the pre-training of the ViT4LPA, adopting the methodology of masked autoencoder scheme

as introduced in [32]. The pretext task during pre-training involves the reconstruction of

masked image patches through a dedicated reconstruction decoder . To align the input

of the encoder network with the original dimension of the load image, trainable masked

embeddings are employed. These embeddings are strategically inserted in place of the

masked (invisible) patches, facilitating the learning process of positional embedding in

the encoder network. As illustrated, 21 image patches undergo masking, resulting in the

encoder processing a composite of 21 visible image patches and 21 masked embeddings.

The encoder produces a load embedding, which is then fed into the reconstruction
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Figure 3.3: An illustration of the downstream task models.

decoder. This decoder mirrors the encoder's architecture, barring the �nal FFN block, which

adjusts the dimension of the �nal embedding to match the dimension of the original load

image. The image patches reconstructed by the decoder are reassembled into a complete

load image, which is then compared to the original load image for loss calculation. The loss

is quanti�ed using the Mean Squared Error (MSE), focusing on the discrepancies between

actual and reconstructed values for the invisible patches:

L recon �
1

Ntrain
�

Ntrain¸

i � 1

¸

m PM

}vecpxi pm q � x̂i pm qq}2
2. (3.4)

Here, Ntrain denotes the number of training samples, M the set of masked patches, and vecp�q

the linear vectorization of the image patches. We explore various masking strategies, such

as grid masking and random masking, to evaluate their impact on both the pre-training

and downstream tasks. In our experiments, random masking involves concealing 15% of

the total image patches at random, while grid masking obscures adjacent patches, resulting

in 50% of the image patches being masked (represented in Fig. 3.1(c)).

3.2.5 Downstream Task Applications

Following the pre-training phase, the pre-trained ViT4LPA can be utilized for various down-

stream applications offering signi�cantly improved ef�ciency. The generalization ability

of ViT4LPA is rooted in its design that intricately captures load patterns over multiple

days. The ViT4LPA transforms load images into load embeddings effectively encapsulat-
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ing the dynamic energy consumption behaviors observed across consecutive days. This

load embedding plays a pivotal role in distinguishing between regular energy usage and

speci�c events like HVAC usage, PV generation, and EV charging. Moreover, Multi-head

Cross-Attention (MCA) blocks within the decoder for each downstream task are crucial for

extracting vital information from load embeddings enabling a focused analysis of segments

of the load image that are most pertinent to the task at hand. The detailed implementation

of the model is discussed in the subsequent section.

HVAC Load Disaggregation

The HVAC load disaggregation task, which relies on data-driven model development, uses

smart meters and temperature pro�les to uncover the hidden details of HVAC load con-

sumption at a granular level. For more comprehensive details on HVAC load disaggregation,

please refer to our previous works [13,30].

The proposed HVAC disaggregation model optimally utilizes the outputs from the pre-

trained ViT encoder, employing a transformer decoder network for processing. This decoder

network takes daily load and temperature pro�les—speci�cally, the 14th pro�le of the load

image—as inputs and estimates the daily HVAC consumption for that day. Thus, the daily

load and temperature pro�les serve as queries that evolve within the decoder network.

They interact with both the queries themselves and with the ViT encoder's output, the load

embedding ( zL ), facilitating an insightful analysis of hidden HVAC consumption patterns.

Load disaggregation model architecture is represented in Fig. 3.3.

The time-series pro�les for daily load and temperature are �rst mapped onto a D -

dimensional space through linear projection ( y0 PRNT � D ), subsequently integrated with

positional embeddings ( E dec
pos PRNT � D ) to form the initial input for the decoder network. y0

undergoes transformation across the transformer decoder's architecture, which is com-

posed of LD identical layers. Each layer features a MSA block, a MCA block, a FFN block,

and LN blocks, all connected through residual pathways. The computational �ow within

the transformer encoder is delineated as follows:

y 2
l � LNpMSApyl � 1 � E dec

pos q � yl � 1q, @l P t1,2, ...,LD u (3.5)

y 1
l � LNpMCApy 2

l , zLq � y 2
l q, @l P t1,2, ...,LD u (3.6)

yl � LNpFFNpy 1
l q � y 1

l q, @l P t1,2, ...,LD u. (3.7)
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Table 3.3: Reconstruction Performace Evaluation for Pre-trained ViT4LPA

Patch Size
(NPh

� NPw
)

Grid Random

Small Large Small Large

7� 2 0.97 0.89 1.47 1.24
4� 3 1.04 0.92 1.51 1.38
4� 4 1.11 0.94 1.60 1.35

In this schema, the load embedding zL acts as both the key and value for the MCA block,

while the evolving embedding y 2
l serves as the query. This structure allows for sophisticated

global reasoning within the decoder network. Through the MSA layers, object queries

collaborate by sharing key information pertinent to load disaggregation, enhancing the

relational understanding between different data points. Concurrently, the MCA layers

improve the utilization of the load embedding zL , enabling each query to independently

draw relevant information.

The transformer decoder network transforms the daily load and temperature pro�les

into an output embedding ( yLD
PRNT � D ), which is then processed by prediction heads to

yield the point-to-point HVAC load estimation ( ŷ PRNT � 1). Here, the FFN layer is tasked with

converting each output embedding to estimation as a regressor. The MSE loss function is

employed to quantify the discrepancy between the estimated pro�les and the ground truth.

During the training phase of the HVAC disaggregation model, all parameters from the pre-

trained ViT4LPA are �ne-tuned. Parameters used in the decoder network are represented

in Table 3.2.

EV and PV Loads Identi�cation

The proposed EV and PV loads identi�cation model enables the detection of behind-the-

meter-PV generation and home EV charging load by analyzing smart meter pro�les of

residential customers. This process leverages the pre-trained ViT4LPA model to generate a

load embedding from the input load image of a customer. To achieve precise detection,

we employ two trainable D dimensional embedding vectors, referred to as object queries

(y0 PR2� D ), which undergo transformation within the same transformer decoder network

structure as previously outlined in (3.5)-(3.7). Within this decoder, the MCA layers are

crucial, enabling each object query to focus on critical load image segments pertinent

to each speci�c load detection task. By allowing each object query to interact selectively

with pertinent information in the load image, ViT4LPA achieves a level of precision and

46



(a) Grid masking (b) Random masking

(c) n MAE distribution (grid) (d) n MAE distribution (random)

Figure 3.4: Masked image reconstruction examples and n MAE histogram by different
masking strategies.

task-speci�c adaptability. The architecture of this model is detailed in Fig. 3.3.

The output from the transformer decoder network ( yLD
PR2� D ) is processed by predic-

tion heads, resulting in two binary classi�cation predictions ( ŷ PR2� 1). Here, the FFN layer

translates each output embedding into binary classi�cation outcomes. Binary cross-entropy

loss is utilized to measure the discrepancy between the ground truth and the model's pre-

dictions. During the model's training phase for identi�cation tasks, all parameters from the

pre-trained ViT4LPA are �ne-tuned to optimize performance.

3.3 Simulation Results

3.3.1 Simulation Setup

The training dataset for the ViT encoder consists of two years of hourly smart meter read-

ings from over 4,000 residential households, sourced from a local utility's dataset. For the

downstream tasks, we utilize a labeled dataset provided by the Pecan Street project [29],

which includes two years of metered load pro�les and sub-metering data of HVAC, EV, and

PV from 300 residential households. To align with the typical resolution of smart meter data,
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Table 3.4: HVAC Load Disaggregation Performance Comparison for Different Masking
Strategies, Patch Sizes, and Encoder Depths

Patch Size
(NPh

� NPw
)

Grid Masking Random Masking

Small Encoder Large Encoder Small Encoder Large Encoder

n MAE EE std(n MAE) n MAE EE std(n MAE) n MAE EE std(n MAE) n MAE EE std(n MAE)

7� 2 6.40 2.42 2.30 6.57 2.37 2.45 6.78 2.43 2.59 6.82 2.51 2.61
4� 3 6.20 2.28 2.24 6.75 2.41 2.50 6.60 2.39 2.49 7.11 2.49 3.32
4� 4 6.61 2.66 2.31 6.99 2.70 2.70 6.60 2.52 2.48 7.13 2.43 2.80

we downsample the original 1-minute resolution data to intervals of 15, 30, and 60 minutes.

The dataset is divided into a training set and a testing set, with 150 households each. To

improve the robustness of the disaggregation and identi�cation models, we employ a data

augmentation strategy outlined in [13], using the 150 households in the training dataset to

generate additional data.

The accuracy of the disaggregation process is assessed using three metrics: the mean

absolute error (MAE), normalized MAE ( n MAE), and the energy error (EE). These metrics

are calculated as follows:

MAE �
1

NTa

�
¸

ta PTa

| ŷta
� yta

| (3.8)

EE�
24

NTa

�

�
�
�
�
�

¸

ta PTa

ŷta
�

¸

ta PTa

yta

�
�
�
�
�

(3.9)

where ŷta
is the estimated value, yta

is the ground truth value. NTa
denotes the total count of

data points within a day, varying according to different data resolutions, with t a symbolizing

each speci�c time instance and Ta representing the set of time instances. n MAE is calculated

by dividing MAE by the rating of individual HVAC system. Additionally, the effectiveness

of the identi�cation model is assessed using the accuracy metric, which calculates the

proportion of correctly identi�ed cases across all test samples.

3.3.2 Performance on the Masked Image Modeling Tasks

In Table 3.3, we present the performance of image reconstruction using different con�gura-

tions of the network, evaluated through n MAE. The analysis reveals two signi�cant insights.

Firstly, even though random masking conceals only 15% of the patches and grid masking
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obscures 50% of the data, reconstructions under grid masking consistently outperform

those under random masking. This indicates that when faced with grid-masked images as

a pretext task, models are more adept at inferring the importance of adjacent patches for

superior reconstruction outcomes. Additionally, learning positional embeddings seems to

be more straightforward with grid masking compared to random masking.

This pattern is further illustrated in Fig. 3.4, which showcases examples using a small

ViT4LPA with a patch size of 4 � 3. As shown in Fig. 3.4(a) and Fig. 3.4(b), the ViT4LPA model is

capable of accurately reconstructing images close to their original form under both masking

strategies. Notably, the reconstructions from grid-masked images are remarkably precise,

even though 50% of the information is initially obscured. Additionally, the error distribution

for grid masking is predominantly clustered around 1% n MAE, whereas random masking

exhibits a slightly elevated error level, with most errors clustering around 1.5% n MAE.

The second key insight from our analysis is that larger encoder networks yield superior

reconstruction performance across all patch sizes and masking strategies. This difference

is particularly pronounced with random masking, where a signi�cant performance gap

exists between smaller and larger encoder networks. The increased dif�culty of the random

masking pretext task bene�ts from the enhanced interpretative capabilities of a larger

network architecture. This suggests that for tasks closely aligned with the pretext task, such

as missing data patching in smart meter pro�les [43,46], a larger network can signi�cantly

improve performance. However, this improvement in MIM may not directly translate to

enhanced performance in all types of downstream tasks. In the following subsection, we

will explore how different masking strategies and network sizes affect performance in

downstream tasks, highlighting the speci�c conditions under which each approach is most

effective.

3.3.3 Performance on Downstream Task I: HVAC Load Disaggregation

Performance by different masking strategies, network depths, and patch sizes

In Table 3.4, we compare the HVAC disaggregation performance across three different

con�gurations of the ViT4LPA model: masking strategy, network depth, and patch size.

From this comparison, the following observations are made:

• The ViT4LPA models trained with the grid masking strategy outperform those trained

with random masking. As discussed earlier, although grid masking presents a relatively

49



Table 3.5: Performance Comparison with Benchmark Load Disaggregation Models

Data Resol. Model n MAE (%) MAE (kW) EE (kWh)

15-min

ViT4LPA 5.27 0.134 1.63
Inception 8.24 0.222 3.29

CAE 8.69 0.229 3.33
Trans. decoder 6.23 0.168 2.16

30-min

ViT4LPA 6.13 0.153 2.11
Inception 8.71 0.217 3.77

CAE 9.08 0.246 3.91
Trans. decoder 7.15 0.183 2.64

60-min

ViT4LPA 6.20 0.154 2.28
Inception 9.14 0.233 2.82

CAE 8.65 0.228 3.76
Trans. decoder 7.56 0.191 3.03

(a) 15-min resolution (b) 30-min resolution (c) 60-min resolution

Figure 3.5: Disaggregation results for one residential customer in three days with different
data resolutions (benchmark: transformer decoder).

straightforward pretext task, it allows the ViT4LPA model to learn deeper relationships

between patches due to the clearer positional signi�cance assigned to each patch.

• A larger ViT4LPA network does not necessarily translate to improved HVAC disaggre-

gation performance. While a larger network may exhibit a better ability to interpret

masked images, the complexity of �ne-tuning such a network during the HVAC disag-

gregation model training phase suggests that a more compact network design might

be preferable. Compact networks are easier to train and require less labeled data,

which bene�ts the case when there is not a suf�cient amount of sub-metering data.
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(a) (b)

Figure 3.6: Empirical distribution of MAE and EE of disaggregation methods.

(a) (b)

Figure 3.7: Comparing performance by a varying number of training samples. (a) MAE
curve, (b) EE curve.

• The ViT4LPA model con�gured with a 4 � 3 patch size delivers the highest disaggre-

gation performance compared to the other patch sizes tested. This superior perfor-

mance can be attributed to the balance this patch size strikes between capturing

global features and providing granular insights. While a 7 � 2 patch size may capture

broader weekly patterns, the 4 � 3 con�guration offers a more detailed view by effec-

tively grouping daily data. This granularity is particularly bene�cial for HVAC load

disaggregation, where understanding weather patterns and load consumption in the

immediate days surrounding the target day is crucial. In contrast, the 4 � 4 patch size

might aggregate too broad a time frame for each decoder query to effectively focus

on the �ner details necessary for precise disaggregation.
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Benchmark model comparison

In our examination of HVAC load disaggregation, we benchmarked the performance of

our model against several state-of-the-art machine learning models, including two CNN-

based approaches—the Inception model [47] and a denoising convolutional autoencoder

(CAE) [48]—as well as a transformer decoder network that we applied to the smart meter

missing data patching problem [43], which operates without an accompanying encoder

network. We represent the proposed load disaggregation method based on the case of 4 � 3

patch size along with the small encoder size. The comparative analysis yielded the following

insights:

• As detailed in Table 3.5, our ViT-based approach for load disaggregation surpasses the

benchmark models across all metrics and data resolutions. This superiority under-

scores the value of incorporating an encoder network for extracting customer-speci�c

information, a capability encapsulated within the load embedding feature. This ad-

vantage is highlighted when juxtaposing our model against the transformer decoder-

only model, illustrating an approximate 18% error reduction in every evaluated metric,

a comparison visually supported by Fig. 3.5. Here, our model demonstrates enhanced

point-to-point disaggregation accuracy, adeptly capturing detailed load variations

and more accurately estimating the energy contributions of different components

within a day.

• Figure 3.6 showcases the error distribution for both MAE and EE between our pro-

posed model and the decoder-only model. Each distribution, derived from averaging

the errors for each customer over the test period, results in 150 data points per distribu-

tion, re�ecting the consistent and superior performance of our model with narrower

error ranges. This consistency attests to the effectiveness of the ViT4LPA model in ac-

commodating customer-speci�c variability, such as differences in temperature-load

sensitivity and peak-to-valley ratio, by encoding these variations into the load embed-

ding and subsequently allowing the decoder network to tailor the load embedding

for load disaggregation purpose.

• The comparison of model performance with varying sizes of the training dataset in

Fig. 3.7 highlights the proposed model's reduced dependency on large labeled datasets

and its ef�ciency with the data available. In every scenario, our model outperforms

the benchmark, showing comparable performance to the benchmark even with only

25% of the labeled data. Moreover, while the performance of the benchmark model
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Table 3.6: Load Identi�cation Performance Comparison for Different Masking Strategies,
Patch Sizes, and Encoder Depths

Patch Size
(NPh

� NPw
)

Grid Masking

Small Encoder Large Encoder

EV PV Overall EV PV Overall

7� 2 91.8 97.1 94.5 92.0 97.5 94.8
4� 3 90.7 97.9 94.3 90.0 97.7 93.9
4� 4 90.7 97.4 94.1 91.1 98.0 94.6

Patch Size
(NPh

� NPw
)

Random Masking

Small Encoder Large Encoder

EV PV Overall EV PV Overall

7� 2 92.2 98.3 95.3 91.1 97.5 94.3
4� 3 91.1 97.5 94.3 89.3 97.7 93.5
4� 4 90.7 97.1 93.9 91.0 97.7 94.5

Figure 3.8: Temperature Sensitivity in HVAC Disaggregation Performance.

plateaus beyond a training set size of 300k samples, our model continues to exhibit

signi�cant error reduction up to 600k samples showing 20% to 30% performance gains.

This feature illustrates the proposed model's data ef�ciency and the effectiveness of

training with suf�cient labeled examples, providing a practical advantage for utilities

where sub-metering data may be scarce.

Sensitivity Analysis

In Fig. 3.8, the n MAE error distributions are presented for different minimum and maxi-

mum temperature ranges. Additionally, the normalized HVAC load distribution for each

temperature range is displayed, using the same unit as n MAE. The overall trend shows
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Table 3.7: Performance Comparison with Benchmark Load Identi�cation Models

Model Accuracy (EV) Accuracy (PV) Overall

ViT4LPA (proposed) 92.2 98.3 95.3
Inception (2D) 91.0 95.5 93.3
Inception (1D) 90.1 95.6 92.9

(a) (b)

Figure 3.9: Comparing performance by a varying number of training samples. (a) EV load
detection accuracy, (b) PV load detection accuracy.

an increase in error as temperatures rise. However, since HVAC activation is signi�cantly

in�uenced by outdoor temperature, as illustrated in the �gure, the impact of temperature

sensitivity on HVAC error is relatively marginal.

3.3.4 Performance on Downstream Task II: EV and PV Load Identi�ca-

tion

The performance in load disaggregation is notably enhanced with a smaller patch size

(4� 3), enabling the capture of detailed information. However, for load identi�cation tasks,

a patch size of 7� 2 yields the highest ef�ciency as represented in Table 3.6. The superior

performance of ViT4LPA using this patch con�guration across various masking strategies

and network sizes suggests that a broader overview is bene�cial for predicting the presence

of speci�c types of loads. This broader perspective allows the model to recognize repetitive

load patterns over certain periods, contributing to its accuracy in load identi�cation.

We benchmark our results against the Inception model, known for its strong perfor-

mance in image classi�cation tasks. Compared to benchmark our ViT4LPA-based model
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Figure 3.10: Performance of downstream tasks with different input con�gurations.

Figure 3.11: HVAC disaggregation results for 15-minute data resolution.

demonstrates a performance improvement of approximately 2%, as detailed in Table 3.7.

This comparison includes different network con�gurations of the benchmark model, em-

ploying either 1D or 2D convolution layers to process time-series pro�les or load images,

respectively. Furthermore, our model consistently outperforms these benchmarks, show-

casing its effectiveness even with varied sizes of training datasets as shown in Fig. 3.9.

Remarkably, with just 10,000 training samples, our model surpasses benchmarks that use

up to 600,000 samples in EV identi�cation. Similarly, for PV load identi�cation, our model

achieves comparable performance to benchmarks with only 25% of the labeled data, signif-

icantly reducing the dependency on large labeled datasets and emphasizing the ef�ciency

of the proposed ViT4LPA-based identi�cation model.

3.3.5 Impact of Weather Information in Load Images

We propose incorporating regional irradiance alongside temperature in training the ViT

model for two key reasons. First, multi-modal data—including irradiance, wind, and humid-
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(a) (b)

Figure 3.12: Comparison of performance using varying numbers of training samples with
15-minute resolution load images.

ity—enriches contextual information, improving downstream task performance. Second, re-

gional weather strongly in�uences local loads under speci�c conditions. For example, even

at identical temperatures, HVAC consumption varies signi�cantly depending on whether it

is a sunny or cloudy day. If irradiation measurements are unavailable, the method remains

functional but with reduced accuracy. To address this, proxy variables (e.g., sunny, cloudy,

rainy) or estimations (e.g., averaged PV output curves from regional panels) can be utilized

to approximate missing irradiance data.

Figure 3.10 illustrates the comparison of downstream task performance when the

ViT4LPA model is fed with only load pro�les versus a combination of three input chan-

nels (load, temperature, and irradiance observations). The results indicate performance

gains across both identi�cation and disaggregation tasks. For EV load identi�cation, the

improvement is minor, at less than 0.5%, which aligns with the weak correlation between

EV charging patterns and weather conditions. For PV load identi�cation, incorporating

weather data achieves a 1.7% performance improvement. Similarly, for HVAC load disag-

gregation at a 60-minute resolution, the inclusion of weather data leads to a signi�cant

6.6% performance enhancement. These �ndings underscore the importance of integrating

weather information into the load image inputs.

3.3.6 ViT4LPA with Different Data Resolution

To evaluate the performance of the pre-trained ViT4LPA model with varying data reso-

lutions, we generated load images using 15-minute smart meter recordings along with

corresponding weather information. The simulations involved MIM-based pre-training

56



(a) 4� 3 patch size

(b) 4� 4 patch size

(c) 7� 2 patch size

Figure 3.13: Cosine similarity matrices of positional embeddings.

with different masking strategies, network depths, and patch sizes. Figure 3.11 presents the

results for various pre-trained ViT4LPA con�gurations, where G and R denote grid-, and

random-masking, respectively, and Sand L represent small and large network setups.

The patch sizes maintained the same hourly range across consecutive days. However,

with a 15-minute resolution, the number of time-axis points increased fourfold due to the

higher frequency. For comparison, Fig. 3.11 also includes the simulation results for load

images with 60-minute data resolution (as reported in Table 3.5) and the performance of the

transformer decoder model as a benchmark. The 60-minute resolution results represent the

case where only the encoder uses 60-minute resolution data, while the decoder processes
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(a) Load disaggregation model (4� 3 patch size)

(b) Load identi�cation model (7� 2 patch size)

Figure 3.14: Visualization of the attention maps from the decoder for each downstream
task.

15-minute resolution data corresponding to the load pro�le of the target day.

We use 60-minute data instead of 15-minute data due to limitations in the size of

the training dataset. Our �ndings show that 15-minute resolution load images generally

underperform compared to 60-minute resolution images, with some con�gurations even

falling below the benchmark. In Fig. 3.12, using 15-minute data, performance on the load

disaggregation task improves as the number of training samples increases, and at 150k

samples, there is still signi�cant room for improvement. This suggests that with a larger

training dataset, 15-minute data could achieve better performance. However, when training

data is limited, 60-minute resolution data is more effective. As shown in Fig. 3.7, the rate of

error reduction for 60-minute data plateaus as the number of training samples approaches

150k, indicating that the increased complexity of fourfold larger patch sizes for 15-minute

data reduces the ef�ciency of the training process under data constraints.

Considering that 60-minute resolution is the most common minimum frequency for

smart meter data across many utilities, the better performance of ViT4LPA with lower-

resolution data highlights its practical advantage and suitability for real-world implemen-
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tation.

3.3.7 Interpretation of ViT4LPA

In this part, we analyze each component of the ViT4LPA to enhance the interpretability of

the network and bring insight into the LPA task. Presenting results are based on ViT4LPA

models that have been �ne-tuned using a labeled dataset for the load disaggregation and

identi�cation tasks individually.

Interpreting the positional embedding

We examine the positional embeddings by utilizing cosine similarity measures to identify

which positions are perceived as similar to others. In Fig. 3.13, we display heatmaps of

similarity matrices. For instance, Fig. 3.13(a) showcases 56 matrices, each representing

the cosine similarity of position embeddings from a distinct image patch within the load

image against each of the 56 image patches, including the patch itself. On the right side of

Fig. 3.13(a), three matrices highlight the cosine similarity of positional embeddings between

patches covering days 13-15 and hours 0-2, 15-17, and 21-23, respectively, in comparison

to the other 56 patches.

The analysis reveals a pronounced column-wise similarity for most patches. Notably,

except for peak hours between 15 to 20, adjacent hours within the same day exhibit lower

similarity values, whereas positional embeddings across different days but within the

same time period show higher similarity. This pattern suggests that residential households

typically maintain similar usage patterns during off-peak hours (particularly from late night

to early morning), whereas load usage during peak hours exhibits more variability.

Interpreting the self- and cross-attention layers in the decoder

As represented in Fig. 3.14, we delve into the analysis of self- and cross-attention scores

within the decoder to pinpoint critical information pivotal for the load disaggregation and

identi�cation tasks. Speci�cally, for the load disaggregation task, we focus on the attention

scores for four distinct hours within a day, representing four out of the twenty-four queries

utilized in the decoder network. The cross-attention maps illustrate the attention scores

directed by each query towards the load image, whereas the self-attention maps detail the

focus of each query on the other queries (inputs to the decoder network).

59



(a) (b) (c)

Figure 3.15: Load embedding representation in 2-dimensional space and representative
measurement of each customer.

In Fig. 3.14(a), a notable observation is the tendency of each query to focus on image

patches corresponding to the hours 9 to 11 across all four cross-attention maps. These

hours, as depicted in the load image and associated load and temperature pro�les, mark

a period where both load and temperature begin to rise simultaneously. In the case of

self-attention maps, all four queries consistently direct attention to the 3 a.m. hour. This

pattern offers insightful implications for the HVAC load disaggregation task, suggesting

that the temperature sensitivity of the load during the initial phase of daily temperature

increase, alongside load consumption during inactive hours (where the load demonstrates

low temperature sensitivity), are two critical elements. These �ndings underscore the

signi�cance of understanding both the load-temperature sensitivity and the base load

patterns for enhancing HVAC load disaggregation accuracy.

In Fig. 3.14(b), we present the cross-attention maps for each object query across different

layers within the identi�cation model. These maps reveal a marked contrast to those

from the disaggregation model, with each object query focusing on speci�c regions of the

load image that correlate with the activity of a particular load type. Notably, the PV load

query consistently targets the 13-15 hour period across layers, while the EV load query is

drawn to both the late evening (19-21) hours and early morning (0-3) periods. This pattern

underscores the effectiveness of ViT4LPA in load identi�cation tasks, showcasing its ability

to precisely pinpoint the occurrence times of speci�c loads within the load image.
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