ABSTRACT

HUANG, RONG. The Two-stage Stochastic View Selection Problem in OLAP Systems: Models
and Algorithms. (Under the direction of Dr. Rada Chirkova and Dr. Yahya Fathi.)

We consider the problem of selecting views in an OLAP data-analysis system and propose
a new paradigm to study this problem in a two-stage probabilistic environment, rather than
the conventional one-stage environment. The objective is to minimize the processing time of a
given collection of queries (first stage), plus the expected processing time of a (probabilistic)
collection of future queries (second stage), while allowing for a partial replacement of the views
in the second stage. We present a stochastic programming model for this problem and show
that it is equivalent to an integer programming (IP) model. We study the structure of this IP
model and reduce its size accordingly to the extent that it can be solved using available IP
solvers. We then evaluate the benefits of this two-stage approach versus a comparable one-stage
approach, and determine the value of perfect information in this context. In order to solve
both the one-stage view selection problem and the two-stage stochastic view selection problem
more efficiently, we define the cost-benefit ratio of each view which is a measure of effectiveness
of the view. We conduct a theoretical analysis of the properties of the cost-benefit ratio, and
employ this concept to develop exact and inexact methods to further prune the search spaces

of potentially beneficial views so that we are able to solve larger instances of the problems.
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Chapter 1

Introduction

Many data-intensive systems, such as commercial or scientific database systems, store vast
collections of data, whose scale tends to grow massively over time. Such systems can improve
some metric, such as performance, of answering user queries on stored data by using derived
data. Derived data are computed and stored in the system in advance (that is, are materialized)
using the stored base data, and include cached replicas, indexes, and materialized views, which
are used extensively in information integration and data warehouses. Materialized views, that
is precomputed and stored extra relations, are commonly used to reduce the evaluation costs
of data-analysis queries in relational data-intensive systems. Intuitively, a materialized view
would improve the efficiency of evaluating a query when the view relation represents the result
of (perhaps time-consuming) precomputation of some subexpression of the query of interest;
see [12,28] and references therein. Materialized views with grouping and aggregation may be
especially attractive for evaluating data-analysis queries, because the relations for such views
store in compact form the results of (typically expensive) preprocessing of large amounts of
data. Selecting appropriate materialized views for use in data-intensive systems may contribute
to solutions to the problems of creation, facilitation, visualization, and understanding of the
diverse digital content in a variety of circumstances.

As an illustration, consider the following scenario. Large retail companies (such as Sears,
Kmart, Target, and WalMart in the USA) all maintain significant-size databases storing infor-
mation about ongoing sales transactions. For instance, WalMart is known to maintain database
relations whose size is in billions of rows, or tuples. All these companies generally have significant
volumes of marketing analysis going on throughout the year. That is, for accounting, reporting,
and business-intelligence purposes, each company’s database system undergoes periodic runs
of data-analysis queries on the stored information, including the queries for automatically or
manually generated daily, weekly, or monthly summary reports. In typical data-analysis, or

OLAP [9,24], queries, users are interested in obtaining summary information of a measure,



Table 1.1: The Sales table

StorelD | State | ItemID | ItemCatergory | CustID | DatelD | QtySold
1 NC 1 2 3 1 70
1 NC 3 2 1 2 100
1 NC 3 2 2 3 80
1 NC 4 1 1 1 100
1 NC 4 1 2 4 100
2 NC 1 2 3 2 25
2 NC 2 1 2 3 14
2 NC 4 1 1 3 12
3 SC 1 2 2 1 30
3 SC 1 2 3 4 40
3 SC 2 1 2 1 30
3 SC 3 2 1 2 100

Table 1.2: The Time table

DateID | Day | Month | Year

1 24 Dec 2012
2 25 Dec 2012
3 1 Jan 2013
4 Jan 2013

such as sales amount, as a function of some business aspects, called dimensions. For instance,
in a daily volume-of-sales query in analyses run for Sears, the dimensions could be item sold,
time of sale, and customer.

Suppose the Sears sales data are stored in relations (i.e., tables) Sales(StoreID, State,
ItemID, ItemCatergory, CustID, DateID, QtySold), Time(DateID, Day, Month, Year), and
Customer (CustID, CustType). Suppose also that these relations form a star schema [10], with
Sales as the “fact table” and Time and Customer as “dimension tables” (see [24]), as shown
in Tables 1.1, 1.2, and 1.3, respectively.

Consider a query workload with queries Q1 and Q2. Q1 asks for the total sales per item
category per customer type in December 2012. Q2 asks for the maximum sales per store per
customer type in December after 2005. Then the queries could be expressed in the standard
relational-query language SQL as the following grouping and aggregation over the star-schema
join [24]:



Table 1.3: The Customer table

CustID | CustType
1 Business
2 Individual
3 Individual

Q1: SELECT ItemCategory, CustType, SUM (QtySold)
FROM Sales NATURAL JOIN Time NATURAL JOIN Customer
WHERE Month = ‘December’ AND Year = 2012
GROUP BY ItemCategory, CustType;

Q2: SELECT StoreID, CustType, MAX (QtySold)
FROM Sales NATURAL JOIN Time NATURAL JOIN Customer
WHERE Month = ‘December’ AND Year > 2005
GROUP BY StorelID, CustType;

A data-management system evaluating the queries Q1 and Q2 on just the base (i.e., original
stored) relations would need to access all the sales information, including the likely large amount
of irrelevant data for the sales before the reporting period. On the other hand, using derived data
could reduce, perhaps significantly, the time to evaluate the queries Q1 and Q2. For instance,
using an index I that provides access to all sales events for all sales IDs for a specific month and
year would obviate the need to access the irrelevant data for sales in months before (or after)
December 2012 for query Q1. Note that evaluating the queries using the index I would still
involve examining the sales data at the granularity of individual sales events. Alternatively, the
data-management system could reduce the evaluation time of the queries Q1 and Q2 by using a
materialized view V1, which is a relation that stores the total sales (Viamt) and maximum sales
(V2amt) per item category per customer type per store per month per year, and is expressed in
SQL as follows:

V1: SELECT ItemCategory, CustType, StoreID, Month, Year,
SUM (QtySold) AS Viamt, MAX (QtySold) AS V2amt
FROM Sales NATURAL JOIN Time NATURAL JOIN Customer
GROUP BY ItemCategory, CustType, StoreID, Month, Year;

Observe that the queries Q1 and Q2 can be evaluated using a single relation V1 — that is, no
joins of relations are required in the evaluation. Using V1 obviates the need to access a large

amount of irrelevant data, and therefore the evaluation time of Q1 and Q2 when using V1 could



be dramatically shorter than when not using V1. Note also that the representation of the base
data in the materialized view V1 no longer distinguishes between individual items or sales dates.

Ideally in such a setting, in order to maximize the efficiency of query processing, all “ben-
eficial views”, such as V1 in the example, would be precomputed and stored (materialized).
However, typical storage-space and computational constraints on the database system limit the
number of views that can be materialized. Naturally, the problem of selecting an appropriate
collection of materialized views has to be addressed in the context of the objectives and lim-
itations of each setting. This problem is commonly known as the View-Selection Problem. In
recent years, a number of researchers have addressed the subject and developed exact and inex-
act methods for solving the problem in a one-stage deterministic environment, where all queries
are assumed to be known in advance, and in a one-stage probabilistic environment, where we
have a probability (frequency) of occurrence associated with each query in a given collection
of queries. (See, for instance, [3-5,16,19].) In both environments, the problem is addressed in
the context of one fixed query workload, and can thus be called the One-Stage View-Selection
Problem.

However, sometimes knowledge of future query workloads may be available, which allows
us to choose appropriate views to make advanced preparation for the processing of the future
queries. More specifically, sometimes it is necessary to solve the problem of view selection in
settings in which we are given some information about query workloads at a future point in
time, in addition to the immediate query workloads. In this dissertation we study this problem
for relational OLAP systems in a two-stage environment, and propose appropriate models and
algorithms for solving the problem.

To illustrate this environment, let us refer to the Sears example described above. While some
data-analysis queries would be posed on the Sears’ sales data throughout the year, some of the
queries may be run only at certain times of the year. The focus of such seasonally relevant
queries could include, for instance: (i) demand for fancy gadgets (such as large-screen TVs)
during heavy sales events (such as Black Friday in the USA); (ii) sales of deeply discounted basic
household appliances during Christmas sale events; and (iii) August sale events for summertime
gear. In such a situation, aside from designing and using derived data to improve the processing
performance of the routine queries occurring throughout the year, it would be beneficial to
design and use additional derived data in order to reduce the execution time of such seasonal
queries as well.

It is natural that sometimes the collection of derived data that is useful for the queries
in one season may be different from those that are useful for the queries in the subsequent
seasons. On the other hand, it is always desirable if (at least some of) the derived data that
is developed for one season can also be used for the queries in the subsequent seasons, since it

would save both time and resources. After all, creating derived data itself requires both human



and computational resources, and any savings in this regard translates to better efficiency in
the overall operation. Hence, the problem in this context would be to determine the collection
of derived data for two or more seasons (stages), so as to answer all the queries in an efficient
manner while keeping the total volume of derived data as low as possible. In other words, in
this context we need to propose two or more collections of interrelated derived data, so as to
minimize the overall query-response time subject to a storage limit on the amount of the derived
data produced.

A further complicating factor in this context is the fact that sometimes it is difficult to
predict the specific query workload that would become relevant and prominent in a future
season (stage). For instance, political, economic, or environmental factors could all have an
impact on the nature of the queries that would become relevant in the fixed future stage. This
could lead the experts to forecast two or more possible query workloads for that future stage,
with a probability associated with each set. This, in turn, would lead to the need to carry out
the analysis in a probabilistic environment, where we account for various scenarios (i.e., query
workloads) that may occur in the future.

For instance, in a situation where we deal with only two seasons, we may need to pro-
pose a collection of materialized views to answer a given set of queries immediately (these are
first-season, or first-stage, queries), and a plan for several collections of views, each collection as-
sociated with a possible set of future queries (these are second-season, or second-stage, queries).
In such a situation, in order to facilitate and expedite the process of creating the second-stage
collections of views, our decision for the first collection of views (that is, the first-stage deci-
sion) should be made with consideration for various possibilities (queries) that may occur in
the second stage. The idea here is to reuse as many of the first-stage derived data as possible
in the second stage.

This leads us to define a view-selection problem in a two-stage probabilistic environment,
with (current) stage 1 and (fixed-season future) stage 2, and propose models and algorithms
for solving the problem. Informally, in our Two-Stage Stochastic View-Selection Problem, the
inputs include storage limits, a query workload for stage 1, and a collection of query workloads
for stage 2 with a probability of recurrence associated with each workload. (The probabilities
of the stage-2 query workloads sum up to 1.) The output at stage 1 includes (1) the set of views
to be materialized for the stage-1 queries, and (2) for each stage-2 query workload, the set of
views that are to be materialized at stage 2 (including those views that will remain around from
stage 1) for that query workload. At stage 2, while the time-consuming materialization of the
stage-2 views is taking place, those stage-1 materialized views that remain in the system at stage
2 remain around to improve the efficiency of evaluation of stage-2 queries. Not surprisingly, our
Two-Stage Stochastic View-Selection Problem is NP-hard [37]. Please see Section 3.1 for the

formal statement of the problem.



As an illustration, suppose that in the Sears example, the queries Q1 and Q2 (given earlier)
constituted the stage-1 query workload. We are also given two stage-2 queries: (1) Query Q3
asks for the total sales per item category per customer type per store in NC in January 2013,
and (2) Query Q4 asks for the total sales per state in December 2012. Suppose that either Q3
or Q4 will occur at stage 2, each with probability 0.5. Then, at stage 1, instead of materializing
the view V1 (as given earlier), we can materialize a view V2 that has the total sales per item
category per customer type per store per state per month per year, and use it to answer Q1 and
Q2. At stage 2, if Q3 occurs, we use V2 to answer it. Otherwise, if Q4 occurs, we answer it by
(designing at stage 1 and) materializing at stage 2 a view V3 that stores the total sales per state
per month per year. The larger-size relation for V2 can be used to evaluate the queries in both
stages, assuming that Q3 becomes prevalent in stage 2. In contrast, the smaller-size relation
for V3 would replace at stage 2 the larger-size relation for V2, if query Q4 becomes prevalent in
stage 2. Here, the use of V3, rather than of V2, would result in a more efficient evaluation of the
query Q4.

This example illustrates that our two-stage approach is more efficient and less resource
intensive than the one-stage approach to view selection. Indeed, as we show in this dissertation,
if we apply a one-stage solver to materialize views only at stage 1, then a greater portion of
the materialized views would tend to be irrelevant at stage 2. On the other hand, applying a
one-stage solver at each of the two stages would result in creating large volumes of views at
stage 2, which could be unnecessarily resource intensive.

Note also that our two-stage approach to view selection is applicable to, and sufficient for,
solving multi-stage view-selection problems. The reason is, the view selection takes place during
the first season, and when it comes to the second season, any modification of the set of views
with respect to the new season will have been applied. During the second season, we can employ

this two-stage approach for view selection for the second and third seasons, and so on.

1.1 Contributions

In this dissertation, we introduce the two-stage stochastic view-selection problem and propose
an approach for solving the problem. Our approach is to develop a stochastic programming
(SP) model for it. More specifically, we show that the SP model that we propose in its extended
form is equivalent to an integer programming (IP) model. In general, this IP model may have
a large number of variables and constraints. We use the structural properties of the models to
reduce the size of the search space of views, and hence the size of the corresponding IP model,

to manageable levels. Our specific contributions are as follows:

1. In Section 3.1 we define the two-stage stochastic view-selection problem, and model this



problem as a two-stage stochastic programming (SP) model in Section 3.2.

2. In Section 4.1 we study the structure and properties of the extensive form of the SP model,
which is an integer programming (IP) model. In Section 4.2 we develop an algorithm that
effectively reduces the search space of potentially beneficial views in the IP model, and
obtain a smaller IP model in Section 4.3 (called “the reduced IP model”) whose solution

is guaranteed to be optimal for the original SP model.

3. In Section 4.4 we conduct a computational experiment on the above IP models and discuss
the scalability of the reduced IP model. The reduced search spaces significantly reduce
the size of our original IP model. As a result, for realistic-size instances of the problem,
this IP model can be solved efficiently by a commercial IP solver such as CPLEX [21].

4. In Sections 5.1-5.4 we compare our two-stage SP model with associated or related models,
and present techniques to assess the value of the SP model and the value of perfect

information [6] in this context.

5. In Section 6.1 we introduce an exact method and an integer programming model to
solve the one-stage deterministic view-selection problem. We show through a numerical

experiment in Section 6.2 that our algorithm outperforms the one introduced in [3,4].

6. In Sections 7.1 and 7.2 we study the properties of the views that appear in the optimal
solution in the context of the one-stage view-selection problem. We propose a measure
of effectiveness (called cost-benefit ratio) associated with each candidate view, and use
this measure to devise heuristic algorithms for solving larger instances of the problem in
Sections 8.1-8.3. We demonstrate the effectiveness of our algorithms through a computa-
tional experiment in Section 8.4. Our experiment shows that on average, our algorithms
require less execution time than the heuristic methods proposed in [3,4], and the resulting

solutions are significantly better (i.e., have lower costs).

7. In Sections 9.1 and 9.2 we discuss how this cost-benefit ratio can be employed to devise
other heuristic algorithms for solving large-size instances of the two-stage stochastic view-
selection problem. In Section 9.3 we conduct a computational experiment to discuss the

effectiveness of this algorithm.

1.2 Dissertation structure

The remainder of this dissertation is organized as follows. In Chapter 2 we review related work.
In Chapter 3, we present a formal definition of the two-stage stochastic view selection prob-

lem, and propose a stochastic integer programming model for it. In Chapter 4 we discuss the



structure of the problem and the corresponding stochastic programming model, use this struc-
ture to reduce the size of the problem considerably, and provide and discuss the results of a
computational experiment with this model. In Chapter 5 we present models and techniques to
determine the value of using a two-stage stochastic programming model, and present several
related numeric results. In Chapters 6 through 8 we focus our attention on the one-stage deter-
ministic view-selection problem. Our primary motivation for studying the one-stage problem is
to identify the structural properties of the problem that can be used to design effective algo-
rithms for solving the two-stage problem. In the meantime, we also developed new and effective
techniques for solving the one-stage problem. In Chapter 6 we propose an exact method, which
is similar to the one introduced in Chapter 4, to efficiently solve the one-stage deterministic
view-selection problem. In Chapter 7 we introduce the concept of cost-benefit ratio for each view
in the context of the one-stage view-selection problem, and discuss its properties. In Chapter
8 we propose heuristic methods, based on our cost-benefit ratio for further reducing the size
of the search space of views, in order to improve the efficiency and scalability of the IP model
for solving the one-stage view-selection problem. In Chapter 9 we return to the two-stage prob-
lem, and employ the cost-benefit ratio to develop a heuristic method for solving the two-stage
stochastic view-selection problem. Finally, Chapter 10 contains a few concluding remarks and

recommendations for future studies.



Chapter 2

Related work

2.1 Overview of related work

The general view-selection problem has been studied in the literature with various objectives
and constraints (see [33] for a survey and the design goals of the problem). In the one-stage
deterministic view-selection problem, the goal is to select a set of views to materialize from
scratch for answering a given set of queries with associated frequencies of occurrence. Numerous
algorithms are proposed for the selection of materialized views in the conventional one-stage
form of the problem (see [18] for a survey). Significant work has also been done on index selection
in such settings, both on its own and alongside view selection, see, e.g., [1,2,7,8,11].

Work including [17,19,30] consider greedy methods for efficiently selecting views in a gen-
eralization of the OLAP setting. Harinarayan et al. in [19] present greedy algorithms for the
one-stage view-selection problem in data cubes under a disk-space constraint. To minimize the
sum of query and update cost under storage space constraint, Gupta et al. in [17] extend the
greedy algorithm of [19] in the selection of data-warehouse materialized views. They introduce
“AND-OR” view graphs to represent all possible ways to generate warehouse views, and provide
several greedy heuristics for different types of “AND-OR” view graphs. Unfortunately, in [23],
Karloff and Mihail disprove the strong performance bounds of these algorithms, by showing
that the underlying approach of [19] cannot provide the stated worst-case performance ratios
unless P=NP. To minimize query costs under a space constraint, Nadeau et al. in [30] also give
a greedy algorithm, which is polynomial in the number of dimensions. That algorithm does not
perform as well as other greedy heuristics.

Solutions based on randomized algorithms have been developed in the literature for the
one-stage view-selection problem. Kalnis et al. in [22] use randomized algorithms, including
iterative improvement, simulated annealing, random sampling, and two-phase optimization, to

search the solution space of view sets to minimize query costs, under the constraints on the



space or update cost.

Considerable work, including [3-5,31,38], has been done in the open literature that employs
integer programming (IP) models to obtain optimal selection of derived data for query process-
ing in a one-stage environment. Yang et al. [38] propose an integer programming (IP) model
for view selection. The model uses Multiple View Processing Plans (MVPPs) to minimize the
combined cost of query evaluation and view maintenance. The solution of the IP model can
guarantee optimality. However, the algorithm does not take the space constraint into account.
In [31] Papadomanolaskis et al. propose an Integer Linear Programming (ILP) model for index
selection, with the objective of minimizing the query and update costs under a storage-space
constraint for a given collection of queries using a given set of tables. Golfarelli et al. in [15]
investigate the benefits of materializing views in vertical fragments in order to minimize the
response time of query workloads under a disk-space constraint. Each vertical fragment in-
cludes a subset of the measures possibly taken from one or more views, aggregated on the same
grouping set. They formulate the problem as an ILP model, and solve it using a standard IP
solver. A line of past work [3-5] has focused on formal approaches for selection of views (with or
without indexes) to minimize the cost of query processing under the storage-space constraint.
Asgharzadeh Talebi et al. propose IP models to address the problem of view selection in [4],
and the problem of combined view and index selection in [3,5]. The objective in both papers is
to minimize the query-processing costs under space constraints in a deterministic environment.
In both cases, they propose algorithms to effectively and efficiently prune the search space of
potentially beneficial views and/or indexes. They develop both exact and inexact methods for
solving the problems efficiently. The exact methods of their work guarantee the optimality of the
solutions. The results of that work are scalable to relatively large instances of the problem, and
compare favorably with several other approaches in the literature, including [2,19,22]. However,
those integer linear programming techniques are limited to the problems in the one-stage envi-
ronment. To the best of our knowledge, there is no known algorithm that addresses the problem
in a multi-stage probabilistic environment. The SP and IP models presented in this dissertation
are most closely associated with the models discussed in [3,4]. We extend these models and
approaches to the two-stage deterministic and probabilistic environments. In Section 2.2, we
provide a brief introduction of the IP model and methods proposed in [3,4] for the one-stage
view-selection problem. In this dissertation we also extend further the reach of the approach
of [3-5] for solving the one-stage view-selection problem, by studying the structural relation-
ship between the views and the queries. These results lead us to more effective techniques and
algorithms for the problem.

The multi-stage deterministic view-selection problem has been studied in the literature in
a dynamic environment, known as the dynamic view-selection problem. The dynamic view-

selection problem shares similarities with the two-stage stochastic seasonal view-selection prob-
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lem discussed in this dissertation, in that they both consider the selection of materialized views
for incoming queries over time periods. At the same time, there are also fundamental differences
between these paradigms, as described below.

There are a number of solutions, including [7, 8, 25, 26], for the dynamic view-selection
problem in the context of periodical “re-calibration” of the materialized views to optimize
query-evaluation costs with changes in the query patterns. In [25, 26], Kotidis et al. present
DynaMat, a system that dynamically materializes information at multiple levels of granularity,
in order to match the query workload under the update and space constraints. DynaMat con-
stantly monitors incoming queries, and materializes the best set of views subject to the space
constraints. During updates on the stored data, DynaMat reconciles the current materialized
views and refreshes the most beneficial subset within a given maintenance window. At the same
time, DynaMat can only choose to store aggregate data that are answers to the queries from the
users. As a result, even though an aggregate view that can answer multiple aggregate queries
may save a lot of space without losing much efficiency in answering these queries, it will never
be considered by DynaMat unless it is queried. Our approach in this dissertation allows any
aggregate view that can answer any of the queries to be considered for materialization.

In [34,35], Theodoratos et al. consider what they call dynamic or incremental data warehouse
design, where new queries are added and need to be answered by a data warehouse. In the
first phase (stage), they are given a fixed set of queries ), and views that answer the queries
with minimum cost must be selected from multi-query AND/OR-DAGs. In the second phase
(stage), an incoming query workload is given, and another set of materialized views is added
to the existing set of views, so that all the incoming queries and the existing queries can be
answered. However, in practice there may not be extra space available for materializing new
views. In this dissertation, we always require the space for storing materialized views at each
stage to be no more than a given space limit.

Lawrence et al. in [27] propose a two-phase (two-stage) operation, Startup and Online, to
solve the dynamic view-selection problem for OLAP. The Startup Phase (the first stage) is a
one-stage view-selection routine. For the Online Phase (the second stage), the authors propose
online view selection, that is, given a set of materialized views M obtained from the startup
phase and a new deterministic query workloads with query frequencies, select a new set of
views M’ by discarding some views from M, and by adding new ones to be materialized, to
minimize the query costs under the space constraint. Regarding computationally high cost of
view materialization, the authors limit the storage space for the views to be materialized in
the second stage. A key difference from our work is that in our model, we assume that during
the first stage we have some knowledge of the second-stage queries (at least in a probabilistic
sense). We make selections of views in the first stage based on this knowledge, to make advance

preparations for the query processing in both stages. In contrast, Lawrence et al. deal with the
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problem dynamically, in the sense that their algorithm assumes no knowledge of the second-
stage queries during the first stage. They consider the second-stage queries in a deterministic
sense, only after the first-stage views are materialized and employed, and solve the two stages
of the problem separately. As a result, a great portion of the materialized views M obtained
from the startup (first) phase tends to be irrelevant in the online (second) phase, since many
of the first-stage queries are no longer of interest in the second phase. In [27], in order to select
views for the two phases of the problem, the authors apply the greedy algorithm proposed by
Harinarayan et al. in [19] and three randomized methods proposed by Kalnis et al. in [22].
However, these methods do not guarantee optimality of the solution.

The stochastic seasonal view-selection problem proposed in this dissertation differs from
dynamic view selection, in that for the stochastic seasonal view-selection problem it is natural
to only consider a two-stage (two-season) view selection. The reason is that the selection of views
takes place between two seasons, and when it comes to the second season, any modification of
the set of views with respect to the new season will be applied. At the end of the second season,
we can employ this two-stage approach for view selection between the second and third seasons,
etc.

However, none of the work for the multi-stage view-selection problem has been considered
in a probabilistic environment. To the best of our knowledge, Shaman [14] is the only project
described in the open literature that considers using derived data to improve query performance
in presence of a number of distinctly identifiable query workloads, all of which are known before-
hand. Our work in this dissertation complements the agenda of Shaman, in that in Shaman, the
specific query sets are not tied to specific time points or to particular occurrence probabilities.
The objective of the Shaman approach is to set up one initial and, at the same time, final index
configuration that would be “robust” in some sense through all the deterministic changes in
the query workloads on the system, regardless of when the workload changes are to occur. This
approach does not appear to be appropriate for a probabilistic-environment problem, such as
the one considered here.

In this dissertation we consider view selection in a two-stage probabilistic environment.
We employ stochastic programming (SP) (see [6]) and integer programming (IP) (see [37]) to
address the two-stage stochastic view selection, and apply exact and inexact method to obtain

efficient solutions.
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2.2 An integer programming method for the one-stage view-

selection problem

In this subsection, we provide a brief introduction of the models and methods proposed in [3,4]
for the one-stage view-selection problem. The models and algorithms that we propose in this
dissertation for the two-stage view-selection problem are closely related to these for the one-
stage models and methods.

In [4], Asgharzadeh Talebi and colleagues consider the following One-Stage View-Selection
problem, which we denote by OVS in this dissertation: Assume we are given a collection of
queries @), with associated frequency distribution on a given star-schema data warehouse D,
and a storage limit b on the total size of the views that we may materialize. The problem is to
select a collection of views to materialize, so as to minimize the total evaluation costs of the
given collection of queries.

The scope of the two-stage view-selection problem which we propose in this dissertation,
i.e., the type of the database, as well as the type of queries and views, is the same as in the
problem OVS. Hence, we provide a brief introduction here; please see Section 3.1 for a detailed
description. For the problem OVSS we consider star-schema data warehouses [9,10,24] with a
single fact table and several dimension tables. All the views to be materialized are defined, with
grouping and aggregation but without selection, on the relation that is the result of the “star-
schema join” [24] of all the relations in the schema. This relation is called the raw-data view or
raw-data table. All the queries in the workloads in the problem OVS are posed on the relevant
raw-data view. The query-evaluation cost is defined in the context of answering unnested select-
project-join queries with grouping and aggregation using unindexed materialized views, such
that each query can be evaluated using just one view and no other data. A query can be
answered using a view only if the set of grouping attributes of the view is a superset of the set
of attributes in the GROUP BY clause of the query and of those attributes in the WHERE clause
of the query that are compared with constants. Each query (or view) is represented by the set
of these relevant attributes. The evaluation cost of a query using a given view (if this view can
indeed be used to answer the query) is equal to the size of the materialized view itself. Please
see Section 3.1 for detailed size calculations and estimation of the views or queries.

The search space of views (i.e., the collection of candidate views we consider) for the problem
OVS is the view lattice introduced by Harinarayan et al. in [19], which includes all the views
with grouping and aggregation defined on the raw-data table. Each lattice view has grouping
on some of the attributes of the database, and has aggregation on all the attributes aggregated
in the input queries.

Asgharzadeh Talebi et al. [3,4] propose an IP model for solving the problem OVS. This IP

model has a key role in our discussions below, hence, for completeness, we present it here. Let
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V denote the search space of views for a given problem OVS with a query set Q). Let I and
J denote the set of subscripts associated with the sets V' and @, respectively. For each 7 € I
we use v; to represent both the i** view in V and the collection of grouping attributes for this
view. Similarly, for each j € J we use g; to represent both the 4™ query in @ and the collection
of attributes in the GROUP BY clause of that query, plus those attributes in the WHERE clause of
the query that are compared with constants. Let a; denote the size of the view v;, for all 7 € I.
Let d;; be the evaluation cost of answering query ¢; using view v;, for all j € J and for all ¢ € I.

Define the decision variables xz; and z;; for all j € J and for all i € I, as follows:

1 if view v; is materialized
Ti = .
0 otherwise
{ 1 if we use view v; to answer query g;
Zz'j =

0 otherwise

The problem OVS can now be formulated as the following integer programming (IP) model,
denoted by OVIP1. We use the notation V;, for every query g;, to represent the collection of
views each of which can be used to answer the query g;, i.e., V; = {v € V : v D ¢;}. In the
model OVIP1 we use I; to denote the set of subscripts in V.

(OVIP1) minimize Y > dj;z; (2.1)
JjeJ i€l
subject to ZZU =1 Vied (2.2)
iel
Zij < x; Vje JVie Ij (2.3)
Z a;iz; <b (2.4)
iel
All the variables are binary (2.5)

Constraint (2.2) states that each query is answered by exactly one view; constraint (2.3) guar-
antees that a query can be answered by a view only if the view is materialized. Constraint (2.4)
limits the storage space for the views to be materialized.

Asgharzadeh Talebi et al. [3,4] propose to reduce the size of the search space of views (that
is, to prune the search space of views) from the view lattice V' to a smaller subset based on the

following two observations:

Observation 1. There exists an optimal solution for an instance of the problem OVS in which
view v is not materialized, and hence can be removed from the search space of views, if v contains

at least one attribute that is not in any of the queries it can answer.
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Observation 2. There exists an optimal solution for an instance of the problem OVS in which
view v 1s not materialized, and hence can be removed from the search space of views, if v is not
equal to any query in the given query set QQ, and the size of v is greater than or equal to the

total size of queries it can answer.

As mentioned in Asgharzadeh Talebi et al. [3, 4], these observations allow us to remove
a certain number of views at the outset, thus reducing the size of the corresponding model
OVIP1. We can still guarantee that an optimal solution of the reduced model, which we denote
by OVIP1’, is also optimal for the original problem OVS. This, in turn, allows us to solve
larger instances of the problem and to obtain the corresponding optimal solutions. Through a
comprehensive computational study, Asgharzadeh Talebi et al. [3,4] show the effectiveness of
this approach in solving relatively large instances of the problem OVS.

In order to further prune the search space of candidate views, and hence the size of the
corresponding IP model, Asgharzadeh Talebi et al. in [3,4] present an inexact (heuristic) method
for solving the problem OVS. The basic idea of the inexact method proposed in [3,4] is to limit
the search space of views only to those views that are “relatively close” ancestors of the given
queries. A view (or query) vy is an ancestor for another view (or query) vo if the collection of
attributes that define vy is a proper subset of the collection of attributes that define vq; in this
context we refer to vy as the child (or descendant) of v1. More specifically, Asgharzadeh Talebi
et al. [3] define a set V; as a reduced search space of views with respect to a given parameter s,
where each view in Vj is the union of exactly 1, or 2, ..., or s queries in the given query set Q).
This heuristic method allows larger instances of the problem to be solved in this manner, albeit
they can no longer guarantee that the resulting solution is optimal for the original problem. The
results of [3,4] show that their methods outperform other heuristic methods, including [2,19,22].

In this dissertation we extend the integer programming model and pruning algorithms pro-
posed in [3,4] to the two-stage probabilistic environment. We also study the structural rela-
tionships between the given query set () and each view v in the view lattice V', and use this
relationship to propose effective techniques for further pruning the search space of views and for
reducing the size of the corresponding IP models, both in the one-stage environment and in the
two-stage probabilistic environment. We experimentally compare our proposed methods with
the pruning methods in [3,4] for the one-stage view-selection problem. Our proposed techniques
for pruning the search space of views are complementary to those proposed in Asgharzadeh
Talebi et al. [3,4] for solving the one-stage view-selection problem, and can be employed either
separately or in conjunction with these earlier techniques. We evaluate the effectiveness of our
proposed techniques through a comprehensive computational study, and report our findings.
We also experimentally compare our proposed methods with the pruning methods in [3,4] for

the one-stage view-selection problem.
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Chapter 3

The two-stage stochastic

view-selection problem

In this chapter we define the scope of the two-stage stochastic view-selection problem that
we consider, i.e., the type of the databases, queries and views. Subsequently, we propose a
stochastic programming (SP) model [6] for this problem. By studying the properties of the SP

model, we then rewrite it equivalently as a model with fewer variables and constraints.

3.1 Formulation of the two-stage stochastic view-selection prob-
lem SVS

We consider a star-schema relational OLAP system [9,10,24], which is a data warehouse with
a single fact table and several dimension tables. (See Tables 1.1, 1.2, and 1.3 in Chapter 1 for
an example.) We assume that all the views to be materialized are defined, with grouping and
aggregation but without selection, on the raw-data view, which is the result of the “star-schema
join” [24] of all the relations in the schema. We can show formally that for each query (of the
type as defined below) posed on the original database, the query can be rewritten equivalently
into a query posed on the raw-data view. Using this formal result, in the remainder of the
dissertation we assume that all the queries in the workloads that we consider are posed on the
relevant raw-data view. In this context, we consider the evaluation costs of answering unnested
SQL select-project-join queries with grouping and aggregation using unindexed materialized
views, such that each query can be evaluated using just one view and no other data. (This
setting is the same as in [4,19,22,32,38].) A query ¢ can be answered using a view v only if
the set of grouping attributes of v is a superset of the set of attributes in the GROUP BY clause
of ¢ and of those attributes in the WHERE clause of ¢ that are compared with constants. We

16



use v to represent both a view and the collection of grouping attributes for that view, and we
use ¢ to represent both a query and the collection of attributes in the GROUP BY clause of that
query, plus those attributes in the WHERE clause of the query that are compared with constants.
It follows that query ¢ can be answered by materialized view v if and only if ¢ C v.

To evaluate a query using a given view (if this view can indeed be used to answer the query),
we have to scan all rows of this view. Hence, the corresponding evaluation cost is equal to the
size of the materialized view itself; a similar cost calculation is used in [4,19,22,32,38]. One way
to estimate the view sizes in practice, as suggested in the literature, is by getting a relatively
small-size sample of the raw-data view and by then evaluating the view definitions on that
table, with a subsequent scaleup of the sizes of the resulting relations. We use a; to denote the
(estimated) size of each view v; in the problem input. We also use the parameter d;; to denote
the evaluation cost of answering query ¢; using view v;. It follows that for each query g; we
have d;; = a; if ¢; C v;, and we set d;; = 400 otherwise, implying that g; cannot be answered
by the view v;.

In this environment we have a query workload ()1 that we must answer at the present
time (stage 1), and a second query workload Q2 that occurs at a future point in time (stage
2). We assume that the query workload @); is known and given, but that the second query
workload Q2 is a random set with a given probability distribution function. (We use boldface
to emphasize that Qs is a random set, and to differentiate it from a deterministic set such as
Q1.) We illustrate all of these notions in Example 1 later in this subsection.

At stage 1, we materialize a collection of views S7 and use these views to answer the queries
in ;. We assume that we have a storage limit b for these views (that is, the total size of
the views selected must not exceed by). At stage 2, once the actual collection of queries Q2 for
this stage is known, we allow for a partial replacement of some of the view relations that we
constructed at stage 1, in order to obtain the collection of views Sy for answering the query
set Q2. (Note that Q2 represents a realization of the random set Qs.) In other words, for each
query set (2, we need a replacement plan, that is, at the end of stage 1 we keep some of the
view relations that we materialized at stage 1, to be used again at stage 2 for ()2, while we
discard other view relations from stage 1 and replace them with new view relations. We assume
that the total size of the views that we replace must not exceed a given storage limit by. We
refer to this space limit as the replacement space limit. Naturally, by < b.

In this context, the technical problem that we need to address prior to stage 1 is to select
all views in the set 57 and a replacement plan associated with each possible realization Qo
of Q2. The objective is to minimize the total evaluation costs for the queries at stage 1, plus
the expected total evaluation costs for the queries at stage 2. Note that in order to obtain a
globally optimal solution for this problem, which we call the Stochastic View-Selection (SVS)

problem, all decisions regarding both stages (that is, the view set S; and the replacement plan
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Figure 3.1: View lattice for Example 1, with view sizes shown as number of bytes.

for every possible realization Q2 of Q2) must be made prior to stage 1.

The search space of views that we consider for a given problem SVS is the view lattice
introduced by Harinarayan et al. in [19]. The view lattice includes all the views defined on
the raw-data table, such that each view has aggregation on all the attributes aggregated in
the input queries. In the view lattice, each node represents a view, and a directed edge from
node v1 to node vy implies that v; is a parent of vg, that is, v9 can be obtained from vy by
aggregating over one attribute of vy. To illustrate, we present the following numeric example
for a data cube [19] with 4 attributes.

Example 1. Given a database with four grouping attributes a, b, ¢ and d, the view lattice
defined in [19] is shown in Figure 3.1. The space requirement for each view in the lattice is
given next to its corresponding node. In this instance, we assume that at stage 1, we are given
three queries ¢ = {a,b}, g2 = {b,c}, and g3 = {c,d}. At stage 2, ¢4 = {b} and ¢5 = {a,c}
would occur in one query set with probability 0.5, while g6 = {c} and ¢ = {b,d} would
occur in the other query set with probability 0.5. Equivalently, Q1 = {{a, b}, {b,c}, {c, d}},
Qi = {{b}, {a,c}}, and Q3 = {{c}, {0, d}} Assume the total space limit is b; = 30, and the
replacement space limit is b = 15. Our objective is to minimize the cost of answering @)1, plus
half of the cost of answering Q3, plus half of the cost of answering Q3. We need to determine
a collection of views S7 to materialize at stage 1, with the total size less than or equal to 30.
Furthermore, for each scenario at stage 2, we need to determine a subset of S; to keep from
stage 1 to stage 2, and another set of views to materialize at stage 2, with the total size less

than or equal to 15. [
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3.2 A two-stage stochastic programming model SP

In this subsection, we describe a stochastic programming model for the above two-stage stochas-
tic view-selection problem (SVS). Although the general form of the model that we propose is
valid for any probability distribution function for Qo, in the following model and throughout
the rest of this dissertation we assume that Qs is a random query set with L possible values.
More specifically, we assume that Qs equals query set Qé with probability py, for £ =1 to L,
with ZeL:1 pe = 1. We refer to each collection of queries Q4 as a scenario. We start by defining
the decision variables. For the first stage we define the following decision variables for each view

v; € V (where V is the set of all views) and for each query ¢; € Q1.

1 if view v; is materialized at stage 1
T; =
‘ 0 otherwise
{ 1 if we use view v; to answer query ¢; at stage 1
Zij =

0 otherwise

For the second stage, we define the following decision variables for each view v; € V' and for
each query g; € Qg, for £ =1 to L.

0 { 1 if view v; is materialized at stage 1 and used at stage 2 for query set Q5
1

0 otherwise

’ 1 if view v; is materialized at stage 2 for query set Q%

0 otherwise

{ 1 if we use view v; to answer query g¢; in the query set Qg at stage 2

0 otherwise

The cardinality of the view set V is 2%, where K is the number of distinct grouping attributes
in the database. Let I = {1,2,... ,2K} be the set of subscripts for all the views v; € V. In
addition, let J; be the set of subscripts for all the queries ¢; € @1, and let Jf be the set of
subscripts for all the queries g; € Qé, for £ =1,2,...,L. The problem can now be written as
the following stochastic programming model [6] that we denote by SP.

(SP) minimize Z Z dijzij + EqQ,V(x, Q2) (3.1)
jeJ1 i€l
subject to Zzij =1 Vje i (3.2)
iel
Zij <z Vj cJiand Vie I (3.3)
Zaixi < bl (34)
i€l

All the variables are binary
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Here, Eq, denotes the mathematical expectation of response time at stage 2 with respect to
Q2. If the probability distribution of Qo is as above, we have that

L
EqQ,¥(x,Qz) = Y pi¥(x,Q5) (3.5)
/=1

where ¥ (x, ()2) is the minimum response time for a given set of values of the first-stage variables
X = (:171, e ,:EM) and for a realization of the second-stage queries (J2. For each value of ¢, the

corresponding value of W(x, Qg) is obtained by solving the following view-selection problem.

T(x,Q5) = min Z Z dijtfj (3.6)

je]é el
subject to thj =1 Vje Js (3.7)
i€l
th<ul+yl  VjeJ; and Viel (3.8)
uf < a; Viel (3.9)
> aiy; < by (3.10)
iel
D aiuf +yp) < b (3.11)
i€l
All the variables are binary (3.12)

Constraints (3.2) and (3.7) state that each query is answered by exactly one view in the set
of materialized views. Constraints (3.3) and (3.8) guarantee that a query can be answered by
a view only if the view is already materialized. Constraints (3.4), (3.10), and (3.11) state the
storage limits on the view sets. Constraint (3.9) guarantees that the view kept from stage 1 to
stage 2 is already materialized at stage 1.

In defining decision variables in the above model, we used the subscript ¢ to represent view
v;, and in every case we defined the decision variables for all values of 7 in the subscript set I
(or, equivalently, for all views in the entire view set V'). Naturally, in practice for each decision
variable with a subscript i (associated with view v;), we only need to consider those views v;
that are relevant in the context of that decision variable. For instance, in defining the decision
variable z; at stage 1, we only need to define this variable for those views v; that can be used
to answer at least one query either in the first stage or in the second stage. In other words, we
need not consider view v; (or define the corresponding variable x;) if this view is not a superset
of at least one query in our entire query set. In the remainder of this section we define various
subsets of the overall view set V' (and its corresponding subscript set I) so as to rewrite the

above model with fewer variables and constraints.
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Let @ =@ U {Uﬁleg} be the collection of all queries either in stage 1 or in stage 2. We
define

W = {v,- €V :v; Dq for some q € @} (3.13)

Vi = {viGV:vquforsomequg}, {=1,...,L (3.14)

Correspondingly, we define the sets of subscripts associated with V; and VQZ as I and Ig, for
£ =1 to L, respectively. It follows that 17 is the set of views that are relevant for stage 1, and

¢*" sub-problem (scenario) in stage 2, for £ = 1

Vy is the set of views that are relevant for the
to L.

Similarly, for each query g; in the sets 1 and/or Qg, we define a sub-collection of views
that are relevant in answering that particular query. For each query ¢; € (1 we define Vy; =
{v; € Vi 1 v; D g}, and for each query ¢; € Q% we define ij = {UZ' eVi: v qj}, for £ =1 to
L. Again, corresponding to the view sets V7, and ij we define the associated sets of subscripts

as I;j and Ifj, for £ =1 to L, respectively.

Example 1 (Continued). In order to define V4, V21 and V22, we only consider the views that
could answer at least one query in the query set @ = {q1,92,93, 94, 95,96, 97}, Q% and Q%,
respectively. (For Q3 and Q3, see the first part of this example in Section 3.1.) Thus, we obtain
that

Vi = {{b}, {c},{a,b},{a,c},{b,c},{b,d},{c,d},{a,b,c},{a,b,d},{a,c, d},
{b,c,d},{a,b,c, d}}

V21 = {{b}, {a,b},{a,c},{b,c}, {b,d},{a,b,c},{a,b,d},{a,c,d},{b,c,d},{a,b,c, d}}

Vi = {{c}, {a,c},{b,c},{b,d},{c,d},{a,b,c},{a,b,d},{a,c,d},{b,c,d},{a,b,c, d}}

For each query, we define the relevant view sets in answering that particular query. For example,
for the query ¢1 = {a,b} € Q1 we define V11 = {{a, b}, {a,b,c}, {a,b,d}, {a,b,c, d}}, and for
the query gs = {b,d} € Q3 we define V5 = {{b, d}, {a,b,d}, {b,c,d}, {a,b,c, d}} O

We can now define the first-stage decision variables x; only for the views in the set V7, and
the first-stage decision variables z;; only for the views v; in the set Vi;. Similarly, we can define
the second-stage decision variables uf and yf , only for the views v; € Vf, and the second-stage
decision variables tfj,
rewrite the above stochastic programming model SP as the following model which we denote

only for the views v; € ij, for £ = 1 to L. It follows that we can now
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by SP’.

(SP) minimize Z Z dijzij + EqQ,¥(x, Q2) (3.15)
je1 iEIlj
subject to Z zij =1 Vje g (3.16)
1€ly;
Zij <z Vj e Ji and Vi € Ilj (3.17)
Z ;L5 S b1 (3.18)
i€l
All the variables are binary (3.19)

The corresponding second-stage subproblem can be written as follows:

U(x,Q5) =min » Y dytl; (3.20)
jeJsiel;

subject to Z tfj =1 Vje J (3.21)
iels;

tfj <l +yf Vj € J§ and Vi € 15]- (3.22)

ub < g Vie I (3.23)

> aiyl < by (3.24)
il

Z ai( uf +yf) < b (3.25)
i€l

All the variables are binary (3.26)
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Chapter 4

Solving the stochastic programming
model SP

We begin this chapter by introducing an integer programming model [37] obtained from the
extensive form [6] of the stochastic programming model that we introduced in Section 3.2.
Later in this chapter, we will study the properties of this integer programming model, use these
properties to remove some variables and constraints, and obtain a model that in many cases
tends to be significantly smaller. Optimal solutions of the resulting model are guaranteed to
be optimal for the original model SP. This, in turn, allows us to solve larger instances of the
problem SVS.

4.1 An integer programming model

In this subsection we propose an integer programming model [37] for the problem SVS. In order
to solve the stochastic view-selection model SP, we write the extensive form [6] of the stochastic
programming model SP’ that we discussed in Section 3.2, which is an integer programming
model that we denote by IP1.
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(IP1) minimize Z Z dijzij + Zpg Z Z dijtt ij (4.1)

jeJri€l; =1 jeJt zEISJ
subject to Z zij =1 Vie i (4.2)

i€l

Zij <z Vj S Jl,Vi S Ilj (4.3)

Z a;x; < bl (4.4)

i€l

doth=1 VjelJy, (=1,... L (4.5)

iels;

te <u +y2 VJGJ2,VZG 9, {=1,...,L (4.6)

uf < Vielfy, (=1,...,L (4.7)

> ayl <by, £=1,...,L (4.8)

i€l

S aiui+y)<b, £=1,...,L (4.9)

i€l

All the variables are binary (4.10)

Note that for an instance with K attributes, with ny queries in ) at stage 1 and with ng
queries in Qf at stage 2, for £ = 1,..., L, there are at most (n; + Zle n$+2L+1)|V;| variables
and at most (11 + S, nb + 2L)(|Vi] + 1) + 1 constraints in the integer programming model
IP1, where V7 is as defined in Section 3.2. Thus, even for relatively small values of K, L, nq
and n%, . ,n% , the size of the model could be very large, and the execution time of solving the
IP model could be excessively long even with a relatively fast IP solver such as CPLEX 11 [21].
The applicability of our model is thus limited to smaller-size instances. We thus endeavor to
reduce the size of our model by reducing the size of the view sets Vi, Vi, Vy and ij, for

£=1,...,L. In Section 4.4, we will provide numerical results for solving the model I P1.

4.2 Reduction of the search space of views

In this subsection, we make a few observations regarding the properties of the views that appear
in an optimal solution for a given problem SVS. Based on these observations, we identify the
reduced search spaces of views, which are relatively small subsets of the view sets Vi, V;, VQZ
and ij. The reduced search spaces are guaranteed to contain at least one set of the optimal

views. We then redefine the decision variables on the reduced search spaces in the model IP1,
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and obtain an integer programming model that we denote by I P2. I P2 is significantly smaller

than IP1, and optimal solutions of I P2 are guaranteed to be optimal for the model SP.

4.2.1 First reduction

As introduced in Section 2.2, in a one-stage view-selection problem, Asgharzadeh Talebi et
al. [3,4] propose to reduce the search space of views (i.e., the set of views to consider) by the
results of Observation 1 in Section 2.2. In other words, they eliminate from the search space
each view v that has at least one attribute that is not in any of the queries answerable by v.
We extend this pruning method to our problem SVS as follows.

Given a view v and a set of queries @ , let Q(v) denote the set of queries in @ that v can

answer, i.e., Q(v) = {q € Q : ¢ C v}. We make the following observations.

Observation 3. In an instance of problem SVS, given a view v in the view set Vi, if the
number of attributes of v is strictly greater than the number of attributes in the union set of the
queries in @ that v could answer, that is, |v| > |qu©(u) q|, then there exists an optimal solution
in which v is not materialized at stage one, or equivalently, the corresponding decision variable

has the value x; = 0.

Proof. If ¢ could be answered by v, then the set of attributes for ¢ is a subset of that for v,

ie., ¢ C v. Thus, Ugch)? €V and | Uecho

one attribute, call it attribute a, that is not in any ¢ € @ such that ¢ C v. If there exists an

) ql < |v|. If | U cbw) q| < |v|, then v has at least

optimal solution in which v is materialized at stage one, we replace it with view v' = v \ {a}.
Since the size of v/ is no more than that of v, the replacement will not violate the space limit.
For each query ¢ € @ that is answered by v in the optimal solution, ¢ could be answered by v’
with the cost that does not exceed that of v. Thus, we obtain an optimal solution in which v is

not materialized at stage one, and the corresponding decision variable has the value z; = 0. O

Observation 4. In an instance of problem SVS, given a view v in the view set Vf, if the
number of attributes of v is strictly greater than the number of attributes in the union set of
the queries in Q5 that v could answer, that is, |v] > | Ugeqs(v) q|, then there exists an optimal
solution in which v is not materialized at stage two, or equivalently, the corresponding decision

variable has the value yf =0.

Proof. If v satisfies the above conditions, then v has at least one attribute, say attribute a, that
is not in any query in Q% that can be answered by v. If v is materialized at stage two in an

optimal solution, then replace v by v\ {a}, and the solution remains optimal. O
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4.2.2 The second reduction

In the one-stage view-selection problem, Asgharzadeh Talebi et al. [3,4] also provide a method
for reducing the search space of views based on the size of the views and on the total size of the
queries that each view could answer, as introduced in Observation 2 in Section 2.2. We extend
this pruning method to our problem SVS. We begin by introducing the following definitions.
Recall that for each view v, Q(v) = {q € Q : ¢ C v}.

Definition 1. For each subset Q' of Q(v), we define the benefit of view v with respect to Q'
as the amount of space that we can save by materializing the view v instead of materializing all
the queries in Q'. We refer to this benefit as d(v,Q").

From this definition, it follows that the benefit d(v,Q’) is equal to the difference between the

total size of the queries in @’ and the size of v, that is,

d(v,Q) = " S(g) - S(v) (4.11)

qeQ’
where S(-) denotes the size of a view (or query).

Definition 2. Given the input query set QQ, for each view v in V, the maximum benefit of v
with respect to Q) is defined as the amount of space that we can save by materializing view v

instead of materializing all the input queries that v can answer, that is, d(v,Q(v)).

Based on Definitions 1 and 2, we can extend the pruning method introduced in [3,4] to our

problem SVS, and obtain the following observations.

Observation 5. In an instance of problem SVS, given a view v in the view set Vi, if v is
not a query in @, and the mazimum benefit of v with respect to @ is mon-positive, that is,
d(v,Q(v)) = zqeé(v) S(q) — S(v) < 0, then there exists an optimal solution in which v is
not materialized at stage one, or equivalently, the corresponding decision variable has the value

:EZ'ZO.

Proof. Suppose we have a solution in which view v ¢ @, v is materialized at stage one, and
d(v, @(U)) < 0. Remove view v and replace it by the collection of views corresponding to the
set of queries in @ that v can answer. Let all the queries that are assigned to v be assigned to
their corresponding views in this collection. It follows that the new solution remains feasible
and satisfies the storage-space constraints, and that its overall cost is no larger than that of the

previous solution. The result follows. O

Observation 6. In an instance of problem SVS, given a view v in the view set Vi, if v ¢

Q5 and the mazimum benefit of v with respect to QY is non-positive, that is, d(v,Q5(v)) =
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quQg(v) S(q) — S(v) <0, then there exists an optimal solution in which v is not materialized

at stage two, or equivalently, the corresponding decision variable has the value yf =0.

Proof. If v satisfies the above condition and is materialized at stage two in an optimal solution,

then replace v by the set of views corresponding to Qg(v), and the solution remains optimal. [

4.2.3 The third reduction

In the first and second reductions that were introduced in Sections 4.2.1 and 4.2.2, we reduced
the search spaces of views based on the relationship between each view and the corresponding
target queries that it can answer. In this subsection, however, we reduce the search spaces of
views not only by looking at the relationship between each view and the input queries, but also
by considering some relationships between the views themselves in the data lattice.

We make the following observations based on the relationship between the maximum ben-
efits, as given by Definition 2, of the views in the view lattice. The main idea is to find a set of

views that could replace a given view without affecting the optimality of the solution.

Observation 7. In an instance of problem SVS, given a view v in the view set Vi, if there
exists a view v in V4 in which v C v and the mazimum benefit of v\ with respect to @ 18
greater than or equal to that of v with respect to Q, that is, if d(v’,@(?/)) > d(v,@(v)), then
there exists an optimal solution in which v is not materialized at stage one, or equivalently, the

corresponding decision variable has the value x; = 0.

Proof. Assume that there exists a view v’ that satisfies the given condition. By definition,
d(v', Q(v)) = 2 peg) S(@) = S(v') and d(v, Q(v)) = 20 e () S(@) — S(v). Since d(v', Q(v)) 2
d(v,Q(v)), we have that

Y S-S = > S(g) - S()

q€Q (") 4€Q(v)

S) =S+ > Sa)— > S
7€Q(v) q€Q(v)

~

Since v/ C v, we have that {g € Q : ¢ € v/} C {g € Q : ¢ C v}. This indicates that
qu@(u) S(q) — qu@(v') S(q) = qu@(v)\@(v,) S(q). Thus, we have that

Sw) =S+ > S
7€Q()\Q (V")

If v is materialized at stage one in an optimal solution, we can replace it by materializing

the view v’ and the view set V', which is the set of views corresponding to the queries in
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Q) \ Q(v'). The size of the view v is greater than or equal to the total size of new views.
Thus, the space limit is not violated. All the queries that are assigned to v can be answered by
v’ or by some view in V’. The overall cost of the new solution is no higher than the previous

one. Thus, the new solution remains optimal. The result follows. O

Observation 8. In an instance of problem SVS, given a view v in the view set Vzé, if there
exists a view v' in Vi in which v/ C v and the mazimum benefit of v' with respect to Q% is
greater than or equal to that of v with respect to Q5, that is, if d(v', Q5(v')) > d(v, Q5(v)), then
there exists an optimal solution in which v is not materialized at stage two, or equivalently, the

corresponding decision variable has the value yf =0.

Proof. If v is materialized at stage two in an optimal solution, we can replace it by materializing
the view v’ and the view set V', which is the set of views corresponding to the queries in Qé
that can be answered by v but not by v'. Similarly to the proof of Observation 7, we can prove
that the total size of views that replace view v is no more than the size of view v. Thus, the
space limit is not violated. All the queries in Qg that are assigned to v in the optimal solution
can be answered by v’ or by some view in V' with the overall cost that is no higher than before.

Thus, the new solution remains optimal. The result follows. O

4.2.4 A reduction algorithm and reduced search spaces of views

We reduce the search space of views, and thus the size of the corresponding IP model, by
removing certain views based on Observations 3-8. First, we can conduct the reductions on
the view set Vi by removing every view that satisfies the condition stated in at least one
of Observations 3, 5, or 7. We refer to every such view as a dominated view. Note that the
conditions stated in these observations are independent of each other, hence the results of these
reductions do not depend on the order of their application. Thus, as we go through the collection
of views in the set V] in order to identify the dominated views, for each view we test for the
conditions stated in all three observations before moving to the next view. Similarly, we reduce
the search space of views VQZ by identifying and removing each dominated view that satisfies
the stated condition in at least one of Observations 4, 6, or 8. A detailed description of the
reduction procedure that we have devised to implement these reductions is given below. The
computational complexity of this procedure is O(|V[?) = O(4%), where K is the number of
grouping attributes in the database.

We use V' to denote one of the view sets from {V1, V3!, ..., Vi£}. Let Q' be the corresponding
relevant query set, and let V7 denote the reduced view set of V’. We use the binary representation
of the subscript number for each view to indicate the set of attributes for the view. For instance,

in a database with 4 attributes a, b, ¢ and d, the binary number “1001” represents the set of
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attributes {a,d}. Hence, the subscript number of the view {a,d} is 9 (= 23 + 2°). We can
now conduct the reductions on the views by iterating through all the subscript numbers of the

corresponding views in V’. The pseudocode for this procedure is given in the next page.

Algorithm 1 The reduction procedure

Input: query set Q" and the search space of views V'
Output: a reduced search space of views v
1: Sort the elements of V' in an increasing order of the subscript numbers
2: W +—0
3: for i + 1 to [V'| do
4: v+ i element of V'

5 f+1

6: a ’ quQ’(v) q\

7 d(v, Q(v) < Lgeqw) S(@) = Sv)

8 if ] #aor (v¢Q and d(v,Q'(v)) <0) then
9: f+0

10: else

11: for j < 1to |V/| do

12: ¥ < j element of V7

13: if ¥ C v then

14: if d(0,Q'(v)) > d(v,Q'(v)) then
15: f+<0

16: break

17: end if

18: end if

19: end for

20:  end if

21: if f =1 then

22: V'« V'u{v}

23:  end if

24: end for

In this procedure, we iterate through all the views in the view set V' in the increasing order
of their subscript numbers, one view in each iteration (lines 1-4). Note that if a view v answers
a query (view) v, the subscript number of v is no smaller than the subscript number of v’.
Thus, this ordering guarantees that when conducting the reductions regarding a view v, all the
views that are subsets of v have already been considered in this procedure. The last view that
we consider in this procedure is the raw-data view, which we introduced in Section 2.2. In each

iteration, we use a binary variable f to indicate whether the view v can be eliminated. At the
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beginning of each iteration, we set f = 1 (line 5). In each iteration, we first conduct the first
and second reductions based on Observations 3-6 (lines 6-9). More specifically, for each view v,
we compare the number of attributes in v with that in the union set of the queries in Q' that
v can answer. We also compare the size of view v with the total size of the queries in Q" that
v can answer. Note that the statements “|v| # a” and “v € Q' and d(v,Q'(v)) < 0” in line 8
indicate that v can be eliminated by the results of Observation 3 (or 4) and by the results of
Observation 5 (or 6), respectively. Then we conduct the third reduction based on Observation
7 (or 8) by iterating through each view v that has been selected as a candidate view and
can be answered by v (lines 11-19). For each view 0, we compare the maximum benefit of v
with respect to Q" (d(v, Q' (v))) with that of © with respect to Q' (d(9,Q’(?))). The statement
“d(v,Q'(v)) > d(v,Q'(v))” indicates that the view v can be eliminated. At the end of each
iteration, if the view is not eliminated by any of the results of Observations 3-8, we add it into
the view set V’ (lines 21-23). At the beginning of the procedure, the view set V' is an empty
set. As a result, at the end of this procedure, V' is the new search space of views.

We denote the reduced view sets of V7 and VQZ by Vi and VQZ, for £ = 1 to L, respectively.
We further define a new set of views for each scenario ¢ that we refer to as V—lg. This would be
the set of views that are materialized at stage 1 and potentially utilized for scenario ¢ at stage
2. In the following observation, we show that V—lg =Vin Vf .

Observation 9. For each view v that is materialized at stage one and kept from stage one to

fth

stage two for the scenario, v € Vi N VQZ.

The proof of Observation 9 is straightforward.

Correspondingly, we define the sets of subscripts for V;, @ and Vf as I, I_fQ and I_f, for
£ =1 to L, respectively.

For each query ¢; € @1, we define V_lj ={v; eVi:vy D ¢;}, and for each query ¢; € Qg,
we define sz ={v; € V_1£2 tv; D g4} and @ ={v; € 725 tv; 2 g4}, for £ =1 to L. Again, we
denote the associated sets of subscripts for Wj, ng and Vzéj by E, E and Ifj, for £ =1 to
L, respectively.

Example 1 (Continued). The view {b,c} in the set V' answers only one query {b} in Q3,
and contains one more attribute than {b}. As a result, the view {b,c} is eliminated from V3
by the first reduction for V_21 The view {a,b,d} in the set Vi answers the queries {b}, {a,b}
and {b,d} in @, and the total size of the three queries is less than the size of the view {a,b,d}
(4+7+8=19 < 20). As a result, the view {a, b, d} is eliminated from V;j by the second reduc-
tion. Comparing the views {a, c} and {a, ¢,d} in V3, we have that d({a, c}, @) =5+12-12=5
and d({a,c,d},Q) = 5+ 9 + 12 — 22 = 4. Observe that {a,c} can be answered by {a, c,d}
and d({a,c},Q) > d({a,c,d}, Q). Thus, the view {a,c,d} is eliminated from V; by the third

30



reduction. Using the same approaches, we obtain the reduced view sets as follows.

V= {{b},{c}, {a,b},{a,c},{b,c},{b,d},{c,d}{a,b,c}, {b,c,d},{a,b,c, d}}
@ = {{b},{a, b}, {a,c},{b,c},{b,d},{a,b,c}, {b,c,d},{a,b,c, d}}

Vi = {{t} {a ¢}, {a,b, c}}

@ = {{c},{a, c},{b, e}, {b,d},{c,d},{a,b,c}, {b,c,d},{a,b,c, d}}

Vi = {{c} {b,d}}

For each query, we define the relevant view sets in answering that particular query. For example,
for the query ¢ = {a,b} € Q1, we define Vi; = {{a, b}, {a,b,c}, {a,b,c, d}}, and for the query
g6 = {b,d} € Q3, we define V3 s = {{b,d}, {a,b,c,d}} and Vi = {{b,d}}. O

In Section 4.4, we provide numerical results and discuss the efficiency of the reductions on

the search spaces for a number of instances.

4.3 Modified integer programming model [ P2

We can now redefine the first-stage decision variables x; only for the views in the set V1, and
the first-stage decision variables z;; only for the views v; € V3. Similarly, we can redefine the
second-stage decision variables uf only for the views v; € @, and the second-stage decision
variables yf only for the views v; € Vf. We can also redefine the second-stage variables tfj only
for the views v; € szj UV, for £ = 1 to L. We can now rewrite the integer programming

model IP1 into an integer programming model with reduced size, which we denote as I P2.
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L

(IP2) minimize Y Y dyzi+ Y pe > Y. dijts; (4.12)

JeJ1iely; =1 jeJt ieT%UE

subject to Z zij =1 Vj e Ji (4.13)
icTy;
zij <wm  VjeJ,Viely (4.14)
> aimi < by (4.15)
i€l

doot=1 VjeJ;, (=1,...,L (4.16)

i€ 1y VIt
th<ul  VjeJiViell —I5, (=1,...L (4.17)
tiy<wyi VieJyViell—1If,, (=1,... L (4.18)
ti <ui+y; Vi€ JyViell, NI, (=1, L (4.19)
uf <a;  Viell, (=1,...,L (4.20)
> i <by, L=1,...,L (4.21)
i€l
Y auf+> ayl <b, (=1,...,L (4.22)
i€lty iclf
All the variables are binary (4.23)

Any optimal solution of /P2 is also an optimal solution of I P1. Thus, given an instance of
the problem SV, we could solve it by solving IP2. Since Vi;, @, @, @, and 725 are all
subsets of Vi, we could obtain an upper bound (n1 + Zngl nb + 2L + 1)[V4| on the number of
variables, and an upper bound (n; + Z?:l nb +2L)(|[V1]| + 1) + 1 on the number of constraints
in I P2. Compared with IP1, both numbers are, in general, dramatically smaller, and thus the
size of I P2 can be significantly smaller than that of I P1. In Section 4.4, we provide numerical
results to compare I P2 with IP1.

4.4 Experimental results of solving the problem SVS

In this section, we present the results of a computational experiment with models IP1 and P2
in order to examine (i) the effectiveness of the model reductions that we proposed in Section 4.2,
and (ii) the scalability of the model I P2. We construct a collection of instances of the problem

SVS with varying sizes, using a number of databases generated via the TPC-H benchmark [36].
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We then solve each instance using the models IP1 and I P2. We observe that the search spaces
of views are significantly reduced in I P2 compared with IP1, which allows us to use I P2 to
solve several instances of realistic size of the problem SVS. We also observe that some realistic-
size instances could not be solved due to insufficient memory. All of our algorithms have been
implemented in C++4, and all the experiments were carried out on a 2.66GHz Intel 2 Quad
processor with 3.25 GB RAM, running Windows XP Professional. We used CPLEX 11 [21] to
solve the integer programming models I P1 and [P2.

In Section 4.4.1 we describe how we construct each of the instances in our experiments. In
Sections 4.4.2 and 4.4.3 we evaluate the effectiveness of our models for solving the problem SVS,
and report our findings. Finally, in Section 4.4.4 we present a summary of our experimental

results.

4.4.1 Constructing the instances

The input parameters for an instance of the problem SVS are the given database D, the query
sets Q1 and Qy = {Q},...,Q%}, the associated probability vector p = (p1,...,pr), and the
space limits b; and by. Thus, each instance is identified by (D, Q1, Q2,p, b1, b2).

In this section, all the instances are constructed based on three different databases generated
via the TPC-H benchmark [36]. More specifically, we use a 7-attribute database, a 13-attribute
database, and a 17-attribute database to construct the collection of instances in our experiments.
Each database was obtained by replacing the original stored TPC-H tables generated with scale
factor one, by a single relation, with either 7, 13, or 17 grouping attributes, that results from
the natural join of a subset of the set of these base relations. We measure the size of each
view in terms of the number of bytes that it occupies, and estimate this value using analytical
methods.

For all instances in this section, we set L = 2. Equivalently, there are 2 potential query sets,
Q%, and Q%, that occur at stage 2, with respective probabilities p; and py. We further assume
that p; = ps = 0.5.

We define the total size of a query set (-) as the total size of all the queries in (-) (i.e.,
the total size of the answers to all the queries in (-)). In order to construct the query sets @1,
Q3 and Q3 for each instance, we use the following principles. In each query set, each query
is generated randomly on the given database. In addition, the total size of each query set is
“approximately” the same. More specifically, the difference between the total sizes of any two
query sets is no more than the size of the raw-data view.

Given a database fact table (that is, stored relation) D with K attributes, in order to
randomly choose a query ¢, we first determine the number of attributes in ¢ by randomly

generating an integer ¢ from {1,2,..., K — 1}. Then, we randomly choose ¢ distinct integers
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ay,...,a; from {1,2,..., K} as the attributes of ¢. Then, {ay,...,a;} uniquely defines query ¢
on the database D.

To determine the queries in each query set, we first choose an integer n1, ranging from 20 to
50, as the number of queries in 1. For some instances, we also set nq to several larger values.
Then, we randomly generate nq queries on the database D as the query set Q1. In order to
obtain each of the query sets Q) and @3, we randomly generate queries on the database D,
until the total size of all the generated queries reaches or exceeds Size(Q1), but doesn’t exceeds
Size(Q1)+ S(v1). Here, Size(-) denotes the total size of a query set (-), v1 denotes the raw-data

view, and S(-) denotes the size of a query or a view (-). Thus, we obtain that
Size(Q1) < Size(QY) < Size(Q1) + S(v1),  £=1,2 (4.24)

The difficulty of solving a specific instance of the problem SVS depends on the relative size
of the storage-space limits as compared with the sizes of the queries. Suppose the size of the

storage-space constraint by is expressed as
by = a - Size(Q) (4.25)

where « is a non-negative real number, and @ =Q1UQiUQ:

If b > S(v1), then the problem is feasible, since we could always materialize the raw-data
view and use it to answer all the queries. If b < S(v1), then there is no guarantee that the
problem SV is feasible.

If > 1, then the problem SVS becomes trivial, since the best solution could be to mate-
rialize all the views with the same sets of attributes as the queries in @ at stage 1. Thus, in
order for an instance of the problem SVS to be nontrivial, we need to have 0 < o < 1.

We require that by < by always holds on the storage-space limits by and bs. Suppose by is
expressed as

ba = Bby (4.26)

where 0 < 8 < 1. If by > Maxoe ol .. QL} Size(Q), then the second-stage sub-problem of the
problem SVS becomes trivial, since at stage 2, for each scenario £ we can materialize all the
views with the same set of attributes as the queries in Qg.

In this chapter, for all the instances based on the TPC-H datasets we choose o = 0.2 and
B = 0.5, that is, the storage-space limit by is equal to one-fifth of the sum of the sizes of the
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Table 4.1: Comparison of the search spaces of views in the models IP1 and I P2, for instances
on the 7-attribute TPC-H database

st number of | number of | number of | number of | number of
mst- 1 1 2 2
query sets T; u; Y; U Y

(1Q11,1Q3],1Q3)) TP1 | TP2 | TP1 | IP2 | TP1 | IP2 | TP1 [ TP2 | IP1 | IP2
Vil | VAl | V]| VL | VRl | V| VL | VS| IV | IV
126 | 78| 122 | 74| 122| 40| 116 | 72| 116| 46
20,25,20 125 | 84 122 82| 122| 47| 110| 75| 110| 38
30,35,29 127 ] 105 | 124 | 102 124 | 65| 120 99| 120 | 62

( )
20
(30,26,31) | 127 | 92| 120 88| 120| 42| 124 | 89| 124| 58
( )
( )
( )
( )

ance

20,20,20

40,45,41 127 | 109 | 122 | 104 | 122 72| 123 | 105 | 123 7
40,38,35 126 | 103 | 120 98 | 120 62 | 116 99 | 116 44
50,48,50 127 | 119 | 121 | 113 | 121 91 | 126 | 118 | 126 85
00,47,53 127 | 113 | 124 | 110 | 124 74| 125 | 111 | 125 87

OO T | W[ N~

queries in @, and bo is one-half of by. It follows that

by = 0.25ize(Q) < Size(Q):;

~

by = 0.5b; = (0.5)(0.2)Size(Q)
< (0.1)(Size(Q1) + Size(QL) + Size(Q2))
< (0.1)(3) max{Size(Q3), Size(Q3)}
< max{Size(Qy), Size(Q3)},

which guarantees that the instances of the problem SVS are nontrivial.

4.4.2 Reducing the search space

In this subsection, we compare the sizes of the models IP1 and IP2 for several instances of
the problem SVS. More specifically, we have constructed 8 instances for the 7-attribute TPC-H
database, and 8 instances for the 13-attribute TPC-H database. The number of queries in Q)1
for each instance ranges from 20 to 50. We present these instances in Appendix A. For each
instance, we compare the number of the decision variables x;, uf, and yf , for models I P1 and
IP2, as shown in Tables 4.1 and 4.3. For each instance, we also report the total number of
variables and constraints, as well as the time that it takes to build the model and the time that
it takes to solve the model by the CPLEX IP solver, for models I/ P1 and I P2. The results are
shown in Tables 4.2 and 4.4.

We observe that the number of views in the search space for the model I P1 is significantly

reduced in I P2 for all the instances. It is also observed that the size of I P2, when expressed
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Table 4.2: Comparison of the sizes and computing times in the models IP1 and IP2, for
instances on the 7-attribute TPC-H database

inst- number of | number of | time to build | time to solve
duety 1S ots 9 variables constraints | model (sec.) | model (sec.)

ance | Q11121 QD =BT 1p3 1| P2 | P1] 2| 1PI] 12
1 (20,20,20) 1986 | 1233 | 1893 | 1194 | 0.062 | 0.000 | 0.625 | 0.375
2 (20,25,20) 1937 | 1315 | 1838 | 1288 | 0.015 | 0.000 | 1.500 | 1.235
3 (30,35,29) 2575 | 2135 | 2527 | 2076 | 0.000 | 0.016 | 0.938 | 0.859
4 (30,26,31) 2385 | 1761 | 2330 | 1738 | 0.000 | 0.015 | 8.312 | 6.969
) (40,45,41) 2873 | 2523 | 2859 | 2456 | 0.015 | 0.016 | 6.297 | 5.640
6 (40,38,35) 2600 | 2139 | 2556 | 2139 | 0.015 | 0.016 | 2.031 | 1.859
7 (50,48,50) 3447 | 3209 | 3459 | 3122 | 0.016 | 0.015 | 8.156 | 6.110
8 (50,47,53) 3437 | 3060 | 3455 | 3001 | 0.015 | 0.015 | 3.125 | 1.625

Table 4.3: Comparison of the search spaces of views in the models I P1 and I P2, for instances
on the 13-attribute TPC-H database

st number of | number of | number of | number of | number of
query sets x; u}t yt u? y?

e (|Q1],1Q4], Q3% TP1 P2 [ IPI[ IP2 | IP1| IP2| IP1[ IP2| IP1] IP2

AL | IVaL | IV | V| val | VR vl | VL] vl )
1 (20,21,26) 7974 | 656 | 5292 | 641 | 5292 | 217 | 7924 | 653 | 7924 | 381
2 (20,21,23) 7381 | 587 | 6144 | 573 | 6144 83 | 6139 | 570 | 6139 | 252
3 (30,26,22) 8168 | 857 | 7952 | 849 | 7952 | 350 | 7254 | 836 | 7254 | 115
4 (30,36,33) 8150 | 1076 | 7840 | 1069 | 7840 | 422 | 7568 | 1067 | 7568 | 279
5 (40,47,41) 8144 | 2475 | 7905 | 2469 | 7905 | 1311 | 7685 | 2456 | 7685 | 965
6 (40,48,46) 8176 | 2369 | 7912 | 2345 | 7912 | 1281 | 7726 | 2332 | 7726 | 807
7 (50,53,56) 8132 | 2514 | 7484 | 2477 | 7484 | 733 | 7880 | 2506 | 7830 | 1048
8 (50,52,56) 8162 | 2932 | 7750 | 2885 | 7750 | 1000 | 7925 | 2922 | 7925 | 1947
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Table 4.4: Comparison of the sizes and computing times in the models IP1 and P2, for
instances on the 13-attribute TPC-H database

inst- query number of number of time to build time to solve

sets (|Q1], variables constraints model (sec.) model (sec.)
ance| |Q3], |Q3)) IP1 P2 IP1 P2 | IP1] 1IP2 IP1 P2
1 | (20,21,26) 84,862 | 11,026 | 63,744 | 10,540 | 0.422 | 0.328 20.360 1.750
2 | (20,21,23) 62,705 | 7,225 | 43,110 | 7,180 | 0.344 | 0.313 22.485 6.875
3 | (30,26,22) | 124,496 | 18,405 | 101,205 | 18,386 | 0.547 | 0.391 | 284.410 8.930
4 | (30,36,33) | 103,044 | 18,858 | 79,590 | 18,620 | 0.563 | 0.438 | 354.004 | 34.094
5 | (40,47,41) | 134,562 | 53,979 | 110,961 | 52,010 | 0.734 | 0.719 | 134.830 | 19.891
6 | (40,48,46) | 134,156 | 51,231 | 110,481 | 49,502 | 0.735 | 0.735 | 656.508 | 31.875
7 | (50,53,56) | 117,512 | 47,709 | 94,180 | 46,780 | 0.766 | 0.797 | 181.315 | 36.329
8 | (50,52,56) | 152,722 | 71,438 | 129,048 | 68,582 | 0.875 | 0.891 | 1084.764 | 189.890

by the total number of variables and constraints, is much smaller than that of I1P1, yet the
optimal solution of I P2 is also optimal for the model I P1. While there is no significant difference
between the build times for the models I P1 and model I P2, the time to solve I P2 is significantly
smaller than that for I P1, especially for relatively large problems, such as instances based on
the 13-attribute database.

We observe that the reduction in the number of decision variables in each group, and the
reduction in the size of the model, as expressed by the total number of variables and constraints,
is more significant for instances with a small ratio of the number of queries over the total
number of views in the database. More specifically, we compare the results for instances on the
T-attribute database in Tables 4.1 and 4.2. When we increase the number of queries in each
query set in the instances, the ratio of the number of queries over the total number of views
increases, and the magnitude of the associated reductions in the number of variables decreases.
We also compare the results for the instances with similar numbers of queries based on different
databases. More specifically, we compare each pair of instances with the same number of queries
in 1 (same instance ID) on the 7-attribute database and on the 13-attribute database. Note
that the number of views in the 7-attribute database is 128, and the number of views in the
13-attribute database is 8192, respectively. For each pair of instances, the instance on the 13-
attribute database has a relatively smaller ratio of the number of queries on the total number
of views, and the associated reductions are relatively large.

We also observe that for the instances with a relatively large reduction in the number of
variables and constraints, the corresponding reduction of the time to solve the model is more

significant.
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Table 4.5: Scalability of P2 for instances on the 13-attribute TPC-H database

instance query sets time to build time to solve
(1Q1],1Q3|,1Q3])| model (sec.) model (sec.)

1 (60,58,64) 0.922 23.484

2 (80,83,75) 1.328 153.907

3 (100,98,95) 1.547 198.531

4 (120,122,124) 1.797 384.688

5} (140,140,139) 2.125 451.078

6 (160,161,153) 2.485 > 20min

7 (180,191,192) 2.953 > 20min

8 (200,202,215) 3.203 > 20min

Table 4.6: Time of solving I P2 for instances on the 17-attribute TPC-H database

instance query sets time to build time to solve
(|Q1],|Q3|,1Q3])| model (sec.) model (sec.)
1 (20,10,15) 41.282 2.062
2 (10,48,45) 46.203 87.765
3 (60,61,65) 54.167 206.826
4 (80,86,81) 62.719 out of memory
5 (100,96,98) 83.360 out of memory

4.4.3 Scalability of the model P2

In this subsection we evaluate the scalability of the model I P2 in solving instances of the
problem SVS. Based on the results in Tables 4.2 and 4.4, we could solve all the instances on
the 7-attribute TPC-H database using /P2 within 10 seconds, and all the instances on the
13-attribute TPC-H database within 80 seconds. In order to examine the scalability of the
model 1P2, we construct instances with the number of queries in ()1 varying from 60 to 200
based on the 13-attribute TPC-H database, and instances with the number of queries in @1
varying from 20 to 100 based on the 17-attribute TPC-H database. We solved all the instances
using the model I P2, and report here the times required to build and solve the model for
the corresponding I P2 based on each instance. The results are shown in Tables 4.5 and 4.6.
Note that for these instances we do not construct the corresponding model IP1, because it is
excessively large and hence cannot be solved with an IP solver.

From Table 4.5, we observe that we could solve within 10 minutes all those instances based
on the 13-attribute database, where the number of queries in ()7 is no more than 140. However,
when we increase the size of the query set, the solver fails to provide an optimal solution within

our time limit of 20 minutes. Moreover, as can be seen in Table 4.6, CPLEX fails to give an
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optimal solution for the instances based on the 17-attribute database in cases where the size of
the query set grows to 80. The failure is due to memory shortage.

Comparing “the time to build the model” with “the time to solve the model” in Tables
4.2, 4.4, and 4.5, we observe that, as the number of queries in each query set of the instance
increases, the time required to build the model I P2 grows slowly. At the same time, the time
required to solve the model grows relatively fast. For all the instances, the time required to
build the model is smaller than the time required to solve the corresponding model I P2. For
the instances with larger sizes of query sets and larger execution times, this difference is quite

significant.

4.4.4 Summary of observations

From the results of the above experiments, we observe that the search spaces for the view sets
are significantly reduced in model I P2 compared with model I P1. As a result, the size of the
model is much smaller in I P2. This allows us to use the model P2 to optimally solve instances
of the problem SV in realistic size, while IP1 may not be able to solve the problem within
the time limit. It is also observed that there are some realistic-size instances which could not
be solved by IP2. In Chapter 9, we develop approaches to further prune the search space of

views, in order to solve larger instances of the two-stage view-selection problem.
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Chapter 5

Value of the two-stage stochastic

model

Given an instance of the problem SV, we can solve it by obtaining an optimal solution of the
stochastic programming model SP that was introduced in Section 3.2. In this chapter we assess

the value of the two-stage stochastic programming model SP by:

e measuring the gain in solution quality obtained by using the two-stage model versus the

one-stage model;

e measuring the benefits resulting from taking into account the stochastic properties in the
model SP; and by

e discussing the value of obtaining further information about future events (i.e., about

second-stage queries).

In Section 5.1, in the context of the problem SVS we compare our two-stage model S P with
a corresponding one-stage model, which does not allow for replacement of views in stage 2. We
define the value of two-stage versus one-stage (VI'VO), as the difference between the optimal
values of the two-stage model and the corresponding one-stage model. VI'VO measures the gain
obtained via the view-replacement mechanism of the two-stage model SP.

In Section 5.2 we compare our model SP with a two-stage model that is based on the
expected value of random events. We introduce the wvalue of stochastic solution (VSS) [6],
which evaluates the difference between the expected response times achieved by (i) solving the
model SP, and by (ii) solving the ezpected-value model. VSS assesses the benefits obtained by
explicitly considering the stochastic characteristics of the problem in constructing the model.

In Section 5.3 we show that our model SP is also beneficial in making decisions on whether

or not to obtain further information about the occurrence of second-stage queries. To do so, we
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define the ezpected value of perfect information (EVPI) [6] in the context of the problem SV,
and propose appropriate models to obtain its value.

Finally, in Section 5.4 we provide several related numerical results.

5.1 Two-stage versus one-stage

In this subsection, we introduce the value of two-stage versus one-stage (VI'VO) for solving the
problem SVS. Recall that in our two-stage stochastic view-selection model, we allow for view
replacement at stage 2. The VI'VO measures the gain obtained via this replacement mechanism.
In other words, for a given instance of the problem SVS, the value of VI'VO provides the
magnitude of improvement in the optimal query-evaluation costs, as achieved by allowing for
partial replacement of views at stage 2.

We begin by discussing the one-stage model, in which we do not allow to drop or replace any
materialized views at stage 2. In this model, we must determine a set of views S to materialize
at stage 1 within a given space limit ;. We use the views in S to answer the queries in @1,
as well as all the queries in the query set Qg that may occur at stage 2. We then compare the
optimal value of this model with the optimal value of the corresponding two-stage model, and
define the value of two-stage versus one-stage in this context.

Let the decision variables x;, z;;, and tfj be as defined in Section 3.2. It follows that we
could formulate the one-stage problem as an integer programming model that we denote by
0S8, as follows.

L
(0S) minimize Yoo digzig+ e Yo Y dz’jtfj

jeJ1 i€l =1 jeJfiell;
subject to Yooz =1 Vje i
i€l
Zij < x5 Vj € Ji, Viejlj
> # = VieJl, (=1,...,L (5.1)
il
th < Vjields, Viely, (=1,...,L
>ooaixi < by
i€ly

All the variables are binary

We note that if we set b = 0 in model SP, then the model is equivalent to the model OS.
It also turns out that the model OS is similar to the integer programming model OVIP1 for
solving the one-stage problem OV, as proposed in [4] and discussed in Section 2.2.

Let Optuv(-) represent the optimal value of a model (-). We make the following observation.
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Observation 10. The optimal value of OS is an upper bound on the optimal value of the model
SP, that is, Optv(SP) < Optv(OS).

Proof. In the model IP1, we add the following constraints:
yl=0, Viell, ¢=1,...,L

uf =a;, Vielf, (=1,...,L

Then, in the model I P1, constraints (4.7)-(4.9) are redundant, and constraint (4.6) becomes
th<wz Vjeldy, Viely, (=1,..L
ij_:EZ ]6 29 1€ 259 = 1,...,4L.

Note that after adding those constraints to IP1, the new IP model is equivalent to OS. In
other words, I P1 is a relaxation of OS. We thus obtain that Optv(O.S) is an upper bound on
the optimal value of the model SP, that is, Optv(SP) < Optv(OS). O

We define the value of two-stage versus one-stage (VI'VO) as the difference between the

optimal values of the one-stage and two-stage models, namely,

VTVO = Optv(0OS) — Optv(SP). (5.2)

Example 1 (Continued). For the example introduced in Section 3.1, the optimal values of
the models SP and OS are 34 and 40.5, respectively. As a result, we obtain that VI'VO is 6.5
(=40.5 — 34). O

5.2 The value of stochastic solution (VSS)

In this subsection, we introduce the value of stochastic solution for the problem SVS.

The literature on stochastic programming (e.g., [6]) defines the value of stochastic solution
(VSS) as the gain obtained from solving the stochastic programming model, as opposed to a
model based on the expected values. In our context, V.S is the difference between the optimal
value of the stochastic programming model (our model SP) and the corresponding FEzpected
Value (EV) model. The EV model is typically defined for the same two-stage environment,
under the assumption that there is only one second-stage scenario that represents the expected
value of the random events. More specifically, for the problem SVS, we consider the model
in which we make first-stage decisions based on the “expected” scenario of stage 2, instead
of a number of scenarios with associated probabilities as we do in model SP. Then we make

second-stage decisions given the actual query set occurring at stage 2.
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In order to examine the VSS from the perspective of the problem SV, we first consider and
define the ezpected-value problem (EV problem). We adapt the term “EV problem” from [6].
(The definition in [6] is not applicable to our problem.) In this model, instead of having a
number of realizations of @2, we consider the query workload at stage 2 as a deterministic
query set Qo = ULng. We define the weight w; associated with each query ¢ € Q2 as the sum
of the probability values of the query sets from {Q3}, Q3, ..., Qé} that contain ¢, or equivalently,

wi= Y pr (5.3)

Z:quQg

The EV problem is then defined as follows. At time 1 (stage 1), we decide to materialize a
set of views S7 under a given space limit b;. We use these views to answer all the queries in ;.
Subsequently, at stage 2 we allow for a partial replacement of the views materialized at stage
1 under space limit by, keeping the rest of the views of stage 1, to obtain a set of views S3. We
use these views to answer all the queries in (3. Our objective is to minimize the total cost of
answering the queries occurring at time 1 and the cost of answering the queries occurring at
time 2. It turns out that the EV problem could be considered as a special case of the problem
SVS, in which there is only one scenario at stage 2. We now construct a mathematical model
for this problem, which we refer to as model IPEV .

Let J; be the set of subscripts for all the queries g; € Q2. We define

Vo ={v; € V :v; D q for some q € Q2}

Note that Vo = UZLZIVQZ, where Vf is as defined in Section 3.2. Correspondingly, we denote as
I, the set of subscripts associated with V5. For each query ¢; € Q2, we define Va; = {v; € V5 :
v; 2 ¢;}. Similarly, we denote as I5; the set of subscripts associated with Va;.

We can now define the following second-stage decision variables for each view v; € V5.

1 if view v; is materialized at stage 1 and kept at stage 2
U; =
0 otherwise

1 if view v; is materialized at stage 2

Yi =
0 otherwise

In addition, we define the second-stage decision variables t;; for each query ¢; € ()2 and for

each view v; € Va;.

1 if we use view v; to answer query ¢; at stage 2

0 otherwise
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Let the first-stage decision variables x; and z;; be as defined in Section 3.2. It follows that
the EV problem could be formulated as an integer programming model, which we denote by
IPEV | as follows.

([PEV) minimize Z Z dijz,-j—i- Z Z wjd,-jtij
jeN iGIlj jEJQiEIQj

subject to Yooz =1 Vje i
i€ly;

Zij <uz; VjeJi, Vie Ilj

ooaix; < by
i€ly

Ztijzl VjGJQ

1€l
ti; < up +y; Vje o, Vie Igj
u; < I Vi e Igj

> aiyi < bo
i€l

> oai(ui+y) < b
i€la

All the variables are binary
(5.4)
We further denote by (&,Z) the optimal values of the first-stage variables in the model
IPEV. We refer to (&, zZ) as the expected value solution or EV solution (see [6]). The value of
the stochastic solution measures how poor a decision (&, Z) is in terms of the model SP. We

thus define the expected result of using the E'V solution as

EEV = Z Z dijiij + EQz‘I’(f, Qz) (55)

jeJr i€l
where ¥(-) is defined in (3.20)-(3.26). We make the following observation.

Observation 11. EEV is an upper bound on the optimal value of the model SP, that is,
Optv(SP) < EEV.

Proof. EEV is equal to the optimal value of the model I P1 after fixing the first-stage decision
variables z; and z;; to be Z; and Z;;, respectively, for all ¢ and all j. Thus, EEV is an upper
bound on the optimal value of the model SP. O

We compare EEV and Optv(SP), and introduce the value of stochastic solution (VSS) [6]

as the difference between these values, namely,

VSS = EEV — Optu(SP). (5.6)
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VSS measures the degree to which the decision (&, Z) is inferior to the optimal solution of the
model SP. In other words, the corresponding value of VSS provides the magnitude of improve-
ment in the expected response time, which is achieved by solving the stochastic programming

model versus solving the smaller expected-value problem.

Example 1 (Continued). For the example introduced in Section 3.1 we compare the first-
stage solutions for the models SP and I PEV . The optimal value of the model SP is 34. We fix
the first-stage solutions to be as obtained in model IPEV , then solve the model SP, to obtain
EEV =35. Thus, VSS = EEV — Optv(SP) = 1. O

5.3 The expected value of perfect information (EVPI)

It turns out that our model SP can also help in deciding whether making an effort to obtain
further information about the second-stage queries would pay off. To show this, we define
the expected value of perfect information (EVPI) for the problem SVS. In the literature (see,
e.g., [6]), EVPI measures the maximum amount of money that a decision maker would be
ready to pay in return for complete information about the future. In the problem SVS, EVPI
would be the benefit, in units of expected query-evaluation costs, from knowing the actual
query workload occurring at stage 2. This benefit, EVPI, is the maximum amount of query-
evaluation time that we could save if we knew the exact query set that will occur at stage 2. In
other words, the decision maker can compare the EVPI with the cost of determining the exact
query workload to occur at stage 2, and can then make the decision to minimize the expected
costs.

Suppose we know at stage 1 which exact query set will occur at stage 2. In this case, we
only need to study the model SP that results from that particular realization of the second-
stage scenarios. That is, for each scenario £ we make the associated first-stage and second-stage
decisions exclusively for it, and obtain the minimum costs of answering the queries at stage 1
and stage 2 under that scenario. We refer to this problem as the /" scenario problem.

We define Vlz = {v; € V :v; D q for some ¢ € Q1 U Qé}. Note that VQZ C Vle C Vi, where
V1 and Vf are as defined in Section 3.2. For each query ¢; € @)1 we use the notation ij for
ij ={v; € Vlé : v; 2 ¢j}. Correspondingly, we denote the sets of subscripts associated with Vlz
and ij as [ f and [ fj, respectively.

We can now redefine the first-stage variables of the /*" sub-problem (scenario) as follows,
for =1 to L.

;)1 if view v; is materialized at time 1 in the /" scenario problem
0 otherwise Vi e I
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fth

¢ { 1 if we use view v; to answer query g¢; at time 1 in the scenario problem

Zy. =
0 otherwise Vjeld, Vi€ Ifj.

Let the second-stage variables uf, yf and tfj be as defined in Section 3.2. It follows that we

fth

can now formulate an integer programming model for the scenario, for £ =1 to L. We refer

to it as model IPt.

(1P% minimize Z Z dijzfj + Z Z dijtfj (5.7)

jeliielf; jeJgiel;

subject to Z zfj =1 Vje Jp (5.8)
ielf;
TP Vi C o7t
2 < @ jeJi, Viely; (5.9)
> aii <b (5.10)
iel!
dt;=1 VjelJ (5.11)
il
t<ui+y  VjeJs, Viel (5.12)
uf < at Vi e IS (5.13)
> aiyl < by (5.14)
i€l
D ai(uf +y) <b (5.15)
i€l
All the variables are binary (5.16)

Letting Optv(I P’) denote the optimal value of the objective function of the model I P* under
the ¢t scenario, we define the expected optimal value under perfect information as the expected
value of Optv(IP*) over all scenarios. Following a common practice in the literature [6,29], we

refer to this value as the wait-and-see solution value, denoted by W S. We have that

L
WS = Zpg - Opto(IPY). (5.17)
=1

Observation 12. WS is a lower bound on the optimal value of the model SP, that is, WS <
Optv(SP).

Proof. Suppose that in the model IP? we introduce additional decision variables by defining
(introducing) x¢ for all i € I; (instead of only for i € I{) and defining zfj for all j € J; and for
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all i € I; (instead of only for ¢ € I fj). We now modify the model IP? by replacing the subscript
sets I{ and T fj by I1 and Iy}, respectively, in the objective function (5.7) and constraints (5.8)-
(5.10). The resulting model, which we denote by modified-IP*, has a larger search space of
views. This does not affect the optimal value of the /" scenario problem. Thus, we obtain that
the optimal value of the model modified-IP¢ is equal to that of the model IP*. We combine
the L modified-TP* models into one integer programming model that we refer to as IP*. Tt is
to minimize

Z (D D dizi+ ) Y dijtiy)

=1 jeJiiely jeJsiels;

subject to the collection of all constraints of the submodels modified-IP? for ¢ = 1 to L. Since
there are no common variables among all the models modified-I P’s, the optimal value of the
model IP* can be obtained by combining the optimal values of the models I P’s together. More
specifically, the optimal value of the model IP* is equal to the expected value of Optv(IP*)
over L scenarios, i.e., Optv(IP*) = Zle pe - Optv(IPY). By the definition of WS, we obtain
that W.S = Optv(IP*). Suppose we add the following constraints into the model I P* to obtain
modified-1 P*.

VieJ Viely (=1,...,L
z; = at Viel,, ¢(=1,...,L

We can now rewrite the objective function of modified-/ P* as
¢
> 2 diEi+ Zm > 2 dith
jeJriely; = jeJs zell

which is the same as the objective function of I P1. By comparing the constraints of modified-
I1P* and of the model IP1, we obtain that modified-I P* is equivalent to IP1. In other words,
model IP* is a relaxation of IP1. Thus, the wait-and-see solution is a lower bound on the
optimal value of the model SP, that is, WS < Optv(SP). O

In the literature [6], the difference between the optimal value of the stochastic programming
model and its wait-and-see solution is referred to as “the expected value of perfect information,”
denoted by EVPI. We have that

EV PI = Optv(SP) — WS. (5.18)

EVPI gives the expected response time that we gain by using perfect information about the
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future, that is, the information about the actual query workload at stage 2. Thus, the decision
maker can compare the EVPI with the cost of obtaining the actual query workload occurring

at stage 2, and then make the decision to globally minimize the expected cost.

Example 1 (Continued). The optimal value of the model SP is 34, while the optimal values
of IP! and IP? are 33 and 30, respectively. Thus, WS = 0.5(33 + 30) = 31.5. We obtain that
the value of EVPI is 2.5 units. O

5.4 Numerical results

In this subsection we will discuss the computational experiments that we performed to assess
the values of VI'VO, VSS, and EVPI, as associated with our model SP. These results show
that the magnitudes of VI'VO, VSS, and EVPI vary among instances, and that it depends
on the structure and properties of both the database and the query workloads, as well as on
the space limits. Specifically, these values are influenced significantly by (i) the space-limit
ratio f = by /by, and by (ii) the structure of the database and the relative size of each view as
compared with its descendant views in the view lattice.

To examine the impact of the ratio 8 = by /by on these entities, we conduct experiments on
several instances, as follows. Given an instance of the problem SVS — that is, given a database
D, query sets @)1 and Qa, probabilities p, and the total space limit b; — we examine the impact
of the value of 5 on the solutions, by changing this value in the interval [0, 1].

To examine the impact of the datasets, we use three different types of datasets: the TPC-
H datasets, the symmetric synthetic datasets [20], and the type I non-symmetric synthetic
datasets [20].

The TPC-H dataset is discussed in [36], and is used previously in many similar studies. The
latter two datasets are synthetic datasets that we developed specifically for this study, to show
that the magnitudes of the measures VI'VO, VSS, and EVPI indeed depend on the structure
of the dataset. We provide an introduction to the synthetic datasets in Appendix B. Readers
are referred to [20] for detailed descriptions of the synthetic datasets.

5.4.1 Numerical results on VI'VO

We evaluated VI'VO for a number of instances of the problem SVS, of varying sizes and on
different datasets. We observed that the relative magnitude of VI'VO varies among these in-
stances, depending on the relative value of the storage limits, on the structure of the dataset,
as well as on the structure of both the queries and the views.

In order to obtain VI'VO, the value of two-stage versus one-stage, we need to solve the
model OS' that was introduced in Section 5.1. Note that the model OS is equivalent to the
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one-stage model OVIP1 that was proposed in [4] (see Section 2.2), if we define the evaluation
cost d;j = a; - f; for each view v; and for each query g;, where a; is the size of the view v; and

fj is as defined below.
1 Vgj € Q1 — Q2
fi=qw; Vg E€Q-Q (5.19)
L+w; Vg5 € Q1NQ2

Here, w; is as defined in (5.3) of Section 5.2, and Q2 = Ungng. Now we can apply the exact
methods introduced in [4] to solve the model OS.

We examine first the impact of the ratio 5 = by/by on the VI'VO. This is equivalent to
the impact of by (the replacement space limit which limits the total size of the views to be
materialized at stage two), as compared with b (the entire space limit), on the VI'VO. Given
an instance of the problem SV, we consider the associated one-stage model OS and the two-
stage stochastic programming model SP. Note that the model OS can be considered as a special
case of the model SP if we set 5 = 0, or equivalently, by = 0. (If by = 0, then replacement of
views is not allowed at stage 2.) It follows that the resulting model does not have second-stage
decision variables, and the views are materialized only in stage one. Thus, the resulting model
is equivalent to the one-stage model OS. Now let us change the value of by (or the value of /),
i.e., increase its value from zero. We observe that changing the value of by (or ) affects the
corresponding optimal value of the model SP. More specifically, the increase in the value of by
(or B) allows for more changes in the views between stages one and two, and thus may result
in a lower cost of query evaluation. Of course, as we change the value of by (or (), the optimal
value of the model OS remains the same since this value does no depend on by (or ). As a
result, the VI'VO depends on the space-limit ratio 8, and does not decrease with the increase
in .

We examine the impact of 5 on the value of VI'VO by conducting a computational experi-
ment on the instances, as follows. Given an instance of the problem SV, we fix the following
input parameters: database D, query sets Q1 and Qs, probabilities p, and the total space limit
b1. We then construct instances for 5 =0, 0.1, 0.2, ..., 1. (Or equivalently, we set bo = 0, 0.1b1,
0.2b1, ..., b1.) For each value of # we solve the models SP and OS, evaluate the corresponding
value of the VI'VO, and report the results for all instances. More specifically, we constructed
instances based on a 13-attribute type I non-symmetric synthetic dataset [20] in Example 2
below, and based on the 13-attribute TPC-H dataset [36] in Example 3, as follows.

Example 2. We construct this example based on a 13-attribute type I non-symmetric synthetic
dataset [20], which we denote by D;. The master table contains all the possible entries resulting

from each of the thirteen attributes taking all of its possible values. (The master table is the
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Figure 5.1: The impact of S (Beta) on the optimal values for Example 2

only table in our synthetic dataset.) The numbers of different values that the 13 attributes
respectively take are 2, 2, 2, 2, 3, 3, 3, 3, 4, 4, 4, 4, 4 and 4. To obtain the query sets Q1 and
Qs = {Q},Q3} for this instance, we use an approach that is similar to the approach introduced
in Section 4.4.1. The number of queries in each query set is 20, 15 and 21, respectively. We set
p = (0.5,0.5) and b; = 1,632,334. We then solve this instance of the problem SV associated
with each value of 5, and obtain the optimal value of the model SP. We report the results in
Figure 5.1. We then evaluate the corresponding VI'VO, for f = 0,0.1,0.2,...,1. All the results
are shown in Table 5.1.

From Figure 5.1 and Table 5.1, we observe that when 8 changes from 0 to 0.1, the optimal
value of the corresponding model S P decreases sharply. When § is greater than or equal to 0.4,
the optimal value of the corresponding model SP remains the same. From the results in Table
5.1, we observe that VI'VO increases with increase in by. When we set § = 0.4 (be = 652,934),
the value of VI'VO is more than 5 times the optimal value of the model SP. In other words,
in this instance, applying a two-stage model (i.e., the model SP), instead of a one-stage model
(i.e., the model OS), reduces the corresponding response time by more than 80%. Thus, solving

the stochastic view-selection model could be very beneficial for some instances. [

Example 3. This example is based on a 13-attribute TPC-H dataset [36] denoted by Dp_13.
The number of queries in the query sets Q1 and Qs = {Q3, Q3} are 20, 30, and 22, respectively.
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Table 5.1:

Results of VI'VO for Example 2

3 by | Optv(SP) VIVO %
0 0 | 10,892,471 0] 0.00%
0.1 163,233 | 3,101,499 | 7,790,972 | 251.20%
0.2 | 326,467 | 2,114,231 | 8,778,240 | 415.20%
0.3 | 489,700 | 1,893,047 | 8,999,424 | 475.39%
0.4 | 652,934 | 1,810,103 | 9,082,368 | 501.76%
: : : : 1
1.0 | 1,632,334 | 1,810,103 | 9,082,368 | 501.76%

! The missing rows have identical values in each of Optv(SP),
VI'VO, and VTV O/Optv(SP).

Table 5.2: Results for VI'VO for Example 3

3 by | Opto(SP) | VIVO | ookt
0 0 | 121236449 0] 0.00%
0.1 [ 2877701 | 118256288 | 2980161 | 2.52%
0.2 | 5755402 | 115379409 | 5857040 | 5.08%
0.3 | 8633103 | 113727778 | 7508671 | 6.60%
0.4 | 11510804 | 112078447 | 9158002 | 8.17%
0.5 | 14388505 | 110579265 | 10657184 |  9.64%
0.6 | 17266205 | 109230599 | 12005850 | 10.99%
0.7 | 20143906 | 108330649 | 12905800 | 11.91%
0.8 | 23021607 | 107431234 | 13805215 | 12.85%
0.9 | 25899308 | 106831606 | 14404843 | 13.48%
1.0 | 28777009 | 106831606 | 14404843 | 13.48%

We set the total space limit b; = 28,777,009 and p = (0.5,0.5). In Figure 5.2 we plot the
impact of the value of 8 on the optimal value of the model SP. We evaluated the VI'VO and
reported the results in Table 5.2. From Figure 5.2, we observe that Optv(SP) declines steadily
as the value of 8 increases from 0 to 0.9. When ( is greater than 0.9, the optimal value of
the corresponding model SP remains the same. As shown in Table 5.6, the ratio of the VI'VO
over the optimal value of the model SP also increases as the space limit bs increases. When
B = 0.9 (bs = 25,899,308), the ratio is 13.48%, indicating that the two-stage model SP can

save 13.48% of the evaluation cost (response time) obtained by the one-stage model OS. O

Discussion. We examine the impact of different datasets on the VI'VO by comparing the

computational results of the ratio of VI'VO over the optimal value of SP for the instances

based on different datasets. More specifically, we compare the results of Examples 2 and 3
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Figure 5.2: The impact of § (Beta) on optimal values for Example 3

as given in Tables 5.1 and 5.2. We observe that for the same amount of space for the views
materialized in stage two, i.e., for the same value of 3, the instance based on the type I non-
symmetric synthetic dataset D; has a significantly higher ratio of VI'VO over Optv(SP) than
the instance based on the TPC-H dataset Dp_13. For example, among the instances that we
have studied, the benefit for an instance based on D; can be 501.76% of the optimal value of the
associated model SP, while the benefit for an instance based on Dr_13 is no more than 13.48%
of the optimal value of the associated model SP. This indicates that while we can obtain some
benefit by applying the two-stage model, instead of the one-stage model, to solve the problem
SVS, the magnitude of the benefit depends on the structure and size of the queries and views

involved.

5.4.2 Numerical results on VSS

In another computational experiment, we evaluated the Value of Stochastic Solution VSS for
a collection of instances of varying sizes based on different types of datasets. The results show
that the relative value of VSS varies among these instances, and that its magnitude depends
on both the space limits and the structure of the underlying database.

In order to obtain the VSS, we need to solve the model I PEV introduced in Section 5.2,
and calculate the value of EEV as defined in Equation 5.5. In the model IPEV , we are given a
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deterministic query set Q2 at stage 2. Thus, the model IPEV could be considered as a special
case of the model SP, in which there is only one scenario at stage 2. To reduce the search spaces
of views for the model IPEV , we can apply an approach that is similar to the one introduced in
Section 4.2. We then solve it to obtain the EV solution. We plug the EV solution into Equation
(5.5), and solve the second-stage problem to obtain EEV.

Again in a computational experiment, we solved the model ITPEV and calculated the cor-
responding value FEV for a collection of instances of varying sizes based on different types of
datasets. We then calculated the associated value of VS\S and the ratio of VS'S over the optimal
value of SP for each instance. We observed that the relative value of VSS varies among these
instances, and that its magnitude depends on both the space limits and on the structure of the
underlying database, as well as on the structure of the query set. While in some instances the
value of VSS is relatively small, in other instances it can be quite substantial.

First we show that the magnitude of VSS depends on the value of the space-limit ratio 3,
and on the relative size of the space limit bo, as compared with the sizes of the queries occurring
in stage two.

In order to examine the impact of the space-limit ratio 8 on the value of VSS, we fix the
input parameters (D, Q1, Q2, p, b1) in an instance of the problem SVS, and construct instances
for 5 =0, 0.1, 0.2, ..., 1. We solve the models SP and IPEV, evaluate EEV and VSS, and
compare the results for these instances. More specifically, we construct instances based on the
13-attribute symmetric synthetic dataset in Example 4 below, and based on the 13-attribute
TPC-H dataset in Example 5, as follows.

Example 4. This example is based on a 13-attribute symmetric synthetic dataset [20] Dg(13;2)
(denoted as Dg for brevity). In this dataset each attribute takes 2 different values, and the
master table contains all the possible entries by taking all combinations of values for the thirteen
attributes. The queries are generated by the same method as in Section 4.4.1. The sizes of
the query sets Q1, Qo = {Q}, Q3} are 20, 18, and 15, respectively. We set b; = 15764 and
p = (0.5,0.5). We construct the instances with different values of by, for 5 =0, 0.1, 0.2, ..., 1,
where § = by /bs. We compare FEV with the optimal values of the models SP and IPEV for
these instances, as shown in Figure 5.3. We also compare VSS with the optimal value of the
model SP, and report the results in Table 5.3.

In Figure 5.3, we observe that the inequality Optv(SP) < EEV < Optv(IPEV) always
holds, and all the three values decrease as § increases from 0 to 1. As shown in Table 5.3, when
B =0 (bg = 0), the optimal value of the model SP is equal to EEV. When 8 = 0.4 (by = 6301),
the expected response time would be 50.14% higher if we used the expected-value model IPEV
instead of the stochastic programming model SP. This indicates that it is quite beneficial to

take into account the stochastic properties of the future when formulating a model for solving
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models SP and IPEV for Example 4

this stochastic view-selection problem. In addition, when g > 0.7 (by > 11035), the EEV and

the optimal value of the model SP become the same. O

Example 5. This example is based on the 7-attribute TPC-H dataset [36], denoted by Dp_7.
The sizes of the query sets ()1 and Qy = {Q%, Q%} are 20, 22, and 22, respectively. We set
by = 21,605,174 and p = (0.5,0.5). We construct 11 instances with different values of bg, for
8=0,0.1,0.2, ..., 1, where by = - b;. We compare the FEV with the optimal values of the
models SP and IPEV for these instances, as shown in Figure 5.4. We also compare VSS with
the optimal value of the model SP, and report the results in Table 5.4.

Figure 5.4 shows that for each value of 8, Optv(SP) < EEV < Optv(EV), and all the
three values decrease as 3 increases from 0 to 1. As § approaches 1, even though the difference
between the optimal values of the models SP and IPEV is significant, the FEV and the
optimal value of the model SP are quite close. According to the results of Table 5.4, when
B=0or 3>0.9 (ie., by =0 or by > 19,444,657), the EEV and the optimal value of SP are
equal, i.e., V.SS = 0. D

Discussion. In general, given an instance of the problem SVS, when § = 0 (i.e., by = 0),

the views are materialized only in stage one. As a result, the models SP and IPEV for this
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Table 5.3: Values of VSS for Example 4

B by | Optv(SP) | EEV | VSS | VSS/Optv(SP)
0 0 56344 | 56344 0 0.00%
0.1 | 1576 46578 | 47458 880 1.89%
0.2 | 3153 43890 | 46002 | 2112 4.81%
0.3 | 4729 30401 | 39906 | 9505 31.27%
0.4 ] 6301 25522 | 38318 | 12796 50.14%
0.5 | 7882 23474 | 27762 | 4288 18.27%
0.6 | 9458 23474 | 26606 | 3132 13.34%
0.7 | 11035 23474 | 23474 0 0.00%
0.8 | 12611 23474 | 23474 0 0.00%
0.9 | 14188 23474 | 23474 0 0.00%
1.0 | 15764 23474 | 23474 0 0.00%
x 107
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Figure 5.4: The impact of § (Beta) on the values of EEV and on the optimal values of the
models SP and IPEV for Example 5

55



Table 5.4: Values of VSS for Example 5

B by Optv(SP) EEV VSS | VSS/Optu(SP)
0.0 0 | 46,830,690.0 | 46,830,690.0 0.0 0.00%
0.1 | 2,160,517 | 45,725,011.0 | 45,978,593.5 | 253,582.5 0.55%
0.2 | 4,321,035 | 44,720,228.0 | 45,270,928.5 | 550,700.5 1.23%
0.3 | 6,481,552 | 43,962,738.0 | 44,252,958.0 | 290,220.0 0.66%
0.4 | 8,642,070 | 43,468,681.5 | 43,910,662.0 | 441,980.5 1.02%
0.5 | 10,802,587 | 42,965,415.5 | 43,052,944.0 | 87,5285 0.20%
0.6 | 12,963,104 | 42,446,604.5 | 42,595,893.5 | 149,289.0 0.35%
0.7 | 15,123,622 | 42,145,588.0 | 42,303,533.5 | 157,945.5 0.37%
0.8 | 17,284,139 | 41,845,770.5 | 41,995,677.5 | 149,907.0 0.36%
0.9 | 19,444,657 | 41,696,570.5 | 41,696,570.5 0.0 0.00%
1.0 | 21,605,174 | 41,696,570.5 | 41,696,570.5 0.0 0.00%

case are equivalent to the one-stage model OS proposed in Section 5.1. We have that EEV =
Optv(SP) = Optv(IPEV), and that VSS = 0. In other words, employing the stochastic
programming model SP instead of the expected-value model IPEV to solve the problem SVS
will bring us no benefit. When 5 > 0 (i.e., b2 > 0), we allow the change of views at stage two.
The benefits can be obtained by solving the model SP instead of the model IPEV. As the
value of 3 approaches 1 (or equivalently, the value of by approaches that of b1 ), a greater portion
of the entire storage space can be utilized at stage two. Thus, the first-stage decisions on which
views to materialize in stage one become less relevant to the knowledge of the queries occurring
in stage two. It results in smaller difference between the first-stage solutions of the models SP
and IPEV. When 8 =1 (i.e., by = b1), we can utilize the entire space to materialize the views
in stage two. In other words, the views materialized in stage one can be selected based on only
the queries occurring in stage one. It follows that in this case, the EV solution, which is an
optimal solution of the first-stage variables for the model IPEV, is also an optimal solution
of the first-stage variables for the model SP. Thus, we have that EEV = Optv(SP) and that
VSS = 0. This also indicates that no benefit can be obtained by taking into account the
stochastic properties in solving the problem SVS. However, when 0 < # < 1 (i.e., 0 < bg < by),
the impact varies for different values of 3.

Note that the magnitude of VSS also depends on the structure of the database. In order
to examine the impact of the structure of the data, we compare the computational results of
Example 4, which is based on the symmetric synthetic dataset Dg, with the results of Example
5, which is based on the TPC-H dataset Dp_7. From Tables 5.3 and 5.4, we observe that the
maximum value of the ratio V.SS/Optv(SP) among all the instances in Example 5 is 1.23%,

while in Example 4 the ratio has an average value of 19.95% for the instances with non-zero
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values of V§S. This indicates that the benefit obtained by taking into account the stochastic

properties in solving the problem SVS varies among instances on different datasets.

5.4.3 Numerical results on FVPI

We evaluated through a computational experiment the Expected Value of Perfect Information
EVPI for a collection of instances of varying sizes based on different types of datasets. We
observe that the value of EVPI could also vary significantly, depending on both the space
limits and the specifics of the database and the query sets.

To obtain EVPI, the expected value of perfect information, we first solve each submodel
I P that we introduced in Section 5.3. Note that the subproblem I P* could be considered as a
problem SVS with only one potential query set Qg (i.e., scenario) occurring at stage 2. Thus,
we apply here approaches that are similar to those of Section 4.2 to reduce the search spaces
of views for each model TP, and to obtain the optimal value more efficiently.

In a computational experiment, we compared W.S with the optimal value of model SP on a
collection of instances with varying sizes, using a number of different datasets. For each instance
we evaluated the FVPI and the ratio of EVPI over the optimal value of SP. Similarly to the
previous experiments, we observe that the value of EVPI could vary significantly, depending
on the space-limit ratio 3, and on the specifics of the database and of the query instance.

We first examine the impact on the EVPI of the space-limit ratio 3, which is the ratio of
the replacement space limit for the views to be materialized in stage two (bg) over the total
space limit (b;). We apply a similar approach as we did for VI'VO and VSS. We fix the input
parameters (D, Q1, Qa, p, b1) for each instance of the problem SVS, and construct instances
for 5 =0, 0.1, 0.2, ..., 1. More specifically, we evaluate the EVPI for the instances based on
the symmetric synthetic dataset Dg in Example 6 below, and based on the TPC-H dataset

Dr_7 in Example 7, as follows.

Example 6. We construct this instance using the same dataset and query sets as that of
Example 4 introduced in Section 5.4.2. Given the symmetric synthetic dataset Dg, query sets
@1 and Qy, and probabilities p = (0.5,0.5), we set by = 7882. For § = 0, 0.1, ..., 1, we
solve the I*" sub-model I P! associated with Qg, for £ = 1,2, and evaluate the values of W.S
and EVPI. The results are shown in Table 5.5. We observe that when 5 > 0.8 (i.e., when
by > 6301), the EVPI is 0. It indicates that the knowledge of perfect information of the actual
query workload at stage 2 provides no more benefit. When 5 = 0.4 (i.e., when by = 3153), the
perfect information can reduce the cost of query evaluation by 22.24% of the optimal value of
the model SP. It implies that the decision maker would pay to pursue the perfect information
only if the cost of obtaining such information is less than or equal to the benefits obtained by

reducing the response time by 22.24% of the optimal value of the model SP. U
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Table 5.5: Results of EVPI for Example 6

B by | Optu(SP) | WS | EVPI | 50y
0 0 56344 | 50610 | 5734 | 10.18%
0.1 | 6301 51940 | 49586 | 2354 | 4.53%
0.2 | 1576 46578 [ 46036 | 542 | 1.16%
0.3 | 2365 46002 | 37586 | 8416 | 18.29%
0.4 | 3153 43890 | 34130 | 9760 | 22.24%
0.5 | 3941 39167 | 32690 | 6477 | 16.54%
0.6 | 4729 30401 | 27594 | 2807 | 9.23%
0.7 | 5517 26674 | 26098 | 576 | 2.16%
0.8 | 6301 25522 | 25522 0] 0.00%
0.9 | 7094 25522 | 25522 0] 0.00%
1.0 | 7882 23474 | 23474 0] 0.00%

Table 5.6: Results of EVPI for Example 7

B8 by | Optv(SP) WS EVPI | 55sp
0 0 | 46,830,690.0 | 45,308,461.0 | 1,522,229.0 |  3.25%
0.1 | 2,160,517 | 45,725,011.0 | 44,652,964.5 | 1,072,046.5 | 2.34%
0.2 | 4,321,035 | 44,720,228.0 | 44,095,045.0 | 625,183.0 | 1.40%
0.3 | 6,481,552 | 43,962,738.0 | 43,699,314.0 | 263,424.0 |  0.60%
0.4 | 8,642,070 | 43,468,681.5 | 43,344,974.5 | 123,707.0 | 0.28%
0.5 | 10,802,587 | 42,965,415.5 | 42,864,201.5 | 101,214.0 | 0.24%
0.6 | 12,963,104 | 42,446,604.5 | 42,445,640.5 964.0 | 0.00%
0.7 | 15,123,622 | 42,145,588.0 | 42,145,588.0 0.0 [ 0.00%
0.8 | 17,284,139 | 41,845,770.5 | 41,845,770.5 0.0 ] 0.00%
0.9 | 19,444,657 | 41,696,570.5 | 41,696,570.5 0.0 ] 0.00%
1.0 | 21,605,174 | 41,696,570.5 | 41,696,570.5 0.0 ] 0.00%

Example 7. We construct this instance using the same data as that for Example 5. That
example, which was introduced in Section 5.4.2, is based on the 7-attribute TPC-H dataset
Dp_7. For =0,0.1, ..., 1, we solve the [ sub-model TP* associated with Qé, for £ = 1,2,
and evaluate the WS and EVPI. The results are shown in Table 5.6. We observe that when
B > 0.6 (i.e., when by > 12,963,104), even though the optimal value of the corresponding model
S P varies, the value of EVPI is always 0. The value of EVPI is relatively high when the value
of 3 is small. When 3 = 0 (i.e., by = 0), the perfect information of the actual query workload at
stage two can reduce the cost of query evaluation by 3.25% of the optimal value of the model
SP. O

Discussion. In general, if 5 =1 (i.e., bo = by), the first-stage problem and the second-stage
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problem can be solved separately. In other words, the views to be materialized in stage one can
be selected based on only the queries occurring in stage one. As a result, a first-stage optimal
solution of the model SP is also a first-stage optimal solution of each model IP¢. The value
of WS is equal to the optimal value of the model SP. Thus, EV PI = (. It indicates that the
knowledge of the exact stage-2 query workload provides little benefit when by is relatively large.
When 0 < 8 <1 (0 <by < by), the impact on EVPI varies.

Finally, we observe the impact of the datasets on EVPI. We compare the results of Example
6 which is defined using the dataset Dg, and the results of Example 7 which is defined using the
dataset Dp_7. From Tables 5.5 and 5.6, we observe that, in general, Example 7 has significantly
higher values of EVPI than Example 6, and the ratios of EV PI/Optv(SP) for Example 6 are
generally higher than those for Example 5.4. This implies that both the relative magnitude and
the absolute magnitude of EVPI depend on the structure of the underlying dataset and on the

specific instance of the problem.
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Chapter 6

The one-stage view-selection

problem

In this chapter we return to the one-stage view-selection problem OVS introduced in Section
2.2, and study this problem in view of the three reductions that we introduced in Chapter 4 for
the two-stage problem. In Section 6.1 we discuss these reductions in the context of the problem
OVS, and in Section 6.2 we discuss the effectiveness of these reductions in the context of the

efficiency and scalability of the resulting integer programming models.

6.1 The problem OVS and the model OVI P2

We consider the one-stage view-selection problem OVS, which is extensively discussed in [3,4],
and which we introduced in Section 2.2. In this context we have a collection @ of queries on a
given database, and a storage limit b on the total size of the views that we may materialize. The
problem is to select a collection of views to materialize, so as to minimize the total response
time for the given collection of queries, subject to the given storage limit. The one-stage view-
selection problem can be considered as a special case of the two-stage problem that we discussed
in Chapter 3.

In Section 2.2, we reviewed the work of Asgharzadeh Talebi et al. [3,4], and introduced
the integer programming model OVIP1. We also discussed two observations and the associated
techniques that they propose to reduce (i.e., to prune) the search space of views for the model.
The reduced model obtained by applying the results of these techniques is denoted by OVIP1’.
We made similar observations in the context of the two-stage stochastic view-selection problem
SVS in Sections 4.2.1 and 4.2.2, and referred to them as the first and the second reductions,
respectively.

Note that we can further reduce the search space of views in the model OVIP1’ for the one-
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stage view-selection problem OVS, by conducting a reduction similar to the third reduction for
the problem SVS that we introduced in Section 4.2.3. Hence, the size of the model OVIP1’ can
be reduced accordingly. To do this, we can eliminate the view v if there exists a view v’ such
that v answers v’ and such that the mazimum benefit of v is less than or equal to that of v'.
Recall that in Section 4.2.2 we defined the maxzimum benefit of v with respect to a set of queries
(@ as the amount of space that we can save by materializing a view v instead of materializing
all the input queries that v can answer.

For the problem OVS, we denote by V the reduced search space of views after the first,
second, and third reductions. Furthermore, for each query ¢; € @, we define V] ={v, eV:
v; 2 q;}. We also define the associated sets of subscripts for V and V; as I and I}, respectively.

Hence, we can obtain a model with reduced size whose structure is similar to the model
OVIPY', except that instead of V we use the reduced search space of views V. We can now
define the decision variable z; for each i € I, and define the decision variable z;j for j € J and
for i € I;. Using these notations, a smaller IP model can be defined as follows. We refer to this
model as OVIP2.

(OVIP2) minimize Z Zdijzij (6.1)
Jed iel;
subject to Z zij =1 Vjed (6.2)
i€l
Zij <z Vj e J, Vi € E (63)
Zaz’ﬂ?z’ <b (6.4)
iel
All the variables are binary (6.5)

Note that an optimal solution for the model OVI P2 is guaranteed to be optimal for OVIP.
Hence, it provides an optimal solution for the original problem OVS. Obviously, the size of
the model OVIP2 in terms of the number of variables and constraints is potentially smaller
than that of the models OVIP1" and OVIP. The magnitude of the difference in size, however,
depends on the specifics of each instance. In Section 6.2 we compare the sizes of these two
models on an empirical basis, and show that the difference in the sizes of the two models can

be significant.

6.2 Experimental results on the model OVI P2

In order to evaluate the effectiveness of the model OVIP2 for solving the one-stage view-

selection problem OVS, we conducted a computational experiment. In the experiment, we
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directly compare the size of the models OVIP2 and OVIP1’ (proposed in [3,4]), for a collection
of randomly generated instances. The results of this experiment show that the magnitude of
the difference in the size of these two models depends on the specifics of each instance, and that

for many instances this difference is quite significant.

6.2.1 Reduction in the size of the search space

We compare the sizes of the models OVIP1, OVIP1', and OVIP2 for several randomly gen-
erated instances of the problem OVS. More specifically, we constructed 20 instances on the
17-attribute TPC-H dataset. For the instances 1 to 5 in this group, the number of attributes
of each query is a random number between 1 and 16 (that is, each query is chosen from the
entire view lattice). We refer to the query types of these instances as “entire view lattice”.
For each of the remaining instances, all of the queries are from certain levels (positions) of the
view lattice. For the instances with IDs between 6 and 10 inclusively, the number of attributes
in each query is a random number between 1 and 8. (That is, each query is chosen from the
bottom levels of the view lattice.) For the instances with IDs between 11 and 15, the number
of attributes of each query is a random number between 5 and 12. (That is, each query is
chosen from the middle levels of the view lattice.) Finally for the instances with IDs between 16
and 20, the number of attributes of each query is a random number between 9 and 16. (That
is, each query is chosen from the top levels of the view lattice.) We refer to the query types
of those instances as “bottom-level”, “middle-level”, and “top-level”, respectively. Within the
collection of instances for each query type, the number of queries ranges from 20 to 100. We
present those instances in Appendix C. For each instance, we report in Table 6.1 the number
of views in models OVIP1, OVIP1' and OVIP2. For each instance, we also report the number
of variables and constraints in each model. (We do not construct the model OVIP1, since [4]
has already shown that OVIP1’ is much more effective than OVIP1.) In Table 6.2 we report
the corresponding execution times. More specifically, we report the time that it takes to build
each model, the time that it takes to solve each model by the CPLEX IP solver, and the total

execution time of each model. We make the following observations.

1. In every instance, the numbers of views in the search space for models OVIP1' and
OVIP2 are significantly smaller than the corresponding numbers in the model OVIP1.
This reduction is relatively more significant for instances with a smaller ratio of the
number of queries over the total number of views in the dataset. More specifically, when
we have a larger number of queries, the ratio of the number of queries over the total
number of views increases (since the total number of views for a 17-attribute dataset is
constant and equal to 131072), and the magnitude of associated reductions in the number

of views in the search space decreases. We made a similar observation on a collection of
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Table 6.1: Comparison of the numbers of views and the sizes in the models OVIP1, OVIP1’,
and OVI P2, for instances on the 17-attribute TPC-H dataset

inst- query number of views number of number of

N Q| variables constraints
ance| D¢ OVIPI | OVIPY | OVIP2 | OVIPT | OVIP2 | OVIPY | OVIP2
1 20 | 115,200 125 100 962 784 858 705

2 | entire | 40 | 118,420 1,920 915 15,567 8,228 13,688 7,354
3 | view 60 | 127,760 3,724 1,796 41,949 | 22,646 38,286 | 20,911
4 | lattice | 80 | 127,544 7,070 4,589 86,895 | 60,702 79,906 | 56,194
) 100 | 128,960 16,159 7,710 | 216,950 | 118,653 | 200,892 | 111,044
6
7
8

20 | 98,744 1,071 | 1,004 | 7,793 ] 7,426 6,743 | 6,443
40 | 125,576 | 7,400 | 3,192 | 81,768 | 39,027 | 74,400 | 35,876

E‘j:lom 60 | 130,076 | 21,678 | 8,048 | 330,371 | 138,305 | 308,754 | 130,318
9 80 | 130,016 | 35,027 | 14,248 | 570,725 | 271,480 | 534,879 | 257,322
10 100 | 130,984 | 44,229 | 17,937 | 817,183 | 396,196 | 773,055 | 378,360
11 20 | 15,415 301 301 | 1,642 | 1,642 1,362 1,362
12| oo [ 40727665 | 1507 | 1504 | 9,036 | 9,024 | 7570 | 7,561
13 | [ 60 | 88220 | 3787 | 3614 26,085 | 25280 | 22,35 | 21,736
14 80 | 34,045 | 4,351 | 4,305 | 29,795 | 20,596 | 25,525 | 25,372
15 100 | 42,507 | 7,304 | 7,278 | 55,638 | 55,530 | 48,435 | 48,353
16 20 | 1,027 89 89 378 378 310 310
7| op. | 40| L0 234 934 | 1,077 | 1,077 884 884
18 | oo |60 [ 1783 316 316 | 1,543 | 1,543 | 1288 | 1,288
19 80 | 3,758 669 669 | 3,584 | 3,584 | 2,996 | 2,006
20 100 | 3,145 687 687 | 3,731 | 3,731 | 3,145 | 3,145
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Table 6.2: Comparison of the computing times of the models OVIP1’ and OVI P2, for instances
on the 17-attribute TPC-H dataset

inst- number| time to build time to solve total time
?uezy of model (sec.) model (sec.) (sec.)
ance| P queries | OVIPT' | OVIP2 | OVIPT | OVIP2 | OVIP | OVIP2
1 20 0.30 0.30 0.14 0.11 0.44 0.41
2 entire 40 0.41 0.39 2.86 1.56 3.27 1.95
3 view 60 0.66 0.64 7.47 3.47 8.13 4.11
4 lattice 80 0.81 1.13 31.77 17.17 32.58 18.30
5) 100 1.33 2.05 116.05 44.15 117.38 46.20
6 20 0.41 0.50 1.58 1.72 1.99 2.22
7 40 0.70 0.80 104.28 32.53 104.98 33.33
8 60 1.56 2.28 | >30min 385.14 | >30min 387.42
bottom
9 | level 80 319 | 619 | % | Saomin | OO0 TS somin
memory memory
10 100 3.11 9.42 | CW Ol 1 s | OWOr sy
memory memory
11 20 0.25 0.25 0.42 0.42 0.67 0.67
12 . 40 0.31 0.34 4.44 3.89 4.75 4.23
middle-
13 level 60 0.45 0.67 22.42 21.05 22.87 21.72
14 80 0.52 0.80 103.19 93.26 103.71 94.06
15 100 0.61 1.39 | >30min | >30min | >30min | >30min
16 20 0.25 0.22 0.11 0.05 0.36 0.27
17 top- 40 0.30 0.27 2.56 2.28 2.86 2.55
18 level 60 0.31 0.33 1.08 1.06 1.39 1.39
19 80 0.34 0.38 1.63 1.62 1.97 2.00
20 100 0.41 0.44 3.01 3.14 3.42 3.58
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instances on the 13-attribute dataset.

2. Comparing the number of views in OVIP1’ and in OVI P2, we note that for the instances
where the queries are from the entire view lattice (instances 1 through 5) or from the
bottom levels of the view lattice (instances 6 through 10), the size of OVI P2 is significantly
smaller than that of OVIP1’. We also observe that for these instances the size of OVI P2,
when expressed by the total number of variables and constraints, is much smaller than
that of OVIP1'. In addition, the time to solve OVIP2 is also significantly smaller than
that for OVIP1’. On the other hand, for those instances where the queries are from the
middle levels of the view lattice (instances 11 through 15) the reduction in the number of
views in the search space from model OVIP1’ to OVIP2 is not as significant, resulting
in no significant difference in the size or the solving time between the corresponding
models OVIP1' and OVIP2. Moreover, for the instances from the top levels of the view
lattice (instances 16 through 20), we observe no reduction in the numbers of views in the
search space from model OVIP1’ to OVIP2. These observations are consistent with our
expectations, as evident from the nature of Observation 7, which we introduced in Section
4.2.3.

3. It is observed that for all instances, the time to build the model OVIP2 is relatively
larger than that for OVIP1’. This increase in time is much more significant for instances
with large numbers of queries. Comparing the time to build and the time to solve the
models OVIP1' and OVIP2, however, we observe that the decrease in the time to solve
the model OVIP2, as compared with the model OVIP1’, is much more significant than
the increase in the time to build the model OVIP2, as compared with the model OVIP1'.
In general, it is also observed that the total time for OVI P2 is relatively smaller than that
for OVIP1’. This reduction in the total time is more significant for those instances where
the queries are from the entire view lattice (instances 1 through 5) or from the bottom

levels of the view lattice (instances 6 through 10).

6.2.2 Scalability of the model OVIP2

In order to evaluate the scalability of our approach, we have attempted to solve larger instances
of the problem OV'S by the model OVIP2.

In Table 6.2 we observe that for the instances 6 through 10, where the queries are from the
bottom levels of the view lattice, the total execution time to solve the model OVIP2 ranges
from 2.22 seconds to 387.42 seconds. Here, the number of queries in each instance is no more
than 60. However, we could not solve the instances 9 or 10 within the assumed time limit of 30

minutes.
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Table 6.3: Scalability of OVIP2 for instances on the 17-attribute TPC-H dataset

ins- | query | number of | number | time to build time to solve total time

tance| type | queries of views | OVIP2 (sec.) | OVIP2 (sec.) (sec.)
21 | entire 220 23256 13.00 304.00 317.00
22 | view 240 23921 14.25 374.22 388.47
23 | lattice 260 25922 15.31 | out of memory | out of memory
24 top- 320 2673 0.91 559.58 560.49
25 lovel 340 2703 1.08 814.27 815.35
26 360 2930 1.20 >30min >30min

As reported in Table 6.2, for the instances 11 through 15, where queries are from the middle
levels of the view lattice on the 17-attribute dataset, we observe that we could solve all the
instances whose number of queries is no more than 80. The total execution time for OVIP2
ranges in theses cases from 0.67 seconds to 94.06 seconds. However, when we increase the size
of the query set further to 100, the solver fails to provide an optimal solution for model OVI P2
within our time limit of 30 minutes.

For the instances where the queries are from the entire view lattice on the 17-attribute
dataset (instances 1 through 5) that we report in Table 6.2, we note that the total execution
time for the model OVI P2 ranges from 0.41 seconds to 46.20 seconds. We also note that this
time increases as we increase the number of queries in the query set.

In addition, as observed in Table 6.2, we could solve within 5 seconds all the instances where
the queries are from the top levels of the view lattice on the 17-attribute dataset (instances 16
through 20).

In order to further study the execution time for solving larger instances of the problem
where the queries are from the entire view lattice, and for those instances in which queries
are from top levels of the lattice, we constructed several instances with even larger numbers of
queries on the 17-attribute dataset, as reported in Table 6.3. Note that for these instances we
did not construct the corresponding model OVIP1’, since we have already observed that the
model OVIP2 is much more effective than the model OVIP1’ for these types of instances.

In Table 6.3, we observe that for those instances where the queries are randomly chosen
from the entire view lattice, we could solve the instances in which the number of queries is no
more than 240. When we increased the number of queries to 260, CPLEX failed to obtain an
optimal solution, as the computer ran out of memory. For the instances in which the queries are
from the top levels of the view lattice, we could not solve the problem within 30 minutes when
we increased the number of queries to 360. In the following chapters, we develop algorithms to
further reduce the size of the model, which permits us to solve larger instances of the problem
OVS.
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Chapter 7

A criterion to evaluate a view

In this chapter we introduce a criterion to evaluate the effectiveness of each view with respect
to a given collection of queries in the context of the view-selection problem. We refer to this
criterion as the cost-benefit ratio for that view. Subsequently, we discuss various properties
of the cost-benefit ratio of each view, and develop an efficient algorithm for calculating the
minimum cost-benefit ratio associated with each view. In Chapter 8, we will use this measure
to effectively reduce the search space of views, hence reducing the size of the problem instance

and its corresponding IP model for the one-stage view-selection problem.

7.1 The cost-benefit ratio

Consider the one-stage view-selection problem OVS with its collection of queries @). Recall that
for each view v we use Q(v) to denote the set of queries in ) that can be answered by v, i.e.,
Q) ={q€Q:qC v}

We define the “extra cost” of a view v with respect to a collection of queries @', as follows.

Definition 3. For every view v and for each subset Q' of Q(v), the extra cost of the view v
with respect to the query set Q' is defined as the difference between the cost of answering the
queries in Q' using the view v and the cost of answering these queries using their respective
equivalent views (that is, using the views v = q, for all ¢ € Q'). We refer to this extra cost as

c(v,Q"). Equivalently, we have that

c(v,Q") =Y (Sw) - S(a)) (7.1)

qeQ’
where S(-) refers to the size of the view (or query).

As introduced in Section 4.2.2, for each view v and for each subset Q" of Q(v), we have
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already defined d(v,Q’), the benefit of the view v with respect to the query set @', as the
amount of space saved by materializing the view v instead of materializing all the queries in
Q. That is, d(v,Q") = >_ o S(g) — S(v). Note that if a view v is not equal to any query in
Q, and if v is selected in an optimal solution for answering a query set @', then the benefit
of v with respect to Q" must be positive, that is, it must be that d(v,Q’) > 0. (Otherwise, it
is obviously feasible and less costly to answer these queries using their respective equivalent
views.) For each view v in V, we refer to any subset Q' of Q(v) with a positive benefit value,
that is, with d(v, Q") > 0, as a Positive Subset of Q(v).

We define a subset V of V by excluding from V: i) each view that is equal to some query
in @, and ii) each view v whose corresponding query set Q(v) has no positive subsets, (i.e.,
each view v such that the benefit of v with respect to Q" is non-positive, for every subset @’ of
Q(v)). In other words, we define V as follows:

V=V\QuU{veV:dv Q) <0,vQ C Q)}.

Recall that in Section 4.2.2 we have defined d(v, Q(v)), the mazimum benefit of view v with
respect to the query set (), as the amount of space that we can save by materializing view v
instead of materializing all the queries in ) that v can answer. Applying this definition, the set

V could be rewritten as follows.
V={veV:v¢gQ andd(v, Q) >0} (7.2)

The following definition is only for the views in the set V.

Definition 4. For each view v in V and for each positive subset Q' of Q(v), we define the
cost-benefit ratio of the view v with respect to Q' as the ratio of the extra cost over the benefit
of view v with respect to Q' as defined above. We denote this ratio by r(v,Q’). That is, we have

that
N c(v,Q") . quQ’ (S(U) - S(‘]))
T(U,Q ) - d(’U,Q’) - zqu, S(q) _ S(’U) (7.3)

The cost-benefit ratio of a view v with respect to a query set Q' measures the extra cost

(i.e., the extra evaluation time) incurred per unit space that we save, when we materialize v
instead of materializing all the queries in @’, and when we use v to answer the queries in @Q’.

The cost-benefit ratio as defined in Definition 4 is always well defined and non-negative.
This follows from the fact that the numerator of this ratio is non-negative, since for each query
q € Q' we have ¢ C v and thus S(v) — S(g) > 0. In addition the denominator is strictly positive,
as it is defined only for the positive subsets Q' of Q(v).

The cost-benefit ratio of a view v with respect to the query set @’ is an indicator of the

68



overall value of the view v in answering the queries in @Q’, in terms of both its “cost” and its
“benefit”. If the cost-benefit ratio r(v, Q') is relatively small, i.e., close to 0, it implies that we
pay the relatively smaller “extra cost” (i.e., increased response time) for utilizing the view v
to answer the queries in @' with a relatively larger “benefit” (i.e., disk space saved) obtained
by materializing the view v instead of the queries in @Q’. It follows that materializing view v is
expected to be valuable, that is, v is favored to be selected in the collection of optimal views. On
the other hand, if the cost-benefit ratio r(v, Q') is relatively large, it indicates that materializing
view v may not bring as much “benefit” but a large amount of “penalty” as “extra cost”. Thus,

view v is not favored to be materialized.

7.2 The minimum cost-benefit ratio

From the above discussion, a view with a lower cost-benefit ratio is likely to be more valuable for
the problem OVS. In this subsection, we study the properties of the cost-benefit ratio (v, Q")
as a function of )/, and show that this function achieves a non-negative minimum value. We
then discuss an efficient procedure for obtaining this minimum value.

Given an input query set ) and the view set V for the problem OVS, for each view v € 1%
(that is, for each view v in V such that v ¢ @ and d(v,Q(v)) > 0), and for each positive
subset @’ of the query set Q(v) (that is, d(v, Q") > 0), we can compute 7(v, Q’), the cost-benefit
ratio of the view v with respect to Q’. We denote the set of all the positive subsets of Q(v) as

PS(Q(v)).
Definition 5. The minimum cost-benefit ratio of v with respect to Q, denoted by rmin(v, @), is

the minimum value of the cost-benefit ratios among all the positive subsets of Q(v). Equivalently,
/

. o . B . quQ’ (S(v) _ S(q))
Tmzn(v7 Q) - Q’E’/I)I}S‘l(%(v)) T(U’ @ ) N Q’G?IDI}S'I(HQ(U)) ZqGQ’ S(q) B S(U)

(7.4)

Observation 13. Given the input query set Q) and the view set V in the problem OVS, for
every view v € V (that is, for each view v in V such that v ¢ Q and d(v,Q(v)) > 0), the
minimum cost-benefit ratio rmin (v, Q) exists, and rp(v,Q) > 0.

Proof. For every v € V we have that d(v,Q(v)) > 0. Q(v) is a positive subset of itself. The
set PS(Q(v)) is thus non-empty. The existence of 7,y (v, Q) follows directly from the fact that
the set PS(Q(v)) is finite and non-empty for every v € V, and that r(v,Q") is well defined
for every Q' € PS(Q(v)). Since all the cost-benefit ratios are non-negative, we have that
Tmin (0, Q) > 0. O

In order to determine the minimum cost-benefit ratio of each view v with respect to the query

set @, according to its definition in Equation (7.4), we need to determine the cost-benefit ratio
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for every positive subset " of Q(v). The computational requirement of this work is O(2|Q(”)|).
The following discussion allows us to reduce this computational requirement significantly.

For each view v, let N,, denote the number of queries in ) that v can answer. Equivalently,
N, = |Q(v)|. We sort the queries in the set Q(v) in non-increasing order of their sizes, that
is, S(v) > S(qy) = S(q2)) = -+ = S(q,)); of course, Q(v) = {q(1),q2);- - qn,)}- For each
n =1,2,..., Ny, define Q,)(v) as the collection of the n largest queries in Q(v), as follows:
Qum)(v) = {91),92),---»4n)}- We define n,, as the smallest number such that Q,,(v) is a

positive subset of Q(v). The following lemma follows directly from the definitions.
Lemma 1. If 1 <n < ny, then Q) € PS(Q(v)); If ny <n < Ny, then Q) € PS(Q(v)).

Proof. Since n, is the smallest number such that d(v, Q,,)(v)) > 0, we only need to show that
Q(n) 1s a positive subset of Q(v), for all n, < n < N,. If n > n,, then we have that

Q) =Y _ S(ay)) — S(v) > ZS = d(v,Q,)) >
j=1

The inequality follows from the fact that gy through ¢(,) are sequenced in a non-decreasing

order of their size. O
We made the following observation.

Proposition 1. Given an input query set Q) and the view set V in the problem OVS, for each
view v in V we have that
" (Sw)—S
a0, @) = min (0, Qo) = iy 2=t T~ 50) (7.5)

ny<n<N, nesn<Ny >0 S(q()) — S(v)

Proof. By Observation 13, there exists a query set Q' € PS(Q(v)), such that ry,(v,Q) =
r(v,Q’). Let N be the number of queries in @', that is, N = |@’|. The total size of the N queries
in Q' is less than or equal to the total size of the queries in QN ( ) (the N largest queries
in Q(v)). Equivalently, > .o S(q) < Z] 15(q(;))- Tt follows that quQ’( (v) — S(q)) >
S (S() = S(g)) =0, and 0 < Y Sg) = S(v) < 32X, S(q(;)) — S(v). In other words,
the “extra cost” of v with respect to @)’ is greater than or equal to that of v with respect to
Qv (v), and the “benefit” of v with respect to Q' is positive and no more than that of v with
respect to Q(yy(v). Thus, we have that

Dyeqr (S0) = St@) _ 3L (S©) - Slaw)) _

) Y eSS T S-S )=




In addition, from Lemma 1 we have that n, < N < N,,. It follows that

Pmin(0,Q) = 7(v,Q") > (v, Q) (v)) >  min (v, Q(n)(v)) > Tmin(v, Q)

ny<n< Ny
Thus, rmin(v, Q) = min,, <p<n, (v, Q) (v))- O

By Proposition 1, the minimum cost-benefit ratio of v with respect to @@ can be obtained
by evaluating the cost-benefit ratio of v with respect to the query set Q,)(v), for n, <n < N,.
Hence, the computational requirement of evaluating the minimum cost-benefit ratio can be
reduced from 0219 to O(|Q(v)]). We can further improve the efficiency of this evaluation

by the following observation.

Proposition 2. For each view v such that N, — n, > 2, consider the cost-benefit ratio of the
view v with respect to Q,)(v), that is, {r(v,Qu(v)) : ny < n < Ny}. For all n such that
ny <n <Ny =2, if 0<7(v, Q) (v) <7(v,Qng1)(v)), then r(v,Qny1)(v)) < 7(v, Qni2)(v))-

Proof. Assume n, <n < N, —2 and 0 < 7(v, Q) (v)) < 7(v, Q(rt1)(v)). We have that

(v, Q) (V) = 7(0, Qn41) (V)

5 (50 - S(ap)) 5 (500~ Sla)
_i= =
3 Slag) = 5@ 5 Slag) - 50)
Jj= j=
n n+1 n+1 n
i (2 (50) = Stau) ) ( 2 Stawn) = 50)) = (3 (5) = S ) (X Saw) - 5))
B n n+1
(X Stag) = 5)) (X Stag) - SW))
J=1 Jj=1
B S(v) o n R
A0, Q) (v)d(v, Qn11) (v) (s ; S(a)) + (= DS ()
Or, equivalently,
S(v)

(v, Q) () = (v, Q1) (v) = T (7.6)

d(v, Q) (1))d(v, Q1) (v)) "

where T,, = ($(v) = X7 S(ag) + (0 = DS (guin) )
By the same argument, we have that

S(v) T .
0, Q) (©))d(V, Qrryay () "F

(0 Q1) (V) = 7(0, Qngr) (v) = i (7.7)
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Since T(U7Q(n)(v)) < T(UaQ(n—l—l) (U))v we have that T(UaQ(n)(U)) - T(U7Q(n+1)(v)) < 0. By
Equation (7.6), T,, < 0. It follows that Ty,41 = T,y — n(S(q(+1)) — S(g(n12))) < 0. Hence, by
Equation (7.7), we have that r(v, Q41)(v)) — 7(v, Q(ny2)(v)) < 0. O

Proposition 2 implies that once the function (v, Q(,)(v)) increases as we increase n, it will

no longer decrease. Hence, we obtain the following corollary.

Corollary 1. The function (v, Q) (v)) is a unimodal function of n for n, <n < N,. In other

words, the function r(v, Q) (v)) must be in one of the following three patterns:
i) (v, Q(ny(v)) is a non-increasing function of n, for n, <n < N, or
ii) (v, Qn)(v)) is a non-decreasing function of n, for n, <n < Ny, or

i) there exists i (ny <1 < Ny) such that 7(v, Q) (v)) is a non-increasing function of n for

ny, <n <n, and is a non-decreasing function for all n < n < N,.

We can now compute the minimum cost-benefit ratio of view v with respect to query set @,
by computing the cost-benefit ratio r(v, @, (v)) from n = n, until the minimum n, denoted by
n, such that 0 < (v, Q(r)(v)) < 7(v, Qry1)(v)). If there exists such a value 72, then 7, (v, Q) =
7(v, Q) (v)). Otherwise, rmin(v, Q) = (v, Q(v)).

Example 8. In this example, we consider an instance of the problem OVS based on the same
dataset as in Example 1, which was introduced in Section 3.1. The input query set () consists
of seven queries @ = {{b}, {c}, {a,b}, {b,c}, {a,c}, {b,d}, {c,d}}, which is the same as the
set @ in Example 1. The space limit b = 30. Our objective is to minimize the cost of answering
the queries in the set () by materializing a set of views S with the total size that is less than or
equal to 30. By the results in Section 4.2.4, the reduced search space of views is V = {{b}, {c},
{a,b}, {a,c}, {b,c}, {b,d}, {c,d}, {a,b,c}, {b,c,d}, {a,b,c, d}} Thus, V = {{a, b,c}, {b,c,d},
{a,b,c, d}} Consider the views v; = {a,b,¢} and vo = {b,c,d} in the view set V. We can
compute 7,in({a,b,c}, Q) as follows.

r({a,b,c}, {{a,c},{b,c}}) = w _1211) 1+0(—141; =

r({a,b. ¢}, {{a,c}, {b,c}, {a,b}}) = % — 0.867 > 0.75

=0.75

Thus, rmin({a,b,c}, Q) = 0.75. We can apply the same approach to obtain that 7, ({b, ¢, d}, Q)
= 1.33. The values of the function r(v,Q,)(v)) on different values of n for v = v; and for
v = vy are shown in Figure 7.1. We observe that r(v1, Q(,)(v1)) is an increasing function of n
for 2 <mn <5, and r(vg, Qn) (v2)) decreases for 2 < n < 3, and increases for 3 < n <5. O
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Figure 7.1: The minimum cost-benefit ratios for Example 8

In the next chapter we employ the concept of cost-benefit ratio to design and develop a
heuristic procedure for solving the one-stage view-selection problem. Subsequently in Chapter

9 we employ this concept to design a heuristic procedure for the two-stage problem.
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Chapter 8

Heuristic methods for the one-stage

view-selection problem

In the context of the one-stage view-selection problem OVS, Observation 13 and Propositions 1
and 2 in Section 7.2 allow us to further reduce the size of the search space of views, by keeping
only those views that are likely to be effective in answering the given collection of queries. In
this chapter we propose several strategies for carrying out this task. These strategies lead to
two distinct procedures that we refer to as heuristic methods I and II, respectively. We start
the chapter by discussing the relationship between the cost-benefit ratio and the model OVI P2.
Subsequently, we build on the discussion to derive two distinct heuristic methods for reducing

the search space of views and the size of the corresponding IP model.

8.1 The cost-benefit ratio and the model OVI P2

In this subsection, we discuss the relationship between the cost-benefit ratio, which was intro-
duced in Section 7.1, and the integer programming model OVIP2, which was introduced in
Section 6.1. We also provide an intuitive justification as to why a view with a relatively low
minimum cost-benefit ratio is potentially a good choice in view selection in the context of the
problem OVS.

Given a query set @ and a view v, we denote by J(v) the set of subscripts for the queries in
Q(v). As introduced in Section 3.1, if a view v; can answer a query ¢;, then the cost of answering
q; using v; is the size of v;. Equivalently, we have that d;; = a; = S(v;). We now show that
the objective function of the model OVIP2 can be interpreted as the sum of the extra costs of
answering the queries using the materialized views, instead of the queries themselves, as defined
in Equation (7.1) in Section 7.1, plus a constant. To this end, recall that I and E are the sets

of subscripts associated with the reduced search spaces of views V and Vj, respectively. In the
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model OVIP2 of Section 6.1, we have also defined the binary variables z;; for j € J and for
i€ E zij = 1 if we use view v; to answer query g; (z;; = 0, otherwise). Thus, we rewrite the
objective function (6.1) of OVIP2 in Section 6.1 as follows.

Z Z d,-jzij = Z Z S('Ui)zij (81)

jed iel; j€J iel;

=> > Sz — Y Sa) + Y S(ay) (8.2)
jedicl; JjeJ jeJ

- ZZS(Ui)zij _ZS(%)Z%;’ +ZS(Qj) (8.3)
jeJ iel; jed icT; jeJ

=D % (5(%') - 5(%)) +)S(q) (8.4)
jedicT; jeJ

— Zmz< Z Zij (S(Uz') - S(%))) + ZS(qj) (8.5)
iel je€J(v;) jeJ

To see why Equation (8.5) follows from Equation (8.4), note that for each view v;, we define the

extra cost of using the view v; to answer a query ¢; € Q(v;) as <S(vi) — S(qj)>. Using the binary
variables zj, it follows that ¢ ;. 2ij <S (vi) — S (qj)) is the extra cost of using the view v;

to answer all the queries that are assigned to it, and the term ), ; xi<2j€ J(vs) % (S (v;) —

S (q])>> is the “total extra cost” of answering the queries using the materialized views, instead

of using the queries themselves.

Similarly, we define the benefit of using a view v; to answer a collection of queries Q' C
Q(v;) as the amount of disk space that would be saved by materializing this view instead of
materializing all the queries in Q’. It follows that in the context of the model OVIP, the benefit
associated with view v; is (Z jes(o) Zii5(a5) = S (vi)), and the “total benefit” associated with

a given solution is ), 7 x; ( 2 jed ) #ii5(a5) — S (vl)> Recall the storage-limit constraint (6.4)
of model OVIP2 in Section 6.1, i.e., Y . _7a;z; < b. By expanding and rewriting the terms in

el
the constraint (6.4), we obtain that

b= aiwi=> S(g)— Y awi+b—_ S(gj) (8.6)

i€l Jjed iel jeJ
=8 > wizy — Y asmi— (3 Sla;) —b) (8.7)
jed i€l iel jeJ
= Z:EZ( Z ZijS(Qj) — S(’L)Z)) — (Z S(Qj) — b) (88)
i€l J€J () jeJ
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It follows that the constraint (6.4) can be rewritten as

Swi( > wS) - S) 2> S(a) - b (8.9)

il jed(vi) jed

Note that the left-hand side of the inequality (8.9) is the “total benefit” associated with a given
solution in the context of the model OVI P2, while the right-hand side of (8.9) is a constant. In
other words, the storage-limit constraint (6.4) could be interpreted as the “benefit constraint”.
That is, the “total benefit” obtained by materializing the views instead of materializing all the
queries, i.e., Y. 7 xi(ZjEJ(vi) 2i;5(q5) — S(vi)), should be greater than or equal to a given
constant > . ; S(g;) —b.

We can now rewrite the model OVIP2 as follows.

(OVIP2) min Z:ci< > Zij<5(vi)—5(qj)>>+25(qj) (8.10)
jeJ

icl J€J ()

s.t. sz< Z z,-jS(qj) — S('UZ)) > ZS(QJ) —b (811)
i€l Je€J (i) jeJ
dzi=1  VjelJ (8.12)
iel;
Zij < x; Vje J,Vie E (8.13)
All the variables are binary (8.14)

Note that the structure of the model OVI P2’ is similar to the well-known 0-1 min-knapsack
problem [37], where <zj€J(Ui) Zij (S(vi) — S(qj))> corresponds to the “value” of the it item

in the knapsack problem, and (Z jeswn %iiS(4) — S (v,)) corresponds to the “weight” of the
it" item. Constraint (8.11) corresponds to the “knapsack constraint”. Of course, in this case the
presence of the variables z;; and their relationship with the variables z; (i.e., the constraints
(8.12) and (8.13)) are distinct characteristics that distinguish this model from the conventional
knapsack problem.

Dantzig in [13] proposed a greedy approximation algorithm to solve the knapsack prob-
lem. It first sorts the items in non-decreasing order of their “value” per unit of “weight”. It

then proceeds to select the items in that order, until the knapsack constraint is satisfied. In

our problem OVS, the “cost” per unit of “weight” for each view is <Zj€ J(vy) Zid (S (vi) —

S(qj')>>/(2jeJ(vi) 2i;5(q;) — S(vi)), which is a function of z;;, rather than a constant. For
each solution of the problem OVS, the “cost” per unit of “weight” for each view v is equivalent

to the cost-benefit ratio of v with respect to the query set that it answers in the solution. We
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can potentially use this property to devise a greedy algorithm for the problem OVS, by first
sorting the views in non-decreasing order of their minimum cost-benefit ratios, and then by
selecting the views in the order as needed.

Alternatively, we can employ this property to limit the search space of views in the context
of the model OVI P2 that we introduced in Section 6.1, hence reducing the size of this [P model
and improving its scalability. To this end, we can select only the views that have a relatively
low minimum cost-benefit ratio with respect to the query set @), and discard all other views.
Of course, by doing so we can no longer guarantee that an optimal solution of the resulting IP
model would also be optimal for the original view-selection problem. At the same time, we can
potentially solve much larger instances of the problem OVS. In the next few subsections, we
discuss several strategies for carrying out this task. In Section 8.4 we present the results of a

computational experiment to evaluate the effectiveness of these strategies.

8.2 Heuristic method I: the single-threshold strategy

In this heuristic approach we start with the search space V of the model OVIP2, as introduced
in Section 6.1. We than remove from this set every view whose minimum cost-benefit ratio is
above a fixed input threshold -y, where ~ is a positive real number. For practical reasons, we
exempt from this process every view that is equal to one of the queries in the given query set
Q. (We keep these views in the search space at all times.) The minimum cost-benefit ratio of
each view in the set {v : v € V,v € Q} can be obtained as discussed in Section 7.2. In order
to guarantee feasibility, we also keep in the search space the view with the smallest number of
attributes that can answer all the input queries. It is easy to show that this view, denoted by
Umag, 15 the union of all the input queries, that is, v = Ugeg ¢. This results in a reduced

search space, which we refer to as 71(7). We have

VI(’y) = {Vmaet U{v:v € QIU{v:v eV, 0 & Q,Tmin(v,Q) <~} (8.15)

Correspondingly, for each query ¢; € @ we define its associated reduced set of views as Vj-(’y) =
eV () :v2qh

We now construct an integer programming model associated with the parameter . The
model is similar to the model OVIP2, except that we use 71(7) (instead of V) as the search
space of views, and use the associated reduced view set Vj-(’y) (instead of V) for each query
¢; € Q. (We use the corresponding subscript sets 71(7) and T]I-(y) (instead of I and I;) in the
model OVI P2, respectively.) We refer to this model as the IP model with reduced search space

of views associated with -y, or I PRv(~y) for short. We make the following observation.
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Observation 14. Given two positive real numbers v, and ~o such that v1 > 2 > 0, we have
=TI I I —I
that V' (v2) €V (1), and V ;(72) € V(m1), for each query q; € Q.

Proof. Let V'(y) denote the set of views {v:v € V,v € Q, "min(v,Q) < v}. Since 71 > 72 > 0,
it follows that for each view v € V'(72), we have v € V'(y1). Thus, VI(’yg) C VI(’yl). For each
query g; € Q, ifv € V]I-(yg), then ¢ C v and 71(72) - 71(71). Thus, v € VJI»(%). It follows that
V§(72) C V;T'(’Yl)' 0

Let Obju(-) denote the optimal value of the model (-). We obtain the following corollary.
Corollary 2. Given y1 > 72 > 0, Obju(IPRu(y1)) < Objv(IPRu(y2)).

The proof of Corollary 2 is immediate from Observation 14.

For any finite threshold -, we can no longer guarantee that an optimal solution of the
associated model IPRv(7) is optimal for the original problem. At the same time, the model
IPRuv(7y) is potentially smaller, and it is thus easier to solve. Obviously, the effectiveness of
this strategy depends on the value of the parameter ~. Specifically, larger values of ~ result
in potentially larger sets VI(’y). Thus, the corresponding IP model IPRv(vy) would also be
larger. Solving such a larger IP model is likely to result in higher execution time and memory
requirements, but its optimal solution is potentially better (smaller). Indeed, at v = 400, we
have 71(7) =V, and the resulting model IPRuv(vy) would be identical to the model OVIP2.
(Hence its optimal solution is guaranteed to be optimal for the original problem.) At the same
time, smaller values of « are more likely to result in smaller IP models. Thus the corresponding
execution time and memory requirements may be more manageable for larger instances of
the problem OVS. Of course, it is also true that smaller values of + could result in removing
potentially beneficial views from the search space, thus an optimal solution of the corresponding
IP model might not be as effective.

We carry out a computational experiment to study the impact of the parameter v on both
the solvability of the corresponding model IPRuv(v) and on the quality of its optimal solution,
on an empirical basis. We report our observations in Section 8.4. Based on these observations,

we also propose a strategy for selecting an appropriate value for v in each instance.

8.3 Heuristic method II: the two-threshold strategy

Intuitively, this heuristic method is similar to method I discussed in Section 8.2, where we limit
the search space of views to a “promising” subset of V. At the same time, we now further reduce
the size of the IP model by limiting the choice of the view-query relationships as well.

To do so, given the reduced search space of views v’ (7) obtained by method I in Section 8.2,

for each view v in V' () we remove every view-query relationship in which the corresponding
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cost-benefit ratio is above a given threshold 6. More specifically, given a second threshold 6, for
each view v in 71(7), let N, ¢ be the largest integer such that the cost-benefit ratio of the view
v with respect to the set of the N, largest input queries in Q(v) is less than or equal to 6.
(That is, (v, Q(n, ,)) < 0.) Since the cost-benefit ratio r(v, Q(,)(v)) is a unimodal function with
respect to n, it follows that such a value of N, g is well defined, and we have 7(v, Q) (v)) > 0
for all n > N, 9. For each view v, we now keep only the view-query relationships between the
view v and the N, g largest input queries that v can answer. All other view-query relationships
for view v are discarded. We always choose the values of § > v > 0 so as to guarantee that for
each view v in VI(’y), the collection of queries that result in the minimum ratio for that view
remain in the view-query relationships that we keep. In addition, similarly to method I, in order
to guarantee feasibility, we always keep all the choices of the view-query relationship that are
associated with the view v,,q,. We build on this idea to develop our heuristic method II, and
formulate for the problem OVS an integer programming model that we denote by I PRuvq(~,6).

Hence, given the reduced search space of views 71(7) and the second threshold 6, for each
query g we keep the view v,q, in the search space of views associated with ¢ (that is, among
the candidate views for answering ¢), and keep each view v € VI(V) if the query ¢ is one of the
N, ¢ largest queries that v can answer. For each view v € VI(’y) we define Qp(v) as the set of

the IV, ¢ largest input queries that the view v can answer:
Qo(v) = {qg € Q(v) : ¢ is the n'" largest query in Q(v), for 1 < n < N, 4}

We can now define the reduced search space of views associated with query g;, denoted by
—II
Vi (7,0), as follows.

Vi(1,0) = {v € Vi(7) : 45 € Qo(v)} U {vmaz}. (8.16)

Consider an illustration.

Example 8 (Continued). Recall Example 8 from Section 7.2 that ¢1 = {a,b}, ¢2 = {b, ¢},
g3 = {c,d}, g1 = {b}, g5 = {a,c}, g6 = {c} and ¢7 = {b,d}. Given v = 1.2, we obtain that the
views v1 = {a,b,c} and vo = {b,¢,d} are included in the reduced view set 71(7). If we set the
threshold § = 1.3, then we obtain that N, ¢ = 4 and N,, 9 = 3. In other words, for the view
v1 we only keep the relationship between vy and the largest four queries in Q(vy). For the view
vy we only keep the relationship between vy and the largest three queries in Q(v2). The choices
of the relationships are shown in Figure 8.1. We also reduce the search space of views based on
the choices of the view-query relationship associated with all the other views in VI(’y), and we

obtain the corresponding reduced view set for each query, as listed below.

Vi (1,6) = {{a,b}, {a,b,c}, {a,b,c,d}}
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r (v, Qm(v))
2

08

Vg (7,0) = {{b, ¢}, {a,b, ¢}, {b,c,d}, {a,b,c,d}}

K%(% 0) = {{c, d}, {b,c,d},{a,b,c, d}}

Kz}l(%@) = {{b}.{a, b}, {b, c}, {b, d}, {a, b, c, d} }

K?I(% 0) = {{a, ch{a,b,c}, {a,b,c, d}}

K(I;I(’y, 0) = {{c}, {b,c}, {c,d},{a,b,c}, {a,b,c, d}}

Vo (v,0) = {{b, d}, {b,c,d},{a,b,c, d}} O

Given the thresholds v and 6, we can now define the corresponding integer programming
model that we refer to as IPRvq(~,60), by using the set 7]1-1(7,9) for each ¢; € @, in place of
V]I-(’y) in model IPRuw(7). The following observation and corollary show that the size of the
model TPRvq(7,0) is smaller than the model IPRuv(7y). As we increase the value of 6 with
the fixed ~, the objective value of the corresponding model IPRvq(~,60) will either decrease
or remain the same. As we increase the value of v with the fixed 6, the objective value of the

corresponding model I PRvq(v,0) will either decrease or remain the same.

Lemma 2. Given two positive real numbers 01 and 0 such that 8, > 09 > 0, for each view v
we have that N, g, > Ny, and Qp,(v) C Qp, (v).

Proof. For Nyg, <n < |Q(v)|, we have r(v, Q) (v)) > 1 > 02. Thus, Ny, < Nyg,. It follows
that Qg, (v) C Qg (v). O

Observation 15.
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i) Given two positive real numbers 6 and v such that 0 >~ > 0, for each query q; € Q we
—IT —I —IT —I
have that V; (7,0) C V(7). If @ = 400, then V; (v,0) = V(7).

it) Given three positive real numbers 01, 03, and vy such that 01 > 09 > v > 0, for each query
¢j € Q we have that V]I-I(’y, 62) C VJI-I(’y,Hl).

i11) Given three positive real numbers 01, 02, and v such that 0 > v > 9 > 0, for each query
qj € Q we have that V]I-I(yg, 0) C VJU(%,H).

Proof. 1) This result can be obtained directly from the definition of VJI»I(’y, 0).

i) If v € V;I(%Hg) and v # Upqe, then by the definition of VJI-I(% ) in Equation (8.16),
we obtain that v € VI(’y) and that ¢ € Qg,(v). By Lemma 2, we have ¢ € Qp, (v). Thus,
vE VJI-I(% 61). It follows that 7]1-1(7, 0s) C 7]1-1(7, 01).

ii) If v € le(’yg,e) and v # Upqg, then by the definition of V]I-I(’y, ) in Equation (8.16),
we obtain that v € 71(72) and that ¢ € Qg(v). Since 1 > v2 > 0, by Observation 14, we have
that v € VI(’yg) C VI(’yl). Thus, v € VJI-I(’yl, 6). It follows that Vf(’yg,e) C VJI-I(’yl, 0). O

Corollary 3.

i) Given two positive real numbers 6 and ~ such that @ > ~ > 0, we have that Objv(IPRv(v)) <
Objv(IPRvq(v,0)). If = +oo, then the models IPRu(v) and IPRuq(v,0) are equiva-

lent.

it) Given three positive real numbers 01, 02, and ~y such that 61 > 62 > v > 0, we have that
Obju(IPRuq(v,61)) < Obju(IPRuq(v,6)).

i11) Given three positive real numbers 01, 62, and v such that 0 > ~v1 > 5 > 0, we have that
Oij(IPqu(yl,G)) < Oij(IPqu(vg,H)).

Proof. 1)-iii) follow directly from Observation 15. O

8.4 Experimental results

In this section, we present the results of a computational experiment with the heuristic methods
proposed in Sections 8.2 and 8.3. We evaluate the performance of these methods by discussing
the quality of the solutions and the efficiency of the reductions in the size of the corresponding IP
models. The results show that our heuristic methods outperform the heuristic methods in [3,4]
in terms of both the execution time and the quality of solutions obtained. More specifically, our

experimental results show that:
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e Size of the models obtained by the heuristic methods I and II are significantly smaller
than that of OVI P2 (which was introduced in Section 6.1) for the same input, allowing us
to obtain optimal or near optimal solutions for relatively large instances of the problem

within reasonable time and memory limits.

e Magnitude of reduction in the size as well as in the execution time, and the corresponding
quality of the resulting solutions, depend on the values of the parameters v and 6, as well

as on the specific characteristics of each instance.

e On average, the heuristic methods I and II require less execution time than the heuristic
methods proposed in [3,4], and the resulting solutions are significantly better (i.e., have

lower costs).

8.4.1 Experiments with heuristic method I

In this subsection we evaluate the effectiveness of the single-threshold strategy of Section 8.2
in terms of its computational requirements, as well as of the quality of the solutions that it
returns. We also study the impact of the threshold « on the quality of the solutions obtained.

To examine the effect of the parameter v on the performance of the model IPRu(7), for
several instances of the problem OVS we have solved the model I PRv(v) with different values
of v. We evaluate the quality of the solutions with respect to different values of ~, by calculating
the ratio of the difference between the optimal values of the models IPRuv(y) and OVIP2 over
the optimal value of OVIP2 (expressed as a percentage). We refer to this ratio as the gap. We

have
_ Obju(IPRv(y)) — Obju(OVIP2)

Obju(OVIP2)

gap x 100%,

where Obju(-) refers to the optimal value of the model (-). Note that if v = +oo, then the
resulting model I PRuv(o00) is identical to the model OVIP2. Hence, we have that gap = 0. Here
we report our observations for the following instance of the problem. The pattern of observations

for other instances is similar to this one.

Example 9. This example contains 125 queries constructed using the 17-attribute TPC-H
dataset. The number of attributes of each query is a random number between 5 and 12. (That
is, the query is randomly generated from the middle levels of the view lattice.) We continue to
set the storage limit equal to one-fifth of the sum of the sizes of the queries. The description of
this instance is presented in Appendix D. We have solved this instance optimally by the model
OVIP2 (i.e., IPRv(c0)). We also have solved it using the model IPRv(~) for v = 0.2, 0.3, ...,
1, and calculated the gap with respect to each value of +. In Table 8.1, for each value of v we

present the number of views in the search space of the model IPRuv(7), as well as the number
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Table 8.1: The number of views and the size of the model IPRv(vy) with different values of
for Example 9

number of | number of number of total
Threshold | . . . . . . gap
views in variables in | constraints | execution
) IPRu(y) | IPRu(y) in IPRv(y) | time (sec.) (%)
0.2 127 496 495 0.3 5.75%
0.3 146 690 670 0.4 5.08%
0.4 241 2,534 2,419 162 | 1.64%
0.5 450 6,908 6,584 392.6 1.30%
0.6 742 11,550 10,934 629.8 0.84%
0.7 1,139 16,944 15,931 760.8 0.46%
0.8 1,507 21,129 19,748 883.3 0.29%
0.9 2,108 26,709 24,727 1184.4 0.00%
1.0 2,475 30,301 27,952 979.1 0.00%
| oo | 9,524 | 76,328 | 66,930 | 54274 [ 0.00% |

of variables and the number of constraints in each model. In Table 8.1 and in Figure 8.2 we
present the gap with respect to each value of v, as well as the total execution time of each
model IPRv(y).

From Table 8.1 we observe that the number of views in the model IPRv(y) increases as
we increase the value of v from 0.2 to 1. The size of the corresponding model, expressed by
the number of variables and constraints, is thus monotonically increasing as expected. But
even for v = 1, where the gap reduces to 0.0%, the size of the resulting model I PRuv(7) is still
significantly smaller than the size of the model OVI P2, or equivalently, of the model I P Rv(o0).

From Figure 8.2 we observe that the value of the cost of answering the queries in this
instance, as obtained via model I PRuv(7y) (as measured by the value of gap) is a non-increasing
function of v, as expected. It is also observed that the total execution time generally increases
as we increase the threshold . The total execution time of solving this instance via the model
OVIP2 is around 1.5 hours, which is far beyond the assumed time limit 30 min. However, for all
v < 1, the size of the model I PRv(7) is dramatically reduced, resulting in a significant reduction
of the total execution time of the model. Notably, at the largest value of « in this experiment
(v = 1), the execution time remains below 20 minutes. In addition, when the threshold ~ equals
1.0, the gap is equal to 0, indicating that the optimal solution obtained by the respective model
IPRuv(7) is also an optimal solution for the original problem. Hence, heuristic method I can be
a relatively effective technique for solving the problem OVS in terms of both the quality of the

solutions and the efficiency of reductions. D

To further evaluate the efficiency of the model I PRv(y), we solved the 12 instances with four
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Figure 8.2: The execution time and the quality of solutions (gap) of the model IPRuv(vy) with
different values of v for Example 9

different query types that we presented in Section 6.2.1. As described earlier, these instances
are defined using the 17-attribute TPC-H dataset using the model I PRuv(y) for v = 1. For each
query type, we solved the three largest instances outlined in Section 6.2. (We present those
instances in Appendix C.) For each instance we increased the value of the parameter v in the
model TPRv(y) from 0.1 to 0.2 to 0.3, ..., until the cost obtained by the model IPRuv(vy)
would be within 0.2% of the optimal cost obtained by the model OVIP2. We refer to 9.2 as the
smallest value of ~ that has this property. For those instances that could not be solved by the
model OVI P2 using CPLEX IP solver [21] within our time and memory limits, we used the best
(largest) lower bound obtained via CPLEX instead of the corresponding optimal values, i.e., in
this case we refer to .2 as the smallest value of v such that the query-evaluation cost obtained
by the model IPRwv(y) is within 0.2% of the lower bound of the model OVIP2 obtained by
CPLEX. For each instance we compare the number of views in the search space and the total
execution time for the corresponding models OVIP2 and IPRuv(7p.2). We report these results
in Table 8.2.

From Table 8.2, we observe that the value of vgo is relatively small, ranging from 0.4 to
1.3. This confirms our intuition that the view with a relatively small value of the cost-benefit
ratio is more likely to be selected for answering the queries. For each instance, the number of
views in the search space of the model IPRuv(vg2) is significantly smaller than that for the
model OVIP2. This results in a significant reduction of the total execution time of the model
IPRv(v0.2) compared with the model OVIP2. In addition, for those instances that cannot be
solved by the model OVIP2 due to memory shortage or time limitation (instances 3, 5, 6, 9,

and 12), we can solve these instances using the model P Rv(vy) with acceptable solution quality
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Table 8.2: Comparison of the number of views in the search space, of the total execution time,

and of the optimal value of the models OVIP2 and IPRuv(~g.2)

ins- | query | number number of views total time (sec.)

tance| type of queries 102 oVIP2 IPRv(v0.2) OVIP2 | IPRv(v9.2)
1 entire 220 0.9 | 23,256 1,774 317.0 80.0
2 view 240 0.8 | 18,783 1,450 388.5 65.1
3 lattice 260 1.0 | 25,922 3,947 | out of memory 669.9
4 bottom 60 1.3 8,048 384 387.4 7.1
5 lovel 80 1.2 | 14,248 619 >30min 107.0
6 100 1.2 | 17,937 2,092 >30min 1538.3
7 middle- 60 1.1 3,614 940 21.7 9.5
8 Jovel 80 0.7 4,305 592 93.8 8.7
9 100 0.9 7,278 1,706 >30min 171.9
10 top- 320 0.4 2,673 1,123 736.5 334.4
11 lovel 340 0.4 2,703 1,237 815.4 367.3
12 360 0.4 2,930 1,204 >30min 1662.5

Table 8.3: The impact of the space-limit parameter A on the choice of v for Example 9

A

01102103

04105106

min. v with optimal cost

1.5 131 0.7

0604103

(i.e., within 0.2% of the corresponding lower bound) within the time and memory limits. These
results show that the model IPRv(7) allows us to solve larger instances of the problem OVS,
and to obtain an optimal or near optimal solution more efficiently than the model OVIP2.

We now study the effect of the space limit and of the value of the parameter v on the
performance of the model IPRv(y). To this end, we have solved Example 9 under different
storage-space limits, using the model I PRv(7).

Example 9 (Continued). We assume that the space limit is a fraction A of the sum of the
sizes of the input queries. We have solved this instance for A = 0.1, 0.2, ..., 0.6. In Table 8.3, for
each space limit we present the smallest value of v such that the cost obtained by the resulting
model I PRuv(7) is optimal for the corresponding original problem.

As observed in Table 8.3, when we increase the space limit (or \), the minimum value of ~,

which still guarantees the optimality of the problem OVS, decreases. O

Generally speaking, when the space limit is relatively large, the optimal solution is more

likely to comprise only the views with small values of the minimum cost-benefit ratio.

A strategy for using heuristic method I. In general, for solving the problem OVS using
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Table 8.4: Comparison of the number of variables, the number of constraints, and the total
execution time in the models I Pv(vy.2) and IPRvq(7yo.2,600.2)

. number number of number of total time

lns— ?uery of paran;eters variables constraints (sec.)

ance type | ories | (102:002) B PR T TP Ry [ TPRug | TPRy [ IPRvg
1 entire 220 (0.9,0.9) 61649 | 17322 | 60096 15769 80.0 53.0
2 view 240 (0.8,0.8) 50999 | 15119 | 49790 13910 65.1 46.4
3 lattice 260 (1.0,1.0) | 143467 | 46237 | 139781 42551 | 669.9 316.2
4 bottom 60 (1.3,1.7) 7021 3566 6698 3243 7.1 5.6
5) lovel 80 (1.2,1.6) 10891 5448 10353 4910 107.0 61.4
6 100 (1.2,1.5) 62458 | 24282 60467 22291 | 1538.3 741.7
7 middle. 60 (1.1,1.1) 9007 7719 8128 6840 9.5 9.3
8 level 80 (0.7,0.7) 6662 4646 6151 4135 8.7 7.5
9 100 (0.9,0.9) 19067 | 15647 17462 14042 171.9 146.3
10 top- 320 (0.4,0.4) 12386 | 11237 11584 10435 334.4 298.9
11 level 340 (0.4,0.4) 13489 | 12505 12593 11609 367.3 362.8
12 360 (0.4,0.4) 13895 | 12721 13052 11878 | 1662.5 | 1657.4

the model I PRuv(7), it seems reasonable to increase the value of v as much as possible, as long

as the corresponding execution time is acceptable.

8.4.2 Experiments with heuristic method II

In this subsection, we evaluate the efficiency of our heuristic method II in solving the problem
OVS, as we described in Section 8.3. We also examine the impact of the two parameters (v, 0)
in the model I PRvq(v,0) on the quality of the solutions output by the model.

To evaluate the efficiency of the heuristic method II, we solve the twelve instances of Table
8.2 using the model I PRuvq(vy,0). More specifically, for each instance we set v = 6 = .2, where
the value of 7.9 is presented in Table 8.2. Subsequently, we increase the value of the parameter
6 from 72 to (0.2 +0.1) to (70.2+0.2), ..., until the cost obtained by the model IPRv(~g.2,0)
is within 0.2% difference of the cost obtained by the model OVIP2. We refer to 0y as the
smallest value of 6 that has such property. We compare the number of variables, the number of
constraints, and the total execution time of the models IPRv(vp2) and I PRvq(vp.2,60.2). The
results are shown in Table 8.4.

From the results of Table 8.4 we observe that the value of 6 is relatively close to the value
of vp.2. For each instance in Table 8.4, the number of variables and the number of constraints
in the model I PRuvq(v0.2,00.2) are smaller than those in the model I PRuv(7g.2). This reduction

is much more significant for the instances of “entire view lattice” and “bottom-level” queries
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Figure 8.3: The query-evaluation cost obtained by the model I PRvq(~,6) with different values
of v and 6

(instances 1-6). It follows that for these instances, the total execution time to solve the model
IPRvq(7y0.2,00.2) is significantly shorter than the time to solve the model IPRuv(v.2).

To further examine the impact of our two parameters (v,0) on the effectiveness of the
heuristic method II, we have solved the model I P Rvg(vy,0) with different values of v and 6, for
a number of instances. The instance that we report in Figure 8.3 is constructed using the 17-
attribute TPC-H dataset. It contains 200 queries, which are randomly chosen from the middle
levels of the view lattice. The number of attributes in each query ranges from 5 to 12. We set
the storage limit as one-fifth of the sum of the sizes of the queries, as we did in Section 4.4.
We solve this instance using the model I PRvq(~,6), for v = 0.3, 0.4, ..., 0.6, and for 6 = ~,
~v+0.1, ..., v+ 0.6. To compare the quality of the solutions, we have also solved the instances
using the model I PRuv(7), or equivalently, the model I PRvq(~y,o0). The optimal value of each
model is presented in Figure 8.3. Each line represents the results with respect to the same value
of ~. All the missing points in this Figure indicate that we could not solve the corresponding
model within our input-time and memory limits.

In Figure 8.3 we observe that for each fixed value of 7, the optimal cost obtained by the
model I PRvq(~, ) monotonically decreases as we increase the value of 6. Similarly, this optimal
cost is also a non-increasing function of v when the value of 8 is fixed. Both of these observations
are consistent with our expectations. The lowest cost among the models for different values of
the parameters in Figure 8.3 is achieved when v = § = 0.6. When we attempted to solve this
instance via our heuristic method I of Section 8.2, we were able to solve the model I PRv(+y) only
for v = 0.3. For larger values of v (i.e., v > 0.4), we were not able to solve the corresponding
IP model via CPLEX due to memory and time limitations. The cost obtained by the model
IPRvq(0.6,0.6) is significantly smaller than the cost obtained by the model IPRv(0.3).
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A strategy for using heuristic method II. When we compare the impact of the parameters
~ and 6 on the quality of the solution, the impact of the parameter v appears to be relatively
more significant than the impact of the parameter 6 in obtaining a relatively low cost of query
processing. This suggests that perhaps a good strategy for determining the values of v and
f would be to increase the value of v as much as possible, as long as the resulting model is
still solvable with regard to the memory and time requirements. Note that given the parameter
v = 0, the model IPRuvq(~,6) of the smallest size for all the possible values of 6 is the one
where 8 = v = 7. As a result, our approach is to first increase the value of v as much as
possible, as long as the resulting model IPRv(7) is still solvable. Subsequently, we continue
to increase the value of v, as long as I PRvq(7,7) is solvable. Then we fix the value of v and
increase 6 until the resulting model I PRvq(7, ) is solvable within the given memory and time
limits. This strategy allows us to find an appropriate set of values for the parameters v and 6

that results in a lowest objective function value within the available computational resources.

8.4.3 Comparison with the inexact model PV (s)

To further evaluate our heuristic methods, in this section we carry out a computational exper-
iment to compare the effectiveness of our heuristic methods, in terms of execution time and
quality of solution, with the inexact method proposed in [3,4] for solving the problem OVS.
More specifically,

e We first compare the execution times, while requiring the same quality of solution for

each method, for a collection of instances for which we can obtain the optimal value.

e Subsequently, we compare the quality of solution obtained, in the manner that obtains
the lowest query-evaluation cost, by each method within the time and memory limits, for
a second collection of instances, for which the optimal value cannot be obtained via the

corresponding model OVI P2.

The results of [3,4] show that their methods outperform other heuristic methods, including
[2,19,22]. The basic idea of the inexact method proposed in [3,4] is to limit the search space
of views only to those views that are “relatively close” ancestors of the given queries. More
specifically, Asgharzadeh Talebi et al. [3] define the set V; as the reduced search space of views,
where each view in Vj is the union of exactly 1, or 2, ..., or s queries in the given query set Q).
We apply this view-reduction algorithm on the search space of views in the model OVI P2 that
was introduced in Section 6.1. Given the parameter s, we refer to the resulting inexact model
as the model TPV (s).

We first compare the effectiveness of our models I PRv(v) and I PRuvq(v,6) with the model

IPV (s) in terms of execution time for a collection of instances. This consists of all the instances
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Table 8.5: Comparison of the total execution time in the models IPRvq(v0.2,00.2) and
IPV(SO.Q)

ins- query parameters total time (sec.) time(IPRv)

tance type |Q| (’70.2, 90.2) $0.2 IPR'U('YO.Q, 90.2) IPV(S(].Q) time(IPV') (%)
1 entire view | 220 (0.9,0.9) 2 53.0 238.5 22.22%
2 lattice 240 (0.8,0.8) 2 46.4 103.2 44.96%
4 | bottom-level | 60 (1.3,1.7) | 3 5.6 127.6 4.39%
7 middle- 60 (1.1,1.1) 2 9.3 16.9 55.03%
8 level 80 (0.7,0.7) 2 7.5 58.2 12.89%
10 top-level 320 (0.4,0.4) 2 298.9 584.8 51.11%
11 340 (0.4,0.4) 2 362.8 784.1 56.27%

in Tables 8.2 and 8.4 for which we have the optimal value, via the corresponding model OVI P2
(i.e., the instances 1, 2, 4, 7, 8, 10, and 11 in Tables 8.2 and 8.4). We solve this collection of
instances using the model PV (s). More specifically, for each instance we increase the value
of s in the corresponding model TPV (s) from 1 to 2 to 3, ..., until the cost obtained by the
corresponding model I PV (s) is within 0.2% of the optimal cost obtained by the model OVIP2.
(Here we use the same requirement on the quality of the solution (0.2%) as for our heuristic
methods in Sections 8.4.1 and 8.4.2.) In Table 8.5, we denote this value of s by s92. We compare
the execution time of the models I PRvq(7o.2,600.2) and TPV (sg2).

As observed in Table 8.5, for all the instances the total execution time of the model
IPRvq(v0.2,00.2) is significantly smaller than that of the model 1PV (sg2). On average, the
time to solve each instance using the model IPRvq(v0.2,60.2) is 35.27% of the time to solve
that instance using the model 1PV (sg2). Our heuristic model IPRuvq(7yo.2,60p.2) is more effi-
cient in obtaining an optimal or near optimal solution than the model I PV (sg2) for the same
instances.

To further compare the quality of solutions obtained by the heuristic methods proposed in
this paper and in [3], we have constructed four instances using the 17-attribute TPC-H dataset.
For these instances, the number of attributes of each query is a random number between 3 and
6. The number of queries in each instance ranges from 250 to 400. For each instance we set the
storage limit to one-tenth of the sum of the sizes of the queries. The size of the corresponding
model OVIP2 for each instance is relatively large, and thus the IP solver fails to obtain the
optimal value via the corresponding model OVI P2. For each instance we compare the quality of
the solutions of our methods with that of [3,4], by comparing the lowest cost obtained by these
methods. More specifically, for the models IPRuv(vy) and I PRuvq(y,0), we follow the strategy of
choosing the parameters (7, 6) as introduced at the end of Section 8.4.2. For each instance we

denote by (74, 6,) the parameter values obtained, in the manner that permits us to obtain the
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Table 8.6: Comparison of the cost value obtained from the models I PRvq(7s, 0x) and TPV (s)

ins- | number parameters Optimal value Obju(IPV (s4))

tance| of queries | (7, 60x) | s« IPV (ss) | IPRuq(vs,0.) | ObavIPRva(y+.0.))
1 250 (0.7,00) | 11| 990,745,690 581,082,522 1.705
) 300 | (0.5,00) | 1 | 1,161,110,365 | 754,989,400 1538
3 350 | (0.4,00) | 1 | 1,281,740,747 | 878,162,010 1.460
4 400 (0.4,00) | 1 | 1,420,222,618 | 950,496,295 1.494

! We failed to solve model TPV (s) when s > 2 due to our memory and time limits.

lowest query-evaluation cost, within the given time and memory limits. For the model I PV (s)
we increase the value of s in the model TPV (s) from 1 to 2 to 3, ..., until s is the largest value
for which the corresponding model PV (s) can provide a solution within the given time and
memory limits. We denote this value of s by s,. We compare the objective value of the models
IPRvq(vx,0+) and IPV (s,), and in Table 8.6 we report the ratio of the cost obtained by the
model TPV (s,) over the cost obtained by the model I PRvq(vx, 04).

From Table 8.6 we observe that for this collection of instances, the cost of query processing
obtained by using the model TPV (s) is significantly higher than the cost obtained by our
model IPRuvq(v,0). This indicates that our heuristic method outperforms the inexact model
IPV (s) of [3,4] for the collection of instances in Table 8.6 with respect to the quality of solution
obtained.

We also compare the scalability of the two models. For the instances in Table 8.6, we failed
to obtain a solution via the model IPV (s) for s > 2 due to memory shortage. In general, since
the number of views in the search space of the model TPV (s) is of the order of O(>"7_, (|Cf|))
(see [3,4]), the number of queries in the instance has a relatively large impact on the size of the
model. The size of the model PV (s) grows significantly as we increase the value of s for the
instances with large numbers of queries. For large-size instances, the model I PV (s) is solvable
only when s = 1, where the search space of views consists of only the input queries and of the
VIEW Uppge (the view with the least number of attributes that can answer all the queries). This
limits the quality of solutions obtained by the model PV (s) for those instances. On the other
hand, the applicable values of the parameters (v, #) in our heuristic methods are independent of
the size of the instances, which ensures high scalability of our heuristic methods. This allows us
to choose appropriate values of the parameters for the model IPRuvq(v, ) to obtain acceptable

solution quality for relatively large instances of the problem OVS.
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Chapter 9

Heuristic methods for the two-stage

problem

In Chapter 8, we showed that in the context of the one-stage view-selection problem OVS,
the strategies based on the cost-benefit ratio methods are effective and efficient for choosing
promising views in evaluating the given query workload. In this chapter, we propose methods
based on the cost-benefit ratio in the context of the two-stage stochastic view-selection problem
SVS. We start this chapter by discussing the cost-benefit ratio of each view in the context
of the reduced search space of views in each stage-2 subproblem, as well as for the stage-1
master problem in the model P2, as discussed in Section 4.2.4. Subsequently, we propose a
heuristic method and IP model to further improve the efficiency of solving the problem SVS.
Finally, in Section 9.3 we conduct a computational experiment to evaluate the performance of

this heuristic method.

9.1 The minimum cost-benefit ratio

As introduced in Section 4.2.4, given an instance of the problem SVS, we obtain three groups
of reduced search spaces of view, i.e., V] the search space of views materialized at stage 1, @
the search space of views kept from stage 1 to stage 2 for the ¢*" scenario, and 723 the search
space of views materialized at stage 2 for the ¢! scenario.

First, we show the existence of the cost-benefit ratio of each view in each of the view sets
from {V7\ @, V_21 \Q3, ..., V_2L \ Q%} with respect to the corresponding relevant query set from
{@, Q... Q% }. Directly from Observations 5 and 6, for each view in the view set V; with its
relevant query set @ (or the view set 724 with the query set Qg, for £ =1 to L), if v is not equal
to any query in @ (or in Qg, for £ = 1 to L), then the benefit of v with respect to @ (or to

Q5, for £ =1 to L) must be positive. (Otherwise, it is feasible and less costly to answer these
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queries using their respective equivalent views.) It follows that the cost-benefit ratio of v with
respect to @ (or to Qé, for £ = 1 to L) exists. It also indicates that for each view v in Vi (or
in VQZ, for £ =1 to L) such that v is not a query in @ (or in Qg, for £ =1 to L), the minimum
cost-benefit ratio of v with respect to @ (or to @Y, for £ =1 to L), denoted by 7min (v, @) (or
by Tmin(v, Q5), for £ =1 to L), exists. Thus, we have:

>geqr (S(v) = S(9)

Frin(0,Q) = min 7(v,Q')=  min . YweVi,vgQ (9.1
Q) Q'EPS(Q(v)) Q) QEPS@Q) 2oqeqr (@) — S(v) ! 6-1)
>geqr (S() = 5S(q9) —
Pmin(0,@Q5) = min  r(v,Q')=  min a NoeVEivg Qb for t=1to L
2 ePs(@4w) QePSQ4w) Yogeqy S(a) — S(v) 2 2

(9.2)
We can apply the strategy that introduced in Section 7.2, to obtain the minimum cost-benefit

ratio of each view in polynomial time.

Example 1 (Continued). Recall Example 1, which was introduced in Section 3.1. We could
calculate the cost-benefit ratio of each view in each of the view sets from {V7 \ @, V_21 \ Q3
VZ\ Q2}. By the results in Section 4.2.4, we have that

i\ Q= {{a,b,c}, {b,c,d},{a,b,c,d}}
Vi Qs = {{a,b.c}}
VZ\Q3 =10

We can compute 7min({a, b, c}t, Q) as follows.

r({a,b,c}, {{a,c}, {b,c}}) = e _121? 1+o(—141; =

r({a.b,c}, {{a,c}, (b e}, {a,b}}) = % — 0.867 > 0.75

=0.75

Thus, 7min({a,b, c},@) = 0.75. Similarly, we have obtained that 7.,:,({b,c, d},@) = 1.33,
Tmin({a, b, c,b}), @) = 3.76, and i ({a, b, c}, Q1) = 3.33. O

9.2 A heuristic method

We now introduce a heuristic method based on the minimum cost-benefit ratio of each view
in the search space, in the context of the two-stage view-selection problem. In this heuristic
approach, we start with the search spaces {V1, V3!, ..., VJ'} in the model IP2 that was intro-

duced in Section 4.3. For each view set V; (or 725, for £ =1 to L), we remove from this set every
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view whose minimum cost-benefit ratio is above a certain threshold ~; (or above ’yé, for £ =1
to L). For practical reasons, we also exempt from this process every view that is equal to one
of the queries in the corresponding relevant query set @ (or in Qg, for £ =1 to L). (We keep
these views in the corresponding search space at all times.) The minimum cost-benefit ratio
of each view in the set {v: v € Vi,v & Q} (orin {v: v € VQZ,U ¢ Q4}, for £ = 1 to L), can
be obtained as discussed in Section 7.2. In order to guarantee feasibility, we also keep in each
search space the view with the least number of attributes that can answer all the queries in the
corresponding relevant query set. It is easy to show that this view, denoted by v1 mas (or by
1)2 maz? for £ =1 to L), is the union of all the input queries in the corresponding relevant query
set, that is, V1 e = Uyed 4 (or vh maz = Yget @ ¢=1to L). As a result, given a threshold
vector v = {v1,74,...,7%}, we obtain the reduced search spaces, denoted by Vi(v) and Vf(’y)
for £ =1 to L, as follows.

Vi(Y) = {v1maz} U{v:v € Q} Ufv:veVi,v¢ Q,rmm(v Q) <} (9.3)
_26(7) = {U2 max} U {U S Q2} U {U v e VY2 , U Q QQ,?"mm(U Q2) < /72} fOI‘ E =1to L.
(9.4)

In addition, we define the new search space of views that are kept from stage 1 to stage 2
for the £t scenario as V() = Vi(v) N V4.

Correspondingly, for each query ¢; € Q1 we define Vi;(v) = {v; € Vi(v) : v; 2 ¢;}, and for
each query g; € Q5 we define Vlgj( ) ={v; € V12( ):v; D¢} and VZ( ) ={vi € Vf(’y) )
q;}, for £=1to L.

We now construct an integer programming model associated with the parameter vector ~.
This model is similar to the model I P2, except that we use as the new search spaces of views
Vi(v), @(’y), and @(’y), instead of V7, 724, and VQZ, respectively, and use the associated reduced
view set V1 (~) instead of V3 for each query ¢; € Q, and @(7) and @(7) instead of @ and
ij for each query ¢; € Qg, respectively. We refer to this model as the IP model with reduced
search space of views associated with ~y, or I PR2(y) for short.

Various strategies can be employed to determine an appropriate set of values for the thresh-
old parameters 1,73, ...,74. In our implementation of this heuristic method, we employ a
simple strategy where we use the same value for all the threshold parameters, i.e., 1 = 74 =

.= ’yzL = 9. We denote the resulting integer programming model by I PR2(~), and examine

its performance through a computational experiment in the following section.
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9.3 Experimental results

In this section we present the results of our computational experiments with the heuristic
method based on the cost-benefit ratio for solving the problem SV presented in the previous

section. Our objectives in these experiments are as follows:

e to compare the execution time of the proposed model IPR2(vy,) with that of the model
1 P2 of Section 4.3, and

e to examine the quality of the solutions obtained by the model IPR2().

To this end, we constructed a number of instances of the problem SVS in the same way as
we did in Section 4.4. These instances are based on the 7-attribute, 13-attribute, or 17-attribute
TPC-H dataset. To examine the effect of the parameter 7y on the performance of the model
IPR2(p), for each instance of the problem SVIS we solve the model IPR2(y) with different
values of 9. Note that when 7y = +00, the resulting model I PR2(c0) is identical to the model

1P2. Here we report our observations for the following example.

Example 10. This example is based on the 13-attribute TPC-H dataset. The number of queries
in the query sets Q1, @3, and Q% are 200, 201 and 205, respectively. The number of attributes of
each query is a random number between 5 and 7, (that is, the query is randomly generated from
the middle levels of the view lattice). We continue to set the storage limit by as one-fifth of the
sum of the sizes of all the queries, and set the storage limit by to half of the total space limit b;.
We present the details of this instance in Appendix E. We first tried to solve this instance using
the model I P2 (i.e., the model IPR2(c0)). However, we could not obtain an optimal solution
of the model I P2 within the assumed time limit of 30 minutes, due to memory shortage. This
was primarily due to the slow convergence of the Branch and Bound algorithm [37]. In order
to resolve this difficulty, we set a relative tolerance 0.2% on the gap between the best integer
objective value and the objective value of the best node remaining in the branch-and-bound
tree obtained by the CPLEX IP solver [21]. It allows us to obtain a solution that is within
0.2% of the optimal solution of the original problem. It turned out that with this change in the
parameter values, CPLEX was able to solve the model IP2 (i.e., IPR2(0c0)). Subsequently, we
solved the model TPR2(~y) for other values of 7y, using the same relative tolerance 0.2%. We
report the results in Table 9.1 and Figure 9.1.

In Table 9.1, for each value of 79 we present the number of views in various search spaces
of the model IPR2(7y), i.e., the number of the first-stage and second-stage variables, that is,
[Vi(70)| (the number of z;), |V—112(70)| (the number of u}), |V_21(70)| (the number of y}), |@(70)|
(the number of u?), and ]V_Qz(’yo)\ (the number of y?). We evaluate the quality of the solutions

with respect to different values of vy, by calculating the gap as the ratio of difference between
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Table 9.1: The number of views in the search spaces in the model IPR2(~y) with different
values of vy for Example 10

number| number | number | number | number | total
Threshold 1 1 2 2 . gap
N of z; of u; of y; of u; of y; execution (%)
0 — — — — — . 0
V()| (V00| V(o) (V30| [VR(r)] time (sec.)
0.1 584 342 201 335 205 2.11 | 7.16%
0.2 609 367 201 360 206 2.52 | 4.11%
0.3 1031 771 252 757 246 74.92 | 0.10%
0.4 2346 2036 400 2011 425 607.18 | 0.05%
0.5 3592 3163 871 3124 853 1785.98 | 0.02%
| oo | 4565 | 3942 | 2853 | 3939 | 2829 |  4924.06 | 0.00% |

the expected cost of answering the queries by the model IPR2(~y) (with tolerance 0.2%) and
the expected cost obtained by I P2 (with tolerance 0.2%), over the expected cost obtained by
I P2 (with tolerance 0.2%), expressed as a percentage. In Figure 9.1 we present these results,
as well as the total execution time of each model IPR2(~).

The size of various search spaces of views in I PR2(7) is significantly less than the corre-
sponding size in the model IP2 (i.e., IPR2(c0)) for all values of . In addition, those sizes
become smaller as we reduce the value of ~y. This reduction is especially significant when g
is relatively small (i.e., close to 0), for example, when v = 0.1. Hence, the size of the resulting
model TPR2(7) is expected to be smaller than that of the model I P2, resulting in significant
reductions of the total execution time of the model. This can be observed in Figure 9.1 and
Table 9.1. It is also observed in Figure 9.1 and Table 9.1 that the total execution time generally
increases as we increase the value of the threshold ~g. The total execution time of solving this
instance via the model IP2 (with tolerance 0.2%) is around 1.4 hours, which is far beyond
the assumed time limit of 30 minutes. However, for all vy < 0.5, the total execution time of
solving the model I PR2(~yy) (with tolerance 0.2%) is dramatically reduced. Notably, at v = 0.1
the corresponding execution time is only 2.11 seconds, and at the largest value of vy in this
experiment (v = 0.5) the execution time remains below 30 minutes.

From Figure 9.1 we also observe that the value of the relative cost of answering the queries
in this instance via the model IPR2(yy) (as measured by the value of gap) is a non-increasing
function of v, as expected. In addition, when the value of the threshold =g is at least 0.3, the
gap is less than 0.2%, indicating that the solution obtained by the respective model I PR2(v)
is relatively close to the optimal solution for the original problem. Furthermore, when ~ = 0.3,

we could obtain within 1.5 minutes a solution that is close to the optimum. [l

We have also solved some other instances of the problem SV using our heuristic method.

The pattern of observations for other instances is similar to Example 10. In general, our heuristic
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Figure 9.1: The execution time and the quality of solutions (gap) of the model I PR2(vq) with
different values of vy for Example 10

method can be a relatively effective technique in solving the problem SV, in terms of both the

quality of solution and efficiency of reduction, when the size of the problem is relatively large.

96



Chapter 10
Concluding remarks

In this chapter we present a summary of our contributions and outline directions for future

research.

10.1 Contributions

In this dissertation we undertook a systematic study of the view-selection problem under space-
limit constraint in a two-stage stochastic environment. We developed exact and inexact methods

for solving this problem. More specifically, our contributions in this context are as follows:

e We presented a formulation of the view-selection problem in a two-stage stochastic setting,
that is, we presented a formal definition for the two-stage stochastic view-selection problem

SVS.

e We introduced a stochastic programming model for the problem SVS, and provided an

equivalent integer programming model.

e We proposed algorithms to efficiently prune the search space of potentially beneficial views
for this problem, and provided a formal proof that our algorithms guarantee at least one
globally optimal solution remains in the reduced search space. Using the resulting model,
we can solve the problem SVS optimally for a number of realistic-size instances of the

problem.

e We developed a heuristic algorithm to further reduce the search space of views for this
problem by removing those views that are less “valuable” in the context of the given
collection of queries. Of course, we could no longer guarantee that solving the resulting IP
model would lead to finding an optimal solution for the original problem SVS. However,

through a computational study we showed that using this approach we are able to find
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near optimal solutions for larger instances of the problem within a reasonable execution

time.

e We developed several related models in the context of the two-stage stochastic view-
selection problem, and used these models to evaluate our proposed stochastic program-
ming model. In particular we defined the value of the two-stage model versus the one-stage
model (VI'VO), the value of stochastic solution (VSS), and the expected value of perfect
information (EVPI) in this context. We determined these values for several instances of
the problem SVS.

While studying the two-stage stochastic view-selection problem, we also made several ob-
servations regarding the structure of the corresponding one-stage deterministic view-selection
problem. Those observations allowed us to design effective algorithms for solving the one-stage
problem. More specifically, we made the following contributions in the context of the one-stage

problem:

e We proposed a new technique to prune the search space of views for the one-stage problem
while guaranteeing that at least one globally optimal solution remains in the reduced
search space. This, in turn, leads to a smaller corresponding IP model, and hence smaller

execution time than comparable approaches in the open literature, such as those in [3,4].

e We proposed a criterion, namely, the “cost-benefit ratio”, to measure the relative “value”
of each view with respect to a given collection of queries. We then used this measure to
further prune the search space of views for larger instances of the problem in a heuristic
manner, albeit we can no longer guarantee that the reduced search space contains a
globally optimal solution. We carried out a computational experiment and showed that, on
an empirical basis, the resulting heuristic procedures are more effective than comparable
methods in the open literature, such as those in [3,4]. The notion of “cost-benefit ratio”
that we developed for the one-stage problem helped us design the heuristic procedure for

the two-stage problem that we mentioned above.

10.2 Future research

The research we carried out in this dissertation has a wide array of potential applications and
possible extensions in the future work. We outline three immediate directions we have envisioned
to extend our research. One direction of research pertains to methodology development for
solving the two-stage view-selection problem SVS based on an “adjusted” cost-benefit ratio.

The second direction is to further investigate the impact of the dataset on the solution of the

98



problem. The last but not least, a possible direction is to consider the index selection, both on

its own and alongside view selection, in a two-stage stochastic environment.

10.2.1 Adjusting the “cost-benefit ratio” for the two-stage problem

The relationship between the cost-benefit ratio and the one-stage model OVIP2, which we
presented in Section 8.1, does not hold between the cost-benefit ratio and the two-stage model
I1P2. Note that in the objective function of the two-stage model I P2, the cost with respect to
a second-stage query is the cost of answering this query times the probability associated with
the second-stage query set in which the query lies, i.e., it is a “weighted” evaluation cost. As
a result, the “extra cost” of a view with respect to a second-stage query is the size difference
between the view and the query times the probability associated with the query set in which
the query lies, i.e., it is a “weighted” extra cost. As a result, in the context of the two-stage
problem SVS, we may need to adjust the “cost-benefit ratio” of a view with respect to a set of
queries by applying the “weighted” extra cost. A topic for future research could be to investigate
the relationship between the “adjusted” cost-benefit ratio and the model I P2, and develop a
heuristic method by applying its results.

10.2.2 Impact of the datasets

Through all experiments that we carried out in this dissertation, we observed that the structure
of the datasets and the input query workload can make a significant impact on the solutions
in the context of both the one-stage and the two-stage view-selection problems. A possible
future work is to further investigate the impact of various datasets on the performance of each
algorithm, and perhaps to fine-tune these algorithms by taking advantage of the structure of
the dataset.

10.2.3 Index (and view) selection in the two-stage stochastic setting

Indexes, as another type of derived data, can also be beneficial for accelerating query processing.
As we reviewed in Chapter 2, significant work including [1,2, 5,7, 8, 11] have been done on
index selection in the one-stage setting, either on its own or alongside the corresponding view
selection. Thus, a possible future research is to consider the index-selection problem in the

two-stage stochastic setting, both on its own and alongside view selection.
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Appendix A

Instances of the problem SVS in
Section 4.4

In this chapter, we provide the description of the instances of the problem SVS that are discussed
in Section 4.4. The instances constructed using the 7-attribute TPC-H dataset and the 13-
attribute TPC-H dataset are presented in Tables A.1 and A.2, respectively. For each instance
we report the subscript number of each query in the query sets (1, Q%, and Q%. We also present
the space limits by (i.e., the total space limit) and be (which limits the total size of the views

to be materialized in stage two) for each instance.

Table A.1: Description of eight instances on the 7-attribute TPC-H dataset discussed in Section
4.4
inst- 1 9
ance Q1 Q3 Q3 b1 ba
1 99 24 4 59 70 54 | 3 18 23 54 93 44 | 32 27 15 116 3 67 | 14013254 | 7006627
1196 16 71 17 116 | 1251 1252963 91 | 93 8 63 72 95 71
111 32 115103 126 | 112 80 95 103 119 | 113 35 119 120 17
109 82 64 97 52 33 37 54 28
2 25 66 64 120 43 | 2712613331232 | 8 102 56 100 121 | 14227050 | 7113525
125 119 31 16 115 | 5 18 56 115 64 111 | 59 55 36 79 81 112
90 126 6 57 67 91 | 8 108 110 12 119 | 9571126221161
93147 22 20 23 93 81 96 59 | 87 68
40
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Table A.1: (continued)

inst-

ance

Q1

Q3

Q3

by

bo

117 76 2 18 8 80
15 57 106 49 14 78
35 97 21 69 125 95
107 123 119 65 43
32 63 116 41 126
56

123 108 64 40 110
32 43 103 6 4 25
72 8 10 106 37 88
23 80 45 41 119 68
114 87 121 50 17
63 184 112 95 104
61

32 24 51 20 34 1
126 68 119 16 25
95111 74 19 44 18
10 63 66 110 93 86
47 124 73 81 125
13

18855133

9427566

36 80 4 106 104
102 117 7 68 95 91
54 123 27 8 2 125
86 63 50 126 65
44 94 57 64 10 115
119 49

3 8 118 47 64 86
119 67 117 79 111
40 121 89 90 1 97
16 75 15 106 58 88
114 95 72

671716 4 21 55 48
95 63 24 80 68 41
83 22 49 126 8 26
235190594723
105 56 32 94 125

18181695

9090847

108 115 43 111 1
119 81 116 15 65
32 61 125 95 60
123 104 35 113 39
79 63 42 16 59 54
78 90 126 68 45 4
247976 49 97 69
17

63 47 45 84 89 80
14 53 33 64 119 69
32 96 120 122 48
18 104 24 94 62 23
77 126 72 73 4 81
38 10 27 21 90 124
265 108 25 12 123
117 92 103 30

30 126 119 109 23
10494711 8 45 58
32 63 62 5 101 96
74 50 113 31 68 39
80 106 12 60 111
125 16 123 100 7 2
83 26 81 53 82 116

25934476

12967238

54 5 34 37 70 20
10 109 124 107 105
98 81 93 120 31 86
125228 18144 64
118 110 122 63 52
8297 30 6 16 59 40
50 111 53 117

48 126 64 11 17
103 111 24 1 95 72
63 58 42 101 37 88
122 84 96 47 112
15 61 22 116 89 38
107 78 91 54 92 87
119 2 16 28

95 123 96 122 24
61 77 16 126 111
475260205 79 62
108 80 57 8 36 53
478 119 125 45 23
59 55 63 26 56 48

22332094

11166047
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Table A.1: (continued)

inst-

ance

Q1

Q3

Q3

by

bo

259564 16 77 119
273047 12 37 111
115 1 48 61 126
104 2 52 19 94 15
20 57 23 80 63 103
51 123 78 96 10
106 101 33 74 91
120 110 34 125 32
68 11 116 112 6 8

63 90 35 57 123 1
119 30 36 104 124
111 68 12 76 79 89
1254719 16 31 14
265 3 88 80 95 33
52 494 126 28 106
34 87 44 23 107 37
1549966 58 7

119 44 64 46 61 54
109 22 124 18 68
95 89 50 93 66 41
42 8 32 111 106 38
426 65 117 1 125
123 77 72 34 2 94
122 120 115 25 92
17 29 82 96 49 74
51 63 103 40

27998417

13999208

107 105 126 113 83
74 53 40 2 16 4 86
119 15 62 79 38 5
49118649103 35
125 87 106 48 25
55 118 37 21 123
104 95 32 31 10 63
13 111 3 69 22 70
26 72 73

69 107 86 58 125
119 45562 3 31 8
36 30 73 120 89 61
124 111 32 22 49
2 67 29 64 37 80
9 114 74 63 95 11
116 47 87 18 94 40
126 79 97 85 90 48

68 93 40 66 18 118
3 111 103 121 10
114 126 110 16 24
23 95 80 61 59 62
2373112338794
115 125 4 63 79 96
60 69 26 20 47 34
1051764 6 8 57 88
29 50 122 119 38

30000454

15000227
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Table A.2: Description of eight instances on the 13-attribute TPC-H dataset discussed in
Section 4.4

inst-

ance

Q1

Q3

Q3

b1

by

1

4089
6910
7935

808 2876
4200 3903
9503 2068
6126 768 5 46
1591 1089 3201
4810 7164 17 6865

4089
6910
7935

808 2876
4200 3903
9503 2068
6126 768 5 46
1591 1089 3201
4810 7164 17 6865
5177

4132 5249 3311
2082 9 128 452
81565 512 2047
3139 16 8059 320
7161 1046 7583
7170 34 8062 1319
4384 32 772 8127
8063

16896857

8448428

1469 658 8190
8093 6699 7053
5503 552 784 7935
1317 453 8171
1058 6863 6880
4087 3080 5583
7113

4136 3552
3837 6137
8127 4112
512 6657 7350
6125 5179 1037
7647 6143 516 160
8063 6106

7935
8031
0652

7895
8061
4096
4736
8159
4519
8190
4085

72 579
538
2576
3047
2340
280
8189

1204
1472
2848
2257
5866
6870
8054

26528611

13264305

6143
8190
3682
8189
4098
4162

16 66 1533
2048 2049
3805 128

2421 4 2724
7168 6274
796 2115

4096 1959 521 64

5345 4113 3076

2064 6997 5483

5135 4608 7809
356 6111 16 7931
494 2048 6872
2548 768 2613
1334 32 5214 7360
3711 8183 3869 34
6212 1088 1 7733
4085

4 8190 2112 1487
4910 8051 2472
3839 987 320 8183
7007 4079 1040
7576 7808 64 40
7433 544 3577
3053

25260233

12630116
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Table A.2: (continued)

inst-

ance

Q1

Q3

Q3

by

bo

6467
4224
8145

2406
8022
8126
6239 600 6143
5887 5097 6079
2292 2760 4092 34
8183 32 8063 4026
7163 4906 4789
2478 162 8159
2461

4808
1962
1024

8056 6847 71 524
288 2064 7167
6942 4868 7598
2048 114 7641
3519 8175 5017
6142 3 5779 2484
1535 6 256 2038
7807 47 2497 5158
1 8034 7331 7276
2386 64 8189 8127

64 3618 857 2 272
6061 5140 7167
5596 819 1 903
7612 1370 8178
7039 133 5185
2064 8183 7679
3011 8118 8143
6388 2998 749
7487 7678 4086
862 2152 3967

42895557

21447778

5101
4232
7698
7193
5919
7270
4070
6111
1597
7168

1678 4975
256 832 32
7887 258
2252 4230
592 2048
7743 8031
5501 4214
2532 7567
938 2664
6183 6141
6861 7935 1122
128 4224 5122
8175 2042 4096

44 296 4699 1056
5129 4574 512
2047 5942 2708
2060 48 2068 2922
2053 6782 7096
152 2049 1962
6653 337 4973
6141 6075 2736 2
7935 6786 6213
6639 128 80 2209
4701 6208 85 5209
612 1665 7272 672
1537 4014 6143
1164 5882

147 4710 6798
6682 5844 32 5253
5161 402 1730
3216 2048 259
4097 6137 6992
4095 3724 1600
2733 7935 3559
1114 7242 136
4777 3838 6149
6091 591 8189
1157 8159 2065
2342 4096 4396
7167 34 1034 7929

45213104

22606552
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Table A.2: (continued)

inst-

ance

Q1

Q3

Q3

by

bo

2103 7401
5111 7668
1152 3275
74 767 4095
2551 638
3803 1344
128 2289
3433 512
6369 208
5943 7679 8175
1090 265 2079
7166 640 8158 64
1158 2328

4368
7903
4162
2032
2672
3999
8159
5679
7662

256 4025 4095 96
8 5640 793 708
5652 8080 473
2013 579 10 7512
4 7936 5215 817
2509 5192 4096
8159 4224 2757
7115 520 6720
1032 8189 4678
8167 1669 805
6554 4781 5648
8027 2049 3146
525 1920 5951
3771 1651 7821
536 8166

80 7039 6750 1441
2200 7938 8126
836 6143 1786
4158 7165 2112
4077 6201 4260
2312 16 7943 49
4203 24 12 1745
8127 3987 258
4728 4844 7935
3203 7855 6546
3837 193 2263
1284 1713 36 8
7781 2048 7260
3478 5338 7915

50929728

25464864

7151 1057 8179
4079 4364 6059
925 832 6847 1125
7758 304 3815
1736 6403 3131
1795 1154 8095
1704 3586 6202
7663 6230 7871
6079 6075 3195 65
8189 8059 2124
4607 5391 8118 25
278 5503 430 7919
7039 1028 4096
5379 12 3293 2778
6100 2803 8062

3080 6036 5729
1348 32 2036 6763
5114 3978 1856
3232 192 8002
5178 5851 5375
7807 1164 7921
5637 1261 1695 8
4055 1934 1032
8190 7283 4095
7029 6786 5131
7519 5479 6111
512 6383 7818
5507 4454 7679
6143 812 7850
5442 6139 141
2133 7037 136
5196 3105 7527

8183
7249
7636
2236
3967
4100
6651

185 4607
514 8119
7151 7100 1
6143 5772

130 2816
7250 7934
3620 3503
251 8175 6276
6573 1790 3838
3071 6704 20 6142
28 5103 2888 5528
306 7684 6823
8123 6274 160
2999 512 7184
7670 6728 5762
2939 1681 1024
2072 48 8177 58
7891

68516110

34258055
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Table A.2: (continued)

inst-

e Q1 Q3 Q3 b1 ba
8 1396 516 8151 | 88 3154 8063 990 | 4314 5146 3036 | 57784517 | 28892258
6886 7638 34 2686 | 2 392 540 136 7349 | 514 84 3518 5313
6143 5043 1515 | 1024 2113 1954 | 8137 3073 2944

6639 8 6099 2081
2688 8063 64 2788
8175 7853 5071
2340 560 1024
2402 5568 8163
8076 4546 48 5726
4384 6864 5894
7679 1600 3390
8123 3455 7581
6017 1094 1 2304
2449 128 3059
3277 1497 7966

1509 7679 8127
2480 5594 8058
5608 7748 448 821
2762 5142 6115
244 7403 6127
1600 1535 8037
128 5474 4490
4120 5438 4224
4109 642 7743 578
7033 8159 7209
7447 822 384 4115
3071 1393 8 8183

7222 6031 2048
1792 6143 292
8173 7149 7007 41
6015 2088 6738
4616 4786 3067
128 4978 8184 5
524 1 4785 4864
7797 5187 2080
3639 6368 7675
4026 65 1728 64
775 616 4865 5110
7738 807 5970
261 289 8127 1154
7102
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Appendix B

Synthetic datasets

In this appendix we provide an introduction to the following two types of synthetic datasets we
designed specifically for the studies in this dissertation: the symmetric synthetic datasets and

the type I non-symmetric synthetic datasets. Please refer to [20] for a detailed description.

B.1 The symmetric synthetic datasets

We define a relational dataset D as follows. The dataset D has K attributes. Each attribute
takes m different values. The master table contains all the possible entries, by taking all the
combinations of all the possible different values over the K attributes. Hence, the number of
rows in the master table is m. We denote the dataset as D(K,m). We refer to the master
table D(K,m) as the symmetric synthetic dataset with parameters K and m.

As an illustration, assume that dataset D(3,4) has three attributes, A, B, and C. Each
attribute takes four values 0, 1, 2 or 3. The master table has 64 (= 43) entries, shown in Table
B.1.

B.2 Type I non-symmetric synthetic datasets

We consider a generalization of the symmetric synthetic datasets of Section B.1, by changing the
condition that all the attributes take identical numbers of values. Define a dataset D as having K
attributes, denoted as aq, as, ..., ax. Attribute a; takes m; different values, for i =1,2,..., K.
The master table contains all the possible entries by taking different values over K attributes.
We denote the dataset as D(K;myq,...,mg). We define dataset D(K;mq,...,mg) as type
I non-symmetric synthetic dataset. Hence, given the input parameters (K;mj,...,mg), we
obtain the master table of the type I non-symmetric synthetic dataset with the number of rows

K .
I m;.
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Table B.1: The symmetric dataset D(3,4) (the relation is shown using four fragments).

A|IB|C AlB|C A|IB|C A|B|C
0] 0] 0 110]0 21010 310]0
0] 0|1 11011 21011 3101
0] 0] 2 110] 2 2101 2 310 2
00| 3 1103 210 3 31013
0] 1]0 111]0 21110 31 1]0
0] 11]1 1111 21111 3111
0] 1] 2 111] 2 2111 2 3|1 1] 2
0] 1] 3 111]3 2113 31 1] 3
0] 2|0 112]0 212]0 31210
0] 2|1 1121 2121 3121
0] 2| 2 112] 2 212 2 312 2
0] 2] 3 112]3 21213 3123
0] 3|0 11310 213]0 31310
0] 3|1 1131 21311 31311
0] 3|2 1131 2 21 3] 2 3|13 2
0] 3] 3 113]3 2131 3 3133

As an illustration, assume dataset D(3;2,3,4) has three attributes, A, B, and C. Attribute
A takes two values, 0 or 1; attribute B takes three values, 0, 1, or 2; attribute C takes four
values, 0, 1, 2, or 3. The master table thus has 24 (= 2 x 3 x 4) entries, as shown in Table B.2.
Note that we could obtain the input parameters (K;my, ..., mg) for a type I non-symmetric
dataset based on a symmetric synthetic dataset D(K,m), by randomly choosing a number m;

from {1,2,...,m} as the number of values for each attribute a;.
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Table B.2: Non-symmetric dataset D(3;2,3,4) (the relation is shown using two fragments).

A|B|C A|IB|C
01]0]0 110]0
0101 110]1
01 0] 2 110] 2
0] 0] 3 110] 3
0] 1]0 11110
0111 111]1
0| 1] 2 111] 2
0] 1] 3 111]3
01 2|0 112]0
01211 112]1
0| 2] 2 112] 2
0123 1123
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Appendix C

Instances of the problem OVS in
Section 6.2

Table C.1: Description of 20 instances on the 17-attribute TPC-H dataset discussed in Section
6.2

inst-
Q b

ance

1 8256 46699 131067 1 512 128367 131005 106459 92145 30043 24600 8192 | 10947015
128867 130927 101623 2209 20071 104377 35888 118268
2 33025 81688 66064 32761 89063 47504 97520 96267 130527 24 103261 | 22948387
126739 114543 922 92076 131023 101216 94142 5 131070 89372 101937
94123 33136 95139 16384 23841 5141 131007 385 88850 2 114547 14608
20605 56319 128995 114623 6208 114687
3 77468 20544 42462 34135 108727 2098 125927 131007 130809 129019 | 31609208
5376 71027 69664 8192 2824 122747 37152 73732 512 128767 65535 3595
130031 17217 104661 28541 120406 55427 4 83912 120547 121049 130929
32 112126 8769 256 79168 131043 124761 131070 130559 60343 97802
8782 85076 68162 95343 16485 117693 13312 73728 120652 36928 64411
113455 22568 8464 131034 61207
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Table C.1: (continued)

inst-

ance

Q

b

8 2241 56943 65692 54716 65535 50177 88510 65540 116412 17016 20740
131055 38770 46283 80622 4120 129020 91221 88766 73745 66696 4 256
81341 581 91639 128895 119485 9 2441 96255 55608 58198 114431 22528
33025 121250 9032 129018 64 102928 21997 3073 47402 4418 96099
131070 112517 64535 115086 120831 110545 31519 2048 57526 110334
60694 114687 84924 25624 14699 17749 103711 118298 63485 33024
130559 35840 126975 49544 92507 115967 71631 80895 95231 131007
99853 6944 1045

43745393

72 98303 33792 59649 127947 1536 23509 130815 130301 2081 136 7745
264 106521 7801 18982 57473 62009 4224 111456 110591 19467 67842
16576 33793 66592 84098 52859 32770 25130 73971 1 127662 120309
16656 69124 46669 126903 24206 130765 127951 64511 69022 112847
107479 40697 51201 128510 130943 1296 19079 26900 130047 32539
59495 99670 61758 2049 66520 34818 50530 53728 6144 17441 131063
1234 125781 31296 12832 32896 34850 52671 7426 94288 32 94079 94733
128895 17888 130559 2 12416 56991 69627 89597 123884 94164 114623
10238 113919 10187 14838 73412 122623 65600 131037 95682 556 114685
122031

51735957

27139 115938 33373 39194 44244 18538 71684 3 65822 2305 67596 44737
20866 79139 70482 8393 8 118978 2176 69152

7340353

69124 11172 77217 41312 25700 36429 40013 9 33027 74576 115409 4612
13539 28817 16960 4100 98340 136 16552 53280 512 65696 103368 12352
32832 16 1156 8260 64 5968 16936 8722 106851 9386 55688 115019 21632
41224 3258 19026

10839155

16512 32772 38720 66305 39072 8192 45601 69379 4608 16640 50073 401
42113 41216 4 58019 64 8705 75904 21866 16 9266 65572 82178 106560
1284 4914 4624 41257 21120 89349 70374 18592 66688 80 1 53873 16384
70660 9536 24576 64258 2304 8256 14593 108579 83081 28928 33128
98308 16896 50177 8200 1220 88242 2200 17861 36996 102626 24643

14844848
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Table C.1: (continued)

inst-

ance

Q

b

53379 53408 17474 108677 104512 8192 65568 70099 26816 35394 13346
65536 1 90881 8 3620 35864 17353 571 1024 81922 54296 9800 704 290
69137 99849 17310 10261 34952 5184 36 12 4673 70960 26166 11859
2116 35160 256 33347 72132 66080 128 8329 35008 65552 9248 260 4172
21555 54025 33045 74986 33792 83012 34151 4614 15654 17421 51520
1960 66192 18698 108689 79936 1986 2048 54540 57692 75872 2050 33345
32768 98304 2096 35630 43076 74261 16388

22224785

10

65536 4352 75308 16388 132 8198 5731 1057 109196 11909 9069 32768
2944 98318 123162 70021 11105 55296 1538 520 10336 4180 1024 512
9157 6325 86852 20544 33826 72545 123274 98816 2945 69028 18873
8320 1064 76826 128 280 91525 7191 13088 8640 8 66221 36928 86542
16640 2180 80580 107937 75155 50177 2120 8449 115664 2056 26810
107008 45192 24576 116068 2017 2048 16 40 78692 57398 14668 66816
25361 52295 262 10390 640 17840 6187 2055 26133 5120 78208 4 6816
1942 34928 46152 36881 16384 41088 13360 1120 57344 12866 864 25729
90821 129 1576 81936

26914220

11

8108 27176 27178 105236 9664 119705 24255 11336 57805 50952 96982
114168 22146 30710 92672 112626 41778 60143 114357 57273

11810441

12

98272 106152 76921 102926 94769 8073 88633 62011 128807 3054 92973
50507 76460 32342 24662 117722 21730 55772 73358 92058 90625 307
17697 129431 73574 50014 128138 34980 9482 15157 129214 68917 83308
66698 1618 65055 78807 75796 100185 59325

22651364

13

99371 68606 59039 20930 69503 38191 119496 73628 63976 647 18999
127181 19264 43047 125287 51392 91919 78534 23927 63150 14816 14864
20554 122392 89953 8554 79816 19713 98420 46518 125372 56082 70143
82628 101275 129908 121319 8969 31071 22833 78352 41996 89496 17166
56828 35766 121963 98528 83607 56072 107661 40387 69283 35504 47290
33970 84153 20745 35932 8370

31872350
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Table C.1: (continued)

inst-

ance

Q

b

14

21999 11113 100156 28349 37877 62819 82966 118585 38801 41391 20926
29137 13832 21897 42299 19619 61954 40098 97710 66882 91298 48091
98891 87099 104365 29079 92626 53947 111270 42503 34163 5032 44855
95987 45386 101747 126625 77768 49563 14716 45520 96768 41277 90136
107213 73996 121833 31996 49964 6669 113238 64483 15485 3041 103669
70781 88057 26754 110051 31984 109493 32380 35882 89910 66283 43372
44992 33688 130472 106171 62351 108032 66476 34063 155 52862 114597
66241 128963 16340

46151407

15

64466 38416 88275 2437 76167 64997 28622 84264 126094 53771 2694
38541 58788 109060 46812 130225 61469 69295 29624 13870 127691
20706 53356 102186 11539 51658 6909 83122 89913 123201 119838 66227
56295 7900 67909 55549 105256 7999 122780 50936 20412 101395 67765
72558 33618 15114 21312 17814 45262 123765 19744 96085 726 7171
112989 82116 17820 2387 8978 88039 125386 103855 94267 8915 100840
99499 59503 3796 30889 42403 14472 106697 127505 85569 11860 88992
9154 89038 85993 49721 20580 86611 126509 35712 122595 129238 10309
85263 64097 75063 61489 91130 1798 19340 96461 29891 101369 65996
6946 73590

54921588

16

131039 92133 65527 112368 32702 62169 119790 127455 124205 108407
7966 114551 114106 32671 12670 130717 46566 130031 124927 130712

15770216

17

80815 110583 121845 80807 62189 83767 124903 130527 114104 113791
94975 118775 129974 23518 130047 131054 32551 106287 124927 63353
23143 57134 128628 61415 49150 129663 81919 113393 128247 11955
130942 106124 130014 95929 126821 127774 85964 114679 73329 32718

31959164

18

11775 53089 130008 16171 128722 64493 53047 130907 111087 122110
124861 57273 124903 63357 97913 111715 122879 89678 129737 126900
98286 130863 127710 95177 129981 65471 127997 79815 56042 98047
104109 61387 114685 130985 100203 61102 48119 93950 130486 51132
126797 110015 125575 110843 128255 130559 27962 125687 130023
131063 64987 98239 131039 129023 130942 131055 130550 94134 122111
98298

49024906
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Table C.1: (continued)

inst-

ance

Q

b

19

124659 105851 131049 46324 114687 122783 118578 96635 31742 23805
55277 64213 73689 130028 131047 87672 13439 129527 49032 61591
92909 130623 128495 126719 7118 126972 19894 29428 65261 122298
50046 130555 90813 94207 125346 122623 113661 131070 28371 128959
48355 73324 40959 127824 122871 59314 98143 28187 128987 112565
129007 57343 40270 67069 56319 130895 65517 73663 111452 59895
88063 61182 81787 82922 122858 131003 93641 106058 100078 93179
58486 97755 126185 107762 125439 130031 15849 130557 32444 48575

62717831

20

126743 122367 89590 129021 130943 60078 130396 89038 59321 114687
59085 38894 129767 126975 105411 44984 97277 121853 90110 65023
106271 42862 125311 118713 56313 112952 85998 24458 97147 90092
64503 130559 85716 88319 31484 130799 119514 7831 129638 131067
124862 130047 124853 55097 131051 126967 130923 71215 114174 122875
130547 98303 126458 42739 95510 89767 108475 122879 128905 64511
53081 64223 130667 95325 126846 65533 63422 114582 94143 32213
118398 114349 124381 125989 126429 109039 120462 32715 49079 113019
118608 130903 123871 67583 131039 91763 20441 131066 113614 122546
32504 64957 115829 130879 128895 106486 93055 129847 120520 126942

80524919
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Appendix D

Details of the instance in Example 9
of Section 8.4.1

The space limit b of this instance is 129,084, 363. The subscript numbers of the queries in the

query set () are shown as follows.

36482 22268 74867 5800 256 33540 130815 87396 52901 32768 93439 120243 56953 112547
51059 122863 131070 126782 125951 1053 112598 82599 6336 126187 114559 124401 68917
109567 33052 50776 121105 131063 21892 49186 22539 128 127736 586 11328 72576 131039
75964 130559 18433 10241 16384 122879 125943 73775 7696 63506 38131 28437 118931 87302
114047 131060 8386 51342 73985 128987 2130 70530 126076 56527 4528 126719 46910 114527
2050 97865 85500 33024 118571 136 50444 3077 129021 65007 66571 288 76909 516 24720 75176
16912 49936 2 122331 6144 64 17426 130047 128959 130943 46340 59648 131023 2176 87677
2080 113591 126885 120751 118604 8 130942 99959 16392 103415 8192 73728 4420 72900 57782
126935 130644 1544 512 18533 419 62410 106127 1056 68624
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Appendix E

Details of the instance in Example
10 of Section 9.3

The space limits by (i.e., the total space limit) and by (which limits the total size of the views
to be materialized in stage two) are 239, 154, 720 and 119,577, 360, respectively. The subscript

numbers of the queries in the query set (Q; are

241 4905 6430 107 2603 5167 5812 1694 1566 5569 3203 714 1177 466 2850 469 6745 795 508
2446 5537 5808 2976 5701 1183 5944 2425 5925 5325 7302 6601 358 5475 7044 2532 5889 3924
3346 7171 992 2585 6923 2282 3361 1310 2506 1369 2546 4709 7233 1265 395 2765 7209 1438
4935 6702 1246 5286 3432 4239 3796 1415 6362 1364 3249 3192 3153 3122 1401 2787 2801 7458
7264 2515 5027 1710 2191 6174 2125 5552 7188 7784 6350 2472 5319 6632 1860 5746 4156 880
4548 4568 3624 570 409 5320 627 574 1293 2581 2582 986 7600 1197 5465 3388 497 95 2833
5748 2992 798 3852 6392 6436 6550 310 2190 7202 871 5764 7873 6920 4808 6437 3632 1846
5139 4237 917 7696 677 4890 4254 5458 7120 4788 3141 2166 6725 3490 2350 3599 1508 809
3339 2646 4582 7219 2977 6810 1870 438 541 5482 1291 1858 867 2137 1843 2831 2868 2945
4325 4455 2404 2664 2540 3681 6624 2517 4728 978 2435 1461 2936 3636 5900 1633 661 7211
3731 218 7760 1643 3358 2771 2258 7693 2198 872 5710 970 315 4683 5263 3474 5461 5446

The subscript numbers of the queries in the query set Q% are

4871 6364 1264 2500 2681 7632 271 590 7307 2839 926 2238 3188 1611 7274 6163 5889 4897
2882 434 3441 3624 558 665 1483 7494 314 678 4665 2503 1435 2708 4998 301 6539 3464 2411
4199 4461 5223 6850 7948 3233 3667 6722 4761 4615 859 1484 5253 1306 4147 4195 3524 6232
2426 183 5337 1464 988 6295 5008 2375 1993 3448 415 3525 4391 6018 3297 2087 1272 2508
3127 7472 1860 1858 1302 5193 6832 5539 1067 3986 4397 5179 1549 718 6380 7205 2347 6340
2606 1622 2634 4995 6217 3349 4345 4459 2499 7946 6961 302 3176 4874 2868 5257 7744 2095
6484 2956 535 4222 2840 61 5412 5286 3590 682 501 5032 1430 5453 63 249 5318 5646 7260
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5064 2804 2573 2342 7088 1637 6417 3101 3904 1357 2702 5013 2441 6826 1656 1630 1674 4883
7730 4203 1510 3133 632 2461 4930 1450 702 4366 1588 1956 4833 6917 1864 1195 3149 3411
3537 7691 6406 2032 3371 6165 6423 6868 2281 707 2905 619 5322 6537 1825 399 7334 6189
5721 5733 7456 6988 5017 1010 3342 1595 617 1953 1606 4265 4312 327 4443 6682 1636 6236
7249

The subscript numbers of the queries in the query set Q3 are

4367 758 1802 6329 4643 7197 5255 6471 8002 1370 2612 4389 1768 2315 3234 5177 3219 4472
2441 3493 2548 5650 124 5223 1306 5653 1845 4728 2119 6251 2761 1652 5844 3400 6692 4806
238 4530 5417 7195 3685 4306 2854 683 1828 3986 4464 1388 1708 6757 3698 3417 471 7617
5637 4770 3761 6689 5400 2774 7572 5895 3848 2700 1211 733 5794 4547 6798 4198 6669 757
5396 890 3854 310 286 4993 5172 7333 4182 6948 3940 845 2387 2653 2501 598 5473 3778 2667
1575 3100 3113 783 372 5300 2650 1039 3401 1606 3618 4661 7178 313 6732 5386 1660 3156
4903 3297 1880 6727 7488 2467 630 6306 3632 1675 4526 4276 936 2788 5170 2913 2606 4904
7433 3042 1884 4298 7561 729 7209 967 7876 743 6819 6535 4404 3552 4883 6458 5529 4677 371
5390 1976 6549 6313 4694 3101 4742 4793 8096 2793 5642 2765 2615 6346 1829 7337 4173 945
4881 2970 1233 4638 4302 7214 1764 6477 6151 4801 3083 1000 4852 4291 5667 3203 5361 2610
3239 5127 4976 6328 7472 3752 3212 1287 5937 2288 689 1364 1457 2981 2451 4316 4322 5477
7792 4885 4917 5281 924
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