
ABSTRACT

KINCAID, BENJAMIN EDWARD. Designing a New Generation of Correlation-Consistent Effective
Core Potentials For Heavy Transition Metals, Lanthanides and Beyond. (Under the direction of
Lubos Mitas).

The study of the electronic structure of materials has led to ab intio methods capable of predicting

key properties of interest for novel materials without the need for empirical corrections or constants.

By studying the interplay of all the interactions within systems of atoms, molecules, and solids, we

can probe whether a material will be an insulator, a metal, or have other desirable traits. However,

this knowledge does not come easily. Due to the high complexity and dimensionality of the systems

being investigated, no analytical approach is capable of handling the analysis. Rather, various

simplifications need to be made, only then can the systems be investigated numerically.

Since Schrödinger’s work deriving his nominal equation, a multitude of these approaches have

been developed to handle larger and more complex systems. Today, with the expansion of computing

resources during the latter half of the previous century, the most cutting-edge approaches for the

accurate calculation of properties often rely on a computer’s ability to iterate to solve complex

equations. Quantum Monte Carlo methods have seen particular success as computational resources

have increased in availability. However, as the systems of interest grow in scale, the algorithms in

use have fundamental scalings that are not simple to overcome. To further push the boundaries of

systems that are possible to simulate, we have developed a number of highly accurate effective core

potentials to help expand the limits.

Effective core potentials reduce the computational cost of simulating difficult materials by

removing the inner core electrons from the calculation, treating them as a background potential.

Making use of explicitly correlated approaches such as coupled cluster, we constructed the ECPs

to accurately recover the all electron numbers as precisely as possible. They have been tuned to

perform in a variety of contexts; they are benchmarked by their atomic spectrum energy gaps, and

with molecules with different bonding tendencies to confirm general accuracy. We have created

them with the expectation that they will be used in QMC, or in solid-state codes and have verified

their performance and transferability in both. As the community that makes use of our potentials

asked for more exotic elements, we developed and refined methodologies for tackling the heavier

elements, historically challenging systems, even making several lanthanide ECPs that are the first of

their kind to have spin orbit corrections with their choice of core. With these recent developments,

save for occasional tough cases, the path has been laid out for the development of ECPs for every

type of element on the periodic table.
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Chapter 1
Introduction

Young’s double-slit experiment marked a pivotal shift in the understanding of the nature of the

universe. Up until that point, light was understood to be wave-like. It is clearly evident with even a

simple experiment that light reflects off specular surfaces, its path bends when passing through

mediums of differing indices of refraction, and diffracts through slits made in a screen, leaving a

characteristic pattern as demonstrated in the double-slit experiment. This pattern is easily explained

by using Huygens’ principle. If every point of the wavefront across the slit is treated as an emitter of

coherent light, the circular wave fronts overlap perfectly out of phase at set locations determined by

the dimensions of the slit, leading to an interference pattern. This same treatment easily accounts

for the diffraction pattern from Young’s double-slit experiment, and for years this was seen as settled

science. However, Einstein’s work deriving the photoelectric effect almost a century after the original

experiment relied on a description of light as a collection of discrete particles. Contradictions like this

plagued the early development of quantum mechanics. In the case of photons, two fundamentally

distinct descriptions led to accurate, reproducible experiments that could be carried out with the

technology of the time. It wasn’t until de Broglie’s concept of matter-waves that a more complete

picture emerged.

de Broglie’s thesis work culminated in the idea of de Brolgie waves wherein a particle of momen-

tum p has an associated wavelength �[1] related as follows

�=
h

p
. (1.1)

With the concept of de Broglie waves, even discrete particles could be understood to have wave-like

characteristics. This breakthrough fostered a new wave of rapid developments in the early 20th

century, contributing perhaps most notably towards the later work of Schrödinger, who turned his

attention towards an accurate description of atoms.
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1.1 Electronic Structure

Electronic structure is the study of the electronic orbitals of materials. With precisely described

systems, it is possible to completely reconstruct the orbitals and recover the chemical properties of

the material being targeted. The starting point, as always for quantum problems, is the Schrödinger

equation[2]:

iħh
@ 	(R,�, t )

@ t
= Ĥ 	(R,�, t ). (1.2)

Equation 1.2 is the time dependent Schrödinger equation of a collection of particles with spins

obeying some Hamiltonian Ĥ . This equation is complete and useful, but the solutions have time

dependence when, if a system is stable, time dependence should be superfluous. This added com-

plexity leads to difficulties that are not necessary when considering stable systems with stationary

solutions such as the electron clouds of atoms. Instead, we can simplify the equation to the time

independent Schrödinger equation:

Ĥ 	(X) = E 	(X). (1.3)

If we consider specifically a molecular system with Q nuclei and N electrons we can write an equation

for a Hamiltonian of the form:

Ĥ =�
Q
X

A=1

1

2M
r2

A �
N
X

i =1

1

2
r2

i �
N
X

i =1

Q
X

A=1

ZA

ri A
+

Q
X

A=1

Q
X

B>A

ZAZB

rAB
+

N
X

i =1

N
X

j>i

1

ri j
(1.4)

This representation is arrived at by rescaling constants such that e = ħh = me = 4��0 = 1, so-called

atomic units, and will be used throughout the rest of this work. The indices i and j iterate through

the electrons, while A and B correspond to distinct atoms. M is the ratio of the electronic mass me

to the mass of the nucleus of atom A, and ZA is the atomic number of atom A. In this notation ra b is

the distance between objects a and b regardless of type. This Hamiltonian is the full expression

for the total energy of a molecular system. The terms in order correspond to the kinetic energy of

the nuclei, the kinetic energy of the electrons, the energy due to the coulomb interaction between

nuclei and electrons, and the last two terms comprise the coulomb repulsion between nuclei and

electrons, respectively. However, this cumbersome Hamiltonian can be safely simplified if we treat

the nuclei as fixed points of charge using the Born-Oppenheimer approximation[3].

Due to the large difference in mass between nuclei and electrons, the nuclei, to good approxi-

mation, do not move from the Coulomb interaction with the electrons. As the nuclei are in fixed

positions, their kinetic energy contribution is canceled. In addition, the potential between the nuclei

can be calculated separately and added to the total energy of the system. This now greatly reduced

Hamiltonian is of the form

Ĥ =�
N
X

i =1

1

2
r2

i �
N
X

i =1

Q
X

A=1

ZA

ri A
+

N
X

i =1

N
X

j>i

1

ri j
(1.5)

2



Substituting this Hamiltonian into equation 1.3 we get the fundamental problem of electronic

structure.

E 	(X) =

2

4�
N
X

i =1

1

2
r2

i �
N
X

i =1

Q
X

A=1

ZA

ri A
+

N
X

i =1

N
X

j>i

1

ri j

3

5	(X) (1.6)

Here, X is used as the argument of the wave function to implicitly include r as well as spin and

its capitalization means it is the whole set of coordinates fxi g for each electron, following the

notation used by Szabo and Ostlund[4]. Solutions to this many-body Schrödinger equation determine

chemical interactions for materials of interest. The equation lacks time dependence; therefore, the

Hamiltonian is sufficient to determine the entire energy spectrum of the system and derive properties

such as ionization potentials, excited states, and binding energies of molecules to name a few.

1.2 Hartree-Fock Approximation

Trying to solve equation 1.6 analytically is only really possible in the simplest systems such as the

hydrogen atom[2] or in model systems such as Hooke’s atom[5, 6]. Variational methods serve as a

path towards a more mechanical approach to solving the Schrödinger equation. Such techniques

rely on the foundational principle known as the variational principle. The principle states that

as long as the Hamiltonian is a Hermitian operator, with real eigenvalues, with a complete set of

orthonormal eigenfunctions, all possible solutions will necessarily be representable by using the set

as a basis. If the ground state has the lowest energy of the set, by definition all other solutions will have

higher energy than the ground-state unless they themselves are the ground state solution. Expressed

mathematically, if we have a set of solutions to the time independent Schrödinger equation:

Ĥ j	i i= Ei j	i i, (1.7)

and the eigenvalues follow the relation,

E0 � E1 � E2 � � � � Ei � � � � (1.8)

if the solutions are complete and obey the boundary conditions, then we can construct a general

solution as a linear combination of solutions.

j	̃i=
X

i

ci j	i i=
X

i

j	i ih	i j	̃i (1.9)

We can prove that the expectation value of the energy of this solution is always greater than or equal

to the energy of the ground state.

h	̃jĤ j	̃i=
X

i , j

h	̃j	i ih	i jĤ j	 j ih	 j j	̃i (1.10)
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Carrying out the math, one can extract the expression:

E0 �
X

i

Ei h	̃j	i ih	i j	̃i

�
X

i

(Ei �E0 + E0)jh	i j	̃ij2

� E0 +
X

i

(Ei �E0)jh	i j	̃ij2

(1.11)

The relation holds, because Ei is definitionally greater than or equal to E0 the term in parenthesis

must be positive and any norm squared is positive definite. Thus we find that the energy will be

some Ei , and as defined in equation 1.8 is greater than or equal to the ground state energy. This

proof gives assurance that any variational approach can not have energy below that of the ground

state. With this principle in mind, we can now look at a related, but simpler problem as a starting

point.

If we first neglect the Coulomb interaction between electrons, then the system is much easier to

describe. Say we have such a system as described above, with one nucleus of positive charge Z at

location rA The Hamiltonian simplifies to:

Ĥ =
N
X

i =1

h (i ) =�
N
X

i =1

1

2
r2

i �
N
X

i =1

Z

ri A
, (1.12)

the total energy of the system is a simple sum of the potential and kinetic energy contributions from

each electron. Each eigenstate will look as follows:

h (i ) j (xi ) = " j j (xi ), (1.13)

where j is a single particle orbital, an eigenfunction of this non-interacting system. The total wave

function of the entire N electron system will then be a simple product of all individual eigenfunc-

tions.

	H P =
N
Y

i =1

 i (xi ) (1.14)

This is called a Hartree product and has some nice properties, such as the total energy of the

configuration is a simple sum of each individual eigenvalue[7, 8].

EN =
N
X

i =1

"i (1.15)

However, the solution outlined by equation 1.14 has several serious physical flaws. Firstly, the system

is non-interacting. The contributions to the energy from the Coulomb interaction between electrons

in the system is far from negligible, so this is not a good approximation to the ground-state energy
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of any atom beyond the Hydrogen atom. Far more seriously, a simple Hartree product does not obey

the Pauli exclusion principle. Each electron is indistinguishable and, if exchanged with another, the

overall sign of the wave function should flip. The simplest way to incorporate this antisymmetry

into the solution is by constructing a Slater determinant[9] from single particle orbitals.

A Slater determinant possesses the form

	(x1, ..., xN ) =
1
p

N !

�

�

�

�

�

�

�

�

�

�

 1(x1) � � �  1(xN )

 2(x1) � � �  2(xN )
...

...
...

 N (x1) � � �  N (xN )

�

�

�

�

�

�

�

�

�

�

(1.16)

The prefactor out front is a simple normalization factor required by taking into account each of

the permutations between the electron positions. As the wave function is constructed from the

determinant, in this representation, if any parallel spins occupy the same orbital, that would mean

one of the columns repeat and the determinant vanishes, ensuring the Pauli exclusion principle

is upheld. If we analyze the electron density in two archetypal cases we can expose a particular

phenomenon unique to this quantum system with no classical analog. Suppose we look at the

electron density in the case of two electrons in a system with differing spins. The density is given by

�(X) = 	(X)�	(X) (1.17)

	(X) =
1
p

2

�

’1(r1)�(!1)’2(r2)� (!2)�’1(r2)�(!2)’2(r1)� (!1)
�

, (1.18)

�(X) =
1

2

�

’1(r1)�(!1)’2(r2)� (!2)�’1(r2)�(!2)’2(r1)� (!1)
�2

=
1

2

�

j’1(r1)�(!1)j2j’2(r2)� (!2)j2 + j’1(r2)�(!2)j2j’2(r1)� (!1)j2
�

(1.19)

(1.20)

If we integrate over the spin coordinates we can find the density as a function of purely the spatial

coordinates.

�(r1, r2) =
1

2

�

j’1(r1)j2j’2(r2)j2 + j’1(r2)j2j’2(r1)j2
�

(1.21)

This shows that we get the squares of either term from equation 1.18 with no cross terms surviving.

However, if the spins are parallel, the final expression looks as follows

�(r1, r2) =
1

2
[j’1(r1)j2j’2(r2)j2 + j’1(r2)j2j’2(r1)j2

�(’�1(r1)’�2(r2)’1(r2)’2(r1) +’�1(r2)’�2(r1)’1(r1)’2(r2))].
(1.22)

While equation 1.19 has a non-zero value if ’1 is the same spatial orbital as ’2 or if both electrons
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are in the same position, equation 1.22 explicitly disappears if either happens. Meaning, there is

correlation in the positions of electrons based on their spins.

If we try to account for the interactions between the electrons in the system described above,

we can write down the full expectation value

h	(X)jĤ j	(X)i=
N
X

i =1

�

 i (xi )

�

�

�

�

�
1

2
r2

i +
ZA

ri A

�

�

�

�

 i (xi)

�

+
N
X

i =1

N
X

j>i

�

 i (xi ) j (x j )

�

�

�

�

1

ri j

�

�

�

�

 i (xi ) j (x j )

�

�
1

2

N
X

i =1

N
X

j =1

�

 i (xi ) j (x j )

�

�

�

�

1

ri j

�

�

�

�

 i (x j ) j (xi )

�

(1.23)

This equation takes into account the kinetic energy of the electrons, the Coulomb interaction with

the nucleus of the atom, as well as the interactions between each of the electrons. The first term

takes into account all the energy the electron has due to the environment, i.e. the kinetic energy of

the electron and the potential energy due to the nuclei. These terms are often grouped together and

referred to as the single-body terms of Hartree-Fock because each depends only on a single electron.

The next term corresponds to the classical Coulomb interaction between electrons, while the final

double sum is called the exchange integral because of how it acts when two electrons exchange

coordinates. The exchange interaction is a consequence of guaranteeing the overall antisymmetry

of the fermionic wave function and has no corresponding classical analog. If any two electrons

exchange coordinates, the exchange integral guarantees the sign of the resulting wave function flips.

It is impossible to write down a specific location from which the exchange interaction originates;

instead, its value is defined by its integral over all space, so it is classified as a non-local term. If we

assume that each orbital is orthonormal and the set is complete, we can vary the orbitals via the

variational principle to find the lowest energy. The corresponding orbitals are called the Hartree-Fock

orbitals and are defined by the Hartree-Fock (HF) equations

2

4h (1) +
N
X

i 6= j

Z

d x2
j i (x2)j2

ri j
�

N
X

i 6= j

Z

d x2

 �i (x2) j (x2)

ri j

3

5 j (x1) = " j j (x1). (1.24)

These equations constitute a mean-field approach, where the electron of interest is moved about

the space and the effects of the other electrons are treated as an averaged background. These HF

equations constitute N coupled, non-linear equations. There is no analytical way to find the solution;

instead, the equations must be solved via the self-consistent field (SCF) method. During the SCF

procedure, the initial non-interacting ansatz is used as trial solution to solve the equations for a

corresponding potential from the other electrons. Plugging this back through, one obtains a new set

of orbitals which can be fed back through the process. This continues until the orbitals no longer
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change between iterations, and the potential generated settles to a particular value, at that point the

solution is self-consistent. SCF is used as a component in a number of methods, including density

functional theory, which will be discussed later.

In practice, a finite basis must be used for systems of interest, as an infinite one would be

impossible within the limits modern computers. If using Slater-type orbitals (STOs), evaluating

the integrals is not very efficient as they need to be integrated numerically. A popular choice is

to instead use gaussians as a basis, because the integrals become very computationally efficient

with an analytical solution. However, gaussians struggle in certain contexts, e.g. a scenario where

an orbital maintains a constant value over some distance. Gaussians’ inherent curvature make

approximating such a function tedious, needing many basis functions to recreate the orbital. For

periodic systems a plane-wave basis is the common choice. With all of these situations the the HF

equations are solved by expressing them in terms of matrices similar to

FC = �SC, (1.25)

where F is the Fock matrix, C is the eigenvector matrix or orbitals, � is the eigenvalue matrix, and S

is the overlap matrix.

The total energy calculated via HF includes all of the kinetic energy from the electrons, as well

as the Coulomb contributions from the atom, the electrons with each other, and even the energy

due to exchange. However, compared to experiment, these energies are somewhat discrepant. They

are missing a small percentage of the total energy, around 0.4% to 3%[10] of the expected energy.

This missing energy is colloquially referred to as correlation energy and the accurate calculation of it

will be the main focus of this thesis. The following sections will discuss some methods that can be

used in addition to HF or in place of it to try to capture as much of this missing energy as possible.

1.3 Post-HF Methods

When trying to recover correlation energy that is not present with simple Hartree-Fock, there are two

common approaches to incrementally recover it. One can perform an expansion of determinants, or

the other generally used approach is to craft an operator to excite the ground-state configuration and

accumulate the energy contributions. The first approach is the basis for configuration interaction

(CI), while the second describes the basis for coupled cluster techniques (CC). In the following

sections, the pros and cons of each are discussed. For a more complete discussion, Szabo and

Ostlund[4] cover both topics in detail.

1.3.1 Configuration Interaction

Configuration interaction on its face is a logical next step when trying to account for the discrepancy

between HF numbers and experimentally found energies. Instead of relying on a single determinant
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ansatz, many determinants are included with a coefficient in front of each that is used as a parameter

in a variational optimization. The configuration with the lowest energy is then the CI solution. In

principle this method can and does recover the full correlation energy of a system, it is only inhibited

by its intractable computational cost. CI scales unfavorably in terms of computational efficiency

and memory usage. Despite this, it is possible to fully excite all of the electrons of a ground-state

configuration through all of the possible excitations and recover the exact correlation energy, but

only for a select set of small systems. The form of the CI wave function is as follows

j	C I i= C0j	H F i+ T̂S j	H F i+ T̂D j	H F i+ ..., (1.26)

Where the operators T̂a indicate an excitation operation the level indicated by the subscript, S for

single excitations, D for doubles, T for triples, and so on. The specific form of the operator is

T̂S =
X

i
�

C �
i ĉ †
� ĉi (1.27)

T̂D =
X

i , j
�,�

C
�,�
i , j ĉ †

� ĉ †
� ĉi ĉ j (1.28)

T̂T =
X

i , j ,k
�,� ,


C
�,� ,

i , j ,k ĉ †

� ĉ †
� ĉ †

 ĉi ĉ j ĉk (1.29)

... (1.30)

T̂N =
X

i1,...,iN
�1,...,�N

C �1,...,�N
i1,...,iN

ĉ †
�1

...ĉ †
�N

ĉi1
...ĉiN

. (1.31)

The indices used are in Latin characters for the occupied levels and Greek letters for the unoccupied

virtuals to be excited to. In the parlance of the method, virtual orbitals are those orbitals constructed

from the given basis that are nominally unoccupied when the system is in the HF ground-state. â †

and â are creation and annihilation operators as defined in second quantization.

This method scales based on the level of excitation desired, as well as the size of the basis set

being used. With more basis functions the number of orbitals that are constructed when making a

slater determinant increases non-linearly. CI for just single and double excitations (CISD) scales as

N 6 where N is the number of basis functions[4], and CI wave functions can take up hundreds of GB

of storage even for fairly light systems.

Because FCI is untractable for large systems, truncated CI is generally used for larger systems.

This introduces a problem that is impossible to overcome within the CI framework. Due to no longer

including all possible higher excited configurations within a given parity, truncated CI is not size

consistent. Size consistency is the property that when two noninteracting objects total energies’ are

calculated the total is the same when calculated individually compared to running the whole system.

Since a number of higher excitations are discarded in truncated CI, this property is preserved.
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Despite this weakness, CI still sees use for other nice properties it possesses. CI provides a solution

that diagonalizes the Hamiltonian of a system, meaning one can calculate expectation values for

observables. An approach similar to CI can also be required for some particularly nasty systems

that display intrinsic multi-reference character such as in the case of transition metal dimers, called

multi-configuration self consistent field (MCSCF) where the wave function is constructed from

several determinants and the orbitals along with the coefficients are variationally optimized. Recent

methods of selected CI, such as CIPSI wherein the determinants with the largest contributions to

the wave function as determined with a pertubative calculation are included while those with less

impact are removed have seen some development in code bases like QUANTUM PACKAGE[11]. Such

wave functions have been used rather successfully as trial functions[12, 13, 14, 15, 16] in quantum

Monte Carlo methods as those discussed in chapter 2.

1.3.2 Coupled Cluster

Coupled cluster (CC) is an alternative approach to recovering correlation energy that is not present

in the HF solution. CC uses an exponential ansatz as opposed to the expansion of determinants

used in CI.

j�i= e T̂S +T̂D +...j	H F i (1.32)

This ansatz can then be treated similarly to in HF and iteratively solved. While this approach recovers

size consistency, the trade off is that the effective Hamiltonian is no longer Hermitian. This means

that the Hamiltonian acts differently on wave functions to the right vs the complex conjugate to the

left. As a result one can obtain an energy estimate, but it will not be variational[17].

Depending on the level of excitation, the accuracy increases. Even at the level of singles, doubles,

and perturbative triples (CCSD(T)) the energy can be incredibly accurate, as such CCSD(T) is often

used in quantum chemistry and sometimes referred to as “golden standard” of the field. All modern

quantum chemistry codes such as MOLPRO[18], GAMESS[19], DIRAC[20], and PySCF [21], to name a

few, have robust CC capabilities.

Despite the successes of this method, the complexity is unfavorable for larger systems, with

similar scaling as CI for singles and doubles O (N 6) and O (N 7) for CCSD(T) where N is the number

of basis functions. Therefore, the method is not practical for very complex systems. However, for

systems of manageable size, its accuracy has been leveraged for use in reference calculations in

many of the following chapters when constructing accurate effective core potentials.

1.4 Density Functional Theory

Of the methods discussed within this thesis, the most widely used is density functional theory

(DFT). The main arena in which DFT sees use is in solid-state calculations, where its relatively low

computational cost is advantageous, while its inaccuracies are mitigated by the high density and
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large size of the system. DFT was formally developed by the combined work Hohenberg[22], Kohn,

and Sham in the 1960’s. The key concept underpinning DFT is the definition of an electron density

n (r)�
N
X

i =1

j i (r)j2, (1.33)

where r is a position in space. This is useful because of the Hoehnberg-Kohn (HK) theorem[22, 23].

Theorem 1. Given a ground-state density n0(r) it is possible to calculate the corresponding ground-

state wave function 	0(r1, r2, ..., rN ).

This is incredibly useful if achieved, as the 3N dimensional problem has been recast into a 3

dimensional problem. The difficulty lies in obtaining the ground-state density. However, once the

density has been calculated, indirectly so has the wave function so one can calculate all observables

and quantities as functionals of the density. This is possible because the density encodes more

information than at first glance. For the corresponding wave function to be a ground-state, it must

give the minimum energy while also reproducing the ground-state density. Using this assumption

on a non-interacting trial system[24], we can propose an ansatz of the form

nK S (r) =
N
X

i =1

j i (r)j2 (1.34)

to be the density of the ground-state. Here i are the orbitals from the non-interacting system. With

this ansatz we can construct the energy functional of a system

E [n ] = T [n ] + Ve [n ] + Vext[n ] (1.35)

= TKS[n ] + EH [n ] + Vext[n ] + Exc[n ] (1.36)

where T is the kinetic energy, Ve is the potential energy functional due to the Coulomb interaction

between electrons in the system, Vext is external potential determined by the construction of the

system, and lastly Exc is the exchange correlation functional. The first two terms of the functional

are always present in the same form for systems of electrons so they are often termed as universal,

whereas the external potential is purely dependent on if we are describing an atom, a solid or any

other configuration one can cook up. Lastly, the exchange-correlation functional is as follows

Exc[n ] = h	[n ]jT + Ve e j	[n ]i�TKS[n ]�EH [n ] (1.37)
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where TK S is the and EH are defined as follows

TKS[n ] =�
1

2

N
X

i =1

Z

d r �i (r)r2 i (r) (1.38)

EH [n ] =
1

2

Z

d rd r0
n (r)n (r0)
jr� r0j

. (1.39)

With this definition, we have placed all of the many-body terms within the exchange-correlation

functional. If we minimize the energy functional of the system, and require that the density be

normalized to the number of electron N of the system we are able to recover the one particle

Kohn-Sham equations

�

�
1

2
r2 + Vext(r) +

Z

d r0
n (r0)
jr� r0j

+
�Exc

�n (r)

�

 i (r) = "i i (r). (1.40)

These N single particle equations are coupled and nonlinear, and thus must be solved self-consistently.

However, this methodology is very fundamental. It can be applied to most any system imagined

while remaining computationally cost-effective, with added benefit of recovering some correlation

energy. One wrinkle that still persists is that the exact exchange-correlation functional is not known,

and must be instead be approximated. The simplest of these is the so called local density approxi-

mation (LDA), wherein the density is treated as slowly varying and the exchange-correlation per

electron of the homogeneous electron gas is used[24]. Other more sophisticated functionals exist

that include the gradient of the density as a further correction[25]. Hybrid functionals go further,

including a portion of the exact exchange from HF to varying degrees to provide some of the most

accurate functionals in widespread use[26]. Unfortunately, there is no way to know which functional

will work best for a given system without testing several. Therefore, DFT is difficult to use as a purely

ab initio predictive tool to guide experiment. However, it often sees use in the generation of trial

wave functions in quantum Monte Carlo approaches such as those discussed in chapter 2.
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Chapter 2
Quantum Monte Carlo

Many-body electronic structure theory involves solving a large number of integrals of many dimen-

sions. As shown in the previous chapter for all but the simplest systems, there are no closed form

analytical solutions for any of the real world problems of interest. Thus far, the methods described

have taken a deterministic route to approximate the solutions via some initial ansatz then use the

variational principle to improve them. The methods to follow will employ stochastic approaches to

evaluate the integrals instead.

2.1 Monte Carlo background

To integrate numerically using a quadrature rule, e.g. Simpson’s rule, trapezoidal rule, simple Rie-

mann sums, etc. each of these quadrature methods accumulate some error due to the discrepancy

between the shape of the curve and shapes used for integration in the quadrature rule. Looking at

the trapezoidal rule for example, in one dimension the error scales as O (n�3) where n is the number

of points in the mesh. If we apply the same rule to a d -dimensional integral, as none of the errors in

each dimension is related to one another, the error will scale as O (n
�3
d ). This scaling indicates that as

the dimensionality increases, one needs exponentially more points in the mesh to achieve the same

level of accuracy as in a lower dimension. This unfavorable scaling is often referred to as the curse of

dimensionality. None of the traditional quadrature methods are immune, as the estimated error in

each depends on the dimension of the integral. However, integrating by stochastic sampling, the

error scales as O (
p

M ), independent of dimension. Therefore, for highly dimensional problems (in

our case we have d = 3N ), Monte Carlo sampling to estimate the value of the integral becomes the

only feasible option.

The reason for the error scaling as the squareroot of the number of points, independent of

dimension, is a consequence of the central limit theorem. This is well explained by Foulkes and

company in their review paper on quantum Monte Carlo[10] (QMC), as follows. Suppose there is
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some 3N dimensional vector of positions R

R = (r1, r2, ..., rN ), (2.1)

where each ri is a position of an electron in the collection. Such a collection is often called a walker

in the parlance of QMC, similar collections may be referred to as such going forward. The probability

density for finding the electrons in the particular configuration R is defined to beP (R), whereP (R)

is positive-definite and normalized over all space. If we have a collection of M configurations or

walkers, fRm : m = 1, M g that are each mutually independent, each distributed according toP (R),

then for any reasonable function f (R) with mean and variance given by

� f =

Z

d R f (R)P (R), (2.2)

�2
f =

Z

d R[ f (R)2�� f ]2P (R), (2.3)

we can define a variable Z f given by the simple mean value of f (Rm )

Z f =
1

M

M
X

m=1

f (Rm ). (2.4)

The central limit theorem states, that for large enough M , Z f will obey a normal distribution with

mean � f and standard deviation
� fp

M
. Therefore, regardless of the particular probability distribution

P (R), one can obtain a good estimate of the mean of f (R) with respect toP (R). This idea is very

general and as a result can be used to estimate the value of some integral

I =

Z

d Rg (R), (2.5)

by introducing an importance function f (R) such that

f (R) =
g (R)
P (R)

. (2.6)

Plugging this into equation 2.5 obviously leads to equation 2.2. Thus, with proper choice of f (R), one

can directly estimate various quantities with error proportional to 1=
p

M . However, if the probability

density is not known, another method must be employed to distribute sample points according to

it.

2.1.1 Metropolis-Hastings Algorithm

The Metropolis-Hastings algorithm[27] is capable of efficiently sampling a probability distribution,

assuming that one can construct a surrogate function that is proportional toP (R). The algorithm
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works on the principle of Markov chains, wherein the probability of moving to the next state depends

only on the current state, not any other previous state.

Without knowing explicitlyP (R), we can begin with a configuration R that is randomly generated.

Then based on some proposal probabilityT (R0 R), meaning R goes to R0, a new trial configuration

R0 is proposed. This trial move is accepted according to the acceptance ratio

A (R0 R) = Min

�

1,
T (R R0)P (R0)
T (R0 R)P (R)

�

. (2.7)

Looking at equation 2.7, it can be observed that the configuration will preferentially evolve to regions

with largeP (R). Once there, most trial moves will be rejected, leading to a larger number of samples

from the region of higher probability, as would be expected. This is the core principle of how the

algorithm distributes samples according to arbitrary probability density. The algorithm steps are as

follows:

1. Initialize some configuration R from a random distribution.

2. Propose a trial move R0 according to some probability T (R0 R).

3. Accept the new configuration with probabilityA (R0 R), if rejected, the next point in the

walk is R, if accepted the new starting position is R0.

4. Iterate, repeating from Step 2 until the distribution equilibrates.

To begin with, the initial points in R are not distributed according to the desired probability density

P (R) which can bias results. Therefore, after the system has had time to equilibrate, these initial

steps should be discarded as they do not accurately reflect the final distribution.

To verify that the configuration eventually is distributed according toP (R), assume that the

system has had time to equilibrate, then according to detailed balance, the number of walkers

moving from R to R0 should be balanced by the number of walkers making the opposite move. Let

n (R) represent the number density of walkers in the volume element d R. Then we have the relation

A (R0 R)T (R0 R)n (R)d R0d R =A (R R0)T (R R0)n (R0)d R0d R. (2.8)

After rearranging terms and substituting forA (R0 R), we have

n (R)
n (R0)

=
P (R)
P (R0)

, (2.9)

showing explicitly that n (R) is proportional to P (R) and that once equilibrated, the algorithm

returns configurations sampled according toP [10]. By making use of this algorithm, we avoid the

difficulty associated with normalizing the probability density and instead stochastically sample the

distribution without explicitly knowing its normalization upfront.
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2.2 Variational Monte Carlo

Utilizing the methods outlined in sections ?? and 2.1.1, we can sample many-body wave functions

and estimate integral values to acquire a variational energy for a given trial function. This is the

theoretical grounding for variational Monte Carlo (VMC), wherein a trial function 	T is sampled

stochastically according to the Metropolis-Hastings algorithm and the energy of 	T is calculated by

Monte Carlo integration. There are some conditions placed on 	T and they are as follows:

1. 	T (R) and its gradientr	T (R) must both be continuous wherever the potential is finite.

2. The integrals
R

	�T 	T ,
R

	�T Ĥ 	T must both exist.

3. For the variance to be calculable, the integral
R

	�T Ĥ 2	T must also exist.

These conditions are met by all of the methods discussed in chapter 1 with the exception of coupled

cluster, so HF, DFT and CI are traditional choices for 	T .

For a given trial function 	T (R), the Monte Carlo integration of the expectation values looks as

follows

EV M C =

R

	�T (R)Ĥ 	T (R)d R
R

	�T (R)	T (R)d R
� E0. (2.10)

To use this, first we put it into a form more conducive to our needs

EV M C =

R

j	T (R)j2[	�1
T (R)Ĥ 	T (R)d R]

R

j	T (R)j2d R
. (2.11)

Comparing equation 2.11 with equation 2.2, our corresponding P (R) is j	T (R)j2=
R

j	T (R)j2d R

and the function f (R) is 	�1
T (R)Ĥ 	T (R), often called the local energy, EL (R). For the Metropolis

step, the proposed trial moves are drawn from a Gaussian distribution centered at the current

configuration with variance chosen such that the acceptance ratio,A (R0 R) is around 50%[10].

This is done so that walkers diffuse as fast as possible with the configuration space and maximizes

the efficiency of the sampling. Once the system equilibrates, a set of configurations Rm is obtained

and we accumulate an estimate of the value of EL (R)

EV M C �
1

M

M
X

m=1

EL (Rm). (2.12)

This methodology works for just about any observable that can be expressed in a similar integral

form. This method not limited to only the ground state evaluation of a given system. With the correct

choices of trial function, etc. one can find the corresponding excited state estimates for observables

of interest. The general usability of VMC ensures it sees applications within many different types of

systems, not just atoms or molecules, but solids as well.
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2.2.1 Trial Function

In the previous section, the methods of VMC were discussed as applied to the trial functions coming

directly from various single or multi-determinant methods; however, if these trial functions are

sampled unmodified from their original forms the resulting VMC energy will just replicate the energy

from the initial method. For example a simple HF trial function without modification will produce

the ground state of the HF solution, i.e. the HF total energy. To begin to make up the difference

between HF and the exact energy of a given system, the trial function needs to be altered and

optimized to further reduce the total energy.

Trial functions take on a very general form

	T (X) =S (X)A (X), (2.13)

whereA (X) represents the antisymmetric portion of the wave function, e.g. a Slater determinant,

andS (X) is a symmetric function. Trial functions of this form still correspond to fermionic systems

as the overall antisymmetry is preserved. Therefore, we have the freedom to choose a symmetric

function such that when we optimize its parameters the total energy decreases.

This symmetric function is most often referred to as a Jastrow factor and, depending on the level

of rigor, has several terms. The resulting Slater-Jastrow function looks as follows

	T (X) = e J (X)D (X). (2.14)

However, in practice it is advantageous to remove the spin dependence from the Jastrow, and instead

break the determinant into a product of spin-up and down determinants

	T (R) = e J (R)D "(R")D
#(R#), (2.15)

where R" represents the spatial coordinates of all of the spin up electrons and R# similarly represents

all of the down electron positions. This change comes at a cost; now an exchange of an electron

between the two determinants(an exchange of spin-coordinates) no longer flips the sign of the wave

function as it should. However, the expectation values for any operator without spin dependence

remains unchanged with this transformation. This form can be computationally convenient as

rather than a larger N �N determinant, two smaller determinants are computed that recover the

same energies.

The specific form of the Jastrow factor includes terms that correspond to the interactions between

electrons as well as the ions of a given system.

J (R) =
N
X

i =1

NI
X

A=1

�(ri A) +
1

2

N
X

i =1

N
X

j 6=i

u (ri j ) +
1

2

NI
X

A=1

N
X

i =1

N
X

j 6=i

f (ri A , r j A , ri j ) (2.16)
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where � corresponds to the single-body, electron-ion interactions, u is the term for two-body

electron-electron repulsions, and f represents the three-body interactions between electrons and

ions of the system. The Jastrow’s purpose is to correct the discrepancies in the wave function and

insure that the Kato cusp conditions are followed[28, 29]. The inclusion of u attempts to enforce

the cusps that should occur when two electrons of distinct spin approach one another. In HF

the electrons feel no correlation between electrons of differing spins, u aims to add this dynamic

correlation back into the wave function. However, this alteration can lead to discrepancies between

the densities predicted from mean-field approaches like HF or DFT compared to the VMC with only

a two-body Jastrow correction. To fix this shift the one-body terms must also be included to return

the density closer to the correct distribution.

The Jastrow factor contains parameters that can then be optimized variationally using VMC. The

objective function of the optimization is to minimize the total energy and its variance as evaluated

by VMC. Once the Jastrow is well optimized, this new ground state energy includes a significant

portion of the previously absent correlation energy. Depending on the system, with a well-optimized

Jastrow, some VMC runs can recover over 80%-85% of the correlation energy[10]. To improve upon

this result, the more sophisticated diffusion Monte Carlo is required, which can recover upwards of

95% for some specific systems.

2.3 Diffusion Monte Carlo

Diffusion Monte Carlo (DMC) is one of the most accurate QMC methods available. It works by

evolving some trial state 	T forward in imaginary time to exponentially suppress all the component

states save the ground state. However, this method is not a silver bullet; it requires some specific

approximations to function on common states most systems will have that will be discussed in later

sections. Despite the drawbacks, DMC proves to be one of the most successful ab initio methods

predictive calculations of material properties.

The DMC algorithm is founded on the use of the imaginary time Schrödinger equation

�@�j	T (R,�)i= (Ĥ �ET )j	T (R,�0)i (2.17)

which is derived by simply proposing that the time parameter t in equation 1.3 is imaginary, e.g.

t = i�where the parameter � is real and subtracting some energy ET from the Hamiltonian. This

equation governs the time evolution of the system as a function of imaginary time. There are many

ways of expressing this equation, and to make it more suitable for numerical methods, it can be

transformed from a differential equation to an integral with the use of a Green’s function that obeys

the same time evolution as 	T . This transformation looks as follows

	T (R,�0 +�) =

Z

G (R R0,�)	T (R0,�0)d R0 (2.18)
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where � indicates some change in the imaginary time, and R0 is an initial set of coordinates. The

Green’s function, sometimes referred to as a propagator, maps the initial conditions of 	T (R0,�0) to

the evolved state 	T (R,�0 +�). The Green’s function can be expressed as follows

G (R R0,�) = hRjexp[��(Ĥ �ET )]jR0i, (2.19)

this operator in the limit of � tending to infinity will select out the ground-state and exponentially

suppress all other states. This is simple to show, if we assume ET is very close to the ground-state

energy then the argument of the exponential will not be small unless the state selected is also very

close to the ground state. Otherwise, each of the other states gets exponentially damped with respect

to �. If we represent the Green’s function in the �i (R), where �i are the eigenstates of the system,

the derivation goes as follows

G (R R0,�) =
X

i

j�i (R)iexp[��(Ei �ET )]h�i (R
0)j (2.20)

lim
�!1

hRjexp[��(Ĥ �ET )]j	T (Ri= lim
�!1

Z

G (R R0)	T (R0)d R0 (2.21)

= lim
�!1

X

i

j�i iexp[��(Ei �ET )]h�i j	T i (2.22)

= lim
�!1

j�0iexp[��(E0�ET )]h�0j	T i. (2.23)

From equation 2.23, it is obvious that the exponential term can only be made constant in the case

when ET goes to E0. Therefore, the ground-state will be isolated assuming there is non-zero overlap

between 	T and �0.

If we further analyze the specific form the Green’s function will take in DMC, we can first see the

form of the Green’s function if the potential terms are neglected. Without the interactions holding

the electrons in specific regions, the process looks identical to diffusion. Assuming the velocities of

each electron are uncorrelated, they will simply continue in their random direction. Over time, the

concentration of electrons in a specific region will drop and they will spread out on average. The

Green’s function governing a diffusion process in 3N dimensions is[10]

G (R R0,�) = (2��)
3N

2 exp

�

�jR�R0j2

2�

�

. (2.24)

Plugging this into equation 2.18, we get

	T (R,�0 +�) =

Z

(2��)
3N

2 exp

�

�jR�R0j2

2�

�

	T (R0,�0)d R0. (2.25)

Assuming we start our collection of positions R0 from a collection of points at �0 = 0, then equation
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2.25 becomes

	T (R,�) =
M
X

m=1

Z

G (R R0,�)�(R�R0)d R0

=
M
X

m=1

G (R R0,�).

(2.26)

	T after time evolution becomes a set of gaussians distributed through the space with a variance

determined by the timestep. These gaussians can then be sampled by delta functions to return to

discrete points in space, then the process can be iterated until the samples converge to a distribution

governed by the solution equation 2.17[10]. As in previous examples, this simple case will be the

jumping-off point to attack the full interacting problem.

Turning now to the case of the full Hamiltonian, interactions complicate the Green’s function.

Nominally, equation 2.24 does not govern the time propagation of the solution. However, using the

Trotter-Suzuki formula[30, 31], it is possible to approximate the effect of the potential.

exp[��(Â + B̂ )]� exp[��
B̂

2
]exp[��Â]exp[��

B̂

2
] +O (�3) (2.27)

The formula shows how to approximate an exponential operator of the form ��(Â + B̂ ) by splitting

one of the operators in taking the product of all three exponentials. The error resulting from this

approximation will be of order �3; therefore, if � is kept small the error will be negligible. With this

approximation, the Green’s function for the interacting system[32] is

G (R R0,�)� (2��)
3N

2 exp

�

�jR�R0j2

2�

�

�exp[��(V (R) + V (R0)�2ET )=2] +O (�3). (2.28)

The last factor in equation 2.28 acts as a dynamic weighting factor that insures the normalization

for the given �. Within the Metropolis algorithm, we would then evaluate the weight to see if the

proposed configuration is kept or discarded. However, because this weight can be greater than 1

when the configuration proposed is favorable, it is advantageous then to use this weight to create

or birth new walker in these regions where the weight is large. This modification is called the

birth/death algorithm. The algorithm quickly accumulates walkers in favorable regions and then

independently evolves those walkers as well. If a walker’s weight becomes low as it explores the

space, then the walker is removed with a probability corresponding to the weight.

2.3.1 Fixed Node Approximation

In our discussion of DMC so far, we have assumed the configurations or walkers to be a collection

of points evolved in imaginary time that equilibrate to the lowest energy configuration as time

progresses. These points simply correspond to electron positions, if plotted in a histogram, this can
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be used represent to the amplitude of the wave function. Unfortunately, we can only tell how many

electrons are in a given vicinity, not the sign of the amplitude in the region. For example, if we had two

initial populations of electrons where one was known to initially correspond to a positive amplitude,

and the other population was negative amplitude, after evolving in time, the populations would

intermix losing the antisymmetric signal. This poses a problem with using Monte Carlo to sample

the amplitude of the wave function; we implicitly assume the distribution is positive everywhere.

This problem is famously called the fermion sign problem and plagues all Monte Carlo methods that

work on the amplitude of the wave function. Note that this does not affect VMC because in VMC the

points are distributed according to the density j	T j2, as opposed to the amplitude, a quantity which

is positive-definite. If we wish to use DMC on a system that is antisymmetric, we need to prevent

the commingling of electrons from regions of positive and negative amplitude. What follows is a

method to treat the fermion sign problem in the case of fixed spin wave functions in real space. An

analogous treatment for systems lacking time-reversal symmetry exists, wherein the phase is held

constant for the duration of the simulation, but that lies outside of the scope of this thesis. More

on the fixed phase approximation can be found in the paper introducing the method by Ortiz and

company[33].

The most widely used method to correct this fundamental problem is the Fixed-Node approxi-

mation (FNA), the node being the 3N �1 hypersurface where the amplitude of the wave function

changes sign. Within the FNA, the original node of the trial function is preserved, any configurations

that cross the node are eliminated. This prevents the fermion sign problem, but there is a cost. Since

the nodes are not exact, the energy is biased as a result, i.e. since the node can not be varied, the error

incurred the node can not be minimized according to the variational method. Therefore, the energy

is slightly higher than the true ground-state energy. DMC finds the ground-state energy with the

caveat that its final accuracy is determined, in part, by this bias. Luckily, the bias is generally fairly

small, but it is system dependent. Analyzing this error is a matter of great interest in the field and

can provide useful insight into the final accuracy of predictions made within the DMC framework.

This is generally done using a method immune to the fixed-node bias such as CC and calculating

the system of interest very exactly with a number of increasingly large basis sets to extrapolate to the

complete basis set limit of the system, where the correlation energy would be fully recovered. This

is then used as a reference number to compare against a highly accurate DMC calculation to extract

the fixed node error. A comprehensive study of this style was carried out on many of the lighter

elements using effective core potentials[34]. As there is a dependence in the quality of the result on

the nodes from the trial function, a natural idea is to improve trial functions nodes. Alternative trial

functions compared to HF, DFT, and CI have been studied[35], but do not see widespread use. As is,

with a reasonable trial function from HF, it is possible to recover 95% or even more of the correlation

energy depending on the system in question. In the case of silicon it can be as much as even 97%

or more[34]. Despite the FNA being capable of handling large systems and avoiding the fermion

sign problem, with the naive algorithm many configurations are rejected. This leads to very long
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calculations that fail to sample near the node in an efficient manner.

2.3.2 Importance Sampling

As it stands, whenever a step takes a walker across the node, which happens randomly according

to the diffusion step in equation 2.28, that new step is rejected. However, the configuration is still

likely close to the node, therefore it will slowly accumulate samples near the node, but the node acts

as an infinite barrier and one that the walkers can not "see" until they cross it. It is possible to make

the algorithm far more efficient with the inclusion of a guiding-function. The guiding function is

typically defined as follows

f (R,�) = 	G (R)	T (R,�), (2.29)

where 	G is specifically the guiding function in question. If we cleverly insert 	G (R) into equation

2.17

�@� f (R,�) = 	G (R)(Ĥ �ET )	G (R)�1 f (R,�), (2.30)

with careful rearranging and gathering of terms, it becomes

�@� f (R,�) =�
1

2
r2 f (R,�) +r� [vD (R) f (R,�)] + [EL (R)�ET ] f (R,�). (2.31)

In equation 2.31 vD corresponds to a drift velocity defined by

vD (R) =r ln j	T (R)j= 	T (R)�1r	T (R), (2.32)

and with

EL (R) = 	T (R)�1Ĥ 	T (R) (2.33)

termed as the local energy similar to how it is defined in the context of VMC.

The corresponding Green’s function is necessarily altered from equation 2.28. The new Green’s

function is

G̃ (R R0,�) = 	T (R)G (R R0,�)	T (R0)�1 (2.34)

which maps the newly defined function f (R0,�0) to a new configuration R at some time �0 + �

according to

f (R,�0 +�) =

Z

G̃ (R R0,�)d R. (2.35)

After a similar approximation using the Trotter-Suzuki formula, the importance sampling Green’s

function can be written as

G̃ (R R0,�)� (2��)
�3N

2 exp

�

�
[R�R0��vD (R)]2

2�

�

�exp[��(EL (R) + EL (R0�2ET )=2]

�Gd (R R0,�)Gb (R R0,�).

(2.36)
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The most notable changes compared to the naive implementation’s Green’s function, are the inclu-

sion of a drift velocity term vD (R) that points towards the greatest increase in the magnitude of 	T ,

and instead of the potential V (R) in the reweighting factor, the local energy is used. Firstly, the drift

greatly helps to enforce the FNA as when a walker approaches the node, the drift pushes it away

proportional to one over the distance to the node. Therefore, with sufficiently small timesteps, the

chances that a walker crosses the node diminish very quickly, as �! 0 the fixed-node constraint be-

comes strictly enforced. However, in practice, small timesteps are used. Therefore, it is still possible

for node crossings to occur, though these are very uncommon within the sampling scheme. If they

do occur, then by making use of a Metropolis style rejection step

paccept(R R0) = min

�

1,
Gd (R0 R,�)j	T (R)j2

Gd (R R0,�)j	T (R0)j2

�

, (2.37)

efficiency of the algorithm is increased, by guaranteeing detailed balance. This accept/reject step

is correcting the inaccuracy in the Green’s function due to Trotterization, otherwise the system

would inherently conform to detailed balance[32]. The probability only depends on the Gd portion

of the overall Green’s function as Gb is the same whether moving from R to R0 or vice versa. With

this accept/reject step, generally, the acceptance ratio should be greater than 99%[10, 36, 32]. Using

the local energy in place of the potential energy is also a great boon to the efficiency. Assuming

that ET is very close to the ground-state energy, then the walker population should rarely fluctuate

across much of the configuration space R, whereas V (R) can change very quickly depending on the

positions of the electrons.

With the addition of importance sampling, the energy evaluation of the DMC energy is as follows

ED = lim
�!1

he ��Ĥ =2	T jĤ je ��Ĥ =2	T i
he ��Ĥ =2	T je ��Ĥ =2	T i

= lim
�!1

he ��Ĥ 	T jĤ j	T i
he ��Ĥ 	T j	T i

= lim
�!1

h	0jĤ j	T i
h	0j	T i

= lim
�!1

R

f (R,�)EL (R)d R
R

f (R,�)EL (R)d R
�

1

M

M
X

m=1

EL (Rm ),

(2.38)

where there are M samples of the mixed f (R,� !1). Equation 2.38 is often called the mixed

estimator, as it estimates the mean value of the local energy weighted by the mixed distribution. In

broad strokes, the DMC algorithm as employed in Reynolds et al[32] goes as follows

1. Initialize a set of configurations M , such that the electrons in each configuration are distributed

with probability density f (R,0), where f (R,0) is often taken to be j	T (R)j2 from a prior VMC

run.
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2. Pick one configuration m out of the list and diffuse each of the electrons according to Gd (R 
R0,�) where � is some small timestep. Each electron should move as

r(m )
i = r0(m )

i +�vD (r0(m )
i ) +� , (2.39)

where r0(m )
i is i th three dimensional position of configuration Rm , and � is a gaussian in three

dimensions with variance �. If the position crosses a node, the step is rejected and the process

starts from a new configuration Rl in the list.

3. Accept the move with probability given by equation 2.37.

4. For each walker, find the number of additional copies to spawn according to

ncopies = INT(�+ Gb (R0 R,�)), (2.40)

where � is a random number between 0 and 1 picked from a uniform distribution.

5. Gather samples of the quantities of interest from the configurations, and build the statistics.

6. Repeat steps 2 through 5. After some time to equilibrate, the sampling continues for as long

as necessary to reduce the statistical error to the desired threshold. Occasionally, update ET

to keep the number of configurations roughly constant.

To leverage the power of DMC, it is ideal to remove as many electrons as possible from the

calculation. QMC methods scale as the number of electrons in a system; O (Z 5.5�6.5).

2.4 Effective Core Potentials

As outlined in previous chapters, with an increasing number of basis functions and electrons, the

computational expense of a given calculation increases sharply depending on the method. In CI

and CC, both basis set methods, the cost increases based on the number of basis functions and the

level of excitation desired, e.g. for CISD the cost goes as O (n 6), and for CCSD(T) its O (n 7). However,

for QMC the cost purely depends on the number of electrons in the calculation, O (Z 5.5�6.5)[37, 38].

Both types of method benefit from having a reduction in the number of electrons, even in the case

of CI and CC, but in the case of basis set methods, the fewest basis functions possible would be one

contraction per electron though this would undoubtedly lead to poor estimates for the correlation

energy. For CI and CC n should always be larger, for very accurate energies much larger, than Z for a

corresponding QMC calculation. Therefore, it is of great interest to reduce the number of electrons

present within a given calculation when possible. This idea serves as the foundation for effective

core potentials (ECPs).

Due to how electron clouds form, as more electrons pile up, the inner core electrons become

more tightly bound. It becomes quite difficult to energetically excite those inner electrons, thus
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they are generally present in their ground state configuration. If one only cares about the valence

properties of a system, which is often the region of interest, then we can safely treat these inner

electrons as a "fixed" potential and remove them from the active simulation in an analogous way to

the Born-Oppenheimer approximation.

As a specific example, consider sodium. The ground state configuration of sodium is 1s 22s 22p 63s 1.

The electron that participates in most binding scenarios is the 3s 1 electron. In this case we can

remove the n = 1 shell to simplify the calculation. Obviously, making an 11 electron calculation into

a 9 electron calculation may not seem like a huge gain, but where the method shines is with heavy

elements. In the case of Au we can reduce number of electrons from 79 for the all electron case, to

only 19 with an ECP. Using ECPs is the only practical method to compute highly complicated solids

where the corresponding all electron system has thousands of electrons.

In the most ideal circumstances, an ECP should reproduce the electronic properties of the all

electron system. However, this is not simple to achieve in practice. Often the all electron system is

calculated as a reference within a given method, e.g. HF or DFT generally, then these numbers are

used in some capacity to optimize an ECP. One scheme, termed norm conservation, matches the

electron density of the all electron orbitals with the ECP’s pseudo-orbitals beyond a given radius

rcutoff. If the orbital is normalized, and the area under the curve beyond a given rcutoff matches, then

the relative charge should be distributed very similary to the all electron case. Another method is

to try to craft the ECP to match the energy gaps from either HF or DFT all electron calculations.

Either method has its pros and cons, but for most previous studies, correlation effects were mostly

ignored. The ECPs discussed in later chapters of this thesis are constructed to reproduce all electron

CCSD(T) gaps while preserving the semi-core eigenvalues.

How ECPs are implemented is by tweaking the Hamiltonian operator to include a new effective

potential term. The potential term consists of two portions, the local and non-local potentials. The

so-called, semi-local form is as follows:

VE C P = Vloc(R) + V̂nl , (2.41)

where the nonlocal operator is specified as

V̂nl =
X

‘

X

m

V̂‘j‘mih‘m j. (2.42)

The local term applies to every electron present in the calculation, whereas the non-local projectors

target the electrons of a given ‘ and m . Essentially, an electron in an s orbital will feel a distinct

effective potential compared to an electron in a p orbital and so on. Although this is not an issue in

quantum chemistry methods such as HF, CI or similar; this non-local term leads to some inaccuracies

in the case of QMC.

Using semi-local ECPs in DMC, the imaginary time Schrödinger equation for importance sam-
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pled DMC becomes

�@� f (R,�) =�
1

2
r2 f (R,�) +r� [vD (R f (R,�)] + [EL (R)�ET ] f (R,�) + [

WE C P 	G

	G
�

WE C P 	T

	T
] f (R,�).

(2.43)

The final term in brackets is, in principle, not known. Historically, this was treated by the locality

approximation, wherein that final term is ignored, supposing that the error is small[39]. However,

this breaks the variational principle for DMC, and may not always be a good assumption[40]. The

method to recover upperbound property of DMC is called T-moves[41], most modern codes for

QMC, such as QMCPACK[42], have some flavor of it implemented. Studies have shown that the

bias due to the locality approximation is highly sensitive to the Jastrow factor[40], so a robust

optimization scheme and careful analysis to minimize the bias incurred is a must when trying

to achieve maximum accuracy in DMC calculations using an ECP. Lastly, there has been some

development of so-called pseudo-Hamiltonians that completely eliminate the locality error[43] at

the cost of being more difficult to develop. Recently, work has been carried out to make a set for the

3d transition metals for use in QMC applications[44, 45]. Such potentials guarantee that all the error

from a DMC calculation comes purely from the fixed-node approximation[46]. The next chapters of

this thesis cover the development of correlation consistent effective core potentials (ccECPs), how

they are constructed, how they are tested, and their performance relative to other popular ECPs

that are previously available and widely used.
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Chapter 3
Correlation consistent effective core

potentials for late 3d transition metals

adapted for plane wave calculations

Reprinted from:

G. Wang, B. Kincaid, H. Zhou, A. Annaberdiyev, M. C. Bennett, J. T. Krogel, and L. Mitas. Correlation

consistent effective core potentials for late 3d transition metals adapted for plane wave calculations.

J. Chem. Phys. 157, 174307, Nov. 2022. [47], with the permission of AIP Publishing. This work includes

12 pages of supplemental material, accessible alongside the paper in the journal for chemical physics.

All data is accessible through the material data facility.

Contributions:

The thesis author performed all of the calculations and generated all data and figures related to Ni,

Cu, Zn. The author partially worked on Mn, and Cr, finishing a portion of the AREP optimization and

setup. Lastly, the author devised the method for softening the potentials, the method for checking

the cutoffs in Ry, as well as carried out all cutoff and solid state calculations.
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ABSTRACT

We construct a new modification of correlation consistent effective core potentials (ccECPs) for late 3d elements Cr–Zn with Ne-core that are
adapted for efficiency and low energy cut-offs in plane wave calculations. The decrease in accuracy is rather minor, so that the constructions
are in the same overall accuracy class as the original ccECPs. The resulting new constructions work with energy cut-offs at or below ≈400 Ry
and, thus, make calculations of large systems with transition metals feasible for plane wave codes. We also provide the basic benchmarks for
atomic spectra and molecular tests of this modified option that we denote as ccECP-soft.

Published under an exclusive license by AIP Publishing. https://doi.org/10.1063/5.0109098

I. INTRODUCTION

Key properties of matter, such as cohesion and magnetic or
optical responses, can be derived from valence electronic structure
calculations. Fortunately, electronic levels in atoms show a signifi-
cant distinction between core and valence states so that it is possible
to introduce valence-only effective Hamiltonians. The fact that core
and valence states occupy different ranges both in spatial and in
energy domains enables us to partition the atomic states into core
and valence subspaces. The theory of these well-known pseudopo-
tentials or effective core potentials (ECPs) has been perfected over
the decades, and it includes a number of criteria that model the
influence of the core on valence electrons as closely as possible
to the original, all-electron atom. This includes concepts such as
norm-conservation of one-particle states, consistency of energy dif-
ferences for atomic excitations, different forms, and beyond.1–16

The advantages of using ECPs are both qualitative and quantita-
tive. On the quantitative side, the valence energy scale and number
of degrees of freedom are essentially unchanged across the periodic
table with resulting orders of magnitude speed-ups in calculations.
On the qualitative front, ECPs can be constructed to mimic true
atoms by effectively taking into account not only single-particle
pictures but also core–core correlations, impact of core–valence
correlations, spin–orbit and other relativistic effects by employing

surprisingly simple, nonlocal, one-particle operators with lm- or
jlm-projectors. Of course, there is a price for these advantages since
there is always some ECP-related bias present. However, over the
years, the accuracy of high-quality ECPs has been steadily improving
and, at present, the corresponding errors typically do not dominate
electronic structure calculations.

Recently, we have introduced a new generation of such effec-
tive Hamiltonians, which we call correlation consistent ECPs
(ccECPs).17 We have emphasized several key principles in order
to significantly improve the fidelity with respect to the original,
all-electron Hamiltonian in broad classes of calculations, such as
molecular systems and condensed matter materials with periodic or
mixed boundary conditions. These principles involve (i) construc-
tions that minimize discrepancies between all-electron and ccECP
many-body atomic spectra as well as one-particle properties, such
as charge norm conservation; (ii) use of many-body methods that
include Coupled Cluster in constructions as well as quantum Monte
Carlo (QMC) in testing and benchmarking; (iii) for certain elements,
we introduced several sizes of valence and core subspaces including
all-electron regularized Coulomb potentials for very light elements
(for example, reg-ccECPs for H–Be elements); (iv) easy use with
simple parametrizations in Gaussian expansions; and (v) open data
website with full access and further adapting to particular types of
calculations.
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The derived ccECPs indeed turned out to be, in general, more
consistently accurate than previous constructions, and they also pro-
vide a better balance of accuracy in various settings. In particular,
the tests on molecules in non-equilibrium geometries have demon-
strated significantly improved transferability apart from equilibrium
atomic conformations. Some deviations from chemical accuracy
have occurred for early main group elements in 3s3p and 4s4p
columns at very short bond lengths of oxide molecules. This is a well-
known limitation due to the small number of valence electrons and
polarizability of the most shallow core states. For 3s3p elements, this
issue has been addressed by providing a [He]-core option that makes
the calculations essentially equivalent to the all-electron setting.
Being well-defined and tested, ccECPs also enabled us to put a bound
on systematic biases in quantum Monte Carlo calculations, for
example, in the study of molecular and solid state systems, includ-
ing very large supercell sizes with hundreds of valence electrons.18,19

Therefore, ccECPs provide both a practical tool and a valuable accu-
racy standard for the benchmarking of other constructions, and as
such, they are being independently probed by the community at
large.20

At the same time, the higher accuracy implies deeper potential
functions that make the valence-only electronic states less smooth
and more curved in the core region. This is fundamentally correct
since it mimics more accurately the distribution of effective valence
charges inside the core. This is corroborated by capturing the cor-
rect shape of molecular binding curves for hydride and oxide dimers
that probe both covalent and polarized bonds. For most elements,
the conventional core ccECPs can be used both in plane wave cal-
culations with energy cut-offs below roughly 400 Ry with converged
energy to 1 meV/electron or so. Unfortunately, for late 3d transition
metals with very deep 3s, 3p semicore and localized 3d states, the
cost of plane wave calculations goes up very significantly, needing a
cut-off of around 1400 Ry or more.

In order to overcome this limitation, we have identified possible
ways to decrease the energy cut-offs while keeping the accuracy at
a level comparable to the original ccECPs. Note that there is often
a very subtle balance between the parameterization details on the
one hand and their impact on ECP properties on the other. As we
commented upon before,17 even rather minor changes in ECP para-
meters could push the accuracy, charge smoothness, and curvature
in directions that are counterproductive. Similarly, over constrain-
ing of cost (objective) functions and/or over parameterizations could
be counterproductive as well since that could lead to linear depen-
dencies, costly undue optimizations, and overall inefficiency. In
what follows, we briefly describe the results of these adapted con-
structions, the corresponding forms, relevant updates of previously
introduced methods, results, and testing. The resulting ccECP-soft
constructions exhibit much shallower potential functions and offer
major efficiency gains in plane wave calculations.

The constructed ccECP-soft should be useful for a broad set of
calculations since for many valence properties, they exhibit a high
degree of fidelity to the original all-electron Hamiltonians. Com-
putationally, this is particularly relevant for highly developed plane
wave codes that employ Density Functional Theory (DFT) and post-
DFT methods. We note that DFT orbitals are now routinely used as
inputs for trial wave functions in QMC calculations. On the other
hand, ccECP-soft should also be attractive for DFT and post-DFT
calculations due to the mentioned genuine increase in accuracy and

transferability. Of course, it is understood that the DFT biases with
ECPs vs with all-electron in the core might differ due to the major
change in electron density inside the core. Therefore, one has to pay
attention to the consistency of DFT error cancellations for energy
differences and other properties. This is a known issue that has been
studied previously, for example, in Refs. 21 and 22.

II. ECP FORM

The parameterization of the ECPs is unchanged from23 follow-
ing a semi-local format,

Vpp
i = Vloc(ri) + ℓmax∑

ℓ=0
Vℓ(ri)∑

m
∣ℓm⟩⟨ℓm∣, (1)

where ri indicates the radial contribution of the ith electron, and ℓmax
is 1 for the elements investigated in this work. V loc is chosen to cancel
out the Coulomb singularity. V loc(r) has the form

Vloc(r) = − Z eff

r
(1 − e−αr2 ) + αZ effre−βr2 + 2∑

i=1
γie−δir2

, (2)

where Zeff is the effective charge of the valence space while α, β, δi,
and γi are parameters determined by the optimization. This form
explicitly cancels the Coulomb singularity and insures smooth
behavior at very small radii.8

The non-local potentials are parameterized as

Vl(r) = 2∑
j=1

βℓjr
nℓj−2e−αℓjr2

, (3)

where βℓj and αℓj are optimized for each non-local channel.

III. METHOD UPDATES

The methods employed in this work are largely adapted and
updated from our previous studies;23 therefore, here we recount
only the basic points and current modifications. Most of the dif-
ferences from the previous publication come in the form of more
stringent constraints during the optimization. In the cited work, the
exponents of the Gaussian expansions that form the pseudopotential
were allowed to freely move during optimization; thus, they could
increase or decrease as needed within a very wide range of permit-
ted values. Since the original objective was to maximize accuracy
and fidelity when compared to the all-electron setting, the resulting
pseudopotential functions were in general varied so as to reflect the
true all-electron and bare ion interactions experienced by a valence
electron.

In order to construct softer ECPs, constraints were placed on
the maximum allowed values for the exponents. This has two effects.
First, it smooths out the curvature of the potentials and, second, it
indirectly restricts the potentials’ amplitudes. The resulting poten-
tials are therefore more shallow and exhibit lower curvatures. This
in turn leads to lower cutoffs in plane wave expansions. Finally, in
our previous research we included highly ionized states in the objec-
tive function to construct each ccECP, while in this work we only
ionize to around +4 or +5. This focuses the objective function to
only account for likely configurations that could feasibly occur in
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molecules and solids and makes the optimization easier to perform
reliably. Thus, the optimization protocol is as follows:

1. Calculate high accuracy coupled-cluster with singles, doubles,
and perturbative triples [CCSD(T)] all-electron (AE) data for
each element that involves a set of excited states within the
desired energy window, and generate initial ECP candidates
with confirmed cutoffs below the desired threshold.

2. Applying the same techniques we previously employed,23

incorporate correlation energy into the optimization implic-
itly by finding the contributions to the energy from the scalar
relativistic Dirac–Fock calculation and then correlation con-
tributions from CCSD(T) calculations. Using the AE data, the
gaps are shifted as ΔEshifted = ΔEAE − ΔEcorr

ECP, where ΔEAE is the
AE coupled cluster (CC) gap, and ΔEcorr

ECP is the ECP’s cor-
relation energy contribution for the same gap. This is viable

because the correlation energy between ECPs that share the
same valence space tends to remain largely constant, as shown
in our previous paper.23 These new gaps will serve as the major
component of the objective function.

3. Considering a many-body spectrum S, the objective function
Γ is given by

Σ(S) = ∑
s∈S

ws(ΔE(s)
ECP − ΔE(s)

shifted), (4)

Γ = Σ(S) + γ∑
ℓ

(ϵECP
ℓ − ϵAE

ℓ )2, (5)

and it is minimized from an initial guess using the DONLP2
routine.24 ϵAE

ℓ denote the AE one-particle scalar relativistic
Hartree–Fock eigenvalues for the semi-core orbitals (3s and

TABLE I. Parameters for the ccECP-soft. For all ECPs, the highest ℓ value corresponds to the local channel L. Note that the
highest non-local angular momentum channel ℓmax is related to it as ℓmax = L − 1.

Atom Zeff ℓ nℓk αℓk βℓk Atom Zeff ℓ nℓk αℓk βℓk

Cr 14

0 2 9.800 322 89.846 846

Mn 15

0 2 11.244 397 57.880 958
0 2 8.010 010 18.997 257 0 2 11.614 251 92.965 750
1 2 8.785 958 44.926 062 1 2 8.702 628 44.447 892
1 2 7.014 726 14.003 861 1 2 14.217 018 41.889 380
2 1 3.497 383 14.000 000 2 1 4.039 945 15.000 000
2 3 3.611 831 48.963 362 2 3 4.200 000 60.599 175
2 2 3.449 201 −56.466 431 2 2 4.139 297 −65.806 234
2 2 2.009 794 0.968 440

Fe 16

0 2 13.221 833 153.088 061

Co 17

0 2 11.423 427 90.855 286
0 2 7.769 539 11.680 385 0 2 9.920 127 25.185 194
1 2 9.100 629 40.685 923 1 2 9.811 352 48.270 556
1 2 7.483 933 14.200 485 1 2 9.340 854 14.620 602
2 1 3.798 917 16.000 000 2 1 3.932 921 17.000 000
2 3 3.576 729 60.782 672 2 3 4.547 187 66.859 664
2 2 3.514 698 −66.518 840 2 2 4.242 934 −76.154 505
2 2 3.058 692 1.621 670 2 2 2.106 360 1.483 219

Ni 18

0 2 10.199 961 41.053 383

Cu 19

0 2 12.068 348 78.019 159
0 2 11.552 726 66.727 192 0 2 9.360 313 27.107 011
1 2 8.131 870 24.281 961 1 2 13.173 488 54.905 280
1 2 11.380 045 36.306 696 1 2 6.969 207 14.661 758
2 1 3.641 646 18.000 000 2 1 3.806 452 19.000 000
2 3 3.641 643 65.549 624 2 3 4.021 416 72.322 595
2 2 3.637 271 −73.527 489 2 2 3.885 376 −84.688 200
2 2 3.327 582 −0.856 416 2 2 2.626 437 3.393 685

Zn 20

0 2 12.006 960 56.869 394
0 2 9.103 589 34.859 484
1 2 10.245 529 32.153 902
1 2 7.286 335 15.898 530
2 1 3.465 445 20.000 000
2 3 3.528 420 69.308 902
2 2 3.545 575 −83.673 652
2 2 2.234 272 0.840 046
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3p in this case) and similarly ϵ ECP
ℓ denote the corresponding

Hartree–Fock eigenvalues.
4. Step 3 will keep iterating to minimize the objective func-

tion, resulting in the final ECP once a sufficient minimum is
reached.

Equation (5) is the same as seen in previous work by the group on
the 3d transition metals.23 As these optimizations follow a multi-
variate minimization scheme and the objective function landscape
exhibits multiple valleys, the quality of the final output depends on
the initial guess and is also optimization procedure dependent. In
order to overcome this, we have used a number of different initial
starting points as well as different sets of weights that enable the rou-
tine to explore a much larger part of the parameter space. This has
provided well-optimized solutions that fulfil the imposed accuracy
requirements.

The overall target for the plane wave energy cut-off was≈400 Ry. We found this value to be close to the “sweet spot” with
regard to the balance between accuracy vs gains in efficiency. Of
course, this value serves only as a guiding parameter since the actual
cut-offs in various codes will depend on calculated systems, accuracy
criteria, etc.

IV. RESULTS

All the ECP parameters are given in Table I. For all updated
ECPs in this work, the core removed is the innermost ten electrons,
referred to as a [Ne]-core for simplicity.

The errors of the atomic spectrum for ccECP and ccECP-soft
are evaluated by the mean absolute deviation (MAD) of considered
atomic excitations that include bounded anions, s → d transfers and
cations up to third/fourth ionizations

MAD = 1
N

N∑
i

∣ΔE ECP
i − ΔE AE

i ∣. (6)

For all the elements, the errors are provided at their complete basis
limit (CBS). The CBS atomic state energies are estimated from the

FIG. 1. Mean absolute deviations (MADs) of atomic excitations for ccECP and
ccECP-soft with the reference represented by the scalar relativistic RCCSD(T)
method.

extrapolation method we used in our previous papers.18,23,25 The
detailed data of the AE spectrum and ECP discrepancies for each
atom can be found in the supplementary material.

In Fig. 1, we show the summary of spectral errors of ccECP and
ccECP-soft compared to AE calculations. ccECP-soft constructions
show mildly larger discrepancies compared to ccECPs, but the MAD
errors are essentially within chemical accuracy for all the elements.
All energies involved are in eV unless specified otherwise.

A. Cr
Cr starts off the set and showcases some of the compromises

made to soften the previously made ccECPs. The spectrum per-
formance is of a similar quality for the chosen spectra sets as the
standard ccECP but is decidedly worse at higher ionizations. In gen-
eral, all of the ccECP-soft pseudopotentials struggle to capture the
nature of highly ionized states and, as such, require truncated train-
ing sets compared to the standard ccECPs. Despite this, Cr does well
to demonstrate the benefits that such compromises can lead to. The

FIG. 2. Binding energy discrepancies for (a) CrH and (b) CrO molecules with the reference being the scalar relativistic all-electron CCSD(T) result. The shaded region
indicates the band of chemical accuracy. The dashed vertical line represents the equilibrium geometry.
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Chapter 7
Conclusions

The majority of this work has focused on the development of highly performant correlation-consistent

effective core potentials. Pursuant to this goal, we developed new methods for crafting suitable

ECPs for use in plane-wave contexts and delving further down the periodic table to the technically

challenging lanthanides.

In chapter 3, we crafted and tested correlation energy reproducing ECPs with the goal of making

a robust set that will see use in the demanding calculations of solids. Initially, the original 3d

transition metal ccECPs were not suitable for use in periodic systems, as they required large kinetic

energy cutoffs to converge to a stable energy. However, by modifying the methodology used to craft

the ccECPs for these elements, speci�cally ensuring that none of the exponents used in the local

potential exceeded a reasonable value, the cutoffs for the series Chromiumm to Zinc were reduced

from 1000 Ry to around 400 Ry, with minimal loss of accuracy.

Chapter 4 focused on our work with developing spin orbit ccECPs for heavy elements. We

worked to craft a set of heavy element ccECPs that are fully spin orbit capable for a series of topical

elements out of the 4d , 5d , as well as 5p and 6p elements. These ccECPs were crafted with speci�c

consideration to the kinetic energy cutoff from the outset for suitability in plane-wave codes, while

acting as the �rst set of ccECPs with spin orbit terms. We tested these ccECPs' performance at

the �xed phase spin orbit DMC level, comparing their results with the well-respected Stuttgart

pseudopotentials and to experiment. These new SOREP ccECPs proved quite competitive with

the legacy ECPs, even outperforming the older ECPs in a number of the dimer bonding tests we

performed. Speci�cally, in the case the gold dimer, the discrepancy in the binding energy was within

the error bar when compared to the experimental reference value at the equilibrium bond length.

Chapters 5 and 6 oversaw the expansion of ccECPs within the heavier elements on the periodic

table and broke into the lanthanide series. Lanthanides pose a number of dif�culties when trying to

craft ECPs. They have very large spin orbit corrections, in addition to a number of nearly degenerate

low-lying states in the atomic spectrum of many of the atoms. Lastly, using the traditional choice for

an ECP core would necessitate the inclusion of the entire n = 4 electron shell. Even for the lightest
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lanthanides, this would increase the number of electrons in the explicit calculation to around 30,

which while it would be accurate, so many electrons would make even simple solids that used

lanthanide ECPs prohibitively expensive. Our solution was to use a fairly uncommon choice for

the core, where the n = 4 shell is placed in the core with the exception of the 4f subshell. This

reduced the number of electrons to an acceptable level, and through testing; we determined that

this produced ccECPs that were very accurate at the CCSD(T) level when compared with all electron

reference calculations, often outperforming the frozen core calculations for the molecular binding

energy discrepancies. We used this new methodology to craft several ground-breaking lanthanide

ccECPs that are designed for general application within a variety of quantum chemistry and solid-

state physics codes. This paves the way for completing a full set of ccECPs through the rest of the

periodic table.
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