
ABSTRACT 

WALSH, EVAN SCOTT. Development of Assays and Analyses for Single-Cell RNA and 

Immune Repertoire Sequencing (Under the direction of Dr. Xinxia Peng) 

With cellular resolution to gene expression that single-cell RNA sequencing (sc-RNAseq) 

technologies provide, researchers can begin to address questions beyond the purview of traditional 

bulk RNA sequencing. As a result, sc-RNAseq experiments have become increasingly more 

commonplace in genomics and genetics studies across a range of disciplines. Despite its emerging 

utility, many technical and analytical challenges persist in sc-RNAseq experiments and protocols. 

Using some single-cell platforms, such as 10x Genomics, a single experiment can yield up to 

10,000 cells but is susceptible to low transcript capture rates during sequencing library generation. 

These missing transcripts correspond to missing values in sc-RNAseq data and are therefore a 

source of many computational challenges still to be addressed. Furthermore, researchers interested 

in performing paired single-cell gene expression and immune repertoire sequencing analysis are 

limited to working with human or mouse cells when commercial reagents are all that is available 

to them. In this work, we demonstrate the short-comings of conventional sc-RNAseq feature 

selection methods and propose an alternative method with better performance across several 10x 

Genomics datasets. Additionally, we develop and validate a new single-cell immune repertoire 

sequencing assay for the rhesus macaque animal model (Macaca mulatta). Lastly, we 

systematically analyze PacBio RNAseq data (Iso-seq) of domestic ferret (Mustela putorius furo) 

splenocyte and lymph node samples. This analysis allowed us to generate the first complete 

reference of ferret immunoglobulin (Ig) and T-cell receptor (TCR) constant region genes. This 

reference allowed us to further develop and validate a single-cell immune repertoire sequencing 

assay for the domestic ferret like that of rhesus macaque. 



In Chapter 1, we begin by introducing the biological motivations underlying this work 

and how the following chapters collectively address them. In Chapter 2 we describe a pilot sc-

RNAseq study investigating the role of Epidermal Growth Factor Receptor (Egfr) in the production 

of glial cells (gliogenesis) in the developing mouse embryo cortex using a conditionally deleted 

Egfr allele. Due to specific aims and experimental design of this study, we develop a supervised 

feature selection approach employed in conjunction with low-dimensional cell clustering and 

embedding. This novel feature selection approach revealed significant associations between Egfr 

genotype and oligodendrocyte developmental phase. These results served, in part, as motivation 

for Chapter 3 in which we develop a new, computational algorithm to perform unbiased feature 

selection in sparse, high-dimensional sc-RNAseq data. We illustrate that this method is robust to 

technical gene expression heterogeneity when compared to the standard feature selection methods 

and performs better in multiple real and simulated sc-RNAseq datasets. In Chapter 4, we 

experimentally validate and optimize rhesus specific single-cell immune repertoire sequencing 

(Rep-seq) assays that are fully compatible with commercial solutions for single-cell immune 

repertoire profiling (10x Genomics). These assays include the ability to profile low-abundant ŭɔ T 

cells, which is not available using commercial reagents for human and mouse. In Chapter 5 we 

describe our analysis of ferret PacBio Iso-seq data for the annotation of Ig and TCR constant region 

genes. In this chapter we describe, to our knowledge, the first complete reference of all known 

ferret Ig and TCR constant region genes. We subsequently use this reference as a resource to design 

assays compatible with the 10x Genomics single-cell immune repertoire sequencing assay which 

would enable more accurate and in-depth profiling of ferret Ig and TCR repertoires. In Chapter 6 

we provide summary remarks and future directions. 
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MOTIVATION  

Our interests are to develop and improve computational methods, single-cell assays, and 

immunogenetic resources for better practices and a broader application of single-cell RNA and 

immune repertoire sequencing in biomedical research. As a result, our research has been divided 

into two parts.  

The first part of our single-cell research focuses on the development of co-occurrence 

correlation analysis in sc-RNAseq data, primarily as a method of feature selection. Due to the high-

dimensional nature of sc-RNAseq data, transforming the data into an interpretable number of 

dimensions, while still capturing high-dimensional variation in gene expression, is often critical to 

effective interpretation (1). The first step of this transformation process is known as feature 

selection. Feature selection occurs by choosing the informative genes (features) that serve to 

discriminate the different cell types and cell states that are present in a population (2). Our 

motivation to develop this unsupervised feature selection algorithm (Chapter 3) stems from its 

application in similar types of sparse sequencing data (3), its efficacy in a supervised manner 

(Chapter 2), and limitations of current feature selection algorithms (Chapter 3). 

The second part of our single-cell research has focused on developing single-cell immune 

repertoire sequencing assays and immunogenetic resources for model organisms relevant to 

infectious disease and adaptive immune response research. Our focus lies on the application of 

these technologies to rhesus macaques (Macaca mulatta) and domestic ferrets (Mustela putorius 

furo). Rhesus macaques have been used to model the adaptive immune response to infectious 

disease from such agents as varicella zoster (4), HIV (5-7), and Sars-Cov-2 (8), as well as other 

immune-related studies and diseases such as allograft rejection (9) and graft-versus-host disease 
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(10). Ferrets, similarly, have emerged as a popular model organism of human respiratory diseases 

due to their susceptibility to COVID-19 (11) and human influenza infection (12,13). 

To facilitate the proper translational application of model organisms such as rhesus 

macaque and ferret, genomic resources and next-generation sequencing technologies must be 

available. Specifically in this document, we have focused on designing assays and immunogenetic 

resources that are compatible with the 10x Genomics paired gene expression and immune 

repertoire sequencing analysis. The paired single-cell gene expression and immune repertoire 

analysis has emerged as an powerful opportunity in which to study the adaptive immune response. 

Multiple research groups have used this assay to identify neutralizing antibodies against Sars-Cov-

2 infection in humans (14,15). However, commercial reagents used to target and enrich for 

immunoglobulin (Ig) and T cell receptor (TCR) transcripts in single-cell assays are only available 

for human and mouse, due to sequence variation of Ig and TCR genes across species. Efforts to 

increase the application of the high-throughput, next-generation sequencing technology to 

important model organisms such as rhesus macaque and ferret are therefore imperative. 

CONTRIBUTIONS  

In Chapter 2 we utilize a novel, supervised feature selection algorithm to reveal the effect the 

Epidermal Growth Factor Receptor (Egfr) knockout has on gliogenesis in the forebrain of mouse 

embryos at day 17.5 of embryogenesis (E17.5). Feature selection is an important step in the 

clustering analysis of sc-RNAseq data. Feature selection is the process in which a subset of genes 

(features) is selected as input to dimension reduction techniques such as Principal Components 

Analysis (PCA) (16) and Uniform Manifold Approximation and Projection (UMAP) (17), as they 

are assumed to be useful in segregating the different cell types or cell states in the population. 

Selecting incorrect or inappropriate features to be used in PCA, UMAP, and cell clustering can 
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lead to incorrect or aberrant cell clustering and classification. The utility  of this supervised 

approach prompted us to systematically evaluate standard feature selection approaches in sc-

RNAseq analysis and design an unsupervised approach to overcome the standard methodologiesô 

limitations and pitfalls. We clearly demonstrate how our new approach is not susceptible to the 

same technical challenges. Together, the results presented in Chapter 2 and Chapter 3 

demonstrate the utility and increased performance of our feature selection algorithm to complex 

single-cell RNAseq datasets. 

In Chapter 4, we used the 10x Genomics immune profiling assay (18) to generate paired 

gene expression and Ig/TCR immune repertoires of thousands of rhesus macaque single cells from 

multiple sample types and tissues. To our knowledge, this was the first single-cell immune 

repertoire profiling assay performed in rhesus macaque cells. In addition, our assay was able to 

successfully target and enrich for the lowly expressed TRG and TRD transcripts, which is not yet 

available using human or mouse commercial reagents. Using similar computational analyses to 

previous work in our lab, in Chapter 5, we profile full-length Ig and TCR mRNA transcripts to 

increase the immune repertoire resources available for the domestic ferret animal model and 

demonstrate a single-cell, ferret specific 10x Genomics immune repertoire profiling assay. In 

Chapter 5, we annotate variable (V), diversity (D), joining (J), and constant (C) region genes from 

all known Ig and TCR isotypes and chain types. Collectively, the results and analyses described in 

Chapter 4 and Chapter 5 establish a computational pipeline which utilizes PacBio Iso-seq data 

to establish the immunogenetic resources and PCR primers needed to perform the 10x Genomics 

immune repertoire profiling assay in any model organism. 
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CHAPTER 2: SUPERVISED FEATURE SELECTION USING CO-OCCURRENCE 

CORRELATION ANALYSIS: A CASE STUDY OF SINGLE CELL RNA ANAYLSIS OF 

CONDITIONAL DELETION OF EPIDERMAL GROW TH FACTOR IN THE MOUSE 

EMBRYO FOREBRAIN  
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INTRODUCTION  

Due to rapid technological advances, single-cell RNA sequencing (sc-RNAseq) is becoming a 

popular technology for profiling gene expressions at single-cell resolution. A standard analysis of 

sc-RNAseq data is to cluster cells based on the similarities and differences of their expression 

profiles, and to assign cell type labels based on the detection of established marker genes within 

individual cell clusters. To cluster cells in these high-dimensional datasets, a subset of 

óinformativeô genes will be selected and used as input in dimension reduction techniques such as 

principal component analysis (PCA) and uniform manifold approximation and projection 

(UMAP).  

Choosing informative genes for cell clustering is known as the feature selection step. The 

common strategy for feature selection is to choose about 500 to 3000 genes with the largest 

variances in the dataset. Since the estimation of the variances of individual genes does not rely on 

any information about specific experimental conditions, we refer it as óunsupervisedô approaches 

here. However, often researchers are also interested in investigating the functions of specific genes, 

therefore a more targeted approach may be more desired.  

To address this need, here we present a supervised feature selection approach which is 

based on the co-occurrence measurements in sc-RNAseq data. In particular, we applied this 

supervised approach to investigate the impact of conditional deletion of the Epidermal Growth 

Factor Receptor (Egfr) gene during the mouse embryo forebrain development by sc-RNAseq 

analysis. It is known that the balance between the two major cell types within the brain (neurons 

and glia) and their genesis is critical for the functional growth and development of the central 

nervous system (CNS). Therefore, the balance between neuronal and glial cell development is a 

precisely regulated process that is controlled by both internal and external mechanisms acting of 
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neural stem cells (NSCs). Aberrant production of either neurons or glial cells is common too 

several neurodevelopment diseases such as multiple sclerosis (1), autism (2), and brain tumors (3). 

The need to understand neuronal vs glial cell fate specifications is therefore relevant to understand 

these neurological disorders and potential treatments or therapies. 

Due to the ability of NSCs to undergo neurogenic and gliogenic processes the segregated 

generation of these major cell types has been extensively studied. One of the most important 

signaling molecules in the developing forebrain and known to be expressed in NSCs (4-7) is Egfr. 

The role that Egfr plays in these genic processes, as well as other aspects of the neuron and glial 

cell maturation, has been robustly studied. Knockout and gain of function studies of Egfr have 

demonstrated defects in astrocyte proliferation (8-10) and increased progenitor cell migration 

(11,12), respectively. Additionally, Egfr expression has been linked to oligodendrocyte 

development (13) and an increase in likeliness to give rise to glial cells (14). In all, these studies 

show convincingly that Egfr may play significant roles in the development of the CNS and the 

temporal segregation of neurogenesis and gliogenesis. 

To gain better insight into the extent of Egfrôs role in forebrain development, our 

collaborator Dr. Troy Ghashghaei and his group at NC State University selectively ablated Egfr 

using an established conditional allele (12) in Nestin-cre mice. Comparison of wild-type and 

conditionally-deleted brains was performed using sc-RNAseq, a now popular technique for 

studying heterogenous tissues such as CNS at developmental time points (16-21). Using our 

supervised feature selection approach we were able to demonstrate that Egfr might play critical 

roles in the development of oligodendrocytes. These results demonstrate that supervised 

approaches can be attractive alternatives to standard sc-RNAseq methodologies for targeted 

investigations. 
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RESULTS 

Single-cell transcriptomic profiling of Nes:MADM:+/+ and Nes:MADM:F/+ mouse embryo 

cortices 

To investigate the role of Egfr in the gliogenic processes of the cortex we utilized Nes:MADM 

cells on the F/+ background. Clonal recombination within the F/+ cortices results in a wildtype 

(red) cell with two functional Egfr alleles. These wildtype red cells produce double the dosage of 

Egfr relative to their environment, while their sister green cells are Egfr-null. We transcriptionally 

profiled mouse neocortical cells from Nes:MADM:+/+ and Nes:MADM:F/+ backgrounds. 

Cortices were micro dissected, and MADM cells were sorted and subject to the 10X Genomics 

Chromium platform. We generated high-quality transcriptomes for 5,837 Nes:MADM:F/+GFP, 

6,834 Nes:MADM:F/+Td, 3,679 Nes:MADM:+/+Td, 3,282 Nes:MADM:+/+GFP cells for a total 

of 18,106 cells from 3 biological replicates per genotype. Single-cell libraries were sequenced to 

a median depth of 4,485 unique molecular identifiers (UMIs) per cell and detected a median of 

2,007 genes/cell (Supplemental Figure 1b). The depth of sequencing was comparable to those in 

recent studies (18,19). Based on the Uniform Manifold Approximation and Projection (UMAP) of 

cell gene expression profiles, we were able to observe the four major cell clusters which showed 

mutually exclusive expression patterns of broad cell-type markers genes including: Neurod2 

(excitatory neurons), Gad2 (inhibitory neurons), Mt3 (astrocytes), and Olig1/2 (oligodendrocytes) 

(Figure 1b). These major cell types were iteratively assigned to cell barcodes subsequently 

(Materials and Methods) (Figure 1a).  

After our cell type classifications, we next wanted to assess the frequency of Egfr 

expression across genotypes and cell types. Egfr in the cortex has been detected as early as E13 

(11), but at very low levels. Egfr expression increases at E16 (11,22,23), which coincides with the 
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decline in the production of neurons (24, 25) and the shift to an increase production of glial cells. 

The reports on the temporal expressions of Egfr were consistent with what was detected in our sc-

RNAseq data. We observed a higher frequency of Egfr+ cells in astrocyte and oligodendrocytes 

Figure 1. sc-RNAseq analysis of Nes:MADM:F/+ and Nes:MADM:+/+ cells to identify major cell types and measure 

Egfr expression frequency. A) Integrated UMAP reduction of the four major cell types present in  Nes:MADM:F/+ and 
Nes:MADM:+/+ split by their genotype. B) Cell-type analysis of Nes:MADM cells. Canonical maell-type analysis of in 

vivo Perturb-Seq of ASD/ND de novo risk genes. Canonical marker genes were used toidentify (left) major cell 

clustersrker genes were used to identify major cell clusters. C) Percentage of cells that Egfr expression was detected in 

across the four major cell types. Numbers on top of bars represent the raw number of cells that Egfr was detected in.  
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then we did in either excitatory or inhibitory neurons, among the three Egfr wild type samples 

(Figure 1c). Furthermore, the frequency of Egfr+ was significantly lower in the Egfr-null cell line 

Nes:MADM:F/+GFP, providing us with confidence that the knockout was successful.  

Due to the potential role of Egfr in gliogenesis and other glial cell developmental processes, 

we next wanted to determine if Egfr genotype was associated with our major cell type 

classifications. To determine if there were potential associations between genotype and cell type, 

we ran a chi-square test for independence between the frequency of cell type and Egfr genotype 

and found the two categories to be significantly associated (ɢ2 = 136.3, p-value = 6.02e-25) 

(Supplementary Table 1). Next, we were interested in what cell type by genotype combinations 

were driving this significant association. Therefore, we calculated the standardized residuals for 

each contingency table entry and used permutation analysis of our discrete categories to determine 

if any residual values had absolute values greater than what was observed by random chance 

(Materials and Methods). Standardized residual values represent a statistical measure of the 

deviation between the observed and expected number of items (cells) per category. Positive values 

represent more observed items than expected and vice versa. We observed two significant 

standardized residual values. The oligodendrocyte - Nes:MADM:F/+Td entry had a residual value 

of 10.48. The oligodendrocyte ï Nes:MADM:F+/GFP had a residual value of -7.49 

(Supplemental Table 1). Due to the fact that our significant residual values were observed in our 

conditionally-deleted samples (Nes:MADM:F/+) and the cell type with the highest frequency of 

Egfr+ cells (oligodendrocytes), we were motivated to perform a sub-clustering analysis of 

oligodendrocytes.  
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Sub-clustering analysis of oligodendrocytes driven by Egfr co-occurrence analysis 

Despite Egfr expression being most frequent within the population of oligodendrocytes, in 

approximately half of oligodendrocytes Egfr transcripts was not detected. Based on these findings, 

we wanted to use the Egfr expression pattern to guide our bioinformatic analysis of 

oligodendrocytes. To do this, we first classified oligodendrocytes into two groups based on their 

expression of Egfr (Egfr+ : nonzero UMIs, Egfr- : zero UMI). Next, we measured the co-

occurrence correlation between the Egfr and the other 15,566 genes expressed among 

oligodendrocytes. Co-occurrence analysis treats gene expression data as a binary indicator of the 

presence or absence of a gene transcript in a cell has been shown to be a statistically robust way to 

determine positive and negative correlations between genes (26).  

Using co-occurrence-based correlation, we identified 61 genes that were positively 

correlated with Egfr and 54 genes that were negatively correlated within oligodendrocytes (adj. p-

value < 0.05). Display of the 115 Egfr-correlated genes in a binary, hierarchical-clustered heatmap 

revealed several gene expression modules present within the oligodendrocyte population 

(Supplemental Figure 2). To visualize the transcriptional heterogeneity across oligodendrocytes, 

we thus used those Egfr-correlated genes as input to Principal Components Analysis and 

subsequently UMAP and k-means clustering (Figure 2a&b). 

After embedding and clustering the oligodendrocytes with Egfr-correlated genes, we used again 

used a chi square test for independence to determine if there was an association between genotype 

and, in this case, our newly generated cluster IDs. Following the statistically significant result (ɢ2 

= 66.7, p-value = 6.82e-11), we again calculated the adjusted residuals for each contingency table 

cell to determine the source(s) driving the association. In this case, we determined four 

contingency table entries to be significant via permutation analysis (Table 1). Cluster 0 ï 
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Nes:MADM:F/+Td had a positive, statistically significant value while Cluster 0 ï 

Nes:MADM:F/+GFP had a negative, statistically significant value. The opposite trends among the 

two Nes:MADM:F/+ genotypes were observed in association with Cluster 1. We observed that 

Egfr expression was highly concentrated in cluster 1 (Figure 2c) and therefore we reasoned that 

this was why we observed the significant increase in Nes:MADM:F/+Td cells and significant 

decrease in Nes:MADM:F/+GFP cells. To try to determine why the opposite associations were 

observed between Nes:MADM:F/+ and cluster 1 we utilized differential expression analysis in 

order to identify gene expression signatures of Cluster 1 cells. Interestingly, the top two genes 

upregulated within cluster 1 were Dlx1 and Dlx2 (Figure 2c).  

Figure 2. Nes:MADM:F/+ and Nes:MADM:+/+: sub-clustering analysis of oligodendrocytes. A) UMAP reduction of 

oligodendrocytes colored by their cluster identification number. B) UMAP reduction of oligodendrocytes colored by genotype. C) 

Volcano plot showing the differentially expressed genes in cluster one vs the remaining oligodendrocytes. Dlx1 and Dlx2 are 

highlighted in red and labeled as the most upregulated genes within cluster 1. D) Binary expression pattern (black = present, grey 

= absent) of markers of oligodendrocyte development. Cells and genes are clustered hierarchically using the binary distance 

measurement.  
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Dlx1 and Dlx2 are members of the Dlx gene family which consists of homeobox-containing 

transcription factors (27) and have been extensively studied in the context of perinatal glial and 

neuronal development (reviewed by 28). Because Dlx1&2 expression appeared to be a signature 

of cell in cluster 1, and their relevance to neural and glial development we investigated their 

relationship to Egfr in terms of co-occurrence correlation. All Dlx family genes, including 

antisense Dlx ncRNAs, appear to be negatively correlated with Egfr expression (Figure 2d & 

Supplemental Table 2). We also looked at expression of Dlx1 and Dlx2 across our major cell 

types and found that it was overly expressed in the population of inhibitory neurons (Data not 

shown). In summary, Nes:MADM:F/+GFP oligodendrocytes are characterized by expression of 

Dlx1&2 and whose expression patterns are negatively correlated with Egfr.  

Table 1.  Oligodendrocyte chi square test for associations between cell genotype and cluster ID. Reported in this table is the 

standardized residual values of the test and whether that value was significant determined via permutation analysis. Additionally, 

reported are the observed and expected number of cells, and the scaled deviation between observed and expected. Statistically 

significant associations are highlighted in gold. 

Oligodendrocyte F+/++ chi square test: genotype X cluster ID 

Genotype Cluster_ID StdRes Significant Obs Exp O-E / E 

++_GFP 0 0.69 FALSE 34 31.38 0.08 

++_Td 0 -3.27 FALSE 26 39.8 -0.35 

F+_GFP 0 -5.94 TRUE 13 37.46 -0.65 

F+_Td 0 6.23 TRUE 178 142.36 0.25 

++_GFP 1 -1.3 FALSE 13 17.38 -0.25 

++_Td 1 1.61 FALSE 28 22.04 0.27 

F+_GFP 1 5.05 TRUE 39 20.75 0.88 

F+_Td 1 -3.95 TRUE 59 78.84 -0.25 

++_GFP 2 1.92 FALSE 16 10.62 0.51 

++_Td 2 0.82 FALSE 16 13.48 0.19 

F+_GFP 2 0.77 FALSE 15 12.69 0.18 

F+_Td 2 -2.44 FALSE 38 48.21 -0.21 

++_GFP 3 -1.49 FALSE 4 7.62 -0.48 

++_Td 3 1.98 FALSE 15 9.67 0.55 

F+_GFP 3 1.49 FALSE 13 9.1 0.43 

F+_Td 3 -1.54 FALSE 29 34.6 -0.16 
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DISCUSSION 

In this study, we presented a supervised feature selection approach to analyze sc-RNAseq data 

from wild type and conditionally-deleted Egfr brain cells in the mouse cerebral cortex at E17.5. 

We demonstrate an upregulation of Egfr expression in glial cell populations compared to neuronal 

at this time point and differential cell clustering based on Egfr expression pattern (genotype). 

Olig2-expressing, Egfr-null cells were characterized by upregulation of Dlx1&2 homeobox 

transcription factors. These gene were not only upregulated by Egfr-null cells, but also negatively 

correlated with Egfr itself and abundantly expressed by inhibitory neurons.  

These findings are highly consistent with the current knowledge. For example, Dlx1 and Dlx2 

have been well-reported as having critical roles in the specification of progenitor cell types in 

several locations within the developing brain, specifically involving inhibitory (GABAergic) 

neurons (29-31). In addition, Dlx1&2 have specifically been reported to repress oligodendrocyte 

precursor cell (OPC) by negatively regulating Olig2 expression (32), and that Olig2+ positive cell 

may be able to enter an inhibitory neuron development (33,34). Additional biological insights will 

be described separately. To further characterize the functional differences between Olig2+/Egfr+ 

and Olig2+/Egfr- cells, future work could include Dlx1/2 co-occurrence correlation in conjunction 

with functional enrichment analyses (35). Furthermore, given the reported role of Dlx1/Dlx2 

expression in progenitor cells becoming inhibitory neurons, separate analysis of inhibitory neurons 

may reveal additional gene expression differences between Egfr-WT and Egfr-NULL cells. 

Instead of following standard workflows of sc-RNAseq analysis, we devised an alternative feature 

selection strategy to investigate the functional impact of Egfr deletion. Our strategy is particularly 

suited for exploring the functions of specific genes, e.g. Egfr in this case, using large scale sc-

RNAseq datasets. Typically overall transcriptional changes in cells captured by sc-RNAseq data 
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represent diverse molecular functions. The influence of a specific gene may only reflect a small 

portion of the broader transcriptional changes. Standard óunsupervisedò sc-RNAseq workflows 

could miss the gene-specific changes. The particular events that are closely relevant to the gene 

could also be óburiedô in complex results which are challenging to discover.  

A more detailed description of applying co-occurrence correlations for sc-RNAseq data analysis 

is presented in Chapter 3.  

METHODS 

sc-RNAseq data generation 

The sc-RNAseq data used in this study was kindly provided by our collaborator Dr. Ghashghaei 

and his group at NC State University. Additional experimental details will be provided in separate 

publications.  

In brief, mice were used under the regulations and approval from Institutional Animal Care 

and Use Committee and at North Carolina State University. Mice were housed in a 12-hour 

light:dark cycle with ad libitum access to food and water. Mice were generated using MADM 

alleles according to published protocols (9,10). 10x Genomics platform and standard protocols 

were used to obtain the sc-RNAseq data. In brief, cells were washed in resuspension buffer (RPMI, 

10% FBS), collected by centrifugation at 700 × g, and resuspended at an appropriate concentration, 

between 700 and 1200 cells/ml. All cells were counted by hemocytometer and assayed for viability 

using a Countess II automated cell counter (Thermo Fisher Scientific, Waltham, MA). From each 

sample, a maximum volume containing 17,000 cells, having Ḑ90% of viable cells, were loaded 

onto the 10× Chromium (10x Genomics, Pleasanton, CA) controller for a targeted cell recovery of 

10,000 cells (Chromium Next GEM Single Cell V(D)J Reagents Kits v1.1_RevE; 10x Genomics). 
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cDNA amplification was carried out at 13 cycles of amplification for all samples and assayed for 

quality and concentration using a Bioanalyzer 2100 and High Sensitivity DNA Kit (Agilent, Santa 

Clara, CA). 

Final gene expression libraries were run on a Bioanalyzer 2100 with a High Sensitivity 

DNA kit (Agilent) to assess library size and concentration. Further analysis of library 

concentration was performed using a Qubit 3 fluorometer (Thermo Fisher Scientific) coupled with 

the sizing data from the Bioanalyzer to determine appropriate loading concentration for each 

library. Sequencing was performed using a NextSeq 500 sequencer (Illumina, San Diego, CA) 

using 150 cycle kits in a paired-end fashion. Runs were programmed to generate a 26-bp read 1 

sequence consisting of the 16-bp 10x barcode and 10-bp 10x unique molecular identifier (UMI), 

an 8-bp index read, and a 133-bp read 2 sequences of the cDNA insert to exhaust the number of 

cycles available in the kit. Sequencing depth was targeted at a minimum of 20,000 reads per cell 

as recommended by the 10x Genomics workflow (Chromium Next GEM Single Cell VDJ 

Reagents Kits v1.1; 10x Genomics). 

sc-RNAseq data preprocessing and integration 

Raw sequencing data were demultiplexed, aligned to the Mus musculus (mm10) genome 

annotation, and UMI collapsed using the 10x Genomics cellranger (v4.0.0) commands mkfastq 

and count, respectively. Raw gene expression matrices were loaded into Seurat (v3.1.5) (36) 

objects and a G2M score, S score, cell cycle phase, for each cell, was estimated based on the 

normalized expression of canonical cell cycle marker genes. Next, gene expression matrices were 

normalized and scaled using the SCTransform (37) method, with G2M score and S score variables 

asigned to the vars.to.regress parameter of the normalization method. SCTransform removes 
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confounding effects using regularized negative binomial regression with sequencing depth and 

other input variables as covariates.  

Quality control was performed on each dataset to remove poor quality cells. We observed 

that low quality cells were characterized by a low overall number of UMIs and a high percentage 

of UMIs mapping to mitochondrial genes (Supplemental Figure 1a). As a result, any cell that had 

greater than 5% of UMIs mapping to mitochondrial genes were removed from all downstream 

analyses. After normalization and quality control, expression data from the four samples were 

integrated using Seuratôs v3 strategy (38). Briefly, canonical correlation analysis (CCA) is 

performed to project the datasets onto a subspace defined by shared correlation structure across 

datasets using the shared scaled genes. We assessed the integration performance by visualizing 

technical factors such as sequencing depth and library in UMAP space to determine if technical 

factors appeared to be driving cell clustering (Supplemental Figure 1c). 

Analysis and graphic display of sc-RNAseq data  

To perform downstream dimension reduction and cell clustering we also utilized the R package 

Seurat (v3.1.5) (36). In the initial embedding and clustering of all cell types, principal components 

analysis was performed using the normalized and scaled expression levels of the 3000 most 

variable genes in the integrated dataset. Based on Seuratôs recommendations, the first 30 principal 

components were used as input to UMAP embedding. Differing numbers of principal components 

were additionally tested, but with little difference in UMAP embedding results so the recommend 

number was used. After embedding cells, major cell types were iteratively assigned to cell types 

based on their normalized expression levels of the canonical cell type markers Neurod2 (excitatory 

neurons), Gad2 (inhibitory neurons), Mt3 (astrocytes), and Olig1/2 (oligodendrocytes). We 

decided to use these marker genes to discern cell types due to their high frequency of expression 
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and mutual exclusive patterns. Cell barcodes were assigned to a type of cell based on which gene 

they expressed at the greatest, normalized level. If a cell did not express any of the five marker 

genes it was assigned to the most frequent cell type among its 10 nearest neighbor cells in UMAP 

space. 

Egfr co-occurrence correlation analysis  

To perform our sub-clustering analysis of oligodendrocytes we measured the co-occurrence 

correlation of Egfr with the remaining genes expressed among oligodendrocytes. To do this we 

first converted our oligodendrocyte gene expression matrix to binary, where all zero values 

remained, and all non-zero values were converted to 1. If gene expression in a cell is represented 

as 1s (presence) and 0s (absence) then the relationship between Egfr and another gene within a 

cell falls into four categories: co-occurrence (a), mutual exclusion (b & c), and co-absence (d). The 

respective frequency of the four categories across the cells in a sample defines the correlation 

between the two genes. Subsequently, correlations between genes can be both negative and 

positive. We define the measure of correlation between two genes to be the Jaccardôs Index of 

Similarity (1). 

ὐ
ὥ

ὥ ὦ ὧ
 (1) 

The hypergeometric distribution can be used as the null model of the Jaccardôs Index of Similarity 

where the parameters of the model come directly from the frequency of the four categories that 

define the Egfr-gene relationship (2) (39). 

ὖὢ ὼ  
(2) 
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(4) 

Determining the probability of exactly x observed co-occurrences between Egfr and gene 2 can be 

represented as a random sampling with replacement problem as follows: m is the frequency of 

cells which express gene 1, x is the frequency of cells that express both genes, n is the frequency 

of cells that do not express gene 1, and k is the frequency of cells that express gene 2. Thus, P(X 

= x) represents the probability that selecting k cells that express gene 2 results in exactly x cells 

that also express gene 1, when there are m+n cells in the population, m of which are co-

occurrences. For all gene pairs, exact probabilities of co-occurrence at a frequency greater than or 

less than what is observed are calculated as (3) & (4) respectively. 

The genes that co-occurred with Egfr at a probability below our significance threshold (alpha = 

0.05, Bonferroni multiple testing correction) were then used as inputs to the dimension reduction 

techniques described above using the same sets of parameters. 

Additional statistical analyses 

In addition to co-occurrence correlation analysis, we also performed multiple chi square tests for 

independence. Chi square tests were performed in using the chisq.test function in the R (v4.1.0) 

programming language. The chi square statistic, p-value, observed number of cells, expected 

number of cells, and standardized residual values were all taken from the chisq.test function output. 

To determine if a standardized residual value was statistically significant, we permuted the discrete 

category labels used in the chi square test 500 times and reran the test to generate a random 

distribution of standardized residual values. Any observed standardized residual values that fell 
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out of the range of the random distribution were considered statistically significant. Differential 

expression analysis was performed using Wilcoxon Rank Sum test within the FindAllMarkers 

function from Seurat with min.pct and logfc.threshold parameters both set to the default value of 

0.1. 
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CHAPTER 3: FEATURE SELECTION USING CO -OCCURRENCE CORERLATION 

IMPROVES CELL CLUSTERING AND EMBEDDING IN SINGLE CELL RNAseq 

DATA  
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INTRODUCTION  

Single-cell RNA sequencing (sc-RNAseq) is an emerging and powerful technology that enables 

researchers to study gene expression heterogeneity with single-cell resolution. This technology 

gives researchers the power to identify novel cell types (1, 2) and reconstruct differentiation 

trajectories (3, 4). With many platforms now available, including SMARTseq (5), DropSeq (6), 

InDrop (7), Chromium 10x (8), and SPLiT-seq (9), sc-RNAseq is becoming more commonplace 

in genetics and genomics studies. 

Despite the rapid technological advances, sc-RNAseq is still limited in its gene detection 

and transcript capture capabilities. With high-throughput microfluidics systems, such as the 

Chromium 10x, upwards of 80% of mRNA transcripts are lost during polyA capture and reverse 

transcription (8). Further, which transcripts are lost, and which are captured is a stochastic process 

with significant cell-to-cell variation. This loss of transcripts results in a phenomenon known as 

ñdropoutò. Dropout occurs when gene transcripts are detected in one cell, but not another cell of 

the same type (10). Dropouts, along with the high dimensionality of sc-RNAseq data, make typical 

downstream analyses such as cell type identification, pseudotemporal ordering, and differential 

expression testing more difficult. 

In an effort to understand transcriptional heterogeneity in these high-dimensional datasets, 

most sc-RNAseq analyses start by clustering cells in a dimensionally-reduced space, then assign a 

cell type label to each cluster based on the expression of the canonical marker genes within that 

cluster. To cluster cells, a set of informative genes is selected and used as input in dimension 

reduction techniques such as principal components analysis (PCA), t-distributed stochastic 

neighbor embedding (tSNE), and uniform manifold approximation and projection (UMAP) (11, 

12). Choosing these informative genes is known as feature selection. The most common strategy 
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of feature selection is to select about 500 to 3,000 genes with the largest variances in the dataset. 

Examples of methods that use this approach include BASiCS (13), Brennecke (14), scLVM (15), 

scran (16), and Seurat (17). To avoid any misclassification of cells due to dropout, some methods 

go as far as to try to permute dropouts using imputation. Moreover, imputation methods such as 

Rescue (18) and MetaCell (19) also rely on clustering similar cells based on highly variable genes 

to estimate permuted gene expression values. 

The motivation for using highly variable genes (HVGs) to interrogate the different cell 

types and cell states within sc-RNAseq data comes from the intuition that high variance is an 

indicator for the geneôs presence in one biological subpopulation but absence in another. However, 

an accurate measure of a geneôs variance relies on accurate quantifications of the geneôs expression 

levels in single cells. Therefore, due to the incomplete transcriptomic sampling in sc-RNAseq data, 

the obtained gene expression levels vary not only with the different cell types present in the data, 

but also with the stochastic effects of this sampling process. As a result, gene transcript abundances 

within individual cells are either severely underestimated or completely absent. Therefore, the 

variance of a gene is likely estimated incorrectly. Here we show how these inaccurate expression 

level measurements result in uninformative genes selected by these high-variance based feature 

selection approaches. 

To mitigate this challenge, we focus on the expression patterns of genes, rather than the 

expression levels, of genes to identify informative signals in the data and perform feature selection. 

We define the expression pattern of a gene to be the distribution of cells it is present and absent in. 

We hypothesize that the genes expressed in the cell types will have correlated distributions across 

single cells.  
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To leverage these gene expression patterns, here we develop a new feature selection 

algorithm by measuring the correlations between genes using co-occurrence. To calculate co-

occurrence, sc-RNAseq gene expression data is treated as a binary indicator of the presence or 

absence of a gene transcript in a cell. We demonstrate the effectiveness of co-occurrence in 

clustering and identifying cell types in real and simulated sc-RNAseq data sets and compare the 

results to the standard feature selection methodology. 

RESULTS 

We intended to compare the performances in cell clustering and embedding of commonly used 

high-variance feature selection methods to the alternative co-occurrence algorithm. Our motivation 

for developing this algorithm came from the observed limitations of typical high-variance feature 

selection methods for sc-RNAseq data analysis. We evaluated the impact of feature selection 

methods on cell clustering and embedding in terms of silhouette width and adjusted Rand Index 

(ARI). Overall, our results show that the limitations of high-variance feature selection methods 

may be mitigated using the alternative co-occurrence algorithm. 

Outlier UMI counts can significantly skew variances obtained by standard feature selection 

methods 

Starting from raw unique molecular identifier (UMI) counts, the typical sc-RNAseq data analysis 

pipeline includes normalization, feature selection, and dimension reduction steps. Feature 

selection is performed in order to select for only genes that likely show biologically meaningful 

differences across cells. Normalized expression levels of these selected features are used as inputs 

to dimension reduction in order to cluster individual cells and to visualize cell subpopulations. The 
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most common approaches to feature selection measure some form of gene variance and select the 

top 500-3,000 genes with the largest variances.  

Considering the incomplete and inconsistent transcriptomic sampling of individual genes 

in sc-RNAseq analysis, we expected the selection of the top genes based on a measure of variance 

would be susceptible to the large technical variabilities in the measurements of expression levels. 

These technical effects on the variations in gene expression quantifications were exemplified by 

comparison of raw UMI counts of DPH6 and FCGR1B in the publicly available PBMC 3K data. 

Both genes were detected in exactly 60 out of the 2,638 filtered cells in the population. Of the cells 

that expressed FCGR1B, 57 cells had a UMI count of one and three had a UMI count of two. Of 

the cells that expressed DPH6, 57 cells had a UMI count of one, two had a UMI count of two, and 

one cell has a UMI count of 51 (Figure 1a). The one extremely large DPH6 UMI count had a great 

effect on its calculated standardized variance. DPH6 had a standardized variance of 1.40 (ranked 

1,615th); as a result, DPH6 was selected by Seuratôs VST feature selection and used as input to 

PCA. On the other hand, FCGR1B had a standardized variance of 0.85 (ranked 8,924th) and 

therefore was not selected (Figure 1b). This drastic difference in standardized variance was clearly 

driven by only the single, maximum UMI count in DPH6. To investigate the prevalence of this 

observed óoutlier effectô among the 2,000 HVGs selected by the Seuratôs method, for each HVG 

in the count matrix we converted the maximum UMI count to its median nonzero UMI count 

before calculating standardized variance. If the HVGs were robustly upregulated in one population 

of cells and not expressed in others, then the standardized variance of each HVG would remain 

high despite changing only one maximum UMI count. This was also done in parallel with 2,000 

randomly sampled low variance genes (LVGs). Originally, the last gene selected by VST feature 

selection, which had the 2,000th highest variance, had a value of 1.23. After converting maximum 



32 

 

UMI counts, only 414 of 2,000 HVGs had standardized variances above the 1.23 threshold (Figure 

1c). This indicated that the standardized variances of many HVGs were inflated by their maximum 

UMI counts. Further, the median standardized variance among HVGs changed drastically from 

1.54 to 0.89 while the median value of LVGs changed only from 0.89 to 0.86. These results clearly 

show that the single maximum UMI count can significantly inflate the standardized variance 

calculated for a gene. 

Figure 1. Outlier UMI counts inflate standardized variance in PBMC 3k data. A) Nonzero UMI count distributions of 

DPH6 (HVG; red) and FCGR1B (LVF, teal). Both genes were detected in 60 out of 2,638 cells. B) Distribution of 

standardized variances. Colored lines indicate the value of FCGRB1 (teal) and DHP6 (red). C) Standardized variances of 

2,000 HVGs and 2,000 randomly sampled LVGs before and after converting the maximum UMI count to the median 

nonzero UMI count. The red line indicates the minimum standardized variance of the original 2,000 HVGs. 
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Co-occurrence based feature selection method detects a high fraction of informative genes 

compared to high-variance based feature selection methods 

Due to the observed tendency for maximum UMI counts to inflate the standardized variance of 

HVGs, we next sought to evaluate how well the cells in the PBMC 3k dataset could be clustered 

using these selected HVGs. Specifically, we were interested in if and how the HVGs differed in 

cell clustering compared to co-occurrence selected features. Because co-occurrence treats the gene 

expression data as binary for feature selection, the two sets of selected features may perform 

significantly different. 

Using the PBMC 3k dataset, HVGs were selected separately using the VST and 

SCTransform feature selection methods from Seurat. SCTransform is a newer feature selection 

and normalization method implemented in Seurat (20). SCTransformôs feature selection procedure 

uses the variance of Pearson residuals from the regularized negative binomial regression model of 

UMI counts rather than the standardized variance of the VST method. The SCTransform method 

also selects the top 3,000, rather than 2,000 from VST, features by default. Despite the differences 

in variance calculations, over 80% (1,861) of the top 2,000 genes selected by SCTransform and 

VST methods were the same. On the other hand, the two high-variance feature selection methods 

had far fewer genes in common with the co-occurrence feature selection. VST had 545 genes in 

common with co-occurrence while SCTransform had 910: both less than 50% (Supplemental 

Figure 1). 

Because the majority of VST and SCTransform HVGs were not selected by the co-

occurrence method, we next investigated the influences of feature selections on the downstream 

cell embedding and clustering. To do this, we generated four subsets of features: the intersection 

of features from VST and co-occurrence, features mutually exclusive to VST or co-occurrence, 
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and a random set of previously unused features separately. After generating the cell embedding 

and clustering of the PBMC 3k cells using each subset of features, we overlaid cells with their cell 

type information determined by Seuratôs previous analysis of this same dataset. Both the 

intersection of the two sets of features and the subset of features exclusive to co-occurrence 

maintained cell type clustering and separation, but the features exclusive to VST did not maintain 

the same level of cell type resolution (Figure 2). We observed very similar results from the 

comparison between SCTransform and co-occurrence (Supplemental Figure 2). These results 

Figure 2. UMAP reductions comparing the performance of VST- and co-occurrence selected features. 

Reductions were generated using the intersection of VST and cooccurrence features (top, left), features 

exclusive to co-occurrence (top, right), features exclusive to VST (bottom, left), or 1,500 randomly 

selected and previously unused features (bottom, right). 
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indicate many of VST- and SCTransform-selected HVGs were not informative in terms of cell 

type identification. 

To evaluate the reproducibility of these results, standardized variances and co-occurrence 

correlations were again computed using a randomly selected 80% of PBMC 3k cells for feature 

selection. Similar subsets of features were then used to cluster the remaining 20% of cells. We 

used Seuratôs Louvain and k-means algorithms to generate PBMC 3k cell clusters, then compared 

these to the cell types Seurat identified previously with two complementary metrics, the silhouette 

width and the ARI. When comparing the features from either the VST or SCTransform methods 

to the features from the co-occurrence method, we obtained largest silhouette width and ARI 

values from the intersection of the two feature sets, followed by features exclusive to co-

occurrence, features exclusive to the high-variance feature selection, and lastly 1,500 random 

features (Table 1). This indicates that cells of the same cell type had the smallest average distance 

between them relative to the nearest neighbor cell type in the UMAP space and that the clusters 

generated were most consistent with the annotated cell types when using the intersection of 

features. The qualitative loss of cell type resolution with features exclusive to VST and 

SCTransform methods in the UMAP space shown above (Figure 2) resulted in a quantitative 

Table 1. Performance comparison of the co-occurrence and VST or SCT 
derived features in the PBMC 3k dataset measured by silhoutte width and 
ARI. 

Features Silhouette 

Width  

ARI  

VST Ẕ cooccur 0.366±0.44 0.627±0.02 

cooccur Ṕ VST 0.268±0.44 0.553±0.04 

VST Ṕ cooccur -0.083±0.29 0.215±0.01 

SCT Ẕ cooccur 0.392±0.45 0.668±0.03 

cooccur Ṕ SCT 0.213±0.44 0.518±0.02 

SCT Ṕ cooccur 0.02±0.32 0.333±0.07 

random -0.141±0.24 0.186±0.03 
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decrease in clustering performance in terms of both metrics. In addition, despite differences in 

performance between co-occurrence and high-variance feature selection methods, the number of 

features selected was quite similar. The co-occurrence algorithm, on average, selected 1,614 

features, compared to the 2,000 features by the VST method and 3,000 features by the 

SCTransform method. 

Discordance between HVGs derived cell clustering and known cell types may be recovered 

using the co-occurrence based clustering 

Thus far, we have shown that many HVGs had inflated variances due to outlier UMI counts. 

Overall, these HVGs with inflated variances did not capture the known cell type signals in the data 

and were not suitable for cell embedding and clustering. To further examine the potential negative 

impact of including uninformative genes on cell clustering, we also used co-occurrence and VST 

derived features to cluster cells in separate FAC-sorted PBMC datasets. The authors who curated 

these datasets divided FACS-purified PBMCs into three datasets: eight types of cells in equal 

amounts (óZhengmix8eqô), four types of cells in equal amounts (óZhengmix4eqô), and four types 

of cells in unequal amounts (óZhengmix4uneqô). Because the cells in these datasets were FAC-

sorted before sequencing, ground-truth cell type information was known. 

Using features selected by either the VST or co-occurrence methods we were able to cluster 

and identify greater than 90% of B cells, CD14 monocytes, and CD56 natural killers in each of 

these three datasets. However, naive cytotoxic T cell clusters in all three datasets were correctly 

identified using the features from the co-occurrence method but not the VST method (Figure 3). 

Instead, naive cytotoxic T cells were grouped in a cluster with either regulatory or naive T cells. 

This lack of cell type resolution using the features from the VST method also resulted in lower 

median silhouette widths and ARIs across all three datasets (Table 2).  
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Despite the improved clustering performance with co-occurrence in terms of cell cluster 

separation and clustering accuracy, there were some small discordances between the co-

occurrence-derived cell clusters and the known cell types. For example, between 2.4% and 5.8% 

of CD14 monocytes were clustered separately from the majority of CD14 monocytes across all 

three datasets (Figure 3). Differential expression analysis revealed that these small subsets CD14 

monocytes exhibited several unique gene expression signatures including genes such as 

Figure 3. Concordance between cell clusters generated using either the co-occurrence- or VST 

-derived features and known cell types in FAC-sorted PBMC datasets. Numbers represent the 

percentage of cells from a cell type assigned to the respective cell cluster. Cell clusters were 

generated using variable and co-occurrence features selected using the PBMC 3k dataset. 
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DNASE1L3 (data not shown). DNASE1L3 previously was reported as being secreted from several 

different cell types derived from monocytes (21). Therefore, this subset of CD14 monocytes appear 

to have a unique gene expression signature that has been previously reported in this cell type. 

Furthermore, in the Zhengmix8eq dataset, co-occurrence derived clusters number 0 and 1 both 

contained a heterogeneous mix of different T cell subtypes. A similar T cell heterogeneous 

grouping was also observed in the VST clustering of this dataset.  

We reasoned that T cell subtypes were clustered together either because the co-occurrence 

feature selection method did not select features that differentiate these cell types or gene expression 

differences between T cell subtypes were not captured at the single-cell level. To explore the 

degrees of transcriptional divergences between these CD4 T cell subtypes, we first investigated 

the expression levels of the FACS markers used to sort T cell subtypes. All subtypes were 

positively sorted with the detection of CD4. Naïve and memory T cells were segregated by PTPRC 

(CD45) expression (naïve: CD45RA+ & memory D45RO+). Regulatory T cells were sorted based 

on IL2RA (CD25) expression, and helper T cells were the remaining CD4+ T cells (8). 

Interestingly each FACS marker was detected at extremely low levels in the gene expression data 

(data not shown). Additionally, the number of differentially expressed genes between the different 

cell types within either cluster were extremely small, ranging from 0 to 16 (adj. p value < 0.05 & 

| log2FC | > 1). Overall, these results indicate that the gene expression differences between the 

Table 2. Performance comparison of cell clustering using the co-occurrence vs. VST derived features in the FACS PBMC 

datasets measured by silhoutte width and ARI. 

 Silhouette Width ARI  

Dataset cooccur VST cooccur VST 

Zhengmix4eq 0.728±0.21 0.643±0.3 0.96 0.691 

Zhengmix4uneq 0.669±0.27 0.537±0.41 0.962 0.833 

Zhengmix8eq 0.453±0.45 0.337±0.5 0.653 0.522 
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different CD4 T cell subtypes were not robustly detected at the single-cell level in these datasets. 

Therefore the co-occurrence derived features were not able to cluster these cells into separate 

clusters. Overall, the co-occurrence derived features also performed better across the three datasets 

in terms of silhouette width and ARI (Table 2). 

Co-occurrence feature selection outperforms VST in simulated sc-RNAseq data 

As the number of sc-RNAseq datasets with ground truth cell type labels (i.e. pre-sorted) is limited, 

we used simulated sc-RNAseq datasets to further validate the co-occurrence-based feature 

selection method. Count data were simulated using generalized linear mixed models implemented 

by Splatter (v1.6.1) (22). Gene expression matrices were simulated over a range of differential 

expression probabilities and number of cell types in order to consider the performance of the two 

feature selection methods at different levels of transcriptional heterogeneity. Simulations were 

replicated to ensure the improved outcomes of co-occurrence over VST feature selection. 

Similarly to what was described previously, we used UMAP to visualize the simulated data 

and determine the quality and separation of simulated cell types (Figure 4a). Additionally, we also 

evaluated separation and clustering performance of co-occurrence and VST feature selection by 

computing the ARI and silhouette width against their known, simulated cell type labels (Figure 

4b). Across the range of differential expression probabilities and number of cell types used, the 

co-occurrence-based feature selection method showed clear visual and quantitative improvements 

over the standard VST feature selection method. Collectively, results from these simulation studies 

also show that the co-occurrence-based method was more effective at detecting the cell type signal 

compared to existing high-variance methods in terms of clustering and separation outcomes. 
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DISCUSSION 

Accurate identification of cell types is the cornerstone of almost any sc-RNAseq analysis. The 

ability to cluster cells correctly hinges on the ability to detect a subset of genes representative of 

the different cell types in the data. Here we have demonstrated the limitations of standard high-

variance feature selection methods and outlined a new feature selection method that is based on 

F

Figure 4. Dimension reduction and cell clustering using co-occurrence-derived features improves cell clustering in 

simulated sc-RNAseq data. A) UMAP reductions of a simulated gene expression matrix with a de.prob equal to 0.3 and 

four cell groups. Reductions were generated using the co-occurrence (co-occur) (left) or VST (right) derived features. 

Cells are colored based on their ground-truth, simulated cell type. B) Average difference in silhoutte width between co-

occurrence- and VST-derived feature cell reductions and clusterings. C) Average difference in ARI between co-

occurrence- and VST-derived feature cell reductions and clusterings. 
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co-occurrence correlations between genes and is more effective in cell embedding and clustering 

of sc-RNAseq data.  

Using real sc-RNAseq datasets we found that high-variance feature selection methods 

might capture many genes with variances inflated by the presence of outlier UMI counts. 

Obviously, analyses of more datasets are needed to determine the prevalence of outlier-driven 

HVGs. However, we have clearly demonstrated these high-variance feature selection methods are 

not robust to these genes with outlier UMI counts. Conversely, feature selection based on the 

binary expression pattern of genes is not sensitive to this kind of expression level stochasticity. 

Despite our improved performance in PBMC and simulated datasets, a potential limitation of our 

co-occurrence based feature selection method is the increased run time of the algorithm. If we were 

to measure the correlation between all genes, our runtime scales exponentially with the number of 

genes in the dataset, while high-variance feature selection only scales linearly. Presently, we are 

able to reduce run time by selecting seed genes and avoiding the  correlation measurements, 

where n is the number of genes. 

Our results have focused on the application of the co-occurrence-based feature selection to 

cell clustering. We did not address other types of sc-RNAseq analyses such as pseudotemporal 

ordering and spatial analysis. However, many of the statistical methods used to do such analyses 

also rely on feature selection, and several of which presently use high-variance feature selection 

(3, 4). Therefore, the role of co-occurrence-based feature selection is not necessarily limited to cell 

clustering in sc-RNAseq analysis, as others have shown co-occurrenceôs utility in predicting 

disease genes in sc-RNAseq data (23). Not only could co-occurrence be applied for feature 

selection in analyses of cellular heterogeneity, but also be a useful measure in regard to single-cell 

gene co-expression networks. Due to the incomplete transcriptomic sampling intrinsic to sc-
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RNAseq data, new computational methods are required to construct large-scale gene regulatory 

networks (24-26). Binary correlation analysis with co-occurrence could possibly serve to construct 

gene co-expression networks in the absence of robust sequencing depths.   

METHODS 

Datasets 

In this study we used four human peripheral blood mononuclear cell (PBMC) sample sc-RNAseq 

datasets, all of which were based on unique molecular identifier (UMI) counts generated using the 

10x Genomics platform. The first dataset is publicly available from the 10x Genomics website and 

is composed of 2,700 unfiltered PBMCs from health donors (PBMC 3k). The remaining PBMC 

datasets were sequenced by (8) and curated by (27). Duo et al (27) divided FACS-purified PBMCs 

from 10x into three datasets of either eight cell types in equal amounts (óZhengmix8eqô) or four in 

equal (óZhengmix4eqô) or unequal (óZhengmix4uneqô) amounts. 

We also used simulated sc-RNAseq data to benchmark the performance of our co-occurrence 

algorithm. Specifically, we generated simulated data using the Bioconductor package Splatter (v 

1.6.1) (22). A sc-RNAseq dataset composed of brain cells taken from a developing mouse embryo 

forebrain (E 17.5) was used as input to estimate the simulation parameters. Only the differential 

expression probability, number of cell types, and simulation seed parameters were manually 

adjusted. 

Simulating single-cell RNA-sequencing data 

Simulated data were generated using Splatterôs gamma-Poisson hierarchical model (22). Briefly, 

gene expression means are first sampled from a gamma distribution. Then cell UMI counts are 

sampled from a Poisson distribution with ‗ equal to the mean previously estimated. To account 
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for other characteristics of sc-RNAseq data, such as high-abundant genes, dropout and zero-

inflation a series of other parametric distributions are also utilized. Splatter estimates the 

parameters for these distributions using real sc-RNAseq data. To this end, we used a real sc-

RNAseq dataset to simulate a series of count matrices with varying numbers of cell types 

(n.groups) and probabilities of genes being differentially expressed (de.prob) to model varying 

levels of transcriptional heterogeneity. These simulated matrices consisted of 3,000 cells and 

15,000 genes. 

To avoid redundancy of simulated and PBMC datasets, parameters of the simulation models were 

estimated using a sc-RNAseq dataset composed of cells taken from a developing mouse embryo 

forebrain (E 17.5), rather than any of the other PBMC datasets used in this study. The cells of the 

dataset had an average of 6763 UMIs per cell and 2332 unique genes per cell. This dataset was 

built using 10x Genomics v3 chemistry (10x Genomics, Pleasanton, CA) and sequenced on an 

Illumina NextSeq 500 (Illumina, San Diego, CA). Each simulation combination of n.groups and 

de.prob was replicated five times. 

Performance comparison of feature selection methods 

To evaluate the performance of high-variance and co-occurrence feature selection methods in cell 

clustering and embedding we utilized two commonly used metrics, silhouette width and adjusted 

Rand Index (ARI). Silhouette width measures how similar a cell is to its own grouping (e.g. cluster 

or type) compared to other groupings, while ARI evaluates the concordance between two discrete 

groupings. Both metrics have been used to evaluate clustering performance in sc-RNAseq data 

previously (27, 28). To evaluate the featuresô performance in terms of silhouette width we overlaid 

cells with their type and defined the silhouette width ί of cell j as 
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where ὥ is the average distance between cell j and all cells of the grouping it belongs to, and ὦ is 

the average distance between cell j and cells in jôs nearest grouping in two-dimensional space. 

Values of ί near one represent the best clustering separation. ARI is adjusted for chance, such that 

independent clusterings have an expected index of zero and identical partitions have an ARI equal 

to one. ARI was calculated using the R package clues (v 0.6.2.2) (29). 

High-variance feature selection 

Since the R package Seurat (17) is one of the widely used workflows for sc-RNAseq data analysis, 

in this study we investigated both standardized and residual variances, two alternative methods 

provided by Seurat, as representatives of typical high-variance feature selection methods. 

Standardized variances were calculated using the Seurat function FindVariableFeatures 

(selection.method = "vst"). Briefly, with the unnormalized UMI counts, a line is fit between the 

log10(variance) and log10(mean) using local polynomial regression (loess) across all genes. The 

fitted line is used to calculate an expected variance for each gene. Then UMI counts are scaled by 

the observed mean and expected variance. For each gene, the standardized variance is calculated 

using these scaled values. Residual variances were calculated using the Seurat function 

SCTransform, based on the Pearson residual of the regularized negative binomial regression used 

during SCTransform normalization (20). 

To understand the influence of outlier UMI counts on standardized variance, for each 

selected gene we converted the maximum UMI count to its median nonzero UMI count separately 

to avoid significantly altering the loess regression model and estimated gene variances. The 
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FindVariableFeatures command was run and gene variance was calculated using this modified UMI 

count matrix. If a gene had more than one UMI count equal to the max UMI count, we only changed 

one UMI count. 

Co-occurrence feature selection 

The only data preprocessing needed in this algorithm is UMI count matrix binarization, where all 

the technical and biological zeros are still zero, and all the non-zero counts are changed to one 

regardless of the expression level. No additional normalization, transformation, or imputation is 

necessary. 

Determining seed genes in gene expression data: Since cell types are typically defined by 

expression of a few canonical marker genes, the first step of the co-occurrence algorithm is to 

determine a small number of "seed genes" that have expression patterns unique to a biological 

subset of cells. The goal of this step is to find a candidate set of genes that is representative of the 

different cell types or cell states in the population. To reduce run time, the seed gene selection 

process starts by filtering genes present in an extremely low or high number of cells (<15% & 

>85% by default). This step is based on several empirical considerations. Due to the sparse nature 

of sc-RNAseq data typically a large (>50%) percentage of genes in a dataset are lowly expressed 

and are only detected in a small number of cells, therefore they are less likely to be cell type 

specific compared to more abundant genes. Albeit some of these genes may be specific to a certain 

small population of cells, evaluating all of these as potential seed genes would be computationally 

inefficient. It is possible that a cell population may represent less than 15% of the total cells, but 

genes specific to this population may still be detected later if they are negatively correlated with a 

seed gene specific to a different cell population. Highly abundant genes (>85%) are unlikely to be 
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cell type specific and more likely to be ubiquitously expressed across all populations, and therefore 

would not aid in resolving different populations of cells based on expression patterns. 

A Jaccard distance (1 ï Jaccard coefficient) matrix is then calculated between the 

remaining genes. The two most distant genes are selected as the first two seed genes. The two most 

distant genes are likely to be nearly mutually exclusive in terms of their expression patterns and 

are therefore likely specific to two distinct cell populations. The next gene to be selected has the 

farthest average distance to the already-present seed genes. This process is repeated until a pre-

defined number of seed genes are selected. By default, we selected five seed genes every time the 

co-occurrence algorithm ran. In practice, it may be most appropriate to start with the number of 

cell types expected in the data as the number of seed genes selected.  

Defining significant correlations between genes: If gene expression in a cell is represented as 1s 

(presence) and 0s (absence) then the relationship between two genes within a cell falls into four 

categories: co-occurrence (a) , mutual exclusion (b & c), and co-absence (d). The respective 

frequency of the four categories across the cells in a sample defines the correlation between the 

two genes. Subsequently, correlations between genes can be both negative and positive. We define 

the measure of correlation between two genes to be the Jaccardôs Index of Similarity (1). 

ὐ
ὥ

ὥ ὦ ὧ
 (1) 

 

The hypergeometric distribution can be used as the null model of the Jaccardôs Index of Similarity 

where the parameters of the model come directly from the frequency of the four categories that 

define the gene-gene relationship (2) (30). 
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Determining the probability of exactly x observed co-occurrences between gene 1 and gene 2 can 

be represented as a random sampling without replacement problem as follows: m is the frequency 

of cells which express gene 1, x is the frequency of cells that express both genes, n is the frequency 

of cells that do not express gene 1, and k is the frequency of cells that express gene 2. Thus, P(X 

= x) represents the probability that selecting k cells that express gene 2 results in exactly x cells 

that also express gene 1, when there are m+n cells in the population, m of which are co-

occurrences. For all gene pairs, exact probabilities of co-occurrence at a frequency greater than or 

less than what is observed are calculated as (3) & (4), respectively. 

Informative feature selection: By using seed genes, the complete set of genes expressed in the 

population can now be vetted for informative features. Informative features are those with an 

expression pattern specific to a biological subset of cells, rather than being randomly distributed. 

Correlations between seed genes and the full gene list are measured using the probabilities 

described above. Any gene that forms either a significant negative or positive correlation (adj. p 

value < 0.05) with a seed gene is considered an informative feature. A Bonferroni multiple testing 

correction is applied to correlation p-values, in which p-values are multiplied by the number of 

seeds multiplied by the number of remaining genes.  
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Analysis and graphic display of 10x Genomics sc-RNAseq data  

To perform downstream dimension reduction and cell clustering we also utilized the R package 

Seurat (v3.1.5) (17). Comparisons between high-variance and co-occurrence feature selection 

methods did not differ in terms of any dimension reduction or cell clustering parameters. The same 

normalized gene expression levels of co-occurrence and VST or SCTransform selected features 

were used as inputs to these algorithms. 

Generation of cell embeddings (reductions) and clusters was performed using Seuratôs 

RunPCA, RunUMAP, FindNeighbors, and FindClusters functions with default parameters. 

Identification of cell clusters and UMAP coordinates was performed using the first 10 principal 

components (PCs), unless specified otherwise. Often supervised or statistical approaches are 

employed to guide the selection of principal components for cell clustering and UMAP. However, 

we selected 10 principal components uniformly to measure cell clustering differences solely due 

to feature selection, and to avoid variation due to other parts of the cell clustering workflow (e.g., 

number of PCs). Differential expression analysis was performed using Wilcoxon Rank Sum test 

within the FindMarkers function from Seurat with min.pct and logfc.threshold parameters both set 

to the default value of 0.1. 
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CHAPTER 4: SINGLE -CELLðBASED HIGH -THROUGHPUT Ig AND TCR 

REPETOIRE SEQUENCING ANALYSIS in RHESUS MACAQUES  
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