ABSTRACT
HUNT, RACHELLE LEE. A Data Processing, Feature Engineering, Variable Selection, and
Machine Learning Modeling Framework for Predictive Agriculture (Under the direction of Dr.
Daniela Jones).

This study creates an iterative process of data preparation, feature engineering, variable
selection, and model selection for creating predictive agricultural models to increase food
production and decrease waste. We create models for predicting both crop yield and crop quality
characteristics to advance the agricultural industry’s goal of feeding a growing population. First,
we explore the ideal methods of parameterizing weather data for inclusion in predictive
agricultural models using maize breeding records to predict yield as a use case. Next, we take our
findings from the maize modeling study and apply the same framework to predict sweetpotato
size and shape characteristics by also incorporating other influential data such as soil analysis
results and cultural management practices.

The single largest source of variation in modern multi-environment agricultural studies is
the environment. Partitioning environmental variation into its components enables researchers to
discover causal relationships, deconstruct interaction components and predict future outcomes.
While environmental parameterization strategies have advanced significantly in the last decade,
agricultural scientists lack a unified framework to engineer and assess environmental data
features, or to fit, explain and validate predictive models. We propose a structure to prepare,
engineer and test environmental features in a multi-feature, multi-model framework. Our results
demonstrate that flexible feature selection iterated with multi-model comparisons and layered
with subject matter expertise can generate environmental parameterizations of reasonable
interpretability. This framework is intended to be applied to numerous biological systems and

subjects of research inquiry.



Machine learning is a tool used to create models using large data with complex
relationships not easily modeled by standard statistical methods. Advancements in precision
agriculture have led to a rise in the amount of complex, big data generated during the growing
season. While various technology instruments in agriculture have the capability to collect an
extensive amount of data, there is a lack of studies utilizing machine learning tools to assess crop
quality, especially within the sweetpotato industry. The iterative framework for data preparation,
feature selection, and model selection created in this study will be used in future studies, applied
to data from large production farms. We will use these findings to reduce the amount of wasted
inferior quality produce and provide producers with a friendly digital platform that will help

them make agronomic, packing, and marketing data-driven decisions.
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CHAPTER 1: Literature Review
1.1 Introduction

Within the past few decades, advances in agriculture have led to the collection of large,
multi-dimensional, and complex data. Developments in technologies such as remote sensing
systems (Huang et al., 2018) and Internet of things (IOT) sensors (Farooq et al., 2019) within
agriculture are causing an increase in the amount of and ease at which farm data are collected.
Machine learning models, A branch of artificial intelligence (Al), are algorithms that learn data
to make future predictions or describe patterns (Van Klompenburg et al., 2020). The foundations
of machine learning dates to the 1950°s with the creation of computer games such as checkers
where the machine learned to make decisions on its own (Bell, 2015). Machine learning models
are now widely used by scientists across fields such as marketing and banking to learn trends in
data, understand patterns, and make informed decisions (Bell, 2015). These models first arose in
agricultural research in the late 1990s and have been used to help farmers make decisions on
what crop to plant and in optimizing cultural management practices during the growing season
(Van Klompenburg et al., 2020).

A literature review was performed to explore trends in academic agricultural research
using Big Data and Al analysis techniques and identify research gaps. We wanted to assess the
common techniques employed by researchers while creating predictive crop models and
understand how weather variables are parameterized within these models. Finally, we assessed
how these methods are utilized within the sweetpotato industry. First, big data analysis within
agriculture is explored with an emphasis on methods and motivations for handling large datasets
synthesized during the crop growing season. Popular tools used to analyze big data to tackle

many issues faced by industry are explored and considered. Next, a thorough review on



environmental parameterization is conducted. Finally, applications specific to the sweetpotato
industry are evaluated. Results from this literature review informed the work conducted in
Chapters 2 and 3 of this thesis.

1.2 Big Data in Agriculture

Agricultural and environmental research explores complex and dynamic systems.
Researchers seek to understand the interaction between organisms and their environment (Lokers
et al., 2016). Biological and agricultural systems are often stochastic and variable. Lokers et al.
(2016) proposed a theoretical framework to format and analyze complex data in agro-
environmental fields based on typical characteristics of big data and in accordance with the rising
socio-political push for open data. The rise in big data analysis in agricultural research creates
the need for standardized and generalizable research. Some academics have called for further
development of Al frameworks within agriculture to ensure reproducibility (Rose & Chilvers,
2018).

A review paper by Kamilaris et al. (2017) determined that big data analysis with
applications in the agriculture sector was increasing. The authors explained how searching “’Big
Data’ AND (‘Agriculture’ OR ‘Farm’)” in the Web of Science database in 2017 returned 110
papers. They noted a rising trend from the years 2012 to 2017 and predicted interest in the topic
to continue to rise. We repeated the same search as Kamilaris et al. (2017) using Web of Science
in November 2021 (five years later) and the database returned 1,875 publications. Figure 1.1

shows the distribution of publications on an annual basis.
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Figure 1.1 Count of big data in agriculture publications in Web of Science database by

publication year

As Kamilaris et al. (2017) predicted, the number of publications increased exponentially
(Figure 1.1). Kamilaris et al. (2017) were most concerned with uncovering which statistical or Al
tools were utilized to address various problems within agriculture. They determined the specific
agricultural problems explored using machine learning included predicting phenotypic response
variables like yield and detecting patterns in complex data such as soil analysis results. One year
later, Liakos et al. (2018) conducted a similar review that concluded that researchers were
tackling problems such as yield prediction, weed detection, crop quality, and species recognition.
Both review articles agreed there was a rising trend in predictive machine learning models in
agricultural research.

Predictive analytics has the potential to bring value to crop producers. Commodities
pricing, weather events, and pest pressure are just a few volatile parameters that affect crop
production and are out of the control of the producer. With high uncertainty in agriculture,
accurate prediction of yield or disease outbreaks help make accurate predictions and effective

management decisions. A data-driven decision support ideology appears in much published



research pertaining to big data in agriculture (Shahriar & McCulluch, 2014; Ip et al., 2018). Data
analytics in agriculture not only gives scientists insight into trends and patterns, but also benefits
individual producers that own the data.

Kamilaris et al. (2017) summarized that the major motivating factor behind these big data
studies was to reduce food waste and food insecurity. Scientists determined in 2009 that food
production would have to rise by 70% to feed a projected 9.1 billion world population in 2050
(Food and Agriculture Organization of the United Nations, 2009). Feeding a growing population
is the largest motivation behind many predictive agricultural studies. In summary, models within
agriculture are used to understand crop yield and optimize processes to reduce waste and
increase food production.

1.3 Machine Learning for Crop Yield Predictions

Machine learning methodologies have been used for many different tasks in agriculture,
but the most common has been yield prediction. Van Klompenburg et al. (2020) performed a
literature review on publications that used machine learning for crop yield prediction and
determined that the types of variables were dependent on the specific case study and availability
of data. The most common variables used for predictive crop yield models were temperature, soil
type, and rainfall, which are also easily accessible parameters to most researchers. Agricultural
machine learning models often utilize public and open data sources such as weather data from
national observational networks or model-based climate databases for most areas of the nation or
the US Department of Agriculture (USDA) Soil Survey Geographic Database (SSURGO) to
retrieve national soil data (USDA Natural Resources Conservation Service, 2021). . Further
developments and improvements should be made to support these national databases so

researchers can continue tackling grand challenges like food insecurity.



Like the analysis done by Van Klompenburg et al. (2020), we searched the Web of
Science in November 2021 using the following keywords: “’Machine Learning” AND ‘Yield
Prediction.”” Conference proceedings, review articles, and early access papers were omitted from
the search. Results were sorted by the number of citations from highest to lowest. We followed
the same review methodology as Van Klompenburg et al. (2020) by filtering out irrelevant
articles and classifying the top 80 most cited published articles based on crop type. The resultant
papers were published between 2011 and 2021 with 84% published within the past three years.

Figure 1.2 illustrates the proportion of each crop type in the resultant papers.
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Figure 1.2 Proportion of crop type used in the 80 most cited yield prediction studies
Out of the 80 papers, 21 papers (26%) created models to predict yield using corn data.
There were limited instances of specialty crops such as blueberries, grapes, or almonds (Other,
6%). Most studies focused only on a single crop. Instances of machine learning models trained
with a combination of different types of crop yield data were rare and occurred in only 11% of

the studies.



Each machine learning algorithm is unique and performs differently depending on the use
case. Van Klompenburg et al. (2020) failed to find a clear indication that any algorithm
outperformed the rest and determined that the two most common models used were neural
networks and random forest. The different agricultural problems that data scientists and
agricultural researchers tackle vary greatly, as discussed by Kamilaris et al. (2017) and Liakos et
al. (2018). Therefore, it is understandable why there is no single algorithm that is consistently
used in yield predictions. In this thesis, we will explore different methods of feature engineering,
variable selection, and models in an iterative approach to create the best performing predictive
models for agriculture. We will explore maize yield as a target variable as well as key shape
features of sweetpotatoes that indicate crop quality. To build these models, we will first explore
the ideal means of incorporating environmental and weather parameters into our algorithms.

1.4 Environmental Parameterization in Crop Models

Weather has long been recognized as a source of variation within models (Shukla, 1972).
Gorman et al. (1989) were among the first to incorporate weather features within a genotype by
environment yield modeling framework. Heslot et al. (2014) brought together weather
parameterizations with quantitative trait loci (QTL) interaction terms. More recently, breeding
researchers have coined terms describing environment interaction concepts, including enviromics
(the use of quantitative explanatory variables as continuous covariates, or reaction norms),
envirotyping (clustering environments to support categorical regional assignments), and
environmental indexing (collapsing a few highly informative environmental parameters into a
single vector). Crop physiology or precision agriculture typically incorporate environmental
attributes into nonlinear models, where each parameter is algebraically weighted (Yin & Struik,

2008). The disciplines of breeding, agrochemical development, and agronomy take different and



potentially complementary approaches to parameterizing environmental inputs to model

agroeconomic responses (Table 1.1).

Table 1.1 Summary of methods most employed by agricultural discipline to parameterize and

model environmental information

Breeding Agrochemical Agronomic
Kernel functions, Effectiveness (by-
. . . Crude aggregates,
Feature engineering crude aggregates, location efficacy), . .
.o . . environmental indexes
enviromics envirotyping
Critical stage (growth
Feature selection Model-driven stage, treatment Empirical
threshold)
. Linear, machine o .
Typical model strategy T Qualitative Nonlinear

While the interchangeability of statistics and machine learning has been understood for
decades (Breiman, 2001), there is a lack of consistency in modeling approaches among the
disciplines of breeding (Pour-Aboughadareh et al., 2022), agrochemical product development
(Sangiorgio et al., 2020), and agronomy or precision agriculture (Lecerf et al., 2019; Piao et al.,
2019) (Table 1.1). In breeding, where the literature of environmental modeling is most active, the
most common yield prediction models utilized in research recently have been neural networks
and convolutional neural networks (Van Klompenburg et al., 2020). The use of neural networks
seems to be partly driven by modeler preference (Khaki & Wang, 2019; Mwaura & Kenduiywo,
2021), since well-parameterized regression models provide sound comparisons to machine
learning algorithms for modeling genotype-by-environment outcomes (Sandhu et al., 2021;
Shook et al., 2021). These machine learning models are likely not appropriate for smaller, well-
controlled datasets available in agrochemical development and agronomic research. Preference
of machine learning over statistical approaches partially depends on the number of input features

(p) relative to the number of samples (), values which dictate model complexity (Shook et al.,



2021). The suitability of each model type may then be contingent on feature engineering and
variable selection.

Feature engineering: Weather data, which is often recorded on an hourly basis, must be

aggregated as the first step in feature engineering. While many studies that explicitly account for
the environment have aggregated weather data into whole-season sums (Gorman et al., 1989) or
principal component eigenvectors (Landau et al., 2000; Heslot et al., 2014), others have explored
the effect of finer aggregation. Rogers & Holland (2022) found 5-day windows superior to
longer windows (10, 15 and 30 days) for modeling corn yield within the Genomes to Fields
dataset (McFarland et al., 2020). For a soybean dataset, Shook et al. (2021) found that
aggregations (7-, 15-, and 30-day windows) impacted model accuracy minimally and much less
than model type. Custom aggregations based on growth stage have been used to model discrete
phenotypes (e.g., flowering time) in a process called environmental indexing (Li et al., 2018; Li
etal., 2021).

Hypothesis-based models have been created for yield using variable aggregation from
growth stages and variable identification based on expert judgment (Villordon et al., 2010). The
Critical Environmental Regressor through Informed Search (CERIS) model elegantly supports
visual plotting timepoints by window correlations to the outcome of interest, supporting visual
feature selection (Li et al., 2021). Published research suggests that disaggregated data coupled
with expert-informed feature selection, rather than unsupervised feature selection processes,
incorporates environmental information in a way that supports greater predictive accuracy.

Feature selection: After weather data are aggregated, its various features must be selected

prior to modeling. This is closely related to the data aggregation question, because of the

extensive collinearity of weather features. Correlation or correspondence among variables (i.e.,



minimum, mean, and maximum temperature), and across unique measurements (e.g.,
correlations between precipitation and soil moisture, precipitation, and solar radiation) represents
collinearity, which can create unstable models. Common-way parameterization options to reduce
collinearity includes kernel-based parameterizations (e.g., principal components), algebraic
reconciliation (e.g., degree-day calculations), or model-driven (e.g., stepwise) feature selection.
For example, Cuevas et al. (2016) found nonlinear genome kernels improved genotype by
Kernel-based parameterizations often show significant model accuracy over linear
parameterizations for multisite G*E models (Cuevas et al., 2016; Cuevas et al. 2018).

Crop physiology literature has incorporated plant available water (Rankine et al., 2015),
solar radiation (Lopez et al., 2022), and especially growing degree days or accumulated heat
units (Li et al., 2018), often in nonlinear forms. Machine learning studies have incorporated
similar variables, i.e., temperature, solar radiation, and rainfall (Gopal et al., 2019), satellite, soil,
and meteorological data (Cao et al., 2021), and growing degree days (Ruan et al., 2022), using
data-driven feature selection like forward selection or variable importance. It is plausible that
there is an optimal balance of feature engineering and feature selection that can balance
individual model accuracy and versatility across datasets, years, and crops.

Differences among the use of feature engineering, feature selection and modeling
techniques as observed in Table 1.1 could relate to the number of samples and units of
replication available of studies within those disciplines. Given that quantitative environmentally
dependent phenotypes like crop yield require multiple independent parameters to suitably predict
variance (Landau et al., 2000; Ben-Ari et al., 2016; Khaki & Wang, 2019), studies that use few
independent environmental measures and/or undertake little feature engineering frequently fail to

show advantages over naive models (Widener et al., 2021). Datasets with fewer environmental



samples (e.g., few sites) may then require expert parameterization to identify features of high
covariance. Conversely, low denominator weather windows do not necessarily impart greater
predictive capability if important features are not maintained, e.g., 1-hour feature windows
processed into kernel functions was not sufficient to beat predictions of a naive model (Jarquin et
al., 2020).

Modeling: Finally, defining and modeling outlying values in environmental data may not
only be necessary to create stable models, but could be essential to prepare agricultural systems
for climate change. While there has been little study in the relationship of data aggregation for
modeling crop yield responses to climate change, the greatest opportunity appears to relate to
feature selection that support inclusion of outlying observations (Reyer et al., 2013). Models that
include kernel vectors, including common Additive Main Effect and Multiplicative Interaction
(AMMI) and genotype x environment interaction (GGE) models are less robust to outlying
observations than mixed models that explicitly parametrize and model interactions (Oyamakin &
Durojaiye, 2020). Additionally, Rogers & Holland (2022) found dimension reduction (principal
component vectors) of the genomic inputs supported more sound holdout predictions than a
commensurate dimension reduction in environmental parameters, suggesting the genomic
vectors were better able to approximate important covariance attributes than environmental
vectors. Models that incorporate more environmental features may outperform sparse models,
and environmental inputs seem to be more sensitive to dimension reduction than other types of
inputs.

Now that we have explored the existing methods of environmental parameterization, we
will construct a framework for feature engineering, variable selection, and modeling that best

incorporates weather data for predictive agricultural models. Chapter 2 of this thesis illustrates
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the construction of this framework and creates predictive maize yield models. In chapter 3 we
use these findings and methodology to create models predicting quantitative indicators of crop
quality instead of yield, using sweetpotatoes as our use case.

1.5 Sweetpotato Industry Applications

Sweetpotatoes are a root vegetable packed with many nutrients and vitamins that have
become a staple of the North Carolina agricultural economy. Grown underground, these roots
tend to have variable shapes and sizes. The value of the crop is highly dependent on the grade, a
USDA defined classification based on weight, diameter, and length. A better understanding of
the factors that drive variability of sweetpotato size and shape has the potential to increase profits
of rural communities and decrease food waste.

As shown in Figure 1.2, potatoes and tubers make up 5% (four) of the top 80 most cited
publications using machine learning to predict crop yield and not a single study within the top 80
most cited works considered sweetpotato yield. Published works on sweetpotatoes concentrate
on genetics and breeding (Wang et al., 2010; da Silva Pereira et al., 2020; Mwanga et al., 2021).
These works dive into the sweetpotato genome, explore various markers and traits, and analyze
phenotypic data. Sweetpotato field trials are designed experiments that utilize statistical models
for analysis. These experiments are limited to analyzing a certain number of variables and
interactions, such as the effect of temperature on yield (Gajanayake et al., 2015) or the effect of
soil moisture on storage root initiation (Gajanayake et al., 2013). Unlike classical statistical
models, machine learning models can be trained with hundreds of variables to learn complex
interactions. Since biological and environmental systems are so complex, machine learning and

Al could capture diverse relationships and patterns within agricultural data.
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Haque et al. (2021) conducted a novel study to quantify the shape characteristics and
classification practices of sweetpotatoes utilizing high throughput scanning equipment available
in most packing facilities. Past studies created methods of scanning and characterizing crops, but
all were too time consuming with no easy way of integrating into standard packing procedures
(Villordon et al., 2020). Authors created a computer vision algorithm to estimate 13 sweetpotato
shape features from a 2-D image captured by an Exeter sorting machine. Some features included
body length, weight, curvature, and diameters across cross-sections of the root.

Sweetpotatoes grown by the NC State Sweetpotato and Potato Breeding and Genetics
Program at North Carolina State University (North Carolina State University, 2022) were
scanned using an Exeter sorting machine. Shape features of those sweetpotatoes were estimated
using computer vision algorithm and stored in a tabular dataset. Domain experts with experience
grading sweetpotatoes manually applied grade labels to each image. The annotated data were
used to train multiple machine learning models to predict if a sweetpotato is USDA Grade No. 1
or not (Haque et al., 2021). Bayesian network, neural network, decision tree, logistic regression,
and gradient boosting algorithms were created using 5-fold cross validation with a 70/30 training
and validation split. Chi-squared tests were also performed to analyze variable importance. The
champion model was a neural network with a test accuracy of 86% and the two most important
shape features in determining grade were length-to-width ratio and curvature of the sweetpotato
(Haque et al., 2021).

Haque et al. (2021) utilized tabular data quantifying sweetpotato shape and grade. We
expanded upon their methodology of capturing highly detailed crop quality data by adding
additional details to the training dataset. Hundreds of clones, or different genetic types of

sweetpotatoes, were scanned by the Exeter sorting machine during the 2021 study but were not
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included as inputs to the model by Haque et al. (2021) . In addition to this genetic information,
environmental data like weather and soil texture or cultural management practices like pesticide
application and fertilization amounts were added to the models presented in this paper. Since the
authors determined length-to-width ratio and curvature to be the two most important shape
features, these variables are the response variables of interest for our predictive models.

1.6 Conclusion

There is a clear rising trend of utilizing machine learning applications to analyze large
and multidimensional datasets generated during agricultural crop production. Classical statistical
methods cannot simultaneously model all complex environmental relationships occurring during
the growing season. Machine learning and Al provides researchers with a toolset used in many
data-intensive fields. Novel models such as hybrid approaches are a growing trend in research.
Numerous studies create predictive and descriptive machine learning algorithms in agriculture to
tackle important challenges such as food waste and food insecurity. However, studies concerning
specialty crops such as sweetpotatoes are limited.

The thesis research presented herein is divided into two main research objectives that
build upon one another: 1) Create a framework for parameterizing complex weather data and
explore how to best incorporate this information into predictive crop models by completing a
case study using maize breeding trial data (described in Chapter 2). And 2) address the
limitations of applying traditional precision agricultural practices to the sweetpotato industry
while integrating large, complex homogeneous datasets to understand which features impact root
yield and quality. A framework for sweetpotato production data collection, big data

management, and machine learning analyses will be conducted (described in Chapter 3).
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CHAPTER 2: Environmental Parameterizations for Predictive Agriculture
2.1 Introduction

Research into crop and environmental interactions has increased with the development of
breeding practices, agricultural pesticides, agrochemicals, and precision agriculture efforts.
Though all scientific disciplines aim to increase the yield and quality of more climate-resilient
and predictable crops, research has focused on different aspects of this development. Breeders
partition variation into genotypic, environmental and genotype by environment (G x E) effects.
Agricultural chemical developers construct by-site effectiveness diagrams and extrapolate
sources of environmental interaction. Applied agronomists capture environmental inputs through
crop models. Each of these research subjects lends unique and compatible insight into treatment
by environment interactions, though the published literature exemplifies limited interdisciplinary
cooperation.

In each field, there have been parallel yet separate advances in statistics, supervised
machine learning, and unsupervised techniques, with few examples of direct comparisons or
baseline setting. For example, since 2021 published publications analyzed crop yield parameters
based on statistics [including linear mixed models (Rogers et al., 2021) and nonlinear crop
models (Mishra et al., 2021)] and machine learning approaches [including kernel-based
(Singamsetti et al., 2021), tree-based (Correndo et al., 2021), neural networks (Mwaura &
Kenduiywo, 2021), Bayesian (Bernardo Junior et al., 2021) and regression-based (Lorenzi et al.,
2022)] approaches, for which no model comparison baseline was explicitly established. Based on
the literature, lab familiarity, code and compute availability, and general preference likely
determined model choice more often than considerations of biological data generation processes

or future generalizability.
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Potentially, dynamic feature engineering (using data to create new variables that are not
in the training set), feature selection (reducing the number of input variables in a predictive
model), and modeling approaches can increase accuracy while preserving or enhancing model
interpretability. Flexible analytic pipelines support scaling workflows to new environments or
situations of data scarcity. Our objective is to demonstrate the importance of considering feature
engineering, feature selection, and model selection as iterative steps toward incorporating
environmental information into biological models. The goal of this study is to: 1) analyze and
integrate environmental parametrization strategies from multiple disciplines, 2) formulate
potential attributes as portable or transferable across biological systems or experimental goals, 3)
identify testable elements within an agricultural environmental parameterization framework, and
4) execute discrete test cases.

We hypothesize that more parameters, engineered through robust modeling processes or
expert selection, should yield superior results from highly aggregated parameterizations
including unsupervised learning techniques. To test our hypothesis, we used the Genomes to
Fields (G2F) dataset curated by McFarland et al. (2020) which is publicly available
(CyVerse.org -CC 1.0). We systematically test feature engineering, feature selection and models
to demonstrate the comparability of procedures and test the superiority of competing tactics.

First, the weather data is aggregated into 1-day and 5-day windows, based on calendar
and planting dates. Second, the selected aggregation (1-day windows based on planting date) is
exposed to feature selection including supervised, unsupervised and the Critical Environmental
Regressor through Informed Search (CERIS) method first introduced by Li et al. (2021). Third,
the selected features are input into various models including linear, nonlinear, tree-based, and

Bayesian to compare model accuracy. Finally, influential outliers are identified and scrutinized
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for potential to account and imbue in future model pipelines. Our work demonstrates the
importance of iterative data discovery and model creation to parameterize robust and
interpretable models for agriculture.

2.2 Materials and Methods

We conducted feature engineering and model building to predict maize yield,
summarized with the following steps, which are depicted in Figure 2.1:

1) First, we tested different levels of data aggregation (feature engineering) at levels
lower than those used in existing literature or at different windows based on biological condition
(1-day and 5-day). 2) Next, we tested three methods of dimensionality reduction: we created
principal components and rejected original numeric inputs, we created aggregations based on the
CERIS method for each weather input and rejected the original numeric inputs, and we
performed gradient boosting variable selection and rejected all inputs but the top 25% relative
important inputs. 3) Third, we evaluated envirotyping (reaction norm), enviromic (mega-
environment clustering) and combination approaches in a multi-model context to determine
environmental components of model generalizability. 4) Finally, we identified anomalous

environmental inputs and characterized how they affect model generalizability.
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1) Data Processing and Feature Engineering

3) Model Building mmmm—
- 10 rore = l

Figure 2.1 Diagram of modeling framework steps. Where VPD is vapor pressure deficit, GDD is
growing degree days, Pheno is phenotypic, DAM is day after May 1%, DAP is day after planting, and

CERIS is Critical Environmental Regressor through Informed Search.
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2.2.1 Data Preparation

The G2F initiative is a multi-university collaborative effort to collect and distribute rich
datasets pertaining to maize breeding (McFarland et al., 2020). They curate and publish large
data relating to multi-site breeding trials. Publicly available data include management notes,
phenotypic files, lab soil analysis results, weather information, and other trial metadata
(McFarland et al., 2020). Four years’ worth of tidy trial data were incorporated into our study
spanning 2014 to 2017. We used site location, weather observations, and pedigree name to create
models predicting yield in bushels per acre for each trial. Soil or management practice data were
not incorporated into this study but will be considered in our models for Chapter 3. The trials
spanned many states within the U.S. and two Canadian sites. There were 27 unique trial locations
within our final dataset, 16 of which were utilized in 2014, 21 in 2015, 24 in 2016, and 26 in

2017. Figure 2.2 shows a map of G2F site locations.

Ottawa

WISCONSIN

Figure 2.2 G2F maize trials site locations for 2014-2017

Weather data observations were collected every 30 minutes from planting to harvest time
from in-field WatchDog 2700 weather stations from Spectrum Technologies (McFarland et al.,
2020). The weather observations were calibrated based on values from nearby National Weather

Service (NWS) station values (McFarland et al., 2020). Weather stations with observations that
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excessively deviated from NWS data were deemed poor quality and replaced with NWS
observations. Profiles of collected weather variables and an indicator whether they were included

in our models are listed in Table 2.1.

Table 2.1 Weather variables available from G2F trials

Variable  Unit Description 321132: %//I;lsjgg Imputation Used in Models?
Temp € gilrlperature ?(,)62 11%) (661 ?31502) ARIMA Yes

DewPt C Dew Point (1(’)213 j% ) (1;) 8 ﬁSl;o ) ARIMA Yes

o R ST ST

S M A NSRS

Rain mm Rainfall ?g f) 4%) 273 ’278;) ) ARIMA Yes

WindSpd | m/s Wind Speed (1(’)213 j% ) ?5,8129"2) ) ARIMA Yes

WindGust | m/s Wind Gust ?g ?)3% ) (110 g ’7953 (y70 ) ARIMA Yes

PhotoPd | hours Photoperiod Zg ?) 9%) (992 ?52 (;) ) - IS\Ilg;(ciolinear with
SoilMois | %VWC Soil Moisture ?02 91 4%) ?fg’gg& ) - E(i)s,stiz(; rj;?l}és

We aggregated hourly weather observations from the on-site weather stations to daily
observations. Soil moisture readings were removed from the dataset based on a high level of
missing observations, as shown in Table 2.1. Photoperiod observations were also removed due to
their colinear nature with solar radiation.

Daily aggregated weather observations were imputed using an autoregressive integrated
moving average (ARIMA) models as described by Afrifa-Yamoah et al. (2020). An ARIMAX
model was created in SAS Model Studio for each weather parameter. Mean imputation was

performed on each variable before modeling to ensure complete case analysis, a requirement of
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SAS Forecasting. Predicted values were saved and merged with the original weather parameters
to replace missing values.
2.2.2 Feature Engineering

As seen in step 1) of Figure 2.1, additional environmental parameters were calculated
based on observed weather variables after missing values were imputed. Daily growing degree
days (GDDs) were calculated using Equation 1, where T4, is the maximum daily temperature
observation in degrees Fahrenheit and T,,;,, is the minimum daily temperature observation in
degrees Fahrenheit. A base temperature of 50 degrees F for maize was used in the daily growing
degree days (GDD) calculations.

Tmax+Tmin 50 (Tmax + Tmin)/ > 50
2 ’ 2=

GDD = 0, (Tmax + Tmin)/2 < 50 (Eq. 1)
0, Thax = 86

Vapor pressure deficit (VPD) was calculated using Equation 2, where T is temperature in Celsius
and RH is relative humidity in percent.
vpD = (100 - RH/lOO) x6.11 * e (@160 273273410 (Bq. 2)
Daily aggregated weather observations were merged with the phenotypic dataset that
included yield, the response variable of interest. From these data, four datasets with different

aggregation methods were created. Table 2.2 contains descriptions of each aggregation method.
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Table 2.2 Environmental data aggregation methods. Where DAM is day after May 1% and DAP is

day after planting
Aggregation Dataset
Method Variable Description
Name

Minimum, maximum, or mean of each variable daily since May 1% of the
trial year

Minimum, maximum, or mean of each variable daily since the planting
date of the trial year

Minimum, maximum, or mean of each variable calculated in 5-day
windows since May 1% of the trial year

Minimum, maximum, or mean of each variable calculated in 5-day
windows since the planting date of the trial year

Daily DAM | DAM
Daily DAP DAP

5-Day DAM | 5SDAM

5-Day DAP SDAP

These aggregations included moving windows starting from May 1% of each year and
starting from the first day of planting for each trial. For example, if a trial was planted on May
3" the first SDAP record would be the average temperature observations from May 3™ through
May 7™ while the first DAM variable would be the average temperature observations from May
1st through May 5™ Figure 2.3 displays an illustration for the calculation of the aggregates for

this example.

Planting Date

*

May1st May2nd May3rd May4th May5th May6th May7th May8th May9th May10th May 11th May 12th

1-Day After May 1st (DAM) DAMO DAM1 DAM2 DAM3 DAM4 DAMS DAM6 DAM7 DAMS DAM9 DAM10 DAM11

1-Day After Planting (DAP) DAPO DAP1 DAP2 DAP3 DAP4 DAPS DAP6 DAP7 DAP8 DAP9
5-Day After May 1st (SDAM) SDAMO SDAM1
5-Day After Planting (SDAP) SDAPO SDAP1

Figure 2.3 Example aggregation for a field with a planting date of May 3™

Observations were transposed after aggregation, turning a long table into a wide table of
many columns. The resultant dataset had 20,923 observations and was split into a 70/30 train/test
partition using stratified sampling on the yield observations. The data analysis for this chapter

was generated using SAS Model Studio software, Version Stable 2022.1.3 of the SAS Viya 4.0
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System. Copyright © 2022 SAS Institute Inc. SAS and all other SAS Institute Inc. product or
service names are registered trademarks or trademarks of SAS Institute Inc., Cary, NC, USA. A
pipeline was created in SAS Model Studio for each of the four aggregation methods shown in
Table 2.2 and fed into four independent gradient boosting models as shown in step 2) of Figure
2.1 for model comparison.

The gradient boosting models were trained using the default parameters discussed in
Definition A.1 of Appendix A. Each model was created with 100 trees in the boosting series,
which is the default setting for gradient boosting models in SAS Data Mining and Machine
Learning (SAS Institute Inc., 2022). Regularization, a technique employed to the tree leaf values
in training to avoid overfitting, was performed with an L1 (lasso regularization) parameter of 0
and an L2 (ridge regularization) parameter rate of 1. The learning rate, or the step size selected
for the gradient descent optimization, was 0.1. For each of the 100 iterations, a random sample of
50% of the training observations were used to construct the trees (SAS Institute Inc., 2022).

The champion engineered variable set was selected from the four sets of aggregated
variables based on the lowest root mean squared error (RMSE) value (RMSE values are
presented in Table 2.3). This champion dataset was the daily observations after planting date
(DAP), and it was used in all proceeding modeling steps.

2.2.3 Variable Selection

The champion dataset was used to test three methods of feature selection: 1) principal
component analysis (PCA), 2) visual feature selection (CERIS), and 3) gradient boosting
variable selection. The models were evaluated and compared to choose the feature selection
method that led to the best performing model based on the lowest RMSE value. The three

reduced datasets resulting from the PCA, Gradient boosting selection, and CERIS selection were
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used to train three independent gradient boosting models with the same training parameter
settings.

PCA was performed as a method of feature extraction and dataset dimensionality
reduction. Original inputs were then rejected from the dataset and the resultant principal
components were used to train the first contender gradient boosting model. The correlation
source matrix was used to calculate eigenvalues and eigenvectors for the PCA. No limit was
enforced on the number of principal components to be created. The cumulative variance cutoff
value was 0.99 and the minimum variance increment cutoff value was 0.001.

CERIS, the environmental dimension framework presented by Li et al. (2021), was
utilized as a third method to further engineer the input feature set and perform variable reduction.
The framework serves to visualize correlations between phenotypic respondent variables with an
exhaustive search of weather aggregations with different step sizes and windows. Aggregation
windows with the highest correlation to yield were used to create 11 new variables and all other
weather input variables were rejected.

Gradient boosting selection was performed as a second method of dimensionality
reduction. A gradient boosting algorithm was trained on the DAP dataset with the same settings
and hyperparameter values as described in Definition A.1 of Appendix A. Relative importance
was calculated for each input because of training. Introduced by Breiman et al. (1984),
regression trees have a natural means of calculating the importance of variables during model
training. As variables are selected to create splits within decision trees, we can calculate the
importance of each splitting variable by calculating the sum of squared values of an
improvement metric, typically a reduction in error, across all internal nodes (Breiman et al.,

1984). For ensemble models, we average this importance calculation across all trained trees.
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Relative importance values have been normalized between 0 and 1. For gradient boosting
variable selection, the variables with relative importance values ranging from 0.25 to 0.1 were
selected and all other input variables were rejected. The reduced dataset was then used to train
the final gradient boosting algorithm of this pipeline.

The three different methods of dimensionality reduction (PCA, CERIS, Gradient
Boosting Selection,) were used to train three different independent datasets. The model settings
and training parameters of the gradient boosting models are described in Definition A.1 of
Appendix A.

A champion model was chosen from this pipeline based on the lowest RMSE value
(RMSE values are listed in Table 2.7). Based on these results, the dataset with input reduction
using the CERIS method was selected to continue in the next step.

2.2.4 Modeling

Finally, for step 3) of the analytical framework presented in Figure 2.1, we used the
CERIS visual feature selection method to train multiple models and algorithms predicting yield.
Two data preparation paths were created in the Modeling SAS Model Studio pipeline, 1) a
dataset which included the CERIS method aggregated variables and 2) the CERIS dataset along
with clusters created from the DAP dataset.

Clusters were created using principal components created from the DAP dataset. Forgy
initialization was used with a gamma value of 0.5. The Aligned Box Criterion (ABC) was used
to determine the number of clusters and the minimum and maximum number of clusters were set
to 2 and 6, respectively.

The resultant data with clusters and the champion variable selection method were both

used to train multiple algorithms predicting yield using the same 70/30 train/test data partition
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established at the start of model building. Trained models included linear mixed models, general
additive models, decision trees, gradient boosting, neural networks, multiple linear regression,
and gaussian process regression. These models were trained following the definitions listed in
Appendix A. Evaluation statistics of all 12 models were compared and the champion model was
created based on the lowest test RMSE value (RMSE values are listed in Table 2.9).
2.3 Results
2.3.1 Feature Engineering

The four gradient boosting models trained on the contending feature engineering datasets
performed similarly, as shown in Table 2.3. RMSEs for the four gradient boosting models ranged
from 32.17 to 32.13 bushels per acre. The champion model for step 1 of the analytical
framework, as seen in Figure 2.1, was trained on the daily weather aggregations starting from the
planting date (DAP) dataset. It produced the lowest training RMSE (32.17). More complete fit
statistics for the training and testing partitions of these models can be found in Table B.1 of

Appendix B.
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Table 2.3 Dataset selection model comparison

Champion Name

Root Average
Squared Error
(RMSE)

Average Root Mean Root Mean Squared
Squared Absolute Error Logarithmic Error
Error (MSE) (RMAE) (RMSLE)

1-day after

* planting (DAP)
Gradient

Boosting

1-day after May

(DAM) Gradient

Boosting

5-day after

planting (SDAP)

Gradient

Boosting

5-day after May

(5DAM)

Gradient

Boosting

32.13

32.14

32.15

32.17

1,032 4.964 0.2779

1,033 4.966 0.2779

1,034 4.967 0.2785

1,035 4.968 0.2785

Fit statistics for the training and testing partition of the DAP gradient boosting model can

be found in Table 2.4. The training RMSE value was 31.42. The testing data performed similarly

well when scored with the same model with an RMSE of 32.13, which indicates the model did

not overfit and generalizes well to unseen data.

Table 2.4 Dataset selection model comparison

Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 987.5 1032

Divisor for MSE 13,626 5,848

Mean Absolute Error (MAE) 24.05 24.64

Mean Squared Logarithmic Error (MSLE) 0.07667 0.07723

Number of Observations (n) 13,626 5,848

Root Average Squared Error (RMSE) 31.42 32.13

Root Mean Absolute Error (RMAE) 4.904 4.964

Root Mean Squared Logarithmic Error (RMSLE) | 0.2769 0.2779
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2.3.2 Variable Selection

As a result of the model comparison in Table 2.3, the DAP dataset was then used in all
proceeding modeling steps shown in the framework of Figure 2.1. Next, three different
independent gradient boosting models were trained each with a different method of reducing the
dataset dimensionality. The first was a method of feature engineering by performing a PCA on
the DAP dataset. As shown in Figure 2.4, the optimal value of the principal components was 6.
These 6 principal components along with the nominal variable Pedigree were passed along in the
analytic flow and used to train the first gradient boosting model in step 2) of Figure 2.1,

dimension reduction.

Eigenvalue

2 ! 6 8
Principal Component ID
Figure 2.4 PCA eigenvalue plot
The second method of dimension reduction was a gradient boosting variable selection.
The feature with the highest relative importance value was the minimum temperature 87 days
after planting followed by the average daily vapor pressure deficit value 86 days after planting.

Table 2.5 highlights the top 10 important variables identified by this process. The calculated

importance values have been normalized between values of 0 and 1 and displayed in Table 2.5 as
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percentages. The variables with the top 0.25 relative importance values were selected and used to

train a gradient boosting model.

Table 2.5 Gradient boosting relative importance

Variable Name ﬁﬁii:z;nce
Minimum temperature 87 DAP 1.0
VPD 86 DAP 0.8049
Maximum temperature 62 DAP 0.5255
Relative humidity 129 DAP 0.4407
Solar radiation 6 DAP 0.2675
Temperature 121 DAP 0.2499
Wind gust 113 DAP 0.2214
Pedigree 0.1794
Rainfall 48 DAP 0.1232
Maximum temperature 37 DAP 0.1184

Finally, visual feature selection was performed. Table 2.6 shows the results of running
the G2F 2014 through 2017 data through the CERIS code presented by Lu et al. (2021), accessed
at https://github.com/GouXiangJian/CERIS. The environmental index most correlate with yield
was the average VPD values occurring between 81 to 87 days after planting, with an R-squared
value of 0.40. Solar radiation and daily growing degree days (GDD) values observed late in the
growing season had the second and third highest absolute correlations values. Custom
aggregations were made to each weather parameter based on the starting and ending window
periods shown in Table 2.6 and these 11 variables were used to create a third gradient boosting

model.
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Table 2.6 Highest correlated environment index for each weather variable

Window Start (Days Window End (Days after
Parameter after planting -DA)IQ) planting -DAP) g R-Squared
Average Temperature 82 88 0.25
Minimum Temperature 127 133 0.23
Maximum Temperature 81 87 0.24
Daily growing degree days | 127 133 0.27
Dew Point 71 77 0.23
Rain 127 133 0.26
Relative Humidity 122 129 0.21
VPD 81 87 0.40
Solar Radiation 110 116 0.34
Maximum Wind Gust 127 133 0.15
Maximum Wind Speed 110 116 0.24

Resulting RMSEs for the three gradient boosting models ranged from 32.06 to 46.66, as

seen in Table 2.7. PCA resulted in the worst performing model (RMSE 46.66) where gradient

boosting variable selection and visual feature selection performed similarly. SAS Model Studio

declared the resultant model of the gradient boosting selection method as the champion based on

the lowest RMSE (32.06). More complete fit statistics for the training and testing partitions of

these models can be found in Table B.2 of Appendix B.

Table 2.7 Variable selection model comparison

Root Mean Root Mean
Root Average  Average
. Absolute Squared
Champion Name Squared Error  Squared o
(RMSE) Error (MSE) Error Logarithmic Error
(RMAE) (RMSLE)
Y | SERIS Gradient 35 g 4.962 0.2772
Boosting
Grad Boost Select
Gradient Boosting 32.13 4.968 0.2778
PCA Gradient 46 66 6.049 0.4278
Boosting

Training and testing fit statistics for the champion variable selection model are shown in

Table 2.8. The training RMSE was 31.33 and the testing RMSE was 32.06.

29



Table 2.8 Dimension reduction champion model training and testing fit statistics

Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 981.7 1028
Divisor for MSE 13,626 5,848
Mean Absolute Error (MAE) 23.99 24.63
Mean Squared Logarithmic Error
(MSLE) 0.0761 0.07686
Number of Observations (n) 13,626 5,848
Root Average Squared Error (RMSE) 31.33 32.06
Root Mean Absolute Error (RMAE) 4.898 4.962
Root Mean Squared Logarithmic Error
(RMSLE) 0.2759 0.2772
2.3.3 Modeling

As a result of step 2: dimension reduction of the analytical framework proposed in Figure
2.1, the variables selected to continue in the analytical framework were the CERIS weather
aggregations and the maize pedigree. Six models were trained on these data to predict yield: a
linear mixed model, gradient boosting, neural network, random forest, general additive model,
and decision tree. The training and parameter settings of each of these models are described in
Appendix A. An additional data processing step, clustering, was performed on the DAP dataset
input variables and the clusters along with the maize pedigree were used to train six more
models. This clustering step is pictured as the pink data processing node in Figure 2.1. There was
a total of 12 models trained, and the results are listed in Table 2.9. More complete fit statistics
for the training and testing partitions of these models can be found in Tables B.3, B.4, B.5, and

B.6 of Appendix B.
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Table 2.9 Model building model comparison

Root Average  Average Root Mean I;?;gfan
Champion Name Squared Error  Squared Error ~ Absolute Error ngari thmic Error
(RMSE) (MSE) (RMAE) (RMSLE)

Clustering

* Random 32.04 1026 4.960 0.2774
Forest
CERIS
Random 32.05 1027 4.960 0.2775
Forest
Clustering
Gradient 32.10 1030 4.963 0.2775
Boosting
CERIS
Gradient 32.11 1031 4.964 0.2776
Boosting
Clustering
Decision 32.21 1038 4.977 0.2785
Tree
CERIS
Decision 32.21 1038 4.977 0.2785
Tree
CERIS
Linear Mixed 33.00 1089 5.015 0.3006
CERIS GAM 3391 1150 5.084 0.3135
Clustering
Linear Mixed 46.25 2139 6.013 0.4260
CERIS
Neural 47.29 2237 6.100 0.4346
Network
Clustering
Neural 47.31 2238 6.103 0.4344
Network
Clustering
GAM 47.43 2250 6.087 0.4393

The random forest model trained on the CERIS inputs with clusters had the lowest RMSE

value (32.04) and the random forest model trained on only the CEIS aggregations had the second

lowest RMSE values (32.05). Overall, the top 50% best performing models were tree based

(RMSE ranging from 32.21 to 32.04). The linear mixed model trained on only the CERIS inputs
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performed nearly as good as the trees with an RMSE of 33.91. The lowest performing models

were the rest of the linear models and the neural networks (RMSE ranging from 46.25 to 47.43).

Next, we refined the champion model by performing autotuning. The random forest was

tuned using the parameter ranges shown in Table 2.10. The genetic search algorithm resulted in

the hyperparameter values also shown in the table.

Table 2.10 Autotuning parameter search regions and chosen values

Parameter Minimum Search Range Maximum Search Range Optimal Value
Number of Trees ‘ 20 150 100

Number of Splitting Variables ‘ 1 100 13

Bootstrap ‘ 0.1 0.9 0.6

Maximum Tree Levels ‘ 1 30 21

As a part of the autotuning process, SAS Model Studio calculates hyperparameter relative

importance. Table 2.11 shows the results of these calculations. Of note, changing the maximum

tree depth or the number of splits most impacted the change in model performance.

Table 2.11 Autotuned parameter relative importance

Hyperparameter

Relative Importance

Maximum Tree Levels
Number of Splitting Variables
Bootstrap

Number of Interval Bins
Number of Trees

1.0

0.5264
0.4749
0.4173
0.2605

Table 2.12 shows the fit statistics for the random forest model before and after

autotuning. After autotuning, the training error terms improved considerably (RMSE of 31.33

fell to 26.93) and the test partition error values slightly decreased (RMSE of 32.10 fell to 31.50).
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Table 2.12 Model building champion model with and without autotuning training and testing fit

statistics
Training Testine Data Autotuned Autotuned
Statistic Data Parti ti(%n Training Data Testing Data
Partition Partition Partition
Average Squared Error
(MSE) 981.7 1,030 725.5 992.0
Divisor for MSE 13,626 5,848 13,626 5,848
Mean Absolute Error (MAE) | 23.98 24.64 20.22 24.07
Mean Squared Logarithmic
Error (MSLE) 0.07619 0.07699 0.06033 0.07604
Number of Observations (n) 13,626 5,848 13,626 5,848
Root Average Squared Error
(RMSE) 31.33 32.10 26.93 31.50
Root Mean Absolute Error
(RMAE) 4.897 4.963 4.497 4.906
Root Mean Squared
Logarithmic Error (RMSLE) 0.2760 0.2775 0.2456 0.2758

The standard autotune search criteria in addition to the top five evaluations during the

tuning search are displayed in Table 2.13.

Table 2.13 Autotune search standard and top evaluations

. Number Number of Maximum Number Time
Evaluation of Trees Variables Bootstrap Tree Levels of Bins RMSE (sec)
0 100 13 0.6 21 50 31.18 39.75
10 100 13 0.6 21 50 31.18 0
31 100 13 0.6 30 50 31.19 63.19
36 100 13 0.6 21 90 31.19 58.83
38 150 13 0.6 21 50 31.20 70.59
37 100 13 0.6 21 20 31.21 55.47

The plot in Figure 2.5 shows the out of bag sample mean squared error value as the
number of trees in the random forest increases. Out of bag samples are the observations that were
not used to train the model at each iteration, providing us with an unbiased means to assessing
model accuracy (Sammut & Webb, 2011). The minimum MSE value for the out of bag sample

(969) occurs at a depth of 123 trees.
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Figure 2.5 Champion random forest model out-of-bag error plot
Figure 2.6 shows the yield predictions versus actuals plot with a fitted line of best fit. The
R-squared value for the linear fit between actual and predicted yield values is 0.565. A perfect
model would have an R-squared value of 1 and each observation would line up perfectly with
each prediction.

Predicted: Yield

300 1
R?=0.565
Adj. R? = 0.565

250 ~

200

150

100 -

50 1 L s s e e~
0 50 100 150 200 250 300

Yield
Figure 2.6 Champion random forest model predicted versus actual values graph
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Figure 2.7 Residual histogram

Figure 2.7 shows a histogram of residuals, which were calculated by subtracting the
predicted yield values from the observed. We would like to see residuals normally distributed
centered around a mean of 0. Our residuals appear normally distributed with an average of 0.128
and standard deviation of 31.4. The residual values range from -152.3 to 170. Upon
investigation, many of the predictions with the largest squared residual values were over-
estimating yield values for field with extremely low reported yield (16.71 - 44.52 bushels per
acre), many of which were grown at the location OHHI in 2017. These findings are supported by

Table 2.14.
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Table 2.14 Highest squared residual predictions

Yield Predicted Yield  Residuals Squared Residuals  Location Year
317.9 147.9 170.0 28,898 MNHI1 2017
300.0 140.8 159.2 25,345 MNH1 2017
11.70 166.4 -154.7 23,936 IAH3 2016
27.39 166.5 -139.2 19,365 OHHI1 2017
287.2 150.6 136.6 18,657 WIH2 2015
31.71 166.5 -134.8 18,182 OHHI1 2017
17.36 151.1 -133.7 17,882 OHH1 2017
39.26 166.5 -127.3 16,203 OHHI1 2017
16.71 143.4 -126.6 16,038 OHH1 2017
21.57 147.9 -126.3 15,961 MNHI1 2017
44.52 170.0 -125.5 15,757 OHH1 2017

As a result of training our champion model, random forest variable importance and

interpretability tables and graphs were calculated and created. Table 2.15 displays the champion

model variable importance, with pedigree and the CERIS aggregations for solar radiation,

relative humidity, and maximum temperature rising to the top. Recall from step 2)

dimensionality reduction in the analytical framework presented in Figure 2.1, the minimum daily

temperature 87 DAP and daily VPD 86 days after planting were the top two variables of the

gradient boosting relative importance calculations (results listed in Table 2.5).
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Table 2.15 Champion model variable importance

Variable Name Relative Importance
Pedigree 1.0
Solar Radiation 110-116 DAP 0.9959
Relative Humidity 122-129 DAP 0.6308
Maximum Temperature 81-87 DAP 0.6175
VPD 81-87 DAP 0.3697
Rainfall 127-133 DAP 0.2646
Temperature 82-88 DAP 0.2184
Wind Speed 100-116 DAP 0.1863
Wind gust 127-133 DAP 0.1037
Growing degree days 127-133 DAP 0.0806
Dew point 71-77 DAP 0.0805
Minimum temperature 127-133 DAP | 0.0621
Cluster 0.0253

For the top three numeric input variables listed in Table 2.15, partial dependence plots
were created (Friedman, 2001). These plots are often used to provide insight into black box
models and help us understand how certain input impact a predictive model’s performance
(Wright, 2018). For each observed value of the independent variable, the average response
variable is graphed assuming all other effects constant. Figures 2.8, 2.9, and 2.10 show the partial
dependence plots for CERIS aggregated solar radiation, relative humidity, and maximum

temperature, respectively.
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Figure 2.8 Solar Radiation (SRad) W/m2 110-116 days after planting partial dependence plot
As observed in Figure 2.8, when solar radiation value reach above 200 and below 250
W/m2 the mean yield response decreases slightly. When relative humidity values drop below
66% about 122 days into the growing season, average predicted yield response drops by nearly
50 bushels, as shown in Figure 2.9. Figure 2.10 indicates a decreasing yield response as the

maximum temperature increases about 80 days after the maize is planted.
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Figure 2.9 Relative Humidity (RH) percentage 122-129 days after planting partial dependence

plot
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Figure 2.10 Maximum Temperature degrees Celsius 81-87 days after planting partial dependence

plot
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2.4 Discussion

We demonstrated that informed biological parameterizations coupled with data-driven
feature selection approaches improve model accuracy versus empirical approaches. By testing a
combination of data aggregations (feature engineering), feature selection methods, and models,
we borrowed frameworks from breeding, agrochemical development, and agronomy to propose a
robust and flexible method to achieve environmental parameterizations for predictive agricultural
modeling.

Among the three disciplines considered, the models with the most fine-tuned weather
feature aggregations are crop physiology models, which are mechanistic models of crop growth
and development. These features are calculated according to the system’s biological time (e.g.,
planting date) and expressed on nonlinear scales. This contrasts to agrochemical development
and breeding approaches, which tend to rely on empirical and model driven approaches,
respectively (Table 1.1). Our results showed that aggregations based on days after planting
(DAP) generated a slightly more accurate model than calendar-based aggregations (Table 2.3).
These biologically oriented aggregations likely contributed to improved performance of the
moving time point windows (CERIS model, Table 2.7). By adapting biological indexing
methodologies to yield and breeding, this chapter demonstrates the sensibility of feature
engineering relatively small windows based on common biological indicators (e.g., days after
planting, or days before harvest).

For dimensionality reduction, we found that CERIS outperformed PCA and gradient
boosting feature selection methods. Through CERIS, one highly correlated aggregation of each
weather variable created a more generalizable model compared to a model comprised of many

low signal aggregations. This dimensionality reduction method is like the feature selection
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method used in the agrochemical development discipline where subject matter experts
incorporate few features based on observed and hypothesized variables. Our study supports that a
focus on variable selection is at least as important as model selection to predict crop yield for
weather with suitable accuracy.

Following systematic exploration of features and variables, a random forest model
outperformed other linear and nonlinear algorithms. Genomic selection research has revealed
numerous examples of neural network or tree-based algorithms outshining regression models
when genotype by environment sources of variance were not explicitly parameterized. The same
machine learning models generally showed less accuracy than regressions when interaction
parameterizations became available (Montesinos-Lopez, 2018a, 2018b). By identifying and
incorporating measurable and often continuous environmental covariates and their interaction
components, researchers gain additional opportunities to improve model fit and accuracy,
explain model outcomes, verify transgressive treatment performance, and generate workable
hypotheses to further refine the model (Sandhu et al., 2021).

Another strategy to account for weather data is to cluster sites into mega-regions, in
which case variance due to different weather, soil or management should be minimized within
each cluster (Lado et al., 2016; Resende et al., 2020). For crops grown across wide geographical
ranges, a combination of the two strategies may prove the most effective. In this study, including
a cluster term sites with similar weather increased model accuracy.

In conclusion, these results support dynamic feature engineering, feature selection and
model selection to parameterize high dimensionality weather data. This method accounts for and
is expected to be flexible to support breeding, agrochemical development, and crop physiology

or precision agriculture parameterizations.
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CHAPTER 3: Predicting Sweetpotato Size and Shape Features
3.1 Introduction

Sweetpotatoes are a root vegetable packed with many nutrients and vitamins that have
become a staple of the North Carolina agricultural economy. Sweetpotatoes tend to have variable
shapes and sizes and since they are grown underground, producers are not able to visibly see
their crop progress throughout the growing season without destroying plants. Sweetpotato shapes
and sizes are only visible during harvest. The value of the crop is highly dependent on their
grade, a USDA defined classification based on quantified weight, diameter, and length values
(USDA, 2005). There are no quantified, numeric guidelines for shape or acceptable symmetry
values, only the guidance that sweetpotatoes should be “fairly well shaped” and now “curved,
crooked, constricted or otherwise misshapen” (USDA, 2005). Grade classification is therefore
subject to more subjectivity and personal bias than is desirable.

Consumers value symmetrical sweetpotatoes and they evaluate them based on their
aesthetics. Figure 3.1 shows a sample of misshapen sweetpotatoes that would be rejected at
harvest and left as waste in the field. Misshapen sweetpotatoes, too big, or too small or not
symmetrical enough, are deemed “culls” and often left in the field to rot or be collected by
gleaning organizations. A study conducted on a North Carolina farm determined that 65% of the
sweetpotatoes left in the field after harvest were edible and undamaged but did not adhere to the
consumer’s standard size and shape expectations (Johnson et al., 2018). Unless consumer
preferences change with an increased demand for culls, food waste could be reduced by
increasing the yield of desirably sized and shaped sweetpotatoes.

Because sweetpotatoes are a highly variable crop and its profits are highly dependent on

USDA grades and consumer preferences, a better understanding of the factors that drive
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variability of sweetpotato size and shape has the potential to increase profits of rural

communities and decrease food waste.

l',‘.

Figure 3.1 Misshapen swe~etpotatoes reject at harVIe‘st and left in field as waste

There is a rising trend of utilizing machine learning applications to analyze the large and
multidimensional datasets generated during agricultural crop production (Kamilaris et al., 2017).
Classical statistical methods cannot simultaneously model all complex environmental
relationships occurring during the growing season. Machine learning and Artificial Intelligence
(AI) provide researchers with a toolset used in many data-intensive fields. Numerous studies
create predictive and descriptive machine learning algorithms in agriculture to tackle important
challenges such as food waste and food insecurity (Liakos et al., 2018). However, studies
concerning specialty crops such as sweetpotatoes are limited. Figure 1.2 illustrates that 39% of
the published papers studied focused on more prominent crops such as maize (26%) and wheat
(13%) and very few studies use crop quality features as dependent variables.

In the study presented herein, we address the need to use machine learning tools to 1)
predict crop quality features based on tools and technologies available to producers; 2) improve
our understanding of which variables drive variations in sweetpotato shape and size; and 3)
quantify sweetpotato storage root shape features in a non-biased and timely manner. Past studies

created methods of scanning and characterizing crops, but all were too time consuming with no

43



straightforward way of integrating these new technologies into standard packing procedures
(Villordon et al., 2020).

Haque et al. (2021) conducted a novel study to quantify shape characteristics and
classification practices of sweetpotatoes utilizing high throughput scanning equipment available
in packing facilities in North Carolina, such as the Exeter scanning machine (Exeter Engineering,
2019). Haque et al. (2021) created a computer vision algorithm to estimate 13 sweetpotato shape
features from 2D imagery captured by an Exeter scanner, as seen in Figure 3.2. Calculated
features included storage root length, weight, curvature, and diameters along multiple cross-
sections of the storage root. Sweetpotatoes grown by the NC State Sweetpotato and Potato
Breeding and Genetics Program at North Carolina State University (North Carolina State
University, 2022) were scanned using an Exeter scanner. Shape features of those sweetpotatoes

were estimated using the authors’ computer vision algorithm and stored in a tabular dataset.

Figure 3.2 Scanned image of a single sweetpotato captured from the Exeter sorter

The labeled tabular dataset was used to train machine learning models to classify
sweetpotatoes as USDA Grade No. 1 or not based on the extracted shape features. Variable
importance was performed to determine which factors most influence the resulting grade label.

The curvature and the length to weight ratio were determined to be the most important variables
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(Haque et al., 2021). To build on this finding, we analyzed the primary environmental
conditions that influence the variation in these features.

The objective of this study was to collect genetic, environmental, and cultural data to be
incorporated into regression machine learning models to predict both length-to-width ratio and
curvature in sweetpotatoes. Once data were aggregated and analyzed, we explored which
variables were the most important in predicting storage root shape and size features. This study
addresses the challenges of applying traditional precision agricultural practices to the
sweetpotato industry and integrates large, complex homogeneous datasets to understand which
features impact storage root yield and quality. In conducting this study, we hope to establish a
framework for sweetpotato production data collection, big data management, and machine
learning analyses.

We found that following this analytical framework, tree-based algorithms resulted in the
lowest test partition error values and allowed us to explore variable importance. Daily weather
aggregations created with respect to the planting date along with a few key soil sample test
results were the most important variables in creating predictive models for curvature and length-
to-width ratio of sweetpotatoes.

3.2 Materials and Methods

Weather, soil, field management, and trial data were collected during four sweetpotato
growing seasons at multiple sweetpotato research stations in North Carolina. We developed a
framework for managing big precision agriculture data and aggregated tabular data together and
created machine learning models to identify features important in determining sweetpotato value.
We extracted shape features from 65,943 sweetpotato images scanned by an Exeter sorter

machine and created models predicting root curvature and length-to-width ratios. We identified
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the influential features that determine curvature and length-to-width ratio of the storage roots by
using Gradient Boosting Variable Importance methods.
3.2.1 Data Collection and Preparation

Sweetpotatoes were grown at three Agricultural Research Stations in eastern North
Carolina operated by the North Carolina Department of Agriculture and Consumer Services
(NCDA&CS) from 2018 to 2021. The specific sites of production as shown in Figure 3.3 were
the Horticultural Crops Research Station, Clinton, NC; the Cunningham Research Station,
Kinston, NC, and the Caswell Research Farm, Kinston, NC. At each site, the NC State
Sweetpotato Breeding Program supervised and managed all aspects of sweetpotato production
according to current commercial standards. After harvest, the storage roots were scanned using
an Exeter sorting machine located at the research station in Clinton. The Exeter scanner is one of
the preferred methods used by large-scale sweetpotato packers for quantifying sweetpotato value
in terms of shape, size, and weight. Typically, in a production environment, a scanner system has
12 sorting lanes and 12 cameras, allowing for an average of 3,600 sweetpotatoes sorted per
minute (Exeter Engineering, 2019). However, the Exeter scanner at the research station only
contains one lane that captures and saves about 300 sweetpotatoes images per minute.

During the four years of this study, 274 clones, or potential new sweetpotato varieties,
were scanned and processed by the sweetpotato breeding program. Raw product produced at the
research stations in Kinston was transported to the Clinton location for processing. For this
study, we created virtual field maps, as observed in Figures 3.4, 3.5, and 3.6, in ArcGIS Pro

(ESRI, 2022) by georeferencing hand-drawn field maps and plot plans.

46



Figure

ot Havelock

3.3 North Carolina sweetpotato research station locations

y ”., o

Figure 3.5 (a) Cunningham Research Station field rnép (b) Digitized field map
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Figure 3.6 l{a) ‘Caswell Research F arn; ﬁeld map () Digitized field map

Soil samples from each field were collected by research station staff at the start of each
growing season and sent to the NCDA&CS (Agronomic Services Division, 2022 to estimate soil
macronutrients, micronutrients, and physiological values (e.g., copper index, potassium index,
nitrogen index, humic matter, cation exchange capacity). We downloaded daily weather data for
the coordinate points corresponding to each field using an API from the NASA POWER
agroclimatology model for dates starting May 1% of each growing year (NASA Langley
Research Center, 2022). Table 3.1 lists the retrieved variables and their associated metadata.
Weather data were collected for dates starting May 1% of each year (given that the earliest

planting date of this dataset was May 23™) through two weeks past the latest harvest date of each

growing year.

Table 3.1 Collected weather variables and aggregation method

Variable Name Description Aggregation Method
Temp Hourly temperature in degrees Fahrenheit Average

Temp_ Min Minimum hourly temperature in degrees Fahrenheit Minimum

Temp Max Maximum hourly temperature in degrees Fahrenheit Maximum

Radiation Photosynthetically active solar radiation Summation
Precipitation Hourly Precipitation observations in inches Summation

For each day in the weather dataset, the number of days passed since planting were
calculated using the known planting dates for each field. Like the work presented in Chapter 2,

four contending datasets were created by exploring different aggregation starting periods and
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window sizes. Windows either started on May 1% of each year for every trial or they started on
the unique planting date for each field. The hourly weather data were aggregated into one day
and five-day windows for each of the explored starting periods. The four weather aggregation
datasets were labeled day after planting (DAP), five-day after planting (SDAP), day after May
(DAM), or five-day after May (SDAM). We hypothesized that planting dates informed with
environmental aggregations would lead to better performing predictive models.

Field operations performed by research station staff members occurred throughout the
growing season similarly to standard industry growing practices. Field applications of herbicides,
pesticides, fertilizers, and other inputs were performed to promote crop growth. Application
dates, operation category, product applied, rate applied, and field notes were handwritten by
researchers in the field and transcribed for this thesis. These cultural management practices were
aggregated into four growing periods throughout each growing season. These four periods were
defined based on the number of days after transplanting (DAT) sweetpotato plants. As
characterized by Stathers et al. (2013), the 14 days leading up to planting were categorized as pre
planting, 0-34 DAT were categorized as growth stage 1, 35-62 DAT were categorized as growth
stage 2, and observations over 63 DAT were categorized as growth stage 3. These growth stages
represent the defined development phases of sweetpotatoes. Stage 1, the establishment phase,
occurs from weeks 0 to 4 and is characterized by the fast growth of small, young roots. Stage 2,
the storage root initiation phase, occurs from weeks 4 to 8 and is characterized by fast vine
growth and the initiation of storage roots. Stage 3, the storage root bulking phase, is
characterized by rapid bulking of storage roots and reduced vine growth. Harvest typically takes

place after 14 weeks of growth (Stathers et al., 2013). Field inputs such as fertilization and
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herbicide applications were aggregated for each field following these crop-based windows. Table

3.2 shows each variable and the aggregation method.

Table 3.2 Cultural management aggregation

Variable Representation in Data ~ Unit

Fertilizer Summatlon Siteromt Ib./acre
applied

Herbicide Freq}l eney of count
applications

Irrigation Freq}l ency o count-
applications

Pesticide Freq}l ency of count-
applications

Images of 65,943 scanned sweetpotatoes grown over the course of four years were
collected from the Exeter accuvision sorter and successfully processed to extract shape feature
estimates for curvature and length-to-width ratios. The number of scanned sweetpotatoes from

each of the three research stations are shown in Table 3.3.

Table 3.3 Number of scanned sweetpotatoes at each research station

Research Station Name City, State Number of Scanned

Sweetpotatoes
Caswell Kinston, NC 4,180
Cunningham Kinston, NC 26,893
Clinton Clinton, NC 34,870

Shape features for each root were estimated using the computer vision algorithm
developed by Haque et al. (2021) available at https://github.com/samiulhg/SP_Phenotyping. All
data collected from the growing season were joined with the tabular shape feature table. The
final combined dataset included one observation per each sweetpotato. Each record entailed the

length-to-width ratio, curvature, field metadata information, weather variables aggregated using
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four varying window aggregation sizes and start dates, and aggregated cultural management
applications per growing season.
3.2.2 Modeling Methodology

For each response variable, four machine learning model pipelines in SAS Model Studio
were created. The data analysis for this chapter was generated using SAS Model Studio software,
Version Stable 2022.1.3 of the SAS Viya 4.0 System. Copyright © 2022 SAS Institute Inc. SAS
and all other SAS Institute Inc. product or service names are registered trademarks or trademarks

of SAS Institute Inc., Cary, NC, USA. Figure 3.7 shows a diagram of the modeling framework.

Modeling Framework

Data Processing

Dataset Selection

Dimension Reduction

Model Building and Autotuning

*

Out of the total 65,942 observations, 46,160 (70%) were used as a training partition and

Figure 3.7 Modeling methodology diagram

19,783 (30%) were used as a test partition. For each of the two response variables, each model
trained in this framework utilized the same data partition. The first response variable of interest
was the curvature of the sweetpotatoes. Curvature is defined as the “ratio of the curved length
across the central axis of the sweetpotato to the straight tip-to-tip length of the sweetpotato, with

adjustment for tail length” (Haque et al., 2021). The second response variable of interest was the
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sweetpotato length-to-width ratio. Length-to-width ratio, as defined by Haque et al. (2021), is the
“sweetpotato tip-to-tip straight length divided by the maximum diameter.”

Haque et al. (2021) employed industry experts in labeling 1,332 sweetpotato images into
two classes, “good: or “cull.” Using those labelled images, for this study, we profiled which
statistics results in US No.1 sweetpotatoes. The average curvature of the 618 images labeled as a
US No. 1 sweetpotato was 1.05 with an interquartile range of 1.02 (Q1) to 1.06 (Q3). For length-
to-width ratio values, the average was 2.47 with an interquartile range of 2.10 (Q1) to 2.87 (Q3).

Figure 3.8 shows a variety of sweetpotatoes grown at the research stations in the years
2020 and 2021. In Figure 3.8, sweetpotatoes A and B have a curvature of 1.05, a curvature that is
preferred in the sweetpotato market based on this analysis. Sweetpotato C has a good curvature
value, but its length-to-width ratio is slightly low. Sweetpotato D is an example of a root with an
ideal length-to-width ratio but a low curvature. The roots with the lowest curvatures (about 0.5)
in Figure 3.8 are sweetpotato E and F. Sweetpotatoes G and H are examples of roots with high
length-to-width ratio values. Sweetpotato G has a low curvature, so it appears long, skinny, and
straight, while sweetpotato H has a high curvature value so it is long, skinny, and twisted. The
final root in Figure 3.8, Sweetpotato I, has an ideal length-to-width ratio but a larger curvature
value. Figure 3.10 displays examples of low curvature (Sweetpotato D), average curvature

(Sweetpotatoes A, B, C, and G), and high curvature values (Sweetpotatoes E, F, H, and I).
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Sweetpotato A

Curvature: 1.05
LWRatio: 2.43

Sweetpotato D

Curvature: 1.02
LWRatio: 2.59

Sweetpotato G

Curvature: 1.07
LWRatio: 8.15

Sweetpotato B

Curvature: 1.05
LWRatio: 2.6

Sweetpotato E

Curvature: 1.38
LWRatio: 0.54

Sweetpotato H

Curvature: 1.15
LWRatio: 7.61

Sweetpotato C

Curvature: 1.05
LWRatio: 1.86

Sweetpotato F

Curvature: 1.39
LWRatio: 0.51

Sweetpotato |

Curvature: 1.38
LWRatio: 2.59

Figure 3.8 Example of sweetpotatoes with various curvature and length-to-width ratio values

Figure 3.9 illustrates the distribution of curvature values within the dataset studied in this

work with a vertical line indicating the observation mean (1.08).
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Figure 3.9 Frequency distribution of sweetpotato curvature values

The distribution of root length-to-width ratio values of all sweetpotatoes grown at the
research stations during the four growing periods is pictured in Figure 3.10 with a vertical line
indicating the mean of all observations (2.18). Length-to-width ratios ranged from 0.345 to 8.57
with an average of 2.18. Figure 3.8 displays examples of low length-to-width ratio
(Sweetpotatoes C, E, and F), average length-to-width ratio (Sweetpotatoes A, B, D, and I), and
high length-to-width ratio values (Sweetpotatoes G and H). Note that sweetpotatoes A and B in
Figure 3.8 have curvature and length-to-width ratio close to the average values of the labeled

imaged sweetpotatoes.
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Figure 3.10 Frequency distribution of sweetpotato length-to-width ratio values

Modeling pipelines were created for both response variables to perform dataset selection,
dimension reduction, and model building. At each step in the modeling framework, gradient
boosting algorithms were trained following the methodology described in Appendix A to
determine which methods resulted in lowest error terms. Friedman (2001) introduced the
gradient boosting algorithm by applying the boosting methodology to an ensemble of regression
decision trees to produce strong performing, robust, and interpretable regression, and
classification. Boosting is a method of fitting consecutive weak learners with the objective of
minimizing the residual of the previous iteration (Schapire, 1999). As each decision tree is
trained in a gradient boosting model, accuracy is computed, and successive trees are adjusted to
accommodate the previous inaccuracies (SAS Institute Inc., 2022). Gradient boosting algorithms
were chosen for these analyses due to their effectiveness at increasing prediction accuracy and
generalizability, their performance on mid-size to large data, moderate interpretability, and

autotuning capabilities. Common concerns with gradient boosting algorithms are instability with
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small training sets, becoming unstable with outliers, overfitting, and parameter tuning (SAS

Institute Inc., 2022).
3.2.3 Weather Aggregation Feature Selection

The first machine learning pipeline, shown in Figure 3.11, created four gradient boosting
models with the same hyperparameters to compare the effectiveness of the four proposed

methods of weather data aggregation. Each algorithm was trained using the default model studio

training parameters, as described in Appendix A.
oﬁ Data [

v - ¥ \\"
oE DAP : [ SDAP : 8 5DAM : B DAM

] [} ) o
& | ———
#, DAP Gradient Boosting * 24, SDAP Gradient Boosting #, SDAM GradientBoosting  ; 2, DAM Gradient Boosting
o o

Figure 3.11 Dataset selection pipeline for the two target variables: curvature and length-to-width
ratio. Node (1) initializes the dataset stored within the SAS cloud; row (2) are nodes that performs
filtering of the variables to create the four datasets: DAM, SDAM, DAP, and SDAP; row (3) creates four
independent gradient boosting models predicting either the curvature or length-to-width ratio using each
of the datasets; node (4) performs a model comparison by assessing the test RMSE values of each model.
The resulting champions from (4) is marked with a red star for curvature and with a blue star for length-

to-width ratio in (3).
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The gradient boosting algorithm that resulted with the lowest RMSE value was selected
as the champion of the model pipeline (DAP dataset for both target variables). RMSE is the
average distance between actual curvature values and predicted curvature values (Sammut &
Webb, 2011). The dataset with the weather aggregation method that led to the champion model
of this step (DAP for both curvature and length-to-width ratio models) was selected as the ideal
dataset and only these variables were used in all subsequent models.

3.2.4 Dimensionality Reduction

Once a champion dataset was declared, a second machine learning pipeline was created
to compare three methods of variable selection and feature engineering to reduce the
dimensionality of the input dataset: adaptive least absolute shrinkage and selection operator
(LASSO) variable selection, principal component analysis (PCA) feature engineering, and
gradient boosting variable selection. The second pipeline is pictured in Figure 3.12. Each
resultant dataset of these methods of dimensionality reductions were used to train three different

gradient boosting algorithms with the same hyperparameter values as described in Appendix A.

57



|
o : -
Adsptve LASSO * #, PCA Gradient Boosting | 4 ©

& Gradient Boosting

etg Model Comparison

(]

Figure 3.12 Dimensionality reduction pipeline for the two target variables: curvature and length-
to-width ratio. Node (1) initializes the dataset stored within the SAS cloud; row (2) are nodes that perform
filtering of the variables to create the dataset that resulted in the lowest RMSE of the previous pipeline;
row (3) explores three different means of dimensionality reduction; row (4) trains three separate gradient
boosting models; row (5) performs a model comparison by assessing the test RMSE values of each
model. The resulting champions from (4) is marked with a red star for curvature and with a blue star for
length-to-width ratio in (3).

First, an adaptive LASSO linear regression variable selection technique was used for
dimension reduction. A new validation data partition was created from the existing training data
partition using random sampling, where each record had a 30% probability of being included in
the validation partition. The adjusted R-squared value was used as the criterion for both
selection-process topping and model-selection.

Next, PCA was performed on the data and the resultant principal components were used

to train the second gradient boosting algorithm in the second pipeline. The correlation source

matrix was used to calculate eigenvalues and eigenvectors. Principal components with a
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cumulative variance greater than 0.99 were not selected nor were principal components with a
proportional variance increment less than 0.001. The number of principal components created in
the modeling framework for the curvature and length-to-width ratio models are discussed in the
results subsections 3.3.1 and 3.3.2, respectively.

Finally, gradient boosting selection was performed as the third method of dimensionality
reduction. A gradient boosting algorithm was trained with the settings and hyperparameter
described in Appendix A. Decision tree variable importance is calculated as an average
improvement metric of each input used as a splitting variable across all internal nodes of each
tree (Breiman et al., 1984). For ensemble models, the importance value for each variable
averaged across all trees and the values are normalized between 0 and 1.

For this method of dimensionality reduction, the relative importance was calculated for
each input variable and the top 25% were selected to continue the analytical flow. The reduced
dataset was then used to train the final gradient boosting algorithm of this pipeline following the
gradient boosting settings outlined in Appendix A definition A.1. The three models trained with
different features and selected inputs were evaluated and a champion was selected based on the
lowest RMSE value. In this analysis, gradient boosting outperformed others when the target
variable was curvature and the adaptive LASSO variable selection outperformed others when the
target variable was length-to-width ratio.

3.2.5 Algorithm Selection and Autotuning

After the ideal method of weather variable aggregation and dimensionality reduction
were determined, these were used to train five machine learning models. A linear regression,
neural network, decision tree, random forest, and gradient boosting algorithm were

simultaneously trained and evaluated following the settings defined in Appendix A. Figure 3.13
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shows the third and final pipeline used in the model creation process. The champion model was
selected based on the lowest RMSE value. Autotuning was then performed on the champion
model to increase its predictive accuracy. A genetic search algorithm was used with a maximum

of 50 evaluations.

¥ Y
%, Forest ;: IF & Gradient Boosting : [ Linear Regression : # Neural Network i &, Decision Tree

Y =2l
o:; Mode! Comparison

Figure 3.13 Model selection pipeline for the two target variables: curvature and length-to-width
ratio. Node (1) initializes the dataset stored within the SAS cloud; row (2) are nodes that perform
filtering of the variables to create the dataset that resulted in the lowest RMSE of the first pipeline; row
(3) performs the dimensionality reduction technique that resulted in the lowest RMSE of the previous
pipeline; row (4) trains five different machine learning models: random forest, gradient boosting, linear
regression, neural network, and decision tree; row (5) performs a model comparison by assessing the test
RMSE values of each model.

The champion models for both target variables were gradient boosting algorithms.
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3.3 Results

3.3.1 Modeling Sweetpotato Curvature

The contending models predicting sweetpotato curvature trained on datasets with four

different weather aggregation methods resulted in test RMSE values ranging from 0.06183 to

0.06191, as seen in Table 3.4. The evaluation techniques from each model were close (about 1%

difference between RMSE values), but SAS Model Studio declared the gradient boosting

algorithm trained using the daily weather aggregations starting on planting date for each trial as

the champion model (RMSE value of 0.06183). More complete fit statistics for the training and

testing partitions of these four models can be found in Table B.7 of Appendix B.

Table 3.4 Dataset selection model comparison (curvature target variable)

Root Average  Average Root Mean Root Mean Squared
Champion Name Squared Error  Squared Error  Absolute Error  Logarithmic Error

(RMSE) (MSE) (RMAE) (RMSLE)

DAP

* Gradient 0.06183 0.003824 0.2027 0.02844

Boosting

DAM

Gradient 0.06188 0.003830 0.2028 0.02847

Boosting

SDAP

Gradient 0.06189 0.003830 0.2028 0.02847

Boosting

SDAM

Gradient 0.06191 0.003833 0.2028 0.02848

Boosting

Fit statistics for the training and testing partition of this model can be found in Table 3.5.

The training RMSE value was 0.5977. Recall the range of the curvature values was 1 to 2.4 with

an average of 1.1. The testing data performed similarly well when scored with the same model

with an RMSE of 0.06183 (about 3% difference between RMSE values), which indicates the

model did not overfit and generalizes well to unseen data.

61



Table 3.5 Dataset selection champion model training and testing fit statistics (curvature target

variable)
Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 0.003572 0.003824
Divisor for MSE 46,160 19,783
Mean Absolute Error (MAE) 0.04020 0.04110
Mean Squared Logarithmic Error (MSLE) 0.0007595 0.0008090
Number of Observations (n) 46,160 19,783
Root Average Squared Error (RMSE) 0.05977 0.06183
Root Mean Absolute Error (RMAE) 0.2005 0.2027
Root Mean Squared Logarithmic Error (RMSLE) | 0.0276 0.0284

As a result of the model comparison in Table 3.4, the DAP dataset was then used in all
proceeding modeling steps. The models trained after using three different methods of
dimensionality reduction on the DAP data resulted in RMSE values ranging from 0.06379 to
0.06189 (3%), as seen in Table 3.6. The model trained using the top 25% relative important
variables from a gradient boosting model resulted in the lowest error term (0.06191 RMSE),
while the Adaptive LASSO variable selection method produced a model with a similar error term
(RMSE 0.06195). More complete fit statistics for the training and testing partitions of these three

models can be found in Table B.8 of Appendix B.
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Table 3.6 Dimension reduction model comparison (curvature target variable)

i(\)/gia o Average Root Mean Root Mean
. & & Absolute Squared
Champion Name Squared Squared Error Logarithmic
Error Error (MSE)
(RMSE) (RMAE) Error (RMSLE)
* Grad Boost Select o191 0003833 02029 0.02848
Gradient Boosting
Adaptive LASSO = 66195 0003838 0.2030 0.02850
Gradient Boosting
HOA Gt 0.06378 0.004068 0.2077 0.02939
Boosting

Training and testing fit statistics for the champion variable selection model are shown in

Table 3.7. The training RMSE was 0.05980, which was roughly equivalent to the training RMSE

achieved in the dataset selection step. However, the training and testing MSE values were

0.04020 and 0.0418, respectively. These values were slightly lower than those observed in the

champion model from the previous dataset selection step, which were 0.04023 and 0.04115,

respectively. MAE is the mean of the absolute values of the individual prediction errors on over

all instances in the test set and therefore weighs each error the same (Sammut & Webb, 2011).

Table 3.7 Dimension reduction champion model training and testing fit statistics (curvature target

variable)
Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 0.003587 0.003833
Divisor for MSE 46160 19783
Mean Absolute Error (MAE) 0.04028 0.04116
Mean Squared Logarithmic Error (MSLE) 0.0007628 0.0008110
Number of Observations (n) 46160 19783
Root Average Squared Error (RMSE) 0.05989 0.06191
Root Mean Absolute Error (RMAE) 0.2007 0.2029
Root Mean Squared Logarithmic Error (RMSLE) | 0.02762 0.02848
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As a result of variable selection, the features selected to continue in the analytical
framework were the sweetpotato clone (i.e., breeding line), the daily temperature average 104
days after planting, and the soil zinc index. Input variables were ranked by gradient boosting
relative importance calculated using R-squared error term and then normalized between values of
0 and 1. The cutoff value for the variable importance was the top 0.10 relative importance, so
only variables with a relative importance above 0.1 were selected to continue in the analytical
process. The five machine learning models trained using the DAP dataset and these three
variables resulted in models with test RMSE values ranging from 0.06180 to 0.06375, as seen in
Table 3.8. The champion gradient boosting model trained in the previous step after reducing
dataset had an RMSE value of 0.06191. By training multiple types of models on the same data,
we were able to achieve a lower RMSE value of 0.06180. The random forest algorithm was
declared the champion of this SAS Model Studio pipeline (RMSE 0.06180) and Table 3.9 shows
its training and testing fit statistics. More complete fit statistics for the training and testing

partitions of these five models can be found in Table B.9 of Appendix B.

Table 3.8 Model building model comparison (curvature target variable)

Root Average Average Root Mean Root Mean Squared
Champion Name Squared Error Squared Error  Absolute Error  Logarithmic Error
(RMSE) (MSE) (RMAE) (RMSLE)
* Forest 0.06180 0.003819 0.2027 0.02842

Gradient 0.06187 0.003828 0.2028 0.02846

Boosting

Decision 4 56196 0.003840 0.2031 0.02851

Tree

Linear 0.06218 0.003867 0.2042 0.02862

Regression

Neural 0.06375 0.004064 0.2085 0.02939

Network
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As seen in Table 3.9, the training RMSE for the champion random forest model without

autotuning was 0.05963. Compared to the previous training RMSE values of the gradient

boosting algorithms trained on the entire dataset (0.05977) and after variable selection (0.05989),

this is an improvement. Throughout the modeling framework, we were able to closely fit the

46,160 training observations and reduce error from residuals. However, the testing RMSE for

this random forest trained using the default settings (0.06180) shows little improvement over the

test RMSE of the original gradient boosting model trained on the DAP dataset with no variable

selection (0.06183).

Table 3.9 Model building champion model with and without autotuning training and testing fit

statistics (curvature target variable)

Autotuned

Statistic Tral.n%ng Data Test.lr.lg Data Training Data Autotuneq .Testlng

Partition Partition ... Data Partition
Partition

?MvgrEa)ge Squared Error | 53556 0.003819 0.003559 0.003819

Divisor for MSE 46160 19783 46160 19783

Mean Absolute Error

(MAE) 0.04009 0.04108 0.04009 0.04106

Mean Squared

Logarithmic Error 0.0007560 0.0008079 0.0007566 0.0008078

(MSLE)

glgmber of Observations | ¢, ¢ 19783 46160 19783

Root Average Squared

Error (RMSE) 0.05963 0.061795 0.05966 0.061794

Root Mean Absolute

Error (RMAE) 0.2002 0.2027 0.2002 0.2026

Root Mean Squared

Logarithmic Error 0.02750 0.02842 0.02751 0.02842

(RMSLE)

Next, we refined the champion model by performing autotuning. The random forest was

tuned using the parameter ranges shown in Table 3.10. The genetic search algorithm resulted in

the hyperparameter values also shown in Table 3.10. Table 3.9 shows the fit statistics for the
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autotuned random forest. After autotuning, the training error terms slightly increased (RMSE of

0.05963 grew to 0.05966) but the test partition error values decreased (RMSE of 0.061795 fell to

0.061794). This indicates the un-autotuned model perhaps was overfitting the data, and by

altering the bootstrapping rate and the number of trees we created a more generalizable model.

Table 3.10 Autotuning parameter search regions and optimal values (curvature target variable)

Parameter Minimum Search Range Maximum Search Range Optimal Value
Number of Trees ‘ 20 150 150

Bootstrap 0.1 0.9 0.1889
Maximum Tree Levels ‘ 1 30 28

Number of Interval Bins | 20 100 20

As a part of the autotuning process, SAS Model Studio calculates hyperparameter relative

importance. Table 3.11 shows the results of these calculations. Changing the number of

considered input variables (M) most impacted the change in model performance.

Table 3.11 Autotuned parameter relative importance (curvature target variable)

Hyperparameter

Relative Importance

Number of Input Variables (M)
Number of Trees

Maximum Tree Levels
Number of Bins

Bootstrap

1.0

0.49
0.33
0.25
0.11

The standard autotune search criteria in addition to the top five evaluations during the

tuning search are displayed in Table 3.12. The standard hyperparameter settings for the gradient

boosting are represented as evaluation 0 and resulted in an RMSE of 0.05988. The top

performing combination of hyperparameters occurred on evaluation 31 and resulted in a lower

RMSE of 0.05969.
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Table 3.12 Autotune search standard and top evaluations (curvature target variable)

. Maximum Number of Number Evaluation time

Evaluation Tree Levels Trees Bootstrap of Bins RMSE (Seconds)

0 21 100 0.6 50 0.05988 11

31 28 150 0.1889 20 0.05969 28

35 14 150 0.1 20 0.05969 19

3 14 150 0.1889 20 0.05969 33

46 29 120 0.1610 72 0.05969 13

48 28 85 0.1889 20 0.05969 9

The plot in Figure 3.14 shows the average squared error value as the number of trees in
the random forest increases. It is desirable to see lower error values as the number of trees
increases, and the out-of-bag error gives an indication of how well the model generalizes to
unseen data (Sammut & Webb, 2011). For this model, the minimum MSE for the out-of-bag

sample is 0.003559 and occurs for 149 trees (indicated by a vertical line in Figure 3.14).

Mean Squared Error
0.00370 { ®

S

0.00365

\
)
0.00360 - &

0.00355

0 25 50 75 100 125 150

Number of Trees

Figure 3.14 Champion random forest curvature model out-of-bag error plot
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Figures 3.15, 3.16, and 3.17 show the actuals versus predicted length-to-width ratio plots

for the Caswell, Clinton, and Cunningham locations, respectively. A perfect model would fit to

the line y=x, where y is the predicted value and x is the actual value.
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Figure 3.15 Caswell champion curvature model predicted versus actual values graph
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Figure 3.16 Clinton champion curvature model predicted versus actual values graph
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Figure 3.17 Cunningham champion curvature model predicted versus actual values graph

The three input variables for the champion model and their calculated relative importance

are shown in Table 3.13. The cultivar or clone of the sweetpotato has the highest input variable

relative importance for predicting the curvature of roots. The other variables listed in the table

are the daily temperature average 104 DAP and the soil zinc index.

Table 3.13 Champion model variable importance (curvature target variable)

Variable Name

Training Importance Relative Importance

Breeding Line 1.524
Temperature 104 DAP | 1.027
Soil Zinc Index 0.7794

1.0
0.67
0.51

Figures 3.18, 3.19, and partial dependence plots (Friedman, 2001). These plots are often

used to provide insight into black box models and help us understand what inputs most impact a

predictive model’s performance (Wright, 2018). Recall that the average curvature value for a

U.S. No. 1 graded sweetpotato was around 1.05. The mean predicted value of sweetpotato
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curvature approaches the ideal value for temperatures above 75 degrees Fahrenheit about 100

days after planting and for soil zinc index values between 60 and 80.
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Figure 3.18 Daily temperature average 104 days after planting partial dependence plot
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Figure 3.19 Soil zinc index partial dependence plot
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Figure 3.20 shows partial dependence plots for selected sweetpotato breeding lines. Out of
the hundreds of breeding lines available in the dataset, Figure 3.20 only shows the mean
curvature response for a sample of 10 sweetpotato varieties. We note that Covington
sweetpotatoes resulted in the highest curvature value presented in the graph ( over 1.09)
compared to Beauregard (about 1.0775). According to our analysis of the 2018 graded and
scanned sweetpotatoes, the Beauregard cultivar mean predicted curvature response is closer to

the ideal value.

Prediction
L]
1.090

1.085

1.080

Covington NCP13-0030 MC14-0363 NC09-1105 NC09-1119 NCP13-0005 NC11-0234 NC15-0185 NCO05-0198 Beauregard

Cultivar

Figure 3.20 Champion curvature model breeding line partial dependence plot
Residual analysis was conducted to explore the performance of the final champion
model. Residual values were calculated by subtracting predicted curvature values from actual
curvature values. Positive residuals indicate the model is under-predicting and negative residuals
indicate the model is over-predicting. Residuals showcase the variance not explained by our
fitted model; thus, we hope them to be approximately normally distributed about a mean of zero

(Guthrie, 2020). Residuals were calculated for each observation in the data and graphed. Figure
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3.21 shows the distribution of residuals for the curvature predictions. The distribution appears to
be right skewed, much like how the distribution of curvature values was. Residuals are centered

over a mean of approximately zero (0.0005).

Frequency
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Residuals

Figure 3.21 Histogram of curvature model residuals
Figure 3.22 (a), (b), and (c) shows residual scatterplots for curvature values at Caswell,

Clinton, and Cunningham research stations, respectively.
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Figure 3.22 Residual plots per predicted curvature value at (a) Caswell research station, (b)

Predicted: Curvature Predicted: Curvature

Clinton research station, and (¢) Cunningham research station
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3.3.2 Modeling Sweetpotato Length-to-Width Ratio

The same modeling steps, from dataset selection to dimensionality reduction, were
repeated to create models predicting sweetpotato length-to-width ratios. Four gradient boosting
models following the standard settings outlined in definition A.1 of Appendix A were trained on
datasets with four different weather aggregation methods. The models resulted in test RMSE
values ranging from 0.6758 to 0.6782, as seen in Table 3.14. Recall that the sweetpotato length-
to-width ratios ranged from 0.35 to 8.6 with an average of 2.5. The dataset containing daily
weather aggregations starting on the planting date for each trial yielded a model with the lowest
RMSE (0.6758). More complete fit statistics for the training and testing partitions of these four

models can be found in Table B.11 of Appendix B.

Table 3.14 Dataset selection model comparison (length-to-width ratio target variable)

Root Average  Average Root Mean Root Mean Squared
Champion Name Squared Error ~ Squared Error Absolute Error  Logarithmic Error

(RMSE) (MSE) (RMAE) (RMSLE)

DAP

* Gradient 0.6758 0.4568 0.7142 0.2101

Boosting

SDAP

Gradient 0.6761 0.4571 0.7143 0.2102

Boosting

SDAM

Gradient 0.6770 0.4583 0.7146 0.2105

Boosting

DAM

Gradient 0.6782 0.4599 0.7154 0.2109

Boosting

Fit statistics for the training and testing partition of this model can be found in Table

3.15. The training RMSE was 0.6674 and the testing RMSE was 0.6758.
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Table 3.15 Dataset selection champion model training and testing fit statistics (Ilength-to-width

ratio target variable)

Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 0.4454 0.4568

Divisor for MSE 46,160 19,783

Mean Absolute Error (MAE) 0.5014 0.5100

Mean Squared Logarithmic Error (MSLE) 0.04272 0.04413

Number of Observations (n) 46,160 19,783

Root Average Squared Error (RMSE) 0.6674 0.6758

Root Mean Absolute Error (RMAE) 0.7081 0.7142

Root Mean Squared Logarithmic Error (RMSLE) | 0.2067 0.2101

For the remainder of the analytical framework, only the dataset containing the DAP
variables proceeded in the modeling process. The three methods of dimension reduction applied
to the DAP dataset resulted in higher RMSE values than the ones observed in the previous
modeling pipeline, as seen in Table 3.16. RMSE values ranged from 0.6781 to 0.7382 and were
higher compared to values ranging from 0.6758 to 0.6782 in the previous pipeline. More
complete fit statistics for the training and testing partitions of these three models can be found in

Table B.12 of Appendix B.

Table 3.16 Dimension reduction model comparison (length-to-width ratio target variable)

Root Average  Average Root Mean Root Mean Squared
Champion Name Squared Error ~ Squared Absolute Error  Logarithmic Error

(RMSE) Error MSE) (RMAE) (RMSLE)

Adaptive

Y | (580 0.6781 0.4598 0.7158 0.2108

Gradient

Boosting

PCA Gradient 5 734 0.5401 0.7502 0.2285

Boosting

Grad Boost

Select Gradient 0.7382 0.5449 0.7522 0.2295

Boosting
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Fit statistics for the training and testing partition of this model can be found in Table

3.17. Of note, the training RMSE of 0.6781was worse than the previous training RMSE observed

in the dataset selection pipeline (0.6758).

Table 3.17 Dimension reduction champion model training and testing fit statistics (length-to-

width ratio target variable)

Statistic Training Data Partition Testing Data Partition
Average Squared Error (MSE) 0.4497 0.4598

Divisor for MSE 46160 19783

Mean Absolute Error (MAE) 0.5044 0.5123

Mean Squared Logarithmic Error (MSLE) 0.0431 0.0444

Number of Observations (n) 46,160 19,783

Root Average Squared Error (RMSE) 0.6706 0.6781

Root Mean Absolute Error (RMAE) 0.7102 0.7158

Root Mean Squared Logarithmic Error (RMSLE) | 0.2077 0.2108

The adaptive LASSO is a linear regression variable selection method which uses adaptive

weights during L1 regularization of the variable coefficients (SAS Institute Inc., 2022). The

parameter values that resulted in the adjusted R-squared value closest to 1 were selected. As a

result of adaptive LASSO variable selection, three variables were chosen to continue in the

analytical framework. These were the sweetpotato breeding line, the daily heat unit (GDD) sum

on the planting date of each trial, and the soil exchangeable acidity value. These three parameters

were then used to train five different machine learning algorithms. The five models resulted in

RMSE values ranging from 0.6700 to 0.7381, as seen in Table 3.18. The random forest algorithm

had the lowest test RMSE (0.6700). More complete fit statistics for the training and testing

partitions of these five models can be found in Tables B.13 and B.14 of Appendix B.

75



Table 3.18 Model building model comparison (length-to-width ratio target variable)

Root Average Average Root Mean Root Mean Squared
Champion Name Squared Error Squared Absolute Error  Logarithmic Error
(RMSE) Error (MSE) (RMAE) (RMSLE)
* Forest 0.6700 0.4489 0.7101 0.2083

Decision 4 6746 0.4551 0.7132 0.2097

Tree

Gradient 5 (763 0.4574 0.7143 0.2102

Boosting

Linear 0.6774 0.4589 0.7147 0.2104

Regression

Neural 0.7381 0.5448 0.7520 0.2294

Network

Training and testing fit statistics for the random forest model are shown in Table 3.19.
The champion model was then autotuned using the parameter ranges shown in Table 3.20. Table
3.19 also shows the fit statistics for the autotuned random forest. Autotuning the random forest
model improved both the training RMSE (0.6602 fell to 0.6558) and the testing RMSE (0.6700
fell to 0.6662). Performing variables selection, testing different models, and autotuning reduced
the initial lowest test RMSE value of 0.6758 (from the gradient boosting model trained on the

entire DAP dataset) to 0.6662.
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Table 3.19 Model building champion model with and without autotuning training and testing fit

statistics (length-to-width ratio target variable)

Statistic Training Data Testing Data ?gg;nega ta Autotuned Testing

Partition Partition ns Data Partition
Partition

Average Squared Error

(MSE) 0.4358 0.4489 0.4300 0.4439

Divisor for MSE 46,160 19,783 46,160 19,783

Mean Absolute Error

(MAE) 0.4949 0.5043 0.49 0.50

Mean Squared

Logarithmic Error 0.0418 0.0434 0.04 0.04

(MSLE)

glgmber of Observations | 46 1 6 19,783 46,160 19,783

Root Average Squared

Error (RMSE) 0.6602 0.6700 0.6558 0.6662

Root Mean Absolute Error

(RMAE) 0.7035 0.7101 0.7006 0.7073

Root Mean Squared

Logarithmic Error 0.2045 0.2083 0.2030 0.2069

(RMSLE)

Table 3.20 Autotuning parameter search regions and optimal values (length-to-width ratio target

variable)

Parameter

Minimum Search Range Maximum Search Range Optimal Value

Number of Trees
Bootstrap
Maximum Tree Levels

Number of Interval Bins

20
0.1
1

20

100
0.2
21
50

As a part of the autotuning process, SAS Model Studio calculates hyperparameter relative

importance. Table 3.21 shows the results of these calculations. Of note, changing the maximum

tree depth or the number of splits most impacted the change in model performance. Table 3.22

shows the RMSE values for the standard hyperparameter settings and the autotuning iterations

that resulted in the top five lowest error terms.
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Table 3.21 Autotuned parameter relative importance (length-to-width ratio target variable)

Hyperparameter

Relative Importance

Number of Input Variables (M)
Maximum Tree Levels
Number of Trees

Bootstrap

Number of Bins

1.0

0.9518
0.5055
0.4304
0.0765

Table 3.22 Autotune search standard and top evaluations (length-to-width ratio target variable)

Maximum Tree ~ Number of

Number of

Evaluation time

Evaluation Levels Trees Bootstrap Bins RMSE (Seconds)
0 21 100 0.6 50 0.4458 8.268
34 21 100 0.2 50 0.4454 11.80
37 21 100 0.6 20 0.4456 15.43
38 21 150 0.6 50 0.4457 19.16
36 21 100 0.6 90 0.4457 16.28
10 21 100 0.6 50 0.4458 0.000

The plot in Figure 3.23 shows the average squared error value as the number of trees in

the random forest increases. It is desirable to see lower error values as the number of trees

increases, and the out-of-bag error gives an indication of how well the model generalizes. For

this model, the minimum error for the out-of-bag sample is 0.43 and occurs for 96 trees

(indicated by a vertical line in Figure 3.23).
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Figure 3.23 Champion random forest length-to-width ratio model out-of-bag error plot

Figures 3.24, 3.25, and 3.26 show the actuals versus predicted length-to-width ratio plots
for the Caswell, Clinton, and Cunningham locations, respectively. A perfect model would fit to

the line y=x, where y is the predicted value and x is the actual value.
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Figure 3.24 Caswell champion length-to-width ratio model predicted versus actual values graph

Figure 3.25 Clinton champion length-to-width ratio model predicted versus actual values graph
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Figure 3.26 Cunningham champion length-to-width ratio model predicted versus actual values
graph
The three input variables for the champion model and their calculated relative importance
are shown in Table 3.23. The sweetpotato breeding line has the highest input variable relative
importance for predicting length-to-width ratios. The other variables listed in the table are the

daily heat unit (GDD) sum on planting day for each trial and the soil exchangeable acidity value.

Table 3.23 Champion model variable importance (length-to-width ratio target variable)

Variable Name Importance Relative Importance
Breeding Line | 837.40 1.0

Heat units (GDD) on planting day ‘ 204.10 0.2437

Soil exchangeable acidity ‘ 120.15 0.1435

Partial dependence plots were also created for the three input variables of the length-to-
width ratio models. Figures 3.27, 3.28, and 3.29 are partial dependence plots (Friedman, 2001)
for the inputs of the final length-to-width ratio model. Recall that the average marketable

sweetpotato curvature is about 2.5. Thus, a heat unit (GDD) sum of 15 on planting day leads to
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ideally sized sweetpotatoes assuming all other influences constant. Exchangeable acidity values
below 0.9 meq/100g also tend to produce average length-to-width ratios that approach the ideal
range. On average, Covington cultivars had some of the lowest mean predicted length-to-width

ratios (less than 1.9) while Beauregard, NC11-0234, and NC05-0198 varieties had higher mean

predicted curvature values (above 2.2).

Prediction

14 16 18 20 22
GDD_DAPO

Figure 3.27 Daily GDD sum on planting day partial dependence plot
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Figure 3.28 Soil exchangeable acidity partial dependence plot
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Figure 3.29 Champion length-to-width ratio model cultivar partial dependence plot
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Figure 3.30 shows the distribution of residuals for the length-to-width ratio predictions.

The distribution appears to be normally distributed centered over a mean of approximately zero

(-0.0021).

Frequency

6,000 -

4,000 4

2,000 4

-2 0 2 4 6

Residuals

Figure 3.30 Histogram of length-to-width ratio model residuals
Residual scatterplots for each of the three research stations are shown in Figure 3.31.
Notice that the error values are centered about the origin but show a slight cone pattern,

indicating that variance increases for larger predicted values of length-to-width ratios.
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Figure 3.31 Residual plots per predicted length-to-width ratio value at (a) Caswell research

station, (b) Clinton research station, and (c) Cunningham research station
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3.4 Discussion

We achieved our objective of collecting and preparing data related to the production of
sweetpotato to create machine learning models that predict shape features most important in
determining grade and therefore monetary value of the storage roots. An extract, transform, load
(ETL) process was established to manage the big data produced by the North Carolina
Horticultural Crops Research Station. We have shown that breeding and field production records
used by the NC State Sweetpotato Breeding Program partnered with the data extracted from the
Exeter accuvision scanner using the computer vision algorithm created by Haque et al. (2021)
can be utilized to create sweetpotato storage root development models and that these crop system
level models can be used to provide insights pertaining to crop shape.

Now that a best fit model has been chosen based on the lowest training data partition
error value, these models can be deployed and used to make predictions on new data that were
not used to train the models. This allows sweetpotato breeders, researchers, and producers the
ability to predict expected shape features and crop quality. This will empower decision makers to
confidently decide on which genetic clones to plant and in what environment that would lead to
the highest quality crop. The results of the variable importance analysis have shown that
breeding lines contributed predominantly to shape feature and crop quality, but specific
environmental, and management parameters also influence the shape of the storage roots.
Therefore, this research represents a valuable first step toward using Al to better understand the
sweetpotato crop production system.

A limitation to this study is that supervised machine learning variable selection rejects
variables that are considered important to crop breeders and producers. Algorithms are limited in

the sense that they do not carry the wealth of knowledge and anecdotal experience that farmers

85



have. Machine learning frameworks like the one established in this study may never completely
replace human decisionmakers in the agricultural space due to this limitation. However, the
agricultural industry can use machine learning and Al as support tools as they can detect patterns
and complexities far beyond what a human can comprehend.

This study provides a framework for big data management and feature engineering that
can be extended from the research stations to industry partners. On a large production farm, the
type and amount of data collected will open new possibilities for further enhancing this machine
learning framework. The accomplishments of Haque et al. (2021) and the methodology presented
in this study have served as a starting point for the work being conducted by Sweet-APPS (Jones,

2020) on an industry partner’s farm.
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CHAPTER 4: Conclusions

The objective of this study was to evaluate the use of predictive modeling methodologies
within agricultural crop development. We established a data processing, feature engineering,
variable selection, and machine learning modeling framework for predicting phenotypic response
variables such as yield and crop quality characteristics.

In Chapter 2, we explored various methods of weather data parameterization to capture
the variance introduced in genotype by environment interactions. Models predicting yield were
created using four years’ worth of maize breeding records. As observed after a review of current
academic literature, researchers utilize a multitude of methods to incorporate weather parameters
into their predictive models. We developed an approach to test out different aggregation, variable
selection, and model building methods. This framework will allow analysts to run an extensive
search of possible parameterizations and ensure they are always producing the best performing
models given the restrictions of their data.

The unique challenges crop specialists face in breeding for climate change, mainly
extrapolating beyond observed data, deserves additional consideration. There are three ways
within this framework researchers can explicitly address this unique challenge. First, researchers
should abide by modeling best practices, including going through thoughtful feature engineering,
feature selection and model selection processes such as described here. For example, sites with
unexplained high variance may be of that condition due to inadequate data collection processes
(e.g., variability due to imprecise harvester scales, a malfunctioning weather station or researcher
error), or because extreme weather events beset the location, and feature engineering ‘extreme’
events should be priority. Secondly, breeding for climate change means extrapolating beyond

observed data, though usually only by a matter of degrees. Creating stable models including
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continuous functions should mitigate the risk of extrapolating beyond current data. Third, having
a solid grasp of crop phenology-specific climate change risks should inform model creation and
review (Reyer et al., 2013; Piao et al., 2019).

In Chapter 3, we utilized the same weather parameterization technique in the creation of
machine learning models to predict sweetpotato storage root quality indicator values, curvature,
and length-to-width ratio. Adding upon the envirotyping methodology explored in Chapter 2,
additional variables were included as inputs to the model such as soil characteristics and
management practices. Variable importance was performed to explore what factors most
influence the accuracy of both curvature and length-to-width ratio models. Additional
interpretability charts were produced exploring how the relevant variables influence the mean
response.

A major finding across both studies was that aggregating weather observations according
to planting date of each site rather than calendar window led to the best performing models.
Aggregating weather observations according to planting date in daily windows resulted in the
best performing models across all three variables under study, as seen in Table 4.1. Rogers &
Holland (2022) found that their lowest aggregation window size (7 days) performed the best
when compared to 30-day aggregations. Our findings suggest that taking even smaller
aggregations (1-day) when followed by a dimensionality reduction step results in the best

performing models.
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Table 4.1 Percentage based fit statistics for final champion models from chapters 2 and 3

predicting maize yield, sweetpotato curvature, and sweetpotato length-to-width ratio

Target Variable Test Partition RMPES  Test Partition MAPE
Maize yield 48.58% 22.44%

Sweetpotato curvature 5.00% 3.67%

Sweetpotato length-to-width ratio | 41.87% 27.02%

Another major finding was that Random Forest algorithms consistently resulted in the
lowest error for each dependent variable. Van Klompenburg et al. (2020) found in their search of
academic literature that no one type of algorithm or model performed the best consistently in
predictive agriculture, although neural network and random forest were most frequently used in
academic studies. Our survey of literature produced similar results. In cases where there were
more diverse weather features across a wider array of environments, deep neural network
outperformed less-complex models like linear regression (Khaki & Wang, 2019). While
interpretability and real-world generalizability remain challenges for machine learning models
(Boer et al., 2007), they have advantages in capturing interactions including nonlinear ones. We
conclude that tree-based models 1) produced the best performing predictive models for both of
our use cases (yield prediction and crop quality prediction) and 2) allowed us to explore feature
importance due to the variable relative importance calculations made while determining splits

and training the trees.
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Appendix A: Model Properties

Definition A.1 Default Gradient Boosting Algorithm

The default gradient boosting training parameters and settings, as defined in this thesis,
are as follows:

Each algorithm was created with 100 trees, a learning rate of 0.1, a subsample rate of 0.5,
an L1 regularization value of 0, and an L2 regularization value of 1. For tree-splitting during
model training, the maximum number of branches was set to 2 and the maximum depth was set
to 4. The minimum leaf size was 5, missing values were used in the search. A total of 50 interval
bins were created using the quantile method and 100 inputs were considered per split. The
maximum class level was set at 128.

Definition A.2 Default Linear Regression Algorithm

The default linear regression model training parameters and settings, as defined in this
thesis, are as follows:

The model fit an ordinary least squares regression model for each interval target. No
additional variable selection method was employed within the linear regression node. The exact
percentile method for lift calculations was performed. Binary dummy variables were created for
all character input variables.

Definition A.3 Default Decision Tree Algorithm

The default decision tree model training parameters and settings, as defined in this thesis,
are as follows:

Fit a regression tree for each interval target. The class target criterion was the information
gain ratio (IGR), and the interval target criterion was variance. The maximum number of

branches was 2, maximum tree depth was 10, and the minimum leaf size was 5. Missing values
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were used in the search. The number of input bins was 50 and a quantile binning method was
used. The maximum class levels were 128. The subtree pruning reduced error method was used
and the selection criteria was automatically chosen.

Definition A.4 Default Random Forest Algorithm

The default random forest model training parameters and settings, as defined in this
thesis, are as follows:

Fit a random forest model, which consists of multiple decision trees based on different
samples of the data and different subsets of inputs. For each tree, the interval target criterion was
variance. The maximum number of branches was 2, maximum tree depth was 20, and the
minimum leaf size was 5. Missing values were used in the search. The number of input bins was
50 and a quantile binning method was used. The maximum class levels were 128. The subtree
pruning reduced error method was used and the selection criteria was automatically chosen.

Definition A.5 Default Neural Networks Algorithm

The default neural networks model training parameters and settings, as defined in this
thesis, are as follows:

Fit a fully connected neural network model. There was one hidden layer consisting of 50
neurons with a ReLU activation function. The input standardization method is midrange. The
interval target standardization was the midrange method, the interval target error function was
normal, and the interval target activation function was the identity. The optimization method was
LBFGS. The maximum number of optimization iterations was 300. L1 weight decay was 0 and

L2 weight decay was 0.1. There were a total number of 6 LBFS corrections.

Definition A.6 Default General Additive Model (GAM) settings
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The default general additive model (GAM) training parameters and settings, as defined in
this thesis, are as follows:

Fit a generalized additive model for a binary or interval target variable with a specified
target distribution and link function. It automatically included all interval inputs as univariate
spline effects, with model selection methods available to reduce the number of effects. Boosting
was used as the input selection method with a maximum of 100 iterations and a learning rate of
0.1. The degrees of freedom of the univariate splines at each boosting iteration was 4. There
were 20 equally spaced interior knots used to construct the univariate splines. The identity link
function was used to link the target variable to an additive function of input variables. Bivariate
splines for all pairwise combination of numeric input variables was created with 6 degrees of
freedom and 10 equally spaced interior knots.

Definition A.7 Default Linear Mixed Model

The code for the linear mixed model in Chapter 2 with clusters was:

/* SAS code */

Proc Imixed data=&dm_data dmmethod=sparse;

class a Pedig CLUSTER ID ;

model %dm_dec target= CERIS GDDI|CERIS Rain|CERIS WindGust CERIS VPD

CERIS_DewPt CERIS SRad CERIS Temp Min CERIS WindSpd CERIS Temp

CERIS RH /s;

random int / sub=a_ Pedig| CLUSTER ID ;

savestate rstore=&dm_data_rstore;

run;
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The code for the linear mixed model in Chapter 2 without clusters was:

/* SAS code */

Proc Imixed data=&dm_data dmmethod=sparse;

class a Pedig;

model %dm_dec target= CERIS GDDI|CERIS Rain|CERIS WindGust CERIS VPD
CERIS_DewPt CERIS SRad CERIS Temp Min CERIS WindSpd CERIS Temp
CERIS RH /s;

random int / sub=a_Pedig;

savestate rstore=&dm_data_rstore;

run;
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Appendix B: Additional Tables and Figures

Table B.1 Chapter 2 pipeline 1 dataset selection model fit statistics

Statistic SDAP train  SDAPtest DAM train DAMtest 5DAM train 5DAMtest DAP train DAP test
MSE 984 1,034 989 1,033 985 1,035 988 1,032
Divisor for MSE | 13,626 5,848 13,626 5,848 13,626 5,848 13,626 5,848
MEA 24.01 24.67 24.06 24.66 24.02 24.68 24.05 24.64
MSLE 0.07657 0.07758 0.07681 0.07723 0.07647 0.07755 0.07667 0.07723
n 13,626 5,848 13,626 5,848 13,626 5,848 13,626 5,848
RMSE 31.37 32.15 3145 32.14 31.38 32.17 31.42 32.13
RMAE 4.900 4.967 4.905 4.966 4.901 4.968 4.904 4.964
RMSLE 0.2767 0.2785 0.2771 0.2779 0.2765 0.2785 0.2769 0.2779
Table B.2 Chapter 2 pipeline 2 dimensionality reduction model fit statistics
Statistic PC.A PCA Grgdient boosting selection  Gradient boosting selection CERIS CERIS
train test train test train test
MSE 2,167 2,177 996 1,032 982 1,028
ﬁ‘g};"r for 13,626 5,848 13,626 5,848 13,626 5,848
MEA 36.50 36.59 24.17 24.68 23.99 24.63
MSLE 0.1844 0.1830  0.07732 0.07718 0.07610 0.07686
n 13,626 5,848 13,626 5,848 13,626 5,848
RMSE 46.55 46.66 31.57 32.13 31.33 32.06
RMAE 6.041 6.049 4917 4.968 4.898 4.962
RMSLE 0.4294 0.4278  0.2781 0.2778 0.2759 0.2772

Table B.3 Chapter 2 pipeline 3 modeling train partition fit statistics (no clustering)

Statistic Gradient Boosting GAM Decision Tree Linear Mixed  Neural Network Random Forest
MSE 982.2 789.4 1,004 1094 2277 973.8

Divisor for MSE | 13,626 13,626 13,626 13,626 13,626 13,626

MEA 23.99 20.72 2431 25.42 37.64 23.89

MSLE 0.07625 0.07410 0.07785 0.09395 0.1945 0.07598

n 13,626 13,626 13,626 13,626 13,626 13,626

RMSE 31.34 28.10 31.69 33.08 47.71 31.21

RMAE 4.898 4.552 4.930 5.042 6.136 4.888

RMSLE 0.2761 0.2722 0.2790 0.3065 0.4410 0.2756
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Table B.4 Chapter 2 pipeline 3 modeling test partition fit statistics (no clustering)

Statistic Gradient Boosting GAM Decision Tree  Linear Mixed Neural Network Random Forest
MSE 1,031 1,150 1,038 1,089 2,237 1,027

Divisor for MSE | 5,848 5,848 5,848 5,848 5,848 5,848

MEA 24.64 25.84 24.77 25.15 37.21 24.60

MSLE 0.07704 0.09827 0.07754 0.09036 0.18885 0.07698

n 5,848 5,848 5,848 5,848 5,848 5,848

RMSE 32.11 33.91 32.21 33.00 47.29 32.05

RMAE 4.964 5.084 4.977 5.015 6.100 4.960

RMSLE 0.2776 0.3135 0.2785 0.3006 0.4346 0.2775

Table B.5 Chapter 2 pipeline 3 modeling train partition fit statistics (clustering)

Statistic ?g?eds(t)m GAM Linear Mixed  Decision Tree ~ Neural Network  Gradient Boosting
MSE 974.5 2,145 2,157 1,004 2,277 981.7
Divisor for MSE | 13,626 13,626 13,626 13,626 13,626 13,626
MEA 23.90 35.65 36.35 24.31 37.66 23.98
MSLE 0.07603 0.1853 0.1851 0.07785 0.1943 0.07619
n 13,626 13,626 13,626 13,626 13,626 13,626
RMSE 31.22 46.32 46.44 31.69 47.72 31.33
RMAE 4.889 5.971 6.029 4.930 6.137 4.897
RMSLE 0.2757 0.4304 0.4302 0.2790 0.4408 0.2760
Table B.6 Chapter 2 pipeline 3 modeling test partition fit statistics (clustering)
Statistic Random Forest GAM Linear Mixed  Decision Tree  Neural Network  Gradient Boosting
MSE 1,026 2,250 2,139 1,038 2,238 1,030
Divisor for MSE | 5,848 5,848 5,848 5,848 5,848 5,848
MEA 24.60 37.05 36.16 24.77 37.24 24.64
MSLE 0.07694 0.1930 0.1814 0.07754 0.18870 0.07699
n 5,848 5,848 5,848 5,848 5,848 5,848
RMSE 32.04 47.43 46.25 3221 4731 32.10
RMAE 4.960 6.087 6.013 4.977 6.103 4.963
RMSLE 0.2774 0.4393 0.4260 0.2785 0.4344 0.2775
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Table B.7 Chapter 3 pipeline 1 dataset selection model fit statistics (curvature target variable)

Statistic DAP train DAPtest SDAM train SDAMtest DAM train DAMtest SDAP train  SDAP test
MSE 0.00357 0.00382 0.003576 0.00383 0.00358 0.00383 0.003577 0.00383
Divisor for MSE | 46,160 19,783 46,160 19,783 46,160 19,783 46,160 19,783
MEA 0.0402 0.0411 0.0402 0.0411 0.0402 0.041126  0.040247 0.041139
MSLE 0.000760 0.000809 0.000760 0.000811 0.000760 0.000810  0.000761 0.000810
n 46,160 19,783 46,160 19,783 46,160 19,783 46,160 19,783
RMSE 0.0598 0.06184 0.0598 0.0619 0.0598 0.06188 0.05981 0.06189
RMAE 0.201 0.2027 0.206 0.203 0.201 0.2028 0.2006 0.2028
RMSLE 0.0276 0.02844 0.0277 0.0285 0.0276 0.02847 0.02758 0.02847

Table B.8 Chapter 3 pipeline 2 dimensionality reduction model fit statistics (curvature target

variable)

. PCA PCA GradBoost Selection ~ GradBoost Selection ~ Adapted LASSO Adapted LASSO
Statistic . . .
train test train test train test
MSE 2'00385 2'80040 0.003587 0.003833 0.003598 0.003838
Divisor for | 4c 160 19,783 46,160 19,783 46,160 19,783
MSE
0.0431

MEA 0.04249 3 0.04028 0.04116 0.04037 0.04120
MSLE 2'00082 2;‘0008 0.000763 0.000811 0.000765 0.000812
n 46,160 19,783 46,160 19,783 46,160 19,783
RMSE 0.06211 2‘0637 0.0599 0.06191 0.05998 0.06195
RMAE 0.2061 0.2077 0.2007 0.2029 0.2009 0.2030
RMSLE 0.02870 8‘0293 0.02762 0.02848 0.02766 0.0285

Table B.9 Chapter 3 pipeline 3 modeling train partition fit statistics (curvature target variable)
Statistic Linear Regression Decision Tree Random Forest Neural Network Gradient Boosting
MSE 0.003617 0.003566 0.003556 0.00386 0.003578
Divisor for MSE | 46,160 46,160 46,160 46,160 46,160
MEA 0.04071 0.04014 0.04009 0.04286 0.04024
MSLE 0.00077 0.000758 0.000756 0.000825 0.000761
n 46,160 46,160 46,160 46,160 46,160
RMSE 0.06014 0.05971 0.05963 0.06213 0.05982
RMAE 0.2018 0.2003 0.2002 0.2070 0.2006
RMSLE 0.02775 0.02754 0.02750 0.02871 0.02759
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Table B.10 Chapter 3 pipeline 3 modeling test partition fit statistics (curvature target variable)

Statistic Linear Regression Decision Tree Random Forest Neural Network Gradient Boosting
test test test test test

MSE 0.003867 0.00384 0.003819 0.004064 0.003828

II\D/Ii;/]iEsor for 19,783 19,783 19,783 19,783 19,783

MEA 0.04169 0.04123 0.04108 0.04345 0.04114

MSLE 0.000819 0.000813 0.000808 0.000864 0.00081

n 19,783 19,783 19,783 19,783 19,783

RMSE 0.06218 0.06197 0.06180 0.06375 0.06187

RMAE 0.2042 0.2031 0.2027 0.2085 0.2028

RMSLE 0.02862 0.02851 0.02842 0.02939 0.02846

Table B.11 Chapter 3 pipeline 1 dataset selection model fit statistics (length-to-width ratio target

variable)

Statistic DAM train DAMtest SDAMtrain SDAMtest S5SDAP train SDAPtest DAP train DAP test
MSE 0.449 0.460 0.448 0.458 0.446 0.457 0.445 0.457
Divisor for MSE | 46,160 19,783 46,160 19,783 46,160 19,783 46,160 19,783
MEA 0.504 0.512 0.503 0.511 0.502 0.510 0.501 0.510
MSLE 0.0431 0.0445 0.0430 0.0443 0.0428 0.0442 0.0427 0.0441

n 46,160 19,783 46,160 19,783 46,160 19,783 46,160 19,783
RMSE 0.670 0.678 0.669 0.677 0.668 0.676 0.667 0.676
RMAE 0.710 0.715 0.709 0.715 0.708 0.714 0.708 0.714
RMSLE 0.208 0.211 0.207 0.210 0.207 0.210 0.207 0.210

Table B.12 Chapter 3 pipeline 2 dimensionality reduction model fit statistics (length-to-width

ratio target variable)

PCA PCA GradBoost Selection  GradBoost Selection  Adapted LASSO Adapted LASSO

Statistic train test train test train test
MSE 0.533 0.540  0.539 0.545 0.450 0.460
Bllggor for 46,160 19,783 46,160 19,783 46,160 19,783
MEA 0.556  0.563  0.560 0.566 0.504 0.512
MSLE 0.0510  0.0522 0.0516 0.0527 0.0431 0.0444
n 46,160 19,783 46,160 19,783 46,160 19,783
RMSE 0730 0735  0.734 0.738 0.671 0.678
RMAE 0.746 0750  0.748 0.752 0.710 0.716
RMSLE 0226 0228 0227 0.229 0.208 0.211
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Table B.13 Chapter 3 pipeline 3 modeling train partition fit statistics (length-to-width ratio target

variable)
Statistic Neural Network Decision Tree  Gradient Boosting  Linear Regression Random Forest
MSE 0.539 0.441 0.447 0.448 0.436
Divisor for MSE 46,160 46,160 46,160 46,160 46,160
MEA 0.560 0.499 0.503 0.503 0.495
MSLE 0.05156 0.0424 0.0429 0.0430 0.0418
n 46,160 46,160 46,160 46,160 46,160
RMSE 0.7343 0.664 0.669 0.669 0.660
RMAE 0.7483 0.706 0.709 0.709 0.703
RMSLE 0.2271 0.206 0.207 0.207 0.204
Table B.14 Chapter 3 pipeline 3 modeling test partition fit statistics (length-to-width ratio target
variable)
Statistic Neural Network Decision Tree Gradient Boosting Linear Regression Random Forest
MSE 0.545 0.455 0.457 0.459 0.449
Divisor for MSE | 19,783 19,783 19,783 19,783 19,783
MEA 0.566 0.509 0.510 0.511 0.504
MSLE 0.0526 0.0440 0.0442 0.0443 0.0434
n 19,783 19,783 19,783 19,783 19,783
RMSE 0.738 0.675 0.676 0.677 0.670
RMAE 0.752 0.713 0.714 0.715 0.710
RMSLE 0.229 0.210 0.210 0.210 0.208
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