
ABSTRACT

BERG, BJORN P. Optimal Planning and Scheduling in Outpatient Procedure Centers. (Under
the direction of Brian T. Denton.)

Outpatient procedure centers (OPCs) are increasingly becoming an important component

of health care delivery systems. They offer benefits such as high patient safety outcomes, low

cost of care, and convenience to patients; they also introduce new challenges for planning and

scheduling. These challenges arise due to the complex structure of activities in outpatient

procedure centers and the high level of demand uncertainty. In this thesis, we propose new

models and methods to optimize planning and scheduling decisions in the context of OPCs.

The focus of the thesis is on the use of stochastic models to understand how the uncertainty

in demand affects optimal decisions related to planning and scheduling in OPCs. The first model

is a discrete event simulation model based on an endoscopy suite. The purpose of this model

is to analyze the costs attributed to no-shows in the endoscopy suite. Further, we compare

the benefits of overbooking methods with no-show mitigation strategies that are common in

practice. The effects of overbooking methods on the daily performance of the endoscopy suite

are presented along with implications for increasing patient access to care.

Extending the overbooking framework analyzed in the discrete event simulation model,

a two-stage stochastic integer program is formulated for the purpose of identifying optimal

booking, sequencing, and scheduling decisions for outpatient procedure centers in the presence

of no-shows and patient classes. A new decomposition-based solution method is presented along

with results comparing the computational performance of several solution methods. Theoretical

and numerical results are presented that provide insights into the structure of the optimal

solution for larger problems. The benefits of optimal booking, sequencing, and scheduling

decisions are demonstrated based on a case study of a real OPC.

In contrast to demand uncertainty manifesting as no-shows, the uncertainty of urgent

add-on procedures is considered in the final model. The model represents a new formulation

of the dynamic extensible bin packing problem. We develop a multi-stage stochastic integer

programming formulation to capture the decision making process of allocating routine and

urgent procedures to procedure rooms. A comparison of the solution quality and computational

performance for several decomposition-based solution methods is presented. Heuristics are

developed based on algorithms for traditional bin packing. Our numerical results show that the

easy-to-implement heuristics perform very well, obtaining optimal or near-optimal solutions for

a high percentage of problem instances.
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Chapter 1

Introduction

Outpatient procedure centers (OPCs) represent a unique, but growing, point of care in the U.S.

health care delivery system. Examples of OPCs include outpatient surgery centers, endoscopy

suites, and chemotherapy treatment centers. The resource requirements for the care provided

in OPCs are more intensive than what is available in traditional outpatient clinics. However,

advances in technology and delivery processes have allowed for this type of care to be provided in

outpatient settings as opposed to more-complex inpatient and hospital settings. The increasing

trend toward providing care in OPCs is motivated by its many advantages, including increased

patient safety, higher patient throughput, and lower costs. Along with these advantages have

come a number of challenges for health care managers. Planning and scheduling in OPC settings

is challenging due to high levels of uncertainty in demand and the duration of care, competing

performance criteria such as high access levels and high resource utilization levels, and the need

to provide service within a tight time window on a daily basis.

In this thesis we develop three new models, solution methods, theoretical insights, and

numerical results for OPC planning and scheduling decisions. We begin by using a discrete event

simulation model of a real OPC to analyze the impact of attendance uncertainty on performance

measures of an OPC. The costs and benefits of heuristic overbooking policies are compared with

common no-show mitigation strategies that are used in practice. Next, we present a two-stage

stochastic integer program with decisions including the number of patients to schedule on a

daily basis, the order in which patients should arrive, and the time at which each patient should

be scheduled to arrive. We study theoretical properties related to special cases of this model,

and present numerical results of a study comparing decomposition-based solution methods. We

compare our results using a more realistic discrete event simulation of a real OPC. Finally, we

present a new dynamic version of the stochastic extensible bin packing problem to investigate

optimal decisions about how to plan and schedule multiple procedure rooms in an OPC. Similar

to the second modeling approach, this third model is also formulated as stochastic mixed integer

1



program.

In Chapter 3 a discrete event simulation model is developed to evaluate overbooking heuristics.

The optimal number of patients to schedule in the presence of no-shows is identified based on

maximizing the expected net gain, which includes the revenue from procedure reimbursements

and the costs from patient waiting time and staff overtime. Appointment-scheduling heuristics

are used to explore when overbooked patients should be scheduled to arrive throughout the day.

Sensitivity analysis is performed on the no-show rate and on fixed costs relative to reimbursements.

The cost attributed to no-shows in an OPC is identified as a significant financial loss resulting

from attendance uncertainty. However, the results in Chapter 3 demonstrate that overbooking

methods can recoup a significant portion of that loss. While no-show mitigation strategies are

common practice, the results in Chapter 3 show that overbooking methods result in higher

expected net gain for an OPC.

In Chapter 4 the stochastic integer programming model incorporates booking, sequencing,

and scheduling decisions in a single model that accounts for no-shows. Based on data from a

real OPC, new booking and scheduling insights based on theoretical, numerical, and simulation

results are presented. The problem is formulated as a two-stage stochastic integer program, whose

first stage is a mixed integer program with binary and continuous decision variables, and whose

second stage decision variables are purely continuous. Decomposition-based solution methods

such as the L-shaped method and a new hybrid multi-cut L-shaped method are compared along

with the Progressive Hedging Algorithm as a primal heuristic. The value of the stochastic

solution is presented and shown to be high for certain cases. Sensitivity analysis is presented

based on no-show rates, overtime cost estimates, and fixed cost estimates. New results include

theoretical and numerical results supporting a scheduling policy that is common in practice,

double booking. Results based on a case study indicate that the optimal booking decision is

robust to an OPC’s estimate of fixed costs. Methodologically, the new implementation for a

hybrid multi-cut L-shaped method is shown to perform well in a computational comparison of

decomposition-based solution methods for two-stage stochastic programs.

Chapter 5 includes a novel formulation of a new dynamic version of the extensible bin

packing problem. Initially formulated as a multi-stage stochastic integer program, a special case

is presented where items arrive in batches. A two-batch version of the problem is formulated as a

three-stage stochastic integer program. A two-stage reformulation of the model with continuous

second-stage variables is presented that is amenable to traditional decomposition-based solution

methods. Upper and lower bounds for the optimal solution, as well as a lower bound on the

number of bins, are developed based on a special case of the problem and are used to improve

computational efficiency. Several methods for solving stochastic integer programs are compared,

including the L-shaped method and the branch-and-cut based integer L-shaped method on the

basis of solution quality and computational performance. The sensitivity of the value of the

2



stochastic solution is analyzed based on overtime cost estimates and batch size uncertainty.

Heuristics for classic bin-packing problems motivate the development of three heuristics for

the two-batch version of the dynamic extensible bin packing problem. The performance of the

heuristics is shown to compare favorably to optimal solutions.

The remainder of this thesis is organized as follows. In the next chapter we provide a review

of the relevant stochastic programming literature and an overview of the state of the art in

planning and scheduling for OPCs. In Chapter 3 we present a simulation model based on a

real OPC. The simulation model is used to identify the cost of no-shows in OPCs and compare

overbooking policies with no-show mitigation strategies. In Chapter 4 we present the two-stage

stochastic mixed integer programming formulation of the overbooking problem. We present the

model, discuss its special structure, present some theoretical findings, and provide results of

computational experiments comparing several solution methods. In Chapter 5 we present the

formulation for the stochastic dynamic extensible bin packing problem. We discuss alternative

model formulations, bounds and valid inequalities, results comparing three solution methods,

and an evaluation of fast heuristics. We also present results for the value of the stochastic

solution and performance measures for the proposed heuristics. Conclusions from this thesis as

well as future extensions are discussed in Chapter 6.
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Chapter 2

Literature Review

The purpose of this chapter is two-fold in that we present reviews of both the methodological and

applications literature that are most relevant to this thesis. First, we review the methodological

literature of stochastic programming that is relevant to the model formulations in this thesis.

Well known traditional methods for solving stochastic linear and integer programs are introduced

as well as more recent developments for solving stochastic integer programs. Second, we present

an overview of planning and scheduling decisions in OPCs. A summary and background of

OPCs and their operations is provided along with the challenges faced by managers. Planning

and scheduling decisions are discussed and categorized as either long or short term decisions.

Examples and results are drawn from the literature along with important factors that influence

planning and scheduling decisions.

2.1 Stochastic Programming

The general motivation of a stochastic programming formulation lies in the need to make some

decision under uncertain conditions. Once a decision has been made, the uncertain parameters

are realized in a single or multiple stages and any costs or profits resulting from the previous

decision can be calculated. We begin this section by introducing a general formulation for

two-stage stochastic programs. A traditional method for continuous two-stage stochastic linear

programs is described. Since the formulations in this proposal are based on stochastic mixed

integer programs, solution methods for stochastic integer programming are the main focus of

this section. However, a general survey of stochastic programming methods and applications

can be found in Birge [13].

2.1.1 Stochastic Linear Programming

The general formulation for a two-stage stochastic linear program can be stated as follows:
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min cx+Q(x) (2.1)

s.t. Ax = b

x ≥ 0,

where Q(x) = Eξ[Q(x, ξ(ω))] is the recourse function.

The implicit formulation of (2.1) includes representing both stages and is written as:

min cx+ Eξ[Q(x, ξ(ω))] (2.2)

s.t. Ax = b

x ≥ 0,

where c ∈ Rn1 and b ∈ Rm1 are known vectors, A ∈ Rm1×n1 is a known matrix, x ∈ Rn1
+ are first

stage decisions, and

Q(x, ξ(ω)) = min qy (2.3)

s.t. Wy = h− Tx

y ≥ 0,

where q ∈ Rn2 , h ∈ Rm2 , W ∈ Rm2×n2 , T ∈ Rm2×n1 , y ∈ Rn2
+ , and ξ(ω) represents the vector

of the stochastic components in (2.3) with probability space (Ω,A,P) where ω is an index

of observations in Ω. Thus, the expectation in (2.2) is with respect to random vector ξ. In

formulation (2.2), first stage decisions x must be made prior to the realization of uncertainty

defined by the vector ξ. Following the realization of uncertainty, recourse decisions, y, are

made based on formulation (2.3) which is commonly referred to as the second stage scenario

subproblem. Uncertainty may exist in any of the parameters q, W , h, or T of (2.3), and ξ is a

vector with components for each of the random parameters.

One of the most common solution methods for solving stochastic linear programs as defined

in (2.2) and (2.3) is the L-shaped method [91]. The L-shaped method approximates the recourse

function by outer linearizing it using feasibility cuts and optimality cuts based on the dual

solutions to (2.3). The algorithm steps for the L-shaped method are summarized here as

described in Birge and Louveaux [11].

L-shaped Method

1. Set r = s = v = 0.
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2. Set v = v+ 1. Solve the (master) linear program (2.4) with (xv, θv) as the optimal solution

and θ = − inf for the first iteration. Note that constraints Dlx ≥ dl and Elx+ θ ≥ el are

not included in the initial iteration.

min z = cx+ θ (2.4)

s.t. Ax = b

Dlx ≥ dl, l = 1, ..., r

Elx+ θ ≥ el, l = 1, ..., s

x ≥ 0

θ ∈ R

3. For k = 1, ...,K solve the linear program (2.5) where e = (1, ..., 1) and k is an index of

random scenario realizations. If, for some k, w′ > 0 then calculate Dr+1 = (σv)Tk and

dr+1 = (σv)hk where σv represents the associated dual solution. Set r = r + 1 and return

to Step 2. Otherwise, go to Step 4.

min w′ = ev+ + ev− (2.5)

s.t. Wy + Iv+ − Iv− = hk − Tkxv

y ≥ 0

v+ ≥ 0

v− ≥ 0

4. For k = 1, ...,K, solve the linear program (2.6) and calculate Es+1 =
∑K

k=1 pkπ
v
kTk and

es+1 =
∑K

k=1 pkπ
v
khk where πvk is the associated dual solution in (2.6). If θv ≥ es+1−Es+1x

v,

stop. Otherwise, set s = s+ 1 and go to Step 2.

min w = qky (2.6)

s.t. Wy = hk − Tkxv

y ≥ 0

The constraints generated in Step 3 are feasibility cuts and restrict first stage solutions to

those that are feasible in the second stage. The constraints generated in Step 4 are optimality

cuts and are used to approximate the recourse function. They represent supporting hyperplanes

to the convex recourse function Q(x). While there are no restrictions on the first stage decision

variables, x, being continuous, the L-shaped method does, however, require that the second stage

6



decision variables, y, be continuous. In the next subsection, we will discuss solution methods for

cases where there are integrality constraints on y.

2.1.2 Stochastic Integer Programming

In this section we review decomposition-based solution methods for two-stage stochastic programs

with integrality constraints in the second stage.

While the L-shaped method is valid for any two-stage stochastic linear program with

continuous second stage decision variables, the integer L-shaped method has been proposed for

problems where the first stage contains binary decision variables [59]. In the integer L-shaped

method, the traditional branch-and-cut algorithm is employed on the first stage master problem.

When an integer feasible node is found, the second stage scenario subproblems are solved, the

recourse function value computed, and an optimality cut is generated. The master problem at

that node is then resolved with the new optimality cut appended. If the second stage decision

variables are continuous, then optimality cuts can be generated in the traditional manner, as in

Step 4 of the L-shaped algorithm. The optimality cut generated when there are second stage

integer decision variables differs from that in the traditional L-shaped method in that it does

not use second stage scenario dual information, but instead is based on a master problem lower

bound (L), the current recourse function value (θr), and the number of current first stage binary

decision variables with a positive value (|Sr|). However, to be valid this type of optimality cut

requires purely binary decision variables in the first stage. The optimality cuts are defined as

follows:

θ ≥ (θr − L)(
∑
i∈Sr

xi −
∑
i 6∈Sr

xi)− (θr − L)(|Sr| − 1) + L. (2.7)

The integer L-shaped method does not rely on the recourse function being continuous and

convex, lending itself to problems with integer recourse. Laporte and Louveaux [59] provide

further strengthening of the optimality cuts based on “neighbors” of the current solution where

a neighbor is defined as differing from the current solution for a given number of binary decisions.

The following pseudocode for the integer L-shaped is adapted from [59].

Integer L-shaped Method

1. Set t = v = 0, z̄ =∞.

2. Select a pendant node; if none exists, stop.

3. Set v = v+ 1; solve the node LP relaxation. If the current problem has no feasible solution,

fathom the current node; go to Step 2. Otherwise, let (xv, θv) be an optimal solution.

4. Check for integrality restrictions. If one is violated, create two new branches following the

usual branch and cut procedure; append the new nodes to the list of pendant nodes; go to

Step 2.
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5. Compute Q(xv) and zv = cxv +Q(xv). If zv < z̄, then update z̄.

6. If θv ≥ Q(xv), then fathom the current node and go to Step 2. Otherwise impose one

optimality cut, set t = t+ 1 and go to Step 2.

Cutting Plane Methods

The first reported use of a cutting plane algorithm was for a large scale traveling salesman

problem [24]. For derivation and examples of cutting plane algorithms and valid inequalities

for deterministic mixed integer programs including Chvátal-Gomory inequalities, Gomory’s

fractional cutting plane algorithm, mixed integer cuts, and disjunctive inequalities we refer to

Wolsey [95]. The general motivation behind such methods is that if the convex hull of a (mixed)

integer program can be represented as a polyhedron, we can use linear programming methods

to solve the LP relaxation. However, this requires generating valid inequalities that define the

facets of the the mixed integer program’s polyhedron.

In two-stage stochastic programming formulations for instance, cutting planes can be

especially helpful when the second stage scenario problems are mixed integer programs. The

presence of integer variables renders traditional decomposition methods such as the L-shaped

method invalid since the recourse function is no longer continuous and convex. Thus, if the

convex hull of the second stage scenario problems can be represented as polyhedra, the second

stage scenario problem LP relaxations can be solved to generate optimality or feasibility cuts.

This represents a generalization of the integer L-shaped method of Laporte and Louveaux [59]

which requires purely binary decision variables in the first stage. This is true for first stage

problems with continuous or discrete decision variables.

A method for sequential convexification of the second stage scenario problems is proposed

in Carøe and Tind [16]. In these authors’ cutting plane algorithm, the extensive formulation

(with continuous first stage decision variables) is solved with the integrality of the second stage

decision variables being relaxed. A cut is then generated for each scenario with a second stage

decision variable that is nonintegral, thus removing that point from the feasible region in the

next iteration. Based on the cut generated for each scenario, lift-and-project cuts that are valid

for every scenario are also generated and appended in the next iteration if they are found to cut

off a point. With the appended cuts included in for the next iteration, the extensive formulation

is solved and the procedure is repeated for any nonintegral second stage decision variables. The

following pseudocode describes the proposed cutting plane algorithm.

Carøe and Tind Cutting Plane Algorithm

1. Set v := 1.

2. Solve the current extensive formulation LP. At a given iteration v, if for all second stage

scenarios k = 1, . . . ,K the binary decision variables i = 1, . . . , nn satisfy yvik ∈ {0, 1} (or
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to some tolerance), stop.

3. For each scenario k that has a decision variable i such that 0 < yvik < 1, generate a cut

removing the current point. The cuts generated in this step can be lifted to be valid for

all scenarios, depending how one chooses to implement the algorithm.

4. Append the cut(s) generated in Step 3 to the extensive formulation.

5. Set v := v + 1 and go to Step 2.

For implementation within the L-shaped method, the authors also propose an amended

algorithm. In addition to integrality cuts in the second stage scenario problems, optimality

cuts are generated at each iteration for the master problem that incorporate integrality cut

information. Thus, the extensive formulation remains separable by scenarios with fixed first

stage decisions and can be solved with the L-shaped method.

In the case where first stage decision variables are discrete, the authors propose generating

similar cuts at each node of a branch and bound tree and show that those cuts can be lifted

and are thus valid for the entire search tree. While the authors suggest that their lift-and-

project cuts are promising based on their implementation in previous deterministic integer

programs, the computational value of implementing their algorithm for stochastic programs is

not computationally demonstrated.

The notion of convexifying the second stage scenario problems with integer variables is

extended in Sen and Higle [79]. The authors propose a disjunctive decomposition algorithm

that differs from that of Carøe and Tind [16] in that after the master problem is solved at each

iteration, disjunctive cuts are applied to the second stage scenario problems repeatedly until the

LP relaxations yields an integer feasible solution for each scenario. A traditional optimality cut,

as in Step 4 of the L-shaped algorithm, can then be generated and added to the master problem.

Both the approaches of Sen and Higle [79] and Carøe and Tind [16] require solving a linear

program to generate cut coeffecients to remove the fractional solution. Sherali and Fraticelli

[81], on the other hand, use the Reformulation-Linearization Technique (RLT) to generate

valid inequalities for subproblems as a function of the first stage variables that will iteratively

represent the convex hull, as necessary. Thus, the valid inequalities are shown to be valid in

future iterations by updating the first stage decision variables at each iteration. Further, these

cuts are used to generate globally valid optimality cuts in a modified Benders’ algorithm.

The finite convergence of the disjunctive decomposition algorithm in Sen and Higle [79]

and the modified Benders’ algorithm in Sherali and Fraticelli [81] both rely on the first stage

decision variables being purely binary in order to ensure that feasible solutions are facial. A

decomposition-based branch-and-bound (DBAB) approach is proposed by Sherali and Zhu [82]

for problems with both continuous and binary first stage decisions. Here, a partitioning of

the continuous first stage decision variables during the branching process is used along with

RLT to sequentially convexify the second stage subproblems. As opposed to other studies, the
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authors provide computational experiments demonstrating the advantages of their algorithm

over solving the extensive formulation.

2.2 Planning and Scheduling in Outpatient Procedure Centers

In this subsection we provide an overview of patient planning and scheduling in OPCs. We

also discuss issues that influence these types of decisions including procedure and recovery

duration uncertainty, availability of staff and physical resources, common bottlenecks, demand

uncertainty, and patient behavior. We give special attention to the unique challenges for OPC

managers and how they relate to patient planning and scheduling. Much of the material in this

subsection is based on a book chapter by Berg and Denton [7].

OPCs are a growing trend for providing specialty health care procedures (surgical or non-

surgical) in the U.S. From 1996 to 2006, the rate of visits to OPCs in the U.S. increased 300%

while the rate of similar visits to surgery centers in a hospital setting remained constant [22].

The increase in OPC visit frequency is in part due to the patient benefits for surgery in an OPC

including lower costs, appointment systems that are often more amenable to patient preferences,

the ability to recover at home, lower complication rates, lower infection rates, and shorter

procedure durations.

Many procedures previously required resources only available in hospital settings; however,

advances in medical care and technology have made it possible to provide these services

through minimally (or non) invasive procedures that can be provided at low risk in outpatient

settings. Procedures most commonly provided in OPCs include endoscopies of both the

large and small intestines for colorectal cancer screening, lens extraction and insertion for

cataract care, and administration of pain management agents into the spinal canal [22]. Other

common procedures include certain orthopedic procedures, urological procedures, tonsillectomies,

gallbladder removal, and various cosmetic surgeries. Such procedures often use methods such as

laparoscopy, endoscopy, or laser surgery. The wide spectrum of services now offered at OPCs

means many patients are candidates. However, requirements are generally more strict concerning

the health state of the patient due to the lack of supporting care for emergencies that are

otherwise available in a hospital. The improvement and simplification of the care process that

results from these advances translates to lower costs and the expectation to see more patients in

these environments. As a result OPCs are often associated with higher profit, for certain types

of procedures, and high daily patient throughput.

2.2.1 Background

The differences in the OPC and hospital settings create challenges for OPCs. Patient appointment

scheduling, staff scheduling, allocation of equipment and resources, and decisions about how
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to interface with the rest of the health care system each have their own nuances in an OPC

setting. OPCs operate for a fixed period (e.g. 8 A.M. - 5 P.M.) typically Monday to Friday.

Since most of the procedures done in OPCs are elective in nature, OPC managers are presented

with more opportunity than hospital based practices to influence how to allocate their patient

demand. Improving advanced planning and daily appointment scheduling systems can play an

influential role in an OPC’s efficiency and utilization. However, in order to optimally plan and

design patient schedules there are many factors to consider including staff and resource levels,

pre and post procedure processes, and patient characteristics such as case mix, no-shows, and

short notice add-on patients.

From an operations management perspective there are many criteria used to evaluate the

performance of OPCs. Patient waiting time, staff and resource utilization, patient throughput,

and overtime costs are all important criteria related to the cost and quality of care provided.

However, making decisions based on these criteria can be complicated because some criteria,

such as patient waiting and resource utilization, are competing. In other words, changes that

positively affect one often negatively affect the other. Furthermore, there are many stakeholders,

such as patients, nurses, providers (surgeons, physician specialists), and administrators, with

varying perspectives on the importance of each criterion.

Some OPCs specialize in a specific type of procedure, such as endoscopy suites where the

facility is equipped and staffed to provide various endoscopic procedures such as colonoscopies or

esophagogastroduodenoscopies (EGDs), while other OPCs are shared by providers from a variety

of specialties. Other health care service settings that are not commonly classified as OPCs

but have many similarities in how care is provided include catheterization labs, chemotherapy

infusion centers, and various diagnostic settings such as those for CT scans. While OPCs are

not directly part of a hospital, many are affiliated with a local hospital. As a result it is often

necessary to coordinate planning and scheduling decisions for staff with other commitments.

For example, some providers may work certain days at an OPC and other days at the affiliated

hospital.

OPCs have multiple stages of care, each involving many individual activities. The stages for

a patient can be aggregated into intake, procedure, and recovery. The resources most commonly

associated with each stage of a typical OPC are listed in Table 2.1. In the intake stage the

patient first checks in to the OPC. Next, they are called back to change into a procedure gown,

physiological information is recorded, and the patient’s proper preparation (e.g. fasting) is

confirmed. The patient may also consult with the provider (e.g. surgeon, endoscopist, or other

type of proceduralist depending on the type of OPC) or nurse at this stage of the process. The

procedure begins once a procedure room is available, the patient is ready, and the necessary staff

and physical resources are available. Certain procedures may require support staff such as nurses

or technicians who are responsible for specialty equipment such as diagnostic imaging devices.
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Table 2.1: The resources at each stage of a typical outpatient procedure center.
Intake Procedure Recovery

Resources

• Check-in Staff

• Nurses

• Intake Beds

• Providers

• Nurses

• Procedure
Rooms

•
Anesthesiologists

• Support Staff

• Procedure Spe-
cific Equipment
(e.g. endoscope,
arthroscope,
laproscope)

• Nurses

• Recovery Beds

OPCs affiliated with academic teaching hospitals may have medical fellows assisting in the

procedure. Following the procedure, the patient proceeds to recovery where they recover from

any anesthetic and await a follow-up consultation with the provider prior to being discharged.

The provider and staff may continue with the next procedure where the previous patient

recovers depending on resource availability and other activities. The start time of the next

procedure is dependent on many factors. First, the procedure room must be turned over following

each procedure. During turn over material resources are restocked, equipment is sterilized, and

the room is prepared for the next procedure. In between procedures the provider’s activities

may include consulting with other patients, dictating notes from previous procedures, or other

administrative activities.

Figure 2.1 illustrates the typical activities a patient may go through on the day of their

procedure. Many of these activities are brief in duration, but often require multiple resources

(e.g. nurse, provider, recovery bed, procedure room). High resource dependency combined with

uncertainty in activity durations, and the high volume of patients each day, make coordinating

the entire process challenging. Uncertainty arises from a number of sources including uncertainty

in procedure and recovery durations, no-shows, short notice add-on patients, patient punctuality,

staff availability, and patients requiring additional resources such as an interpreter.

There are many opportunities for bottlenecks in the patient flow process. Common bottlenecks

include procedure rooms, recovery beds, providers and their teams, anesthesiologists, and
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the lobby front 
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arrival 
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area, takes a seat and 
waits to be called for 
check-in 

Patient completes 
the check-in 
process 

Patient walks down 
or is taken to the 
dress room 

Patient receives 
consultation, dress change 
instructions and changes 
dress 

Patient may 
wait to go to 
the procedure 
room 

Patient walks 
down or is taken 
to the procedure 
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the procedure 
bed and waits 
for the 
procedure team 
to arrive 

Patient is given 
IV if needed 
and monitored 

Provider arrives at 
the procedure 
room.  Patient 
gives consent for 
the procedure to 
the provider. 

Patient is 
sedated if 
needed. 

Procedure begins 

Procedure ends 
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area 

Patient recovers 
in the recovery 
area 

Patient is 
discharged 

Figure 2.1: Patient activities during intake, procedure, and recovery stages of the process in a
typical OPC.
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equipment that needs to be sterilized between each procedure. Because the OPC operates on

a daily basis it is not likely to reach a steady state. It is also not uncommon for bottlenecks

to shift throughout the day. For example, intake is often a bottleneck at the beginning of the

day as patients start to arrive; later in the day recovery may become a bottleneck as recovery

beds fill up. The occurrence of bottlenecks can be influenced by many factors including provider

availability during the day, patient punctuality, procedure room turn over time, and variation in

procedure mix during the day resulting from the sequencing of procedures.

Figure 2.2 depicts the patient flow process in a particular OPC studied by Gul et al. [43]. In

this example, the intake and recovery area resources referred to as pre/post rooms are pooled,

i.e., the same rooms are used for intake and recovery. Pooling the intake and recovery stage

resources can increase flexibility in how limited space is used, reduce variation in the number of

patients in intake and recovery, and reduce the risk of intake or recovery becoming a bottleneck

in the system. It may also reduce the number of nurses needed overall, or else reduce the need

for nurses to move from intake to recovery during the day as the number of patients in each

area changes. However, equipping areas to be used for both intake and recovery may result in

higher design costs since the entire area needs to be capable of serving multiple purposes. An

alternative is to separate intake and recovery resulting in a linear (rather than re-entrant) flow

of patients through the OPC.

Some OPCs choose to staff and equip procedure rooms for complete flexibility for all types

of procedures. This creates flexibility in the assignment of patients and providers to rooms. As

a result, a first come first serve queue discipline could be used in the the procedure stage to

reduce the risk of procedure rooms becoming a bottleneck. OPCs that provide a wider variety

of procedures, however, may choose to allocate specific procedures to specific rooms, saving

equipment costs and allowing staff to specialize in a service. For example, certain procedures

such as endoscopies may frequently use imaging equipment during the procedure, but outfitting

each procedure room with imaging equipment may not be desirable due to high capital costs.

Further flexibility may be attained by not assigning patients to specific providers prior to their

procedure. This could reduce patient waiting and increase utilization of OPC resources, however

the preferences of the patients for certain providers, and the benefits of continuity of care from

clinic to OPC must be considered. Each of these opportunities for flexibility and resource

pooling is specific to a particular OPC. The related decisions must carefully weigh the costs and

benefits associated with increased flexibility.

Uncertainty has a significant impact on planning and scheduling decisions for OPCs. Some

sources of uncertainty can be reduced with some cost and effort, while others are largely

unavoidable. For example, OPC managers may be able to mitigate no-shows by calling patients in

advance. On the other hand, the uncertainty in procedure and recovery duration is often difficult

or impossible to reduce. This is because it is difficult to predict the complexity of a patient’s
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Figure 2.2: An example of a common layout for an OPC and the patient flow process.

procedure or their physiological reaction to a sedation agent following the procedure. However,

by incorporating these sources of uncertainty in the planning and scheduling process, through

the use of appropriate methods, such as simulation, queueing, and stochastic optimization, the

extent to which the efficiency of the OPC is affected can be reduced.

2.2.2 Planning and Scheduling

The need to coordinate resources across multiple stages (intake, procedure, recovery) makes

patient scheduling and planning a challenge to OPC managers. OPCs share many similarities

with the scheduling of outpatient office-based clinics and traditional surgical practices. However,

there are several differences. First, the complexity of the patient flow process is much higher than

that of a typical outpatient clinic because the overall process involves multiple steps and many

types of resources. Second, OPCs do not have the same planning and scheduling complexities
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as hospital based practices, such as the need to manage inpatients and trauma cases that arise

during the day. Therefore there are typically more opportunities to improve efficiency through

better planning and scheduling decisions.

Previous articles provide reviews of appointment scheduling in several settings including

outpatient clinics [17] and hospital surgical practices [44, 42]. There are also reviews in areas

such as operating room planning [15] and surgical process scheduling [14] that are not specific

to OPCs. In this research, we focus specifically on patient planning and scheduling for OPCs.

In the remainder of this section we discuss the most significant issues related to longer term

planning and short term scheduling decisions.

Long Term Planning

OPC managers face many decisions in planning and scheduling appointments, both short and

long term. Long term planning and scheduling decisions include the following:

• How far in advance should the appointment system be open to ensure adequate access for

patients and flexibility in staff schedules (e.g., weeks or months)?

• How many patients should be scheduled in a day and what is the best mix of different

types of patients and procedures?

• Should any appointment slots be left open for procedures that are likely to be scheduled

on short notice?

• Should additional patients be scheduled to compensate for no-shows?

• What is the required nurse staffing?

• How many procedure rooms are needed, and how should procedure rooms be assigned to

providers?

In this subsection we discuss each of these decisions and we provide specific examples of how

they arise in the OPC setting. We also review some of the relevant literature related to these

types of decisions.

The booking horizon determines how far into the future an OPC will schedule patient

appointments. Selecting the length of the booking horizon is an important planning decision

that requires coordination among staff schedules. If an OPC is going to make appointments

available for a future date, administrative managers need to ensure that the necessary resources

will be available on that date. Using a longer booking horizon allows schedulers and patients

greater flexibility in choosing an appointment. However, a longer booking horizon also requires

an OPC to design and commit to a staffing schedule far in advance. Furthermore, changes
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in staff availability over time may cause disruptions to schedules, requiring cancellations and

rescheduling which can be a source of patient dissatisfaction.

Short booking horizons have been shown to be successful in some outpatient clinic settings.

In order to mitigate the effects of no-shows and cancellations in an outpatient clinic, heuristic

policies for dynamically scheduling requested appointments to specific days have been shown to

work well by Liu et al. [61]. In their study, the authors assume that the no-show and cancellation

rates increase with appointment delay. That is, patients have a higher propensity to not attend

their appointment when the difference in their request date and appointment date are large.

The authors use a Markov decision process to dynamically assign patients an appointment date

when they call to request an appointment. This decision is based on the current number of

appointments scheduled on each day in the booking horizon. They show that their proposed

heuristics, including a two day booking horizon, perform particularly well in the context of

high patient demand. However, booking horizons in OPCs will typically be longer since many

procedures require adequate advanced notice in order for patients to prepare for the procedure.

The number of patients to plan for each day affects the distribution of workload over time,

and therefore staffing and other resource planning decisions. Further, when multiple types

of procedures are scheduled, determining the right mix of procedures can influence planning

decisions. Scheduling too many patients can result in high patient waiting time, overtime costs,

and in some cases cancellations. The problem of dynamically allocating appointments to patients

over time has been considered in the context of diagnostic resources by Patrick et al. [72]. The

authors consider the problem of planning in the presence of patient wait time targets that

require patients be scheduled within a predefined time window. The authors use approximate

dynamic programming methods and show that by carefully using overtime the patient wait list

can be successfully managed.

The number and mix of procedures that can be scheduled depends on the availability of

providers performing certain procedures. Further, OPC managers must decide if patients should

be scheduled to see specific providers, or if there is flexibility in which provider performs each

patient’s procedure. While allowing provider flexibility decreases the bottleneck effect at the

procedure stage, certain patients or procedures may require the skill or consultation of a specific

provider. Furthermore, patients often have a preference for a certain provider.

OPC managers must also decide on the booking policy to be used. Two common alternatives

are block booking and open booking. In block booking, a provider or group of providers is reserved

specific procedure rooms on a recurring basis for certain days and times on a weekly or monthly

schedule. Patients are then scheduled into blocks by their provider who is free to allocate

patients provided the total procedure time can be completed in the allocated block. On the

other hand, open booking consists of allocating patient appointment requests on a first come

first serve basis for a given day of service. The OPC constructs a schedule of patient/provider
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room assignments, in some cases allocating multiple procedure rooms for a single provider,

shortly before the day of service (e.g. 24 hours in advance). Thus, in open booking systems the

OPC is treated more as a pooled resource.

Allocating certain types of procedures to specific rooms is common, and provides a means of

balancing workload and resource requirements that may be necessary when there are a wide

variety of procedures. Procedure information including type, provider, and type of anesthesiology

have been used to classify and allocate procedures to rooms in an OPC by Dexter and Traub

[31]. The authors used heuristics such as the earliest available start time, or the latest available

start time, to allocate a procedure to a specific room at the time of scheduling. They compared

the heuristics using a discrete event simulation model where multiple surgical groups shared

procedure rooms. Similarly, some studies have compared online (decisions are made when an

appointment is requested) and offline (decisions are made after all appointment requests have

been made) algorithms for allocating procedures to procedure rooms [32]. In order to maximize

procedure room efficiency, Dexter et al. [32] concluded that it was optimal to allocate additional

procedures in descending order of expected duration to rooms with the least amount of available

time that was still sufficient to accommodate the additional procedure.

In some OPCs there is a need to ensure that there is sufficient space in the schedule for

high priority procedures that need to be scheduled on short notice. This is another example

of competing criteria in OPC planning. For example, filling a schedule with appointments

scheduled in advance will help maximize capacity utilization; however, any procedures that need

to be scheduled on short notice will likely be disruptive to the OPC operations and cause high

patient waiting and overtime. Erdogan and Denton [37] study this problem in the context of a

single server and provide evidence that allocating time at the end of the day is optimal provided

that patients do not have a high indirect waiting cost, i.e., the urgency is such that they can

afford to wait until the end of the day to complete their procedure.

The number of cases scheduled on a daily basis directly influences revenue. The problem of

deciding how many elective surgery cases to schedule on a particular day has been considered by

Gerchak et al. [41]. The authors consider the decision of whether or not to accept an additional

elective case while faced with the uncertainty of how much space to leave for potential urgent

add-on cases that arise stochastically in the future. Scheduling up to and no more than a

predefined number of elective cases each day is common in practice. This is referred to as a

control limit or cut-off policy. Formulating the problem as a stochastic dynamic program with

the competing criteria of revenue, overtime and wait time, the authors show that the optimal

number of elective cases to schedule on a day is related to the number of elective surgery cases

on the wait list, as opposed to being of a control limit type. That is, the optimal number of

elective cases to schedule does not follow a strict control limit, but will dynamically change

based on the number that are waiting to be scheduled.
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Many OPCs face high no-show rates and need to schedule additional patients to compensate

for lost revenue. This is commonly referred to as overbooking. Dynamically allocating patient

appointment requests to appointment slots for a single day with patient no-shows has been

considered using overbooking by Muthuraman and Lawley [69]. The authors assume that

appointment slots are equally spaced, visit durations are exponentially distributed, and no-show

rates vary based on patient attributes. Revenue, patient waiting, and overtime are used as

criteria in their objective in the context of an outpatient clinic. In addition to sequential

scheduling decisions, overbooking along with careful planning of appointment schedules has also

been demonstrated to help mitigate the burden of no-shows in OPCs [9].

The capacity of an OPC to see patients depends on staff availability and physical resources

(procedure rooms, recovery beds). The nursing staff required for OPCs is often an important

consideration for planning decisions since nurses are necessary at each stage of the process.

OPC nursing staff may be dedicated to specific responsibilities and stages, or they may be more

flexible and float to where they are needed in the OPC. While the latter case provides more

flexibility and can mitigate bottlenecks, this requires that the nursing staff be highly skilled

with experience in multiple settings.

Example: Optimal Allocation of Procedure Rooms

In this section we provide a specific example of long range planning decisions based on an

analysis of an endoscopy suite reported by Berg et al. [8]. The example involves determining

how many procedure rooms to assign to endoscopists, and how the decision affects competing

performance criteria.

The endoscopy suite considered in this example is part of a large academic medical center

and follows the general process structure in Figure 2.1. Appointments can be made up to 12

weeks in advance and schedules typically fill up within the last 48 hours. Patients arrive at

the endoscopy suite according to a predetermined set of assigned appointment times. Intake is

staffed by six nurses, the number of procedure rooms and endoscopists available on a given day

can both range between four and eight, and the recovery stage includes three rooms with eight

beds in each room.

As illustrated in Figure 2.3, opening two procedure rooms for each provider will allow

providers to move to their next procedure while the previous procedure room is being turned

over. Thus, the allocation of an additional procedure room can reduce provider waiting time

and increase patient throughput per provider. However, the costs of staffing and equipping two

procedure rooms for each provider is high relative to the total number of patients that can be

seen in the endoscopy suite.

Figure 2.4 compares the utilization rates for procedure rooms and endoscopists as well

as patient throughput to the number of endoscopists operating in an endoscopy suite with
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Figure 2.3: Two scenarios for allocating providers to procedure rooms.

eight procedure rooms. As the number of endoscopists operating within the eight procedure

rooms increases from four to eight, endoscopist utilization decreases, but total procedure room

utilization and patient throughput both increase. These results illustrate the type of trade off in

performance criteria that OPC managers face in making long term planning decisions.

In addition, daily processes can also affect long term planning decisions. For example, the

decision of allocating procedure rooms to providers is influenced by the time required to turn

over a room. If room turn over time is short relative to procedure time, fewer procedure rooms

may be necessary. However, with longer turn over times more procedure rooms may be desirable

to avoid bottleneck effects at the procedure stage.
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Figure 2.4: Expected endoscopist and procedure room utilization and patient throughput as a
function of the number of endoscopists in the endoscopy suite.

Short Term Scheduling

The remainder of this section focuses on short term scheduling challenges in OPCs. Research

related to short term scheduling decisions has received more focus than that of long term

planning and scheduling for OPCs. Challenges for short term planning in OPCs include the

following:

• How should procedures be sequenced throughout the day?

• When should patients be scheduled to arrive at the OPC?

• When is it necessary to cancel procedures?

The resources involved in the procedure stage of the process are often the most expensive

and constraining to the OPC. Therefore the procedure is frequently the bottleneck in the system,
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and as a result much of the existing literature has focused on scheduling procedures. In this

section we discuss examples of each of the above decisions in the context of OPCs. We also

present a standard single server model that has been used for scheduling of OPCs. Finally, we

provide a specific example of appointment scheduling in the context of an endoscopy suite.

Although the procedures in OPCs are done in high volumes and may be considered to be

routine, there is often a large amount of uncertainty in the time required for the procedure.

The high uncertainty is a result of many factors that influence the procedure duration including

procedure type, individual provider, type of anesthetic, and patient physiological characteristics

[33]. Figure 2.5 illustrates the uncertainty in procedure durations for colonoscopies performed

in a particular outpatient endoscopy suite. It illustrates two features that are common for

any type of procedure. First, there is a finite time (5 minutes in this example) for which the

probability of being below is very low. Second, there is a long tail indicating a low (but non-zero)

probability the procedure will take a very long time. Long tails such as this are a result of

unpredictable complications associated with procedures. For example, a patient who receives a

routine colonoscopy may have multiple polyps discovered requiring biopsies that significantly

lengthen the procedure time. While a variety of distributions have been found useful for modeling

purposes [17], the log-normal distribution is often found to be an appropriate fit [88, 99].

As an example of a short term daily scheduling problem, we discuss the single server

appointment scheduling problem. The single server problem is a useful example because OPCs

can often be disaggregated into multiple single server problems in which each procedure room

corresponds to a server. Berg et al. [9] show this can be a reasonable approximation when the

procedure room is the bottleneck in the overall process. The appointment times for each patient

i = 1, . . . , n, denoted by vector a, must be decided upon in advance. Suppose that the objective

is to minimize the weighted sum of costs, cwi and co, associated with expected patient waiting

time and overtime, respectively. The patient waiting times and overtime, wi(d, a) and o(d, a),

are functions of a vector of random variables, d ∈ Rn, the durations for each patient’s procedure,

and a vector of appointment times, a ∈ Rn. The objective can be formulated as follows:

min
a
{
n∑
i=1

cwi E[wi(d, a)] + coE[o(d, a)]|a ∈ A}, (2.8)

and the waiting and overtime can be written as

w1 = 0, wi = max{0, wi−1 + di−1 − ai + ai−1} and o = max{0, an + wn + dn − p},

where p is the planned length of the OPC day and A represents the set of feasible appointment

schedules that adhere to a specific OPC’s constraints. Constraints may include requirements

to schedule procedures for a certain provider during the hours they are working at the OPC
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Figure 2.5: The procedure duration distribution for colonoscopies can have a long tail due to
many factors.

(as opposed to associated hospital or clinical practice) or constraints on allowable or preferred

sequences of procedures during the day.

The single server example illustrates the trade off that managers must consider between

multiple criteria, in this case patient waiting time and overtime. The focus of short term

scheduling problems such as this is typically on direct waiting time, i.e. the time the patient

spends waiting beyond their appointment time on the day of service. This is in contrast to

indirect waiting time which measures total time from an appointment request to the day of

service (indirect waiting is a common criterion for long term planning problems).

The stochastic nature of procedure times and other activities in OPCs makes finding optimal

schedules very challenging. In practice schedules are commonly based on the mean procedure

time. Thus, the appointment times for patient arrivals are defined as follows:
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ai = ai−1 + µi−1, ∀i (2.9)

where the first patient arrives at the beginning of the day (a1 = 0) and µi represents the

procedure duration mean for patient i.

Because the above scheduling rule is easy to implement it is commonly used in practice.

However, it typically leads to very high expected patient waiting times. This is a result of

procedures having duration distributions with long tails and waiting time accumulating for each

patient throughout the day. For example, if the service time distribution is symmetric then

there is a probability of 0.5 that a procedure will run longer than the allotted time, and each

time this occurs waiting time accumulates.

Many heuristics for determining appointment schedule times for outpatient clinics have been

proposed and examined [4, 49, 74]. Specific to OPCs, setting interarrival times through hedging

may be useful to reduce patient waiting time at the risk of increase overtime [43]. Hedging refers

to using a percentile (e.g., 50th, 65th) of a procedure’s duration distribution to set appointment

times. Elaborating on the heuristic in (2.9), job hedging can be represented by

ai = ai−1 + µi−1 + γ,∀i (2.10)

where γ represents additional time added to act as a buffer to reduce the likelihood of a patient

waiting.

Denton et al. [28] demonstrated that the sequencing decisions have a high impact on the

performance of an appointment schedule, especially when overtime and patient waiting time

costs are relatively evenly matched. Further, they demonstrated that the simple heuristic

of sequencing procedures by decreasing procedure duration variance can provide significant

improvements. Sequencing patients with greater variability in their procedure duration or

propensity to not attend their appointment later in the day can lead to lower expected costs

[9]. However, combining procedure sequencing and start time scheduling leads to a challenging

stochastic combinatorial optimization problem. As a result, many studies have considered

heuristics. In the context of scheduling multiple procedure types by procedure duration, the

shortest processing time (SPT) heuristic has been shown to work well in OPCs over other

heuristics such as sequencing according to longest processing time, procedure variation, and a

procedure’s coefficient of variation [43].

Example: Appointment Scheduling in an OPC

In OPC settings, it has been demonstrated that using hedging can often reduce expected patient

waiting time significantly with minimal effect on the expected length of day (time to complete

all procedures). As an example drawn from Berg et al. [8], Figure 2.6 illustrates this in the
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context of the endoscopy suite described in Section 2.2.2.

In this example, each endoscopist has their own set of patients that are scheduled according

to the heuristics defined in (2.9) and (2.10). That is, there is a patient arrival stream for each

individual endoscopist in the suite. The appointment schedule generated by using the procedure

duration means for interarrival times is identified in Figure 2.6. This corresponds to the heuristic

defined in (2.9). The hedging parameter in (2.10), γ, is varied to generate the rest of the

appointment schedules in Figure 2.6.

The appointment schedules in Figure 2.6 illustrate the trade off in the competing criteria

that is made in designing appointment schedules. The results in this example show that using

interarrival times for patients greater than the procedure duration mean can reduce patient

waiting time while not incurring a significantly longer length of the clinic day. In Figure 2.6, the

length of the clinic day is correlated with overtime and is the same as overtime when p = 0 for

example, as defined in (2.8).

2.2.3 Factors Influencing Scheduling

In this section we identify some of the most important factors that detract from efficient perfor-

mance of OPCs, and must be considered in planning and scheduling. These include uncertainty

in intake and recovery durations, variation in patient demand and provider availability, material

resources, and patient characteristics and behavior.

Intake and Recovery

Just as procedure durations vary significantly by procedure types and patient characteristics,

so do the durations for intake and recovery [51]. When resources are limited in intake (e.g.

nurses) or in recovery (e.g. recovery beds) these stages in the process can affect planning and

scheduling. Figure 2.7 illustrates the variation associated with intake and recovery time at an

endoscopy suite. Variation in intake time is due to the varying levels of preparation required

for different procedures. For example, less invasive procedures may have the patient enter the

procedure room directly upon arrival, while others may involve additional intake activities such

as administration of anesthetic. Recovery times can vary as well since certain procedures may

require different sedation methods which can influence the time it takes for a patient to recover

following a procedure. Thus, the uncertainty in the duration of intake and recovery coupled with

the limited capacity in each stage may deserve careful consideration as appointment schedules

are designed.

The uncertainty in recovery duration can have very different effects on an OPC than the

intake stage due to the nature of recovery being at the end of the process. High recovery

utilization rates can result in the entire system backing up. This is particularly true if there

25



Figure 2.6: Expected length of day (time to complete all cases) v. expected patient waiting time
(averaged over all patients) with respect to the interarrival time for the patient arrival schedule.

is no recovery alternative for patients finishing their procedure other than recovering in the

procedure room, thus blocking subsequent procedures from beginning.

Due to the similarities in OPC recovery areas and the post anesthesia care unit (PACU) in

hospitals, drawing on surgery scheduling insights from hospital based practices can be informative

to recovery planning for OPCs. Queueing models are often used in these environments, but the

assumption of a steady state may be restrictive in the setting of an OPC. Schoenmeyr et al.

[77] justify their model assumptions based on historical data and show that the arrival process

into the PACU following surgery can be modeled as a Poisson process. They use their model

and simulation to conclude that significant decreases in PACU congestion could be gained by

proportionally small changes in capacity. However, this relationship is sensitive to the number

of procedures planned.
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Figure 2.7: The distributions for intake and recovery durations can have high variances con-
tributing to potential bottlenecks in these stages.

Controlling the sequence in which procedures are performed across multiple procedure rooms

can help balance the arrival rate into the PACU. Although many providers prefer to have longer

procedures earlier in the day, discrete event simulation has been used to show this sequencing

rule may perform poorly as the variation of the longer procedures can disrupt the schedule later

in the day by Marcon and Dexter [64]. Furthermore, the PACU tends to be empty for much

of the beginning of the day, and then has a peak of workload following completion of the first

procedures of the day. The authors conclude that sequencing heuristics that balance the longer

procedures at the beginning and end of the day tend to smooth the flow of patients into the

PACU.

In the scheduling literature, when jobs remain on a machine following processing, and there

is no buffer capacity, it is referred to as blocking. Blocking and no-wait scheduling problems
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have been discussed in several manufacturing contexts [46]. A similar situation occurs in OPCs;

when the recovery room is full patients may start their recovery in a procedure room. However,

this blocks the use of the procedure room and can cause delays. Augusto et al. [3] explicitly

modeled the possibility of patients recovering in an operating room (OR) as a mixed integer

program. The authors recommend a decision rule for when to use the OR for recovery, based

on case load and the ratio of ORs to recovery beds. Although this problem was formulated in

the context of a hospital practice, the relationship between the ORs and PACU is analogous to

OPCs with procedure rooms and shared recovery areas.

Patient Demand and Provider Availability

Variation in supply and demand can create scheduling challenges and inefficiencies for an OPC.

The problem of supply and demand being mismatched is common in many industries and is

prevalent in OPCs. Patient demand variation can be high from week to week as well as from

day to day. Even more, month to month variation may be high as demand for procedures may

be high when patients have time off (e.g. summer for students) or when patients will be less

active (e.g. winter for orthopedic patients). Further, supply factors contributing to the supply

and demand mismatch include provider availability and upstream referring sources. The first,

provider availability, may result from variation in provider schedules for a variety of reasons,

such as vacation, administrative or research obligations, or attending a conference for their

specialty. The second, referrals, depends on an OPC’s affiliation with other practices. For

example, specialty clinic consultations result in newly generated referrals for procedures at the

OPC. Thus, the OPC’s position downstream in the overall health service supply chain exposes

them to variation associated with other upstream practices. Figure 2.8 illustrates the weekly

variation for procedures in an endoscopy suite affiliated with a large academic medical center.

The challenge of leveling patient demand across available capacity to gain operational

efficiencies needs to be considered when attempting to accommodate patient appointment

preferences. The loss of efficiency resulting from demand variation can include being under (or

over) staffed, resources being under utilized, and patients having poor access to services as well

as long wait times at the OPC. Schedules for nurses, other personnel, and physical resources are

often fixed day to day and week to week. Thus, supply is not easily varied to match demand.

Material Resources

Materials management contributes to the operating costs of an OPC. This includes the purchasing,

ordering, inventory, and opportunity costs for any medical and surgical supplies that an OPC

uses. Examples include medical equipment, lab equipment, surgical instruments, and medical

apparel.
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Figure 2.8: The number of procedures done each week in an endoscopy suite vary week to week.
Data is presented from July to February.

Sterilization of procedure equipment can be a time consuming and resource intensive process.

For example, the sterilization of endoscopes in an endoscopy suite requires trained personnel,

disinfection and sterilization equipment, and can take several hours. Further, since procedure

equipment such as endoscopes are expensive, purchasing additional equipment is not always

feasible. Single-use equipment for certain types of procedures has the advantage of avoiding

the costs of sterilization and maintenance, but has been found to be very costly in the long run

[76]. The trade off between the capital costs of equipment and the effects of limited resources

on an OPCs efficiency needs to be considered in both the long term planning and short term

scheduling contexts.

The trade off between the use of mobile and fixed diagnostic resources is another example

of material resource planning. Many procedures require the use of diagnostic resources, but
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equipping every procedure room with such resources can be expensive. While mobile equipment

affords flexibility in the location and use of the equipment, the mobile equipment may be

cumbersome and/or difficult to setup and use. Therefore there is a natural trade off between

the cost of investing in mobile diagnostic resources and the flexibility such resources offer to the

scheduling process.

The design of surgical equipment kits for OPCs requires careful consideration. Different

types of procedures require different supplies. Preparing universal kits that contain the supplies

and equipment necessary for all procedure types can be costly as it requires high inventory

levels; however, preparing kits for individual procedures can be time intensive and susceptible

to errors in packing kits. As a result there are challenging decisions about how best to trade off

cost and the benefits of flexibility.

Efforts to use appointment scheduling information to manage the inventory of physical

material resources have also been considered. Generally, OPCs use economic order quantity

(EOQ) models to manage inventory levels. However, using just in time (JIT) models that are

based on when procedures are scheduled in an OPC has been proposed by Epstein and Dexter

[36]. The authors use simulation and conclude that while there may be possible savings in a

JIT system used in conjunction with the appointment scheduling system, it is unlikely that the

savings would be substantial when compared to the cost of implementing such a system. Thus,

traditional EOQ models with higher inventory levels are likely best for OPCs.

Patient Characteristics and Behavior

The patient population served by an OPC is likely to be diverse in their characteristics as well

as how they interact with the health care system. Relevant patient characteristics include age,

gender, and physiological background, which are often correlated with procedure times, and

therefore can be useful for appointment scheduling. For example, obese patients tend to be at

higher risk of complications, and have longer procedure and recovery times. By patient behavior,

we primarily refer to patients’ (non) attendance and punctuality, as well as their preference

for certain appointment times. Designing appointment schedules that compensate for patient

behavior is a challenge faced by OPC managers.

An OPC’s ability to serve a patient case mix relies on its ability to adapt to a variety of

patient characteristics, preferences, and behavior. Cayirli et al. [18] demonstrated that the

performance of an appointment schedule is very sensitive to patient characteristics and behavior

such as walk-ins (add-ons or patients that need to be scheduled the same day), no-shows, and

punctuality. Although the authors’ analysis was specific to a clinical office setting (primary

care), the role of patient characteristics and behavior in scheduling decisions is informative for

OPCs.

No-shows occur when patients do not attend their scheduled appointment and do not cancel
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before hand. No-shows have been reported in OPC settings and present a challenge to managers

of many types of healthcare practices [1, 84]. The reasons for patients failing to adhere to

their scheduled appointments include illness, stress about the procedure, improved symptoms,

forgetting about the appointment, improper preparation for the procedure, or balking when

informed of the cost of the procedure. In many ambulatory settings, advanced access has become

a popular method for dealing with the uncertainty in patient demand [67]. Advanced access

refers to scheduling appointments for the same day that they are requested and “doing today’s

work today.” This scheduling policy requires providers being able to match demand with supply

and not having any backlog of appointment requests. By offering appointments to patients on

the same day that they call, providers reduce the problem of patients failing to attend their

previously scheduled appointment as well as patients having long delays for an appointment.

However, due to the preparation necessary for many OPC procedures, advanced access is not a

feasible policy for appointment scheduling in OPCs.

In contrast to patients failing to attend their scheduled appointments, many OPCs (especially

those affiliated with a hospital) will also receive high priority add-on cases that need to be

fit into the current day’s schedule. For example, endoscopy suites are sometimes asked to see

a patient with indications of colorectal cancer on short notice. Heuristics were evaluated via

simulation to determine how to allocate add-on cases to specific procedure rooms in order to

maximize utilization [32]. Dynamically scheduling appointment times while considering no-show

rates and uncertainty in future demand has also been examined as a stochastic programming

formulation [37]. A dome shaped schedule is observed for routine patients (non-add-ons) where

patients earlier and later in the day are scheduled closer together and patients in the middle of

the day are given more time between arrivals.

Patients receiving surgery in OPCs may have a preference for the day and time of their

appointments. In a survey of cataract surgery patients, the authors found that the patients

value appointment flexibility very highly and strongly preferred morning appointments [34]. Due

to the high cost of OPC resources and the challenges in balancing supply and demand, patient

preferences are often not as high a priority for managers when compared to other environments

such as primary care. Incorporating the consideration of patient preferences into OPC planning

and scheduling decisions is an important direction for future research.

2.3 Contributions of this Thesis

This thesis contributes to the literature in the following ways. While no-show rates and reasons

for patients failing to attend their appointments are well documented, the results in Chapter 3

are the first, that we know of, to quantify the costs attributed to no-shows. Further, in Chapter

3 we provide a comparison of the effects of common no-show mitigation strategies as well as
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overbooking policies.

In Chapter 4 we extend the descriptive based simulation model approach to a stochastic

optimization model that incorporates new aspects of the overbooking problem. Unlike previous

research, the model presented in Chapter 4 considers booking, sequencing, and scheduling

decisions in a single model. Further, new insights taken from the model in Chapter 4 include

optimal sequences based on no-show rates and procedure duration variance, evidence that

double-booking is optimal when no-show rates are high, and sensitivity anlysis of optimal

booking decisions to OPC fixed cost estimates. In contrast to previous health care planning

and scheduling literature, our analysis is based on a combination of theoretical, numerical, and

case study results. Methodologically, a new hybrid multi-cut implementation of the L-shaped

method is shown to result in significant computational performance gains by obtaining optimal

solutions to larger problem instances.

In Chapter 5, we present a new version of the bin packing problem that includes stochastic

and online aspects that are modeled based on the procedure allocation decision process in an

OPC. We identify multi-stage stochastic integer programming formulations that are candidates

for the stochastic integer programming methods described in this chapter. Two well known

stochastic integer programming solution methods are evaluated and compared on a two-stage

reformulation. Finally, heuristics based on methods discussed in this chapter are evaluated

through numerical experiments an are shown to perform very well in this new online setting.
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Chapter 3

Estimating the Cost of No-shows

and Benefit of No-show Mitigation

Strategies

3.1 Introduction

In this chapter we measure the cost of non-attendance (no-shows) and benefit of overbooking and

interventions to reduce no-shows for an outpatient endoscopy suite. Endoscopy suites employ

expensive human and physical resources that have a high fixed cost. As a result, providers must

carefully consider the number of cases scheduled per day. Unfortunately, patient attendance

is uncertain; and patients may no-show without prior notice, resulting in wasted capacity and

a lost revenue opportunity for the provider. No-shows also include patients who cancel their

appointments on short notice (e.g., less than 24 hours). This is equivalent to a no-show since a

minimum time threshold is required for patients to prepare for the procedure, and therefore

additional patients cannot be scheduled on short notice. No-shows are prevalent in outpatient

endoscopy suites, causing under-utilization of expensive personnel and equipment, and decreased

revenue. As a result, the occurrence of no-shows effectively increases the cost of endoscopy,

which may create a barrier to access for some patients.

No-show rates have been reported to range from 12% to 24% in endoscopy suites [89, 84, 1, 47,

60], and occur for a variety of reasons such as illness on the day of the procedure [89, 84, 1, 85],

anxiety about the procedure or its results [89, 84, 1], improved symptoms [89, 84], and forgetting

their appointment [84, 1, 85]. Patients are also more likely to no-show when they have to wait

longer from the time the appointment is scheduled until the time the procedure actually occurs

[84, 1, 35].

Several interventions offer providers the ability to lower the no-show rate. These include
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telephone reminders, SMS (Short Message Service) messages, and pre-assessment appointments.

These no-show intervention strategies have been reported to produce relative reductions in the

no-show rate of 75%, 39%, and 35%, respectively [89, 60, 35]. While such methods have been

shown to decrease no-show rates, they can be costly to implement, and are not completely

effective; thus, uncertainty in patient attendance often persists following implementation.

In addition to changing patient no-show behavior directly, endoscopy suites can also mitigate

the effect of no-shows by scheduling additional patients, or overbooking. Similar methods have

been employed by hotels, car rental agencies, and airlines, in the booking of passengers; however,

those service industries are quite different because they have established recourse options for

situations in which too many customers arrive for service. For example, they may reward

customers who opt out of service, or outsource business to another competitor. Overbooking in

OPCs, such as endoscopy suites, require careful consideration due to longer procedure durations,

multiple stages of duration uncertainty (intake, procedure, recovery), and the coordination of

many expensive resources (procedure rooms, endoscopists, recovery beds). In the context of

an endoscopy suite, significant patient dissatisfaction may arise from being asked to reschedule

or having to wait additional time for their appointment. Thus, including patient waiting time

costs in the evaluation of overbooking strategies is an important consideration.

Endoscopy suites face a much different challenge than overbooking in other contexts since it

is neither feasible nor appropriate to deny service to a patient who has prepared for a procedure.

Therefore, the benefit of seeing more patients must be weighed against the risk of increased

patient waiting time and staff overtime. In this chapter, we use a discrete event simulation

model to evaluate alternatives for mitigating the effect of no-shows. We use the simulation

model to determine improved overbooking scheduling policies and examine the effect of no-shows

on procedure utilization and expected net gain, defined as the difference in expected revenue

based on procedure revenues and costs based on the sum of patient waiting time and provider

and staff overtime. We evaluate the effectiveness of scheduling additional patients and the effect

of no-show reduction interventions on the expected net gain.

3.2 Literature Review

Overbooking methods have been examined in previous research in the scheduling literature

[58, 69, 98]. LaGanga and Lawrence [58] proposed a utility model and used discrete event

simulation to show that overbooking can be an appropriate method in certain cases such as

high patient throughput, high no-show rates, and low service duration variability. Muthuraman

and Lawley [69] used queuing methods in their overbooking model with patient attendance

uncertainty where appointment decisions are made dynamically as patient requests occur. Their

work was extended by Zeng et al. [98] to include heterogeneous no-show probabilities. While
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important insights about overbooking in outpatient clinics were developed in these works, they

also include assumptions that are restrictive to a general outpatient procedure setting such as

endoscopy suites including deterministic service times, single server systems, or exponentially

distributed service times.

Overbooking has also been considered within the context of endoscopy suites by Sonnenberg

[85]. In his research, Sonnenberg uses the binomial distribution to analyze no-show rates and

states that the benefit gained from overbooking will increase as the non-attendance rate increases

and as the number of endoscopy slots available increases. In addition he finds that the relative

loss associated with overbooking increases as the non-attendance rate increases and as the

number of available endoscopy slots decreases. However, he concludes that overbooking is not

able to completely recoup the loss attributed to no-shows.

Our study differs from the work cited above in the following ways. First, we use a validated

discrete event simulation model to evaluate the effects of no-shows on the endoscopy suite.

This allows us to include multiple stages (intake, procedure, recovery) and multiple resources

(providers, procedure rooms, nurses) in our model as opposed to Sonnenberg’s analysis of a

single provider which does not consider the impact of patient flow in stages both upstream and

downstream. Since uncertainty is inherent in many aspects of the system, this modeling approach

provides a method to accurately include the complexity of the endoscopy suite in our model.

Second, Sonnenberg expressed the costs of overbooking as a constant fraction of the endoscopy

suite’s benefit. In contrast, we explicitly modeled expected revenue from reimbursements and

expected costs using estimates for fixed facility costs, patient waiting time, and overtime. Finally,

we explicitly model the uncertainty in process durations using historical data. This allows us to

include patient waiting and overtime directly in our cost estimates as compared to using the

number of appointment slots and cost/benefit ratio estimates. In contrast with the previous

analysis in [85], our study concludes that overbooking policies can achieve similar results to that

which would be realized if all patients attended their appointments.

3.3 Model Development

The discrete event simulation model was developed based on an outpatient endoscopy suite

affiliated with UNC Hospitals, Chapel Hill, NC. The UNC facility is typical of outpatient

endoscopy centers where patients are generally healthy outpatients. These patients have a low

level of complexity compared to hospital-based facilities, which see patients with higher acuity

and more complex interventional procedures.
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3.3.1 Patient Flow

In a typical day, the endoscopy suite employs the use of four procedure rooms, two gastroen-

terologists, four intake bays, four recovery bays, one intake nurse, four procedure nurses, two

float nurses, one recovery nurse, and four endoscopy technicians. The model is based on three

major process areas: an intake process that involved the patient changing and being prepared

for the endoscopy, a procedure process that involved sedation and procedure, and a recovery

process. The general process flow and major activities are described below.

Intake: Patients begin with check-in and wait in a lobby until they are called back by the

intake nurse or one of the endoscopy technicians. The patient changes in one of the three

changing rooms and goes to one of the four intake bays. Once in the intake bay, the intake

nurse reviews the medical history with the patient and checks the patients vital signs. There is

one nurse designated for intake, and two float nurses who may help with intake.

Procedure: Once intake is completed, the patient is transferred to a procedure room. The

patient’s medical history is reviewed, and sedation medication is administered. There are four

procedure rooms, each requiring one endoscopy technician, one registered nurse, and one provider

to perform the endoscopy. Two providers, four procedure nurses, and four endoscopy technicians

service the four procedure rooms. Once the procedure is complete, the patient is transferred to

recovery and room turnover begins.

Recovery: There is one recovery nurse designated to cover four patients. Once the patient

is awake and recovered, the physician reviews the case with the patient. The patient is then

discharged.

A scheduling process defines the time of patient arrivals throughout the day. The scheduling

process reflects the probabilistic no-show behavior of patients. Each scheduled patient passes

through this decision process and has a probability of failing to attend the appointment. If a

patient fails to attend, then the patient is tallied as a no-show and exits the model; otherwise,

the patient will continue to pass through the colonoscopy process of the model. Patients who

attend their appointment are assumed to be punctual.

To determine how many patients should be scheduled for the perfect-attendance reference

scenario, the number of patients scheduled is increased iteratively, starting with one, to determine

the number that maximizes the net gain. The iterative process was terminated when the expected

net gain began to decrease, with respect to the previous iteration.

3.3.2 Overbooking

Overbooking involves booking additional patients relative to the base case schedule currently in

use at the observed facility. The existing policy is as follows: two patients arrive at 8:00 A.M.

Following the initial arrival, two patients arrive at a time with interarrival times alternating
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Table 3.1: The arrival times for four overbooking schedules are presented for scenarios where
four and five patients were overbooked. The overbooking schedules differ in how patient arrivals
are spread throughout the day.

Number All at Early Morning All
Overbooked 8:00 A.M. Morning Day

4
8:00, 8:00, 8:00, 8:00, 8:40, 9:20, 8:00, 9:20, 10:40, 8:00, 10:00, 12:00,

8:00 10:00 12:00 2:00

5
8:00, 8:00, 8:00, 8:00, 8:30, 9:00, 8:00, 9:00, 10:00, 8:00, 9:30, 11:00,

8:00, 8:00 9:30, 10:00 11:00, 12:00 12:30, 2:00

between 30 and 40 minutes. The last two arrivals of the day occur at 2:20 P.M.

Four overbooking scheduling scenarios were compared. The overbooking scheduling scenarios

were generated based on previous research and heuristics found in the outpatient appointment

scheduling literature [49]. The four overbooking scheduling scenarios presented were chosen to

represent a wide variety of overbooking schedules. The first scheduled all of the overbooked

patients at 8:00 A.M. The second equally spreads overbooked patients between 8:00 A.M. and

10:00 A.M. The third equally spreads patients between 8:00 A.M. and 12:00 A.M. The fourth

schedule equally spreads the overbooked patients between 8:00 A.M. and 2:00 A.M. As arbitrary

examples, Table 3.1 illustrates the cases of overbooking 4 and 5 patients for the four scenarios.

3.3.3 Data

Historical time data was collected for the time period of July 1, 2009 to September 11, 2009,

resulting in 1,184 observations. The data was extracted from ProVation RN, a third party

software package, which recorded times for major steps during the colonoscopy process. In

addition, a time study was performed on two separate days to determine turnover times for

both intake and procedure rooms. Historic data was used to evaluate the no-show rate for this

facility. Nurses collected 84 samples of the daily no-show rate from July to November 2009. The

average daily no-show rate during this period was determined to be 18%.

3.3.4 Simulation Model

The discrete event simulation model was built using Arena 12.0 [55]. The model consists

of intake, procedure room, and recovery modules; each having a first-come-first-serve queue

discipline. Resources included intake bays, procedure rooms, recovery bays, endoscopists, nurses,

and endoscopy technicians. A schematic of the processes included in the simulation model are

illustrated in Figure 3.1.
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Figure 3.1: A schematic of the processes included in the simulation model details the three
primary stages of the system.
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Table 3.2: Process duration means, standard deviations, and distributions in the model fit using
Arena 12.0 Input Analyzer. The distributions included shifted lognormal (LOGN), uniform
(UNIF), shifted beta (BETA), shifted gamma (GAMM).

Model Process Duration Mean Standard Deviation Probability Distribution

Prep 17.12 5.39 6.5 + LOGN(11.5, 9.4)

Procedure Review 23.07 8.63 8 + BETA(1.14, 1.28)

Sedation 12.49 4.26 5 + GAMM(3.12, 2.41)

Procedure 21.80 10.26 8 + LOGN(14.1, 11.5)

Recovery 50.47 14.55 22 + LOGN(29, 17.4)

Room Turnover 2.41 1.28 7 * BETA(1.96, 3.59)

The probability distributions for intake, procedure review, sedation, procedure, recovery, and

room turnover were fit using Arena 12.0 Input Analyzer. Samples for activity times were based

on differences between time stamp data entries for patients that were collected using ProVation

RN. Room turnover time, which was not collected in ProVation RN, was measured as the delay

between the time the patient left the procedure room until the room was ready for the next

procedure. Probability distributions were fit using visual fit and square error terms. Descriptive

statistics and distribution information is provided in Table 3.2.

To simplify the analysis, it was assumed the only procedures performed were colonoscopies.

The simulation model also assumes that two endoscopists shared the four procedure rooms.

This is consistent with the current practice and also reported to be an efficient configuration [8].

Finally, certain processes such as scope cleaning and endoscopist dictation were not included in

the simulation model since neither were a bottleneck in the system (procedures never waited for

clean scope and room turnover was always longer than endoscopist dictation).

3.3.5 Net Gain

Three major costs were used to define the net gain from the colonoscopy procedures: operating

costs, overtime costs, and patient waiting time costs. Consistent with a previous study, fixed

operating costs were assumed to be 70% of the reimbursement received for the colonoscopy

[93]. Fixed operating costs include capital investment and equipment costs and staffing costs.

These are fixed costs that are not affected by the appointment scheduling decisions and are

therefore not included in evaluating the performance of overbooking strategies. The variable

costs associated with the overbooking and scheduling decisions, however, are included in the

evaluation of overbooking strategies. The cost for patient waiting time was $18.62 per hour,

based on the national average wage rate in 2005 [53]. Patient waiting time costs are included
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since we considered the societal perspective of the overbooking decisions. The waiting cost was

multiplied by two in order to account for the companion that must accompany the patient due

to the sedation used in the procedure. Reimbursement for a colonoscopy was obtained from

2005 CMS published rates and is estimated at $671.52 [93]. Overtime costs for the facility

are assumed to be $12.37 per minute based on expert opinion estimate for a surgery practice

[6]. Overtime was measured relative to an 8.5-hour work day. Net gain is defined as expected

reimbursements minus each of the costs, where n is the number of patients screened during the

day:

Net Gain = 0.3 × Reimbursement × n - Overtime Costs - Patient Wait Costs × 2.

3.3.6 Model Validation

The simulation model was validated in four ways. First, the model was validated through code

review by multiple authors, each with extensive familiarity with the modeling software. Second,

results were reviewed with experts at a departmental meeting including the nurse administrator,

nurses, and gastroenterologists. The consensus was that the results were reasonable and

consistent with past experience and expectations. Third, total time in the endoscopy suite,

estimated using the model, was compared to observed times recorded in ProVation RN. Intake

times in ProVation RN that were less than 10 minutes were eliminated as data entry errors

because experts indicated a minimum time of 10 minutes for intake. Other data were examined

and unreasonable times, indicating likely data entry error, were not found. The mean (95%

C.I. based on the t distribution) expected time in system for colonoscopy patients according to

ProVation RN was 138.8 (135.5, 142.1) minutes. The mean time estimated using the simulation

model was 136.5 (135.6, 137.4) minutes.

Finally, simulation results were examined for extreme scenarios. For example, results were

obtained for evaluating the system when only a single patient is scheduled. This resulted in an

expected system time of 126.33 (124.24, 128.42) minutes with 0 patient waiting time, which

is consistent with the sum of the individual process means, 124.95 minutes. Other scenarios

evaluated include varying the time for recovery and confirming that resulting system times and

waiting times behaved as expected.

3.4 Results

Table 3.3 illustrates that net gain peaks with 24 patients scheduled under the scenario of perfect

attendance. All estimates were based on 500 samples (days), which provides sufficient precision

for an expected net gain point estimate error of approximately 1%.
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Table 3.3: The expected net gains are displayed for scheduling 23, 24, and 25 patients, where a
0% no-show rate is assumed as a reference scenario.

Number Scheduled Expected Net Gain 95% C.I.

23 $4,364.44 ($4,340.28, $4,388.59)

24 $4,433.32 ($4,406.33, $4,460.31)

25 $4,339.27 ($4,308.09, $4,370.44)

The baseline scenario assumed a no-show rate of 18%. The difference in the expected net gain

between the reference and baseline scenarios was $725.42, corresponding to a 16.36% reduction

in net revenue. The net gain as well as overtime and wait time can be found for both scenarios

in Table 3.4.
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Table 3.4: The sensitivity of the no-show rate on expected net gain is illustrated with 24 patients scheduled in each scenario. The
reference scenario (0% no-show rate) and the baseline scenario (18% no-show rate) are included.

Expected Expected Expected Daily
No-show Expected Number of Expected Overtime Patient Wait Loss (% of Reference
Rate (%) Patients Attending Net Gain (hours) Time (min) Scenario Net Gain)

0 24 $4,433.32 0.41 6.66 -

12 21.07 $3,961.18 0.32 3.65 $472.14 (10.7%)

18 19.57 $3,707.90 0.27 2.90 $725.42 (16.4%)

24 18.08 $3,414.03 0.27 2.45 $1,019.29 (23.0%)
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3.4.1 Sensitivity Analysis

Sensitivity analysis was performed on the no-show rate. Expected net gain was calculated to

reflect the range of no-show rates for endoscopy suites found in the literature ranging from 12%

to 24%. The expected daily loss increases as the no-show rate increases. However, the expected

daily loss as a percentage of the baseline scenario expected net gain differs from the no-show

rate. That is, the percent loss is not equal to the no-show rate. This is in part attributed to

the manner in which overtime is incurred. For example, while the loss in expected revenue

corresponds to the no-show rate (since it is proportional to the decrease in the expected number

of patients attending), Table 3.4 shows that the expected overtime and patient waiting time for

the no-show rates of 12% and 24% are very close to those of a no-show rate of 18%. Thus, the

change in expected costs differs from the change in expected revenue with respect to varying

no-show rates.

3.4.2 Overbooking

Overbooking patients throughout the day increases the expected net gain by as much as

$741.04 (19.99%) over the baseline scenario (18% no-show rate). Figure 2 shows the effect that

overbooking has on expected net gain when 70% of reimbursements are consumed by fixed costs,

as previously described. Of the four candidate schedules, the overbooking schedule that worked

best for the baseline scenario is the “All Day” schedule that equally spreads 9 overbooked

patients throughout the day. When compared with the baseline scenario with no overbooking,

this method increases the expected net gain by $741.04. While the four candidate schedules are

not exhaustive in their representation of all feasible schedules, they are intended to represent a

diverse range of potential overbooking schedules.

When the estimate for fixed costs as a percentage of the reimbursements increases to 80%

and 90%, the number of patients by which to overbook decreases, as shown in Table 3.5. That

is, as the revenue received for each procedure decreases, it is optimal to schedule fewer patients

in order to decrease the expected costs resulting from waiting and overtime. Further, the best

performing overbooking schedule also changes when fixed costs estimates increase. The schedules

that overbook patients earlier in the day (Early and Morning) result in the highest expected net

gains.

The best overbooking schedule differed based on how overbooked patients are scheduled

to arrive during the day. For example, if overbooked patients were only scheduled during the

morning, the best overbooking schedule evaluated is to overbook by 6 patients. However, if

overbooked patients were scheduled throughout the entire day, overbooking by 9 patients resulted

in the highest expected net gain. This can be explained in part by the early part of the day

becoming saturated with arrivals and patient waiting time quickly accumulating. If overbooked
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Figure 3.2: The expected net gain is presented for the baseline scenario (18% no-show rate)
where fixed costs are assumed to consume 70% of reimbursements.

Table 3.5: Sensitivity analysis is presented on the estimate of the endoscopy suite’s fixed costs
relative to reimbursements. For each estimate, the optimal number of patients to schedule, the
overbooking schedule to use, and the expected net gain are presented.

Optimal Number of Optimal Overbooking Expected Net Gain
% Fixed Costs Patients to Schedule Schedule (95% C.I. half-width)

70 9 All Day $4,448.94 (40.35)

80 6 Morning $2,737.74 (34.38)

90 3 Early $1,158.13 (24.25)
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patients are spread throughout the day, lower expected patient wait times are incurred.

As illustrated in Table 3.6, the expected net gain from overbooking 9 patients scheduled

throughout the day is not different than the expected net gain in the reference scenario with

no overbooked patients. In other words, the best performing overbooking policy for a no-show

rate of 18% is no different in expected net gain than having a no-show rate of 0% with no

overbooking.
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Table 3.6: The reference scenario (0% no-show rate) is compared to overbooking 9 patients with a no-show rate of 18%.

Expected
Number of Expected Expected

No-show Number Patients Net Gain Overtime Patient Wait
Rate (%) Overbooked Attending (95% C.I.) (hours) Time (min)

0 0 24 $4,433.32 0.32 6.66
($4,406.33, $4,460.31)

18 9 26.976 $4,448.94 0.83 21.23
($4,408.59, $4,489.29)
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When overbooking is used when the no-show rate is low, similar results show that the optimal

number of patients by which to overbook depends on how the overbooked patients are scheduled

to arrive. Figure 3.3 illustrates this result with the optimal number of patients to overbook

being based on the scheduling policy. With a no-show rate of 5%, overbooking by 4 patients

and scheduling them to arrive throughout the morning results in the highest expected net gain.
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Figure 3.3: The expected net gain is presented for overbooking schedules where the no-show
rate is 5%.

3.4.3 Intervention Strategies

Various no-show intervention strategies have been reported to reduce the relative no-show rate

with varying success rates including telephone reminders, SMS (Short Message Service) messages,

and pre-assessment appointments. The lower and upper bounds of the intervention relative
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Table 3.7: The expected net gain is displayed over the range of no-show rates resulting from
implementing no-show intervention strategies in the baseline scenario (18% no-show rate).

Expected Expected
Number of Expected Expected Expected Daily Loss

No-show Patients Net Gain Overtime Patient Wait (% of Reference
Rate (%) Attending (95% C.I.) (hours) Time (min) Scenario

Net Gain)

4.41 22.94 $4,265.94 0.37 5.37 $167.38 (3.8%)
($4,237.44, $4,294.44)

11.79 21.15 $3,969.05 0.33 3.75 $464.27 (10.5%)
($3,936.46, $4,001.64)

no-show reductions were 34.5% and 75.5%. In the context of the practice we studied, such

reductions would translate to no-show rates of 11.79% and 4.41%, respectively. The results

of those no-show rates presented in Table 3.7 are based on scheduling 24 patients using the

baseline arrival schedule.

3.5 Conclusions

In this chapter, we used a discrete event simulation model based on an outpatient endoscopy

suite to measure the cost of no-shows and evaluate the effects of mitigation strategies as well as

overbooking policies. In summary, the financial loss attributed to no-shows can be very high

based on reported no-show rates for the practice we studied and those in the literature and can

significantly decrease the expected net gain of OPCs. No-show interventions reduce the no-show

rate; but they can be costly, challenging to implement, and do not resolve the problem entirely.

Overbooking can help mitigate the impact of no-shows on a suite’s expected net gain and has a

lower expected cost of implementation to the provider.

The net loss due to no-shows at the modeled facility (18% no-show rate) was 16.4% per day.

No-show intervention strategies were evaluated and were found to reduce the loss attributed to

no-shows to between 3.8% and 10.5%. In other words, the expected net gains resulting from

intervention strategies recoup between 36.0% and 76.9% of the loss attributed to no-shows. The

overbooking policy with 9 overbooked patients resulted in a minimal difference in expected net

gain when compared with the reference scenario (0% no-show rate). However, the number of

patients to overbook decreases as fixed costs increase. Further, with higher estimates of fixed

costs relative to reimbursements, the results show that overbooking earlier in the day is better.
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These estimates can be used to help justify implementing an intervention method(s) that will

drive down the no-show rate. Further, the overbooking findings indicate that overbooking is a

very effective measure for increasing performance at an endoscopy suite.

No-show behavior is a challenging problem with a chain reaction of negative results. The

financial loss due to no-shows can be significant to practices such as the endoscopy suite we

studied. As a result, no-shows increase the cost of each procedure performed. Through improved

scheduling methods that result in better efficiency, there are opportunities to mitigate such

financial losses. As a result, overbooking methods and no-show intervention strategies have the

potential to reduce costs and the price of endoscopies and thus improve access. However, in the

current system, any improvement in efficiency is likely to be realized in increased profits for the

practice.

The relative no-show rate reductions reported for various intervention strategies were

evaluated and were found to recoup some of the loss attributed to no-shows. For example, the

expected daily loss attributed to no-shows was reduced from 16.4% to a range of 3.8-10.5%

through implementation of intervention strategies. However, based on our results no intervention

strategy was found to completely mitigate the loss in net gain. Further, depending on a practice’s

infrastructure in place, such strategies may be costly to implement. Overbooking policies, on the

other hand, were demonstrated to completely recoup the financial loss attributed to no-shows.

The performance of an overbooking policy, however, is sensitive to how overbooked patients are

scheduled to arrive throughout the day. Thus, while implementing an overbooking schedule in

addition to a no-show intervention is a possible course of action, overbooking alone can provide

the same expected net gain results.
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Chapter 4

Optimal Booking and Scheduling in

Outpatient Procedure Centers

4.1 Introduction

Patient appointment booking, sequencing, and scheduling decisions are challenging for OPCs due

to uncertainty in procedure times and patient attendance. In this chapter, similar to Chapter

3, we focus on decisions related to overbooking in OPCs. We extend the modeling framework

to that of a prescriptive stochastic optimization model. In contrast to Chapter 3, we consider

multiple patient classes with heterogeneous procedure duration distributions and no-show rates.

Thus, as opposed to the heuristic-based appointment schedules developed in Chapter 3, defining

optimal patient arrival sequences and appointment schedules play a key role in the overbooking

decision.

While overbooking has been successful in other perishable asset industries, most perishable

asset problems study the use of a discrete physical asset (e.g. airplane seat, hotel room). The

problem faced by health care providers is unique in that the asset being reserved (time with

a provider and other resources) is continuous in nature. Therefore, the choice of how many

patients to book on a particular day is closely related to the sequencing and scheduling decisions.

In this chapter, we begin by presenting a generic model for optimization of appointment

booking, sequencing, and scheduling decisions for a stochastic server. The objective of our model

is to maximize profit, which is represented by the difference in per patient reimbursements

(revenue) and the weighted sum of costs associated with patient waiting time, provider idle time,

and overtime. Decision variables include the number of patients to book on a given day, the

sequence of patient arrivals during the day, and interarrival times between patients. Procedure

times and patient attendance are random in nature and are observed on the day of service, after

appointment decisions are made. Patients are organized into classes according to characteristics
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that influence their no-show probability and procedure duration distribution. We consider the

perspective of the manager who needs to decide on an appointment sequence and schedule

prior to receiving appointment requests. As appointment requests arrive over time, patients are

allocated the first available appointment corresponding to their class and procedure type. This

process is consistent with several practices we have observed, including the endoscopy suite that

motivates the case study in Section 4.7.

The appointment sequencing and scheduling aspect of our model is formulated as a two-stage

stochastic mixed-integer program. We analyze the structure of the stochastic program, and

we identify several properties that can be exploited to achieve computational advantages. We

consider some special cases for which it is possible to provide sufficient conditions for the optimal

sequence and schedule, and we show that these provide useful insights about the general problem.

These insights are used to motivate heuristics that are shown to be useful for finding the optimal

sequences. We present a case study based on the Division of Gastroenterology and Hepatology at

Mayo Clinic in Rochester, MN. The division performs minimally invasive endoscopic procedures

for preventive, diagnostic, and therapeutic reasons. We use historical data to generate a set of

realistic problem instances to test three different solution methods that take advantage of the

special structure of the underlying stochastic program. The results of our experiments are used

to draw managerial insights for managers of OPCs.

This chapter seeks to answer a number of important research questions. From the perspective

of an OPC manager, we investigate the following questions: How many patients should be

booked for a given day, and how is the number influenced by the likelihood of no-shows? What

is the optimal sequence of patients during the day? What is the optimal arrival pattern, and is

it optimal to double book patients to mitigate the risk of low resource utilization when patients

fail to attend their appointments? From a methodological perspective we present and test three

alternative solution methods that are specially adapted to the structure of our model. We

also present analytical results for special cases which provide insight into optimal booking and

sequencing decisions. Finally, we evaluate the effectiveness of a single server approximation,

which is commonly studied in the operations research literature, in the context of a real OPC.

Although our results are presented in the context of an endoscopy practice, the managerial and

methodological insights are applicable to many other contexts.

The remainder of this chapter is organized as follows. In Section 4.2 we review the relevant

literature on appointment scheduling systems and no-shows. In Section 4.3 we present our model

formulation. In Section 4.4 we present analytical insights about the structure of the optimal

sequence and schedule for a special case. In Section 4.5 we discuss three solution methods that

are applicable to our problem, and which take advantage of the underlying structure of our

model. In Sections 4.6 and 4.7 we present numerical results comparing the proposed solution

methods, and the results of the case study, respectively. Finally, in Sections 4.8 we summarize
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the most important managerial insights that can be drawn from our study.

4.2 Literature Review

In this section we review some of the relevant literature on appointment scheduling and no-shows.

In contrast to the literature reviewed in Chapter 3, we focus on appointment scheduling literature

related to no-shows, since it plays an important role in the model presented in this chapter.

Because there is very little previous research focusing on scheduling in OPCs, we draw on

insights from related areas including outpatient clinic appointment scheduling, sequencing in

health care services, and approaches to attendance uncertainty in health care settings. More

comprehensive reviews of outpatient appointment scheduling are provided by Cayirli and Veral

[17] and Gupta and Denton [45]. Although this chapter focuses on OPCs, the terms procedure

and service, and patient and customer, are used interchangeably in referencing the literature.

Appointment scheduling in the outpatient setting has received considerable attention begin-

ning with Bailey [4], who used a queuing model to compare schedules of customer arrivals at a

single server. In addition to queuing models there has been a long history of development of

heuristics for appointment scheduling. Soriano [86] was among the first. The author studied a

two-at-a-time heuristic motivated by increasing provider utilization and mitigating the effects

of tardy patients. Although not explicitly motivated by no-shows, this heuristic is an early

reference to the use of double booking to attempt to mitigate the impact of uncertainty in the

patient arrival process. However, for appointment scheduing settings such as OPCs, the queue

does not reach a steady state.

Ho and Lau [49] provide a detailed review and comparison of nine heuristics that had been

previously proposed for appointment scheduling. The authors used Monte Carlo simulation to

compare the published heuristics from the perspective of two competing objectives: expected

patient waiting time, and expected server utilization. In addition to considering service time

uncertainty they also consider no-show uncertainty in their study. They concluded that the

simple rules of double booking the first arrivals and subsequently scheduling according to the

mean are very robust.

The literature cited above assumes a fixed sequence of patient arrivals to the stochastic server.

Some studies have relaxed this assumption. For example, Weiss [94] provided analytical results

for a two-patient scheduling problem, establishing sufficient conditions for the optimal schedule

to follow a convex ordering of service time distributions. Similarly, Klassen and Rohleder [57]

explored the use of service time distribution information when dynamically scheduling patients

over time. The authors later demonstrated that sequencing patients by increasing duration

variance provides for a robust sequence in several appointment scheduling scenarios. Dexter

and Ledolter [30] develop a Bayesian method for calculating prediction bounds for surgical
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durations that can be used to sequence surgeries. Vanden Bosch and Dietz [92] use a pairwise

swap-based heuristic to sequence patients and subsequently determine the optimal appointment

schedule. Denton and Gupta [27] presented a two-stage stochastic linear programming model

for determining optimal patient interarrival times to a stochastic server for a fixed sequence of

patients, and Denton et al. [28] extended the model to include decisions about the sequence

of arrivals. The latter study applied total enumeration to small problems (fewer than five

customers) and compared some simple heuristics for larger problems. The authors concluded

that the heuristics worked well for small test cases, but there were cases in which the heuristics

performed very poorly. Extending this line of research to multiple operating rooms, Mancilla

and Storer [63] developed a decomposition-based algorithm for allocating and sequencing a

single surgeon’s procedures in two parallel operating rooms. While substantial focus has been

given to heuristically determining patient sequences, the performance of many heuristics when

compared with provably optimal sequences is undetermined.

In response to highly uncertain attendance in outpatient settings, open access has become

a popular scheduling policy, since being introduced by Murray and Tantau [68]. Open access

systems encourage patients to request appointments on the day that they would like to be

seen. Liu et al. [61] compared dynamic scheduling policy heuristics with popular policies via

simulation and provided conditions where the open access policy can be favorable. Robinson

and Chen [73] found an optimal scheduling policy where no-shows are present and service times

are deterministic. The authors showed that an open access policy performs very well when

compared with a traditional scheduling policy. While the open access policy has become popular

in certain settings, such as primary care practices, it is not appropriate for OPCs, where the

patient must undergo significant preparation for the procedure during the previous day, and

certain procedures may require specific resources and providers.

Recently, several authors have considered models that explicitly define the challenge of

patient no-shows. Hassin and Mendel [48] explored the impact of no-shows in the context of

a single server queuing model. The authors minimized the sum of expected customer waiting

and server availability costs using sequential quadratic programming. In addition to considering

no-shows, the decision of how many patients to book on a given day has recently received

some attention. Kim and Giachetti [56] developed an analytical stochastic booking model that

considers no-shows and walk-ins to determine the optimal number of patients to book based on

conditional probabilities of no-shows and walk-ins during the day. Erdogan and Denton [37] use

a multi-stage stochastic program to formulate the problem of dynamically assigning appointment

times to patients when the future demand, service duration, and attendance is uncertain.

This chapter contributes to the research in the following ways. First, our model combines

several aspects of the literature referenced above including simultaneously determining the

number of patients to book, and the patient sequence and schedule on the day of service,
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in the presence of procedure time and attendance uncertainty. Unlike queuing models, our

model requires no special assumptions regarding the distributions of procedure times, no-show

probabilities, or other model parameters. Second, instead of focusing on heuristics using

simulation models we study optimization methods to find exact solutions, or tight optimality

gaps when limited by computation time. Third, we present new theoretical results for small

problems that give insights into the special structure of optimal solutions including simple

sequencing rules and the use of double booking to mitigate the risk of no-shows. These theoretical

results are shown to be particularily useful in providing heuristics that lead to optimal sequences.

Finally, we apply our model to a real OPC to evaluate the effectiveness of using a single server

approximation for a more complicated multi-server system.

4.3 Model Formulation and Structure

We start by formulating the booking decision problem. We assume the goal is to maximize the

expected profit generated from booking n patients, P (n). This objective is similar to maximizing

the net gain defined in Chapter 3. Here, P (n) is the difference between the expected revenue

generated from booking n patients, R(n), and the expected variable cost associated with booking

n patients, C(n). It is important to note that there is an implicit cost of no-shows reflected in

the lost revenue. The booking decision problem can be defined as follows:

max
n
{P (n) = R(n)− C(n)}, (4.1)

where R(n) =(marginal revenue)×
∑n

i=1(1 − pi) and C(n) is the expected weighted sum of

patient waiting time, provider idling time, and overtime. The revenue component, R(n), is a

function of the number of patients booked, n, and the probability, pi, that each patient, i, does

not attend the appointment. The variable costs that are affected by our booking, sequencing,

and scheduling decisions include patient waiting time, provider idling time, and overtime.

Since the revenue, R(n), is straightforward to compute, the remainder of this section focuses

on the cost, C(n), which is determined by the optimal appointment sequence and schedule that

minimizes the expected costs. This can be formulated as a two-stage stochastic mixed-integer

program. The first stage decisions include sequencing patients, and determining the interarrival

times for each patient in a given sequence. The second stage decisions are patient waiting time,

provider idling time, and overtime under each possible scenario. These are determined after

the sequencing and scheduling decisions are made, and patient attendance and procedure time

durations are observed. In our model we implicitly assume there is no opportunity to modify the

schedule on the day of service, i.e., rescheduling during the day. This is reasonable since such

changes are very uncommon for most service systems, including OPCs. Although patients may
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fail to attend their appointment, we assume those patients that do attend are punctual. This is

consistent with our observations of several OPCs in which patients are generally observed to be

on time or early.

Our stochastic programming model is defined using the following notation, where boldface is

used to denote vectors throughout. Note that we assume that uncertainty can be represented

with a finite set of random scenarios denoted by ω ∈ Ω, where Ω represents the set of all

scenarios.

Indices

i, i′: indices for patients

j: index for appointment sequence slot assignments

ω: index for scenarios

Fixed Model Parameters

n: number of patients

cwi′ : waiting cost per minute for patient i′

csi′ : idling cost per minute for idling time before patient i′

cl: overtime cost per minute

d: planned length of clinic day (minutes)

M1 and M2: values sufficiently larger enough not to be exceeded by any second stage feasible

waiting and idling time, respectively

Scenario Dependent Model Parameters

zi(ω): procedure duration for patient i in scenario ω (minutes)

Ai(ω): attendance indicator for patient i in scenario ω (Ai(ω) = 1 if the patient attends,

Ai(ω) = 0 otherwise)

ξ(ω): random vector containing scenario dependent parameters, ξ(ω) = (z1(ω), ..., zn(ω),

A1(ω), ..., An(ω)), where n is the number of patients, A is a vector of binary values,

A ∈ Bn, and z is a vector of positive real values, z ∈ Rn+, and the components of ξ(ω) are

independent random variables
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First Stage Decision Variables

oii′ : binary precedence variable defining whether patient i is followed by patient i′ (oii′ = 1) or

not (oii′ = 0)

qij : binary assignment variable defining whether patient i is assigned to appointment slot j

(qij = 1) or not (qij = 0)

xi: time allotted to patient i’s procedure (minutes)

Second Stage Decision Variables

wii′(ω): sequence-dependent waiting time for patient i′ when preceded by patient i in scenario

ω (minutes)

sii′(ω): sequence-dependent idle time between patients i and i′ in scenario ω (minutes)

l(ω): total overtime for scenario ω with respect to the planned length of clinic day d (minutes)

g(ω): total earliness of the completion of the last procedure for scenario ω with respect to the

defined planned length of clinic day parameter, d (minutes)

Note that for simplicity we suppress dependence of the second stage decision variables, but not

scenario-dependent random variables, on ω in the mathematical formulation that follows.

The actual length of day is the sum of procedure times for all patients plus the idle times

between each procedure. However, since the day ends when the last procedure ends, or is a

no-show, we exclude the idle time following the last patient. To do this, a dummy patient is

introduced, which is always the final patient. The dummy patient has zero procedure time and

therefore is simply used to define the completion time of the final real patient as the completion

time of the clinic day. The dummy patient and the associated final appointment slot are denoted

in the indices by n+ 1.

Using the notation defined above, the mathematical formulation can be written as follows.
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First Stage Problem:

C(n) = minQ(o, q,x) (4.2a)

s.t.

n+1∑
i′=1

oii′ ≤ 1 ∀i (4.2b)

n+1∑
i=1

n+1∑
i′=1

oii′ = n (4.2c)

qij + qi′j+1 − 1 ≤ oii′ ∀(i, i′, j ≤ n) (4.2d)

n+1∑
i=1

qij = 1 ∀j (4.2e)

n+1∑
j=1

qij = 1 ∀i (4.2f)

n+1∑
i=1

oi,n+1 = 1 (4.2g)

n+1∑
i=1

on+1,i = 0 (4.2h)

qn+1,n+1 = 1 (4.2i)

oii′ , qij ∈ {0, 1} ∀(i, i′, j) (4.2j)

xi ≥ 0 ∀i, (4.2k)

where

Q(o, q,x) = Eξ[Q(o, q,x, ξ)]. (4.3)

Second Stage Recourse Problem:

Q(o, q,x, ξ) = min

n+1∑
i=1

n∑
i′=1

(cwi′Ai′(ω)wii′) +

n+1∑
i=1

n+1∑
i′=1

(csi′sii′) + cll (4.4a)

s.t.
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wii′ ≤M1oii′ ∀(i, i′, ω) (4.4b)

sii′ ≤M2oii′ ∀(i, i′, ω) (4.4c)

−
n+1∑
i′=1

wi′i +
n+1∑
i′=1

wii′ −
n+1∑
i′=1

sii′ = Ai(ω)zi(ω)− xi ∀(i : i 6= n+ 1, ω) (4.4d)

n+1∑
i=1

n∑
i′=1

sii′ − l + g = d−
n+1∑
i=1

Ai(ω)zi(ω) ∀(ω) (4.4e)

wii′ , sii′ , l, g ≥ 0 ∀(i, i′, ω). (4.4f)

The formulation in (4.2a)-(4.2k) minimizes the expected costs of patient waiting, server

idling, and overtime costs over all scenarios. Note that there are no direct costs associated with

the first stage decisions. Constraint set (4.2b) ensures that each patient can be preceded by at

most one other patient. Constraint (4.2c) ensures that every patient, except for the dummy

patient and the first patient, is included in exactly two precedence relationships. Constraint set

(4.2d) states that a precedence relationship can only exist if that same relationship is defined

by the appointment slot assignment decisions. Constraints (4.2e) and (4.2f) require that one

patient is assigned to every appointment sequence slot and every patient is assigned to one

appointment sequence slot. Constraints (4.2g)-(4.2i) ensure that the dummy patient will be the

last patient as defined by the binary precedence variables and the appointment slot assignment

variables. Binary and non-negativity restrictions on the first stage decision variables are defined

by (4.2j) and (4.2k), respectively.

If patient i does not precede patient i′, the associated sequence-dependent waiting and

idling times will be 0 by constraints (4.4b) and (4.4c) as enforced by M1 and M2, respectively.

Constraint set (4.4d) calculates the waiting and idling times associated with each patient based

on the waiting time for the preceding patient. Note that for a given patient, either the associated

waiting time or idling time can be positive, but not both. The clinic’s overtime and earliness

are defined by (4.4e) with respect to the planned length of the clinic day, d. Non-negativity

restrictions on the second stage decision variables are defined by (4.4f).

The attendance indicator, Ai(ω), in (4.4a), (4.4d), and (4.4e) is assigned according to the

probability of no-show for that patient, pi, and can be written as:

Ai(ω) =

1 with probability 1− pi,

0 with probability pi.

Thus, if a patient does not show up for an appointment the attendance indicator is 0, and
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the procedure duration is 0 in (4.4a), (4.4d), and (4.4e). Note that the model allows for the

possibility that individual no-show probabilities differ among patients, but the random variables

{Ai(ω), zi(ω) : i = 1, ..., n} are assumed to be (mutually) independent, without loss of generality.

We use assignment decision variables, qij , and binary precedence variables, oii′ , in our

formulation. The use of assignment decision variables has the advantage of not requiring

sub-tour elimination constraints that would otherwise be necessary with the binary precedence

variables alone. However, assignment decision variables are not consistent with the sequential

waiting and idling formulation as defined by Denton and Gupta [27]. Including the binary

precedence variables, oii′ , allows for a linear representation of waiting, idling, and overtime

defined by constraints (4.4b)-(4.4f). Thus, coupling both assignment and precedence variables

in (4.2d) provides the benefits of both types of formulations.

4.4 Analytical Insights

In this section we present properties of special cases that provide insights into the general

problem. The results of this section are important for two reasons. First the propositions

discussed provide some intuition behind the properties of optimal solutions that we observe for

larger practical problems. Second, they can be used to motivate heuristics that can be easily

implemented in practice. We provide numerical results that help generalize these properties

to larger problems and provide support for the use of heuristics based on these propositions in

Section 4.6.

We consider the special case where n = 2, cl = 0, and zi(ω) are independent and identically

distributed for i = 1, 2. This is equivalent to minimizing the expected cost of waiting and server

idling, which is a common formulation in the appointment scheduling literature. In comparing

sequences, we assume that the time allotted to the first patient in each of the sequences is

represented by x. The expected value of the cost function for the sequence {1, 2}, denoted by

Z12, is:

Z12 = Eω [(1− p1)(1− p2)(cw(z1(ω)− x)+ + cs(x− z1(ω))+)

+
(
1− p1)(p2)(cs(x− z1(ω))+

)
+ (p1)(1− p2)(cs(x)) + (p1)(p2)(c

s(x))]

= Eω [(1− p1)(1− p2)(cw(z1(ω)− x)+)

+
(
1− p1)(cs(x− z1(ω))+

)
+ (p1)(c

s(x))]. (4.5)

There are four possible attendance scenarios: both patients attend, patient 1 attends and patient

2 is a no-show, patient 2 attends and patient 1 is a no-show, both patients are no-shows. In

(4.5), waiting costs are only accumulated if both patients attend and the procedure of patient
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1 is greater than x. Idle time costs accumulate from three possible scenarios. First, if patient

1 attends and patient 2 does not attend, and the procedure time for patient 1 is less than x,

then there is idle time between the end of the first procedure and the scheduled start of the

second procedure; second, if patient 1 does not attend and patient 2 does attend there is idle

time during the scheduled duration for patient 1; third, if neither patient 1 nor patient 2 attend

there is idle time for the scheduled procedure duration for patient 1. Note that in each sequence

the attendance of the second patient is not important since the clinic day is over when either the

patient does not attend or when the second procedure is finished. With similar interpretation,

the expected value of the cost function for the sequence {2, 1} is:

Z21 = Eω [(1− p2)(1− p1)(cw(z2(ω)− x)+)

+
(
1− p2)(cs(x− z2(ω))+

)
+ (p2)(c

s(x))]. (4.6)

With this definition of a two patient problem we state our first two propositions that define

optimal sequencing decisions based on no-show probabilities and procedure duration distribution

conditions.

Proposition 1. If p1 < p2 and z1(ω) and z2(ω) are independent and identically distributed,

then the sequence {1, 2} is optimal.

Proof: Assume that p1 < p2. Since z1(ω) and z2(ω) are independent and identically distributed,

equal time is alloted to the first procedure for both sequences, x. Note that the waiting costs

are the same in both (4.5) and (4.6) and can be eliminated from the comparison. Subtracting
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(4.5) from (4.6) yields:

Z21 − Z12 = (Eω[(1− p2)(cs(x− z2(ω))+)

+(p2)(c
s(x))])

−(Eω[(1− p1)(cs(x− z1(ω))+)

+(p1)(c
s(x))])

= (Eω[cs((1− p2)(x− z2(ω))+ + p2(x))])

−(Eω[cs((1− p1)(x− z1(ω))+ + p1(x))])

= (Eω[cs((x− z2(ω))+

−p2(x− z2(ω))+ + p2(x))])

−(Eω[cs((x− z1(ω))+

−p1(x− z1(ω))+ + p1(x))])

= (Eω[cs((x− z2(ω))+

+p2(x− (x− z2(ω))+))])

−(Eω[cs((x− z1(ω))+

+p1(x− (x− z1(ω))+))]) ≥ 0,

where the last inequality follows since (x− (x− zi(ω))+) ≥ 0 and p1 < p2. �

Thus, in this special case it is optimal for the patient with a higher no-show probability to go

last in the sequence. Intuitively, this can be explained as sequencing the patient with greater

uncertainty at the end of the day where they are less likely to disrupt the rest of the schedule.

Before introducing the next proposition, a formal definition of the convex order is provided.

This definition is adapted from [80] where further results of the convex order are discussed in

length. Additionally, Stoyan [87] provides a similar definition and criteria for random variables to

be classified in a convex order including those from normal distributions, hazard rate functions,

gamma distributions, log normal distributions, and others.

Definition 1. The random variable X is smaller than the random variable Y in the convex

order, X≤cxY, if E[φ(X)] ≤ E[φ(Y )] for all convex functions φ : R→ R.

Proposition 2. If there is a convex ordering between procedure durations, z1(ω) ≤cx z2(ω), and

p1 < p2, then the sequence {1, 2} is optimal.

Proof: Let x∗1 and x∗2 be the optimal solutions for the sequences {1, 2} and {2, 1}, respectively.
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Then,

Z12(x∗1) ≤ Z12(x∗2)

= Eω[(1− p1)(1− p2)(cw(z1(ω)− x∗2)+)

+cs((x∗2 − z1(ω))+ + p1(x
∗
2 − (x∗2 − z1(ω))+))]

≤ Eω[(1− p2)(1− p1)(cw(z2(ω)− x∗2)+)

+cs((x∗2 − z2(ω))+ + p2(x
∗
2 − (x∗2 − z2(ω))+))]

= Z21(x∗2).

While it is straightforward to see that the waiting time cost component is convex in z1(ω) and

z2(ω), the idling time cost component can be rewritten as

cs((x∗2 − z1(ω))+ + p1(x
∗
2 − (x∗2 − z1(ω))+)) = cs((x∗2 − z1(ω))+ − p1(x∗2 − z1(ω))+ + p1x

∗
2)

= cs((1− p1)(x∗2 − z1(ω))+ + p1x
∗
2),

and thus, the idling cost component is also convex in z1(ω) and z2(ω). The second inequality

follows from the convex ordering, the convexity of waiting and idle time costs, and the assumption

that p1 < p2. �

Proposition 2 provides optimal sequencing insights when the no-show probabilities and procedure

durations are heterogeneous, as opposed to Proposition 1 which assumes that the procedure

durations are independent and identically distributed. The intuitive generalization behind

Proposition 2 is that a patient with greater uncertainty in both their attendance and procedure

duration should be sequenced at the end of the day.

In Proposition 3 we extend the result of Proposition 2 to the context of a general stochastic

order, for which we provide a formal definition adapted from [80].

Definition 2. The random variable X is smaller than the random variable Y in the stochastic

order, X≤stY, if P{X > x} ≤ P{Y > x} for all x ∈ (−∞,∞).

As a result of Definition 2, X ≤st Y if, and only if, E[φ(X)] ≤ E[φ(Y )] holds for all increasing

functions φ for which the expectation exists. By letting cs = 0, the expected costs in (4.5)

and (4.6) are increasing functions of the procedure durations. This allows us to define an

optimal sequence based on the stochastic order regardless of the relationship between no-show

probabilities. The following result is motivated by settings where the procedure time allotments

are fixed.

Proposition 3. If cl = cs = 0 and there is a stochastic ordering between procedure durations,

z1(ω) ≤st z2(ω), the sequence {1, 2} is optimal.
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Proof: Let x be a fixed time allotment for every procedure. Then,

Z12(x) = Eω[(1− p1)(1− p2)(cw(z1(ω)− x)+)]

≤ Eω[(1− p2)(1− p1)(cw(z2(ω)− x)+))]

= Z21(x).

The second inequality follows from the stochastic ordering and waiting time costs being an

increasing function. �

Thus, in contrast to Propositions 1 and 2, when cs = 0 the optimal sequence is no longer

dependent on the no-show probabilities. Rather, the optimal sequence is defined by the

stochastic ordering of procedures.

Next, we derive the optimal allotment of time for the first patient, x∗1, for the sequence {1, 2}
where p1 < p2 and zi(ω) are i.i.d for i = 1, 2. We define x∗1 as the the following based on (4.5):

x∗1 = argmin
x1
{Eω[(1− p1)(1− p2)(cw(z1(ω)− x1)+) + (1− p1)(cs(x1− z1(ω))+) + (p1)(c

s(x1))]}.

Taking the derivative of (4.5) with respect to x1 and setting it equal to 0 yields:

− (1− p1)(1− p2)cwP (z1(ω) > x1) + (1− p1)csP (z1(ω) < x1) + (p1)c
s = 0.

From which we can solve for P (z1(ω) < x1),

P (z1(ω) < x1) =
cw(1− p1)(1− p2)− cs(p1)

cw(1− p1)(1− p2) + cs(1− p1)
.

Thus, the expected costs in (4.5) is minimized when the allotted time for the first patient in the

sequence {1, 2} is:

x∗1 = inf{x1 ≥ 0 : F (x1) ≥
cw(1− p1)(1− p2)− cs(p1)

cw(1− p1)(1− p2) + cs(1− p1)
}. (4.7)

The case for sequence {2, 1} for x∗2 can be derived similarly from (4.6). Our final proposition

relates the above optimal decisions in (4.7) to double booking, which we define as scheduling the

simultaneous arrival of two patients. In the context of the two patient problem, double booking

implies x∗1 = 0.

Proposition 4. If z1(ω) and z2(ω) are i.i.d., and p1 < p2, then it is optimal to double book if
(1−p1)(1−p2)

p1
≤ cs

cw .

Proof: Double booking implies that x∗1 = 0 for {1, 2}. Since P (z1(ω) < 0) = 0 and
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F (x1 = 0) = 0 we have the following from (7),

F (0) = 0 ≥ cw(1− p1)(1− p2)− cs(p1)
cw(1− p1)(1− p2) + cs(1− p1)

.

Since the denominator is always positive, we know

0 ≥ cw(1− p1)(1− p2)− cs(p1)

and it must hold that
(1− p1)(1− p2)

p1
≤ cs

cw
.

Thus, if (1−p1)(1−p2)
p1

≤ cs

cw , zi(ω) are i.i.d. and p1 < p2, then it is optimal to double book. �

Proposition 4 provides a sufficient condition based on waiting and idling cost parameters, cw and

cs, and no-show probabilities, p1 and p2, for double booking patients to be optimal. Intuitively,

as p1 grows large and/or the ratio of server idling to waiting cost becomes small, double booking

becomes optimal. This provides theoretical support for double booking, which is commonly

done in practice, and as we show in Section 4.6, is a property of optimal appointment schedules

for larger problems.

4.5 Solution Methods

The most computationally challenging part of our booking decision model in (4.1) is the two-stage

stochastic mixed-integer program in (4.2a)-(4.2k). In this section we describe three alternative

methods that are suited to the underlying structure of the problem. The first two methods are

decomposition methods based on the classic L-shaped method suggested by Van Slyke and Wets

[91]. The third uses another well known stochastic programming method, progressive hedging,

suggested by Rockafellar and Wets [75], as a primal heuristic, to accelerate branch and bound

to solve the extensive form of (4.2a)-(4.2k).

The remainder of this section is organized as follows. In Subsection 4.5.1 we describe

structural properties of (4.2a)-(4.2k) that can be exploited to achieve computational advantages.

In Subsection 4.5.2 we describe the implementation of the two L-shaped-based decomposition

methods. Finally, in Subsection 4.5.3 we describe our implementation of the third method which

uses progressive hedging.

4.5.1 Model Structural Properties

We described three properties of the stochastic mixed-integer program in (4.2a)-(4.2k) which

can be used to accelerate convergence of the methods we propose.
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First, valid inequalities derived from the mean value problem have been used as a lower

bound in the L-shaped method to accelerate convergence of two-stage stochastic mixed-integer

programs such as ours by Batun et al. [6]. From the multivariate version of Jensen’s inequality

[10] it follows that Q(o, q, x) ≥ Q(o, q, x, ξ̄(ω)) where ξ̄(ω) represents the mean value scenario.

Jensen’s inequality applies to functions that are convex in the random variables. Note that

the waiting time for patient i is wi′i = (Ai′zi′ − xi′)+ + wi′′i′ , which is then multiplied by Ai in

(4.4a). The idling time before patient i is si′i = (xi′ −Ai′zi′ + wi′′i′). Thus, waiting and idling

are both convex in A and z. The overtime can be written as l = (
∑

iAizi − d+
∑

i

∑
i′ sii

′)+,

and is thus convex in A and z. Thus, (4.4a) is a sum of convex functions, and is itself convex

in A and z. We use the mean value problem inequalities as a lower bound to accelerate our

proposed solution methods by adding the following constraints:

θ ≥
n+1∑
i=1

n∑
i′=1

cwi′ Āi′w̄ii′ +
n+1∑
i=1

n+1∑
i′=1

csi′ s̄ii′ + cl l̄ (4.8a)

w̄ii′ ≤M1oii′ ∀(i, i′) (4.8b)

s̄ii′ ≤M2oii′ ∀(i, i′) (4.8c)

−
n+1∑
i′=1

w̄i′i +

n+1∑
i′=1

w̄ii′ −
n+1∑
i′=1

s̄ii′ = Āiz̄i − xi ∀(i : i 6= n+ 1) (4.8d)

n+1∑
i=1

n∑
i′=1

s̄ii′ − l̄ + ḡ = d−
n+1∑
i=1

Āiz̄i (4.8e)

w̄ii′ , s̄ii′ , l̄, ḡ ≥ 0 ∀(i, i′). (4.8f)

In the above inequalities Āi and z̄i are the mean values for the no-show indicators and procedure

times respectively, w̄ii′ , s̄ii′ , l̄, and ḡ are auxiliary decision variables, as defined by Batun et al.

[6], for the mean value scenario, and oii′ and xi are the first stage decision variables previously

defined.

A second property relates to the strength of the formulation. Through numerical experimen-

tation we have found that the choices of M1 and M2 in (4.4b) and (4.4c) affect solution time for

the methods we use. For each scenario, ω, an upper bound for wii′ can be defined as the sum of

all the procedure durations. That is, the waiting time associated with each patient will be no

greater than the total procedure time for all patients. An upper bound for idling time can be

defined as the upper bound for xi, where we define the upper bound for xi to be the length of

the clinic day, d, since all scheduling is planned to be within the given scheduling horizon. Thus,

to strengthen our formulation in equations (4.4b), (4.4c), (4.8b), and (4.8c) for each scenario, ω,

we define M1 and M2 as the following:
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M1(ω) =
n∑
i=1

zi(ω) ∀ω, (4.9)

M2 = d. (4.10)

Note that M1 now has argument ω because the upper bound is dependent on the particular

scenario, ω.

A third property relates to symmetry in the patient sequencing decisions. The formulation

discussed thus far has been a general case where every patient is assumed distinguishable with

respect to their procedure duration distributions and probabilities of not attending. However,

when similar patients can be aggregated into a class, because they have the same procedure

duration distributions and no-show probabilities, there are many alternative optimal sequences.

In such cases we use the following symmetry breaking constraints to enforce an arbitrary sequence

within a class:

qi,j −
n∑
k>j

qi+1,k ≤ 0 ∀j = 1, . . . , n and (i, i+ 1 ∈ C), (4.11)

where C defines the set of patients in the class. Antisymmetry constraints such as this have

been shown to have a significant impact on computation time [29, 71].

4.5.2 Decomposition Methods

The L-shaped method is a classic decomposition method for two-stage stochastic programs (see

[91] for an early reference, and [11] for a general review) that takes advantage of an alternative

formulation of (4.2a)-(4.2k) using outer linearization:

min{θ|θ ≥ Q(o, q,x),(4.2b)-(4.2k)}.

At each iteration, v, of the L-shaped method, a master problem is solved to obtain a feasible

first solution, (ov, qv,xv, θv), where θv lower bounds the recourse function, Q(o, q,x). The

first stage solution is passed to the second stage subproblems which are solved independently

to obtain the dual solutions. Optimality cuts, which are lower bounding hyperplanes of the

recourse function, Q(o, q,x), are generated from the second stage dual solutions and added

to the master problem. The algorithm proceeds until the optimal solution is found or some

predefined tolerance is satisfied.

In our model the subproblems are very easy to solve and feasibility cuts, which induce

feasibility in the master solution at each iteration, are not required since every sequence and

schedule generated by the master problem is feasible for the second stage subproblems, i.e.,
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the problem has complete recourse. Given a first stage solution from the master problem, the

optimal solution to the second stage recourse problem can be written as follows.

1. If oii′ = 0, then wii′ = sii′ = 0.

2. If qi1 = 1, then wi′i = si′i = 0 for i′ = 1, . . . , n.

3. If oii′ = 1, then

wii′ = max


∑n+1

i′=1wi′i + zi(ω)− xi
0,

sii′ = max

−
∑n+1

i′=1wi′i − zi−1(ω) + xi−1

0.

4. Finally, l and g can be expressed as

l = max


∑n+1

i=1 zi(ω) +
∑n+1

i=1

∑n
i′=1 sii′ − d

0,

g = max

d−
∑n+1

i=1 zi(ω)−
∑n+1

i=1

∑n
i′=1 sii′

0.

With the optimal primal solution defined, optimality cuts can be computed very efficiently at

each iteration. Following is a short summary of our implementation of the L-shaped method:

1. v = 0, θ0 = −∞, Best Q(o, q,x) =∞
2. while(Best Q(o, q,x)− θv > tolerance) do

3. v = v + 1

4. Solve first stage mixed-integer program for (ov, qv,xv, θv)

5. for k = 1, . . . ,K where K is the number of scenarios

6. Compute w∗ii′(ωk), s
∗
ii′(ωk), l

∗(ωk), and g∗(ωk)

7. end for

8. Calculate Q(ov, qv,xv)

9. if Q(ov, qv,xv) <Best Q(o, q,x)

10. Best Q(o, q,x) = Q(ov, qv,xv)

11. end if

12. Generate and add optimality cut to first stage problem

13. end while
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The above implementation allows for the possibility that the problem is solved to some prede-

termined tolerance. The valid inequalities described in Subsection 4.5.1 are added to the master

problem a priori.

In addition to the classic L-shaped method, we implemented a hybrid multi-cut version of the

algorithm. The original multi-cut L-shaped method [12] generates an optimality cut for every

scenario in the second stage. Our initial computational experience revealed that while more

information is passed to the first stage problem through additional cuts, the size of the master

problem mixed integer program grows quickly, and the master problem becomes computationally

expensive to solve due to the large number of additional cuts. Instead, we aggregated cuts

by ranking scenarios into groups based on total procedure time. For example, in a two cut

implementation, one cut is generated from scenarios with the lowest 50% of total procedure

times, and the other is generated from scenarios with the highest 50% of total procedure times.

The outer linearization previously presented is replaced by the following:

min{θ1 + θ2|θ1 ≥ Q1(o, q,x), θ2 ≥ Q2(o, q,x), (4.2b)-(4.2k)},

where Q1 and Q2 are based on scenarios with the lowest and highest total procedure times,

respectively.

In Section 4.6 we show this cut aggregation delivers significant computational advantages

over the classic L-shaped method. In addition to the two cut implementation described above

using three and four cuts at each iteration was also evaluated. However, since this resulted in

decreased computational performance, and the optimality gaps were higher than those of the

multi-cut method with two cuts, those results are not presented.

4.5.3 Progressive Hedging

In our third method, we solve the extensive form of (4.2a)-(4.4f) directly by branch and bound,

using a primal heuristic to generate an initial feasible solution. Progressive hedging, a scenario-

based decomposition method for multi-stage stochastic programs proposed by Rockafellar and

Wets [75], is well suited as a primal heuristic. It is based on an alternative formulation of the

two-stage stochastic program in which the first stage decision variables are indexed according to

scenarios. Thus, first stage decisions depend on the observed outcome of the random variables,

and different decisions may be made for each scenario in the first stage in anticipation of the

random outcome. To correct this deficiency of the formulation nonanticipativity constraints are

added:

xi(ω) = xi(ω
′), oi,i(ω) = oi,i′(ω

′), qi,j(ω) = qi,j(ω
′) ∀(ω, ω′)
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In progressive hedging, the nonanticipativity constraints are relaxed. Scenario subproblems

for each ω are solved independently in an approach similar to Lagrangian relaxation in which

Lagrangian multipliers are introduced to enforce nonanticipativity across all scenarios.

Since the individual scenario subproblems in the stochastic program can be solved quickly,

progressive hedging is particularly efficient as a primal heuristic. Solutions for each scenario

problem do not necessarily satisfy all nonanticipativity constraints at early iterations. Therefore,

to accelerate convergence to a good feasible solution, we terminate the algorithm after a pre-

specified amount of CPU time; decision variables are then averaged across all scenarios to achieve

a feasible solution. In the case of binary decisions a simple rounding heuristic is employed to

define a feasible sequence of patients. This solution is then used as an initial starting solution

and upper bound for branch and bound.

4.5.4 Heuristic

In addition to the exact methods discussed above, an easy-to-implement heuristics motivated by

the properties in Section 4 were evaluated. The proposed heuristics operate in the following

way:

Algorithm 1: Heuristics for sequencing and scheduling procedures

input : Sorting Method: s = 1, 2, 3, 4, 5, 6
output: Sequence and Arrival Schedule for Procedures

Sort patients i = 1, ..., n using sorting method s1

Fix sequence resulting from Step 1 for first stage binary decision variables o and q2

Solve resulting fixed sequence stochastic linear program using the L-shaped method3

The sorting methods in Step 1 are based on two procedure parameters related to uncertainty:

procedure duration standard deviation (σi) and no-show rate (pi) for each procedure i. Six

sorting methods were evaluated and are defined in Table 4.1.

The sorting methods that use the product of a procedure’s standard deviation and no-show

rate capture both types of uncertainty in a single parameter. While Sorting Methods 4-6 have

no intuitive motivation, these pessimistic sorting methods are included in order to evaluate the

impact of the sequencing decisions.
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Table 4.1: Six sorting methods were evaluated using the heuristic algorithm.
Sorting Method Resulting Sequence

1 Increasing σi
2 Increasing pi
3 Increasing σi × pi
4 Decreasing σi
5 Decreasing pi
6 Decreasing σi × pi

4.6 Results

In this section we present results based on a series of numerical experiments. First, we describe

how parameters were estimated from historical data for a particular OPC. Second, we present

computational results with respect to problem size and varying cost estimates to compare the

three methods discussed in Section 4.5. Third, we present results for the value of the stochastic

solution which provide a measure of the benefit of our model, and evidence for the generalization

of the propositions in Section 4.4. Finally, we present results illustrating sensitivity of optimal

booking decisions to cost and revenue estimates for OPCs.

4.6.1 Parameter Estimation

Data from the Division of Gastroenterology and Hepatology at Mayo Clinic in Rochester, MN

were used for parameter estimation and numerical experimentation. The division is made up

of over 70 faculty providers, is spread across three sites, and performed 41,903 procedures

in 2009 ranging from routine colorectal cancer screenings to more complex cases where the

patient requires procedures for further diagnostic and therapeutic purposes primarily related to

colorectal cancer. Because there is a high variety of procedures on a given day, any provider

may perform multiple types of procedures, each requiring different amounts of time and having

different historical no-show rates. The heterogeneous daily patient demand and operational

structure of the practice lends itself well as a case study for our model formulation.

It is important to note that OPCs, such as the one we studied, differ significantly from office

based outpatient practices in the number of patients a provider will see in a day. While office

based providers may see 15 or more patients in a day, this is unrealistic for providers in OPCs,

primarily due to fatigue. Although the problem sizes presented in this section represent realistic

scenarios for the context we studied, in Section 4.6.3 we provide results for heuristics, motivated

by the propositions in Section 4.4, for larger problems.

Procedure time analysis was performed using six months worth of procedure data from
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Table 4.2: Parameters were estimated based on historical data from the Division of Gastroen-
terology and Hepatology at Mayo Clinic in 2010. The mean, variance, and the distribution fit
for each procedure type is presented along with the no-show probabilities for each procedure
type.

Procedure Type Mean (min.) Variance Distribution Fit No-show Probability

Colonoscopy 30.96 188.57 Weibull 0.18

EGD 12.05 58.75 Weibull 0.14

ERCP 38.63 598.25 Weibull 0.13

EUS Colonoscopy 28.38 210.66 Weibull 0.16

EUS-EGD 29.59 249.99 Log-Logistic 0.24

January, 2010 through June, 2010 with over 10,000 observations covering three GI locations

throughout Mayo Clinic. There were five basic procedures performed at these sites; Colonoscopy,

EGD (Esophagogastroduodenoscopy), ERCP (Endoscopic Retrograde Cholangiopancreatogra-

phy), EUS (Endoscopic Ultrasound) Colonoscopy, and EUS-EGD.

Expert Fit 7.0 was used to fit probability distributions for each procedure type with sample

sizes ranging from 186 to 898 procedures. Visual and numerical results confirmed very good fits

across all procedure types. Procedure descriptive statistics are presented in Table 4.2.

4.6.2 Computational Performance

Implementation of the methods in Section 4.5 was done with IBM ILOG Optimization Pro-

gramming Language using CPLEX 12.2. Experiments were run on a Dell Linux server with 2

Quad-Core Intel Xeon E5420 2.5GHz CPUs and 16GB shared RAM. To evaluate computational

performance of the three methods we propose, we used test cases based on a single provider and

procedure room where 55% of procedures are colonoscopies and 45% are EGD’s. This scenario

is based on a typical day for the endoscopy suite we studied.

We assumed that the cost for patient waiting is the average hourly wage in the United

States, as is common practice in the health services research literature [53]. We defined d as the

expected duration for the n patients. Overtime cost was defined through the ratio cl/cw. We

consider several choices of cl/cw and we include cl/cw = 33 in our experiments as this represents

an estimated ratio provided by administrators. The parameter cs was set to 0 since there is no

direct cost of idling, and idle time for providers is generally filled with administrative, research,

and dictation activities.

For the L-shaped based methods, when a tolerance of 1% was achieved the algorithm was

terminated. A maximum of 15,000 CPU seconds was allowed for each instance and the optimality

gap is reported in cases where the problem did not solve to optimality within the CPU allowance.
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For the branch and bound implementation, the progressive hedging algorithm was terminated

at 1,000 CPU seconds and branch and bound was allowed a maximum of 15,000 CPU seconds.

In the results presented, the optimality gap is defined by the difference between the upper and

lower bounds as a percentage of the lower bound. The results presented in Table 4.3 are based

on averages from 10 problem instances with 1,000 scenarios each. The valid inequalities (4.8a)-

(4.8f), upper bounds on M1 and M2 in (4.9) and (4.10), and symmetry breaking constraints in

(4.11) discussed in Section 4.5.1 were implemented in these results. Our computational results

show that, as expected for a stochastic mixed-integer program, this is a very computationally

challenging problem. We observed that the solution times and optimality gaps are much better,

for each of the methods, for the instances where the overtime to waiting time cost ratio is high

(these are likely to be the most realistic scenarios for OPCs). Furthermore, while each of the

three proposed methods are computationally competitive for the n = 5 instances, only the

hybrid multi-cut method was able to solve the n = 10 problems to the specified tolerance.

The actual sequencing decisions are not presented for brevity; however, it is worth noting in

each of the instances reported in Table 4.3, that nearly all of the EGD’s were sequenced before

the colonoscopies. This is consistent with the findings of Propositions 1 and 2 in Section 4.4 as

the optimal sequences have the procedures with lower variance and no-show probability (EGD’s)

preceding the procedures with higher variance and no-show probability (colonoscopies).
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Table 4.3: Computational results for the classic L-shaped method (L-shaped), hybrid multi-cut L-shaped method (Multi-cut), and
the progressive hedging primal heuristic method (PH) are presented for instances varying in size and parameter estimates. The
minimum, average, and maximum CPU times and average optimality gap, across ten randomly generated instances, are presented
for each method.

n cl/cw
CPU Time (seconds) Average Gap (%)

L-shaped Multi-cut PH
L-shaped Multi-cut PH

Min Avg Max Min Avg Max Min Avg Max

5
1 244 315.6 370 114 327.9 429 268 327.1 428 < 1.0 < 1.0 0.0
10 268 342.7 386 201 331.7 595 285 399.9 630 < 1.0 < 1.0 0.0
33 228 270.9 324 246 282.7 325 236 326.9 433 < 1.0 < 1.0 0.0

10
1 * * 15k * * 15k * * 15k 83.1 7.2 186.2
10 * * 15k 9339 10842.7 13564 * * 15k 43.8 < 1.0 82.9
33 * * 15k 6756 7726.9 9786 * * 15k 76.6 < 1.0 32.8

*Some instances reached the limit of 15,000 CPU seconds.
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4.6.3 Heuristics

Given the significant computational challenges posed by this problem, based on the results in

Table 4.3, the heuristic in Algorithm 1 was evaluated for each sorting method for n = 5 problem

instances where procedure durations were assumed to be log-normally distributed with a mean

of 30 minutes. This mean represents the expected duration of the procedures in Table 4.2 and

the log-normal distribution has been identified as an appropriate distribution for procedure

durations in similar OPCs [8]. Four test scenarios were generated based on the relationship

between procedure duration standard deviation and no-show rate in order to measure the effects

of each parameter on the sequence performance. Procedure duration standard deviation ranged

from 6-30 minutes and no-show rates ranged from 5% to 45%. The choice of standard deviation

range represents a significant variety in procedure duration coefficients of variation (20-100%).

While no-show rates for endoscopy suites have been reported between 13% and 24%, the range

was broadened for the heuristic experiments in order to have managerial implications for general

outpatient settings where higher no-show rates have been reported. The four test scenarios are

detailed in Table 4.4.
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Table 4.4: Four test scenarios were used to evaluate the heuristic. Scenarios differ based on the relationship between procedure
duration and attendance uncertainties.

Scenario Description Standard Deviation for No-show Rate for
Procedure i = 1, ..., 5 (min.) Procedure i = 1, ..., 5 (%)

1 Constant Standard Deviation 18, 18, 18, 18, 18 5, 15, 25, 35, 45
and Increasing No-show Rate

2 Increasing Standard Deviation 6, 12, 18, 24, 30 25, 25, 25, 25, 25
and Constant No-show Rate

3 Increasing Standard Deviation 6, 12, 18, 24, 30 5, 15, 25, 35, 45
and Increasing No-show Rate

4 Increasing Standard Deviation 6, 12, 18, 24, 30 45, 35, 25, 15, 5
and Decreasing No-show Rate
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The heuristic was evaluated for each sorting method in Table 4.1 and each test scenario

in Table 4.4 where the ratio cl/cw was set to 1, 10, and 33. The results present the average

optimality gap for each scenario and sorting method resulting from the heuristic using ten

random seed instances.

In Figure 4.1, one graph is presented for each test scenario. In general, the optimality gaps

resulting from the heuristic decrease as overtime estimates increase, illustrating that the sequence

becomes less important to minimizing costs as overtime costs are more highly valued relative to

patient waiting costs. This can be seen most clearly in Scenario 3 where optimality gaps for

Sorting Methods 4-6 decrease from approximately 37% to 2% when overtime estimates increase.

However, this trend is less accentuated for Sorting Methods 1-3 where the heuristic provides

small optimality gaps. This indicates that the sorting methods motivated by the propositions

may be generalizable to larger instances with more diverse patient classes.

The results for Scenario 4 indicate that when procedure duration standard deviation increases

and no-show rates decrease, the difference between sorting methods is less clear due to the two

uncertainties “cancelling” each other out in a given sequence. However, as can be seen that

when procedure duration standard deviation and no-show rates exhibit a nondirect relationship,

sorting by procedure duration standard deviation may take precedence since Sorting Methods 3

and 5 provided the highest optimality gaps. In other words, not including procedure duration

standard deviation in the heuristic, and only focusing on no-show rates, resulted in higher

optimality gaps.

4.6.4 Value of the Stochastic Solution

Table 4.5 presents the value of the stochastic solution (VSS) for the same instances as presented

in Table 4.3. To calculate the VSS, the mean value problem, mino,q,xQ(o, q,x, ξ̄), must first be

solved, where ξ̄ is a vector of the expected valued of the random variables. If ō(ξ̄), q̄(ξ̄), x̄(ξ̄) is

an optimal solution to mino,q,xQ(o, q,x, ξ̄), then the expected results of using the mean value

problem solution (EEV) is written as Eξ[Q(ō(ξ̄), q̄(ξ̄), x̄(ξ̄), ξ)]. VSS is the difference between

EEV and the optimal solution value, EEV-Q(o∗, q∗,x∗). The VSS results were generated

using the multi-cut method since this method tended to have the best solution at the time of

termination in the larger instances. We present the VSS in two contexts. First is the VSS for

the cost portion of our problem. This represents the traditional interpretation of VSS as it

compares the optimal solution value with that of the mean value problem. We also present the

VSS within the context of profit. The VSS for the profit represents the improvement in P (n) by

using the optimal solution value for C(n) compared to the mean value problem solution.

For the n = 5 instances in Table 4.5, the VSS for costs range from 16.80% - 24.80%. The

corresponding VSS for profits are lower, ranging from 0.45% to 14.12%, and are most significant
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Figure 4.1: The optimality gaps for the four scenarios and six sorting methods are compared for
three values of cl/cw.

for the instances where overtime costs are significantly higher than waiting costs (14.12%

improvements). For the n = 10 instances that did not terminate with an optimal solution, the

best solution at termination is used. This represents a lower bound on the VSS. It is interesting

to note that for n = 10, and high ratios of cl/cw, the VSS is slightly lower indicating that the

value of the stochastic program may be lower for large problems in which the overtime cost is

higher than the patient waiting time cost. However, the VSS is significantly higher for n = 10

and cl/cw = 1. In general, Table 4.5 shows that the VSS is high for this problem.
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Table 4.5: The value of the stochastic solution (VSS) for instances varying in size and parameter estimates. Results are based on
Q(o∗, q∗,x∗), or the current upper bound at the CPU time limit (noted by *). The value of the stochastic solution is presented in
the context of costs (VSS C(n)) and profits (VSS P(n)).

n cl/cw Average EEV Average Q(o∗, q∗,x∗)
VSS C(n) VSS P(n)

(% improve from EEV) (% improve from EEV)

5
1 21.91 18.23 16.80 0.45
10 100.60 83.50 17.00 2.31
33 305.47 229.72 24.80 14.12

10
1 66.55 45.18* 32.11* 1.32*
10 198.02 168.75 14.78 1.97
33 540.33 410.46 24.03 11.35
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4.6.5 Sensitivity to No-Show Probabilities

To examine the sensitivity of the optimal schedule to no-show probabilities, we considered a

single patient class for which the no-show probability, pi, is the same for all patients, i = 1, . . . , n.

The procedure time distribution for colonoscopies in Table 4.2 was used for all patients. Figure

4.2 presents the optimal time allowances for the scenario where n = 10 colonoscopy procedures

(no sequencing decisions), cl/cw = 33, and p is varied from 0.0 to 0.3. When no-shows are not

possible (p = 0.0) the optimal time allowances resemble a dome shape that has been reported

in previous appointment scheduling literature. When no-show probabilities are p = 0.15 and

p = 0.3, double booking is observed at the beginning of the day. For p = 0.15, the first two

patients are scheduled to arrive at the same time. This is indicated by the allotted service time

for the first patient being 0. For p = 0.3, the first two patients are scheduled to arrive at the

beginning as well. In addition, the third patient is scheduled to arrive very shortly after the

first two patients. This is consistent with theoretical results for the n = 2 case in Section 4.4 in

that it is optimal to double book, and increasingly so as the no-show probability, p, increases.

This is also consistent with commonly employed practice, as noted in Section 4.2.

4.6.6 Booking Results

The above results have focused on the sequencing and scheduling element of the booking problem,

for a fixed number of patients. Next, we present results for optimal booking decisions. Recall

that the booking decision problem is:

max
n
{P (n) = R(n)− C(n)}.

To find the optimal n we enumerated over the range of feasible values of n. Vargo et al.

[93] assumed that 70% of endoscopy suite reimbursements are used to pay the fixed costs of

running the suite, leaving an incremental revenue of $201.45 for each colonoscopy performed

based on CMS (Centers for Medicare & Medicaid Services) reimbursement rates. Thus, after

accounting for fixed costs, as a baseline we assume R(n) = $201.45×
∑n

i=1(1− pi). We assume

cs = 0, d = 200, and cl/cw = 33 as previously defined. Procedure duration distributions and

no-show probabilities are the same as defined in the computational experiments of the previous

subsections. In light of the fact that reimbursements vary across providers, we assume a fixed

cost estimate of 70% as a lower bound and compare results for 80% and 90% in Figure 4.3.

We observe that the optimal number of patients to book decreases as the fixed costs estimate

increases. Further, Figure 4.3 illustrates a non-smooth trend surrounding the peaks of the curves.

This is explained by the fact that each additional patient that is booked is not necessarily of the

same class as the previous additional patient. For example, when an additional EGD is added
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Figure 4.2: The interarrival time allowances are presented for a single patient class scenario
where no-show probabilities range from 0.0 to 0.3 and the procedure time distribution are for
colonoscopies in Table 4.2. Double booking are observed at the beginning of the day for no-show
probabilities of 0.15 and 0.3, respectively.

to the booking schedule the resulting increase in expected costs is less than if an additional

colonoscopy were added due to the conoloscopy procedures having longer procedure durations

with higher variance. For each number of booked patients in Figure 4.3, the case mix was held

constant with respect to the long-run demand case mix.

4.7 Case Study: Optimal Overbooking for a Gastroenterology

Practice

A detailed discrete event simulation model of the GI Advanced Practice at Mayo Clinic in

Rochester, MN was used to compare booking, sequencing, and scheduling decisions based on
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number of patient to schedule decreases. 95% confidence intervals are included.

our single server booking model and the actual sequences and schedules employed in practice.

The simulation model was developed using Arena 12.0 [55]. The patient flow process in the

model includes registration, intake, procedure, and recovery. Resources include registration staff,

intake beds, intake nurses, procedure rooms, endoscopists, endoscopes, procedure support staff,

recovery beds, and recovery nurses. The suite opens at 7 A.M. and overtime was measured

according to procedures ending past 12 P.M. or 4 P.M., depending on the procedure type.

Figure 4.7 illustrates the overall process, which is similar to other OPCs described by Berg

et al. [8], Gul et al. [43], and Huschka et al. [50]. Intake consists of registering at the front

desk, changing into a procedure gown, and meeting with a nurse who takes necessary patient

information and explains the procedure. When the patient finishes intake and a procedure room

for their specific procedure is available, the patient is taken to the procedure room where the
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endoscopist joins them and the procedure begins. Following the procedure the patient is taken

to recovery where they will stay until they are ready to be discharged.

Registration
(1 Receptionist)

Intake
(6 Intake Beds)

ERCP 
Procedures

(1 Procedure Room, 
1 Endoscopist)

EUS 
Procedures

(2 Procedure Rooms, 
2 Endoscopists)

Complex 
Procedures

( 1 Procedure Room, 
1 Endoscopist)

Recovery
(6 Recovery Beds)

Figure 4.4: Each patient goes through the intake, procedure, and recovery processes in the
endoscopy suite. Intake and recovery resources are shared between patients receiving different
procedures, but the procedure rooms and providers act as independent single servers.

As in most procedure centers, procedures require specific resources. For example, an EUS-

EGD requires use of ultrasound imaging equipment only available in EUS procedure rooms.

Furthermore, each patient is associated with a certain provider. Thus, the process can be

approximated as several single servers, where the server is defined by the combination of

procedure room and provider. Shared resources exist, such as intake and recovery, but these are

generally much less costly and typically not the bottleneck in the system. Therefore, the proposed

booking, sequencing, and scheduling method is applied to each procedure room separately. The

appointment times generated for each procedure are then used in the simulation model as the

times at which the corresponding patients arrive at registration.

The five procedures described in Subsection 4.6.1 are each allocated to one of three types of

procedure rooms shown in Figure 4.7. Colonoscopies and EGD’s are performed in the Complex
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Table 4.6: Patients are assigned to a procedure room and provider according to the type of
procedure they will be receiving. Each procedure type has a specified procedure room and
provider. The procedure case mix is based on historical data.

Procedure Type Rooms Endoscopists Procedure Case Mix

ERCP 1 1 100% ERCP

EUS 2 2
88% EUS-EGD
12% EUS Colonoscopy

Complex 1 1
55% Colonoscopy
45% EGD

procedure room, EUS Colonoscopies and EUS-EGD’s are performed in the EUS procedure

rooms, and ERCP’s are performed in the ERCP procedure room. Procedure room, endoscopist,

and case mix information for the suite is summarized in Table 4.6.

Test instances were generated based on historical appointment schedules from five different

days. Each historical appointment schedule was simulated to compare (a) actual sequences

and schedules used in practice, (b) the corresponding two-stage stochastic program solutions

assuming the fixed number of patients booked in practice (referred to as the SP solution below),

and (c) the optimal booking decision. The actual and SP solutions both assume a fixed number

of patients according to the instance. The optimal booking decision refers to the optimal number

of patients scheduled, the optimal sequence, and the optimal time allowances. The optimal

number of patients to schedule was defined by enumerating the feasible solutions to (4.1) and

using the n that resulted in the the maximum profit. It is important to remember that in this

enumeration process, a stochastic program is solved for the cost component of each n. The

stochastic program associated with each procedure room was solved to optimality. For larger

problems, the CPU budget limit that was used in the computational experiments was eliminated.

Each appointment schedule was simulated for 1,000 replications using historical data described in

Subsection 4.6.1 along with historical time stamp data for the registration, intake, and recovery

processes. Procedure room turn around times were modeled with a triangular distribution of

(10, 15, 20 minutes) based on a subjective estimate from the endoscopy suite director.

Expected patient waiting time and overtime with 95% half-widths are reported in Table 4.7.

The comparison of the actual and SP results are both with respect to the number of patients

actually booked for each instance. From Table 4.7, the SP solution resulted in higher expected

patient waiting time (1-10 minutes) and lower expected overtime (7-74 minutes).
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Table 4.7: Actual sequences and schedules and the corresponding two-stage stochastic program solutions (SP) were simulated
assuming the fixed number of patients booked in practice. Average patient waiting time and average overtime are compared for
five instances with 95% half-widths in parentheses.

Instance
Number of Patients Average Patient Waiting (minutes) Average Overtime (minutes)

ERCP EUS Complex Actual SP Solution Actual SP Solution

1 5 19 5 71.97 (2.13) 73.40 (2.55) 54.25 (4.01) 42.20 (4.00)

2 5 13 4 30.93 (0.77) 40.43 (1.07) 40.51 (3.57) 33.61 (3.57)

3 5 14 4 38.57 (0.97) 40.05 (0.98) 108.87 (3.98) 34.94 (3.41)

4 4 13 6 23.89 (0.87) 41.66 (1.05) 34.97 (3.05) 13.94 (2.33)

5 5 11 4 33.61 (0.73) 41.48 (0.98) 39.08 (3.49) 27.33 (3.22)
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Table 4.7 compares the actual sequence and schedule of patients to the SP solution, assuming

no change in the number of patients booked for each instance. The optimal booking decision,

which includes the optimal number of patients to book in addition to the corresponding optimal

sequence and time allowances, is also included in Figure 4.5. The optimal booking decision

increases expected profits by a range of 2.49%-63.11% from the actual booking, sequencing,

and time allowance schedules. As seen in Figure 4.5, the optimal booking decision results in

higher expected profit in all of the instances except the SP solution for Historical Schedule 1. In

Historical Schedule 1 the profit for the SP solution is actually slightly higher than the optimal

booking decision. This is a result of the single server model approximation. Overall, as Figure

4.5 illustrates, the optimal booking decision generally performs very well.
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Figure 4.5: The expected profits for the actual sequences and schedules and the corresponding
SP solutions are presented for a fixed number of patients for each instance. The expected profit
for the optimal booking, sequencing, and scheduling decisions is presented for comparison with
each historical schedule. 95% confidence intervals are included.
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Table 4.8: Sensitivity analysis was performed on overtime and fixed cost estimates for Historical
Schedule 4.

cl/cw Fixed Cost % P(Schedule 4) P(Optimal Booking) % Improvement

16.5
70 3,185.58 3,411.49 7.09
80 1,699.11 1,897.81 11.69
90 775.10 536.22 -30.82

33
70 2,969.29 3,455.25 16.37
80 1,583.85 1,654.34 4.45
90 614.68 836.62 36.11

49.5
70 2,753.00 2,513.97 -8.68
80 1,266.53 1,577.54 24.56
90 342.52 813.76 137.58

The performance of the optimal booking decision in Figure 4.5 is based on the parameter

estimates used in the model such as overtime cost estimates and the portion of reimbursements

that are consumed by fixed costs. Table 4.7 includes results where model parameter estimates

are varied for Historical Schedule 4. Specifically, overtime estimates were varied +/ − 50%

resulting in cl/cw ratios of 49.5 and 16.5, respectively. Further, the fixed costs estimates were

varied between 70%-90%. Table 4.7 illustrates that again, in general, the optimal booking

decisions provide significant increases in the expected profit. However, while these are extreme

estimates of overtime, it can be seen that the historical schedule resulted in higher expected

profits when fixed cost estimates were high and overtime costs were low, as well as when fixed

cost estimates were low and overtime costs were high. While not presented, 95% confidence

interval half-widths ranged between 28.5-98.09.

While the objective of our model is to maximize expected profit, an improvement in patient

access can also be seen. The optimal booking decision resulted in more patients being booked,

n = 36, than in all of the instances in Table 4.7, an increase ranging from 24% to 80%. That is,

the increase in expected profit also resulted in improved patient access through more patients

being booked.

4.8 Conclusions

In this chapter we formulated a model for optimal booking, sequencing, and scheduling of a single

stochastic server. We evaluated three alternative solution methods for solving the underlying

stochastic mixed-integer program. We provided analytic insights based on special cases including

sufficient conditions for the optimal sequence and double booking in the presence of attendance

uncertainty. Computational experiments showed that realistic problem instances are very
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challenging to solve. However, the alternative methods presented provided tight optimality gaps

for problems likely to be encountered in practice. Furthermore, our results suggest that larger

instances may have lower VSS, indicating that deterministic approximations may be suitable.

Our analysis revealed that optimal sequencing decisions are quite sensitive to both the

procedure duration variance and no-show probability. Our theoretical results for special instances

provide supporting evidence that it is optimal to sequence patients with higher procedure duration

variance, and higher no-show probability, later in the sequence during a given day. Our numerical

results for larger instances are also consistent with these findings, providing evidence that these

findings may generalize to larger problems.

Our findings indicate that as the probability of no-shows increases, it becomes optimal to

double book some patients. Double booking is common in practice and our results show that it

is also optimal in some cases where overtime or idling costs are high, or no-show probabilities

are high, or both. Although the idea of double booking was discussed in the literature as early

as 1966 by Soriano [86], we are unaware of theoretical insights, such as ours, about the potential

optimality of this practice. In general, we observe the amount of double booking increases with

no-show probability. Furthermore, we observed it is generally optimal to double book patients

at the beginning of the day. Intuitively this means double booking is most appropriate when

there is a high risk of low utilization resulting from a patient no-show, i.e., when a queue of

waiting patients has yet to develop.

Our results show that the optimal number of patients to book decreases as fixed costs

estimates associated with a particular practice increase. Our case study shows there may be

significant benefits to implementing our model in a realistic multi-server OPC. Together these

findings support our model and results being generalizable to other outpatient procedure settings.

The most significant managerial insights can be summarized as follows:

• Sequencing patients with high no-show rates or high procedure duration variance later in

the day results in lower costs of waiting, idling, and overtime.

• Double booking is optimal, and increasingly so as no-show probabilities become high; in

the optimal schedules, double booking at the beginning of the day is observed.

• The value of the stochastic solution is high indicating significant potential benefits of the

use of stochastic optimization models for booking, sequencing, and scheduling decisions.

• Approximating OPCs as a series of single servers may be a reasonable method for improving

booking, sequencing, and scheduling decisions.

Included in this chapter’s limitations is not including the case mix as a decision. Case mix

decisions are a result of many factors such as patient population demand and appointment
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volume at referring departments and clinics. While our model may assume that there is an

unlimited supply of patient demand to schedule, we consider the case mix decision outside of the

scope of this manuscript. An important direction for future research is the study of new methods

for solving the two-stage stochastic mixed-integer program formulated in this chapter. It is a

generic model that underlies many types of industrial service systems. We were able to solve

instances up to n = 10 to optimality, which is suitable for OPCs, which are the focus of this

chapter. However, other types of service systems that pre-schedule patients, such as lab services,

that involve larger numbers of customers, may benefit from additional computational advances.

Finally, while the model presented is suitable for typical OPCs, the lack of consideration of

patient preference limits the application of the model to other outpatient settings.
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Chapter 5

A Multi-stage Stochastic Integer

Programming Model for Dynamic

Extensible Bin Packing

5.1 Introduction

The bin packing problem arises in many application contexts involving the allocation of items

to containers. Variants of the classic bin packing problem have been motivated by many

types of allocation decisions in industry and have served as the focus of many combinatorial

optimization problems resulting in a well developed area of solution methods and heuristics.

Recent applications include operating room management [90], steel slab design [25], and internet

advertising [2].

In this chapter we are motivated by applications involving the completion of activities (items)

within a certain time window (bins). The applications we consider prompt us to relax two

assumptions in the classic bin packing problem. The first is the assumption that the number of

items to be allocated is fully known a priori. This generalization of the bin packing problem is

referred to as the dynamic, or online, bin packing problem [21]. In the dynamic bin packing

problem, items are sequentially allocated to bins following the decision of how many bins to

open. The decision regarding the number of bins to open is made before the item allocation

process and cannot be revisited. Second, we allow for the size of the items to be stochastic and

the size of the bins to be extended, i.e., that there is an option to increase the size of the bins at

some cost. Together, the relaxation of these two assumptions lead to the formulation of a model

we refer to as the dynamic extensible bin packing problem.

In this chapter we also consider a special case of the dynamic extensible bin packing problem

in which items are allocated sequentially to bins in batches. In the batched version of the

89



problem, the size of the batches (and thus the total number of items) at each stage is not

known with certainty. This special case is motivated by applications that arise in the health

care delivery context. For example, the patient allocation process in an outpatient procedure

center (OPC) in which two types of patients, routine and urgent add-ons, need to be allocated

to procedure rooms. Routine patients are allocated to procedure rooms in advance, while the

urgent add-on patients need to be allocated at a later time (e.g., the morning of the planned

procedures).

The batched version of the dynamic extensible bin packing problem is formulated as a

multi-stage stochastic integer program. In each stage allocation decisions must be made for the

current batch of items. The size of each batch is not observed prior to each stage. Only the

probability distribution for the size of each batch is known in advance. A special two-batch

case of the problem is reformulated as a two-stage stochastic integer program. In the two-batch

case, the size of the first batch is known with certainty and the size of the second batch is only

observed following the allocation decisions of the first batch.

The remainder of this chapter is organized as follows: In the next section we discuss previous

work related to extensible bin packing, online bin-packing, and related research from the health

care setting. In Section 5.3, we introduce the multi-stage stochastic integer programming

formulation for the dynamic extensible bin packing problem. Next, a reformulation of the

batched version of the problem is formulated as a two-stage stochastic integer program. In

Section 5.4 we develop valid inequalities, provide a lower bound for the number of bins and

an upper bound on optimal objective function value, and discuss three solution methods as

well as several heuristics that are easy to implement in practice. In Section 5.5 we present

computational results comparing the solution methods and we evaluate the VSS based on a

health care delivery application.

5.2 Literature Review

Bin packing problems have been thoroughly examined in various contexts. Due to the combina-

torial challenges associated with these often NP-Hard classified problems, much of the focus

has been on the development of bounds [65, 66, 39] and approximation algorithms [40, 54]. The

rest of the literature reviewed in this section focuses on variants of the bin packing problem

more closely related to the problem considered in this chapter. However, the interested reader is

referred to a survey by Coffman et al. [20] for further discussion.

The online, or dynamic, bin packing problem received significant attention during the early

study of bin packing problems. Well known approximation algorithms including First Fit, Next

Fit, and Revised First Fit were developed early in the bin packing literature along with their

performance bounds [70, 52, 96]. While improved bounds continued to be developed in the past
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decade, such as that presented by Seiden [78], the author notes that attention to the online bin

packing problem has diminished.

One variant of the bin packing problem is the extensible bin packing problem. The difference

in this problem is that the size of the bins can be extended, if necessary, at a cost proportional

to the size of the bin extension. This problem was initially considered by Dell’Olmo et al. [26]

where the longest processing time heuristic was applied and a worst-case performance bound was

developed for special cases. Later, Coffman and Lueker [19] analyzed approximation algorithms

for extensible bin packing and provided a fully polynomial time asymptotic approximation

scheme motivated by previous bin packing problem approximation schemes. Of special relevance

to the problem considered in this chapter is the online extensible bin packing problem developed

by Ye and Zhang [97]. In their development of algorithms and bounds, the authors consider

special cases where bins are assumed to be of unequal size as well as the two and three-bin cases.

Previous work that has applied bin packing models to health care settings is of particular

interest to the problem development in this chapter. Dexter and Traub [31] used a simulation

model to evaluate heuristics for dynamically allocating surgeries to operating rooms for the

purpose of maximizing operating room utilization. Two primary heuristics were evaluated in

several settings. The Earliest Start Time heuristic allocates the next surgery to the operating

room with the earliest available start time. The Latest Start Time heuristic allocates the next

surgery to the operating room with the latest available start time such that the expected surgery

duration is less than the available time remaining without using overtime. While the Earliest

Start Time heuristic maximized operating room utilization, the Latest Start Time heuristic

provided a more balanced workload across operating rooms. Further discussion of these heuristics

will be developed in Section 5.4.4.

Denton et al. [29] developed a two-stage stochastic integer program for allocating surgeries

to operating rooms. Similar to the problem studied in this chapter, the duration of surgeries are

unknown; however, the problem formulation is for a static (not dynamic) allocation process in

which the total number of items to be allocated to bins is known a priori. Bounds and valid

inequalities were developed to improve the solution time for the stochastic integer program

using the L-shaped method. A comparison of solution quality was presented based on the

optimal solution to the stochastic integer program, the Longest Processing Time heuristic, and

the solution to a robust optimization model. The authors show that instances of their model

corresponding to practical surgery scheduling problems can be solved in reasonable time frames,

but the heuristic and the robust formulation obtain solutions that perform very well with much

shorter computation time. Further, the heuristic has the benefit of being easy to implement;

and the robust formulation has the ability to limit worst-case performance.

While not a bin packing problem, the appointment scheduling problem considered by Erdogan

and Denton [37] is closely related to the dynamic nature of the problem developed in this chapter.
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In their work, the authors formulate a multi-stage stochastic program for appointment scheduling

where appointment times must be decided upon as demand is realized. In this context, each

stage in the stochastic program represents an additional customer requesting an appointment.

The authors develop valid inequalities that are used in their implementation of the nested

decomposition algorithm. Their analysis concludes that the value of the stochastic solution is

high for certain problem settings, indicating the importance of capturing the stochastic nature

in the dynamic scheduling settings. The authors extended the online appointment scheduling

problem to incorporate sequencing decisions [38]. While optimal appointment schedule structure

and sequencing decisions are sensitive to cost parameters, the authors provide conditions where

simple heuristics perform well.

The work in this chapter contributes to the literature in the following ways. First, as opposed

to much of the related bin packing literature, we consider a new model where both the decisions

are dynamic (online) and the bins are extensible. Second, we include two elements of uncertainty

in our model, uncertainty in item size and uncertainty in the number of items to be allocated.

Third, in our analysis of heuristics, we do not restrict our methodological development to that of

approximations and bounds. Rather, we provide a comparison with exact decomposition-based

solution methods. Finally, the model is populated using data from a real OPC, to evaluate the

practical managerial importance of the model.

5.3 Model Formulation

In this section, we begin by presenting the classic bin packing problem. Next, this formulation

is extended to the dynamic extensible bin packing problem. Finally, a special case (the batched

version) of the dynamic extensible bin packing problem is discussed.

In the traditional bin packing problem there are two primary decisions. First, deciding the

appropriate number of bins needed to accommodate a packing, or allocation, of a set of items;

and second, deciding on the allocation of items to the bins so as to minimize the number of

required bins. The traditional bin packing problem can be stated as

min
x,y


m∑
j=1

xj |yij ≤ xj ∀i, j;
m∑
j=1

yij = 1 ∀i; xj , yij ∈ {0, 1} ∀i, j

 , (5.1)

where x ∈ Bm and y ∈ Bn are the decisions of which bins (j = 1, ...,m) to open and how to

allocate items (i = 1, ..., n) to bins, respectively.

In the dynamic bin packing problem, the sequential allocation process occurs in stages

t = 1, ..., T . Following the allocation decision at each stage, there is a probability, pt+1, that an

additional item will need to be allocated. Alternatively, the allocation process will terminate
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with the item that was allocated in stage t being the final item. This occurs with probability

(1− pt+1). Thus, the total number of items that need to be dynamically allocated is not known

in advance. This decision process is illustrated in Figure 5.1.

Figure 5.1: Items are allocated dynamically to bins as they arrive sequentially. At each stage,
an additional item may arrive with probability pt+1, or the arrival process may terminate with t
items with probability 1− pt+1.

The size of each item i is a random variable, di(ω
t) where ωt is an index of random scenarios

and t is the final stage at which the allocation process terminates. The decision variables in the

dynamic extensible bin packing problem are indexed by the stage in which they occur. Thus,

the dynamic extensible bin-packing problem can be represented as

min
x1


m∑
j=1

cfx1j + p1Q1(x1)| x1j ∈ {0, 1} ∀j

 , (5.2)

where x1 ∈ Bm are decisions about which bins to open before the first item stage, p1 is the

probability that at least one item needs to be allocated, cf ∈ Rm+ is the cost of opening a bin,
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and Q1(x1) represents the expected costs-to-go, referred to as the stage 1 recourse function.

This can be written as

Q1(x1) = min
y1

(1− p2)

(
Eω1

cv m∑
j=1

max{0, d1(ω1)y11j − Sx1j}

)+ p2Q2(y1)|

y11j ≤ xj ∀j;
m∑
j=1

y11j = 1; y11j ∈ {0, 1} ∀j

 , (5.3)

where y1 ∈ Bm are item allocation decisions in the first stage, cv ∈ R1
+ is the unit cost of

expanding a bin and the expectation of extending the bins is taken over the scenarios, indexed

by ω1, of the size of the first item, d1 with respect to the size of the bin, S. In general, stage t

recourse function can be written as

Qt(yt−1) = min
yt

{
(1− pt+1)

(
Eωt

cv m∑
j=1

max{0,
∑

i∈Ik:k≤t

di(ω
t)ytij − Sxtj}

)+ pt+1Qt+1(yt)|

ytij ≤ xtj ∀j,∀i ∈ It;
m∑
j=1

ytij = 1 ∀i ∈ It;

ytij = yt−1ij ∀j,∀i ∈ I
k : k < t; xtj = xt−1j ∀j;

xtj , y
t
ij ∈ {0, 1} ∀j, i

}
,

(5.4)

where the amount by which each bin is extended at cost cv is calculated as the positive difference

between the sum of the size of the items in the bin and the size of the bin, S, and yt ∈ B|It|×m

where It is the set of items that are to be allocated in stage t. Note that the set of all items can

be represented by ∪Tt=1I
t and that It ∩ It′ = ∅ for t 6= t′. Further, in the dynamic extensible bin

packing problem, |It| = 1 ∀t. In other words, each stage of the multi-stage stochastic integer

program corresponds to the arrival of a single item. This will be generalized to the case where

|It| ≥ 1 in the batched version of the problem presented next. Finally, it is important to note

that allocation decisions from previous stages are fixed, which is enforced by linking constraints

(ytij = yt−1ij ∀j,∀i ∈ Ik : k < t) from stage to stage.

Next, we generalize the dynamic extensible bin-packing problem to a version where the item

allocation decisions are batched (|It| ≥ 1). In this case, at each stage, a certain number of items

(possible greater than one) are allocated to bins. It is important to note that as we have defined

it, we are not restricting the allocation decisions of individual items to be that of their batches.

That is, the decisions of allocating items to bins are batched, but items within a batch do not
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necessarily need to be allocated to the same bin.

Figure 5.2: Items are allocated to bins through a batched decision process. At each stage, a
batch of items of size bt(σt) will arrive with probability ptb(σt). Alternatively, the arrival process

may terminate with probability pt+1
0 .

The batched decision process is illustrated in Figure 5.2 where the batch size bt(σt) in stage

t is a random variable with outcomes indexed by σt = 1, ..., btu, where btu is an upper limit on

the batch size in stage t. The probability of a batch of size bt(σt) is denoted by ptbt(σt). The

recourse function for the batched version of the problem is modified from (5.4) and written as
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Qt(yt−1) = min
yt

{
pt+1
0 Eσt

Eωt
cv m∑

j=1

max{0,
∑

i∈Ikbt(σt):k≤t

di(ω
t)y

tbt(σt)
ij − Sxtb

t(σt)
j }


+(1− pt+1

0 )Eσt+1Qt+1
b (yt)|

y
tbt(σt)
ij ≤ xtb

t(σt)
j ∀j, i ∈ Itbt(σt);

m∑
j=1

y
tbt(σt)
ij = 1 ∀i ∈ Itbt(σt);

y
tbt(σt)
ij = y

t−1,b(σt−1)
ij ∀j∀i ∈ Ikbt(σt) : k < t; x

tbt(σt)
j = x

t−1,b(σt−1)
j ∀j;

x
tbt(σt)
j , y

tbt(σt)
ij ∈ {0, 1} ∀j, i

}
, (5.5)

In the batched version of the problem, decision variables are indexed by both stage, t, and

the batch size, bt(σt). Further, It(bt(σt)) is the set of bt(σt) items that are to be allocated in

stage t. This is a generalization in that the dynamic extensible bin packing model defined in

(5.2)-(5.4) and Figure 5.1 can be represented in the batched version in (5.5) and Figure 5.2

where btu = 1 and pt0 + pt1 = 1 for every stage t. In other words, the batched version of the

dynamic extensible bin packing problem would have a batch size of at most one item. For the

remainder of this chapter, we consider a three-stage problem (T = 3) where items are to be

allocated to bins in two batches. The first batch size is assumed to be deterministic and of size

n. The size of the second batch, however, is unknown. With respect to the formulation in (5.5),

this special case can be interpreted as the scenario resulting from p1n = 1 and p30 = 1.

The two-batch problem is a three-stage stochastic integer program. In the first stage,

decisions are made about which bins to open and how to allocate the first batch of items. In

the second stage, the second batch of items is allocated to bins. Finally, in the third stage bin

extension decisions are made following the uncertainty realization of the item sizes. Although the

problem is naturally a three-stage decision process, we reformulate it as a two-stage stochastic

integer program. As we discuss in Section 5.4, this formulation is well suited to applications of

the L-shaped and Integer L-shaped methods. The three-stage stochastic integer program (3SIP)

is defined using the following notation:

i: index for first batch items

k: index for second batch items

j: index for bins

σ2: index for second batch size scenarios
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ω: index for item size scenarios

n: size of the first batch

m: maximum number of bins available

b2u: upper limit of the second batch size

cf : fixed cost associated with opening bin

cv: variable cost associated with extending a bin

S: size of the bins

di(ω): size of first batch item i

ek(ω): size of second batch item k

Ak(σ
2): attendance indicator for second batch item k in scenario σ2

ξ2(σ2): random vector containing second stage scenario dependent parameters, ξ2(σ2) =

{A1(σ
2), ..., Ab2u(σ2)} where b2u is the upper limit of the second batch size, A ∈ Bb2u .

ξ3(ω): random vector containing third stage scenario dependent parameters,

ξ3(ω) = {d1(ω), ..., dn(ω), e1(ω), ..., eb2u(ω)} where n is the size of the first batch b2u is the

upper limit of the second batch size, d ∈ Rn, e ∈ Rb2u .

In the first stage there are two types of binary decisions that determine which bins are

opened and how the first batch items are assigned to bins, xj and y1ij , respectively. The first

stage problem for 3SIP is formulated as follows

min

m∑
j=1

cfxj +Q2(x, y1) (5.6a)

s.t.

y1ij ≤ xj ∀(i, j = 1, . . . ,m) (5.6b)
m∑
j=1

y1ij = 1 ∀(i) (5.6c)

y1ij , xj ∈ {0, 1} ∀(i, j) (5.6d)

where

Q2(x, y1) = Eξ2 [Q2(x, y1, ξ2(σ2))] (5.7)
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represents the expected costs resulting from the first stage decisions and the second stage

uncertainty. When the uncertainty regarding the size of the second batch is realized, second

stage binary decisions are made allocating the second batch items to bins, y2kj(σ
2). In the

following formulation of the second stage problem, the only costs are those expected in the third

stage since there are no direct costs associated with allocating the second batch items to bins.

Q2(x, y1, ξ2(σ2)) = minQ3(x, y1, y2) (5.8a)

s.t.

y2kj(σ
2) ≤ xj ∀(k, j ≤ m) (5.8b)

y2k,m+1(σ
2) ≤ 1 (5.8c)

m+1∑
j=1

y2kj(σ
2) = 1 ∀(k) (5.8d)

Ak(σ
2) + y2k,m+1(σ

2) = 1 ∀(k) (5.8e)

y2kj(σ
2) ∈ {0, 1} ∀(k, j) (5.8f)

where

Q3(x, y1, y2) = Eξ3 [Q3(x, y1, y2, ξ3(ω))] (5.9)

is the expected costs accrued from extending the bins resulting from the first and second stage

decisions and item size uncertainty. In constraint (5.8d), only the second batch items that

are present in scenario σ2 are allocated to open bins. That is, because the number of second

batch items that is observed in each scenario is ≤ b2u, not all of the b2u possible items should be

allocated to a bin. In formulation (5.5), this decision process occurred through only allocating

the items in It(bt(σt)). Thus, a dummy bin is added to the formulation. The dummy bin,

denoted by j = m+ 1, receives non-present second batch items. If Ak(σ
2) = 1, then item k is

assigned to a real bin. If Ak(σ
2) = 0, then item k is assigned to the dummy bin. The dummy

bin is assumed to be open, but is not included in the fixed opening costs in the objective (5.6a).

Finally, in the third stage the amount by which each bin needs to be extended is determined

based on the previous stages’ decisions and observations of the item size for both known and

additional items.

Finally, after item size uncertainty has been realized, the bin extensions are calculated for

each bin with respect to the bin size, S. The amount by which the bins are extended is defined
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as a continuous decision variable, oj(σ
2, ω). The third stage problem is formulated as follows.

Q3(x, y1, y2, ξ3(ω)) = min
m∑
j=1

cvoj(σ
2, ω) (5.10a)

s.t.

n∑
i=1

di(ω)y1ij +

b2u∑
k=1

ek(ω)y2kj(σ
2)− oj(σ2, ω) ≤ Sxj ∀(j = 1, . . . ,m, σ2) (5.10b)

oj(σ
2, ω) ≥ 0 ∀(j, σ2) (5.10c)

3SIP is difficult to solve due to binary decision variables in the first and second stages.

Specifically, the integrality constraints in the second stage result in a loss of convexity in the

recourse function and therefore restrict the use of traditional multi-stage stochastic programming

solution methods such as nested decomposition. Therefore, we present an equivalent reformula-

tion of 3SIP as a two-stage stochastic integer program to which we can apply traditional solution

methods such as the L-shaped method and the branch-and-cut based Integer L-shaped method.

Using the same notation as defined for 3SIP, the two-stage stochastic programming formulation

(2SIP) is defined as follows.

min
m∑
j=1

cfxj +Q(x, y, y2) (5.11a)

s.t.

y1ij ≤ xj ∀(i, j = 1, . . . ,m) (5.11b)
m∑
j=1

y1ij = 1 ∀(i) (5.11c)

y2kj(σ
2) ≤ xj ∀(k, j ≤ m,σ2) (5.11d)

y2k,m+1(σ
2) ≤ 1 (5.11e)

m+1∑
j=1

y2kj(σ
2) = 1 ∀(k, σ2) (5.11f)

Ak(σ
2) + y2k,m+1(σ

2) = 1 ∀(k, σ2) (5.11g)

y1ij , xj , y
2
kj(σ

2) ∈ {0, 1} ∀(i, k, j, σ2) (5.11h)

where

Q(x, y1, y2) = Eξ[Q(x, y1, y2, ξ(ω))] (5.12)
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represents the expected costs from allocating both first and second batch items in the first stage

and the item size uncertainty that is subsequently realized. The second stage problem in 2SIP

is equivalent to the third stage problem in 3SIP.

Q(x, y1, y2, ξ(ω)) = min

m∑
j=1

cvoj(σ
2, ω) (5.13a)

s.t.

n∑
i=1

di(ω)y1ij +

b2u∑
k=1

ek(ω)y2kj(σ
2)− oj(σ2, ω) ≤ Sxj ∀(j = 1, . . . ,m, σ2) (5.13b)

oj(σ
2, ω) ≥ 0 ∀(j, σ2) (5.13c)

In 2SIP, the second stage of 3SIP is included in extensive form in the first stage by including

constraints (5.11d)-(5.11g). While the first stage problem is a larger mixed integer program

with additional binary decision variables that may be more difficult to solve than the first

stage problem for 3SIP, the resulting second stage contains only continuous decision variables.

Thus, the recourse function in the 2SIP is convex and traditional decomposition-based solution

methods can be employed including the L-shaped method and the Integer L-shaped method as

discussed in Section 5.4.

5.4 Solution Methods

In this section we discuss solution methods for solving the three-stage problem presented in

(5.11)-(5.13). We focus on this version due to its practical importance to OPCs, as we will

discuss in Section 5.5. We begin by defining a deterministic version of the two-batch dynamic

extensible bin packing problem in (5.11)-(5.13) from which we develop bounds for the stochastic

problem. We also present valid inequalities in order to reduce the symmetric nature of the

problem. Finally, we discuss three solution methods we have used in our preliminary experiments,

and heuristics motivated by similar problems in the literature.

5.4.1 Bounds Based on the Semi-deterministic Problem

In this subsection we develop a lower bound on the optimal number of bins. We also define

a lower and upper bound on the optimal value for the two-batch problem. We refer to the

semi-deterministic problem as the special case of formulation (5.11)-(5.13) where the third stage

parameters, di(ω) and ek(ω), are fixed to their mean values, denoted by d̄i and ēk, respectively.

The additional item uncertainty, however, is still extensively represented for each scenario, σ2.
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The semi-deterministic problem is similar to the mean value problem and is formulated as

follows:

minEω

 m∑
j=1

(cfxj + cvoj(σ
2))

 (5.14a)

s.t.

y1ij ≤ xj ∀(i, j = 1, . . . ,m) (5.14b)
m∑
j=1

y1ij = 1 ∀(i) (5.14c)

y2kj(σ
2) ≤ xj ∀(k, j ≤ m,σ2) (5.14d)

y2k,m+1(σ
2) ≤ 1 (5.14e)

m+1∑
j=1

y2kj(σ
2) = 1 ∀(k, σ2) (5.14f)

Ak(σ
2) + y2k,m+1(σ

2) = 1 ∀(k, σ2) (5.14g)

n∑
i=1

d̄iy
1
ij +

b2u∑
k=1

ēky
2
kj(σ

2)− oj(σ2) ≤ Sxj ∀(j = 1, . . . ,m, σ2) (5.14h)

y1ij , xj , y
2
kj(σ

2) ∈ {0, 1} ∀(i, k, j, σ2) (5.14i)

oj(σ
2) ≥ 0 ∀(j, σ2). (5.14j)

In the semi-deterministic problem, the expected size for all items, both known and additional,

can be written as:

Eσ2

 n∑
i=1

d̄i +

 b2u∑
k=1

Ak(σ
2)ēk

 . (5.15)

Further, the largest total size of items any single bin would be allocated can be defined as a

relationship between the cost of opening a new bin and the cost of extending a currently open

bin. This can be written as:

S(1 +
cf

cvS
). (5.16)

Thus, based on a linear relaxation of the semi-deterministic problem (where items can be divided

across bins), a lower bound for the number of bins can be written as:
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
Eσ2

[
n∑
i=1

d̄i +

(
b2u∑
k=1

Ak(σ
2)ēk

)]
S(1 + cf

cvS )


. (5.17)

Since the semi-deterministic problem provides a lower bound 2SIP, (5.17) can be incorporated

into 3SIP and 2SIP through constraints, fixing the associated number of bins to be open. Further,

based on the lower bound for the number of bins and the fixed cost associated with opening a

bin, a lower bound on the optimal objective function value for the stochastic problem can be

written as:

z∗ ≥ cf


Eσ2

[
n∑
i=1

d̄i +

(
b2u∑
k=1

Ak(σ
2)ēk

)]
S(1 + cf

cvS )


, (5.18)

where z∗ represents the objective function value of the optimal solution for the stochastic

problem.

Finally, an upper bound can be developed based on evaluating the solution to the semi-

deterministic problem in the stochastic problem:

z∗ ≤ Eω [z∗SD] , (5.19)

where z∗SD is the optimal value for the semi-deterministic problem. This upper bound can be

used in the branch-and-bound and branch-and-cut based methods as a cutoff value for pruning

nodes. We revisit this point later in Section 5.4.3.

5.4.2 Valid Inequalities

There are several opportunities to utilize valid inequalities to solve the proposed stochastic

programming formulations. Based on symmetry-breaking constraints described in [29], the

following valid inequalities can be added to the formulations to reduce the symmetry induced

by identical bins:

xj−1 − xj ≥ 0 ∀(j) : j > 1, (5.20)

i∑
j=1

y1ij = 1 ∀(i). (5.21)
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Constraint set (5.20) requires that bins be opened in a specific order. These constraints restrict

the symmetry generated by defining the same allocation of items to different sets of bins.

Constraint set (5.21) states that items are allocated either to a bin to which the preceding items

have been allocated, or the next unopened bin. This restricts the unopened bin set to a single

room. For example, since item i = 1 has been allocated to bin j = 1, item i = 2 can only be

allocated to bin j = 1, 2 and not j > 2. Constraints (5.20) and (5.21) can be added to the

formulations before any solution method is implemented.

5.4.3 Decomposition Methods

Three solution methods were implemented for 2SIP. The first was the traditional branch-and-

bound algorithm implemented on the extensive form of the dynamic extensible bin packing

formulation. The other two methods employed were decomposition-based solution methods. The

traditional L-shaped method [91] as well as the Integer L-shaped method [59] were implemented

using the two-stage formulation. In the traditional L-shaped method, the recourse function is

outer linearized using optimality cuts based on the second stage dual solutions. In this method,

the master problem is repeatedly solved with an optimality cut being added at each iteration.

The following pseudocode briefly describes the implementation of the L-shaped method.

L-shaped Method

1. v = 0, θ0 = −∞, b̄ =∞
2. while (b̄− (cfx+ θv) > tolerance) do

3. v = v + 1

4. Solve first stage mixed-integer program for (xv, y1
v
, y2

v
, θv)

5. for σ2 = 1, . . . , b2u and ω = 1, . . . ,K where K is the number of third stage scenarios

6. Compute o∗j (σ
2, ω)

7. end for

8. Calculate Q(xv, y1
v
, y2

v
)

9. if cfxv +Q(xv, y1
v
, y2

v
) < b̄

10. b̄ = cfxv +Q(xv, y1
v
, y2

v
)

11. end if

12. Generate and add optimality cut to first stage problem

13. end while

The Integer L-shaped method, however, incrementally outer linearizes the recourse function

during a single master problem solution iteration. Here, optimality cuts are generated in the

same way as in the traditional L-shaped method, but only at integer feasible solutions. Thus, the
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branch-and-cut based Integer L-shaped method approximates the recourse function during the

master problem solution process. Below is a pseudocode representation of the Integer L-shaped

implementation.

Integer L-shaped Method

1. Set t = v = 0, b̄ =∞.

2. Select a pendant node; if none exists, stop.

3. Set v = v + 1; solve the node LP relaxation. If the current problem has no feasible solution,

fathom the current node; go to Step 2. Otherwise, let (xv, y1v, y2v, θv) be an optimal solution.

4. Check for integrality restrictions. If one is violated, create two new branches following the

usual branch and cut procedure; append the new nodes to the list of pendant nodes; go to

Step 2.

5. Calculate Q(xv, y1
v
, y2

v
)

6. if Q(xv, y1
v
, y2

v
)− θv < tolerance

7. Calculate bv = cfxv +Q(xv, y1
v
, y2

v
)

8. if bv < b̄

9. Update b̄ = bv

10. end if

11. else

12. Impose one optimality cut, set t = t+ 1 and go to Step 2.

13. end if

5.4.4 Heuristics

In addition to the solution methods described in Section 5.4.3, heuristics motivated by related

problems in the literature were also evaluated. While we present the heuristics in the context

of the two-batch problem, they are applicable to both the general and batched versions of the

dynamic extensible bin packing problem. Dexter and Traub [31] evaluated two heuristics for

dynamically allocated elective surgeries to operating rooms with the objective of maximizing

operating room utilization. Their Earliest Start Time and Latest Start Time heuristics allocate

the next requested surgery to the operating room with the earliest and latest start time available,

respectively, based on expected durations from historical data. The Latest Start Time heuristic

requires that there be sufficient capacity remaining for the surgery to be allocated to the room

with the latest start time available. In our implementation, the routine procedures are sorted

by increasing mean duration and the heuristics are then applied. Additionally, we evaluated a

Earliest Start Time by Variance heuristic which operates in the same manner except the routine

procedures are sorted by increasing variance instead of mean procedure duration. Finally, the
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number of procedure rooms to open was decided through an enumeration process where the

number of open procedure rooms was fixed and the heuristics were applied. The number of

open procedure rooms was then incremented and the heuristics were again applied. This process

continued until there was a solution for each heuristic where no overtime was used. Thus, the

optimal number of procedure rooms could then be identified for each heuristic. Algorithms 2

and 3 describe the implementation for the Earliest and Latest Start Time heuristics, respectively.

Note that the function SortProcedures() sorts the procedures by increasing expected duration and

EarliestRoom() returns the procedure room with the earliest available start time. LatestRoom()

returns the procedure room with the latest available start time such that procedure i (or k) will

fit. If no such room exists, LatestRoom() returns the index of the earliest available room.

Algorithm 2: Earliest Start Time Heuristic

Result: Allocation of items to bins.
SortProcedures()1

for j in bins do2

start(j)=03

for i in first batch of items do4

E=EarliestRoom()5

for j in bins do6

if j = E then7

y1ij = 18

start(j)=start(j)+d̄i9

else10

y1ij = 011

for k in second batch of items do12

E=EarliestRoom()13

if Ak=1 then14

for j in bins do15

if j = E then16

y2kj = 117

start(j)=start(j)+ēk18

y2k,m+1 = 019

else20

y2kj = 021

else22

y2k,m+1 = 123
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5.5 Numerical Results

In this section we present numerical results for 2SIP based on practical instances of the model

motivated by an OPC at Mayo Clinic in Rochester, MN. In this context, the decisions are how

many procedure rooms to plan for, how procedures should be allocated to procedure rooms, and

how to reserve capacity for urgent procedures that arrive on short notice. However, neither the

number of urgent procedures nor the duration for each procedure is known in advance. Thus,

the OPC decisions analogous to the dynamic extensible bin packing problem are:

• How many procedure rooms should be opened, staffed, and equipped each day? (How

many bins are needed?)

• How should routine procedures (those scheduled in advance) be allocated to procedure

rooms? (How should items be allocated to bins?)

• How much capacity should be reserved for urgent procedures that arise throughout the

day?

• How should urgent procedures (those arriving in the scenarios indexed by σ2) be allocated

to procedure rooms in light of the existing procedure room and routine procedure decisions?

We begin by describing the parameter estimates used for generating problem instances

for experiments. The three solution methods described in Section 5.4 are compared based on

their computational performance for a range of problem instances. The value of the stochastic

solution is presented based on the relative improvement on the expected performance of the

semi-deterministic problem solution. Finally, we present the performance of the heuristic

solutions.

5.5.1 Parameter Estimation

Test instances were generated based on data from the Division of Gastroenterology and Hepatol-

ogy at Mayo Clinic. The number of routine procedures, n, was varied between n = 10 and n = 30.

The maximum number of urgent procedures, b2u, was varied between b2u = 0 and b2u = 10 with

each scenario’s probability, σ2, being uniformly distributed. Procedure duration distributions

and case mix were sampled from historical procedure data for the uncertain procedure duration

parameters, di(ω) and ek(ω). The ratio of variable overtime costs, cv, to the fixed cost of opening

a procedure room, cf , was varied as the cost of opening a procedure room being equivalent to

one, two, and four hours of overtime. The length of day, S, was set to 480 minutes.

Each problem instance was evaluated using ten random seeds and 15,000 CPU seconds were

allowed for each instance. Each method used CPLEX V12.2 on a Dell Linux server with 2

Quad-Core Intel Xeon E5420 2.5GHz CPUs and 16GB shared RAM.
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Algorithm 3: Latest Start Time Heuristic

Result: Allocation of items to bins.
SortProcedures()1

for j in bins do2

start(j)=03

for i in first batch of items do4

L=LatestRoom()5

if start(L) + d̄i > T then6

Apply Earliest Start Time Heuristic for first batch items ≥ i and all second batch7

items.
else8

for j in bins do9

if j = L then10

y1ij = 111

start(j)=start(j)+d̄i12

else13

y1ij = 014

for k in second batch items do15

L=LatestRoom()16

if start(L) + ēk > T then17

Apply Earliest Start Time Heuristic for second batch items ≥ k.18

else19

if Ak=1 then20

for j in bins do21

if j = L then22

y2kj = 123

start(j)=start(j)+ēk24

y2k,m+1 = 025

else26

y2kj = 027

else28

y2k,m+1 = 129
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5.5.2 Decomposition-Based Methods Results

Computational results for the solution methods discussed in Section 5.4.3 are presented in Tables

5.1-5.3 and n aggregated summary is presented in Table 5.4. For each of the three methods,

the average CPU time and max CPU time across the ten random seed instances are reported

in seconds. For problem instances that did not solve to an optimality tolerance of 1%, the

average optimality gap is also reported and is calculated as a percentage of the lower bound. In

general, the computational experiments demonstrate that the dynamic extensible bin packing

problem is a challenging one. The extensive formulation solved more problem instances to

optimality than the L-shaped and Integer L-shaped methods (66.67% versus 48.15% and 44.44%,

respectively). However, the L-shaped and Integer L-shaped methods were both competitive

for harder instances solving more instances to within 10% of optimality than the extenstive

formulation (88.89% and 88.89% versus 74.07%, respectively). Further, the L-shaped method

provided the lowest average optimality gap (3.21%) and the Integer L-shaped method provided

the best worst case performance optimality gap (29.38%).

Confidence intervals for the lower bound of the optimal value of the problem instances

that were solved to optimality are presented in Table 5.5. While confidence intervals are only

presented for instances that were consistently solved to optimality, the results in Table 5.5

provide a scale of the confidence interval range. In general, the confidence intervals in Table 5.5

are small (< 1% of the optimal value in all cases).

The value of the stochastic solution (VSS) is presented in Table 5.6. Here, the VSS is defined

as the relative improvement over the expected value of using the semi-deterministic solution

(EEV). The best known solution at termination was used in the VSS calculation when the

solution methods did not converge to an optimal solution. Thus, the VSS reported in Table

5.6 is a lower bound. In general the VSS is sensitive to the overtime cost estimates. As seen in

Table 5.6, as overtime costs estimates increase and the ratio cf

60cv decreases, the VSS increases

to as high as 16.39%. However, the VSS for smaller instances is as low as 0%. More specifically,

for instances where one bin is open in the optimal solution, the VSS is 0%.

5.5.3 Heuristics Results

Performance results for the heuristics described in Section 5.4.4 are presented in Table 5.7 along

with an aggregated summary in Table 5.8. The results in Table 5.7 are presented for the n = 20

and n = 30 instances only. The optimal solutions for the n = 10 instances were identified by

each of the heuristics and were omitted from Table 5.7. In the instances where an optimal

solution was not identified with the solution methods, the lower bound at termination was used

in the heuristic optimality gap calculation. Thus, the optimality gaps reported in Table 5.7

represent an upper bound on their performance.
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Table 5.1: Computational performance and optimality gaps are presented for the Extensive
Form.

n b2u
cf

60cv

Extensive Form
Avg CPU Max CPU Average

Time (sec.) Time (sec.) Gap

10

0
4 1 2 <1%
2 1 2 <1%
1 2 7 <1%

5
4 12 16 <1%
2 10 13 <1%
1 12 13 <1%

10
4 118 168 <1%
2 146 199 <1%
1 206 344 <1%

20

0
4 12 16 <1%
2 33 54 <1%
1 31 39 <1%

5
4 867 1186 <1%
2 9434 12842 <1%
1 9587 12307 <1%

10
4 15k 15k 1.13%
2 15k 15k 2.40%
1 15k 15k 43.49%

30

0
4 88619 10732 <1%
2 8506 9696 <1%
1 9481 12114 <1%

5
4 15k 15k 23.85%
2 15k 15k 26.04%
1 15k 15k 76.31%

10
4 15k 15k 102.63%
2 15k 15k 119.30%
1 15k 15k 166.55%

Contrary to previous research, the Latest Start Time heuristics did not perform as well as

the Earliest Start Time heuristic. This is likely due to the semi-dynamic nature of the problem

where in allocating routine procedures, the Latest Start Time heuristic will fill a single procedure

room before it considers utilizing another procedure room. While the Earliest Start Time by

Variance heuristic provided the optimal solution for 88.89% of the instances that were solved

to optimality. This is in contrast to the Latest Start Time and Earliest Start Time producing

optimal solutions for 66.67% and 83.33% of the instances, respectively. While all three heuristics
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Table 5.2: Computational performance and optimality gaps are presented for the L-shaped
Method.

n b2u
cf

60cv

L-Shaped Method
Avg CPU Max CPU Average

Time (sec.) Time (sec.) Gap

10

0
4 45 49 <1%
2 45 47 <1%
1 40 43 <1%

5
4 50 52 <1%
2 49 54 <1%
1 70 75 <1%

10
4 65 100 <1%
2 92 121 <1%
1 166 190 <1%

20

0
4 82 84 <1%
2 232 310 <1%
1 2113 3369 <1%

5
4 96 98 <1%
2 15k 15k 1.72%
1 15k 15k 10.12%

10
4 15k 15k 3.11%
2 15k 15k 6.22%
1 15k 15k 10.99%

30

0
4 15k 15k 3.17%
2 15k 15k 6.12%
1 15k 15k 10.91%

5
4 15k 15k 3.76%
2 15k 15k 6.42%
1 15k 15k 3.54%

10
4 15k 15k 4.29%
2 15k 15k 7.11%
1 15k 15k 7.29%

provided average optimality gaps less than 10%, the Earliest Start Time and Earliest Start Time

by Variance resulted in relatively lower averages (1.61% and 1.58% versus 6.94%, respectively).

Similarly, the two Earliest Start heuristics both limited worst case performance to less than 10%

while the Latest Start Time heuristic produced a worst case performance of 36.55% from optimal.

Both the Earliest Start Time and the Earliest Start Time by Variance heuristics performed well

with small optimality gaps for larger problems with average optimality gaps between 0.69% and

6.99% for the n = 30 problem instances.
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Table 5.3: Computational performance and optimality gaps are presented for the Integer
L-shaped Method.

n b2u
cf

60cv

Integer L-Shaped
Avg CPU Max CPU Average

Time (sec.) Time (sec.) Gap

10

0
4 41 43 <1%
2 40 44 <1%
1 42 48 <1%

5
4 46 52 <1%
2 47 53 <1%
1 69 73 <1%

10
4 56 81 <1%
2 85 124 <1%
1 160 184 <1%

20

0
4 84 87 <1%
2 380 753 <1%
1 11629 15k 1.08%

5
4 88 95 <1%
2 15k 15k 2.11%
1 15k 15k 4.24%

10
4 15k 15k 3.35%
2 15k 15k 6.69%
1 15k 15k 13.65%

30

0
4 15k 15k 4.85%
2 15k 15k 9.12%
1 15k 15k 17.21%

5
4 15k 15k 4.98%
2 15k 15k 8.83%
1 15k 15k 3.15%

10
4 15k 15k 4.25%
2 15k 15k 9.35%
1 15k 15k 16.81%

111



Table 5.4: A summary of the performance of each solution method is aggregated over all of the
problem instances.

Method
% Optimal % Optimal Average Max

(<1%) (<10%) Gap Gap

Extensive
66.67% 74.07% 20.80% 288.05%

Form

L-Shaped
48.15% 88.89% 3.21% 37.46%

Method

Integer
44.44% 88.89% 4.10% 29.38%

L-Shaped

Table 5.5: Confidence intervals of the optimal value lower bound are presented for problems
that were solved to optimality. Half-widths were calculated based on ten random seed instances
for each problem.

n b2u
cf

60cv z* Half-width 95% CI

10

0
4 1.0043 0.0012 [1.0031, 1.0055]
2 1.0086 0.0024 [1.0062, 1.0110]
1 1.0172 0.0048 [1.0124, 1.0221]

5
4 1.0387 0.0027 [1.0360, 1.0414]
2 1.0775 0.0053 [1.0721, 1.0828]
1 1.1549 0.0106 [1.1443, 1.1656]

10
4 1.1826 0.0044 [1.1783, 1.1870]
2 1.3652 0.0087 [1.3565, 1.3739]
1 1.7304 0.0175 [1.7130, 1.7479]

20

0
4 1.5741 0.0080 [1.5660, 1.5821]
2 2.0120 0.0018 [2.0102, 2.0138]
1 2.0240 0.0036 [2.0204, 2.0276]

5
4 1.8875 0.0094 [1.8781, 1.8968]
2 2.0368 0.0019 [2.0349, 2.0387]
1 2.0736 0.0038 [2.0698, 2.0773]

30 0
4 2.1922 0.0055 [2.1867, 2.1977]
2 2.3844 0.0110 [2.3734, 2.3954]
1 2.7688 0.0221 [2.7468, 2.7909]
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Table 5.6: The value of the stochastic solution (VSS) is presented as a relative improvement
from the expected value of the semi-deterministic problem solution (EEV). The best solution at
termination was used for problems that were not solved to optimality and is indicated by a *.

n b2u
cf

60cv EEV z∗ VSS

10

0
4 1.0043 1.0043 0.00%
2 1.0086 1.0086 0.00%
1 1.0172 1.0172 0.00%

5
4 1.0387 1.0387 0.00%
2 1.0775 1.0775 0.00%
1 1.1549 1.1549 0.00%

10
4 1.1826 1.1826 0.00%
2 1.3652 1.3652 0.00%
1 1.7304 1.7304 0.00%

20

0
4 1.5741 1.5741 0.00%
2 2.2104 2.0120 8.98%
1 2.4209 2.0240 16.39%

5
4 1.8875 1.8875 0.00%
2 2.0473 2.0368 0.51%
1 2.1307 2.0736 2.68%

10
4 2.0816 2.0627* 0.91%
2 2.1664 2.1272* 1.81%
1 2.3040 2.2641* 1.73%

30

0
4 2.2073 2.1922 0.68%
2 2.4146 2.3844 1.25%
1 2.8292 2.7688 2.13%

5
4 2.3841 2.3752* 0.37%
2 2.7729 2.7507* 0.80%
1 3.5601 3.0890* 13.23%

10
4 2.6589 2.6262* 1.23%
2 3.2687 3.1069* 4.95%
1 3.5902 3.2109* 10.57%

113



Table 5.7: The three heuristics were evaluated according to the optimal value of the stochastic problem, or the best lower bound
at termination (indicated by a *) when optimality was not reached at termination.

n b2u
cf

60cv
Latest Start Earliest Start Earliest Start by Variance

Average Gap Max Gap Average Gap Max Gap Average Gap Max Gap

20

0
4 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
2 6.76% 8.12% 0.36% 0.47% 0.32% 0.50%
1 26.83% 28.46% 0.72% 0.93% 0.64% 0.98%

5
4 0.00% 0.00% 0.00% 0.00% 0.00% 0.00%
2 12.28% 12.83% 0.57% 0.79% 0.49% 0.67%
1 24.04% 25.18% 1.12% 1.56% 0.97% 1.31%

10
4 5.59%* 5.92%* 1.41%* 1.64%* 1.36%* 1.51%*
2 11.25%* 11.97%* 3.04%* 3.48%* 2.93%* 3.20%*
1 22.08%* 24.00%* 6.21%* 7.63%* 6.00%* 7.10%*

30

0
4 0.80% 0.94% 0.69% 0.95% 0.69% 0.95%
2 1.46% 1.73% 1.26% 1.75% 1.26% 1.75%
1 2.52% 2.96% 2.17% 2.99% 2.17% 2.99%

5
4 2.83%* 3.56%* 2.77%* 3.47%* 2.77%* 3.47%*
2 5.42%* 6.99%* 5.32%* 6.77%* 5.32%* 6.77%*
1 17.87%* 19.84%* 3.32%* 4.06%* 3.30%* 4.36%*

10
4 3.88%* 4.57%* 3.83%* 4.60%* 3.83%* 4.60%*
2 9.22%* 10.84%* 3.96%* 5.51%* 3.96%* 5.39%*
1 34.75%* 36.55%* 6.99%* 7.75%* 6.99%* 8.09%*

114



Table 5.8: The heuristics’ performance is summarized and aggregated over all of the experiment
instances.

Heuristic Within 1% of Optimal Average Gap Max Gap
Latest Start 66.67% 6.94% 36.55%

Earliest Start 83.33 % 1.61% 7.75 %
Earliest Start by Variance 88.89% 1.58% 8.09%

5.6 Conclusions

In this chapter we presented a new model, referred to as the dynamic extensible bin packing

problem. The problem was formulated as a three-stage stochastic integer program (3SIP). We

presented a two-stage stochastic program reformulation (2SIP) and compared the computational

performance of three solution methods. Lower and upper bounds were developed in order to

improve the computational efficiency of the described solution methods. Well-known heuristics

motivated by related problems in the literature were also described and evaluated.

The computational results demonstrate that the dynamic extensible bin packing problem is

challenging to solve; larger instances were not solved to optimality within the computational

budget of 15,000 CPU seconds. This is a result of the problem involving both stochastic and

combinatorial optimization. While applying branch-and-bound directly to the extensive form

of 3SIP solved more problem instances to optimality, the decomposition-based L-shaped and

Integer L-shaped methods provided better optimality gaps for the most challenging problems.

In general, the computational results show that the problem becomes more challenging to solve

as add-on uncertainty increases and as overtime cost estimates increase.

The VSS was shown to be sensitive to the estimate of overtime costs as well as the size of

the problem. In larger problem instances the VSS was as high as 16% for problems where the

overtime estimate was high and as low at 0% for problems where the overtime estimate was low.

In many smaller problem instances, however, the solution to the semi-deterministic problem was

optimal resulting in a VSS of 0%.

In addition to the solution methods described, heuristics based on similar problems in the

literature were also evaluated. The performance of these heuristics was generally robust with the

optimal solution being identified for many instances and small average and maximum optimality

gaps otherwise. The Earliest Start Time by Variance provided the optimal solution most often

as well as the lowest average optimality gaps. Rules of thumb can easily be gleaned from these

heuristics in a manner that is easy for managers to implement.
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Chapter 6

Conclusions

In this thesis we examined the challenges inherent in managing outpatient procedure centers due

to their complex structure of activities and demand uncertainty. The models developed in this

thesis focus on two primary types of procedure demand uncertainty, no-shows and urgent add-on

procedures. First, we presented results for overbooking policies which were compared to other

no-show mitigation strategies employed in practice. Next, theoretical and numerical results were

presented for optimal booking, sequencing, and scheduling decisions in the presence of no-shows

and multiple patient classes. Finally, capacity management decisions in the presence of future

demand uncertainty were studied using a new formulation for dynamic extensible bin packing.

This thesis also contains novel models and contributions for stochastic optimization. New

decomposition-based solution methods were developed and shown to perform well for a class of

two-stage stochastic integer programs. A comparison of decomposition-based solution methods

was evaluated for dynamic extensible bin packing. Along with exact stochastic optimization

methods, heuristics were also evaluated for each of the models presented. Results show that, in

general, judiciously choosing heuristics in the OPC settings can often result in near optimal

decisions.

The rest of this chapter is organized as follows. In Section 6.1 we identify the most important

conclusions from the research presented in Chapters 3, 4, and 5. In Section 6.2 we conclude this

thesis with extensions of the work presented in this thesis as well as more novel, but related,

future research directions.

6.1 Contributions

OPCs are increasingly becoming a safe, cost-effective, and convenient point of care for patients in

many specialties. Based on the recent increase in patient demand and the many new challenges

they present, planning and scheduling decisions for outpatient procedure centers require the
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development of new models to provide managerial insights. In developing new stochastic opti-

mization models, this thesis includes theoretical and methodological contributions to stochastic

programming and optimal planning and scheduling decisions for outpatient procedure center

managers.

The simulation model developed in Chapter 3 provided a means to capture the uncertainty

and complexity of an outpatient procedure center for the purpose of measuring the effects of

no-shows. While no-shows are well documented and studied in the literature, the cost that

no-shows bare on outpatient procedure centers has not been identified. The results in Chapter 3

demonstrate that the financial loss due to the inefficiencies attributed to no-shows is high. The

OPC we studied had an average no-show rate of 18% resulting in 16.4% loss in net gain. While

no-show mitigation strategies that are common in practice cannot fully reduce the no-show rate

to 0%, they can result in reducing the loss to 3.8-10.5%. Overbooking, however, can achieve

similar net gain results to the scenarios where the no-show rate is 0%. It is important to note

that while overbooking was able to recoup the loss attributed to no-shows, the performance of

an overbooking schedule is sensitive to the design of the appointment schedule. Based on the

heuristics that were evaluated, we found that scheduling overbooked patients throughout the

entire day resulted in the highest net gain.

The notion of patient demand uncertainty with regard to no-shows was extended in Chapter

4. Through the development of a two-stage stochastic integer program, the results in Chapter

4 include insights into optimal booking, sequencing, and appointment scheduling decisions for

OPCs. We found that the optimal sequence for patient arrivals is sensitive to both no-show rates

and procedure duration variance. Our findings in theoretical and numerical results demonstrate

that sequencing patients with higher no-show rates and higher procedure duration variance later

in the day minimizes expected costs. Our numerical experiments based on larger more realistic

test cases also support this finding. When no-show rates are high, our results suggest that it

may be optimal to double book patients at the beginning of the day. Similar to the conclusion in

Chapter 3, as fixed cost estimates relative to reimbursement rates increase, the optimal booking

decisions result in fewer patients being scheduled. The two-stage stochastic integer program was

found to be extremely computationally challenging and decomposition-based methods are largely

ineffective at solving realistic problem instances. This is likely due to the weak LP relaxation

resulting from big M constraints. The computational results in Chapter 4 demonstrate that

new scenario aggregation methods can result in improved solution times for a class of stochastic

integer programs. By aggregating scenarios based on expected procedure duration, we were able

to obtain optimal solutions to larger problem instances that traditional decomposition-based

methods were unable to solve.

In Chapter 5 we developed a multi-stage stochastic integer programming model for the

purpose of mitigating the effects of of demand uncertainty. In contrast to no-shows, the
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uncertainty considered in Chapter 5 results from urgent procedures that need to be allocated

to procedure rooms on short notice. The computational results demonstrate that the dynamic

extensible bin packing problem is challenging to solve. In a comparison of solution methods,

we found that applying branch-and-bound to the extensive form of the problem solved more

problem instances to optimality; however, the decomposition-based L-shaped and Integer L-

shaped methods provided better optimality gaps for the most challenging problems. In general,

the computational results show that the two-batch problem becomes more challenging to solve

as add-on uncertainty increases and as overtime cost estimates increase. Our findings show the

VSS is sensitive to the estimate of overtime costs as well as the size of the problem, ranging from

0%-16% improvement. In larger problem instances the VSS was high for problems where the

overtime estimate was high, and low for problems where the overtime estimate was low. Further,

we found that in many smaller problem instances the solution to the semi-deterministic problem

was optimal. In addition to the solution methods described, heuristics based on similar problems

in the literature were also evaluated. The performance of these heuristics was generally robust

and the heuristics identified the optimal solution for many instances. For problem instances

where the heuristics did not identify the optimal solution, the heuristic solutions resulted in

small average and maximum optimality gaps. Overall, the Earliest Start by Variance heuristic

was concluded to perform the best on average across many problem instances.

6.2 Future Research

There are several opportunities to extend the research presented in this thesis. Chapter 3

includes results for overbooking in an endoscopy suite. While these results are relevant to

most OPCs, optimal overbooking policies will likely differ for health care settings where patient

behavior is less reliable. For example, in settings where patients interface with their provider

frequently, such as primary care clinics, patients may tend to change their behavior based on their

understanding of the booking and scheduling policy. For instance, what are the implications on

overbooking and scheduling policies if a patient observes that they are often double booked and

begin to arrive tardy to their appointment for the purpose of avoiding waiting time? Extending

the overbooking modeling framework in Chapter 3 to include factors such as patient behavior

could broaden the scope and relevance to other types of health care settings.

The solution methods in Chapter 4 obtained optimal solutions for problem sizes based on

the OPC studied. While heuristics were evaluated for larger problems with more patient classes,

and were found to work well on a series of small test cases, extending the booking, sequencing,

and scheduling problem such that larger problems can be solved would increase confidence in

the suitability of the heuristics. This could have implications for other types of OPCs such

as lab services or radiation treatment centers. As a possible extension, a reformulation of the
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stochastic integer program in Chapter 4 that does not include big Ms may result in easier

to solve models. Further, the model formulated in Chapter 4 is for a single server. While

decomposing the OPC system into a set of single servers provides an approximation method

with which improved scheduling decisions can be based, developing a formulation that explicitly

incorporated processes that are up and downstream of the procedure would more accurately

represent the uncertainty in the system. However, such a multi-stage stochastic integer program

would be large and computationally intractable for traditional solution methods. Therefore,

developing new solution methods for coordinating care that is delivered across multiple stages

could provide new and important insights to many health care settings, including OPCs.

In Chapter 2, solution methods were discussed for stochastic integer programs with nonconvex

recourse functions resulting from integrality constraints in the second stage. Such methods

could be applied to a reformulation of the dynamic extensible bin packing problem developed in

Chapter 5 where the multi-stage formulation is reformulated as a two-stage problem by combining

the second and third stages. This would result in a formulation with integrality constraints

in both the first and second stages. The first stage is again purely binary and the resulting

second stage is a mixed integer program. Possible solution methods include the integer L-shaped

method using the optimality cuts proposed in Laporte and Louveaux [59], set convexification

cutting plane methods in Carøe and Tind [16], the disjunctive decomposition algorithm in Sen

and Higle [79], or the Reformulation-Linearization Technique (RLT) in Sherali and Fraticelli [81].

It is important to note that the last two methods rely on the first stage decision variables being

purely binary, as is the case for the formulation defined above. In addition to a reformulation

of the dynamic extensible bin packing problem, investigating a formulation that is conducive

to a branch-and-price contains promising computational advantages. As a solution method,

branch-and-price is a column generation based method that has not been extensively applied to

stochastic programs. However, in recent literature branch-and-price has been shown to be a

successful approach to solving stochastic integer programs [23, 5, 62, 83]. Implementations of

the convexification and branch-and-price methods described above represent newly developing

areas in in the field of stochastic programming.
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