
ABSTRACT

TROSTLE, JOHN PARKER. Bayesian Methodologies for the Spatial Spread of Disease.
(Under the direction of Brian Reich and Gustavo Machado).

Studying the spread of disease is a challenging but important area of research. It is
not only of public interest, but it is also important to researchers trying to understand
the spread of disease among animals. The dynamics that govern disease spread are
hard to model because infections are functions of both the underlying pathogen as
well as human or animal behavior. These challenges lead to many approaches focusing
on considering a group of individuals or animals as a single, closed group. A more
realistic yet more difficult approach is to consider the individuals or animals as being
grouped spatially and then to consider how the dynamics of disease spread may
manifest at and between different locations. This dissertation proposes several novel
methodologies to model this spatial spread.

In Chapter 1 we begin by reviewing how previous research has modeled the
spatial spread of both human and epizootiologic disease. Many of the proposed
methodologies fall into three broad categories: generalized linear mixed-effects models,
which simplify the problem to allow for common statistical methodologies to be
applied; deterministic models, which are based on theories of disease spread and are
relatively simple to fit but may not be flexible enough to capture real-world variability;
and stochastic, simulation-based models that are based in theory but are challenging
to fit. We provide examples of each and discuss their benefits and drawbacks in more
detail. Finally, we provide statistical background on dynamic spatiotemporal models,
which will be of use in discussing our proposed methods in Chapters 2 and 3.

In Chapters 2 and 3, we propose a novel approach to modeling the spatial spread
of disease by approximating a complex, nonlinear, spatial stochastic process dynamics
with a simpler Gaussian process. In Chapter 2, we discuss our underlying approach
in detail, which is based on extending moment-closure approximations to a spatial
disease-spread model. We demonstrate the merits of this approach by showing that
our approximation allows us to model data simulated from the true stochastic process.
In Chapter 3, we address the key computational bottleneck to the moment-closure
approximation by implementing a tensor-based emulator for the ordinary differential
equations governing the moments in our approximating Gaussian process. The result
is a fast, low-rank approximation that may be used to conduct inference on the features



driving the dynamics of the spatial spread of disease.
In Chapter 4, we model the spatial spread of porcine epidemic diarrhea virus

(PEDV) among pig-producing farms in a region of the United States. Our model is able
to capture the many proposed mechanisms of PEDV spread, such as various networks
interconnecting the farms and local spread, while being faster than simulation-based
approaches. We also demonstrate the importance of interacting these effects with
the infection status of the source farms, and we provide a solution to the statistical
complication that arises because of this interaction.
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CHAPTER

ONE

INTRODUCTION

The general interest in epidemiological methods increased in 2020 because of the
COVID19 outbreak. As a result of the widespread desire to model the spread of such
an infectious disease, there were papers published throughout the world proposing
different approaches to forecast new outbreaks. For example, Rahimi et al. (2021)
published in early 2021 an exhaustive literature review of the numerous approaches
used in a large selection of journal articles in 2020. They found researchers using
models based on susceptible-infectious-recovered (SIR) curves (Dil et al. 2020), moving
averages (Chaudhry et al. 2020), Gaussian-process regression (Arias Velásquez and
Mejía Lara 2020), support vector machines (Parbat and Chakraborty 2020), neural
networks (Moftakhar et al. 2020), and even ensemble approaches like a business-
forecasting algorithm developed by Facebook (Abdulmajeed et al. 2020). Many of
these papers focused on modeling aggregated data for COVID19 at the country level,
looking at populations as a whole.

This dissertation is about modeling the spatial spread of disease. The Bayesian
methods we propose may be used to learn how infections at one spatial location
impact new infections at a different spatial location. Analyzing the spatial component
of disease spread is desirable in many contexts: we often discuss new infections
of human diseases using political boundaries (Dil et al. 2020), animal-production
companies worry about their farms being near other infected farms (Machado et al.
2019), biologists hope to learn how diseases spread among trees (Aniţa et al. 2021), and
epizootiological researchers wish to learn how diseases spread among wild animal
populations (Cunningham et al. 2021).

1



In this chapter we provide background information on current literature as well as
statistical methods that will be used or referenced in subsequent chapters. In Section
1.1 we provide an overview of spatial epidemiological methods that have been used
in the literature for both human and veterinary diseases. In Section 1.2 we provide
background on dynamic spatiotemporal modeling that will be informative for the
methods proposed in Chapters 2 and 3. Finally, in Section 1.3 we provide an overview
of the methodologies we will propose in this dissertation.

1.1 Spatial epidemiological models

We begin by providing a brief survey of spatial epidemiological models. There are
many approaches proposed throughout the literature, but we broadly group them
into three categories: generalized linear mixed-effects models, deterministic models,
and simulation-based models. We offer additional information and examples of each
in the following subsections.

1.1.1 Generalized linear mixed-effects models

We start with a classic set of statistical models, generalized linear mixed-effects models
(GLMMs). In the context of epidemiology, the two most common approaches are
to model new infections using Poisson regression or modeling infection status (a
binary response) using logistic regression. Variations of these are possible, such
as accounting for overdispersion in Poisson regression, using a negative-binomial
regression for count data, or using a different link function for the binary-response
data such as a probit or complementary log-log. They are typically fit using spatially
varying covariates and a spatial random effect. See McCulloch et al. (2008) for a more
thorough introduction to GLMMs.

The benefit to using GLMMs is statistical methods as well as software to fit these
models are readily available, and the interpretation of the model output is widely
understood. This combination makes it easy to regress new infection counts on
different covariates of interest. This is in stark contrast to fitting covariate effects into
complicated compartmental models, which we discuss shortly. However, those more
complicated models may be more realistic in terms of capturing the true transmission
dynamics of a disease.
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Nevertheless, using GLMMs remains popular in the spatial epidemiological litera-
ture. For example, Haredasht et al. (2017) fits a mixed-effects logistic regression to farm
outbreak data for porcine respiratory and reproductive system virus (PRRSv) using
a spatial random effect and pig-shipment data. Arruda et al. (2017) models PRRSv
outbreak counts using environmental factors at the outbreak sites, while Thanapongth-
arm et al. (2014) models PRRSv outbreaks in Thailand using logistic regression with a
spatial autoregressive effect. Abrial et al. (2005) uses a spatial mixed-effects Poisson
regression to help analyze the spread of bovine spongiform encephalopathy from
pigs and poultry to cattle, while Coly et al. (2021) models bovine tuberculosis using a
negative-binomial regression with spatiotemporal random effects. Wakefield (2007)
compares non-spatial and spatial models for Scottish lip cancer count data. Schmidt
et al. (2022) analyzes the spread of arboviral diseases in neighborhoods of Rio de
Janeiro by extending a spatial GLMM to model three diseases spreading contempo-
raneously, and Nyandwi et al. (2020) uses zero-inflated spatial Poisson regression
to model schistosomiasis in Rwanda. Snäll et al. (2008) fits a spatiotemporal model
to estimate the dynamics of plague spread among prairie-dog colonies. Ugarte et al.
(2014) demonstrates using R-INLA, a software package used to fit Bayesian models in
lieu of MCMC, to model spatiotemporal distributions of disease.

There have been many papers on the spatial spread of COVID19 that used some
form of spatial GLMM (e.g., Jalilian and Mateu 2021; Kang et al. 2022; Murakami and
Matsui 2022). A recent model proposed in a preprint by researchers at the Mayo Clinic
incorporates hospitalization rates (Storlie et al. 2021), while another preprint uses
a spatial causal-inference framework to model the effect of mobility on COVID-19
spread (Giffin et al. 2021). In both of these latter two cases, the models incorporated
SIR-like dynamics to model new-infection counts. We discuss using these kind of
deterministic spatial models next.

1.1.2 Deterministic models

A second category of spatial epidemiological models are those that try to capture
real-world disease-spread dynamics by some form of mathematical or mechanistic
model. We refer to these collectively as deterministic models because they do not
model any variability in the observed data or underlying disease dynamics.

The widespread use of these models is a result of them being relatively simple to
fit while being based on theories of disease-transmission dynamics. Many are based

3



on compartmental models, which are models where a population is divided into
subgroups and the model describes how those subgroups change over time (Brauer
et al. 2008). The most famous deterministic epidemiological model is the aforemen-
tioned SIR model (Kermack and McKendrick 1927), which divides a population into
susceptibles, infectious, and recovered, though there are many others. The original SIR
model is not a spatial model, but there have been proposals that extend the simpler
premise to a spatial context (e.g., Bürger et al. 2016; Paeng and Lee 2017). We discuss
SIR models more in Chapter 2.

Other approaches are possible, such as the model presented in Tsori and Granek
(2021) that models spread as a function of spatially varying density. There are some
attempts at doing deterministic agent-based models for spatial disease spread (e.g.,
Reluga 2004), and there are many proposed spatial models based on reaction-diffusion
dynamics (e.g., Allen et al. 2008; Wang and Zhao 2012; Chinviriyasit and Chinviriyasit
2010; Hilker et al. 2007). Some of these are extended to incorporate cross-diffusion
(e.g., Berres and Ruiz-Baier 2011; Milner and Zhao 2008). The topic of the spatial
domain changing through time has also been considered in this context (e.g. Zhuang
and Wang 2021).

A common use of deterministic models is the use of “transmission kernels”, which
are typically functions of distance and population sizes. These are used frequently
in veterinary models, with the so-called gravity model being arguably the most
well known (Viboud et al. 2006). There is ongoing research into additional possible
transmission kernels to improve on the relatively simple gravity model (Bjørnstad
et al. 2019), and various other kernels are used in the literature (e.g., de Koeijer et al.
2011; Nassuato et al. 2013)

However, there is a trade-off made with the deterministic models. By virtue of their
simplicity they ignore all sources of variability in outbreak data. The final approach
that we now describe takes the opposite approach – it also is based in theoretical
epidemiological models, but the variability in the underlying stochastic processes is
accounted for.

1.1.3 Simulation models

The third and final broad category of spatial epidemiological models we introduce
may be broadly categorized as simulation-based methods. In general these methods
are based on complex theoretical models as in Section 1.1.2, but they are stochastic
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models. They are generally more complicated to fit than the models in Section 1.1.1.
As a result, the typical approach is to simulate data from the model and compare the
results of those simulations to observed data.

The nature of these models can vary. They can be as relatively straightforward
as extending a stochastic SIR process to a spatial domain (e.g., Brown et al. 2018;
Craft et al. 2009), a topic we discuss more in Chapter 2. They can also have a large
scope such as a model for global epidemics (Balcan et al. 2010). A more common
application is the use of Approximate Bayesian Computation (ABC), which marries
the simulation approach with Bayesian statistics. This is a commonly taken approach
in a lot of spatial-epidemiology literature (e.g., Smith and Gröhn 2015; Kosmala et al.
2016; Nixon et al. 2021; Widgren et al. 2018; Salines et al. 2020; Galvis et al. 2022a).
Dedicated software has been developed to fit certain simulation-based models using
ABC (Jones et al. 2021).

A different but related category of simulation-based spatial-epidemiological mod-
els are agent-based models (ABMs), which aim to model the interactions among
individuals as well as their environments. There have been several ABMs proposed to
model the spatial spread of disease (e.g., Abdulkareem et al. 2018; Halsey and Miller
2018; Perez and Dragicevic 2009; Hunter et al. 2018).

The benefits to the simulation-based approach is it allows complex, theoretical
models to be proposed that also account for real-world variability in outcomes.
However, the downside to these models is they can be challenging to fit, requiring
either extensive computational resources, lots of time, or both.

1.2 Dynamic spatiotemporal models

In Chapters 2 and 3 our methodology can be described as a dynamic spatiotemporal
model, a type of model that has many applications beyond spatial epidemiology.
We now provide a brief overview of the relevant statistics, particularly for the case
where we have a deterministic (often called “physical” in this context) model for the
underlying phenomenon being measured. For a more complete primer on dynamic
spatiotemporal modeling, see Cressie and Wikle (2011).
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1.2.1 Background and examples

A large class of naturally occurring phenomena can be described as spatiotemporal
processes. Perhaps the most commonly considered examples of such phenomena are
in climatology where, for example, temperature and cloud coverage are described as
spatiotemporal processes. Nevertheless, the class of such phenomena extends to other
research disciplines, including epidemiology. Consider:

• The shallow-ice approximation (SIA) partial-differential equation (PDE) is a
widely used model in glaciology. It is used to analyze ice thickness as a function
of the velocity of the glacier, the “mass balance” (how much the glacier is gaining
or losing mass), bedrock elevation, and other parameters (Gopalan et al. 2018;
Davies 2020). A major work in 2005 provided analytic solutions to the PDEs
(Bueler et al. 2005).

• The spread of an invasive species depends on its reproductive rate as well as
its density at a particular location. Reaction-diffusion equations form a class
of deterministic models for this kind of spread, such as seen in the work of
Bonneau et al. (2016).

• As described above, there is a large body of literature modeling the spread of
disease among both humans and animals. For example, Retkute et al. (2018)
modeled the spread of avian flu across Thailand in 2004 among duck farms,
while Murai et al. (2018a) modeled the spread of porcine epidemic diarrhea
within a particular type of pig farm.

We chose the above examples because they share several characteristics that will
be important for Chapters 2 and 3. The first is that they are specifically dynamic
spatiotemporal processes, which means here the process evolves in time. The second
is that the scientific and statistical models are typically nonlinear, which in this case
means either nonlinear in the parameters or in the process itself. The third is the
modeling problems suffer from computational complexity. It is common to hear about
complicated models for naturally occurring phenomena taking weeks or longer to
run, like those described in Section 1.1.3.

The second reason we chose the above examples is there is literature about how to
use statistical methodologies in conjunction with more purely mathematical models.
For example, Gopalan et al. (2018) and Guan et al. (2016) incorporate the SIA PDEs into
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statistical models, and Hooten and Wikle (2008) incorporated the reaction-diffusion
equations for invasive-species spread into a Bayesian hierarchical model for the spread
of the Eurasian collared dove. Meanwhile, Buckingham-Jeffery et al. (2018) provided a
review of Gaussian Process (GP) based methods to approximate SIR models for the
analysis of disease spread.

As stated before, we call these underlying mathematical models “physical models”
(even though they do not necessarily relate to physics) so that we may differentiate
them easily from statistical models. Let S be an arbitrary real-valued spatial domain
(typically R2), and let T be an arbitrary real-valued temporal domain (typically
discrete, such as N), with sss ∈ S and t ∈ T . The physical models often rely on
spatiotemporally indexed observational inputs xxx(sss, t) as well as θ, a vector of model
parameters. For example, Bonneau et al. (2016) describes a basic reaction-diffusion
model for species growth and spread that depends on xxxT = {η(sss, t), K(sss)}T, where
η(sss, t) is the species density at location sss and at time t and K(sss) is the maximum
density of the species at location sss. This model also depends on θθθT = {D, ϵ}T, where
D is the rate at which members of the species disperse and ϵ is difference in birth and
death rates of the species.

A possible modeling approach is to rely on a purely statistical model without
explicitly using the physical model. This is roughly analogous to the approach taken
by the models described in Section 1.1.1. However, in this context it often means
modeling our observed data as coming from a Gaussian process where we will
need to decide on a covariance function for Y(sss, t) and Y(sss′, t′), where Y(sss, t) is the
observed value at site sss and time t. Because covariance modeling is such a hard
statistical problem, a common approach is to model a separable covariance function
such that Cov{Y(sss, t), Y(sss′, t′)} = Covs(sss, sss′)× Covt(t, t′), where Covs and Covt are
spatial and temporal covariance functions, respectively. Clearly that assumption is
made for its simplicity; it is well understood that a separable covariance function
does not typically model real-world phenomena well (Gelfand et al. 2010, ch. 25).
This is an active area of research with a tremendous amount of literature on ways
to relax assumptions and better model real-world phenomena; for example, there
has been a significant amount of work trying to extend these models to account for
nonseparability (see, e.g., Cressie and Huang 1999; Gneiting 2002; Stein 2005; Fuentes
et al. 2008) to relax the Gaussian process assumption (e.g., Hering and Genton 2010;
Fonseca and Steel 2011) or to include knowledge of the physical process such as a
boundary (Bakka et al. 2019) or the spatial domain being a sphere (Guinness and
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Fuentes 2016). This approach can of course be used to model dynamic spatiotemporal
processes (e.g., Ghosh et al. 2010).

Alternatively we could model observed data using only the physical model, which
is analogous to the approaches described in Section 1.1.2. Here the simplest but
most brute-force approach is to find the model parameters θ̂θθ that minimize ||Y(sss, t)−
F(sss, t; θ)||2 over all sss and t, where F(sss, t; θ) is the model output at site sss and time t
evaluated at parameter values θ (and may depend on spatially and temporally varying
features). We can then use θ̂θθ to make predictions at unobserved (sss, t) (which may
include other features or observation-dependent variables, as discussed previously).
However, relying on only the physical model has drawbacks. This approach can be
computationally expensive, especially if the physical model takes a long time to run
and there is a lot of data. The inflexibility of a deterministic model may not allow
for measurement error, process noise, complex real-world dynamics, or any other
sources of variance in the observed data. Worse still is if there is essentially bias in
the model, also known as “model discrepancy” in some literature (e.g., Kennedy and
O’Hagan 2001). Measuring uncertainty in parameter estimates requires some form of
bootstrapping (e.g., Chowell 2017, on parametric bootstrapping with an SIR model)
and may be prohibitive if the model is computationally demanding.

The methods we employ in Chapters 2 and 3 marry these two approaches by
embedding the physical model in the statistical model, and it is often called physical-
statistical modeling as a natural consequence (Berliner 1996, 2003). Physical-statistical
modeling is a type of nonlinear Bayesian hierarchical model and can be viewed as a
generalization of more common linear dynamic spatiotemporal models (DSTMs). We
begin with an overview of linear DSTMs, and then we describe physical-statistical
models in more detail.

1.2.2 Linear dynamic spatiotemporal models

Linear DSTMs form a class of relatively well understood methods; the standard form
of the model is an extension of vector autoregressive processes, which are widely used
outside of spatiotemporal statistics. These are also known sometimes as “state-space
models” depending on the context and literature.

Suppose we have observed data {Y(sss, t); s ∈ S , t ∈ T }. As described earlier, S is
arbitrary but typically R2; however, T is necessarily discrete. We have observed data
at nt time points. Furthermore, we observed the data with measurement error, and
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the true process is {Z(sss, t); s ∈ S , t ∈ T }. Define YYYt = (Y(sss1, t), ..., Y(sssns , t))T, where
ns is the number of observed spatial locations in S . Define ZZZt similarly. We assume
that the distribution p({YYY1, ...,YYYnt}|{ZZZ1, ..., ZZZnt}) can be written as ∏nt

t=1 p(YYYt|ZZZt), and
we make a Markov assumption on the latent process such that p(ZZZt|{ZZZ1, ..., ZZZt−1}) =
p(ZZZt|ZZZt−1). Then the standard linear DSTM is written as:

YYYt =AZZZt + eeet

ZZZt =MZZZt−1 + ηηηt
(1.1)

where A maps the latent variables to the observed variables (typically but not neces-
sarily A = Ins), eeet is a measurement-error process, and ηηηt is a noise process. In usual
practice the error and noise processes are mean zero with arbitrary positive-definite
covariance matrices (though they are typically diagonal). The physical model is em-
bedded in M, which is known as the propagator matrix (Cressie and Wikle 2011).
Typically M is unknown and is to be estimated, possibly as a function of parameters.1

The most famous result associated with this formulation is the Kalman filter
(Kalman 1960). The Kalman filter is an algorithm to get optimal predictions when all
the error and noise distributions are normal, and it is still in wide use today.

It is well accepted that this linearity assumption is typically a simplifying assump-
tion and that many real-world phenomena are nonlinear in nature. As a result of this
simplifying assumption, there are readily available packages on the R package repos-
itory CRAN to fit such models using Kalman filters and expectation-maximization
algorithms (e.g. Holmes et al. 2012). It is also possible to fit such models using any
standard Bayesian package such as JAGS or Stan. If only estimation of the propagator
matrix M is of interest and not necessarily θθθ, a full Gibbs sampler can be made for the
linear DSTM by putting a Gaussian prior on vec(M) (Cressie and Wikle 2011).2 This
computational tractability is a nontrivial advantage of linear DSTMs.

Because of this tractability, linear DSTMs are widely used in many applied contexts.
For example, Amisigo and van de Giesen (2005) uses a model similar to (1.1) to fill in
missing data for river runoff in western Africa, and Tolimieri et al. (2017) uses this

1There are some restrictions on M, though they are usually defined in the context of constraints
on the physical model. For example, Cressie and Wikle (2011) says that if a diffusion equation with
constant boundary condition b is used, then | 2∆tb

∆2
sss
| < 1 to avoid instability in the process. The user

manual for MARSS, a popular linear DSTM package, says the propagator matrix must have spectral
radius (the maximum absolute eigenvalue) ≤ 1 to avoid instability (Holmes et al. 2012).

2This requires Gaussian error and noise terms.
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framework to analyze process vs measurement variance in studying the population
of rockfish in Puget Sound. There are also many generalizations and extensions of
(1.1) allowing more flexibility. For example, recent methodology papers have focused
on using this framework in a generalized linear mixed model (Hefley et al. 2017)
or embedded in ecologic frameworks like occupancy models (Williams et al. 2017).
Recent work by Liu et al. (2020a) shows how to incorporate a convection-diffusion
process into a linear DSTM.

1.2.3 Physical-statistical models

We now discuss a class of models that generalizes the process layer of the linear DSTM.
To begin, it helps to frame the hierarchical model into two layers, a data layer and a
process layer, such as:

p(data|process) (1.2)

q(process|parameters) (1.3)

where p and q are some probability distributions to be defined. We will embed
the physical model into the above framework as a model for the mean of q. This
generalized framework is what is known broadly as physical-statistical modeling, and
it is widely credited as being first formalized in Berliner (1996) and then expanded
upon in Berliner (2003). Unfortunately, the term physical-statistical modeling is a
misleading name. Taken literally, there are many statistical methods that account
for physical understanding of observed phenomena that are not so-called “physical-
statistical models”. The term physical-statistical modeling specifically refers to having
separate data and process layers as above and then incorporating the physical model
into the mean function for the latent-process distribution q.

Because of the influence of Berliner (1996) and Berliner (2003), which took Bayesian
perspectives to the modeling problem, physical-statistical modeling in practice implies
a Bayesian hierarchical model. Berliner’s framework is:

YYYt = A(ZZZt, ξξξ) + eeet (1.4)

ZZZt = M(ZZZt−1, θθθ) + ηηηt (1.5)

In the context of linear DSTMs, A was a matrix that mapped ZZZt to YYYt and M was
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a propagator matrix, but we generalize them now to be arbitrary functions.3 The
function A may depend on parameters ξξξ, but typically it is the identify function such
that YYYt = ZZZt + eeet.4

Much of the effort in physical-statistical modeling involves the process layer,
which is where we embed our physical model as M.5 In some cases, it is relatively
straightforward. For example, an early paper employing this framework (where the
data layer just represents measurement error) is Campbell (2005), which modeled
ENSO disturbances (e.g., El Niño) using a conceptual model based on unknown
amplitude and period parameters.

However, in many cases the process layer will be too complex to embed directly
without simplifications or approximations. There are a few approaches that have been
proposed to address this problem. A general quadratic nonlinear (GQN) framework
was proposed in Wikle and Hooten (2010) that can approximate many physical models.
Another proposed approach is to linearize M(ZZZt−1; βββ) using a first-order Taylor series
and then use linear DSTM techniques (applying the Kalman filter in such a way
is known as extended Kalman filtering; see, e.g., Irwin et al. 2002). In some cases
we might be able to use numeric techniques like those employed in R-INLA (Rue
et al. 2009). Several papers discuss using R-INLA in such a way (Wikle and Hooten
2010; Ruiz-Cárdenas et al. 2012; Godana et al. 2019), though they may be limited to
linear process models. At the very least, using numeric techniques like in R-INLA
requires the model to fit into the methods implemented in a proverbial black box.
Another approach is to approximate the output of the physical model using emulators
(Gramacy 2020), which we discuss more in Chapter 3.

Despite the potential difficulties in implementing physical-statistical models, they
are still used in literature. For example, an issue of Environmetrics in 2014 was
dedicated entirely to physical-statistical modeling. Dowd et al. (2014) discusses the
unique challenges in analyzing the planktonic ecosystem in the ocean with how their
physical models are subject to significant uncertainty and their observations are subject

3It is possible to define M so it depends on both ZZZt−1 and ZZZt−2 or even further back in time.
However, we only have seen this in the context of theoretical discussions and never in use in any
applied context. Therefore, we focus on the case of ZZZt only depending on ZZZt−1 through M.

4The same Markov assumptions (process layer) and conditional-independence assumptions (data
layer) apply here, just as in linear DSTMs.

5There is little guidance on restrictions on a general M to avoid divergent growth, probably because
M can take any arbitrary form and is chosen based on the physical model. However, there may be
guidance provided in the physical-model-specific literature. For example, there is literature on when
reaction-diffusion equations explode (Kaplan 1963; Chow 2011).
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to considerable measurement error; Pagendam et al. (2014) has a more complicated
data layer with multivariate data representing observed sediment loads and sediment
density in a river; and Zammit-Mangion et al. (2014) proposed a complex model for
Antarctic-associated sea rise that incorporates a a process-layer that uses stochastic
PDE / Gaussian Markov Random Field techniques similar to that used in Lindgren
et al. (2011) and in R-INLA.

1.3 Overview of proposed methodologies

We make two important methodological contributions in this dissertation. Chapters
2 and 3 collectively describe an approach to model spatially indexed stochastic SIR
processes using statistical methods based on the physical-statistical models described
in Section 1.2.3. This is valuable because it combines the theoretical justifications
underlying the simulation-based methods described in Section 1.1.3 with the ease
of the statistical models in 1.1.1. It is built on two components: approximating the
moments of a continuous time Markov process used in the simulation-based methods
with the moments of a simpler process (Chapter 2), and then using a low-rank
approximation to the differential equations that yield those moments (Chapter 3).

The second methodological contribution is on the analysis of interval-censored
farm-outbreak data (Chapter 4). The movement of infected animals, local transmission,
and transmission by vehicles moving between farms all may lead to a higher risk of
transmission of a disease. We find that explicitly interacting these features with the
infection status of source farms improves model fit and predictions, but it leads to
a statistical complication of having conditionally specified models that may not be
jointly valid. We propose a valid model to measure the effect sizes of the different
proposed transmission dynamics based on proprietary farm outbreak data in a region
of the United States.
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CHAPTER

TWO

A MOMENT-CLOSURE APPROXIMATION TO A

SPATIAL SIR JUMP PROCESS

2.1 Introduction

In Chapter 1 we discussed many methodologies used in epidemiology literature to
model the spatial spread of disease. Many of those approaches, whether using the
causal-inference framework of Giffin et al. (2021) or the deterministic approach of
Bürger et al. (2016) or the simulation approach of Brown et al. (2018), are based in part
on the dynamics of the SIR model of Kermack and McKendrick (1927). In this chapter,
we propose a stochastic, spatial SIR model. Our work is similar to that of Paeng
and Lee (2017) but is both a more general model as well as a stochastic model. Our
approach allows for the modeling of complex yet realistic disease-spread dynamics
while not requiring spatial spread to be a function of distance as in Paeng and Lee
(2017). Modeling a stochastic process such as our proposed spatial SIR model can be
challenging because characterizing the moments of a continuous-time Markov process
is not simple. Even for the much simpler stochastic SIR process, this is difficult because
the means and variances depend on higher-order moments (Allen 2008). Given that
the closed population case does not allow for easy characterization of even the means,
the addition of a spatial dimension seems to demand a simulation-based approach
like those in Section 1.1.3. Yet the spatial dimension appears to be needed, such as in
the weekly new infections of the Zika outbreak in Brazil (PAHO 2021).
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Figure 2.1: Weekly new outbreaks of the Zika in Brazil by state, late 2015 into first
half of 2016. The new infections are normalized by state population. Both the intensity
and the timing of the outbreaks vary by location.

However, Gaussian-process approximations have been proposed to approximate
the stochastic SIR process (Buckingham-Jeffery et al. 2018). In particular, an approach
originally proposed in Isham (1991) is to approximate a stochastic SIR process with a
Gaussian process using a methodology known as “moment closure.” This approach is
based on approximating the moments of the more complex SIR process with those of
the simpler Gaussian process. Naturally, this “closes” the dependency on higher-order
moments because the higher-order moments in a Gaussian process are fully character-
ized by its mean and covariance function. This suggests an appealing approximation
technique to make the analysis of a complex spatial, nonlinear stochastic process
analytically tractable.

Moment-closure approximations were originally proposed in Whittle (1957), who
showed how to approximate a continuous-time Markov process using another, simpler
process. Though his results were more general, he used a Gaussian-process approxi-
mation as his worked example. Moment-closure methods are relatively uncommon
today in the statistics literature, but they have been used extensively elsewhere in the
natural sciences. For example, moment-closure approaches are used for approximating
chemical master equations (e.g., Smadbeck and Kaznessis 2013; Bronstein and Koeppl
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2018; Schnoerr et al. 2015) and fluid dynamics (e.g., Levermore and Morokoff 1998;
Forgues et al. 2019). A more thorough review on the application of moment closures
to the natural sciences is provided in Kuehn (2016).

There have been some proposed spatial moment-closure models, particularly in
ecology based on reaction-diffusion models (e.g., Gandhi et al. 2000; Murrell et al.
2004; Ernst et al. 2019). There is an active area of research on moment closures for
spatial epidemiological models based on networks (Taylor et al. 2012; Demirel et al.
2014; Sharkey et al. 2015; Kiss et al. 2015; Sharkey and Wilkinson 2015; Chen et al.
2020). These models define each node on a network as being either susceptible or
infectious (i.e., 0 or 1), and much of the current focus is on modeling pairs of nodes
(for example, counts of adjacent nodes where one is susceptible and one is infectious)
or providing bounds on when certain simplifying approximations are reasonable (for
example, when it may be assumed that E{XiXj} = E{Xi}E{Xj} where Xi and Xj are
the infection statuses at non-identical, adjacent locations i and j).

In this chapter, we propose a stochastic, spatial SIR model as well as a moment-
closure approximation to that model. Our methodology expands upon previous
work in several ways. We provide a more general and flexible spatial SIR model
than the discrete-space model in Paeng and Lee (2017), and our proposed model is
stochastic. We extend the work of Isham (1991) to include a spatial domain, leading
to a more complex approximating process. Furthermore, our moment-closure-based
methodology to model spatial disease dynamics is more general than modeling
individual counts of connected individuals like those in the binary-node-based models,
and we do not make any simplifying assumptions to reduce the complexity of the
spatial correlation structure. In addition, we demonstrate how to incorporate this
moment-closure approximation into a hierarchical model akin to a physical-statistical
model, such as those in Section 1.2.3.

In Section 2.2 we provide a more thorough introduction to non-spatial SIR models.
In Section 2.3 we propose our spatial SIR jump process, derive its moment-closure
approximation, and propose a hierarchical spatiotemporal model for observed new
infections. In Section 2.4 we study our hierarchical model’s performance on data
simulated from the spatial SIR jump process.
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2.2 Background on SIR methodologies for a closed pop-

ulation

We begin by reviewing the basics of non-spatial SIR models. Though we have refer-
enced them throughout Chapter 1, we now discuss them in more detail so that we may
better explain our spatial SIR jump process and its moment-closure approximation in
Section 2.3. We begin by reviewing the deterministic SIR model before then reviewing
the stochastic SIR model, including introducing the moment-closure approximation to
the stochastic SIR model proposed in Isham (1991).

2.2.1 Deterministic SIR model

The SIR model is a compartmental model that describes the transmission of a disease
through a single, closed population (Kermack and McKendrick 1927; Tolles and Luong
2020). The population is divided into three groups, or compartments: the “susceptibles”
are the members of the population who have not been infected, the “infectious” are
those who have contracted the disease and are capable of spreading it to others, and
the “recovered” are those who were once but are no longer infectious (including those
who have died from the disease). There are numerous extensions and variations on
this basic premise, including separating the “exposed” members (those who have
contracted a disease but are not yet able to spread it to others) from the infectious
members (see, e.g., Carcione et al. 2020; Mwalili et al. 2020).

The SIR model is typically described in terms of the differential equations that
govern the changes in the compartments through time (Allen 2008). Let X(t) refer to
the number of susceptibles at time t, Y(t) refer to the number of infectious at time t,
and Z(t) refer to the number of recovered at time t. The population size N is constant
and is equal to X(t) + Y(t) + Z(t) for any t. The differential equations for the SIR
model are:

dX(t)
dt

= −βX(t)Y(t)
N

dY(t)
dt

=
βX(t)Y(t)

N
− γY(t)

dZ(t)
dt

= γY(t)

(2.1)

where β is a parameter measuring the infectiousness of the disease and γ is a parameter
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controlling the rate at which infectious individuals recover.
Given β and γ and initial conditions X(0), Y(0), and Z(0), the differential equa-

tions yield smooth, continuous curves. Relying on these curves may be reasonable for
modeling the mean number of susceptibles, infectious, and recovered, but these deter-
ministic equations may not reflect reality well for reasons similar to those discussed
in Section 1.1.2. We instead focus through the remainder of this and the next chapter
on stochastic SIR models, also known as the general stochastic epidemic model in the
context of a single, closed population (Allen 2008; Isham 1991).

2.2.2 Stochastic SIR model and its moment-closure approximation

Consider a small increment in time ∆t that is small enough that only three events
can occur: a susceptible person becomes infectious, an infectious person recovers,
or neither happens (Allen 2008). Suppressing an explicit description of Z(t), the
transition probabilities are:

P(X(t + ∆t) = X(t)− 1, Y(t + ∆t) = Y(t) + 1|X(t), Y(t)) ≈ βX(t)Y(t)∆t/N

P(X(t + ∆t) = X(t), Y(t + ∆t) = Y(t)− 1|X(t), Y(t)) ≈ γY(t)∆t

P(X(t + ∆t) = X(t), Y(t + ∆t) = Y(t)|X(t), Y(t)) ≈ 1− (βX(t)Y(t)/N

+ γY(t))∆t

(2.2)

See Allen (2008) for more details. We refer to this stochastic model and similar
stochastic models as “SIR jump processes” in this and the next chapter.

Though the stochastic model is more realistic than the simpler deterministic model,
it can be analytically intractable to use for parameter inference with real data. This
is the same challenge faced by the simulation-based methods described in Section
1.1.3, even though the stochastic SIR model is a much simpler model than many
discussed there. This challenge has led to research into approximating the nonlinear
SIR jump process with a simpler process such as a Gaussian process (for a review of
the literature, see Buckingham-Jeffery et al. 2018). We adopt the approach of Isham
(1991) to approximate the SIR jump process with a Gaussian process based on a
moment-closure approximation.

Moment-closure approximations were originally proposed in Whittle (1957), who
showed how to approximate any continuous-time Markov process with a Gaussian
process. In the case of the SIR jump process, the means and variances of the suscepti-
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bles and infectious at time t depend on higher-order moments (Allen 2008). Therefore,
approximating that stochastic process using a Gaussian process – whose higher-order
moments depend only on first and second moments – leads to the term moment
“closure”. The justification for this approximation may be argued by considering the
Gaussian process as a limiting distribution as the population size increases (Kurtz
1970, 1971; Lloyd 2004). In the context of the moment-closure approximation to the
SIR jump process proposed in Isham (1991), this approximation means modeling X(t)
and Y(t) as being jointly normal at time t and then modeling how their means and
covariances evolve through time. Let µX(t) be the mean number of susceptibles at
time t, µY(t) be the mean number of infectious at time t, σXX(t) and σYY(t) be the
marginal variances for the susceptibles and infectious (respectively) at time t, and
σXY(t) be the covariance between the susceptibles and infectious at time t. The five
differential equations are:

dµX(t)
dt

=− β

N
(
µX(t)µY(t) + σXY(t)

)
dµY(t)

dt
=

β

N
(
µX(t)µY(t) + σXY(t)

)
− γµY(t)

dσXX(t)
dt

=
−2β

N
(
µX(t)σXY(t) + µY(t)σXX(t)

)
+

β

N
(
µX(t)µY(t) + σXY(t)

)
dσXY(t)

dt
=

β

N
(
µX(t)σXY(t)− µX(t)σYY(t) + µY(t)σXX(t)− µY(t)σXY(t)

− µX(t)µY(t)− σXY(t)
)
− γσXY(t)

dσYY(t)
dt

=
2β

N
(
µX(t)σYY(t) + µY(t)σXY(t)

)
+

β

N
(
µX(t)µY(t) + σXY(t)

)
− 2γσYY(t) + γµY(t)

(2.3)

We will refer to differential equations for the moments of a Gaussian process such as in
(2.3) above as “forward equations” throughout this and the next chapter. Naturally, the
advantage of using the forward equations in (2.3) is that it turns the harder, nonlinear
model in (2.2) into a more tractable problem about estimating parameters found in a
normal likelihood.

There are two ways of deriving equations (2.3). The first way follows the approach
outlined in Whittle (1957) and relies on manipulating and deriving the derivatives of
moment-generating functions of the stochastic processes.1 Alternatively, these forward

1We describe this approach in detail in Appendix A.2, using the results from Isham (1991) as an
example before showing how to arrive at our more complex forward equations that we define later.
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equations can also be derived by following a more heuristic approach using the prob-
abilities defined in (2.2). Consider the first equation in (2.3), the change in the mean
number of susceptibles with respect to time. For a sufficiently small but otherwise
arbitrary time step ∆t, we would expect X(t + ∆t) = X(t)− 1 to happen with prob-
ability βX(t)Y(t)∆t/N. Taking the expectation of [X(t)− 1− X(t)]βX(t)Y(t)∆t/N
with respect to X(t) and Y(t) being jointly bivariate normal and then taking the limit
as ∆t→ 0 yields the equation for dµX(t)

dt in (2.3). The same process can be followed to
derive the remaining four forward equations in (2.3).

2.3 Spatial SIR model

We now describe our spatial model for new infections y(s, t) for spatial location s ∈ D,
the spatial domain, and time point t. We begin by proposing our spatial SIR jump
process in Section 2.3.1, and then we derive its moment-closure approximation and
the resulting forward equations in 2.3.2. To explain how we incorporate the moment-
closure approximation into a full Bayesian hierarchical model, we first discuss our
model for the latent number of susceptibles in Section 2.3.3. We discuss our model
for noisy, underreported new infections in 2.3.4, and we provide our full hierarchical
model in Section 2.3.5.

2.3.1 Spatial jump process

We begin by describing our spatial SIR jump process in detail. Let D be a spatial lattice
with spatial coordinates s. Let N (s) be the set of spatial locations connected to s. We
denote the susceptibles at s at time t as X(s, t), and we similarly denote the infectious
at s at time t as Y(s, t). Each location has population size N(s) that does not vary in
time, and the number of recovered at site s at time t is simply N(s)− X(s, t)−Y(s, t).
We allow β from the closed-population model to vary spatially and denote it as β(s).
In this context, β(s) is a parameter controlling the local spread of disease at site s. We
define ϕ as a parameter that controls the spatial spread of disease. The recovery rate γ

is defined as in the closed-population model.
Let ns be the number of spatial locations in the spatial domain D. We define the

current state at time t as HHH(t) = {X(s1, t), ..., X(sn, t), Y(s1, t), ..., Y(sn, t)}. Consider a
sufficiently small ∆t such that only one new infection or recovery at most may occur
at any spatial location. Then there are 2ns + 1 possible events in the interval (t, t + ∆t)
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for this sufficiently small ∆t: a new infection in one of the ns locations, a recovery
in one of the ns locations, or no change. For i ∈ {1, ..., ns}, let I+(si, t) denote the
new infection event such that HHH(t + ∆t) = HHH(t) except X(si, t + ∆t) = X(si, t)− 1
and Y(si, t + ∆t) = Y(si, t) + 1, and let R+(si, t) denote the recovery event such that
HHH(t+∆t) = HHH(t) except Y(si, t+∆t) = Y(si, t)− 1. Then our spatial SIR jump process
is defined via the following conditional probabilities:

P
{

I+(si, t)|HHH(t)
}
≈ β(si)∆t

N(si)
X(si, t)Y(si, t) +

ϕ∆t
N(si)

∑
sk∈N (si)

X(si, t)Y(sk, t)

P
{

R+(si, t)|HHH(t)
}
≈ γY(si, t)∆t

(2.4)

with the probability of no event, HHH(t + ∆) = HHH(t), equal to one minus the sum of
the 2ns probabilities in (2.4). Note this means ∆t must be small enough such that the
probability of no event is non-negative (see, e.g., Allen 2008).

2.3.2 Forward equations for the spatial jump process

Working with the spatial SIR jump process directly to model X(s, t) is not practical for
many applications and would likely require a simulation-based approach like those in
Section 1.1.3. Therefore, we wish to use a moment-closure approximation to this jump
process so that we may approximate it using a simpler Gaussian process.

As described in Section 2.2 and in Isham (1991), there are two approaches to
derive the forward equations, which are the ordinary differential equations that yield
the moments for the approximating Gaussian process. We begin by describing the
simpler of the two approaches, which is the heuristic approach using expectations of
multivariate normal random variables. We demonstrate this approach by deriving the
forward equation for the mean number of susceptibles.

As in Section 2.3.1, consider HHH(t) and a sufficiently small ∆t that only the 2ns + 1
transition events described earlier may occur. Therefore for a particular si, there can
be two events that occur:

X(si, t + ∆t) =

X(si, t)− 1 with probability P{I+(si, t)|HHH(t)}

X(si, t) with probability 1− P{I+(si, t)|HHH(t)}
(2.5)

where P{I+(si, t)|HHH(t)} was defined above in (2.4). The expected change in X(si, t) is
therefore −P{I+(si, t)|HHH(t)}. Taking the expectation of this quantity with respect to
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HHH(t) being jointly distributed as a normal random vector and then taking the limit as
∆t→ 0 yields:

dµX(si, t)
dt

=− β(si)

N(si)

(
µX(si, t)µY(si, t) + σXY(si, si; t)

)
− ϕ

N(si)
∑

sk∈N (si)

(
µX(si, t)µY(sk, t) + σXY(si, sk; t)

) (2.6)

where µX(si, t) is the mean susceptibles at si at time t, µY(si, t) is the mean infectious
at si at time t, and σXY(si, sk; t) is the covariance between the susceptibles at si and
infectious at sk at time t. Though not present in (2.6), we define σXX(si, sk; t) and
σYY(si, sk; t) similarly.

Deriving the remainder of the forward equations for the moment-closure approxi-
mation to the spatial SIR jump process may be done in a similar fashion as shown in
(2.6). In general, this is straightforward though tedious algebra. Several additional ex-
amples besides (2.6) are provided in Appendix A.1 along with some helpful properties
of normal random variables that are used repeatedly. This work yields the following
remaining forward equations, suppressing the time index for readability:
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dµY(si)

dt
=− dµX(si)

dt
− γµY(si) (2.7)

dσXX(si, si)

dt
=

dµX(si)

dt
− 2β(si)

N(si)

(
µY(si)σXX(si, si) + µX(si)σXY(si, si)

)
− 2ϕ

N(si)
∑

sk∈N (si)

[µY(sk)σXX(si, si) + µX(si)σXY(si, sk)] (2.8)

dσYY(si, si)

dt
=− dµX(si)

dt
+

2β(si)

N(si)

(
µX(si)σYY(si, si) + µY(si)σXY(si, si)

)
+

2ϕ

N(si)
∑

sk∈N (si)

[µX(si)σYY(si, sk) + µY(sk)σXY(si, si)]

+ γ
(
µY(si)− 2σYY(si, si)

)
(2.9)

dσXY(si, si)

dt
=

dµX(si)

dt
− 1

2

(
dσXX(si, si)

dt
+

dσYY(si, si)

dt

)
+ γ (2σYY(si, si)− µY(si)− σXY(si, si)) (2.10)

dσXX(si, sj)

dt
=− β(si)

N(si)
(µX(si)σXY(sj, si) + µY(si)σXX(si, sj))

−
β(sj)

N(sj)
(µX(sj)σXY(si, sj) + µY(sj)σXX(si, sj))

− ϕ

N(si)
∑

sk∈N (si)

[
µX(si)σXY(sj, sk) + µY(sk)σXX(si, sj)

]
− ϕ

N(sj)
∑

sl∈N (sj)

[
µX(sj)σXY(si, sl) + µY(sl)σXX(si, sj)

]
(2.11)
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dσYY(si, sj)

dt
=

β(si)

N(si)
(µX(si)σYY(si, sj) + µY(si)σXY(si, sj))

+
β(sj)

N(sj)
(µX(sj)σYY(sj, si) + µY(sj)σXY(sj, si))

+
ϕ

N(si)
∑

sk∈N (si)

[
µX(si)σYY(sk, sj) + µY(sk)σXY(si, sj)

]
+

ϕ

N(sj)
∑

sl∈N )(sj)

[
µX(sj)σYY(sl, si) + µY(sl)σXY(sj, si)

]
− 2γσYY(si, sj) (2.12)

dσXY(si, sj)

dt
=− β

N(si)
(µX(si)σYY(si, sj) + µY(si)σXY(si, sj))

+
β

N(sj)
(µX(sj)σXY(si, sj) + µY(sj)σXX(si, sj))

− ϕ

N(si)
∑

sk∈N (si)

[
µX(si)σYY(sj, sk) + µY(sk)σXY(si, sj)

]
+

ϕ

N(sj)
∑

sl∈N )(sj)

[
µX(sj)σXY(si, sl) + µY(sl)σXX(sj, si)

]
− γσXY(si, sj) (2.13)

As indicated earlier, there are two ways to arrive at the forward equations for our
spatial jump process. The second way follows the approximation method derived
in Whittle (1957) and requires us to characterize the MGF of our spatial SIR jump
process. Working through the details yields the same forward equations as above. We
provide details in Appendix A.2.

Our work assumes that the moment-closure approximation to the spatial SIR jump
process using the moments of a Gaussian process holds. In particular, we assume
that the starting conditions of the outbreak do not have a high probability of the
infection dying out. This is a known source of moment-closure approximations failing
and is sometimes referred to as “epidemic fadeout”(Lloyd 2004). We also assume
that there is not such extreme spatial heterogeneity in the outbreaks such that one
spatial location may experience epidemic fadeout while another is having a significant
outbreak. Alternatively phrased, we assume an epidemic occurs, and we assume that it
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impacts all spatial locations in the domain of interest to similar degrees. More research
is required to provide stricter conditions on these assumptions. We found in practice
that checking the curves for the mean susceptibles to ensure they are monotonically
nonincreasing served as a simple check on these assumptions.

When the approximation holds, however, we find we are able to approximate well
the population moments of the spatial SIR jump process. For example, in Figure 2.2
we simulate 5,000 draws from the spatial SIR jump process for starting conditions
with small epidemic-fadeout probability and compare them with the approximated
moments from the moment-closure forward equations. The approximation holds well
and is much faster to compute than running the simulations to compute sample
moments.

Figure 2.2: Example plots of covariances using simulations from the spatial SIR jump
process (dots) and the moment-closure approximation (lines). The left plot shows
a sample marginal variance for the susceptibles, and the right plot shows a sample
covariance between the susceptibles and infectious at non-adjacent spatial locations.

2.3.3 Stochastic model for the latent number of susceptibles

We now describe our model for the latent number of susceptibles X(s, t). We model
the susceptibles using the Gaussian process moment-closure approximation described
above, though we make several simplifications for computational purposes.

Let µX(0) be the starting mean susceptibles at time 0, and let µY(0) be the starting
mean infectious at time 0. Likewise, let ΣXX(0) be the covariance matrix for the sus-
ceptibles at time 0, let ΣYY(0) be the covariance matrix for the infectious at time 0, and
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let ΣXY(0) be the matrix partition containing the covariances between the susceptibles
and the infectious. Let β be the set of β(s), possibly parameterized as a function of spa-
tially varying covariates. Given θ = (β, ϕ, µX(0), µY(0), ΣXX(0), ΣYY(0), ΣXY(0))T, we
model the marginal distribution of the latent susceptibles X(s, t) such that X(s, t)|θ ∼
N(µX(s, t), σXX(s, s; t)), where µX(s, t) and σXX(s, s; t) are computed using the
moment-closure forward equations. Note that we assume γ is known because it
corresponds to how long it takes individuals to recover from the disease.

There are some drawbacks to following an approach purely based on the moment-
closure approximation. By relying only upon the forward equations, we do not capture
any temporal correlation in the number of susceptibles. Furthermore, modeling the
covariance between X(si, t) and X(sj, t) using the covariance matrices from the forward
equations imposes a significant computational burden by needing to repeatedly
calculate Cholesky decompositions of the marginal covariance matrices. We may also
wish to allow for possible model misspecification to allow for the Gaussian process
approximation or the spatial SIR jump process itself not modeling all the real-world
variability in the susceptibles. Given these considerations, we propose the following
model for X(s, t):

X(s, t)|θ, e = µX(s, t) +
√

σXX(s, s; t)e(s, t) (2.14)

eee|GGG, r ∼ N(GGG, (1− r) I) (2.15)

GGG|r, κ, ρ ∼ N(000, rQ−1
κ ⊗Aρ) (2.16)

where Aρ is an AR(1) correlation matrix with correlation ρ, Q−1
κ is a spatial covariance

matrix with spatial-dependence parameter κ, and r ∈ [0, 1] is a variance parameter.
For Q−1

κ , we use a Leroux CAR covariance matrix equal to (1− κ)Ins + κ(M− A),
where Ins is the identify matrix, A is an adjacency matrix with Aij = 1 if site i and
site j are adjacent and 0 otherwise, and M is a diagonal matrix with Mii equal to the
number of neighbors site i has. If r is close to 1, then modeling the latent number of
susceptibles via only the forward equations is sufficient.

Although our model for the latent susceptibles does not explicitly include any
infectious terms, that is we do not explicitly model Y(s, t), the forward equations for
the susceptibles still depend on the moments for the infectious. Likewise, we found it
is important to estimate µY(0) while fitting the hierarchical model. We furthermore
do not directly use σXX(si, sj; t) because we approximate the spatial covariances using
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the Leroux CAR specification, but it is still calculated and relied upon in the coupled
forward equations. This applies to the other covariance terms as well.

2.3.4 Modeling the number of new infections

Let y(s, t) be the number of observed new infections at location s at time t. The
true number of new infections at location s at time t is simply X(s, t− 1)− X(s, t).
However, the observed count is a noisy and possibly biased estimate of λ(s, t) because
of underreporting and other sources of variation. We therefore model the number of
newly reported infections as:

y(s, t)|XXX, ν, p ind∼ NB
(

p [X(s, t− 1)− X(s, t)] ,
p [X(s, t− 1)− X(s, t)]

ν− 1

)
(2.17)

where p is the reporting rate and ν > 1 is an overdispersion parameter. We parame-
terize the negative-binomial distribution such that its mean is p

(
X(s, t− 1)− X(s, t)

)
and its variance is νp

(
X(s, t− 1)− X(s, t)

)
.

We assume p is known in practice or can be estimated using exploratory analysis.
We estimate ν, and X(s, t) is modeled as in (2.15).

2.3.5 Full model and computational details

Our full hierarchical model for the number of new infections is:

y(s, t)|XXX, ν
ind∼ NB

(
p [X(s, t− 1)− X(s, t)] ,

p [X(s, t− 1)− X(s, t)]
ν− 1

)
(2.18)

X(s, t)|eee, θ = µX(s, t) +
√

σXX(s, t)e(s, t) (2.19)

β, ϕ
iid∼ LogNorm(−2,−1) (2.20)

ν ∼ TruncNorm(µ = 3, σ2 = 25, LB = 1) (2.21)

µX(s, 0), µY(s, 0) ∀s ∈ D ind∼ U(0, N(s)) (2.22)

eee|r, GGG ∼ N(GGG, (1− r) I) (2.23)

GGG|r, κ, ρ ∼ N(000, rQ−1
κ ⊗Aρ) (2.24)

κ ∼ Beta(10, 1) (2.25)

ρ, r iid∼ U(0, 1) (2.26)
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We note several computational considerations in implementing the above model.
The first is that care must be taken in choosing the method to generate proposals for
β and ϕ. Metropolis Hastings in particular performed poorly even with considerable
tuning, and Hamiltonian Monte Carlo proved to be too slow for our application.
We found that a relatively simple implementation of Delayed Rejection Adaptive
Metropolis (DRAM) worked best (Haario et al. 2006; Smith 2013).

A second concern is the number of times each day (or per unit of time more
generally) to evaluate the forward equations to approximate a continuous curve. We
found ∆t = 0.1 tended to work well, so that the forward equations would be evaluated
ten times for every unit increase in time. Choosing ∆t here is easy to determine on
a case-by-case basis by plotting the forward equations with different ∆t to look for
convergent behavior. Naturally smaller ∆t may be used at the cost of increased run
time.

Because we approximate the covariance matrix for XXX(t) = {X(s1, t), ..., X(sns , t)}
using the Leroux CAR model instead of using the full covariance matrix from the
forward equations, we can do efficient Gibbs update for GGG. Our solution is based on
using a matrix-normal representation of the distribution, the sparse precision matrix
for P = A−1

ρ , and precomputing the eigenvectors for Qκ. The primary computational
advantage of the Leroux CAR model is that we do not need to do a full decomposition
of the CAR precision matrix on each update step. Full details are in Appendix B.1.

It is possible for λ(s, t) = X(s, t− 1)− X(s, t) to be negative. This typically only
happens at the very early stages of a disease outbreak or after the disease has all but
run its course through the entire population. We truncate λ(s, t) to an arbitrarily small
positive number in such cases and have found this works well in practice. We similarly
truncate the Gaussian process means and marginal variance parameters to be zero
or an arbitrarily small positive number, respectively, in the forward equations for the
moment-closure model. Such truncations are only needed if the model is extended to
the time period capturing the eradication or near eradication of a disease.

Furthermore, we found that the values of ΣXX(0), ΣYY(0), and ΣXY(0) do not
make a material difference in either parameter estimation or out-of-sample prediction.
This is in part because we approximate the spatial covariance using the Leroux CAR
model described above. The most important modeling requirement is to fix the starting
values at a reasonable order of magnitude relative to the susceptibles and infectious
counts. This can be done easily in practice by considering how much variability one
might expect in these counts at time 0, which in practice will likely be small at the
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start of an outbreak. We provide a simple sensitivity analysis in Appendix B.2 to
demonstrate this.

2.4 Simulation study

We now analyze our model’s performance on simulated infection data. To simulate
data, we use the Gillespie stochastic simulation algorithm, which is a widely used
algorithm to simulate from continuous-time jump processes (Gillespie 1976, 1977). We
define a square grid of spatial locations with randomized population sizes between
100,000 and 250,000. Adjacencies between grid cells are defined as expected on a
regular lattice (orthogonal adjacencies only, as in a rook’s graph). For these simulations
we use a constant β such that β(s) = β ∀s ∈ D. We simulate the number of susceptibles
and infectious in each grid cell in continuous time after setting the number of infectious
at each location (either based on a percentage infected or based on one spatial location
being the outbreak source). No individuals are considered “recovered” in the starting
conditions. These simulations yield counts of new infections by day, ∆X(s, t). We
then simulate the noisy count of reported new infections using a reporting rate p and
an overdispersion parameter ν, and we draw from independent negative binomials
with mean p∆X(s, t) and size p∆X(s, t)/(ν− 1) to get the observed data. In all cases,
we define a study period based on when the number of new infections begins to
materially increase away from zero. This reflects real-life data-collection efforts do not
typically begin in the early days of an outbreak.

Figure 2.3 below shows example simulated data on a 16-cell grid with β = 0.085,
ϕ = 0.045, γ = 0.110, p = 1, and ν = 3. The top-left plot shows the true number of
susceptibles during the study period by spatial location for one simulation, and the
top-right plot shows the corresponding number of infectious for the same simulation.
We instead observe the bottom-left graph, which corresponds to the noisy counts of
new infectious by spatial location for the same simulation as the first two graphs.
Different simulations will have different counts of new infections, and the bottom-right
plot shows fifty example simulations for a specific spatial location.
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Figure 2.3: Example spaghetti plots of number of spatially-indexed susceptibles
(top-left) and infectious (top-right) from a single simulation. We observe instead the
noisy counts of new infections based on those simulations (bottom-left). Different
simulations will lead to different curves of noisy new infections, even for the same
spatial location (bottom-right).

We simulate data from three different scenarios. Besides varying the infection
parameters β, ϕ, and γ, we also vary the size of the spatial grid, the number of time
points, and the nature of the starting count of infectious. We summarize the simulation
settings in Table 2.1 below. In all simulations, we use p = 1 and ν = 3. We denote the
starting number of infectious as YYY∗, and we denote the number of days passed since
the start of infection as t0. We simulate 50 data sets for each simulation study.
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Table 2.1: Setup for simulation study of moment-closure approximation to the spatial
SIR jump process. YYY∗ is the count of starting infectious, and t0 is the starting day for
the observed data in the epidemic. No individuals start in the recovered category.

Name ns nt β ϕ γ YYY∗ t0

Study 1 25 64 0.043 0.025 0.019 0.0075% inf. at all s 41

Study 2 16 75 0.085 0.045 0.110 10 at one s and otherwise 0 76

Study 3 25 45 0.130 0.060 0.050 0.01% inf. at all s 16

Table 2.2 below presents our results of fitting our hierarchical model to the sim-
ulated new-infection counts. We are able to estimate the parameters β and ϕ well
with small MSEs and good coverage. Though the credible-interval coverages may
be a little lower than theoretically expected in most cases, they are based on our
Gaussian process approximation to the spatial SIR jump process. This suggests that
our approximation works well.

Table 2.2: Results for simulation studies of moment-closure approximation to the
stochastic SIR jump process. Empirical credible-interval coverage is shown along with
MSE and its standard error, multiplied by 106.

Scenario
β, 95%

cov.
β, 99%

cov.
ϕ, 95%

cov.
ϕ, 99%

cov.
β, MSE

(SE)
ϕ, MSE

(SE)

Study 1 92% 96% 90% 100%
3.842

(0.078)
0.311

(0.006)

Study 2 88% 94% 90% 98%
15.150
(0.386)

1.477
(0.039)

Study 3 94% 100% 92% 96%
4.868

(0.124)
0.625

(0.016)

As described previously, we choose picked reasonable values for ΣXX(0), ΣXY(0),
and ΣYY(0), though we note they are not based on the actually simulated values.
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Having a better estimate of these covariance values may improve model fit further,
which we address in Chapter 3.

2.5 Discussion

In this chapter we propose a flexible spatial SIR jump process to model the spatial
spread of disease, and we provide a moment-closure approximation to this model
to improve computational tractability. We have demonstrated that when we simulate
data from the jump process, we are able to recover the parameters using our Gaussian-
process approximation. This suggests that our moment-closure approximation works
well, based on the assumptions of no epidemic fadeout.

Unfortunately, there is a limitation to the approach described in this chapter. The
forward equations are coupled ordinary differential equations, which means that
updates for any element of any mean or covariance term depend on many other mean
and covariance terms. This leads to the forward equations being a computational
bottleneck, and in our simulations in Section 2.4 we found over 98% of the run time
was spent on computing the forward equations repeatedly. This bottleneck becomes
more severe as ns increases, and this implies that our methodology is only applicable
to relatively small spatial data sets. Figure 2.4 shows the main problem. As ns increases,
each call to the forward equations takes longer to run. However, that also means the
size of µX(0) and µY(0) is increasing, so the forward equations need to be called more
times in each MCMC iteration. This combination leads to about 25 minutes to do a
single MCMC iteration when ns = 400 for an Intel i5-7200.
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Figure 2.4: Runtime plot to compute the forward equations for 50 time points (L). As
the number of spatial locations increases, the forward equations also need to be run
more times each MCMC iteration, leading to prohibitively long computation times
(R).

Even for small spatial data sets, modeling a spatially varying β(s) may not be
feasible. We also simplified our model by not estimating ΣXX(0), ΣXY(0), and ΣYY(0)
or using correlations from ΣXX(t) in the model for GGG.

The nature of the bottleneck in this problem is well-defined, and fortunately
the forward equations are deterministic and smooth. This suggests that finding an
approximation to the forward equations could solve the key obstacle to our approach,
and further research is justified because of the performance of our initial simulation
studies. We discuss this further research in the next chapter.
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CHAPTER

THREE

A TENSOR-BASED EMULATOR FOR THE SPATIAL SIR

JUMP PROCESS MOMENT-CLOSURE APPROXIMATION

3.1 Introduction

In Chapter 2, we proposed a moment-closure approximation to the spatial SIR jump
process. This moment-closure approximation yields a Gaussian process (GP) approx-
imation to the more complex jump process. The moment-closure approximation is
characterized by a set of ordinary differential equations known as the forward equa-
tions. These forward equations are used to calculate the (marginalized over time)
mean vector and spatial covariance matrices for the GP approximation. However,
fitting our moment-closure approximation using a Bayesian model as in Chapter 2
necessitates repeated computation of the forward equations for different proposed
parameter values. This is a computational bottleneck for even a moderate number of
number of spatial locations.

In this chapter, we propose an emulator-based approximation to the forward
equations. Emulators, also known as surrogate models in some literature, are used to
approximate the output of computationally intensive models (Gramacy 2020). Briefly,
suppose we have a computer model F that takes input vector θ and produces output
that may be spatially and/or temporally indexed. We wish to use this model for
statistical inference or prediction, but the run time of F is prohibitive. We instead
choose experimental values of θ, compute F(θ) for these experimental values, and
then use that output to predict “unobserved” F(θ∗) for some θ∗ not in the experiment.
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There is a long history of emulators in the statistics literature. Much of the frame-
work for modern emulators can be traced back to Kennedy and O’Hagan (2001), an
influential paper that proposed a Bayesian approach to calibrating computer models.
There were multiple proposed methods building upon their framework (Higdon et al.
2004; Goldstein and Rougier 2006; Joseph and Melkote 2009; Bayarri et al. 2007; Qian
et al. 2006). One of the most influential follow-up methodologies was proposed in
Higdon et al. (2008). Their method relied in part on storing the model output in a
n× K matrix, where n is the length of the output and K is the number of experimental
input values of θ used, and then taking the singular value decomposition (SVD) of
this resulting matrix. The modeling focus is subsequently on the correlations among
the experimental values of θ in the parameter space to predict unobserved right
singular vectors. This approach was extended in Hooten et al. (2011) and Leeds et al.
(2014) where the right singular vectors are instead modeled as a function of the input
parameters themselves. Recently Pratola and Chkrebtii (2018) and Gopalan and Wikle
(2022) extended this SVD-based approach to computational output stored in tensors,
an approach we also take in this chapter. This approach is based on decomposing
tensors into ow-rank approximations, which has had success in many applications
such as signal processing (e.g., Muti and Bourennane 2005; Guo et al. 2021) and
brain imaging (e.g., Zhang et al. 2017; Kim et al. 2021). However, other approaches
to designing emulators are possible and are still an active area of research, including
into Gaussian-process-based emulators (e.g., Gu et al. 2018; Tripathy et al. 2016),
polynomial-chaos-expansion based emulators (e.g., Sargsyan 2016; Massoud 2019; Liu
et al. 2020b), deep-learning-based emulators (e.g., Tripathy and Bilionis 2018; Kasim
et al. 2021; Thakur and Chakraborty 2022), and emulators designed for stochastic
simulations (e.g., Reich et al. 2012; Moutoussamy et al. 2015; Zhu and Sudret 2020).
Emulators have been used successfully in a wide range of applications, including for
environmental and climate models (e.g., Borgonovo et al. 2012; Williamson et al. 2012,
2013; Sexton et al. 2012), in geophysical models (e.g., Bayarri et al. 2009; Spiller et al.
2014; Rutarindwa et al. 2019; Yang et al. 2020), and in modeling the flow of ice sheets
(e.g., McNeall et al. 2013; Chang et al. 2014, 2016).

In this chapter we propose an emulator-based approximation to the forward
equations and demonstrate its use in modeling new infections from the spatial SIR
jump process. This approach allows us to run the forward equations for a relatively
small number of experimental values of our input parameters in advance and use
the resulting low-rank approximation while fitting the model via MCMC. We make
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several novel contributions by doing so:

1. Our method allows for the use of spatially indexed moment-closure approxi-
mations. The combination of a moment-closure approximation and emulators
yields a new method to model spatial disease spread using the underlying epi-
demiological dynamics without needing to simulate from a stochastic process.

2. To the best of our knowledge, no one has used an emulator to model the
covariance function of a latent process in a physical-statistical model.

In Section 3.2, we summarize the spatial SIR jump process and the resulting
forward equations. In Section 3.3, we outline our proposed methodology, and we
study its performance in two sets of simulations in Section 3.4. We demonstrate the
use of our model using Zika outbreak data in Brazil in Section 3.5.

3.2 Background

Our work builds upon the moment-closure approximation to the spatial SIR jump
process described in Chapter 2. We provide an overview of this stochastic process, and
we describe its Gaussian process approximation based on moment-closure methods.
See Chapter 2 and Appendix A for details.

3.2.1 Review of the spatial SIR jump process

The stochastic SIR model, also known as the general stochastic epidemic model, is
a continuous-time Markov process that assigns members of a closed population to
one of three compartments and describes the probabilities of a member transitioning
between these compartments (Allen 2008; Isham 1991). The population members
are either Susceptible, Infectious, or Recovered. This model is used to describe how
a disease spreads among a population. Let X(t) be the count of susceptibles at
time t, Y(t) be the count of infectious at time t, and N be the population size.
Consider a small enough time step ∆t such that only a single infection or recovery
may occur, and let I+(t) be the new-infection event such that X(t + ∆t) = X(t)− 1
and Y(t + ∆t) = Y(t) + 1. Similarly, let R+(t) be the new-recovery event such that
X(t + ∆t) = X(t) and Y(t + ∆t) = Y(t)− 1. Then the stochastic SIR process is defined
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by the following conditional probabilities:

P
{

I+(t)|X(t), Y(t)
}
≈ βX(t)Y(t)

N
∆t (3.1a)

P
{

R+(t)|X(t), Y(t)
}
≈ γY(t)∆t (3.1b)

where β is a parameter describing the infectiousness of the disease and γ is a parameter
governing how fast individuals recover from the disease. The probability of no new
infection or recovery in (t, t + ∆t) is 1 minus the probabilities in (3.1a) and (3.1b).

We propose a stochastic SIR process that includes a spatial dimension, based in part
on Paeng and Lee (2017). We assume the spatial domain D is a fixed and known lattice,
and we assume the population sizes at each of the ns locations are also fixed and
known. We now denote the susceptibles as X(s, t) for s ∈ D and similarly the infectious
as Y(s, t). Furthermore, we define HHH(t) = {X(s1, t), ..., X(ns, t), Y(s1, t), ..., Y(ns, t)} as
the current state at time t. Considering again a sufficiently small ∆t such that at most
a single infection or single recovery event may occur, we now define I+(si, t) as the
new-infection event such that HHH(t + ∆t) = HHH(t) except X(si, t + ∆t) = X(si, t)− 1
and Y(si, t + ∆t) = Y(si, t) + 1. We similarly define a new-recovery event R+(si, t) as
HHH(t + ∆t) = HHH(t) except Y(si, t + ∆t) = Y(si, t)− 1. Then our model is defined by the
conditional probabilities:

P
{

I+(si, t)|HHH(t)
}
≈ β(si)∆t

N(si)
X(si, t)Y(si, t) +

ϕ∆t
N(si)

∑
sj∈N (si)

X(si, t)Y(sj, t) (3.2a)

P
{

R+(si, t)|HHH(t)
}
≈ γY(si, t)∆t (3.2b)

where β(si) is now a spatially varying infection parameter, N(si) is the population at si,
N (si) is the set of adjacent spatial locations to si and ϕ is a parameter controlling the
spatial spread of the disease. The probability of neither a new infection nor recovery
occurring is one minus the sum of the probabilities of the 2ns mutually-exclusive per
(3.2a) and (3.2b).

3.2.2 Review of moment-closure approximations

Working directly with the formulation of the spatial SIR jump process in (3.2a) and
(3.2b) is not straightforward. We instead approximate this jump process with a GP to
conduct inference. This requires us to specify a form for the means and covariances
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of the approximating GP, which we do via a moment-closure approximation, as
described in Chapter 2. For example, the differential equation for the change in the
mean susceptibles is:

dµX(si, t)
dt

=− β(si)

N(si)
(µX(si, t)µY(si, t) + σXY(si, si, t))

− ϕ

N(si)
∑

sk∈N (si)

(µX(si, t)µY(sk, t) + σXY(si, sk, t)).
(3.3)

The full set of forward equations for the spatial SIR jump process are described in
Chapter 2.

We are interested in modeling the number of new infections y(s, t) at a location s at
time t. This requires modeling the latent susceptibles X(s, t) using the moment-closure
approximation. In Chapter 2 we used these differential equations directly in a Bayesian
hierarchical model such that the equations would need to be computed for every
proposed value of (β, ϕ)T, where β is the vector of (β(s1), ..., β(sns))

T. However, these
equations are a significant computational bottleneck, and even for small ns and nt

their repeated computation can account for 98% of model-fitting time.

3.2.3 Starting conditions of the outbreak

Let θ = (β, ϕ, S0)
T, where S0 is the source (spatial location) of the outbreak. Assum-

ing we know when the outbreak began, we have then fully specified µX(0)
T and

µY(0)
T, as defined in Chapter 2. In this case, µY(0)

T will equal zero everywhere
except µY(S0, 0) = Y(S0, 0), the starting number of infected at I0. Then µX(0)

T is the
population size at each spatial location minus µY(0)

T. Because these are fixed starting
positions, all covariance matrices are set uniformly to zero.

We suggest setting Y(S0, 0) to a small number relative to the population size, for
example 10 or 100. As in Chapter 2, we assume the starting number of infections
Y(S0, 0) is large enough that the probability of an epidemic fadeout is negligible,
allowing the GP moment-closure approximation to hold (Lloyd 2004).

We make two additional assumptions with this approach. First, we assume that
the outbreak originated from one spatial location in D, which may require extending
the spatial domain of interest to include an additional external spatial location. As
stated before, we also assume we know when the outbreak began. The advantage of
making these assumptions is that as ns increases, we do not need to estimate large
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µX(0), µY(0), ΣXX(0), ΣXY(0), and ΣYY(0) as in Chapter 2.

3.3 Emulator for the mean and covariance functions

The moment-closure approximation for the number of susceptibles X(s, t) is a GP
with mean function µX(s, t; θ) and spatial covariance function ΣXX(s, s′; t, θ). Both
of these functions vary over space and time and depend on the model parameters
θ. In this section we develop a statistical emulator to approximate these recursive
functions with a fast emulation model that can be used for repeated function calls in an
MCMC algorithm. To do so, we evaluate the forward equations of K space-filling input
parameters θ1, ..., θK and then use the realizations of the forward equations to build a
statistical prediction of their values at other inputs θ∗. We denote the output of running
the forward equations for input θk as µX(θk) ∈ Rns×nt and ΣXX(θk) ∈ Rns×ns×nt ,
where k ∈ {1, ..., K}.

Much of the discussion in this section will use tensor terminology and notation.
We begin with a brief overview of the necessary background in Section 3.3.1. We then
describe our methodology in Sections 3.3.2 and 3.3.3 in terms of the higher-order
singular value decompositions (HOSVD) of tensors, as in Gopalan and Wikle (2022).
We then propose in Section 3.3.4 a streaming algorithm for larger ns, nt, and K when a
naive HOSVD is infeasible. In Section 3.3.5 we discuss our imputation methodology for
arbitrary θ∗ /∈ {θ1, ..., θK}. In Section 3.3.6 we describe our model for new infections,
and in Sections 3.3.7 and 3.3.8 we provide suggestions on implementation and model
fitting.

3.3.1 Overview of tensor mathematics

We summarize the tensor math we use to construct our emulators. For a more thorough
introduction to tensors and tensor decompositions, see Kolda and Bader (2009).

A tensor is an array of numbers with N orders, where the number of orders is the
number of indices (also called the number of “modes”). A first-order tensor is a vector,
a second-order tensor is a matrix, and a third-order tensor may be envisioned as a
rectangular prism of numbers. For simplicity, we only call an array a tensor if it has
at least three modes. We adopt the common convention to use calligraphic font for
tensors.
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Our emulator basis-function algorithms are based on the higher-order singular
value decompositions (HOSVD) of tensors (De Lathauwer et al. 2000; Kolda and
Bader 2009). A HOSVD is an extension of the singular value decomposition (SVD) of
matrices to tensors. It decomposes an Nth-order tensor into N factor matrices with
orthonormal columns and a resulting core tensor Z .

An HOSVD for a third-order tensor A ∈ Ra×b×c may be written as

A = Z ×1 U1 ×2 U2 ×3 U3 (3.4)

where Z is the core tensor ∈ Ra×b×c, U1 is the factor matrix for the first order ∈ Ra×a,
U2 is the factor matrix for the second order ∈ Rb×b, and U3 is the factor matrix for
the third order ∈ Rc×c. In general, the core tensor Z is dense, unlike its counterpart
in a matrix SVD.

Symbols like ×1 in (3.4) indicate an “n-mode product”. These tensor-matrix prod-
ucts involve holding indices for the non-ith modes fixed and then premultiplying the
resulting vectors (“fibers”) by the specified matrix. For example, Z ×1 U1 in (3.4) may
be written as:

Algorithm 1: n-mode multiplication example

Data: Z ∈ Ra×b×c, U1 ∈ Ra×a

Result: Y = Z ×1 U1
initialize Y ∈ Ra×b×c;
for j ∈ {1, ..., b} do

for k ∈ {1, ..., c} do
Y.,j,k ← U1Z.,j,k;

end
end

We also refer to “unfolding” tensors. This indicates turning a tensor into a matrix,
where the tensor is unfolded along a particular mode. For example, unfolding A along
its first mode would result in a matrix ∈ Ra×bc. This matrix K may be computed as:
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Algorithm 2: Tensor unfolding example

Data: A ∈ Ra×b×c

Result: K ∈ Ra×bc, the matrix resulting from unfolding A along its first mode
initialize K ∈ Ra×bc;
i← 1;
for k ∈ {1, ..., c} do

for j ∈ {1, ..., b} do
K.,i ← A.,j,k;
i← i + 1;

end
end

Using the concepts of n-mode multiplication and tensor unfolding, the calculation
of an HOSVD is straightforward. To compute the factor matrices, unfold the tensor
along each of its modes, and then calculate the left singular vectors of the SVD of the
resulting matrices. The core tensor is then calculated by taking the n-mode products
of the transposes of each of the factor matrices.

Algorithm 3: Calculating the HOSVD

Data: A ∈ Ra×b×c

Result: A core tensor Z ∈ Ra×b×c; factor matrices
U1 ∈ Ra×a, U2 ∈ Rb×b, U3 ∈ Rc×c

for i ∈ {1, 2, 3} do
Ki ← unfold A along mode i;
Ui ← matrix of left-singular vectors of SVD of Ki;

end
Z ← A×1 UT

1 ×2 UT
2 ×3 UT

3 ;

To calculate a low-rank HOSVD, use only the first ri left singular vectors of Ki in
Algorithm 3. The resulting core tensor is then Z ∈ Rr1×r2×r3 , where r1 ≤ a, r2 ≤ b,
and r3 ≤ c. It follows naturally that U1 ∈ Ra×r1 , U2 ∈ Rb×r2 , and U3 ∈ Rc×r3 .

3.3.2 Low-rank approximation to the mean function

We now describe our methodology to construct our emulator for the mean number of
susceptibles. We store our simulated output for the mean susceptibles in a third-order
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tensor U ∈ Rns×nt×K. Note the slice U.,.,k is the matrix µX(θk) ∈ Rns×nt resulting
from the kth input parameter vector to the forward equations. We construct a low-
dimensional approximation to U using an HOSVD (De Lathauwer et al. 2000; Kolda
and Bader 2009), such that the low-dimensional approximation is Û ∈ RJs×Jt×K with
Js ≤ ns and Jt ≤ nt. The HOSVD is frequently compared to the well-known SVD for
matrices, and it is a method to calculate a “low-rank approximation [to a tensor] with
small reconstruction error” (Zare et al. 2018).

Calculating an HOSVD requires calculating factor matrices along each of the
tensor’s modes, as described in Section 3.3.1. These factor matrices may be thought of
as the tensor equivalent of the matrices containing the left and right singular vectors
in an SVD, or alternatively as analogues to loadings in principal component analysis
(James et al. 2021) or empirical orthogonal functions in spatial analysis (Cressie and
Wikle 2011). As with a low-rank approximation to a matrix based on an SVD, the
goal is for the factor matrices to serve as orthogonal basis functions that capture most
of the variability along the tensor’s modes when measured by a Frobenius norm. In
our case, we calculate both spatial and temporal basis functions. These correspond to
the first Js left singular vectors of the SVD of the unfolded tensor along the spatial
mode and the first Jt left singular vectors of the SVD of the unfolded tensor along the
temporal mode, respectively.

We denote the spatial factor matrix of U as γ ∈ Rns×Js and the temporal factor
matrix of U as δ ∈ Rnt×Jt with columns γ =

[
γ1, ..., γJs

]
and δ = [δ1, ..., δJt ]. The

columns are orthonormal, and they may be considered as estimates for the eigenvectors
of the uncentered second moments of the spatial and temporal processes.1 The low-
rank approximation to the mean susceptibles is therefore

µX(s, t; θ) ≈
Js

∑
i=1

Jt

∑
j=1

γi(s)δj(t)mij(θ). (3.5)

The basis weights mij(θ) control the dependence of the mean function on the model
parameters θ as well as the interactions between γ and δ. These weights are the focus
of our interpolation in Section 3.3.5, and they result from calculating U ×1 γT ×2 δT,
where ×1 and ×2 are the n-mode products as described in Section 3.3.1. We note that
if Js = ns and Jt = nt, then our approximation to U is exact (Kolda and Bader 2009).

1That is, Cov{µX(t, θ)}+ E{µX(t, θ)}E{µX(t, θ)}T .
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3.3.3 Low-rank approximation to the covariance function

Our approach to emulating the spatial covariance function is similar to our approach
for the mean function. As before, we store our simulated output for the spatial
covariance matrices in a tensor S ∈ Rns×ns×nt×K. The marginal spatial covariance
matrix for θk at time t is therefore S.,.,t,k = ΣXX(t, θk). We wish to calculate a low-rank
approximation Ŝ ∈ RLs×Ls×Lt×K to S based on an HOSVD, where Ls ≤ ns and Lt ≤ nt,
i.e., Ls is the number of spatial basis functions and Lt is the number of temporal basis
functions.

There are noteworthy differences in constructing an emulator for the covariance
function for the susceptibles compared with the simpler emulator for the mean
susceptibles. There is symmetry in S because the slice corresponding to S.,.,t,k is a
covariance matrix. Therefore, the factor matrices for the first and second mode are
identical because the unfolded tensor is identical along its first and second modes.
Therefore to ensure symmetry while avoiding redundancies, we build an emulator
for Φ(t, θ) such that Φ(t, θ)Φ(t, θ)T = Σ̂XX(t, θ). As discussed below, it is efficient to
emulate Φ(t, θ) because no matrix decompositions are required while model fitting.

These differences motivate our emulation approach. We first calculate the spatial
factor matrix Γ = [Γ1, ..., ΓLs ] ∈ Rns×Ls , where Γ1, ..., ΓLs are the orthonormal spatial
basis functions that capture spatial variability in the unfolded tensor along the first
mode (equivalently, the second mode). We then calculate Z = S ×1 ΓT ×2 ΓT, which
calculates time- and parameter-indexed weights for the interaction of the spatial basis
functions. In the case of Ls = ns, then we may write ΣXX(t, θ) = ΓZ.,.,t,kΓT. It follows
there exists a Cholesky decomposition C(t, θ) such that C(t, θ)C(t, θ)T = Z.,.,t,k, which
naturally implies that we may set Φ(t, θ) = ΓC(t, θ).2

We found in practice that approximating the Cholesky decompositions in an
analogous fashion to an HOSVD worked well as a further dimension reduction.
Specifically, we found that doing a low-rank approximation to C(t, θ) works nearly
as well as using C(t, θ) in terms of reconstructing ΣXX(t, θ), but the computational
run time is materially faster. We do this low-rank approximation by forming a tensor
C ∈ RLs×Ls×nt×K, where C.,.,t,k = C(t, θ), and calculating a temporal factor matrix
for C, i.e., we calculate the first Lt left singular vectors of C unfolded along its third,
temporal mode. We denote this temporal factor matrix as ∆ = [∆1, ..., ∆Lt ], where
∆1, ..., ∆Lt are orthonormal temporal basis functions. We then calculate the weight

2We provide a brief proof in Appendix C.
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tensorM ∈ RLs×Ls×Lt×K by calculating C ×3 ∆T.
Therefore, we approximate the covariance function as

Φj(s, t; θ) =
Ls

∑
i=1

Lt

∑
l=1

Γi(s)∆l(t)Mijl(θ). (3.6)

ΣXX(s, s′; t, θ) ≈
Ls

∑
j=1

Φj(s, t; θ)Φj(s′, t; θ) (3.7)

We note that by modeling the covariance function as Φ(t, θ)Φ(t, θ)T with Φ(t, θ) ∈
Rns×Ls comprised of elements Φj(s, t, θ), we ensure that our approximation for
ΣXX(t, θ) is non-negative definite for all t and θ. We note as before that all our
approximations are exact when Ls = ns and Lt = nt (Kolda and Bader 2009).

3.3.4 Streaming estimation of the basis functions and weights

The low-rank approximations described in Sections 3.3.2 and 3.3.3 are based on
calculating the HOSVD of a tensor. However, this necessitates storing the results
for all µX(θk) in a third-order tensor U and the results for all ΣXX(θk) in a fourth-
order tensor S as previously described. Storing these tensors in memory is only
possible for sufficiently small ns, nt, and K. In practice, it is unlikely these tensors
can be held in memory as ns, nt, and K collectively increase. Therefore, our proposed
methodology implements streaming calculations for the basis functions for our mean
and covariance emulators, i.e., γ and δ for the mean emulator and Γ and ∆ for the
covariance emulator. We also calculate the respective weight tensors m andM via a
streaming algorithm. This streaming approach requires either computing the forward
equations twice for each θk or saving the results after the first pass. The first pass
is used to calculate the basis functions, and the second pass is used to calculate the
weights. Algorithm 4 provides the steps in calculating the factor matrices for the mean
emulator and the resulting weights, and Algorithm 5 provides the similar details of
our streaming calculations for the covariance emulator. The final step in Algorithm 5
may be replaced with a loop over a third pass of the forward equations if storing C in
memory is infeasible.
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Algorithm 4: Mean emulator: Estimating basis functions and weights

Data: The simulated matrices µX(θk) ∈ Rns×nt for k ∈ {1, ..., K}
Result: γ =

[
γ1, ..., γJs

]
, the spatial factor matrix; δ = [δ1, ..., δJt ], the temporal

factor matrix; m, a tensor of weights for the interactions of γ and δ
initialize B̂S, a ns × ns matrix of zeroes;
initialize B̂T, a nt × nt matrix of zeroes;
// first pass of forward equations
for k ∈ {1, ..., K} do

load/run µX(θk);
B̂S ← B̂S + µX(θk)µX(θk)

T;
B̂T ← B̂T + µX(θk)

TµX(θk);
end
γ← first Js eigenvectors of B̂S;
δ← first Jt eigenvectors of B̂T;
initialize m, a Js × Jt × K array of zeroes;
// second pass of forward equations
for k ∈ {1, ..., K} do

load/run µX(θk);
m.,.,k ← γTµX(θk)δ;

end
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Algorithm 5: Covariance emulator: Estimating basis functions and Cholesky
decompositions of weights

Data: The simulated tensors ΣXX(θk) ∈ Rns×ns×nt for k ∈ {1, ..., K}
Result: Γ ∈ Rns×LS , the spatial factor matrix; ∆ ∈ Rnt×Lt , the temporal factor

matrix for the Cholesky decompositions of the weights;
M ∈ RLs×Ls×Lt×K, a tensor of the weights for the Cholesky
decompositions of Z(t, θk)

initialize AS, a ns × ns matrix of zeroes;
// first pass of forward equations
for k ∈ {1, ..., K} do

load/run ΣXX(θk);
Ss ← matrix resulting from unfolding ΣXX(θ) along its first mode,
∈ Rns×(nsnt);

AS ← AS + SsST
s ;

end
Γ← first Ls eigenvectors of AS;
initialize C, a Ls × Ls × nt × K array of zeroes;
initialize AT, a nt × nt matrix of zeroes;
// second pass of forward equations
for k ∈ {1, ..., K} do

load/run ΣXX(θk);
Z ← ΣXX(t, θk)×1 ΓT ×2 ΓT;
for t ∈ {1, ..., nt} do
C.,.,t,k ← Cholesky decomposition of Z.,.,t;

end
ST ← unfolded C.,.,.,k along its third mode, ∈ Rnt×J2

S ;
AT ← AT + STST

T;
end
∆← first Lt eigenvectors of AT;
M← C ×3 ∆T;

3.3.5 Gaussian process regression for interpolation

To fit our data model using MCMC, we need to repeatedly evaluate µ̂X(θ
∗) and

Σ̂XX(θ
∗) for proposed parameters θ∗. Given the low-rank approximations in Section

3.3.4, evaluating µ̂X(θ
∗) and Σ̂XX(θ

∗) reduces to evaluating mij(θ
∗) and Mijl(θ

∗).
Therefore, we require a regression model for the weights as functions of the input
parameters θ.
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There have been many approaches for these emulator models proposed in the
literature (e.g., Higdon et al. 2008; Hooten et al. 2011; Gopalan and Wikle 2022). Given
the weights in our application are generally smooth in the parameter space, we found
using GP regression provided both good computational and predictive performance.
We further improved prediction times by kriging only on a small number of nearest
neighbors, nu or nc depending on the emulator, in the parameter space.

We build a GP regression for mij(θ
∗) and Mijl(θ

∗) assuming independence between
the indices i, j, l and using the same covariance for all predictions. For example, here
we describe our method to predict mij(θ

∗) given {mij(θ1), ..., mij(θK)}. We model
Cov{mij(θk1), mij(θk2)} = Matérn(d(θk1 , θk2), ζ, κ), where d(θk1 , θk2) = ||θk1 − θk2 ||2,
ζ is a range parameter, κ is the smoothness parameter, and the Matérn correlation
function is defined as in Cressie and Wikle (2011) Section 4.1.1. We use a smoothness
of κ = 2.5 for all our Matérn correlation functions because the weights mij and Mijl

are smooth in the parameter space. We examine variograms to pick the range ζ. Our
prediction for mij(θ

∗) is then:

m̂ij(θ
∗) = µ̂ij + E21E−1

11 (m
∗m∗m∗ − 111µ̂ij) (3.8)

where m∗m∗m∗ is the vector of mij(θk) for the nu nearest neighbors to θ∗, µ̂ij is the weighted
mean of m∗m∗m∗, 111 is a vector of ones ∈ Rnu , and the correlation matrices are E21 =

Cov(mij(θ
∗), m∗m∗m∗) and E11 = Cov(m∗m∗m∗) defined by the Matérn correlation function.

For further details, see Cressie (1993) Section 3.2. All details of our approach are
summarized in Algorithm 6 below. We use the same approach to predict Mijl(θ

∗) as
we did for mij(θ

∗). The details are in Algorithm 7.
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Algorithm 6: Mean emulator: Interpolation

Data: θ∗, a proposed parameter vector; γ, δ, m from Algorithm 4; nu, the
number of nearest neighbors; ζu, a range for the Matérn correlation
function

Result: µ̂X(θ
∗) ∈ Rns×nt

ΘR ← nu nearest neighbors to θ∗;
D← distance among all ΘR and θ∗;
E← Matérn correlation given D, smoothness 2.5, range ζu;
initialize m∗, a Js × Jt matrix of zeroes;
for i1 ∈ {1, ..., Js} do

for i2 ∈ {1, ..., Jt} do
m∗i1,i2

← ordinary kriging using mi1,i2,., ΘR, and E
end

end
µ̂X(θ

∗)← γm∗δT;

Algorithm 7: Covariance emulator: Interpolation

Data: θ∗, a proposed parameter vector; Γ, ∆,M from Algorithm 5; nc, the
number of nearest neighbors; ζc, a range for the Matérn correlation
function

Result: Φ(t, θ∗) such that Φ(t, θ∗)Φ(t, θ∗)T = Σ̂XX(t, θ∗)
ΘR ← nc nearest neighbors to θ∗;
D← Euclidean distance among all ΘR and θ∗;
E← Matérn correlation given D, smoothness 2.5, range ζc;
initializeM∗, a Ls × Ls × Lt array of zeroes;
for j1 ∈ {1, ..., Ls} do

for j2 ∈ {1, ..., j1} do
for j3 ∈ {1, ..., Lt} do
M∗

j1,j2,j3
← ordinary kriging usingMj1,j2,j3,., ΘR, and E

end
end

end
C∗ ←M∗ ×3 ∆;
initialize Φ, a time-indexed list;
for t ∈ {1, ..., nt} do

Φ(t)← ΓC∗.,.,t;
end
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3.3.6 Emulator model for new infections

Using the emulators described above, our model for the new infections y(s, t) is

y(s, t)|XXX, p, ν ∼ NB
(

p [X(s, t− 1)− X(s, t)] ,
p [X(s, t− 1)− X(s, t)]

ν− 1

)
(3.9a)

XXXt|θ, µ(t, θ), Φ(t, θ), αt = µX(t, θ) + Φ(t, θ)αt (3.9b)

µX(s, t; θ) =
Js

∑
i=1

Jt

∑
j=1

γi(s)δj(t)m̂ij(θ) (3.9c)

Φj(s, t; θ) =
Ls

∑
i=1

Lt

∑
l=1

Γi(s)∆l(t)M̂ijl(θ) (3.9d)

α1, ..., αLs ∼ N(000, BBT) (3.9e)

where θ = (β, ϕ, S0)
T as described in Section 3.2.3, m̂ is the array of GP predictions

from Algorithm 6, and M̂ is the array of GP predictions from Algorithm 7. Under
this parameterization, the mean of y(s, t) is p (X(s, t− 1)− X(s, t)) with variance
ν p (X(s, t− 1)− X(s, t)). Therefore p ∈ (0, 1] is the reporting fraction and ν > 1
controls overdispersion.

Let αt = {α1,t, ..., αLs,t}, and let B ∈ Rnt×b be a matrix containing b B-spline basis
curves standardized so that the diagonal entries of BBT are equal to 1. Therefore, under
the model E (XXXt) = µX(t, θ) and V (XXXt) = ΣXX(t, θ). However, the forward equations
to not provide an approximation to temporal correlation in the susceptibles, though
in practice they are highly correlated. We therefore use the B-spline basis curves as a
low-rank approximation to a time series to capture this temporal correlation.

We use a truncated normal prior for ν with mean 3, variance 25, and lower bound
1; uninformative normal priors for β and ϕ; and a discrete uniform prior for S0 over
{1, ..., ns}.

3.3.7 Implementation discussion

Implementing our emulator-based approximations to µX(θ) and ΣXX(t, θ) requires a
choice for K, Js, Jt, Ls, and Lt. We now provide recommendations on choosing these
values.

To choose Js, Jt, Ls, and Lt, we suggest a similar approach to the one described in
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Gopalan and Wikle (2022). For example with the simulated mean output stored in

U , we calculate the percentage of sums of squares explained as 1− ||U−Û ||
2
F

||U−Ū ||2F
, where Û

is the Js × Jt × K rank approximation to U , Ū ∈ Rns×nt×K is a tensor containing the
overall mean of U , and the subscript F indicates the Frobenius norm. We proceed
similarly for choosing Ls and Lt, though we typically will choose Ls < Js based on
run-time considerations.

The choice of K is tied to the space-filling design used for the emulator experiments.
Initial estimates should be made for β and ϕ, and then experimental values for β and
ϕ should be chosen in an interval around the initial estimates. We found ±25% to be a
good starting point. Because we use GP regression with nearest neighbors to estimate
m̂ and M̂, the only cost to increasing the experimental intervals is the increased run
time to generate the forward equations and calculate the resulting basis functions and
weights for the emulators. The choice of K then is a function of the width chosen and
available computational resources.

After picking Js, Jt, Ls, Lt, and K, we found using five-fold cross validation to
evaluate our emulation model to be insightful. Poor out-of-sample fits can be identified
both by plotting the mean and covariance curves as well as comparing MSEs with
different combinations of the five values.

3.3.8 MCMC discussion

We found using naive Metropolis Hastings updates could lead to poor posterior
convergence. In particular, the chains for β and ϕ will usually be negatively correlated
because an increase in local infections can be offset by a decrease in spatial infections
(and vice versa). However, updating β and ϕ together but separately from α can still
lead to the chains becoming stuck. This is because α captures deviations from the
mean curves. Our solution was to propose β, ϕ, and α1 (corresponding to Φ1) together
in a two-stage DRAM update (Haario et al. 2006; Smith 2013). The remaining elements
of α are updated one-at-a-time using Metropolis Hastings updates.

Even with proper tuning of the MCMC proposals, the chains for β and ϕ can
become stuck if proposals are made outside of the parameter subspace used in the
space-filling design described in Section 3.3.7. This can be detected easily by examining
trace plots of the posterior chains. Assuming starting values for θ are within the space-
filling design, then a wider subspace should be used for the emulator design. This
wider space-filling design may also necessitate a larger K.
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3.4 Simulation study

We now analyze the performance of our method on data simulated from the spatial
SIR jump process described in Section 3.2.1. We simulate counts of daily susceptibles
from this jump process using the Gillespie stochastic simulation algorithm (Gillespie
1976, 1977). The simulated response data y(s, t) are then generated by drawing from
an overdispersed negative-binomial distribution with mean p{X(s, t− 1)− X(s, t)},
the difference in the simulated counts of daily susceptibles adjusted by the reporting
rate, and with overdispersion ν > 1.

3.4.1 Simulation study with constant β

We define a square grid of 25 spatial locations with population size of 100,000, and we
set the center of the square grid as S0. The neighborhood structure is defined as in a
regular lattice. We assume 100 individuals were infected at time 0 at S0 and that the
disease had not spread yet to any other locations. We use β = 0.043 ∀s ∈ D, so the
local infection parameter does not vary with spatial location. We also use ϕ = 0.025,
γ = 0.019, nt = 80, and ν = 3.2. We begin our analysis at day 61, so t ∈ {61, ..., 140}.
This reflects that data is not typically collected in the early days of disease spread
when new infections are small relative to the population size. We simulate 200 data
sets for each simulation study.

To estimate the basis functions and weights for our emulators for the first set of
simulations, we construct a space-filling design over a subset of the parameter space
for β and ϕ. We use the subspace covering the interval of β± 50% and ϕ± 50%, i.e.,
[0.0215, 0.0645] and [0.0125, 0.0375], respectively. This represents a sufficiently wide
subspace that knowledge of the true parameter values does not assist in estimation.
We then construct a Latin hypercube design over an evenly spaced grid for these
two subspaces as well as an equal number of replications of each s ∈ D′, the spatial
coordinates corresponding to S0 and locations ∈ D that are adjacent to S0. In practice,
the location of S0 is readily estimable, so limiting the emulator experiments to the
neighborhood of S0 results in computational savings. We use K = 10, 000.

To evaluate the performance of our emulator design and to help choose Js, Jt,
Ls, and Lt, we examined sum-of-squares explained and analyzed out-of-sample per-
formance using five-fold cross validation, as explained in Section 3.3.7. In addition,
we use plots like Figure 3.1 to evaluate performance. This figure plots the estimated
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new-infection mean curve using our emulator settings against the mean curve from
the forward equations and the simulated data. The orange lines are the ten nearest
neighbor curves in the parameter space that are used to estimate the weights for the
red curve. Results like in Figure 3.1 suggest good emulator performance; if the red
and blue lines do not match well, it suggests needing larger Js and/or Jt. If the spread
in the orange lines is noticeably bigger than in Figure 3.1, then a larger K is needed.

Figure 3.1: Simulated new-infection data compared with forward-equation mean and
emulated mean

We tune our emulators to use Js = 20, Jt = 10, Ls = 10, and Lt = 10. This results
in more than 99.99% of variance explained in both U and S . For the first simulation,
we use p = 1 so there is no underreporting, and we use ν = 3.2. For the second
simulation, we use p = 0.75 so that not all new infections get reported. For the third
simulation, we use p = 1 but set ν = 10 to more than triple overdispersion. In all three
cases, we also consider fitting a simpler model that only fits the mean curves, i.e., sets
all α equal to 0. Table 3.1 shows our results.
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Table 3.1: Results for first set of simulation studies using the full emulator approx-
imation to the moment-closure equations or using only the mean emulator (“mean
only”). Empirical credible-interval coverage is shown along with MSE and its standard
error, multiplied by 106.

Scenario Model
β, 95%

cov.
β, 99%

cov.
ϕ, 95%

cov.
ϕ, 99%

cov.
β, MSE

(SE)
ϕ, MSE

(SE)

Baseline Full 96.0% 99.0% 86.0% 96.5%
3.507

(0.366)
0.547

(0.058)

Baseline Mean only 41.0% 51.5% 31.0% 38.5%
26.153
(5.375)

3.363
(0.590)

p = 0.75 Full 96.0% 99.0% 89.0% 95.5%
4.523

(0.434)
0.595

(0.058)

p = 0.75 Mean only 46.5% 60.0% 38.0% 48.5%
15.005
(1.644)

2.018
(0.217)

ν = 10 Full 95.5% 97.0% 92.0% 96.5%
7.873

(0.819)
0.832

(0.081)

ν = 10 Mean only 63.0% 74.0% 49.5% 61.0%
18.574
(2.934)

2.354
(0.321)

As Table 3.1 shows, a key component to our good coverage and parameter estimates
is the inclusion of the covariance emulator. Fitting only the mean curves results in
significantly worse coverage. These worse results are caused by failing to allow
sufficient model flexibility for more infections or fewer infections than expected.
However, when the covariance emulator is included, we are able to estimate the
parameters well with good coverage.

3.4.2 Simulation study with spatially varying β(s)

For our second set of simulations, we allow β to vary spatially such that β(s) =

exp{β0 + β1x(s)}. We draw exp{x∗(s)} iid∼ U(0, 3000) ∀s ∈ D and then calculate
x(s) = x∗(s)− x̄∗(s) to center the spatially-varying covariate. We use β0 = −2.83,
β1 = 0.1, ϕ = 0.045, γ = 0.04, ν = 2.5, and p = 1 while keeping ns = 25 and nt = 80.
We begin our analysis at day 21, i.e., t ∈ {21, ..., 100}.
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Our process for tuning the emulators is similar to the process used in the first
set of simulation studies. We use a space-filling design over β0 ± 25% and ϕ± 25%
corresponding to (−3.5375,−2.1225) and (0.03375, 0.05625), respectively. However,
we found we needed to use a wider interval for β1 and used (−0.05, 0.25) because
we found the chains becoming stuck outside of a narrower interval, as described in
Section 3.3.8. We used K = 60, 000 to allow for the relatively wider range for β1, and
we again use Js = 20, Jt = 10, Ls = 10, and Lt = 10. This low-rank approximation
again explains more than 99.99% of variability in the the means and 72% of the
variability in the covariances.

Table 3.2 shows our coverage results compared with the same model run with
only the mean emulator, and Table 3.3 similarly shows our MSEs for β0, β1, and ϕ.
With the addition of a spatial covariate, the difference between including or excluding
the covariance emulator is striking. We found the “only means” model performed
poorly, and many of the chains became stuck. The problem is there is not enough
flexibility in the model to estimate the parameters well. However, with the inclusion
of the covariance emulator, we again get good coverage and MSEs.

Table 3.2: Empirical credible-interval coverage results for second set of simulation
studies using the full emulator approximation to the moment-closure equations or
using only the mean emulator (“mean only”). In this study β(s) = exp{β0 + β1x(s)}
where x(s) is a spatially varying covariate.

Study
β0

95% cov
β0

99% cov
β1

95% cov
β1

99% cov
ϕ

95% cov
ϕ

99% cov

Full model 92.0% 96.0% 89.5% 96.0% 88.5% 95.5%

Only means 24.5% 27.5% 14.0% 17.0% 21.5% 28.0%
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Table 3.3: MSEs and their standard errors for second set of simulation studies using
the full emulator approximation to the moment-closure equations or using only the
mean emulator (“mean only”). In this study β(s) = exp{β0 + β1x(s)} where x(s) is a
spatially varying covariate. Both MSEs and SEs are multiplied by 104.

Study
β0, MSE

(SE)
β1, MSE

(SE)
ϕ, MSE

(SE)

Full model
25.202
(2.843)

1.298
(0.130)

0.010
(0.001)

Only means
171.197
(7.682)

7.682
(1.301)

0.071
(0.005)

3.5 Data analysis

We demonstrate the application of our model to Zika virus outbreak data in Brazil.
The Zika virus is for most humans a relatively mild virus, causing fevers, rashes,
and various pains (CDC 2019b). Unfortunately, there are serious complications for
pregnant women, whose children may be born with multiple severe birth defects
including microcephaly (CDC 2019a). The spread of a virus dangerous to fetuses
coincided with the 2016 summer Olympics held in Rio de Janeiro, and official guidance
typically recommended pregnant women not attend the Olympics that year (CDC
2016).

The Pan American Health Organization (PAHO) reports government-supplied
data on weekly new cases of the Zika virus during this time period (PAHO 2021). The
data are reported for each of the 27 states of Brazil, including the Federal District. The
first significant outbreak began in the second half of 2015 and continued into 2016,
though the first cases in Brazil began in the state of Maranhao in early 2015 (PAHO
2016). PAHO reports weekly cases during this period. Figure 3.2 plots the reported
new cases beginning in the 41st week of 2015 continuing through the 28th week of
2016, corresponding roughly to October 2015 through July 2016 (PAHO 2021). The
counts have been normalized by the population sizes at each spatial location.
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Figure 3.2: Weekly new outbreaks of the Zika in Brazil by state, late 2015 into first
half of 2016. The new infections are normalized by state population. Both the intensity
and the timing of the outbreaks vary by location.

We fit our model to these 40 weeks of outbreak data.
A recent paper modeled the spread of Zika virus using a compartmental model

that incorporated spread by mosquitoes (Sadeghieh et al. 2021). We rely on their
estimate of a weekly γ, which was 1.2. We also expected the reported weekly new
infections to be underreported. One paper suggests that the reporting rate for Zika
infections was somewhere in 7% to 17% (Shutt et al. 2017), though that was for Central
and South America as a whole. It is reasonable to expect this varied materially by
country. To pick starting values for our model and to evaluate reporting rates, we fit a
simple model to the Zika data with a Poisson likelihood and mean function analogous
to a deterministic model of our spatial SIR jump process. We assumed the outbreak
began in the first week of 2015 in Maranhao. We found that even the lower bound
of 7% yielded poor fits to the data, and we estimated that the reporting rates were
often closer to 1% and varied by state. After estimating the reporting rates in the
preliminary analysis, we fixed those reporting rates for all subsequent analysis. We
model β(s) = exp{β0 + β1x(s)}, where x(s) is the scaled and centered log population
density of state s (IBGE 2021).

Using the starting values from our preliminary analysis, we prepared our emulator
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simulations. We found we needed both a wide coverage of the parameter space to
account for parameter uncertainty, but we also needed a relatively fine mesh on the
parameter space. We used K = 100, 000 over a wide parameter space, specifically
β0 ∈ (−0.015, 0.000), β1 ∈ (0.13, 0.28), and ϕ ∈ (0.055, 0.145). Those ranges and values
were first based on the preliminary analysis and then based on running short, small-K
emulator-based models to make adjustments as necessary (in particular, to prevent
the MCMC chains from hitting emulator-space boundaries, as discussed previously).
We discarded 20, 727 of the proposed parameter values because they corresponded
to implausible combinations of (β0, β1, ϕ)T based on fadeouts happening too quickly
and the moment-closure approximation not holding, as determined by examining the
derivatives of the mean susceptible curves. These all corresponded to cases where β1

was high and ϕ was low, which represent scenarios with extreme outbreaks in urban
states that do not spread to neighboring states. We used Js = 20, Jt = 10, Ls = 10, and
Lt = 10, but we increased the count of nearest neighbors used for the imputations by
kriging to 20 for both the mean and covariance emulator. This was to help with the
large parameter space relative to K.

Our parameter fits are presented in Table 3.4. As before, we assume S0 is Maranhao,
and we assume T0 is the first week of January. We also assume there were 100 infected
individuals in Maranhao at that time.

Table 3.4: Parameter estimates and 95% credible intervals for Brazil Zika outbreak
model

Parameter Point estimate 95% credible interval

β0 -0.077 (-0.109, -0.052)
β1 0.202 (0.193, 0.213)
ϕ 0.087 (0.082, 0.092)
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Figure 3.3: Post-burn-in trace plots of β0 (left), β1 (center), and ϕ (right).

There are two implications from our model fit. First is that, as expected, higher
population densities are associated with higher rates of transmission. The second is
that there is evidence of strong spatial spread of Zika as evidenced by the credible
interval for ϕ. We note that the parameter estimates and credible intervals were not
in the emulator design space corresponding to problematically low ϕ and high β1 as
discussed previously.

Our model fit different states better than others. In particular, our model fit best in
states with the highest counts of outbreaks. In Figure 3.4 we plot the new counts of
Zika infections in Rio de Janeiro and Bahia, the two states with the highest counts of
reported new infections.

Figure 3.4: Plots of reported new Zika infections in late 2015 through early 2016 in
Rio de Janeiro (L) and Bahia (R), the two states with the most reported new infections.
The lines represent the fitted mean curves.
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Our model fits worse in areas with smaller number of infections, and it fits worse
in the northeast states. These sometimes coincide, such as in Piaui where only 497
infections were reported during this period out of a population of 3.2 million and
where our model fits more poorly (Figure 3.5, left). To look for spatial patterns in
model discrepancy, we calculated 1− ||ys − λs||2/||ys||2, where ys is the time series
of new infections at site s and λs is the time series of the mean curves at site s (Figure
3.5, right). This graph suggests that the northeast region in particular has a poorer fit,
though it is noticeably better in Rio Grande do Norte and Paraiba (the two purple
states in the northeast of Brazil). The fit in the center region, in particular Mato Grosso,
also is not as good as the more urban regions on the eastern coast.

Figure 3.5: States with smaller numbers of new infections have poorer fits, such as
Piaui (L). Examining model discrepancy using 1 - L2 norms of the observations and
the fit mean curves suggests the center and northeast regions have poorer fits (R,
norms standardized by L2 norms of state infections).

We considered increasing the number of spatial basis functions for both the mean
and covariance emulators. Specifically, we considered increasing Js to 25 and sepa-
rately Ls to 15 to assess if more basis functions may better capture spatial variability
in the outbreaks and to help assess how sensitive our results are to the low-rank
approximation. Table 3.5 shows 95% credible intervals for increasing the number of
spatial basis functions for the emulators.
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Table 3.5: 95% credible intervals for Brazil Zika outbreak model using increased Js
and Ls

Js Ls
β0, 95%

cred. interval
β1, 95%

cred. interval
ϕ, 95%

cred. interval

20 10 (-0.1090, -0.0520) (0.1933, 0.2128) (0.0820, 0.0925)
25 10 (-0.1086, -0.0535) (0.1937, 0.2128) (0.0823, 0.0924)
20 15 (-0.1043, -0.0434) (0.1817, 0.2108) (0.0817, 0.0919)

Results were similar for the point estimates as well as for the measures of model
discrepancy, as described previously.

In conclusion, our results show there is clear evidence of spatial spread, and
our preliminary analysis suggests the reporting rates for new Zika cases during
this time period may have been much lower than expected. There is still some clear
model misspecification, suggesting that more features may be needed. Alternatively,
incorporating spread by mosquitoes from a model like in Sadeghieh et al. (2021) along
with our spatial spread may yield the best possible results.

3.6 Discussion

In this chapter we have proposed a emulator-based method to address the largest
computational bottleneck in our moment-closure based approximation to the spatial
SIR jump process. The key to the methodology is the low-rank approximation to the
computer output generated by running the forward equations for experimental values
of the input parameters β, ϕ, and S0. As we have demonstrated, this approximation
allows us to conduct statistical inference on a complex continuous-time Markov
process using a relatively simple GP.

Both components of our method are vital. The emulator approach is needed be-
cause of the computational run time of the forward equations, as we have described
previously. However, without the forward equations the emulator-based approxima-
tion would not work as well. In lieu of using a moment-closure approximation to
the spatial SIR jump process, the alternative is to appeal to the law of large numbers
by simulating many draws from the stochastic process and estimating the sample
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means and spatial covariances. Not only would this be slower than simply running the
forward equations, but the resulting sample moments would be subject to sampling
variability even with a large number of simulations. This means the weights m and
M would not be as smooth in the parameter space as they are with the deterministic
forward equations, leading to worse predictions for m̂ and M̂.

Although our framework has been presented in light of the spatial SIR jump
process initially proposed in Chapter 2, it can be extended easily to other continuous-
time Markov processes. This can allow easier statistical analysis in domains such as
in the veterinary literature, which often relies on repeated simulations of complex
compartmental models for epidemiological studies (e.g., Galvis et al. 2022d; Jones
et al. 2021). Our method could allow a significant reduction in computational time to
fit these models.

There are several areas where there is room improvement in our approach. The first
is that we assume that there is no epidemic fadeout, i.e., we assume that the probability
of no epidemic given the starting conditions at time 0 is sufficiently negligible that the
Gaussian process approximation holds. Research into more concrete conditions for the
approximation to work well will be in important to generalize our approach described
in Chapters 2 and 3. The second is we assume γ, p, and the starting time of the
infection are known or could be estimated in preliminary analysis, all of which may be
able to be relaxed. The third is practical: our approach requires a significant amount
of hands-on work, requiring the user to derive forward equations, tune emulator
designs, and then tune an MCMC algorithm. Simplifying the hands-on work would
allow for wide adoption of our methodology. For example, a recent preprint discusses
automatically deriving a moment-closure approximation on a graph, and it may be
possible to extend their work to our method (Wuyts and Sieber 2022).
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CHAPTER

FOUR

A DISCRETE-TIME SURVIVAL MODEL FOR PORCINE

EPIDEMIC DIARRHEA VIRUS

Since the arrival of porcine epidemic diarrhea virus (PEDV) in the United States in
2013, elimination and control programs have had partial success. The dynamics of its
spread are hard to quantify, though previous work has shown that local transmission
and the transfer of pigs within production systems are most associated with the spread
of PEDV.

Our work relies on the history of PEDV infections in a region of the southeast-
ern United States. This infection data is complemented by farm-level features and
extensive industry data on the movement of both pigs and vehicles. We implement
a discrete-time survival model and evaluate different approaches to modeling the
local-transmission and network effects.

We find strong evidence in that the local-transmission and pig-movement effects
are associated with the spread of PEDV, even while controlling for seasonality, farm-
level features, and the possible spread of disease by vehicles. Our fully Bayesian model
permits full uncertainty quantification of these effects. Our farm-level out-of-sample
predictions have a receiver-operating characteristic area under the curve (AUC) of
0.779 and a precision-recall AUC of 0.097. The quantification of these effects in a
comprehensive model allows stakeholders to make more informed decisions about
disease prevention efforts.
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4.1 Introduction

Porcine epidemic diarrhea virus (PEDV) is an economically relevant endemic dis-
ease for the U.S. swine industry (Lee 2015). The “puzzle” behind the control and
dissemination of PEDV involves complex disease epidemiology from which we still
have limited knowledge about its dissemination dynamics and the impact of available
control measures (Galvis et al. 2022d; VanderWaal et al. 2018). Therefore, little has
been discovered regarding how PEDV spreads spatially and temporally, which may be
directly related to the failure of regional efforts focused on the control and eradication
of these diseases (Niederwerder and Hesse 2018; Alvarez et al. 2016; Machado et al.
2019). Tracking the spread of PEDV and porcine reproductive and respiratory syn-
drome virus (PRRSV) through complex and integrated production systems remains
extremely challenging (Machado et al. 2019; VanderWaal et al. 2018).

Swine disease surveillance is used to capture and describe new pathogen circula-
tion, but it generally has limited capabilities to inform about the geographic sources of
new infections (Galvis et al. 2022d; Machado et al. 2019). In addition, most models for
disease spread focus either on intrinsic or extrinsic forces driving spread dynamics,
which may compromise our ability to fully capture hidden aspects influencing these
viruses traveling throughout a complex agricultural landscape and, consequently, our
ability to respond in a timely manner. PEDV after its rapid spread to 50% of the
U.S. commercial sow farms in 2013 continues to circulate today in U.S. farms (Beam
et al. 2015). Since PEDV started to circulate in North America, the swine industry has
initiated regional disease control and elimination efforts (Perri et al. 2019).

Despite limited knowledge about the geographic distribution of PEDV, several
associated routes of between-farm spread have been identified (Machado et al. 2019;
VanderWaal et al. 2018; Jang et al. 2021). With the current knowledge and data available,
the movement of animals has been most strongly associated with the propagation of
PEDV, particularly the movement of infected replacement gilts (Machado et al. 2019;
VanderWaal et al. 2018). In addition, windborne or local spread, such as virus spillover
between nearby farms (Beam et al. 2015; Alonso et al. 2014; Alvarez et al. 2016), and
contaminated fomites (Lowe et al. 2014) have been demonstrated to be further sources
of PEDV propagation. Previous work has shown that the dominant transmission of
PEDV appears to be similar to PRRSV, with local spatial spread among neighboring
farms and animal movement accounts for 75% of transmission events (Machado et al.
2019; VanderWaal et al. 2018; Galvis et al. 2022d,c).
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There have been many proposed modeling approaches in the literature to quantify
the dynamics driving the transmission of PEDV or PRRSV. Perhaps the most popular
approach is the use of compartmental models and simulations based on those models
(Thakur et al. 2015b,a; Hasahya et al. 2021; Murai et al. 2018b; VanderWaal et al. 2018;
Jeong et al. 2014; Phoo-ngurn et al. 2019). Some use Approximate Bayesian Computing
combined with compartmental models for parameter estimation and prediction (Galvis
et al. 2022a,c,d; Jones et al. 2021). The advantage of this approach is that the model
for the observed data is the same as the proposed theoretical model. However, fitting
compartmental models necessitates running many simulations, and this requires a
lot of time even for simple models. This may be why many other methods have been
considered, such as generalized linear models (Arruda et al. 2017; Lee et al. 2017;
Haredasht et al. 2017), spatial clustering (Alvarez et al. 2016; Tousignant et al. 2015),
survival analysis (Holtkamp et al. 2010; Furutani et al. 2019), Bayesian phylogenic
models (Jara et al. 2021; Makau et al. 2021), and machine-learning approaches (Silva
et al. 2019; Sykes et al. 2021; Machado et al. 2019).

We propose using a generalized mixed-effects model as in Haredasht et al. (2017)
and Arruda et al. (2017), though we interpret our findings in a survival-analysis
context as in Holtkamp et al. (2010) and Furutani et al. (2019). We have access to a
comprehensive dataset on animal movements, vehicle movements, and farm-level
features, and we are able to fit our model to both productions as well as growth
farms. There are many advantages to our approach. The first advantage is that our
model is able to incorporate multiple proposed infection dynamics into a single model
while quantifying the uncertainty surrounding those effects, which also permits us
to compare and contrast different approaches for modeling certain dynamics. The
second advantage is the relative ease of interpretation of the effects estimated in our
model, as well as the ease of interpretation of discrete-time hazard functions as the
probability of a new infection for an uninfected farm. The third advantage is we are
able to incorporate the infection status of source farms into our framework to improve
our model fit.
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4.2 Materials and methods

4.2.1 Study data

This study relies on several sources of swine production and disease occurrence data
which have been described in greater detail elsewhere (Galvis et al. 2022d,c). Briefly,
there are two main sources of data that we utilize: i) PEDV outbreak data, which
provides records of new infections at the farm level through time; and ii) five sets of
network data including animal movements and four different transportation vehicles,
which are used to construct between-farm contact networks. We describe these data
further in the following subsections.

Farm outbreak data

Our outbreak data comes from three pig-producing systems with main operations
in the United States. Due to confidentiality agreements, we will refer to production
systems A, B, and C. The farms recorded the day each farm had a PEDV outbreak,
and the farms are identified with a national premise identification (PremID). This
PremID uniquely identifies a farm between multiple data sources and allows matching
the outbreak data with the contact network data which includes animal and vehicle
movements. The three production systems voluntarily report outbreaks to the Morrison
Swine Health Monitoring Project (MSHMP), a Swine Health Information Center (SHIC)
funded project and the source of the outbreak data.

The PEDV outbreak data we use to fit our model begins in January 2018 and
extends through December 2020. During this time, there are 398 new PEDV outbreaks
reported. We exclude 17 outbreaks that occur within 14 days of an earlier infection
because we assume that these are the same event and the source of those rebreaks is
not external, and we have developed a farm-level spread model. Here we consider
rebreaks as in Galvis et al. (2022c), where they are considered to be a new infection
caused by continued viral shedding of pigs or to be a result of inadequate cleaning
and disinfection. We also include nine new infections in January 2021 as out-of-sample
testing data. Real-world logistics affect the date the infection is recorded, and there is
a delay in getting a positive diagnosis reported timely. Given these delay dynamics,
we model the outbreak data at the weekly level.

Each farm is classified into a farm type based on the type of animals housed
and raised. Typically, each site can be classified as a sow, nursery, finisher, or other
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production site (Galvis et al. 2022d). Generally, sow farms house breeding-age animals
and suckling piglets, nurseries are where recently weaned pigs are housed for six-nine
weeks before being transferred to finisher farms, and then pigs remain at finisher
farms for 16-18 weeks before going to market (Center for Food Security and Public
Health (Iowa State University) 2011). A site may also be a gilt development unit (GDU)
where selected females are raised to then be introduced to sow farms as replacement
animals. It is possible that a single farm has multiple farm types, but for this study, it
is considered a unique farm.

Furthermore, each farm has a primary accredited veterinarian who is an employee
contracted by the farm’s swine company. The number of veterinarians employed varies
by system, and veterinarians serve specific but potentially large geographic regions
as well as a significant number of farms. They may be specialized in certain types of
farms within a system and/or within a region (for example, only breeding farms).

The farms used in our model tend to be clustered such that there are concerns
of local transmission of disease. This local transmission includes the propagation of
PEDV among different systems (Galvis et al. 2022c; Machado et al. 2019).

Network data

In addition to outbreak data, each of the three systems provided movements of pigs
within their systems covering the period from November 29, 2019 until June 25, 2021.
This data consists of the movement of weaned pigs from sow farms to nurseries and
then from nurseries to finishers, though there are exceptions (Passafaro et al. 2020).
Each recorded movement consists of a source PremID, a destination PremID, the date
of the movement, and the total number of pigs moved. There is a significant amount
of literature demonstrating that incoming pig movements increase the risk of disease
spread (Galvis et al. 2022d,c; VanderWaal et al. 2018; Passafaro et al. 2020).

In addition to the pig-movement data, we have four vehicle-related networks. These
four networks are analyzed in (Galvis et al. 2022a), and we rely on their processing
and analysis of the data to incorporate the data into our model. The four additional
networks are used to model the indirect contact by vehicles coming into farms. The
networks correspond to the vehicles used for feed, animal delivery to farms, animal
delivery to markets, and the personnel (crew) involved in the loading and unloading
of pigs (Galvis et al. 2022a). We refer to these networks as the feed, pig, market, and
labor vehicle networks, respectively.
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It has been demonstrated that PEDV remains viable on a vehicle as it moves
between farms (Wu et al. 2022), increasing the risk of spreading the disease to the
destination farm if the source farm is infected (Dee et al. 2004, 2007; Galvis et al. 2022a;
Büttner and Krieter 2022). Because of this risk, vehicles are typically cleaned and
disinfected between farm visits (Dee et al. 2004, 2007). The data analyzed in (Galvis
et al. 2022a,b) includes the times when the vehicles are cleaned and disinfected. It
is assumed that when a vehicle is sanitized it is completely successful, nullifying
any chance of spreading an infection to the next visited farm. Therefore, our data
for these four networks consists of the movements of the vehicles from a national
PremID to another national PremID without the vehicle being sanitized in between.
Each such observation includes a date as well as the time spent at the destination
farm, which was computed in (Galvis et al. 2022a) by using the GPS data from the
vehicles themselves. Data on 159 feed trucks, 118 pig trucks, 89 market trucks, and 32
crew trucks were used to construct contact networks, and a farm visit was defined by
a vehicle remaining stationary for at least five minutes within 1.5 km of a farm. See
(Galvis et al. 2022a) Section 2.1 for additional details.

4.2.2 Statistical analysis

We use time-to-event methods, also known as survival analysis (Klein et al. 2013;
Klein and Moeschberger 2003; Tutz and Schmid 2016). These methods allow modeling
the factors that lead to certain farms becoming infected sooner than other farms
(Klein and Moeschberger 2003; Klein et al. 2013; Tutz and Schmid 2016). Because our
data are weekly and farms can have multiple infection periods, we use a discrete-
time, recurrent-event model (Tutz and Schmid 2016; Willett and Singer 1995). The
infection status is defined as Y( f , t) = 1 if farm f is infected with PEDV in week t
and Y( f , t) = 0 otherwise. The hazard function is the probability of a new infection at
time t given the farm is not infected at time t− 1 and the history through time t:

λ( f , t) = Prob{Y( f , t) = 1|Y( f , t− 1) = 0,Ht} (4.1)

where the history Ht includes the covariates up to and including t as well as the
infection status of all farms prior to t. We model the hazard probabilities using logistic
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regression (Tutz and Schmid 2016; McCullagh and Nelder 1989):

logit{λ( f , t)} = β0 + K( f , t)β1 + M( f , t)β2 +VVV( f , t)Tβ3 +XXX( f , t)Tβ4 + γvet( f ) (4.2)

VVV( f , t)T = {VF( f , t), VM( f , t), VL( f , t), VP( f , t)}T (4.3)

where K( f , t) is a local-transmission effect; M( f , t) is a movement-network effect;
VVV( f , t) is the vector of the feed, market, labor, and pig vehicle-network effects; XXX( f , t)
is a vector of seasonality effects and other covariates; γvet( f ) is a random effect
corresponding to the veterinarian of farm f ; and βT = (β0, β1, β2, βT

3 , βT
4 )

T is a vector
of fixed effects. Bold notation is used to indicate vectors.

The PEDV outbreak data is transformed from daily outbreaks into being weekly,
but the transmission dynamics occur on a sub-weekly scale. Our solution to allow
for sub-weekly dynamics is to introduce latent (i.e., not observed) intermediate time
steps. Our final model for PEDV infections is

Y( f , t)|YYYt− 1
2
, β, γ

ind∼ Bern(λ( f , t))

where λ( f , t) depends on the latent time steps. Details on the values of Y( f , t) at the
latent time steps and the full Bayesian model specification are provided in Supplemen-
tary Sections 1.1 and 1.3, respectively.

Our formulations for K( f , t), M( f , t), and VVV( f , t) depend on interactions with the
PEDV infection status of farms besides f itself. However, the PEDV infection data only
includes the times a new infection is observed for each farm, not for how long the farm
stayed infected. The length of time a pig-producing farm is infected is understood
to vary by farm type (Goede and Morrison 2016). We adopt the assumptions made
in (Galvis et al. 2022d) and assume that nurseries have an infection length of seven
weeks, GDUs take 22 weeks, finishers take 25 weeks, and sow farms take 28 weeks
(Sanhueza et al. 2019). In the following sections, we will provide overviews of our
formulations for these effects as well as our model-selection criteria to choose between
them.

Network effects

We form a directed graph based on the movement data described in Section 4.2.1,
where the edges and directions are defined using the observed movements. We com-
pute M( f , t) in (4.2) as a summary statistic of the interaction of this directed graph and
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the infection statuses of the farms in the network. Let M( f , t) = ∑g wM( f , g)Y(g, t− 1
2),

where wM( f , g) is the edge weight on the directed graph from farm g to farm f . We
consider two formulations for wM( f , g). The first is to let wM( f , g) = 1 if farm g
ever sent pigs to farm f and let it equal 0 otherwise. The second formulation is
to set wM( f , g) equal to the number of animals shipped from g to f , which gives
more weights to edges with more animals being moved. To decide between these two
formulations, we use the model-selection criteria discussed in Section 4.2.2.

To model the indirect contacts between farms using the data for the four vehicle
networks outlined in Section 4.2.1, we proceed in a similar fashion to M( f , t). We
construct a directed graph based on the movements of the vehicles, where wF( f , g) = 1
if a directed edge exists for the feed network from farm g to farm f . Similar weights are
defined analogously for the pig, market, and labor vehicle networks. Then VF( f , t) =

∑g wF( f , g)Y(g, t− 1
2), with VP( f , t), VM( f , t), and VL( f , t) being defined in the same

manner.
We consider an alternative approach for the vehicle-network effects. Because

the vehicles visit many farms in sequence, we consider calculating the elements of
VVV( f , t) by summarizing the time spent at f by trucks arriving after having visited
an infected farm since the last disinfection. Details of this approach are provided in
Supplementary Section 1.2. Again, to decide between these two formulations, we use
the model-selection criteria discussed in a later Section 4.2.2.

Local-infection effects

It is widely accepted that a major source of PEDV infections can disseminate from
farm to farm given their spatial proximity (Galvis et al. 2022c; VanderWaal et al. 2018;
Galvis et al. 2022d). Previous studies have suggested PEDV can survive for up to
20 days outside a host (Kim et al. 2018) and is able to propagate at least 16 km by
wind (Alonso et al. 2014), and therefore we expect that a farm’s hazard function
increases as a result of being near other farms (Galvis et al. 2022c). A widely adopted
approach to modeling local transmission is through transmission kernels, which we
use in our modeling framework. These mechanistic models typically model spread as
a function of infection status, farm populations, and distances between farms (Flood
et al. 2013; Tildesley et al. 2012). A common local-infection kernel used to model local
transmission is the gravity model (Viboud et al. 2006; Xia et al. 2004; Gog et al. 2014),
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which is typically written as:

wL( f , g) =
N( f )τ1 N(g)τ2

dτ3
f ,g

(4.4)

where N( f ) is the population of farm f , N(g) is the population of farm g, and d f ,g

is the distance between farm f and g. We follow (Galvis et al. 2022c,d) and assume
τ1 = τ2 = 1 and τ3 = 2.

Some recent work suggests the gravity model is not ideal to model transmission
because it does not account for “intervening” farms (Bjørnstad et al. 2019). Specifically,
the effect of g on f is expected to be diminished if a third farm h is between f and g,
which cannot be captured by the gravity model. A proposed alternative to the gravity
model that accounts for intervening farms is the Stouffer model (Bjørnstad et al. 2019).
Assuming all animals in the farm are either infected or not, the Stouffer model is
written as:

wL( f , g) = N( f )τ1

(
N(g)

∑h∈Ω( f ,g) N(h)

)τ2

(4.5)

where Ω( f , g) is the set of farms whose distance from f is no more than the distance
between f and g. We assume τ1 = τ2 = 1 to be consistent with the gravity-model
formulation.

We interact our two proposed kernels with the farm-infection data to calculate
K( f , t). In both cases, we only consider farms that are separated by at most 30 km so
that wL( f , g) = 0 if d f ,g > 30 km, consistent with Galvis et al. (2022d). Furthermore,
we found that because these local-transmission effects could be numerically large,
taking the natural logarithm of the effects improved model fit. Therefore K( f , t) may
be calculated as:

K( f , t) = log

(
∑
g

wL( f , g)Y(g, t− 1
2
)

)
. (4.6)

In the case of no neighboring infected farms in week t, we define K( f , t) = 0. We
decide between the gravity and Stouffer formulations using the model-selection criteria
in 4.2.2.
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Additional covariates and seasonality effects

In addition to the network and local-infection effects, there are additional covariates
that impact a farm’s hazard function. The most well-known of these effects is the
seasonality of PEDV spread (Goede and Morrison 2016). Specifically, PEDV tends
to spread more easily in the winter than in the summer because the virus is able
to survive longer without a host (Machado et al. 2019; Lee 2015). Therefore, we
incorporate seasonality effects into our model through the use of monthly dummy
variables. Another potentially impactful covariate is how much vegetation there is
near a farm, which we measure using the Enhanced Vegetation Index (EVI) (Vermote
et al. 2016). Some studies have suggested that vegetation coverage may help prevent
the local transmission of PEDV between farms (Arruda et al. 2017; Jara et al. 2021;
Galvis et al. 2022c), and the effect might be stronger in winter when PEDV can survive
longer without a host (Machado et al. 2019; Lee 2015). The EVI data are reported every
16 days, and we calculate a simple weighted average of EVIs if a week t overlaps two
EVI reporting periods. Finally, we include the elevation in meters of the farms because
some studies have suggested that elevation could have an effect in the propagation of
swine diseases (Jara et al. 2021; Arruda et al. 2017; Sanhueza et al. 2020).

Survival models allow random effects (frailties) that account for variability in the
subjects being studied (Tutz and Schmid 2016; Klein and Moeschberger 2003). These
random effects allow survival curves to vary by individual even after controlling for
fixed effects. In the case of our model, after accounting for the farm-level covariates,
networks, and local transmission, individual farms have additional unobserved fea-
tures that lead to innately higher or lower hazard functions. However, many farms
do not have any observed outbreaks during the time periods considered, leading to
difficulties in estimating farm-level random effects. Our solution is to use independent
random effects for veterinarians. Following from the description in Section 4.2.1, using
veterinarians as random effects works as a proxy for the interaction of system, farm
type, and spatial region.

Model selection

We have proposed different network formulations in Section 4.2.2 and also two
local-infection formulations in Section 4.2.2. To decide between the different model
specifications, we use the Watanabe-Akaike information criteria (WAIC), a well-known
criterion that approximates leave-one-out cross-validation in Bayesian models (Reich
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and Ghosh 2019). Lower WAICs are better, and a decrease in ten or more in WAIC is
considered to be a loose rule of thumb for an improvement in model fit (Reich and
Ghosh 2019). We use the WAICs to evaluate in-sample fit of our proposed formulations.

We also consider out-of-sample performance using the January 2021 infection data.
To assess predictive performance, we rely on two measures. The first is the well-known
area under the receiver-operating-characteristic curve (AUC), which measures the
performance of a classifier based on its true-positive rate and its false-positive rate
(Saito and Rehmsmeier 2015). The area under the precision-recall curve (PR AUC)
may be better at analyzing the performance of a binary classifier for data with a large
proportion of zeroes (Saito and Rehmsmeier 2015). The PR AUC measures the trade-off
between the true-positive rate and the classifier’s precision. The baseline performance
for a binary classifier measured by AUC is 0.5, meaning that any binary classifier
should have an AUC better than 0.5 (Saito and Rehmsmeier 2015). The baseline
performance for a binary classifier, when measured by PR AUC, is the percentage of
positives in the test data (Saito and Rehmsmeier 2015). For our analysis, the PR AUC
baseline is 0.001. Our calculations for AUC and PR AUC are for all four weeks in
January 2021 simultaneously and are calculated after estimating the latent time steps.
Additional details are in Supplementary Section 1.5.

4.3 Results

Our proposed model was fit to the PEDV infection data from 2018 to 2020. We present
our results in three sections. In the first section, we show our results for the different
formulations of the network and local effects. In the second section, we compare our
chosen model with a simpler model that does not incorporate infection status into the
effects. In the third section, we present the point estimates and credible intervals for
our final model. In the final section, we present analytic results using the final model.

4.3.1 Model selection for local-transmission and network effects

We present our results for fitting our model using the different formulations for
the movement, vehicle, and local effects. Briefly, we evaluate weighting the directed
edges of the movement network by animals “animals” or not “binary”, whether it is
better to use a directed graph for the vehicle networks “binary” or to use time spent
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visiting farms “time”, and whether the gravity or Stouffer kernel should be used for
local-transmission effects. Table 4.1 below presents the main findings.

Table 4.1: Model selection for different proposed network and local-transmission
effects

Pig-movement effects Vehicle effects Local effects WAIC AUC PR AUC
Binary Binary Gravity 6023 0.750 0.131

Binary Binary Stouffer 5993 0.745 0.084

Binary Time Gravity 6028 0.782 0.121

Binary Time Stouffer 6002 0.779 0.097

Animals Binary Gravity 6035 0.740 0.085

Animals Binary Stouffer 6002 0.744 0.072

Animals Time Gravity 6042 0.783 0.090

Animals Time Stouffer 6012 0.774 0.086

The “binary” pig-movement effects are calculated as the number of connected edges on the

directed graph determined by the pig movement data. The “animals” pig-movement effects

are weighted by the total animals shipped. The “binary” vehicle effects are calculated as the

number of connected edges on the directed graphs determined by the vehicle’s data. The

“time” vehicle effects are calculated using the visitation lengths at farms. All four effects have

been interacted with the infection status of source farms.

Our results in Table 4.1 show several sound choices for best model. Measured
by WAIC, the Stouffer formulation for the local effects fits the in-sample data better
than the gravity formulation. By that measure, the binary pig-movement effects, the
binary vehicle effects, and the Stouffer local effects yields the best model. However, as
described in Section 4.2.2 an increase of nine for the WAIC is not typically considered
to be a material difference in model fit (Reich and Ghosh 2019), suggesting the two
models with 6002 WAIC may fit the in-sample data just as well. In such a case, we
prefer the formulation using binary pig-movement effects and time vehicle effects,
taking the AUC and PR AUC into consideration.

However, the best out-of-sample predictions when measured by PR AUC are
associated with the binary pig-movement effects, the binary vehicle effects, and the
gravity model for local transmission. Our work has consistently shown worse WAICs
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for the gravity model, so we still prefer the Stouffer formulation.
We choose to use the model with formulations of binary pig-movement effects,

time vehicle effects, and Stouffer local effects. This model has the strongest overall
performance using the three criteria in Table 4.1. Nevertheless, some readers may
prefer either of the models that use the binary pig-movements effects or binary vehicle
effects by putting preferential weight on WAIC or PR AUC. We provide those results
in Supplementary Section 2.

4.3.2 The importance of interacting network and local effects with

infections

Our model formulation is driven by the inclusion of Y( f , t) in the network and local-
transmission effects. Its inclusion leads to a more complex model, but we have found
consistently that the additional complexity is justified.

To demonstrate the need for including the infections in the network and local-
transmission effects, we compare our chosen with a comparable, simpler mixed-effects
logistic regression with the same structure as our model presented in (4.2) but make
the following changes:

• The effects M( f , t), K( f , t), and VVV( f , t) do not depend on Y( f , t) as described in
Sections 4.2.2 and 4.2.2.

• Because the fixed effects no longer depend on the responses Y( f , t), we do not
incorporate the latent time steps to make it a valid statistical model.

Because the simpler, mixed-effects model will have fewer observations because of
the omission of the latent time steps, a comparison made by WAIC is not straightfor-
ward (the textbook (Reich and Ghosh 2019) provides an in-depth overview of WAIC in
model selection). Instead, we compare out-of-sample performance between our chosen
model from Section 4.3.1 and an otherwise identical model with the two indicated
adjustments above. As result, we have consistently found similar results in our work
to those in Table 4.2. Our results suggest that tracking infected farms is important to
better model the dynamics of the spread of PEDV (Table 4.2).
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Table 4.2: Comparison of models with and without inclusion of infection status in
the network and local-infection effects

Effects description AUC PR AUC
Simpler mixed-effects logistic regression

model without infection status
0.652 0.058

Our final model with infection status included 0.779 0.097

4.3.3 Summary of chosen final model

Table 4.3 summarizes the point estimates for the fixed effects and provides their 95%
credible intervals. For the monthly dummies representing the seasonality effects, July
is omitted as a baseline month.
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Table 4.3: PEDV model fixed-effects estimates

Parameter description Point estimate 95% Credible interval

Log Stouffer kernel 0.291 (0.234, 0.353)

Movements – binary 0.312 (0.200, 0.417)

Feed-vehicle – time 0.000 (-3.6e-5, 1.3e-5)

Labor-vehicle – time 0.000 (-3.2e-4, 6.4e-5)

Market-vehicle – time 0.000 (-0.001, 0.003)

Pig-vehicle – time 0.001 (-7.2e-4, 3.4e-4)

January 2.708 (1.782, 3.723)

February 2.626 (1.751, 3.682)

March 1.928 (1.084, 2.944)

April 2.266 (1.464, 3.265)

May 0.317 (-0.786, 1.365)

June 0.322 (-0.675, 1.280)

August 0.556 (-0.326, 1.519)

September 1.032 (0.046, 2.236)

October 2.232 (1.296, 3.224)

November 1.499 (0.480, 2.699)

December 1.826 (0.850, 2.885)

Elevation 0.002 (-0.006, 0.011)

EVI 0.00 (-2.54e-4, 1.29e-4)

Our results show there is significant evidence there are local-transmission effects,
pig-movement effects, and seasonality effects affecting between-farm transmission of
PEDV. These are evidenced by the positive coefficients and the 95% credible intervals
not containing zero for the log Stouffer transmission kernel, the binary pig-movements
network, and the months October-April. The 95% credible intervals for May, June,
August, and September all include zero, suggesting that the seasonality effects of
those months are not significantly different than the baseline effect of July.

The credible intervals for all four vehicle-network coefficients as well as EVI and
farm elevation included zero. The EVI and elevation do not vary dramatically over our
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study region, so having a larger study area that includes more variability in elevation
and greenery may allow these effects to be better estimated.

4.3.4 Analysis and interpretation

Previous studies have proposed models for PEDV infections that have used grid-based
predictive performance in lieu of farm-level predictive performance (Galvis et al.
2022d; Machado et al. 2019). These grid-based predictions are useful to assess how
well the model can differentiate regions where the infection is likely to occur from
regions where new infections are less likely. In this study, we calculate AUC and PR
AUC for three different grid sizes: a 10 km x 10 km grid, a 5 km x 5 km grid, and a 1
km x 1 km grid. We assess predictive performance in grid cells where there is at least
one farm. Table 4.4 summarizes our results.

Table 4.4: Summary of grid-based AUCs and PR AUCs

Grid size AUC PR AUC
10 x 10 km 0.919 0.204

5 x 5 km 0.916 0.193

1 x 1 km 0.790 0.119

These results suggest our model can perform very well in identifying local areas
where PEDV outbreaks are more likely to occur, which allows stakeholders to make
more informed decisions on which farms should be prioritized for control measures.
In particular, the results using a 5 km × 5 km grid are nearly as good as a much larger
10 km × 10 km grid.

We next turn to describing the interpretation of our model presented in Table 4.3.
As an illustrative example, consider the seasonality hazard functions plotted in Figure
4.1. These hazard functions are calculated using typical values for the effects while
varying only the month of the year. The black line shows the typical probabilities of a
new infection for an uninfected farm during a time step in the specified month, while
the red lines show the probabilities but using the 2.5% and 97.5% quantiles for the
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seasonality effects. As Figure 4.1 shows, there is a significant amount of uncertainty
in these seasonality effects, even though there is evidence the colder months have a
higher probability of a new PEDV infection.

Figure 4.1: Typical seasonality hazard function (left) with 95% credible interval (right,
scale changed)

The log of the Stouffer local-transmission kernel is difficult to interpret. It is a
function of the size of nearby farms, the distance from farm to farm, and if those farms
are infected. To help interpret this effect, in Figure 4.2 we calculate 1 - the estimated
survival function for example sets of farm characteristics (starting in January) but
varying the log Stouffer kernel to "low", "medium", and "high" values based on the
data used in our model. The low kernel corresponds to a farm that was 15 km from
the closest infected farm but with many uninfected farms closer than 15 km. The
medium kernel corresponds to a farm that is 2 km from the closest infected farm. The
high kernel corresponds to a farm that is 5 km from the closest infected farm, but
there are more than 20 infected farms within 30 km. In our model, K( f , t) varies by
week, but we hold it fixed for these example values below for illustration. There is a
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complex local-spread dynamic where both distance and the number of infected farms
play a part.

Figure 4.2: Survival functions for low, median, and high values of the log Stouffer
transmission kernel

4.4 Discussion

In this paper we have proposed a model that achieved two competing goals: a flexible
modeling framework that allows capturing the spread dynamics of PEDV, and our
model can be fit on any modern computer in a reasonable runtime. The benefit of
achieving these two goals is that we were able to evaluate many different proposed
effects formulations, and the success of our approach is evidenced by the quality of
our out-of-sample predictions at both the farm level and the grid level. Our work
can be readily generalized to modeling the farm-level spread of other diseases, and
its simplicity means it can rapidly fit data on new and emerging pathogens. A key
component of our modeling framework is the inclusion of farm-infection status in the
calculations of the local-transmission and network effects. We found this inclusion
consistently improved the fit of our models no matter the criterion used. Our findings
imply that what matters is not being near other farms but being near other infected
farms; likewise, what matters is not receiving pigs from another farm but receiving
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infected pigs. Thus, our results demonstrated that both effects should be considered.
Our proposed model is a valid statistical model, which is not a trivial conclusion

given the context of our framework. Though this concern is technical, it is worth
emphasizing. Because our data is weekly, implementing a simpler version of our
model such that Y( f , t) depends on the other farms at the same time point t is not
necessarily a valid model. Here “valid” means our conditionally specified model can
be used to calculate the joint probability of multiple farms becoming infected in the
same week. The interested reader should refer to Joe and Liu (1996) for further details.
Because of our introduction of the latent time steps and conditioning values at time
t on t− 1

2 , our model is valid. Therefore, the key to our methodology is including
farm-infection status in the model effects, and we have also provided a solution to the
technical complication that follows from this inclusion.

There have been many proposed dynamics for the spread of PEDV, such as local
transmission (Beam et al. 2015; Alonso et al. 2014; Alvarez et al. 2016) and indirect
contacts from vehicles (Dee et al. 2004, 2007; Galvis et al. 2022a; Büttner and Krieter
2022). We considered these different dynamics in a single model. Because of our
access to private movement and vehicle data, we were able to model network effects
while still controlling for local transmission, seasonality, EVI, and elevation. If these
dynamics influence PEDV transmission, their omission can lead to biased parameter
estimates. This omitted-variable bias has been discussed in other fields as impacting
regression models (Rinella et al. 2020; Stevenson 2018; Katicha and Flintsch 2022). For
example, excluding network effects can lead to the coefficient on the local-transmission
effects to increase greatly in magnitude. Therefore, comprehensive models such as
ours help to avoid these concerns.

We have made a few assumptions in our model. The first is we used static networks
for the pig movements and vehicle networks. However, recent work has suggested
these networks have high causal fidelity, meaning the static networks approximate the
temporal networks well (Galvis et al. 2022a). Likewise, we have assumed that the 2018
and 2019 networks were the same as the 2020 networks, which we believe is reasonable
given the aforementioned high causal fidelity. We only have vehicle-movement data
for one pig-producing company, which may mean we are under-representing the true
indirect contacts between farms. Nevertheless, our model can only be improved by
incorporating additional vehicle data, and it may allow us to better estimate the effect
of indirect contacts between farms. Additional infection data may also allow us to
estimate the parameters in the gravity and Stouffer local-transmission kernels. Also,
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daily infection data that captures the true day of a new infection would not require
the latent time steps, and it would remove technical concerns about valid joint models.

4.5 Conclusion

We fit a model to a comprehensive PEDV dataset consisting of three years of farm-level
infections. Our model estimated the effects of different dynamics proposed in the
literature as affecting the spread of PEDV, including local transmission, the movement
of pigs, and the spread of disease by vehicles visiting farms. Our results show a
significant effect of local transmission and pig movements, and we have demonstrated
the importance of accounting for the infection status of other farms when fitting a
PEDV model.
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CHAPTER

FIVE

CONCLUSIONS AND FUTURE WORK

5.1 Conclusions

In this dissertation we proposed several new methodologies for analyzing the spatial
spread of disease. In Chapter 2, we proposed a general, flexible spatial SIR jump
process, and we derived a moment-closure approximation to it. We demonstrated
that this approximation works well to model the dynamics of the more complex jump
process. In Chapter 3, we then approximate the coupled differential equations from the
moment-closure approximation using emulators for both the means and covariances of
the susceptibles. We demonstrate its efficacy with both simulations and an application
to the spread of Zika in Brazil. In Chapter 4, we model the spread of PEDV among pig
farms in a region of the United States. In particular, we demonstrated the importance
of interacting commonly proposed drivers of PEDV spread with source-farm infection
status, and we proposed a valid statistical model that allows us to conditionally model
a farm’s infection status given the history of infections at other farms. We end now by
discussing several avenues of future work based on the methodologies proposed in
these chapters.
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5.2 Future work

5.2.1 Moment-closure approximations and emulators

There are several valuable ways to extend and improve the combination of moment-
closure approximations and emulators in Chapters 2 and 3. We discuss two particular
ideas now.

Throughout Chapters 2 and 3, we assumed that the Gaussian-process approxima-
tion held for the spatial SIR jump process. In particular, we referenced Lloyd (2004)
and said we assume there is no epidemic fadeout. Being more mathematically explicit
with the necessary conditions for the moment-closure approximation to work well
would be of great value. One possible approach is to incorporate epidemic fadeout into
the moment-closure approximation as suggested in Lloyd (2004). Another possible
approach is to consider a more complex moment-closure approximation that is not
based on a Gaussian process, such as a log-normal approach as in Krishnarajah et al.
(2005). Studying the dependencies of the means and covariances on higher-order
moments may be illuminating in this regard. In either case, evaluating the quality
of these moment-closure approximations would be important to implementing this
methodology in a form of general, user-friendly software.

We also frequently referenced β(s) as a spatially varying parameter that controls
the local spread of disease. It is also likely that ϕ varies spatially, but it is more realistic
to expect that ϕ varies as a function of two spatial coordinates, i.e., ϕ(si, sk) with i ̸= k.
This might occur in real-world dynamics by individuals moving between different
locations for different reasons (consider people living in si but driving to work to
sk). While we do not expect this parameterization to complicate the moment-closure
approximation, it may make designing emulator experiments more challenging.

5.2.2 Spread of porcine diseases

Though our model in Chapter 4 is for the spread of PEDV, we discussed therein that
the dynamics for PEDV spread are thought to be similar to the porcine respiratory
and reproductive system virus (PRRSV). We expect that our model could be broadly
applied to PRRSV infection data, but we note a key difference in the data for the
two diseases. PEDV is not a subtle disease, and diagnosing a farm afflicted with
wide-spread diarrhea may not require testing to glean a correct conclusion. On the
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other hand, the symptoms of PRRSV can be similar to other pathogens, and tests need
to be conducted to confirm a correct diagnosis (see, e.g., the herd classifications in
Holtkamp et al. 2021). Gilt development units and sow farms are more likely to be
tested than nurseries and finishers, which leads to a problem of heterogeneous under-
reporting (Galvis et al. 2022c). Given the demonstrated importance of incorporating
farm-infection status into the PEDV model in Chapter 4, being unable to correctly
characterize certain farms as being infected or not would certainly bias any statistical
inference. A possible remedy is through the use of occupancy models (e.g, Johnson
et al. 2013; Williams et al. 2017), but more research would need to be done to consider
a full modeling framework for PRRSV spread.
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APPENDIX

A

DETAILS ON DERIVING FORWARD EQUATIONS FOR

SPATIAL SIR JUMP PROCESS MOMENT-CLOSURE

APPROXIMATION

A.1 Details on heuristic approach to deriving forward

equations

We now provide additional math from Section 2.3.2 to derive the forward equations
heuristically. We begin by proving two expectation identities that are used repeatedly
throughout these derivations. Assuming X and Y are jointly normal with standard
notation to indicate the means and variances, then:
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E{X2Y} =EY{EX|Y{X2y|Y = y}}

=EY{Y
(
σXX −

σ2
XY

σYY
+ (µX + σXYσYY(y− µY))

2)}
=µXσXX − µY

σ2
XY

σYY
+ µ2

XµY +
σ2

XY
σ2

YY
EY{(Y− µY)

2Y}

+ 2µX
σXY

σYY
EY{Y(Y− µY)}

=µXσXX − µY
σ2

XY
σYY

+ µ2
XµY +

σ2
XY

σ2
YY

(
EY(Y3) + µ3

Y − 2µYEY{Y2}
)
+ 2µXσXY

=µXσXX − µY
σ2

XY
σYY

+ µ2
XµY +

σ2
XY

σ2
YY

(µYσYY) + 2µXσXY

=µYσXX + µ2
XµY + 2µXσXY

where the second equality comes from V(X) + E(X)2 = E(X2) and the properties of
conditional normal distributions.

We also will frequently use E(XYZ) where X, Y, and Z are jointly normal. To
shows its identity, we follow a similar approach as before.

E(XYZ) =EY,Z{EX|Y,Z{Xyz|Y = y, Z = z}}

=EY,Z{YZ(µX + ΣXZΣ−1
YZ(y− µY, z− µZ)

T)}

=µXµYµZ + µXσYZ

+ D−1EY,Z{YZ((Y− µY)(σXYσZZ − σXZσYZ)

+ (Z− µZ)(σXZσYY − σXYσYZ))}

where D = σYYσZZ − σ2
YZ. Now, using the previously shown expectation of E(X2Y)

and simplifying terms, this yields:

=µXµYµZ + µXσYZ + D−1(µZσYY + µYσYZ)(σXYσZZ − σXZσYZ)

+ D−1(µYσZZ + µZσYZ)(σXZσYY − σXYσYZ)

=µXµYµZ + µXσYZ + D−1µY(σXYσZZσYY − σXYσ2
YZ) + D−1µZ(σXYσZZσYY − σXYσ2

YZ)

=µXµYµZ + µXσYZ + µYσXZ + µZσYZ

These two expectations will be used repeatedly in deriving the forward equations.
We suppress the inclusion of ∆t. It should be understood the probabilities are mul-
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tiplied by ∆t and then a limit is taken as ∆t → 0. The forward equation for µY(si, t)
is:

∂µY(si, t)
∂t

=E{((Y(si, t) + 1)−Y(si, t))
( β(si)

N(si)
X(si, t)Y(si, t)

+
ϕ

N(si)
∑

k∈N (si)

X(si, t)(Ysk, t)
)

+
(
(Y(si, t)− 1)−Y(si, t)

)
γY(si, t)}

=E{ β(si)

N(si)
X(si, t)Y(si, t) +

ϕ

N(si)
∑

k∈N (si)

X(si, t)Y(sk, t)− γY(si, t)}

=
β(si)

N(si)

(
µX(si, t)µY(si, t) + σXY(si, si; t)

)
+

ϕ

N(si)
∑

k∈N (si)

(
µX(si, t)µY(sk, t) + σXY(si, sk; t)

)
−γµY(si, t)

The forward equation for σXX(si, si; t) is:

∂σXX(si, si; t)
∂t

=E{
(
(X(si, t)− µX(si, t)− 1)2 − (X(si, t)− µX(si, t))2)

∗
( β(si)

N(si)
X(si, t)Y(si, t) +

ϕ

N(si)
∑

sk∈N (si)

X(si, t)Y(sk, t)}

=E{−2
β(si)

N(si)
X(si, t)2Y(si, t) + 2

β(si)

N(si)
µX(si, t)X(si, t)Y(si, t)

+
β(si)

N(si)
X(si, t)Y(si, t) +

ϕ

N(si)
∑

sk∈N (si)

(
−2X(si, t)2Y(sk, t)

+ 2µX(si, t)X(si, t)Y(sk, t) + X(si, t)Y(sk, t)
)
}

=
β(si)

N(si)

(
−2µY(si, t)σXX(si, si; t) + µX(si, t)µY(si, t) + σXY(si, si; t)

− 2µX(si, t)σXY(si, si; t)
)
+

ϕ

N(si)
∑

sk∈N (si)

(
−2µY(sk, t)σXX(si, si; t)

+ µX(si, t)µY(sk, t) + σXX(si, sk; t)− 2µX(si, t)σXY(si, sk; t)
)
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The forward equation for σYY(si, si; t) is:

∂σYY(si, si; t)
∂t

=E{
(
Y(si, t)− µY(si, t) + 1)2 − (Y(si, t)− µY(si, t))2)

∗ β(si)

N(si)
X(si, t)Y(si, t)

+
(
Y(si, t)− µY(si, t) + 1)2 − (Y(si, t)− µY(si, t))2)

∗ ϕ

N(si)
∑

sk∈N (si)

X(si, t)Y(sk, t)

+
(
Y(si, t)− µY(si, t)− 1)2 − (Y(si, t)− µY(si, t))2)γY(si, t)}

=E{ β(si)

N(si)

(
2X(si, t)Y(si, t)2 − 2µY(si, t)X(si, t)Y(si, t)

+ X(si, t)Y(si, t)
)
+

ϕ

N(si)
∑

sk∈N (si)

(
2X(si, t)Y(si, t)Y(sk, t)

− 2µY(si, t)X(si, t)Y(sk, t) + X(si, t)Y(sk, t)
)

+ γ(−2Y(si, t)2 + 2µY(si, t)Y(si, t) + Y(si, t))}

=
β(si)

N(si)

(
2µX(si, t)σYY(si, si; t) + 2µY(si, t)σXY(si, si; t)

+ µX(si, t)µY(si, t) + σXY(si, si; t)
)

+
ϕ

N(si)
∑

sk∈N (si)

(
2µX(si, t)σYY(si, sk; t) + 2µY(sk, t)σXY(si, si; t)

+ µX(si, t)µY(sk, t) + σXY(si, sk; t)
)
+ γ(µY(si, t)− 2σYY(si, si; t))

The remaining four forward equations may be derived in exactly the same manner.

A.2 Deriving the forward equations using jump-process

approximation

We now demonstrate how to derive the forward equations using a normal approxima-
tion to the jump process as described in Whittle (1957) and used in Isham (1991). We
begin by reviewing the basic setup as discussed in Whittle (1957) and demonstrate
its use in calculating the forward equations from Isham (1991). We then provide a
thorough overview on how the same approach can be used for our spatial SIR jump
process.
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A.2.1 Example using stochastic SIR process approximation

Define ϕ(θθθ; t) = EXXX(t)(eθTXXX(t)) as the moment-generating function (mgf) of a
continuous-time Markov process at time t. A relation1 that Whittle (1957) refers to as
the Bartlett relation is:

∂ϕ(θθθ; t)
∂t

=L(θθθ,
∂

∂θθθ
; t)ϕ(θθθ; t). (A.1)

The function L(θθθ, ∂
∂θθθ ; t) is of particular importance in this approximation method.

Whittle (1957) calls this function the “derivate cumulant function", and it arises when
taking the derivative of the mgf with respect to time. We follow Bailey (1964) Section
7.4 who shows how to derive this function for a continuous-time Markov process
with two or more variables. Its form is a relatively simple function of the transition
probabilities.

Define ψ(θθθ; t) = log(ϕ(θθθ; t)) as the cumulant-generating function, Ψ(θθθ; t) as the
derivative of ψ(θθθ; t) with respect to θθθ, and G(θθθ, ξξξ; t) as the collection of second-order
and higher terms of the Taylor expansion of ψ(θθθ + ξξξ; t) around ψ(θθθ; t). Whittle (1957)
shows the Bartlett relation can be rewritten as:

∂ψ(θθθ; t)
∂t

=eG(θθθ, ∂
∂Ψ(θθθ)

;t)L(θθθ, Ψ(θθθ; t); t) (A.2)

The normal approximation is then complete by using the cumulant-generating function
of a multivariate normal random variable at time t with mean µµµ(t) and covariance
Σ(t). Using ψ(θθθ; t) = θθθTµµµ(t) + 1

2θθθTΣ(t)θθθ, this yields:

∂

∂t
(θθθTµµµ(t) +

1
2

θθθTΣ(t)θθθ) = exp{1
2
(

∂

∂µµµ(t)
)TΣ(t)(

∂

∂µµµ(t)
)}L(θθθ, µµµ(t) + Σ(t)θθθ; t). (A.3)

Though this is hard to interpret and derive, using it is nevertheless relatively
straightforward. To derive the forward equations, powers of θθθ need to be matched
between the left- and right-hand sides. To do so, it is necessary to use Maclaurin-series
expansions in a few places. As an illustrative example, consider the function L(θθθ, xxx; t)
used in Isham (1991):

L(θθθ, xxx; t) =β(eθ2−θ1 − 1)x1x2/n + γ(e−θ2 − 1)x2 (A.4)

Begin by rewriting (A.4) using the first three terms of the Maclaurin expansions of

1See Bartlett (1949) and Bailey (1964) Section 7.4
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eθ2−θ1 and e−θ2 , which we will refer to as L̃(θθθ, xxx; t). This yields:

L̃(θθθ, xxx; t) =β(θ2 − θ1 +
1
2
(θ2 − θ1)

2)x1x2/n + γ(−θ2 +
1
2

θ2
2)x2 (A.5)

Referring back to (A.3), define K = 1
2(

∂
∂µ(t)µ(t)µ(t))

TΣ(t)( ∂
∂µµµ(t)). For readability, we will

begin to suppress the t notation for the mean and covariance parameters. Using the
first two terms of the Maclaurin expansion of eK and substituting L̃(θθθ, xxx; t) for L(θθθ, xxx; t),
rewrite (A.3) as:

∂

∂t
(θθθTµµµ +

1
2

θθθTΣθθθ) =(1 + K)L̃(θθθ, µµµ + Σθθθ; t) (A.6)

Note that in the above equation only the first two terms of the Maclaurin expansion
of eK were needed. The 1

2 K2 L̃(θθθ, µµµ + Σθθθ) and higher terms will evaluate to zero when
taking the higher-order derivatives with respect to the mean parameters.

Expanding the left-hand side, we get:

∂

∂t
(θ1µX + θ2µY +

1
2

θ2
1σXX + θ1θ2σXY +

1
2

θ2
2σYY) (A.7)

The next step is to simplify the right-hand side. It is easiest to begin with the term
KL̃(θθθ, µµµ + Σθθθ; t) because so many terms drop out. Substituting back in for K and
expanding slightly, it takes the form:

1
2
(σXX

∂2

∂µ2
X
+ σYY

∂2

∂µ2
Y
+ 2σXY

∂

∂µX

∂

∂µY
)L̃(θθθ, µµµ + Σθθθ) (A.8)

Now observe the form of L̃(θθθ, µµµ + Σθθθ; t):

β(θ2 − θ1 +
1
2
(θ2 − θ1)

2)(µX + θ1σXX + θ2σXY)(µY + θ1σXY + θ2σYY)/n

+ γ(−θ2 +
1
2

θ2
2)(µY + θ1σXY + θ2σYY)

(A.9)

There are no terms in (A.9) that contain either µ2
X or µ2

Y, so the first two differential
terms in (A.8) will evaluate to zero. Observe next that there is only a single term that
will contain both µX and µY, so we can quickly conclude that:

KL̃(θθθ, µµµ + Σθθθ; t) = (θ2 − θ1 +
1
2
(θ2 − θ1)

2)βσXY/n (A.10)
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The right-hand side is therefore:

L̃(θθθ, µµµ + Σθθθ; t) + (θ2 − θ1 +
1
2
(θ2 − θ1)

2)βσXY/n (A.11)

All that remains is algebra and collecting terms for θ1 and θ2. There will be terms
on the right-hand side with terms like θ2

1θ2
2 and θ4

1, but those are discarded as part of
the approximation. We instead need to collect the coefficients for the θ1, θ2, θ2

1, θ2
2, and

θ1θ2 terms. Doing so on the right-hand side will give us:

→θ1(−βµXµY/N) + θ2(−γµY + βµXµY/N) (A.12)

+ θ2
1(β/n)(−σXYµX − σXXµY + µXµY/2 + σXY) (A.13)

+ θ2
2
(
(β/n)(σYYµX + σXYµY + µXµY/2 + σXY/2) + γ(−σYY + µY/2)

)
(A.14)

+ θ1θ2
(
(β/n)(σXYµX − σYYµX + σXXµY − σXYµY − µXµY − σXY)− γσXY

)
(A.15)

Adjusting for the 1/2 coefficients on θ2
1 and θ2

2 on the left-hand side yields the
forward equations from Isham (1991).

A.2.2 Deriving the spatial SIR process forward equations using the

Whittle approximation

We now show how to arrive at the forward equations using the Whittle (1957) approx-
imation.

First, we must derive L(θθθ, xxx; t) for our process. As stated before, Bailey (1964)
Section 7.4 provides details and a proof. Using his work, it is possible to immediately
arrive at L(θθθ, xxx; t) for our process. We adjust the notation in this part from the rest
of the dissertation to improve readability. Suppose we have n spatial sites, and for
a spatial site j there is a collection of neighbors N (j) that does not include j itself.
θθθ ∈ R2n, but for simplicity, index θθθ using the convention j, l where j ∈ {1, ..., n}
corresponds to the spatial site and l ∈ {1, 2} corresponds to the terms for X(s, t) and
Y(s, t), the number of susceptibles and infectious at site s and time t, respectively.
We use β j, ϕ, and γ for the local infection at site j, spatial infection, and recovery
parameters as before. Nj is the population at site j and is assumed to be constant
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through time. Then the L(θθθ, xxx; t) for our jump process is:

L(θθθ, xxx; t) =
n

∑
j=1

(e−θj1+θj2 − 1)
β j

Nj
xj1xj2

+
n

∑
j=1

∑
k∈N (j)

(e−θj1+θj2 − 1)
ϕ

Nj
xj1xk2

+
n

∑
j=1

(e−θj2 − 1)γxj2

(A.16)

As before, define L̃(θθθ, ∂
∂θθθ ; t) as above but with replacing the exponentials with the first

three terms of their Maclaurin expansions. In other words:

L̃(θθθ, xxx; t) =
n

∑
j=1

(θj2 − θj1 +
1
2
(θj2 − θj1)

2)
β j

Nj
xj1xj2

+
n

∑
j=1

∑
k∈N (j)

(θj2 − θj1 +
1
2
(θj2 − θj1)

2)
ϕ

Nj
xj1xk2

+
n

∑
j=1

(−θj2 +
1
2

θ2
j2)γ xj2

(A.17)

Stack θθθ = (θ1,1, ...θn,1, θ1,2, ...θn,2)
T, and likewise consider the process at time t

to be stacked as (X(1, t), ..., X(n, t), Y(1, t), ..., Y(n, t))T with mean and covariance
parameters correspondingly defined. Define again K = 1

2(
∂

∂µµµ )
TΣ( ∂

∂µµµ ). It then remains
as before to match terms for θθθ on the left- and right-hand sides of:

∂

∂t
(θθθTµµµ +

1
2

θθθTΣθθθ) =(1 + K)L̃(θθθ, µµµ + Σθθθ; t) (A.18)

The algebra is simplified greatly by careful accounting. Beginning with the KL̃(θθθ, µµµ +
Σθθθ; t) term, notice that no terms in L̃(θθθ, µµµ + Σθθθ; t) will contain any squared terms for
any particular element of µµµ, so all terms with a squared differential operator will
drop out. Furthermore, there are no cross-terms in the final summation (i.e., in the
summation containing γ, xj2 is not multiplied by any other element of xxx), which will
lead these terms to also dropping out when taking the derivative with respect to two
different elements of µµµ. Close inspection then shows that most of the remaining terms
also drop out – for example, there are no terms that contain both µX(j) and µX(k)
with j ̸= k, so the ( ∂

∂µX(j))(
∂

∂µX(k)
)L̃(θθθ, µµµ + Σθθθ; t) terms will not appear. That applies
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similarly for µX(j) and µY(k) and so on. What we find is all that will remain is:

KL̃(θθθ, µµµ + Σθθθ; t) =
n

∑
j=1

σxy(j, j)
β j

Nj
(θj2 − θj1 +

1
2
(θj2 − θj1)

2)

+
n

∑
j=1

∑
k∈N (j)

σxy(j, k)
ϕ

Nj
(θj2 − θj1 +

1
2
(θj2 − θj1)

2)

(A.19)

Therefore, to arrive at the forward equations, we track the coefficients of certain powers
and interactions of the elements of θθθ in L̃(θθθ, µµµ + Σθθθ; t) and (A.19). For an arbitrary j,
collect the coefficients for θj,1 excluding any interactions with other elements of θθθ. This
leads to the forward equation:

∂µX(j)
∂t

= −
β j

Nj
(µX(j)µY(j) + σXY(j, j))− ∑

k∈N (j)

ϕ

Nj
(µX(j)µY(k) + σXY(j, k)) (A.20)

Likewise for an arbitrary j, collect the terms that contain θj,2. This leads to:

∂µY(j)
∂t

=
β j

Nj
(µX(j)µY(j) + σXY(j, j)) + ∑

k∈N (j)

ϕ

Nj
(µX(j)µY(k) + σXY(j, k))− γµY(j)

(A.21)

For an arbitrary j, the forward equations for σXX(j, j), σYY(j, j), and σXY(j, j) can be
found by collecting the terms that contain θ2

j1, θ2
j2, and θj1θj2, respectively. These yield:

∂σXX(j, j)
∂t

=
β j

Nj
(µX(j)µY(j) + σXY(j, j)− 2µX(j)σXY(j, j)− 2µY(j)σXX(j, j))

+ ∑
k∈N (j)

ϕ

Nj
(µX(j)µY(k) + σXY(j, k)− 2µY(k)σXX(j, j)− 2µX(j)σXY(j, k))

(A.22)

∂σYY(j, j)
∂t

=
β j

Nj
(µX(j)µY(j) + σXY(j, j) + 2µY(j)σXY(j, j) + 2µX(j)σYY(j, j))

+ ∑
k∈N (j)

ϕ

Nj
(µX(j)µY(k) + σXY(j, k) + 2µX(j)σYY(j, k) + 2µY(k)σXY(j, j))

+γ(µY(j)− 2σYY(j, j))

(A.23)
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∂σXY(j, j)
∂t

=
β j

Nj
(−µX(j)µY(j)− σXY(j, j)− µX(j)σYY(j, j)− µY(j)σXY(j, j)

+µX(j)σXY(j, j) + µY(j)σXX(j, j)) + ∑
k∈N (j)

ϕ

Nj
(−µX(j)µY(k)− σXY(j, k)

−µX(j)σYY(j, k)− µY(k)σXY(j, j) + µX(j)σXY(j, k) + µY(k)σXX(j, j))

−γσXY(j, j)

(A.24)

Given j ̸= k, forward equations can be derived for ∂σXX(j,k)
∂t and ∂σYY(j,k)

∂t by finding

terms with θj1θk1 and θj2θk2, respectively. ∂σXY(j,k)
∂t can be derived by finding terms

with θj1θk2.

∂σXX(j, k)
∂t

=−
β j

Nj
(µX(j)σXY(k, j) + µY(j)σXX(j, k))

− βk
Nk

(µX(k)σXY(k, j) + µY(k)σXX(j, k))

+ ∑
l∈N (j)

ϕ

Nj
(−µX(j)σXY(k, l)− µY(l)σXX(j, k))

+ ∑
m∈N (k)

ϕ

Nk
(−µX(k)σXY(j, m)− µY(m)σXX(j, k))

(A.25)

∂σYY(j, k)
∂t

=
β j

Nj
(µX(j)σYY(j, k) + µY(j)σXY(j, k))

+
βk
Nk

(µX(k)σYY(j, k) + µY(k)σXY(k, j))

+ ∑
l∈N (j)

ϕ

Nj
(µX(j)σYY(k, l) + µY(l)σXY(j, k))

+ ∑
m∈N (k)

ϕ

Nk
(µX(k)σYY(j, m) + µY(m)σXY(k, j))

−2γσYY(j, k)

(A.26)
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∂σXY(j, k)
∂t

=
β j

Nj
(−µX(j)σYY(j, k)− µY(j)σXY(j, k))

+
βk
Nk

(µX(k)σXY(j, k) + µY(k)σXX(j, k))

+ ∑
l∈N (j)

ϕ

Nj
(−µX(j)σYY(k, l)− µY(l)σXY(j, k))

+ ∑
m∈N (k)

ϕ

Nk
(µX(k)σXY(j, m) + µY(m)σXX(j, k))

−γ(2σXY(j, k))

(A.27)

115



APPENDIX

B

COMPUTATIONAL DETAILS FOR MOMENT-CLOSURE

APPROXIMATION SIMULATION STUDY

B.1 Gibbs update for G

We describe now in detail how we do the Gibbs update from Chapter 2 for GGG| eee, r, κ, ρ ∼
N (µG, ΣG) where:

µG = ((1− r)−1I + r Qκ ⊗A−1
ρ )−1(1− r)−1eee (B.1)

ΣG = ((1− r)−1I + r Qκ ⊗A−1
ρ )−1 (B.2)

As in Chapter 2, κ is the CAR spatial-dependence parameter, Qκ is the corre-
sponding Leroux CAR precision matrix, ρ is the AR1 correlation parameter, Aρ is the
corresponding AR1 correlation matrix, and r is a variance parameter that controls
for model discrepancy. We again let ns be the number of spatial points and nt be the
number of time points. Then Qκ ∈ Rns×ns , Aρ ∈ Rnt×nt , and GGG ∈ Rnt×ns . Note that eee
is typically stored as vec(e) where e ∈ Rnt×ns

We generate a sample from the above distribution by doing the following:

1. Calculate eigendecompositions of both Q and A−1, writing them as UQDQUT
Q

and UPDPUT
P, respectively. Notice ΣG can be written as

(UQ ⊗UP)((1− r)−1I + r DQ ⊗DP)(UQ ⊗UP)
T.

2. Calculate sss1 = (1− r)−1vec(UT
P e UQ) where e is defined as before.1

3. Calculate ddd = r dddQ ⊗ dddP + (1 − r)−1jjj, where for example dddQ is the diagonal
elements of DQ, and jjj is a conforming vector of 1s.

1Here using the property that (BT ⊗A)vec(C) = vec(ACB).
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4. Do elementwise multiplication of sss2 = sss1 × ddd−1, where ddd−1 indicates taking
elementwise reciprocals of ddd.

5. Reshape sss2 into a nt × ns matrix as before (call it S2). Then µG = vec(UP S2 UT
Q).

6. Generate zzz ∼ Nns×nt(000, I). Calculate fff = ddd−1/2 × zzz where × here is again
elementwise multiplication and ddd−1/2 again represents calculating d−1/2

i for all
elements of ddd.

7. Reshape fff into an nt × ns matrix F. Then calculate GGG′ = vec(UP F UT
Q) + µG.

We also exploit the structure of the Leroux parameterization of the CAR preci-
sion matrix to save computation time. Writing the eigendecomposition of M−A as
UQDQUT

Q, it is clear that we can write Qκ = UQ((1− κ)I + κDQ)UT
Q. The benefit is

we only need to compute the eigenvectors and eigenvalues of M−A once, and then
for different values of κ we can calculate the full eigendecomposition in a simple
O(ns) step.

B.2 Sensitivity of forward equations to starting marginal

variances

We now provide a simple sensitivity analysis of the forward equations to differ-
ent starting values. We analyze sensitivity by considering the total number of new
infections for ns = 25 and nt = 70. This furthermore assumes p = 1.

In the baseline case, we use β = 0.035 ∀s ∈ D, ϕ = 0.024, and γ = 0.015. We
use 100,000 population at each spatial location, and we define the lattice as a regular
lattice with rook adjacencies. In the baseline scenario, we arbitrarily set σXX(si, si; t) =
σYY(si, si; t) = 1 ∀s ∈ D, and we set arbitrarily σXY(si, si; t) = −1. We set all off-
diagonal covariances as 0. At time 0, 98% of the population at each spatial location
was susceptible, and 0.75% were infectious.
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Table B.1: Change in number of new infections by varying starting values for the
forward equations

Description New infections % change

Baseline 2,044,633 0.000%

β = 0.034 2,026,377 -0.893%
β = 0.036 2,062,218 0.860%

ϕ = 0.023 1,982,906 -3.019%
ϕ = 0.025 2,098,774 2.648%

Susc. at time 0 97.5% of pop 2,025,222 -0.949%
Susc. at time 0 98.5% of pop 2,063,967 0.946%

Inf. at time 0 0.5% of pop 1,925,440 -5.830%
Inf. at time 0 1.0% of pop 2,114,275 3.406%

Susc. at time 0 variance = 0.1 2,044,633 ≈ 0.000%
Susc. at time 0 variance = 10, 000 2,044,633 ≈ 0.000%

Inf. at time 0 variance = 0.1 2,044,633 ≈ 0.000%
Inf. at time 0 variance = 10, 000 2,044,633 ≈ 0.000%

Cov. of susc. and inf. at time 0 = −0.1 2,044,633 ≈ 0.000%
Cov. of susc. and inf. at time 0 = −10, 000 2,048,138 0.171%

The last three blocks in Table B.1 show that even changing σXX(si, si; t) by orders
of magnitude does not lead to a material change in the number of new infections.
Of course, this is a slight oversimplification because the off-diagonal covariances
are also important. Nevertheless, this serves as an illustrative example of why we
said in Chapter 2 the starting values for ΣXX(0), ΣXY(0), and ΣYY(0) may be chosen
somewhat arbitrarily.
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APPENDIX

C

PROOF OF COVARIANCE EMULATOR CHOLESKY

DECOMPOSITION

Suppose S ∈ Rns×ns×nt×K, where the slice S.,.,t,k is a symmetric, positive definite
matrix. Unfolding this tensor along its first mode is equivalent to unfolding the tensor
along its first mode because of this symmetry. The unfolded tensor along the first
mode, S1, is:

S1 = [S.,.,1,1, ...,S.,.,nt,1,S.,.,1,2, ...,S.,.,nt,K] ∈ Rns×(nsntK) (C.1)

Because S.,.,t,k is positive definite for arbitrary t and k, then the rank of each S.,.,t,k is ns
(i.e., the partitions of S1). Therefore, because the rank of each partition is at least the
rank of S1 by Harville (1997) Section 4.5, and the rank of S1 is at most ns, the rank of
S1 is ns. Because the rank of S1 is ns, then there are ns singular values in the SVD of
S1, implying there are ns left singular vectors that form Γ in the context of a full-rank
HOSVD.

Now consider ΣXX(t, θ) = ΓZ.,.,t,kΓT as in Section 3.3.3. Z.,.,t,k must be symmet-
ric because ΓZ.,.,t,kΓT = ΣXX(t, θ) = ΣXX(t, θ)T = ΓZT

.,.,t,kΓT. Likewise, the rank of
ΓZ.,.,t,kΓT must equal the rank of ΣXX(t, θ), which is rank ns because it is positive
definite. Because Γ is rank ns, then the rank of S.,.,t,k must be ns also. Therefore there
must be a Cholesky decomposition of Z.,.,t,k.

In the case of a low-rank approximation, such that Ls < ns, Z.,.,t,k is still symmetric
and positive definite. Symmetry follows from the same argument as above, and
positive definiteness follows from considering that aTΓTΣXX(t, θ)Γa > 0 when a ̸= 000,
an all-zero vector. This follows from the positive definiteness of ΣXX(t, θ). Therefore,
a Cholesky decomposition will exist.
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APPENDIX

D

SUPPLEMENTARY INFORMATION FOR PEDV MODEL

D.1 Additional methodology details

We now provide additional information on our model described in Chapter 4 of the
main dissertation.

D.1.1 Latent time steps

We introduce latent “half” time steps in our model. These time steps allow us to
model the uncertainty about which infections occurred before others in a particular
week.

In most cases, it is simple to calculate Y( f , t) for the half time steps. If Y( f , t) =
Y( f , t + 1) = 0, then Y( f , t + 1

2) = 0. If Y( f , t) = Y( f , t + 1) = 1, then Y( f , t + 1
2) = 1.

In the case where Y( f , t) = 1 but Y( f , t+ 1) = 0, we set Y( f , t+ 1
2) = 0. The remaining

case, where Y( f , t) = 0 and Y( f , t + 1) = 1, is treated as a missing observation and
estimated in our Bayesian model.

D.1.2 Time calculations for vehicle networks

Our alternative calculation for the vehicle networks is based on calculating infected
visits to a farm. It is not based on a directed graph like the other network methods
proposed in the main paper.

We identify a visit to a farm based on the date and time a truck arrived at a farm.
We then record all farms that truck visited prior to the visit but after the most recent
disinfection. We then classify the visit as being an infected “visit” at time t if one
of the previously visited farms by that truck were infected. The calculation for the
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elements of VVV( f , t) are then the sum of the time for the infected visits at time t for
farm f .

We considered two other approaches to modeling the vehicle-network effects based
on summarizing infected visits: counting the number of visits without a weight by
time, and counting the number of days there were infected visits. Based on our model-
selection criteria, the results were similar but slightly worse for those alternative
formulations.

D.1.3 Full hierarchical model specification and additional details

Our full Bayesian model is:

Y( f , t)|YYYt− 1
2
, β, γ

ind∼ Bern(λ( f , t− 1
2
))

β ∼ N (000, 1002I)

γ ∼ N (000, τ−1I)

τ ∼ Gamma(0.001, 0.001)

We set P{Y( f , t) = 1|Y( f , t − 1
2) = 1} = 1 in our likelihoods while fitting our

model. We use a Bern(0.5) prior for all Y( f , 1
2).

To evaluate infection statuses in early 2018, we use 2017 PEDV infection data. We
otherwise do not rely on data from before 2018.

D.1.4 Computational details

We implemented an MCMC sampler based on a Polya-Gamma augmented-variable
approach described in Polson et al. (2013) and Wang and Roy (2017). Briefly, Polson
et al. (2013) showed that it is possible to fit a Bayesian logistic regression using Gibbs
sampling by introducing carefully chosen augmented variables, while Wang and Roy
(2017) provides the additional details for mixed-effects Bayesian logistic regression.
The advantage of using Gibbs sampling over Metropolis-Hastings is it is more efficient
in the sense that every proposed candidate value is accepted. See Reich and Ghosh
(2019) for an overview of Bayesian statistical modeling.

The updates for the latent half-time steps must be made carefully. The key to fast
updates is not statistics but instead precise data manipulation. Briefly, updating Y( f , t)
from 0 to 1 only affects the fixed effects at time t. This leaves nearly the entire design
matrix unchanged, and therefore acceptance probabilities should be based strictly on
only the relatively small number of features that change when Y( f , t) is updated.

Because we have few new infections in our data, we found the best approach
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to take is to precompute all possible design matrices based on the changes in the
latent Y( f , t). Then all changes in the features should be calculated from a baseline
design matrix. This approach is feasible because the model is linear, so combinations
of changes in Y( f , t) are simply the sum of changes based on the individual Y( f , t).
We note it is important then to track the un-logged values of the local-transmission
kernels to conduct proper updates. While performing MCMC updates, then this list
of changes is referenced to make precise changes to the design matrix as values of the
latent Y( f , t) are proposed.

D.1.5 Additional information on out-of-sample predictions

In Section 2.2.4 of the main text, we discuss evaluating out-of-sample predictions
using AUC and PR AUC using the January 2021 infection PEDV infection data. We
provide the details of these out-of-sample calculations here.

There are nine new infections in the January 2021 data across four weeks. Be-
cause there are 2,142 farms, we have 8,568 out-of-sample data points. However, after
accounting for farms that are returning to stability, i.e., that have probability 1 of
being infected, we have 8,537 out-of-sample data points. The baseline for our PR
AUC classifier is therefore 9 / 8537 ≈ 0.001, as quoted in the main text (Saito and
Rehmsmeier 2015).

We do not directly include our latent half-time steps in our out-of-sample calcu-
lations. However, we estimate the necessary latent time steps immediately before a
new infection in the same manner as the in-sample data. Unlike the in-sample data, if
we estimate Y( f , t− 1

2) = 1 when a new infection is reported on farm f at time t, we
do not then assume P{Y( f , t) = 1|Y( f , t− 1

2) = 1} = 1 because we wish to assess our
out-of-sample model fit using AUC and PR AUC.

After the latent half-time steps have been estimated, we evaluate AUC and PR AUC
for all 8,537 observations simultaneously, treating the observations as conditionally
independent.

Our calculations for the grid-based AUC and PR AUC in Section 3.4 of the main
text are calculated in a similar fashion. After computing the hazard functions for the
8,537 out-of-sample observations, predictions are made for each grid cell based on all
possible classification decisions (i.e., classifying farms as newly infected or not based
on the estimated probabilities of a new infection). The classification statistics are then
based on comparing if at least one infection was predicted in a grid cell in a particular
week with the out-of-sample data for that cell.
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D.2 Additional results

We provide the model fit using the binary pig-movements effects, binary vehicle
effects, and Stouffer local effects. This is the model with the best WAIC in Table 1 of
the main text.

Table D.1: PEDV model fixed-effects estimates using binary vehicle-network formula-
tion

Parameter description Point estimate 95% Credible interval

Log Stouffer kernel 0.292 (0.229, 0.360)

Movements – binary 0.294 (0.174, 0.395)

Feed-vehicle – binary -0.027 (-0.049, -0.004)

Labor-vehicle – binary 0.012 (-0.066, 0.072)

Market-vehicle – binary -0.086 (-0.304, 0.084)

Pig-vehicle – binary 0.091 (-2.57e-4, 0.176)

January 2.804 (1.863, 3.980)

February 2.733 (1.787, 3.931)

March 2.017 (0.992, 3.225)

April 2.370 (1.396, 3.495)

May 0.379 (-0.786, 1.729)

June 0.447 (-0.811, 1.638)

August 0.562 (-0.381, 1.921)

September 1.061 (0.010, 2.114)

October 2.227 (1.259, 3.294)

November 1.488 (0.561, 2.654)

December 1.875 (0.781, 3.087)

Elevation 0.001 (-0.007, 0.008)

EVI 0.000 (-2.16e-4, 1.31e-4)

The most notable change is the feed-vehicle coefficient is negative with 0 not in
the 95% credible interval. We believe this is a result of sampling variability, but it is
possible that the true coefficient may be negative. This could occur if the feed-vehicle
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operators were aware of which farms were having outbreaks and avoided visiting
those farms. However, more research would be needed to investigate this hypothesis.

We next provide the model fit using the binary pig-movements effects, binary
vehicle effects, and gravity local effects. This is the model with the best PR AUC in
Table 1 of the main text.

Table D.2: PEDV model fixed-effects estimates using gravity formulation for local
effects

Parameter description Point estimate 95% Credible interval

Log gravity kernel 0.141 (0.106, 0.185)

Movements – binary 0.304 (0.179, 0.403)

Feed-vehicle – binary -0.026 (-0.046, -0.004)

Labor-vehicle – binary 0.015 (-0.065, 0.074)

Market-vehicle – binary -0.083 (-0.313, 0.108)

Pig-vehicle – binary 0.105 (0.001, 0.184)

January 2.761 (1.684, 3.925)

February 2.737 (1.693, 3.946)

March 2.072 (1.007, 3.335)

April 2.406 (1.404, 3.547)

May 0.515 (-0.661, 1.800)

June 0.422 (-0.716, 1.897)

August 0.463 (-0.793, 1.904)

September 0.930 (-0.115, 2.219)

October 2.084 (1.053, 3.275)

November 1.348 (0.267, 2.614)

December 1.819 (0.679, 3.049)

Elevation 0.002 (-0.007, 0.010)

EVI 0.000 (-2.40e-4, 1.29e-4)

The most notable change in Table 2 is the pig vehicle coefficient is significantly
positive. As before, we believe this is due to sampling variability, but the true coefficient
may be positive.
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