
ABSTRACT

KOISHYBAYEV, IGIBEK. Vulnerability Detection and Mitigation in Software Supply Chain with
Multi-Component Analysis. (Under the direction of Alexandros Kapravelos).

The recent progress in software development practices encourages agility, fast iterations, and

usage of automation of integration and deployment. While this new paradigm has a lot of benefits

for the software development process in terms of efficiency in developing software and shipping it

to the market, it presents new challenges in the face of extensive dependence on third-party libraries

which in the majority of cases do not come with any warranties, CI/CD pipelines with high level of

capabilities in overall software development process.

This thesis comprises of our research on software supply chain security from a third-party

dependencies perspective. In the first part of the thesis, we present Mininode, a static analysis

tool for Node.js applications that measures and removes unused code and dependencies. Our tool

can be integrated into the CI/CD pipeline of Node.js applications to produce applications with

significantly reduced attack surface, and/or help developers to prioritize the patching of vulnerable

dependencies by generating a complete dependency graph of the application. In addition, we

analyzed 672k Node.js applications and reported the current state of code bloating in the server-side

JavaScript ecosystem. We leverage a vulnerability database to identify 1,660 vulnerable packages

that are loaded from 119,433 applications as dependencies. Mininode is capable of removing 2,861

of these vulnerable dependencies.

In the second part of the dissertation, we study the security of the newly popular GitHub CI

platform. We first identify four fundamental security properties that must hold for any CI/CD system:

Admittance Control, Execution Control, Code Control, and Access to Secrets. We then examine if

GitHub CI enforces these properties in comparison with the other five popular CI/CD platforms. We

perform a comprehensive analysis of 447,238 workflows spanning 213,854 GitHub repositories. We

made several disturbing observations. Our analysis shows that 99.8% of workflows are overprivileged

and have read-write access (instead of read-only) to the repository. In addition, 23.7% of workflows

can be triggered by a pull_request and use code from the underlying repository. An attacker can

exploit these workflows and execute arbitrary code as part of the workflow. Due to the modular

nature of workflows, we find that 99.7% of repositories in our dataset execute some externally

developed plugin, called "Actions"1, for various purposes. We found that 97% of repositories execute

at least one Action that does not originate with a verified creator and 18% of repositories in our

dataset execute at least one Action with missing security updates. These represent potential attack

vectors that can be used to compromise the execution of workflows, consequently leading to supply

chain attacks.

In the final chapter, we present ARGUS, the first static taint analysis system for identifying code

1In the rest of the thesis, we use "plugins" to refer to Actions in GitHub CI



injection vulnerabilities in GitHub Actions. We used ARGUS to perform a large-scale evaluation on

2,778,483 Workflows referencing 31,725 Actions and discovered critical code injection vulnerabilities

in 4,307 Workflows and 80 Actions. We also directly compared ARGUS to two existing pattern-based

GitHub Actions vulnerability scanners, demonstrating that our system exhibits a marked improve-

ment in terms of vulnerability detection, with a discovery rate more than seven times (7x) higher

than the state-of-the-art approaches. These results demonstrate that command injection vulnera-

bilities in the GitHub Actions ecosystem are not only pervasive but also require taint analysis to be

detected.
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CHAPTER

1

INTRODUCTION

The early days of software development were characterized by a relatively small number of compo-

nents. Developers would typically write most of the code themselves, compile and test it on a local

host, and then deploy the final software to a server. This approach had the advantage of being rela-

tively simple to secure, as there were fewer components to worry about. Fewer components meant

there were smaller trust boundaries since almost all the code was built by company developers.

However, it also had the disadvantage of being slow and inflexible. Software development could take

weeks or months, and by the time it was finally deployed, it was often no longer what the customer

wanted. To address these issues, companies began to adopt new development paradigms that

emphasized speed and agility. To achieve speed and agility, companies started to employ more and

more third-party components developed by others, whether they were open-source components or

closed-source ones. This means that developers can take advantage of the work of others, rather

than having to build everything from scratch. However, that drastically increased the number of

components inside the software. Nowadays, according to some previous studies more than 90% of

codes are written by other developers [Koishybayev and Kapravelos 2020].

This has a number of implications. First, it means that software is now much more complex. With

so many components, it can be difficult to track down and fix bugs. Sometimes, even developers

themselves do not know what components are used inside their software. Second, it means that

software is now more vulnerable to security attacks due to increased attack surface, i.e., more com-

ponents software supply chain is dependent on more attack paths are possible. If one component is

compromised, it can potentially give an attacker access to the entire system. We specifically discuss
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Figure 1.1: Typical software development process in nowadays. 1 During code development we
rely heavily on OSS, during integration and deployment we heavily rely on CI/CD pipeline that
automatically verifies and deploys the code, and for deployment, we heavily rely on cloud service
providers

attack surface, misconfigurations, and vulnerabilities in Chapters 3, 4, and 5, respectively.

Despite these challenges, the use of third-party components is likely to continue to grow. The

benefits of speed and agility are simply too great to ignore. However, it is important for developers

to be aware of the risks and to take steps to mitigate them.

Another important development was the rise of continuous integration and continuous delivery

(CI/CD). CI/CD is a set of practices that automates the software development process. This includes

tasks such as compiling, testing, and deploying software. By automating these tasks, CI/CD can

help to speed up the development process and reduce the risk of errors.

Finally, cloud computing has also had a major impact on software development. Cloud comput-

ing allows companies to rent computing resources, such as servers and storage, on an as-needed

basis. This can save companies a lot of money, as they only pay for the resources they use. It can

also help to improve agility, as companies can quickly scale up or down their resources as needed.

All of these changes have led to a much more complex software development process as shown

in Figure 1.1. Today, software is typically developed using a combination of open-source software,

proprietary software, and cloud-based services. This can make it difficult to secure the software,

as there are many more components to worry about. However, it also means that software can be

developed much faster and more agilely than in the past.



1.1 Problem Statement

With the benefits that come with a new paradigm come new challenges. For example, using cloud

services and OSS introduced new types of vulnerabilities and challenges that did not exist when the

server was used by only a single entity, such as Server-Side Request Forgery, cloud misconfigurations,

library subversions, malicious libraries, library sabotage, dependency confusion, and many others.

Attackers started to target any individual part of the whole software supply chain instead of

targeting only the final product. This is because exploiting the upstream dependencies by targeting

sole-maintainer is a lot easier due to the lack of time, money, and incentive of OSS maintainers,

compared to big corporate systems with huge funds and a dedicated team of security professionals.

The recent years saw a surge of supply-chain attacks that target every component of the software

development process starting from third-party library attacks and finishing with attacks on deploy-

ment servers through third-party vendor tools. According to Aqua Security’s 1 recent report [Security

2022] software supply-chain attacks are tripled in 2021. The prominent examples of which are: (1)

introduction of malicious code into NPM’s popular library ua-parser-js used by Facebook and

others 2, (2) vulnerability in Codecov popular CI/CD pipeline tool 3, (3) PHP’s Git server compro-

mise 4 to inject web shell backdoor, (4) SolarWinds hacks which is network monitoring tool [FireEye

2020].

There is a plethora of previous research that tackles individual challenges separately, such as

securing or limiting the capabilities of third-party libraries, detecting and correcting the CI/CD

configuration files, and other challenges. In this dissertation, we argue that understanding the

whole picture and how different components interact with each other is critical. To understand how

different components of the software supply chain interact with each other, we can use program

analysis techniques. Program analysis can help us (1) to reduce the attack surface of the application

by removing unused dependencies from the dependency graph and (2) to detect vulnerabilities that

involve multiple components in CI/CD pipeline.

We define our thesis statement as follows:

The software supply chain complexity caused by highly interconnected components requires auto-
mated multi-component analysis to detect and mitigate vulnerabilities at the ecosystem level

First, we show this thesis statement theme in Chapter 3, when we show our analysis of Node.js

1https://www.aquasec.com/
2https://github.com/advisories/GHSA-pjwm-rvh2-c87w
3https://arstechnica.com/gadgets/2021/04/backdoored-developer-tool-that-stole-credentials-escaped-notice-for-

3-months/
4https://php.watch/news/2021/03/git-php-net-hack



applications dependencies. Node.js ecosystem uses NPM as its default package manager, which is

known for its dependency hell problems among developers. NPM uses a nested dependency structure,

which means that each package can have its own set of dependencies, potentially leading to a deep

and complex interconnected dependency tree. This can make it difficult to keep track of which

packages are actually used as part of the dependency graph.

Second, we show the thesis statement theme in Chapter 5 during the analysis of dependencies in

GitHub CI workflows. Depending on how the developer configures the CI/CD pipeline, the simple-

looking configuration file may have a multi-level nested dependency tree as shown in Figure 5.1.

Also, some of these dependencies, hidden from developers’ eyes, may contain a vulnerability that

can be exploited (Chapters 4.6 and 5.5). In addition, GitHub CI execution involves the passing

of data across different execution contexts across multiple components. This behavior requires

multi-component analysis to detect any vulnerabilities that may arise because of it.

1.2 Contributions

As stated in our thesis statement growing complexity and increase in a number of components

within the software and its supply chain can lead to a significant increase of attack surface and

incorrect usage of parts of the software supply chain that can will be exploited by attackers. In this

work, we tackle the listed issues in each chapter one by one.

In summary, we contribute the following main three things in this dissertation:

• Design and implementation of the system to reduce the attack surface of the Node.js Application

by detecting unused third-party libraries. We developed a system that reduces the attack surface

of Node.js applications by removing unused code parts and modules from the dependency

graph. Currently, the system supports two different reduction modes: (1) coarse-grain; (2) fine-

grain. If integrated as part of the CI/CD pipeline, the system can be used to detect used and

unused third-party libraries in Node.js applications, which we believe helps the developers to

prioritize the patching of the vulnerable dependencies. We published a paper at RAID in 2020.

(See Chapter 3)

• We performed in-depth analysis of security risks of GitHub CI, popular public CI/CD platform.

We build an extended list of attack scenarios against repositories that use untrustful or vulner-

able third-party actions hosted on GitHub. Extensive analysis of public repositories that use

GitHub CI. We found that 18% repositories in our dataset use vulnerable third-party actions,

and less than 2% of all repositories follow the security guidelines provided by GitHub regarding

commit hash references (Section 4.6). These findings highlight our thesis statement that the

complexity of the software supply chain leads to incorrect usage of the parts.

• We implemented a tool called Argus that can detect the injection vulnerabilities in GitHub

CI workflows. As discussed in the thesis statement, the complexity of the software supply



chain can lead to incorrect usage of the components of the supply chain. This can lead to the

injection type of vulnerabilities that we tackle in Chapter 5.

We list other additional contributions in dedicated chapters of this dissertation.

1.3 Thesis Organization

Chapter 2 provides generic background information on the software supply chain parts and recent

works done in software supply chain security.

In Chapter 3 we present the system (Mininode) to reduce the attack surface of the Node.js appli-

cation that suffers from a bloated code base due to extensive usage of third-party dependencies.

Mininode that can be used (1) to reduce the attack surface of Node.js applications by removing

unused third-party libraries, and (2) to help developers to prioritize the patch of third-party li-

braries by integrating the system into the CI/CD pipeline to build the dependency graph of Node.js

applications.

Chapter 4 presents four security properties that must be held in the CI/CD pipeline to ensure

the security of the whole system. Also, in Chapter 4 we compare GitHub CI with five other popular

public CI/CD platforms according to previously defined security properties. We further perform

measurement experiments of pipeline configurations in GitHub CI to see how they are affecting

the security properties, and if the developers are following the security recommendations provided

by GitHub. We share our findings that show, unfortunately, only a handful of the developers follow

security recommendations. We hypothesize that this could be due to the complex nature of the

software supply chain.

Chapter 5 introduces another system, Argus, that can help to detect injection vulnerabilities

that span across different parts of the GitHub CI workflow. This chapter once again shows that the

increased complexity of the software supply chain where multiple parts interact with each other

can be a reason for insecurity if we do not pay attention to how different parts of the whole interact

with each other.

The last Chapter 6 is dedicated to future works and conclusions.



CHAPTER

2

BACKGROUND & MOTIVATION

A software supply chain is the set of components, libraries, tools, and processes used to develop,

build, and publish a software artifact. It includes all of the people, organizations, and systems

involved in the software development lifecycle (SDLC), from the initial design and planning to the

final deployment and maintenance.

Software supply chains are becoming increasingly complex and interconnected, as organizations

rely more and more on third-party components and various services to build and deploy the software

products which are developed by internal and external developers as shown in Figure 1.1. Example

of software supply chain parts are third-party open source and commercial libraries, cloud-based

continuous integration and continuous delivery (CI/CD) pipelines, integrated development envi-

ronments (IDE), and many others. This complexity can introduce new security risks, as attackers

can target any point in the supply chain to gain access to software systems and data.

In this chapter, we will give a generic overview of the software supply chain parts, specifically

we give information about the role of third-party dependencies and CI/CD services. Also, we give

more detailed background about specific technologies that we target in Chapter 3.2, Chapter 4.2

and Chapter 5.2.

2.1 Third-party dependency

A third-party dependency is a software component that is used by another software component or

application. Third-party dependencies are often libraries, frameworks, or tools that are developed



and maintained by organizations other than the developer of the software that is using them.

There are several benefits to using third-party dependencies in the software development lifecy-

cle (SDLC). Some of the most common benefits include:

1. Increased productivity: Third-party dependencies can help developers to be more productive

by providing them with pre-built solutions to common problems. This can free up developers

to focus on the core functionality of their applications.

2. Reduced costs: Developing and maintaining software from scratch can be a costly and time-

consuming process. By using third-party dependencies, developers can avoid duplicating

effort and can save time and money.

3. Reduced time to market: By using third-party dependencies, developers can reduce the time

it takes to bring their applications to market.

Because of these benefits, usage of the third-party dependencies inside the software is steadily

increasing from year to year.

There are many ways to integrate third-party dependency into a software’s code base. However,

the most popular way is to download the third-party dependency from public registry 1 (PYPI, NPM,

cargo, and etc.) using dedicated package managers (pip, NPM, and etc.). In the majority of the cases

public registries that host third-party dependencies are dedicated to only one specific ecosystem,

e.g., PYPI hosts only python codes, while cargo hosts only rust code. Nowadays, the largest public

registry by the number of hosted third-party code and activity, i.e., number of downloads, is consid-

ered to be NPM. In addition, the JavaScript ecosystem that uses the NPM2 is considered to be one of

the ecosystems that heavily depends on third-party code.

However, high usage of third-party dependencies comes with its own security challenges. For

example, software becomes more bloated with unnecessary code. Bloated code means there exists

code that is a part of the final product, but it is not used. The reason for this is that often each

third-party dependency has its dependencies 3 that are installed with initial dependency. This leads

to a problem often referred to as dependency hell, when a dependency tree is too deep. Because of

this developers do not have enough time to look into the transitive dependencies. This increases

the attack surface and technical debt to maintain third-party dependency. In addition, every intro-

duction of the third-party code means the company is indirectly introducing additional developer,

i.e., maintainer of the dependency, which is a lucrative target for attackers since they do not need to

attack the company directly, but instead attack upstream project maintainers.

There are many works done to combat the supply chain attack against upstream dependencies,

such as combatting typosquatting, isolation of the dependencies, developing security heuristics

1Open database of third-party dependencies
2NPM hosts JavaScript libraries
3Usually dependency that is installed as part of the other used dependency is called indirect or transitive dependency



to select right dependencies, enforcing MFA to protect maintainers from account takeover, and

generation of software bill of materials (SBOM) for the software.

On the other hand, we look at Node.js ecosystem, which suffers significantly from a bloated

dependency tree and, is usually, used as an example of supply chain risks in Chapter 3. We used

static program analysis to detect bloated code and automatically remove it from the dependency

tree. Thus reducing the attack surface of the Node.js applications.

2.2 Continues Integration & Delivery

Continuous Integration and Delivery [Humble and Farley 2010] (CI/CD) is a set of practices that

automates the software development and delivery process. It offers several benefits, including

faster time to market, improved quality, reduced risk, and increased collaboration. There are many

different CI/CD tools available, both commercial and open source, e.g., GitLab CI, GitHub Workflows,

CircleCI, and Travis, and each of them comes with its own set of unique features. For example, while

GitHub Workflows supports first-party and third-party plugins that can be helpful in reusing the

functionality created by others in the CI/CD pipeline, GitLab CI does not support third-party plugins

due to security considerations. Despite, some differences almost all of them require some sort of

configuration file which lists the commands that need to be executed when certain condition(s)

is(are) met, e.g., new code is committed into the version control system. In this work, we concentrate

our efforts on GitHub Workflows and give a detailed explanation of its background in Chapter 4.2

and Chapter 5.2.

CI/CD pipeline plays a critical role in the software supply chain because of its role in testing,

building, and deploying the source code. If the CI/CD pipeline is compromised during any of the

processes, it might have a significant impact on the overall software supply chain security. Due to

its importance, there have been multiple security-related works both in academia and industry. For

example, OWASP published the Top-10 CI/CD security risks [OWASP 2022] list to help developers

secure the CI/CD pipeline.

In general, CI/CD pipeline security risks range from accidental secret key leaks and miscon-

figuration to fundamental problems within CI/CD pipeline itself that are not dependent on users,

e.g., failure to isolate running environments from each other and to vulnerability presented inside

services itself.

There are a lot of previous works that concentrated on different aspects of the CI/CD pipeline

such as configuration problems [Rahman et al. 2019; Gallaba and McIntosh 2020; Paule et al. 2019;

Felidré et al. 2019; Vassallo et al. 2020; Vassallo et al. 2019], environment isolation problems [Gruhn

et al. 2013; Bass et al. 2015]. However, to the best of our knowledge, we are the first to look into GitHub

CI, which is one of the popular CI/CD solutions among the open-source community. We first look

at security requirements that need to be held in GitHub CI for it to provide true security guarantees

in Chapter 4. Then we look into how program analysis can help to detect injection vulnerabilities



inside the GitHub CI configuration files in Chapter 5.



CHAPTER

3

MININODE: REDUCING THE ATTACK

SURFACE OF NODE.JS APPLICATIONS

3.1 Introduction

Node.js [Dahl 2009] is an open-source JavaScript runtime engine typically used to build scalable

network applications. The JavaScript runtime that powers Node.js is based on Chrome’s V8 engine.

Despite Node.js’ young age, it has become very popular among the open-source community and

enterprises. Moreover, big companies such as Microsoft, IBM, and PayPal [Baxter-Reynolds 2017;

Paypal Engineering 2013; Emily Mitchell 2018] are among others that use Node.js in their products.

One of the reasons for its popularity is in Node.js architecture choice. Node.js uses a non-blocking

event-based architecture which gives the ability to developers to scale up Node.js applications easily.

Nowadays Node.js is used to develop critical systems [Tilkov and Vinoski 2010] that require security

attention.

Node.js developers distribute community-developed libraries using an in-house built package

manager system called NPM. NPM is considered to be the largest package manager by the number of

packages [Sikelianos 2015] it hosts (over a million) and a growth rate of almost 800 pkg/day [DeBill

2021]. Since 2014, the NPM registry traffic has grown 23,500%, which shows its increasing popularity

among developers [The npm blog 2019]. This staggering amount of packages hosted in NPM gives

developers the power to build apps very quickly by using already implemented functionality by

others. In this chapter, we argue that overusing third-party libraries comes with its own security



risks.

The drawbacks of extensive dependence on third-party packages are: (1) developers need to trust

others on the security and maintenance of the libraries; (2) the popularity of NPM makes it lucrative

for adversarial users to distribute malicious libraries using attacks such as typosquatting [The npm

blog 2017; Szurdi et al. 2014; Agten et al. 2015], ownership takedown and introducing a backdoor [The

npm blog 2018; Zimmermann et al. 2019]; (3) upgrade or removal of the package from NPM may

break the build pipeline of an application [The npm blog 2016].

Our study of 1055131 packages shows that on average only 6.8% of the code in the application is

original code according to source logical lines of code (LLOC) or putting in different words 93.2% of

the code in Node.js application is developed by third-parties. One of the reasons why developers tend

to use "trivial" third-party packages, is the belief that they are well-managed and tested. Despite the

belief, the study shows that only 45.2% of "trivial" packages have tests implemented [Abdalkareem

et al. 2017].

Previous works on Node.js security mostly concentrate on the architecture choice of Node.js

and, therefore, on attacks that target the main thread of Node.js applications [Ojamaa and Düüna

2012; Davis et al. 2017, 2018b,a; Staicu et al. 2018]. Others have conducted research on the reasons

why developers use "trivial" dependencies [Abdalkareem et al. 2017] and security implications of

depending on NPM packages [Zimmermann et al. 2019]; however, no research on an attack surface

that extensive usage of third-party libraries may bring and ways of reducing the attack surface of a

Node.js application was conducted before.

Due to all of the above, it is important to know the attack surface of third-party packages and to

reduce them ahead of time during a development process.

Our main contributions are the following:

• We developed a system that reduces the attack surface of Node.js applications by removing

unused code parts and modules from the dependency graph. The system can use one of two

different reduction modes: (1) coarse-grain; (2) fine-grain; Our system is publicly available

here: https://kapravelos.com/projects/mininode

• We analyzed 672242 Node.js applications from the NPM repository and measured their attack

surface. Our findings show that at least 119433 (11.3%) of applications depend on vulnerable

third-party packages. Also, on average only 9.5% of all LLOC is used inside analyzed packages.

• We created a custom build of Node.js that can restrict access to the built-in modules using a

whitelist generated by Mininode. Our evaluation experiment shows that Mininode successfully

restricted the access to fs and net modules for 79.4% and 96.2% of packages, respectively.

• The work presented in this chapter was published at Research in Attacks, Intrusions and

Defenses 2020 conference [Koishybayev and Kapravelos 2020].

https://kapravelos.com/projects/mininode


(function(exports, require, module, __filename, __dirname) {
// Module code lives in here

});

Listing 1: Function wrapper to execute module code

3.2 Background

In this section, we describe the technical details of Node.js modules, how NPM works, and how

Node.js resolves imported modules, both built-in and third-party dependencies. We use the term

module to describe anything under the node_modules folder that can be loaded using the require
function. A package is everything that is hosted on NPM, but not necessarily can be loaded by using

require function, e.g., CSS files. In this chapter, we refer to a package as a directory of files with

a JavaScript entry point that can be loaded with the require function. We treat applications the

same as packages, i.e., they both have a JavaScript entry point, from which Mininode can start its

analysis.

3.2.1 Node.js module system

JavaScript has been traditionally the language of the browser. Web applications build their front-end

logic in JavaScript by leveraging browser APIs. Node.js applications rely on a completely different

ecosystem that is built to assess the needs of server-side applications. Instead of the DOM and other

Web Platform APIs, Node.js relies on built-in modules that provide functionalities like networking

and filesystem access. These modules are based on the CommonJS module system and only recently

we have seen experimental support for ECMAScript modules [Docs 2021h].

Node.js treats every JavaScript file as a CommonJS module. Node.js has a built-in require()
function to import both built-in and developer-created modules into code. The require function

behaves differently depending on the type of module requested. If the requested module is on

the list of built-in modules, then it is returned directly from the modules written in C++. If the

requested module is not part of the built-in modules, require will wrap the imported module with

a function wrapper, as shown in Listing 1, before executing the code. This ensures that variables from

the imported modules are not placed unintentionally in the global scope. Despite this, modules

can declare variables and functions in the global scope, which poses a challenge in accurately

determining the used APIs of the module (§3.5.2).

Every module that wants to provide some of its functionality to other modules can use the

exports object. For example, in Listing 2 b.js exports two functions. However, a.js uses only function

foo() after importing b.js. Thus, the functionbar() can be removed without impacting the behavior

of the a.js. We discuss how we leverage this mechanism to restrict access to built-in modules Section

3.6.1.



//inside b.js
exports.foo = function foo(){}
function bar(){}
exports.bar = bar;

//inside a.js
var b = require("./b.js")
b.foo()

Listing 2: Example of CommonJS module and common ways to export the functionality

3.2.2 Node Package Manager (NPM)

Node.js comes with a built-in package manager called NPM, which hosts front-end CSS, JavaScript

frameworks, and command-line tools aside from JavaScript libraries. In this chapter, we focus only

on server-side Node.js packages that are distributed over NPM. Developers can install a package using

the command "npm install <name>@<version>", where "<name>" is the name of the package.

By default, if a version is missing, NPM will install the latest version of the package. If the package

name is not given, NPMwill look for the package.json file inside the current working directory and will

install all packages listed as dependencies in the file. The package.json file also contains metadata

about the Node.js application. These metadata can contain the main file of the application (i.e.,

entry point), the version number, a short description, a list of dependencies, and other information

about the Node.js application. NPM installs dependencies transitively. For example: if package A

depends on package B, and package B depends on package C, NPM will install packages A, B, C. The

NPM’s transitive installation of dependencies creates a serious problem of bloated code, as it makes

it really hard for the developer to understand how many packages the code depends on. De Groef et

al. states that some popular packages may in total depend on more than 200 packages [De Groef

et al. 2014].

3.3 Threat Model

Our threat model targets vulnerable Node.js applications that are susceptible to arbitrary code

execution vulnerabilities. The main premise of this chapter is that we can 1) reduce the capabilities

of the attack by restricting the application’s functionality and 2) eliminate further exploitation of

the application that would elevate the attacker’s capabilities by targeting vulnerabilities in unused

dependencies.

We reduce the attack surface of applications by restricting the available built-in modules that

can be loaded to the absolute necessary. This results in removing classes of capabilities from the

application if they are not already used, like filesystem access or networking.



We mitigate chained exploitation by removing unused vulnerable modules and restricting built-

in modules. Our assumption here is that the application is exploitable, but with certain restrictions,

i.e., code can be injected, but without arbitrary execution due to unsafe regular expression checks.

In that particular scenario, the attacker can take advantage of other existing vulnerable packages

that are now reachable and gain full control of the application. The attacker can take advantage of

the existing modules in two scenarios: 1) directly manipulating the input to the require function

to load any modules, 2) indirectly manipulating the input to the require function to load any

modules, except built-ins. Our system is capable of stopping further exploitation of the unused

parts of the application, but it does not prevent the initial vulnerability that leads to partial code

execution.

When the attacker can directly manipulate the require function and load additional built-in

modules, Mininode restricts access to unused built-in modules, even if they are used in one of the

unused transitive dependencies. This significantly reduces the capabilities of the attack.

Listing 3 shows a theoretical motivating example of chained exploitation when the attacker

can indirectly control the input to the require function. In the example, the attacker can inject

malicious data to the fs.linkSync function (line 6), which is used to create a symbolic link, by

manipulating the request data. For example, the attacker can replace the entry point of header-parser

with a symbolic link to unused.js by manipulating dst and src fields. Therefore, next time when the

attacker navigates to "/exploit" endpoint, Node.js will load the unused.js module instead of the

header-parser package, and the application passes data provided by the attacker to the unused.js

(lines 11-12). Note that an attacker cannot manipulate symbolic links to load built-in modules

because they are part of the Node.js binary. For this kind of chained exploitation, Mininode can

remove unused packages from the application and restrict the attacker’s ability to load modules that

are not used by the application; thus, making the attack less effective. Some vulnerable packages

though, like fast-http[MITRE 2020c] , marscode[MITRE 2020a] and marked-tree[MITRE 2020b] are

directly exploitable by just loading their module, but not all vulnerabilities can be exploited via

chained exploitation, as they can depend on additional constraints that might not be available to

the attacker.

One of the great advantages of Mininode is that it restricts the attacker from using any unused

module, including built-in modules, e.g., fs, even if it is used in a transitive dependency. When

these modules are not used in the application, Mininode can have a significant impact on the attack.

3.4 Design Goals and Architecture Overview

3.4.1 Design Goals

There were two main design goals that we followed during the implementation of the Mininode.

Effectiveness. Mininode should reduce the attack surface of the Node.js application as much



const fs = require('fs')
const express = require('express')
const app = express()

// some code parts omitted for brevity
app.get('/vulnerable', (req, res) => {

fs.linkSync(req.body.dest, req.body.src);
res.send('Hello World!')

});

app.get('/exploit', (req, res) => {
let parser = require('header-parser');
let result = parser(req.headers);
res.send(result);

});

Listing 3: Motivating vulnerable example of chained exploitation for loading unused packages

4. Call Graph Builder

3. Load Dependency Builder

2. Value-binding

5. Reducer1. Parser

Node.js Application
Reduced Application

fine-graincoarse-grain

Figure 3.1: Mininode consists of main 5 parts: 1 Parser; 2 Value-binding; 3 Load Dependency
Builder; 4 Call Graph Builder; 5 Reducer and supports coarse-grain and fine-grain reductions

as possible. To achieve the effectiveness goal, we implemented two modes of reduction: (1) coarse-

grain; (2) fine-grain; and added a built-in module restriction mechanism into Node.js. We provide

Mininode’s reduction effectiveness results later in the chapter (§3.7.1 and 3.7.2).

Correctness. Mininode must remove only unused code parts, i.e., should not break the original

behavior of the application. To validate that Mininode meets the correctness goal, we automatically

verified the original behavior of 37242 packages after reduction (§3.7.1).

3.4.2 Architecture Overview

Mininode consists of five different stages as shown in Figure 3.1, that will run during the reduction

of the application.



Mininode takes a directory path of a Node.js application, which contains package.json file, as

an input. Then, Mininode traverses the directory, parses all JavaScript files, and generates abstract

syntax trees (ASTs) for each JavaScript file ( 1 ). We use AST representation of the source code because

it is easier to analyze statically and convenient to transform the tree structure to modify the initial

source code. To parse JavaScript code, we use the popular open-source esprima [Hidayat 2020]

library. The final outcome of the Parser is an array of all modules inside the application folder

and each module’s AST representation. After Parser completes processing the code, it will pass the

generated ASTs to the next stages of Mininode.

The Value-binding ( 2 ) is a pre-reduction stage that collects metadata about each module in the

application from their AST representation, which is used in reduction stages. Also, Value-binding

collects overall statistics on each module regarding the number of logical lines of code, dynamic

imports, and dynamic exports.

The main reduction process consists of three different stages: (1) Load Dependency Builder, (2)

Call Graph Builder, and (3) Reducer.

The Load Dependency Builder ( 3 ) builds a file-level dependency graph of the application by

traversing the AST generated by Parser. To build the dependency graph, Load Dependency Builder

starts from the entry point(s) and detects all require function calls from AST. All modules that are

recursively accessible from the application’s entry point(s) are marked as used by Load Dependency

Builder. Despite the simplicity of the algorithm, there are challenges that need to be addressed to

construct a complete dependency graph (§3.5) and are further discussed in Section 3.6.

Mininode supports two reduction modes for the application: (1) coarse-grain reduction; (2)

fine-grain reduction. The coarse-grain reduction mode works at file-level and removes unused files

in the application, while the fine-grain reduction works at function-level and removes functionalities

from individual modules that are never used. As shown in Figure 3.1, Mininode skips the Call Graph

Builder stage, and proceeds directly to the Reducer stage in coarse-grain reduction mode.

The Call Graph Builder ( 4 ) is responsible for detecting used and unused functions, exports,

and variables of all modules that are part of the dependency graph generated by Load Dependency

Builder (§3.6.4). To achieve the effectiveness design goal, Call Graph Builder may perform several

passes on the AST of each module until no change to the final usage graph is made.

The final stage in our reduction pipeline is the Reducer ( 5 ) stage. The Reducer is responsible

for removing AST nodes and modules that are marked as unused by Call Graph Builder and Load

Dependency Builder, respectively (§3.6.5). After finishing all of the reduction stages, Mininode

generates source code for each module from their updated AST.

3.5 Challenges

The dynamic nature of JavaScript introduces several challenges to static analysis [Nielsen et al.

2019; Trickel et al. 2019; Madsen et al. 2013] and this is also true for the module system used by



Node.js (§3.2.1). In this section, we list some of the research challenges that we faced during the

implementation of the attack surface reduction tools using static analysis for Node.js applications.

Overall, we divide the challenges into two categories: (1) export-related challenges; (2) import-related

challenges.

3.5.1 Export-Related Challenges

The export-related challenges relate to the way how a module is exporting its functionality, and thus

directly affect the Mininode’s effectiveness design goal as defined earlier (§ 3.4.1). Failure to deal

with export-related challenges will mostly lead to the under-reduction of the attack surface, i.e.,

not removing unused functionalities from the module. However, in some rare cases may lead to

over-reduction of the functionality, i.e., removing used functionality. We give an example of both

cases in follow-up subsections.

Unusual use of the export object. JavaScript allows developers to modify an object in several

different ways. Consequently, the export object can also be modified in several different ways to

export functionality. For example, developers can create an alias for the export object and use the

alias instead to export the module’s functionalities.

// inside request.js
exports.post = function(){}
exports.get = function(){}

// inside request-v2.js
exports = module.exports = require("request")
exports.patch = function(){}

// inside index.js
var req = require("request-v2")
req.get();
req.patch();

Listing 4: Example of re-exporting the imported module

Extension of a module with re-export. In CommonJS module system one can extend other

modules by re-exporting it and adding additional functionality. In the example given in Listing 4, one

can see how request-v2.js module extends request.js module with patch function. During analysis,

Mininode should detect that get function used in index.js is actually coming from request.js. This

behavior prevents over-reduction of the request.js module, and it ensures that Mininode meets the

correctness goal.



3.5.2 Import-Related Challenges

The import-related challenges affect the static analysis’s performance in the detection of used func-

tionalities of the imported CommonJS modules. Failure to detect used functionalities of imported

modules will lead to over-reductions, i.e., removing used functionalities. Thus, it will lead to breaking

the original behavior of the Node.js application. The rest of the section is describing some of the

import-related challenges.

//inside request.js
exports.post = function(){}
exports.get = function(){}

// inside index.js
request = require("request");
request.post()

// inside util.js
request.get();

Listing 5: Example of importing a module in the global scope

Dynamically importing the module. It is common for Node.js applications to load different

modules depending on the execution environment or the user’s input. Dynamically importing a

module restricts the ability of simple static analysis to detect which module was loaded, which may

lead to the removal of the whole used module. Therefore, it is vital to resolve dynamic imports to

build a complete load dependency graph of the application.

Importing as a global variable. As discussed in Background section 3.2.1, Node.js wraps the

modules with wrapper function to avoid collision of variable and function names and create separate

scopes for each module. Despite this, developers can import a module into a global scope, as shown

in Listing 5. If a module is imported into a global scope, any other module can have direct access to

the module’s functionality without importing it. Listing 5 gives an example of loading the request.js

in global scope in index.js, which makes it possible for util.js to use get function of the request.js

without importing it.

Invisible parent-child dependency. This issue arises when the imported module (child) is using

the functionality defined inside the module (parent) that imports the child module as shown in

Listing 6. Because of the absence of a clear dependency link from child to parent, this challenge is

counter-intuitive in nature. From Listing 6 one can see that, even if child.js is not importing parent.js,

the child module is using parentBar that was defined in the parent module. We saw this behavior

in one of the most popular NPM package debug [TJ Holowaychuk, Nathan Rajlich, Andrew Rhyne,



// inside parent.js
module.exports = require("child.js")
exports.foo = function(){

exports.childFoo(); //defined in child.js
}
exports.parentBar = function() {
}

//inside child.js
exports.childFoo = functon() {

exports.parentBar(); //defined in parent.js
}

Listing 6: Example of invisible parent-child dependency

Josh Junon 2017].

Cross-reference dependency. The cross-reference dependency problem happens when two

different modules import the same module, but use different parts. For example in Listing 7 in-

dex.js and foo.js are referencing bar.js, however using different parts of it. If Mininode preserves all

used functionality, it will preserve exports.w function of bar.js, because function exports.w was

used inside foo.js. However, the function exports.w of bar.js should be removed because it is not

reachable from the entry point (index.js) of the application.

3.6 Implementation

Mininode takes as input a Node.js application and makes three different reduction stages to produce

a reduced version of the application (§3.4.2). This section gives implementation details of each

reduction stage and how certain challenges described in Section 3.5 are resolved. Additionally, the

following subsections give details about how access to built-in modules is restricted, and what kind

of metadata is collected during Value-binding stage.

3.6.1 Restricting Access to Built-in Modules

The require function in Node.js checks if the requested module is in a built-in modules list before

trying to resolve it (§3.2.1). We modified the original behavior of the require function at the Node.js

C++ level. The patched require function restricts access to the built-in modules by checking if the

requested module is not in a whitelist of built-in modules generated by Mininode. The whitelist is

generated only once during the reduction of the application and kept unchanged. If the application

does not have a previously generated whitelist, our custom-built Node.js will allow all built-in

modules to avoid breaking the application.



//in index.js entry point
var foo = require("foo")
var bar = require("bar")
foo.x()
bar.z()

//inside foo.js module
var bar = require("bar")
exports.x = function(){}
exports.y = function(){

bar.w()
}

//inside bar.js module
exports.w = function(){}
exports.z = function(){}

Listing 7: Example of cross-reference dependence

3.6.2 The Value-binding Details

The Value-binding ( 2 ) is a preprocessing step that collects metadata about each module in order to

help other reduction stages to overcome challenges listed previously (§3.5). Value-binding collects

an array of aliases for exports object and require function, because developers may rename

these CommonJS APIs by assigning them to another variable and using an alias for the API instead

of using API directly. Especially, this behavior can be seen in the case of packages that provide a

minified version. Minification usually substitutes longer names with shorter ones to decrease the

size of the file.

Value-binding also collects a dictionary of identifier names with their corresponding values,

which are used to detect the possible values of dynamically imported modules. Possible values of

identifiers could be literals (strings) or other identifier names that were assigned to the original

identifier. If an identifier’s value depends on any dynamic expression, e.g., a function call, Value-

binding will mark the identifier as non-resolvable. However, if the identifier’s value depends on binary

expression, e.g., var a=b+"-production", Value-binding tries to resolve the possible values by

getting the values of"b" from the dictionary and adding the"-production" to it. Note that variable

"b" in the dictionary must be resolvable. Otherwise, Value-binding will mark the variable "a" as

non-resolvable.



3.6.3 The Load Dependency Builder Details

The Load Dependency Builder ( 3 ) is responsible for building the file-level dependency graph by

looking for require (or its aliases (§3.6.2)) function calls in AST and by resolving the function’s

argument to one of the existing modules (§3.4.2). The Load Dependency Builder resolves require’s

argument using Node.js default resolution algorithm if the argument’s type is literal. In other cases,

it will use a simple algorithm to resolve dynamic import.

Resolving dynamic imports. To resolve the dynamic imports, the Load Dependency Builder

uses the dictionary generated by Value-binding in the previous stage. If the argument’s type is an

identifier and the dictionary contains values for the identifier, Load Dependency Builder iterates

through the possible values and resolves to possible modules in the application. This process is

one of Mininode’s advantages over other open-source NPM packages implemented to build the

dependency tree of an application [Browserify 2021; Holowaychuk 2020; Kemp 2017]. On the other

hand, if the identifier does not exist in the dictionary, or the identifier is marked as non-resolvable,

Load Dependency Builder will mark a module as using complicated dynamic import that can not

be resolved reliably using only static technique. If the dependency graph of the application contains

a module with complicated dynamic import, Mininode stops performing further analysis and exits

because the application under analysis cannot be reduced reliably without breaking its original

behavior.

3.6.4 The Call Graph Builder Details

The Call Graph Builder ( 4 ) runs only during fine-grain reduction mode, as can be depicted from

Figure 3.1. The goal of the Call Graph Builder is to detect which parts of the code are used for each

module and mark unused ones. To achieve the goal, it performs two separate tasks on the module’s

AST each time during analysis.

The first task, which is called marking unused, is responsible for marking exports, functions,

and variables as unused if they are not used inside or outside of the module according to an array of

used exports of the analyzed module.

The second task, which is called usage detection, is responsible for constructing the used exports

array for each imported modules of the currently analyzed module. It achieves this by recording

the variable names initialized by require (or the aliases (§3.6.2)) function calls and detecting all

member expressions (i.e., property accesses) for all recorded variable names.

Resolving cross-reference challenge. To achieve the effectiveness design goal discussed in

Section 3.4.1, Mininode needs to resolve the cross-reference challenge. The cross-reference challenge

can be solved by always running the marking unused task before the usage detection task for each

module’s AST. One benefit of running marking unused before usage detection is that during usage

detection, we can skip functions that are marked as unused. For example, for the module foo.js

from Listing 7, by first running marking unused task, we mark exports.y as unused. Thus, usage



detection will skip traversing exports.y during analysis, and, therefore, exports.w will not be

included in an array of used exported functions of the bar.js module.

Resolving extension of the module by re-exporting. The Call Graph Builder internally keeps

track of used re-exported modules during an analysis of the AST. Later on, Call Graph Builder will

add re-exported modules into the descendants array of the currently analyzed module. In the case

of Listing 4, request.js module will be added into the descendants array of request-v2.js module.

Additionally, request-v2.js becomes part of the ancestors array of request.js automatically. Later,

when Call Graph Builder analyzes request.js module, it passes all used properties of request.js’s

ancestors (i.e., request-v2.js) to the marking unused task as an extra argument. In this particular case,

the extra array argument will include get and patch function names. Thus, exported get function

of request.js will not be marked as unused during the marking unused task. Therefore, Reducer will

not remove used exported functions, and eventually, Mininode will preserve the correctness design

goal (§3.4.1).

Resolving invisible parent-child dependency. Call Graph Builder resolves the invisible parent-

child dependency challenge almost the same way it resolves extension by re-export challenge.

Because Mininode already has information about ancestors and descendants of the module, Call

Graph Builder can pass as an extra argument all used exports of all ancestors and descendants of

the module during the marking unused task. In the case of Listing 6, Call Graph Builder pass as an

extra argument child.js’s used exports array, which contains parentBar function, into the marking

unused task for parent.js.

Resolving importing as a global variable. To resolve the importing module as a global variable

challenge, Call Graph Builder keeps track of leaked global variables during the usage detection

task and stores used members, i.e., accessed properties, of a variable inside a dictionary of leaked

global variables. In the example from Listing 5, Call Graph Builder creates an entry in the dictionary

with a key request after analyzing index.js. The value of the entry is an array of used members,

which contains post and get after analyzing index.js and util.js, respectively. Next, when Call Graph

Builder performs the marking unused task for request.js, it passes the corresponding members’ array

of the dictionary as an extra argument.

3.6.5 The Reducer Details

The Reducer ( 5 ) is responsible for removing the AST nodes marked as unused without break-

ing the valid syntax of the AST and generating code from the AST. We are using the open-source

escodegen [Suzuki 2012] library to generate the source code from the AST.

Resolving unusual use of exports object Currently, Reducer can reduce exporting logic for the

most common three ways to statically define a property for the object in JavaScript. These are: (1)

defining property using dot notation, e.g., exports.a=1; (2) defining property using array notation,

e.g., exports["b"]=2; and (3) defining property using Object.defineProperty function. In

addition to the listed ones, Reducer tries to resolve the value for dynamically defined properties,



4. Reduction Testing

Reduced VersionUnit Tests

2. Installation and Testing

Production VersionUnit Tests Reduced Version

3. Application Reduction

Production Version

5. Analyze The Results
1. Filtering and Data Collection

Packages w/ Tests Source Code
w/ Tests

Figure 3.2: Validation experiment setup

e.g., var c=’c’; exports[c]=3, using a similar algorithm as in the resolving dynamic import

challenge. If the Reducer cannot resolve the dynamically defined property, it will not reduce the

property, which may cause under-reduction. However, this behavior will not break the original code

of the application.

3.7 Mininode Validation and Measurement

Overall, we run two experiments: (1) to validate the correctness of the Mininode in reducing the

attack surface of the application; (2) to measure the bloated code and to check the effectiveness of

the system in reducing the attack surface and vulnerabilities in the NPM registry packages. In the

next subsections, we will give more details of the experiments’ setup and results.

3.7.1 Mininode Reduction Validation

Experiment Setup. We performed the validation experiment to evaluate the effectiveness and cor-

rectness of the Mininode reduction (§3.4.1). We measured the effectiveness by calculating the total

number of removed files, removed LLOC, and removed exports. The correctness of the reduction,

i.e., whether Mininode reduced the package without changing its original behavior, is measured

by the success rate of passed original unit tests of the packages after the reduction of their attack

surface. The validation experiment consists of five steps as shown in Figure 3.2.

The goal of the first Filter and Data Collection step was to gather package names for which we

could run unit tests, and calculate the tests’ coverage metrics automatically. The most popular test

coverage package on NPM is nyc, previously known as istanbul, which is advertised as a tool where

no configuration is needed to calculate unit tests’ code coverage metrics. Therefore, we selected

packages that list as one of their dependencies nyc and/or unit test package that is compatible with

nyc. In total, 225449 out of 1055131 packages depend on one of the packages required for automatic

testing and coverage calculation. Next, we collected the packages’ source code from Github, installed



them, and ran their original unit tests without performing any reduction. We decided to collect

source code from GitHub because not all developers publish the package’s test code into NPM. As

a result of this, we were left with only 49535 packages that were successfully installed and passed

their original unit tests before reduction.

Initially, we tried to reduce the full version of the packages and run the unit tests on the final

results. However, this approach failed, because, during the reduction step, Mininode removed all

code responsible for unit tests. To resolve this issue, we leveraged the way Node.js looks for a correct

dependency by traversing the node_modules directory in the same location where the file requesting

the dependency is located. We installed both the full and production versions of the package and

created a symbolic link from the main file (i.e., entry point) of the full version to the main file of

the production version. In this way, we could run the package’s unit tests in the full version but test

its production version. During the test of the packages’ production version, we noticed that some

packages in the production version require developer-only dependencies that are not installed

(§3.2.2). Usually, these cases of counter-intuitive dependencies are used in the packages that are

implemented as a plugin to other developer-only packages, e.g., eslint-plugin-jest is a plugin for

eslint. Another challenge we faced was that babel [McKenzie 2014], a popular package to transpile

JavaScript, needed a special configuration for projects located in a different folder or symlinked[Docs

2020]. After eliminating packages that failed during the test of their production version using a

symbolic link from the full version, we were left with 45045 packages in our validation dataset.

The final steps in the validation experiment, before result analysis, were package reduction and

unit tests validation of the reduced version of the packages (Figure 3.2). In 6579 out of 45045 packages

Mininode detected dynamic import that could not be resolved with the current implementation

(§3.6.3) and for 2.7% of packages Mininode threw runtime errors, such as heap out of memory. The

final dataset has 37242 packages that we tested for correctness and effectiveness.

Coarse-grained Fine-grained
Passed test 35762 35531
Removed fs module 28144 28196
Removed net module 33262 34180
Removed http module 32878 32795
Removed https module 33137 33044
Total removed files 86.9% 87.3%
Total removed LLOC 85.4% 92.2%
Total removed exports 86.7% 89.0%
Failed test 1,480 1,711
TOTAL 37242 37242

Table 3.1: Coarse and fine grain reduction results on validation set



Results. For the final dataset of 37242 packages, we performed both coarse-grain and fine-grain

reduction and ran unit tests to verify that Mininode did not break the original functionality of the

reduced packages. The results of both modes of reduction are shown in Table 3.1. As it may be

expected, the coarse-grain reduction (96.0%) has a higher success rate than the fine-grain reduction

(95.4%). This is due to the behavior of the fine-grain reduction trying to reduce the individual

modules on function-level, compared to coarse-grain reduction, which only performs reduction on

file-level. Reducing in the fine-grain mode may cause over-reduction of the used functions, which

leads to breaking the original behavior of the package and, thus, failing the unit tests. However,

despite the higher failure rate, the fine-grain reduction performed better in terms of reducing

unused code parts. Fine-grain reduction removed almost 8% more LLOC compared to coarse-

grain reduction. Also, in other reduction categories such as reduction of the files and the exported

functionalities, fine-grain shows better results. As shown in Table 3.1 Mininode was able to restrict

the access to the built-in modules at least in 28144 (78.7%) of packages during the coarse-grain

reduction, and in 28196 (79.4%) of packages during the fine-grain reduction. The high results of

reduction may be counter-intuitive, especially in case of reducing a lot of files and LLOC from the

package. That is why we randomly selected three packages that have a more than 99% reduction

rate and manually verified the results. Both of the packages mfdc-router and middleware-chain-js

were shipping a bundled version along with their source code. In these cases, Mininode removed

almost all of their dependencies from the node_modules folder and unnecessary source code files.

In the last case, after installation, cpr had 35,911 test files out of all 35,982 JavaScript files, which

were removed by Mininode.

Coverage Coarse-grained Fine-grained
100% 13,561 13,548
Between 90-99.9% 8,413 8,290
Between 50-90% 6,915 6,797
Unknown or below 50% 6,873 6,896
Total 35,762 35,531

Table 3.2: Coverage statistics of successfully passed test samples

In addition, we calculated the test coverage of the successfully reduced packages for both

reduction modes. From all packages that successfully passed the validation test after reduction,

more than a third have 100% test coverage, and almost one-fourth have coverage between 90-99.9%

for both coarse and fine-grain reductions, as shown in Table 3.2. This shows that Mininode can

successfully reduce the packages without breaking the intentional behavior.
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Figure 3.3: NPM measurement experiment setup

3.7.2 Attack Surface Reduction in NPM

Experiment Setup. The setup and stages of the measurement experiment are shown in Figure 3.3.

First, we collected all package names from NPM. Second, we tried to install the production version

of all packages and to run reduction logic on successfully installed ones. Finally, we analyzed the

results and measured the vulnerabilities and their reduction.

We gathered all package names from NPM using the open-source package all-the-package-

names [Sikelianos 2015] that contains the list of all package names sorted by dependent count. The

list contained 1055131 package names from NPM as of 19th September 2019.

Job statuses and reasons Packages
Succeeded packages 672,242
Failed packages 382,889
Package does not have main entry point 188,630
Non-resolvable dynamic import detected 128,533
Failed to install 26,875
Package’s main entry point is not CommonJS 20,977
Others 5,013
TOTAL 1,055,131

Table 3.3: NPM measurement experiment overall status

After gathering all the package names, we tried to install and reduce packages using the coarse-

grain reduction method. Table 3.3 shows that only 672242 out of 1055131 were successfully installed

and reduced. Table 3.3 lists the most common reasons why not all of the packages were analyzed.

The top two most common reasons are: (1) installed packages are not Node.js applications, which

means they are not intended to run on the server-side, e.g., theme’s CSS files; (2) packages that

can not be reduced with Mininode, due to non-resolvable dynamic import. One interesting failed

category is packages’ for which the entry point is not CommonJS, e.g., ES6, or even not JavaScript

file, e.g., TypeScript, JSON and so on.



In the fourth step, as shown in Figure 3.3, we gathered a vulnerability database from snyk.io [Snyk

2020] and mapped vulnerabilities with packages by calculating if specific vulnerable dependency is

part of the dependency chain inside the package. In addition to mapping vulnerability, we calculate

if Mininode removed the particular vulnerability during the reduction process. We consider that a

specific vulnerable dependency is removed if Mininode removes all source files from it. Otherwise,

we say that the package still depends on vulnerable dependency. Note that this is a conservative

approach and gives us a lower bound reduction number because certainly Mininode may have

removed a vulnerable file from vulnerable dependency, and left only safe files.

Results. TheNPMmeasurement experiment reduction results are shown in Table 3.3. As discussed

earlier, only 672242 out of 1055131 were successfully installed and reduced. From all successfully

installed and reduced packages, Mininode restricted access to fs built-in module in 81.7% packages,

and it also restricted access to network-related built-in modules such as net, http, https in 92.8%,

90.3%, 91.3% packages, respectively. We discussed how Mininode restricts access to built-in modules

in Section 3.6.1.

Number
Removed fs built-in module 549,254
Removed net built-in module 623,646
Removed http built-in module 606,981
Removed https built-in module 614,030
Percentage of removed JavaScript files 79.1%
Percentage of removed LLOC 90.5%
Percentage of removed exports 90.4%
TOTAL 672,242

Table 3.4: NPM measurement experiment results

One question we tried to answer during the NPM measurement experiment was how significant

is the severity of bloated-code in NPM packages. To answer this question, we calculated the rela-

tionship between declared and installed dependencies of the packages. On average, successfully

analyzed packages declared 1.9 dependencies but installed 27.3 dependencies, which means NPM
installed x14 times more dependencies than declared. This behavior is the result of the transitive

dependency installation process discussed in Section 3.2.2. On NPM public registry, the package’s

detailed information shows the number of declared, i.e., direct dependencies, but not the number

of actually installed dependencies. As a consequence, developers may choose packages with lower

declared, but higher installed dependencies instead of packages with higher declared, but lower

installed dependencies.

To give a more detailed insight of the bloatedness of NPM packages, we calculated the ratio

between third-party and original code base’s logical lines of code. On average, from all code-base,



Category names Vulnerable packages Partially removed % Fully removed %
Prototype Pollution 91,184 5,333 5.85% 3,633 3.98%
Regex Denial of Service 42,163 3,930 9.32% 1,228 2.91%
Denial of Service 21,312 403 1.89% 370 1.74%
Uninitialized Memory Exposure 6,433 690 10.73% 592 9.20%
Arbitrary Code Execution 5,324 413 7.76% 396 7.44%
Cross-Site Scripting 5,142 665 12.93% 590 11.47%
Arbitrary Code Injection 3,451 1,715 49.70% 1649 47.78%
Remote Memory Exposure 3,323 16 0.48% 15 0.45%
Arbitrary File Overwrite 3,240 383 11.82% 381 11.76%
Information Exposure 3,088 47 1.52% 47 1.52%

Table 3.5: Common vulnerability categories and their reduction results. Some vulnerabilities might
not be exploitable since their code is not directly reachable and it might not be possible to chain the
vulnerabilities due to additional constrains.

only 6.8% was original code, while 93.2% was external code from third-party dependencies, and

from all LLOC, only 9.5% were left after coarse-grain reduction by Mininode. This result clearly

shows that more and more applications are developed as a mash-up of third-party packages and

the need for reduction techniques.

We also measured the effectiveness of Mininode in reducing unused vulnerable dependencies

from packages. These vulnerabilities are present in the application’s code but are not reachable.

In order to get exploited, the attacker needs to chain vulnerabilities together (§ 3.3), something

that might not be always possible. The results of vulnerability reduction analysis in NPM packages

are given in Table 3.5. We used the vulnerability database from snyk.io, which contains 1,660

vulnerable packages grouped by categories. In total, we found that 119433 of packages have at

least one active vulnerable dependency by the time of writing. This corresponds to 17.8% of all

successfully analyzed and reduced 672242 packages. Table 3.5 shows the top ten most common

vulnerability categories sorted by the number of unique packages that have a dependency from

a specific vulnerability category. For example, 91,184 packages have at least one dependency vul-

nerable to Prototype Pollution. The partially removed column of Table 3.5 shows the number of

unique packages from which Mininode removed at least one vulnerability of a specific category. For

example, if the package @chrismlee/reactcards had two vulnerable dependencies from the Arbitrary

Code Injection category and Mininode was able to remove one of the vulnerable dependencies, then

we count the package as partially removed. On the other hand, the fully removed column shows the

number of unique packages where all vulnerabilities of the specific category were removed. Also, in

Table 3.5, one can see the percentage of partially and fully removed packages from the total number

of vulnerable packages. On average, Mininode was able to partially remove vulnerabilities from

across all categories in 13.8% cases, and remove all vulnerabilities in 13.65% cases. In conclusion,

Mininode was able to remove at least one vulnerability from 10618 and remove all vulnerabilities

from 2861 unique packages from all 119433 vulnerable packages.



3.8 Related Work

Attack Surface Reduction. Howard et al. [Howard et al. 2005] introduced the notion of the attack

surface, a way to measure the security of the system. Manadhata [Manadhata et al. 2007] generalized

Howard’s approach and introduced a step-by-step mechanism to calculate the attack surface of the

system. Theisen et al. [Theisen et al. 2015] came up with an attack surface approximation technique

based on stack traces. There are several attempts both to reduce and to measure the attack surface of

the different systems, such as OSes, websites, and mobile applications [Zhang et al. 2018; Goswami

et al. 2012; Shehab and AlJarrah 2014; Ruland et al. 2018]. While all of the above works are related to

attack surface reduction, we concentrate on the attack surface reduction of the Node.js applications.

Azad et al. [Azad et al. 2019] showed that debloating the web application improves its security. They

debloated the PHP application by recording the web application’s code coverage from client-side

interaction, which may break the website if the rarely used functionality was not triggered during

the recording step. On the other hand, we use static analysis to create the dependency graph of the

application, which covers all use cases accessible from the application’s entry point.

Node.js and NPM Security. Previous researchers on the security of Node.js concentrate more on

injection attacks [Staicu et al. 2016, 2018; Nielsen et al. 2019] and event poisoning attacks [Davis et al.

2018b,a, 2017]. Ojamaa et al. was the first to assess the security of Node.js [Ojamaa and Düüna 2012].

They conclude that denial of service is the main threat to Node.js. On the other hand, we concentrate

on reducing the overall attack surface of Node.js rather than on specific attacks or vulnerabilities.

NodeSentry [De Groef et al. 2014] is a permission-based security architecture that integrates

third-party Node.js modules with the least privilege. While NodeSentry also reduces the attack

surface by using least-privilege modes for Node.js modules, we approached the problem from a

different angle. Mininode removes unused functionality from third-party dependencies instead of

restricting their functionality as NodeSentry does.

On the NPM side, researchers try to answer why developers use trivial packages [Abdalkareem

et al. 2017] and the security implications of depending on NPM packages [Zimmermann et al. 2019].

Zimmermann and et al.’s results supplement our results that depending on too many third-party

packages significantly increases the attack surface [Zimmermann et al. 2019].

JavaScript Application Analysis. In the past, researchers tried to come up with static [Madsen

et al. 2013; Nielsen et al. 2019; Madsen et al. 2015] and dynamic [Sun et al. 2018; Mezzetti et al.

2018; Nielsen et al. 2019] techniques that help developers with analysis of the application written in

JavaScript. Madsen et al. [Madsen et al. 2013] focuses on static analysis of JavaScript applications

using traditional pointer analysis and use analysis. The key insight of the chapter is the idea of

observing the uses of library functionality within the application code to better understand the

structure of the library code. Madsen et al. [Madsen et al. 2015] introduced an event-based call graph

representation of the Node.js application that is useful to detect various event-related bugs. The

advantage of the event-based call graph is that it contains information about listener registration



and event emission that can be used to detect dead events and emits. Sun et al. [Sun et al. 2018]

introduced a dynamic analysis framework called NodeProf that can be used for profiling, locating

bad coding practices, and for detecting data race in Node.js applications. Mezzetti et al. [Mezzetti

et al. 2018] introduced a technique called type regression testing, which automatically determines

if NPM package’s update affects the types of its public interface, which eventually will introduce

breaking changes for clients. While there exist many other JavaScript static analysis tools, Mininode

differs because it mostly concentrates on building dependency graphs to reduce the attack surface.

JavaScript bundlers. Traditionally bundlers are used on the client side to combine all the source

code files into a single file to reduce network requests back to the server. One of the most popular

bundlers is webpack [Webpack 2018], which supports plugins and different file types, e.g., CSS,

HTML. While the latest version of webpack can perform dead-code elimination, which is eliminating

declared but unused functions and variables, Mininode removes exported functionalities that are

never used outside the module, in addition to dead-code elimination. Another popular bundler is

rollup [Rollup 2018] which can also remove unused exported functions from modules. However,

rollup works only for the ES6 module system, while Mininode was designed to work with the

CommonJS module system which is the most widely used in NPM. There are open-source plugins

for both webpack and rollup tools that try to convert CommonJS module into an ES6 module, but to

the best of our knowledge, they do not try to resolve the dynamic challenges that Mininode resolves

(see §3.5 and §3.6). We envision that our work will be integrated into existing JavaScript bundlers.

3.9 Limitations

In this section, we discuss some of our evaluation and implementation limitations. First, using a test

coverage metric to detect if Mininode breaks the original behavior can be misleading. For example,

in the case of dynamic code generation, i.e., eval, test coverage may give 100% coverage even if it is

not covering all functions. However, we argue that test coverage is the most appropriate mechanism

that we can use to automatically perform a large-scale evaluation.

Second, we employed the snyk.io database in our vulnerability analysis measurement instead

of the well-established CVE-DB or NIST. Unfortunately, despite the high quality of reports, both

contain less number of reports related to third-party Node.js package vulnerabilities [Koussa 2017].

Third, the dynamic nature of JavaScript is a well-known challenge for static analysis. In this

chapter, we tried to solve some Node.js specific challenges, such as dynamic import, and defining

aliases, by using static analysis. However, there are challenges that cannot be easily resolved with

static analysis. For example, one of those challenges is dynamic code generation using various

JavaScript APIs, e.g., eval, Function, setTimeOut. Another challenge is patching Node.js specific

APIs, e.g., require, as shown in Listing 8. In this case, Mininode will not be able to resolve a module

inside a different folder, because it uses an unpatched version of require.

A solution to this challenge can be to dynamically execute the patched code in Mininode to



// patching the require
require = function(arg) {

return {mocked: true};
}

Listing 8: Example of patching the require()

resolve the dynamically required module. Another approach is to forbid patching of require
function in Node.js application by creating a constant global object require that can be accessed

by all modules. This way, the function wrapper (See Listing 1) discussed in Section 3.2.1 does not

need to pass require as an argument.

3.10 Conclusion

In this chapter, we presented a detailed evaluation of excessive functionality in Node.js applications.

We presented a tool, called Mininode, that measures and effectively removes unnecessary code

and dependencies by statically analyzing Node.js applications. We conducted an extensive analysis

of 672242 packages listed in the NPM repository and found 119433 of them to have at least one vul-

nerable module dependency. Our tool is capable of statically removing all vulnerable dependencies

from 2861, and removing partially from 10618 applications. In addition to removing vulnerabilities,

Mininode was able to restrict access to the file system for 549254 packages. We envision our tool to

be integrated into the building process of Node.js applications. Mininode is publicly available at

https://kapravelos.com/projects/mininode.

As shown in this chapter, NodeJS applications significantly relied on third-party packages. In

some extreme cases one package can be dependended on more than 200 dependencies. This

development practice can create security issues some of which can be resolved by attack surface

reduction, while other issues such as incorrect usage of the dependency may require different

approach. In Chapter 5 we will show you how we are able to detect injection type of vulnerabiliites

using static taint tracking.

https://kapravelos.com/projects/mininode


CHAPTER

4

CHARACTERIZING THE SECURITY OF

GITHUB CI WORKFLOWS

4.1 Introduction

Continuous Integration and Delivery [Humble and Farley 2010], commonly referred to as CI/CD,

are software development practices that involve automating integration, testing, and delivery of

software in a consistent, regular and automated manner. CI/CD pipelines, in addition to increasing

efficiency, also reduce costs for the organization [Hilton et al. 2016b]. Consequently, the adoption of

CI/CD pipelines is increasing rapidly [Shiff 2021; Hilton et al. 2016a]. There exist several CI/CD ser-

vices (TravisCI[CI 2021c], CircleCI[CI 2021a], Gitlab CI[CI 2021b], and more) that enable developers

to set up their CI/CD pipeline quickly. Developers need to provide specific configuration parameters

about how the software is built and tested. Furthermore, developers use these CI/CD services to

automatically deploy the software to corresponding code repositories such as Python Package Index

(PIP) [PyPI 2021] or Debian repository [Debian 2021]. The ease of CI/CD adoption, thanks to third-

party services, has its trade-offs. Now developers need to trust third-party CI/CD services to secure

the code, artifacts, and secrets from supply-chain attacks [Torres-Arias et al. 2019]. These attacks

could have devastative effects, as demonstrated by the recent SolarWinds [FireEye 2020] attack. It is

essential to ensure that CI/CD pipelines are correctly configured and not have any security vulnera-

bilities. Unfortunately, developers are known to misconfigure their CI/CD pipelines [Vassallo et al.

2020; Vassallo et al. 2019]. The CI/CD infrastructure itself could have security vulnerabilities [Paule



et al. 2019] jeopardizing the security of all the repositories using the corresponding infrastructure.

In late 2018, GitHub introduced a new CI/CD infrastructure called GitHub CI1, which enables

developers to create CI/CD pipelines called GitHub Workflows2, which enables developers to define

their pipelines by specifying a sequence of steps in a YAML file. The workflows are tightly integrated

with the GitHub ecosystem and their execution can be controlled through various events such

as pull or push. The workflows can also use Actions, which are modules written by other users and

available as public repositories on GitHub. These Actions are similar to libraries in software devel-

opment and encompass commonly used tasks such as building a cmake project (Section 4.2.2). Fur-

thermore, for each repository, GitHub provides helpful free resources (compute and storage) [Docs

2021a] to run Workflows. In addition to the features mentioned above, there are many other advan-

tages of GitHub CI in comparison with other CI/CD services [Wickramarachchi 2020]. Consequently,

since its introduction, GitHub CI has gained tremendous popularity, and developers are rapidly

moving their CI/CD pipelines to GitHub CI [Kinsman et al. 2021].

Even large, security-aware organizations such as NSA[National Security Agency 2021], Boot-

strap[twbs 2021], Microsoft[Microsoft 2021], and LLVM Project[LLVM Foundation 2021] have also

started using workflows for their CI/CD.

Given its popularity and adoption, it is crucial to ensure that GitHub CI ecosystem is secure.

The tight integration between workflows and GitHub ecosystem, in addition to enabling developers

to streamline their CI/CD pipeline, unfortunately, also introduces new attack vectors, especially

those related to supply chain attacks. For instance, an attacker can create a pull request and make

a misconfigured workflow perform a deployment based on the attacker’s code. A more realistic

example would be the recent backdoor introducing commit [Gooding 2021] in PHP which might

have triggered a deployment workflow, thereby publishing the backdoored interpreter to official

repositories. We identified3 that you can execute arbitrary code using that pull request trigger, which

was actively used to perform crypto-mining attacks. Recently, GitHub fixed this issue [Patterson

2021]. Despite these growing attacks, unfortunately, there is no work in understanding and analyzing

the security risks associated with GitHub CI.

In this chapter, we perform the first thorough security analysis of GitHub CI ecosystem and

answer these research questions:

RQ1: What are the security properties (SPs) that need to hold to have a secure CI/CD? (Section 4.4.1)

RQ2: How does GitHub CI compare to other public CI/CD platforms according to SPs? (Sections

4.4.2 and 4.4.3)

RQ3: How does usage behavior of workflows affect GitHub CI SPs? (Section 4.6)

In order to answer these questions, we started by understanding the GitHub CI execution mech-

anisms and formulating the required security properties and corresponding necessary conditions.

1GitHub’s CI/CD product is called GitHub Actions. However, to avoid any confusion with actions (the external modules
that can be used in workflows), we use GitHub CI instead.

2In the rest of the chapter we use "workflows" to refer to GitHub Workflows
3This was also simultaneously discovered by another researcher [Cimpanu 2021]



We further referred to the available documentation and reverse-engineered the workflow execu-

tion environment. Our analysis resulted in the identification of various attack vectors and security

flaws in GitHub workflow execution. The details of the possible attack vectors are accompanied by

Proofs-of-Concept (PoC), demonstrating the feasibility and impact of exploiting the attack vector.

Second, we perform a comprehensive evaluation of 447,238 GitHub Workflows spanning 213,854

repositories. We identified various exciting observations regarding workflows’ usages and the devel-

opers’ common flaws in their workflow design.

We observed that 96.7% of analyzed repositories depend on third-party code i.e., third-party

actions or docker containers, where 38,315 of them depend on third-party actions with at least one

active security vulnerability. Furthermore, in 146,803 of workflows an attacker can execute arbitrary

code as part of the workflow by just raising a pull request. All our findings have been reported and

acknowledged by the GitHub security team and repository owners of the workflows missing a

security property.

We conclude by suggesting various defense-in-depth mechanisms to secure GitHub Workflows

(Section 4.6).

This chapter makes the following contributions:

• We identify the necessary security properties for CI/CD platforms that must hold to protect

infrastructure from software supply chain attacks. (Section 4.4.1)

• Analysis of the five most popular CI/CD platforms against the four identified security proper-

ties. (Section 4.4.3)

• In-depth analysis of security risks of GitHub CI. We build an extended list of attack scenarios

against repositories that use untrustful or vulnerable third-party actions hosted on Github

(Section 4.4.3)

• Extensive analysis of public repositories that use GitHub CI. We found that 18% repositories

in our dataset use vulnerable third-party actions, and less than 2% of all repositories follow

the security guidelines provided by Github regarding commit hash references (Section 4.6)

• The work presented in this Chapter was published at Usenix Security 2022 conference [Koishy-

bayev et al. 2022]

4.2 GitHub CI Overview

GitHub CI4 is a continuous integration (CI) and continuous development (CD) framework built

into GitHub that was introduced in 2018. It can be enabled on a GitHub repository (private or

public) through S e t t i ng s → Ac t i o n s in the repository webpage. GitHub CI enables developers

to create Workflows. Each workflow describes a set of tasks that needed to be performed as part of

4Github’s CI/CD product is called GitHub Actions. To avoid any confusion with actions (the external modules of
workflows), we use GitHub CI instead.
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Figure 4.1: GitHub workflow architecture. When workflow is triggered by execution triggers, it
will start the execution of one or more jobs in separate VMs. Each job consists of steps which are
executed in defined order. Steps can be a shell commands, third-party actions, external programs,
docker containers

its execution. Individual repositories may contain multiple workflows configured to automate part

of the development process, e.g., greeting new collaborators, testing, or deploying.

4.2.1 Workflow Configuration Syntax

A GitHub Workflow is described in YAML format by creating a file under the .github/workflows

directory of the repository. Below is an explanation of the workflow syntax used by the sample

workflow in Listing 9.

Execution Triggers: A workflow has one or more execution triggers (on) that specify when or which

events on the repository should trigger the execution of the workflow. Our example workflow (List-

ing 9) will be executed when either a push or pull event occurs on the main branch and every day at

5 am UTC as specified by the cron timestamp. Workflows can also be triggered manually or through

web-hooks [Docs 2021e].

Jobs: Figure 4.1 shows the execution flow of a workflow, which is a collection of one or more

jobs (jobs) that run in isolation on newly spawned virtual machines. Jobs can be made explicitly



dependent (needs) on other jobs, wherein the dependent job(s) will be executed first before the

current job. The workflow in Listing 9 has two jobs:build andtest. Thetest job depends onbuild
job, so the build job runs first. Note that GitHub does not allow cyclic dependencies, and thus

any workflow having cyclic dependencies will not be executed.

Machine Configuration: Jobs need to specify the required machine configuration (runs-on) on

which the job can be executed. In Listing 9, both jobs need to be run on a ubuntu-latest machine.

GitHub provides labels for various well-maintained machine configurations [Docs 2021b], with the

latest software packages. The developers can also use the label of a self-hosted machine with the

custom configuration [Docs 2021c]. In this case, however, it is the responsibility of the repository

owners to maintain the self-hosted machines, including installing the latest security patches to

avoid security breaches.

Steps: Each job is a sequence of one or more steps (steps). The steps of a job are executed sequen-

tially in the order specified in the YAML file. For instance, in Listing 9, the build job contains four

steps and are executed in the order 1 , 2 , 3 , and, 4 . A step can be a sequence of run commands

(e.g., 2 , and 5 ), where the provided commands (specified with tag run ) will be executed using

the default shell of the machine. For instance, step 2 in Listing 9( i.e., sudo ./build.sh) will

be executed as a shell command on ubuntu. Note that the developer needs to make sure that all

the files (i.e., build.sh) needed to execute the command are available in the system path. In this

case, build.sh is part of the repository, and it is checked out using a GitHub action ( 1 ), we will

explore this next.

4.2.2 GitHub Actions

To support modularity and code reuse, GitHub CI workflow can references externally defined

modules, called actions, as a step inside the job. Listing 9 shows examples of reference to a GitHub

Action (e.g., 1 , 3 and 4 ), with the field uses. Actions encapsulate commonly used tasks such

as building a cmake project, deploying a Python package to PyPI repository, etc. For instance, the

action actions/checkout@v2 ( 1 ) in Listing 9 performs git checkout of the default branch of

the current repository into the current directory.

A developer can write custom actions in their workflow or share the action with the GitHub

community by making the corresponding repository public. To publish an action to the GitHub

Marketplace, the developer only needs to set up 2FA on their account. There is no reviewing process

for the actions published in the Marketplace. An action is created by creating action.yml or

action.yaml, a YAML file which defines the inputs, outputs, and main entry point for the action.

An action encapsulates code that performs the specified task on the given input and produces the

desired output. For example, the action microsoft/devskim-action performs static analysis

on all the source files in a given directory as shown in Listing 9. An action can be written in any

language or could be a pre-built binary. However, GitHub provides additional support for actions

written in JavaScript or encapsulated using Docker containers.

actions/checkout@v2
microsoft/devskim-action


A step can use a local action (defined in the current repository) or an external public ac-

tion using the corresponding repository path. An action is specified as <path>|@|<reference>.

Here,<path> is a relative file path in case of local action or URL relative togithub.com in the case of

external action. <reference> is a commit reference, which can be a tag, a branch name, or commit

hash. For instance, the steps 3 of Listing 9 use a local action with path ../path/to/action rela-

tive to the location of the workflow file. Similarly, 2 use an external action with path microsoft/
devskim-action (i.e., repository path github.com/microsoft/devskim-action). Note, that

in steps 1 and 3 the action is referenced using a commit tag i.e., v2, whereas in step 4 , the action

is referenced using a commit hash (45bc8e9).

GitHub Secrets: An action can require an input that could be a secret, such as an APIKEY or pass-

word for a PyPI repository. To pass the sensitive information to individual steps without revealing

them in plain text, GitHub provides support for Secrets [Docs 2021d,g]. Repository owners can

define secrets as key-value pairs, where the key is the name for the secret and should be unique

for a repository and the value contains the corresponding sensitive information. Workflows can

use a secret by using ${{secrets.<key>}}. During workflow execution GitHub runner will re-

place ${{secrets.<key>}} with the value of the <key> secret. In Listing 9, as indicated by µ,

API_KEY (a secret) is passed to the local action using Github Secrets. It is expected that GitHub will

only pass the provided secret to the specified action.

4.3 Motivation

GitHub CI should not be dismissed as yet another CI/CD solution for DevOps teams to use. Launched

in Fall 2018, it currently has 8,443 actions listed in its marketplace, with support for organization-

level actions. Based on our measurements, repositories that use workflows to modify their code-base

have grown from 10,436 in 2019 to 166,090 in 2020.

GitHub CI seamlessly integrate the workflow creation process into the same interface users use

to access the repository. Unlike Travis CI and competitors, which require the user to leave GitHub

and sign in onto a third-party service, you can start a workflow with a single click on the Actions tab

as shown in Section 4.2. GitHub will also auto-generate a repository level token and pass it to the

workflow without the user needing to stress over giving the token to limited permissions or having

access to other repositories. And if you need to store more secrets for your workflows to access, you

can do so in the settings tab.

With tight integration into a platform with 42 million public repositories and already adopted

by the NSA5, Bootstrap6, Microsoft7, and LLVM Project8, GitHub CI should be studied for potential

pitfalls, as they provide a large enough space with enough reward to attract malicious actors.

5https://github.com/NationalSecurityAgency/datawave
6https://github.com/twbs/bootstrap
7https://github.com/microsoft/vscode
8https://github.com/llvm/llvm-project

github.com
microsoft/devskim-action
microsoft/devskim-action
github.com/microsoft/devskim-action
https://github.com/NationalSecurityAgency/datawave
https://github.com/twbs/bootstrap
https://github.com/microsoft/vscode
https://github.com/llvm/llvm-project


4.4 GitHub CI Security Analysis

Figure 4.1 also has marked (with a devil icon) externally controlled entities which are the points

through which a workflow execution could be affected by an external or malicious user, who need

not be the owner of the repository. For instance, an attacker can trigger the execution of the workflow

in Listing 9 by creating a pull request. Similarly, if the action microsoft/devskim-action has a

vulnerability, then it can be used to gain complete control of the workflow execution. This is because,

as mentioned before, each step runs with admin privileges.

In this section, we (1) define generic security properties that can be applied to any CI/CD

pipeline, (2) compare differences in features that are relevant to security of pipeline between GitHub

CI and other CI/CD platforms (3) discuss how these features affect the security properties of GitHub

CI and other CI/CD platforms.

4.4.1 Security Properties

A CI/CD infrastructure is primarily meant to perform continuous integration tasks such as testing

and/or deploying the tested code. Consequently, CI/CD infrastructure should have at least the

following capabilities w.r.t to the underlying source code repository i.e., ability to read the contents

of the repository and write to the deployments. These are, in fact the only capabilities that are

needed for CI/CD infrastructure to be able to achieve "majority" of its goals. Because from a security

perspective, according to the principle of least privilege [Schneider 2003], CI/CD infrastructure

should not have write access to the code repository i.e., it should not be able to perform any

code changes9. However, during the security analysis of GitHub CI we observed that by default

all workflows have write access to the repository code (See Table 4.1) even though workflows is

triggered by less important events such as issue, comment etc, which violates the principle of least

privilege. In other words, by default, any code running as part of the workflow in GitHub CI has

write access to the repository code.

Considering the least privilege principle we want to ensure that only authorized users are able

to perform the following tasks in the context of CI/CD pipeline10:

• Admittance Control (AC): Only people with the right permissions must be able to add, delete,

or modify workflows to the repository. Otherwise, an attacker can add a workflow to hijack the

resources of the CI/CD pipeline, delete/modify existing workflows to disrupt the automation.

• Execution Control (EC): To configure events that trigger the execution of workflows. Here,

the intuition is that a workflow could be performing writes or deployments. The ability to

change triggers for such deployment workflows could allow users to deploy from arbitrary

and untested commits resulting in unstable and potentially buggy deployments.

9May be with the exception of some files related to testing
10We define authorized users as the organization members, owners or outside collaborators with write permission [Docs

2022c] to the repository

microsoft/devskim-action


• Code Control (CC): To control which code runs as part of a workflow. For instance, code

(binaries, scripts) that runs in the CI/CD should not behave unpredictably and be consistent

from one run to another. After initial configuration, the pipeline must be immutable, and

perform the task with predictable results.

• Access to Secrets (AS): To avoid misuse of secrets, it is important to ensure that a secret can

be accessed by only those steps to which it is explicitly passed. We want to ensure that these

secrets are handled properly by using when explicitly specified in a workflow.

We apply these security properties to other CI/CD platforms as well, to compare them to GitHub

CI in future sections.

4.4.2 GitHub CI vs Others: Features

The biggest difference of GitHub CI from other CI/CD platforms is its wide permission of the pipeline

(Table 4.1) and plugin system that has higher privileges (Table 4.2).

Permissions. In GitHub CI, by default, all workflows have write permissions to the entire repository

as shown in Table 4.1. Thus, any vulnerable or malicious code in a workflow can directly affect the

repository (including code). On the other hand, Gitlab CI does not provide write permission to the

(internal) repository code for the pipeline by default. To be able to write to the repository from a

pipeline, developers must configure the deployments keys for the repository, and pass the key to

the pipeline.

Permissions
CI/CD Platforms Code read Code write

TravisCI ○ è

CircleCI ○ è

Jenkins ○ ○

Gitlab CI external ○ è

Gitlab CI internal ○ ○␣

GitHub CI ○ ○

Table 4.1: The table shows the default read-write permission to the code by different CI/CD plat-
forms. Open circle (○␣) - means no. Filled circle (○) - means yes. Half circle (è) - means lowest
permission possible but are restricted by options provided by external VCS. Note that Gitlab CI
has two rows for external projects and internal projects. The colors red and green indicate over-
privileged and expected privileges respectively.

Another interesting finding was that external CI/CD platforms such as TravisCI, CircleCI and

Gitlab-CI follow the principle of least privilege and request only the required permissions. For

example for Bitbucket [Support 2022] and Gitlab [Docs 2022b] VCS TravisCI [Docs 2022e] and



CircleCI [Docs 2022a] request read-only permission to the code. However, in the case of GitHub,

external CI/CD platforms can only request repo scoped token, which grants full access to the private

and public repositories of the user. In other words, if someone is using external CI/CD platforms

with GitHub he/she is exposed to more security risk compared to when CI/CD platform is used with

other VCS providers.

Plugins. GitHub CI plugin system significantly differs from other CI/CD platform’s plugin system

because of the ability to include a plugin into workflow by just referencing the repository. CircleCI

also provides the ability to reference a plugin (called Orbs) using repository. However, the main

difference between them is that plugins in CircleCI are immutable after referencing, while GitHub

CI plugin references are highly mutable. We define a mutable plugin as one that can change its

behavior from one run to another. Mutable plugins are a threat to the overall security of the CI/CD

pipeline since developers can not verify and pinpoint the execution of the pipeline. Thus, making

the results of the CI/CD pipeline runs potentially unpredictable.

Referencing plugins. As described in Section 4.2, a workflow can reference a plugin by using branch

name, tag, or commit hash. We consider tag and branch name to be dynamic references because

they can change over time i.e., developer of the action repository can modify the tag to point to

a different commit. Thus, the action referenced by dynamic references can potentially change the

runtime behavior of the corresponding workflow.

Plugins
CI/CD Platforms First-party Third-party Mutable Review

TravisCI ○ è ○␣ ○␣

CircleCI ○ ○ ○␣ ○␣

Jenkins ○␣ ○ ○␣ ○␣

Gitlab CI external ○ ○␣ ○␣ ○␣

Gitlab CI internal ○ ○␣ ○␣ ○␣

GitHub CI ○ ○ ○ ○␣

Table 4.2: Different CI/CD platforms plugin support. Here mutable means referenced (installed)
plugin can change without changing its reference. Open circle (○␣) - means no. Filled circle (○) -
means yes. Half circle (è) - means the capability of plugins are limited by what is available by API.
The colors red and green indicate whether the corresponding support is bad or good respectively.

On the other hand, commit hash is a static or immutable reference as it does not change with

time. Here, the action’s code is fixed and remains the same over all the executions of the workflow.

However, during our security evaluation, we found that under certain conditions, an adversary can

change the behavior of a commit hash referenced action (Section 4.6).

Even though GitHub CI advises everybody to use commit hash to reference actions, we show in



Section 4.6 that only a handful of people follow the advice.

Despite the similarity of the concept of plugin for CircleCI, and GitHub CI, CircleCI employs

semantic versioning for the plugin (called orbs) and makes sure that references to the certain version

(i.e., 1.2.3) of plugin return exact the same code always, i.e., immutable. In CircleCI, developers can

publish volatile (mutable) plugins for easy development. However, CircleCI automatically deletes

the mutable reference after 90 days. Other CI/CD platforms that support third-party plugins are

(1) limited to providing only functionality that can be achieved with CI/CD platform API endpoint

(TravisCI), or (2) require server administrator privileges to modify the plugins (Jenkins).

Gitlab CI only supports first-party plugins covering almost all essential CI/CD pipeline function-

ality, including deployment, testing, and maintenance. Their philosophy is that developers must

not trust third-party plugins for essential functionalities. Gitlab CI does not provide the third-party

plugin system citing quality and security degradation [Buchanan 2019].

Plugin Review. Unfortunately, as seen in Table 4.2, none of the CI/CD platforms that support plugins

have a review mechanism in place to check the quality of the third-party plugins. We believe having

some level review process for the plugins will significantly improve the quality and security of the

overall pipeline.

In summary, GitHub CI’s by default wide permission (write to the code) combined with its

plugin system warrants a thorough analysis of security properties of GitHub CI. In addition to the

mutability, third-party actions run with sudo privileges in GitHub CI (as discussed in Section 4.2)

making the security analysis even more important.

4.4.3 GitHub CI vs Others: Security Properties

In this section, we analyze the necessary CI/CD security properties of GitHub CI in comparison with

other platforms. Table 4.3 shows the summary of this comparison. We present a detailed analysis of

each security property in the following subsections.

TravisCI CircleCI Jenkins Gitlab CI extrernal Gitlab CI internal Github CI

Admittance Control
(C1) Contributor can add workflow ○ ○ ○ ○ ○ ○
(C2) CI/CD run can add new workflow ○␣ ○␣ ○ ○␣ ○␣ ○w

(C3) Executes workflow from PR w/o merge ○␣ è ○ ○␣ è èw

Execution Control
(C4) Contributors can modify the triggers ○␣ ○␣ ○␣ ○ ○ ○
(C5) CI/CD run can modify the triggers ○␣ ○␣ ○ ○␣ ○␣ ○w

Code Control (C6) CI/CD run can modify the code ○␣ ○␣ ○ ○␣ ○␣ ○w

(C7) CI/CD run can change behavior w/o modifying config ○␣ ○␣ ○␣ ○␣ ○␣ ○w

Access to Secrets
(C8) Masked ○ ○ è ○ ○ ○
(C9) Available to all steps ○ ○ è ○␣ ○␣ ○
(C10) Available to pull requests ○␣ è è ○␣ è èw

Table 4.3: Comparison of five different CI/CD platforms in four security properties (AC, EC, CC,
AS). Open circle (○␣) - means no. Filled circle (○) - means yes. Half circle (è) - means developers
can configure the feature in config file or by using plugin. The shades of red and orange indicate
conditions violating the security property in corresponding platforms. The marker W indicates
whether the condition is workflow or configuration dependent.



Admittance Control

Here, we want to ensure that only authorized users should be able to admit (add, delete, or modify)

a workflow into the repository.

Importance. Verifying who is introducing new workflows or modifying the existing ones is

crucial in the pipeline security. This is needed because, by admitting new workflows into CI/CD

pipeline malicious users can exploit the pipeline to set up a botnet, perform cryptomining or

"eat up" resources of the organization.

In all of the tested CI/CD platforms, configuration files reside together with the code in the

VCS. Thus, only authorized users can admit a new workflow into the pipeline through access to the

repository (C1).

Adding new workflows through CI/CD runs (C2). However, since GitHub CI (and Jenkins) provides

write permission to the workflow by default, if the workflow is compromised during the execution of

the pipeline, e.g., through vulnerable and/or malicious third-party action, an attacker can introduce

a new workflow into the pipeline using workflow’s wide permissions. We developed a proof-of-

concept action that introduces a new workflow to the pipeline [Anonymous 2023a]. This is a classic

example of the confused deputy problem when unauthorized users elevate their privileges by using

an intermediate application with higher privilege.

Executing workflows from a PR before merging (C3). Another way of introducing a new workflow

is through a pull request (PR). We noticed that a pull request that adds a new workflow could be

executed as part of the repository before the pull request is merged into the repository. Consequently,

users who can raise a pull request can run arbitrary workflows as part of the repository. To exploit this,

an attacker first forks the target repository into the attacker-controlled account. Next, the attacker

modifies the local repository by adding a new workflow (say attackwf) with pull_request being

one of the execution triggers. The steps of attackwf execute arbitrary code needed by the attacker.

Finally, a pull request will be raised from the local repository to the target repository. This causes the

attacker added workflow i.e., attackwf to be executed as part of the target repository. This behavior

is available in GitHub CI, Gitlab CI, CircleCI, and Jenkins. Recently, to prevent malicious usage of

the feature from hijacking the resources GitHub CI and Gitlab CI disables the execution of newly

created workflow if the request comes from a first-time contributor. This was in response to crypto

mining campaigns [Patterson 2021] that were discovered by another researcher [Cimpanu 2021].

The summary of our analysis is shown in the first row of Table 4.3.

Execution Control

As mentioned in Section 4.2, we also want which events to trigger a workflow execution to be

controlled by authorized (i.e., with write access) users.



Importance. This is required as the workflows can be used for automated deployment, which

should be allowed only for users with write access.

Except for GitHub CI and Gitlab-CI, all other CI/CD platforms do not store the trigger events

in their configuration files. This prevents modification of the configuration file by contributors.

Developers can change the triggers only by using the dashboard of the corresponding platform

(C4). Also, except GitHub CI, all platforms have a limited number of triggers, such as push and

pull-request events. GitHub CI has a plethora of events that can be used to trigger the workflow,

such as issue creation, comment, etc. We noticed that a workflow executes with write permissions

even if triggered by a "low" important event such as a comment on an issue.

Modifying execution triggers through CI/CD runs (C5). As explained in Section 4.2, triggers for

a workflow are specified in the corresponding YAML file using on tag, which can only be modified

by the users with write access. However, similar to C2 (Section 4.4.3), as workflows execute with

write permissions, a malicious and/or vulnerable action in a workflow can change the trigger of an

workflow.

Code Control

As mentioned earlier, Code Control is a security property that controls the code that runs as part of

the CI/CD pipeline, such as binaries, plugins, and other things.

Importance. Any code that runs as part of a workflow must be trusted. Running untrusted

code could have devastating effects. For instance, an untrusted command or action can tamper

the environment, e.g., by changing the default registry used by package managers such as npm,

thereby affecting all the steps that install packages from npm.

The plugin system of CI/CD platforms contributes most to the CC security property.

Changing code through CI/CD runs (C6). The plugins are part of the config (i.e., workflow) file

of CI/CD platforms. In platforms Jenkins and GitHub CI, CI/CD runs with write permissions (Sec-

tion 4.4.3). Hence, a malicious and/or vulnerable action in a workflow can modify the code executed

as part of the workflow by changing the plugin name or can introduce a new workflow with the

required plugin.

Code control without modifying config (C7). As discussed in Section 4.4.2 GitHub CI has the most

controversial plugin system. The third-party plugins in GitHub CI are mutable, which makes the

GitHub’s workflow runs unpredictable compared to other platforms as shown in Table 4.3. Also, as

mentioned in Section 4.2, in GitHub CI every step executes with admin privileges. Consequently,

any code that runs as part of a step has complete control of the underlying machine.

Given that these actions run with admin privileges, it is important to ensure that the code within

these actions can be trusted. We consider the local actions to be trusted as they are part of the

current repository. However, the developers need to be careful regarding the external actions.



Trusted vs. Untrusted action creators. As described in Section 4.2.2, anyone can create an action by

creating action.yml file in their public repository. Some of the actions creators (e.g., Microsoft,

CheckMark) are verified, which means GitHub trusts these creators, and we consider that the actions

developed by them as trusted. However, while using the actions from unverified creators, it is better

to use static reference (i.e., commit hash) for the action as it restricts the creator from changing the

code. In summary, workflows should always try to use actions from verified creators, and actions

from unverified creators should always be statically referred. This is also what GitHub suggests in

their official documentation [Docs 2021g]. However, as we show in Section 4.6, developers seldom

practice this, making their workflows wide open to be influenced by unverified developers.

Vulnerabilities in actions (C7). Finally, irrespective of the type of creators, the actions themselves

could have security vulnerabilities making the workflow vulnerable and consequently leading to

supply-chain attacks. As we show in Section 4.6, this is rampant, and many workflows are using

actions with known vulnerabilities.

Access to Secrets

As discussed before Access to Secrets security property is about how CI/CD handles sensitive

information.

Importance Developers may need to pass sensitive information (e.g., API_KEY) to steps of

a workflow to perform certain authorized tasks such as deployment to aPIP repository. As shown

by the previous work [Zampetti et al. 2020; Rahman et al. 2019], the sensitive information should

not be hardcoded in the repository files as everyone can read them. If CI/CD pipeline mishandles

the sensitive information and malicious actor access the secrets, she can compromise other

systems as well, e.g., code registry.

Masking (C8). To ensure the safety of secrets, first, CI/CD should ensure that secrets are never visible

outside the execution environment of the workflow or pipeline. One common way where developers

are known to leak sensitive information is through logs. So, CI/CD platform should ensure that the

secrets are scrubbed or masked in the execution logs. Except for Jenkins, all CI/CD platforms mask

the secrets in the build log by default. To mask the secrets in Jenkins, developers need to install a

third-party plugin, which complicates the initial secure configuration of the Jenkins pipeline.

Available to all steps (C9). Second, even during the CI/CD pipeline execution, a secret should be

visible/accessible to only those steps or plugins requiring the secret as specified in the workflow(or

config) file. For instance, in Listing 9, we want only the step 3 to access the secret represented

by ${{secrets.API_KEY}}. Only GitLab implements this correctly by preventing access to secrets

by steps unless explicitly granted in the config file.

Unfortunately, in GitHub CI, we found that during a workflow execution, all secrets specified in

the workflow are decrypted and placed in a file under folder /home/runner/_work. Consequently,

all steps in a workflow can access decrypted secrets even when they are not passed explicitly. For



instance, in Listing 9, all sets can access the secret represented by ${{secrets.API_KEY}}. To

better demonstrate this, we developed a proof-of-concept action [Anonymous 2023a], which, when

used in a workflow will dump the decrypted content of all the secrets mentioned in the workflow.

Available to pull requests (C10). Finally, access to secrets in a pipeline should also be regulated by

how the pipeline execution is triggered. Specifically, secrets should not be accessible if the pipeline

execution is triggered by no-privilege events, especially a pull request. A malicious user creates

a pull request by modifying a script in the repository referenced by a pipeline. If the pull request

triggers the pipeline, it will be using the script in the pull request. If the pipeline has access to secrets,

the modified script can leak the secrets, e.g., to a remote server.

By default, none of the CI/CD platforms share the secrets with pipeline triggered by pull requests.

However, you can allow sharing the secrets with the pull-request pipeline in the settings of the

project for Gitlab CI, GitHub CI and CircleCI. Furthermore, GitHub CI also shares the secrets with

pull request by default if the pull request is internal, meaning it was raised within the project and

not from a forked repository. Also, developers can pass the secrets to all pull-requests in GitHub CI

by configuring the workflow to trigger on pull_request_target. We show how prevalent is the

usage of pull_request_target in Section 4.6.

Summary

Table 4.3 summarizes our analysis of the desired security properties in GitHub CI along with other

CI/CD platforms. We focus on GitHub CI, and as shown in Table 4.3, none of the security proper-

ties always hold in GitHub CI. The red and orange markings in sub rows of security properties mark

the conditions under which the corresponding security property will be violated. The conditions

marked with w are workflow dependent, i.e., their violation depends on configuration and contents

of a workflow. For instance, code execution property can be violated if the workflow uses a vulnerable

action. On the other hand, the availability of secrets to all steps of a workflow is a platform-wide

condition. In the following sections, we present a large-scale analysis GitHub workflows and show

that most of the workflows violate at least one of the conditions.

4.5 Data Collection and Methodology

In this section, we present our methodology for collecting the repositories’ names with GitHub

Workflow and third-party actions names.

Repositories with workflows. We use GHArchives to collect the list of repositories that use

workflows[GHarchive 2022]. We were unable to do a universal crawl using GitHub API because of the

recently imposed restrictions (Section 4.7). GHArchive collects repository information by recording

events, i.e., push, pull_request, and more, posted on GitHub’s events API endpoint. However, it

does not track workflow events and cannot directly track repositories using GitHub CI. However,

we noticed that the same github_bot user is responsible for all events resulting from GitHub CI



workflows. Therefore, we selected all repositories containing events created by the github_bot user.

We queried GHArchive for github_bot generated events from 2019 to July 2021 and used these to

extract the names of the corresponding repositories using GitHub CI. We acknowledge that this

dataset does not contain all the repositories that use GitHub CI. However, the dataset includes a list

of most interesting use cases where workflows interact with the repository or Github APIs themselves.

Almost 40% of all repositories we collected had at least one star, and 72.8% of all repositories were

active in 2021.

After retrieving all repository names, we used GitHub’s REST API to verify that these repositories

are not forks of an existing repository and contain at least one workflow under .github/workflow

directory (See Section 4.2). In total, we filtered 213,854 out of the initial 326,410 repository names

retrieved from GHArchive.

Next, we extracted all workflowYAMLfiles from the remaining repositories located under .github/-

workflows directory (Section 4.2) using GitHub’s REST API [Docs 2021f]. We use these workflow files

to analyze GitHub CI’s usage patterns further. To do that, we parse all the workflow files and store

the result as a JSON file in MongoDB. We will share our dataset with the research community upon

publication. We discuss the analysis results of repositories’ workflows in Section 4.6.1.

Actions repositories. As mentioned in Section 4.4.2, GitHub CI allows workflows to use third-

party modules, called actions (see uses keyword in Listing 9). We collected actions by parsing

the collected workflow files and filtering based on the uses keyword. We ignore local actions, i.e.,,

actions that are part of the workflow repository itself.

In summary, we extract all the external actions used in these workflows and clone their reposito-

ries to analyze them for vulnerabilities (Section 4.6.2). We ended up with 11,438 unique actions.

4.6 GitHub CI Measurement Results

This section presents the analysis results of collected workflows and third-party actions used in these

workflows. We first present our comprehensive analysis of the workflow files and their configuration.

Our goal is to present the common usage patterns of workflows and how these violate the desired

security conditions (Section 4.4.3) and result in critical vulnerabilities [MITRE 2021]. Second, we

perform a similar comprehensive analysis of third-party actions’ (i.e., plugins) to check whether

workflows safely use them and whether the actions themselves contain any security vulnerabilities.

4.6.1 Workflows Analysis

Overall we collected workflow files from 213,854 repositories, which contain a total of 447,238

workflows, with an average of 2.2 workflows per repository.



Workflows Permissions

As discussed previously, workflows in GitHub CI by default have wide permissions which grant

write access to the repository. Consequently, as discussed in Section 4.4.3, an attacker can use a

vulnerability in the workflow to modify the underlying repository and violate the desired condi-

tions, C2, C5 and, C6. Developers can change the default permissions of a workflow by adding the

permissions field into the workflow YAML file. However, only 0.2% of all workflows (900/447,238)

use the permissions field to configure the permissions of the workflows. Furthermore, even in

these 900 workflows, only 62% of them set the permission to the desired read-only.

Recommendation: Following the least privilege principle and restricting the default permission

to read-only will protect repository code from unauthorized changes.

Workflow Triggers

The workflows can be triggered in various ways as we discussed in Section 4.2. Table 4.4 shows the

most popular ways of triggering (i.e., firing) workflows in the analyzed repositories.

Trigger events Repositories (%) Workflows (%)

push 179,503 (83.9%) 279,337 (62.5%)
pull_request 94,962 (44.4%) 146,803 (32.8%)
cron 51,544 (24.1%) 70,719 (15.8%)
manual 45,134 (21.1%) 83,616 (18.7%)
pull_request_target 7,485 (3.5%) 8,874 (1.9%)

Table 4.4: Number of repositories with at least one workflow triggered on push, pull_request,
pull_request_target, manual, and cron events. Note that percentages do not sum up to 100%
because a repository can contain multiple workflows with each of these configured to be triggered
by multiple events.

Pull request and cryptomining. An interesting and rather potentially dangerous way of triggering

a workflow is by creating the pull_request or pull_request_target from a forked repository

because the workflow will be executed using the code in the forked repository. Furthermore, work-

flows triggered by pull_request_targetwill have access to all the configured secrets. An attacker

can exploit this by raising a pull request and consequently executing arbitrary code in GitHub CI

environment as part of the workflow.

Until recently [Patterson 2021] it was possible to create a new workflow as part of a pull request

which will automatically start running even if the pull request was not merged or validated by any

means. An attacker used this feature to perform cryptomining on GitHub CI resources by raising

a pull request with the workflow in Listing 10, which spawns a lot of runners performing mining.



Here, the attacker raises a pull request containing the workflow in Listing 10.

Even though GitHub now disables the execution of new workflows created by first-time contrib-

utors without the manual approval from a repository owner with write access, we believe it is still

possible to perform cryptomining. For example, attackers can gain the trust of the repository owners

by first raising a valid pull request and later submitting the cryptomining code. Also, the attacker

does not need to create a new workflow to perform cryptomining. They can perform cryptomining

by updating the part of the codebase used in workflow, e.g., unit test code. We found that 105,975

workflows in 66,118 repositories use scripts that are part of the repositories codebase. An attacker

can use these workflows to execute arbitrary code by raising a pull request with a modified repository

where the referenced scripts contain the target code. Note that these numbers are lower bound

numbers, and the real number of workflows that use the repository codebase must be higher.

In addition to cryptomining, attackers can harm the organization by continuously raising PR

and finishing all the GitHub CI resources available for free to the organization, i.e., performing DoS

attacks.

Recommendation: Removing the ability to run newly created workflows from PRs until they are

merged into the original repository will eliminate the possibility of using workflow resources in a

malicious context. This will improve the Admittance Control security property.

Pull requests and self-hosted runners. As we describe in Section 4.2, GitHub allows developers to

run the workflows in personal machines that do not belong to GitHub. However, this comes with

security implications if the machines are not returned to a clean state after the execution of the

workflows [Gruhn et al. 2013]. Also, by executing workflows with Third Party Actions (TPAs) you

risk your machine being fully compromised. Even if workflow does not contain a TPA but allows it

to be triggered by pull_request event, anyone with pull requests permission can compromise the

self-hosted machine by introducing malicious code into the codebase. Therefore, GitHub strongly

discourages the usage of self-hosted machines as runners for public repositories, which contain

workflows that can be triggered by pull requests [Docs 2021g]. Despite this, we found cases of 565

public repositories that run on self-hosted machines. More than half (51.7%) of these repositories

are triggered by a pull request event. Note that since GitHub allows developers to define custom

labels[Docs 2022d] to reference a self-hosted machine, all the numbers mentioned earlier are lower

bound. In reality, the number of self-hosted runners could be greater than the reported number.

Also, we looked into what kind of repositories are using self-hosted machines to run workflows

triggered by pull requests. On average 292 repositories have 744 stars and 133 forks. Approximately

20% (53 out of 252) repositories that run on self-hosted machines and are risking potentially being

compromised have more than 100 stars. One of these repositories is kubernetes/minikubewhich

has more than 20k stars and is popular among developers.

Key finding: There are at least 292 repositories that contain at least one workflow executed in a

self-hosted machine which is triggered by a pull request event.



Workflows Secrets

Securely storing and passing secrets in workflows is critical. As discussed in Section 4.2, GitHub has

a mechanism to store and pass secrets to the workflows.

Our dataset contains 245,873 cases where secrets are passed using GitHub’s mechanism, i.e.,

${secrets.foo} pattern. All of these cases took place in 106,383 (49.7%) repositories. Repository

secrets were passed directly to 4,517 external actions developed by third-parties. Among these 4.5K

actions, only 359 were created by a verified creator, which accounts for less than 10% of all actions

that have direct access to secrets.

In addition to actions that have direct access to secrets, some actions can have indirect access to

them, i.e., without developers passing secrets to the action. If secrets are passed to the workflow,

GitHub CI will create files under /home/runner/worker/_temp directory that will contain all the

secrets passed to the job during the workflow execution. Therefore, other TPAs that are part of the

workflow jobs will be able to access the secrets by reading the contents of the directory. There are

5,719 actions with indirect access to the secrets, against 4,517 actions that have direct access to the

secrets. Of these 5K actions with indirect access, only 53 are from verified creators. We disclosed the

issue of indirect secret access by TPAs to GitHub. They responded that this is intentional behavior

right now, and plan to restrict the access in future releases of GitHub CI.

Key finding: Developers pass the secrets without considering the TPAs’ origin, i.e., trustworthi-

ness. More TPAs can indirectly access the secrets.

Recommendation: To prevent unauthorized access to secrets, GitHub should add the ability to

pass the secrets only during the execution of the step that requires it or disable read access to the

directory where actions store secrets.

Secrets passed as plain-text. Developers must use a pattern like ${secrets.FOO} to pass secrets

to workflowsas discussed in Section 4.2. We use this knowledge to our advantage by querying our

dataset for different usage patterns of secrets. First, we find the repositories that pass secrets to

workflows and analyze which keys they use to pass secrets, e.g., if the repository is passing the

secret with the ${secrets.API_KEY} pattern, the key will be API_KEY. Second, from the list of all

keys, we deduce a reduced list of keywords most likely to be associated with the secrets, e.g., token,

password. We use this list of keywords to detect the repositories passing the secrets in plaintext. We

do this by querying our database to find when a repository passes some value to the external action

with a key that contains one of the keywords. The query result returned 2,240 possible candidates

for secret leaks. After filtering out false positives, we have 333 possible leaks.

We raised the issue to the 333 repositories about possible secret leaks. From all of the reports,

only 11 confirmed accidental leakage of the secrets and fixed the issue. While most of the issues

were not answered, there are some interesting responses from the repository’s maintainers regard-

ing intentional leakage of the secrets. Specifically, the repositories that use Chromatic, a tool to



automate UI feedback gathering, are intentionally leaking projectToken value. Chromatic doc-

umentation[Chromatic 2022] explains that this is the only way to allow forked repositories to run

workflows with Chromatic. Further investigation revealed that due to security reasons GitHub CI

by default does not share the secrets with workflows if a forked version of the repository triggers

the workflow. Thus, repositories that want to allow forked repositories to execute workflows with

secrets must either pass the secret in plain-text inside the workflow configuration file or change

the repository’s settings to allow passing the secrets to the forked version of the repository. How-

ever, since updating the settings of the repository will pass all the secrets to the forked repository,

developers choose to pass only a limited number of secrets in plain text in the workflow file.

Key finding: Some developers pass the secrets in plain text to allow forked versions of the

repository to run the workflows.

Recommendation: Adding the ability to pass the only limited number of secrets to the forked

repository can improve security.

4.6.2 Actions analysis

Over-privileged and mutable TPAs contribute most to the security risks of the Github CI workflows

(Section 4.4). All security properties (AC, EC, CC, AS) can be compromised if the workflow depends on

a vulnerable or malicious TPA. For example, the wayou/turn-issues-to-posts-action action,

which is responsible to convert issues into posts, is vulnerable to shell injection attacks [Jaroslav

Lobacevski 2021]. Suppose any repository depends on wayou/turn-issues-to-posts-action
in its workflows. In that case, an attacker can run any code inside the CI/CD pipeline by just crafting

the malicious issue. And since the workflow by default gives the write permission to the code even

though the workflow is executed only on issue events, an attacker can modify the code.

Actions’ statistics. As discussed in Section 4.5, we collected the action names through the workflow

files that use keyword uses to reference TPAs. The key uses were part of workflow files 1,623,413

times in 99.7% of all repositories in our dataset. From these 1.6M times when external actions were

referenced, 12,262 were referencing local actions, actions that are part of the repository. During

further investigation, we noticed that it is possible to directly reference the Docker image by using

the key uses. There are 6,082 out of 1.6M cases when workflows are referencing the Docker image

directly, as such uses: docker://docker.io/hello-world. Even though docker usage is only

a tiny portion of overall usage, we believe that this behavior will introduce significant challenges in

the future for the analysis of Github Actions.

The rest of the 1,623,413 references are indeed references to actions (1st and 3rd party actions).

In general, 213,209 (99.7%) of repositories in our dataset references at least one TPA. Overall there

are 11,438 unique TPAs and 19,033 if we consider different versions.

Verified vs Unverified Actions. GitHub has a separate category in the marketplace for actions created

by verified organizations, such as Azure, Docker, and Google, called verified creators. As of 15th



November 2021, GitHub had only 75 organizations as verified creators who published the actions in

the marketplace. In our dataset, only 335 out of 11,438 actions used by repositories are created by

verified creators11.

During analysis, we found that people often reference TPAs from non-verified creators than

from verified creators, which is counter-intuitive. From the top 20 actions that are used as part of

the workflow, if we ignore first-party actions managed by GitHub, there is only one TPAs maintained

by verified creators as opposed to nine from non-verified creators as shown in Table 4.5.

Action name Total VC

actions/checkout 499,840 Ë
actions/cache 104,563 Ë
actions/setup-node 97,236 Ë
actions/setup-python 76,906 Ë
actions/upload-artifact 75,476 Ë
actions/upload-release-asset 27,605 Ë
actions/download-artifact 26,979 Ë
actions/setup-java 26,630 Ë
actions/setup-go 23,183 Ë
actions/create-release 23,175 Ë
Janealter/branch-pr-comment 20,030 é
peaceiris/actions-gh-pages 19,051 é
JamesIves/github-pages-deploy-action 16,670 é
ad-m/github-push-action 15,452 é
actions-rs/toolchain 12,367 é
codecov/codecov-action 11,021 Ë
actions/github-script 10,667 Ë
JasonEtco/create-an-issue 10,376 é
r-lib/actions/setup-r 9,839 é

Table 4.5: Total usage number of Top 20 third-party actions. Here VC column stands for verified
creator. If we do not account for actions maintained by GitHub (actions organization), there is only
one action maintained by verified creator.

Key finding: The majority of the TPAs used are from non-verified creators. Verified creators

maintain only 3% of all used actions.

Recommendation: Adding some level of the automatic review process for the TPAs can contribute

to the defense in depth against malicious TPAs.

11Note that the number is different from what is available in the marketplace because not all actions of the verified
creator might be published in the marketplace



Third-Party Actions’ References. Code Control property emphasizes the importance of knowing

what code runs as part of the workflow (Section 4.4). One way of controlling what code runs is to

audit TPA’s code and make it immutable. Therefore, it is important to know exactly how workflows

are referencing TPAs. For example, if referenced TPAs are mutable, it is impossible to control the

code they are running. As discussed previously, there are three ways to reference the TPAs: (1) tag

name, (2) branch name, (3) commit hash.

GitHub documentation suggests using commit hash to reference a TPA unless you trust the

organization. Because any other way of referencing a TPA, such as tags, branch names are mutable,

which means actions code can be updated anytime (e.g., injecting backdoor), if someone takes

over the repository and/or if the organization has malicious intent. Therefore, we analyze how

many of all TPA references follow Github documentation recommendations. Unfortunately, as

you can see from Table 4.6 less than 1% of all TPAs are referenced using their commit hash. From

all repositories that use TPAs, only 1.7% (i.e., 3,248) use TPAs by referencing them with commit

hashes. Even worse, commit hash references do not guarantee immutability of the TPAs’ code if the

referenced action uses a mutable reference to another dependency, e.g., other actions. We developed

a PoC [Anonymous 2023b] and reported the issue to GitHub.

Reference types References (non-verified)

Tag name 474,166 (410,054)
Branch name 120,633 (109,400)
Commit hash 6,539 (5,687)

Table 4.6: Distribution of different ways to reference all third-party actions and specifically third-
party actions from non-verified creators. Despite the recommendation by GitHub to use commit
hash references, only 0.1% of references use commit hash.

Key finding: In general, developers do not reference TPAs by using commit hash, despite

security risks associated with other ways of referencing actions.

Another interesting finding is that there are a significant number of TPAs that are referenced

by branch name (Table 4.6). This behavior not only introduces security risks but also may break

the execution of the pipeline if maintainers of the actions push code with bugs into the actions’

repository. For example, at one point lowlighter/metric introduced an infinite loop into the code

that they fixed in 9b574376 commit.

The developers’ behavior of not referencing the actions with commit hash shows that the devel-

opers tend to choose convenience over security.

Recommendation: Introduction of semver versioning scheme in TPAs references as in CircleCI

Orbs [Docx 2022]will lessen the dependency on highly mutable references such as branch names.

https://github.com/lowlighter/metrics/commit/9b574376230687a8e9cb354fa27ad5f951778d9a


Also, it will give the flexibility to update the actions if a vulnerability is detected without manual

effort, as in the case of referencing using commit hash.

Actions Vulnerability Analysis. Since dependence on TPAs may present some security risks (Sec-

tion 4.4), it is important to analyze the external actions for security vulnerabilities. For example, if

a repository uses a vulnerable action, malicious actors can compromise the execution flow of the

workflow by posting comments into an issue [Jaroslav Lobačevski 2020b,a] or by controlling git’s

tag value [Eric Cornelissen 2020]. We perform the vulnerability analysis of actions by detecting the

commit that potentially fixes some security vulnerability.

There are existing tools that can detect automatically vulnerable commit messages for large

projects [Zhou and Sharma 2017]. However, since actions are relatively small projects with the ma-

jority of them containing less than a hundred commits, we decided to use a simple regex matching-

based tool, git-vuln-finder[cve search 2022], which looks for security-related keywords in com-

mit messages. As a result, git-vuln-finder returns a list of potentially vulnerability-fixing com-

mits for each repository. After running the tool on all 11,438 cloned actions’ repositories, the tool

returned 5,372 potentially vulnerability fixing commits. After the manual verification step, we ended

up with 659 actions that have vulnerability-fixing commits in their commit logs.

We then construct the set of vulnerable tags, i.e., the set of tags that points to the commit

which comes before the vulnerability-fixing commit. For example, for cake-build/cake-action the

tag v1.3.0 is pointing to a commit ada1055, which comes before the vulnerable fixing commit

985efc8. Therefore, we will add v1.3.0 to a set of vulnerable tags for cake-build/cake-action action.

We use this set to detect workflows that use a vulnerable actions version.

Vulnerability severity Actions Repositories

High-severity 26 582
Medium-severity 56 28,870
Low-severity 577 10,922

Table 4.7: Vulnerable first and third parties actions and number of repositories that reference
vulnerable versions

Table 4.7 shows a number of repositories that are referencing a vulnerable version of the action,

i.e., action version that is missing vulnerability fixing commits. A group of graduate students who

have experience in security categorized all vulnerability fixing commits according to severity (high,

medium, low). From Table 4.7 one can see that majority of vulnerability fixing commits were low

severity fixes, such as updating vulnerable npm dependencies.

Reference to one first-party action, actions/checkout version v1 and prior contributes most

to the number of repositories that reference medium-severity in Table 4.7. All versions prior to v2

https://github.com/cake-build/cake-action
https://github.com/cake-build/cake-action/commit/985efc8c18dfef468322efd3e639cc14b699333d
https://github.com/cake-build/cake-action


are passing GitHub authorization token into the command line in plaintext, which can lead to a

leak of GitHub’s token unintentionally.

From the above results, we can see that developers may depend on vulnerable actions in their

repositories’ workflows. This could lead to several serious outcomes if not tackled on time, and

not come up with ways to inform developers about the security risks of using outdated/vulnerable

actions.

Key finding: 38,315 repositories use at least one potentially vulnerable TPA in their workflows

due to not upgrading the version

Due to limitations discussed in Section 4.7 we tried to notify only 582 repositories that are

depending on the actions’ version with high-severity vulnerability from Table 4.7. Overall, we

successfully created issues for 542 repositories. We could not create issues for 40 because of (1)

rename or removal of the repository; (2) issue creation is disabled; (3) repository is archived, meaning

it is read-only.

Recommendation: Using reduced privileges by default for all actions can prevent attackers to use

vulnerable actions as a trampoline during the attack. For example, workflows that are triggered only

on events related to issues can have permissions limited to only read/write access to issues.

4.7 Discussions & Limitations

Data Collection Limitations. There are two main limitations in our data collection. The first limita-

tion being our dataset does not contain all repositories with workflows. As discussed in Section 4.5,

the dataset does not include any repositories with workflows that do not update the repository

using workflow(s) or interact with GitHub’s APIs. Initially, we tried to use GHTorrent to collect all the

repository names that use GitHub CI. However, since GitHub CI was introduced only in Fall 2018 and

GHTorrent was not updated since 2017, we decided to use Github Archives data stored in Google’s

Big Query. There is also GitHub’s REST API that can be used to crawl GitHub for repository with

workflows. However, GitHub’s REST API contains a significant rate limitation that limits crawling to

5000 requests per hour, and for each query returns only the first 1000 results. These limitations were

reasons to select GHArchive over GitHub’s REST API. Despite the limitations mentioned above, our

dataset contains the most exciting cases when repositories use GitHub CI.

The second limitation is that our data does not include all third-party actions hosted in GitHub.

However, we argue that even though the dataset does not contain all third-party actions, it contains

actions that are used by other repositories in the wild, i.e., which are of the most interest.

Actions’ Vulnerability Analysis Limitations. The actions vulnerability analysis may not present

accurate numbers regarding the actions vulnerability because of the methodology we employed.

While we take measures to decrease the number of false positives by performing manual analysis,

we still used basic regex matching of the commit message to detect vulnerability-fixing commits



in the action’s repository (Section 4.5). However, we argue that it is not an easy task to detect the

vulnerability-fixing commits and, on its own, requires separate research. Also, the goal of actions’

vulnerability analysis was to raise awareness of the security risks that come with referencing third-

party actions and providing them with broad permissions. Even if the third-party actions are not

malicious, they may be vulnerable, and, thus they can be exploited by malicious actors.

Vulnerable Workflows Disclosure Limitation. We notified only repositories that depend on vul-

nerable actions with high severity because of GitHub’s strict policies regarding automatic content

creation. If the developer opens a lot of issues automatically, GitHub will block the account and hide

all opened issues. Therefore, we decided to create issues directly only for repositories that depend

on actions’ version with high-severity vulnerability and notify GitHub directly through the support

system about all other issues.

Secret Analysis Limitations. Compared to previous works, our analysis of leaked secrets has several

limitations. The first limitation is the scale. We analyze only leaks for 190K repositories, while recent

papers analyzed a significantly more number [Meli et al. 2019]. Another limitation is that we did

not perform a longitudinal study of the workflows. Thus, we may miss the old leaks of the secrets.

Third, we were looking at the leaks only in workflows. Therefore the numbers are lower than in other

studies.

4.8 Related Work

CI/CD Analysis There has been a considerable amount of research in analyzing CI/CD frameworks.

Several works [Sánchez-Gordón and Colomo-Palacios 2020; Tomas et al. 2019; Shahin et al. 2017;

Hilton et al. 2017; Düllmann et al. 2018; Myrbakken and Colomo-Palacios 2017] looked into the

DevSecOps culture, trying to understand their challenges and trade-offs. Gruhn et al. [Gruhn et al.

2013] are among the first to analyze public continuous integration services and identify that isolation

is important in executing various tasks of a CI/CD pipeline. Later, Bass et al. [Bass et al. 2015]

looked into the security of Jenkins and proposed the division of Jenkins into smaller parts for easy

configuration.

Configuration Smells. Configuration smells or problems due to improper configuration, especially

in the context of CI/CD pipelines, had been studied extensively [Rahman et al. 2019; Gallaba and

McIntosh 2020; Paule et al. 2019; Felidré et al. 2019; Zampetti et al. 2020] and many works try

to fix them automatically [Vassallo et al. 2020; Vassallo et al. 2019]. Most of these works focus

on Travis CI, where the bad patterns are identified manually [Rahman et al. 2019; Gallaba and

McIntosh 2020; Felidré et al. 2019] or through developer surveys [Paule et al. 2019; Zampetti et al.

2020]. Recently, Vassallo et al. [Vassallo et al. 2019] proposed a log analysis technique that tries to

identify configuration smells through log analysis. Subsequently, they also proposed a tool called

CD-Linter [Vassallo et al. 2020] that automatically fixes the issues in the YAML configuration file.

Unlike previous works, in this chapter, we focus on GitHub CI, by first systematically identifying



required security properties than trying to find the violations in the workflow configuration file. Our

work complements the existing work by extending research to GitHub CI.

Secrets Leakage Detection. Detecting secret leakage in public repositories has been well stud-

ied [Yasar 2018; Sinha et al. 2015; Meli et al. 2019]. Notable recent work is from Meli et al. [Meli

et al. 2019], they use entropy-based techniques to find that over 100,000 repositories leak secrets

for a set of pre-defined APIs. In our work, we use a much simpler technique based on keywords

and independent of APIs. Unlike the previous work, we found significantly fewer leaked secrets

as we focus only on workflow files, and most of the developers were well aware of GitHub’s secret

mechanism.

Identifying Security Fixes. There has been some work [Zhou and Sharma 2017; Zhou et al. 2021] in

detecting security fixes from commit messages, and most works are based on machine learning

techniques. These techniques depend on the availability of a large dataset of commits fixing security

bugs, which is hard to get, especially for action repositories, as they are relatively new (< 2 years) and

have fewer commits. In our work, to handle this, we use git-vuln-finder, which doesn’t require a

large dataset. Finally, identifying security fixes is not the chapter’s main contribution, and any work

that doesn’t depend on a large dataset can be used to detect security fixes in action repositories.

4.9 Conclusion

This chapter defined four security properties that must hold to secure CI/CD platforms from supply-

chain attacks. Then, we compared newly introduced GitHub CI with five other public CI/CD plat-

forms following security properties defined earlier. Additionally, we investigated how developers use

workflows in GitHub CI and their effect on the security properties. Based on the GitHub CI usage by

developers, we proposed recommendations on how to improve the security.

Also, we listed four security improvements that can be implemented as part of GitHub CI to

protect from security weaknesses. As part of security improvements, we implemented an automated

tool called GWChecker which developers can use to detect security weaknesses in their workflow

configuration and can also automatically notify them by creating issues if security risks are detected.

In the next chapter 5, we will further analyze the GitHub CI for code injection vulnerabilities by

performing staged static analysis of workflows.



name: MyWorkflow ← Workflow Name

on: ← Execution Triggers
# Workflow triggers on push
# and pull requests to the main branch
push:

branches: [ main ]
pull_request:

branches: [ main ]
# Also, workflow gets executed everyday at 5 am UTC
schedule:

- cron: "0 5 * * *"

jobs: ← All Jobs in the Workflow

build: ← Job (Name: Build)

runs-on: ubuntu-latest ← Job's Machine configuration

steps: ← All Steps in the Job
# The following steps are executed sequentially

# Check out the current repository
# on default branch
- name: Checkout the repository 1

uses: actions/checkout@v2

# Execute the given command using shell
- name: Build Project 2

run: sudo ./build.sh

# Execute action defined in the current repository
- name: Local Action 3

uses: ../path/to/action@v2
with:

apikey: ${{secrets.API_KEY}} µ

# Perform static analysis of all source files
# in the repository using an action from
# its public GitHub URL.
- uses: microsoft/devskim-action@45bc8e9 4

with:
directory-to-scan: .
output-directory: scanneroutput

test: ← Job (Name: Test)

needs: build ← Dependent jobs
runs-on: ubuntu-latest

steps:
- name: Test Project 5

run: sudo ./test.sh

Listing 9: Example of workflow configuration file. The workflow contains two jobs (build, test), and
uses two third-party actions.



1 name: Cryptomining workflow
2 on: [pull_request]
3 jobs:
4 build:
5 name: Fetch
6 runs-on: ubuntu-latest
7 container: ubuntu:20.10
8 strategy:
9 fail-fast: false

10 matrix:
11 runner: [0,1,2,3,4,5,6,7,8,9,10,...,19]
12 steps:
13 - run: ./obfuscated_cryptomining.sh

Listing 10: Example of cryptomining workflow that spawns multiple runners on each pull_request



CHAPTER

5

ARGUS: A FRAMEWORK FOR STAGED

STATIC TAINT ANALYSIS OF GITHUB

WORKFLOWS AND ACTIONS

5.1 Introduction

Continuous Integration and Continuous Deployment (CI/CD) pipelines [Humble and Farley 2010]

have become ubiquitous in the software development lifecycle. They automate various software

development processes, such as building, testing, and deploying code. There are several well-

maintained CI/CD frameworks, including TravisCI1, CircleCI2, and Gitlab CI3.

Since its introduction, the GitHub Actions platform has gained tremendous popularity due to its

convenience over other public CI/CD providers [Valenzuela-Toledo and Bergel 2022]. Developers

specify automation tasks using GitHub Workflows.4 A key convenience is an ability to easily use

third-party plugins called Actions, which bundle common tasks, such as checking out a repository.

Actions enable developers to easily create Workflows by referencing Actions rather than specifying

all of the steps [Kinsman et al. 2021].

Securing CI/CD pipelines is essential to supply chain security. Researchers have discovered

1https://travis-ci.org/
2https://circleci.com/
3https://about.gitlab.com/stages-devops-lifecycle/continuous-integration/
4We use “Workflows” to refer to GitHub Workflows throughout this chapter.

https://travis-ci.org/
https://circleci.com/
https://about.gitlab.com/stages-devops-lifecycle/continuous-integration/


various GitHub Workflows are vulnerable to code injection vulnerabilities [How We Discovered

Vulnerabilities in CI/CD Pipelines of Popular Open-Source Projects 2022; Lobacevski 2020]. OWASP

has also the Top 10 CI/CD security risks [OWASP 2022] to raise awareness on CI/CD vulnerabilities,

defining Poisoned Pipeline Execution (PPE) as a specific type of code injection.

Static analysis is commonly used to detect vulnerabilities. Recent works [Benedetti et al. 2022;

GitHub Security Code Injection Finder 2023; Koishybayev et al. 2022]have tried to find vulnerabilities

in Workflows using pattern-matching. However, the complexity of a typical Workflow demands more

sophisticated analysis to track the data flows that occur within it, particularly when detecting code

injection vulnerabilities. The prior approaches also fail to analyze third-party Actions and reusable

workflows, which are pervasive in the GitHub Actions ecosystem. Consequently, prior approaches

fail to identify many non-trivial vulnerabilities, as we show in Section 5.5.5.

Static Taint Tracking (STA) is a well-known technique for tracking untrusted (tainted) data flow

and is effective for vulnerability detection [Arroyo et al. 2016; Marashdih et al. 2023; Wassermann

and Su 2008; Redini et al. 2017; Almashfi and Lu 2021; Machiry et al. 2017]. This chapter proposes

an STA framework for holistic analysis of GitHub Workflows and uses it to detect code injection

vulnerabilities. There are two key challenges for performing STA on Workflows:

1. Non-linear execution semantics of Workflows: At a high level, a Workflow consists of jobs, each

with a sequence of steps. A job may depend on one or more other jobs and will only be executed

after all its dependencies are complete. If there are no dependencies, multiple jobs can run

concurrently. Additionally, there may be data flows between jobs, making it difficult to model the

execution flow, requiring new Control Flow Graph (CFG) structures to perform flow-based static

analysis.

2. Handling interactions with third-party Actions: Workflows reference Actions by specifying their

repository and input parameters. Actions can generate outputs, access untrusted input, and pass

data to sensitive sinks. Outputs of an Action are used by workflows to perform other tasks or as

input to additional Actions. For effective STA, tracking data flow through Actions requires the

context of a Workflow.

In this chapter, we present the ARGUS5 framework for staged static taint analysis of GitHub

Workflows and Actions. ARGUS identifies code injection vulnerabilities by untrusted taint sources to

sensitive taint sinks derived from GitHub documentation [Github 2023] and language libraries [Staicu

et al. 2020]. A key component of ARGUS is its Workflow Intermediate Representation (WIR), which

tackles the first challenge by uniformly capturing the Workflow execution flow, irrespective of

the complex and evolving specifications. We handle third-party Actions (the second challenge)

by decoupling their flow behavior from implementation. Specifically, we create programming-

language-specific plugins that analyze Actions and create taint summaries describing which inputs

5Available as open-source at: https://secureci.org/argus

https://secureci.org/argus


flow to which outputs. The summaries are created offline and stored in a Taint Summary Database.

To analyze a given Workflow, ARGUS uses the WIR to track the flow of tainted data across steps

according to the execution flow. When a step references an Action, ARGUS uses its taint summary

and stitches in the taint tracking information. Finally, ARGUS raises an alert whenever tainted data

reaches a sensitive sink. We further rank each alert based on its impact on the underlying repository.

We performed a large-scale evaluation on 2,778,483 Workflows (1,014,819 repositories) referenc-

ing 31,725 Actions, and ARGUS raised alerts on 27,465 Workflows (16,003 repositories). We selected

5,643 workflows for manual verification and confirmed the presence of code injection vulnera-

bilities in 5,298 workflows. Out of these, 4,307 (High and Medium severity) could be exploited to

compromise the underlying repository. We also identified 80 vulnerable Actions, which render any

Workflow that uses them vulnerable.

We also directly compared ARGUS to two state-of-the-art pattern-based GitHub Actions vulnera-

bility scanners, finding seven times more vulnerabilities.

We make the following contributions in this chapter.

• We designed a Workflow Intermediate Representation (WIR) that provides a uniform represen-

tation of GitHub Workflows.

• We propose ARGUS, the first static taint tracking framework for GitHub Workflows. ARGUS works

on the WIR and uses taint summaries to track flow across Actions. ARGUS will be publicly

available upon publication.

• We demonstrate the scalability and effectiveness of ARGUS by performing a large scale evaluation

on 2,778,483 Workflows and 31,725 Actions. We found code injection vulnerabilities in 5,298

Workflows and 80 Actions.

• The work presented in this chapter was published at Usenix Security 2023 conference [Muralee

et al. 2023].

5.2 Background

A GitHub Workflow is defined as a YAML file in the .github/workflows directory of a repository.

This section uses Figure 5.1 to describe Workflow components and execution and why analysis is

nontrivial.

5.2.1 Workflow Components

A Workflow represents a group of tasks and their execution ordering, e.g., workflow.yml in Fig-

ure 5.1. Each Workflow is composed of jobs listed under the jobs key. A job can use other Workflows

(called Reusable Workflows) as indicated by 1 . However, a job is usually composed of a sequence

of steps listed under the steps key. Steps form the basic unit of computation. A step can either (a)



name: "Build and Test workflow"
on: [pull_request]
jobs:
  build:
    uses: org/repo/.github/workflows/reusable@v1
  scan:
    runs-on: [ubuntu-latest]
    steps:
      - run: echo ${{github.event.issue.title}}
      - uses: org2/javascript-action@v2
        id: js
      - uses: org3/composite-action@v2
        with:
          title: ${{steps.js.outputs.title}}
          body: ${{github.event.pull_request.body}} 
    
  notify:
    ....
  deploy:
    ....
 

name: "Upload-artifact
action"
inputs:
  ...
runs:
  using: “node16”
  main: “index.js”
  post: "post.js"

name: "JavaScript
Action"
inputs:
  author:
    required: true
runs:
  using: “node16”
  main: “index.js”

name: "Composite Action"
inputs:
  title:
    required: true
  body:
    required: true
runs:
  using: “composite”
  steps:
    - run: echo Hello ${{ inputs.title }}
    - name: "JavaScript Action"
      uses: org4/js-action@v1.1
      with:
        body: ${{ inputs.body }}

name: "Reusable workflow"
on: 
  workflow_call:
    inputs:
      verbose:
        required: false
jobs:
  build:
    runs-on: ubuntu-latest
    steps:
      - name: "Run the bash script"
        run: ./build.sh ${{ inputs.verbose }}
      - uses: actions/upload-artifact@latest
        with:
          name: app-binary
          path: ./dst/app.o
  test:
   ...
 

const core = require('@actions/core');
const github = require('@actions/github');
 
try {
  // `body` input defined in action metadata file
  const body = core.getInput('body');
  console.log(`Body: ${body}!`);
  // process the body
  const payload = parse(body)
  eval(payload);
} catch (error) {
  core.setFailed(error.message);
}

echo "Branch to build: $1";
export PRODUCTION=1
make

const core = require('@actions/core');
const github = require('@actions/github');
 
try {
  // `pr_title` input defined in action.yml metadata
file
  // `pr_title` default value is tainted
  const title = core.getInput('pr_title');
  // sets output that can be consumed by next steps
  core.setOutput('title', `Analyzing ${title}`)
} catch (error) {
  core.setFailed(error.message);
}

reusable-workflow.yml

build.sh

org2/javascript-action/action.yml

org2/javascript-action/index.js

org3/composite-action/action.yml
org4/js-action/action.yml

org4/js-action/index.js

name: "JavaScript Action"
inputs:
  pr-title:
    default: ${{github.event.pull_request.title}}
    required: false
runs:
  using: “node16”
  main: “index.js”

actions/upload-artifact/action.yml

const core = require('@actions/core');
const github = require('@actions/github');
 
try {
  // uploads the artifact 
  // with the name "app-binary"
  // from the path "./dist/app.o"
  
} catch (error) {
  core.setFailed(error.message);
}

actions/upload-artifact/index.js1

s

workflow.yml

m

T

a

Figure 5.1: Example demonstrating GitHub Workflow components and user-controlled data (�)
used by different components.

be a shell command, as indicated by s in reusable-workflow.yml, or (b) reference an Action,

as indicated by a .

Actions enable code reuse inside Workflows. A step references actions with the uses keyword.

The reference should be to a public repository containing code for the corresponding Action. For

example, org2/javascript-action@v2 resolves to code in the https://github.com/org2/
javascript-action respository under the tag v2. GitHub has a marketplace where developers

can discover Actions.

GitHub supports three types of Actions. JavaScript Actions are written in JavaScript and can use

npm packages. In Figure 5.1, org2/javascript-action/action.yml is an example of JavaScript

Action. Most of the standalone actions are JavaScript-based [Koishybayev et al. 2022]. Composite

Actions combine commands and Actions. They are specified in a similar manner to Workflows. In

Figure 5.1, org3/composite-action/action.yml shows an example Composite Action. Finally,

Docker Actions use an implementation of a Docker container, which may be referenced directly from

DockerHub or from the repository containing the Dockerfile. This chapter focuses on JavaScript and

Composite actions, because (a) Docker Actions contain arbitrary binaries, and (b) 70% of Actions in

our dataset are either JavaScript or Composite Actions (Table 5.4).

https://github.com/org2/javascript-action
https://github.com/org2/javascript-action


5.2.2 Workflow Execution

Workflows are executed in response to specific events. Event triggers are specified using the on

keyword as indicated by T in Figure 5.1. For instance, the Workflow in Figure 5.1 is executed when

a pull_request occurs for the containing repository. When triggered, the GitHub runner [GitHub

2022] executes jobs based on the configuration.

Job Dependencies: A job can depend on other jobs, specified using the needs keyword. A job will be

executed only when all of its dependencies finish executing. Multiple jobs can run in parallel if there

is no dependency relation. For instance, the build and scan jobs in workflow.yml of Figure 5.1

will run in parallel as there are no dependencies. Each job is executed in an isolated virtual machine,

having a configuration specified by using the runs-on keyword (e.g., m in Figure 5.1). For instance,

the build job in Figure 5.1 will be executed on an ubuntu-latest VM.

Executing a Job: For each job, all steps are executed sequentially within the same virtual machine.

If one step fails, the next will not be executed, unless specified otherwise. During the execution of

an individual step, the runner will first set up an environment for it and spawn a new process. For

example, if a step is a NodeJS action, the runner will spawn a NodeJS process and call the entry

point of the action. Similar setups will be performed for Docker actions and shell commands.

Communication between Steps: The steps can communicate through the runner. For example, a

step can produce an output variable using the ::set-output=<name>=<value> keyword. Another

step can consume that output by referencing steps.<id>.outputs.<output_name>. After the exe-

cution of a step, the runner will check if the step created any outputs, environment variables, or

artifacts. If so, the runner will store their values and pass them to the relevant next steps.

Triggering Event Data: A Workflow triggering event usually contains data associated that can

be controlled by the user who triggered the event. For example, the title text associated with an

issue_open event (i.e., github.event.issue.title) can be controlled by the user who opened

the issue. In the same manner, the source branch name (github.head_ref) of a pull request

event can be externally controlled. However, there are certain data elements that the user does not

directly control, e.g., the issue number of an issue_open event. The event data can be used by any

component of a Workflow, as indicated by � in Figure 5.1.

5.2.3 Workflow Secrets and Permissions

Developers might need to access sensitive information in a Workflow, such as AWS keys to auto-

matically deploy the latest version of a website. GitHub provides the secrets feature [Docs 2021d],

enabling developers to securely use sensitive information in a Workflow. Specifically, repository

owners can store sensitive information using secrets (key-value pair), e.g., AWS_KEY=abcd12dfs.

These can be used in a Workflow by their name (i.e., key), e.g., ${{ secrets.AWS_KEY }}. During

Workflow execution, these references will be replaced by the corresponding value. Furthermore, as



shown by the recent work [Koishybayev et al. 2022], values of all secrets referenced in a Workflow

are stored in a file on the runner.

GITHUB_TOKEN: For each Workflow run, GitHub automatically generates a temporary access

token called GITHUB_TOKEN. This enables Workflows to interact with the repository and carry out

specific operations such as pushing changes, creating releases, adding labels and tags, etc. This

token can be accessed using the GitHub context, denoted as ${{github.token}}.

Permissions: By default, GitHub assigns theGITHUB_TOKEN read/write permissions across all scopes 6.

Users can also modify permissions of GITHUB_TOKEN for a specific workflow using the permissions

keyword within workflows. This keyword can be utilized both at a workflow level as well as at a job

level.

Access Based on Triggers: Workflows triggered because of a forked repository (e.g., pull request

from a fork) will not have access to any repository secrets (Even if they are specified in the Work-

flow) and GITHUB_TOKEN will have only read-only access. Developers can avoid this by using

pull_request_target trigger, which also triggers Workflows on pull requests, but in addition,

the Workflow will have default privileges for GITHUB_TOKEN and access to secrets — same as other

triggers. The Table 5.1 summarizes a Workflow’s access to secrets and GITHUB_TOKEN permissions

based on triggers.

Intra-repository pull request: During our experiments, we found an undocumented feature that GitHub

allows arbitrary users to raise pull requests between different branches of the same repository, e.g.,

merging dev to main. This clearly violates the pull-request policy [Creating a pull request 2023],

which requires the user to have write access to either source or destination. Furthermore, as shown

in the second column of Table 5.1, Workflows triggered because of such pull requests have privi-

leged GITHUB_TOKEN and access to secrets. The creation of pull requests between two branches of

a repository requires contributor access to that repository or membership in the organization to

which the repository belongs [Creating a pull request 2023]. However, we found that it is possible to

create a pull request between two branches of a repository without possessing such access rights.

This is significant because an attacker could misuse this to trigger a vulnerable workflow, which

is configured to run on the pull_request event. And, since this event is triggered from a branch

of the same repository, first-time contributor protections are disabled, GITHUB_TOKEN runs with

default permissions, and user-defined secrets are passed to the workflow.

However, since the attacker does not possess write access to the repository, the modifications

they can make are limited to pull request parameters, specifically the title (pull_request.title)

and body (pull_request.body). This limitation constrains the attacker’s ability to manipulate

the content of the pull request but does not prevent them from triggering a vulnerable workflow

configured to run on the pull_request event - if they manage to get malicious git metadata

inserted into the source branch through benign commits.

6GitHub in Feb 2023, reduced the permissions for GITHUB_TOKEN to ’read-only’ by default for all newly-created
repositories [Default read-only tokens 2023].



name: Issue Predicter
on:

issues:
types: [opened,edited]

jobs:
issuePredicterType:

name: Issue Predicter
runs-on: ubuntu-latest
...
steps:

...
- name: Remove conflicting chars

env:
1 �
ISSUE_BODY: ${{github.event.issue.body}}

3 # produces output with the name: replaced
uses: frabert/replace-string-action@v1.2
id: rem_quot
with:

pattern: "\""
string: ${{ 2 env.ISSUE_BODY}}
replace-with: '-'

- name: Check Information
id: check-info
run:

ls -la
echo "analysis_response= \

$(.. "${{ 4 steps.rem_quot.outputs.replaced}}"..)"

Listing 11: Snippet of the issue_type_predicter.yaml Workflow in the DynamoDS/Dy-
namo [DynamoDS 2023] repo demonstrating an Arbitrary code execution vulnerability requiring
Inter-Workflow-Action analysis – newly found by ARGUS.

5.3 Motivation and Threat Model

Listing 11 shows a real-world code injection vulnerability in the issue_type_predicter.yaml
Workflow of the DynamoDS/Dynamo [DynamoDS 2023] repository (1,300 stars) that was discovered

by ARGUS. The Workflow can be triggered by opening an issue, the body of which can be controlled

by an attacker. The untrusted input github.event.issue.body (�) is first saved into an environ-

ment variableISSUE_BODY ( 1 ). Next, it is passed as input to thefrabert/replace-string-action@v1.2
action ( 2 ), which replaces " with - and returns the output through a variable named replaced
( 3 ). Later, replaced is used in a shell command ( 4 ). While the string replacement prevents the

attacker from terminating the ", it does not prevent the attacker from performing a command

substitution attack. For example, an attacker can exploit the vulnerability by opening an issue and

using $(set +e; curl evil.com?token=$GITHUB_TOKEN;) as the issue body to exfiltrate the

GITHUB_TOKEN.

To find this vulnerability through static taint tracking, we need to track the flow of the tainted

values within the Workflow to correctly determine that replaced contains a tainted value. Doing so

requires analyzing the frabert/replace-string-action@v1.2 Action. Finally, we should track



Sensitive
Component

Pull request Other
Triggersb/w branches

of the same repo
from
fork

GITHUB_TOKEN default read-only default
Access to

Secrets
YES NO YES

Table 5.1: Permissions of GITHUB_TOKEN and access to secrets based on event triggers.

the flow of this output to the echo command (a sensitive sink). In summary, this analysis requires

tracking tainted data flow across all the components of a Workflow.

5.3.1 Threat Model

As suggested by OWASP [OWASP 2022] recommendations for building a secure CI/CD pipeline, we

assume that an attacker should not be able to: (i) execute arbitrary commands on the server where

the pipeline is executed, without visible code changes; (ii) gain unauthorized read/write access to

the repository (violating GitHub privilege model); and (iii) exfiltrate confidential secrets. Hence, if

an attacker can achieve any of these malicious goals, we assume a Workflow to be vulnerable.

Attacker Capabilities: We make the assumption that an attacker can trigger a Workflow and alter

any user data that is part of the event. For instance, for the issue_open event in Figure 5.1, the

attacker can control the content of github.event.issue.body (i.e., the body of the issue) but

not the issue number, which is auto-generated by GitHub. The complete list of event data that can

be manipulated by an attacker is displayed in Table 5.3 (in Appendix).

Impact: Arbitrary code execution in CI/CD platforms has a severe impact, including performing sup-

ply chain attacks [Torres-Arias et al. 2019] that silently inject vulnerabilities into a repository [Gooding

2021], bitcoin mining [Cimpanu 2021], and DDoS attacks.

The presence of sensitive information, such as secrets and GITHUB_TOKEN (Section 5.2.3), fur-

ther increases the severity of arbitrary code execution vulnerabilities. For example, an attacker

can exfiltrate GITHUB_TOKEN with a read/write scope and silently push malicious code into the

repository resulting in invisible attacks [Moriconi et al. 2023]. There can be cases where Workflows

have reduced permissions for GITHUB_TOKEN, e.g., using permissions keyword or if the trigger is

a pull _request from a fork. In such cases, code execution vulnerabilities have a limited impact

on the repository.

5.4 ARGUS Design

This section presents ARGUS’s design and the details of the staged static taint analysis algorithm.

Figure 5.2 depicts an overview of our approach. There are two main components in ARGUS: Taint
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Figure 5.2: Overview of ARGUS.

Summary Creator and Workflow Analysis.

The Taint Summary Creator is an offline or on-demand component that is executed for every

unique Action or a reusable Workflow. We store these summaries in a Taint Summary Database,

which will be used during the Workflow analysis.

Given a Workflow, we convert it into its Workflow Intermediate Representation (WIR) repre-

sentation. Then, we construct the Workflow Dependency Graph (WDG) from the created WIR and

perform taint analysis by traversing the WDG. At each step, we propagate taint according to its inputs

and output. If a step references an Action, we will use the Action’s taint summary and stitch the taint

flow. However, if there are no pre-stored taint summaries for an Action, ARGUS will generate it on

the fly. Lastly, if ARGUS identifies tainted data being utilized in a sink, it categorizes the vulnerability

based on its potential impact and subsequently generates a report for the user.

5.4.1 Taint Sources and Sinks

In this section, we define the taint sources and taint sinks that we are going to use throughout our

taint analysis.



Taint Sources

As explained in Section 5.2.2, Workflows are triggered through events, which might contain associ-

ated data. We consider taint sources as all the data associated with an event that can be completely

controlled by the user triggering the event. For instance, we consider the issue body to be a taint

source for an issue event (triggered when a user opens a issue in a GitHub repository). We do not

consider the issue number as a taint source as it is auto-generated by GitHub, and, for this reason,

not-controllable by a user.

We analyzed the GitHub documentation [Github 2023] and identified all user-controllable data

fields of each triggering event.

We consider all these data fields as taint sources. Table 5.3 provides the complete list along with

the number of Workflows using each taint source.

GitHub also enables JavaScript Actions to use event data through acccesing a Context object.

We also handle this feature by mapping members of this object to the corresponding event data

fields (Table 5.2).

Taint Sinks

As mentioned in Section 5.3, in CI/CD pipelines, we do not want an attacker to be able to execute

arbitrary commands as part of a Workflow. This is important in GitHub CI, where the runner executes

Workflows with sudo privileges. Consequently, an attacker with the ability to execute arbitrary com-

mands as part of a Workflow has complete control of the machine and the Workflow environment.

Furthermore, by default, the GITHUB_TOKEN available in a Workflow execution environment has

the privilege to modify its parent repository (i.e., change the source code, add/delete artifacts, tags,

branches, etc.), thereby enabling supply chain attacks.

For these reasons, our taint sinks involve all entities enabling command execution. In the case

of workflows, we consider every run: statement as a sink, as they are used to construct a bash script

(as depicted in Figure 5.1). As for JavaScript, all functions capable of running arbitrary commands

are classified as sinks.

5.4.2 Taint Summary Creator

As mentioned before, this component generates taint summaries for Actions or, more in general,

any component that a step can reference, such as a composite Action or a reusable Workflow (as

shown in Figure 5.1). Based on the type of Action, we follow different methods, which we call Plugins

(see Figure 5.2). The generated summaries are saved in a database and will be used by the Workflow

analysis component.



Composite Action

This type of Actions contains a sequence of steps. In this case, we generate a summary by combining

the summaries of each step. For instance, consider a step that contains a sequence of shell commands

under the run key. We analyze each of these commands to see if any of these commands use a

tainted value or produce any output. ARGUS uses regexes to parse the commands to look for output

variables and stores the output as tainted if any input is tainted. We focus on the two common ways

a run step can set outputs. (1) echo "::set-output name=value::" (deprecated, but still in

use); (2) echo "name=value" >> $GITHUB_OUTPUT. We only consider cases where the value is a

template string (${{}}), e.g., "OUT=${{TVAR}}". If the variable used as part of the value is tainted

(i.e., TVAR), then we consider the output variable (i.e., OUT) tainted. Similar steps are performed for

environment variables. If a step references a JavaScript Action, then we will get its taint summary

(or create one if it does not exist in the database) and stitch the taint flow. Finally, we will save the

taint summary in the database.

JavaScript Actions

This type of Actions (which is the most common) uses JavaScript code to perform its functionality.

To handle it, we developed a dedicated static flow analysis using CodeQL [Avgustinov et al. 2016],

a framework that converts code into a relational database and enables easy implementation of

static analysis techniques as relational queries. Also, CodeQL supports all Node JS versions that are

supported by GitHub CI.

We first defined the taint sources (Table 5.2) and dangerous sinks in JavaScript. As a taint source,

we defined all the JavaScript-specific APIs that can be used to read from taint sources, e.g., the

getInput function from the "@actions/core" library, as shown in Figure 5.1.

Module name Properties/Functions
@actions/github All sources present in Table 5.3 are sources in JavaScript as well and

can be accessed using the context parameter (e.g., issue.title can be
accessed using context.payload.issue.title)

@actions/core getInput()
getMultilineInput()

Global objects process.env

Table 5.2: Taint sources specific to JavaScript action. (t in Table 5.3 are also applicable to actions))

Then, we defined specific JavaScript APIs that are used to generate (1) output for other steps

to consume, and (2) new code and/or commands as taint sinks. For example, in Figure 5.1 the

"org2/javascript-action/index.js" file uses the setOutput function to set new output,

and, in the "org4/js-action/index.js" file, a tainted source reaches the infamous eval func-



1 CommitMessage: core.getInput('commit_message'),
2

3 const commitMessage = getCommitMessage(
4 inps.CommitMessage,
5 ...
6 );
7 await commit(inps.AllowEmptyCommit, commitMessage);
8

9 export async function commit(allowEmptyCommit: boolean, msg: string): Promise<void> {
10 ...
11 await exec.exec('git', ['commit', '-m', `${msg}`]);
12 ...
13 }

Listing 12: The peaceiris/actions-gh-pages[peaceiris 2023] action uses an input argument (‘com-
mit_message‘) in the exec function, but this is not vulnerable as it’s provided as a list of options

tion.

Our CodeQL queries will search if there is a dataflow path from any of the taint sources to a

dangerous sink. We run the CodeQL query before analyzing the workflow to create a map of all taint

sources into all taint sinks seen in the JavaScript Action and store the results in the database. The

final summaries of the JavaScript actions will include a list of new taint sources created by using

setOutput-like functions and a list of taint sinks reached by the given taint sources.

Handling Sanitization: We take care of implicit sanitizations that occur because of using tainted

values in composite data structures such as a list (Listing 12) using pattern matching. We ignore

explicit sanitizations, such as if-conditions, because (i) the majority of actions are small with simple

data flows and do not perform any sanitization; (ii) Identifying valid sanitization routines is hard

and, if performed incorrectly, could result in false negatives. The high precision of our taint analysis,

as shown in Section 5.5.2, demonstrates that ignoring explicit sanitization is a reasonable design

choice.

5.4.3 Workflow Analysis

Given a Workflow, we first convert it to WIR and generate its WDG. Next, we analyze the WDG and

track taint flows.

Workflow Intermediate Representation (WIR): The main design principle of WIR is to have a generic

representation to specify job dependencies and data used and produced by each step along with

its execution environment. Figure 5.3 shows an example of a Workflow and its WIR representation.

We use taskgroups to represent jobs. Each taskgroup has a numerical identifier execution_id
which is used to encode dependency. As shown on the left of Figure 5.3, the job deploy depends

on the build job as indicated by its name specified under needs key. In WIR, this gets translated

as dependency under the “deploy” taskgroup where the execution_id of the build taskgroup is

used.



name: MyWorkflow 
on: ['push']
jobs:
  build:
    runs-on: ubuntu-latest
 
    steps: 
    - name: Checkout the repository
      uses: actions/checkout@v2
      with:
         token: ${{ secrets.GITHUB_TOKEN}}
    
    - name: Build Project
      id: build-proj
      run: sudo ./build.sh
      
  deploy:   
    needs: build
    runs-on: ubuntu-latest
    steps:
    - name: Test Project
      env:
         DEPLOY_KEY: ${{secrets.AWS_KEY}}
      run: sudo ./deploy.sh

WModule {
 uid: "0bde4d",
 name: "MyWorkflow"
 triggers {
   event {type: "push", condition: ""}
 }
 taskgroups {
    "build" {
       execution_id: 0
       environment {}
       dependency {}
       tasks {
           "build_step1" {
               exec {type: "gh_action", name: "action/checkout@v2"}
               execution_id: 0
               args {name: "token", value: "${{ secrets.GITHUB_TOKEN }}"}
               environment {}               
               CIvars {name: "GITHUB_TOKEN", type: "secrets", ref:arg1 }
           }
           "build-proj" {
               exec {type: "shell_cmd", command: "sudo ./build.sh"}
               execution_id: 1
               args {}
               environment {}
               CIvars {}
           } 
    }
    "deploy" {  
       execution_id: 1
       environment {}
       dependency {ref : 0}
       tasks {
          "test_step1" {
               exec {type: "shell_cmd", name: "sudo ./deploy.sh"}
               execution_id: 0
               args {}
               environment {name: "DEPLOY_KEY", value: "${{secrets.AWS_KEY}}"} 
               CIvars {name: "AWS_KEY", type: "secrets", ref:env1}  
          }
       }
    }
}

Identity Execution Mechanism

Task Dependencies

CI  VariablesExecution Environment

Execution Ordering

WIR Task Attributes

GitHub Workflow WIR Representation

Figure 5.3: Overview of WIR.

Each step is called task. Each task has the following categories of attributes: (i) Identity: it in-

cludes the name and other grouping attributes that identify a task. (ii) Execution mechanism (exec):

it includes all the information on “how” the task will be executed (e.g., through shell command or

GitHub Actions). (iii) Execution environment (environment): it contains the set of environment

variables accessed by the task. (iv) CI Variables (CIvars): it contains the set of all GitHub variables

accessed by the task. (v) Inputs and Outputs (inputs and outputs): they represent, respectively,

the inputs provided and the variables containing the output values of a task. (vi) Execution Ordering

(execution_id): it represents the relative order in which the task is executed within the task group.

Workflow Dependency Graph: The Workflow Dependency Graph (WDG) is a directed acyclic 7 super

graph that captures the order in which the various components of a Workflow will be executed. As

mentioned in Section 5.2.1, Workflows can have one or more jobs, that can be executed in parallel

or in an order specified by their dependencies. Each job consists of one or more steps that are

executed in sequence. The WDG captures the order in which jobs are executed. Each job, in turn, is

represented by a StepSequence, a linear sequence representing the control flow order between

steps.

7Cyclic dependencies between jobs are not allowed by GitHub



Formally, a Workflow Dependency Graph (WDG) of a Workflow w is represented as W D G (G ) =

{J , E }, where:

1. J = { j1, ..., jn} is a set of nodes representing jobs in the Workflow.

2. E = {( jx , jy ) | jx ∈ J ∧ jy ∈ J } is a set of edges, where each tuple ( jx , jy ) indicates a directed

edge from job jx to jy .

Each edge ( jx , jy ) ∈ E indicates that the job jy is dependent on jx , and thus, jx will be executed

before jy . Every job j ∈ J includes a StepSequence, dictating the execution order of its individual

steps.

Workflow Taint Tracking

We follow a staged approach to perform taint tracking. Listing 1 shows the pseudocode of our taint

tracking algorithm. Given a Workflow W , we compute its WDG. Next, we get a topological order

(TopoSort) of the jobs in WDG representing the execution order of the jobs. When we have multiple

topological orders, we randomly select one, because job dependencies with directed edges, and the

results will be the same for all valid topological orders. We initialize our taint sources to the initial

set of variables shown in Table 5.3.

For each job j , we call GetJobTaintSummary, which computes the taint summary for j given

the current set of tainted variables Tj . The function GetJobTaintSummary returns a summary of

additional tainted variables created after analyzing j with Tj . We add Tj to T and continue on to

the next jobs.

The function GetJobTaintSummary uses the StepSequence to get the steps of the given job j

in sequential order. Then, it analyzes each step s by calling GetStepTaintSummary on s with the

current taint state. The GetStepTaintSummary also returns a taint summary of additional tainted

variables because of s . The summary will be added to the current taint state and the analysis will

continue to the next steps.

The GetStepTaintSummary function checks if a step s is a list of run commands, in which case

the commands will be processed as mentioned in Section 5.4.2. If the step references an Action,

then the ApplyTaintSummary function will be invoked. This function fetches the taint summary

from the database (D B ). The summary will be instantiated with the current taint state T to get the

new taint state in terms of additional tainted variables. We use scopes to group tainted variables

according to the job that produced them. This allows our taint analysis to be precise by ensuring

that tainted variables within a job are only visible to its steps, which is the expected behavior.

In the end, we check all taint sinks and see if any of the variables used is part of T . If this condition

is true, we emit a warning describing the use of tainted variables at a risky sink.



Name Workflows Count
github.event.issue.title 3,579
github.event.issue.body 3056
github.event.discussion.title 395
github.event.discussion.body 312
github.event.comment.body 3,371
github.event.review.body 105
github.event.pages.*.page_name 0
github.event.commits.*.message 4
github.event.commits.*.author.email 1
github.event.commits.*.author.name 2
github.event.head_commit.message 7,374
github.event.head_commit.author.email 140
github.event.head_commit.author.name 321
github.event.head_commit.committer.email 44
github.event.workflow_run.head_branch 2114
github.event.workflow_run.head_commit.message 338
github.event.workflow_run.head_commit.author.email 13
github.event.workflow_run.head_commit.author.name 117
t github.event.pull_request.title 6,469
t github.event.pull_request.body 7,154
github.event.pull_request.head.label 624
github.event.pull_request.head.repo.default_branch 0
github.head_ref 32,568
github.event.pull_request.head.ref 16,102
github.event.workflow_run.pull_requests.*.head.ref 0

Table 5.3: Workflow taint sources and the number of workflows that use the taint sources. (t shows
sources with increased severity due to Inter-repository pull request capability)

5.4.4 Impact Classifier

The final step of our system is the Impact Classifier. The goal of this step is to assign severity to each

Workflow vulnerability based on three aspects: impact on the repository, ease of exploitation, and

control of exploit payload. The Figure 5.4 shows the decision procedure to classify vulnerabilities.

GITHUB_TOKEN: We use the permissions defined at the Workflow level (e.g., using permissions

keyword) to determine whether the token has write permissions or is read-only.

Low: We classify all vulnerabilities that have no impact on the repository as Low severity. There

are two cases: (L1) Workflow is configured with a read-only GITHUB_TOKEN and has no secrets.

(L2) The trigger is a pull_request, and the tainted data is head_ref (i.e., branch name) — this

requires a pull request from a fork with an attacker-controlled branch name, e.g., Listing 13. As

explained in Section 5.2.3, Workflows triggered from foreign branches do not have access to read-

only GITHUB_TOKEN and no access to secrets.

High: We classify vulnerabilities impacting the repository (write access GITHUB_TOKEN or has se-

crets) as High if the exploitation is easy and does not require maintainer approval. We consider all

Workflows with non pull request targets easy to trigger and classify vulnerabilities as High severity

(marked as H1 and H2). Even for pull_request trigger, vulnerabilities caused by the title or de-



Algorithm 1: Algorithm for Workflow Taint Tracking
G ←W D G (W )
D B ← Taint Summary Database
function MAIN

J ← To p oSo r t (G )
T ← g l o b a l k no w n t a i n t s o u r c e s

forall ji ∈ J do
Ti = GetJobTaintSummary( ji , T )
T = T ∪Ti ▷ updated known taint sources

function GETJOBTAINTSUMMARY( j , Tj )
S ← St e pS e q ue n c e ( j )
T ← Tj

forall si ∈ S do
Ti = GetStepTaintSummary(si , T )
T = T ∪Ti ▷ update known taint sources

return T
function GETSTEPTAINTSUMMARY(s , Ts )

T ← Ts

if s is run then
▷ Process bash commands

T = ProcessBashCommands(s , T )

else
▷ Apply taint summary

T = ApplyTaintSummary(D B , s , T )

return T

scription can be easily exploited by raising an intra-repository pull-request, and, for this reason, we

consider them as High severity (marked as H3), e.g., Listing 16.

As mentioned in Section 5.2.3, Workflows triggered this way have privileged access to the reposi-

tory and do not require maintainer approval.

Medium: Finally, as indicated by M1, we consider Medium severity vulnerabilities those that can im-

pact the repository, but triggering the corresponding Workflow requires maintainer approval. For in-

stance, pull_request or push Workflows with taint sources, such as commits.*.author.email
(commit author’s email) or commit.message (commit message), can only be exploited if the main-

tainer first approves pull requests without verifying these parameters. After the pull request has

been merged, the attacker can raise another intra-repository pull_request from the branch

containing the merged commit — thereby controlling the taint sources and having access to write-

access GITHUB_TOKEN and secrets.

5.5 Evaluation

We evaluate ARGUS by answering the following questions.

Q1 (Taint Analysis on Actions): How accurately can our Plugins perform taint analysis on Actions?

What is precision and recall?
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Figure 5.4: Decision process of Impact Classifier.

Workflows Repos
Actions

Type Num Analyzable

2,778,483 1,014,819

JavaScript 22,433 22,433 (100%)
Composite 9,292 9,292 (100%)

Docker 13,445 0 (0%)
Total 48,369 31,725 (70.2%)

Table 5.4: Dataset 1: Public Repositories

Q2 (Taint Analysis on Workflows): How accurately can ARGUS perform taint analysis on Workflows?

What is the precision, recall, and performance of our analysis?

Q3 (Vulnerability Identification): How effective is ARGUS at finding vulnerabilities? What is their

security impact?

Q4 (Comparative Evaluation): How effective is ARGUS compared to existing state-of-the-art vul-

nerability detection techniques?

8This count does not include 79 actions due to them being taken down by the time of analysis and one action due to
cloc failing to run on the repository



on: pull_request
jobs:

build:
runs-on: macos-latest
steps:

...
- name: Update version

uses: reedyuk/write-properties@v1.0.1
with:

path: 'gradle.properties'
property: 'version'
github.head_ref <- �
value: "${{ steps.read_version.outputs.value }}-${{ github.head_ref }}-${{ env.short_sha

}}",→

Listing 13: GitLiveApp/kotlin-diff-utils[GitLiveApp 2023] contains a workflow vulnerable to Low
severity Code Injection as it passes Tainted Data (github.head_ref (�)) as the argument forvalue
parameter to the Action (Listing 19) that directly uses it in exec (unsafe sink).

Component
SLoc Stats (KLoc)

Min Avg Median St. Dev Max
Workflows 0.006 0.1041 0.058 0.1539 5.2
Actions 8 0.001 67.60 6.935 272.88 8,146.2

Table 5.5: Source Line of Code (SLoc) stats for Dataset 1.

5.5.1 Datasets and Experimental Setup

Dataset 1 (Public Repositories): GitHub’s rate-limiting policy for its direct search functionality

prevented us from simply scraping all of GitHub to get workflows from all public repositories. We

overcame this limitation by (1) querying all public repository names from the GHArchive [GHarchive

2022] database on November 2022, and then (2) using those repository names and fetching the latest

version from GitHub during November-December, 2022. We extracted Workflows from each reposi-

tory by traversing the .github/workflows directory and collecting all Workflow files (i.e., .yml).

Each repository can have multiple Workflows. Shown in Table 5.4, we collected 2.7M Workflows

in 1M unique repositories. We also extracted all Actions referenced by each Workflow. An action

can have multiple versions (e.g., actions/checkout@v2 and actions/checkout@v3), and Work-

flows can refer to different versions of the same Action. We analyzed every version of an Action

that is referenced by a Workflow in our dataset. Table 5.4 shows the total number of action/version

combinations corresponding to their types. Finally, Table 5.4 shows the total number of analyzable

actions by ARGUS. Even without handling Docker actions, ARGUS could analyze 70% of the actions.

Statistical details of the sizes of Workflows and Actions are shown in Table 5.5.

Dataset 2 (VWBENCH): We collected previously reported vulnerable workflows [How We Discovered

Vulnerabilities in CI/CD Pipelines of Popular Open-Source Projects 2022; Lobacevski 2020] to create

a ground truth vulnerable dataset of 24 workflows, which we call VWBENCH. These Workflows have



Type Source Sink
Number of Actions

JS Comp. Total
Input Input Code Exec 3,218 5,465 8,683
Flow Arguments Arb. File R/W 2,099 N/A 2,099

Direct Tainted Code Exec 27 109 136
Flow Values Arb. File R/W 0 N/A 0

Total 9 5,219 5,574 10,918

Table 5.6: Results of Taint Analysis on Actions.

Type
Javascript Composite

TP FP Precision TP FP Precision
Input Flow 138 10 93.2 % 46 1 97.9 %
Direct Flow 27 0 100 % 109 4 96.4 %
Cumulative 175 10 94.2 % 155 5 96.8 %

Table 5.7: Precision of Taint Analysis by ARGUS on Actions.

unsafe sinks to which tainted data can flow, resulting in command injection vulnerabilities.

Experimental Setup: We performed all our experiments on an Intel(R) Xeon(R) Gold 5120 CPU

with 128GB RAM. We set a time limit of 5 minutes for analyzing each Workflow and a time limit

of 30 minutes for analyzing each Action. Most of the Actions (80%) finished within in 3 minutes. As

mentioned previously, the Action summaries are computed offline once for every version of the

Action. These summaries are referenced while analyzing Workflows that uses them.

5.5.2 Q1: Taint Analysis on Actions

ARGUS supports JavaScript and Composite actions, which are of 70% of all Actions in our dataset

of public repositories (Table 5.4). For these Actions, Table 5.6 shows our taint analysis results cat-

egorized by the types of sources and sinks. As this evaluation considers Actions in isolation, the

table differentiates input flows (where an argument to the action flows to an unsafe sink) and direct

flows (where the Action consumes an attacker controllable taint source that flows to an unsafe sink).

Table 5.8 shows the Top-5 taint sources and sinks used in Actions. Notably, the issue title is one of

the top taint sources, and exec is the most popular sink, indicating the prevalence of arbitrary code

execution vulnerabilities. We manually verified all the taint summaries for direct flows and all input

flows which were passed tainted values, as shown in Table 5.7. We further grouped root causes by

unique Actions and ignoring versions. For example, embano1/wip@v1 and embano1/wip@main
are counted as a single unique action. We found that 80 Actions (146 including versions), contained

direct flow vulernabilities.

Precision: As depicted in Table 5.7, we achieve a precision of 94.2% for Javascript actions. Our false

positives arose in cases where, even though the taint flow was accurate, there were checks in place

9We only count total number of unique workflow here, as some workflows may have both multiple sinks or sources



Taint Sources Taint Sinks
(% of Total) (% of Total)

github.head_ref (59.64%) exec (49.73%)
github.event.pull_request.head.ref (15.10%) spawn (13.28%)
github.event.head_commit.message (9.90%) downloadTool (12.99%)

github.event.pull_request.title (4.95%) execSync (9.66%)
github.event.issue.title (3.91%) spawnSync (4.46%)

Table 5.8: Top-5 Taint sources and sinks used in GitHub Actions

const vercel_bot_name = core.getInput('vercel_bot_name');
if (comment.user.login !== vercel_bot_name) { µ

await cancelAction(); // exit
}
...
const regex_matches = comment.body.match(preview_url_regexp); �
...
const vercel_preview_url = regex_matches[1];
if (vercel_preview_url) {

....
core.setOutput('vercel_preview_url', vercel_preview_url); ï

Listing 14: Simplified snippet from binary-com/vercel-preview-url-action[binary-com 2023]Action
that contains a sanitization check (µ) before the tainted value (�)–flows into a output funciton
(indicated by ï) which is not detected by ARGUS

that prevented an attacker from triggering the taint path (e.g., Listing 14).

In contrast, composite Actions had a precision of 96.8%. The false positives primarily resulted

from insufficient handling of specific embedded sanitization constructs, e.g., toJson.

Recall: There is no ground truth for taint flows in Actions. Therefore we used random sampling to

compute an approximate metric for recall (true negatives). Specifically, we randomly picked 100

actions that were considered safe by our analysis and manually verified how many of these are

indeed safe, i.e., whether any flow identified is missed by ARGUS.

Input Flow Examples: Listing 15 (Reedyuk/write-properties [Reedyuk 2022]) and Listing 19 (em-

bano1/wip [embano1 2023] show an example of a Composite and JavaScript Action with input flows

newly discovered by ARGUS. The figures annotate input values (�) and the unsafe sinks (�) to where

they flow. It is important to note that these Actions are only vulnerable when used by a Workflow

that allows adversarially-controlled values to pass to the input variables. Listings 16 and 13 show

real-world Workflows that use these Actions in a vulnerable way. These examples show the necessity

of static taint analysis across Workflows. Without the context of Listing 15, it is not possible to know

that Listing 16 uses the default value for inputs.title. Similarly, Listing 13 is needed to know

that Listing 19 is passed github.head_ref. We also consider flows from both input arguments

and tainted context into output functions such as core.setOutput, that allow it to be used in the

future, by the workflow as input flow itself.



name: "Check WIP"
description: "Checks for WIP patterns in Titles"
...
inputs:

title: �
description: "Text to perform pattern match against"
required: true
default: "${{ github.event.pull_request.title }}" �

regex:
...

runs:
using: "composite"
steps:

- shell: bash
run: |

set -ex
...
�
if [[ '${{ inputs.title }}' =~ ${{ inputs.regex }} ]]; then

...

Listing 15: Simplified snippet of embano1/wip[embano1 2023] composite Action that uses input
argument title (�) in a run command (unsafe sink) indicated by �. Also, note that by default, the
Action uses a tainted value (�) for title.

Direct Flow Examples: Listing 17 (94dreamer/create-report [94dreamer 2023]) shows an Action

where the known taint sourcecontext.payload.issue.title is directly used inexec. Any Work-

flow that uses this Action is vulnerable, regardless of whether or not it uses a known taint source itself.

The vulnerable example Action in Listing 17 is used by 64 Workflows, including Tencent/tdesign-

vue [Tencent 2023a] (Listing 18). We found many other examples, including Actions from veri-

fied organizations, e.g., tj-actions/branch-names[tj-actions 2023], that directly use tainted data

(e.g., github.head_ref) into an exec sink, making any Workflow using it vulnerable.

5.5.3 Q2: Taint Analysis on Workflows

ARGUS’s taint analysis of a Workflow combines the taint summaries of the Actions used by the

Workflow. Table 5.9 shows our Workflow taint analysis results categorized by the flow type and

severity. The table differentiates two types of flows. Intra-Workflow (Intra-WF) flows occur when the

taint is passed within the Workflow itself. In contrast, Inter-Workflow-Action (Inter-WF-Ac) flows

occur when the taint sink is passed through or originates from an Action. Section 5.5.2 showed

several real-world Inter-WF-Ac examples discovered by ARGUS. An example Intra-WF flow is shown

in Listing 20. Even in this simple case, taint analysis is needed to identify the flow of information from

the untrustedgithub.event.issue.title variable to the developer-definedenv.ISSUE_TITLE
variable.

ARGUS performed exceptionally well on our VWBench dataset (bottom of Table 5.9). It success-

fully and precisely found all the taint flows. This high performance is expected as these workflows



name: Check "WIP" in PR Title

on:
pull_request:

types: [opened, synchronize, reopened, edited]

jobs:
wip:

runs-on: ubuntu-20.04
steps:

- name: Check WIP in PR Title
uses: embano1/wip@v1 a

Listing 16: Snippet of a workflow in vmware/govmomi [vmware 2023] repo that has an High severity
Arbitrary Code Execution vulnerability because of an Inter-WF-Ac flow. The workflow uses (indicated
by a) embano1/wip@v1 Action (Listing 15) with no arguments. However, the Action uses a user-
controllable (tainted) default value for an argument resulting in Arbitrary code execution.

Severity
Intra-WF Inter-WF-Ac Total10

W R W R W R

Public Repositories

High 3,189 2,383 863 820 3,643 2,799
Medium 6,602 1,710 1,015 488 7,443 2,031

Low 13,402 9,155 3,256 2,406 16,379 11,173

VWBench

High 23 23 N/A N/A 23 23
Medium 1 1 N/A N/A 1 1

Low 0 0 N/A N/A 0 0

Total 23,193 13,248 5,134 3,714 27,489 16,027

Table 5.9: Severity Assignment of Vulnerabilities using the Method in Section 5.4.4 and the Low
vulnerabilities have no impact on the repository. (W - Workflows, R - Repos)

contain Intra-Workflow taint flows, and our WIR helps precisely capture flows within a Workflow.

Severity: As mentioned in Section 5.4.4, we classify all the vulnerabilities into three classes, i.e., High,

Medium, and Low. The Table 5.9 show the distribution of vulnerabilities according to their severity.

For workflows with multiple reports, we selected the highest severity report to represent the

severity of the workflow. As Workflows (and repositories) can contain multiple vulnerabilities, num-

bers in Total columns (unique Workflows and repositories) will be less than the sum of corresponding

columns. Most (60%) of the vulnerabilities are Low and have no impact on the repository. There are

still a significant number (∼3K) of High severity vulnerabilities, which unauthorized attackers can

exploit to gain privileged access to the underlying repository. This demonstrates the prevalence of

the problem and the need for a system like ARGUS. Furthermore, it is not easy to fix these vulnera-

10We only count total number of unique workflow here, as some workflows may have both Intra-WF and Inter-WF-Ac
flows



function renderMark() {
return > **${context.payload.action === 'reopened' ?

context.payload.sender.login + 'issue' : 'issue'}**
> **:** ${context.payload.issue.title} �

..
}
const markdownString = renderMark(); ï
exec(

`curl ${wxhook} \
-H 'Content-Type: application/json' \
-d '
{

...
"markdown": {`

�
`"content": "${markdownString.replaceAll('"', "'")}"

}
}'`...

);

Listing 17: Simplified snippet from 94dreamer/create-report[94dreamer 2023] Action that unsafely
has tainted value (�)–flowing (ï)–into an exec function (indicated by �).

bilities. Although, in general, fixing the taint vulnerabilities is relatively easy and requires adding

proper sanitization. But depending on the type of vulnerability, the fix should be done on the action

or the Workflow. For actions that directly use tainted values, we need to fix the corresponding action

by adding proper sanitization (e.g., Listing 17). But for other actions, the fix might have to happen

on the Workflow. For instance, the purpose of actions/github-script[github 2023] is to execute the

command provided as input. So, it is the responsibility of the Workflow not to pass tainted value to

the actions/github-script. In these cases, the fix needs to be added on the Workflow side.

Precision: Due to the large number of vulnerabilities identified in the Public Repositories dataset, we

focused on sampling based on their severity. Specifically, we manually verified all 3,643 High severity

vulnerabilities and randomly sampled 1,000 each from Medium and Low severity vulnerabilities

resulting in a total of 5,643. The Table 5.10 shows the results of our manual verification and precision

across each severity. We found that 4,111 (92.65%) Intra-WF reports and 1,671 (94.89%) Intra-WF-Ac

reports were true, resulting in an overall precision of 93.29%. An example of a false positive is shown

in Listing 21. The two main reasons for false positives were: (1) not handling certain embedded

sanitization constructs such as contains (similar to Actions); and (2) failure to identify whether

members of tainted objects (e.g., context.payload.issue) are indeed used in certain complex

sinks.

Recall: To measure false negatives, we randomly samplied 100 workflows that were considered safe

for manually verification. Similar to the Actions, we found all the results to the true. Again, this high

performance is due to the fact that Workflows are usually small and have simple dataflows that can

be precisely captured by our WIR.



name: Issue Synchronize

on:
issues:

types: [opened, reopened]

jobs:
...
steps:

- uses: 94dreamer/create-report@main a
with:

wxhook: ${{ secrets.WX_HOOK_URL }}
token: ${{ secrets.GITHUB_TOKEN }}
type: 'issue'

Listing 18: Tencent/tdesign-vue[Tencent 2023a] contains a workflow vulnerable to High severity
Code Injection as it uses (indicated by a) the Vulnerable Action (Listing 17).

const property = core.getInput('property'); �
console.log(`property:${property}`);

const value = core.getInput('value'); �
console.log(`value:${value}`);

� exec(`grep -r "^[#]*\s*${property}=.*" "${path}"`,
(grepError) => {
if(grepError != null) {
...

} else {
� exec(`sed -ir \

"s/^[#]*\s*${property}=.*/${property}=${value}/" \
"${path}"`,

(error, stderr) => {
...

});

Listing 19: Simplified Snippet of Reedyuk/write-properties[Reedyuk 2022] JavaScript action that
uses both its inputs arguments (�) as arguments to exec function (indicated by �).

5.5.4 Q3: Vulnerability Identification

In this section, we present previously unknown code injection and arbitrary code execution vulnera-

bilities detected by ARGUS, as summarized by Table 5.10. The input flow and direct flow columns were

explained in Section 5.5.2 along with corresponding examples. Many of the affected Workflows have

the same root cause. For example, Tencent/tdesign-vue-next [Tencent 2023b] and Tencent/tdesign-

vue [Tencent 2023a] both pass tainted data to the same Action and version (94dreamer/create-

report [94dreamer 2023]). The Unique Root Causes column in Table 5.10 shows the total number of

unique root cause groups. The column Unique Actions shows grouping according to the unique

Actions. These numbers are still large, demonstrating the importance of analyzing Inter-Workflow-

Action flows.

The Intra-WF and Inter-WF-ac rows were explained in Section 5.5.3 along with corresponding



name: close
on:

issues:
types: [closed]

...
jobs:

...
env:

ISSUE_TITLE: ${{ github.event.issue.title }} �
steps:
- run: |

�
curl -d $'message=${{ env.ISSUE_TITLE }} ?\encircle{$t_{2}$}?' -H 'X-TYPETALK-TOKEN: ${{

secrets.TYPETALK_TOKEN }}' https://typetalk.com/api/v1/topics/${{ secrets.TYPETALK_TOPIC_ID }},→

Listing 20: Snippet of a workflow in yagipy/habit-manager[yagipy 2023] repo demonstrat-
ing Intra-WF flow by directly using Tainted Data (i.e., github.event.issue.title �)
through ISSUE_TITLE (environment variable) in a unsafe sink (shell run) resulting in High
severity code injection.

name: Docs
...
jobs:

prepare_env:
steps:

...
- id: skip-docs-comment

name: Process comments on Pull Request to skip Docs
if: ${{ github.event.issue.pull_request }}
run: echo "::set-output name=value::$(echo ${{

contains(github.event.comment.body, '/skip-docs') }})",→

Listing 21: A false positive found by ARGUS in solo-io/gloo[solo-io 2023], where
github.event.comment.body is inside a CI function which only returns a boolean

examples. We verified all findings manually and validated them by creating sample exploits on

isolated copies of the repositories.

Popularity of Affected Repositories: Although most of the vulnerable Workflows are in less popular

repositories, many are popular as shown in Figure 5.5. For instance, the opencv/opencv 11 repository

with more than 66,000 stars contains a vulnerable Workflow. Exploiting such vulnerabilities in

popular repositories enables attackers to launch high-impact supply chain attacks and hence an

attractive target.

Exploitability. To exploit a vulnerable Workflow, an attacker must trigger specific events and and

provide exploit payload as inputs through appropriate taint sources. Consequently, the exploitation

mechanism varies with different triggers and types of exploit payloads, which depend on tainted

data flows and sinks. We identified eight types of triggers (and corresponding taint sources) and

11https://github.com/opencv/opencv

https://github.com/opencv/opencv
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Figure 5.5: Popularity of Repositories with Arbitrary Code Execution Vulnerabilities.

Flow Type
Num. Workflows

Num. Repos
Direct Flow Actions Input Flow Actions

High
(Total: 3,643)

Medium
(Sampled: 1,000)

Low
(Sampled: 1,000)

Total
(Expected: 5,643)

Unique
Root Cause

Unique
Actions

Unique
Root Cause

Unique
Actions

Public Repositories
Intra-WF 2,875 467 769 4,111 3,226 N/A

Inter-WF-Ac 787 597 287 1,671 1,257 55 33 34 13
Total 12 3,322 (91.18%) 985 (98.5 %) 991 (99.1%) 5,298 (93.88%) 4,000 55 33 34 13

Table 5.10: Summary of New (zero day) Code Injection Vulnerabilities Detected by ARGUS. The
numbers in the braces show the precision of the corresponding severity.

three types of taint data flows: Intra-WF, Inter-WF-Ac, or Intra-Ac (Source and Sink both in Action).

For each category, we selected a representative real-world vulnerable Workflow or created a

synthetic Workflow (when a real-world case does not exist) and provided proof-of-concept exploits

for them 13. Although our exploits are aimed at stealing GITHUB_TOKEN, they can be easily modified

to execute any arbitrary code.

Responsible Disclosure

Due a large number of affected workflows, we decided to reach out to the GitHub Security Lab14 for

assistance in reporting these vulnerabilities. GitHub Security Lab suggested that the best way to

report our vulnerabilities is through GitHub’s private vulnerability reporting15.

However, we found that only a few of repositories had this feature enabled. Hence, we created

issues requesting developers to activate the private vulnerability reporting feature in their respective

repositories. If the feature was already activated, or once the developers activated it in response to

our request, we manually filed a vulnerability report and collaborated closely with the developers to

rectify the identified vulnerability. In instances where the repository owners had defined a security

policy, we adhered to the specific protocol outlined therein. Our disclosure process is ongoing. We

13Available as open-source at: https://secureci.org/poc
14https://securitylab.github.com/
15https://docs.github.com/en/code-security/security-advisories/guidance-on-reporting-and-writing/

privately-reporting-a-security-vulnerability

https://secureci.org/poc
https://securitylab.github.com/
https://docs.github.com/en/code-security/security-advisories/guidance-on-reporting-and-writing/privately-reporting-a-security-vulnerability
https://docs.github.com/en/code-security/security-advisories/guidance-on-reporting-and-writing/privately-reporting-a-security-vulnerability


have created issues to request private vulnerability reporting for all repositories with vulnerabilities

we classified as High severity. Table 5.11 shows the disclosure status at the time of writing.

Table 5.11: Disclosure status at the time of writing. IC (Issues Created) denotes repositories where
we have created issues.

Type IC Reported Confirmed Fixed Advisory

Workflow 1730 185 95 93 5
Actions 117 28 15 9 4

5.5.5 Q4: Comparative Evaluation

ARGUS is not the first security analysis tool for GitHub Workflows. However, prior tools do not have

the ability to perform static taint analysis. This section compares ARGUS to state-of-the-art tools to

demonstrate the need for taint analysis.

• GHAST [Benedetti et al. 2022] is an enhanced variant of GWCHECKER [Koishybayev et al. 2022]

that uses better pattern-matching to identify seven types of security issues potentially affecting

Workflows ranging from incorrect usage of GitHub secrets to the improper usage of Workflows

permissions.

• GITSEC [GitHub Security Code Injection Finder 2023] is a CodeQL query developed by the

GitHub Security team to detect command injection and arbitrary code execution vulnerabilities

in Workflows.

We configured these tools to detect code injection vulnerabilities and, in a few cases, enhanced

them for a more fair comparison. For instance, we modified GITSEC by adding all our taint sources

and sinks. And for GHAST we filtered out reports that are related to code injection and ignored others.

We then ran both tools on our full dataset of public repositories.

Precision (P): From the set of workflows that we manually verified, we compared the results with

the reports from GHAST and GITSEC and found that they have the precision of 67.4% and 96.87%,

respectively. In contrast, ARGUS has a precision of 93.89% (Section 5.5.3). We found that out of 5,298

vulnerable Workflows, GHAST and GITSEC identified 1075 and 1,731, respectively. It is important to

highlight that these tools do not perform a severity impact assessment. However, we employ our

own impact classifier to categorize the workflows reported by these tools.

Table 5.12 shows the results of our comparative evaluation. It is interesting to see that ARGUS

flagged 27,465 alerts, whereas GHAST and GITSEC raise only 3,775 and 2,607 each. And among this

GHAST flagged 362 Workflows as vulnerable which were not found by ARGUS, but they were all false

15We only count total number of unique workflow here, as some workflows may have both Intra-WF and Inter-WF-Ac
flows



positives, whereas all alerts from GITSEC were reported by ARGUS. The results are consistent even

across different severity levels. Although the precision of GITSEC is slightly higher (96.6% v/s 92.8%)

on High/Medium severity Workflows, ARGUS was able to identify additional 2,780 Workflows missed

(i.e., false negatives (FN)) by GITSEC.

Tool
High/Medium Low

TP FP FN P TP FP FN P
GHAST 744 157 3,563 82.6% 331 363 660 47.7%
GITSEC 1,527 53 2,780 96.6% 204 3 787 98.5%
ARGUS 4,307 336 0 92.8% 991 9 0 99.1%

Table 5.12: Comparative Evaluation of ARGUS with other state-of-the-art works in finding Code
Injection Vulnerabilities.

5.5.6 Limitations and Future Work

This section describes the current limitations of ARGUS and our plans to handle them as part of our

future work.

False negatives: Our current implementation only has support for JavaScript and Composite actions.

However, we observed many actions (30%) are developed as Docker containers. Which we do not

support and might have missed vulnerabilities resulting in false negatives. Similarly, we do not track

taint flows through files. Our extensible framework allows us to add support for this easily. As part of

our future work, we plan to add plugins for Docker actions and track flows across files.

Conditional Statements: Our current system does not evaluate conditional expressions between

steps. However, our framework is designed in such a way that it can be easily extended to support

this feature in the future.

Impact classifier: We determine the privileges of GITHUB_TOKEN at Workflow level. However, per-

missions can be defined or modified at job level. Consequently, our approach can result in incorrect

impact classification. We plan to add support for job-level permissions in our future work.

Tool Limitations: We use CODEQL to develop our taint analysis, and consequently, we also inherit

its limitations. For instance, we may not be able to detect taint flows in case of obfuscated JavaScript

actions [AL-Taharwa et al. 2015]. However, we did not find any such actions in our dataset. Our

plugin interface enables us to easily integrate any other better future tools.

5.6 Discussion

In this section, we discuss the other approaches that we tried to detect the injection vulnerabilities

but failed due to some limitations. We want to share this with future researchers so that they will be



prepared when dealing with this issue.

First of all, there are several ways to perform taint analysis. In this chapter, we used static taint

tracking to detect the injection vulnerabilities. However, initially, we tried to use dynamic taint

tracking. We tried to perform dynamic taint tracking by extending the GitHub CI workflow runner 16,

which is a software that is responsible for listening to the GitHub events and executing the jobs. The

runner is an open-source project and thus it is possible to extend its functionality. We extended

the functionality by adding the event context data and environment variable tracking during the

execution. However, we faced problems during the evaluation phase. First, GitHub has very rigorous

rate limiting when it comes to accessing public API and execution of the workflows. Because of

the restrictions, our GitHub accounts were banned multiple times. After this, we decided to try to

run the workflows on GitHub Enterprise instance installed on our own servers. Unfortunately, this

approach also did not work for us. For unknown reasons, our extended runner did not pull the jobs

from the server. In summary, due to mostly engineering challenges, we decided to proceed only with

a static taint tracking approach. However, we believe that if the mentioned challenges are resolved,

one can try dynamic taint tracking to detect injection vulnerabilities that span across workflows

and third-party actions.

5.6.1 Co-Authorship

This chapter was possible because of the great collaboration between North Carolina State University

and Purdue University. There are two first-authors: Siddharth Muralee and Igibek Koishybayev

(author). Parallel efforts were conducted in both static and dynamic analysis for taint tracking that

required enormous engineering effort, but we include in this thesis only the successful techniques

and experiments.

5.7 Related Work

GitHub Workflows Analysis: A few recent works implemented automated analysis of Github CI

workflows. In particular, Benedetti et al. [Benedetti et al. 2022] focused on 7 types of security issues

potentially affecting GitHub workflows (ranging from incorrect usage of GitHub secrets to the

improper usage of workflows’ permissions). To detect these issues, the authors developed GHAST, a

tool using a pattern-matching approach to analyze each workflows’ YAML files. Similarly, Koishy-

bayev et al. [Koishybayev et al. 2022] developed a tool, named GWCHECKER, to automatically audit

workflows, aiming at detecting the presence of secrets in plaintext, insecure triggers, and the usage

of non-updated actions. Finally, GitHub has developed a CodeQL-based script to detect Command

Injection vulnerabilities in workflows [GitHub Security Code Injection Finder 2023]. All these existing

tools cannot precisely characterize workflows’ execution flows across multiple actions, since they

16https://github.com/actions/runner
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use a pattern-matching, heuristic approach. On the contrary, ARGUS uses static taint analysis to

track data flow across workflows and their used actions.

CI/CD Security Analysis: Other works explored the security of CI/CD systems without focusing

specifically on GitHub workflows. In particular, Dullmann et al. [Düllmann et al. 2018] highlighted

how standard software engineering practices (such as A/B testing and Fault Injection) should also

be applied to CD pipelines to guarantee their reliability and security. Shahin et al. [Shahin et al.

2017] further elaborated on this topic by performing a systematic literature review of approaches,

tools, and practices related to the deployment of Continues Integration pipelines. More recently,

Vassallo et al. [Vassallo et al. 2020] implemented a tool, named CD-Linter, to automatically identify

and fix “configuration smells” (i.e., CI pipeline issues caused by improper configuration) affecting

GitLab repositories. Additionally, Gruhn et al. [Gruhn et al. 2013] and Fernandez et al. [Fernán-

dez González et al. 2022] proposed using, respectively, virtual machines and Docker containers to

compartmentalize the execution of CI pipelines, mitigating possible security issues. Unfortunately,

the adoption of these systems requires significant changes to the existing CI infrastructure.

Static Taint Analysis: Static Taint Analysis (STA) has been extensively used in the past for security

applications. For instance, Kashyap et al. [Kashyap et al. 2014] and Madsen et al. [Madsen et al.

2015] implemented tools to perform static taint analysis of JavaScript code. Similarly, the tools

LeakMiner [Yang and Yang 2012], Flowdroid [Arzt et al. 2014], and Amandroid [Wei et al. 2018] have

been used to perform security vetting of Android apps. None of these approaches could be applied

directly to the analysis of GitHub workflows since, in this case, we need to “follow” tainted data

across multiple languages (such as Javascript and Bash) and across multiple actions, interacting

with each other according to their YAML specification.

5.8 Conclusions

GitHub CI has gained tremendous popularity among developers because of its convenience over

other public CI/CD providers and easy use of third-party Actions. It is important to ensure the

security of GitHub Workflows to prevent supply chain attacks. We present ARGUS, a framework for

static taint analysis of GitHub Workflows and Actions. Our framework is based on the use of WIR for

Workflows and taint summaries for Actions. Our large-scale evaluation of over 2M Workflows and

30K Actions revealed a total of 5,298 vulnerable Workflows (including 4,307 critical vulnerabilities)

outperforming state-of-the-art tools.



CHAPTER

6

CONCLUSIONS

6.1 Summary of Results

In this dissertation we used the program analysis technique to improve the software supply chain se-

curity by (1) removing the unused/bloated code parts from the dependency graph; and (2) detecting

injection vulnerabilities in GitHub CI workflows.

In Chapter 3 we show the attack surface reduction results for 672K NPM packages in Node.js

ecosystem. Mininode was able to remove all vulnerable dependencies from more than 2K NPM
packages, and removed at least one vulnerable dependency from 10K NPM packages.

In Chapter 4 we analyzed GitHub CI from a security perspective and defined four security

properties. We compared GitHub CI with other CI/CD service providers and listed the pros and

cons of each service. In Chapter 4 we learned how third-party plugins work in GitHub CI and

how developers use them to extend the functionality. Unfortunately, in the majority of the cases,

developers do not follow security guidelines such as referencing third-party plugins by their commit

hash or restricting the permission of the third-party plugins. We built on top of this knowledge and

implemented a framework, called ARGUS, to perform static taint analysis of the workflows and third-

party plugins for the injection vulnerabilities. We evaluated over 2M Workflows and 30K Actions

using ARGUS and found a total of 5,298 vulnerable Workflows (including 4,307 critical vulnerabilities).

We also presented a comparison of our framework with other state-of-the-art tools. Our framework

outperformed state-of-the-art tools in both recall and precision as shown in Table 5.12.



6.2 Overarching Conclusions

As we stated in our thesis statement in Chapter 1 software supply chain involves multiple compo-

nents and has become a lot complex compared to previous years. This complexity led to increased

attack surface, misconfiguration, and incorrect usages that can be solved using multi-component

analysis techniques. First, we tackled the increased attack surface challenge in Chapter 3 by using

static analysis to detect unused dependencies inside Node.js application and by statically removing

them from the dependency graph. Second, in Chapter 4 we performed an overall security analysis

of one of the most popular CI/CD platforms GitHub CI and compared it with other solutions. Also,

we found out that despite clear security guidelines, developers do not follow them correctly and

highly depend on third-party plugins. We used our knowledge gained from Chapter 4 to perform a

staged multi-component static analysis of workflows in Chapter 5. We were able to detect injection

vulnerabilities that span across different components, i.e., workflows and plugins.

Overall, we believe that multi-component analysis is a viable option for software supply chain

security to detect and mitigate vulnerabilities at an ecosystem level.

6.3 Future Work

In this work, we mostly concentrated on applications and third-party actions written in JavaScript

language and used a static approach in program analysis. It is well known that JavaScript static

analysis has inherited limitations due to the dynamic behavior of JavaScript. One approach to

resolve this limitation is to use dynamic program analysis when we execute the code and infer its

behavior [Sun et al. 2018; Mezzetti et al. 2018; Nielsen et al. 2019]. Also, the dynamic code analysis

can be helpful in the analysis of Docker-based third-party actions, an action type that Argus does

not support (See Chapter 5). Another approach to improve the quality of static code analysis could

be to combine the results of multiple static code analyzers. The recent work by Al-Kassar and et

al. [Al-Kassar et al. 2023] showed the possibility of forcing different static analyzers to work together

to achieve better results. While the author’s work concentrated mostly on PHP language, we believe

it is possible to use a similar technique for other languages.

Another challenge that we faced during code analysis was obfuscated and bundled third-party

packages as discussed in Chapter 3.9. It is well-known that malicious actors use obfuscation to hide

the real behavior of the malicious components. However, the obfuscation technique is also used in

security to protect copyrighted/protected code-base making it harder for competitors to replicate

the code. In general, the analysis of obfuscated code is a hard problem that requires more future

research.

This statement is also true for bundled code. For example, when a new vulnerability is announced

in any third-party library, it is important to know if the application depends on a vulnerable version

of the library. To do so we need to know the list of dependencies for the specific application/library



that we are using, i.e., composition. However, it is common to ship the application/library without

the list of components that are part of it. There are industry, government, and academic initiatives to

develop the standard format for software composition, such as SPDX1 and CycloneDX2. While these

formats are very good for exchanging SBOM information with others, we still lack tools to generate

SBOMs for applications automatically. Even for simpler problems such as detecting a vulnerable

library inside the application, current tools struggle. For example, none of the existing scanners

could not detect the Log4J library inside all of the test application3. One future research could look

into how to generate the list of components that are part of the software automatically.

1https://spdx.dev/
2https://cyclonedx.org/
3https://www.zdnet.com/article/multiple-log4j-scanners-released-by-cisa-crowdstrike-more/
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