ABSTRACT

YANCHENKO, ERIC KNOWLTON. On Prior Distributions for Scale Parameters in Hierarchical
Models and Inference for Meso-scale Structures in Networks. (Under the direction of Brian J.
Reich and Srijan Sengupta).

This dissertation is divided into two parts. First, Bayesian inference has grown in popularity
recently, but one key challenge is selecting prior distributions, especially for parameters in
hierarchical models. The R2D2 prior framework allows users to choose the prior distribution for
a Bayesian coefficient of determination (R?) which induces prior distributions on the individual
parameters. The first chapter adapts the R2D2 prior to generalized linear mixed models, and
it is further extended to spatially-correlated data in the second chapter. In both cases, the
prior frameworks yield a simple way to include domain expertise into the prior, as well as an
automatic approach in the absence of such information.

The focus then shifts to networks for the final two chapters. Thanks to their generality,
networks have been studied in a variety of fields. Across various domains, many networks
share similar structural properties. One such feature is community structure where similar
nodes are clustered together. Chapter 4 statistically formalizes this concept by deriving a
model-agnostic parameter and test statistic for quantify community structure. In addition,
we propose two testing frameworks to determine the statistical significance of the feature. In
Chapter 5, our attention turns to another common feature, core-periphery (CP) structure, where
a network separates into a densely-connected core and sparsely-connected periphery. We
present a review of existing CP methodologies from a statistical angle, in addition to proposing

a divide-and-conquer algorithm for detecting CP structures in large networks.



© Copyright 2023 by Eric Knowlton Yanchenko

All Rights Reserved



On Prior Distributions for Scale Parameters in Hierarchical Models and Inference for
Meso-scale Structures in Networks

by
Eric Knowlton Yanchenko

A dissertation submitted to the Graduate Faculty of
North Carolina State University
in partial ful llment of the
requirements for the Degree of
Doctor of Philosophy

Statistics

Raleigh, North Carolina
2023

APPROVED BY:

Brian J. Reich Srijan Sengupta
Co-chair of Advisory Committee Co-chair of Advisory Committee
Ryan Martin Minh Tang

Robert Reardon



BIOGRAPHY

Eric Yanchenko was born and raised in Massachusetts before attending The Ohio State Uni-
versity in Columbus, OH for his undergraduate studies. He graduated summa cum laude in
2019 with a double major in mathematics and physics and a minor in statistics. Immediately
following graduation, he began pursuing a PhD in statistics at NC State University where he
worked with Brian Reich and Srijan Sengupta. During his PhD studies, he conducted research
at the Duke Clinical Research Institute in Durham, NC under the supervision of Hwanhee
Hong. He spent the start of 2023 at Tokyo Institute of Technology in Japan as a JSPS short-term
fellow working with Petter Holme and Tsuyoshi Murata. In 2024, he will begin a tenure-track
faculty position at Akita International University in Akita, Japan.



ACKNOWLEDGEMENTS

There are so many people, without whom, | would not be here today. First, | would like to thank
my advisors. Srijan, | am thankful for the freedom you have given me in pursuing my research
topics, as well as all the academic and career advice you have given. Brian, you always made
time for me and guided our projects so well. They say that your advisors can make or break
your PhD experience and | know that | would not have enjoyed this program as much without
both of you. | am also grateful for the guidance of my committe members, Ryan Martin and
Minh Tang. There are several other faculty members in our department | would like to thank:
Donald Martin for all of conversations, Jon Williams for always leaving your door open for
advice, and Dennis Boos for always being a joy to run into in the hallways. | would also be
remiss not to mention some of my collaborators: Hwanhee Hong at Duke for being a wonderful
mentor to me; Howard Bondell at University of Melbourne for hosting me in Australia and for
mentorship; and my advisors during my stay in Japan, Petter Holme and Tsuyoshi Murata. |
also feel inclined to thank all of my math teachers over the year who gave me the foundation
needed for success in higher education: Ms. Jeffrey, Ms. Barton, Mrs. Gartland, Mr. Conlon, Ms.
Smyth and Coach As. | also want to thank Chris Hans at Ohio State for all of his help during my
undergraduate time.

My PhD experience would not have been as colorful without all of my wonderful friends
in the department and in Raleigh. In our department, Brandon, Emmett and Jimmy for all
the tennis memories; Chenyin, Dale, Qiang, Hyoshin, TK, Alvin and everyone else in English
Corner; Xiaoxia and Ayumi; and the pastors and friends from Treasuring Christ Church.

Of course, | could not be here without my amazing family. To the Buschs, thank you for
bringing me into your family and supporting me on this journey. Mom and Dad, you were
the rst people to show me the importance of hard work, and have always encouraged and
supported me in all my endeavors. For that, | am truly grateful. Anna, sorry you are not the only
Dr. Yanchenko anymore, but | consider it a great blessing to have a Bayesian as my sister and
that we share the same profession. And, of course, my amazing wife, Ann, to whom | dedicate
this dissertation. Thank you for allowing me to pursue my goals and your constant love for me.

Lastly, while | am grateful and honored to have reached this milestone, | count it all as lose
compared to the surpassing worth of knowing Christ Jesus my Lord (Philippians 3:8).



TABLE OF CONTENTS

Listof Tables . . . . ... Vi
LisStOf FIQUIesS . . . . . e iX
Chapter 1 Introduction ... ... ... .. e 1
1.1 Priordistributions for scale parameters .. . . . ....... ... ... . . . ... 1
1.2 Meso-scale structuresin networks . ... ... ... . 6
Chapter2 The R2D2 prior for generalized linear mixed models . ............... 12
2.1 IntroducCtion . . .. ... 12
2.2 Generalizedlinearmixedmodels .. .......... .. . .. . ... 13
2.2.1 Variance decomposition of the linear predictor. . . ... ............. 14
2.2.2 EXamples ... ... e 14
2.3 \Variance Decomposition R?andthe R2D2prior. ... .................... 16
2.3.1 Special caseswithexact expressions. . .. .........c ... 18
2.3.2 Approximate Methods . . .. ... ... .. .. .. ... 21
2.4 SIMUIAtioNS . . .. . 25
2.4.1 Gaussianregression withrandomeffects .. ..................... 27
2.4.2 Poisson mixed effectsmodel . ...... ... .. .. ..o 28
2.4.3 High-dimensional logisticregression . . . .......... ... ... 29
25 Realdataanalysis. . ... ... .. 31
2.6 DISCUSSION . . . . oo e 33
Chapter 3  Spatial regression modeling via the R2D2 framework ... ............ 35
3.1 INtroduCtion . . .. .o 35
3.2 Spatial Gaussianprocessmodel . ... ..... . ... . ... e 36
3.2.1 Modelingframework . . . ... .. . 36
3.2.2 Dirichletdecomposition . .. ......... .. . . . .. 37
3.3 Spatial R2D2 prior . . . ..o 37
3.3.1 Bayesian coef cient of determination . ........................ 37
3.3.2 Priorderivation . . . . ... .. 38
3.3.3  Properties . . . ... 40
3.4 Posteriorcomputation . . .. ... ... e 43
3.5 Simulationstudy . . ... ... 44
3.5.1 Datagenerationmodel .. ....... .. ... ... 44
3.5.2 PriorspeciCations . . . .. ..o e 45
3.5.3 Settingsand metricCs . . . ... ... 46
354 ResUtS .. ... 46
3.5.5 DISCUSSION . . .t 46
3.6 Marine protection areadataanalysis. . . . ....... .. .. . 47
3.6.1 Dataandmodel ........ .. .. . ... 47
3.6.2 ReSUtS . . .. 51
3.7 CoNnClUSION . . . . 54



Chapter4 A generalized hypothesis test for community structure in networks ... .. 56

4.1 INtrodUuCtioN . . . .. o e 56
4.2 Model parameter and baseline-value testing framework. . . .. ............. 57
421 NoOtation . . . ... 57
4.2.2 Expected Edge Density Difference (E2D2 parameter and estimator ... 57
4.2.3 Algorithm for computingthe E2DZ2estimator . ................... 59
424 Baseline-valuetest .. ......... . .. . ... 60
4.3 Baseline-modeltest . .. ... . . . 62
4.3.1 Bootstraptest . . ... ... . 63
4.3.2 Bootstraptheory . . ... ... . . .. e 65
4.4 Hypothesis Testing Simulations . ... .......... .. ... . . ... . . ... ... 67
441 Setlings .. ..o 67
442 Testagainstbaselinevalue.......... ... ... .. .. .. .. .. . . ... 67
443 TestagainstERNuIl . .. ... .. . . 68
444 TestagainstCLnull .. ....... ... . . . . . . . e 69
45 Realdataanalysis. .. .. ... .. ... i e 69
4.6 DISCUSSION . . . . ottt e 72

Chapter5  Core-periphery structure in networks: a review and algorithm for large

NEIWOIKS . . . . 74
5.1 Core-periphery structure in networks: a statistical exposition. . ... ......... 74
5.1.1 IntroducCtion . . ... ... e 74
5.1.2 MEIiCS . . o ot 77
5.1.3 Statisticalinference . . . . ... .. ... 85
5.1.4 Computation . ... ... ... 92
5.1.5 Real-worldapplications. . . . ... 95
5.1.6 OpenProblems . .. ... ... . . . . . 96
5.2 Adivide-and-conquer algorithm for core-periphery identi cation in large net-
WOTKS . . o 99
5.2.1 IntroducCtion . . ... . . e 99
5.2.2 Methodology . . ... .. ... 99
5.2.3 Numerical Results . . . .. ... . . 103
524 CoNCIUSIONS . . . . 106
Chapter6 CoNnCIUSIONS . . .. . 107
Bibliography . . .. 109
APPENDICES . . .. . 122
Appendix A The R2D2 prior for generalized linear mixed models .. ......... 123
A.1 Comparison of sample and population R?........................ 123
A2 Dervations . . ... ... 124
A.3 Parameter values for generalized beta prime distribution . . . .. ... .. ... 127
A.4 TraceplotsforGambiadataset . . .......... .. .. ... .. .. .. ... 127
Appendix B Spatial regression modeling via the R2D2 framework . . ... ...... 129



B.1 Technical proofs. . . ... . 130
B.1.1 Marginal global varianceof ; ........... ... .. .. ... .. ... 130
B.1.2 ProofofPropositionl . ....... ... ... .. .. ... 130
B.1.3 Proofof Proposition2 . ......... ... ... . .. . . . . . 130
B.1.4 Proofof Proposition3 .. ......... ... ... . .. . . ... . . ... 131

B.2 Extension to NnON-GaussSianreSPoNSe . . . . . . v v v v i e 131

B.3 MPAdataanalysis ............ ... e 132
B.3.1 Sensitivityanalysis . ........... .. .. 132
B.3.2 TraceplotsforMPAdata ............ .. ... .. .. .. .. ... ... 132
B.3.3 Effectivesamples .......... ... . . . ... ... 134
B.3.4 Fixedeffectestimates . ......... ... .. .. .. ..., 134

Appendix C A generalized hypothesis test for community structure in networks 136

C.1 UpperboundonE2D2 parameter . ... ...... .t 136

C.2 Theorem4.2.1 . . . .. 137

C.3 PropositioninSection4.2.4. . . ... .. .. ... 140

C.4 Lemmad.3. 1l ... . 142

C.5 Lemmad.3.2 . .. 143

C.6 Lemmad.3.3 .. . . . 143

Vi



Table 2.1

Table 2.2

Table 2.3

Table 2.4

Table 2.5

Table 3.1

Table 3.2

Table 3.3

Table 3.4

Table 3.5

Table 3.6

LIST OF TABLES

Simulation study results for Gaussian regression with random effects
and mean (R?) = 0.46 and stdev(R?) = 0.08. Averaged over 200 repetitions.
Largest standard error is in the last row and lowest (absolute) value is in
bold. . . .
Simulation study results for Poisson regression with mixed effects and
mean(R?) = 0.66 and stdev(R?) = 0.18. Averaged over 200 repetitions.
Largest standard errors are in last row and lowest (absolute) value is in bold.
Simulation study results for Logistic regression with n = 60,p = 50, no
random effects and mean (R?) = 0.35 and stdev(R?) = 0.16. Averaged over
200 repetitions. Largest standard errors are in the last row and lowest
(absolute) value isin bold (largestfor AUC). . .. ...................
Generalized Beta Prime approximation parameters for Gambialata with

0T 050

Posterior mean and standard deviation for RZ, global variance (W), ran-
dom effectvariance ( 2)and spatialrange ( )foreachmethodfor Gambia
data considering spatial randomeffect. .. .......................

Values of parameters ~~ and  and summaries of prior distribution
of W for (a,b) =(4,4) and different values of the spatial range parameter
Simulation study resultsfor n = 100and = 0.1. MSEisroot mean squared
error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values foreach columnarein bold. ... .......... ... . . ... .. .....

Simulation study resultsfor n = 100and = 0.2. MSEisroot mean squared
error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values foreach columnarein bold. ........... ... .. . . ... . ... ...

Simulation study resultsfor n = 100and = 0.3. MSEisroot mean squared
error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values foreach columnarein bold. ... ........ ... . . . . ... .. .....

Simulation study resultsfor n =200and = 0.1. MSE isrootmean squared
error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values for each columnarein bold. ... ........ .. ... . . ... .. .....

Simulation study resultsfor n = 200and = 0.2. MSEisroot mean squared
error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values foreach columnarein bold. ... ........ .. ... . . . .. .. .....

vii

29

. 32

34

. 42

47

47

48

48

48



Table 3.7

Table 3.8

Table 4.1

Table 5.1

Table 5.2

Table A.1

Table B.1

Table B.2

Table B.3

Table B.4

Table B.5

Simulation study resultsfor n = 200and = 0.3. MSEisroot mean squared

error loss with posterior median and Cov is frequentist coverage of 95%
posterior credible interval. Standard errors are in parentheses. The best

values for each columnarein bold. ........... ... ... .......... 49
Posterior median and 95% credible intervals for vague, penalized com-

plexity and R2D2 prior with R? Betaa,b) for the MPA sheries data.

Note that , is the effect of NT relative to MU; 2 is the variance of the

spatial term, (W for the R2D2 priors); is the spatial range effect;

and ,, ,and jare the proportion of variance allocated to the xed,

random and spatial effects, respectively. . ....................... 53

The number of nodes n and edges m for real-world networks. T (A)is the
observed value of the E2D2parameterand | is the largest null value such

that the baseline-value test would be rejected. Additionally, we report the

p -values for the adjusted Spectral method and Bootstrap method against
different null hypotheses (ER =Erdos-Rényi, CL=Chung-Lu)........... 71

Adjusted Rand Index for simulation study with n = 5,000 averaged over

50 iterations and with standard error in parentheses. The average run

time for the left and right settings were 794 and 814 seconds, respectively,

USINg 8 COMPULING COTES. . . . o vt vttt e e e e e e e e e 104
Node index, the proportion of times assigned to the core and the degree

for the fourteen nodes assigned to the core of the Enron network using
theproposed method. . ... ... .. .. . . .. ... 106

Parameter values for Generalized Beta Prime distribution in order to ap-
proximately induce R? Beta(a,b). Negative binomialtakes =2...... 127

Posterior median and 95% credible intervals for R2D2 prior sensitivity
analysis with er Beta(l,1) for the MPA sheries data. Setting 1 (original):

ao, = by = 0.10, log Normal 2,1); Setting 2: a, = by = 0.01,log
Normal( 1,4); Setting 3: a5 = by, = 0.01,log Normal 3,4). All other
hyper-parameters were as in the original prior formulation. . . ........ 132
Run time (in minutes) and number of effective samples for the MCMC

chain for several model parameters. Note that the run time includes burn-

INSAMPIES. . . . 134
Posterior median and 95% credible intervals for xed effects in MPA data
analysis. . . . .. 134
Posterior median and 95% credible intervals for xed effects in MPA data
ANalYSIS. . . . e 135
Posterior median and 95% credible intervals for xed effects in MPA data
ANalYSIS. . . . 135

viii



Figure 1.1

Figure 2.1

Figure 2.2

Figure 2.3
Figure 2.4

Figure 3.1
Figure 3.2
Figure 3.3

Figure 3.4

Figure 4.1

Figure 4.2

Figure 5.1

Figure 5.2

Figure 5.3

Figure 5.4

Figure A.1
Figure A.2

LIST OF FIGURES

Comparison of networks generated with community structure versus
core-periphery structure. . . . ... .. .. .. 10

W for different models to induce R?
Beta(a,b)with = 0. The normal case takes 2 = 1 and the negative
binomial case takes = 2.
Comparison of different approximation methods for Poisson, logistic

and negative binomial ( = 2) regression models, all with 4= 0. In
many cases the GBP density is very similar to the exact density and thus
obstructs it. The linear approximation, conversely, provides a poor t. .. 26
Prior R? and global variance parameter for R2D2 prior for Gambiadata. 32
Posterior R?, global variance and random effect variance and for vague
(uninformative) prior distributions, PCP and R2D2 for ~ Gambialata with

Plot of the prior distribution of

village spatial randomeffect. ... ...... ... .. .. .. .. ... .. L. 33
Prior distribution of W for different combinationsof (a,b)........... 41
Logarithm of the biodiversity for locations around Australia. . ... ... .. 50
Posterior distribution of R?and W for MPA sheries data using R2D2
priorwith R2 Beta@,b). .......................... ... ..... 52
Posterior median of latent spatial parameter for various prior distribu-

HONS. . 55

Rejection rates from simulation study. See Section 4.4 for complete de-

tails. (a) baseline-value null with xed ~(P); (b) baseline-value null with

xed n;(c) Erdos-Rényi null with xed ~(P); (d) Erd os-Rényi null with

xed n; (e) Chung-Lu nullwith xed ~(P); (f) Chung-Lu null with xed n 70
Histograms of bootstrap samples from the proposed method for the two

real data sets. The orange histogram is with Erd os-Rényi null, and the

blue histogram is with Chung-Lunull. ... ...................... 72

Airport network where each node is an airport and an edge represents a

ight between two airports (Csardi and Nepusz 2006). The size of each

node correspondstoitsdegree. . ... ... ... .. . ... .. i 75
Erd6s-Rényi network generated with n =50and p = 0.10. The method

from Borgatti and Everett (2000) was used to nd core-periphery labels
where orange indicates a core node and blue indicates a periphery node. 89
The proportion of times that each node was assigned to the core, r,;,fora
network without (a) and with (b) core-periphery structure. .. ........ 102
The sorted proportion of times that each node was assigned to the core

inthe Enronnetwork. . .. ... ... .. . . . . . 105
Trace plots for Vague prior on Gambiadataset. . . . ................ 128
Trace plots for PC prior on Gambiadataset. . .................... 128



Figure A.3 Trace plots for R2D2 prior on Gambiadataset. ................... 128

Figure B.1 Trace plots for various parameters of the MPA data set using the Rf
Beta(d, 1) prior. . . ... .. 133



CHAPTER

1

INTRODUCTION

This dissertation consists of two distinct components. In the rst two chapters, the focus
is on constructing prior distributions for scale parameters in Bayesian hierarchical models.
Speci cally, we derive principled priors for generalized linear mixed models and spatially
correlated data using the R2D2 framework. For the second half, our focus turns to statistically
formalizing meso-scale structures in networks. In particular, we rst propose a statistical
hypothesis test for community structure, before providing an overview of core-periphery
structure and proposing a detection algorithm for large networks.

1.1 Perior distributions for scale parameters

While Thomas Bayes and Pierre-Simon Laplace laid the foundation for Bayesian statistics as
early as the eighteenth century (Bayes 1763; De Laplace 1774), Bayesians were an obscure
minority in the statistics community through most of the 20th century. Instead, the frequentist
paradigm, dominated scienti c laboratories and statistical textbooks throughout the 1900s.
This began to change in the 1980s as computing power began to take off (Robert and Casella
2011). With other factors such as Markov Chain Monte Carlo maturing as a technique, Bayesian
solutions to dif cult problems became viable. Today, Bayesian inference is widely accepted in
statistics and many scienti c communities.



A complete discussion of the strengths and weakness of Bayesian inference is outside the
scope of this dissertation. Rather, we highlight how Bayesians can incorporate prior domain
knowledge about the model and /or parameters into the modeling framework. Especially in
small data sets, carefully integrating expert knowledge about the problem can greatly improve
inference. In many cases, however, this can be a challenging task. For example, in complex
hierarchical models, it is non-trivial to intuitively incorporate prior information for certain
parameters, especially when eliciting this information from researchers without extensive
formal training in statistics (Simpson et al. 2017). A distinct, but related problem, concerns
the transformation of parameters. A prior distribution that is sensible for some parameter
may induce an unreasonable distribution on a transformation of that parameter (Jeffreys 1946;
Gelman 1996).

Challenges and existing work

One setting where this is a well-known problem is eliciting prior information for scale param-
eters in multi-level models (Gelman 2006). As a simple example, consider an experimenter
who wants to model student success at various schools *. Here, the response may be the score
on some standardized test and we want to perform a regression using standard covariates
like gender, GPA, etc. Since the data is to be collected across multiple schools, we also plan to
include a random effect for the schools. Mathematically, our model is

V=X b g+ (1)

where Y, is the test score, X; are the covariates, arethe xed effects,  is the random school
effectfor g; 2f1,...,Ggand "; is the noise forresponse i 2f1,...,ngwith ", " N(0, 2). Typically,
we model the random effectas 4,..., ¢ “d N(, 2)where 2 represents the within-school
variation. If the number of schools in our study  (G)is relatively small, to obtain a good estimate
of 2, we may need to incorporate domain knowledge into our prior distribution ( ?).This
task, however, is non-trivial. It is dif cult to conceptualize 2, especially disentangling its
relationto 2. Even if this difference is well understood, converting domain expertise, e.g.,
low expected variation in test scores between schools, into a parametric prior is far from
standardized. This problem arises for this relatively simple model and is only exacerbated in
more complicated hierarchies.

One way to address this challenge is setting a prior distribution on the model or summary
of the model t which then induces prior distributions on the individual parameters. One
recent example of this is the Penalized Complexity (PC) prior (Simpson et al. 2017). The PC

1This toy example was adapted from (Hoff 2009)



prior places a prior distribution on the Kullback-Leibler (KL) divergence between the tted
model and some “base” model. This prior effectively shrinks the model towards the base model
to prevent over tting. For example, if (Yj ?)represents the likelihood of the modelin  (1.1),
and (Y] 2=0)isthe likelihood for the base model without the school-speci ¢ random effect,
then

KLD( (Yj *k (Yj ?=0) Exp )

induces a EXp( ) prior. While the PC prior focuses on the prior distribution for the model
tinstead of individual parameters, conceptually understanding the KL divergence between
two models and choosing hyper-parameters is still not straightforward.

This work focuses on a different paradigm for model-wide prior distributions: the R2D2
prior. Originally proposed for the linear model in Zhang et al. (2022), the R2D2 prior places
a beta distribution on a Bayesian coef cient of determination (R?), inducing a beta prime
distribution on the global variance which is then allocated to different model components via
a Dirichlet distribution. Using similar notation as above, let

fori =1,...,n and Normal0, ? )where is adiagonal matrix with f ..., pgon the
diagonals. Then Zhang et al. (2022) de ne a marginal R? as

Pp 2
p_VarX ) _ i w

=1 _
Vary) R 2 W +1

j=1 i
variance of the mean function.If ;= ;W where ?:1 i = 1,thenthe condition W = 'J.D:l i

is satis ed. A natural choice is the Dirichlet distribution for =( 1,00, p)T. Thus, the full

P
whereW = P . Thus, R? Betaa,b) inducesPW BetaPriméa,b)where W is th%global

prior speci cation is:
;. DE( ? ;w=2"), Dirichleta ,...,a ), W BetaPrimga,b),

where DE() is the Double Exponential (Laplace) distribution. This paper extensively studies
the shrinkage properties of this prior distribution and, in particular, shows that it leads to
greater concentration near the origin while simultaneously having heavier tails than any other
shrinkage prior. Empirical results also show that this prior is adept at both inference and
prediction in the sparse, high-dimensional regression setting.



R2D2 prior for GLMMs

While Zhang et al. (2022) study this prior distribution in the high-dimensional regression
setting, a contribution of this work is exploring how the framework can be used for both
uninformative and subjective prior construction. In particular, the R2D2 prior makes it easy to
leverage domain expertise for complicated models. Returning to our example one nal time, it

is much easier to elicit information from our expert about how well the model is expected to t
the data as measured by R?, as opposed to asking about the expected within-school variation.
Moreover, in situations where domain knowledge is unavailable, the R2D2 prior also provides
an automatic approach.

The goal of Chapter 2 is to extend the R2D2 prior to generalized linear mixed models
(GLMMSs), while also drawing out the utility of the framework for automatic and subjective
prior constructions. We accomplish this by proposing a beta prior on Zhang et al. (2022)'s
de nition of R? for generalized linear mixed models. We derive closed-form expressions in
multiple scenarios for the prior of the global variance parameter that induces a beta prior on
R2. We also present several approximation strategies when an analytic prior distribution is not
possible. The main approach we suggest approximates the priorby a generalized beta prime
(GBP) distribution. This distribution is quite exible as it can achieve boundedness at the origin
as well as a heavy tail (Perez et al. 2017). The scaled beta prime distribution, a special case of
the GBP, has also previously been used as a prior for the variance of the regression coef cients
(Klein et al. 2021; Bai and Ghosh 2021). Our method differs from these previous approaches
in that we place a GBP prior on the global variance which is then further decomposed in
the hierarchy to the individual regression parameters. Finally, our proposed prior is easy to
implement in standard Bayesian softwares, e.g., JAGSnd Stan.

Spatial R2D2

While GLMMs provide one setting where careful construction of scale parameter priors is
necessary, another situation where this can be dif cult is when data has spatial correlation, the
topic of Chapter 3. Spatially-dependent data arise in many applications including ecology (e.g.,
Plant 2018), public health (e.g., Reich and Haran 2018), environmental exposure monitoring
(e.g., Berrocal et al. 2020; Self et al. 2021), pollen concentrations (e.g., Pirzamanbein and
Lindstrém 2022; Zapata-Marin et al. 2023) and medical imaging (e.g., Masotti et al. 2021).

A common approach to modeling spatial data is with Gaussian Processes. Estimating the
hyper-parameters of this covariance structure, however, is notoriously dif cult (e.g., Zhang
2004) which makes selecting prior distributions paramount. The standard approach places a
vague (large variance) inverse gamma prior distribution on the spatial variance and informative



gamma prior distribution on spatial correlation parameters (Gelfand et al. 2010). As Berger et al.
(2001) discuss, eliciting an informative prior distribution is challenging as the spatial correlation
parameters can be dif cult to interpret. To provide an automatic approach, the authors derive
reference priors for the covariance parameters using an objective Bayesian paradigm which
minimizes the prior information from an information theory perspective (Berger 2006). The
Bayesian hierarchical spatial model is quite intricate so the resulting prior distribution has
a complicated form. To provide a prior construction that can more easily incorporate prior
knowledge while still being weakly informative, Fuglstad et al. (2019) adapt the penalized
complexity prior framework of Simpson et al. (2017) to construct prior distributions for the
hyper-parameters of a Matérn covariance structure. This prior distribution shrinks the spatial
component of the model towards a base model, i.e., one with no spatial dependence, and
the resulting prior distribution is much faster and easier to compute than that of Berger et al.
(2001).

In order to construct a framework that easily allows for subjective and uninformative prior
distributions, we leverage the ideas of the R2D2 prior. In this setting, however, the marginal
de nition of R2? used in Zhang et al. (2022) is not useful as it removes all spatial correlation.
Instead, we leverage the sample-based R of Gelman et al. (2019) to account for the spatial
correlation. In Chapter 2, we show that these two de nitionsof ~ R? are non-trivially related, and
in many cases, the sample de nition does not converge to the population de nition for large
n. Thus, while super cially similar to Zhang et al. (2022), using this different coef cient-of-
determination de nition leads to substantive differences in the prior derivation. Despite this
difference in de nition, we again nd that a beta distribution on R? induces a generalized beta
prime distribution on the global variance parameter. This method can also be thought of as
shrinking the ttowards the intercept-only (null) model. We derive an ef cient Gibbs sampler
for the majority of the parameters and use Metropolis-Hasting updates for the others. Finally,
the method is applied to a marine protection area data set. We estimate the effect of marine
policies on biodiversity and conclude that no-take shing restrictions lead to a slight increase
in biodiversity and that the majority of the variance in the linear predictor comes from the
spatial effect.

The proposed method relates to the existing methods in several ways. First, each is weakly
informative in some sense: Berger et al. (2001) in terms of information theory, Fuglstad et al.
(2019) in terms of the Kullback-Leibler divergence between the base and tted model, and the
proposed method in terms of an. Similar to Fuglstad et al. (2019), the proposed method allows
for intuitive incorporation of prior domain knowledge, facilitates fast and easy computation
and shrinks the t towards a base model. Speci cally, a prior distribution with large mass
near R? = 0 is akin to shrinking or penalizing towards the intercept-only (baseline) model.



The difference is that Fuglstad et al. (2019) treats the model without spatial dependence as
the baseline model. In contrast with the previous two methods, our approach chooses the
prior distribution for the global variance which induces a prior distribution on the other
spatial parameters whereas Berger et al. (2001) and Fuglstad et al. (2019) directly set the prior
distribution on the spatial hyper-parameters and marginal variance.

1.2 Meso-scale structures in networks

We now turn our attention to networks, which are the topic of the second half of this dissertation.

In 1736, Leonhard Euler solved what became known as the “Seven bridges of Kdnigsberg
problem” where he proved that it was impossible to traverse the city while crossing each bridge
only once (Euler 1741). Many assert this was the rst problem in network science, which over
the past four centuries has blossomed into a rich and diverse eld.

While Euler solved the rst networks problem in the 18th century, it was not until the
past several decades that interest in networks really took off. Researchers began collecting
and analyzing a variety of networks, e.g., social interpersonal networks, where each node is
a person and each edge represents some interaction like friendship or social contact (Scott
1988; McPherson et al. 2001; Kane et al. 2014; Dasgupta and Sengupta 2022; Guo et al. 2020);
infrastructural networks like airport networks, where each node is an airport and each edge
represents a ight between them (Guimera and Amaral 2004, Li and Cai 2004); citation networks
where each node is a paper and each edge represents a citation (Lehmann et al. 2003; Radicchi
et al. 2008; Bradley et al. 2020; Chandrasekharan et al. 2021); and biological networks where
each node is a cell or molecule and each edge represents an interaction in a biological process
(Girvan and Newman 2002; Alm and Arkin 2003; Michailidis 2012).

As these networks were studied, a peculiar observation began to arise: despite being col-
lected in vastly different domains, many networks shared similar structural features. Regardless
of whether the network was generated from friendships on Facebook or brain connectivity in
neuroscience, many shared features were observed (e.g., Girvan and Newman 2002).

One such feature is the scale-freeproperty (Barabasi and Bonabeau 2003). A network is
called scale-free if the degree distribution of the network follows a power law distribution,
i.e., the proportion of nodes with degree at least k is asymptotically proportionalto k for

2 (2,3). While there is some controversy within the networks community about this property,
at a minimum, many networks have been observed to have a heavy-tailed degree distribution.

Another class of common properties is called meso-scalestructures which means that the
feature is observed on the medium (or meso) scale of the network, as opposed to the global or
nodal level. The mostwell-knownis community structure (Girvan and Newman 2002; Fortunato



2010). In a network with community structure, nodes are partitioned into communities or
clusters where each node in the cluster shares similar properties. Perhaps the most common
community structure is assortative community structure where nodes in the same cluster are
densely connected, but they share fewer edges between groups. Many social networks exhibit
such assortativity.

While these features have been observed in many networks across many domains, it begs
an important question: are these truly signi cant structures in the network generating process,
or are they simply the result of some random noise? In other words, did researchers “discover”
a community structure in their network simply because they set out looking for just that, or is
there an inherent process generating such features?

As a motivating example, consider the classical in uence maximization (IM) task where the
goal is to select a small number of seed nodes such that the spread of in uence is maximized on
the entire network (Kempe et al. 2003; Yanchenko et al. 2023b). In networks lacking community
structure, Osawa and Murata (2015) showed that seeding nodes based on simple, centrality-
based heuristics yields seed sets with substantial spread. On the other hand, when networks
exhibit a community structure, selecting nodes from the same community results in ineffective
seed sets due to nodes sharing many similar neighbors. In this case, more sophisticated seeding
algorithms are needed. Thus, understanding the signi cance of the community structure in
the network is paramount for adequate seed selection in the IM problem.

Testing for community structure

The second half of this dissertation studies several inferential tasks for meso-scale structures.
More speci cally, the goal of Chapter 4 is to develop a statistical hypothesis test for community
structure. The framework of statistical hypothesis testing consists of four fundamental com-
ponents: (1) the model parameter of interest, (2) a test statistic that is typically based on an
estimator of the model parameter, (3) a null model that re ects the absence of the property of
interest, and (4) a rejection region for the test statistic. While previous literature exists on this
problem, there has been a minimal emphasis placed on ingredients (1) and (3). In particular,
none of the existing work identi es an underlying model parameter and the null model has not
been studied thoroughly. Two popular choices for nulls are the Erd  0s-Rényi (ER) (Bickel and
Sarkar 2016; Yuan et al. 2022) and con guration model (Lancichinetti et al. 2010; Palowitch
et al. 2018; Li and Qi 2020). While these testing methods carry rigorous statistical guarantees,
choosing these null models means that they effectively test against the null hypothesis that the
network is generated from a speci ¢ null model, rather than testing against the null hypothesis
that there is no community structure. This leads to problems in empirical studies because the
ER model, for example, is so unrealistic that almost all real-world networks would diverge from
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it, leading to many false positives. On the other hand, it may be possible for a con guration
model to have a small amount of community structure itself. Thus, a careful treatment of the
null model is essential for a statistical test to be relevant for applied network scientists.

The main contributions of this chapter follow the four components of the hypothesis testing
framework. From rst-principles, we describe a model-agnostic parameter based on expected
differences in edge densities which forms the basis of our statistical inference framework.
Second, we propose an intuitive and interpretable test statistic which is directly connected
to the model. Though the conceptual idea behind a community structure is intuitive, one
challenge of studying this property is that there is no universal mathematical de nition. Thus,
our metric provides this mathematical clarity by quantifying the strength of the community
structure as the difference between the intra- and inter-community edge probabilities. We
leverage the model parameter and test statistic to formulate two types of hypothesis tests. The

rst is based on a user-speci ed threshold value of the parameter, which induces a model-
agnostic test. For the second type, instead of specifying a baseline value of the parameter, the
user speci es a baseline model or network property to test against. We derive theoretical results
for the asymptotic cutoff in the rst test and bootstrap cutoff in the second. Finally, we apply
our method to well-studied real-world network datasets in the community structure literature.
The results are insightful, as our method yields rich, new insights about the underlying network
structure.

Core-periphery structure

While Chapter 4 is concerned with community structure, in Chapter 5, the focus turns to
another meso-scale feature: core-periphery (CP) structure. CP structure is a common network
feature where the network is comprised of a densely connected core cluster of nodes, and
a loosely connected peripheral group (Borgatti and Everett 2000; Yanchenko and Sengupta
2023). CP structure has been observed in a wide variety of real-world networks. For example,
in global trading networks, countries with large economies trade with both large and small
economies, forming the core, while small economies are less likely to trade with each other,
forming the periphery (Krugman 1996; Magone et al. 2016). In airport networks, major airports
(corresponding to large cities or airline hubs) have ights to other major airports as well as
regional airports, but smaller airports have few ights between themselves (Lordan and Sallan
2017, 2019). Academic citation networks also exhibit a CP structure as high-pro le papers
receive citations from many types of papers whereas obscure papers are less likely to cite
each other (Zelnio 2012; Sedita et al. 2020; Wedell et al. 2022). In each of these examples, the
groups of nodes (representing the core or the periphery) share some fundamental, underlying
characteristic, which makes their assignment to the correct group an important task.
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Studying the CP structure of a network can also be important for understanding individual
nodes. Nodes in the core are likely more “in uential” to the network in some sense. For example,
in a power grid network, core power plants are more vital to the health of the grid than those
in the periphery (e.g., Yang et al. 2021). If a core power plant stops being operational due to
a storm or a nefarious actor, the consequences on the power grid are much greater than if
a peripheral plant went of ine. Additionally, nodes on the boundary between the core and
periphery may play a unique, mediatory role between the two groups (Cattani and Ferriani
2008). Understanding the CP structure of a hetwork helps the researcher determine which
nodes are the most signi cant and worthy of further investigation.

Similar to community structure, there is no single method to quantify a CP structure. One
of the most popular methods comes from Borgatti and Everett (2000). The authors consider
an “idealized" CP structure where ;; = 1lifnode i or j is in the core and O otherwise.
The algorithm then returns the labels (i.e., the classi cation of each node into the core or
the periphery) which maximize the correlation between the idealized CP structure and the
observed network. This method can be implemented in the popular UClInet software (Borgatti
et al. 2002). Another popular method is from Holme (2005). The author de nes the core of
the network as the k-core (Newman 2018) with largest closeness centrality (Sabidussi 1966).
Because of this strict core de nition, nding the core is fast as the computation time scales
linearly with the total number of edges. Many other methods have also been proposed for
identifying this network structure (e.g., Lip 2011; Zhang et al. 2015; Naik et al. 2021).

There are some key distinctions between a CP structure and community structure. Com-
munity structure implies low edge density between communities and high edge density within
communities. In contrast, a CP structure implies two groups, typically one small group (core)
and one large group (periphery), with high edge density within the rst group, medium edge
density between the two groups, and low edge density within the second group. Under com-
munity structure, all nodes prefer within-group connections over between-group connections.
Under a CP structure, core nodes prefer within-group connections over between-group connec-
tions, but periphery nodes prefer between-group connections over within-group connections.
Another fundamental difference between these two structures is that a network with commu-
nities can be broken down into separate, minimally interacting, self-contained sets of nodes.
This is in contrast to a CP structure where core nodes in uence and interact with the entire
network. In Figure 1.1, we see how community structure is composed of two densely connected
sets of nodes which have minimal edges between them. A CP structure, alternatively, has a
dense core (blue nodes) that is highly connected to the periphery (orange nodes) but has few
intra-periphery edges. It is also possible for a network to have multiple communities and /or
CP structures.



(a) Community Structure (b) Core-periphery structure

Figure 1.1: Comparison of networks generated with community structure versus core-
periphery structure.

The goal of the rst part of Chapter 5 is to survey the research landscape of CP structures
from a statistical perspective. We are not only interested in methods to identify this network
feature, but also in understanding how these structures are generated, their signi cance and
what they mean in the context of the speci ¢ application. Our work builds off the reviews in
Csermely et al. (2013) and Tang et al. (2019) but has a greater emphasis on important statistical
concepts related to CP structures, such as hypothesis testing and Bayesian inference. Another
contribution of this review is that, in each section, we include a careful discussion of the existing
methods, comparing and contrasting them and presenting the strengths and weakness of the
literature in this area.

Inthe second half of the chapter, our attention shifts to detecting core-periphery structure in
large networks. In the modern era of “big data," networks can consist of hundreds of thousands
or even millions of nodes (e.g., Backstrom et al. 2006; Rozemberczki et al. 2021). Thus, new
methods and algorithms to study networks must be capable of handling such large data sets.
In this chapter, we propose a scalable method to identify core-periphery structure.

The existing methods for this task suffer from one of two problems: they either have a
exible core de nition (objective function) but are slow for large networks (e.g., Borgatti and
Everett 2000), or they are fast but are restricted to a particular objective function (e.g., Holme
2005). To address both of these issues, we propose a divide-and-conquer algorithm for CP
identi cation in large networks. The proposed method nds the CP structure on smaller subsets
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of the network and then combines the results across sub-samples, yielding fast and accurate CP
identi cation. We demonstrate the performance of the method on a network with over 35,000
nodes but the method can scale to handle even larger networks. Moreover, our approach is
exible enough to handle many popular core de nitions. Here we use the Borgatti and Everett
(2000) metric but the proposed method can easily be adapted to many other metrics. This
approach also yields a sense of the statistical signi cance of the CP structure.
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CHAPTER

2

THE R2D2 PRIOR FOR GENERALIZED
LINEAR MIXED MODELS

2.1 Introduction

As we saw in Chapter 1, eliciting prior distributions for scale parameters in hierarchical models
can be challenging. In this chapter, we tackle this problem for generalized linear mixed models
(GLMMs) using the R2D2 framework (Yanchenko et al. 2021). In Section 2.2, we describe the
generalized linear mixed model framework and present several speci ¢ examples. In Section
2.3, we precisely de ne a Bayesian R? and show how the model-level prior induces prior
distributions for the individual model prior parameters. We also present the prior distributions

for several speci c regression models as well as approximation techniques when a closed-form
solution cannot be found. Section 2.5 applies the proposed method to real-world data and
Section 2.6 concludes with recommendations for default use and next steps.
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2.2 Generalized linear mixed models

For notational simplicity, we follow Simpson et al. (2017) and specify our model for a gen-
eralized linear mixed model (GLMM), although the ideas presented here can generalize to
other settings. For observations i 2f1,...,ng, let Y; be the response, X; = (Xj4,...,Xj,) be the
explanatory variablesand =( 4,..., IO)T be the corresponding xed effects. We standardize
the explanatory variables such that each column of X has mean zero and variance one. We also
assume that there are q types of random effects, u,,k 2f1,...,qgwhere uy = (Uyy,....Ux., )"
has L, levels. We letg, =(gi1,...,0iq)" fori 2f1,...,nghe membership vectors such that gy is
the level of random effect k for observation i and where mixed-membership is excluded. The
xed and random effects are assumed to be independent and are related to the response via

the linear predictor
X

= ot X F U, (2.1)
k=1
where  is the intercept. The responses are assumed to be conditionally independent given
the linear predictor and follow density function  Y;j ;, f(yj i, ),where isan additional
parameter in the likelihood function (see examples below).

The modelforthe xed andrandom effectsis il W ndep Normal (0, ;W)anduyj p.k,W ndep
Normal (O, . W, )where W > 0 controls the overall variance of the linear predictor (not the
response) and ; O satisfy f:f ; = Land apportion the variance to the different model
components. Thus, W may be interpreted as the total amount of variation in the xed and
random effects, or as a transformation of the total variation of the mean function. In the latter
case, the interpretation depends on the link function. Moreover, large values of W encode a
model with greater exibility since large variance in the mean function means that the model
can capture more trends in the data. In the limitas W ! 0, conversely, we are reduced to the
intercept-only model. This interpretation will be important later in this work when we treat
the placement of a large prior mass on W near zero as “penalizing"” towards the null (intercept-
only) model. Additionally, notice that the xed and random effects are modeled similarly, i.e.,
with a random variance. Even so, we maintain their differing interpretations. Speci cally, if
we are interested in effect estimates themselves, then we treat this effect as “xed," but if our

interest lies in the underlying population of the effect, then it is treated as “random” (Searle

et al. 2009). Following this interpretation, we are most interested in the estimates of and
jWforj=p+1,....p+q.
The prior distribution of R? relies on the distribution of ;. For the majority of this work,
we assume
il 0oW Normal ( ¢,W). (2.2)
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We derive this result in the Supplementary Materials whether X is treated as xed or random.
If we treat X; as random, then ; will be approximately normal for moderate p by the Central
Limit Theorem. On the other hand, if we consider i conditional on X, then the distribution
of ; is exactly normal where the variance is different for each i but the average variance is W
due to X's standardization. Alternative distributions are discussed in Sections 2.3.2 - 2.3.2 but
the normality of ; is assumed for all experiments.

2.2.1 Variance decomposition of the linear predictor

The variance parameters  =( 4,..., p+q)determine the relative variance of each component
of the model and are restricted to sum to one. These parameters could be xed, or given prior
distributions to add exibility to the variance decomposition. In the most general case we

can assign these parameters a Dirichlet distribution, Dirichlet ( 1,..., p+q)- Oftentimes
we willtake = = .4 o- The concentration parameter ;> 0 controls the variation of
the prior distribution with large o encouraging all the variance components to be roughly
equalto 1=(p + q) and small  re ecting prior uncertainty in the variance components. In
some cases, the effects will be grouped and the variance across groups will be decomposed
using a Dirichlet prior, e.g., all xed effects assumed to have the same variance. These ideas
are illustrated through examples below.

2.2.2 Examples
To help xideas, we present a few speci c examples of this prior construction.

Example 1: Gaussian linear regression model: Inthe linear regression setting with no random
effects, the linear predictor is simply

i = ot X

and we have Y;j ;, 2 Normal( ;, ?)sothat = 2 is the error variance. We then take

iJ ;»W Normal (0, ;W)for j=1,...,p.Zhang etal. (2022) study the theoretical properties
of this approach for various prior distributionson W and . In general, this is a global-local
shrinkage prior which has been studied in various contexts (e.g., Carvalho et al. 2010; Polson
and Scott 2012; Polson et al. 2012; Bhattacharya et al. 2015; Zhang and Bondell 2018).
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Example 2: Poisson regression with two-way random effects: For a mixed effects model
with two-way (non-interacting) random effects, the linear predictor is

i= ot X +u19i1+u29i2’

and Y;j ; Poissonfexp( ;)g The membership vectors g;; and g;, indicate the level assigned
to observation i for random effects type one and two, respectively. The variance weights given
to the xed and random effects are determined by the Dirichlet parameter . For example, to
allow each xed effect to have a different variance, we might take Dirichlet ( 1,..., p+2)
where | are xed hyperparameters; on the other hand, for each xed effect to have the same
variance, we might take Dirichlet ( ;, ,, 3)andthenlet ;j ;,W Normal (O,pl ;W) for
j=1,...,pandu, Normal (0, WI)fork=2,3.

Example 3: Weibull model: Survival analysis often uses a Weibull model. For simplicity, we
consider uncensored data but this could be extended to censored data. Let there be a single
random effect so that the linear predictor is

i = ot X +ug

for membership vector g; 2f1....,Lg. If Y; is the survival time, then the model is Y;j ;,
Weibull (e ', ) for shape parameter . If we assume that the xed effects have equal variance,
then j ;,W Normal (O,% 1Wilp)anduj ,,W  Normal (0, ,W I )where Dirichlet ( o, o)

Example 4: Generalized linear regression with spatial random effects: Consider the sce-
nario where we observe data from L spatial clusters (e.g., cities or villages) at spatial locations
S1,...,S. 2R2 Thenlet Y, be the response from location s, 2 R?where g; 2f1,...,Lgis the clus-
ter indicator. Spatial generalized linear models account for correlation between observations at
nearby locations by adding spatially-correlated random effects (e.g., Diggle et al. 1998). Let  u,,
be the Gaussianrandom effectfor cluster g;. Thelinear predictoristhen ;= +X; +u,.Asta-
tionary and isotropic modelassumes E(u;)=0and Var(u;) = ﬁ forall i and Cor(u;,u;)=C(d;;),
where C is a spatial correlation function such as the exponential function C(d)=exp( d= )
and d;; is the distance between locations s; and s;. The covariance structure of the model is
determined by the L L correlation matrix Cwith (i, j)element C(d;; ). The spatial regression
model is then in the form of (2.1) where uj ., W, Normal (0, ,.,W C)and 3 = pnW.
While the covariance matrix of the random effect is no longer diagonal, the derivation of (2.2)

still holds as the different random effect levels have the same variance and the covariance
terms do not appear in the derivation.
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Example 5: Generalized additive model: Non-linear regression models can also be written
as (2.1). Assume that p explanatory variables, X;4,...,X,, are allowed to have a non-linear
relationship with the response variable. The generalized additive model (e.g., Hastie 2017; Klein

etal. 2021) is
X

i= ot  fi(xij)
j=1

forunknownfunctions f4,...,f,. Acommonapproachistomodelthe f;'s using abasis expansion
M

fix)=  Byx) ¥
=1

where B;, ,...,Bij are basis function, e.g., spline functions and ®) are “grouped” xed effects.
This model then ts (2.1) with  X=(X,,...,X,) where X; 2R " Y is such that (X; )i, = B (Xi}),
and =( @7, ®") Then B Normal (O,ﬁ ;W)for j 2f1,...,pgand k 2f1,...,L;g

suchthat ; determines the proportion of the variance allocated to the non-linear effect of Xij -

2.3 Variance Decomposition R? and the R2D2 prior

Gelman et al. (2019), Gelman and Hill (2006) and Zhang et al. (2022) propose measures of
model complexity that we name the Variance Decomposition R? (VaDeR). For the GLMM in
Section2.2,dene E(Y;j ;)= ( ;)and Var(Y;j ;)= 2( ;)which relates the linear predictor to

the response distribution. Gelman et al. (2019) use the empirical de nition of R?2

2 VE (s (X8 UG
" Vf ( 1)!"'1 ( n)jxvg! ,Ug+Mf 2( 1)1"'! 2( n)jxvg1 ,Ug

(2.3)

where M and V are the sample mean and variance operators, respectively.

In(2.3), Vi ( 1),..., ( »)iX,g, ,ugisthe variance of the expectation of future data and
Mf 2( 1),..., ?( ,)iX,g, ,ugisthe expected variance of future residuals, both conditioned
on the explanatory variables, membership vectors and xed and random effects. Because
of this conditioning, Gelman et al. (2019) propose R? as an a posteriori measure of model
t. In principle, however, if the values of X, and g; are known but we had yet to observe the
responsesY;, then the prior distributions of the xed and random effects would induce a prior
distribution on  R2. Then R? is the proportion of variance explained by the model for future
data, conditioned on these variables and our prior information for and u.

While er is an intuitive measure of the t of the model to a particular dataset, for the
purpose of setting prior distributions we follow Zhang et al. (2022). We measure complexity at
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the population level and use the marginal version of R? that averages over variation in both
the explanatory variables and random effect levels ( X and g) as well as parameters (  and u ).
The marginal distribution does not depend on  X; or g; so the observations are exchangeable.
We can then drop the subscript distinguishing them and consider the model for an arbitrary
observation Y with E(Yj )= ( ), Var(Yj )= 2( )and j o,W Normal( ,,W)asin (2.2).

Then R? becomes
_Varf ()9 _ Varf ()g

R¥( o W)= var -
(Y) Varf ()g+Ef 2()g

(2.4)

where Ef 2( )gand Varf ( )gare summaries of the distribution of and thus depend on
parameters and W . For the sake of simplicity, we suppress the dependence on ( o, W)and
write R?( 4, W)= R? for the remainder of the paper. The Supplementary Materials discusses
the relationship between er and R? and shows that under general conditions, an will converge
to R? when both the sample size and number of effective parameters increase.

As denoted by (2.4), the prior distribution of  R? is determined by the joint prior (4, W ). For
Gaussian responses the distribution of R?isinvariantto ,, and so to reduce the problem to
matching univariate distributions, we parameterize the priorfor ~ ( ,, W )asthe conditional prior
for Wj ,and marginal priorfor , . We then selecta prior for W ,sothat R?> Beta(a,b).
By construction, since R? Beta(a,b) conditioned on any ,, R? also follows a Beta(a,b)
marginally over the joint priorfor  ( ¢, W )forany marginal prior 5. Combined with the Dirichlet
prior distribution on the variance proportions, this de nes the R?2 Dirichlet decomposition
prior (R2D2).

The Beta(a,b) prior for R? is our default choice, but in some cases the support of R? can
be restricted to a subspace of [0,1] and a modi cation is required. Typically, when W = 0we
also have Varf ( )g= 0 and thus R? = 0 assuming the distribution of Y| is not degenerate,
i.e., ?( )>0.If, however, Varf ( )g>0when W = 0, then the lower bound of R? R2. . is
strictly greater than zero (e.g. Poisson regression with offsets in Section 2.3.1). Conversely, for
some link functions, R?< 1forall W (e.qg., the zero-in ated Poisson model in Section 2.3.1). In
general, the upper bound of R? R2 _islifandonlyif Ef ?( )g=o Varf ( )g asW !1 .In

max’

caseswhereR?. > 0and/or R? <1, we use aBetaa,b) prior distribution for the shifted and

min max

scaled R? denoted R?=(R? RZ. )=RZ2 ~ RZ2. ). Thisisequivalenttousinga four-parameter

beta distribution for the priorwhere R? Beta(a,b,R2. ,R2_)has density function

min ' ‘max

_ (r2 RZ )a 1(R2 r2)b 1

(r 2)_ min ’ max , 2_ r2 R2 )
(Rr%ax Rmin )a+b 1B(a,b) min max
In most cases, R%m =0and Réax = 1 so unless otherwise noted we simply denote the prior as

R2 Beta(a,b).
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Figure 2.1: Plot of the prior distribution of W for different models to induce R? Beta(a,b)
with ;= 0. The normal case takes 2= 1 and the negative binomial case takes = 2.

2.3.1 Special cases with exact expressions

Below we derive the expressions for the prior distribution for W in several special cases where
the exact prior distribution is available. The prior distributions are plotted in Figure 2.1.

Location-scale models:  The location-scale modelis Y,= ;+ ;, wheretheerrors ; have
mean zero and variance one. Then ()= and ?( )= 2andthus R2=W=W + ?2).
Assuming R? follows a Beta(a,b)and = 1 (or more generally that 2 appears in the prior

variance, ;j % ;,W Normal (0, ? ;W)), Zhang etal. (2022) show that the induced prior
on W is a Beta Prime distribution, denoted W BP(a,b) with density function

l Wa 1
“B@.b)@+rw)b

(w) 0, (2.5)
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where B(, ) denotes the Beta function. From Figure 2.1 (top left), we can see that the BP prior
distribution for W has heavier tails when the expected R?is large (a > b) versus small (a < b).
For 26 1, and not included in the prior variance, i.e., iJ j»W  Normal (0, ;W),the
induced prior distribution for W is a Generalized Beta Prime (GBP) distribution, Wj 2
GBP(a,b,1, ?). The GBP distribution can be obtained via a transformation of a BP random
variable, i.e.,if V. BP(a,b)then W =dV ¥ GBP(a,b,c,d)and has density function

c w ac 1 1+ W c ab
w;a,b,c,d)= —2 5@ b") w0 (2.6)

for a,b,c,d > 0. The GBP reducestothe BPifc =d = 1.
We note a few properties of the GBP distribution. The behavior at the origin is controlled
by the value of ac, with

AW 00

1 ac<l1
H . j— C —_
\ul;no (W,a,b,C,d)—BW ac=1.

0 ac>1

The tail behaviour is controlled by b ¢ with valid meanifonlyif bc > 1. Also, for any model with

W GBP(a,b,c,d)for the overall variance, then the standard deviation has prior distribution

W=  GBP(a,b,2c,d ). As another special case of the GBP,ifa = 1=2,b = =2,¢c = 2 and

d= P " 2 then W isdistributed as a half- t distribution with degrees of freedom and scale
2 Specically, if W GBP(3,3,1, 2),then PW tollows a half-Cauchy distribution with scale
as in Gelman (2006).

Poisson regression:  The Poisson regression model is Y| Poisson(e )and thus () =
2()=e .Since j o,W Normal( ¢,W),e j oW LogNormal ( ,,W ), and thus
eV 1

R?= . 2.7
ew 1l+e oW @)

R2 Beta(a,b)induces (see Supplementary Materials) the prior for W with density

( ] . b) 1 (ew 1)a 1e b ( O+vv=2)(3ew 1) 0 (2 8)
W] o0,a,0)= y W . .
1o B@,b) 2w l+e o w2

The shape of the prior looks very similar to that of the location-scale case but the decay of the
tails is of note. The prior for W has exponential-decaying tails on the scale of E(Y] )=e as
seenin (2.8). But, on the scale of logfE(Y| )g= ,whichisthe same scaleas and u, the prior
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has polynomial-decaying tails. The value of the prioratOis 1 ifa<1,becifa=1andOif
a>1.

Poisson regression with offsets: Poisson regression models often include a xed offset term
N;, e.g., ifi is a spatial region then N; may be taken algthe population of region i. The modelis

k=1

we standardize the log offset terms so that in:llog(Ni) = 0and Varflog(N;)g= 7 and treat

the offset as a random variable independent of each of the other terms in the model. Thus,
i oW Normal( (W + Z)so

Y;j ; Poisson(e ')where ; =log(N;)+ 0+PXi + ! Z, u,.Aswith the other covariates,

) eV 1
R?= — (2.9)
ew 1+ 12e o 3W

where =e &.Because variability in the offset terms remains evenif W = 0, the lower bound

of R?is
R” = L >0 (2.10)
min 1+ 1:2e 0 ) )

In this case, we use the four-parameter beta prior R? Beta(a,b,R2. ,1)conditionedon

min ’

and thatinduces the prior for W with density

Zed ofl+e o 1)
2B(a,b)
f1  +e"?(e” g '(3 e®? e"?)

fl+' e otw2( ew I)gp+b

Wj o, ;a,b)=

,w 0. (2.11)

Negative Binomial regression: The Negative Binomial (NB) distribution generalizes the
Poisson distribution and allows for overdispersion. Let Y| , NB(e , ), parameterized so
that ( )=e and 2( )= e foroverdispersion parameter > 1. Similar to the Poisson
example,

eV 1

R2= . 2.12
ew 1+ e o IW (2.12)

R2 Beta(a,b)induces (see Supplementary Materials) the prior for W, conditionedon , with

densit
Y b (ew l)a la b( 0+w:2)(3ew 1)
~ 2B(a,b) (ew 1+ e ow=jrp

The shape of the prior is very similar to that of the Poisson case, except that is has a greater

(Wj o, ;a,b) 0. (2.13)

probability of a larger value. The value of the prioratOis 1 ifa<1l,be o= ifa=1landOif
a> 1.
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Zero-in ated Poisson regression: Another generalization of the Poisson model is the zero-
in ated Poisson (ZIP) model. In the ZIP model, Y| is zero with probability  ( ) and Pois-
son with mean () with probability 1 (). Then ()=f1 ()9 ( )and 2()=f1

()g ( )1+ () ( )o Aclosedform solution for the R2D2 prior exists for the special case
with ()= forall and ( )=e .Then

1 eV 1
R2= @ X )_ . (2.14)
1 )ew I+e oW=2+ ew
In this case, R?is bounded above by R2. =1  soR? Beta(a,b,0,1 )induces the prior
for W with density:
(ew 1)a 1e b( 0+w:2)(1+ e 0+3w:2)b
wWj o, ;a,b)=
Wi o ) 2B(a,b)ew 1+e o W2+ )atb
(3e" 1+2 e o)
,w 0. (2.15)

(1 + e ot+3w =2)

The value of the prioratOis 1 ifa<1,be P o(l+ e o)’ +e o)*Pifa=1and0ifa> 1.

Weibullmodel:  Consider the Weibull model (without censoring) Y| , Weibull (e , )such
that ()=e 1+ and 2()=e? 1+2 21+ forshapeparameter > 0.Then

) eV 1
ECE
Interestingly, this does not dependon . R?is bounded above by R2_ = 2(1+ )= (1+ 2):=

max

r {( )soR? Beta(a,b,0,r *( ))induces a prior for W with density:

fr( ) 1 e"™(e" 132°*
B@.b) fr( Jew 1gw "

(wj ;a,b)= (2.17)

The value ofthe prioratOis 1 ifa<1,b=fr( ) 1gifa=1andOifa> 1.

2.3.2 Approximate Methods

In some cases, a closed-form expression for VaDeR is not available so in this section we discuss
alternatives.
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Quasi-Monte Carlo (QMC)

Since nding R? reduces to computing complicated integrals, we can use integral approxi-
mation techniques, like quasi-Monte Carlo (QMC; e.g., Morokoff and Ca isch 1995). In usual
Monte Carlo integration, the integral of interest is approximated by summing over a randomly
generated sample of points. QMC is similar except that the points are selected deterministically.
To construct the R2D2 prior, we approximate

. : 1 P—
B (g TmWi 9= (otz W) (2.18)

and

1 —
B0 Wi )=y Aotz W) 219
i=1

where z; is the i =K quantile of a standard normal distribution and m = 1,2. This gives an
approximation of R?foragiven ,and W, which we denote by

B2Wj o) Wi o) TIW] o) (2.20)
W o) TEW o)+ "W o) '
Assuming R? Beta(a,b), thenthe prior for W is
CoL _ 1 52, 1 Y 1 dFNQZ(WJ' 0)
Wj oa,b)= B(a,b)fR Wj o) 1 R*wj o) —aqw Y 0. (2.21)

Since this cannot be represented with elementary operations, in practice, we take a numerical
derivative to evaluate the prior at a given value.

The results in (2.18) and (2.19) make use of the normality of ; from (2.2). The QMC pro-
cedure can be modi ed to account for non-normal . Let F(j o,W) for distribution
function F( j o,W). Then we approximate

K 1

1
B (" “nWi 0= g fal oW

i=1

where g;( o,W)is the i=K quantile of F( j o, W). A similar result holds for approximating
Ef 2( )gwhich then leads to an analogous result to (2.20). In practice, F( j ¢, W) can be
derived analytically if the distribution of  X; is known. A more general strategy is to average over
the empirical distribution of X giving a mixture of normal distributionsfor  F( j o, W).
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Linear approximation

To avoid the grid calculation of the QMC approximation, we also consider a linear approxima-
tion for the rst two moments. Applying a rst-order Taylor series approximation of ( )and
2( Yaround ,gives

Varf ()g f U o)W and Ef ?()g  2( o). (2.22)

Thendenoting s?( ¢)= 2( o) U o) we have

\W

If R? Beta(a,b), the resulting prior for W isWj o GBP(a,b,1,s%( ,)). This result does not
require any distributional assumptions about i other than a nite mean and variance after
transformationby  ()and ?().

Generalized beta prime approximation

The GBP distribution provides an exact solution for the location-scale model in Section 2.3.1,
and an approximate solution for the linear approximation in Section 2.3.2. The prior W
GBP(a,b,c,d)also induces the exact R? Beta(a, b) prior distribution for any model with link
functions Varf ( )g=W¢and Ef 2( )g= d°.The GBP will not give an exact solution in all cases,
butitis a exible four-parameter model which may often provide a reasonable approximation.
Therefore, a general approximation strategy is to nd the valuesof (a ,b ,c ,d )sothatthe
prior W GBP(a ,b ,c ,d )gives an approximate Beta (a,b) distribution for R?2.

The optimal values of (a ,b ,c ,d )dependon ()and ?()aswellas 4 a and b. For
given link functions and parameters, let W (w) be the distribution that gives exactly R?
Beta(a,b). The GBP parameters are then set to minimize the Pearson  2-divergence (Rényi
1961) between the true and approximated PDFs since this metric enforces a close t at both
the origin and in the tails. We found that minimizing this quantity alone, however, led to
unstable solutions, i.e., the surface being maximizing over is “at." This means that vastly
different values of (a ,b ,c ,d ) may lead to GBP distributions that yield roughly the same
approximation of  (w). Thus, we also add a regularization term to shrink the prior towards a
GBP(a,b,1,1) distribution. We regularize toward this distribution because it gives the exact
solution in the location-scale case and can be considered the baseline distribution. This results
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in the following optimization problem:

P8 w L od) @)
(@ ,b ,c ,d )=argmin — (w)dw

,.cd g (W)

+ f( a+( by+(c 1°+(d 1)P°g (2.24)

where > 0is atuning parameter. A larger value of  yields a more stable solution but with a
worse twhereas a smaller value of  vyields a better t but with more instability. We found that

= %1 gives a good balance between t and stability. In practice, the integral is approximated
by asumand (w) is approximated using QMC as in Section 2.3.2, if necessary. Since the
GBP approximation may depend on the QMC procedure which can be modi ed to allow for
non-normality in  , the GBP approach can similarly be adapted to allow for any distribution of

While this approach involves numerical approximation, it is a very good approximation.
Another advantage of the GBP prior is that it can be easily implemented in standard software
such as JAGSr STANPlummer et al. 2016; Carpenter et al. 2017). To specify the prior in
these packages, we use the relationship thatif R?> Beta(a,b)and W = dfR?=(1 R?)g*®, then
W GBP(a,b,c,d). We also prefer to use JAGS®ecause for any generalized linear model with
exponential link function, there is not a Gibbs sampler for the xed or random effects. Moreover,
sampling from the posterior of W requires a non-Gibbs step, e.g., Metropolis-Hastings. Because
of these features, we recommend this method for general use in cases where exact expressions
are not available, and will be the method we consider in the simulation studies.

Since the GBP approximation dependson  ,(and ), this approximation should be updated
with the unknown parameter . This would be time prohibitive, so instead the GBP approxima-
tion is simply found once at the beginning of the analysis at Ao =g( i”:l Y; =n) for link function
g(). Thus, to induce R? Beta(a,b), the rststepisto nd (a ,b ,c ,d )asin (2.24) at AO
(and “MLE. if necessary, the maximum likelihood estimate of the dispersion parameter). After
determining( a ,b ,c ,d ), o(and ) are treated as unknown parameters in the subsequent
Bayesian analysis. In the Supplementary Materials, we report the GBP approximations for
various values of (a,b) and different models. In most cases, the best tting a and b values
are not close to (a,b) which demonstrates the need for this approximation.

Figure 2.2 compares the linear and GBP approximations for the Poisson, Logistic and
negative binomial models to the true distribution. The GBP is nearly a perfect match to the
true distribution in most cases. The linear approximation is reasonable when a=1Db =4, but
very poor when a = 4,b = 1. These examples show that the GBP is a very good approximation
to the true distribution of W.
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In the Supplementary Materials, we conduct a simulation study to compare the R2D2
prior with a standard vague prior, the Horseshoe prior (Carvalho et al. 2009), and the PC prior
(Simpson et al. 2017) while also comparing different combinations of  (a,b). The proposed
method performs favorably across all settings and particularly well in the high-dimensional
regression setting. Indeed, we empirically nd that prior distributions with large prior mass
near R? = 0 yield good shrinkage properties.

2.4 Simulations

The objectives of this simulations section are to compare the proposed method with other
methods, as well as understand how the proposed method performs under different combina-
tions of (a,b). The different combinations of (a,b)that we compare are (1,1),(1,4) and (4,1)
using the GBP approximation of Section 3.2.3.

We consider simulations for linear regression with random effects as Zhang et al. (2022)
already considered the case of xed effects and sparsity. For the generalized linear models,
we consider two cases: Poisson regression with mixed effects and high-dimensional Logistic
regression with xed effects. Throughout these experiments, we consider arange of true  R?
values from 0.35 to 0.66.

We compare the proposed method to two leading methods. For mixed effects cases, we
consider the penalized complexity (PC) prior of Simpson et al. (2017) and for the xed effects
case we consider the horseshoe prior of Carvalho et al. (2010). We also compare with a simple
vague prior. Details of the priors are given below.

We use several metrics of comparison. First, we measure the bias and mean squared error
(MSE) of the observed R?. We compute Iirf using (3.3) and the true value by plugging in the true
values of xed and random effects into the de nition ianS.S). We also compute the difference
between the true  and estimated ~,jj - ji,= _,('; ;)?=. For the random effects
scenarios, we compute the MSE of the estimated random effect variances. Lastly, we measure
the performance of the method as computed by prediction error on hold-out test data, Y
and tted values Y, both of size N = 1000. In the Gaussian case, we compute the MSE as
7 M (Y, Y,)2 In the Poisson case, we compute the log-score as & |, logff (¥; = Y,)g
where f (j )is the probability mass function for a Poisson ( ) random variable. For the Logistic
case, we compute the area under the receiver operator curve (AUC). In each setting we simulate
200 data sets and take the average and standard error of these metrics. For all methods we use
JAGSPIlummer et al. 2016) for posterior computation with 10,000 MCMC samples where the

rst 5,000 are discarded as burn-in.

25



(a) Poisson

(b) Logistic

(c) Negative Binomial ( =2)

Figure 2.2: Comparison of different approximation methods for Poisson, logistic and negative
binomial (= 2) regression models, allwith ;= 0. In many cases the GBP density is very similar
to the exact density and thus obstructs it. The linear approximation, conversely, provides a
poor t.
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Table 2.1: Simulation study results for Gaussian regression with random effects and
mean(R?) = 0.46 and stdev(R?) = 0.08. Averaged over 200 repetitions. Largest standard er-
ror is in the last row and lowest (absolute) value is in bold.

Prior RZbias R*MSE Y MSE 51 MSE 32 MSE
Vague -0.06 0.13 0.34 0.14 0.10
PC -0.04 0.11 0.33 0.12 0.09
R? Beta(l,4)| -005 011 033  0.09 0.07
R? Beta(1,1) -0.02 0.10 0.33 0.12 0.10
R2 Beta(4,1) 0.01 0.09 0.33 0.16 0.13
S.E. 0.01 <001 <0.01 0.01 <0.01

2.4.1 Gaussian regression with random effects

Let = 1and consider two-way random effects without interaction with us;;  Normal (0, 31)
fori=1,...,L,=10and u,; Normal (0, ﬁz)for j =1,...,L,=10where the random effects are

independent. Then Y;; Normal ( o+ uy + Uy, 2). Thus the overall sample sizeis n = L;L,=
100. We take 51 = 0.15, 32 =0.10and 2=0.25sothetrue R> 0.46.

For R2D2, the full prior speci cation is

o Normal ( ,, (2)), u,j ,W Normal (0, W), uy »,,W Normal (0, ,W l),
Wj % GBP@,b,1, 2, Dirichlet ( 1, ,), 2 Inverse-Gammma (ay,b,) (2.25)

for hyper-parameters ,=0, 2=100, ;= ,=1and a,= by, = 0.01. Notice that 51 = ;W

and 32 = L,W. Forthe PC prior, the full prior speci cation is

o Normal( o, ¢),ujj o Normal (0, 7 li).usj o Normal (0, ¢ Isp),

Exp( o), 2 Inverse-Gammma (ao,b,) (2.26)

uq? Us

where ,=0, 2=100, ,= log(0.01)=968and a,= b,=0.01. The ,hyperparameter deter-
mines the penalty for deviating from the null model where large values of o iImply a larger
penalty. As a default choice, Simpson et al. (2017) suggest the value of ;= 10g(0.01)=.968
with interpretation that P ( , > 0.968) = 0.01. This implies (after integrating out ) a marginal
standard deviation for u, and u, of approximately 0.30, which is reasonable for this setting.
This choice of hyperparamters yields a prior R? with a mean of 0.02 and standard deviation
of 0.11. The vague prior is the same as the PC prior except ﬁl, 52 InvGamma (0.5,0.0005)
(Spiegelhalter et al. 2003), which results in a prior R?with amean of 0.22 and standard deviation
of 0.41.
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The results are in Table 2.1. The Beta(1,1) and Beta(4,1) priors do the best at estimating R?.
We can also see that the PC and R2D2 priors are comparable on the holdout Y MSE with the
Beta(4,1) prior performing slightly better. The Beta(1,4) prior has a clear advantage estimating
the random effects variance. The PC and Beta(1,1) priors are comparable on this metric with
the Beta(4,1) and vague priors doing the worst. The PC prior outperforms the vague prior on
all metrics as well as yielding better random effect variance results than the Beta(1,1) and
Beta(4,1) prior. Note that the Beta(1,1) prior does not perform the best on every metric, even
though its prior mean R? is closest to the truth. This is likely because of the bias of the sample
R?2 estimating the population R2? with the random effects in the model (see Appendix A). We
also brie y discuss computation time among the different methods. The average number of
effective samples per second for the random effect variances is 6500, 6300, 3100, 2600 and
2600 for the vague, PCP, Beta(1,4), Beta(1, 1) and Beta(4, 1), respectively. While the vague and
PCP priors are slightly more computationally ef cient, all speeds are on the same order of
magnitude.

2.4.2 Poisson mixed effects model

We consider a mixed effects scenario for Poisson likelihood asin Section3.1.Let X; Normal (0, )
where is from a rst-order auto-regressive process (AR(1)) with =0.8.Let ,=0.25and
consider xed effects ; Normal (0,0.1)for j = 1,...,p = 5. Let there be one random effect
u; Normal (0, 3) for j =1,...,L; = 20where all xed and random effects are independent.
Then Y;; Poissonfexp( o+ X; +uj)gwith i =1,...,m = 5replicates. Thus the overall sample
sizeisn =mL,=100. We take 2 = 0.50 which gives atrue R* 0.66.

For R2D2, the full prior speci cation is

o Normal( o, 2), j 1, W Normal (0, ;Wls), uj ,,W Normal (0, W Iy),
W GBP@ ,b.,c,d), Dirchlet ( 5, ,) (2.27)

for hyper-parameters (=0, 2=3, ;= ,=1.
We compare the proposed method with the PC prior. For the PC prior, the full prior speci -
cation is

o Normal (0, 2), Normal (0, %ls), uj 2 Normal (0, 2l), , Exp( o) (2.28)

for g =3, f =100and ,= 10g(0.01)=.968. The vague prior is the same as the PC prior except
2 InvGamma (0.5,0.0005). Since the xed effects have a xed variance for these two prior

speci cations, if we consider ﬁ = W, then the prior R?2 for the vague prior has a mean of 0.46
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Table 2.2: Simulation study results for Poisson regression with mixed effects and mean (R?)=
0.66 and stdev(R?) = 0.18. Averaged over 200 repetitions. Largest standard errors are in last row
and lowest (absolute) value is in bold.

Prior RZbias RZMSE log-score jj i 2MSE
Vague 0.00 0.06 -1.74 0.57 0.29
PC 0.00 0.06 -1.74 0.56 0.29
R? Beta(1,4) | -0.03  0.07 -1.72 0.47 0.24
R? Beta(1,1)| -0.01  0.07 1.72 0.48 0.29
R2 Beta(4,1) 0.00 0.06 -1.72 0.49 0.30
S.E. <0.01 <0.01 0.01 0.01 0.01

and standard deviation of 0.45. The prior R? mean and standard deviation for the PC prior is
0.11 and 0.20, respectively.

The results are in Table 2.2. The Beta(4,1), PC and vague priors do the best job estimating Rf.
The R2D2 priors give very similar results for log-score and xed effect estimates with all three
of them clearly outperforming the two competing methods. The Beta(1,4) prior again yields
the best estimates of the random effect variance but the PC and vague prior do slightly better
than the Beta(1,1) and Beta(4,1) R2D2 priors. The Beta(1,4) also does the best at estimating
the xed effects with the other R2D2 priors also outperforming the two competing metrics.
Interestingly, the PC prior and vague yield almost identical results across all metrics. Finally,
the average number of effective samples per second for the xed effectsis 100, 100, 190, 160
and 160, and for the random effect variance is 220, 230, 240, 240 and 230 for the vague, PCP,
Beta(1,4), Beta(1, 1) and Beta(4, 1), respectively. All methods have comparable computational
ef ciency.

2.4.3 High-dimensional logistic regression

Lastly, we consider a logistic regression example with sparsity. Let n = 60and p = 50 and
X; Normal (0, )where isfromanAR(1)processwith =0.8.Let ,=05and =(0,B;,0)
where B;  Normal (0, 1) with length 5, i.e., 10% of the covariates are signi cant. This makes the
true R? .37.

For R2D2, the full prior speci cation is

o Normal( o, 2), ;i ;W Normal (0, ;W),
W GBP@a ,b ,c ,d), Dirichlet ( 4,..., ;) (2.29)

for hyper-parameters = 0, g =3, (= 1for k 2f1,...,pg For Horseshoe, the full prior
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Table 2.3: Simulation study results for Logistic regression with n = 60,p = 50, no random
effects and mean (R?) = 0.35 and stdev(R?) = 0.16. Averaged over 200 repetitions. Largest
standard errors are in the last row and lowest (absolute) value is in bold (largest for AUC).

Prior RZbias R2MSE AUC j i,
Vague 0.58 058 0.32 68.65
Horseshoe 0.10 0.20 0.28 8.80

R? Beta(1,4)| -0.03 0.15 031 2.64
R2 Beta(1,1) | 0.07 018 031 5.12
R2 Beta@,1)| 0.17 022 030 7.77
SEE. 0.01 0.0l 001 153

speci cation is
o Normal (0, 2), j .Z NormaI(O,ij %), ,Zi,...,Z, Half-Cauchy (1) (2.30)

where 2= 3. The scale parameter of 1 for the Half-Cauchy distribution is the default choice
given in Carvalho et al. (2009). Despite substantial mass near zero for all  ;, the horseshoe
prior also has heavy tails and thus induces a prior distributionon  R? with a mean of 0.92 and
a standard deviation of 0.16. Lastly, the vague prior takes ; Normal (0,100). Since the xed
effects have a xed variance, the prior R? is effectively a point mass at 0.98.

The results are in Table 2.3. In this high-dimensional xed-effects scenario the sample and
population de nition of  R? are approximately equal (see Appendix A), and thus the Beta(1,4)
prior with mean near the true  R? gives small bias for R2. The vague and Horseshoe prior yield
a large bias in R? because their prior R? has substantial mass near 1 whereas the true R?is
small. The Beta(1,4) and Beta(1,1) priors do the best job estimating R? which is sensible since
their prior mean R?is close to the true mean RZ2. Interestingly, the vague prior yields the best
AUC. However, estimating the xed effects is where the R2D2 priors perform particularly well,
with the Beta (1, 4) performing the best. This is likely attributed to the large prior ~ R? mass at 0,
shrinking the xed effect estimates towards 0. Lastly, the average number of effective samples
per second for the xed effectsis 15, 39, 120, 100 and 84 for the vague, Horseshoe, Beta(1,4),
Beta(1,1) and Beta(4, 1), respectively. Clearly, the R2D2 priors have the greatest computational
ef ciency for this setting.

Summarizing the results of the simulation study, we nd that in most cases the proposed
method outperforms current leading approaches. The proposed method has a particular
advantage when the true R? is small and/ or when there is sparsity in the xed effects with the
priorinducing R? Beta(l,4) performing the best. This is likely the case for the sparse example
because this prior R? has a mode at zero which shrinks the parameters to zero. The proposed
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method also performs well when the true  R? is small and the model has xed effects because
the two competing methods induce a prioron  R? with most of the mass near 1. This is clearly
unrealistic in practice and results in a poor model t. Interestingly, even when the true R2?is
large, the Beta(1,4) prior performs the best among the proposed method in terms of estimating
the xed effects and the variance of the random effects.

2.5 Real data analysis

We now analyze the gambiadata set (Thomson et al. 1999) from the geoORpackage (Ribeiro Jr
et al. 2007) in Rto demonstrate the use of the R2D2 prior in practice. We also consider PC and
vague prior distributions. There are n = 2035 children in this data set with binary response
variable Y; which equals 1 if child i tested positive for malaria and O otherwise. Thereare p =5
explanatory variables including age, indicator of using a bed net, indicator of whether the bed
netis treated, “greenness" of village and indicator of a health center in the area. These variables
are standardized to have mean zero and variance one. There are also the L = 65 villages where
each child lived, along with the spatial location of each village.

We model the village effect as a spatial random effect. As in Example 4 from Section 2.2.2,
the linear predictor is

logitfP (Y, =1j {)g= = o+ X +uy (2.31)

where g; 2f1,...,Lgis the village of response i.We also assume that E(u;) = 0 and Var(u;) = ﬁ
forall i and exponential spatial correlation C;; = Cor(u;,u;)=e€ 4= where d;; isthe distance
betweenvillage i and j and > 0isthe spatial range parameter. Then the full prior speci cation
forR2D2is

o Normal( o, 2), j 1, W Normal(0,; iWls), uj ,W, Normal (0, ,WC),
Uniform (0,2r),W GBP@ ,b ,c ,d ), Dirichlet ( 1, ) (2.32)

for hyper-parameters setto =0, gz 3, 1= ,=1andr isthe maximum distance between
pairs of villages. Note that ﬁ = ,W inthis model. We nd AO = 0.59and (a ,b ,c ,d )are
in Table 2.4 and the resulting prior distributions are plotted in Figure 2.3.

For PC prior, the full prior speci cation is

o Normal ( ,, (2)), Normal (O, fls), uj 3 Normal (O, §C),

Uniform (0,2r), , Exp( o). (2.33)
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Table 2.4: Generalized Beta Prime approximation parameters for

Gambialatawith o= 0.59.

a b a b c d

1 4 (115 2.08 0.91 2.09
05 05057 0.29 090 154
1 1 |147 0.65 0.79 1.67
4 4 | 745 272 0.73 1.63
4 1777 071 0.68 1.45

Figure 2.3: Prior R? and global variance parameter for R2D2 prior for Gambiadata.
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Figure 2.4: Posterior R?, global variance and random effect variance and for vague (uninfor-
mative) prior distributions, PCP and R2D2 for Gambiadata with village spatial random effect.

where =0, 3 =3, 100and = 1o0g(0.01)=.968. The vague prior has the same form as
the PC prior except InvGamma (0.5,0.0005 (Spiegelhalter et al. 2003).
We take 50 000 MCMC samples with the rst 10 000 discarded as burn-in. We present trace

plots in the Supplementary Materials to check convergence of the MCMC chain. For each

2:
1
2

method, the xed effects effects, random effect variance and spatial range parameter appear

to have good mixing. The results are in Figure 2.4 and Table 2.5. We can see that the posterior
distributions of er are almost identical across the different methods. The posterior of W, how-
ever, is quite different across the different R2D2 priors with the Beta(4,1) and Beta(4,4) having
the greatest mean and Beta(0.5,0.5) and Beta(1,1) having the smallest mean. The posterior
distributions of W and 3 are almost identical for the R2D2 priors which means that almost
all of the global variance mass is shifted on the random effect variance and away from the xed
effect variance. The posterior for 3 has the smallest mean for the PC prior, which follows from
the fact that this prior has a mode of zero for this parameter. Lastly, the posterior of is quite
different across the different priors. The PC prior again yields the smallest posterior mean.

2.6 Discussion

In this work, we proposed a novel method for choosing informative prior distributions in the
generalized linear mixed model setting. The proposed prior is exible and interpretable in
terms of overall model t as measured by a Bayesian R2. There are many cases where the prior
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Table 2.5: Posterior mean and standard deviation for er, global variance (W ), random effect
variance ( 3) and spatial range ( ) for each method for Gambiadata considering spatial
random effect.

R2 W 2

u
Method Mean St.Dev | Mean St.Dev | Mean St.Dev | Mean St. Dev
Vague 0.177 0.016 2.057 1.166 | 0.716 0.448
PC 0.173 0.016 1.064 0.422 | 0.336 0.243

R? Beta(%,% 0.172 0.016 | 1.461 0.741 | 1.435 0.739 | 0.501 0.355
R? Beta(l,1) | 0.171 0.016 | 1.891 1.028 | 1.864 1.024 | 0.705 0.432
R? Beta(1,4) | 0.172 0.016 | 1.373 0.677 | 1.346 0.673 | 0.457 0.311
R? Beta(,1) | 0.175 0.016 | 2.613 1.320 | 2580 1.317 | 0.884 0.492
R? Beta(4,4) | 0.175 0.016 | 2.898 1.309 | 2.859 1.304 | 1.028 0.466

R2 can be induced exactly as well as general approximation strategies when an exact form is not
possible. The main approach that we suggest is approximating the global variance prior with a
generalized beta prime distribution because of its exibility and ability to be implemented in
standard software.

If there is domain knowledge available on how well the model is expected to tthe data then
this could be used to inform prior choice for  R?. In the absence of any prior information, we
suggestR? Beta(1, 1) as a reasonable default choice. Choosing R?> Beta(l,4), or another prior
with large mass near 0, is also a good choice, especially when working in a high-dimensional
setting. Combined with an initial estimate of the intercept via a method of moments estimator
and the GBP approximation in the r2d2glmmpackage, we provide a simple and intuitive
method for setting prior distributions in GLMMs.

A limitation of the proposed method is that the hierarchical framework only allows for
random intercepts and not random slopes, for example. Additionally, the nite mean and
variance requirement precludes applications to some models, e.g., extreme value analysis
(Coles et al. 2001). We have also not proven concentration or shrinkage properties which
is an avenue for future work. We could also extend the method to allow for other survival
analysis settings beyond the uncensored Weibull model and models that are not GLMMs such
as Bayesian deep learning.
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CHAPTER

3

SPATIAL REGRESSION MODELING VIA THE
R2D2 FRAMEWORK

3.1 Introduction

In the last chapter, we derived and studied the R2D2 prior for GLMMs. In this chapter (Yanchenko
et al. 2023a), we propose a principled prior framework for Gaussian process spatial models
using the R2D2 framework. We show that a beta prior distributionon ~ RZ is (approximately)
equivalent to a conditional generalized beta prime distribution on the linear predictor vari-
ance, which includes the marginal spatial variance. This derivation conditions on other spatial
parameters which allows the proposed method to accommodate virtually any correlation
structure, e.g., non-stationarity. We also derive an ef cient MCMC sampler which consists
almost entirely of Gibbs sampling steps. Finally, we apply the proposed method to a marine
protection area data set to study the effects of marine policies and nd that certain shing
restrictions lead to a small increase in aquatic biodiversity. As in the previous chapter, the
resulting prior speci cation provides both an interpretable method to select a subjective prior,
and a default approach in the absence of prior information.

The layout for this chapter is as follows. In Section 3.2 we present the modeling framework.
Section 3.3 derives the prior distribution and discusses its properties. Computation is the topic
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of Section 3.4 and we apply the method to simulated date in 3.5 and to a marine protection
area data set in Section 3.6. We close with a discussion in Section 3.7.

3.2 Spatial Gaussian process model

We introduce the method for a Gaussian spatial regression model with xed effects. For observa-
tion i 2f1,...,ng letY; be the response, s; 2R 2 be the spatial locationand X; =(X;,...,X;,)be
a corresponding vector of explanatory variables. We alsode nethe n p matrix X= (X[, ...,XI)T
andn 2matrix s=(sj,...,s)". The standard spatial regression model is

Yi= ot X + 47 (3.1)
where gistheintercept, =( 4,..., )" isavectorof xedeffects, =( 4,..., ,)" arethe
spatial random effects and "; d Normal0, 2)isnon-spatialerror. Wedene ;= o+X + |

as the linear predictor for observation i.

3.2.1 Modeling framework

The covariance of the xed and random effects are parameterized in terms of an overall variance
parameter W > 0, spatial correlation parameters and proportions  =( 4,..., p+1)With
p+1
;> 0and i=1
random effects. Speci cally,

; = 1. The elements of  apportion variance between the xed and spatial

j 2w, Normalo,, W )and j %W, |, Normalo,, * ,«sW ) (3.2

where 0,, is a vector of zeros oflength m, isap p diagonal matrix with diagonal elements
fo.... pg isthe n n spatial correlation matrix (for notational convenience we will
often denote the spatial correlation matrix simply as ),and ? .We stress that the prior
construction is conditional on the spatial correlation matrix : therefore the framework holds
for virtually any correlation function, e.g., Matérn, anisotropic, etc.

The ensuing derivations treat the explanatory variables X as xed. It is common practice to
standardize X such that its columns have mean zero and variance one, although the results still
hold even if this is not the case. We recommend standardizing X sothat 2W isthe average
marginal global variance of the linear predictor i (see Supplemental Materials). Indeed, W is
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then the average signal-to-noise ratio, i.e.,

1% var ) Aw
n_ Vart,) 2

=W.

3.2.2 Dirichlet decomposition

The parameters  determine the relative variance of the model apportioned to each xed effect
and the ssz;tial effect. The proportion of variance allocated to the spatial effect is p+1 and
1 = ‘1.3:1 j is the proportion of variance allocated to the xed effects. We could consider
these parameters as xed or give them a prior distribution, e.g., Dirichlet ,,..., 1) We
oftentake ;= = ,.; asdefaultchoice of these hyper-parameters. The concentration
parameter o> 0 controls the prior variation with large o encouraging all the variance com-
ponents to be roughly equal to 1=p + 1) and small , encouraging prior uncertainty in the
variance components. Another default choiceis ;= = ;= % and 1= % if itis expected
that the xed and spatial effects contribute equally to the global variance. Lastly, if we believe
that the variance is the same for each xed effect, then we can de ne a new parameter, ) , such
that = =( 4, ,) Dirichlet o, o). Thenweset ;= ;=p for j 2f1,...,pgand ,,;= ,to
enforce equal variance for all xed effects. We suggest this nal parameterization as a default
choice due to its simplicity.

3.3 Spatial R2D2 prior

The goal of this work is to chose prior distributions that induce a desirable distribution on

the Bayesian coef cient of determination, er, from Gelman et al. (2019) de ned below in
Section 3.3.1. To achieve this, we specify a prior distribution for W given and thatinduces
aBeta(a,b) on R2. Since the prior for R?is Beta(a,b)forall and ,the marginal distribution
of R?over and isalsoBetaa,b). Inthis sense, the priorfor R described below is a function
of the joint prior distributionof W, and

3.3.1 Bayesian coef cient of determination

Ifwedene ; asthesignaland "; asthe error, then R? (Gelman et al. 2019) is

R? = (3.3)
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where v, = i (i 7)An 1)isthe sample variance of the signal and = i inzl i=n is the
sample mean.! The interpretation of v, is the variation of the expectation of future data,
conditioned on the xed and spatial effects as well as the explanatory variables and spatial
locations. Since v, is the variance of the modeled predictive means, and the predicted means
depend on model parameters, then v, is conditional on the distribution of the xed effects.
Therefore, er measures model complexity because a more complex model can explain more
variation in future data than a simpler model. For example, with W = 0implying =0, and
=0,,then ;= ,istheintercept-only modeland v, = er = 0. Thus, a prior for W with mass
near zero corresponds to a prior for R? with mass near zero and shrinks the prior to the simple

intercept-only model.

3.3.2 Priorderivation

While Gelman et al. (2019) proposed er as an a posteriori measure of model t, we use er
to determine the prior distribution of covariance parameters. We view X and sas xed and
thus ; is arandom function of and ,whose distributiondependson W, and in(3.2).
In this section, we specify a priorfor W given and so that averaging over the joint prior
distributions , and W givesR? Betaa,b).

In order for Rﬁ Betaa,b), the variance v, must have generalized beta prime (GBP) dis-
tribution (Johnson et al. 1995; Yanchenko et al. 2021), i.e.,v, GBRa,b,1, 2). The GBP
distribution can be obtained via a transformation of a beta random variable: if U Betaa,b),
then X =dfu=1 U)g*™® GBRa,b,c,d)and has density function

C g
(x;a,b,c,d)= , X 0

fora,b,c,d > Owhere B(, )isthe betafunction. The GBP reducestothe beta prime distribution
ifc=d=1.
To specify the prior we write

vy =(X + )PX + ), (3.4)

where P=(1, nlln 1I)=(n 1), 1, isthe n n identity matrix and 1, is the vector of ones of
length n. Since the xed and spatial effects are assumed independent and we condition on

X, X + follows a normal distribution with mean zero and covariance 2W (X X'+ p+1 )
Then the distribution of v, can be equivalently writtenintermsof Z=( 2W) (X + )where

We do not derive the prior distribution in terms of the ~ marginal Bayesian R? as in Zhang et al. (2022) and
Yanchenko et al. (2021) because this marginalization removes the effect of the spatial parameters
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Z Normal0,,X X"+ ,,; )and
v,= WS (3.5)

where S=Z"PZ. Thus,v, = ?WS GBRa,b,1, ?)isequivalentto WS BP(a,b).

To specify a prior distribution for W so that the product W S has a beta prime distribution
requires an understanding of the distributionof ~ S. The classical quadratic form results that yield
a chi-squared distribution do not apply here because the covariance of  Zis not idempotent.
Thus, the true distribution is a weighted sum of 12 random variables. Instead of working with
the exact distribution, we approximate it by a gamma distribution with the same mean and
variance (e.g., Box 1954). By properties of quadratic forms,

ES)= s=tr(PX X")+ ,.tr(P )
VarS)= Z=2urfP(X X'+ .1 PX X'+ 41 )g

approx.

So,S Gammg , )where = Z= Zand = 2= sand | isthescale
parameter.
SinceWS BP(a,b)and Sappmx'Gamma _, . ), thenthe conditional distribution of

W given and is specied by the hierarchical model
W =U,V (3.6)

where U; BP(a,b)and Vj , IG ., | )andIG@b,,b,)is the inverse gamma distri-
bution . This expression shows that the distribution of W is conditional on the spatial and
variance allocation parameters, and , respectively. This allows trivial extensions of the
prior construction to different spatial variance models. The distribution of R, however, is
unconditional on any model parameters because of this construction.

The distribution in (3.6) is not standard so we would like to write it in a more manageable
form. We begin with the following proposition.

Proposition1. IfXj Gammga, 1)and Gammgb,1),then X BP(a,b).
By Proposition 1, (3.6) is equivalent to

Gammab,1), WijXs, , , UyV (3.7)

where U, Gammda, ). We utilize this form of the distribution for computational purposes,
but we can further simplify it for better conceptual understanding.

Proposition2. If X, Gammdéa,,b;)and X, Gamméa,,b,),then X,;=X, GBRa,,a,,1,b;=b,).
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Therefore, an equivalent expression of (3.6) and (3.7) is
Gammgb,1), WijXs, , , GBRa, ,1,( ). (3.8)
We can, thus, write out the full prior speci cation:

j 2w,  Normalo,, *W ),

i W, ,  Normalo,, * ,./W ),
wj, , GBRa,  ,1,( . )" (3.9)
Gammgb, 1)

Dirichlet( o,..., o).

Taking , Normal o, 2), ? |G, bp)and () completes the model. Since this prior
speci cation was induced by a prior distribution on R2 and the variance is apportioned to the
xed and spatial effects through the Dirichlet decomposition, we name this the spatial R2D2
prior as in Zhang et al. (2022) and Yanchenko et al. (2021).

3.3.3 Properties

We now explore different properties of the spatial R2D2 prior. First, the unconditional distribu-
tion (not dependingon ) of W is not analytic, but we can nd its unconditional prior mean
and variance.

Proposition3. Let Gammgb,l)andWj GBRa, ,1,( . )Y.If ,b>1then

a

E =
W= —""1p 1

and E(W)=1 otherwise.If  ,b> 2, then

a@+ 1) .\ a2
2, 2, b b 2 2 ( , b 12b 2

Varw) =

and Var(W)=1 otherwise.

While ~ and = are complex functions of the explanatory variables, spatial locations
and spatial covariance matrix, a and b can be tuned to enforce certain propertieson W . For
example, the expectation of W increases asa=b increases (which also increases the prior mean
of er) and b > 2isrequired for both nite and mean and variance. Conversely, if b is large then
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Figure 3.1: Prior distribution of W for different combinations of (a,b).

there is large prior mass near er = 0 and the prior mean of W isalsosmall.Ifa<landb 1,
then W has in nite expectation (i.e., heavy tail) as well as a mode at 0, a desirable property of
shrinkage priors (e.g. Carvalho et al. 2009; Bhattacharya et al. 2015; Zhang et al. 2022).

We also plot the prior distribution of W under different settings. Let n =100,p =5, =
(0.1,0.1,0.1,0.1,0.1,0.5) and X;; "°
[0,1]% and we use the Matérn correlation function with = = 0.5. In Figure 3.1 we plot the
prior distribution of W for (a,b)2f(1,1),(1,4),(4,1),(4,4),(0.5,0.5)gfor a particular realization
of Xand s. For priors with large mass near R=0, e.g.,(a,b)=(1,4), the prior for W has a mode
at W = 0. On the other hand, the distribution of W for (a,b) =(4,1) has much heavier tails.

In Table 3.1 we report the prior mean and variance of W for the same settings as above

Normal(0, 1). The locations s; are sampled uniformly from

butlet 2f0.2,0.4,0.6,0.8,1.0g. Again, these results are for a speci c realization of covariates
and sampling locations. To ensure nite mean and variance of W we take (a,b) = (4,4). As
the spatial correlation increases, both the mean and variance of W increase since the model
cannot capture the same amount of spatial variation without W increasing. This highlights the
interplay between  and W for determining the prior distribution.

Since the prior distribution of W is highly dependenton 5 and g we are interested in
their behavior for several speci c correlation structures without covariates, i.e., p+1= 1. Recall
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Table 3.1: Values of parameters ~~ and = and summaries of prior distribution of W for
(a,b) =(4,4) and different values of the spatial range parameter

. |Ew) varw)
0.2 6.63 0.14| 1.70 3.68
0.4 | 537 0.16| 197 5.56
06| 472 016 2.21 7.62
0.8 432 0.17| 2.40 9.72
1.0| 4.05 0.17| 2.57 11.82

that the prior for W in(3.6)is WSj , BP(a,b) for scaling factor S thatis (approximately)
distributed as agammarandom variable withmean  gand variance g This mean and variance
depend on the spatial correlation matrix and therefore studying their forms can illustrate how
spatial correlation affects W 's prior distribution. In the following examples, we consider three
speci c spatial correlation structures and their effect on the prior distribution of W'

Example 1 — Compound symmetry First consider the compound symmetry model with
correlation  between all observations. Then

@ )y

<=1 and 2=2 .
n 1

S

Therefore, if < 1then S! ¢ in distribution and, in particular, if the observations are
independent with = 0 then S converges in distribution to oneand W  BP(a,b) as in
Zhang et al. (2022). On the other hand, if = 1then Sis degenerate at zero. In this extreme,
the covariance is singular and restricts v, = 0 so that no prior for W can achieve the prior
RZ Beta@a,b). For nearto butlessthanone, Shasmean and variance near zero implying
the prior scale of W must be large to compensate for the restrictions of v, induced by the
correlation.

Example 2 — Blocked compound symmetry Next assume the n locations are partitioned into
m blocks, each with n=m locations, and the correlation is within block and zero between

blocks. Then
1n m

mn 1

s =

We recover the compound symmetry result for m = 1 and the mean increases as the number of
blocks m increases and/ or as the correlation decreases. As the number of blocks increases, the
number of correlated observations decreases which causes the prior mean of W to decrease
since the mean of W and S are inversely proportional. Put another way, a smaller spatial
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correlation does not require as large ofa W to capture the dependency.

Example 3 — Matern correlation For the general Matern (or any other) spatial correlation
model we have X
2 Ef (D
=1 — di)! 1
S n (n 1) ” ( i] ) ( )g
asn!1  where the expectation is with respect to the sampling distribution of the spatial
locations *. If the correlation function is convex (e.g., exponential), then
2 X -
=1 —— di;) 1 d
S n (n 1) . ( ij ) ( )
i<j

where d is the average distance between points. Again, we see that ¢ isinversely related to
the strength of spatial correlation.

3.4 Posterior computation

The posterior distribution is approximated using a combination of Gibbs and Metropolis-
Hastings sampling. We use the formulationof W from Proposition 1. Speci cally, Gammb, 1),
Uj Gammg, '),V IG , ')andthen W =UV.Additonally,let Z giG , , )
be a generalized inverse Gaussian distribution with density function p(z)/ z ‘lexpf ( z+
z= )=2g. The MCMC sampler is then as follows.

1. Y. X , , 2 NormalVM,V)where M = £1T(Y X )+ % candV =(n= 2+
0

= )1

2. jY,X, ,U,V, , 2 NormalV;M;, 2V)where M; = XYY ,1, )andV;=fXX+
uv )'g!t

3. jY. X, LUV, , ? Norma(V,M,, 2V,)where M,=(Y o1, X )andV,=fl,+
( p+1UV )lgl

4. 3y, , UV, , IGay+n +p=2,bp+f(Y o1, X XY o1, X )+
WV )t + UV ) 2

5' UJ l 1V! ] ] gl(-:'(z 1 0( 2V ) ! + O( 2 p+lV ) ! 1a' (n +p):2)

6.Vj , U, . IG  +(n+p)=2, *+3f LU )+ L2 U )9

While in the prior construction we considered the spatial sampling locations to be xed, for theoretical study
it is more convenient to treat them as random.
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7. jJU Gamm@a+b,1+U)
8. jo . .UV, 2 Metropolis-Hastings step.
9. jo . LUV, 2 Metropolis-Hastings step

Since and are not conjugate, they require a Metropolis-Hastings step to update. Let
©) be the value of ~ at step t of the sampler. Then the candidate value is drawn from
Dirichletc, ©)for some hyper-parameter c,. Using a similar de nition and assuming
that the spatial correlation model is Matérn with xed , the candidate value is drawn from
log Normallog ®),c,)for hyper-parameter c,.Both ¢, and ¢, are tuned during the burn-in
stage to ensure an acceptance rate between 20% and 50%.
Although the steps of the algorithm are straightforward to implement, they can be slow for
large n. The distributionfor W dependson  and  whicharefunctionsof and .Since
and are updated each iteration of the sampler, so too must ~and  beupdated. But
these terms depend on traces of matrix multiplication so this is a computationally expensive
process. This computational burden can be Qitigated by the following observation. For some
matrix Awith eigenvalues f g, tr(A)= ., ;andtr(A?)= [, 2 Thus, we can replace
the computations of the trace of squared matrices with the sum of eigenvalues. Since we only
require the eigenvalues (and not the eigenvectors), this can be donein O (n?) as compared to
the O(n3) needed for matrix multiplication. Additionally, these eigenvalues only need to be
computed once per iteration since g/ tr(A)and é/ tr (A%2) where A= P(X X" + p+1 )

3.5 Simulation study

We conduct a brief simulation study to compare the proposed R2D2 prior framework with that
of a vague/ uninformative prior and the penalized complexity (PC) prior (Fuglstad et al. 2019).

3.5.1 Data generation model
We generate the response, Y;, from a normal likelihood:
Yi= ot X + ;+"

where 2R P arethe xed effects, ; isthe spatial effect of response i and ", i Normal(0, ?2)
fori =1,...,n. We generate the xed effects with AR(1) auto-correlation i.e.,

X;  Normal0,, x)
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where , has an AR(1) auto-correlation, i.e., Cor(X;;,Xx) = ril ¥ for j 6 k and r 2 (0,1).

Additionally, we generate the true value of the xed effects from i Normal0, 2 2)for

j=1,...,p.Next, Normal0,, ? 2 )where has an exponential correlation structure, i.e.,

R
ij=¢€ ™

where dj; = jjs; s;]j is the distance between the sampling locations of observations i and j,
and isthe spatial range parameter. We generate sampling locations, s;, randomly within the
unit square.

3.5.2 Prior speci cations
We compare the proposed R2D2 prior with a vague prior and PC prior. For the R2D2 prior, the

full model speci cation is

i %4 ;W Normalo, > ;W),j=1,....p, j % p,W, Normal0o,, * ,.,W ),
Gammgb,1), Wj , , GBRa, ,1,( . )b (3.10)

To complete the prior speci cation,welet ~ , Normal (0,100), =( 4,..., p+1) Dirichleqd,..
2 1G30.10,0.10 and log( ) Normal 2,1). We consider (a,b)=(1,1),(1,4) and (4,1).
For the vague prior, we take

Normalo,, *1,), j % 2, Normalo,, 2 2 ), 2 1G3(0.10,0.10

wherewe x 2 =100and the rest of the parameters have the same prior distribution as in the
spatial R2D2 prior. From Fuglstad et al. (2019), the PC prior is

Normalo,, 21,), j % 2, Normal0o,, * ?),

Exp( log( )= o), IG(1, log( ) o)

whereweset =0.05, =10 and ;= =l10as perFuglstad etal. (2019), where  and
are the true values of the spatial variance and range, respectively. Again, all other parameters
have the same prior distributions as above.
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3.5.3 Settings and metrics

For data generation, we set p = 10and r = 0.8. We also choose ?=1, 2= 2=0.5%2and
vary n = 100,200and = 0.1,0.2,0.3 for a total of six simulation settings. This leads to a
true Rf 0.67. We generate 11,000 MCMC samples and discard the rst 1,000 as burn-in. We
compute the root mean squared error (MSE) loss between the true value and posterior median
for , 2, , er as well as the frequentist coverage of the 95% credible intervals. Note that
the true RZis calculated as Var( i,..., ,)=fVar( ;,..., ,)+ 2gwhere ;= ,+X + ;for
i =1,...,n. We average the results over 50 simulations for each combination of n and

3.5.4 Results

We report the results in Tables 3.2-3.7. For estimating , all methods perform comparably
in terms of both MSE and coverage, with the R2D2 prior yielding slightly lower MSE values
when n = 100. The results appear to be independentof , while MSE decreases asn increases
for all models. Additionally, the different R2D2 priors perform almost identically. The R2D2
priors perform notably better than the Vague and PC priors for estimating the spatial marginal
variance 2. The Vague prior has large MSE values but good coverage. The PC prior performs
better than the Vague priorwhen n = 100, but slightly worse when n = 200in terms of MSE, and
consistently has the lowest coverage. Again, the R2D2 priors are similar in terms of both MSE
and coverage. Moreover for all methods, the MSE results do not decrease when n increases
to 200. As for estimating , when n = 100, the Vague and R2D2 priors yield the lowest MSEs.
When n = 200, however, the R2D2 prior slightly outperforms both Vague and PC. Each method
yields slightly lower MSEs when n is larger. Finally, MSE and coverage are comparable across
methods for estimating RZ.

3.5.5 Discussion

We close the simulation study section with a brief discussion. First, each method yields com-
parable results for estimating . Since each of the prior frameworks focuses on the spatial
variance and range parameters, the similar results for estimating the xed effects is to be
expected. The main focus of the simulation study, however, is comparing the estimates of the
spatial parameters. For 2, the Vague prior distribution has non-trivial mass at large values,
which leads to overestimating 2 and thus high MSE. The PC and R2D2 priors, on the other
hand, explicitly shrink the estimates of 2 which generally leads to lower MSE values. It is
evident that the R2D2 prior has greater shrinkage as it has signi cantly lower MSE values than
both Vague and PC. Across all setting, the Vague and R2D2 priors yield comparable MSE values
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Table 3.2: Simulation study results for n = 100and

= 0.1. MSE is root mean squared error

loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.
Standard errors are in parentheses. The best values for each column arein bold.

2 RZ
Method MSE Cov. MSE Cov. MSE Cov. MSE " Cov.
Vague | 0.23(0.01) 0.96 0.30(0.08) 0.96 0.05(0.01) 1.00 0.06(0.01) 0.98
PC 0.23(0.01) 0.95 0.25(0.01) 0.34 0.08(0.00) 0.74 0.06(0.01) 0.80
R2D2(1,1) | 0.21(0.01) 0.94 0.13(0.01) 1.00 0.04(0.01) 1.00 0.07(0.01) 0.94
R2D2 (1,4) | 0.22(0.01) 0.93 0.14(0.01) 0.92 0.05(0.01) 1.00 0.09 (0.01) 0.86
R2D2 (4,1) | 0.20(0.01) 0.95 0.14(0.02) 1.00 0.05(0.01) 1.00 0.06(0.01) 0.96

Table 3.3: Simulation study results for n = 100and

= 0.2. MSE is root mean squared error

loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.
Standard errors are in parentheses. The best values for each column are in  bold .

2 R2
Method MSE Cov. MSE Cov. MSE Cov. MSE " Cov.
Vague | 0.22(0.01) 0.96 0.30(0.05) 1.00 0.09(0.01) 1.00 0.06 (0.01) 0.94
PC 0.23(0.01) 0.94 0.25(0.00) 0.32 0.16(0.00) 0.68 0.05(0.01) 0.88
R2D2(1,1) | 0.21(0.01) 0.95 0.10(0.01) 1.00 0.07(0.01) 1.00 0.04(0.01) 0.98
R2D2 (1,4) | 0.21(0.01) 0.94 0.10(0.01) 1.00 0.07(0.01) 1.00 0.05(0.01) 0.98
R2D2 (4,1) | 0.20 (0.01) 0.95 0.12(0.01) 1.00 0.08(0.01) 1.00 0.04(0.00) 1.00

and both outperform PC when estimating . Since the PC prior forces the estimate of 1
this could be leading to a large, positive bias and thus, larger MSE. The R2D2 construction

only indirectly affects the prior distribution of (since W 's prior distribution is conditional
on ), so the similar estimation to the Vague prior is reasonable. Additionally, Zhang (2004)
proved that neither

2 nor are consistently estimable under the in- Il asymptotic setting.

This explains why the MSE values for 2 do not decrease with increasing n and while there
is only a small decrease for . Finally, each method yields similar estimates of er. Since this

is largely driven by estimates of the xed effects and response variance 2, and these are

similar across models, this is a sensible result.

3.6 Marine protection area data analysis

3.6.1 Data and model

Marine Protection Areas (MPAs) have been established around the globe to preserve aquatic
biodiversity. Gill et al. (2017) collected data to understand the effects of these policies on
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Table 3.4: Simulation study results for n = 100and

= 0.3. MSE is root mean squared error

loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.
Standard errors are in parentheses. The best values for each column are in  bold .

2 RZ
Method MSE Cov. MSE Cov. MSE Cov. MSEn Cov.
Vague 0.23(0.01) 0.96 0.25(0.04) 0.98 0.14(0.01) 1.00 0.05(0.01) 0.94
PC 0.24(0.01) 0.95 0.23(0.01) 0.44 0.24(0.00) 0.58 0.04(0.01) o0.86
R2D2(1,1)| 0.21(0.01) 0.94 0.11(0.01) 0.98 0.14(0.01) 1.00 0.04(0.01) 0.92
R2D2(1,4) | 0.21(0.01) 0.93 0.11(0.01) 0.96 0.13(0.01) 1.00 0.05(0.01) 0.94
R2D2(4,1) | 0.21(0.01) 0.94 0.13(0.02) 1.00 0.14(0.01) 1.00 0.04(0.01) 0.96

Table 3.5: Simulation study results for n = 200and

= 0.1. MSE is root mean squared error

loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.

Standard errors are in parentheses. The best values for each column are in  bold .

2 RZ
Method MSE Cov. MSE Cov. MSE Cov. MSE " Cov.
Vague | 0.16(0.01) 0.94 0.23(0.07) 0.98 0.06(0.01) 1.00 0.04(0.01) 0.94
PC 0.16(0.01) 0.94 0.29(0.05) 0.70 0.07(0.00) 0.94 0.06(0.01) 0.80
R2D2 (1,1) | 0.15(0.00) 0.94 0.13(0.02) 0.94 0.05(0.01) 1.00 0.04(0.01) 0.94
R2D2 (1,4) | 0.15(0.00) 0.95 0.12(0.01) 0.92 0.05(0.01) 1.00 0.04(0.00) 0.96
R2D2 (4,1) | 0.15(0.00) 0.94 0.14(0.03) 0.98 0.05(0.01) 1.00 0.04(0.01) 0.96

Table 3.6: Simulation study results for n = 200and

= 0.2. MSE is root mean squared error

loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.
Standard errors are in parentheses. The best values for each column arein  bold.

2 R2
Method MSE Cov. MSE Cov. MSE Cov. MSE " Cov.
Vague | 0.16(0.01) 0.93 0.19(0.03) 0.94 0.11(0.01) 1.00 0.03(0.00) 0.96
PC 0.16 (0.01) 0.94 0.21(0.02) 0.84 0.12(0.01) 0.96 0.03(0.00) 0.98
R2D2 (1,1) | 0.15(0.01) 0.93 0.11(0.01) 1.00 0.07(0.01) 1.00 0.02(0.00) 0.98
R2D2 (1,4) | 0.16 (0.01) 0.92 0.11(0.01) 1.00 0.07 (0.01) 1.00 0.03(0.00) 0.96
R2D2 (4,1) | 0.15(0.01) 0.93 0.11(0.01) 1.00 0.07(0.01) 1.00 0.02(0.00) 0.98
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Table 3.7: Simulation study results for n =200and = 0.3. MSE is root mean squared error
loss with posterior median and Cov is frequentist coverage of 95% posterior credible interval.
Standard errors are in parentheses. The best values for each column arein bold.

2 RZ
Method MSE Cov. MSE Cov. MSE Cov. MSE " Cov.
Vague | 0.15(0.01) 0.97 0.15(0.02) 0.98 0.12(0.01) 1.00 0.04(0.01) 0.90
PC 0.15(0.01) 0.96 0.19(0.01) 0.90 0.19(0.01) 0.88 0.04(0.00) 0.94
R2D2(1,1) | 0.14(0.01) 0.96 0.11(0.01) 0.98 0.11(0.01) 1.00 0.03(0.00) 0.94
R2D2(1,4) | 0.14(0.01) 0.95 0.10(0.01) 0.96 0.10(0.01) 1.00 0.04(0.00) 0.98
R2D2 (4,1) | 0.14 (0.01) 0.96 0.11(0.01) 1.00 0.10(0.01) 0.98 0.03(0.00) 0.94

conservation efforts. The response variable, Y;, is the logarithm of the biodiversity at site s
where a larger value of the response means greater biodiversity, a goal of conservationists and
scientists. For this analysis, we consider the observations around Australia, as seen in Figure
3.2. Australia is known for its vast and unique collection of species (e.g., Butler et al. 2010) as
well as being home to two biodiversity hotspots on the east and southwest coasts. Biodiversity
hotspots are geographical regions that are rich in species, particularly those that are endemic,
rare and/ or endangered (Myers 1988; Reid 1998).

The spatial locations of the n = 471 observations shifted and scaled to tin the unit square.
We also selectp = 9 explanatory variables: multi-use (0) vs. no-take (1) regulation indicator;
depth (m); wave exposure (kW / m); distance to shoreline (km); distance to provincial capital
market (km); coastal population (within 100 km  2); minimum sea surface temperature (2002-
2009, C); Chlorophyll-a (2002-2009, mg / m?); and reef area within 15 km. These explanatory
variables are centered and scaled to ensure each column has mean zero and variance one.
Of primary interest is the indicator variable for whether the sampled location was under a
multi-use (MU) or no-take (NT) restriction. MU regions have restrictions on shing practices
but still allow for some shing whereas NT zones have a total ban on shing. One question is
whether there is a signi cant difference in biodiversity between the MU and NT zones after
accounting for the other covariates.

In addition to these covariates and the spatial random effect, we also include a random
intercept for the MPA, which is straightforward to incorporate into our prior framework. The
model is then

Yi= ot X +Ziu+ ;+"

where Z;- = 1if site i corresponds with MPA region " and 0 otherwise for *~ 2f1,...,L = 37g For
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Figure 3.2: Logarithm of the biodiversity for locations around Australia.

the R2D2 prior, the full model speci cation is

j % oW Normal0,,z 2 ;Wlp), uj % W Normal0., ? ,Wl,),
i % W, Normalo,, * ;W ), Gammg,1),wWj , , GBRa, ,1,( . )b
(3.11)

where is modeled with an exponential correlation structure, i.e.,

ij= € =
where d;; = jjs;  s;jjj. is the distance between the sampling locations of observations i and j,
and = isthe spatial range parameter. The exponential model is a special case of the Matérn
correlation structure with smoothness parameter = 1=2 (Stein 1999). To complete the prior
speci cation,welet , Normal (0,100), =( ;, ,, ) Dirichlet1,1,1), 2 130.10,0.10)
and log( ) Normal( 2,1). For computing the hyperparameters ~and  ,wehave g=
tr(A)and 2= 2tr(A%) where

A=P(EXXT+ ,ZZT+ 5).
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We consider several version of the spatial R2D2 prior with  (a,b)2f(0.5,0.5), (1,1), (4,1), (1,4)g
to understand the effects of the Rf prior distribution on the results. We found that the results
were mostly insensitive to hyper-parameter choices and report a brief sensitivity analysis in
the Supplemental Materials.

For comparison, we also consider a vague prior and the penalized complexity (PC) prior
(Fuglstad et al. 2019). For the vague prior, we take

Normal(0,, *1,), uj ? 2 Normalo,, * 21.),

j 2 2 Normalo,, 22 ), 2, ? 130.10,0.10

u’

wherewe x 2 =100and the rest of the parameters have the same prior distribution as in the
spatial R2D2 prior. From Fuglstad et al. (2019), the PC prior is

Normal(0,, *I,), uj ? 2 Normalo,, * 21,), j 2 2  Normalo,, > ? ),

2 1G(0.10,0.10, Exgl log( )= o),  1G{1, log( ) o)

wherewe set =0.05, ,=10and = 0.01as per Fuglstad et al. (2019). Note that these hyper-
parameter choices ensurethat P(< ;)= and P( > ()= .Again, all other parameters
have the same prior distributions as above. For all models, we take 10,000 MCMC samples as
burn-in, 100,000 to monitor convergence and thin the results by saving every fth sample. To
allow for a fair comparison, we coded all methods by handin R The code for the R2D2 prior is
available at: https://github.com/eyanchenko/r2d2space

3.6.2 Results

We report the posterior median and 95% credible interval for several parameters of interest
in Table 3.8 as well as plot the posterior distribution of Rf and W in Figure 3.3. In the Supple-
mental Materials, we also report representative sample of trace plots in addition to results on
computation time and number of effective samples for each MCMC chain.

First, we notice that each spatial R2D2 prior yields a posterior median of er around 0.42. This
means that approximately 42% of the variation in the response can be explained by variation
in the linear predictor. The posterior median of er is larger for the (a,b) = (4,1) prior and
smaller for the (a,b)=(1,4) prior which re ects their prior means. Interestingly, even though
the (a,b)=(1,1)and (a,b)= (%% priors have quite different prior shapes, they yield almost
identical posterior RZ shapes, likely because they have the same prior mean RZ. As expected,
these trends are similar for the posterior distribution of W because er and W are positively
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Figure 3.3: Posterior distribution of Rf and W for MPA sheries data using R2D2 prior with
RZ Betaa,b).

associated. The posterior of R? for the vague and PC priors, however, are slightly larger than
that of the spatial R2D2 priors. This is because these priors induce a prior distribution on R?
that is effectively a point mass at one, due to the large prior variance of the xed effects.

Next, we consider the posterior distribution of 1, the parameter that quanti es the effect
of the NT and MU zones. All models yield a posterior median of 1 greater than zero indicating
that there is greater biodiversity in the NT zones than in the MU zones. All of the credible
intervals contain zero, however, so this nding is not statistically signi cant. These conclusions
are similar to those found in Cui et al. (2022). We can also compute the posterior probability
of ; being positive as a measure of signi cance for this explanatory variable. We nd that
P( ;> 0jY)is 0.94 for the Vague and PC priors compared to 0.88, 0.88, 0.87 and 0.89 for the R2D2
prior with (a,b) equal (1,1), (3,3), (1,4) and (4,1), respectively. This provides moderately strong
evidence in favor of a statistically signi cant effect with the vague and PC priors providing the
strongest evidence. Further investigation is needed to understand the practical signi cance of
these zones.

We also report the posterior median and 95% credible intervals for the other xed effects in
the Supplemental Materials. For example, sea temperature and measurement depth seem to
have the greatest effect on biodiversity whereas population and Chlorophyll-a concentration
have very little impact. In many cases, the posterior medians are larger in magnitude for the
vague and PC priors because the R2D2 priors are shrinking the xed effects towards the base
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Table 3.8: Posterior median and 95% credible intervals for vague, penalized complexity and
Beta(a,b) for the MPA sheries data. Note that
( sW for the R2D2 priors);
5 are the proportion of variance allocated to the xed,

R2D2 prior with R?
relative to MU;
spatial range effect; and 4,

2 is the variance of the spatial term,

,and

random and spatial effects, respectively.

1 Is the effect of NT

@,b) R2 L W 2
Vague | 0.44 (0.37,0.51) 0.11(-0.03, 0.24) 1.43(0.36, 7.20)
PC | 0.43(0.36,0.50) 0.10 (-0.03, 0.24) 0.97 (0.25, 4.06)
(1,1) | 0.42(0.35,0.50) 0.07 (-0.05,0.20) 0.92(0.48,1.88) 0.56 (0.26, 1.30)
2,3) | 0.42(0.35,0.50) 0.07 (-0.05,0.20) 0.90(0.47,1.93) 0.53(0.23, 1.26)
(1,4) | 0.41(0.34,0.48) 0.07 (-0.05,0.19) 0.80(0.42,1.58) 0.47(0.18,1.07)
(4,1) | 0.43(0.35,0.50) 0.07 (-0.05,0.20) 1.05(0.55,2.10) 0.60 (0.26, 1.44)
(@,b) 1 2 3
Vague | 0.23(0.02, 1.20)

PC | 0.18(0.06,0.88)

(1,1) | 0.07(0.01,0.36) 0.17 (0.04,0.44) 0.17 (0.04,0.42) 0.63(0.36, 0.86)
1,1) | 0.06(0.01,0.33) 0.18(0.04,0.50) 0.18(0.04,0.45) 0.61(0.30, 0.85)
(1,4) | 0.07(0.01,0.34) 0.17(0.04,0.44) 0.19(0.04,0.47) 0.61(0.30,0.85)
(4,1) | 0.07(0.01,0.35) 0.19(0.04,0.49) 0.18(0.04,0.44) 0.60 (0.30, 0.86)

is the

model while the prior variance is much larger in the other two models.

The prior distribution of R has only a small effect on the posterior distribution of since
these distributions are quite similar across different combinations of (a,b). Thisis sensible
because the er metric is most directly related to the linear predictor, which these parameters
have minimal effect on. In particular, the spatial R2D2 priorwith  (a,b) =(1,4) yields a posterior
median of =(0.17,0.19,0.61). Thus, the spatial random effect accounts for approximately
61% of the variation in the linear predictor, whereas the xed effects and MPA region account
for about 20% each. The results are similar for the other R2D2 priors.

The difference among the prior frameworks is most pronounced for the spatial range and
2 ( 3W for the R2D2 priors), the

Vague prior has the largest posterior median, followed by the PC prior, while the R2D2 priors

variance parameters. For the spatial marginal variance

have the smallest. The Vague prior does not penalize this parameter which leads to the largest
values. Both the PC and R2D2 priors, however, explicitly shrink this parameter towards zero
(via W for R2D2), leading to the smaller posterior estimates. From this example, the R2D2 prior
,the PC
and vague priors have a posterior median that is approximately three times larger than that of

corresponds to greater shrinkage. While the R2D2 priors all yield similar results for

the R2D2 prior. We expect the PC prior to have a larger estimate for because this framework

explicitly forces the estimate towards a base model of 1 . The large estimate for the Vague
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prior could be owed to the strong correlation (0.68) between the posterior distributions of 2

and .Thus,thelarge valuesof 2 may also be increasing the estimates of . The corresponding
correlation for the R2D2 (1, 1) prior, on the other hand, is only 0.29.

Finally, in Figure 3.4, we plot the posterior median of  ; at each location s;. All spatial R2D2
priors gave similar results so we only plot the results for (a,b) = (1,1) and (1,4). From the
gure, we notice that there is much greater spatial variability resulting from the vague prior as
compared to the R2D2 prior, with the PC prior in between.

3.7 Conclusion

In this work, we proposed a novel, principled framework for constructing prior distributions for
Gaussian process spatial regression models. The spatial R2D2 prior facilitates an intuitive and
interpretable way to incorporate prior information into the statistical model via the Bayesian

coef cient of determination. In the absence of prior domain knowledge, we suggest the (a,b)=
(1,1) as a natural choice or (a,b)=(1,b)forlarge b ifitis believed that there is sparsity in the
xed effects. Indeed, prior distributions with large mass near Rﬁ = 0 are sensible for variable
selection contexts (Zhang et al. 2022; Yanchenko et al. 2021) which highlights a key connection
between the spatial R2D2 prior construction and Fuglstad et al. (2019). Fuglstad et al. (2019)
shrink towards a “null model" with T and ,,,W ! O0,usingthe notation of our paper.
On the other hand, we consider the intercept-only model with  R?=0 (W = 0) as the baseline
model. Thus, a large prior mass near er = 0 shrinks towards the null model which is equivalent
to a large prior mass of W near zero. This also means that our null model shrinks the xed
effects to zero in addition to the spatial effects.

We again stress that our prior construction is dependent on the explanatory variables
and spatial design. This means that if a new response is observed, then the prior distribution
for W would change, similar to Berger et al. (2001). The prior distribution in Fuglstad et al.
(2019), conversely, is independent of covariates and sampling. While it is important for the
practitioners to keep this in mind, from a Bayesian philosophical sense, this is not problematic
as results are always thought of as conditional on the observed data. Additionally, while the
proposed prior construction does not account for confounding between the covariates and
spatial effect, our method could be used in model-based spatial causal inference analyses,
such as those reviewed in Reich et al. (2021).
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Figure 3.4: Posterior median of latent spatial parameter for various prior distributions.
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CHAPTER

4

A GENERALIZED HYPOTHESIS TEST FOR
COMMUNITY STRUCTURE IN NETWORKS

y

4.1 Introduction

As was alluded to in Chapter 1, many real-world networks have been observed to have com-
munity structure. While there are numerous community detection algorithms, less work has
studied whether these structures are statistically signi cant. Developing such a test is the goal
of this chapter.

While the conceptual understanding of community structure is clear, there is no universal
mathematical de nition. Thus, we begin by de ning a parameter and corresponding test statis-
tic to quantify community structure as the difference between the intra- and inter-community
edge probabilities. Intuitively, networks with many more intra-community edges as compared
to inter-community edges have a “stronger” community structure. We then leverage this mathe-
matical de nition for the hypothesis testing framework. The roadmap for the rest of this chapter
is as follows: in Section 4.2 we propose the model parameter and corresponding estimator, as
well as present the rst (asymptotic) hypothesis test. Section 4.3 discusses the baseline model
test with a bootstrap threshold. We apply the method to synthetic data in Section 4.4 and real
world datasets in Section 4.5. We close by discussing the method in Section 4.6.
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4.2 Model parameter and baseline-value testing framework

4.2.1 Notation

For this work, we will only consider simple, unweighted and undirected networks with no self
loops. Consider a network with n nodes and let A denote the n  n adjacency matrix where
A;; = lifnode i and node j have an edge, and O otherwise. We write A P as shorthand
for A;;  BernoulliP;)for 1 i <j n andde ne acommunity assignment to be a vector

c 2f1,...,Kd" such that ¢, = k means node i is assigned to community k 2f1,...,Kg We
also introduce the following notation: for scalar sequences a, and b,, a, = O(b,) means
that im,,; a,=b, M forsome constant M (which could be 0) and a, = o(b,,) means that
lim,, a,=b, =0.Forasequence of random variables, X, = O, (Y,) meansthat X,=Y,! » M
(which could be 0) and X, = 0,(Y,) means that X,=Y, ! 0.

4.2.2 Expected Edge Density Difference ( E2D?2) parameter and estimator

The rst step of the hypothesis test is to identify the model parameter. Here we want to use a
parameter that applies to any network model. Since there is no universal metric to quantify
community structure, we construct one from the rst principles. For an observednetwork, a
natural global measure of the strength of the community structure is the difference between the
intra- and inter- community edge densities (see page 83-84 of Fortunato 2010). The larger this
difference, the more prominent the community structure is in the network. Now, this de nition
makes sense at the sample level for a realized network, but we seek the model parameter at
the population level, or the parameter that generates this network. For this, we propose the
Expected Edge Density Differencg( E2D2 parameter. Consider a network model P and let ¢ be
a community assignment. De ne

X X

_ 1 _ 1
Pn(€)=Px—— PR Lc=c) and pou(c) = Pﬁ Pj 1(ci6cj)., (4.1)
k=1 2 i<j k> Tk i<

where 1() is the indicator function. Here, p;, (c) and p,,; (c) are the average expectedintra-
and inter- community edge densities, respectively, hence the name ExpectedEdge Density
Difference. This de nition is sensible only when 1< K < n forif K = 1, then p,,; (c) is ill-
de ned and the same is true for p;, (c) if K = n. Intuitively, a data-generating mechanism
with large pi, (C) Pout (€) is likely to produce a network with a large difference in observed
intra- and inter- community edge density and, therefore, prominent community structure.

This difference, however, should be adjusted with respect to the overall sparsity of the network
and the number of groups each node can be assigned. So, we propose the E2D2parameter
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(c,P)as

1P ©) Pout(©)

(c,P):= " 5

(4.2)

P

where p = 0

P = isthe overall probability of an edge between nodes in the network. We

i>j

also de ne

“(P)= mé';le (c,P)g 4.3)

as the maximum value of the E2DZ2parameter where the maximization is taken over the candi-
date community assignments c. In the Supplemental Materials, we sketch a proof showing
that p;,(C) pPoui(c) PK.Thus,the K termensuresthatthe E2D2parameter is always less
than one. Indeed, (c,P)=1lifandonlyif p,,; = 0andthere are K equally-sized communities.
By construction, this parameter has a natural connection to the intuitive notion of community
structure since larger values correspond to more prominent levels of community structure in

the data-generating process. Additionally, itis general and model-agnostic in the sense that
the de nition is not tied to any particular random graph model, meaning we can study its
behavior under many scenarios. Lastly, it depends on the data-generating matrix P, as well as
the particular community assignment through ¢ and K.

The second ingredient in our hypothesis testing recipe is an estimator ofthe  E2DZparameter.
Using the same notation as above, de ne

. 1 X X 1 X
Pin(C)= P e Aij 1(ci=c;) and pou(c) = Pinkm Aij 1(c; 6 ¢)), (4.4)
k=1 2 i<j k>1 i<j

Then we estimate (c,P)from (4.2) as

1 ﬁin (C) ﬁout (C)

T(C,A):=E 5

(4.5)

P

where p = Aij=5 and i, (¢), Pou: (c)and p are the sample versions of p;, (C), Pou: (C)and p,

i>]
respectively. In other words, T (c,A)isthe observededge density difference, the sample version
of the E2D2parameter. Below we nd the maximum of this test statistic over all possible

community labels ¢ so we also introduce the notation
T (A) = maxfT (c,A)g (4.6)
Cc

Since p depends on Abutnoton c, T (A) maximizes the intra-community edge probability
over the candidate values of ¢ with a penalty for larger inter-community edge probability, akin
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to the objective function in Mancoridis et al. (1998).
This metric has a natural connection to the well-known Newman-Girvan modularity quan-
tity (Newman 2006). The modularity, Q(c,A), of a network partition c is de ned as

Q(c A):ix A ﬂ 1(ci=cy) 4.7)
’ m._ Y 2m o '
where d; is the degree of node i and m is the total number of edges in the network. Rearranging
(4.7), we see that
X 1 X
Aijl(c =¢)) om7 did;1(c; = ¢;). (4.8)

i<j i<j

1
Q(c,A)= oy
The connection is now immediate: the rstterm is the (scaled) number of intra-community
edges and has a one-to-one relationship with  p;, (c). The second term can be thought of as
the penalty term for the expected number of edges for a random network with given degree
sequence. In light of these similarities, the proposed estimator has a key advantage compared
to modularity. The penalty term for modularity assumes the con guration model as the null
model, i.e., comparing the strength of the community structure against a random network with
identical degree sequence. The penalty term for the proposed method  p,,; (c), however, is not
model-dependent. This means that any model could be chosen as the null model, giving the
proposed estimator far greater exibility than modularity. The numerator of T (c,A) can also
be written in the general modularity formulation of Bickel and Chen (2009).

4.2.3 Algorithm for computingthe  E2D2 estimator

The E2D2estimator is also of independent interest as an objective function for community
detection. Findingthe maximumof T (c,A)isacombinatorial optimization problemwith  O(K")
solutions. Thus, an exhaustive search is clearly infeasible for even moderate n so we propose
a greedy, label-switching algorithm to approximate T (A). We brie y explain the ideas here
and present the full algorithm in Algorithm 1. First, each node is initialized with a community
label ¢; 2 f1,...,Kg Then, for each node i, its community assignment is switched with all
neighboring communities. The new label of node i is whichever switch yielded the largest
value of the E2D2estimator (or it is kept in the original community if none of the swaps
increased T (c,A)). This process repeats for all n nodes. The algorithm stops when all nodes
have been cycled through and no labels have changed. The current labels, c, are then returned.
The assumption that K is known is rather strong and unrealistic for most real-world networks.
We view it as reasonable here, however, since the goal of this work is not primarily to propose
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a new community detection algorithm. In practice, any off-the-shelf method can be used to
estimate K and then the proposed algorithm can be used.

Algorithm 1 Greedy
Result: Community labels ¢

Input: n n adjacency matrix A, number of communities K
Initialize labels ¢ 2f1,...,Kd"
run =1

while run >0do
run =0

Randomly order nodes

foriin 1,...,n do
Find neighboring communities, K;, of node i: K; = fky,...,ki ;g

Swap label of node i with all k; 2 Kizc; = c,(cj)i = K;
c :argmaxjfT(cj,A)g
if T(c ,A)>T(c,A)then

c c

run =1
end

end

end

4.2.4 Baseline-value test

We now leverage the E2D2parameter and estimator to formulate our rst hypothesis test. Be-
cause this parameter is interpretable and meaningful as a descriptor of the network-generating
process, we consider the scenario where the researcher has a problem-speci ¢c benchmark
value of the E2D2parameter that she would like to test against. In other words, the baseline
value has domain-relevant meaning as “no community structure.” Then we must determine
whether any assignment exceeds this threshold so the formal test is:

Ho:"(P) ovs.Hi:"(P)> o, (4.9)
forsome 2 [0,1). Naturally, we reject H, if

T(A) = maxfT (¢, A)g> C (4.10)
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for some cutoff C that depends on the network size and null value .

Now, to obtain a test with level , we should set C asthe (1 ) quantile of the null distri-
bution of T (A). But this is a dif cult task since the test statistic is the maximum taken over
O(K ™) possible community assignments and these random variables are highly correlated. We
propose to sidestep this dif cult theoretical problem with an asymptotic cutoff. We rst make
the following two assumptions.

Al. For any candidate community assignment, at least two community sizes must grow linearly
with n.

A2.n¥pl1  asn!1l

Al lays down a basic requirement for any legitimate candidate community assignment, since
otherwise, one community will dominate the entire network. For A2, a typical sparsity as-
sumption is that p = O(n 1) such that the expected number of edges in the network grows
linearly with n. Our result requires a stronger condition which means we are inthe  semi-dense
regime. While this is not ideal, proofsinthe denseregime (xed p)are common inthe literature
(e.g., Bickel and Sarkar 2016). Our work, in fact, holds under less stringent conditions, i.e.,
n¥2p 11 butallows p! 0. The formalresultis as follows.

Theorem4.2.1. LetA P andconsidertesting Hy:"(P) ,asin(4.9). Let Al and A2 be true

and consider the cutoff . ‘
Kn
C= + 1+ 4.11
ot @) (411)

where k,, = f(log K )=n g and arbitrarily small > 0 chosen by the user. Then when the null
hypothesisis true ("(P) o), the type-l error goesto 0, i.e., forany > 0,

lim PfT(A)> CjHog

n!

If the alternative hypothesisistrue ("(P)> ), thenthe powergoestol,i.e.,
lim PfT(A)> CjH,g> 1
n!

A proof of the theorem, as well as proofs of all subsequent theoretical results, are left to
the Supplemental Materials. The proof approximates the cutoff under the null hypothesis
using a union bound and then leverages Hoeffding's inequality to show that the probability of
failing to reject under the alternative hypothesis goes to 0. The cutoff dependson K and, for
theoretical purposes, we assume that K is xed. In practice, we run a community detection
algorithm on the network (e.g., Fast Greedy algorithm of Clauset et al. 2004) and then use
the number of communities returned by this algorithm, K,to nd T (A)and construct the
threshold. Additionally, A2 ensures thatthe k,=K p)term convergestoOsuchthat C! jas
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n!l .Inpractice, we con rm the necessity of this assumption as this test has greater power
for denser networks (large p).

This test is fundamentally different from existing ones in the literature because the prac-

titioner chooses the value of  for her particular problem, inducing a model-agnostic test.

In other words, the null hypothesis is not a baseline model, but instead a baseline quantity

of community structure in the network-generating process. Since the  E2DZ2parameter has
a natural connection to community structure, this test is also more easily interpretable with
respect to this feature. Indeed, rejecting the null hypothesis means that the data-generating
matrix for the observed network has greater community structure (as measured by the  E2D2
parameter) than some baseline value ().

A natural question that arises is how to choose ;. We stress that this choice depends on
the domain and question of interest. There are some special cases, however, that yield insights
into selecting a meaningful value. For example, assume that the practitioner believes that
her network has two roughly-equally sized communities. Then setting o=( D +1is
equivalent to testing whether the average intra-community edge density is more than > 1
times larger than the average inter-community edge density, i.e.,  pj, Pout -

The special case of = 0is also worthy of further discussion. It is trivial to show thatif P is
from an Erd os-Rényi (ER) model (Erd os and Rényi 1959) where B; = p forall i, j, then "(P)=0.
We show in the Supplementary Materials, however, that the converse of this statement is also
true,i.e., "(P)=0onlyif P isfrom an ER model. This means that setting = 0is equivalentto
testing against the null hypothesis that the network is generated from an ER model. In other
words, any other network model will reject this test when o = 0. But there are many models
(e.g., Chung-Lu (Chung and Lu 2002), small world (Watts and Strogatz 1998)) which may not
be ER but also do not intuitively have community structure. This connection between the
model-agnostic E2D2parameter and its behavior under certain model assumptions motivates
the test in the following section.

4.3 Baseline-model test

In the previous section, we derive a hypothesis test based on a user-de ned benchmark value
that does not refer to a null model. There may be situations, however, where the practitioner
does not have a meaningful way to set the null parameter o- In this case, we set the null
hypothesis in reference to a particular null model and /or model property. If P( )isthe true
data-generating model for A de ned by the parameters |, then instead of testing “(P( )) o,
the null hypothesis is now that ~(P( ))is less than or equal to the largest value of the E2D2
parameter under the null model. Since the speci c set of parameters for the null model is
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typically unknown, they are estimated from the observed network as " . To xideas, we provide
the following two examples.

Erdos-Rényi model:  The simplest null model to consider is the ER model where P = p
forall i,j. Thus, the value of p completely de nes an ER model. We estimate p by taking
Ajj=fn(n  1)=2g Then this test
determines whether the observed value of the E2DZ2estimator is greater than what could arise

the average edge probability of the network, i.e., p = i<
if the network was generated from an ER model. Recall that this is equivalent to the test in (4.9)
setting = 0.

Chung-Lu model:  Another sensible null model to consider is the Chung-Lu (CL) model
(Chung and Lu 2002) where P,; = ; ; for some weightvector =( 4,..., ,)which uniquely
de nesthe model. This model is similar to the con guration model except instead of preserving

the exact degree sequence, it preserves the expected degree sequence. We estimate  using the
rank 1 Adjacency Spectral Embedding (Sussman et al. 2012):

T=j " (4.12)

where " isthe largest-magnitude eigenvalue of A and G is the corresponding eigenvector. Now
the test is whether the value of the E2DZ2estimator is greater than what likely would have been
observed if the CL model generated the observed network.

4.3.1 Bootstrap test

To carry out this test, we propose a bootstrap procedure. We describe the method for the CL null
but full details for the ER and CL null can be found in Algorithm 2. Additionally, the bootstrap
test can be trivially modi ed to test against many other null models.

This approach directly estimates the 1 quantile of the null distribution of T (A) with a
parametric bootstrap and then uses this quantity as the testing threshold. In particular, we rst
compute the test statistic T (A) as in (4.6). Since the null distribution of T (A) is unknown, we
must simulate draws from this distribution in order to have a comparison with our observed
test statistic. So we next estimate  with the adjacency spectral embedding (ASE) as in (4.12).
Then,for b = 1,...,B,wedraw |, =( ..., ,,)" With replacementfrom =~ =( ..., )T,
generate a CL network A, with ) , and nd 'fb = max.fT(A,,cg The empirical distribution of
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f'fb ¢, serves as a proxy for the null distribution of T (A) so the p-value is

1%
p val= B 1T, Tobs) (4.13)
b=1

and we reject Hy if the p-value is less than a pre-speci ed

Algorithm 2 Bootstrap hypothesis test
Result: p-value

Input: n n adjacency matrix A, number of iterations B, null model M
Compute T,,= max.fT (A,c)gasin (4.6)

if M =ERthen

| Compute p= _;A;=fn(n 1)=2g
end

if M =CLthen

| Compute ~ = "2( asin (4.12)

end

for B times do

if M =ERthen
| A, ERnetworkwith p

end
if M =CLthen
Draw |, =( ,p--» )" Withreplacementfrom =~ =( y,..., )7 (4.12)
A, CL network with
end

b

Compute T, = max.fT(A,,c)g
end

P o -
p-val= [ 1(T, Tops)-B

This test naturally tsinto the existing community detection testing literature as it considers
a speci ¢ null model. Nevertheless, the bootstrap method is more exible in that it can easily
accommodate any null model. Additionally, it allows for more general inference as multiple,
realistic null distributions can be tested against, leading to arich understanding of the network's
community structure. The bootstrap test also yields an insightful visual tool where the observed
value of the test statistic is plotted next to the bootstrap histogram. This tool helps in visualizing
how the strength of community structure observed in the network compares to benchmark
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networks with the same density, or with the same degree distribution, and so on. We study
these plots more in Section 4.5. Lastly, a fundamental challenge of bootstrapping networks is
that, in general, we only observe a single network. If we knew the model parameters (e.g., p or
) then it would be trivial to generate bootstrap replicates. Since the true model parameters
are unknown, we must rst estimate them and then generate networks using the estimated
parameters. Thus, the quality of the bootstrap procedure depends on the quality of these
estimates. In the following sub-section, we formally prove certain properties of this procedure.

4.3.2 Bootstrap theory

We now turn our attention to theoretical properties of the bootstrap. We want to show that,

if AH P( )andA P( )where ~estimates using A, then T (A ) convergesto T (H). To
have any hope of showing this result, A must be similarto A. We consider the Wasserstein
p-distance and adopt the notation of (Levin and Levina 2019). Let p 1 and let A;,A, be
adjacency matrices on n nodes. Let (A;,A,) be the set of all couplings of A; and A,. Then the
Wasserstein p -distance between A; and A, is

z
WP (A, Ag) = zi(rg’Az) da,, (A, AL)d (4.14)
where )
dauv (A, A)) = mi n 1kA A,Q% 4.15
om (A, 2)—(%'”” 5 5K QA QK (4.15)

where | isthesetofall n n permutation matricesand kAk; = i i jAijj. The following results
show that A converges in distributionto A in the Wasserstein p -distance sense for both the
ER and CL null. For all results in this section, assume that model parameters do not depend on
n,i.e.,p,=p6'O0.

Lemma4.3.1. LetA\H ER()and A ER(f)wherep = i iiAij=fn(n 1)g Then
pr(A H)=0(n Y.
Lemma4.3.2. LetA\H CL( )andA C L(A)where is found using (4.12). Then
WP(A ,H)=0( *logn).

Both proofs are based on Theorem 5 in Levin and Levina (2019). These results shows that for
large n, the networks generated from the bootstrap model are similar to the networks generated
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from the original model. Since there is only one parameter to estimate in the ER model but n
in the CL model, it is sensible that the rate of convergence is much faster for the former.

Next, we show thatfora xed c, the distribution of the bootstrapped test statistic converges
to the same distribution as the original test statistic. We only show this result for the ER null.
First, we introduce some useful notation. Let t (A,c)bethe numerator ofthe E2DZtestestimator,
i.e., 1 X 1 X X

t(A,c)= Aijl(ci=c) — Ajl{c 6= Cij Ajj

In j<c out j<c i<j

where m;, and m,,, are the total possible number of intra- and inter- communilgy edges,
respepcitvely, and Cj; = min1 if ¢; = ¢; and mojt otherwise. Additionally, let C; = » C; and
C= Ci? . Then we have the following result.

A P
Lemma4.3.3. LetA\H ER()and A ER(@@)wherep= _;A;=fn(n 1)=2gand consider
a xed c. Furthermore, let sn2 =p(@ p)C,. Then

1
AGIONNG )t N(©,K ?%p?)

and 1
ng(A ) (H,c)g N(O,K%p?)

The proof is a simple application of the non-identically distributed central limit theorem

and iterated expectations. This lemma implies thatthe E2DZ2estimator T (A, c) consistently
estimates the E2D2model parameter (A, c) for a particular c. Additionally, the distribution of
the test statistic converges to the same normal distribution, whether the network was generated
from the original model or the bootstrap model. This result is more dif cult to show for the

CL null model. We cannot use the ideas from the proof of Lemma 4.3.3 because " has amore
complicated form and the bootstrap step is more involved than that of the ER null; nor can we
use the results in Levin and Levina (2019) because the E2D2estimator cannot be written as
U -statistic.

Ideally, we would like to show that this result also holds when using the community assign-
ment which maximizes the E2DZ2estimator. Unfortunately, showing this convergence for arbi-
trary statistics is dif cult (e.g., Levin and Levina 2019). This is challenging in our particular case
for several reasons. First, the E2D2estimator T (A) is the maximum of O(e") statistics T (A,c;),
meaning the maximum is taken over a set of random variables which goes to in nity. Addi-
tionally, these variables are non-trivially correlated since they depend on the same adjacency
matrix. Another angle to view the dif culty of this problem is that, for c =argmax.fT (A, cg,
Cij is now dependenton A;; . Even computing the mean and variance of this estimator becomes
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dif cult. Bootstrap theoretical results for the maximum of the test statistic is an important
avenue for future work.

4.4 Hypothesis Testing Simulations

4.4.1 Settings

We now study the performance of the proposed method on synthetic data. Our primary metric

of interest is the rejection rate of the test under different settings. We consider two settings
for the baseline-value test as well as settings for the baseline-model test with both the ER
and CL nulls. In each setting, we rst x ~ "(P) and increase the number of nodes n. Thenwe
X n andincrease ~(P)and, in both cases, we expect an increasing rejection rate. We run 50
Monte Carlo simulations and compute the fraction of rejections. Our bootstrap method uses

B = 200 bootstrap samples and we x the level of the test at = 0.05. We chose the two Spectral
methods proposed in Bickel and Sarkar (2016) as benchmarks since these are leading and
well-established methods with formal guarantees. Even though the authors suggest only using
the adjusted method, we will still compare both since, similar to our proposed framework, the
authors propose a version of the test with an asymptotic threshold and an adjusted version of
the test with a bootstrap correction.

4.4.2 Testagainst baseline value

First, we consider the baseline-value test using Theorem 4.2.1, i.e., we reject H if

° <

T@> o> a+)

~

where k, = f(log K )=ng"? and small > 0. We let n = 500,1000,...,2500and generate networks
with K = 4 communities where 40%, 20%, 20% and 20% of the nodes are in each community,
respectively. The edge probabilities B,; are distributed such that

Py " 1(c, = ¢, )Uniform(0.125,0.179 + 1(c, 6 ¢, )Uniform(0.0325,0.1250

where ¢ correspond to the true community labels. This data-generating model has a block
structure but with heterogeneous edge probabilities. We ndthat  Ef “(P)g= 0.14and testagainst
the null hypothesis Hy: " (P) ;= 0.10. The results are in Figure 4.1(a). Since Ef "(P)g> o, the
test should reject. However, the cutoff is asymptotic so the test has low power for  n = 500, 1000.
Forn 1500, the test has a high power as n is large enough for the asymptotic results to apply.
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For the next setting, we x n = 5000 and keep the same number of communities and
proportion of nodes in each. The edge probabilities P,; are now distributed such that

P; " 1(c, = ¢,)Uniform(0.125,0.179 + 1(c, & ¢, )Uniformta,0.125)

where a = 0.1000,0.0775,...,0.0100. We ndthat Ef~(P)g= 0.08,0.11,0.14,0.18,0.23 for differ-
ent values of a and test against the null hypothesis Hy: " (P) = 0.10. The results are in Figure
4.1(b). When a = 0.1000, "(P) = 0.08< = 0.10 so we would expect the test to fail to reject

which it does. The test should have a high rejection rate when a = 0.0775since "(P)=0.11> .
The power of the test, however, does not increase to one until  ~(P) = 0.14. This small discrep-
ancy is due to the fact that it is an asymptotic cut off and we are generating networks with a
nite number of nodes. When ~(P) 0.14, the test consistently rejects as expected.

4.4.3 Testagainst ER null

Next, we study the baseline-model test using the bootstrap procedure described in Algorithm

2. First we test against the null hypothesis that the network was generated from the ER model.
We showed that this test is also equivalent to the asymptotic test with o = 0so we can also
compare the rejection threshold from Theorem 4.2.1. A natural alternative model to the ER is
the stochastic block model (SBM) (Holland et al. 1983a) where P; = B, ., and ¢ corresponds
to the true community labels. We let n = 250,500, 1000,2000 and generate networks from an
SBM with K = 2 communities consisting of 60% and 40% of the nodes. The intra-community
edge probability is B;; = B,, = 0.05 and inter-community edge probability is By, = 0.025which
results in ~(P) = 0.33. The results are in Figure 4.1 (c). Since the network is generated from
an SBM and we are comparing with an ER null, we expect the test to yield a large rejection
rate. We can see that both Spectral methods and the proposed bootstrap approach having
an increasing rejection rate with increasing n and where the Spectral methods have a larger
power. The asymptotic method has a large rejection rate for n = 250 but then drops to zero for
n = 500, 1000 before increasing again at n = 2000. The reasons for this is that for n = 250, the
number of communities K is being overestimated. This causes the test statistic to in ate more
than the cutoff, leading to a large rejectionrate. For n 500, K is more accurately estimated so
we see trends that are expected.

In the second scenario, we x n = 1000. Now, the intra-community edge probability is
B,; = B,, = 0.05 and inter-community edge probabilityis  B;, = 0.05,0.04,...,0.01. This means
that “(P)=0, 0.11, 0.25, 0.42, 0.65. The results are in Figure 4.1 (d). When ~(P) = 0, the network
is generated from an ER model meaning the null hypothesis is true so we expect a low rejection
rate. The unadjusted Spectral method has large Type | error and the bootstrap method rejects
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slightly more thanthe  level of the test. When ~(P) > 0, the null hypothesis is false so we expect
a large rejection rate. Both Spectral methods reach a power of one by ~(P) = 0.25 while the
bootstrap method does not reach this power until ~ ~(P) = 0.42. The asymptotic test, as expected,
is the most conservative test. While the Spectral methods outperform the bootstrap test in both
scenarios, this is to be expected because these methods were designed for this exact scenario
and null. The proposed test is more general so it can be applied to many more settings, but is
unlikely to beat a method designed for a speci ¢ scenario.

4.4.4 Testagainst CL null

Lastly, we study the baseline-model test where now the CL model functions as the null, again
using Algorithm 2. We drop both Spectral methods for these simulations as the ER null is hard-
coded into them, thus making these methods inapplicable for testing against the CL null. We
also drop the asymptotic test from the comparison because it is unclear how to set o forthis null
model. In fact, nding a closed-form expression for the rejection threshold for the CL null is an
interesting avenue of future work. For the alternative model, we consider the degree corrected
block model (DCBM) (Karrer and Newman 2011) where P; = ; ;B ,Cj and ; are node specic
degree parameters. We generate networks from a DCBM with n = 250,500,...,1000and K =4
communities where 40%, 20%, 20% and 20% of the nodes are in each community. The degree
parameters are generated | " Uniform©0.2,0.3) and B;; = 1, B;; = 0.4. Thus, "(P) = 0.26. The
results are in Figure 4.1(e). Since the networks are generated from a DCBM, we expect a large
rejection rate. We see that that rejection rate increases monotonically with  n, reaching a power
near one by n = 1000.

For the second scenario, all settings are the same except now the number of nodes is xed at
n =1000and B; =1,B;; =1,08,...,0.2fori 6 j = 1,...,4. Thus, "(P) = 0.05,0.06,0.14,0.26,0.47.
The results are in Figure 4.1(f). When B;, =1 ("(P) = 0.03), the networks are generated from the
CL (null) model so we expect a low rejection rate and the bootstrap test has a low Type | error.
When B, < 1 ("(P)> 0.03), the null hypothesis is false so we expect a large rejection rate. The
bootstrap reaches a power of one by “(P) = 0.26.

4.5 Real data analysis

We now study the proposed method on two networks: DBLP and hospital interactions. The
DBLP is a computer science bibliography website and this network was extracted by Gao et al.
(2009) and Ji et al. (2010). Here, each node represents an author and an edge signi es that
the two authors attended the same conference. Additionally, we only consider two author's

69



Figure 4.1: Rejection rates from simulation study. See Section 4.4 for complete details. (a)
baseline-value null with xed ~(P); (b) baseline-value null with xed n; (c) Erdos-Rényi null
with xed ~(P); (d) Erdos-Rényi null with xed n;(e) Chung-Lu null with xed ~(P); (f) Chung-
Lu null with xed n
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research areas, databases and information retrieval. The hospital network (Vanhems et al. 2013)
captures the interacts between patients and healthcare providers at a hospital in France. Each
person is represented by a node and an edge signi es that they were in close proximity.

For each data set, we consider several metrics. First, we compute T (A)and nd the largest
value of  such that the testin (4.9) is still rejected. We also compute the p-value and nd
the bootstrap histogram of the test statistic for the ER and CL null models (with B = 1,000).
Considering both null hypotheses together allows us to gain a richer understanding of the
network. We compare the proposed method to the p-value from the adjusted Spectral method
(Bickel and Sarkar 2016). See Table 4.1 for numeric results and Figure 4.2 for histograms from the
bootstrap method. While Table 4.1 provides a succinct summary, the plots in Figure 4.2 provide
more details and insights. In these plots, the observed test statistic computed from the dataset
is plotted as a vertical line along with histograms representing bootstrap distributions from
various benchmark models. These simple but informative plots give practitioners a reference
of how the observed community structure compares to the range of community structure in
various benchmarks.

Table 4.1: The number of nodes n and edgesm for real-world networks. T (A) is the observed
value of the E2D2parameter and  is the largest null value such that the baseline-value test
would be rejected. Additionally, we reportthe p-values for the adjusted Spectral method and
Bootstrap method against different null hypotheses (ER =Erdos-Rényi, CL=Chung-Lu).

Spectral Ad;. Bootstrap
Network n m|TA

ER ER CL
DBLP 2,203 1,148,044| 0.75 0.73 < 0.001 | 0.000 0.000
Hospital 75 1,139 | 0.32 0.22 < 0.001| 0.000 0.104

For the DBLP network, since we only selected two research areas, we set K = 2to nd
T (A). The observed value of T (A) = 0.75 is quite large and, due to the network's size and
density, would reject the base-line value testupto ;= 0.73. This means that if P generated
this network, then we can assertthat ~(P) 0.73. Additionally, all p -values for the model-based
tests are effectively zero and, moreover, the observed test statistic is in the far right tail of
both bootstrap null distributions. Since both tests are rejected, then it is very unlikely that
the network was generated from an ER or CL model and, instead, implies that there is highly
signi cant community structure in this network. This nding accords with existing literature
(e.g., Sengupta and Chen 2018).

For the Hospital network, the testof Hy: = 0isrejected, as are both tests with ER null.
This is a sensible result since we showed that = 0is equivalent to testing against the ER
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(a) DBLP (b) Hospital Encounters

Figure 4.2: Histograms of bootstrap samples from the proposed method for the two real data
sets. The orange histogram is with Erd os-Rényi null, and the blue histogram is with Chung-Lu
null.

null. The p-value for the CL null, however, is not signi cant at the = 0.05 level, meaning
that this network does not have more community structure than we would expect to occur
from a CL network by chance. So while there is strong evidence that the network diverges
from an ER model, these ndings indicate that perhaps the low ER-null p -values are due to
degree heterogeneity rather than community structure. Indeed, the histogram shows how the
test statistic is very unlikely to have been drawn from the ER distribution, but is reasonably
likely to have come from the CL distribution since this distribution has a greater mean and
variance. Using an ER null alone would have led to the conclusion that there is community
structure in this network. By using multiple nulls together with the proposed method, however,

we gain a fuller understanding of the network by concluding that degree heterogeneity may be
masquerading as community structure.

4.6 Discussion

In this work, we proposed two methods to test for community structure in networks. These
tests are rooted in a formal and general de nition ofthe ~ E2D2parameter. This metric is simple,
exible, and well-connected to the conceptual notion of community structure which we argue
makes it a more principled approach. In fact, the test statistic can even be used as a descriptive
statistic to quantify the strength of community structure in a network. Existing methods are
based on speci c random graph models, such as the ER maodel, which are implicitly presumed

to be the only models that do not have community structure. While our second testing approach

ts into this framework as well, the general nature ofthe ~ E2D2parameter means that we can
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test against nearly any null model to obtain a richer set of practical insights compared to
existing methods. Given a network, we recommend that practitioners rst carry out the test
against the ER null. If this test is rejected, further tests should be carried out to check whether
the it could be due to some other network feature like degree heterogeneity. Thus, the method
not only helps decide whether there is any community structure in the network, but also helps
understand the source of this community structure.

There are several future research directions. First, the proposed E2D2parameter is limited
to quantifying assortative community structure. Extending the method to handle disassortative
and/ or bi-partite networks would be a interesting contribution. Next, while the asymptotic
test is more adept to scale to large networks, the bootstrap test is limited to networks of up
to (roughly) n = 10,000 nodes. There are also open theoretical questions including a more
precise asymptotic cutoff that accounts for correlation between the random variables as well
as bootstrap theory for the maximum test statistic. Additionally, the ideas from this work could
be extended to test for other network properties like core-periphery structure ( ?).
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CHAPTER

3}

CORE-PERIPHERY STRUCTURE IN
NETWORKS: A REVIEW AND ALGORITHM
FOR LARGE NETWORKS

In this penultimate chapter, our focus turnsto  core-periphery (CP) structure, a related but
distinct concept of community structure. The rst part of the chapter reviews CP structure
from a statistical lens (Yanchenko and Sengupta 2023), while the second part introduces an
algorithm for identifying a CP structure in large networks (Yanchenko 2022).

5.1 Core-periphery structure in networks: a statistical exposi-
tion
5.1.1 Introduction

Background and motivation

We saw in Chapter 1 how core-periphery (CP) is an important feature observed in many real-
wolrd networks, i.e., airport networks (Figure 5.1). The rst goal of this chapter is the review
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