
ABSTRACT

HAAS, GREGOR. Side Channel Attacks on Real-World Devices: A Case Study on Apple
iPhones. (Under the direction of Aydin Aysu and Alessandra Scafuro.)

With rare exceptions, side channel attacks (SCAs) on Apple’s line of mobile devices have

been largely unexplored in the literature. Apple’s ”It Just Works” design philosophy is based on

tight vertical integration and hiding their devices’ underlying complexities from both users and

application programmers. Security research on iPhones thus typically starts with a thorough,

expensive reverse engineering of the target subsystem or application. Therefore, the iPhone

security research community exhibits closed source tendencies that are quite similar to Apple’s

closed-source design philosophy. Powerful exploit chains, especially ones which can modify the

kernel, often remain undisclosed and are instead used to bootstrap further security research.

To that extent, the most powerful class of iPhone exploits is based on vulnerabilities in the

BootROM, a region of read-only memory (ROM) that contains Apple’s first-stage bootloader.

On September 27th, 2019, a new BootROM exploit named checkm8 was released by an

anonymous iPhone security researcher. This exploit, like other BootROM exploits, targets a

vulnerability in the first stage of the iPhone’s boot sequence. However, unlike existing exploits,

a large range of modern devices are vulnerable to checkm8: all models from the iPhone 5 to

the iPhone X, accounting for over 60% of all iPhones currently in use. Thus, this exploit not

only enables arbitrary code execution before any of Apple’s advanced security architectures are

initialized, but is also permanent and cannot be patched short of recalling all affected devices.

checkm8 thus presents a unique opportunity for performing fundamental security research on

these devices.

In this thesis, we attempt to determine if Apple’s proprietary hardware is vulnerable to

several classes of well-known SCAs. We begin by compromising Apple’s secure boot chain

with checkm8 and create a full-featured, open source research environment for SCAs named

openc8. We then extend this toolkit with two other open-source tools to create an end-to-end

solution for full-stack (hardware, drivers, operating system) hardware security experiments on

iPhone hardware. Using this environment, we begin our investigation by implementing both

time-driven and access-driven cache timing SCAs on the Apple A10 system-on-a-chip (SoC).



With these attacks, we are able to extract all but 25 bits of a secret AES-128 key. We propose

several statistical innovations which lower the required number of encryption traces. While

implementing these attacks, we are also able to reverse-engineer aspects of Apple’s proprietary

memory hierarchy (including an L1 prefetcher).

These cache timing SCAs serve as useful proof-of-concept attacks, but real cryptographic

implementations now use hardware-based defenses against these. Therefore, we explore attack-

ing Apple’s hardware cryptography implementations using physical side channels, specifically

investigating both power and electromagnetic (EM) radiation. We first trace the iPhone’s power

rail system, from the battery connector through a power management unit (PMU) and into the

SoC itself. Tapping into several locations on this power rail, we isolate the effects of power

management components and attempt to mitigate the noise which they introduce to our mea-

surements. However, the iPhone is not designed to be a SCA research device so we were unable

to find a measurement point that gave us sufficient insight into the cryptographic hardware’s

power consumption. Proceeding to EM attacks, we find that several points on the iPhone SoC

exhibit strong program-dependent activity. We further investigate these locations and deter-

mine that we can statistically observe both the inputs to and the output of the cryptographic

hardware under attack. Work is ongoing to determine whether we can also observe intermediate,

internal state and thus extract secret cryptographic key material from EM radiation traces.
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Chapter 1

Introduction

With rare exceptions [Gen16], side channel attacks (SCAs) on Apple's line of mobile devices

have been largely unexplored in the literature for two core reasons. First, Apple's "It Just

Works" [Sie11] design philosophy is based on tight vertical integration and hiding their devices'

underlying complexities from both users and application programmers. Apple either designs

or integrates all components in the system stack, and does not release detailed documenta-

tion about the system. Therefore, security research on iPhones typically starts with reverse

engineering the target subsystem or application. Researchers rely on high-level overviews of

security components [App21], partial source code releases [App], or even illegally leaked source

code [FB18] to aid their reverse engineering e�orts.

Second, while reverse engineering and other forms of static analysis are partially possible on

iPhones, dynamic analysis tends to be even more di�cult. Dynamic analysis involves observing

applications while they are running, typically under a debugger or another control tool. Apple's

proprietary development tool (Xcode) does ship with a debugger, but it is not possible to

debug arbitrary applications without �rst compromising the operating system and removing

certain security restrictions [Bra17]. Even in these cases, the kernel can often not be debugged|

rare exceptions include the Apple A11 SoC, which contains proprietary debug registers that

were accidentally left enabled in production devices [Aza19], and development-fused devices

which cannot be obtained legally [FB19]. Additionally, Apple ensures that applications cannot

arbitrarily interact with other applications or the operating system by strictly enforcing the

allowed inter-process communication (IPC) interfaces. As shown in the literature [Des20], even

1



determining which interfaces exist is a challenging research problem.

In the context of hardware security research on iPhones, useful resources such as documenta-

tion or development tools are even rarer compared to software security research. For one, Apple

does not releaseany detailed documentation for their in-house designed hardware modules.

Some information can be found in Apple's patents for a dynamic voltage frequency modulation

(DVFM) module [App13], secure co-processor [App12], etc., but even such references only pro-

vide high-level views of system components rather than the technical implementation details.

Even with detailed knowledge of the hardware, interfaces to useful modules are often not ex-

posed to application programmers. For example, without an attacker-controllable interface to

the DVFM module, fault attacks such as CLKSCREW [Tan17] or VoltJockey [Qiu19] are not

possible. Likewise, since the operating system's scheduling interfaces are not exposed to pro-

grammers, it is arguably harder to apply timing-based SCAs which depend on thread-shared

and core-shared state. In fact, to date, there is no successful demonstration of timing SCAs on

Apple SoCs.

The iPhone security research community exhibits closed-source tendencies that are similar

to, and partially caused by, Apple's closed-source design philosophy. Powerful exploit chains,

especially ones which can modify the kernel, are often used to bootstrap further security re-

search. Therefore, it is in the researcher's interest to not report the vulnerability to Apple or

other security researchers, especially if the exploit would o�er a competitive advantage if left

unpatched across many versions of iOS. To that extent, the most powerful class of iPhone ex-

ploits is based on vulnerabilities in the BootROM, a region of read-only memory (ROM) that

contains Apple's �rst-stage bootloader [App21]. Security researchers can use BootROM exploits

to create an arbitrary kernel modi�cation primitive that is permanent, and cannot be patched

by Apple short of recalling all vulnerable devices. Public BootROM exploits thus are very rare.

Currently, only eight exploits are known across all iPhone models [Wik].

Contributing to the ongoing e�ort to build quality, open-source iPhone research tools [Aza19;

Des20], we presentopenc8: a novel research toolkit built on checkm8, a new publicly disclosed

BootROM vulnerability. Most modern iPhones, from the iPhone 5 to the iPhone X, are perma-

nently vulnerable to checkm8 which creates a unique opportunity for hardware security research

on those devices. Our toolkit exposes many useful interfaces for general hardware security re-
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search, many of which tie directly into Apple's hardware drivers. We also enhance our toolkit

by integrating two open-source tools developed by other groups that were not originally in-

tended for hardware security. While implementing our various SCA experiments, we also built

a signi�cant amount of control infrastructure including, for example, some Raspberry Pi scripts

to automatically exploit iPhones without any required user interaction. This infrastructure is

included in our toolkit as well, making the implementation of further SCAs on iPhones a one-

click setup process. Chapter 2 is an in-depth description of our toolkit, including an explanation

of checkm8 and the key optimizations in our own toolkit.

We begin of our exploration of SCAs on Apple hardware by implementing two proof-of-

concept cache timing SCAs|one access-driven as in [Osv06], and the other time-driven as

in [Ber05]. These attacks both exploit vulnerable encryption time variations due to caching

for a software AES-128 implementation. Such cache attacks have only recently been shown

on ARM devices [Lip16] and have never been shown on an Apple SoC to the best of our

knowledge. For both of these attacks, we propose novel statistical extensions that account for the

Apple A10 SoC's speci�c microarchitecture, without which the proposed attacks are infeasible.

However, almost all modern implementations of AES rely on dedicated hardware instructions

and thus completely prevent the cache side channel. Chapter 3 details these attacks and relevant

optimizations, and presents data about our results.

Therefore, we also implement attacks on Apple's hardware-based cryptographic implemen-

tations. SCAs on hardware typically rely on physical side channels such as power usage or

electromagnetic radiation, both of which we explore. We speci�cally focus on two hardware-

based implementations of AES. One of these is the standard ARM Cryptographic Extensions

(ARM-CE) implementation, which de�nes dedicated instructions for AES encryption/decryp-

tion that execute in the processor's 
oating-point pipeline. We �nd that we can statistically

observe both the input to and the output of these instructions from EM traces, and work is

ongoing to determine if any intermediate cryptographic state can be observed as well { this

intermediate correlation, if it exists, would likely allow us to fully recover the secret AES key

being used.
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1.1 Contributions

In this work, we thus attempt to answer the following research questions:

1. What are the implementation details of Apple's proprietary hardware? What tools are

required to discern these implementation details?

2. With reverse-engineered knowledge of Apple's proprietary hardware designs, what are the

speci�c reasons why naive adaptions of existing SCAs fail?

3. How can these existing SCAs be modi�ed to instead succeed on Apple's hardware? What

considerations (either experimental or statistical) are necessary?

The central contributions of this thesis address these research questions:

ˆ We reverse-engineered the iPhone 7 BootROM and directly show the root-cause vulner-

ability of checkm8.

ˆ Incorporating useful functions and primitives obtained from our reverse-engineering, we

implement an extensible BootROM toolkit to base extensive hardware security experi-

ments on. This toolkit will be open-sourced at publication.

ˆ We integrate two additional open-source tools into our toolkit, creating an end-to-end so-

lution for full-stack (hardware, drivers, operating system) hardware security experiments

on iPhone hardware.

ˆ Using this toolkit, we develop and implement an access-driven timing SCA. We show that

a straightforward implementation of PRIME+PROBEfails due to Apple's cache replacement

policies and prefetcher.

ˆ To successfully implement this attack, we propose novel attack and statistical techniques

that speci�cally account for the A10's microarchitecture. We �nd that our modi�ed

PRIME+PROBEattack can lower the AES-128 security level to 25 bits, while the stan-

dard PRIME+PROBEattack fails completely. To the best of our knowledge, this is the �rst

such access-driven SCA on an Apple SoC.
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ˆ We then weaken the adversarial model and develop a time-driven, pro�led cache timing

SCA on the same SoC. We �nd that, even when an adversary does not manipulate the

architectural state, the A10 SoC still exhibits vulnerable timing behaviors at both the

BootROM stage of boot, as well as with a full operating system. To the best of our

knowledge, this is the �rst such time-driven SCA on an Apple SoC.

ˆ To improve the time-driven attack, we propose multi-pro�le attacks which utilize timing

information from multiple known AES keys to deduce the value of an unknown AES key.

We �nd that multi-pro�le attacks require up to 21.62 million less traces than single-pro�le

attacks to reduce the AES key search space to 248.

ˆ Noting that standard cryptographic implementations now use hardware acceleration by

default, we run both power- and EM-based SCAs on Apple's hardware cryptography

implementations. We �nd that we are able to statistically observe both the inputs to

and outputs of an ARM-CE AES implementation for the �rst time, to the best of our

knowledge.
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Chapter 2

Experimental Tooling

iPhones, as a rule, are highly locked down devices. Apple's design philosophy implies that all

software on their devices should "just work" [Sie11] exactly as distributed, such that any non-

Apple modi�cations are either necessary or allowed. This is a problem for hardware security

research, which often assumes or requires adversaries with system-level privileges or direct access

to the hardware modules being investigated. Thus, bootstrapping hardware security research

on iPhones is a nontrivial task in and of itself. We devote the �rst chapter of this thesis to

detailing the development of our research platform, and the series of events which enabled this

development in the �rst place.

2.1 iPhone Security Architecture

System integrity is a core guarantee provided by Apple's security infrastructure. The Apple

Platform Security Guide [App21] discusses some of the operating-system level constructs which

maintain system integrity. For example, Kernel Integrity Protection (KIP) marks all kernel

pages as non-writeable right after the kernel is loaded. Apple's memory management unit

(MMU) then ensures that no additional mappings to kernel memory can be created, and that

this con�guration can not be changed until the device is restarted. For userspace executables,

integrity is assured through the use of a trust cache. This cache contain the hashes of all binaries

which are allowed to execute on the system. Then, whenever a new process is launched, the

operating system hashes the executable's data and tries to �nd the hash in the trust cache. If
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Figure 2.1 Visualization of Apple's secure boot chain. [Kov19]

the hash is not found, the process is immediately killed.

These mechanisms are very e�ective at stopping even advanced adversaries seeking to com-

promise iPhone security. However, they operate at the operating system level and thus implicitly

trust that the OS was booted correctly, and not tampered with after being distributed by Ap-

ple. Thus, in order to uphold their security guarantees, these mechanisms also require a boot

process which is able to provide this correctness guarantee. Apple's secure boot chain, shown in

Figure 2.1 ensures that only system software signed by Apple can execute on the device. The

chain begins in the BootROM, a small area of integrated ROM that contains Apple's �rst-stage

bootloader and public key. The BootROM loads the second-stage bootloader (named iBoot)

from nonvolatile storage and veri�es that its signature is valid. If either the load or the signa-

ture check fails, the BootROM instead enters a direct �rmware upgrade (DFU) mode. In this

mode, a signed �rmware image can be sent to the device over USB and booted instead of iBoot.

Typically, such an image would restore the device to a working state by reinstalling both iBoot

and the OS. Once entered, the device will loop in DFU mode until it is powered o� or receives

a valid boot image.

Once iBoot is successfully loaded and veri�ed, the BootROM will transfer control to a

special boot trampoline. The trampoline is an intermediate stage of the boot process, designed

to reset the device to a known state by clearing all memory from the previous boot stage,

and disabling hardware devices where applicable. The trampoline ensures that a vulnerability

in one boot stage will not leak information about the previous boot stages. After exiting, the

trampoline transfers control to iBoot which loads and veri�es the kernel using the same general

process as the BootROM. Thus, the integrity of the loaded operating system is closely tied to

7



Figure 2.2 Simpli�ed diagram of the A10 Fusion SoC's BootROM USB stack based on our reverse-
engineering. TheSETUPand DATAhandlers are separated, which is a primary cause for the checkm8
vulnerability. The diagram also shows communication between modules|the USB driver communi-
cates with the Synopsys OTG controller via interrupts, the interrupt handler communicates with the
driver task via IPC, and all other communication consists of function calls.

the immutability and correctness guarantees of the BootROM.

2.2 checkm8

On September 27th, 2019, independent iOS security researcher axi0mX released a proof-of-

concept tool named checkm81, which exploits a use-after-free vulnerability in the BootROM's

USB core implementation. Understanding this implementation is essential for understanding

the checkm8 exploit, and checkm8 is the single most signi�cant development which enabled all

subsequent research presented in this thesis. Therefore, we thoroughly reverse-engineered2 this

interface and present our �ndings in Figure 2.2, as well as Listings 2.1, 2.2, and 2.3.

If the DFU mode is entered, the USB core subsystem is initialized �rst. This subsystem

serves as a bridge between the high-level USB interfaces (such as the DFU mode implemen-

tation) and the low-level driver for the Synopsys OTG USB controller. Then, the USB DFU

interface is registered with the USB core, providing it with a standard set of callback functions

for various USB events. The DFU interface allocates an IO bu�er to hold chunks of the down-

loaded �rmware image, after which the USB data transfer stage begins. When a new packet is

received, the USB driver task checks if it is aSETUPpacket, containing metadata for a new trans-

1https://github.com/axi0mX/ipwndfu
2Using standard tools, such as Ghidra (https://ghidra-sre.org/ )
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action, or a DATApacket, containing the data from a previously speci�ed transaction. In either

case, the packet is then forwarded to the USB core and the interfaces for further processing.

Listing 2.1 Relevant parts of the USB core

1 // d a t a phase v a r i a b l e s

2 s t a t i c u in t8 t * dp bu f ;

3 s t a t i c u int32 t dp len , dp rcvd ;

4

5 void u s b c o r e h a n d l e r e c e i v e (

6 u in t8 t * r x b u f f e r , bool se tup pk t ,

7 in t l eng th , bool * da ta phase ) f

8 . . .

9 // d a t a p a c k e t h a n d l e r

10 i f ( ! s e t u p p k t && l e n g t h > 0)

11 f

12 c o p y l e n = d p l e n = dp rcvd ;

13 i f ( l e n g t h < = c o p y l e n ) c o p y l e n = l e n g t h ;

14

15 memcpy( dp buf , r x b u f f e r , c o p y l e n ) ;

16 dp buf += c o p y l e n ;

17 dp rcvd += c o p y l e n ;

18 * da ta phase = t r u e ;

19

20 i f ( dp rcvd == d p l e n && in t f num > = 0 &&

21 in t f num < n u m i n t e r f a c e s &&

22 i n t e r f a c e s [ i n t f num] = > h a n d l e d a t a )

23 f

24 i n t e r f a c e s [ i n t f num] = > h a n d l e d a t a ( dp rcvd ) ;

25 dp rcvd = 0 ;

26 d p l e n = 0 ;

27 dp buf = NULL;

28 * da ta phase = f a l s e ;

29 g

30 g

31 . . .

32 // s e t u p p a c k e t h a n d l e r

33 i f ( s e t u p p k t )

34 f

35 i f ( i n t f num < n u m i n t e r f a c e s &&

36 i n t e r f a c e s [ i n t f num] = > h a n d l e s e t u p )

37 f

38 i n t e r f a c e s [ i n t f num] = > h a n d l e s e t u p (

39 r x b u f f e r , &dp buf ) ;

40 g

41 g

42 . . .

43 g

Listing 2.2 DFU mode setup handler

1 in t d f u h a n d l e s e t u p ( s t ruc t u s b r e q u e s t * req ,

2 u in t8 t ** o u t b u f f e r ) f

3 . . .

4 // DFU download

5 i f ( type == ' n x01 ' )

6 f

7 l e n = req => wLength ;

8 i f ( l e n == 0) s t a t u s = SYNC MANIFEST ;

9 e l s e

10 f

11 i f ( l e n > 0 x800 ) // e r r o r

12 f

13 d f u s t a t e = DFU IDLE ;

14 return = 1;

15 g

16 * o u t b u f f e r = i o b u f f e r ;

17 g

18 b y t e s e x p e c t i n g = l e n ;

19 return l e n ;

20 g

21 . . .

22 g

Listing 2.3 DFU mode data handler

1 void d f u h a n d l e d a t a ( in t l e n ) f

2 i f ( b y t e s e x p e c t i n g == l e n )

3 f

4 i f ( b y t e s r e c e i v e d + l e n < = i m g b u f l e n )

5 f

6 memcpy( img buf + b y t e s r e c e i v e d ,

7 i o b u f f e r , l e n ) ;

8 d f u s t a t e = DFU IDLE ;

9 b y t e s r e c e i v e d += l e n ;

10 b y t e s e x p e c t i n g = 0 ;

11 return ;

12 g

13 s t a t u s = FAIL ;

14 d fu done = t r u e ;

15 e v e n t n o t i f y (& d f u e v e n t ) ;

16 return ;

17 g

18 d f u s t a t e = DFU ERROR;

19 return ;

20 g

When a SETUPpacket is received, the DFU interface sets the USB core's data phase bu�er

pointer (dp buf ) to the previously allocated io buffer (Listing 2.2, line 16). As the trans-

9



action's data packets are received, they are copied to thedp buf (Listing 2.1, line 15). Once

all of the transaction's data has been received, the USB core calls the DFU interface's data

handler and resets its static internal state (Listing 2.1, line 25). The DFU interface also copies

the chunk's data to its �nal location img buf (Listing 2.3, line 6). axi0mX found that this

implementation has a vulnerability|if a SETUPpacket is received, but USB is reset before any

data packets are processed, theio buffer is freed but the dp buf pointer is never set toNULL.

Since no valid image was received, the BootROM will reinitialize the DFU mode and allocate

a new IO bu�er. However, before any SETUPpackets are received, thedp buf pointer will still

point to the last DFU iteration's IO bu�er|a classic use-after-free vulnerability.

Using this vulnerability, it is possible to craft a bu�er over
ow attack that overwrites a

function pointer on the heap (for additional technical details, see [Kov19]). Then, using the

DFU mode's normal functionality, an arbitrary shellcode can be uploaded and executed with

full permissions which breaksall of the BootROM's integrity-related security guarantees. For

example, checkm8 can be used to patch iBoot after it is loaded and veri�ed, but before it is

booted. Then, in iBoot, checkm8 can similarly patch the kernel or transfer control to another

operating system entirely. These claims are not theoretical|both our own toolkit and various

other open-source tools, which we discuss in Section 2.4, implement this functionality.

By default, axi0mX's shellcode simply adds stubs for reading, writing, and executing arbi-

trary addresses (triggered by specially formatted USB requests). This is enough functionality to

read the BootROM in its entirety, and export it out of the iPhone for static reverse-engineering.

However, our research platform requirements necessitate more advanced dynamic functionali-

ties, which we implement in our own toolkit named openc8.

2.3 openc8

While checkm8 is a powerful exploit technique, the proof-of-concept released by axi0mX is

not suitable for extensive hardware security research. We fully re-implement the base checkm8

exploit with novel extensions to improve both exploit reliability and extensibility. We also

discuss two other tools which were not originally intended for hardware security research, and

show how we incorporate these into our research platform. When discussing openc8, we refer
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to the computer that runs the toolkit as the host and the target iPhone as thedevice.

2.3.1 Reliability

We �rst improved the tool's success rate, both in terms of successfully exploiting checkm8 and

system stability. As described in Section 2.2, successfully exploiting the use-after-free vulnerabil-

ity depends on partial USB transactions containing only aSETUPpacket. However, no standard

USB host controller drivers support generating such transactions. axi0mX's solution involves

asynchronously canceling a normal USB request, which probabilistically results in a correct

partial request. Several of these requests must be made (correctly) for the exploit to succeed,

so the exploit's success rate becomes probabilistic as well. Furthermore, partial requests can be

correct enough for the exploit to succeed but will silently corrupt memory in the background,

crashing the device at some point in the future. This is a major challenge for hardware security

research, which often depends on long pro�ling phases or precise hardware manipulation.

2.3.1.1 Arduino

Figure 2.3 shows how we �rst solved the reliability problem caused by the need for stable partial

USB requests. Modifying a standard USB host controller driver (such as XHCI) to support

partial requests would be challenging|each layer of the host's USB stack, from the driver to

the user-space interface, would need to be changed. Therefore, we have opted to implement

the required functionality on the Arduino platform. Arduinos are a family of low-cost 8-bit

microcontrollers. They can be extended with functionality-speci�c "shields"|the one shown

here has a USB host shield3 with a MAX3421E USB host controller. The Arduino driver for

this host controller is open source and rather minimal, so we modi�ed it to support checkm8

partial requests. Then, the Arduino acts as a proxy between the host and the device, forwarding

all USB communication and generating correct partial requests when necessary.

2.3.1.2 LibUSB Feedback

As an alternative to the Arduino approach, we also improve openc8's reliability by intelligently

utilizing LibUSB's return codes. LibUSB is a fully featured USB library for Linux hosts and

3https://store.arduino.cc/usa/arduino-usb-host-shield
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Figure 2.3 Arduino with MAX3421E USB host shield connected to our test iPhone 7. The Arduino
is a USB proxy between the host and device and generates correct partial requests when necessary.
This setup successfully addresses checkm8's reliability issues. This iPhone is runningpongoOS, dis-
cussed in Section 2.4.1.
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implements a more usable interface for the complex Linux USB driver. When submitting an

asynchronous USB request (to be cancelled later) LibUSB allows the speci�cation of a callback

function, which is called when the request is cancelled at the driver level. When the callback

function is invoked, the number of bytes successfully transferred before cancellation is passed

as a parameter. SinceSETUPpackets are always 8 bytes long, we can use this parameter to infer

how much data was sent to the device. If the data phase partially completed, we simply retry

the transaction until only the SETUPpacket is sent. This approach leads to excellent success

rates on our laptop host, and moderately improved success rates on our Raspberry Pi host.

2.3.2 Extensibility

Our checkm8 toolkit also addresses the issue of extensibility. Ideally, we would like to eas-

ily write, load, and execute complex programs that implement extensive hardware security

experiments. For many such experiments, it is convenient to interact directly with the hard-

ware; however, writing drivers for Apple's proprietary modules could be extraordinarily dif-

�cult. Luckily, the BootROM includes fully functional, if somewhat minimal, interfaces to

many of these modules. For our toolkit, we reverse-engineered much of the BootROM and

exposed a core set of useful functions which can be used by experimental programs to inter-

act with the BootROM and the iPhone's hardware. We refer to the source code of openc8

(c8 remote/lib/payload/include/bootrom func.h ) for documentation on these functions.

As an example, Listing 2.4 is part of the source code for our time-driven attack's pro�ler

(Section 3.5), which contains several calls to BootROM functions. BootROM calls include line

38, which reads 16 random bytes from the BootROM's pseudorandom number generator|one

of the many cryptographic interfaces. In line 42, we retrieve a high resolution timestamp from

the SoC's 24MHz cycle counter, which we can also use to program interrupts some number of

cycles in the future. Finally, line 50 interacts with the BootROM's simple tasking system, which

implements both process-like and semaphore-like constructs. All these extensions are crucial to

run successful side-channel experiments.
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Listing 2.4 Time-driven pro�ling program

1 / * Expand a key i n t o a key s c h e d u l e * /

2 PAYLOAD SECTION

3 void expand key ( u in t8 t * key ,

4 u in t8 t * key sched ,

5 in t rounds )

6 f . . . g

7

8 / * Enc ryp t msg in = p l a c e * /

9 PAYLOAD SECTION

10 void a e s 1 2 8 e n c r y p t ( u in t8 t * msg ,

11 u in t8 t * ke y sc he d )

12 f . . . g

13

14 / * Update p r o f i l i n g d a t a * /

15 PAYLOAD SECTION

16 void accumula te ( s t ruc t data * data ,

17 u in t8 t * msg ,

18 uint64 t t im ing )

19 f . . . g

20

21 / * Main e n t r y * /

22 void main ( u int64 t * base )

23 f

24 u in t8 t msg o ld [ 1 6 ] ;

25 u in t8 t ke y sc he d [ 1 7 6 ] ;

26 uint64 t t im ing ;

27

28 // g e t i n i t i a l params

29 uin t8 t * msg = ( u in t8 t * ) base [ 0 ] ;

30 u in t8 t * key = ( u in t8 t * ) base [ 1 ] ;

31 st ruc t data * data = ( s t ruc t data * ) base [ 2 ] ;

32 uint32 t num i te r = ( u int32 t ) base [ 3 ] ;

33

34 expand key ( key , key sched , 1 1 ) ;

35 fo r ( i = 0 ; i < num i te r ; i ++)

36 f

37 // g e n e r a t e a new msg

38 get random ( msg , 1 6 ) ;

39 memcpy( msg old , msg , 1 6 ) ;

40

41 // e n c r y p t i t and measure t ime

42 s t a r t = g e t t i c k s ( ) ;

43 a e s 1 2 8 e n c r y p t ( msg , ke y sc he d ) ;

44 t im ing = g e t t i c k s ( ) = s t a r t ;

45

46 // u p d a t e c o u n t e r s

47 accumula te ( data , msg old , t im ing ) ;

48 g

49

50 e v e n t n o t i f y (&data => ev done ) ;

51 t a s k e x i t ( 0 ) ;

52 g

2.3.2.1 Execution Framework

In our toolkit, we follow the same general technique as axi0mX for arbitrary code execution.

The BootROM sets up a base set of page tables, mapping executable code from the ROM as

read/execute and a small amount of SRAM as read/write. In our exploit implementation, we

add an additional page table mapping that enables execution of code in the SRAM. Then, we

upload a handler shellcode which replaces the default USB data handler in the DFU mode im-

plementation. This USB handler, in most cases, will simply forward incoming USB transactions

to the existing DFU handler thus preserving the functionality of DFU mode. However, specially

formatted USB requests (speci�cally those with bmRequestType == 0xA1and bRequest == 2)

are instead forwarded to the shellcode.

At this point, our implementation diverges from that of axi0mX. Rather than implement-

ing a static set of functions in the shellcode (such as the read/write/execute functionality in

the original checkm8), we implement an extensible system for installing and uninstalling so-

called payloads|short programs which implement some desired functionality extension for the
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BootROM. There is no address space protection at this early stage in the boot, so we must be

careful to not overwrite any existing heap, stack, or global variables when installing payloads.

Therefore, we use the BootROM's dynamic memory allocator to get a safe address. Then we

write the payload to the safe address (using the read/write SRAM mapping), execute some

memory barrier instructions to ensure the payload instructions move from the L1 data cache

back to the shared L2 cache, and store its pointer (using the read/execute SRAM mapping)

for subsequent execution. The host can then trigger execution of this payload as desired, again

using specially formatted USB requests. This entire process is implemented transparently in

openc8, such that users can simply callinstall payload and execute payload .

The payload-based approach o�ers some clear advantages over axi0mX's implementation in

terms of extensibility. It also o�ers some other quality-of-life advantages. In axi0mX's imple-

mentation, all exploit state is stored on the host and the code as written is not fault-tolerant.

If the device is disconnected from the host while executing some experiment, axi0mX's code

will crash and all experiment state will be lost. In the openc8 implementation, however, the

custom USB handler stores some information about which payloads are installed and actively

running. Thus, we can use openc8 to start an experiment and then disconnect the host from

the device while the experiment is running (which could take several weeks for some timing

attacks). Then, when the host and device are reconnected, some state information is exchanged

and the experiment can be directly resumed and monitored.

2.3.2.2 Payload Infrastructure

openc8 additionally includes full build and execution systems for these payloads. The BootROM

does not support common executable formats, such as ELF, so all programs must consist

of raw assembly instructions when they are installed on the device. All iPhones which we

investigate in this work are ARMv8-A devices|therefore, we include cross compiler support

for this archiecture so that experimental programs can be written in C rather than assembly.

Our build system then automatically strips the compiled binary and places the program's entry

point at the beginning of the �le. All BootROM function calls are translated to use absolute

jumps rather than relative jumps, so payloads can be installed anywhere in the device's memory

space.
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Figure 2.4 C code and corresponding compiled assembly for one of our payloads.

Figure 2.4 shows both the C code and the corresponding assembly for one of our experimental

payloads, meant to test the functionality of GPIO pins on the iPhone logic board. Our build

infrastructure automatically does several useful things here. First, the payload entry in start

is placed at the very beginning of the �le. This makes payload execution very simple|the USB

handler does not need to parse any executable headers or manually search for the program's

entry point. Rather, it can jump directly to the address which was allocated when the payload

was installed. Second, we implement a mechanism forglobal variablesin payloads, since we

found it useful to maintain some global state rather than fully re-initializing a payload at every

execution. We de�ne several preprocessor macros (such asGLOBALPTRin Figure 2.4) which

automatically allocates these variables into their own sections in the payload binary. These

macros also automatically translate all accesses to these variables into the read/write page

table mapping, making them much transparent to use from the programmer's perspective.
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2.4 Further tools

We integrate two external groups' toolkits that nicely complement ours and, used together,

create a much richer hardware security research environment for iPhones.

2.4.1 Checkra1n and PongoOS

The �rst of these toolkits, checkra1n [Tod19], is maintained by axi0mX, Luca Todesco, and

other iPhone security researchers, aiming to create a user-land jailbreak via checkm8 as an

exploit primitive. Jailbreaks allow ordinary users to install non-approved applications or system

tweaks on their devices, and may be repurposed as a research tool. The checkra1n toolkit was

�rst released on November 10th, 2019, and was partially open-sourced on March 1st, 2020 as

pongoOS4. pongoOS is a simple, task based operating system used by checkra1n to patch the

XNU kernel. It runs in the boot trampoline (discussed in Section 2.1) after iBoot, so it must

�rst con�gure the hardware to support a proper execution environment.

Todesco reverse-engineered and reimplemented (without referencing Apple's proprietary

code) a large number of drivers for iPhone hardware. These drivers are tied together with

a simple command line interface to control the system. pongoOS is modular and provides a

straightforward SDK to compile custom modules against, as well as support for dynamically

loading these modules at runtime. While pongoOS does include some useful features (such as

access to the device's full 2GB of DRAM), we primarily use pongoOS to bootstrap the second

open-source tool used in our hardware security experiments.

2.4.1.1 Integration with openc8

openc8 fully supports both building and booting to pongoOS, which is a necessary functionality

since checkra1n does not fully support all platforms which we use (Raspberry Pi, speci�cally).

In openc8, pongoOS is compiled as a payload similarly to all of our other experimemtal code.

However a very speci�c set of patches must be made to iBoot in order for pongoOS to boot

successfully. The details of these patches are not known except to the checkra1n developers, but

an attempt can still be made to apply them. Although the host-side checkra1n executable is

4https://github.com/checkra1n/pongoOS
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obfuscated such that static reverse-engineering is not possible, all USB tra�c between checkra1n

and the device is completely unencrypted. Using Wireshark5, we snooped this USB tra�c

and extracted checkra1n's patching shellcode. Although we could have attempted to directly

statically reverse-engineer this, we found that the functionality is quite complex. The shellcode

is recursive, reinitializes the DFU mode several times, and includes many hard-coded constants.

Therefore, we simply saved this shellcode binary and send it to the device at the appropriate

time.

2.4.2 Project Sandcastle

Corellium, LLC, is the creator of a line of virtualized iPhones, functionally identical to real,

physical devices. These are sold primarily to security researchers who do not want to risk

irreversibly damaging real devices while searching for exploits. Corellium open-sourced the

�rst version of Project Sandcastle on March 4th, 2020. Project Sandcastle consists of a set

of supporting pongoOS modules and tools, a patched Linux kernel capable of booting on an

iPhone 7, and a buildroot project that automatically compiles a bootable image with this kernel.

This image includes, among other things, a fullglibc and compiler toolchain, network drivers,

support for both CPUs on A10, and many more features. pongoOS includes functionality for

receiving and booting these images. This environment then makes it possible to fully explore

advanced SCAs on iPhones, including industry-standard cryptographic implementations such

as OpenSSL (see Section 3.6.3).

2.4.2.1 Custom extensions

Especially for our physical SCAs (Chapter 4), we extensively modify the standard Project

Sandcastle Linux kernel. The modi�cations we make span the entire system range. For example,

we implement a custom syscall such that our experimental code can execute in an atomic,

uninterruptible context. We also implement further drivers for Apple hardware, including one

for a specialized cryptographic accelerator described in Section 4.1. We open-source all of our

modi�cations so they can be used in further SCA experiments.

5https://github.com/wireshark/wireshark
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Chapter 3

Software Attacks

We now begin our investigation of SCAs on Apple hardware by looking at a special class of

software-based attacks calledcache attacks. Memory latency has become one of the driving

bottlenecks in modern CPU architectures. Often, loading a value from external RAM can take

many hundreds of CPU cycles, during which no other useful computation can be performed

[Smi82]. Thus, most modern CPUs implement memory hierarchies which include some degree

of caching. The design of these caches is based on the observations of temporal locality and

spatial locality. Speci�cally, on an access to a given memory address, the indicated byte is

loaded from memory and placed into a low-latency cache so that it can be retrieved faster next

time. This mechanism exploits temporal locality|data which is loaded once will most likely

be loaded again soon. Additionally, a certain number of bytes (equal to the cache's block size)

which are near the requested memory address are also cached. This mechanism exploits spatial

locality|data next to a recently accessed byte will likely be loaded soon as well.

3.1 Cache Organization

Caches are typically organized into blocks, ways, and sets. Understanding this terminology is

important for understanding our attacks, so we include a short review on typical associative

cache organization. For machines with byte-addressable memory, a unique address is assigned

to every 8 bits of memory. A byte's address is split into a block o�set, set index, and tag bits as

shown in Figure 3.1|these splits determine the byte's location in the cache. The block sizeB
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Figure 3.1 Splitting an address into its cache location information

Figure 3.2 Typical associative cache, showing both data and hit logic (for reads).

is the granularity with which a cache accesses main memory (i.e. the degree of spatial locality).

Thus, for a given byte address, the lowest log2(B ) bits are used to index into a cached data

block and retrieve the target byte. Then, since caches are much smaller than the main system

memory, we require some function to map a given address into a speci�c cache set. For a cache

with S sets, the next log2(S) bits in the address indicate this value. Finally, we need to detect

which speci�c address is currently resident in a cache set. For this, the remaining bits in an

address are used as a tag and stored alongside the cached data block. Then, on a subsequent

access, we can compare the stored tag with the requested tag and return the cached data if

they are equal. Associate caches have room for up toW such tags and data blocks in a set,

where a speci�c data block can be located in any of these ways of the set.
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Figure 3.2 further elaborates the speci�c circuitry that implements read operations from a

cache. A given address is split into its block o�set, set index, and tag as described previously.

Then, for the indicated set, the cache checks whether any of the stored tags are equal to

the requested tag. If so, the correct data block is extracted using a W-to-1 multiplexer. The

requested byte is extracted from this block using a B-to-1 multiplexer and returned to the

CPU. Furthermore, a hit signal corresponding to the logical OR of all the tag comparisons is

also routed to the CPU so it can determine if the cache read was successful. On a cache miss,

the memory controller must instead read the value from the RAM (or next-level cache), stalling

the CPU. Then, when the data is available, it must be placed into the cache at its set. If the

current set is full, an existing entry must then be evicted (written back to main memory or the

next level cache). The replacement policies with which a victim block is chosen are mostly out

of scope for this work, but we do note that our experiments (and prior work [Lip16]) indicate

that ARM devices typically employ a pseudorandom approach. That is, if a given set is full, a

way will be chosen pseudorandomly and evicted.

Caches are typically composed into complex memory hierarchies. For an SoC with two cores,

for example, each core might have its own L1 cache. This cache sits closest to the CPU itself,

and has the smallest memory access latency. However, due to manufacturing expense, these

caches are typically rather small. Thus, SoCs often also include L2 and L3 caches (which follow

the trend of increasing size / increasing latency) between the CPU and the external RAM. This

memory hierarchy is a good example of a shared resource among all processes running on an

SoC. Processes which time-share the same CPU core will also use the same L1 cache. A primary

theme in side channel research is identifying (and exploiting) shared resources such as these,

and cache side channels speci�cally have been thoroughly explored in the literature.

3.2 Cache Timing Attacks

Cache timing attacks can be broadly classi�ed into three categories: time-driven attacks, trace-

driven attacks, and access-driven attacks. Time-driven and trace-driven attacks were �rst the-

oretically discussed in [Pag02], experimentally demonstrated later by Bernstein in [Ber05] and

by Ac�i�cmez et al. in [Ac�06], respectively, and then improved with better statistical anal-
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ysis [Reb12; Spr14]. These attacks mainly de�ne their threat model adversary as a passive

observer|for time-driven attacks, the adversary can only observe the overall time for a full en-

cryption operation. For trace-driven attacks, the adversary can observe each cache hit or miss

within that encryption operation. Correspondingly, these types of attacks are more generaliz-

able between architectures and cryptographic ciphers, but often require many traces to extract

secret information.

Access-driven attacks, by contrast, assume that the adversary can actively manipulate the

state of the cache. These were �rst demonstrated with thePRIME+PROBEtechnique [Osv06],

but have become much more popular recently. Discoveries of advanced techniques such as

FLUSH+RELOAD[Yar14], EVICT+RELOAD[Gru15], and FLUSH+FLUSH[Gru16a], among others, have

led to a wealth of powerful, high-resolution attacks that require signi�cantly less traces than

time- and trace-driven attacks.

Timing attacks typically target x86 desktop and server computers, but have also been

demonstrated on ARM mobile devices running Android. Bernstein's attack was �rst shown

on three Android devices [Spr13] and subsequently extended to others [Spr14]. More recently,

at USENIX 2016, Lipp et al. ported access-driven attacks to ARM Android devices [Lip16].

These papers inspire us to pursue this work as to date, as to the best of our knowledge no cache

attacks have been demonstrated on the Apple-designed ARM SoCs found in iPhones.

In addition to attacks, many cache timing SCA defenses have also been proposed [Ge18].

Details of these lie out of the scope of this work since none have been con�rmed on Apple's

devices, except the ones which we identify in this work.

3.3 Target and Threat Model

We now de�ne both the speci�c device for which we implement cache attacks, as well as the

cryptographic target under attack.

3.3.1 Apple A10 SoC

The checkm8 exploit works on most iPhone models, from the iPhone 5 to the iPhone X. There-

fore our toolkit can be trivially extended to all these models. However, we speci�cally target
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an iPhone 7 (model A1778) containing an A10 SoC because, when this project began in 2019,

the iPhone 7 was the most common Apple mobile device in the consumer market1|it is still

commonly used with over 80 million sold units. The iPhone 7's SoC. the Apple A10, contains

four ARMv8-A cores arranged in a standard big.LITTLE 2 con�guration: two power e�cient

cores, and two high performance cores [Ho16]. However, only one of these core types can be

active at a time which means the SoC appears as a dual-core processor. This SoC has a four-

level memory hierarchy - a 64KB L1 data cache, a 64KB L1 instruction cache, a uni�ed 3MB

L2 cache, a uni�ed 4MB L3 cache, and (depending on the boot stage) either 2MB of SRAM or

2GB of DRAM.

The SoC integrates a variety of devices that enable advanced functionality, but we will

focus only on the ones relevant to our attacks. The Synopsys OTG USB controller is integrated

directly into the SoC, providing the iPhone with both USB host and device capabilities. The SoC

also includes a 24MHz hardware timer, accessible via the standard ARMv8 registerCNTPCTEL0.

We also use the ARMv8 registersCLIDREL1, CSSELREL1, and CCSIDREL1 to help reverse-

engineer the SOC's cache structure and implementation. We note that we can only read these

privileged registers because of checkm8.

3.3.2 T-table AES-128

For this work, we use AES-128 to encrypt a 16-byte inputM using a 16-byte keyK . During

this encryption, AES utilizes four lookup tables|mainly T0; T1; T2; T3 (each of which contains

256 4-byte constants) andS (which contains 256 1-byte constants). The t-tables implement the

SubBytes, ShiftRows, and MixColumn operations whereas the S-box implements SubBytes and

ShiftRows [Dae98].

We index the plaintext M as bytesM = M 0k : : : kM 15 and the key K in four-byte chunks

K = K 0k : : : kK 3. The key is expanded into 10 round keysK i ; 1 � i � 10 with K 0 = K .

Then, utilizing an intermediate byte-indexed state x initialized as x0 = M � K , we iterate for

1https://deviceatlas.com/blog/most-popular-iphones
2https://www.arm.com/why-arm/technologies/big-little
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0 � i < 9:

(x i +1
0 k : : : kx i +1

3 ) = T0[x i
0] � T1[x i

5] � T2[x i
10] � T3[x i

15] � K i +1
0

(x i +1
4 k : : : kx i +1

7 ) = T0[x i
4] � T1[x i

9] � T2[x i
14] � T3[x i

3] � K i +1
1

(x i +1
8 k : : : kx i +1

11 ) = T0[x i
8] � T1[x i

13] � T2[x i
2] � T3[x i

7] � K i +1
2

(x i +1
12 k : : : kx i +1

15 ) = T0[x i
12] � T1[x i

1] � T2[x i
6] � T3[x i

11] � K i +1
3

(3.1)

Then in the �nal round, we set i = 9 and calculate

(x10
0 k : : : kx10

3 ) =
�
S[x9

0]kS[x9
5]kS[x9

10]kS[x9
15]

�
� K 10

0

(x10
4 k : : : kx10

7 ) =
�
S[x9

4]kS[x9
9]kS[x9

14]kS[x9
3]

�
� K 10

1

(x10
8 k : : : kx10

11) =
�
S[x9

8]kS[x9
13]kS[x9

2]kS[x9
7]

�
� K 10

2

(x10
12k : : : kx10

15) =
�
S[x9

12]kS[x9
1]kS[x9

6]kS[x9
11]

�
� K 10

3

(3.2)

and return x10 as the ciphertext.

3.3.3 Threat Model

Both the access-driven and time-driven attacks assume that the attacker has the ability to

synchronously trigger AES encryptions. We also assume that plaintexts are known, but not

necessarily controlled. Furthermore, our attacks do not need precise timing of intermediate

states: while the exact format of the timing measurements varies between our attacks, we

always treat the underlying AES implementation as a black box.

Our access-driven attack (Section 3.4), follows the standard synchronous threat model for

access-driven timing SCAs [Osv06]. For this attack, we require that the attacker is co-located

on the same core as the victim since this attack, like other access-driven attacks, hinges on

precise manipulations and measurements of the victim's cache state. Furthermore, we require

knowledge of the virtual address of the t-tables|however, this is a standard assumption in the

literature [Osv06] and is not di�cult to learn in practice.

Our time-driven attack (Section 3.5), again, follows the standard threat model of pro�led

time-driven timing SCAs [Ber05]. We assume that the attacker can trigger AES encryptions
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on the target device with at least one known key, as well as the capability to trigger AES

encryptions using the key under attack. These encryptions can be either triggered by a process

on the same device or through remote interaction [Ber05]. Time-driven attacks do not assume

that the adversary has to be co-located on the same core to manipulate the micro-architectural

state, making them stronger than access-driven attacks.

3.4 Access-Driven Attacks

We now present an access-driven SCA on the OpenSSL t-table AES-128 implementation. This

attack is motivated by the synchronous PRIME+PROBEattack from the seminal work of Osvik

et al. in [Osv06], but makes several key modi�cations which address the A10's speci�c mi-

croarchitecture. We emphasize that we pursue thePRIME+PROBEattack as it forms a canonical

example|our statistical method is not only limited to this particular attack style, and extends

easily to the ever-evolving iterations of access-driven attacks. For example, we have observed

vulnerable cache 
ush timings which would enable attacks such asFLUSH+RELOAD[Yar14] and

FLUSH+FLUSH[Gru16a].

3.4.1 Notation

We closely follow the notation of PRIME+PROBE[Osv06]. Access-driven attacks must account

for speci�c cache con�guration, so we model caches as tuples (S; W; B), which represent the

number of sets, associativity, and block size (in bytes) of the cache respectively. To model the

t-tables, for simplicity, we assume that the tables are contiguous in memory and that the start

address is known.

The t-tables map into the cache based on two further parameters (s; o) which denote the

size of an individual table entry (typically 4 bytes) and the o�set of the �rst table within the

cache (i.e., o = (& T0[0]) mod SB). For indices y 2 [0; 256) within a given t-table L , we can

de�ne the cache set ofy in L :

C(L; y ) = b
o + s(256L + y � (o mod B ))

B
c + 1 (3.3)
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Encrypting a messageM with a key K will cause memory accesses to certain t-table entries.

We de�ne an oracle QK (M; L; y ), which equals 1 if encrypting M with K will access indexy

in t-table L . Thus, by repeatedly querying Q with known plaintexts, tables, and indices, we

can learn some information about the unknown keyK . Osvik et al. note that access to a

perfect oracleQ is unrealistic and instead base their attack on an unreliable oracleM (M; L; y ).

Speci�cally, M � Q such that, for many (K; M; L; y ), the expectation of M is higher when

Qk (M; L; y ) = 1 than when Qk (M; L; y ) = 0:

E [M K j QK = 1] > E [M K j QK = 0] ; 8(K; L; y ) (3.4)

3.4.2 Standard PRIME+PROBEFails

For our attack, we use PRIME+PROBEmeasurements to query the aforementioned oracle. First,

we must allocate a probe arrayA of sizeS� W � B bytes such that the start of the array is con-

gruent to the start of the cache|that is, (& A[0]) mod SB = 0. Then, to obtain a PRIME+PROBE

measurement for a messageM , we:

1. Prime: read from every memory block inA. This step has the dual purpose of evicting

the t-tables from memory, while also �lling the cache with the attacker's data.

2. Encrypt M with the unknown key K .

3. Probe: if QK (M; L; y ) = 0, we would expect that all of the attacker's data is still present

in cache setx = C(L; y ). By contrast, if QK (M; L; y ) = 1, one of the ways in cache setx

would have been evicted and replaced with the corresponding t-table block. We can thus

extract a measurement ofM K (M; L; y ) by reading the W array entries

A [Bx ] ; A [Bx + BS] ; : : : ; A [Bx + ( W � 1)BS]

and saving the total access time asTM
x . A full trace consists of the set

�
TM

x j x 2 S
	

.
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3.4.2.1 PRIME+PROBEChallenges

The general attack described above serves as a good theoretical base, but adjustments must

often be made to account for speci�c processor microarchitecture. In the case of the A10 SoC,

we must make two key modi�cations for the attack to succeed. The �rst has been well studied

in the literature. PRIME+PROBEattacks on ARM processors were �rst shown in ARMageddon

[Lip16]. In this work, the authors note that ARM processors often use pseudorandom cache

replacement policies (rather than deterministic least-recently-used-based policies) and, as such,

the prime step must be modi�ed. To successfully evict the t-tables and �ll the target cache

with the attacker's probe array, Lipp et. al. use the work of [Gru16b] to automatically search

for fast eviction strategies. We employ a similar, yet simpli�ed, approach in our attack|we

simply access theW array entries in each set enough times that we have a good probability of

�lling the cache with our data.

The second modi�cation has not been extensively researched from the attacker's perspective

in the literature, with rare exceptions [Wan19] that lack generality. We refer to Figure 3.3 to

motivate this extension. The �gure shows an example trace obtained using our attack's �nal

PRIME+PROBEtechnique. For traces such as these, we de�ne four measurement categories:

1. True positives: Cache sets whichare accessed during the encryption, and are measured

as if they were accessed. These are the most common and cluster neary = 0.

2. True negatives: Cache sets whichare not accessed, and are measured as if theywere not

accessed. Visually, these are outliers of various magnitudes.

3. False positives: Cache sets whichare not accessed, yet are measured as if theywere

accessed. These are caused by prefetching of the t-tables and cluster neary = 0.

4. False negatives:Cache sets whichare accessed, yet are measured as if theywere not ac-

cessed. These would be caused by prefetching of the probe array, but are mostly eliminated

by our attack technique.
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Figure 3.3 PRIME+PROBEtiming measurements for each set with a known plaintext and key. The top
�gure shows raw timing measurements, while the bottom �gure normalizes each measurement by the
average timing of a set. The highlighted region shows the range of the t-tables (that is,C(0; 0) !
C(3; 255)). Dashed vertical lines show t-table sets which arenot accessed during this encryption.

3.4.2.2 A10 SoC Hardware Prefetcher

In the top chart of Figure 3.3 we can visually identify the sets which correspond to t-table entries.

In the bottom (normalized) �gure we can clearly see several low outliers, which represent cache

sets that are probed faster than usual, and thus correspond directly to t-table entries that are

not accessed during the encryption. These outliers are useful for deducing information about

the unknown key. However, there are also several cache sets whichshould be outliers, but are

instead very close to the mean. We argue that these false positives are caused by hardware

prefetching of adjacent t-table entries, resulting in cache misses in the probe array.

Prefetching is a common technique used in cache architectures which increases spatial local-

ity. Prefetchers learn the CPU's current working set (group of addresses which are commonly

accessed together) and store all of these addresses in the cache when one of them is accessed|

even if the addresses reside in di�erent cache data blocks. Prefetchers have been proposed as

active cache timing SCA defenses [Fan18]. We therefore reveal that a successful access-driven
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timing SCA on the A10 SoC has to modify both the PRIME+PROBEattack technique and statisti-

cal analysis in order to defeat Apple's prefetcher implementation. We discuss these two aspects

in the next two subsections respectively.

3.4.3 Platform-Speci�c Attack Modi�cations

Our key insight is that prefetching not only a�ects the targeted t-tables, but also the attacker's

probe array. Generally, without supposing a speci�c prefetcher implementation, we can assume

that sequentially priming the array A will train the prefetcher to tightly associate the addresses

in A. Then, when the attacker later probes the array, the A10 will prefetch more ofA into

the cache|potentially evicting t-table entries which were accessed during the encryption, and

causing false negatives. This problem is further exacerbated by the advanced eviction strategies

required to defeat the pseudorandom replacement policy, since such strategies often rely on

accessing the entries inA in structured, repetitive ways [Lip16].

In order to defeat the prefetcher, we must minimize the amount of information which it can

learn about A. The most straightforward method to do so, which we employ, is to prime and

probe the addresses inA with a uniformly random distribution. Generating random numbers

and keeping track of state (such as which cache sets have been primed or probed already) would,

however, induce many auxiliary memory accesses and add further noise to the measurements.

Instead, we rely on an architectural feature of the A10|the ARM NEON 
oating-point unit

(FPU). This FPU includes 32 16-byte registers, as well as an implementation of the ARM AES

instructions.

Figure 3.4 shows details of our randomizedPRIME+PROBEimplementation. We use the index

state (v0 - v15 ) to track sets which have been primed or probed. The miscellaneous registers

(v16 - v19) hold various counters which help us measure the performance of our technique.

We load a full set of AES-128 round keys into registersv20 - v30, and then use these round

keys (and the ARM AES instructions) to repeatedly encrypt the value in v31. Finally, we use

the individual bytes in v31 as a source of randomness for our prime and probe methods. In this

way, we can fully randomize ourPRIME+PROBEattack without adding any additional noise due

to auxiliary memory accesses.
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Figure 3.4 Register map of our randomizedPRIME+PROBEimplementation. By using the A10's 512
bytes of 
oating-point registers as state storage and a PRG, we can defeat the prefetcher without any
additional memory accesses.

3.4.4 Statistical Modi�cations

While the original PRIME+PROBEstatistical technique [Osv06] is functional on the A10 SoC,

its e�cacy is greatly reduced. The hardware prefetcher causes false positives when encrypting,

which decreases the distance betweenE [M K j QK = 1] and E [M K j QK = 0]. Instead, we

rely on a novel constraint-based statistical technique which is based on exploiting information

from true negatives while remaining tolerant of false positives. We note that prefetcher-aware

PRIME+PROBEattacks have been previous explored [Wan19], but these approaches are tailored

to speci�c prefetchers and thus lack generality.

First, we heuristically determine two thresholds T+ and T � . We use these thresholds to

categorize normalized measurements into positives and negatives|a measurement greater than

T+ is categorized as a positive, while a measurement less thanT � is categorized as a negative.

For the dataset in Figure 3.3, for example, we would setT+ = � 0:02 andT � = � 0:10. We then

de�ne a scoring function E for individual timing measurements TM
x :

E (TM
x ) =

8
>>>>>><

>>>>>>:

0 TM
x > T +

1 TM
x < T �

(TM
x � T+ )=(T � � T+ ) otherwise

(3.5)

Higher values ofE(TM
x ), then, indicate stronger evidence that the cache setx is not accessed
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Figure 3.5 Visual representation of t-tables which are not aligned on the cache block boundary. We
�nd that such t-tables often leak more information than aligned t-tables.

when encrypting M with the unknown key K . We can determine exactly which tablesL and

indices y this measurement is useful for by invertingx = C(L; y )|we denote the set of these

table-index pairs asY. Finally, we exploit the fact that the t-table lookup indices in the �rst

round are simply equal to T` [M i � K i ]; i � ` mod 4. Thus, by de�nition, we know that higher

values ofE(TM
x ) indicate stronger evidence that:

M i � yi 6= ki ; 8(`; y) 2 Y ^ i � ` mod 4 (3.6)

Using equation 3.6 we can iteratively eliminate potential key candidates by accumulating

many such constraints from various random plaintexts. We note that this attack is partic-

ularly e�ective when the t-tables are not aligned to the cache block size (i.e.,o mod B 6=

0). Figure 3.5 illustrates the concept. Assume we obtain a measurement for set 92 with a

plaintext M = 0 128. If we obtain strong evidence that this set is not accessed, we would

have Y = f (0; 236); : : : ; (0; 251)g and we could thus build the constraints k0; k4; k8; k12 62

f 0xEC; : : : ; 0xFBg. However, if we obtain such evidence for set 93 instead, we would haveY =

f (0; 252); : : : ; (0; 255); (1; 0); : : : ; (1; 11)g. We could then build the constraints k0; k4; k8; k12 62

f 0xFC; : : : ; 0xFFg ^ k1; k5; k9; k13 62 f0x00; : : : ; 0x0Bg, which eliminates potential key candidates

for twice the number of key indices.
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Our statistical attack proceeds as described above, iterating over random plaintextsM i and

the corresponding tracesTM i = f TM i
0 ; : : : ; TM i

S g and accumulating evidence against certain key

candidates. True negatives contribute useful information for eventually deducing the correct key,

while false positives do not actively reduce the quality of the attack. False negatives would add

incorrect evidence, leading to incorrect rejections of key candidates. However, our randomized

attack technique discussed in the last section largely eliminates such e�ects.

3.5 Time-Driven Attacks

We now consider a weaker adversary and additionally present a pro�led, time-driven SCA on a t-

table AES-128 implementation. The attack works on both our own, casual AES implementation

as well as the industry-standard OpenSSL1.1.1d AES implementation. While both concrete

instantiations of our attack use slightly di�erent tools (described in Section 2.4), both follow

the same general strategy.

3.5.1 Notation

We �rst introduce the notation which we use to describe this attack. We consider plaintext

messagesM and AES encryption keys K , where both M; K 2 f 0; 1g128. We further add an

indexing scheme on plaintexts and keys, parameterized by a division factord. For a given

division factor d, the set of valid indices is I d and the set of valid values at each index isVd

such that:

I d =
�

i j 0 � i <
128
d

^ i 2 Z
�

; jI dj =
128
d

(3.7)

Vd =
n

v j 0 � v < 2d ^ v 2 Z
o

; jVdj = 2 d (3.8)

M i
d = v denotes that the i th index of plaintext M , under division factor d, has valuev. The

same notation applies to keysK . For example, a division factor ofd = 8 would index plaintexts

and keys at the byte level. A division factor d = 4 would index both at the nibble level, while

d = 1 would index both at an individual bit level. This indexing scheme is similar to the one

used in both [Reb12] and [Spr14].
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For both attacks, we repeatedly encrypt random plaintexts M with a constant key K and

time the duration of the entire encryption process (not including key expansion). We denote

the amount of time taken to encrypt M with K as TK (M ), and aggregate these timing mea-

surements into so-called timing pro�les P (K ). Timing pro�les capture information about the

average encryption time given a plaintext's value at a speci�c index. Generally:

Pd(K ) =
n

P i;v
d (K ) j 8i 2 I d; 8v 2 Vd

o
(3.9)

P i;v
d (K ) = h

�
TK (M ) j M i

d = v
	

i (3.10)

where h: : :i is the average of a set. For conciseness and without loss of generality, we some-

times drop the parameter d from the notation when it is clearly implied.

3.5.2 Single-Pro�le Attacks

In the simplest instantiation of our attack, we collect two pro�les P(K ) and P(K 0) for a known

key K and an unknown key K 0. Our attack then proceeds to extract a set of candidate keys

C i;L
K ! K 0 at each index i and with a complexity parameter L . A candidate set is de�ned as:

C i;L
K ! K 0 =

�
h � K i j

L
min
h2V d

E d
K ! K 0 (h)

�
(3.11)

Given the complexity parameter L , individual key hypotheses h, and an error measure

E d
K ! K 0 (h) on these key hypotheses, the candidate setC i;L

K ! K 0 contains the L key hypotheses

h � K i with the lowest measured error. For this attack, we de�ne the error measure simply as

the mean squared error (MSE):

E d
K ! K 0 (h) =

1
jVdj

jVd j� 1X

v=0

�
P i;v

d (K ) � P i;v � h
d

�
K 0�

� 2
(3.12)

Given a key hypothesish, the error measure calculates the di�erences between the known-

key pro�le P (K ) and permutations of the unknown-key pro�le P (K 0). Figure 3.6 illustrates

this concept. The three charts showP (K ), P (K 0), and E d
K ! K 0 (h) respectively|it seems that

P (K 0) is exactly reversed fromP (K ). Such a transformation could be achieved by XOR-ing

the indices of elements inP (K 0) with some value that contains many high 1 bits. The bottom
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(a) Timing pro�le for a known key K (b) Timing pro�le for an unknown key K 0

(c) Error measure between P(K ) and P(K 0)

Figure 3.6 P (K ), P (K 0), and E d
K ! K 0 (h) for an example dataset at the BootROM stage of execu-

tion. For this example, we haved = 8 and i = 0. Timing attacks at this stage of execution are much
more successful because of the pro�les'regularity (clear and predictable clustering).

chart of Figure 3.6 shows the values ofE d
K ! K 0 (h). Clearly, the key hypotheses with the lowest

error measure are of the formh = 0b1111XXXX. The correct key byte here happens to be

0xF1 = 0b11110001, con�rming our XOR rearrangement hypothesis: the transformation from

P (K 0) ! P (K ) is explained by a key guess of0xF1 in this case.

Using these extracted candidate sets, we can now begin to reason about the complexity of

a simple brute-force attack. Let GL be the set of 128-bit key guesses of orderL � 1 and k be

the bitwise concatenation operator. Then,GL contains all combinations of key guesses from the

candidate sets of all positions:

GL =
�
kjI d j � 1

i =0
hi j 8hi 2 C i; L

K ! K 0

�
(3.13)

The attack strategy proceeds as follows. We begin withG1, which contains only one key

guess - the concatenation of the key hypotheses with the lowest error measure at each index.

If this is not the correct key, we then search the setG2 which contains all key guesses such

that the key hypotheses at each index have the lowest or second-lowest error measure. Since
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G1 � G2, we only test the guesses inG2 � G1 to avoid repetition. We then iterate, and at each

iteration j in the attack we test only the key guessesGj � Gj � 1. Now, let L 0
s equal the smallest

value of L such that K 0 2 GL 0
s
. We now have a brute-force complexity of:

�
�GL 0

s

�
� = L 0

s
jI d j (3.14)

Note that L 0
s is also the maximum error ranking of a correct key hypothesis among all

indices i . This is clearly a polynomial worst case bound parameterized byL 0
s, and therefore

already a feasible attack in a theoretical sense. We note that this attack is bounded by the

complexity of a regular brute-force attack on AES (which has complexity 2128) by observing

that the maximum possible value of L 0
s is jVdj. The worst case brute-force complexity then

becomesjVdj jI d j = 2 128. In Section 3.6, we use the value ofL 0
s as a metric of our attack's

e�cacy, since this value is closely related to the computational complexity required to extract

the correct unknown key K 0. This parameter also quanti�es the amount of correct information

our attack is able to learn about the secret key, i.e., the attack's entropy. We show in the next

section that using information from multiple known-key pro�les often decreases the value ofL

and, correspondingly, the attack's overall entropy.

3.5.3 Multi-Pro�le Attacks

While our attack performs much better than a brute-force attack on AES itself, informa-

tion about timing variations is sometimes not fully captured by the known-key pro�le P (K )

with respect to the unknown-key pro�le P (K 0). This e�ect is well-known in the literature

[Spr14], and often leads to very high values ofL 0
s. The typical solution to this problem has

been to improve key enumeration techniques [VC12]. However, we seek to reduce the com-

plexity even further by instead introducing multi-pro�le attacks , which use information from

several known-key pro�les to extract key candidates for an unknown-key pro�le. Similarly

to before, let P (K 0) represent a timing pro�le for an unknown key K 0. Then, consider a

set of known keysK n = f K 0; K 1; : : : ; K n� 1g and their corresponding timing pro�les Pn =

f P (K 0) ; P (K 1) ; : : : ; P (K n� 1)g. We extend the de�nition of a candidate set C i;L
K ! K 0 from the

previous section to the multi-pro�le case:
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C i;L
K n ! K 0 =

n� 1[

j =0

C i;L
K j ! K 0 (3.15)

�
�
�C i;L

K n ! K 0

�
�
� = � i;L

n� 1X

j =0

�
�
�C i;L

K j ! K 0

�
�
� = � i;L nL (3.16)

For the single-pro�le case, each positioni simply had L key candidates. With this multi-

pro�le case, we increase the number of key candidates per position to� i;L nL where � i;L is a

parameter accounting for the case where some candidate sets inC i;L
K n ! K 0 contain the same key

candidates. For brevity, we denote the mean value of� i;L across all key positionsi simply as � L .

At �rst glance, this modi�cation does not look like an improvement { we increase the number

of key candidates at each position, which in turn increases the brute-force complexity. However,

we extend the previous section's brute-force attack and show that the additional known-key

pro�les improve performance.

The multi-pro�le brute-force attack is identical to the single-pro�le attack, with one drop-in

di�erence. The set of key guessesGL is de�ned identically except that we replace the single-

pro�le candidate set C i;L
K ! K 0 with the multi-pro�le candidate set C i;L

K n ! K 0. The attack then

iterates identically, testing G1, then G2 � G1, up to Gj � Gj � 1. Now, we de�ne L 0
m as the

smallest value ofL such that K 0 2 GL 0
m

. Although the number of key candidates increases by a

factor of � L 0
m n, the value of L 0

m itself decreases fromL 0
s. We show experimentally in our results

that � L 0
m nL 0

m < L 0
s, which indicates that the bene�t in L 0

m often outweighs the cost of� L 0
m n

additional key candidates. We now again state an expression for the worst case brute-force

complexity of the multi-pro�le attack:

�
�GL 0

m

�
� =

�
� L 0

m nL 0
m

� jI d j
(3.17)

An alternatively derivation can be expressed as follows. Denote the error ranking of the

correct key hypothesis h 2 C i;L
K j ! K 0 as L i

j . Then, within each index i , we will discover the

correct key hypothesis at theminimal error ranking L i
j out of all pro�les j { we denote L i =

min j 2 [0;n) L i
j . However the worst case brute-force complexity is still limited by the maximum
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L i across all indices. Therefore, the complexity can alternatively be stated as:

�
max
i 2I d

min
j 2 [0;n)

L i
j

� jI d j

(3.18)

3.6 Results

We now instantiate the attacks described in the previous sections in several separate experi-

ments. First, we attack OpenSSL1.1.1d using our improved PRIME+PROBEattack. We quantify

this attack's success rate in terms of two parameters|the number of random plaintexts, and

the number of traces
�

TM
x j x 2 S

	
captured for each plaintext. For each random plaintext, we

summarize the corresponding traces into an averaged trace and use this average to eliminate

key candidates. We do so because any single trace may be noisy, and averaging many traces lets

us identify true negatives more accurately. We also use these averaged traces to run a standard

PRIME+PROBEattack without our improvements, as a comparison. For this attack, we quantify

the reduced AES security level by building candidate sets and key guess sets, analogously with

the time-driven attack. We then report log 2 jGL 0j = 16 log2(L 0) as the reduced AES security

level.

For our time-driven attack, we implicitly measure timing variations related to the SoC's

memory hierarchy, although we note that the L1 cache can easily accommodate all required

data for both AES-128 implementations that we test. Thus our attack makes no explicit as-

sumptions about which level of the memory hierarchy a given set of data is currently located in,

and rather just indiscriminately measures black-box encryption timings without manipulating

the architectural state. In our �rst experiment, we attempt to classify whether the caches exhibit

vulnerable address-dependent timing variations by using our own, casual AES-128 implemen-

tation. Then, we replicate the attack using the standard OpenSSL AES-128 implementation

to show the timing side-channel vulnerability of standard cryptographic libraries executing on

the Apple's A10 SoC. For each time-driven attack con�guration, we calculate the parameter

� L 0
n which measures the amount of additional, non-duplicate key candidates introduced by

including more known-key pro�les|this is calculated as the mean of:
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Figure 3.7 Results of our constraint-based statistical technique, compared to both the best and av-
erage performance of the originalPRIME+PROBEtechnique [Osv06]. Both �gures show that our attack
reduces the key search-space drastically for an exhaustive evaluation.

�
�
�C i; L 0

K n ! K 0

�
�
�

L 0+ 1
(3.19)

across all indicesi 2 I d. We can then approximate the reduced security level of AES, measured

in bits. The size of the key guess setGL 0 can be calculated using equation 3.17 with log2:

log2 jGL 0j = jI dj � log2
�
�n L 0� (3.20)

3.6.1 PRIME+PROBEResults

Using Project Sandcastle (Section 2.4.2) we compile a full Linux system for the iPhone 7,

which includes the target of our access-driven attack|OpenSSL 1.1.1d . We speci�cally compile

OpenSSL with the no-asmcon�guration 
ag to ensure that the ARM AES instructions are not

used, as attacking these is out of scope for this work. This is a standard choice for earlier

works [Gru15; Jia17; Lip16] in this �eld as well. We then boot the Linux kernel using the kernel

parametersisolcpus=1, nohz full=1 , which removes the second CPU core from the scheduler

and causes all processes to run on the �rst core. Finally, we explicitly launch our victim and

attack processes on the second core usingtaskset 0x2 .

To quantify the success rate of ourPRIME+PROBEattack, we gathered a large dataset contain-

ing measurements for one random key. Speci�cally, this dataset includes 16384 traces collected

for each of 16384 random plaintexts with a naturally unaligned t-table (o mod B = 16). We

then randomly subsample from this dataset to analyze other attack con�gurations. Our results

are shown in Figure 3.7 which displays the reduced AES security level along both hyperpa-
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rameters. As expected, increasing the number of random plaintexts and traces per plaintext

generally decreases the security level of AES-128. We �nd that, generally, collecting traces for

more plaintexts is better than collecting more traces per plaintext, primarily because our tech-

nique can build more constraints in these circumstances. The results show that we consistently

outperform classical techniques [Osv06], even when they perform at their best. The di�erence

between our attack and the earlier work is signi�cant because brute-force is possible on our

reduced security level whereas the conventional method fails to su�ciently lower the security

level, unless a large amount of data is collected.

3.6.2 Time-Driven Attacks at BootROM Level

Figures 3.8 (a) and 3.8 (b) summarize the experimental results of our time-driven attack at the

BootROM level. Our data for this stage was collected using openc8, speci�cally utilizing the

pro�ling program in Listing 2.4. We are interested in visualizing our attack success rate as the

number of traces increases|however, independently pro�ling for each number of traces would

take a very long time. Instead, we pro�le with the maximum number of traces (109) and then

read out partial data via USB to simulate pro�ling with less traces. This technique allows us

to track our attack's e�ciency with a varying number of traces, but does introduce some noise

from USB IO. To compensate, we perform a number of unmeasured, random AES encryptions

after reentering the pro�ling task to ensure all AES data is resident in the cache.

From this data, we draw a number of conclusions. First, we �nd that increasing the number

of collected traces for each pro�le generally decreases the AES security level across all attack

con�gurations. For the higher-order (large n) con�gurations, the security level drops faster

(with less traces) as compared to the single-pro�le con�guration. This e�ect is most signi�cant

around 107 traces, where themulti32 attack con�guration lowers the AES security level by 22

more bits than the single con�guration. We do �nd that all con�gurations eventually reach a

minimum security level of 32 bits, which indicates that 75% of the unknown key bits K 0 can

be deduced using this speci�c attack strategy. The remaining key space can easily be searched

exhaustively|using an Intel ® Core—i7-7700HQ processor, the brute force attack takes only

288 CPU-seconds. We thus conclude that our attacks successfully break AES at the BootROM

stage of execution.
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(a) BootROM attack models (b) BootROM security levels

(c) OpenSSL attack models (d) OpenSSL security levels

Figure 3.8 The security level (in bits) of AES under our timing attack with varying number of traces
and attack con�gurations, executing at the BootROM level (a, b) and at the OpenSSL level (c, d).
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3.6.2.1 Cache Bank Con
icts

It is well documented in the literature that cache attacks can only extract a maximal amount

of key information, depending on the technique used. Osvik et al. showed that their access-

driven attack is only able to extract the top 4 bits of each key byte, mainly because the attack

depends on tracing cache hits and misses on 64-byte cache blocks [Osv06]. Other works show

that attacks within the cache block granularity are feasible as well|CacheBleed[Yar17] exploits

timing information from cache bank con
icts to extract 60% of the bits in an RSA private key.

Jiang et al. showed that cache bank con
ict timing attacks are applicable to AES as well [Jia17].

Since iTimed keeps all AES data in the L1 cache during the pro�ling phase, we believe that

our attack measures timing variations inherently caused by cache bank con
icts.

Various observations from the data support this cache bank con
ict hypothesis. The timing

patterns for this experiment tend to be very regular, with clear clusters at predictable locations

of M d
i as seen in Figure 3.6. While these patterns are distinct (and exploitable for timing

attacks), they are also very small|the maximum range in the timing information for the known-

key pro�le is only about 0.0035 timer cycles (145.83 picoseconds). Since this range is much less

than the period of a single clock cycle, we believe the origin of these timing variations is

microarchitectural in nature. We also �nd that pro�les collected at the BootROM level can

be used in cross-device attacks against a di�erent iPhone 7, which further suggests that our

attack captures timing variations from a consistent, device-independent microarchitectural side

channel.

3.6.3 Time-Driven Attacks on OpenSSL

Figures 3.8 (c) and 3.8 (d) show the results of our attack on the OpenSSL1.1.1d AES im-

plementation. Similar to the BootROM experiment, we �nd that increasing the number of

collected pro�les generally decreases the security level of OpenSSL AES. Multi-pro�le con�gu-

rations again outperform the single con�guration, but the e�ect is much more signi�cant for

this experiment. We �nd that, at maximum, the multi31 con�guration lowers the AES security

level by 32 more bits than the single con�guration. We were unable to determine an exact

lower bound for this experiment due to high pro�ling times|collecting 32 pro�les with 10 9
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(a) Timing pro�le for a known key K (b) Timing pro�le for an unknown key K 0

(c) Error measure between P(K ) and P(K 0)

Figure 3.9 P (K ), P (K 0), and E d
K ! K 0 (h) for an example OpenSSL dataset. For this example, we

have d = 8 and i = 3. Note the irregularity of the pro�les and error measure as compared to Fig-
ure 3.6|this irregularity lowers the e�ectiveness of our attacks and increases the required number of
traces.

traces each took two weeks. We believe that fully visualizing the reduced OpenSSL security

level would require 32 pro�les with about 1011 traces each, and require about 200 weeks to

pro�le. Based on our experience with this attack, we believe that thesingle con�guration is

bounded at about 80 bits while the multi31 con�guration is bounded at about 48 bits. Using

the same Intel® processor as in the previous experiment, we estimate the brute-force attack

time for our proposed multi31 con�guration needs 6065.5 CPU-hours which is feasible given

enough cores. By contrast, the conventional single-pro�le brute force attack would require over

3.5 billion CPU-years which is arguably impractical.

Figure 3.9 shows that the OpenSSL pro�les are less regular than the BootROM pro�les (Fig-

ure 3.6). There are no visible clusters that could be used to e�ciently compare key hypotheses.

Instead, the attack relies on the timing information's peaks and troughs. The maximum range

of these timing variations is approximately .03 timer cycles (1.25 nanoseconds), which is an

order of magnitude increase compared to the BootROM experiments. We believe this increase

is explained by MMU address translation overhead, since the Linux kernel utilizes a full virtual
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memory system. Accesses to the translation lookaside bu�er (TLB), which caches virtual to

physical address translations, could also contribute to these timing variations [Gra18].

3.7 Apple's Implementation

We have thoroughly explored an AES-128 t-table implementation and shown that it is vulner-

able to two di�erent varieties of cache attacks. However, we had to utilize highly controllable

software infrastructures including a modi�ed Linux kernel. Additionally, we explicitly removed

one of the best mitigations against cache attacks by compiling OpenSSL with theno-asm 
ag.

Determing whether our proposed cache attacks are possible on iPhones running unmodi�ed

Apple system software is therefore still an open research problem. We have taken some small

steps to begin work in this direction. We �rst found that Apple's system cryptography library

is partially open-sourced, and available to download exclusively for security research purposes3.

By looking through this code, we �nd an (expected) AES implementation using the ARM

AES instructions which mitigate cache-based SCAs. However, we also �nd a t-table AES im-

plementation. It is unclear in which situations the t-table implementation is used|however,

any such use should be carefully scrutinized since this implementation is vulnerable to cache

timing SCAs. Alternatively, we could explore whether the ARM AES instructions themselves

exhibit some sort of side channel leakage. Through preliminary time-driven experiments, we

found that these instructions execute in constant time|even with many traces, we are unable

to �nd any exploitable variation. Thus, we end our software-based side channel research and

begin exploring hardware-based side channels instead.

3https://developer.apple.com/security/
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Chapter 4

Hardware Attacks

Having shown that cryptographic software running on Apple hardware is vulnerable to two

di�erent types of cache attacks, we now peel away a layer of abstraction and directly examine

the cryptography which Apple implements in hardware. All modern digital logic is implemented

as transistors, with power usage for a single transistor de�ned as [Cha95]:

Pavg = Pswitching + Pshort � circuit + Pleakage

= � � C � V 2
dd � F + I sc � Vdd + I leak � Vdd

(4.1)

where C is the load capacitance,F is the clock frequency, Vdd is the voltage, and I sc and

I leak are the short-circuit and leakage current respectively. Crucially for hardware side channel

analysis, the term � is a probability corresponding to a 0 ! 1 or 1 ! 0 logic transition for a

given transistor. Additionally, the switching power used is typically greater in magnitude than

both the short-circuit and leakage power [Cha95]. Thus, if we can observe the power usage (or

a related term, such as the electromagnetic radiation) corresponding to a speci�c transistor

we can begin to reason about this probability � |and if this transistor corresponds to some

circuit operating on secret data, this probability could leak information about the secret being

processed. This concept is the foundation of modern physical side channel analysis.

Of course, the circuits which we would like to observe are many orders of magnitude larger
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than a single transistor|the A10 SoC integrates approximately 3.3 billion of them 1. This adds

a non-negligible amount of noise into our measurements, and thus necessitates both advanced

statistical analysis (Section 4.2) and measurement equipment (Section 4.3).

4.1 Target and Threat Model

For these experiments, we target the same A10 SoC described in Section 3.3. We also examine

the same T-table AES-128 implementation described previously, noting that hardware-based

side channel attacks on software can often still succeed [Mes00]. We also add two additional

hardware-based cryptographic targets which are available on the Apple A10 SoC.

4.1.1 ARM-CE AES

Listing 4.1 AES implementation using ARM-CE

1 < a e s c e e n c > :

2 // c o r r e c t number o f rounds

3 0 x00 : sub w3 , w3 , #0x2

4

5 // l o a d p l a i n t e x t ( x2 ) , i n i t i a l round key ( x0 )

6 0 x04 : l d 1 f v0 . 1 6 b g , [ x2 ]

7 0 x08 : l d 1 f v1 . 4 s g , [ x0 ] , #16

8

9 // f i g u r e o u t c o r r e c t number o f rounds

10 0x0C : cmp w3 , #0xa

11 0 x10 : b . mi #0x10 < a e s c e e n c +0x20 >

12 0 x14 : b . ne #0x2c < a e s c e e n c +0x3c >

13 0X18 : mov v3 . 1 6 b , v1 . 1 6 b

14 0x1C ; b #0x1c < a e s c e e n c +0x30 >

15

16 // e n c r y p t i o n rounds (3 a t a t ime )

17 0 x20 ; mov v2 . 1 6 b , v1 . 1 6 b

18 0 x24 : l d 1 f v3 . 4 s g , [ x0 ] , #16

19 0 x28 : a e s e v0 . 1 6 b , v2 . 1 6 b

20 0x2C : aesmc v0 . 1 6 b , v0 . 1 6 b

21 0 x30 : l d 1 f v1 . 4 s g , [ x0 ] , #16

22 0 x34 : a e s e v0 . 1 6 b , v3 . 1 6 b

23 0 x38 : aesmc v0 . 1 6 b , v0 . 1 6 b

24 0x3C : l d 1 f v2 . 4 s g , [ x0 ] , #16

25 0 x40 : a e s e v0 . 1 6 b , v1 . 1 6 b

26 0 x44 : aesmc v0 . 1 6 b , v0 . 1 6 b

27 0 x48 : l d 1 f v3 . 4 s g , [ x0 ] , #16

28

29 // do more rounds ?

30 0x4C : subs w3 , w3 , #0x3

31 0 x50 : b . p l # = 0x1c < a e s c e e n c +0x28 >

32

33 // f i n a l round ( no MixColumns )

34 0 x54 : a e s e v0 . 1 6 b , v2 . 1 6 b

35 0 x58 : e o r v0 . 1 6 b , v0 . 1 6 b , v3 . 1 6 b

36

37 // s t o r e r e s u l t and r e t u r n

38 0x5C : s t 1 f v0 . 1 6 b g , [ x1 ]

39 0 x60 : r e t

For this series of experiments, we additionally consider an AES implementation based on

the ARM Cryptographic Extensions (ARM-CE). This extension de�nes an additional set of

instructions which accelerate various common cryptographic algorithms such SHA and AES.

Notably, these instructions are constant-time by design and do not utilize any memory-based

1https://nanoreview.net/en/soc/apple-a10-fusion

45



t-tables making them invulnerable to timing-based cache attacks. Instead, the encryption pro-

cess is implemented in hardware as a function unit in the CPU's 
oating point pipeline. Listing

4.1 shows a typical (annotated) implementation of AES using these instructions|this speci�c

implementation is from the Linux kernel ( arch/arm64/crypto/aes-ce-core.S ). Note that a

single AES round is implemented as two instructions (aese and aesmc), respectively corre-

sponding to the AddRoundKey/SubBytes/ShiftRows and MixColumns stages. This separation

allows the last round, which does not have the MixColumns stage, to be implemented with

these instructions as well. We note that attacks on a so-called bitsliced AES implementation

for the ARM NEON FPU have been shown in the literature [Lon15], but the authors did not

break ARM-CE AES.

4.1.2 Secure Enclave Processor

In addition to implementing ARM-CE, Apple includes dedicated AES engines which are used

for several security critical functions. These engines are depicted in Figure 4.1, along with

relevant system connections. According to Apple's Platform Security Guide [App21], each such

engine supports operations with both software-de�ned keys as well as special hardware keys:

the UID and the GID. The UID is a device-unique AES-256 key which is generated in the secure

enclave at manufacturing time. This key is used for device-speci�c operations such as �lesystem

encryption and user authentication, ensuring that an adversary with e.g. the capability to

remove storage chips would still be unable to access user data. The GID, in contrast, is model-

speci�c and mainly used to decrypt sensitive �rmwares such as sepOS (the secure enclave's

operating system).

By design, these hardware keys are never exposed to software and thus unreadable by direct

methods. No information is provided about the AES engine implementation, except for a brief

note that it does include protections against physical side channels [App21]|however, this

engine is an extremely tempting target. Thus, we carefully reverse-engineered the BootROM's

driver for this AES engine and rewrote it as a Linux driver for Project Sandcastle. Then, we

are able to request encryptions of arbitrary plaintexts using the UID, GID, and any other key

that we wish. Building on this capability, we launch a series of experiments in an attempt to

extract these hardware keys through physical side channels.
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Figure 4.1 System diagram showing Apple's integrated AES engines, and how they connect to other
SoC components [App21].
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We now brie
y describe the interface to the AES engine. We �nd that communication with

the engine is mediated through 4 32-bit memory-mapped registers which we namedREGCTRL,

REGSTATUS, REGINT, and REGCMD. REGCTRLis used to enable/disable the engine|we must

write a 1 to it just before sending commands. The speci�c use ofREGSTATUSis unclear from our

reverse-engineering, however we assume that it holds some status bits about the current engine

con�guration. When an encryption command completes, a 
ag is raised inREGINT after which

the engine can safely be disabled again. Finally,REQCMDis used to pass con�guration options

to the engine, as well as the key (if user de�ned) and initialization vector. Notably, input and

output data are not communicated through this register. Rather, the physical addresses of the

plaintext and ciphertext are passed to the engine, which implies that it has a direct connection

to the memory controller.

4.1.3 Threat Model

For physical SCAs, we consider adversaries with prolonged physical access to the device being

targeted and the capabilities to physically alter some aspects of the device. As described in

the latter sections, some of our power attacks require probing very speci�c portions of the

iPhone's logic board. Additionally, because of the inverse-square law, electromagnetic attacks

are generally more e�ective if the EM probe can be placed physically closer to the target IC.

Both of these require disassembling the target device to some extent. Additionally, physical

SCAs often require more time to �ne-tune the acquisition process and to gather the required

data. Thus, we consider very strong adversaries for this work.

While extremely powerful, adversaries of this strength are realistic. We refer here to a

prominent 2016 court case between Apple and the Federal Bureau of Investigations (FBI)

[FBI16]. In this case, the FBI had asked for Apple's assistance with unlocking an iPhone 5C

recovered on December 3, 2015 from one of the shooters involved in the San Bernardino attack.

Speci�cally, a court order [Cal16] compelling Apple to comply with the request mandated that

Apply create a custom version of iOS which:

1. "will bypass or disable the auto-erase function whether or not it has been

enabled"
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2. "will enable the FBI to submit passcodes to the SUBJECT DEVICE for testing

electronically via the physical device port, Bluetooth, Wi-Fi, or other protocol

available"

3. "will ensure that when the FBI submits passcodes to the SUBJECT DEVICE,

software running on the device will not purposefully introduce any additional

delay between passcode attempts beyond what is incurred by Apple hardware"

Apple opposed the order in court until March 28, 2016 when the FBI dropped the case,

citing that a third-party contractor had successfully broken into the device. Throughout this

process, the FBI testi�ed that their own technical capabilities were not developed enough to

retrieve the shooter's data. However, a March 2018 report by the O�ce of the Inspector General

[IG18] found that this was not entirely true. The Cryptographic and Electronic Analysis Unit

(CEAU) within the FBI had made several attempts to access the data|and as the name of the

unit implies, they might have attempted physical side channels and would have had almost 4

months to do so.

4.2 Methodology

Various advanced statistical techniques are necessary to derive secret information from physical

side channels. We speci�cally use two such methods. The �rst of these, TVLA, is useful for de-

termining if a given implementation leaks side channel information in a general sense. The other,

power analysis, can be combined with a suitable power model in order to extract speci�c secret

values from a side channel trace. In this context, we de�ne a side channel traceT as consisting of

n discrete measurement samples across some time domain { that is,T = f s0; s1; : : : si : : : sn� 1g

for i 2 [0; n). When referring to collections of such traces, we denote these asT with some

de�ning superscript. This would look like T = f T0; T1; : : :g = ff s0;0 : : :g; f s1;0 : : :gg. Often for

these trace sets, we use both the mean and standard deviation across all traces at a given sample

index i . We denote these as� i and � i respectively, with a superscript de�ning the trace set T

when necessary. When attacking cryptographic implementations, it is also common to collect

some associated dataD with each trace T. This data often consists of the input plaintext or

output ciphertext, and is used primarily for di�erential and correlation power analysis attacks.
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4.2.1 TVLA

The Test Vector Leakage Assessment (TVLA) was �rst formalized by Schneider and Moradi

in [Sch15]. This assessment is a so-called non-speci�c test|it does not assume any particular

source of side channel leakage, and merely determines whether an implementationcould leak

without answering the speci�cs of how or why. The assessment is based on Welch's t-test,

which calculates a test statistic t that represents the probability that the mean � of two sets

are di�erent. The most common signi�cane threshold is jt j > 4:5, indicating a probability

p > 0:99999 that the sets are distinguishable. We speci�cally use TVLA on�xed-vs-random

trace sets, where the former set contains side channel traces corresponding to a �xed input

data and the latter contains traces corresponding to many random input data. We denote these

sets asT F and T R respectively, with mean � , standard deviation � , and sizen superscripted

similarly. The test statistic t is calculated (for each sample indexi ) as:

t i =
� F

i � � R
iq

(� F
i )2

nF � (� R
i )2

nR

(4.2)

Although general, TVLA is highly sensitive to subtle variations in both the side channel

traces and the side channel acquisition process. It is important to capture the setsT F and T R

in a randomly interleaved fashion. That is, for each trace to acquire, �rst decide whether to use

the �xed data D F or a random data in the set DR . Then, if acquiring a trace for the random

set, generate the speci�c random dataD R to use. This acquisition process ensures that any

internal state in the target circuit is su�ciently randomized before each acquisition, and that

the bias due to these internal states is minimized.

4.2.2 Power Analysis

If TVLA indicates that a speci�c side channel trace set has some leakage, we proceed to isolate

the source of that leakage using power analysis techniques. Note that despite the name, these

techniques are applicable to EM-based physical side channels as well. In contrast to the general

TVLA technique, power analysis techniques test for speci�c sources of leakage based on the

structure of the circuit under attack and fundamental electrical phenomena.
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Figure 4.2 A power trace where SPA is enough to recover secret key bits. When the key bit is 1, no-
ticeably more power is used than if the key bit is 0.

4.2.2.1 Simple Power Analysis (SPA)

While SPA is not directly relevant for any of the attacks that we describe in this chapter, we

include it here for completeness. SPA is the simplest form of power analysis, often relying on

large visible features in a side channel trace rather than subtle statistical variations. Exam-

ples include public/private key cryptosystems, which often rely on expensive exponentiation

operations and key-dependent control 
ow. A straightforward RSA encryption (involving expo-

nentiation of large numbers), for example, would either execute a square-and-multiply operation

or only a square operation depending on the value of a secret key bit. This variation is then

easily detectable in a power trace. An example of a trace with SPA leakage from an unrelated

work is shown in Figure 4.2. The secret sequence of bits can easily be determined using a simple

thresholding approach. This approach thus works well for heavyweight, control-
ow-dependent

cryptosystems. However, cryptosystems such as AES do not have such control 
ow variations

at all|rather, these symmetric ciphers often consist simply of Boolean operations and lookup

tables. We thus require a more sensitive technique to recover secret bits from AES.
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4.2.2.2 Di�erential Power Analysis (DPA)

DPA was �rst introduced by Kocher et. al. in [Koc99] and is based on the observation described

above|namely, that many symmetric cryptosystems do not have control 
ow variations and

are thus impossible to analyze with SPA. Kocher speci�cally examines the now defunct Data

Encryption Standard (DES), but the concept is still relevant. First, some intermediate bit b,

which can be derived from trace-associated dataD and some partial key guessK 0 is identi�ed.

This bit could be, for example, one of the bits corresponding toM � K 0 from the �rst round of

AES (see Section 3.3). This speci�c target bit is then further incorporated into a DPA selection

function S(C; K 0) which returns the estimated value of b based on the key guess. Note that if

the key guess is incorrect,S yields the correct value forb with probability � 1
2 . The goal now is

to �nd the di�erence in means of the trace sets T b=0 and T b=1 . We de�ne the di�erential trace

TD = f � b=0
0 � � b=1

0 ; � b=0
1 � � b=1

1 ; : : :g calculated as

TD [i ] =
� j S(D j ; K 0)Tj [i ]

� j S(D j ; K 0)
�

� j (1 � S(D j ; K 0))Tj [i ]
� j (1 � S(D j ; K 0))

; 8i 2 [0; n) (4.3)

For an incorrect key guess, we will see that the samples in the di�erential trace trend towards

0 as we increase the number of traces in the setsT b=0 and T b=1 . This is because the selection

function S returns bits b0 uncorrelated with the actual intermediate bit b. However, if the key

guess is correct, we will see certain samples in the di�erential trace increase in magnitude as

we collect more traces. Thus, we can easily distinguish the correct key guess from the many

incorrect key guesses, leaking secret cryptographic information only from physical side channel

information.

4.2.2.3 Correlation Power Analysis (CPA)

CPA, �rst proposed in [Bri04], extends DPA with a more convenient and intuitive notion of

correlation. The selection function S is replaced with a power model functionpm(D; K 0) which

returns the expected power consumption of some intermediate operation in the cryptosystem

dependent on the associated dataD and a key guessK 0. For application-speci�c integrated

circuits (ASICs) such as the A10 SoC, this model is usually de�ned in terms of an intermediate

value's Hamming weight HW (x) = the number of 1 bits in a data byte or word x. This models,
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for example, the movement of data along a datapath|more 1s in the data being transferred

will lead to higher power consumption. Alternatively, for sequential logic, the power model can

also be de�ned in terms of the Hamming distanceHD (x; y) = HW (x � y) between two data

bytes or words x; y. This type of leakage occurs when the current valuex in a set of 
ip-
ops

is overwritten with a new value y, and counts the number of 
ip-
ops which will toggle in this

transition.

To run a CPA attack, we �rst calculate for all data D 2 D a power model traceTP =

f pm(D0; K 0); pm(D1; K 0); : : :g. Then we de�ne a sample trace Ti = f s0;i ; s1;i ; : : :g for each

sample index i , which is a member of the transpose ofT . Finally, we calculate the Pearson

correlation coe�cient for each sample index i :

� i =
cov(TP ; Ti )

� P � i =
� j (pm(D j ; K 0) � � P )(sj;i � � i )

� P � i (4.4)

If the key guessK 0 is incorrect, we would most likely see uniformly low correlations across

all sample indices since the power model values would not be correlated with the internal state

of the cryptosystem. However, if the key guess is correct, we would expect to see some spikes in

the correlation trace. These spikes indicate not only the correct key guess, but also the speci�c

sample index where the power model's leakage occurs. Thus, we mainly use this power analysis

technique for our physical SCAs.

Due to its utility, we highlight one speci�c power model which we use often for our experi-

ments. Since CPA also returns the sample indexi where the speci�c leakage occurs, it can be

used as a slightly more nuanced general test. Speci�cally, we de�ne a power modelpmio (D; d; o)

which returns the Hamming weight of the oth d-bit chunk of the associated dataD . Since D

contains the plaintext or ciphertext corresponding to a speci�c side channel trace, this power

model isolates the speci�c point in time at which data is input to or output by the cryptosystem

under attack. In the absence of correlations for intermediate values, input/output correlations

can con�rm whether the target operation is actually contained within a side channel trace set.
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Figure 4.3 Traces collected from our passive EM probe (top) and our LS EM probe (bottom).

4.3 Equipment

Physical SCAs require a very di�erent measurement infrastructure than the software attacks

described in the previous chapter. Whereas our cache attack code was able to independently

collect and save measurements entirely in software, hardware-based attacks often require addi-

tional, external equipment. For all following experiments, we use a Teledyne LeCroy WaveRun-

ner 8104 oscilloscope to acquire side channel measurements. For our software-based attacks,

we could keep test devices plugged in and charging for the experiment duration. However, this

would create an additional source of noise for physical side channels. We thus use a Keithley

2260B DC power supply to provide a stable, controlled amount of power to our test devices.

How we connect this power supply to the device varies (especially for the power-based experi-

ments in Section 4.4). When necessary, we use a Langer ampli�er to enhance the signals from

our probes. For all experiments, we use software from Riscure to both manage the acquisition

process and to analyze the resulting data.
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4.3.1 Probes

Power and EM SCA experiments require di�erent types of sensors in order to measure the

physical characteristics of the device. For the power attacks, we use a Riscure current probe

connected in series with the Keithley power supply. This lets us measure the actual current

consumption of the device under various conditions. For the electromagnetic attacks, we use

both a passive EM probe and an active low-sensitivity (LS) EM probe. These probes vary

in the amount of detail which they can capture from electromagnetic signals emanating from

the SoC|see Figure 4.3 for a comparison of signals collected from the same SoC location

using these probes. Particularly note that the passive trace contains high-frequency noise which

almost completely obscures the signal, and must be ampli�ed to even reach a magnitude of

3mV. In contrast, the (unampli�ed) trace from the LS EM probe exhibits no such noise and

reaches an amplitude of 700mV. Therefore, we choose to use the LS EM probe exclusively for

our EM-based side channel experiments.

4.3.2 Triggering

Since we use external instruments for data collection, we must notify them precisely when the

target operation (AES encryption in our case) is occurring. Two synchronization techniques are

generally used in the literature. The simpler of these is direct triggering through an externally

routed software-controlled pin of some kind. Right before the target operation, attacker code

sets this pin to a logic-high state, signalling to the oscilloscope to begin trace acquisition. The

second technique involves pattern matching on a distinctive feature of the trace-to-collect. In

the case of Figure 4.3, for example, we could match on the distinctive series of spikes occurring

at the end of the displayed trace (x = 350ns of the bottom trace). Using specialized equipment

from Riscure, we can do this in real-time. We explored the latter technique at �rst for both

power and EM attacks, but faced di�culties with balancing good trace alignment (required for

most of the statistical tests described in Section 4.2) and fast acquisition rates.

DFU mode is typically entered by pressing a certain button combination while the phone

is booting up. However, when reverse-engineering the BootROM, we found a di�erent code

path by which DFU mode can be entered. This path turned out to be a read operation from
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an externally routed GPIO pin on the iPhone's logic board. If the read returns logic-high,

the phone boots to DFU rather than iBoot. Presumably, Apple uses this pin to test the DFU

functionality of recently manufactured logic boards. Through some experiments, we found that

it is also possible to write logic-high to this pin using software. This is exactly the functionality

required for the direct triggering approach, allowing our experiment software to precisely mark

the target operation to external instruments. Thus, since it is simpler and more accurate, we

use this approach for each our physical side channel experiments.

4.4 Power SCAs

We begin our physical side channel experiments by examining the A10's power consumption.

To successfully do so we must �rst understand the A10's power architecture, aspects of which

we describe in the following sections. iPhones are complicated, heterogeneous devices which

integrate a variety of processors, sensors, antennas, and other devices. Each of these devices

has its own power requirements, which can be both speci�c (e.g. maximum allowed operating

voltage) and variable (e.g. a CPU running at higher frequencies might require higher voltage

and sustained current). To complicate matters, power itself can be obtained from two di�erent

sources. When mobile, of course, the iPhone will draw power from its battery. When charging,

power is obtained from the USB port and redirected both to the battery for charging and to the

logic board for device operations. Thus, running an e�ective SCA on the A10 SoC will require

careful control and consideration of the overall device's power usage.

Power SCAs o�er both advantages and disadvantages over other physical SCAs. One such

advantage is the absence of any spatial component|we do not need to precisely, physically

position our current probe sensor over a speci�c location on the logic board. Instead, we insert

the probe in series at a given tap point on the logic board. We discuss three of these tap

points in the following sections. Then, if the target circuit's power consumption is signi�cantly

high enough, the side channel leakage will be directly visible in the collected power trace.

However, there is also a disadvantage inherent in this approach. Measuring at a tap point will

not only capture information from the target circuit, but also all devices "downstream" from

that point. Thus, the target leakage could easily be lost in uncorrelated noise from other system

56



Figure 4.4 Front and back view of a test iPhone 7 logic board mounted in our modi�ed chassis. Sev-
eral regions of interest are highlighted.Red: cluster of externally routed GPIO pins, including the
DFU pin. Blue: Apple A10 SoC. Green: battery connector socket.Yellow: cluster of power injection
points. Purple: testpoints for CPU and GPU voltages. Orange: Logic board PMU IC.

components.

Tap point selection is a critical aspect of power side channel attacks. Since we lack both

the expertise and equipment, we limit ourselves to tap points which are naturally available

on the board. Examples include the battery connector, USB connector, the main power line

for the logic board, etc. More advanced adversaries could attempt to modify the board, for

example by desoldering individual capacitors and inductors from the logic board and inserting

shunt resistors in series with the components. However, we note that such components on the

logic board are tiny|we refer to the right image in Figure 4.4 for a good example of scale.

Successfully desoldering these components without damaging the rest of the board requires

advanced microsoldering equipment and skill, neither of which we have in the scope of this

work. Nevertheless, we do perform a modi�cation to the phone chassis. The logic board must

be fully mounted inside the chassis in order to be correctly grounded. However, some of the
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