
ABSTRACT

RADHAKRISHNAN, ANIL. Adaptive Neural Architectures for Physical Systems: Exploring
the Intersection of Nonlinear Dynamics and Machine Learning. (Under the direction of
Dr. William Ditto).

This dissertation explores the intersection of nonlinear dynamics and machine learning

through three complementary investigations, each demonstrating how incorporating

physical principles and adaptive architectures can enhance the capabilities of neural

networks. We challenge conventional approaches to neural network design while showing

how physically-motivated flexibility can lead to more efficient and interpretable models.

Our first investigation introduces neural networks that learn their own activation

functions during training. Rather than using fixed nonlinearities, we allow networks to

discover task-specific activation functions through metalearning. Testing this approach

across various domains, we demonstrate improved performance and gain insights into how

networks naturally discover meaningful nonlinear transformations.

The second study examines neural networks that dynamically grow their architecture

during training. We present two approaches: one using auxiliary neurons to control network

growth, and another employing controller-based masking. Both methods allow networks

to adapt their complexity to match the underlying problem structure, often achieving

better performance than static networks while using fewer parameters. This challenges

the common assumption that overparameterization is necessary for good performance.

Our final investigation develops a differentiable programming approach to configuring

nonlinear chaogates for computation. By reformulating chaogate configuration as a

differentiable optimization problem, we enable direct gradient-based tuning of encoded

nonlinear chaotic maps for Boolean logic operations. This work demonstrates how modern

optimization techniques can bridge the gap between physical dynamics and practical

computation.

Together, these investigations suggest that incorporating physical principles and

adaptive flexibility into neural architectures can lead to more efficient and interpretable

solutions than purely general approaches. Our results contribute to ongoing discussions

about the role of domain knowledge in machine learning, suggesting that for physical

systems, the most effective approaches often combine learning capabilities with physical

constraints and principles. This work opens new directions for research in scientific

machine learning, particularly in developing hybrid approaches that leverage both physical



knowledge and learning capabilities.

The dissertation concludes by contextualizing our findings within broader debates

about specialized versus general approaches in machine learning, arguing for a nuanced

view that recognizes the value of incorporating physical principles while leveraging

modern computational capabilities. Our results demonstrate that for physical systems,

thoughtfully designed architectures that respect physical principles can outperform more

general approaches while providing better insights into both the systems being modeled

and the nature of neural computation itself.
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To make a prairie it takes a clover and one bee,

One clover, and a bee.

And revery.

Emily Dickinson, To make a prairie (1779)

1
Introduction

1.1 Motivation

The study of nonlinear dynamics and complex systems has been fundamental to our

understanding of nature, from the smallest quantum scales to the largest cosmological

phenomena. Classical physics, with its linear approximations, served admirably for cen-

turies in describing many natural phenomena. However, as our scienti�c understanding

has deepened, we have increasingly encountered systems where nonlinearity is not merely

a correction term but the essential characteristic that de�nes the system behavior [1].

1.1.1 The Ubiquity of Nonlinear Phenomena

Nonlinear systems appear throughout nature with striking regularity. In 
uid dynamics,

the Navier-Stokes equations govern everything from weather patterns to blood 
ow in

vessels [2]. In quantum mechanics, nonlinear Schr•odinger equations describe Bose-Einstein

condensates and nonlinear optics [3]. Celestial mechanics, despite its ancient lineage,

continues to reveal new complexities through the nonlinear interactions of multiple

bodies [4]. Even in �elds as diverse as population dynamics, �nancial markets, and neural

systems, nonlinear e�ects dominate the underlying dynamics [5].

The challenge with these systems lies not just in their mathematical description, but

in their fundamental properties. Nonlinear systems can exhibit:

ˆ Sensitive dependence on initial conditions

1



ˆ Multiple stable states and bifurcations

ˆ Emergence of coherent structures

ˆ Chaos and strange attractors

ˆ Pattern formation and self-organization

These properties make traditional analytical approaches insu�cient for many prac-

tical applications. While perturbation theory and numerical methods have provided

valuable insights, they often struggle with high-dimensional systems or strongly coupled

dynamics [6].

1.1.2 The Rise of Machine Learning in Physics

Concurrent with our growing appreciation of nonlinear phenomena, we have witnessed

an unprecedented revolution in machine learning, particularly in the domain of neural

networks. The success of deep learning in computer vision, natural language processing,

and playing games [7] has naturally led to questions about its applicability to physical

systems.

Neural networks o�er several compelling advantages for modeling physical systems:

ˆ Universal function approximation capabilities [8]

ˆ Ability to learn from data without explicit programming

ˆ Capacity to handle high-dimensional inputs

ˆ Natural parallelizability

ˆ Potential for physical constraint incorporation

However, traditional neural network architectures and methods were not designed

with physical systems in mind. Their standard components often make inadequate use

of the information provided and often lose causal information important to modeling

continuous physical systems [9].
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1.1.3 The Power of Nonlinearity in Machine Learning

While machine learning o�ers powerful tools for studying nonlinear physics, the reverse

relationship is equally profound: nonlinear dynamics provides essential insights and

capabilities for machine learning systems. The fundamental role of nonlinearity in neural

networks extends far beyond simple activation functions [10].

Nonlinearity enables neural networks to transcend the limitations of linear transforma-

tions, allowing them to learn complex manifolds and decision boundaries [11]. Without

nonlinearity, deep neural networks would collapse to simple linear mappings, regardless of

their depth [12]. This capability emerges from the interplay between linear transformations

and nonlinear operations, creating rich geometric transformations of the input space [13].

The study of nonlinear dynamics has also provided crucial insights into neural network

behavior:

ˆ The training dynamics of deep networks can be understood through the lens of

nonlinear dynamical systems, o�ering explanations for phenomena like gradient

explosion and vanishing gradients [14, 15].

ˆ The success of residual networks can be interpreted through the framework of

nonlinear di�erential equations, leading to continuous-depth models and neural

ODEs [16, 17].

ˆ The geometry of loss landscapes in deep learning exhibits complex nonlinear phe-

nomena including multiple local minima, saddle points, and basin attractors [18, 19].

ˆ Recent work in neural tangent kernels and mean-�eld theory uses tools from nonlinear

analysis to understand network training and generalization [20, 21].

Beyond these theoretical insights, nonlinear dynamics suggests new architectural possi-

bilities. Recurrent neural networks can be viewed as discrete-time dynamical systems [22],

leading to innovations in sequence modeling. Reservoir computing explicitly leverages

chaos and strange attractors for computation [23]. Even the process of learning itself can

be understood as a nonlinear dynamical system in weight space [24, 25].

This deep connection between nonlinearity and learning capability motivates our

investigation of more sophisticated nonlinear elements in neural architectures. Rather than

treating nonlinearity as a �xed component through standard activation functions [26, 27],

we explore how more 
exible and physically motivated nonlinear structures can enhance

learning and computation [28, 29].
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1.1.4 The Promise of Di�erentiable Programming

The emergence of di�erentiable programming represents a paradigm shift in how we

approach computational modeling. By making entire computational graphs di�erentiable,

we can:

ˆ Optimize system parameters directly through gradient descent

ˆ Incorporate physical constraints into learning objectives

ˆ Combine traditional numerical methods with machine learning

ˆ Enable end-to-end learning of complex physical systems

ˆ Automate the discovery of physical laws and principles [30]

This capability bridges the gap between traditional physical modeling and mod-

ern machine learning, o�ering new approaches to long-standing problems in nonlinear

dynamics.

1.1.5 The Need for Adaptive Architectures

The intersection of nonlinear dynamics and machine learning presents rich opportunities for

exploration and innovation. While traditional neural networks have achieved remarkable

success, their rigid architectures and �xed nonlinearities may limit their ability to naturally

capture physical phenomena. Several opportunities for exploration emerge:

1. Activation Function Design: Traditional �xed activation functions like ReLU or

tanh represent just a tiny subset of possible nonlinearities. By allowing networks

to learn their own activation functions, we can explore how di�erent nonlinear

transformations emerge for di�erent tasks and potentially discover more e�ective

computational elements [27].

2. Architectural Flexibility: The common practice of �xing network architecture before

training imposes arti�cial constraints on the learning process. Dynamic architectures

that grow or adapt during training o�er opportunities to better match network

complexity to problem structure [31]

3. Physical Computing: Nonlinear dynamical systems present untapped computational

potential. Understanding how to automatically con�gure and optimize these systems

for computation could lead to new paradigms in physical computing [32].
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These opportunities motivate our exploratory work at the intersection of these �elds.

Our research demonstrates what becomes possible when we allow greater 
exibility in

neural architectures and embrace the richness of nonlinear dynamics.

1.2 Research Objectives

This dissertation explores three complementary approaches to enhancing neural networks

through nonlinear dynamics and adaptive architectures. Rather than pursuing a single

uni�ed theory, we investigate di�erent ways that 
exibility and nonlinearity can improve

machine learning systems while providing insights into both computational and physical

systems.

Our �rst investigation examines how neural networks can learn their own nonlinear

characteristics during training. Traditional neural networks use �xed, prede�ned activation

functions | a choice that may unnecessarily constrain their expressive power. By allowing

networks to learn and adapt their nonlinearities through specialized subnetworks, we

explore how task-speci�c activation functions emerge and what advantages they o�er.

This work spans multiple domains, from basic pattern recognition to modeling physical

systems, providing insights into both the nature of neural computation and the types of

nonlinearities best suited for di�erent tasks.

Our second line of research challenges the conventional wisdom of static neural

architectures. Rather than �xing the network size before training, we explore systems

that can dynamically grow and adapt their structure. This work approaches the problem

from two complementary perspectives: one viewing growth as an architectural property

controlled by specialized neurons, and another treating it as an optimization process

through learned masking. These approaches demonstrate how networks can autonomously

evolve to match problem complexity, potentially o�ering more e�cient and interpretable

solutions than traditional �xed architectures.

The �nal investigation brings di�erentiable programming techniques to bear on non-

linear dynamical systems for computation. Focusing on chaotic systems as computational

elements (chaogates), we develop methods to con�gure these systems for practical comput-

ing tasks. This work demonstrates how modern optimization techniques can be applied to

physical computing systems, bridging the gap between traditional digital computation

and dynamics-based approaches.

Throughout these investigations, we maintain several common threads:
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ˆ The value of 
exibility and adaptation in neural systems

ˆ The interplay between physical dynamics and computation

ˆ The bene�ts of allowing systems to discover their own structure and behavior

While each investigation stands independently, together they paint a picture of how

incorporating greater 
exibility and nonlinearity into neural networks can enhance their

capabilities while providing insights into both computational and physical systems. Our

goal is not just to improve performance metrics, but to understand how these systems

work and what they can teach us about the relationship between dynamics, computation,

and learning.

These explorations contribute to the broader dialogue about neural network design,

suggesting that there remains signi�cant value in investigating specialized architectures

even as the �eld moves toward larger, more general models. By demonstrating the bene�ts

of adaptive nonlinearity and dynamic structure, we hope to inspire further research into


exible, physics-informed approaches to machine learning.

1.3 Dissertation Structure

The remainder of this dissertation develops our theoretical framework and contributions

through �ve chapters.

Chapter 2 establishes the theoretical foundations necessary for our investigation. We

begin with a comprehensive review of nonlinear dynamical systems theory, introducing key

concepts like phase space analysis, stability theory, bifurcations, and chaos. The chapter

then transitions to neural networks, covering their architectural principles, learning dy-

namics, and basic theory. We conclude with an introduction to di�erentiable programming,

explaining how it bridges traditional numerical methods with modern machine learning

approaches.

Chapter 3 presents our �rst major contribution: metalearning activation functions. We

begin by motivating the limitations of �xed activation functions in physical modeling and

introduce our framework for learning activation functions during training. The chapter

details our implementation approach and presents extensive experimental results across

multiple physical systems. We demonstrate the e�ectiveness of our method on classical

problems like digit classi�cation, physical systems like the Van der Pol oscillator, and more

complex scenarios including H�enon-Heiles stellar orbits and real-world pendulum dynamics.
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The chapter concludes with a detailed analysis of the learned activation functions and

their relationships.

Chapter 4 explores our second major contribution: growing neural networks. We begin

by challenging the traditional paradigm of static network architectures and present two

novel approaches to dynamic architecture learning. The �rst approach uses auxiliary

neurons to control network growth, while the second employs an optimization-based

masking strategy. We provide extensive experimental validation across various tasks and

compare the performance of our dynamic architectures against traditional static networks.

The chapter includes detailed analyses of growth patterns, computational e�ciency, and

the relationship between network growth and task di�culty.

Chapter 5 details our �nal major contribution: gradient-based optimization of chaogates.

We introduce the concept of chaotic computing and present our novel approach to

con�guring chaotic systems for computational tasks using di�erentiable programming.

The chapter covers both single-gate optimization and the more complex challenge of

circuit optimization. We demonstrate how our approach enables direct parameter tuning

through gradient descent, providing a more e�cient alternative to traditional search-based

methods. The results section includes an exploration of chaogates comprised of a variety

of chaotic systems ranging from the logistic map to the Lorenz attractor, showing that

the framework can achieve perfect con�gurations for every system.

Chapter 6 synthesizes our �ndings and explores their broader implications, both

practical and philosophical. We begin by summarizing our major contributions and

their signi�cance to both physics and machine learning, contextualizing our work within

ongoing debates about the future direction of scienti�c machine learning. The chapter then

examines common themes and insights that emerge from our three main contributions,

particularly regarding the relationship between network architecture and physical modeling.

We discuss how our work advances the �eld in understanding of neural networks as tools

for physical modeling and computation, while challenging certain conventional wisdom

about the role of specialized architectures in machine learning. The chapter concludes

by outlining promising directions for future research, including theoretical extensions,

potential applications, and open questions in the �eld, while re
ecting on the broader

implications for how we approach the development of learning systems for physical

problems.

Throughout these chapters, we maintain a focus on the practical implications of our

work while grounding our discussions in rigorous physical and mathematical principles.

Each results chapter includes detailed methodology sections, comprehensive experimental
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results, and thorough analyses of our �ndings. We pay particular attention to the inter-

pretability of our results and their relevance to both the physics and machine learning

communities.

This structure allows us to present our contributions in a logical progression, building

from theoretical foundations through increasingly sophisticated applications of our meth-

ods. By the conclusion, we demonstrate how our work advances both the understanding

and capabilities of neural networks in physical modeling and computation.
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We are all apprentices in a craft where no one ever becomes a master.

Ernest Hemingway, New York Journal-American

2
Overarching Theory and Techniques

This chapter establishes the foundations necessary for understanding both dynamical

systems and machine learning approaches to modeling complex behavior. We begin with

nonlinear dynamics, introducing the key concepts of phase space, attractors, and stability

that form the language for describing system evolution. We examine various tools for

analyzing dynamical systems, from phase portraits and Poincar�e sections to bifurcation

diagrams and Lyapunov exponents, each revealing di�erent aspects of system behavior.

The chapter then transitions to machine learning, where we explore how complex

patterns can be learned directly from data without explicit dynamical models. We discuss

the fundamental components of machine learning systems: the structure of training data,

the role of loss functions in de�ning learning objectives, the optimization methods that

enable learning, and the architectures that determine model capabilities.

This arsenal provides the framework for understanding the methods that will be

applied to speci�c problems in subsequent chapters. By understanding both perspectives,

we can better appreciate their complementary strengths and limitations in modeling

complex systems.

2.1 Nonlinear dynamics

Nonlinear dynamics provides the mathematical framework for understanding how systems

evolve over time. While linear systems can be completely characterized through eigenvalue

analysis, nonlinear systems exhibit rich behaviors including multiple equilibria, periodic
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oscillations, and chaos. This section introduces the fundamental concepts and tools used

to analyze nonlinear dynamical systems.

2.1.1 Fundamental Concepts

The study of dynamical systems begins with formalizing how the state of a system evolves

over time. This evolution can be continuous, described by di�erential equations, or discrete,

described by di�erence equations or maps.

Dynamical System: A mathematical framework that describes the evolution of a

system over time, is a set of ordinary di�erential equations (ODEs), di�erence equations,

or discrete mappings. In continuous time, it can be expressed as

_x = f (x; t ); (2.1)

wherex 2 Rn is the state vector,t 2 R represents time, andf : Rn � R ! Rn is a

function governing the dynamics of the system.

For autonomous systems the dynamics do not explicitly depend on time, so

_x = f (x): (2.2)

The discrete-time analog is

x t+1 = g(x t ); (2.3)

whereg : Rn ! Rn is the update function.

The solution to these equations de�nes a 
ow� t : Rn ! Rn that maps initial conditions

to their future states like

� t (x0) = x0 +
Z t

0
f (x(s))ds: (2.4)

To understand the behavior of dynamical systems, we need a way to visualize all

possible states and their evolution. This leads to the concept of phase space.

Phase Space: A multidimensional spaceP � Rn in which all possible states of a

dynamical system are represented. Each pointx 2 P corresponds to a unique state of the

system, and trajectories in the phase space describe the evolution of the state vectorx(t).

The phase space is equipped with the 
ow� t that satis�es:

1. � 0(x) = x (identity)
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2. � t � � s = � t+ s (group property)

3. � t is di�erentiable in both t and x

The geometry of trajectories in phase space reveals the behavior of the system. Consider

three canonical examples:

1. Simple Harmonic Oscillator:
_x = y

_y = � x
(2.5)

This linear system produces circular orbits in phase space, re
ecting its conserved

energy.

2. Damped Oscillator:
_x = y

_y = � x � 
y
(2.6)

Adding dissipation (
 > 0) causes trajectories to spiral toward the origin.

3. Van der Pol Oscillator:
_x = y

_y = � (1 � x2)y � x
(2.7)

This nonlinear system exhibits self-sustained oscillations, demonstrating how non-

linearity can balance energy injection and dissipation.

As shown in �gure 2.1, these examples illustrate how phase space trajectories encode

the qualitative features of dynamical systems. The simple harmonic oscillator has closed

orbits due to energy conservation. The trajectories of the damped oscillator spiral inward

due to dissipation. The Van der Pol system demonstrates how nonlinearity can create

stable oscillations through a balance of energy injection and dissipation.

The phase space perspective transforms the study of di�erential equations into geomet-

ric questions about curves and surfaces. This geometric viewpoint, pioneered by Poincar�e,

underlies modern dynamical systems theory and provides intuition for complex behaviors

like chaos.

2.1.2 Attractors and Stability

The long-term behavior of dynamical systems is characterized by special sets in phase

space that attract or repel nearby trajectories. These structures organize the global
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Figure 2.1: Phase space portraits of three canonical oscillator systems. (left) Simple
harmonic oscillator showing closed orbits. (middle) Damped harmonic oscillator with
trajectories spiraling to the origin. (right) Van der Pol oscillator exhibiting a limit cycle
(bold) that attracts nearby trajectories.

dynamics and determine the asymptotic behavior of the system.

Limit Set: The set of pointsL � Rn where a trajectory asymptotically approaches as

t ! 1 . For a trajectory starting at x0, the limit set L is de�ned as

L =
\

T > 0

f x(t) j t > T g; (2.8)

wheref�g denotes the closure.

Limit sets can be attracting or repelling, leading to two fundamental concepts.

Attractor: A compact setA � Rn in phase space that satis�es:

1. A is invariant: � t (A) = A for all t.

2. A attracts a neighborhood:9U � A such that

lim
t !1

dist(� t (x); A) = 0 ; 8x 2 U: (2.9)

3. A is minimal: No proper subset ofA satis�es (1) and (2).

Repellor: A compact setR � Rn in phase space that is an attractor for the time-reversed

system _x = � f (x). Equivalently, trajectories starting in its neighborhoodU move away
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from R as t ! 1 :

8x0 2 U n R; dist(� t (x0); R) ! 1 ast ! 1 : (2.10)

The simplest type of attractor is a stable �xed point, whose local behavior was �rst

characterized by Lyapunov [33].

Fixed Point: A point x � 2 Rn wheref (x � ) = 0. The stability of x � is determined by

the eigenvalues of the Jacobian matrix,

J (x � ) =
@f
@x

�
�
�
�
x= x �

: (2.11)

For a linear system _x = Ax, the general solution is

x(t) =
nX

i =1

ci e� i tvi ; (2.12)

where� i are eigenvalues ofA and vi are the corresponding eigenvectors [34].

Figure 2.2: Di�erent types of attractors. (left) Stable node showing eigenvalue classi�ca-
tion. (center) Stable limit cycle from the Van der Pol oscillator. (right) Chaotic attractor
from the R•ossler system. Color indicates the local expansion rate (�nite-time Lyapunov
exponent).

More complex attractors can arise from the interplay of expansion and contraction.
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Limit Cycle: A periodic orbit 
 that is the ! -limit set of some pointx0 62
 . For stable

limit cycles:

9U � 
 such that lim
t !1

dist(� t (x); 
 ) = 0 8x 2 U (2.13)

The stability is determined by the Floquet multipliers of the periodic orbit [35, 36].

Chaotic attractors, �rst discovered by Lorenz [2], represent a fundamentally di�erent type

of asymptotic behavior.

Chaotic Attractor: An attractor exhibiting sensitive dependence on initial conditions,

is characterized by:

1. Positive maximal Lyapunov exponent:� max > 0 [37, 38].

2. Dense periodic orbits [39].

3. Topological mixing [40].

Figure 2.2 shows illustrative examples of di�erent attractors.

The region of phase space that eventually converges to an attractor is called its basin:

Basin of Attraction: For an attractor A, the set of all initial conditions whose

trajectories converge toA is

B(A) = f x0 2 Rn : lim
t !1

� t (x0) 2 Ag: (2.14)

The boundaries between di�erent basins of attraction are often fractal, leading to the

concept of riddled basins where the basins are intermingled on arbitrarily �ne scales.

Local stability near �xed points [33] can be precisely characterized by the following.

Asymptotic Stability: A �xed point x � is asymptotically stable if:

1. It is Lyapunov stable:8� > 0; 9� > 0 such that

kx0 � x � k < � =) k x(t) � x � k < � 8t � 0: (2.15)
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2. It is attractive: 9� > 0 such that

kx0 � x � k < � =) lim
t !1

x(t) = x � : (2.16)

For nonlinear systems, the Hartman-Grobman theorem [41, 42, 43] ensures that the

local behavior near a hyperbolic �xed point (no eigenvalues with zero real part) is

qualitatively similar to that of the linearized system. This allows us to classify �xed points

based on their eigenvalues while understanding that nonlinear terms may modify the

global structure of phase space [44].

2.1.3 Analysis Tools

The study of nonlinear dynamical systems requires a variety of tools to understand both

local and global behavior. Many of these techniques were pioneered by Poincar�e [4] and

later developed by Andronov and his colleagues [45].

Phase Portraits

As we saw in Section 2.2.4 with the harmonic, damped, and Van der Pol oscillators, phase

portraits provide a geometric representation of system dynamics by showing trajectories

in phase space. While our earlier examples demonstrated how phase portraits reveal

qualitatively di�erent behaviors (conservative, dissipative, and self-sustained oscillations),

we now formalize their construction and interpretation as developed by the qualitative

theory of di�erential equations [34, 1].

For a two-dimensional system, a phase portrait combines several key elements:

1. Vector �eld showing instantaneous velocity at each point: _x = f (x).

2. Representative trajectories from di�erent initial conditions:f � t (x0)gt � 0.

3. Fixed points and their stability types.

4. Invariant manifolds and separatrices.

The choice of initial conditions and visualization parameters is crucial for revealing

the structure of the system. For instance, in our earlier Van der Pol example (Figure 2.1),

we speci�cally chose trajectories that demonstrated the attraction to the limit cycle from

both inside and outside, a technique formalized by Andronov and Witt [45].
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Bifurcation Diagrams

Bifurcation Diagram: A plot showing the long-term behavior of a system as a function

of a control parameter. For a system with parameter� , the bifurcation diagram shows

the set of pointsA ,

A (� ) = f lim
t !1

� t (x0; � ) : x0 typicalg; (2.17)

visited asymptotically by typical trajectories, where "typical" means excluding unstable

�xed points and their stable manifolds [46].

First systematically used by May in ecology [47] and later developed for studying chaos [48],

bifurcation diagrams reveal:

1. Parameter values where qualitative changes occur.

2. Regions of stability and instability.

3. Transitions to chaos.

4. Coexistence of multiple attractors.

Figure 2.3 shows the bifurcation diagram of the logistic map.

Figure 2.3: Bifurcation diagram of the logistic map demonstrating the transition from
stable �xed points to chaos through period doubling. As the parametera increases, the
system exhibits: a stable �xed point (a < 3:0), a cascade of period-doubling bifurcations
with universal Feigenbaum scaling (3:0 < a < 3:57), and a chaotic regime (a > 3:57)
interspersed with periodic windows. This structure is paradigmatic of the period-doubling
route to chaos observed in many nonlinear systems.
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Lyapunov Exponents

Originally conceived by Lyapunov in his stability theory [49] and later developed for chaos

theory by Oseledec [37].

Lyapunov Exponent: A measure quantifying the average rate of separation of in�nites-

imally close trajectories. For ann-dimensional system, there aren Lyapunov exponents

� i given by

� i = lim
t !1

1
t

ln kJtvi k; (2.18)

whereJt is the Jacobian of the 
ow andvi are orthogonal perturbation vectors [50].

The spectrum of Lyapunov exponents characterizes the stability type:

ˆ Fixed point: All � i < 0.

ˆ Limit cycle: One � i = 0, others negative.

ˆ Torus: Two � i = 0, others negative.

ˆ Chaos: At least one� i > 0.

As shown in �gure 2.4, Lyapunov exponents quantitatively predict how two trajectories

in the phase space with initial separation vector� 0 diverge at a rate given by

j� (t)j � e�t j� 0j (2.19)

where� is the Lyapunov exponent.

Figure 2.4: Two initially close trajectoriesx(t) and x(t) + � (t), separated by an initial
distancej� (0)j, diverge exponentially over time according toj� (t)j � e�t j� 0j, where� is
the Lyapunov exponent. Figure adapted from Wikipedia illustration by Yapparina [51].
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Figure 2.5: Geometric visualization of Lyapunov exponents through the evolution of
perturbations. Figure adapted from Wikipedia illustration by Mrocklin [52].

Figure 2.5 shows a geometric visualization of Lyapunov exponents as a measure of

how Lyapunov vectors grow with perturbations. An initially circular set of perturbations

(bottom) deforms under the 
ow, with the principal axes of the resulting ellipses aligning

with the Lyapunov vectors. The exponential growth rate of these axes determines the

Lyapunov exponents. In chaotic systems, almost all initial perturbations eventually align

with the direction of maximal expansion (top), corresponding to the largest Lyapunov

exponent � 1 > 0.

Poincar�e Sections

Poincar�e Section: A codimension-1 surface � transverse to the 
ow, reducing a

continuous dynamical system to a discrete map. The Poincar�e mapP : � ! � takes a

point to its �rst return

P(x) = � � (x)(x); (2.20)

where� (x) is the �rst return time.

Poincar�e sections are particularly useful for:

1. Reducing system dimension.
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2. Identifying periodic orbits.

3. Visualizing chaotic attractors.

4. Studying stability of periodic orbits.

Figure 2.6: Poincar�e section of the Lorenz attractor. Left: The full three-dimensional
Lorenz attractor (blue) with the section planez = 20 (red). Right: The resulting two-
dimensional Poincar�e section showing the structure of successive intersections (red points),
revealing the internal organization of the chaotic attractor.

Figure 2.6 shows the Poincar�e section of the Lorenz attractor showing how choosing

the correct slice across a three-dimensional attractor can reveal more of its structure.

Recurrence Plots

Recurrence Plot: A visualization of recurrences in phase space, where matrix entry

(i; j )

Ri;j (� ) = �( � � k x i � x j k) (2.21)

is marked if the state at timei is close to the state at timej , where � is the Heaviside

function and � is a threshold distance.

Recurrence plots reveal:

1. Periodicity through diagonal lines.

2. Chaos through complex patterns.
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3. Transitions through changing patterns.

4. Laminar phases through vertical and horizontal structures.

These tools complement each other, each revealing di�erent aspects of system behavior.

Phase portraits show geometric structure, bifurcation diagrams reveal parameter depen-

dence, Lyapunov exponents quantify stability, Poincar�e sections simplify visualization,

and recurrence plots capture temporal patterns.

Figure 2.7: Recurrence plots (top) and corresponding time series (bottom) revealing
distinct dynamical behaviors. Left: Periodic motion exhibits regular diagonal lines in
the recurrence plot, re
ecting the exact repetition visible in the time series. Center:
Quasi-periodic motion with two incommensurate frequencies produces a checkerboard
pattern in the recurrence plot and a non-repeating but regular time series. Right: Chaotic
motion from the Lorenz system shows complex, non-repeating patterns in the recurrence
plot, with characteristic short diagonal lines indicating temporary predictability, while its
time series demonstrates irregular oscillations with varying amplitudes.

Figure 2.7 shows how recurrence plots showcase the periodicity of the system and

serve as a signature of the temporal behavior of the system.

The tools of nonlinear dynamics provide a rich framework for understanding complex

systems, but they require precise mathematical models of the underlying dynamics. In

many real-world applications, such models are unknown or too complex to derive from

�rst principles. Machine learning o�ers a complementary approach: rather than explicitly

20



modeling the dynamics, we can learn patterns and relationships directly from data. This

data-driven paradigm has proven particularly powerful for high-dimensional systems where

traditional dynamical analysis becomes intractable.

2.2 Machine learning

Machine learning systems can be understood through four fundamental components: the

data they learn from, the loss functions that de�ne their objectives, the optimization

methods that enable learning, and the model architectures that determine their capabilities.

Interestingly, many concepts from dynamical systems theory �nd analogs in machine

learning: loss landscapes can be analyzed through their critical points much like phase

spaces, optimization algorithms can be viewed as dynamical systems themselves [53], and

the stability of training often depends on Lyapunov-like quantities [54]. In this section,

we examine each of these components and their interactions.

2.2.1 Data based categorization of Machine learning

Dataset: A supervised datasetSn of sizen is a set ofn pairs Sn = f (x i ; yi )gn
i =1 , where

each (x i ; yi ) is an example of target input-output relationship. We assume that each

example is an independent and identically distributed (i.i.d.) draw from an unknown

probability distribution p(x; y).

Machine learning can be broadly categorized based on the availability of dataset labels:

ˆ Machine learning where target valuesyi exist for all inputs x i is calledsupervised

learning. These are typically regression or classi�cation style problems.

ˆ When target valuesyi are unavailable, unsupervised learning techniques are used

instead. These approaches often aim to group similar data points through clustering.

Other common unsupervised tasks include dimensionality reduction and generative

modeling.

ˆ A subset of unsupervised learning isself-supervisedlearning. The goal in self-

supervised learning is to automatically �nd a supervised objective from a generic

unsupervised dataset. The most current example of this is in language models where

a large corpus of text can be used to optimize a model that predicts how a small

piece of text is most likely to continue.
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Although this categorization is a useful mental framework, it is not rigid. Many

real-world applications blend these categories.

Semi-supervisedlearning uses partially labeled datasets, combining a small set of

labeled examples with a larger pool of unlabeled data to improve performance [55, 56].

Domain adaptation addresses scenarios where multiple datasets from related but

distinct distributions are used to improve performance. WhereasMetalearning focuses on

adapting models across tasks that share the same distribution but vary over time [27, 57].

This list is in no way comprehensive and grows in kind and scale every day as machine

learning is adapted to di�erent problem constraints.

2.2.2 Loss Functions and statistical learning theory

After de�ning what we mean by data, we need to now formalize what we mean by

\approximating" desired behavior. This idea is primarily embodied by the loss function.

Loss Function: Given a target y and prediction ŷ = f (x), a loss functionL (y; ŷ) 2 R� 0

is a non-negative, di�erentiable function such thatL (y; ŷ1) < L (y; ŷ2) implies ŷ1 is a

better prediction than ŷ2 with respect to y.

Loss functions are typically chosen to be convex for optimization purposes.

The loss function allows us to translate the task and our preferred solution to a scale that

can be exploited in an optimization algorithm. The di�erentiability constraint allows us

to precisely turn the learning problem into a mathematical optimization problem that

can be solved via gradient descent by minimizing the loss on the dataset.

More formally, given a datasetSn and a loss functionL , the optimization task is to

solve for the minimum average loss on the dataset achievable by any possible di�erentiable

model f ,

f � = argmin
f

1
n

nX

i =1

L (yi ; f (x i )) (2.22)

This class of optimization is associated with the work of Vladimir Vapnik [58] and

statistical learning theory (SLT) and equation 2.22 is classically called empirical risk

minimization (ERM) where risk is loss.

The models we are interested in will be parametrizable by a set of tensors� and the

assumed minimization over the space of all possible di�erentiable functions would consist

of searching for the optimal values of these parameters. Hence, for a given datasetSn and

loss functionL and a model spacef , training a model is optimizing equation 2.22 via
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gradient descent to �nd

� � = argmin
�

1
n

nX

i =1

L (yi ; f (x i ; � )) ; (2.23)

where the minimization is now with respect to� .

It can be easily seen that the loss function is always trivial to minimize by simply

setting f (x) = y since the loss is lower bounded byy = ŷ. This highlights the key di�erence

betweenmemorization and learning. While we optimize over the training data, the true

objective is minimizing on input that is unknown and yet to be seen by the model. The

elements of the training set are a mere proxy. We can make this precise by de�ning an

expected risk.

Expected Risk: Given a probability distribution p(x; y) and a loss functionL , the

expected risk is

E[f ] = Ep(x;y ) [L (y; f (x))] : (2.24)

Minimizing equation 2.24 is equivalent to minimizing loss across the complete input-output

pair space. A model that minimizes this quantity would be ideal, but expected risk is not

practically computable.

The empirical risk is a �nite-sample estimate of the expected risk under the choice of

a dataset and is e�ectively a Monte Carlo approximation of equation 2.24 [58].

The di�erence between the expected and empirical risk is called thegeneralization

gap and models with poor generalization are said toover�t the speci�c training data.

In practice, generalization is tested by partitioning the dataset to have a separatetest

dataset Sm where theSn \ S m = ; .

Selecting a loss function

The choice of the loss function for a problem can have a signi�cant impact on model

performance, convergence, and e�ciency. In practice, the construction of a speci�c loss

function often becomes an art, using heuristics and experience to balance trade-o�s

between computational ease and mathematical rigor. But to get the intuitions right, it is

possible to reformulate the training process probabilistically.

Since we assumed that the samples from the datasetSn are i.i.d. from distribution
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p(x; y), the probability assigned to the data by a speci�c choicef of model is simply

p
�
Sn j f

�
=

nY

i =1

p
�
yi j f (x i )

�
: (2.25)

p
�
Sn j f

�
is called thelikelihood of the dataset.

To select the optimal model, we would want to select a model such that this likelihood is

maximized. Since large chains of products are computationally ine�cient, we often work

on this minimization problem in the log-space. Then the maximum log likelihood is given

by

f � = argmax
f

(

log
nY

i =1

p
�
yi j f (x i )

�
)

= argmin
f

(
nX

i =1

� logp
�
yi j f (x i )

�
)

: (2.26)

All primitive loss functions can be obtained from equation 2.26. In practice, most loss

functions can be separated into likelihood terms and regularization terms that impose

additional constraints or combat over�tting.

A classic loss for regression problems issquared loss

L (ŷ; y) = ( ŷ � y)2: (2.27)

This loss can be obtained by assuming that the model outputs follow a Gaussian

distribution

p(y j f (x)) = N (y j f (x); � 2) =
1

p
2�� 2

exp
�

�
(y � f (x))2

2� 2

�
(2.28)

centered atf (x) with a constant variance� 2. The log-likelihood for a single point can

then be written as:

log(p(y j f (x); � 2)) = � log(� ) �
1
2

log(2� ) �
1

2� 2
(y � f (x))2 (2.29)

We can see that the �rst two terms are constant in equation 2.29 and the third is the

expected squared loss. Generally, this loss is averaged across all sampled data points and

called mean squared error (MSE).

Similarly, the classic loss function for classi�cation problems iscross-entropy loss[59].
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For a single sample, the loss can be expressed as:

L (p̂; y) = �
mX

i =1

yi log(p̂i ) (2.30)

wherem is the number of classes,yi is a one-hot encoded indicator for the true class (eq:

2.52), andp̂i is the predicted probability for classi .

This loss can be derived by assuming the model outputs a probability distribution

over classes through the softmax function (eq: 2.56)1:

p(y j x) = Softmax( z); (2.31)

wherez = [ z1; z2; : : : ; zm ] are the unnormalized model outputs, and the softmax function

is de�ned as

p̂i =
exp(zi )P m

k=1 exp(zk)
; i = 1; 2; : : : ; m: (2.32)

Assuming the true labelsy follow a categorical distribution parameterized byp̂, the

likelihood of a single sample is

p(y j x) =
mY

i =1

p̂yi
i : (2.33)

Taking the logarithm gives the log-likelihood

log(p(y j x)) =
mX

i =1

yi log(p̂i ): (2.34)

By maximizing this log-likelihood, or equivalently minimizing its negative, we arrive at

the cross-entropy loss in equation 2.30.

When applied to a dataset ofN samples, the loss is averaged across all samples, giving

the mean cross-entropy loss:

L CE = �
1
N

NX

j =1

mX

i =1

yji log(p̂ji ); (2.35)

wherep̂ji is the predicted probability for the i -th class of thej -th sample.

While the theoretical foundations provide a principled way to derive loss functions,

several practical considerations in
uence their selection.

1We will develop this in greater detail in the models subsection 2.2.4
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Numerical Stability : Raw implementations of theoretically-derived losses can lead

to computational issues where large magnitude predictions in MSE can cause gradient

explosion and cross-entropy losses require careful handling oflog(0). These are usually

mitigated through input normalization, addition of small epsilon terms, and gradient

clipping.

Task-Speci�c Modi�cations : Di�erent domains often require specialized loss adap-

tations:

ˆ Class Imbalance: Weighted cross-entropy or focal loss [60]

L focal(p) = � � (1 � p)
 log(p): (2.36)

ˆ Robust Regression: Huber loss to handle outliers [61]

L Huber (y; ŷ) =

8
<

:

1
2(y � ŷ)2; for jy � ŷj � �;

� jy � ŷj � 1
2 � 2; otherwise:

(2.37)

ˆ Structured Prediction: Task-speci�c metrics like BLEU score for translation [62].

Composite Losses Modern applications often combine multiple loss terms like

L total = � 1L primary + � 2L auxiliary + � 3L regularization ; (2.38)

where L primary addresses the main task,L auxiliary adds supplementary learning signals,

L regularization prevents over�tting, and � i are relative weights requiring careful tuning.

Optimization Considerations Loss function choice a�ects optimization dynamics

in a variety of ways. Smooth losses generally lead to more stable training. WhereasL1

losses are non-di�erentiable2 at zero but can promote sparsity. Losses like cross-entropy

can provide natural gradient scaling. And more generally, the scale of the loss a�ects the

learning rate selection.

2Di�erentiability condition can be relaxed when only on a small number of points since they can be
handled by a generalization of derivatives called subderivatives [63].

26



2.2.3 Optimization Methods

Having de�ned our objective through loss functions, we now formalize the optimization

problem. The fundamental goal is to �nd the best model parameterization by minimizing

the loss function with respect to the model parameters. Formally, we seek to compute

L � := inf
� 2 �

L (� ); (2.39)

where we assume the in�mum exists in the parameter space �.

To solve this optimization problem, we require an oracleO that provides information

about the loss landscape typically through function evaluations, gradients, or higher-order

derivatives. The optimization process can then be formalized as an algorithmA that

generates a sequence of iterates

� t+1 := A(� 0; :::; � t ; O(� 0); :::;O(� t ); � ); (2.40)

where � 2 � represents algorithm-speci�c hyperparameters such as learning rates or

momentum coe�cients.

The quality of an optimization algorithm can be characterized by its:

ˆ Rate of convergence: How quickly L (� t ) ! L � .

ˆ Oracle complexity: Number of oracle calls required.

ˆ Space complexity: Additional memory requirements beyond parameter storage.

Most of machine learning works on gradient descent-based optimization. The basic

principle of gradient descent is to iteratively update parameters in the direction of steepest

descent

� t+1 = � t � � r � L (� t ); (2.41)

where� is the learning rate.

In practice, this sort of gradient descent, called full-batch gradient descent, is almost

never used due to memory and computation that scales linearly with dataset size and the

inability to handle streamed data. The simplest useful optimizer is stochastic gradient

descent (SGD) that approximates the full gradient by using random subsets of the data,

so
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r � L (� t ) �
1
b

X

i 2B t

r � L (yi ; f (x i ; � t )) ; (2.42)

whereBt is a randomly sampled mini-batch of sizeb at iteration t.

The stochastic approximation introduces e�ective noise into the optimization process,

with expectation

EBt [r � L (� t )] = r � L (� t ) (2.43)

and variance

VarBt [r � L (� t )] /
1
b
: (2.44)

This noise helps in escaping sharp local minima [64] and can provide implicit regulariza-

tion [65] but requires careful learning rate scheduling and batch size selection.

However, as we illustrate in Figure 2.8, even SGD can struggle with various challenging

landscape features such as:

ˆ Canyons: Regions where the gradient is much steeper in one direction than others,

leading to oscillatory behavior.

ˆ Saddle points: Critical points that are neither local minima nor maxima, common

in high-dimensional optimization.

ˆ Plateaus: Regions of near-zero gradient that can dramatically slow progress.

ˆ Obstacles: Local minima or regions requiring trajectory adjustment.

Modern Optimization Methods

To address these challenges in navigating the high dimensional non-convex loss landscape,

several key innovations have been developed:

Momentum Methods like SGD with momentum and Nesterov momentum add a

velocity term to the update [66] such as

vt+1 = �v t + r � L (� t ); (2.45)

� t+1 = � t � �v t+1 : (2.46)

This helps maintain progress through plateaus and dampens oscillations in canyons.
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Figure 2.8: Comparison of popular optimizers on di�erent challenging optimization
landscapes. Modern optimizers like AdaBelief are able to navigate around obstacles and
regions of low gradient information and �nd the minima.

RMSprop maintains a moving average of squared gradients to scale updates [67] so

vt = �v t � 1 + (1 � � )(r � L (� t ))2: (2.47)

Adaptive Method Optimizers like Adam [68] and AdaBelief [69] automatically
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adjust learning rates per parameter like

� t+1 = � t � �
mtp
vt + �

; (2.48)

wheremt and vt are estimates of the �rst and second moments of the gradients.

As visualized in Figure 2.8, modern optimizers like AdaBelief demonstrate superior

navigation of challenging optimization landscapes compared to vanilla SGD. They e�ec-

tively handle the challenging optimization landscapes we throw at them in toy examples

and high-dimensional loss landscapes alike.

In practice, the choice of optimizer often depends on speci�c problem characteristics:

ˆ SGD with momentum remains popular for its theoretical guarantees and generaliza-

tion properties.

ˆ Adam and AdaBelief excel in deep learning tasks with complex loss landscapes.

ˆ RMSprop can be particularly e�ective for recurrent neural networks and metalearning

with short and long time scales.

Modern practice often combines these methods with learning rate scheduling, gradient

clipping, and other techniques to further improve optimization dynamics.

2.2.4 Model Architecture

Once we precisely understand what we want to optimize for and how we should optimize

it, we are prepared to choose the kind of model that would be ideal for the task.

Linear Models

The simplest practical model we can consider is a linear model.

Linear model: A linear model on an input x 2 Rc is de�ned as

f (x; � ) = wT x + b; (2.49)

wherew 2 Rc is the weight vector,c is the number of features, andb2 R is the bias term,

collectively forming the trainable parameters� = f w; bg.
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When we combine this with mean square loss, we get the least-squares optimization

problem

LS(w; b) =
1
n

ky � Xw � b1k; (2.50)

whereX 2 Rn� c is the design matrix containingn samples,y 2 Rn is the target vector,

and 1 is a vector of ones. To solve this problem through gradient descent, we need to

derive the equations for its gradient. Without loss of generality we have

r w LS(w) = X T (Xw � y):

Then the global minima is given by

X T (Xw � y) = 0 = ) X T Xw = X T y;

which are thenormal equationsof the linear system. Assuming the conditions for invert-

ibility, we get the optimal solution

w =
�
X T X

� � 1
X T y: (2.51)

While the closed-form solution is mathematically elegant, it presents several practical

challenges in implementation. The matrix inversion operation requiresO(c3) computations,

which become prohibitive for high-dimensional features. The matrix multiplication itself

demandsO(c2n) operations, scaling quadratically with the feature dimension. Furthermore,

when X T X is ill-conditioned, numerical errors in the inversion can signi�cantly impact

the accuracy of the solution.

Several numerical methods have been developed to address these challenges. QR

decomposition provides a more numerically stable approach, though it still requiresO(c3)

operations. Singular Value Decomposition (SVD) o�ers the most stable solution and

can handle rank-de�cient cases, albeit at a higher computational cost. For large-scale

problems, iterative methods like gradient descent are best, scaling asO(cn) per iteration.

Before we move on to nonlinear models, let us understand how a linear model would work

for classi�cation. The target for classi�cation is y whereyi 2 f 1; : : : ; mg wherem is the

number of classes we can classify the input into.

To avoid introducing ordering onto the classes, we can encode the class values. A
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classical encoding for this isone-hot encoding

yohj j =

8
<

:
1; if y = j;

0; otherwise;
(2.52)

where yohj j : f 1; : : : ; mg ! f ei gm
i =1 � Rm . In practice, this looks like class 1 ofm = 3

mapping to yoh = [1; 0; 0]T and class 2 ofm = 3 mapping to yoh = [0; 1; 0]T and so on.

Since one-hot vectors are unordered, they are ill-suited for direct regression. And more

generally, classi�cation is separated from regression due to the discontinuous nature of

the target space. To model the uncertainty in our predictions, we want a probability

distribution over the classes.

Probability Simplex: The probability simplex � m� 1 is the set of all possible probability

distributions over m classes:

� m� 1 =

(

p 2 Rm :
mX

i =1

pi = 1 and pi � 0 for all i

)

(2.53)

As illustrated in �gure 2.9, geometrically, the set of one-hot encoded vectorsf ei gm
i =1 � Rm

form the vertices of an (m � 1)-dimensional simplex. The probability simplex �m� 1 is

precisely the convex hull of these vertices. While the vertices represent deterministic

classi�cations, points in the interior of � m� 1 represent probability distributions over the

classes.

This geometric structure enables gradient-based optimization by providing a continuous

space in which to operate. For any pointp 2 � m� 1, we can recover a hard classi�cation

through projection onto the nearest vertex by

ŷ = argmax
i 2f 1;:::;m g

pi : (2.54)

From a probabilistic perspective, elements of �m� 1 are discrete probability distributions

over m classes, and the projection operation corresponds to �nding the mode of the

distribution. The one-hot encoded training labelsf ei gm
i =1 represent degenerate distributions

where all probability mass is concentrated on a single class.

Now that we have well-de�ned distributions, we need to modify the linear model 2.49

to simultaneously predict the whole vector and constrain the output to the simplex. The
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Figure 2.9: Visualization of the probability simplex � 2 for three-class classi�cation.
The vertices (red points) represent one-hot encodings corresponding to de�nite class
assignments. The blue curve shows a softmax trajectory, demonstrating how the function
maps raw logits to probability distributions by smoothly interpolating between classes
within the simplex.

�rst is a simple redimensionalization of equation 2.49 to

y = Wx + b; (2.55)

whereW 2 Rm� c and b2 Rm .

To constrain it to the simplex, we need to perform a transformation using thesoftmax

function

softmax(z) i =
exp(zi )P m

j =1 exp(zj )
; z 2 Rm : (2.56)

Despite the name, softmax is essentially a di�erentiable approximation to the argmax

function.

Now we have the machinery to obtain a linear model for classi�cation by combining

the softmax equation 2.56 with the linear model 2.55 to get

ŷ = softmax(Wx + b): (2.57)

The prenormalizedWx + b are called thelogits of the model. Combining this with the
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cross-entropy loss from equation 2.35 we get the logistic regression problem

LR(W; b) =
1
n

nX

i =1

CE(yoh
i ; Wxi + b); (2.58)

whereCE is the cross-entropy loss. Unlike the least squares problem, there is no hope of

a closed form solution here, and we must use gradient descent.

In the special case of onlym = 2, we can exploit the restriction that the outputs must

sum to one and reduce the softmax into a sigmoid.

To see this note that softmax for two classesz1 and z2 is,

P(y = 1) =
exp(z1)

exp(z1) + exp( z2)
; P(y = 0) =

exp(z2)
exp(z1) + exp( z2)

(2.59)

De�ning z = z1 � z2,

P(y = 1) =
exp(z1)

exp(z1) + exp( z2)

=
exp(z1 � z2)

exp(z1 � z2) + 1

=
exp(z)

exp(z) + 1

=
1

1 + exp(� z)
= � (z) (2.60)

So softmax for two classes is identical to the sigmoid ofz = z1 � z2.

While we can clearly see that these linear models can get a lot done, they are

fundamentally limited. They cannot model any nonlinear relationship across the input

features. The archetypal problem that showcases this is the XOR problem, where

XOR(x1; x2) =

(
1; if x1 6= x2

0; if x1 = x2

)

: (2.61)

As shown in �gure 2.10, this simple boolean function cannot be represented by any linear

decision boundary, but can be solved by combining multiple nonlinear transformations.
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Figure 2.10: Visualization of linear classi�cation capabilities and limitations. Left: A
linearly separable dataset where a single decision boundary (dashed line) can correctly
classify all points. Right: The XOR problem, where no single linear boundary can correctly
separate the two classes, demonstrating a fundamental limitation of linear models.

Nonlinear Models

Now that we understand how linear models can work and what their limitations are, let

us see how we can go about making them more capable.

Function composition is a very powerful tool, allowing us to start with a simple set

of functions and compose them into arbitrarily complex ones. For starters, let us try to

simply compose two linear models using

h = W1x + b1; (2.62)

y = W2h + b2: (2.63)

We can rewrite this as

y = W2W1x + W2b1 + b2; (2.64)

but since the product of two matrices is a matrix, this simply reduces back to

y = Ax + c; (2.65)

whereA = W2W1 and c = W2b1 + b2.

As long as the composition only consists of linear functions, we can always collapse
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it to a linear function. To get the functionality we want, we can insert an elementwise

nonlinearity � : R ! R between the composition like

h = � (W1x + b1); (2.66)

y = W2h + b2: (2.67)

This is the start of a fully-connected neural network (FCN) or a multi-layer percep-

tron (MLP) [70, 71, 72].

To aid the composable design, let

T lx = W lx + bl ; (2.68)

wherel is the composition index, called layers for neural networks. Then the MLP can be

represented as

' (x) = TL � (TL � 1� (� � � � (T1(x)))) ; (2.69)

wherel 2 1; : : : ; L � 1 denotes the hidden layers andTL is the output layer. The input

layer is the input x itself. The nonlinear function � is called an activation function.

Figure 2.11 shows an illustration of an MLP with 4 hidden layers.

The choice of the activation function is important, since it can greatly a�ect the

gradients of the model, which in turn a�ects its optimizability. While a great deal of

exploration has been done regarding activation functions, including in this dissertation,

a good default choice in most cases is the recti�ed linear unit (ReLU) that is simply

ReLU(x) = max(0; x). This function is as close to identity in its derivative while being

\nonlinear enough" to not collapse the model.tanh and sigmoid are also commonly used

as activation functions.

The gradient of the activation function � 0(�) scales the gradients of the entire model

so if � 0(�) < 0 everywhere, the gradients can get shrunk to 0 exponentially quickly in the

number of layers. This is thevanishing gradientproblem. On the other hand, if� 0(�) > 0

everywhere, the gradients exponentially converge to in�nity, giving us theexploding

gradient problem.

It is important to note that as we introduced more complex nonlinear models, the

number of choices we make regarding the model has greatly increased. These collections of

choices that are not optimized during training, but have to be chosen by the architect are

called hyperparameters. For the MLP, these include the number of layers, the size of each
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Figure 2.11: Architecture of a fully-connected neural network with �ve transformation
layers (T1 through T5). Each node represents a neuron that applies a nonlinear activation
function � (shown on one representative node but present in all hidden neurons) after its
linear transformation. Edges represent learnable weight parameters. The network progres-
sively transforms the input through hidden layers of di�erent widths. This visualization
demonstrates how successive linear transformations and nonlinear activations compose to
form the complete network function' (x) = T5� (T4� (T3� (T2� (T1(x))))).

hidden layer, the activation function of each hidden layer, the choice of loss function, the

choice of optimizer, the choice of optimizer parameters, how long to train it for, and any

choices made on how the dataset is used in the training process like train-test distribution

and batching. As the number of layers grows, the number of hyperparameters grows

linearly and their selection inevitably becomes a combinatorial exercise.

For the majority of these hyperparameters, we do not have a systematic way of

knowing what is best, and the choice is often based on heuristics from past models in

prototyping and extensive hyperparameter tuning by training the model on broad sweeps

of the hyperparameter space to �nd optimal values. The best resource to understand how

to judiciously choose hyperparameters and train a neural net in practice is a YouTube

series by Andrej Karpathy [73].
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About Universal Approximation

The set of feedforward neural networks of arbitrary width is a universal approximator

of the set of continuous functions on compact subsets ofRn . This is often called `The

Universal Approximation Theorem'.

This \Universal Approximation" can be better understood through the topological

notion of `density'. Given a topological spaceX and some setA � X , A is said to exhibit

universal approximation with respect toX , or equivalently, be dense inX if for all " > 0

and x 2 X , there existsa 2 A such that kx � ak < " .

There are several variations of the universal approximation theorem, but the most

notable ones are theorems for universal approximation through arbitrary width [74] and

universal approximation through arbitrary depth [75]. An excellent visual proof for the

universal approximation property of neural networks can be found in chapter 4 of the

Neural Networks and Deep Learning book [76] by Michael Nielsen. Practically, these

theorems suggest that provided we have enough data, and a large enough network, training

for long enough3 then there may be hope for obtaining an arbitrarily good approximation

of the target function.

Autodi�erentiation

With the scale and composability of neural networks, it is not practical to manually

compute the gradients of each component and combine them naively like we did for the

linear models. Instead, we need an automated framework for computing the gradients of

function compositions.

Given f 1; � � � ; f n functions with computable derivatives (di�erentiable primitives),

we know how to compute the derivative of any composition4 of these functionsf (x) =

f i m (� � � (f i 1 (x)) � � � ) where i 1; : : : im 2 f 1; : : : ng, using the chain rule

df
dx

=
df i m

df i m � 1

� � �
df i 2

df i 1

df i 1

dx
: (2.70)

Autodi�erentiation frameworks like JAX [ 77] and deep learning frameworks like

Pytorch [78] give automated ways to compute equation 2.70 by providing di�erentiable

3This set of assumptions is called the `in�nite data limit' within which the majority of theoretical
claims about neural networks exist

4Any topologically sorted directed acyclic graph of compositions works but this is simplest to convey
the ideas
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primitives for common use cases such as matrix multiplication and various activation

functions, and constructing computational graphs to trace dependencies.

There are two main ways to tackle autodi�erentiation.

Forward-mode: Forward-mode autodi�erentiation works by recursively computing

df i k

dx
=

df i k

df i k � 1

�
df i k � 1

df i k � 2

� � �
df i 2

df i 1

�
df i 1

dx
(2.71)

for k = 2; : : : ; m. Note that if x is a vector andf i m outputs a scalar with all interme-

diate layers being vectors (the standard case for neural networks), each evaluation of

equation 2.71 is a matrix-matrix product!

Reverse-mode: Reverse-mode autodi�erentiation, more commonly known asbackpropa-

gation [79, 80, 81], recursively computes

df i m

df k� 1
=

df i m

df k
� � �

df i k

df k� 1
(2.72)

for k = m � 1; : : : ; 1 and x = f 0.

For a similar evaluation, equation 2.72 is only a vector-matrix product; substantially

cheaper to compute! This increase in e�ciency is the primary reason that backpropagation

is typically used to train neural networks instead of forward-mode autodi�erentiation.

It is important to note that equation 2.72 has to be evaluated after the `forward' evalua-

tion, i.e. df i m =dfk cannot be evaluated atf i q� 1 (� � � (f i 1 (x)) � � � ) until f (x) = f i q� 1 (� � � (f i 1 (x)) � � � )

has itself been computed. In fact, all suchf (x) = f i q (� � � (f i 1 (x)) � � � ) must be computed

�rst and then held in memory, which can make the memory space a signi�cant constraint.

In contrast, equation 2.71 can be simply calculated during the `forward' evaluation of

f (x).

Figure 2.12 shows a graphical comparison between forward and reverse mode autod-

i�erentiation for f (x1; x2) = sin(x1)x2 + cos(x1). Griewank and Walther [81] provide a

great resource for understanding autodi�erentiation in greater depth.
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Figure 2.12: Comparison of forward-mode and reverse-mode autodi�erentiation. Top:
Computational graph showing forward propagation of derivatives (red) versus backward
accumulation of gradients (blue). Left: Memory requirements showing constant memory
usage for forward mode versus growing memory needs for reverse mode. Right: Computa-
tional cost comparison for functionsf : Rn ! Rm with di�erent output dimensions m.
When m < n (fewer outputs than inputs), reverse mode is more e�cient, which is typical
in neural networks wherem = 1 for the loss function. The cost ratio of 1 (dotted line)
indicates where both modes have equal computational cost.

2.2.5 Di�erentable Programming

The development of e�cient autodi�erentiation frameworks fundamentally changes how

we can approach algorithm design. Rather than viewing neural networks as a special

case of di�erentiable systems, we can instead consider them as one instance of a broader

paradigm: programs that can be optimized through gradient descent. This perspective

leads us todi�erentiable programming, where the goal is to write programs that maintain

end-to-end di�erentiability while incorporating classical algorithmic structures.

Di�erentiable Program: A di�erentiable program P� : X ! Y with parameters � 2 �

is a composition of di�erentiable primitives f i : X i ! Y i such that:

1. The Jacobian@P� =@�exists almost everywhere.
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2. Eachf i has a computable derivative (or subderivative).

3. The composition maintains a directed acyclic graph structure.

whereX ; Y; X i ; Yi are real vector spaces [82, 30].

This formalization captures a key insight: any algorithm can potentially be made

di�erentiable by replacing discrete operations with continuous approximations. Neural

networks, viewed through this lens, are simply compositions of di�erentiable linear trans-

formations and activation functions. But the framework extends far beyond traditional

neural architectures. By leveraging autodi�erentiation frameworks, we can create more

general architectures that incorporate domain knowledge and algorithmic structure while

remaining trainable. This enables us to embed classical algorithms within neural net-

works, create hybrid architectures combining symbolic and neural components, design

di�erentiable versions of discrete algorithms, and incorporate physics-based constraints

and simulations into our models. The contribution in chapter 5 speci�cally harnesses this

idea to develop gradient based optimization for recon�gurable boolean gates.

An illustrative simple example is a di�erentiable sorting network that maintains

gradients through the sorting operation

softsort(x) i =
nX

j =1

x j � softmax(� � jx i � x j j) j ; (2.73)

where� controls the sharpness of the approximation. As� ! 1 , this approaches regular

sorting while remaining di�erentiable.

From Discrete to Di�erentiable

A key challenge in di�erentiable programming is converting discrete operations into

di�erentiable approximations. This process requires careful consideration of both the

mathematical properties and computational e�ciency. Consider three fundamental ap-

proaches:

1. Continuous Relaxation : Replace discrete operations with smooth approximations

2. Temperature-based Annealing : Control the sharpness of approximations

3. Surrogate Gradients : Maintain discrete forward pass while using continuous

gradients
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The softsort example (equation: 2.73) illustrates continuous relaxation where� controls the

temperature of the approximation. Similarly, discrete optimization can be approximated

using [83]

GumbelSoftmax(� ; � ) i =
exp((log(� i ) + gi )=� )

P
j exp((log(� j ) + gj )=� )

; (2.74)

wheregi are samples from the Gumbel(0,1) distribution and� is the temperature parame-

ter.

Composing Di�erentiable Programs

The power of di�erentiable programming lies in its compositionality. Complex algorithms

can be built by combining simpler di�erentiable components. This composition follows

three basic principles:

1. Closure under composition : The composition of di�erentiable programs remains

di�erentiable.

2. Gradient 
ow : Maintaining meaningful gradients through deep compositions.

3. Computational e�ciency : Managing memory and computation trade-o�s.

For example, a di�erentiable physics engine might compose:

st+1 = Integrate( st + � t � Forces(st ; � )) ; (2.75)

wherest is the state vector andIntegrate is a di�erentiable numerical integration scheme.

Limitations

While di�erentiable programming has found success in a variety of domains from physics [84]

and numerical integration [16] to program synthesis [85], it is not without its challenges:

Optimization Landscape : Di�erentiable approximations can introduce additional

local optima and saddle points. The temperature parameter in continuous relaxations

creates a crucial trade-o� between optimization stability and approximation accuracy.

Memory Constraints : Reverse-mode di�erentiation through complex algorithmic

structures requires storing intermediate states, leading to signi�cant memory overhead.

Numerical Stability : Many di�erentiable approximations involve operations likeexp

and log that can cause numerical over
ow or under
ow, requiring careful implementation.
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Implementation Considerations

Modern di�erentiable programming frameworks provide several key features to address

these challenges:

1. Static Analysis : Automatic detection of di�erentiable paths and potential numeri-

cal issues.

2. Memory Management : Gradient checkpointing and automatic trade-o�s between

recomputation and storage.

3. Hardware Acceleration : E�cient compilation to parallel architectures.

For example, the transformation stack in JAX enables natural mathematical computation

like:

r � P = grad(jit(vmap( P� ))) (2.76)

combining automatic di�erentiation, just-in-time compilation, and automatic vectorization.

2.3 Summary and Outlook

This chapter has traversed from classical dynamical systems theory to modern machine

learning approaches, establishing a theoretical framework for understanding and modeling

complex systems. The tools of nonlinear dynamics provide precise mathematical language

for describing system evolution when the underlying equations are known. These concepts

remain relevant even as we move to data-driven approaches, with many �nding natural

analogs in machine learning.

The progression from linear to nonlinear models, and ultimately to di�erentiable

programming, re
ects a broader trend in modeling complex systems: the move from

rigid, hand-designed models toward more 
exible, learned representations. Di�erentiable

programming represents a particularly promising synthesis, combining the interpretability

and structure of traditional programming with the learning capabilities of neural networks.

This allows us to embed physical constraints, known invariants, and domain knowledge

while still maintaining end-to-end trainability.

However, signi�cant challenges remain. The high dimensionality of modern machine

learning models makes traditional dynamical systems analysis di�cult to apply directly.

Questions about stability, convergence, and robustness take on new forms in the context
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of deep learning. The optimization landscapes of neural networks are far more complex

than the phase spaces we typically analyze in dynamical systems. Understanding these

landscapes|their critical points, basins of attraction, and bifurcations|remains an active

area of research [18, 86].

Looking forward, the integration of dynamical systems theory with machine learning

o�ers exciting possibilities. Techniques like neural ODEs [16] and physics-informed neural

networks [87] demonstrate how di�erential equations can be seamlessly incorporated into

deep learning frameworks. Such hybrid approaches may help bridge the gap between our

theoretical understanding of simple dynamical systems and our practical ability to model

complex real-world phenomena.

The following chapters are my attempts to contribute to this avenue of exploration.
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`When I use a word,' Humpty Dumpty said in rather a scornful tone, `it

means just what I choose it to mean | neither more nor less.'

Lewis Carrol, Through the Looking Glass

3
Metalearning Activation Functions

Publication associated with this chapter:

A. Choudhary, A. Radhakrishnan , J.F. Lindner, S. Sinha, and W.L. Ditto, \Neuronal di-

versity can improve machine learning for physics and beyond," Sci Rep 13(1), 13962 (2023).

US and International Patent Pending:

K. M. RUSSELL, W. L. Ditto, A. Choudhary, A. Radhakrishnan , and J. F. Lindner,

"Diversity Based Deep Learning System", WO2023196858A1 (12 October 2023).

Code Repositories associated with this chapter:

� PyTorch Implementation: DiversityNN � JAX Implementation: jaxDiversity

Insight

ˆ Activation functions can themselves be modeled as neural networks.

ˆ Activation function subnetworks are optimizable via metalearning.

ˆ Multiple subnetwork initializations allow the activations to diversify and evolve into

di�erent communities.
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3.1 Summary

We present an exploration of neural networks that learn their own activation function

in situ while training. Activation functions are instantiated as neural subnetworks that

metalearn the 1-1 nonlinear mappings in situ while the main MLP network learns the

regression or classi�cation task. We �nd that the networks quickly learn their own

activation functions with qualitative variations, and subsequently slightly outperform

their homogeneous and more drastically outperform their conventional counterparts. We

test this behavior on a wide variety of paradigms ranging from classifying digits and

forecasting a Van der Pol oscillator to using physics-informed Hamiltonian neural networks

to learn H�enon-Heiles stellar orbits and the swing of a video recorded pendulum clock.

3.2 Introduction

Diversity is a hallmark of many complex systems in physics [88, 89] and in physics

beyond physics[90], including microscopic cell populations [91], marine and terrestrial

ecosystems [92, 93], �nancial markets [94], and social networks [95, 96, 97]. In particular,

mammalian brains contain billions of neurons with diverse cell types whose complex

dynamical patterns are believed responsible for the rich range of cognition, a�ect, and

behavior [98, 99, 100, 101]. But despite the widespread appreciation of diversity in

neuroscience, researchers have just begun to explore the role of diversity and adaptability

in arti�cial neural networks [102, 103, 104].

One underexplored aspect of ANNs is the use of uniform activation functions across

all layers. Insights from complex systems suggest that this uniformity may limit the

adaptability and expressive power of the network.Diversifying the activation functions

show chances of overcoming this limitation. In this chapter, we propose a novel way to

diversify a neural network by learning the activations of neurons at an intra-layer scale.

We 
exibly realize the di�erent neurons using sub-networks which we train along with

the overarching network. This metalearning [105] generates potent neuron activation

function sets, suggestive of orthogonal spanning functions, that increase the expressivity

and accuracy of the network.

We test these metalearned activation functions in a gauntlet of classi�cation and

nonlinear regression tasks and show that learned diversity can enhance conventional

neural networks as well as physics-informed neural networks.

After discussing related work, we describe how meta-learning diverse activation func-
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tions can generate better neural networks, as measured by di�cult classi�cation and

nonlinear regression tasks. To provide further insight into the advantages of diverse

neuronal activations, we employ neuron participation ratios as a metric to elucidate the

superior potential of these layers compared to their homogeneous counterparts. Addition-

ally, we study the geometric nature of optimizing minima by examining the spectra of

their Hessian matrices to understand the underlying loss landscape of diversi�ed neural

networks.

Finally, by examining the interplay between stochastic processes and diversi�ed neural

networks, we gain insights about how the synergy between the inherent randomness of

the optimization procedure and learned diversity can result in more generalizable models.

3.3 Related Works

Recent advancements in arti�cial neural networks (ANNs) have increasingly focused on

breaking away from the traditional constraints of �xed activation functions. Manessi

and Rozza [106] explore learning combinations of well-established activation functions,

while Agostinelli et al. [107] propose learning piecewise linear activation functions for

each individual neuron. Apicella et al. [108] o�er a comprehensive survey on trainable

activation functions, and Lau and Lim [109] provide an extensive review of adaptive

activation functions in deep learning. Jagtap, Kawaguchi, and Karniadakis [110], as well

as Haoxiang and Smys [111], introduce scalable hyper-parameters into activation functions

to improve network performance. Additionally, Qian et al. [112] investigate combining

basic activation functions in linear, nonlinear, and hierarchical con�gurations to optimize

network behavior.

Further e�orts have moved towards leveraging biophysical diversity in neural systems

as an inspiration for improving arti�cial networks. Gjorgjieva, Drion, and Marder [100]

examine the computational advantages of biophysical diversity and multiple timescales

in neurons and synapses for circuit performance. Doty et al. [102] demonstrate that

incorporating hand-crafted heterogeneous cell types can enhance deep neural network

performance. Xie, Liang, and Song [113] emphasize the role of synaptic weight diversity in

achieving better generalization. Mariet and Sra [114] sample a diverse subset of neurons

and integrate them with the rest through re-weighting mechanisms. Siouda et al. [115]

take a genetic algorithm approach to optimize the number, form, and type of hidden

neurons in neural networks. Hospedales et al. [105] comprehensively surveyed the current
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meta-learning landscape and Lin, Chen, and Yan [116] suggest the approach of nesting

neural networks within other networks.

A notable departure from conventional neural network architecture is suggested by

Beniaguev, Segev, and London [117], who advocate for replacing the simple units used in

today's deep networks with neuron-inspired units that are computationally deeper. This

idea aligns closely with our work, where we introduce neuronal subnetworks capable of

metalearning diverse activation functions. These sub-networks, while not capable of the

depth and diversity found in biological neurons, move us closer to this goal.

3.4 Methodology

Figure 3.1: Progression from conventional arti�cial neural network to diverse neural
network to learned diverse neural network. Line thicknesses represent weightsW, circle
thicknesses represent biasesb, and sketches inside circles represent activation functions� .

3.4.1 Algorithm

To create a learned diversity neural network (LDNN), we incorporate sub-networks

initialized to simple activations (like identity, ramp, or sigmoid functions) to add intra-

layer heterogeneity to an MLP as shown in �gure 3.1. We can then train the primary

network with a dataset using standard neural network training techniques; minimizing the
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