
ABSTRACT

ZHAO, QIDONG. Novel Profiling Techniques for Emerging Architectures and Applications.
(Under the direction of Xu Liu and Jiajia Li).

The increasing complexity of modern computing systems, driven by the rise of diverse

hardware platforms and advanced application architectures, has made performance analysis

more challenging than ever. ARM-based clusters, known for their energy efficiency and scala-

bility, require new profiling techniques that can handle deeply optimized binaries. Meanwhile,

deep learning applications, which often run across heterogeneous environments combining

CPUs and GPUs, demand profiling tools that can capture performance data across multiple

architectures. Traditional profiling tools struggle to meet these demands, either introducing too

much overhead or failing to provide the necessary insights into cross-architecture interactions

and system bottlenecks.

This dissertation addresses these challenges through three complementary contributions.

First, I introduce event-based sampling as a lightweight profiling technique that offers flexible

balance between overhead and granularity, making it adaptable to diverse performance analysis

requirements across different architectures. Second, I develop a novel methodology for profiling

deep learning workloads in cross-architecture environments. This approach integrates CPU

and GPU call stacks into a unified performance view, bridging high-level frameworks with

low-level hardware operations and enabling more effective optimization of distributed, multi-

device applications. Third, I present an interactive platform for visualizing and analyzing

profiling data directly within development environments. This integration allows developers

to engage with performance insights in real time, incorporating them seamlessly into existing

workflows for more efficient debugging and optimization.

Together, these contributions provide tailored solutions to the growing demands of perfor-

mance profiling for modern computing architectures, delivering practical tools that enable

deep insights and efficient optimization across complex, heterogeneous systems.
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CHAPTER

1

INTRODUCTION

1.1 Motivations

In the era of ubiquitous computing, digital systems have become integral to modern society,

spanning from personal devices to large-scale infrastructures. This proliferation has intensi�ed

the demand for high-performance, energy-ef�cient computing paradigms. As system complex-

ity grows, optimizing computational performance and resource utilization has emerged as a

critical challenge in computer science and engineering. Performance pro�ling, once con�ned

to high-performance computing, now plays a crucial role across the computational spectrum.

The exponential increase in data processing requirements and the evolution of sophisticated

application architectures necessitate advanced performance analysis methodologies. These

tools must provide detailed insights while maintaining scalability across diverse computing

environments. The development of precise, scalable performance analysis techniques is thus

essential for addressing the multifaceted challenges of modern computational workloads and

sustaining technological progress. However, the �eld of performance pro�ling faces formidable

challenges, primarily driven by three interconnected factors:

Emerging Hardware Architectures The computing landscape is undergoing a seismic shift

with the rise of diverse and specialized hardware platforms. ARM-based processors, for instance,

1



have transcended their mobile roots to power everything from edge devices to supercomputers.

The Fugaku supercomputer, utilizing Fujitsu's ARM-based A64FX chips, achieved the No.1 spot

on the TOP500 list in 2020, marking a paradigm shift in high-performance computing. These

architectures employ sophisticated optimization techniques, such as out-of-order execution

and advanced branch prediction, which can obscure performance characteristics. Traditional

pro�ling tools, designed for x86 architectures, often falter when confronted with ARM's unique

instruction set.

Novel Application Architectures The software landscape has evolved dramatically, with ap-

plications becoming increasingly distributed, containerized, and AI-driven. Take, for instance,

modern cloud-native applications that leverage microservices architecture. A single user re-

quest might traverse dozens of services, each potentially running on a different hardware

platform. This distributed nature makes it challenging to obtain a holistic view of performance.

Moreover, the explosive growth of AI and machine learning has introduced new complexities.

Deep learning frameworks like Jax and PyTorch often operate across heterogeneous environ-

ments, seamlessly moving computations between CPUs and GPUs. Pro�ling these workloads

requires capturing and correlating performance data across multiple architectures, a task that

exceeds the capabilities of most existing tools.

Analysis of Complex Pro�ling Results As systems grow in complexity, so does the volume and

intricacy of pro�ling data. A typical pro�ling session for a large-scale distributed application

can generate terabytes of data, encompassing millions of function calls, memory accesses, and

inter-process communications. Making sense of this data deluge is a formidable challenge. For

instance, identifying the root cause of a performance regression in a microservices architecture

might require correlating events across multiple containers, hosts, and even data centers.

Traditional visualization techniques like simple call graphs or heat maps quickly become

overwhelmed by the sheer scale and multi-dimensional nature of modern pro�ling data.

In summary, this dissertation is motivated by the need to address the growing challenges of

performance pro�ling in the context of emerging hardware and application architectures, as

well as the increasing complexity of pro�ling data. By introducing novel pro�ling techniques

tailored to modern architectures such as ARM and RISC-V, as well as to complex deep learning

applications, this work aims to provide practical solutions for developers. Additionally, the pro-

posed tools and platforms for analyzing complex pro�ling results will empower developers to

navigate the complexities of modern computing systems, enabling more ef�cient performance

tuning and optimization.
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1.2 Dissertation Statement

Scalable tools leveraging measurement capabilities supported by modern CPU / GPU architec-

tures can provide deep insights into program behavior and guide performance optimization.

1.3 Contribution Highlights

This dissertation addresses the increasingly complex challenges of performance pro�ling in

modern computing systems by introducing three complementary performance analysis tools,

each tailored to different scenarios and bottlenecks. The main contributions are summarized

as follows:

• EASYXT — A Lightweight, High-Precision Sampling Framework EASYXT bridges the gap

between dynamic binary instrumentation (DBI) tools and sampling-based pro�lers by

introducing a context-based, con�gurable sampling algorithm that intelligently selects

critical instructions for monitoring based on runtime conditions. Its key contributions

include:

1. Con�gurable Sampling Algorithm : Designed to allow developers to specify both the

event types and the number of events to be collected, enabling targeted data acquisi-

tion.

2. Low-Overhead, Precise Monitoring : By integrating the Linux perf interface with the Dy-

namoRIO binary decoder, EASYXT achieves accurate tracking of essential performance

events while maintaining minimal overhead—suitable for production environments.

3. Extensible Framework : The architecture supports the rapid development of specialized

client tools (e.g., a memory inef�ciency detection tool), demonstrating its adaptability

across diverse performance analysis scenarios.

• DEEPCONTEXT — A Cross-Layer Performance Pro�ling Platform for Deep Learning

To tackle the challenges of pro�ling deep learning workloads—which span high-level Python

code, deep learning frameworks, C / C++ libraries, and device-level operations— DEEPCONTEXT

provides an end-to-end solution. Its contributions include:

1. Uni�ed Data Collection : The introduction of a “shim” layer ( DLM ONITOR) converts

framework-speci�c runtime information into a framework-agnostic format, enabling

seamless integration across various platforms, including AMD and Nvidia GPUs as

well as x86 and ARM CPUs.
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2. Ef�cient Data Aggregation : By aggregating performance metrics on the �y, DEEPCONTEXT

signi�cantly reduces the volume of pro�ling data generated during long-running train-

ing tasks while preserving �ne-grained insights to facilitate quick identi�cation of

performance bottlenecks.

3. Automated Performance Analysis: An automated analyzer leverages multi-layer perfor-

mance metrics and contextual data to offer actionable optimization suggestions, such

as operator fusion, data layout adjustments, or hardware con�guration changes.

• EASYVIEW — An Integrated, User-Friendly Pro�ling Solution for Development Environ-

ments

Recognizing that traditional standalone pro�lers are often cumbersome in day-to-day

development, EASYVIEW integrates performance analysis directly within the Integrated De-

velopment Environment (IDE), providing an intuitive and ef�cient interactive experience.

Its major contributions include:

1. Generic Performance Data Abstraction : A uni�ed representation that standardizes

outputs from mainstream pro�lers, greatly simplifying cross-tool comparisons and

analysis.

2. High-Ef�ciency Data Processing : Through dynamic loading and advanced data pro-

cessing techniques, EASYVIEW manages large-scale pro�ling datasets with low latency,

signi�cantly improving responsiveness when exploring pro�ling �les.

3. Customizable Visualization Interfaces : Enabling real-time browsing, analysis, and

correlation of source code with pro�ling data directly within IDEs (e.g., Visual Studio

Code), which reduces the learning curve and enhances development ef�ciency.

In summary, the contributions of this dissertation lie in three key areas: establishing a

low-overhead, high-precision dynamic pro�ling framework at both hardware and system

levels; providing a uni�ed, cross-layer performance analysis solution tailored for deep learning

applications; and integrating pro�ling tools into the development work�ow to enhance usability

and practical performance optimization. Together, these advancements push forward the state-

of-the-art in performance pro�ling for modern, complex computing systems.

1.4 Organization

The dissertation is organized as follows. Chapter 2 provides a comprehensive overview of

the current landscape of performance pro�ling technologies. It examines hardware-speci�c

pro�ling tools for both CPU and GPU architectures, system-level pro�lers including Linux perf
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and eBPF-based solutions, and domain-speci�c pro�ling tools designed for high-performance

computing environments. The chapter establishes the technical foundation necessary for

understanding the novel contributions presented in subsequent chapters and identi�es key

limitations in existing approaches that this dissertation aims to address. Chapter 3 discusses

EASYXT, a lightweight pro�ling framework that balances performance overhead and analysis

precision. The chapter introduces EASYXT's context-based sampling algorithm that combines

hardware event sampling with targeted monitoring using debug registers. The chapter examines

how EASYXT connects hardware events to program semantics, enabling detailed analysis with

minimal impact. We evaluate EASYXT's effectiveness and present a case study with MobiProf,

showing how the framework enables practical optimization in Android applications. Chapter 4

introduces DEEPCONTEXT, a cross-platform pro�ling tool tailored for deep learning workloads.

The chapter explores how DEEPCONTEXT bridges high-level frameworks like PyTorch and JAX

with low-level device operations, providing both �ne-grained and coarse-grained insights

into performance bottlenecks across CPU-GPU interactions. The chapter concludes with case

studies that showcase its ef�cacy in optimizing deep learning work�ows. Chapter 5 presents

EASYVIEW, a tool designed to integrate pro�ling results directly into Integrated Development

Environments (IDEs). This chapter explains how EASYVIEW improves the usability of perfor-

mance analysis tools and evaluates its capability to streamline pro�ling data interpretation and

visualization within software development cycles. Chapter 6 summarizes the contributions of

each pro�ling tool discussed in the previous chapters, outlining their strengths and weaknesses.

The chapter also explores future directions in pro�ling technologies, emphasizing the need for

tools that can handle increasingly complex architectures and applications while minimizing

overhead and maximizing insight.
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CHAPTER

2

BACKGROUND

Performance pro�ling and analysis tools have evolved signi�cantly over the past decades,

adapting to increasingly complex computing architectures and diverse application workloads.

This chapter provides an overview of the current landscape of pro�ling technologies across

different computing platforms, establishing the necessary context for understanding the contri-

butions presented in subsequent chapters. We begin by examining hardware-speci�c pro�ling

tools, followed by system-level pro�lers, and conclude with domain-speci�c pro�ling solutions

tailored for high-performance computing environments and other specialized �elds.

2.1 Hardware-Speci�c Pro�ling Tools

2.1.1 CPU Pro�ling Tools

Intel VTune Pro�ler ( 28) Intel VTune Pro�ler represents one of the most comprehensive

performance analysis suites available for x86 architectures. It leverages Intel's Performance

Monitoring Units (PMUs) to collect detailed hardware events with minimal overhead. VTune

supports multiple pro�ling methodologies, including time-based sampling, event-based sam-

pling, and hardware trace collection via Intel Processor Trace (PT) (94) technology.

VTune's key capabilities include microarchitectural analysis, which identi�es pipeline stalls,
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branch mispredictions, and cache utilization issues; memory access pattern analysis, which

detects NUMA inef�ciencies and memory bandwidth bottlenecks; and thread concurrency

analysis, which identi�es lock contention and load imbalance. Recent versions have intro-

duced specialized analysis types for emerging workloads, such as GPU of�oad analysis for

heterogeneous computing and platform pro�ling for IoT applications.

While powerful, VTune's capabilities are primarily optimized for Intel architectures, with

limited support for competing CPU platforms. Additionally, its comprehensive nature comes

with a steep learning curve and substantial resource requirements, making it less suitable for

lightweight pro�ling scenarios or resource-constrained environments.

AMD � Prof ( 44) AMD's � Prof serves as the counterpart to Intel's VTune for AMD processors.

The tool provides both CPU and GPU pro�ling capabilities, offering insights into performance

characteristics speci�c to AMD's architecture. � Prof collects and analyzes hardware perfor-

mance events, energy consumption metrics, and instruction-level details, presenting them

through an intuitive graphical interface.

� Prof enables developers to monitor instruction throughput, identify memory access pat-

terns, and analyze thread synchronization issues. It also provides specialized analysis for AMD's

implementation of simultaneous multithreading (SMT) and its cache hierarchy. Recent versions

have incorporated enhanced support for AMD's Zen architecture and improved integration

with common development environments.

Like VTune, � Prof is primarily designed for its vendor's hardware, limiting its utility in

heterogeneous computing environments. Furthermore, its analysis capabilities, while com-

prehensive for AMD platforms, have historically lagged behind VTune in terms of feature

completeness and ecosystem integration.

2.1.2 GPU Pro�ling Tools

NVIDIA Nsight Systems ( 93) NVIDIA Nsight Systems provides system-wide performance anal-

ysis for CUDA applications, offering visualization and analysis across CPU and GPU activities.

Unlike more �ne-grained tools like Nsight Compute, Nsight Systems focuses on system-level

interactions, making it ideal for identifying bottlenecks in the CPU-GPU pipeline.

Nsight Systems collects timeline data for CPU threads, CUDA API calls, GPU kernels, mem-

ory transfers, and synchronization events. This comprehensive view allows developers to

identify GPU underutilization, excessive host-device synchronization, and suboptimal work-

load distribution. The tool also supports correlating OS-level metrics, such as CPU frequency

scaling and power state transitions, with application behavior.
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A key strength of Nsight Systems is its relatively low overhead, enabling pro�ling of pro-

duction or near-production workloads. However, it provides limited insights into the internal

behavior of individual GPU kernels, for which NVIDIA recommends complementary use of

Nsight Compute. Additionally, its utility is con�ned to NVIDIA GPUs, limiting its applicability

in multi-vendor environments.

AMD ROCProf ( 45) ROCProf serves as AMD's primary pro�ling solution for applications

utilizing the Radeon Open Compute (ROC) platform. It provides capabilities for tracing API

calls, pro�ling GPU kernels, and analyzing memory transfers between host and device. ROCProf

collects various performance metrics, including kernel execution times, memory bandwidth

utilization, and compute unit occupancy.

The tool integrates with AMD's ROCm (Radeon Open Compute) ecosystem, offering both

command-line and programmatic interfaces for data collection and analysis. Recent versions

have introduced enhanced visualization capabilities and improved support for pro�ling com-

plex applications, such as deep learning frameworks and scienti�c computing libraries.

While ROCProf offers comprehensive pro�ling for AMD GPUs, it faces challenges in terms of

user experience and ecosystem integration compared to NVIDIA's more mature pro�ling stack.

Furthermore, its relatively recent development means that documentation and community

support remain less extensive than for competing solutions.

2.2 System-Level Pro�ling Tools

2.2.1 Linux Perf (111)

The Linux perf subsystem (commonly referred to as "perf") represents one of the most versatile

and widely available pro�ling tools in the Linux ecosystem. Integrated directly into the Linux

kernel, perf provides low-level access to performance monitoring counters (PMCs) across

various hardware architectures, including x86, ARM, and RISC-V. This makes it particularly

valuable for cross-platform performance analysis.

Perf supports multiple pro�ling methodologies, including time-based sampling, event-

based sampling, and tracepoint collection. Its capabilities extend beyond hardware event

collection to include software events (e.g., page faults, context switches) and tracepoints (kernel

and user-de�ned events). This multi-level visibility allows developers to correlate application

behavior with system-level activities.

Key features of perf include call-graph generation, which reconstructs function call hierar-

chies to identify hot paths; annotated source and assembly views, which pinpoint performance
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issues at the code level; and live monitoring, which provides real-time performance insights.

Recent kernel versions have introduced enhanced support for hardware-speci�c features, such

as Intel Processor Trace and ARM Statistical Pro�ling Extension (SPE) (32).

Despite its power, perf presents several limitations: its command-line interface can be

challenging for newcomers; its data visualization capabilities are rudimentary compared to

commercial alternatives; and accessing certain hardware events requires elevated privileges,

complicating deployment in production environments.

2.2.2 eBPF-Based Pro�lers

Extended Berkeley Packet Filter (eBPF) has emerged as a revolutionary technology for Linux

performance analysis and monitoring. Unlike traditional pro�ling approaches, eBPF allows for

the safe execution of user-de�ned programs within kernel context, enabling unprecedented

observability with minimal overhead. This capability has led to the development of numerous

eBPF-based pro�ling tools, such as BCC (BPF Compiler Collection) (96) and bpftrace (97).

eBPF-based pro�lers can attach to various system events, including function entries and

exits, tracepoints, software and hardware events, and network packet processing paths. This

versatility allows for comprehensive monitoring across the entire software stack, from kernel

interactions to application behavior, without modifying the target code.

The key advantages of eBPF-based pro�ling include: minimal overhead, suitable for con-

tinuous monitoring in production environments; dynamic instrumentation, eliminating the

need for application restarts; and �ne-grained �ltering, reducing data collection to only rele-

vant events. Recent advancements have extended eBPF capabilities to include CPU pro�ling,

memory allocation tracking, and inter-process communication analysis.

Despite these advantages, eBPF-based pro�ling faces limitations: it requires relatively

recent Linux kernels (4.9 +) for full functionality; creating custom pro�ling tools demands spe-

cialized knowledge of both eBPF and kernel internals; and its programming model introduces

constraints compared to user-space pro�ling approaches.

2.3 Domain-Speci�c Pro�ling Solutions

As computing has diversi�ed into specialized domains with unique performance characteristics

and optimization challenges, pro�ling tools tailored to speci�c application areas have emerged.

This section examines pro�ling solutions designed for high-performance computing and other

specialized domains.
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2.3.1 HPCToolkit (43)

HPCToolkit stands as a premier open-source performance analysis suite designed speci�cally

for high-performance computing workloads. Developed at Rice University, it combines multiple

pro�ling methodologies to provide comprehensive insights into parallel applications running

on large-scale systems, from individual nodes to entire supercomputers.

HPCToolkit employs statistical sampling based on hardware performance counters, captur-

ing application state at prede�ned intervals to reconstruct program behavior. This approach

minimizes measurement overhead while maintaining statistical accuracy, crucial for pro�ling

production HPC workloads. The toolkit supports both �at pro�les (aggregate statistics) and

call path pro�les (context-sensitive data), enabling multi-level performance analysis.

Key features include: scalable measurement and analysis, supporting applications running

on thousands of cores; cross-language pro�ling, spanning Fortran, C / C++ , and increasingly,

Python and Julia; and effective visualization of threading and communication inef�ciencies

in parallel codes. Recent versions have introduced enhanced support for GPU pro�ling and

heterogeneous computing environments.

While powerful, HPCToolkit presents certain challenges: its initial setup requires more

effort compared to simpler pro�ling tools; interpreting its rich data outputs demands expertise

in performance analysis; and its primary focus on HPC workloads makes it less suitable for

general-purpose application pro�ling.

2.3.2 TAU (Tuning and Analysis Utilities) (137)

TAU represents a comprehensive performance analysis framework designed for parallel pro-

gramming paradigms common in high-performance computing. Developed at the University of

Oregon, TAU supports various programming models, including MPI, OpenMP, CUDA, OpenCL,

and hybrid combinations, making it suitable for diverse HPC applications.

Unlike sampling-based pro�lers, TAU primarily employs instrumentation techniques, in-

serting measurement code at function boundaries, loop entries, and other critical points in

the application. This approach provides deterministic data collection with precise timing in-

formation, crucial for understanding �ne-grained performance characteristics. TAU supports

multiple instrumentation methods, from source-level modi�cation to binary rewriting, offering

�exibility based on application requirements.

TAU's distinguishing features include: performance data management via the TAU Portal,

facilitating collaborative analysis; parameter-based pro�ling, correlating performance with

application inputs; and cross-experiment comparison, identifying performance regressions

across software versions. Recent developments have enhanced TAU's capabilities for mem-
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ory pro�ling and power consumption analysis, addressing emerging concerns in exascale

computing.

The instrumentation-based approach, while providing detailed insights, introduces mea-

surement overhead that can signi�cantly impact application behavior. Additionally, TAU's

comprehensive nature comes with a steep learning curve, and its extensive con�guration

options can overwhelm inexperienced users.

2.4 Challenges and Limitations of Existing Pro�lers

Despite the diversity and sophistication of available pro�ling tools, several challenges persist

in the �eld of performance analysis, which this dissertation aims to address:

Balancing Precision and Overhead Existing pro�ling tools often force developers to choose

between comprehensive data collection with high overhead (as in instrumentation-based

approaches) or lightweight monitoring with limited insights (as in sampling-based methods).

Few solutions effectively balance these competing concerns, particularly for production en-

vironments where performance impact must be minimized while maintaining meaningful

analysis capabilities.

Cross-Platform and Cross-Layer Analysis Modern applications increasingly span multiple

hardware architectures, programming models, and abstraction layers. While some special-

ized tools excel within their domains—such as VTune for Intel CPUs or Nsight for NVIDIA

GPUs—comprehensive analysis across heterogeneous environments remains challenging.

This fragmentation complicates performance optimization for applications utilizing diverse

computing resources.

Usability and Integration with Development Work�ows Many sophisticated pro�ling tools

exist as standalone applications with steep learning curves, limiting their adoption in day-to-

day development activities. The disconnect between pro�ling tools and development environ-

ments creates friction that discourages regular performance analysis, often relegating pro�ling

to specialized optimization phases rather than integrating it throughout the development

lifecycle.

Handling Complex and Voluminous Pro�ling Data As application complexity increases,

so does the volume and dimensionality of pro�ling data. Existing visualization and analysis
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techniques often struggle to present this information in intuitive, actionable formats, par-

ticularly for distributed applications, deep software stacks, or long-running workloads. This

challenge is especially pronounced in emerging domains like deep learning, where operations

span multiple layers of abstraction.

2.5 Related Work

This chapter has provided an overview of major pro�ling technologies across hardware plat-

forms, operating systems, and specialized domains. In the subsequent chapters, we will explore

related work speci�c to each contribution area:

Chapter 3 will discuss related work in lightweight pro�ling mechanisms, including software-

based sampling approaches, hardware-assisted pro�ling techniques, and hybrid methodolo-

gies that combine multiple data collection strategies.

Chapter 4 will explore related work in deep learning pro�ling, encompassing framework-

speci�c pro�lers, cross-framework analysis tools, and specialized solutions for GPU-accelerated

machine learning workloads.

Chapter 5 will examine related work in developer-centric pro�ling interfaces, including

IDE integrations, interactive visualization techniques, and approaches for simplifying the

interpretation of complex performance data.

Together, these chapters will position our contributions within the broader landscape of

performance analysis technologies, highlighting both the foundations upon which we build

and the novel advances we introduce to address persistent challenges in the �eld.
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CHAPTER

3

EASYXT: A LIGHTWEIGHT DYNAMIC

PROFILING TOOL FOR APPLICATIONS

RUNNING ON MULTIPLE ARCHITECTURES

3.1 Introduction

Dynamic pro�ling technologies play a crucial role in the analysis, optimization, and diagnosis of

applications in high-performance computing environments. Understanding program behavior

at runtime is essential for identifying performance bottlenecks, detecting bugs, and enhancing

security. Several renowned dynamic pro�lers exist, with Pin ( 115) and DynamoRIO ( 29) be-

ing the most notable Dynamic Binary Instrumentation (DBI) frameworks. These frameworks

enable the development of �ne-grained pro�ling tools that can monitor every instruction exe-

cution, which is valuable for performance enhancement, bug detection, and security analysis.

However, DBI frameworks introduce signi�cant performance penalties because they add

numerous control instructions to manage the entire instruction stream and monitor the context

of each instruction. This comprehensive instrumentation results in substantial overhead within

the framework kernel module, often slowing execution by 10-80 × and increasing memory

consumption by 6-100 ×. Consequently, tools based on these frameworks are unsuitable for
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production environments where performance is critical.

In contrast, sampling-based pro�lers such as perf ( 36) can operate in production environ-

ments by reducing overhead through lower sampling frequencies. While sampling effectively

minimizes overhead, it comes with substantial drawbacks: the sampling distribution may be

uneven, and critical events might be missed due to under-sampling. This fundamental tradeoff

between comprehensive monitoring and acceptable performance has limited the adoption of

sophisticated pro�ling techniques in everyday development work�ows.

Modern hardware architectures have incorporated dedicated debugging and pro�ling facil-

ities to reduce performance monitoring overhead. Notable examples include Intel's Precise

Event-Based Sampling (PEBS) (27), AMD's Instruction-Based Sampling (IBS) ( 26), and ARM's

Statistical Pro�ling Extension (SPE) ( 32). Intel PEBS captures detailed information about sam-

pled instructions, including register state and memory access addresses. AMD IBS allows

�ne-grained monitoring of both instruction execution and memory access events. ARM SPE

provides detailed sampling of various processor events with minimal impact on application per-

formance. These hardware features enable more ef�cient sampling-based pro�ling compared

to software-only approaches.

However, these hardware pro�ling mechanisms have signi�cant limitations. First, they

typically support only a limited number of debug registers (usually 4-8), constraining the ability

to monitor multiple memory locations simultaneously. Second, and more critically, these

hardware features do not support dynamic hybrid event monitoring—they cannot intelligently

combine different event types or adjust their sampling strategy based on program context. This

limitation forces developers to choose between broad coverage with potential gaps in critical

information or focused monitoring that might miss important correlations between different

event types.

An ideal pro�ling tool would exhibit low overhead while capturing all critical events that

matter for the speci�c analysis task. To accomplish this, such a tool should analyze only the

minimal number of essential instructions needed for the particular analysis, rather than in-

strumenting every instruction. This selective approach requires intelligent decision-making

about which instructions to monitor based on the context and purpose of the analysis.

In this paper, we present EASYXT, a novel pro�ling framework that bridges the gap between

comprehensive DBI frameworks and lightweight sampling-based pro�lers. EASYXT leverages

a con�gurable context-based sampling algorithm to intelligently gather signi�cant events

between sampling points. Our approach combines the best of both worlds: the targeted moni-

toring capabilities of DBI frameworks with the low overhead of sampling-based approaches.

EASYXT provides several key innovations:

1. Con�gurable Sampling Algorithm : EASYXT offers an API that allows tool developers to
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Figure 3.1: Overview of EASYXT

specify both the event types and the number of events they wish to collect, enabling

�ne-tuned control over the monitoring process.

2. Context-Aware Monitoring : Unlike traditional sampling approaches that view each

sample in isolation, EASYXT utilizes the context of each monitoring point to intelligently

select which events to track between sampling points.

3. Extensible Framework : We design EASYXT as a framework solution that supports easy

development of client tools, enabling rapid creation of specialized analysis tools with

minimal overhead.

Figure 3.1 illustrates the overall architecture of EASYXT. We build EASYXT atop the Linux perf

interface for ef�cient hardware event sampling and integrate the DynamoRIO Binary Decoder

for precise binary analysis without the overhead of full instrumentation. EASYXT implements
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its con�gurable context-based sampling algorithm using two types of specialized pointers that

allow precise tracking of selected events while maintaining low overhead.

Using EASYXT, we implement several client tools, including a low-overhead memory in-

ef�ciency detection tool that focuses only on speci�c memory access events. Our evaluation

shows that EASYXT-based tools achieve performance comparable to sampling-based pro�lers

while providing insights similar to those of comprehensive DBI tools. Speci�cally, EASYXT

introduces only 23.5% overhead on ARM and 20.1% on x86 architectures, compared to 110.7%

and 59.9% overhead with traditional DBI frameworks. Despite this signi�cantly lower overhead,

EASYXT successfully identi�es 80% of known performance issues across diverse applications.

We further demonstrate EASYXT's practical utility through MobiProf, a memory pro�ler for

Android applications, which reveals signi�cant memory inef�ciencies in DNS66 ( 34), a popular

DNS-based host blocker. With only 32% runtime overhead, MobiProf identi�es inef�cient

memory allocation patterns in package �ltering, leading to optimizations that reduce heap

memory usage by 18.97%, L1 cache misses by 6.60%, and executed instructions by 10.62%,

showcasing how EASYXT enables powerful yet ef�cient performance analysis in real-world

scenarios.

3.2 Background and Related Work

Performance analysis techniques can be broadly categorized into two approaches: exhaustive

instrumentation that captures every event of interest with high overhead, and sampling-based

methods that periodically observe program execution with minimal impact. Both approaches

leverage a combination of hardware support and software intelligence to balance accuracy and

ef�ciency in pro�ling applications. We review key developments in both hardware features

and software techniques that inform our approach.

3.2.1 Hardware Performance Monitoring Features

Modern processors provide specialized hardware features for performance monitoring with

varying capabilities and design philosophies. Intel's Precise Event-Based Sampling (PEBS) ( 27)

offers �ne-grained monitoring of speci�c events like retired instructions, memory loads, and

stores with high accuracy. PEBS captures the precise program state at sampling points in a

hardware buffer without software intervention. In contrast, AMD's Instruction-Based Sampling

(IBS) (26) employs two sampling �avors: instruction fetch sampling and micro-operation

execution sampling, providing rich information about the CPU pipeline, cache behavior, and

memory access patterns. ARM's Statistical Pro�ling Extension (SPE) ( 32) follows an approach
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similar to IBS but has shown some limitations in early implementations ( 31). These mechanisms

differ signi�cantly in their accuracy, the speci�city of monitored events, and the richness of

collected data, but all share limitations in their inability to dynamically combine event types

or adapt to program context.

Complementing PMUs, hardware debug registers provide essential watch-point capabilities

for monitoring speci�c memory locations. Modern x86 processors typically offer 4-8 debug

registers (95), while ARM architectures provide up to 16 breakpoint registers and 16 watchpoint

registers through their Debug Architecture ( 47). The emerging RISC-V architecture supports

a con�gurable number of debug triggers (typically 4) through its Debug Speci�cation ( 124),

enabling similar capabilities. These registers can be programmed to trap on speci�c conditions,

such as reads or writes to designated memory addresses. While they operate with minimal

overhead and provide precise triggering on memory accesses, their limited quantity presents a

signi�cant constraint for monitoring multiple memory locations simultaneously. This scarcity

necessitates careful management and prioritization strategies in software tools leveraging

these capabilities. The combination of PMUs for sampling and debug registers for targeted

monitoring offers a powerful but underutilized approach for ef�cient performance analysis

across different architectures.

3.2.2 Software Pro�ling Approaches

Software pro�ling techniques have evolved to address the critical need for understanding

program performance and behavior, bridging the gap between hardware capabilities and

detailed runtime analysis. These approaches can be categorized into two primary strategies:

exhaustive instrumentation and sampling-based methods. Exhaustive instrumentation pro-

vides comprehensive insight by tracking every relevant event, albeit at the cost of signi�cant

performance overhead. In contrast, sampling-based approaches offer a lightweight alternative,

periodically capturing program state with minimal performance impact. Each approach brings

unique strengths and limitations to performance analysis, re�ecting the ongoing challenge of

balancing detailed observation with computational ef�ciency.

Exhaustive Instrumentation Approaches

Binary instrumentation frameworks such as Pin ( 115) and DynamoRIO ( 29) enable compre-

hensive program analysis by instrumenting every instruction of interest. These frameworks

form the foundation for �ne-grained pro�ling tools that detect various performance issues.

DeadSpy (58) identi�es store operations never loaded before subsequent stores to the same

location, while RedSpy ( 152) and RVN (154) track redundant computations. CCTLib ( 57) pro-
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vides ef�cient calling context collection through shadow stack techniques. DrCCTProf ( 158)

extends this approach to ARM architectures with optimized context tracking. While these tools

offer valuable insights, they typically introduce prohibitive overhead—slowing execution by

10-80� and increasing memory consumption by 6-100 � —which limits their use in production

environments or everyday development work�ows.

Sampling-Based Approaches

Sampling-based pro�lers like Linux perf ( 36), HPCToolkit ( 43), and VTune ( 28) leverage hard-

ware PMUs to collect performance data at periodic intervals, signi�cantly reducing overhead

compared to instrumentation. These tools attribute hardware events like cache misses and

branch mispredictions to program locations, typically with less than 5% overhead. However,

standard sampling approaches often miss �ne-grained inef�ciencies like redundant computa-

tions or wasted memory operations due to their sparse observation points. More sophisticated

techniques like LDoctor ( 139) combine sampling with targeted static analysis to reduce over-

head while maintaining accuracy for speci�c analyses. However, these approaches still struggle

to comprehensively identify memory-related inef�ciencies across entire applications without

prior knowledge of suspicious code regions.

Debug Register-Based Research

Several research efforts explore the use of hardware debug registers for ef�cient pro�ling.

Witch ( 153) pioneered a novel approach that combines PMU sampling with hardware debug

registers to monitor memory locations between samples, achieving low overhead while detect-

ing memory-related inef�ciencies. Erickson et al. ( 73) and Jiang et al. (100) used debug registers

to detect data races in operating system kernels by setting watchpoints on sampled memory

addresses. DoubleTake (112) utilized debug registers to identify buffer over�ows, use-after-free

bugs, and memory leaks without the overhead of full instrumentation. ComDetective ( 135) and

Feather (59) leverage both PMUs and debug registers to detect inter-thread communication

patterns and false sharing in parallel programs, respectively. These approaches demonstrate the

power of integrating hardware debug facilities with targeted analysis, but they typically focus

on speci�c problems rather than providing a general framework for con�gurable pro�ling.

3.2.3 Research Gap and Motivation

Despite the advances in both hardware mechanisms and software techniques, a signi�cant

gap remains between the comprehensive coverage of high-overhead instrumentation and the

ef�ciency of potentially incomplete sampling. Existing hardware features lack the �exibility
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to intelligently combine different event types or adapt to program context, while software

approaches must either sacri�ce performance for completeness or risk missing critical events.

The inability of current hardware mechanisms to support dynamic hybrid event monitor-

ing—intelligently combining different event types or adjusting sampling strategies based on

program context—forces developers to choose between broad coverage with potentially missed

insights or focused monitoring that ignores important correlations. Additionally, the limited

number of debug registers presents a constraint that has not been adequately addressed by

existing sampling strategies.

EASYXT addresses these gaps by providing a con�gurable context-based sampling approach

that intelligently combines hardware sampling with targeted monitoring. By allowing tool de-

velopers to specify both the event types and quantities they wish to collect, EASYXT enables

�ne-tuned control over the monitoring process while maintaining low overhead. This ap-

proach overcomes the limitations of current hardware features while still bene�ting from their

ef�ciency, providing a practical middle ground for everyday development use.

3.3 Methodology

Performance analysis tools struggle with a fundamental tension: they must be both comprehen-

sive and ef�cient. Despite advances in hardware monitoring capabilities, two major challenges

persist: 1 Performance monitoring implementations vary widely across processor architec-

tures (Intel, AMD, ARM, RISC-V), forcing developers to create platform-speci�c solutions;

2 Hardware monitoring occurs without awareness of program semantics - hardware can

detect events like cache misses but cannot connect them to higher-level program structures

like functions or loops. This creates a dif�cult choice between thorough but slow software

instrumentation or ef�cient but contextually limited hardware monitoring. Debug registers,

available across most architectures, may offer a path forward by providing precise memory

access monitoring with minimal performance impact.

Our approach, EASYXT, balances the strengths and weaknesses of existing techniques to

create a more powerful and �exible performance monitoring system. Rather than treating

PMUs and debug registers as separate facilities, we integrate them into a uni�ed monitoring

framework. EASYXT uses PMU samples to identify interesting program contexts and memory

locations, then dynamically con�gures debug registers to monitor those locations for sub-

sequent access patterns. This approach combines the broad coverage of sampling with the

precision of targeted monitoring, while maintaining overhead low enough for everyday use.

The key insight in our approach is that program context—the call stack, basic block, and data

structures being accessed—provides the crucial link between hardware events and program
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semantics. When a PMU event occurs, EASYXTcaptures not just the hardware event information

but also the rich program context in which it occurred. This contextual information then guides

the con�guration of debug registers to monitor speci�c memory locations that are likely to

yield insight into program behavior. For example, if a cache miss occurs in a hot function,

EASYXT can set debug registers to monitor related data structures to identify access patterns. If

a branch misprediction occurs at a loop boundary, EASYXT can monitor loop control variables

to understand the cause.

EASYXT's context-based sampling algorithm uses two types of pointers to manage the

relationship between hardware events and program contexts. Event pointers track hardware

events detected by PMUs and capture the associated program context, while context pointers

represent program locations (basic blocks, functions, etc.) that have been associated with

signi�cant events. By maintaining this relationship, EASYXT can make intelligent decisions

about which memory locations to monitor with the limited number of available debug registers,

prioritizing those that are most likely to provide valuable insights.

Our approach offers several key bene�ts compared to existing techniques. First, it provides

a uniform interface across different architectures, abstracting away the architectural differ-

ences in PMUs and debug registers behind a consistent API. This enables the development

of cross-platform performance analysis tools that work consistently across Intel, AMD, ARM,

and even emerging RISC-V processors. Second, it enables con�gurable events that are not

limited to the prede�ned hardware events supported by PMUs. Tool developers can de�ne

custom "events" based on application-speci�c criteria, such as access patterns to speci�c data

structures or interactions between different program components. Third, EASYXT supports

adaptive monitoring that dynamically adjusts based on observed program behavior, focusing

computational resources on the most informative events and program contexts.

EASYXT exposes an API that allows tool developers to specify both the types of events they

wish to monitor and the quantity of events to collect for each context. This enables �ne-tuned

control over the monitoring process, allowing developers to balance coverage with overhead

based on their speci�c analysis needs. By providing this level of con�gurability, EASYXT enables

a new class of performance analysis tools that can identify sophisticated performance patterns

with minimal impact on application execution.

In implementing EASYXT, we addressed several practical challenges. We optimized context

collection to minimize overhead during PMU samples, implemented an intelligent debug

register allocation strategy, created a uni�ed cross-platform abstraction layer, and designed

ef�cient signal handlers for both PMU and debug register events. These optimizations en-

sure that EASYXT maintains low overhead while providing rich contextual information for

performance analysis.
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In summary, EASYXT bridges the gap between hardware events and program semantics

by integrating PMU sampling with debug register monitoring and enriching hardware events

with program context. This balanced approach enables ef�cient, context-aware performance

monitoring that can identify sophisticated performance patterns across different architectures

without the prohibitive overhead of comprehensive instrumentation.

3.4 Implementation

EASYXT is built on libpfm4 ( 37) for PMU event handling and DynamoRIO ( 29) for binary

decoding capabilities. This section details our implementation approach, beginning with a

system architecture overview, followed by the debug register utilization strategy, the sampling

methodology, and concluding with our extensible framework.

3.4.1 System Architecture Overview

The EASYXT architecture consists of three primary components: (1) a sampling manager that

interfaces with hardware PMUs through libpfm4, (2) a binary decoder powered by DynamoRIO

that extracts program context information, and (3) a client interface that enables customized

sampling strategies. This modular design separates core functionality from analysis algorithms,

allowing clients to implement specialized monitoring approaches without modifying the

underlying framework.

The system operates by intercepting PMU events at con�gurable intervals, extracting rich

contextual information at each sampling point, and using this information to inform future

sampling decisions. Unlike traditional sampling approaches that rely solely on �xed-frequency

hardware interrupts, EASYXT combines hardware PMU capabilities with program context

awareness to achieve more targeted and ef�cient performance monitoring.

3.4.2 Debug Register Utilization

EASYXT leverages hardware debug registers to implement both breakpoints and watchpoints for

precise program monitoring with minimal overhead. These mechanisms form the foundation

of our context-aware sampling strategy.

Breakpoint Implementation

A breakpoint in EASYXT is a hardware-assisted mechanism that triggers when execution reaches

a speci�c instruction address. Unlike software breakpoints that modify program code by insert-
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ing interrupt instructions, hardware breakpoints utilize dedicated debug registers to monitor

execution without altering the original program. Each breakpoint contains:

• A target address that speci�es the exact instruction location to monitor

• An execution condition that determines when the breakpoint triggers (instruction execu-

tion)

• A callback function that executes when the breakpoint is hit

• Priority level that in�uences scheduling decisions when debug registers are limited

When a client requests a breakpoint, the sampling manager allocates a debug register if avail-

able, con�gures it with the target address, and registers the callback with the operating system's

debug event handler. If all debug registers are occupied, EASYXT employs a priority-based

scheduling algorithm that:

1. Evaluates the importance of the requested breakpoint based on client-provided priority

2. Compares this priority against currently active breakpoints

3. If higher priority, replaces the lowest-priority active breakpoint

4. Otherwise, places the request in a pending queue for future allocation

This approach ensures that the most critical code sections receive monitoring resources even

with limited hardware support.

Watchpoint Implementation

EASYXT implements a sophisticated watchpoint system that extends traditional debug reg-

ister capabilities to support both hardware-level memory events and higher-level program

semantics. This dual-event monitoring approach bridges the gap between low-level hardware

visibility and high-level application behavior, enabling more meaningful performance analysis.

Our watchpoint system supports two complementary event types. Hardware events repre-

sent the conventional debug register functionality, triggering when speci�c memory addresses

are accessed (read, write, or both). Each hardware watchpoint monitors a precise memory

region with con�gurable access conditions and minimal runtime overhead. Context events, in

contrast, operate at the program semantic level, allowing monitoring of function boundaries,

loop iterations, data structure accesses, and control �ow transitions that have no direct hard-

ware representation. This innovative combination provides comprehensive visibility into both

program behavior and memory operations.
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Figure 3.2: Sampling Framework of E ASYXT

Implementing context events requires translating high-level program semantics into hardware-

detectable conditions. When a context event is requested, EASYXT uses DynamoRIO to decode

and analyze the instruction stream ahead of the current execution point, creating a temporary

cache of upcoming instructions with their execution context. This cached information is ana-

lyzed to identify instructions that would trigger the desired context event, such as function calls

or loop entries. EASYXT then translates these semantic events into corresponding hardware

events by determining which memory accesses or instruction executions will occur at these

points. The appropriate debug registers are con�gured to monitor these translated events, and

when triggered, EASYXT veri�es the execution context matches the expected conditions before

invoking client callbacks. This translation mechanism allows monitoring of program semantics

with the ef�ciency of hardware-assisted debugging.

The debug register management system employs sophisticated scheduling algorithms that

consider address overlap, context similarity, execution �ow prediction, and dynamic priority

adjustment to maximize the utility of limited hardware resources. This enables comprehen-

sive performance monitoring that spans both hardware-level events and semantic program

behaviors, providing developers with unprecedented insight into application performance

characteristics.
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3.4.3 Sampling Methodology

EASYXT implements an advanced sampling methodology that combines traditional PMU-

based sampling with context-aware debug register utilization. As illustrated in Figure 3.2, the

sampling process follows a multi-stage approach:

1. The sampling manager registers callbacks with the hardware PMU to receive events at a

con�gured frequency.

2. When a PMU event occurs, the hardware generates an interrupt that triggers the Linux

Perf Event interface to invoke the registered callback.

3. The callback supplies both static and runtime information to the decoder, which ex-

tracts comprehensive context data including register states, the current basic block, and

potential future execution paths.

4. This context data is forwarded to the EASYXT client, which applies custom algorithms to

determine future sampling points based on program behavior and monitoring objectives.

5. The client uses the sampling manager API to con�gure breakpoints or watchpoints at

these strategic locations, effectively guiding the sampling process toward areas of interest.

Algorithm 1 PMU & Debug register sampling algorithm(instruction level)

1: function NEXTSAMPLING INS(i ns )
2: ne x t I ns  g e t N e x t I ns(i ns )
3: while ne x t I ns 6= N U LL do
4: if i s F o c us I ns(ne x t I ns ) then
5: return ne x t I ns
6: end if
7: ne x t I ns  g e t N e x t I ns(i ns )
8: end while
9: return N U LL

10: end function

This approach enables EASYXT to support various sampling strategies with different trade-

offs between coverage, precision, and overhead. As demonstrated in Figure 3.3, clients can

implement instruction-level sampling (Algorithm 1) that targets speci�c instruction types, or

basic block-level sampling (Algorithm 2) that ensures coverage of previously unmonitored

code sections.
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Algorithm 2 PMU & Debug register sampling algorithm(basic block level)

1: function NEXTSAMPLING INS(i ns )
2: ne x t I ns  g e t N e x t I ns(i ns )
3: while ne x t I ns 6= N U LL do
4: if i s F o c us I ns(ne x t I ns ) then
5: if i sRand omAc c e s s B B(ne x t I ns ) then
6: return ne x t I ns
7: end if
8: end if
9: ne x t I ns  g e t N e x t I ns(i ns )

10: end while
11: return N U LL
12: end function

By combining PMU-triggered sampling with strategic debug register placement, EASYXT

achieves more balanced and meaningful sampling distributions compared to traditional �xed-

frequency approaches. This �exibility allows performance analysts to adapt their monitoring

strategy based on application characteristics and analysis goals, addressing the fundamental

tension between comprehensive coverage and runtime ef�ciency.

3.4.4 Extensible Framework

EASYXT provides a highly extensible framework that allows performance analysis tools to

register callbacks at multiple granularity levels throughout program execution. This multi-level

callback system enables precise monitoring of program behavior with minimal overhead and

maximum �exibility for client implementations. The framework exposes three primary callback

interfaces:

1. Thread-level callbacks are triggered on thread creation, termination, and context switches.

These callbacks provide a global view of the application's threading behavior and enable

monitoring of inter-thread interactions and scheduling patterns. Clients can register call-

backs for thread initialization, cleanup, and suspension events, receiving comprehensive

thread context information with each invocation.

2. Function-level callbacks activate when functions are entered or exited, providing visibil-

ity into the application's call graph and execution �ow. These callbacks deliver critical

information including function parameters, return values, stack frames, and execution

timing. By monitoring function boundaries, clients can analyze call frequencies, recur-

sion depths, and timing distributions across the application's functional components.
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Figure 3.3: Comparison of Sampling Strategies

3. Basic block-level callbacks offer the �nest granularity, triggering on entry to each basic

block (a straight-line code sequence with no branches except at entry and exit). These

callbacks expose detailed instruction sequences, register states, and memory access pat-

terns, enabling instruction-level performance analysis while maintaining lower overhead

than full instruction-level instrumentation.

This hierarchical callback system allows clients to select the appropriate monitoring granu-

larity for their speci�c analysis needs. For example, a memory pro�ler might register basic block

callbacks only for memory-intensive regions while using function-level callbacks elsewhere

to minimize overhead. The framework manages callback registration and invocation through

a priority-based dispatcher that ensures ef�cient delivery of events to the appropriate client

handlers.

This rich contextual information is provided to callbacks at all levels, allowing clients to

correlate events across different granularities and construct a comprehensive view of applica-

tion performance. The callback framework serves as the foundation for EASYXT's extensibility,

enabling diverse client implementations ranging from lightweight pro�lers to sophisticated

performance analysis tools.
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Figure 3.4: Time Overhead Comparison of E ASYXT and DynamoRIO on ARM & x86

3.5 Evaluation

Our evaluation aims to demonstrate how EASYXT's hybrid approach achieves both high ef-

�ciency and functional completeness, overcoming the traditional trade-off between perfor-

mance and comprehensive analysis capabilities.

3.5.1 Performance Overhead Analysis

We evaluated the performance overhead of EASYXT on both ARM and x86 architectures to

demonstrate its cross-platform ef�ciency. On our ARM test platform (a server with 256 ARMv8

cores at 2.5 GHz), we implemented the basic block-level sampling algorithm described in

Algorithm 2 and compared its overhead against DynamoRIO's native basic block sampling

approach. We conducted similar measurements on an x86 system (dual-socket Intel Xeon with

36 cores) to verify consistency across architectures.

Figure 3.4 shows the normalized execution time overhead across various SPEC CPU2006 ( 140)

benchmarks. On average, EASYXT introduces only 23.5% overhead on ARM and 20.1% on x86

when con�gured for equivalent sampling rates as pure PMU sampling. This represents a dra-

matic improvement over pure software instrumentation with DynamoRIO, which incurs 110.7%

overhead on ARM and 59.9% on x86.

The overhead analysis demonstrates that EASYXT achieves excellent ef�ciency. Even with

our most sophisticated sampling algorithms that leverage richer context information, the

overhead remains manageable, staying below 25% in all platform. This favorable performance

pro�le, combined with EASYXT's comprehensive analysis capabilities, makes it a practical

solution for production environments where both performance and detailed insights are

critical.
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Table 3.1: Identi�cation of Cases with Actual Performance Issues

Program
Performance

Issues
DynamoRIO Clients

Identi�cation
EASYXT Clients
Identi�cation

gcc (140) dead store Ø Ø
bzip2 (140) dead store Ø Ø
hmmer (140) dead store Ø Ø
h264ref (140) silent load Ø Ø
povray (140) dead store Ø Ø
Chombo (62) dead store Ø �
botsspar (141) silent load Ø Ø
imagick (141) silent load Ø Ø
SMB (123) silent load Ø Ø
backprop (60) silent store Ø Ø
lavaMD (60) silent load Ø Ø
NWChem-6.3 (147) dead store Ø �
Caffe-1.0 (99) silent store Ø �
Binutils-2.27 (78) silent load Ø �
Kallisto-0.43 (118) silent load Ø Ø

3.5.2 Case Discovery Effectiveness

To evaluate EASYXT's effectiveness at discovering performance issues, we implemented a dead

store, silent store, and silent read detection clients on both EASYXT and pure DynamoRIO. We

tested these implementations against a set of known performance issues ( 153) in standard

benchmarks on x86 platforms.

Table 3.1 presents our �ndings across 15 programs with documented performance issues.

Out of these 15 cases,EASYXT successfully identi�ed 12 instances (80%), while DynamoRIO

identi�ed all 15. The three cases that EASYXT missed were in NWChem-6.3 (dead store), Caffe-

1.0 (silent store), and Binutils-2.27 (silent load).

Upon closer examination, we found that the missed cases followed speci�c patterns. In

NWChem-6.3, the dead stores occurred in rarely executed conditional branches during ini-

tialization phases, which our sampling strategy was less likely to capture. For Caffe-1.0, the

silent stores happened in tight computation loops with numerous memory operations, making

them challenging to isolate through sampling. The Binutils-2.27 case involved silent loads

spread across a complex call graph, limiting the effectiveness of our context-based sampling

approach.

Despite these limitations, EASYXT demonstrated strong performance in identifying various

types of inef�ciencies across diverse applications. It successfully detected all dead store issues in
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popular compilers and compression tools (gcc, bzip2, hmmer, povray, Chombo), and effectively

identi�ed silent loads in media processing applications (h264ref, botsspar, imagick, SMB,

lavaMD, Kallisto-0.43) and silent stores in computation kernels (backprop).

Our analysis suggests that while sampling-based approaches inevitably sacri�ce some

detection completeness, EASYXT maintains high effectiveness for most real-world performance

issues. The context-awareness built into EASYXT's sampling strategy contributes signi�cantly

to this high detection rate, as it enables balanced coverage across different execution regions

rather than over-sampling frequently executed code.

These results validate that EASYXT successfully maintains strong detection capabilities

while achieving its primary design goal of ef�ciency. With future re�nements to our sam-

pling algorithms, particularly for capturing rare event patterns, we expect to further improve

detection rates while maintaining E ASYXT's performance advantages.

3.6 Case Study

To demonstrate the effectiveness of EASYXT, we present MobiProf — a lightweight object-

centric memory pro�ler for Android applications. MobiProf is designed to identify memory

inef�ciencies in mobile apps with minimal overhead, making it suitable for everyday develop-

ment and performance optimization.

3.6.1 MobiProf: Memory Pro�ling for Android

MobiProf is implemented as a client tool atop EASYXT, utilizing the framework's context-based

sampling approach to ef�ciently track memory allocation patterns and usage. The tool leverages

Android Runtime Tooling Interface (ART TI) ( 33) to intercept object allocations and monitor

thread executions, enabling precise call path collection within the Android runtime environ-

ment. Through ART TI callbacks and EASYXT's ef�cient context tracking, MobiProf associates

memory allocations with their complete call paths and monitors subsequent access patterns

through hardware performance counters.

For the purposes of our case study, MobiProf focuses speci�cally on two key capabilities:

• Memory Bloat Detection : Identi�es objects that are allocated repeatedly in loops but

have non-overlapping lifetimes, suggesting potential optimizations through object reuse.

• Cache Miss Attribution : Associates L1 cache misses with speci�c memory objects and

their allocation contexts, identifying high-impact memory inef�ciencies.
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Figure 3.5: MobiProf visualization of memory inef�ciencies in DNS66's AdVpnThread class

By leveraging EASYXT's con�gurable sampling, MobiProf achieves these capabilities with

only 32% runtime overhead and 14% memory overhead, making it practical for analyzing

real-world applications.

3.6.2 Analyzing DNS66 with MobiProf

DNS66 (34) is a popular DNS-based host blocker for Android that blocks ads and malware.

We applied MobiProf to analyze its memory behavior on a Google Pixel 7 device running An-

droid 15, focusing on typical usage scenarios including VPN service initialization and package

processing.

Memory Inef�ciency Discovery

MobiProf revealed a signi�cant memory inef�ciency in DNS66's handling of package �ltering.

When monitoring heap object allocations and their associated cache misses, we discovered

that the configurePackages method in AdVpnThread.java was responsible for 32.6% of

total heap usage and 19.7% of L1 cache misses in the entire application. Figure 3.5 illustrates

MobiProf's visualization of this performance bottleneck. The issue stemmed from two HashSet
objects, allowOnVpnand doNotAllowOnVpn, being repeatedly allocated in a loop that pro-

cesses all installed Android packages. In DNS66's work�ow, the VPN service intercepts Android

packages and forwards DNS queries based on blocklists. The inef�ciency occurred because a
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