
ABSTRACT

SATICI, MUHAMMED YUSUF. Improving RL Efficiency via Online Autonomous Curricula
based on Agent Uncertainty. (Under the direction of David L. Roberts).

Curriculum learning is a training method in which an agent is first trained on a curriculum

of relatively simple tasks related to a target task in an effort to shorten the time required to

train on the target task. Autonomous curriculum design involves the design of such curriculum

with no reliance on human knowledge and/or expertise. In human-in-the-loop reinforce-

ment learning or environments where calculating a reward is expensive, the costly rewards

make learning efficiency challenging to achieve. The cost of obtaining feedback and insights

from human experts or calculating expensive rewards means algorithms receiving feedback

at every step of long training sessions become infeasible, which may limit agents’ abilities

to efficiently improve performance. Finding an efficient and effective way of autonomously

designing curricula and reducing the agent’s dependence on costly feedback functions remains

an open problem for the reinforcement learning frameworks. In this work, I make two main

novel contributions for online autonomous curricula generation in the context of RL. First,

I leverage the learner’s uncertainty to generate a curricula that would improve the learning

efficiency of the agent. Then, I come up with an algorithm to reduce the reliance of learning

agent on human or expensive rewards, improving the efficiency of learning while maintain-

ing the quality of the learned policy. My approach for designing the curricula measures the

uncertainty in the learner’s policy using relative entropy, and guides the agent to states of

high uncertainty to facilitate learning. It supports the generation of autonomous curricula in

a self-assessed manner by leveraging the learner’s past and current policies and also allows

the use of teacher guided design in an instructive setting. Furthermore, to reduce the agent’s

dependence on external feedback, my algorithm requests a reward only when its knowledge of

the value of actions in an environment state is low and uses a reward function model as a proxy

for human-delivered or expensive rewards when the agent’s confidence is high with respect to



entropy-based uncertainty measures. The agent asks for those explicit rewards only when there

is low confidence in the model’s predicted rewards and/or action selection and by reducing its

dependence on the expensive-to-obtain rewards, the agent improves its feedback efficiency in

settings where the logistics or expense of obtaining rewards may prohibit learning the target

task efficiently. Results show that my curriculum learning algorithm outperforms randomly

generated curriculum, and learning directly on the target task as well the curriculum-learning

criteria existing in literature. It also obtains at worst comparable performance to baselines in

terms of return and number of episodes required to learn while achieving that performance

with as few as 20% of the rewards required to converge.
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CHAPTER

1

INTRODUCTION

Autonomous curriculum generation involves the design of a curriculum without any reliance

on human knowledge and expertise for the purpose of facilitating the learning process of a RL

agent It aims to improve the training time of the RL agent by leveraging what the agent already

knows regarding its environment and guides the agent towards tasks and / or concepts that

would be advantageous in reducing the agent's lack of knowledge. In this sense, autonomous

curriculum generation helps to divide a complex task into more manageable subroutines that

are more suitable for the knowledge level of the RL agent and it performs this process in an

automated and ef�cient manner by eliminating the time that would normally be spent on

human designed curricula and manual task generation. The curriculum in this context mainly

refers to any modi�cation performed on the target task to generate a sequence of tasks that

challenge the agent in increasing dif�culty. The modi�cations could be done on the state
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space, action space, the feedback function or any other aspect of the target task to create the

curricula. In this work, the focus of curricula generation lies on modifying the start state of the

agent and reducing the amount of feedback received from the environment as they represent

domain-independent modi�cations compared to other components of the Markov Decision

Process (MDP).

Recent studies have focused on heuristic metrics for greedily improving the training ef�cacy

via the use of implicit or explicit curricula. One such approach measures the change in the

policy of the agent and tries to direct training towards curriculum tasks with maximal policy

change (Narvekar et al. 2017). A different method begins curriculum design by moving the

agent to a start state near a goal item and expands the curriculum by adding more start states

being farther from the goal (Florensa et al. 2017b). Another approach employs a HER buffer to

sample additional transitions having a future state of the agent as the goal for the transition at

hand (Andrychowicz et al. 2018). These approaches manage to show certain improvements

w.r.t the training time of the agent but none of them take into account the actual uncertainty the

agent has regarding its policy space and some of them perform long periods of training to attain

performance bene�ts (Narvekar et al. 2017; Zhang et al. 2020b). My work aims to overcome the

limitations concerning the ef�ciency of the prior work done in this �eld to offer curriculum

learning algorithms that require less dependence on human feedback and / or interventions in

the design of the curricula.

I offer uncertainty-aware task modi�cations using the knowledge of the agent regarding

its environment to improve the learning ef�ciency while maintaining the learnt policy perfor-

mance. The use of uncertainty measures, in this context, enables the agent to focus its training

on states where it is hard for the agent to accurately determine which actions would lead to

the best outcome. I offer two main criteria for improving the agent's performance, namely

the relative-entropy-based start state selection for the generation of explicit curricula and

entropy-based feedback diminution for reducing the dependence of the agent on external

rewards. By employing these methods, I offer improved learning ef�ciency by reducing the
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time it takes for the agent to reach a good policy but I also do not sacri�ce the performance of

the learnt policy at the end of training. My thesis statement is:

For a given MDP, using the agent's policy uncertainty during learning to change the task start

state and selectively use reward signals as a means for online curricula generation, can improve

learning ef�ciency and reduce the agent's reliance on external feedback, while maintaining

learnt policy performance.

1.1 Autonomous Curriculum Learning for Deep RL

Curriculum Learning has been applied to many �elds including supervised machine learning

and deep reinforcement learning (Narvekar et al. 2020). My work focuses on the application of

curriculum learning approaches to deep RL agents for the purpose of improving the ef�ciency

of the RL learning process. The main contribution of my work is the design of novel online

autonomous curriculum generation approaches that improve the learning performance of

the agent while reducing the agent's dependence on external feedback. More speci�cally, I

craft two main algorithms for the generation of curricula in the context of RL, one serving as

an explicit curriculum for the agent to train on and the other offering an implicit curriculum

learning method:

1. Relative Entropy based Autonomous Design of Curricula ( READ-C) through Start State

Modi�cations on the MDP.

2. Entropy based Feedback Diminution ( EFD) Algorithm for the Reduction of the External

Feedback Coming from the Environment.

Since the curriculum in RL research is often de�ned as a sequence of tasks and / or concepts

(Narvekar et al. 2020), the explicit curriculum in this case refers to any curricula consisting

of discrete steps of learning on a speci�ed MDP. READ-C�ts into this description of explicit

curricula as it generates a sequence of start states, each denoting a discrete curriculum step for

3



the agent to perform learning on. On the other hand, EFD algorithm I have gradually makes

the task harder to learn by reducing the number of feedback signals the agent receives over the

course of the training process without generating discrete curricula steps, which makes it an

implicit curriculum not providing any clear separation between different steps of curricula.

In the following subsection, I provide the motivation behind designing these entropy-based

curriculum learning algorithms and then, I give a brief description of the two main approaches

I present in this work.

1.2 The Motivation for Generating Autonomous Curricula in

Deep RL

The speed of learning depends on the quality of the curricula being generated in human

learning theories (Peterson 2004). Similarly, the performance of RL agents depend on how

well the curricula could improve the training process of the agent and due to the overhead

of human-designed curricula generation, automating the process of �nding a good quality

curricula shows the potential of improving the performance of deep RL agents without having

the need to use human expert knowledge. There exists different approaches to generating

autonomous curricula for the purpose of improving RL performance. However, in many cases, it

becomes dif�cult to account for the changes in the agent's knowledge of the state space during

the training in a dynamic sense, which affects the quality of the curricula being generated

and creates a need to understand the agent's uncertainty of the policy being learnt to offer

curriculum generation criteria that would produce good quality curriculum (Portelas et al.

2020). My purpose in doing this research is to investigate the information theoretic approaches

to the autonomous curriculum generation for the purpose of characterizing and using the

agent's uncertainty of the policy space in the generation of good quality curricula.

The inspiration for entropy-based curricula generation for deep-RL comes from psychol-

ogy learning theory. Studies have shown that using curriculum-design strategies that reduce
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students' uncertainty improves learning ef�ciency and knowledge acquisition (Forbes-Riley

and Litman 2009; Pon-Barry et al. 2006; Forbes-Riley and Litman 2011; Jog and Loh 2021), and

it is often advantageous for students to successively learn concepts in accordance with some

guidance to keep them in the zone of proximal development (Vygotsky 1978; Stuyf 2002). Fur-

thermore, entropy-based sampling approaches have already been used, mostly in the context

of supervised learning and active learning, to query data points about which the agent has the

most uncertainty (Settles 2009). I hypothesized that a curriculum-design strategy that reduces

the learner's epistemic uncertainty using the relative entropy (KL divergence) between relevant

policies could provide a signi�cant performance improvement to the agent without resulting in

a high overhead of curriculum generation. Therefore, by using insights from other �elds such

as psychology learning theory and active supervised learning, I offer a novel entropy-based RL

framework to solving the problem of autonomous curricula generation in deep-RL.

To the best of my knowledge, READ-Cis the �rst curriculum learning algorithm that quanti-

�es the uncertainty of the agent with respect to the optimal policy for the purpose of facilitating

the learning process of RL agents. Furthermore, READ-Coffers the �rst theoretical guarantee

for the convergence of the reinforcement learning agent in curriculum learning frameworks

albeit it might not always guarantee global convergence. I also adopt these algorithms to ani-

mal disease control and surveillance domains to estimate the personnel requirements during

simulated outbreaks, which is the �rst application of machine learning techniques such as

reinforcement learning to the problem of modeling swine disease outbreaks in USA. These

novel steps taken in the �eld of curriculum learning presents the importance and effective-

ness of READ-Cand EFD approaches in extending the usefulness of reinforcement learning

frameworks to new domains and problems.
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1.3 Modifying MDP to Generate Curricula

The �rst approach I employ to generate curricula autonomously is to modify the start state

of the given MDP based on the relative entropy of the agent's policy space. The agent moves

its start state to the region of highest uncertainty measured by relative entropy metrics and

performs training on this modi�ed task until it reduces its uncertainty in the region of interest.

A clustering algorithm is used to cluster the states of the agent's policy space into regions. For

each region, the agent measures its uncertainty and uses these uncertainty values to determine

the new start state for the next curriculum step. The curriculum method is said to be teacher-

dependent if the agent makes use of a teacher policy in calculation of the uncertainty values

and self-assessed if the agent estimates the uncertainty using training data without having the

need to rely on an external teacher policy. The agent makes use of the relative entropy between

its policy and a reference policy, known to produce good performance on the target task, in

calculation of the uncertainty values, details of which are provided in Chapter 3. Since the

purpose of the agent is to learn the optimal policy for the target task, the higher it deviates from

the reference policy the more likely it becomes the agent has a high uncertainty for the given

state and action. The reference policy, in this case, refers to a proxy estimate of the optimal

policy for the given target task. The reference policy could be predetermined—coming from a

teacher—or it could be estimated using approximation methods. I explore both options in my

research.

I perform experiments on two continuous and discrete domains to evaluate the perfor-

mance of READ-C. My experiments using start state modi�cations show that the agent is able to

improve its performance by making use of new start states. Both teacher-dependent approach

and the self-assessed method of selecting the curricula result in improved ef�ciency for the

agent with respect to regular deep-RL algorithms and other curricula generation criteria from

the literature. I also offer variants of my start state selection approach by incorporating certain

heuristic distance measures into the calculation of the relative entropy to further improve the

performance of my algorithm. I discuss the effect of different estimators being used for the

6



approximation of the reference policy and provide an analysis of how cluster size affects the

generation of regions and the selection of the new start states.

1.4 Reducing External Feedback

In the case of feedback diminution, my focus lies on improving the feedback ef�ciency of the

RL algorithms as opposed to improving the learning ef�ciency. One reason for wanting to

improve the feedback ef�ciency is that in environments where it is costly to retrieve reward

signals, feedback retrieval takes longer time than updating the agent model, which becomes a

bottleneck for the learning process. The feedback diminution attempts to limit the unnecessary

retrievals of feedback from the environment for the cases when the agent already has a good

understanding of the optimal action to select for the given state.

I use the entropy derived from the output distribution of the agent's model as the uncertainty

criteria for determining when to request rewards from the environment. I assume the agent

has the ability to request feedback from the environment for the given state, and I train a

reward function model using the results of those requests. The agent is trained using a regular

deep RL algorithm, but for the states with no requested feedback value, the agent uses the

output of the reward function model as feedback. By skipping the external reward for states

of low uncertainty, the agent reduces its feedback dependence on the environment while

retaining its ability to learn good policies. The feedback diminution, in this sense, serves as an

implicit curriculum that becomes harder as the agent learns the true reward function. In my

experiments, I employ three continuous and discrete domains to measure the performance of

EFD. Results show that EFD manages to reduce the amount of feedback required to learn the

task by at least 50% compared to the baseline algorithms. I also analyze the effect of different

regularization criteria on improving the robustness of the reward skipping and discuss the

effect of the neural network size and other parameters on the ef�ciency of the agent using

feedback diminution approach.
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1.5 Domain Types Used for the Performance Evaluation

I use discrete and continuous state-action domains to evaluate the performance of my algo-

rithms. I conduct experiments on the Key-Lock domain where the agent needs to �nd a key

and unlock a lock to complete the task in a 20x20 2D grid environment with varying number

of obstacles and pits (Konidaris and Barto 2007a; Narvekar et al. 2017), the parking domain

where the agent reaches the correct spot and orients itself in the correct direction in a parking

lot (Leurent 2018) and the robotics domain where the agent moves a robotic hand to push a

block to a target position (Plappert et al. 2018). The use of different domain sizes along with

different levels of granularity allows me to evaluate how well the algorithms generalize to

different types of domains with varying degrees of dif�culty. My algorithms in these domains

are compared against learning the target task directly, randomly generated entropy, Max Policy

Change (Narvekar et al. 2017) and Hindsight Experience Replay (Andrychowicz et al. 2018). The

algorithms are evaluated based on the cumulative reward the agent receives at every iteration

during the training (asymptotic performance) and the total number of steps taken to obtain

the maximum cumulative reward (time to convergence).

1.6 Summary of Thesis

Chapter 2 gives an overview of the deep reinforcement learning methods my algorithm makes

use of and discusses the related work done in the �elds of curriculum learning, transfer learn-

ing, active learning and inverse reinforcement learning. Chapter 3 gives a detailed description

of the curriculum generation algorithm and the feedback reduction approach I developed

for solving the problem of online autonomous curricula generation. Chapter 4 describes the

evaluation criteria used for testing the performance of the algorithms and de�nes the test

environments, comparison methods and hyperparameters used in the experimental set-up.

Chapter 5 contains the empirical results showing the effectiveness of the feedback diminu-

tion and relative-entropy based start state selection algorithms. Chapter 6 summarizes the
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contributions made by my work. Chapter 7 discusses the possible future directions online

autonomous curricula generation could take to further advance my research.
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CHAPTER

2

BACKGROUND INFORMATION AND

RELATED WORK

This chapter gives the necessary background information on reinforcement learning and deep

RL. It also provides an extensive overview of the curriculum learning algorithms offered in

recent studies and compares these algorithms to my approaches at a high level. It relates the

curriculum learning �eld to transfer learning, active learning, options learning and inverse

reinforcement learning. It mentions the similarities and differences between these �elds of RL

and explains why curriculum learning possesses a separate novel problem compared to the

other aforementioned research areas.
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2.1 Reinforcement Learning

I model learning as a MDP M = < S, A, T , R, si , Sg >, a tuple consisting of a set of states S, a

set of actions A, a transition function T , a reward function R, an initial state si , and a set of

terminal states Sg . The transition function T : S � A � S ! [0,1] corresponds to the probability

of transitioning from a state s 2 S to another state s02 S using a valid action a 2 A at state s.

All of the environments I use are deterministic, so taking action a in state s always transitions

into the same resulting state s0—although that is not a requirement for autonomous curricula

generation. The reward function R : S � A � S ! F maps from a state, action, state tuple to

a real number corresponding to the reward signal the learner receives. The policy � : S ! A

maps states to actions. The optimal policy, in this case, consists of the sequence of actions

that would generate the optimal path from si to sg 2 Sg w.r.t. the given reward function R. In

this formulation, the optimal policy does not guarantee that the agent learns the best action

to take in every state of the environment but rather, it guarantees the total reward the agent

accumulates would be the highest. The cumulative reward G at time t is the discounted sum

of all feedback the agent receives from t until it reaches a terminal state,

Gt =
� � tX

k =0

� k � Rt +k , (2.1)

where � is the discount factor, � is the time to reach a terminal state, and Rt +k is the feedback

received at state st +k (Sutton and Barto 1998). The agent's objective in solving a reinforcement

learning problem is to learn the optimal policy � �
M that maximizes G.

I train using deep Q-networks (DQN) (Mnih et al. 2015) for discrete space environments. I

use two four-layered, fully-connected, feed-forward DQNs. I use 256 nodes at every layer and

employ recti�ed linear unit (reLU) activation function between each layer. The networks take

the states as input and output Q-value estimates for each available action. One neural network

serves as the learned model, and the other provides target Q-value estimates for batch updates.
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The loss function is

L(� ) = Es,a ,r ,t r m ,s0� R B[(r + � � ma x a 0Q(s0,a 0; � � ) � Q(s,a ; � ))2], (2.2)

where � is the learned model weights, � � is the target model weights, and � is the discount

factor (Mnih et al. 2015). I use an � -greedy policy for action selection. The agent follows the

action with the highest Q-value estimate with 1- � probability and takes a random action,

otherwise. The � value is decayed at every step of the training to encourage exploitation over

exploration in the later stages of the RL process.

For continuous action spaces, I employ an actor-critic architecture similar to (Mnih et al.

2016a). I use a four-layered, fully-connected, feed-forward network for the actor and critic. I use

256 nodes at every layer and employ recti�ed linear unit (reLU) activation function between

each layer. The critic receives the state of the environment as its input and outputs the value

function estimate. The actor network outputs two real vectors which I treat as the mean and

standard deviation of the multi-dimensional normal distribution that I sample the actions

from. I use the advantage loss to train the actor which is given as,

L(� ) = Es,a ,r ,t r m ,s0� R B

�
l og (� (a ;s, � 0)) �

�
r + � � ma x a 0V (s0; � � ) � V (s; � )

��
,

where � is the learned critic weights, � � is the target critic weights, � 0 is the actor weights, � is

the actor policy that is modeled as a normal distribution and � is the discount factor (Mnih

et al. 2016a). I train the critic network using the mean square error given in Eq. 2.2, only instead

of Q-values, the critic makes use of the value function for each state. I use the e p s i l on -greedy

policy same as the DQN mentioned above.

In the case of the continuous action space robotics environment that we discuss in the

results section, in addition to the given actor-critic architecture, I also employ a hindsight

experience replay buffer (HER) to up-sample the positive reinforcement transitions. I use the

future strategy with k = 4 for the HER algorithm since that strategy is shown to produce the
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best results in (Andrychowicz et al. 2018). I also use the same loss function as (Andrychowicz

et al. 2018) in the robotics environment while retaining the aforementioned actor network

for the sampling of the action values. HER actor loss includes the square of the action values

outputted by the actor network to prevent vanishing gradients during training.

At each training step, the agent takes a single action in the environment, records the tuple

(s,a , r , t r m ,s0) into a replay buffer (RB) (where t r m indicates whether s is a terminal state),

randomly samples tuples from the RB, and performs a single batch update on the learned

model. The target model weights are updated using the weights of the learned model at the

end of each episode.

RB in this setting simply stores the (s, a, r, terminal, s') tuples from the interactions the

agent has with the environment. The tuples are stored in the order that they are received for

every episode of training. After RB gets full, the oldest samples in RB are replaced with the new

transitions coming from the environment. When the agent needs to perform a batch update

on the learned model, it randomly retrieves a set of tuples from the ordered list of tuples RB

has. These tuples could come from the current episode of the agent or any other previous

episode that is already present in RB. The random sampling from the buffer enables the RL

algorithm to break the correlation the data points might have due to being generated from

consecutive interactions with the environment. Once the tuples are sampled, the agent uses

these sampled tuples in performing the batch updates on the neural network based on the loss

function shown in Eq. 2.2.

2.2 Transfer Learning

Transfer learning seeks to improve the performance of the agent on a new task by transferring

knowledge from an already learned task (Torrey and Shavlik 2009). In this sense, curriculum

learning requires the use of transfer learning for the purpose of transferring knowledge between

the source and target tasks. There are many transfer learning approaches proposed in the
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literature aiming to �nd ways of achieving the transfer of knowledge across tasks and domains.

Some of these algorithms shape the reward function based on what the agent learned in the

source task (Ng et al. 1999; Konidaris and Barto 2006). These methods incorporate a potential-

based reward function into the original reward function to guide the learning agent with

more informative feedback. Although they are more formally categorized as reward shaping

algorithms, they could still be seen as implicit transfer learning methods since they transfer

knowledge through modi�cations on the feedback function. Some other approaches of transfer

learning reuse the policy the agent obtains from the source task in the target task (Fernández

and Veloso 2006; Koga et al. 2014). Koga et al. infers an abstract policy from a source task and

reuses that said policy as a starting point in learning the actual policy of the target task (2014).

Fernández and Veloso employs an � -greedy approach in selecting a past policy already learnt

by the agent in exploring the state space of the new task the agent is supposed to learn (2006).

There are also approaches where the transfer learning happens through Teacher-Student or

Advisor-Advisee frameworks in which the knowledge transfer occurs via direct communication

between multiple agents (Knox and Stone 2009; Grif�th et al. 2013; Torrey and Taylor 2013).

These approaches incorporate the human feedback into the transfer learning framework and

use the human expertise as a teacher for guiding the learning process of the agent. However,

in these approaches, the teacher does not generate a curriculum for the agent to train on. It

only suggests actions to the agent in the form of demonstrations. Carroll and Seppi offers task

similarity metrics for determining which task should be considered for the transfer learning

purposes (2005). Finally, there are transfer learning methods that transfer knowledge across

tasks via value transfer, which copies the Q-values or the value function of the source model

into the target model (Taylor et al. 2007b,a; Banerjee and Stone 2007). These methods generate

an abstract representation of the feature and / or state space and transfer the Q-values of the

abstract states/ features obtained from the source tasks to the target task. They typically use

the policy they obtain from the source tasks as a starting point for the training of the target

task. A more detailed description of the transfer learning approaches in the literature can be
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found in (Silva and Costa 2019; Torrey and Shavlik 2009).

2.3 Curriculum Learning

Curriculum-design techniques are either automated or use a human-in-the-loop paradigm.

Human-designed approaches focus on understanding how humans teach using curricula (Khan

et al. 2011), and use human knowledge to exploit aspects of the target task that might improve

training ef�ciency (Peng et al. 2018; MacAlpine and Stone 2018; Hao et al. 2020; Shao et al.

2018). Shao et al. uses a prede�ned curriculum of three tasks containing 6, 10 and 12 enemy

units before training on a larger more complex starcraft environment containing 13 enemy

units (2018). Similarly, Hao et al. changes the size of the environment, amount of rewards

received and number of friendly / enemy units to simplify the starcraft environment with the

help of a human-designed curriculum (2020). These curricula are generated by the researchers

of the deep RL algorithms and do not adjust themselves autonomously to the complexity of the

target environment. In the case of Peng et al., human trainers select a set of 3 curriculum tasks

from a given list of 16 tasks with the goal of identifying the general principles humans use in

designing curricula (2018). MacAlpine and Stone, on the other hand, uses overlapping layered

learning to learn a predetermined sequence of behaviors and sub-behaviors for a robot soccer

environment (2018). The use of human expertise becomes a limiting factor for these algorithms

since they require human attention in the generation of the curriculum which is expensive and

costly to use for many practical applications of RL. Automated approaches generate a sequence

of tasks, samples, or states without human intervention. We can further divide autonomous

approaches into subgroups based on the type of curricula they generate. Some algorithms

provide learners a meaningful sequence of data samples or demonstrations (Ren et al. 2018;

Seita et al. 2019) to facilitate the training process. These approaches do not generate a sequence

of tasks or MDPs and they often do not involve the use of source tasks since the ordering they

perform happens over the replay buffer or any other memory the agent might have.
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Other approaches generate new initial / goal/ terminal states at every curriculum step (Flo-

rensa et al. 2018; Zhang et al. 2020b; Waytowich et al. 2022). Florensa et al. uses an adversarial

network for generating the sequence of goals used for the training of the agent (2018). It starts

with an easy-to-learn goal determined by a heuristic function and successively makes the goal

harder as the agent learns the prior goals (2017b). Zhang et al., on the other hand, measures the

epistemic uncertainty of multiple agent training in parallel and moves the goal state to a part

of the environment where the disagreement between the agents is high (2020b). Waytowich

et al. moves the agent to the end of the human demonstrations and successively rolls back

through the human demonstration to generate a curriculum for starcraft environment (2022).

Although their algorithm is perceived as autonomous, it still requires human expert knowledge

in the design and generation of the demonstrations. These generative approaches over the

goal/ terminal states only work for the goal-oriented environments where the objective of the

agent is to achieve a prede�ned goal state. In non-goal oriented cases, mostly survival-based

environments, these algorithms do not offer any practical use cases.

Some curriculum learning approaches search a parameterized task space by sampling

environment parameters based on the agent's current knowledge (Klink et al. 2020a,b; Portelas

et al. 2019). Portelas et al. uses a teacher agent to select a set of parameters for a task distribution

that the agent can train on (2019). Klink et al. uses contextual reinforcement learning which

uses an initial distribution of contexts to de�ne a parameterized family of MDPs (2020a). Then,

their algorithm performs a dual optimization that tries to �nd the optimal context along with

the optimal policy for the agent. Foglino et al. models the curriculum generation process as

a scheduling problem and applies integer nonlinear programming to solve the non-linear

equations that de�ne numerical methods for the regret function of the agent (2019b). The

parameterization of the MDP is a costly operation that requires human expertise but the

generation of curricula in the case of these algorithms happen autonomously without any

human intervention.

Task-sequencing algorithms either heuristically pre-generate a sequence of tasks before
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training (da Silva and Costa 2018; Svetlik et al. 2017) or adaptively generate curricula by lever-

aging the learner's knowledge at various points during training (Qiao et al. 2018; Matiisen et al.

2017; Narvekar et al. 2017; Florensa et al. 2017b). Heuristic methods do not require any type of

curriculum generation overhead since they do not perform training to determine the quality

of the curriculum they generate. Svetlik et al. uses a similarity measure dependent on the intra-

and inter- transfer potential of the Q-value estimates between the source and target task in

designing a curriculum (2017). da Silva and Costa extends this transfer potential heuristic with

the use of object-oriented programming to obtain object-oriented task descriptions (2018).

These methods fail to adjust the curricula based on the agent's current knowledge of the policy

space and thus, do not leverage the agent's learning process in the designing of the curriculum.

Adaptive curriculum generation algorithms train on the target task and use the knowledge

they obtain to determine which tasks and / or states bene�t the learner. An approach simi-

lar to my algorithm is reversed-curriculum learning (Florensa et al. 2017b) that generates a

curriculum of start states by sequentially expanding backwards from the goal state. Florensa

et al. requires a goal-oriented problem since their generation of the start states relies on the

distance of the said state to the given set of goals the environment has (2017b). They show

performance improvements in maze tasks by reversely expanding the start states from the

neighborhood of the goal to the initial start state location. In contrast, my approaches use

heuristic selection of start states based on the learner's relative uncertainty and do not neces-

sitate a goal-oriented problem formulation. Another approach similar to ours samples start

states proportional to the Euclidean norm of the gradient of a performance measure de�ned

on the value function and guides the learner towards regions of the environment where nearby

states have wildly-different value function estimates (Wöhlke et al. 2020). The gradient of the

performance measure, in this case, is measured by a start state selection policy in addition

to the RL policy needed to learn the task, which increases the training time, since until the

start state selection policy learns a good sampling of start states, the RL policy cannot learn on

an ef�cient curriculum. Another start state based approach attempts to improve the sample
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ef�ciency of RL agent by changing the start state location to the end of the demonstrations

they obtain (Resnick et al. 2022). The expansion from the end of the demonstrations towards

the original start state location resembles much the goal-oriented approach Florensa et al.

has (2017b), the main difference between the two being that demonstrations come from human

experts, which violates the autonomy assumption since although the design of the curriculum

itself does not depend on human expertise, the information required to generate the curricula

require the intervention of human agents.

Some dynamic curriculum learning methods do not use the start state modi�cations in

their design of curricula. Matiisen et al. offers a teacher-student framework for generating

a sequence of tasks based on the slope of the agent's learning curve (2017) while Qiao et al.

uses the magnitude of the value functions to measure the dif�culty of each task (2018). Both

of these methods make an assumption in that Matiisen et al. assumes the easier to learn

tasks would be more bene�cial for the curriculum whereas Qiao et al. assumes the value of

Q-values by themselves would be enough to determine the quality of the curricula. Despite

showing some performance improvements in the simple environments they employ, they do

not present intuitively how their approach holds in a more generic set of domains. Finally,

Narvekar et al. present an adaptive task sequencing algorithm that selects curriculum tasks

based on the maximal change in the learner's policy, guiding the agent towards tasks that are

expected to improve the policy most (2017). This approach requires the learner to train on

the target task and every source task for every curriculum step, which results in signi�cant

curriculum-generation overhead. Narvekar and Stone offers an optimization algorithm that

does not require the use of heuristics for �nding the optimal curriculum by doing a search on

the curriculum MDP space (2018). Searching the curriculum space is prohibitively expensive so

if the ef�ciency of the RL algorithm is a concern, this approach fails to be of use in the design of

curricula. Similarly, Foglino et al. treats the curriculum generation problem as a combinatorial

optimization problem and searches the candidate space of tasks to �nd the optimal curricula

based on regret and other performance metrics (2019a). Narvekar et al. offers a more detailed
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analysis of the curriculum learning approaches for RL agents (2020).

There are also curriculum learning papers that operate within a supervised learning setting,

which are oftentimes called self-paced learning algorithms (Jiang et al. 2015; Kumar et al. 2010;

Lee and Grauman 2011; Graves et al. 2017; Weinshall et al. 2018). These algorithms design a

curriculum or ordering of data points for making the learning of the structured data more

ef�cient but they do not deal with MDPs in their curriculum generation process. They fall

outside of the scope of this research since I focus on the use of curriculum learning in the �eld

of RL.

2.3.1 Active Learning and Options Learning

My curriculum generation approach relates to active learning in that it allows a student to

query a teacher's policy for the purpose of identifying high uncertainty regions. Settles and

Craven use KL Divergence of an ensemble of models to identify the samples that the model is

least con�dent in how to label (2008). Madhawa and Murata test multiple uncertainty measures

including information gain between the model predictions and model posterior distribution

for graph neural networks (2020). My algorithm shows similarities to these approaches in the

way it uses the relative entropy to determine the uncertainty of the agent regarding its learning

process. However, I adapt this active learning process to a reinforcement learning problem and

measure the agent's uncertainty in its state space rather than data instances. Settles explains

more about active learning (2009).

My curriculum learning methods, especially EFD, relates to options learning literature

due to the reward skipping it performs based on the uncertainty of the agent. Options in the

context of options learning represent higher-level actions or sub-policies that the agent learns

to execute. By using these options, the agent manages to skip parts of the training process

where it already has a good understanding of optimal policy. The traditional options learning

algorithms use tabular Q-learning and planning methods to explore the option space (Sutton

et al. 1999; Stolle and Precup 2002). In more recent deep-RL research, actor-critic architectures
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have been used to model the agent and the options policies (Harb et al. 2017; Bacon et al.

2016; Harutyunyan et al. 2019). Bacon et al. offers an option-critic architecture where they

train the option networks using stochastic gradient descent similar to how an actor would

learn and they use a planner to determine which option policy to run at the current step of

training (2016). Harb et al. improves upon the option-critic by using a deliberation cost model

instead of a planner to select good options (2017). Harutyunyan et al. adds a termination critic

to the option-critic architecture to optimize the termination condition of the options learning

framework (2019). There are also macro-action deep-RL approaches that allow the agent model

to output composite actions in addition to the primitive ones (Durugkar et al. 2016; Tan et al.

2021; Chang et al. 2019). These approaches differ from the option-critic architectures in that

they extend the output dimensions of the neural network to accommodate for the composite

actions they take. The large output dimensions of neural networks become a limiting factor

in training these models since the agent fails to leverage any sequence of actions that goes

beyond the pre-de�ned output dimensions of the network. Although these options learning

algorithms show similarities to EFD, their focus lies on skipping the actions that do not offer

additional information to the agent whereas I skip the reward values for the parts of the policy

space the agent has con�dence in.

2.3.2 Feedback Ef�cient Curricula

An important consideration for my algorithm is the reduction of the feedback retrieval cost

in the design of curricula as well as the training of the RL agent. To that end, my algorithms

train on sparse reward processes and relate to feedback ef�cient RL methods in one of the

objectives they intend to tackle, which is the reduction of agent's dependence on the costly

feedback functions. In this section, I offer an analysis of feedback ef�cient RL algorithms and

mention the difference between feedback ef�ciency and sample ef�ciency.

One challenge in applying RL to real-world problems is the cost of sample collection. Sample

ef�cient RL algorithms have been proposed in recent years to lower the sample complexity of
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deep RL algorithms in real world scenarios (Zhang et al. 2020a; Mai et al. 2022; Buckman et al.

2018). These approaches aim to mitigate the challenges posed by the high costs associated

with collecting real-world samples for reinforcement learning (RL) applications. In the case of

my algorithm, instead of focusing on the cost of making interactions with the environment, I

investigate the problem of improving the feedback ef�ciency of RL algorithms by making the

training process as independent as possible from the rewards returned by the environment.

The feedback ef�ciency, in this case, differs from the sample ef�ciency in that feedback ef�cient

methods afford requesting and training on many transitions from the environment as opposed

to sample ef�cient algorithms but they cannot afford asking guidance from a human expert

due to the high cost of feedback retrieval associated with it. There have been few deep-RL

algorithms aiming to learn with limited feedback derived from human preferences (Kong and

Yang 2023; Lee et al. 2021; Park et al. 2022) but none of those approaches offer a framework that

does not depend on human feedback elicitation. I formulate the feedback retrieval problem as

an implicit curriculum and try to offer a general framework that works on both human-designed

and arti�cially-generated feedback.

Algorithms that deal with sparse rewards focus on encouraging exploration in the environ-

ment to increase the agent's chance of attaining useful reward signals. One common approach

de�nes a curiosity function to measure the novelty of the visited states and provides the agent

additional reward signals if it visits a novel state of the environment (Pathak et al. 2017). Another

approach uses the error of the neural network as an exploration bonus added to the reward

function to encourage the agent to visit the areas of the state space with high error in the

prediction of the observation features (Burda et al. 2018). A different approach employs a HER

buffer to sample additional transitions containing the future state of the agent as the goal for

the transition at hand (Andrychowicz et al. 2018). These methods try to address the sparsity

of rewards as an issue of limited exploration and aims to improve the agent's performance

by bringing it closer to unknown regions of state space. They don't change the number of

rewards, but try to put the agent in a position where it could gather the most novel feedback.
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My algorithm does not encourage exploration; rather, it prevents the agent from receiving

unnecessary rewards.

Some algorithms introduce existing policies to the learning process to make the agent learn

when the environment does not return rewards. One such approach uses of�ine guidance

from a suboptimal behavior policy to facilitate learning in cases where adequate rewards from

the environment are not available (Rengarajan et al. 2022). My algorithm learns online with

no guidance from an of�ine policy: I train a reward function model using the environmental

reward values collected thus far. Another method de�nes auxiliary control tasks for outputting

rewards when the environment feedback is sparse, and trains a reward predictor using the

auxiliary tasks on historical sequences of observations (Jaderberg et al. 2016). These auxiliary

tasks are typically de�ned by human experts and require additional human intervention in

training.

There are also human-guided RL algorithms that attempt to model the human feedback

using a reward predictor and use this reward model to train the agent without having the need

to design a proxy reward function. These algorithms are typically used for complex real-world

environments where it would be dif�cult to craft a reward function that encapsulates all aspects

of the RL objective. Deep TAMER learns a reward function from human-guided feedback and

uses this reward function in training the behavioral policy of the agent (Warnell et al. 2018).

Similarly, Christiano et al. trains a reward function predictor using human-guided and synthetic

feedback (Christiano et al. 2023). Abel et al. offers an advice protocol program that speci�es

how and to what extent the agent and human should interact in the loop of the agent's learning

process (2017). Wilson et al. uses Bayesian inference models to derive reward signals from the

trajectory preferences of human experts (2012). These approaches show that it is possible to

derive a useful reward function model through human feedback elicitation but they make no

attempt at reducing the agent's dependency on the feedback coming from the environment.

They also only depend on the feedback from the reward predictor in training their agent. On

the other hand, my approaches use both the reward from the environment and the feedback
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from the reward function model in training the agent and show it is possible to dramatically

reduce the environment rewards used during training.

2.4 Hierarchical Reinforcement Learning

Similar to curriculum learning algorithms, the hierarchical RL methods divide a complex prob-

lem into subtasks and tackle each task in isolation to build up a solution to the original problem.

The main difference between the two �elds is that hierarchical approaches do not necessarily

design a sequence of tasks from easy to hard as they do not require a curriculum to perform

the training. HI-MAT, one of the early examples of hierarchical learning, recursively partitions

the policy trajectories into subtasks and learns hierarchies over the partitions to fasten the

convergence of the RL algorithms (Wang et al. 2012). Some of the later approaches such as

Feudal reinforcement learning use a manager-worker scheme to create hierarchical policies

where the manager network de�nes a subtask to be trained on and dispatches it to the worker

agent whose job is to learn the subgoals of the given subtask (Kulkarni et al. 2016; Vezhnevets

et al. 2017). Some algorithms use heuristically de�ned bottlenecks in the MDP to discover

subgoals (Mcgovern and Barto 2001) while a larger set of approaches sample subgoals over

diverse regions of the state space using clustering (Machado et al. 2017; Linaker and Niklasson

2000). Variants of these approaches extend the hierarchical learning to domains where there

are no de�nite subgoals by discovering a diverse set of skills rather than goals (Florensa et al.

2017a; Co-Reyes et al. 2018). Some approaches also attempt to transfer knowledge across tasks

in a hierarchical framework to scale the RL algorithms to a large set of subtasks and / or domains.

These approaches use options learning or skill distillation to obtain transferrable inter-domain

policies (Tessler et al. 2016; Konidaris and Barto 2007b).

23



2.5 Inverse Reinforcement Learning

Finally, there are the inverse RL (IRL) algorithms that try to build a model of the reward func-

tion from the demonstrations provided by an expert. These algorithms share some common

elements with the feedback ef�cient reinforcement learning algorithms in that they both aim

to obtain a reward predictor, which could reduce the dependence on the reward signal coming

from the environment. However, IRL algorithms address the problem of inferring a good reward

function from demonstrations whereas sparse-reward RL uses a reward model for making the

reward function less sparse and more ef�cient. Although some IRL algorithms could be used

to deal with sparse-reward learning, they cannot attain that goal without re-purposing their

inferred reward model. Here, I provide a brief overview of IRL algorithms in relation to the

feedback ef�cient RL.

One common approach in IRL is to model the reward function using Bayesian networks

that consider expert actions as evidence for updating the reward function estimates (Choi

and Kim 2011; Brown and Niekum 2018; Šoši ć et al. 2018, 2017). These Bayesian methods

assume a prior distribution for the feedback function and perform sampling of the expert

demonstrations through a policy walk such as Monte Carlo Sampling. Then, they update the

reward model through bayesian theorem or maximum a posterior estimation derived from

expert actions. They often tend to be model-based since the prior distribution of the model

as well as the policy walk require the agent to know the underlying transition function of

the environment. Maximum Entropy is another popular approach to IRL where the reward

function is learnt by optimizing the log likelihood of the entropy distribution over the expert

trajectories (Ziebart et al. 2008; Yu et al. 2019; Barati et al. 2019; Byravan et al. 2015). The Max

Entropy approaches learn from successful demonstrations and obtain a probabilistic model of

the reward function without needing to de�ne a prior distribution as opposed to Bayesian IRL.

Boularias et al. offers a model-free irl algorithm that extends the maximum entropy approach by

minimizing relative entropy between samples derived from the agent policy and the distribution

of demonstrations coming from the human policy (2011). I must note that these IRL methods
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use entropy measures in learning the feedback function whereas my curriculum generation

algorithms employ entropy metrics for the purpose of skipping rewards coming from the

environment. Although both �elds of work involve the estimation of reward models and use

of entropy measures, my approach uses entropy to improve feedback ef�ciency rather than

deriving a reward model from human demonstrations. Arora et al. provides a detailed analysis

of IRL algorithms (Arora and Doshi 2018).
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CHAPTER

3

ONLINE AUTONOMOUS CURRICULA

GENERATION

In this chapter, I de�ne the problem of autonomous curriculum generation in the context

of reinforcement learning. I �rst describe an explicit curriculum learning algorithm based

on adaptive start state modi�cations during training. Then, I present an implicit curriculum

that reduces the feedback received from the environment and / or human experts. Both of my

approaches facilitate the uncertainty of the agent via the use of entropy metrics. I combine

these two entropy methods into a single framework to reduce the agent's dependence on

humans at various stages of RL including curriculum generation and training. In this way, I

show that not only obtaining a good curriculum to improve ef�ciency would not require human

design but also, the feedback function would not need to depend on a costly operation either.
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3.1 De�ning Curricula and Feedback Diminution

A READ-Ccurriculum of length d consists of a sequence of start states C = (s1 . . .sd ) such that

si 2 S for all i 2 [1,d ]. I assume that the agent has the ability to ask for modi�cations in the

environment start state at any step in training. Let � i be the agent's policy after training on

MDPs M 1 to M i employing the start states s1 to si . Then, a curriculum step i produces the

transition � i ! � i +1 where policy � i is the starting policy for the curriculum step and � i +1 is

the policy attained by training on MDP M i +1. Hence, each curriculum step is a modi�cation to

the agent's policy based on the current MDP M i . The agent performs the transition � i ! � i +1

by using the model weights and replay buffer contents associated with � i as a starting point

for the training on M i +1. This type of knowledge transfer does not require me to de�ne any

additional operations for transitioning between curriculum steps and allows me to keep all the

accumulated information I have obtained in the previous steps of training. The agent's objective

is to �nd a curriculum C that would modify the policy � i of the agent at every curriculum step

to improve the ef�ciency of the learning process. Note that all of the MDPs in my formulation

use the same state space, action space, dynamics, and reward function. In a more relaxed

version of the problem, which we will discuss in Section 3.3.2 of this chapter, the state space for

the curriculum will be formulated as a subset of the state space of the original target task. This

relaxation allows me to estimate the uncertainty of the agent more easily without performing

extensive training over the state space of the target task to generate the curriculum.

The feedback diminution problem is an addition onto the curriculum generation problem

where we ask how an agent could learn the optimal policy for a given task while reducing the

feedback requested from the environment. Traditional RL agents receive a single feedback

signal for every environment interaction and have no means of controlling the quality and

frequency of the feedback coming from the environment. In the case of feedback diminution,

the agent develops an internal model of the feedback function similar to how inverse rein-

forcement learning operates and uses this model to sparsify the feedback signals generated

externally. The sparsi�cation of the feedback is accomplished by allowing the agent to request
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a reinforcement only when it deems necessary. By solely looking at its own understanding of

the target task, whether that knowledge comes from the Q-values or the reward function model,

the agent solves a bi-objective optimization problem that reduces the number of reward signals

coming from the environment while maximizing the cumulative reward objective as is the case

with the regular RL agent.

The de�nition of ef�ciency in this context depends on the performance measures I use for

the curriculum generation and feedback diminution problems. I evaluate the performance

of the RL agent based on the total reward it achieves with and without curriculum learning

at a given time in the training (asymptotic performance). I also measure the performance

based on the number of feedback signals and number of environment interactions the agent

needs to converge to the maximum cumulative reward Gma x (time to convergence). The second

measure when utilized with the number of feedback signals does not look at how much training

the agent performs to converge since all of my algorithms perform the same amount of training;

rather, it attempts to measure the cost of receiving rewards during the training process. My

experiments compare curriculum generation algorithms based on these two metrics. The

agent is said to be ef�cient if it improves the learning process based on one or more of these

performance measures compared to the baseline RL algorithms that do not employ curriculum

learning or feedback diminution.

3.2 Measuring Uncertainty

I use entropy and relative entropy metrics to measure the uncertainty of the agent. I de�ne

the relative entropy as the entropy between two policies, namely the learnt policy and the true

policy that could be estimated using a proxy model, which is

DK L (Pt r ue jjPl e a r n t ) =
X

a2A

Pt r ue (s,a ) � l g

�
Pt r ue (s,a )

Pl e a r n t (s,a )

�

(3.1)
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where Pt r ue denotes the action probabilities obtained from an estimate of the true policy and

Pl e a r n t represents the probabilities of a learnt policy at a certain checkpoint during the training.

I take the relative entropy of the true probabilities with respect to the learnt probabilities to

measure the reduction in uncertainty the agent would have in its policy if it were to use the

correct policy instead of its own. In this manner, my uncertainty metric re�ects how inaccurate

the agent is in its action selection for a given state of MDP. Since the true policy already has good

performance on the target task, the relative entropy is expected to drop as the agent improves

its policy and comes closer to the estimate of the true policy. The probability distribution here

could be de�ned over a discrete or continuous variable depending on how the neural networks

treat the output parameters. Eq. 3.1 presents the discrete de�nition of the relative entropy.

Since the agent policy relies on the Q-value estimates of the agent, I require a transfer

function that could convert the Q-value estimates to probability values for the discrete relative-

entropy calculation. For this purpose, I use softmax and calculate the probability of action

selection as

P(s,a ) =
e

Q(s,a )
jjQ(s)jj2

P
a2A e

Q(s,a )
jjQ(s)jj2

, (3.2)

where Q(s,a ) is the Q-value for the state, action pair (a ,s), Q(s) is the list of Q-values for state

s, P(s,a ) is the softmax of the normalized Q-value. The probability estimate serves as the

likelihood of the agent selecting action a as the optimal action for the given state s. Then, the

divergence between the true and learnt policies measure how similar the two policies are in

their preference for the action selection.

In the continuous case, the output of the RL model is taken as the Gaussian distribution

over the action space, which has a closed form solution for the relative entropy calculation.

DK L (Pt r ue jjPl e a r n t ) = l og

�
� l e a r n t

� t r ue

�

+
� 2

t r ue

2 � � 2
l e a r n t

+
(� t r ue � � l e a r n t )2

2 � � 2
l e a r n t

�
1

2
(3.3)

where (� l e a r n t , � l e a r n t ) denotes the mean and standard deviation for the learnt policy of the
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agent and (� t r ue , � t r ue ) come from the action distribution of the true policy.

In addition to relative entropy, I measure the entropy of the learnt policy to discern the

variation in the action selection of the agent at various points in training. The entropy, in this

case, tells me how con�dent the agent is in its action preferences based on the distribution of

the Q-value estimates. I de�ne the discrete entropy for each policy as

H (A(s)) = �
X

a2A

P(s,a ) � l g (P(s,a )), (3.4)

where H (A(s)) is the entropy of a single state w.r.t the action space A for the probabilities P

coming from a given READ-Clearner's policy. The probabilities P are calculated using Eq. 3.2

same as the relative entropy calculation.

For the continuous case, I de�ne the differential entropy as

H (R(s,a )) = �

Z

R(s,a )

P(R(s,a ))� l g (P(R(s,a ))� d R, (3.5)

where H (R(s)) is the entropy of a single state, action pair for the probabilities P w.r.t the

reward function R de�ned by the mean and standard deviation of the reward model output.

To estimate P, I perform sampling from the Gaussian distribution de�ned by the mean and

standard deviation of the reward model R and use those samples to estimate the differential

entropy using the Scipy estimator which utilizes ebrahimi or vasicek estimation depending on

the sample size (Ebrahimi et al. 1994; Vasicek 2015). Since differential entropy is not bound

to a speci�c range as opposed to the discrete entropy, I clip the differential entropy values

to [0,10] range and then normalize them to obtain a con�dence measure that is at the same

scale as the discrete entropy, which is always between [0,1]. The range of clipping, in this case,

is selected based on the observed differential entropy values in my experiments which for

most states never go beyond an absolute value of 10. Therefore, performing a clipping in the

range of [0,10] enables the algorithm to put a limit to the scale of the values without causing

loss of information regarding the large and small values near the boundaries of the clip range,
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which are extremely rare. Rescaling and normalizing the differential entropy values allow me

to obtain an entropy measure that does not depend on the scale and deviation of the action

space. It also makes it easier to compare the discrete and continuous entropy values as they

both remain within the same scale for all of the calculations. For actor models that output

continuous actions instead of Q-value estimates, I use the entropy calculation given in Eq. 3.5.

Since relative entropy and entropy metrics only estimate the uncertainty of the agent, there

is no guarantee that these estimations will produce the optimal curricula. However, intuitively,

identifying the points of divergence between the agent's policy and a good reference policy has

the potential to reduce the uncertainty the agent has, which in return results in improved policy

for the agent. The entropy change depends on the initial distribution of the weights for the

neural network but since most random weight initializers such as Glorot initialization keep the

initial weights of the network within a certain range (Glorot and Bengio 2010), the randomness

of the initial weights do not cause a high variance in the calculation of the entropy in the early

stages of the training. Even if those initial weights were to generate a poor random policy at the

beginning, it is still possible for the agent to use a custom initializer for the output layer, which

would set the weights to a reasonably small range resulting in the initial entropy and uncertainty

to be high due to the low variation in the initial output distribution. We desire the initial entropy

values to be high since the random policy at the beginning is not accurate compared to the

true policy. Once we ensure that the initial distributions show desired behavior, given that

reduction in entropy and relative entropy correspond to less divergence from the true policy,

the agent should be able to improve its policy by identifying the regions of high uncertainty and

making necessary modi�cations in those regions to reduce the aforementioned uncertainty.

3.3 READ-C

READ-C provides the outline of the curriculum generation algorithm leveraging the uncertainty

measures de�ned in the previous section. It provides a framework for modifying the start states
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1: Inputs: target MDP: M t a r .
2: Consts: # of training iterations: � ; curriculum length threshold: M AX _LE N G T H .
3: Vars: learning model: N N ; environment: E N V ; curriculum: C; state buffer: SB;

convergence criteria: c onv .
4: N Nag e nt ,E N Vt a r  i n i t i a l i z e (M t a r )
5: C  fg
6: Set c onv to � training iterations
7: train( N Nag e nt , E N Vt a r , c onv , SB)
8: while jC j < M AX _LE N G T H do
9: s  unc (N Nag e nt ,E N Vt a r ,SB)

10: Make s the si of E N Vt a r

11: Set c onv to 10 episodes of no entropy reduction
12: train( N Nag e nt , E N Vc ur , c onv , SB)
13: C  C [ si

14: end while
15: Set c onv to highest cumulative reward
16: Make si of original M t a r the si of E N Vt a r

17: train( N Nag e nt , E N Vt a r , c onv , _)
Algorithm 1: READ-C

and performing training on those modi�ed MDPs until a convergence criteria is met. It has

multiple variants depending on how the true policy is estimated, which I detail in Section

3.3.1 & 3.3.2. Furthermore, in addition to the entropy, I incorporate distance measures to the

formulation of uncertainty to �lter out some of the regions of the environment that might

have high entropy despite being not very useful in the training process of the agent, which I

explain in Section 3.3.3. The main functionality of READ-Cdoes not depend on how the true

policy is estimated or how the distance measures are calculated but rather, it makes use of

these components to further improve the performance of the agent. Therefore, I �rst delineate

the common elements of READ-Cframework in Algorithms 1 & 2, and then move onto the

de�nitions of the variants.

Given the de�nition of uncertainty in Eq. 3.1 & 3.3, I construct a high-level curriculum-

learning algorithm that affords the use of different RL algorithms for the training of the agent.

Algorithm 1 is the high-level pseudo-code for READ-C. It initializes the target environment and

the agent model (Line 4). It starts with an empty curriculum (Line 5) and trains the agent model
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for � iterations using the train function de�ned in Algorithm 2 to generate an initial agent policy

(Line 7)— the starting point for relative-entropy calculation. The initial policy serves as a means

for preventing cold starts where the agent's policy would not be useful for the relative entropy

calculations due to the random nature of the initial policy. After obtaining the pre-trained

agent, I begin generating a sequence of curriculum steps each consisting of a single start state

modi�cation. Each iteration of the loop (Line 8) creates a new curriculum step by selecting a

new start state and the agent trains on MDP with the new start state until it reaches a certain

convergence criteria. The function named unc de�ned in Algorithm 3 (Line 9) calculates the

relative entropy based on the agent model, the current MDP and the set of visited states ( SB),

and returns the state with the highest uncertainty to Algorithm 1. Since I established in the

previous section that reducing the uncertainty for the agent would result in improved policy

performance, the agent needs to shift its start state to the region of highest uncertainty so that

it would not need to spend unnecessary amount of training steps in regions of the environment

where the agent already has a good understanding of the optimal action. Then, Algorithm 1

changes the start state to the state of highest uncertainty (Line 10) and trains on the modi�ed

MDP until the convergence criteria—if the entropy has not reduced for the last 10 episodes—is

met (Line 12). This convergence method receives the relative entropy of the selected state

from the agent before and after each training episode, which is not computationally expensive

since the algorithm calculates entropy for only a single state—not all regions. The process

repeats until the curriculum reaches a de�ned length, at which point the student trains on the

original target task until an overall convergence criterion—if the agent has reached the highest

cumulative reward for the last 10 episodes—is met (Line 17).

Algorithm 2 describes the train function used in Algorithm 1. It receives the learning model,

the current environment, the convergence criteria and the state buffer as inputs and performs

deep RL training on the environment using the learning model until the convergence criteria is

met (Line 4). It initializes the environment at the start state (Line 5) and selects the action to take

using an � -greedy policy on the learning model (Line 8). Then, it takes the selected action on
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1: Inputs: learning model: N Nag e nt ; environment: E N V ; convergence criteria c onv , state
buffer: SB.

2: Consts: set of terminal states of E N V : Sg ; initial state of E N V : si .
3: Vars: replay buffer R B.
4: while c onv is not satis�ed do
5: s  si of E N V
6: t r m  s 2 Sg

7: while t r m is Falsedo
8: Selecta using � -greedy policy on N Nag e nt (s)
9: Take action a in E N V and observe r ,s0

10: Store (s,a , r , t r m ,s0) in RB
11: if s =2 SB then
12: Store s in SB
13: end if
14: Sample a minibatch B from R B
15: Perform an optimization step on N Nag e nt using B
16: s  s0

17: t r m  s 2 Sg

18: end while
19: end while

Algorithm 2: Train

the environment (Line 9) and stores the (s,a,r,trm,s') tuples in R B for future training (Line 10).

It also stores every unique state visited so far in SB for the entropy calculation (Line 12). Since

the buffers have a limited size, RB and SB only store the most recent states and transitions and

replace the older ones after the buffer gets full. Then, the algorithm performs a single step of

optimization on the learning model using a minibatch of samples from R B (Line 15). In the

case of actor-critic architectures, both actor and critic gets updated using the same batch of

samples. In the case of DQN, only the Q-network is updated with the given batch of samples.

Algorithm 2 affords the use of different learning models and policies as it (neither READ-C)

does not rely on any speci�c policy or network architecture for the entropy calculation or agent

training. It can also be easily adapted to non-episodic environments by removing the t r m

variable (Line 6) and replacing the loop that checks for terminal states (Line 7) with the outer

loop that checks a suitable c onv for non-episodic training (Line 4). Once the convergence

criteria is satis�ed, the train function terminates but Algorithm 1 retains the updated model
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and buffers for future training. Algorithm 1 calls Algorithm 2 a total of curriculum length + 2

times since it needs to perform pre-training on the target, curriculum training and the �nal

training on the target task.

3.3.1 Relative-Entropy Calculation for READ-C-TD

Algorithm 3 describes the relative-entropy calculation for the teacher dependent variant of

READ-C. It does not require the training of an estimator due to the availability of a teacher

model or the generation of uncertainty related data but it necessitates the use of a teacher

model that already knows a solution close to the optimal policy. If there happens to be an

already trained model for the target MDP that could serve as the teacher, Algorithm 3 offers a

simpler way of calculating the uncertainty metric as it does not require additional iterations of

training for estimating the true policy. On the other hand, if the teacher needs to be trained

from scratch, the self-assessed approach offered in Algorithm 4 offers a much faster performing

framework. If there exist an agent residing in a remote server which the user could query to

measure the relative entropy but cannot copy its weights directly to the agent due to privacy

and/ or security reasons, then that agent could be used in READ-C-TD as a teacher model,

which present one possible use case of READ-C-TD despite its requirement of already having a

learnt model. A more concrete example of this situation would be commercial LLMs where

we are not given open source access to the neural network itself but we can interact with the

model through an API. In a similar sense, when a deep RL model is used in a copyrighted

setting, we can interact with the model to generate action probabilities without having the

need to access the inner mechanisms of the model. Then, using the output of the model allows

me to perform training on READ-C-TD and get the bene�t of teacher dependent curriculum

generation. Algorithm 3 below outlines the relative entropy calculation and start state selection

for the READ-C-TD algorithm.

Algorithm 3 contains a teacher model that is trained to convergence using Algorithm 2

without employing any curriculum learning. This training is performed prior to the training of
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1: Inputs: learning model: N Nag e nt ; environment: E N V ; state buffer: SB.
2: Consts: a teacher model: T .
3: Vars: Q-values for state s: Q s; probabilities for state s: P s.
4: Outputs: the new start state: s.
5: states  Sample a subset of states from SB
6: U N C S[0, ...,N ]  0 where N is the number of states
7: for sj in s t a t e s do
8: Q s

ag e n t  get Q-values of sj from N Nag e nt

9: Q s
t e a c h  get Q-values of sj from T

10: P s
ag e n t  so f t ma x (no r ma l i z e (so r t (Q s

ag e n t )))
11: P s

t e a c h  so f t ma x (no r ma l i z e (so r t (Q s
t e a c h)))

12: U N C S[ j ]  e n t r op y (P s
t e a c h,P s

ag e n t )
13: end for
14: k  argmax of U N C S
15: return sk

Algorithm 3: Relative-Entropy Calculation for READ-C-TD

the current agent and can be seen as a form of pre-training done to generate the true policy.

Algorithm 3 receives the agent model, the environment and the state buffer SB as its inputs

and uses the teacher along with the information it has on the agent to calculate relative entropy.

SB in this case is needed for the clustering of the states into regions, which is an optional step

that could be skipped as the functionality of the algorithm does not necessarily depend on the

generation of clusters. If no clustering is done, one could also choose to sample states from the

replay buffer and remove the duplicate ones so as to ensure the uniqueness of the input states.

Algorithm 3 calculates the probability values based on the Q-values estimates of the sampled

states (Lines 10 & 11). It sorts to Q-values, normalizes them to [0,1] range and passes them

through softmax to obtain the probabilities given in Eq. 3.2. Sorting allows me to account for

multiple optimal paths in the agent's policy. If there are multiple optimal paths for a region of

the policy and if the agent knows one of the optimal actions at some point in training and does

not know the other, the uncertainty ends up being high even though the agent already knows

an optimal action for this region. Guiding the agent towards this region of the policy would not

be very bene�cial since we already know that agent has at least close to optimal performance in

that region of the environment. Sorting the Q-values reduces the relative entropy for these types

36



of regions and improves the estimation accuracy of the uncertainty in the student policy. Then,

the algorithm normalizes the Q-values using the L2-norm to make the results independent

of the scale of the Q-values. The normalization allows me to remove the bias the agent might

have towards the states with Q-values at a higher scale than the other parts of the environment,

which happens due to the discounting factor affecting the regions farther from the goal at

different levels. Then, READ-C-TD calculates the relative entropy between the agent's and

teacher's policies using the probabilites values in Eqs. 3.1 & 3.3 and uses the relative entropy as

the uncertainty value for the given state (Line 12). Since the teacher knows the optimal policy,

the relative entropy, in this case, shows how much the agent's knowledge is diverging from the

optimal policy. READ-C-TD then chooses the highest-uncertainty state as the new start state

for the environment to reduce the divergence from the true policy (Line 14).

Optionally, one could also perform an Agglomerative hierarchical clustering (Pedregosa

et al. 2011) over sampled states, merging clusters using the Ward criterion (Ward 1963) until a

distance cutoff is reached, and calculate the uncertainty values over the clusters of states rather

than single states. The clustering helps me reduce the complexity of the state space in large

environments and it also removes the variance READ-Cmight show in some remote states of

the environment that are not visited often. The fundamental �ow of the algorithm remains

unchanged as it still calculates a single uncertainty value for every state but the uncertainty

values of the states in the same cluster gets aggregated at the end of the algorithm to �nd the

uncertainty of each cluster. Then, the algorithm chooses the highest-uncertainty cluster and

selects a random state from that cluster as the new start state. The clustering of the states

enables me to reduce the deviation in my measurements since single states might show high

variance in their uncertainty from one run of the algorithm to the other. It is more advisable to

perform clustering if the nature of the state space allows such a partitioning but in domains

where the state space cannot generate meaningful clusters, the algorithm needs to run in its

original form without clustering. One could also apply any other clustering method instead

of using Agglomerative hierarchical clustering as READ-C-TD does not favor hierarchical
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1: Inputs: learning model: N Nag e nt ; environment: E N V ; state buffer: SB.
2: Consts: # of training iterations: � .
3: Vars: Q-values for state s: Q s; probabilities for state s: P s; convergence criteria: c onv .
4: Outputs: the new start state: s.
5: states  Sample a subset of states from SB
6: U N C S[0, ...,N ]  0 where N is the number of states
7: Set c onv to � training iterations
8: N Npa s t  N Nag e nt

9: train( N Nag e nt , E N V , c onv , SB)
10: for sj in s t a t e s do
11: Q s

pa s t  get Q-values of sj from N Npa s t

12: Q s
ag e n t  get Q-values of sj from N Nag e nt

13: P s
pa s t  so f t ma x (no r ma l i z e (so r t (Q s

pa s t )))
14: P s

ag e n t  so f t ma x (no r ma l i z e (so r t (Q s
ag e n t )))

15: r e l E n t r op y  e n t r op y (P s
ag e n t ,P

s
pa s t )

16: e nt r op y C ur  e n t r op y (P s
ag e n t )

17: e nt r op y Pa s t  e n t r op y (P s
pa s t )

18: U N C S[ j ]  r e g(r e l E n t r op y ,e n t r op y C ur , e n t r op y Pa s t ,Qpa s t ,Qag e nt )
19: end for
20: k  argmax of U N C S
21: return sk

Algorithm 4: Relative-Entropy Calculation for READ-C-SA

clustering algorithms. K-means or DBSCAN can also be used for cluster generation (Jin and

Han 2010; Ester et al. 1996). My visual inspection of the clusters being generated in one of

my environments (Key-Lock) resulted in Agglomerative hierarchical clustering showing more

intuitive and reasonable clusters than K-means or DBSCAN so I choose to apply Agglomerative

hierarchical clustering in my experiments.

3.3.2 Relative-Entropy Calculation for READ-C-SA

Algorithm 4 describes the unc function given in Algorithm 1 at Line 9 and calculates the

relative entropy for the self-assessed version of READ-C. Similar to READ-C-TD, READ-C-SA

uses the states visited so far and put in SB for the uncertainty calculation (Line 5) and optionally

makes use of the Agglomerative clustering algorithm to form regions from similar states. This

step is crucial in ensuring that the algorithm could run in large state spaces especially if the
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state space is continuous. Then, the algorithm performs training for � iterations to generate a

second learning model (Line 9). The two learning models of the agent, N Npa s t and N Nag e nt

at two different checkpoints in time helps us measure how much the agent is diverging from

its own policy as time passes. Although the relative entropy calculated between N Npa s t and

N Nag e nt do not re�ect the true relative entropy, it represents the speed of learning and change

in the Q-value estimates of the model. For every sampled state, READ-C-SAcalculates the

Q-value estimates of both models (Lines 11 & 12) and converts them to probabilities by sorting,

normalizing and softmaxing (Lines 13 & 14). It then calculates relative entropy and entropies

on the probability values from N Npa s t and N Nag e nt using Eqs. 3.1 & 3.4 (Lines 15, 16 & 17). By

doing these operations, READ-C-SAgenerates an information theoretic data about the agent

that I use for estimating the relative entropy for the given state. The algorithm passes this data

to a regressor model that was already trained on the relative-entropy values of a smaller and

easier-to-train environment. The regressor model serves as a proxyy function for the true policy

of the agent as long as the easier-to-train environment share the same characteristics as the

original task. The regressor predicts the uncertainty of the states based on the relative entropy,

entropy and Q-value estimates of the agent policies and records the uncertainty value in an

array (Line 18). The algorithm chooses the maximum uncertainty state from the array as the

new start state (Line 20) and returns it (Line 21).

The regressor is a gradient-boosting machine (GBM) (Friedman 2001). It trains on the data

(relative entropy, entropy, Q-values and number of visits per state) generated by a learning

model of a simpler environment. The training of the regressor follows the same pattern as

Algorithm 4 to generate the data (Lines 13, 14, 15, 16 & 17) but instead of using the data to predict

the uncertainty values, the regressor learns a mapping from the data to the relative entropy

between the agent and the optimal policy. The optimal policy here refers to the true policy

of an already trained agent in the simpler environment. As long as the simpler environment

shows a high level of similarity to the target MDP, the regressor generates accurate uncertainty

estimates for every sampled state. Since I employ a simpler MDP for the regressor optimization,
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the training of GBM takes much less time than the curriculum-learning process of READ-C-

TD allowing READ-C-SA to ef�ciently calculate uncertainty values without having a need to

measure the true policy on the target MDP. We use GBM as the regressor for predicting the

relative entropy estimates since it produces a lower mean-squared error rate compared to

Random Forest Regressor (Breiman 2001), Stochastic Gradient Descent Regressor and Linear

Regressor (Maulud and Mohsin Abdulazeez 2020) on the same data for one of the experimental

environments (Key-Lock). The below table shows the error rates for these algorithms along

with two random baselines.

Table 3.1: Error rates for Different Regressor Architectures.

Algorithm Name Mean-sqaured Error

Uniform Random 0.073
Mean 0.012

Linear Regressor 0.0027
SGD Regressor 0.0028

Random Forest Regressor 0.0028
GBM Regressor 0.0020

3.3.3 Heuristic Variants

READ-Cas described above chooses the maximum relative entropy, which does not account

for the underlying structure of the problem. For example, a region of high uncertainty may be

located in an area of the state space extremely far from the start and goal states of the target task,

or that may be rarely encountered when following an optimal policy. Relative entropy alone

would prioritize training in such regions even if not advantageous. Therefore, I present two

additional distance-based heuristics that could be incorporated into the relative entropy based

uncertainty measures to obtain a more accurate representation of the underlying structure the

target problem presents:
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1) proximity to positive reward terminal states , which �lters out 80% of the regions having

the worst proximity (average Euclidean distance in our case) to terminal states that provide a

positive reward, and computes relative entropy only for the remaining 20%;

2) proximity to low-entropy regions , which classi�es regions as high-entropy (one stdev

above the mean relative entropy) and low-entropy (one stdev below the mean relative entropy),

and sorts the regions of high-entropy based on the (Euclidean, in my case) distance to the closest

low-entropy region (selecting the region with the highest distance). This technique promotes

selected regions not resulting in lengthy training episodes to improve ef�cient training.

The purpose of using these distance metrics is to make the agent favor high uncertainty

areas of the environment that are close to the regions the agent could easily learn. In the case

of proximity, knowing that goal states could provide immediate feedback to the agent favoring

high uncertainty areas near those positive reinforcement states enables the agent to learn

those states much quicker than a high uncertainty state that is far away from any meaningful

feedback. Similarly, maximum distance to low entropy regions tells the agent how hard it would

be to move from a high uncertainty area to a low entropy area that the agent already has a

good understanding of. If the high uncertainty area happens to be close to a low uncertainty

region, the agent even without the curriculum possesses the ability to learn that region of high

uncertainty since it is very close to a region the agent has already learnt. In some cases, the

reason for having a high entropy region near low entropy regions is because that high entropy

region has no effect on the optimal policy and therefore, training on it results in a waste of

time in exploring the unnecessary parts of the environment. Avoiding those regions of high

uncertainty near the low entropy regions that do not intersect the optimal path of the agent

yields better performance for READ-C. In both of these heuristic cases, the distance measures

serve as a foundation for �ltering out the regions having high uncertainty but not showing

any characteristics that could allow the agent to reduce that said uncertainty in an ef�cient

manner.

Figure 3.1 depicts a 10 by 10 environment containing a single agent (straw man) at the top
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Figure 3.1: Visualization of the Highest Uncertainty Regions for READ-C Variants in An Envi-
ronment with A Single Goal.

right corner and a positive reinforcement item (white circle) at the bottom left corner. The rest

of the environment is clustered into regions with varying relative entropies. Green denotes

low-entropy regions, red (containing dotted shapes inside) denotes high-entropy regions, and

yellow and orange denote moderate-entropy regions. Because there are no actions leading

into walls, it is faster to learn the regions close to the edges of the environment; hence, those

regions are mostly low-to-moderate entropy. Similarly, the regions near the white circle have

low entropy because of the short-horizon goal-state reward. The regions near the center of

the environment have high entropy. Black lines indicate the closest low-entropy region for

the high entropy regions. In this situation, relative entropy only would prioritize one of the
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three red regions, proximity would prioritize the red region with light blue edges (containing a

dotted triangle), and maximum distance to the low-entropy regions would prioritize the red

region with dark blue edges (containing the dotted diamond). Therefore, the proximity variant

of READ-Cwill aim to keep the agent close to the positive reinforcing terminal state whereas

the maximum distance to low entropy variant will aim to keep it away from the already learned

regions. The relative entropy by itself could still choose a suitable region to train on in this

example but due to the randomness of the training process caused by the � -greediness, there

will be no guarantee that the region of highest uncertainty the relative entropy generates would

be the most useful region for the agent to reduce its uncertainty. However, by utilizing the

distance metrics, the agent would at least make sure that the region being selected is not far

away from the goal states and / or states with useful information regarding the optimal policy

path. Hence, learning the red regions with dotted triangle and dotted diamond will make it

easier for the agent to close the gap of knowledge it has in the middle of this hypothetical

environment.

3.4 Convergence Proof for READ-C

I provide a guarantee for the convergence of READ-Calgorithm under the assumptions listed

in Section 3.4.2. The proof �rst ensures the convergence of both the actor and critic models and

then shows how the curriculum generation and training would not prevent the convergence of

the reinforcement learning model. I �rst present the notation needed to understand the proof

of convergence in the following subsection. I then provide the assumptions of the proof and

�nally give the full proof of convergence for the curriculum learning algorithm.

3.4.1 Notation for the Proof of Convergence

Let La be the loss function for the actor and L c be the loss function for the critic.
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La (� t , ! t , zt ) = E� � � (�js0;� t ,zt )

•
l og (� (a t jst , � t ))(Rt + 
 V (st +1j! t ) � V (st j! t ))

˜
(3.6)

where � (a t jst , � t ) � N (� t , � 2
t ), st is the environment state, a t is the action taken at time t, Rt

is the reward received from the environment, 
 is the discount factor, ! t is the weights of

the critic network, � t is the weights of the actor network, V is the value function estimated by

the critic, � is the policy of the actor network, zt is the controlled Markov process modeling

non-additive noise, � is the trajectory of the agent following policy � and (� , � ) pair is the mean

and standard deviation of the Gaussian distribution modeling the actor network policy � .

L c (� t , ! t , zt ) = E� � � (�js0;� t ,zt )

•
1

2
(Rt + 
 V (st +1j! t ) � V (st j! t ))2

˜
(3.7)

The gradient update rule for the loss in advantage actor-critic model is

� t +1 = � t � � (t )(r La (� t , ! t , zt ) + m t ) (3.8)

where � (t ) is the learning rate for the actor at time t and m t is the martingale sequence noise.

! t +1 = ! t � � (t )(r L c (� t , ! t , zt ) + m t ) (3.9)

where � (t ) is the learning rate of the critic network and m t is the martingale sequence noise.

Theorem 1 Under the assumptions of Section 3.4.2, Eq. 3.8 & 3.9 converges to

(� t , ! t ) ! (� � , ! � ) as t ! 1 (3.10)

3.4.2 Assumptions

In this section, I describe the assumptions needed to prove the convergence of the reinforce-

ment learning algorithm used in READ-C.

Assumption 1
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zt is a Markov process taking values in a compact metric space w.r.t. a continuous transition

function.

Assumption 2 L c and La are J-Lipschitz and J-Smooth functions such that

jjr La (� t , ! t , zt )jj � J 8 � & ! 2 IR (3.11)

jjr 2La (� t , ! t , zt )jj � J 8 � & ! 2 IR (3.12)

where J is the Lipschitz constant.

Assumption 3

m t is a martingale difference sequence with bounded second moment such that

E[m 2
t jFt ] � K + � 2

t

E[m 2
t jFt ] � K + ! 2

t

(3.13)

where Ft is the history of martingale variables up until time t and K is the martingale constant.

Assumption 4

X

t

� (t ) = � (t ) = 1 ,
X

t

(� (t )2 + � (t )2) < 1 (3.14)

for � (t ), � (t ), t � 0.

Assumption 5

Assume that zt has an ergodic occupation measure � (� , ! ). Then, let l c be r L c (� t , ! t , zt )

and l a be r La (� t , ! t , zt ).

¯l c =

Z

l c (� , ! , z)� (� , ! ) (3.15)

where ¯l c is the ordinary differential equations for the gradient of the loss function.
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¯l c has a global attractor set B� and a stable point � (� ) such that � (� ) is a J-Lipschitz map.

Furthermore,

¯l a =

Z

l a (� , � (� ), z)� (� , � (� )) (3.16)

¯l a has a global attractor set A.

Assumption 6 The weights of the neural networks have a tight upper bound such that

s up(jj� t jj + jj! t jj) < 1 (3.17)

3.4.3 Prior Proofs of Convergence

We use the formulation from (Karmakar and Bhatnagar 2017) for writing the assumptions

of our proof. Karmakar and Bhatnagar proves the convergence of two time-scale stochastic

approximation processes 2017. Since our model makes use of an actor-critic architecture where

the critic and actor are updated at different rates, we can perceive the update of teh actor-

critic as a two timescale stochastic approximation, which makes the convergence analysis

provided by Karmakar and Bhatnagar applicable to our case. Karmakar and Bhatnagar uses 7

main assumptions in their proof. In Section 3.4.2, we provide 6 assumptions for the proof of

convergence of READ-Cwith Assumption 1 and Assumption 5 from Karmakar and Bhatnagar

combined into a single assumption (Assumption 1) for simplicity. The derivations we perform

do not necessarily follow Karmakar and Bhatnagar proof due to the differences introduced

by the curriculum learning components as well as the loss function for the advantage actor-

critic but the main idea behind the proof remains the same. Similar to (Degris et al. 2012) and

(Holzleitner et al. 2020) that proves the convergence of PPO, Rudder and Off-Policy Actor-critic,

we use Karmakar and Bhatnagar as an underlying framework for the two timescale analysis of

the READ-Calgorithm.

Similar to (Wu et al. 2022), we use Taylor's Theorem for the analysis of the policy gradient of

the actor-critic method in our proof of convergence. Taylor's Theorem and its applicability to
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the L-Smooth gradient optimization processes are described in (Nesterov 2018). We use the

Taylor's theorem as a starting point for our main proof and after performing a certain number

of simpli�cations, we derive a condition on the weights of the neural network, which if satis�ed,

results in the convergence of the READ-Calgorithm. The Taylor's Theorem only depends on the

Assumption 2 give in Section 3.4.2 and does not require us to provide any additional equations

to our convergence proof.

3.4.4 Proof of Convergence

The proof of convergence for the actor and critic architectures follows the derivations from

the prior proofs in the �elds of reinforcement learning and curriculum learning with some

changes necessary to the curriculum learning algorithm I employ. In the following two sections,

I present the convergence of the actor and the critic for the A2C architecture, respectively

and then, show how the selection of curricula does not alter the already established proofs of

convergence.

Convergence of Actor

If we write � t , ! t , zt as � t for simplicity, we want to show that

E[La (� t +1)] � E [La (� � )] � E [La (� t )] � E [La (� � )] (3.18)

where as t ! 1 , E[La (� t )] ! E [La (� � )] due to the inequality sign.

Given Assumption 2, we can apply Taylor's Theorem to the loss function Nesterov (2018).

La (� t +1) � La (� t ) + hl a (� t ), � t +1 � � t i +
J

2
(� t +1 � � t )2 (3.19)

Then, if we use the gradient update rule to replace � t +1 � � t with � � (t )(l a (� t ) + m t ), we

obtain
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La (� t +1) � La (� t ) � � (t )(l 2
a (� t ) + m t l a (� t )) +

� (t )2 J

2
(l a (� t ) + m t )2 (3.20)

Let J be 1/ � (t ), then

La (� t +1) � La (� t ) �
� (t )l 2

a (� t )

2
+

� (t )m 2
t

2
(3.21)

Taking the expectation of both sides,

E[La (� t +1)] � E [La (� t )] �
� (t )E[l 2

a (� t )]

2
+

� (t )E[m 2
t ]

2
(3.22)

Using assumption 3, we have

E[La (� t +1)] � E [La (� t )] �
� (t )E[l 2

a (� t )]

2
+

� (t )(� 2
t + K )

2
(3.23)

Now if we subtract E[La (� � )] from both sides, we get

E[La (� t +1)] � E [La (� � )] � E [La (� t )] � E [La (� � )] �
� (t )E[l 2

a (� t )]

2
+

� (t )(� 2
t + K )

2
(3.24)

We want what comes after the loss functions on the right hand side to be non-positive.

�
� (t )E[l 2

a (� t )]

2
+

� (t )(� 2
t + K )

2
� 0 (3.25)

which is satis�ed if

E[l 2
a (� t )] � � 2

t + K (3.26)

Since the gradient at state st does not depend on the initial state s0 due to the Markovian

property, changing the start state s0 via KL-Divergence in policy � (�js0; � t , zt ) does not affect

the gradient calculation. If we write A = Rt + 
 V (st +1j! t ) � V (st j! t ), l a (� t ) will be
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E[l a (� t )] = r � (�
(a t � � t )2

2� 2
t

� l og (
Æ

2�� 2
t ))A (3.27)

Assuming that � is constant and � = s� (which is an assumption that would hold for

simpler actor critic architectures such as single layer networks), then l a simpli�es to,

E[l a (� t )] = �
(a t � st � t )st

� 2
A (3.28)

Then E[l 2
a (� t )] will be

E[l 2
a (� t )] = �

s4
t A2� 2

t + s2
t a 2

t A2 � 2a t s3
t A2� t

� 2
(3.29)

In Eq. 3.26, we can replace E[l 2
a ] with the derivation we found.

s4
t A2� 2

t + s2
t a 2

t A2 � 2a t s3
t A2� t

� 2
� (� 2

t + K ) (3.30)

which is satis�ed if

s4
t A2� 2

t + s2
t a 2

t A2 � 2a t s3
t A2� t � (� 2

t + K )� 2 (3.31)

If we rearrange the terms we get,

(s4
t A2 � � 2)� 2

t � 2a t s3
t A2� t � K � 2 � s2

t a 2
t A2 (3.32)

If � 2a t s3
t A2� � 0, then we can omit � 2a t s3

t A2� and found a lower bound for � as

� t �

v
u
t K � 2 � s2

t a 2
t A2

s4
t A2 � � 2

(3.33)

satis�es the non-positive property of Eq. 3.25.

If � 2a t s3
t A2� � 0, then for a suf�ciently small constant coef�cient � ,
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(s4
t A2 � � 2)� 2

t � 2a t s3
t A2� t > � (s4

t A2 � � 2)� 2
t > K � 2 � s2

t a 2
t A2 (3.34)

� t �

v
u
t K � 2 � s2

t a 2
t A2

� (s4
t A2 � � 2)

(3.35)

satis�es the non-positive property of Eq. 3.25 assuming that s4
t A2 > � 2.

Given that Eq. 3.25 is satis�ed, we know

E[La (� t +1)] � E [La (� � )] � E [La (� t )] � E [La (� � )] �
� (t )E[l 2

a (� t )]

2
+

� (t )(� 2
t + K )

2
(3.36)

E[La (� t )] � E [La (� � )] �
� (t )E[l 2

a (� t )]

2
+

� (t )(� 2
t + K )

2
� E[La (� t )] � E [La (� � )] (3.37)

Then, we also know

E[La (� t +1)] � E [La (� � )] � E [La (� t )] � E [La (� � )] (3.38)

Eq. 3.38 is a contraction operation where as t ! 1 , E[La (� t )] ! E [La (� � )], which implies

that � t ! � � . Hence, the actor is guaranteed to converge.

Note on Eq. 3.35: The converge guarantee depends on � having a lower bound given in Eq.

3.35. In practice, if the � values do not satisfy the lower bound, one could initialize � 0 such that

it would satisfy Eq. 3.35 for all states of the environment and then apply weight clipping on �

after the gradient calculations to make sure that the condition in Eq. 3.35 is satis�ed.
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Convergence of Critic

If we write � t , ! t , zt as � t for simplicity, we want to show that

E[L c (� t +1)] � E [L c (� � )] � E [L c (� t )] � E [L �
c (� )] (3.39)

where as t ! 1 , E[La (� t )] ! E [La (� � )] due to the inequality sign.

Given Assumption 2, we can apply Taylor's Theorem to the loss function Nesterov (2018).

L c (� t +1) � L c (� t ) + hl c (� t ), ! t +1 � ! t i +
J

2
(! t +1 � ! t )2 (3.40)

Then, if we use the gradient update rule to replace ! t +1 � ! t with � � (t )(l c (� t ) + m t ), we

obtain

L c (� t +1) � L c (� t ) � � (t )(l 2
c (� t ) + m t l c (� t )) +

� (t )2 J

2
(l c (� t ) + m t )2 (3.41)

Let J be 1/ � (t ), then

L c (� t +1) � L c (� t ) �
� (t )l 2

c (� t )

2
+

� (t )m 2
t

2
(3.42)

Taking expectation of both sides,

E[L c (� t +1)] � E [L c (� t )] �
� (t )E[l 2

c (� t )]

2
+

� (t )E[m 2
t ]

2
(3.43)

Using assumption 3, we have

E[L c (� t +1)] � E [L c (� t )] �
� (t )E[l 2

c (� t )]

2
+

� (t )(! 2
t + K )

2
(3.44)

If we subtract E[L c (� � )] from both sides, we get
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E[L c (� t +1)] � E [L c (� � )] � E [L c (� t )] � E [L c (� � )] �
� (t )E[l 2

c (� t )]

2
+

� (t )(! 2
t + K )

2
(3.45)

Similar to actor convergence, we want what comes after the loss functions to be non-

positive,

�
� (t )E[l 2

c (� t )]

2
+

� (t )(! 2
t + K )

2
� 0 (3.46)

which is satis�ed if

E[l 2
c (� t )] � ! 2

t + K (3.47)

E[l c ] is

E[l c (� t )] = (Rt + 
 V (st +1j! t ) � V (st j! t ))(
 r ! t
V (st +1j! t ) � r ! t

V (st j! t )) (3.48)

Assuming that V (sj! ) = s! (which is an assumption that would hold for simpler actor

critic architecture such as single layer networks), then l c simpli�es to,

E[l c (� t )] = (Rt + 
 st +1! t � st ! t )(
 st +1 � st ) (3.49)

Then E[l 2
c ] will be

E[l 2
c (� t )] = (Rt 
 st +1 � Rt st )2 + (
 2s2

t +1 � 2
 st +1st � s2
t )2! 2

t

� 2(Rt 
 st +1 � Rt st )(
 2s2
t +1 � 2
 st +1st � s2

t )w t

(3.50)

If we replace E[l 2
c (� t )] in Eq. 3.47 with the derivation we found,
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(Rt 
 st +1 � Rt st )2 + (
 2s2
t +1 � 2
 st +1st � s2

t )2! 2
t

� 2(Rt 
 st +1 � Rt st )(
 2s2
t +1 � 2
 st +1st � s2

t )w t � w 2
t + K

(3.51)

If � 2(Rt 
 st +1� Rt st )(
 2s2
t +1� 2
 st +1st � s2

t )w t � 0, then we can omit � 2(Rt 
 st +1� Rt st )(
 2s2
t +1�

2
 st +1st � s2
t )w t and found a lower bound for ! as

w t �

v
u
t K � (Rt 
 st +1 � Rt st )2

(
 2s2
t +1 � 2
 st +1st � s2

t )2 � 1
(3.52)

If � 2(Rt 
 st +1 � Rt st )(
 2s2
t +1 � 2
 st +1st � s2

t )w t � 0, then for a suf�ciently small constant

coef�cient �

w t �

v
u
t K � (Rt 
 st +1 � Rt st )2

� ((
 2s2
t +1 � 2
 st +1st � s2

t )2 � 1)
(3.53)

satis�es the non-positive property of Eq. 3.46 assuming (
 2s2
t +1 � 2
 st +1st � s2

t )2 > 1.

Given that Eq. 3.46 is satis�ed, we know

E[L c (� t +1)] � E [L c (� � )] � E [L c (� t )] � E [L c (� � )] �
� (t )E[l 2

c (� t )]

2
+

� (t )(! 2
t + K )

2
(3.54)

E[L c (� t )] � E [L c (� � )] �
� (t )E[l 2

c (� t )]

2
+

� (t )(! 2
t + K )

2
� E[L c (� t )] � E [L c (� � )] (3.55)

then, we also know

E[L c (� t +1)] � E [L c (� � )] � E [L c (� t )] � E [L c (� � )] (3.56)

Eq. 3.56 is a contraction operation where as t ! 1 , E[L c (� t )] ! E [L c (� � )], which implies
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that ! t ! ! � . Hence, the critic is guaranteed to converge.

Note on Eq. 3.53: The converge guarantee depends on ! having a lower bound given in Eq.

3.53. In practice, if the ! values do not satisfy the lower bound, one could initialize ! 0 such

that it would satisfy Eq. 3.53 for all states of the environment and then apply weight clipping

on ! after the gradient calculations to make sure that the condition in Eq. 3.53 is satis�ed.

Proof of Convergence for Curriculum Selection

READ-C determines the start state for the environment based on the KL divergence between

the agent's policy and the true policy of the MDP which is given as

s0 = a r g ma x s2SDK L (R(�js; � t )jjQ(�js; � t )) (3.57)

If we assume that the output of the actor-critic model is normally distributed (which is an

assumption that holds for advantage actor-critic), then KL divergence will have a closed form

solution which is

DK L (R(�js; � t )jjQ(�js; � t )) = l og (
� l r n (sj� t , zt )

� t r ue
)+

� 2
t r ue

2� 2
l r n (sj� t , zt )

+
(� t r ue � � l r n (sj� t , zt ))2

2� 2
l r n (sj� t , zt )

(3.58)

where � and � refer to the mean and standard deviation of the Gaussian distribution the policy

R samples the actions from. (� t r ue , � t r ue ) comes from an already existing optimal policy Q

and (� l r n , � l r n ) comes from the current policy of the agent.

The expected loss for following a trajectory initiated at a starting state generated by the

curriculum learning algorithm would be

X

sc 2S

PDK L (RjjQ)(s0 = sc j� )P(� js0, � 0)E[La (� t , ! t , zt , st )] (3.59)

where CL refers to the set of start states s0 calculated by Eq.3.57 w.r.t. KL divergence given in
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Eq.3.58.

Given the convergence of the actor-critic, we wish to show that the distribution of start

states above does not change the convergence of READ-C.

For the �rst base case, if sc = sg , then it is trivial to show that the algorithm will converge since

the agent is already at a goal state and does not need to take any action to reach convergence.

For the second base case, if sc = ne ig hb o r (sg ), then the expected loss would be

P(sg js0, � 0)E[La (� t , ! t , zt , st )] (3.60)

for a suf�ciently large exploration rate of � , P(sg js0, � 0) > 0 and we know that E[La (� t , ! t , zt , st )]

converges when t ! 1 based on Eq.3.38. Then, the algorithm is supposed to converge to an

optima when the start state is a neighbor of a goal state.

Having established the base cases, we now assume that READ-Cconverges when sc = sn

where sn is a state on trajectory � . We need to show that READ-Cconverges when sc = sn � 1

where sn � 1 is a prior state to sn on the trajectory. The expected loss is

PDK L (RjjQ)(s0 = sn � 1j� )P(� jsn � 1, � n � 1)E[La (� t � 1, ! t � 1, zt � 1, st � 1)] (3.61)

which is equivalent to

PDK L (RjjQ)(s0 = sn � 1j� )P(sn jsn � 1, � n � 1)P(� jsn , � n )E[La (� t � 1, ! t � 1, zt � 1, st � 1)] (3.62)

We could replace E[La (� t � 1, ! t � 1, zt � 1, st � 1)] with E[La (� t , ! t , zt , st )] �h l a (� t � 1), � t � � t � 1i based

on Taylor's Theorem. As t ! 1 , we know that j� t � � t � 1j ! 0 due to the convergence of

the actor from the previous section, which makes the inner product term 0, leaving us with

E[La (� t , ! t , zt , st )]. Similarly, we could replace PDK L (RjjQ)(s0 = sn � 1j� )P(sn jsn � 1, � n � 1)with PDK L (RjjQ)(s0 =

sn j� ) resulting in

PDK L (RjjQ)(s0 = sn j� )P(� jsn , � n )E[La (� t , ! t , zt , st )] (3.63)
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We know that this equation converges due to the inductive assumption. Then, READ-Cmust

converge for s0 = sn � 1.

We have shown that the curriculum selection does not change the convergence of READ-C.

Given that actor-critic converges and the curriculum selection criteria does not change the

convergence, READ-Cmust converge under the assumptions given in Section 3.4.2.

3.5 EFD

The previous sections of this chapter deals with the design of an explicit curriculum over the

modi�cations done on the start state. While the explicit curriculum is useful in improving

the learning process of the agent, it does not improve the feedback ef�ciency of the learning

process and only focus on the sample ef�ciency. EFD introduces a new layer of performance

improvements to the training process by advancing the feedback ef�ciency of the RL agent.

I use the same formulation of entropy given in Eqs. 3.4 & 3.5 for measuring the con�dence

of the agent regarding its knowledge of the feedback for the current state but in this case, the

entropy is calculated over the action and reward distributions of the agent model. We do not

use the relative entropy in this method since we do not want the dependence of the agent on

the existence of a teacher model and estimating the relative entropy values via GBM regressor

is less ef�cient in the case of feedback diminution since the agent needs to calculate entropy

values at every step of the training as opposed to only calculating it at every curriculum step.

EFD in a way replaces the train function given in Algorithm 2 as it performs the same manner

of deep RL training as before but it also intertwines the entropy and feedback skipping steps

into the training process. The agent is assumed to have the ability to skip any environmental

reward it deems unnecessary via the use of entropy. There does not exist any limit on how

much reward the agent skips but we also introduce additional variants of EFD approach that

prohibits the agent from having a long sequence of training steps with no rewards observed.
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EFD calculates the entropy of the action and reward models for the current state, tells the

environment whether it wishes to skip the reward based on the agent's con�dence level, and

trains the agent using the reward values sampled from the reward model if a transition does not

have a feedback assigned to it. Entropy of the action model denotes how much uncertainty the

agent has in its knowledge of the optimal action selection whereas the entropy of the reward

model shows how much lack of information the internal reward model has for the estimation of

the feedback value in the given state. Both use the same entropy formulation in the calculation

of the action and reward entropy but one uses the output distribution of the actor model

while the other relies on the output distribution of the internal feedback model to estimate the

entropy values. I use two reward models to improve the stability of the feedback prediction.

One model serves as the learning reward model and the other the target reward model. I use

the target model to predict the missing reward values for the training of the agent (i.e. actor,

critic or DQN architectures depending on which RL method is used). I train the learning model

at every iteration of the environment using a single batch of samples and copy it to the target

reward model after each episode. I keep two separate buffers: the replay buffer contains all

transitions for training the agent and the feedback buffer stores only the transitions containing

an associated reward value. The feedback buffer is used in training the learning reward model

and the replay buffer is used for the training of the agent as is usually the case for deep RL

algorithms. Algorithm 5 is the pseudo-code for the training process of the feedback diminution

problem.

Algorithm 5 �rst initializes the agent model (Line 4) which is the neural network I use

for the policy, including the target network. Then, Algorithm 5 initializes the reward models

(Line 5) and begins training from an initial state of the environment (Line 7). The reward models

contain the same architecture and number of layers as the agent model and receive the same

state, action pair as input. They output either a numerical value or a Gaussian distribution

depending on how the feedback signal is supposed to be modeled for the given MDP. The

algorithm performs � -greedy action selection from the agent model (Line 11) and observes the
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1: INPUTS: environment: E N V ; convergence criteria: c onv .
2: CONSTANTS:set of terminal states: Sg ; initial state: si ; con�dence threshold: C T H R E SH.
3: VARS:replay buffer: R B; feedback buffer: F B; state: s; terminal condition: t r m ; reward: r .
4: Initialize agent model: N Nag e nt

5: Initialize reward model: N N l e a r n
r e w and N N t a r g e t

r e w
6: while c onv is not satis�ed do
7: s  si of E N V
8: t r m  s 2 Sg

9: r  nul l
10: while t r m is Falsedo
11: Selecta using � -greedy policy on N Nag e nt (s)
12: Calculate con�dence C on f on N Nag e nt and N N t a r g e t

r e w
13: Take action a in E N V and observe s0

14: if C on f � C T H R E SH then
15: observe r from E N V
16: Store (s,a , r , t r m ,s0) in FB
17: end if
18: Store (s,a , r , t r m ,s0) in RB
19: Sample a minibatch B from F B
20: Perform a batch update on N N l e a r n

r e w using B
21: Sample a minibatch B from R B
22: for (s,a , r , t r m ,s0) in B do
23: if r == nul l then
24: r  N N t a r g e t

r e w (s,a )
25: end if
26: end for
27: Perform a batch update on N Nag e nt using B
28: s  s0

29: t r m  s 2 Sg

30: end while
31: Copy N N l e a r n

r e w to the N N t a r g e t
r e w

32: end while
Algorithm 5: EFD

next state (Line 13). It calculates con�dence using Eqs. 3.4 & 3.5 (Line 12), which is detailed in

Algorithm 6, and if con�dence is below the threshold (Line 14), it receives a reward from the

environment (Line 15). The algorithm then stores (s,a , r , t r m ,s0) tuples in F B for the training

of the reward model (Line 16) if the con�dence for the given state is lower than the threshold

and in R B for the training of the agent (Line 18). Then, the algorithm samples a minibatch

of transitions from F B (Line 19) and performs an optimization step on the learning reward
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model to update its estimate for the feedback signals (Line 20). It also samples a minibatch of

transitions from R B (Line 21) and replaces the missing reward values with the predictions from

the target reward model (Line 24). Finally, the algorithm performs an optimization step on the

agent using the minibatch with the mixture of actual and predicted rewards values (Line 27).

It repeats the training process until the agent reaches the end of episode (Line 29 &Line 10).

Then, it copies the learning reward model to the target reward model (Line 31) and continues

the training until the convergence criteria is met (Line 6).

1: INPUTS: learning model: N Nag e nt ; reward model: N N t a r g e t
r e w ; state: s; action: a .

2: VARS:Q-values for state s: Q s; probabilities for agent and reward models: Pag e nt &
P r e w a r d ; entropies for agent and reward: H (A) & H (R).

3: OUTPUTS: agent's con�dence for state s: C on f .
4: Q s

ag e n t  get Q-values from N Nag e nt (s)
5: Pag e nt  so f t ma x (Q s

ag e n t )
6: Pr e w a r d  get � , � from N N t a r g e t

r e w (s,a )
7: H (A)  e n t r op y (P s

ag e n t )
8: H (R)  e n t r op y (P s

r e w a r d )
9: C on f  H a r moni c M e an (1 � H (A),1 � H (R))

10: return C on f
Algorithm 6: Con�dence Calculation with Discrete Action and Continuous Reward En-
tropies

Algorithm 6 provides the details for the entropy calculation given in Algorithm 5 at Line 12.

It takes the agent and reward models, and the current state-action pair as inputs. It takes the

Q-values for the agent model (Line 4), applies softmax to obtain probability values (Line 5),

and uses the probability estimates from the reward model (Line 6). It then calculates the action

entropy (Line 7; H(A)), and the reward entropy (Line 8; H(R)), and combines these entropies

using the harmonic mean. The �nal value is calculated by subtracting the result from 1 to

convert it to a con�dence (Line 9). In the experiments, I refer to this entropy calculation as action

entropy (AE) + reward entropy (RE) since it attempts to capture the con�dence of the agent in

both its ability to learn the reward function and its accuracy in the action policy. I also use a
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simpli�ed version of this algorithm where we only consider the entropy of the agent without

any guidance from the reward model. I refer to the second version of the entropy calculation as

action entropy (AE) since it does not use the harmonic mean to combine two entropy values. If

the agent only uses AE for estimating its con�dence in the feedback signals, then the internal

reward model does not need to output a Gaussian distribution for the probabilities of the

reward values and can use a simple numeric reward as its output along with the regular mean-

squared loss function. However, when the agent is using AE + RE for the calculation of the

con�dence, the internal reward model of the agent needs to de�ne its output as a Gaussian

distribution so that I could calculate the probability distribution required for the generation of

the reward entropy using Eq. 3.5.

I use harmonic mean for combining AE and RE values. Using harmonic mean results in

the �nal value to be closer to the higher of the two con�dence values which provides a more

conservative estimate for the agent's uncertainty. If the action con�dence is low, the agent

does not have enough knowledge to make an accurate action selection so receiving feedback

from the environment could bene�t the agent in learning the optimal action distribution.

Similarly, if the reward con�dence is low, the agent should not skip the feedback coming from

the environment since the environment feedback could help improve the accuracy of the

reward model. Harmonic mean punishes the agent even if only one of these con�dence values

is low, which is the intended behavior in this setting. The other option is to use the minimum

of the two entropy in calculating the �nal entropy, which skews the data too much in the

favor of the lower entropy value as we completely ignore the higher one. Taking the harmonic

mean provides a balance between averaging and picking the minimum. The con�dence here is

presented as 1 - the entropies, which does not affect the magnitude of the entropy value but only

converts the uncertainty into a con�dence metric. One could easily use uncertainty instead

of con�dence by using C on f � 1 � C T H R E SH at Line 14 of Algorithm 5. The con�dence

value Algorithm 6 returns is always within the range [0,1] due to the entropy calculations and

the harmonic mean operation not causing any change in the scale of the probability values.
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Therefore, the con�dence measure remains independent of the scale of Q-values similar to

READ-Cand offers the possibility of being used in various domains of RL.

3.5.1 Regularization of Con�dence

EFD is a greedy process that skips the reward for every state where the agent's con�dence

is predicted to be high based on entropy calculations. During training, the agent does not

always produce reliable estimates for its con�dence since it has no access to the optimal policy

and the entropy only serves as a heuristic assessment of con�dence. Skipping the reward

in states where the agent's con�dence is misplaced may lead to suboptimal performance. If

the agent perceives its con�dence to be high in most of the states, the agent may go into a

loop where it keeps skipping rewards for long sequences of training and fails to learn any

new information from the environment. This situation is undesirable for the agent since it

prevents the agent from continuing its exploration of the state space. To prevent this type of

phenomena, I regularize the con�dence of the agent to make sure that the agent would at least

have a guarantee of receiving a reward signal from the environment after a certain number of

steps taken without any environmental reward. The regularization of con�dence penalizes the

agent for every reward it does not receive and when the con�dence falls below the con�dence

threshold due to the accumulation of penalties, the agent becomes obliged to receive a reward

from the environment even if it does not think the reward is necessary based on its entropy

calculations. The regularization does not affect which states the agent prefers to skip since

it is applied equally to all states but rather, it reduces the overall ratio of skipped rewards to

received rewards during the training process independent of the state information.

I offer two regularization terms, namely, exponential and hyperbolic regularization. I de�ne

exponential regularization as e � � � n , and the hyperbolic regularization as 1
1+� � n , where � is

the temperature parameter and n is the number of steps taken without any reward from the

environment ( i.e., I reset n to zero when the agent receives a reward from the environment). I

multiply the con�dence term with the regularization term at every step to reduce the likelihood
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of the agent not receiving any reward for long periods of training. The �nal formulation for

con�dence then is

e � � � n �

�
2

1
1� H (A) + 1

1� H (R)

�

, (3.64)

for the exponential regularization where the left side term denotes the exponential decay and

the right hand side show the harmonic mean of the entropy values, and

1

1+ � � n
�

�
2

1
1� H (A) + 1

1� H (R)

�

, (3.65)

for the hyperbolic regularization where the left side term denotes the hyperbolic decay and the

right hand side shows the harmonic mean of the entropy values. Note that the regularization

term in both cases apply to the whole formulation of con�dence rather than the individual

entropy values so the entropy calculation does not get affected by the type of regularization

being used. The exponential regularization performs a steeper reduction in the con�dence

values due to the exponential function decaying faster than hyperbolic as n grows. Hyperbolic

regularization provides a softer decay than exponential and resembles the human psychological

decay for delayed rewards (Takahashi et al. 2014). I use a constant temperature parameter � in

my experiments which is 0.5 for exponential and 1 for hyperbolic regularization. During the

hyperparameter tuning, I tried values in the range of [0.25, 0.5, 0.75, 1] and picked the best

performing one for the temperature constant.
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CHAPTER

4

EXPERIMENTAL SET-UP

This chapter contains all the relevant information regarding the three environments I use to

test my algorithms. It also de�nes the comparison methods and delineates the performance

measures needed for evaluating the experimental results. READ-Cand EFD are evaluated in

the same set-up but there exist small differences in the comparison algorithms they contend

with. This chapter clari�es why each comparison algorithm has been selected in Section 4.2.

Then, it provides the set of hyperparameters used for the curriculum learning algorithms and

describes the hyperparameter selection process.
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4.1 Environments

I use a 20x20 2D grid, two continuous state-action space domains and a real world epidemic

simulation to test the algorithms. The main motivation behind choosing these particular do-

mains is to show that the curriculum learning algorithms could be applied to environments

having different characteristics. I use discrete and continuous state-action space environments

in evaluating the performance of my algorithms to demonstrate that the curriculum perfor-

mance does not depend on the speci�c type of output and / or input that the environment

provides to the agent. The environments I use are also used in the literature for evaluating

some of the baseline algorithms I present. The following subsections lay out the characteristics

of the environments I use in each domain.

4.1.1 Key-Lock

The Key-Lock domain contains keys, locks, pits, and obstacles similar to (Konidaris and Barto

2007a) and (Narvekar et al. 2017). The agent's task is to pick up the key and unlock the lock

while avoiding the pits and obstacles. Each key picked up gives a reward of 500 and each lock

unlocked gives a reward of 1,000. Falling into a pit receives -400. All other actions including

moving into an obstacle receive -10. Moving into an obstacle results in no state transition.

The learner can only move in cardinal directions and is assumed to have obtained the key

or unlocked the lock if its location matches the location of the key or it has obtained the key

and matches the location of the lock. An episode terminates when the agent obtains all the

keys and unlocks all the locks, falls into a pit, or reaches 100 time steps. Since the agent only

receives rewards when it is exactly at the same position as the key or the lock, this is a sparse-

reward task where the agent obtains meaningful feedback from the environment in a certain

limited number of discrete states. A state in the key-lock environment is represented as a vector,

including the Euclidean distance from the learner in all cardinal directions to the nearest key

and lock, four binary parameters indicating if there is an obstacle in the neighboring cells, four
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binary parameters indicating if there is a key or lock in the neighboring cells, and eight binary

parameters indicating if there is a pit in the two adjacent cells in all four directions. Lastly, two

integers indicate the number of keys and locks captured so far.

Figure 4.1: Visualization of the Key-Lock Environment (Narvekar et al. 2017).

The diagram given in Figure 4.1 displays a 10 by 10 key-lock environment (Narvekar et al.

2017). The agent is depicted as a red robot. There is one key, one lock and four obstacles in the

environment. Six grids are allocated for the pit. They are displayed as a continuous region in

this case but they don't have to be. The pits could be scattered anywhere in the environment

and could be as small as a single grid. The agent is supposed to go around the pits and obstacles

to reach the key and then come back to open the lock. The target environment I use is 20
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by 20 with a higher number of obstacles and pits but the characteristics of the environment

remain the same as the example given in Figure 4.1. The simpler environment I use to train the

regressor model for READ-Cis a 10 by 10 environment very similar to the one shown above.

I also have some results for environments with 30 by 30 sizes but due to the time it takes for

the agent to explore those large state spaces, it takes a signi�cant amount of time to run the

experiments so the 20 by 20 environments serve as a good middle point between the practicality

and the complexity of the experiments my algorithms need to prove their ef�ciency. The 30

by 30 environments use the same architecture as well but they contain a signi�cantly higher

number of obstacles and pits compared to the small and mid-size environments.

4.1.2 Fetch-Push

The Fetch-Push environment from the gymnasium robotics library is a robotics control domain

where a mobile manipulator robot must move a block to a target position using its gripper (Plap-

pert et al. 2018; Vecchietti et al. 2020). The position of the robotic gripper and the block are

randomly determined at the beginning of each episode. The agent takes three continuous

actions in this environment that change the displacement of the gripper in 3D space. All of the

actions are de�ned in the range of [-1, 1]. The reward the agent receives is 0 for having the block

within the target position and -1 otherwise. Episodes don't terminate, instead they are truncated

after 50 steps. In this sense, the in�nite horizon nature of this environment differentiates it from

the other sparse reward environment I employ. However, since my entropy calculations only

depend on the information the agent has regarding its current state, there does not exist any

need to perform a modi�cation in my calculations to accommodate this environment. A state

is a vector, including the position, velocity and displacement of the gripper and the position,

velocity and rotation of the block. The input to the neural network is the concatenation of the

state and the goal information since the environment uses a goal-aware observation space.

The diagram given in Figure 4.2 displays a visualization of the fetch push environment

including a hypothetical robotic arm. The black block represents the object the robotic arm
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Figure 4.2: Visualization of the Fetch-Push Robotics Environment (Vecchietti et al. 2020).

(agent) needs to push into the goal location. The red circular object depicts the location of the

goal on a white plane surface. The agent manages to successfully complete its task when the

black box reaches within 10 cm of the red circular object. Both the black box and the red circle

are assigned a random position at the beginning of each episode. The image above only shows

an example con�guration for the beginning of the episode. The robotic arm and the black box

are not required to be close to one another at the beginning but they could be in any position

on the x-y coordinate system while having the same z coordinates.
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4.1.3 Parking

I use the single-agent parking environment from the highway environment library (Leurent

2018; Li et al. 2019; Xu et al. 2020; Chen et al. 2021). The parking environment consists of 30

parking spots, an agent and a goal item randomly positioned in one of the spots. The agent

always starts in the same position but its initial orientation changes randomly and is tasked

to reach the goal and orient itself in the right direction. There are two continuous actions:

velocity and angular velocity both in [-1,1]. An episode terminates when the agent reaches the

goal and orients itself in the correct direction or when the episode length reaches 100 time

steps. The environment allows the agent to wander outside of the parking lot and does not

provide any boundaries. The agent receives a punishment proportional to its distance to the

goal w.r.t. position and orientation. A state is a vector, including the agent's position, velocity,

angular velocity, and the goal's position and orientation. The input to the neural network is

the concatenation of the state and goal information since the environment uses a goal-aware

observation space.

Figure 4.3: Visualization of the Autonomous Driving Parking Environment (Leurent 2018).

The diagram given in Figure 4.3 displays the visualization of the parking environment
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provided in the highway environment package. The car is shown as a yellow rectangular object.

The target parking spot is displayed as a green square. The rectangle is supposed to reach the

location of the square and orient itself in the same direction as the square object. The target

environment contains 30 parking spots, which is a parameter I am able to play with. There

do not exist any obstacles or other cars in the parking lot. The agent moves freely using the

velocity and angular velocity actions it has.

4.1.4 Environments for Regressor Training

For the training of the regressor, I use simpli�ed versions of the target tasks. In the case of the

key-lock domain, the regressor learns the optimal policy for a 10x10 environment having the

same goal characteristics (position and direction) as the original environment. In the parking

environment, I reduce the number of parking spots to 8 and halve the initial distance between

the agent and the parking spaces to make it easier for the agent to reach the goal. In the robotics

environment, I restrict the training to the cases where the block is close to the goal location.

Since READ-C-SArequires the training of the regressor for a particular domain once, I only need

to construct a single source environment for every domain, which ends up being less time-

consuming than manual curricula generation. I train the agent on the simpli�ed environments

until the agent obtains the highest possible score, and I periodically save the relative entropy,

entropy and Q-value data at various checkpoints in the training process. Once the training

is complete, I use the data I generated on the simpli�ed environments to train the regressor

model. I feed the relative entropy between N Nag e nt and N Npa s t , the entropy of N Nag e nt , the

entropy of N Npa s t and the Q-values as input to the model and use the optimal policy obtained

at the end of the training process to calculate the relative entropy between N Nag e nt and the

reference policy, which is the output of the regressor model. After training the regressor, I move

onto the target environment and do not use the simpli�ed environments in the rest of my

experiments. For domains where simplifying the target environment is not possible, using

the exact same experimental set-up I employ would be infeasible. In those situations, one
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would either need to run only EFD on the target environment without READ-Cor use the data

generated on the early stages of the target environment training to train the regressor model

albeit that training without an optimal policy might result in poorer performance than the

results I present in this work.

4.1.5 Sample Collector Simulation for African Swine Fever Outbreak

I use an African swine fever (ASF) outbreak simulator (Sykes et al. 2023) as a real-world envi-

ronment to test the performance of our reinforcement learning algorithm. The simulator runs

a stochastic transmission model with six transmission routes: i) movement of pigs between

farms; ii) local transmission, re�ecting transmission related to spatial proximity; iii) vehicles

moving pigs between farms (pig trucks); iv) vehicles moving pigs from farms to slaughterhouses

(market trucks); v) vehicles delivering feed to farms (feed trucks); and vi) vehicle movements

between farms without a de�ned role (unde�ned trucks) (Galvis and Machado 2024). The initial

outbreak starts at a random seed farm and transmissions take place starting from day 2 of the

simulation. The ASF simulation generates the farm data used as an input for the reinforcement

learning algorithm that calculates the number of sample collectors and the laboratory capacity

requirements.

Real World Epidemic Data

The data I use for the sampler collector simulation fall into three main groups: farm data,

laboratory data, and of�ce data. The of�ce data denote the information about the of�ces of

the companies that own the farms. The laboratory data detail the information I need regarding

the laboratories processing the samples and �nally, the farm data delineate the necessary

information regarding the outbreaks, farms and the samples that need to be taken. Every day,

the samplers begin their journey at an of�ce location before going to any farms to perform

sampling. The of�ce data contains the location of the of�ce, the company id of the of�ce, the

region the of�ce belongs to and a unique identi�er for the of�ce. A company is allowed to have
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multiple of�ces but a sampler is assigned to only a single of�ce. Each region has at least one

of�ce to perform the sampling of the farms in that region. Each of�ce corresponds to a unique

company, region pair in our experiments. A sampler is not allowed to change his of�ce and can

only sample from the farms belonging to the same company, region as the of�ce he belongs

to. The farm data is generated by running the ASF outbreak simulator, which simulates the

spread of African Swine Fever virus. Each data point in the farm data denotes the information

about a single instance of sampling the samplers need to complete. More speci�cally, each

data point contains the location of the farm that needs to be sampled, the unique identi�er

for the farm, the company and region the farm belongs to, the number of samples needs to

be taken from the said farm, the day in which the sampling should be done for the farm, the

production type of the farm, the number of barns the farm has and the zone type of the farm.

I use the farm data and the pairwise distances between farms as the input for our sampler

simulator to determine the number of samplers I need to perform the sampling on time and to

allocate the samplers to the farms in an ef�cient manner. The sample collector simulator takes

into account the urgency levels of the farms as well as all the other parameters de�ned in the

farm data such as the location of the farms and the sizes of the farms to determine the order in

which the samplers should visit the farms given in the farm data. The sampler simulator also

takes into account how many barns a farm has in calculating the total number of samplers sent

to a particular farm. The laboratory data contains the unique identi�er for each laboratory,

the location of each laboratory and the capacity of each laboratory. Samplers always bring the

samples to the laboratory location after completing the sampling process. If the number of

samples received by the laboratory exceeds the capacity, the excess samples stored in the lab

storage to be processed in the next available day.

State And Action Representation

The input state given to EFD includes the distance of the sampler to the farms, the time the

samplers have worked so far and the urgency level of the farms as a numeric matrix. The action
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in this case denotes which farm the sampler is supposed to go next for every available sampler.

The output of EFD is a set of Q-values, one for each farm, that estimates the cumulative reward

the system would obtain if it performs a sampler allocation to that farm. I mask the Q-values

for the farms that do not need to be sampled and select the farm with the highest Q-value as

the next location to be sampled. Then, the simulation sends the �rst available samplers to the

selected farm and calculates the reward based on the negative total time all of the samplers

spent sampling the animals and traveling from of�ce to farm to the laboratory. The rest of the

EFD process including the training and inference follows Algorithm5 using the (state, action,

reward) transitions generated from sample collector simulation. At the end of each day, EFD

returns the number of sampler collectors, the list of farms that are sampled and the list of

farms that are tested at the laboratory to the ASF simulation for the calculation of the epidemic

spread in the next day.

Sample Collector Simulation via EFD

The sample collector simulation makes use of EFD as a subroutine for performing training and

inference to �nd the minimum number of sample collectors required to complete the sampling

of the farms on time. Every day, EFD trains on the transitions generated from allocation of

samplers to the farms and observing the spread of the outbreak for the given allocation. After

performing training on 50,000 simulations with 25 repetitions of each simulation, the sample

collector simulation saves the policy learnt from the EFD and uses the saved policy for doing

inference on additional simulations where I test the performance of EFD against a regular

reinforcement learning algorithm and a hill climbing approach. The hill climbing algorithm

generates candidate solutions by performing greedy allocation of the samplers to the farms (i.e.

the nearest sampler to the most urgent farm). If a constraint is not satis�ed, the hill climbing

method backtracks and generates a new candidate solution until all of the conditions are

satis�ed. At the end, the solution the hill climbing algorithm �nds gives us a greedy allocation

of the samplers to the farms that I use as a baseline to compare against EFD.
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4.2 Comparison Algorithms

I compare READ-C-TD and READ-C-SAto the method from (Narvekar et al. 2017), which uses

the maximum change in the policy as determined by the number of states in which the action

selected by the policy before learning the source task differs from the action selected by the

policy after learning the source task. The criteria selects the task with the highest policy change

to the curriculum. I use a set of 15 manually generated for this comparison. The generation

of curricula in their case looks at the policy difference whereas I use the uncertainty of the

agent measured by relative entropy to generate my curricula. The other difference is that their

curriculum consists of a sequence of MDPs de�ned by a feature vector while my curricula

consist of a sequence of start state modi�cations. Both approaches use curricula to improve

the learning ef�ciency of the agent and both use heuristic measures in the design of curricula

for speeding up the curriculum generation process. For additional comparison, I also use a

randomly generated curriculum and learning directly on the target task. I generate the random

curriculum by sampling start states from the neighborhood of the terminal states since that

kind of sampling gives better performing curricula compared to sampling randomly from the

whole state space. I also compare the different variants of READ-Cagainst one another to

determine which variant gives better improvements in regards to the performance criteria

de�ned in Section 3.1.

I compare EFD to a DQN (Mnih et al. 2015) in the key-lock domain, a variant of advantage

actor-critic network (A2C) (Mnih et al. 2016a) in the parking environment and the hindsight

experience replay (HER) (Andrychowicz et al. 2018) algorithm in the robotics domain. I choose

the comparison algorithms based on what neural network architecture is suitable for the task

and what approaches have been employed in the literature to solve the given task ef�ciently. For

instance, HER improves the learning performance of other RL algorithms drastically in domains

like robotics fetch-push environment, which is the reason for selecting that approach as the

comparison algorithm for that particular domain. My approach to reducing environmental

rewards makes the task harder for the agent to learn as time passes, which in return creates a
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soft curriculum without providing a clear sequence of curriculum tasks. HER also serves as

an implicit curriculum learning algorithm as it makes reaching the goal simpler for the agent

as the training continues. However, my algorithm deals with reducing the feedback input to

the agent whereas HER modi�es the already existing transitions in the replay buffer. For this

reason, I ran EFD on top of HER to get the bene�t of both as they do not hinder or interfere

with one another. In general, unless otherwise speci�ed, the given algorithms function in

parallel with EFD in all of my experiments. For additional comparison, I also use a randomly

generated entropy value between 0 and 1 as a random feedback diminution method and I use

the regularization term without any entropy as a constant feedback diminution approach to

make certain that entropy calculations have a positive effect in reducing the feedback from the

environment. I also compare EFD and its variants to evaluate the trade-off they pose in regards

to the balance between the learning ef�ciency and the feedback ef�ciency of the agent.

For epidemic simulations, I compare the EFD algorithm against a hill climbing approach.

The hill climbing approach generates a candidate solution by performing a locally optimal

allocation of sample collectors to the farms at each timestep. In this case, the locally optimal

allocation greedily chooses the farms with the highest urgency based on their production type

and assigns the sample collectors closest to the location of the farm to do the sampling. After

obtaining a candidate solution, the hill climbing algorithm checks if the solution violates any

of the constraints speci�ed by the sample collection process and makes an incremental change

in the solution that would satisfy the violated constraints. The incremental changes include

increasing the number of sample collectors sent to a speci�c farm, increasing the total number

of sample collectors at a given of�ce, or changing the regular working hours of the sample

collectors. After all conditions are satis�ed, the hill climbing algorithm returns the allocation of

the sample collectors to the epidemic simulation for the current day and repeats the process for

every day of the epidemic until all of the farms are sampled. It then reports the total number of

sample collectors needed, the total time it takes to perform the sampling, and the total amount

of feedback required to �nd the optimal solution. I use these outputs from the hill climbing
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algorithm as a baseline in evaluating the performance of EFD.

4.2.1 Experimental Setup and Hyperparameter Tuning

I compare the performance of all algorithms based on the total reward they obtained while

learning the target and curriculum tasks including the time it takes to generate the curriculum. I

also compare the convergence times of the algorithms and provide 95% con�dence intervals for

the majority of the results I generate. All algorithms that are being compared with one another

share the same target task and make use of the same underlying RL agent. The curriculum

learning algorithms only make the necessary changes for the generation of the curriculum and

revert all those changes back once the �nal training on the target task starts. I use the same

randomly initialized weights for all neural networks, use the same epsilon-greedy strategy for

every policy and use the same method of sampling for all buffers (RB, SB and FB) to obtain

a fair comparison between the algorithms. All algorithms share the same hyperparameter

values for the neural network, which I provide in the Tables 4.1 & 4.2 below. However, some

hyperparameters such as the con�dence threshold are speci�c to a particular approach. In

those cases, only the relevant algorithms make use of those hyperparameters.

Table 4.1: Hyperparameters for the Neural Network.

Param Value Param Value

� 1 Optimizer Adam
Eps. Decay 0.995 Loss Mean Squared

Min. � 0.01 Buffer Size 40,000
� 0.005 Batch Size 16
� 0.99 Entropy Redu. 10

There are two types of hyperparameters: 1) neural network (including for the convergence

criteria) and 2) curriculum selection. Table 4.1 contains the parameters used by the neural

network. These parameters are not tuned for any speci�c algorithm and all algorithms I use

75



share these parameters for all of the experiments and results in the same domain. � is the

� -greediness of the algorithm, which decays during training. High � -greediness in the early

stages of the learning process helps the agent perform better exploration of the environment

whereas once the agent learns the state space, having a lower � rate improves the stability

of the agent. � and � are the learning rate and discount factor respectively. Entropy Redu.

is the number of consecutive episodes the convergence criteria considers in determining if

entropy is reducing or not. The buffer size denotes the size of the RB, FB and SB since all of the

buffers the algorithms employ use the same size limit for convenience. The optimizer refers

to the optimization method used to update the neural networks. I use Adam optimizer since

it performs better than Stochastic Gradient Descent in my experiments and the comparison

algorithms prefer the Adam optimizer as well. Finally, I use the mean-squared error loss and a

batch size of 16 for training the agent in the Key-Lock environment. The batch size is increased

to 256 for parking and robotics domains since having a larger batch to update the neural

networks speeds up the training process in those continuous control environments.

Table 4.2: Hyperparameters for the Curriculum Learning.

Parameter Value Parameter Value

Clustering Agglomerative Cutoff Dist. 3
� 50,000 Cur. Length 4

Conf. Thresh. 0.25 Averaging Harmonic Mean

Table 4.2 shows the parameters for curriculum generation. Clustering and Cutoff Distance

refer to the clustering algorithm used to generate regions and the cutoff point for stopping

the merge of clusters. The cut-off distance of 3 is selected for my experiments as it gives a

reasonable number of clusters in the Key-Lock environment based on the visual inspection

of the clusters being generated. � denotes the number of pre-training steps on the target task

before the curriculum generation. Curriculum Len. is the number of tasks in the curriculum,
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which is predetermined prior to the beginning of the training. For READ-C-SA, � is 15,000,

which is the number of iterations done between N Nag e nt and N Npa s t . These parameters relate

to READ-Cas they are being used for the active generation of the curricula. Then, there are

two additional parameters for the EFD. Con�dence threshold is the value that determines if an

environmental reward is to be obtained. Harmonic Mean refers to the averaging I perform for

combining the action entropy and reward entropy. Due to the large number of hyperparameters

I have, it is not possible to perform Grid Search or Bayesian hyperparameter tuning over the

whole hyperparameter space (Snoek et al. 2012). Therefore, I conduct a hyperparameter search

only for the hyperparameters that the performance of the algorithm is sensitive to.

For the hyperparameter tuning, I searched a grid space for the con�dence threshold, the

cut-off distance, � and the clustering method. I used the values in the range of [0.1, 0.25, 0.5,

0.75] for the con�dence threshold selection and picked the threshold value showing the fastest

improvement in the agent's policy on the Key-Lock domain. Similarly, for the cut-off distance,

I used the values in the range of [0.1, 1, 3, 5, 7] and picked the cut-off distance resulting in

a moderate number of clusters with respect to the total number of states the environment

has. For the � value, I did not want the algorithm to be �ne tuned towards a single � since

it might make the performance of the algorithm too domain dependent so I only tried �

values of 25,000, 50,000 and 100,000 which did not cause any signi�cant difference in the

performance of the algorithms. Finally, I also attempted to use different clustering methods

such as k-means, dbscan and agglomerative clustering and choose the method producing the

best visually looking distribution of clusters for READ-C. All variants of READ-Cand EFD use

the best performing hyperparameters found in the hyperparameter tuning process.
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CHAPTER

5

RESULTS & ANALYSIS

I perform multiple runs of each algorithm and report the average. Each run uses a different seed

number for the random initialization of the network weights and the environment episodes.

Using 24 CPUs, execution times range from 5 hours for the key-lock to 10 hours for fetch-push to

15 hours for the parking environment for each algorithm. Time performance is reported below

in terms of the number of steps rather than clock time since it gives us a hardware independent

measure of performance. All experiments perform the same number of batch updates for the

same number of steps taken and use the same batch size for each batch update. In the following

sections, I �rst provide the results I obtained using READ-Cand its variants. Then, I give the

results for EFD algorithm using different con�dence regularizations. The individual results

for READ-Cand EFD show how each component of my research performs in isolation, which

is required to assess the bene�t of employing each approach I propose. I also indicate which

78



variant of READ-Cand EFD performs the best at the end of my analysis of the results for each

method.

5.1 Results for READ-C

I present the results in the Key-Lock and parking domains for the evaluation of READ-C-TD

and READ-C-SA. The results include the asymptotic performance, the con�dence intervals and

the convergence times of the algorithms. I also analyze the effect of the cluster size and the

environment complexity on the learning ef�ciency of the agent. I look at how the source task

complexity affects the regressor training and compare different regressors trained on varying

complexity of source environments. The following two subsections present all of the results for

READ-Calgorithm.

5.1.1 Key-Lock Domain

Figure 5.1(a) contains results for READ-C-SAin relation to the Max Policy Change, a proximity-

aware random curriculum and DQN baseline in the key-lock domain as a function of the

number of training steps for the curriculum and target task learning. Figure 5.1(b) displays

the same results while also counting the curriculum-generation overhead. For max policy

change, I perform 50,000 iterations of training on the target task to generate the prior policy

and then perform 5,000 iterations of training on each source tasks to obtain the posterior policy

used to measure the policy change. I repeat this process for two curriculum steps which, in

total, results in 2 � (50,000+ 15� 5,000) � 5,000= 245,000 iterations of curriculum-generation

overhead. READ-C, on the other hand, does not require me to perform any training for the

curriculum generation since it calculates the relative entropy during training using only the

information available at every training step. Figure 5.2(a) compares READ-C-TD's different

variants that I de�ned in Chapter 3 Section 3.3.3 whereas Figure 5.2(b) shows the performance

of READ-C-SAwith respect to READ-C-TD and no curriculum baseline. Figure 5.2(c) displays
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the results obtained from training the regressor on data coming from three different source

tasks. Source task simpler than the target denotes the 10x10 environment I describe in Chapter

4 Section 4.1, source task similar to target uses a 20x20 environment with slightly different

goal positions than the original target task and source task same as target uses the target

environment in training the GBM regressor. By using these different source environments, I

establish the effect of the regressor training on the �nal performance of the agent in the target

task. Figures 5.3(a) , 5.3(b) & 5.3(c) compare the performance of READ-C-SAfor different cluster

numbers on varying sizes of target environment. Shaded regions are 95% con�dence intervals.

(a) Curriculum + Target Performance for READ-Cand
Baselines

(b) Curriculum + Target Performance + Generation
Overhead

Figure 5.1: Performance of the Curriculum-Learning Algorithms as a Function of Training
Steps in Key-Lock Domain.

READ-C-SAconverges faster than the baseline algorithms even if we do not account for

the curriculum-generation overhead of Max Policy Change but its con�dence intervals also

show an overlap with max policy change (Figure 5.1(a)) indicating that both algorithms tend to

give similar performance for the curriculum and target training. Accounting for curriculum-

generation overhead, the overlap between READ-C-SAand Max Policy Change reduces notably

indicating performance improvements from READ-C-SAover the comparison algorithms

(Figure 5.1(b)). Furthermore, READ-C-SAand proximity aware random curricula perform

similar to one another but READ-C-SAresults in much shorter curriculum training indicating
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(a) Curriculum + Target Performance for Variants of
READ-C

(b) Curriculum + Target Performance for READ-C-TD
and READ-C-SA

(c) Curriculum + Target Performance for Different Re-
gressors

Figure 5.2: Performance of READ-CVariants as a Function of Training Steps in Key-Lock Do-
main.

that the curricula READ-C-SAselects takes less time than the average training time of a randomly

generated curriculum. READ-C-SAalso obtains a higher score at the end of the training than

proximity aware random curricula further supporting the claim that the use of relative entropy

despite the error in the regressor estimations is better than a random curriculum (Figure 5.1(b)).

READ-C-TD+ proximity performs better than READ-C-TD, and READ-C-TD+ max distance,

showing that heuristic functions in combination with relative entropy can produce higher

performance than the original READ-C-TD (Figure 5.2(a)). READ-C-TD performs slightly worse

than READ-C-SA(Figure 5.2(b)) mainly due to the fact that a regressor trained on simpler

environments generalizes better and captures more relevant parts of the agent's uncertainty
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(a) Cluster Size Comparison for Small Target Environ-
ment

(b) Cluster Size Comparison for Medium Target Envi-
ronment

(c) Cluster Size Comparison for Large Target Environ-
ment

Figure 5.3: Effect of Cluster Size on the Performance of the Curriculum-Learning Algorithms
in Key-Lock Domain.

compared to a teacher that calculates uncertainty for a larger state space. The use of READ-C-SA

with Proximity or Max Distance produces similar results to the original READ-C-SAalgorithm

so for the ease of comparison, Figure 5.2(b) only shows the comparison between the original

versions of READ-C-SAand READ-C-TD. Training the regressor on a task similar to target or

same as the target results in a performance close to READ-C-TDslightly below the performance

of READ-C-SAwith simpler than target (Figure 5.2(c)), which is not unusual since READ-C-TD

uses the training data on the target task to generate the curriculum as well. The performance

similarities between READ-C-TD and READ-C-SAwith a source task similar to the target task

suggest that the state space of the task being used to generate relative entropy values affect

the learning ef�ciency of the agent regardless of whether the curriculum depends on the
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teacher or the estimator. No matter what environment is being used to generate the estimator,

the performance of READ-C-SAremains above the performance of the baseline algorithms

(Figure 5.2(c)).

All READ-Capproaches in a small environment give similar results despite the difference

in cluster sizes due to the target environment being simple to learn (Figure 5.3(a)). READ-C-SA

does not provide a lot of bene�t for these small environments but given that the overhead

of curriculum generation would hurt the performance of every curriculum algorithm, it is

expected that the curriculum learning algorithms would only show improvements in relatively

large state spaces where solving the task is challenging. Moderate number of clusters such as

100 or 200 performs the best for moderate-sized environments such as my original 20x20 target

environment, (Figure 5.3(b)) while no clustering gives the best results followed closely by 1000

clusters in the large environment although the performance for 500 clusters is very close to

1000 clusters as well (Figure 5.3(c)). In general, it is safe to say that using a moderate number of

clusters guarantees good performance for READ-C-SAon any size of environment even though

it might not always produce the best performance. Here please note that I use the same set of

distance cut-off thresholds ( [0.1, 1, 3, 5]) for Agglomerative Clustering in all of these environ-

ments but depending on the size of the environment, the number of clusters being generated

differs from one �gure to the other, which is why the number of clusters is higher in the case of

large environment compared to the moderate-size environment (Figures 5.3(b) & 5.3(c)).

Convergence results are presented as box plots illustrating the distribution of the number

of steps to reach a given cumulative reward across 100 runs (Figure 5.4(a)). The orange solid

line is the median and green dotted line the mean. Black circular dots show the outliers that

are farther from the mean more than 1.5 times the inter-quantile range. Each graph represents

the total convergence time for curriculum and target training. Runs that do not reach highest

reward at any point in the execution are not included in the Figures. Above each box, I show

the percentage of runs that converge to the given cumulative reward. Figure 5.4(b) results

are selected from the fastest converging 80% of runs so the graph contains the same number
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of runs for every algorithm. All of the graphs include the curriculum generation, curriculum

training and target task training times for the calculation of the number of steps required to

converge.

(a) The Step Number Where Each Algorithm Reaches A Reward of 900 for 10 Consecutive
Episodes

(b) The Step Number Where Best Performing 80% of the Runs Reach A Reward of 900 for
10 Consecutive Episodes

Figure 5.4: Box Plots for the Convergence Times of the Curriculum Learning Algorithms in
Key-Lock Domain.

READ-C-SAwith 100 clusters has the lowest variance in the convergence times and highest
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rate of convergence (Figures 5.4(a) & 5.4(b)), which is consistent with the results from the

line graphs (Figure 5.3(b)). READ-C-TD's generally result in better mean and median conver-

gence times than the baseline algorithms whereas READ-C-SAapproaches generate varying

performance results depending on how many clusters are used for the curriculum generation

(Figure 5.4(a)). READ-C-SAwith 100 clusters using the simpler source environment produces

the lowest mean convergence time followed closely by READ-C-TD + proximity. READ-C-SA

with 100 clusters also shows a slightly higher convergence rate than READ-C-TD and its vari-

ants arguably making it the best converging variant of READ-C(Figure 5.4(a)). On the other

hand, READ-C-SAwith source tasks similar to target and same as target shows worse mean

and median performance than READ-C-TD and proximity aware baseline (Figure 5.4(a)). The

problem in these approaches stems from the regressor training on the larger state spaces

with higher variance and error rates, which consequently harms its performance on the target

environment and shows the importance of using a suitable small environment in modeling

the uncertainty of the agent in a particular domain. However, READ-C-SAwith source tasks

similar to target still obtains a higher convergence rate than the baselines, denoting that the

algorithm is able to improve the ef�ciency of the agent despite its shortcomings in the regressor

training. READ-C-SAwith No Clusters along with READ-C-SAwith 100 clusters results in a

higher convergence rate than other algorithms (Figure 5.4(a)). If we only look at 80% of the

runs, the difference between median and mean performance clearly reduces for many of the

best performing READ-Calgorithms, indicating that the outliers are in�uencing the mean

convergence times being higher than medians (Figure 5.4(b)). READ-C-SAwith 100 clusters still

performs the best when looking at 80% of the runs and the relative ordering of the algorithms

mostly remains the same as before (Figure 5.4(b)). READ-C-TD + Proximity continues to have

the lowest mean and median among the READ-C-TD variants and most READ-Capproaches

still show better convergence times than all of the baselines (Figure 5.4(b)).
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5.1.2 Parking Domain

Figure 5.5(a) contains the comparison of READ-C-SA, READ-C-TD and advantage actor-critic

algorithm (Mnih et al. 2016b) for the parking domain speci�ed in (Leurent 2018), Figure 5.5(b)

shows the variants of READ-C-TD and Figure 5.5(c) displays different regressors used for READ-

C-SA. Figure 5.5 performs 100 runs of each algorithm similar to the Key-Lock domain. I do not

present results for different numbers of clusters since I employ the best performing parameters

found in the previous experiment while running the agent on the parking environment. I

present the convergence times of each algorithm as a box plot for a given cumulative reward

value for 100 runs (Figure 5.6). The runs that fail to converge are not included in the box plots.

(a) Curriculum + Target Performance for READ-Cand
Baselines

(b) Curriculum + Target Performance for Variants of
READ-C

(c) Curriculum + Target Performance for Different Re-
gressors

Figure 5.5: Performance of the Curriculum-Learning Algorithms as a Function of Training
Steps in the Parking Domain.
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READ-C-TD performs better than READ-C-SAand A2C in the parking environment while

READ-C-SAstill shows slight performance improvements over the baseline (Figure 5.5(a)).

The main reason for this difference between the parking and the grid world environment is

that since the parking domain contains continuous state and action spaces, and READ-Cuses

relative entropy for continuous variables, the error rate for the GBM regressor ends up being

slightly higher than before causing READ-C-SAto fall slightly behind READ-C-TD in certain

cases.READ-C-TD also performs better than its variants in this domain although READ-C-TD

+ proximity almost gives the same performance results as READ-C-TD (Figure 5.5(b)). Most

of the algorithms display overlapping con�dence intervals but the con�dence intervals for

the baseline algorithm still remains signi�cantly below the variants of READ-Cshowing that

READ-Cis able to provide improvement in learning ef�ciency for both continuous and discrete

domains (Figure 5.5(b)). READ-C-SAwith source task simpler than the target task shows better

performance than the other two competing regressors showing consistent results with the grid

world domains (Figure 5.5(c)). READ-C-SAwith source task similar to the target task performs

even worse than the baseline indicating that it might be harder to ensure similarity to the target

task in continuous domains compared to the discrete. Although the gap between READ-Cand

the baseline algorithm is narrower in these results, there still exists a bene�t of using READ-C

in the continuous domain environments since most of READ-Cvariants consistently manage

to remain above the benchmark criteria aside from READ-C-SAwith source task similar to the

target task.

As for the convergence times, all READ-Capproaches show better mean and median per-

formance than the A2C algorithm but they also produce worse convergence rates (Figure 5.6).

The lower convergence rates in this case does not mean that the agent is not learning the

task since we have seen in the line graphs that the asymptotic performance of the agent was

better than the baseline algorithm but rather, the lower convergence rates indicate that the

agent in some runs is not able to reach the reward value of -15 for 10 consecutive episodes

despite improving its policy performance. If we look at the results obtained using the best
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(a) The Step Number Where Each Algorithm Reaches A Reward of -15 for 10 Consecu-
tive Episodes

(b) The Step Number Where Best Performing 80% of the Runs Reach A Reward of -15
for 5 Consecutive Episodes

Figure 5.6: Box Plots for the Convergence Times of the Algorithms in Parking Domain.

performing 80% runs, we see that all READ-Calgorithms, except READ-SA with source task

similar to the target task, still produce better mean and median values than the baseline while

having the same convergence rate (Figure 5.6(b)), meaning that the reason READ-Cshows low

convergence rate in the �rst case is mostly because of the 20% poor performing outliers that

improves their policy but do not converge to optimal solution. Overall, READ-C-SAmanages to

outperform its competition albeit it cannot guarantee convergence for all cases. READ-C-TD

shows better convergence rates than its variants and READ-C-SA, which is consistent with the
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results of the line graphs (Figure 5.6(a)). Also, READ-C-SAwith simpler source task than the

target task obtains a better mean and median convergence rate than READ-C-SAwith source

task same as the target task and READ-C-SAwith source task similar to the target task, which

is consistent with the results I obtained in the Key-Lock domain (Figure 5.6(b)). All READ-C-

TD variants obtain the same convergence rate slightly higher than READ-C-SAshowing that

whether the algorithm converges depends more on the relative entropy calculations rather

than the heuristic distance measures (Figure 5.6(b)). Similarly, all READ-C-SAvariants also

obtain the same convergence rate among themselves (Figure 5.6(a)).

5.2 Results for EFD

I present the results in the Key-Lock, Parking and Fetch-Push domains for the evaluation of

EFD. The results include the asymptotic performance, the con�dence intervals and the rewards

required to converge for each algorithm. I also analyze the effect of the neural network size

on the learning ef�ciency of the agent and provide summary statistics in terms of the total

feedback the agent needs to obtain the highest score it achieves. The following two subsections

present all of the results for the EFD including all of the variants using action and reward

entropies.

5.2.1 Key-Lock Domain

Figure 5.7(a) contains the number of training steps across 25 runs for my action entropy and

reward entropy algorithms in relation to DQN and random feedback diminution baselines

in the key-lock domain. Constant reg. is the baseline reward diminution algorithm applying

exponential regularization to a constant entropy value of 1. The random entropy uniformly

samples an entropy value between 0 and 1. Figure 5.7(b) provides a box plot representing the

number of rewards the agent requires to converge to the highest score. The highest score in

this case is calculated as the average score of the �rst �ve episodes that reach a performance
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within 5% of the highest possible score in the environment. The vertical box edges represent

the 25th and 75th quantiles for the highest score while the horizontal box edges denote the

25th and 75th quantiles for the number of rewards required to converge. Similarly, the whiskers

display the minimum and maximum values excluding outliers. The horizontal and vertical

lines within the box represent the median highest score and the median number of rewards

required to converge, respectively. The farther the box is to the upper left corner of the plot the

better the performance of the algorithm. Figure 5.7(c) compares the performance of AE + RE

with Hyperbolic Regularization on different sizes of neural networks to get an idea as to how

the performance of the reward model changes depending on the neural network architecture.

Finally, Table 5.1 shows the summary statistics for all algorithms. The median score and the

rewards required to converge refer to the highest score of the median run and the number of

rewards needed to learn the task by the median run respectively, which is equivalent to the

vertical median lines of the box plot.

AE+ RE reaches the highest score during training while requiring slightly more than 100,000

rewards to converge (Figures 5.7(a) & 5.7(b)), making it the best performing algorithm in this

domain. AE + RE with hyperbolic regularization reaches a similar highest score as AE + RE while

requiring around 123,000 rewards to converge, making it the second best performing method

for this domain (Figure 5.7(b) & Table 5.1). However, the asymptotic performance of the AE + RE

with hyperbolic regularization falls slightly behind AE + RE due to one outlier run dragging the

average down for AE + RE with hyperbolic regularization (Figure 5.7(a)). All variants of AE + RE

manages to perform at least as good as the baseline algorithms while requiring less than half the

feedback to converge showing that leveraging the uncertainty of the actor and reward model

improves the feedback ef�ciency of the learning process while not harming the performance

of the learnt policy at the end of the training (Figure 5.7(a)). The DQN baseline requires the

highest number of rewards to converge while getting relatively similar performance to AE + RE

with exponential regularization (Figure 5.7(b)). AE with exponential regularization and AE with

hyperbolic regularization fall behind the DQN baseline in terms of asymptotic performance but
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(a) Asymptotic Performance (b) Rewards Required to Learn

(c) Model Size vs. Performance

Figure 5.7: Performance of the Feedback Diminution Algorithms in Key-Lock Domain.

they still reduce the feedback required to learn the task albeit at the cost of poorer performance

for the learnt policy (Figures 5.7(a) & 5.7(b)). AE without any regularization performs very poorly

due to not having access to the con�dence of the reward model or any type of regularization

and gets stuck at a local optima (Figures 5.7(a)). Random Entropy and Constant Regularization

baselines provide similar performance to the variants of AE (Figure 5.7(a)). The constant reg.

baseline, despite requiring fewer rewards to learn compared to DQN, does not manage to

reduce the number of rewards as much as AE + RE with hyperbolic regularization, showing

that the entropy selection method is necessary to provide better reduction in external rewards

(Figures 5.7(a)). Results indicate that it is necessary to measure both the entropy of the actor and

the reward model to be able to design a feedback ef�cient algorithm since the actor entropy by

itself does not adequately determine the correct way of skipping rewards from the environment.
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Furthermore, we see that with the right regularization method not only does the agent reduce

its feedback dependency but also improve upon the performance of the baseline algorithm

(Figure 5.7(a)). Converging faster than the baseline reward function occurs in some cases due to

the hyperbolic and exponential regularization terms serving as non-deterministic exploration

parameters similar to epsilon-greedy exploration and dropout.

Using a large DQN model with a smaller reward model results in the best performance while

the large reward models fail to learn the task at hand (Figures 5.7(c)). The large reward model

seems to be over�tting to the earlier rewards it receives, making the model overly con�dent

of its policy and not asking for enough environmental rewards. The tuning on the model size

indicates that it is necessary to have a reward model that is smaller in size than the action

model to obtain feedback diminution bene�ts. The smaller action model learns slower than the

large action model, which is expected since increase in the model size provides more learning

power to the agent.

Table 5.1: Summary Results for Key-Lock Environment.

Algorithm Median Score Rewards to Con.

DQN 996 226,000
Random Entropy 847 280,000

Constant Reg. 900 180,000
Action Entropy 659 233,000

AE with Exp. Reg. 961 197,000
AE with Hyper. Reg. 888 191,000

Action Entropy + Reward Entropy 997 116,000
AE+ RE with Exp. Reg. 977 165,000

AE+ RE with Hyper. Reg 967 123,000

AE+ RE requires the lowest number of rewards to converge and obtains the highest median

score based on the summary statistics (Table 5.1). The only algorithms to require more rewards

to converge than DQN are the random entropy baseline and action entropy without regular-

ization, which we already know to be performing poorly from the line graphs. The fact that

most EFD variants manage to remain above 900 median score while needing less than 200,000
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validates my claim that the feedback dependency of the deep-RL agent could be reduced in a

discrete environment through the use of uncertainty measures based on entropy. Although

the percentage of reduction ranges from 50% for AE + RE to 10% for AE with Exp Reg., there

exists a pattern of improvement among all EFD variants, which the results from the continuous

domains will further support.

5.2.2 Fetch-Push Domain

I perform 5 runs of each algorithm in the fetch-push domain and report the average, which is

the exact number of runs that the original HER algorithm performs on the robotics environ-

ment (Andrychowicz et al. 2018). I use the best performing neural network architecture from

(Figures 5.7(c)) for all algorithms. The con�dence intervals appear larger in this domain mainly

because of the reduction in the number of runs I execute. Figure 5.8(a) shows the asymptotic

performance of my algorithms excluding AE and AE + RE. Similar to the key-lock domain,

AE performs poorly and fails to reach a high success rate even after 1 million training steps.

To make the graphs more readable, I do not show AE or AE + RE as they remain below 0.2

success rate throughout the training and only report the results for EFDalgorithms that employ

regularization. Figure 5.8(b) is the box plot for the number of rewards required to converge to

the highest median score similar to the results for the Key-Lock domain and Table 5.2 represents

the summary statistics for the fetch-push environment.

AE+ RE with hyperbolic regularization shows the best asymptotic performance, obtains the

highest score, and requires the fewest external rewards, making it the best performing algorithm

in this domain (Figures 5.8(a) & 5.8(b)). The other EFD algorithms show a performance close

to the HER baseline (Figure 5.8(a)) but they still reduce the number of external rewards by

at least 50% (Figure 5.8(b)). We see that the continuous domain environments bene�t more

from the regularization since the non-regularized EFD approaches do not manage to learn the

task. AE by itself shows a larger variation for the highest score the agent achieves indicating

that using AE + RE would show more consistent results across the runs due to the uncertainty
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(a) Success Rate (b) Rewards Required to Learn

Figure 5.8: Performance in the Fetch-Push Domain.

contribution coming from the reward model (Figure 5.8(b)). The results in the fetch-push

domain also remain consistent with the results from the key-lock environment since the same

algorithm (AE + RE with hyperbolic regularization) results in near best performance in both

domains.

Table 5.2: Summary Results for Fetch-Push Environment.

Algorithm Median Score Rewards to Conv.

HER -9.7 961,000
AE Exp. Reg. -8.85 450,000

AE Hyper. Reg. -9.5 306,000
AE+ RE Exp. Reg. -9.15 411,000

AE+ RE Hyper. Reg. -9.0 216,000

AE with exponential regularization obtains the highest median score although it is only

slightly better than the variants of AE + RE and the difference could be attributed to the variance

in the different executions of the algorithms (Table 5.2). Most of the approaches manage to

obtain relatively similar median highest scores and there does not seem to be a large discrepancy

in the performance of the learnt policy no matter which EFD method is used. However, AE

+ RE with hyperbolic regularization converges with only 216,000 rewards, which is less than

25% of the rewards HER uses showing signi�cant improvements in the feedback ef�ciency of
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the actor-critic network (Table 5.2). The other algorithms show a feedback reduction in the

range of 50% to 70%. We also see that using HER in combination with EFD does not cause

any problems in learning the target task or reducing the feedback dependence of the agent

emphasizing that it is possible to incorporate EFD into other frameworks without hindering

the �ow of the learning process.

5.2.3 Parking Domain

I report the average of 25 runs in the parking domain, using the best performing neural network

architecture from (Figure 5.7(c)). Figure 5.9(a) shows the asymptotic performance against

advantage actor-critic (A2C). The baseline performance in this case looks slightly different

from the results shown for READ-Cmainly due to the change in the neural network architecture

and reduction in the number of runs I perform to generate these results. Figure 5.9(b) is the box

plots for the number of rewards required to converge and Table 5.3 represents the summary

statistics for the parking environment.

AE with exponential regularization gives the best average score (although it is only slightly

better than the A2C baseline) (Figure 5.9(a)), but requires more environment rewards to learn

the task compared to the variants of AE + RE (Figure 5.9(b)). The variants of AE + RE show

similar asymptotic performance to A2C and fall only slightly behind A2C towards the end of

training (Figure 5.9(a)). AE + RE with hyperbolic regularization produces the highest score

while needing a very low number of environment rewards to converge (Figure 5.9(b)), arguably

making it the best performing algorithm again similar to the fetch-push environment. AE +

RE and AE manage to reduce the number of rewards needed to converge at the expense of

performance. They show poor asymptotic performance similar to prior domains (Figure 5.9(a))

and show a large variation in the highest score they obtain mainly due to their tendency to

converge to suboptimal policies in the continuous domain environments (Figure 5.9(b)). AE

+ RE still performs better than AE due to the bene�t of using entropy of the reward model in

measuring the uncertainty of the agent although the improvement does not make the algorithm
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(a) Asymptotic Performance (b) Rewards Required to Learn

Figure 5.9: Performance in the Parking Domain.

good enough to compete against the baseline (Figure 5.9(a)). The baseline algorithm obtains a

similar highest score as the regularized AE + RE approaches but it requires more than four times

the number of environment rewards to converge, showing that EFD manage to improve the

feedback ef�ciency in the parking domain as well (Figure 5.9(b)). The performance of AE + RE

with hyperbolic regularization and AE with exponential regularization remain consistent with

the other domains despite the parking environment having a denser external reward function,

which further supports EFD's ability to reduce the feedback dependency of the agent via the

use of entropy metrics regardless of the type of reward function being employed. Finally, we

see that AE+ RE with hyperbolic regularization show narrower spreads on both axes compared

to other algorithms indicating that the multiple runs of AE + RE with hyperbolic regularization

show very low deviation from one another making the approach more robust than others

(Figure 5.9(b)). In contrast, A2C shows a large spread over the number of rewards it requires

whereas AE+ RE shows a large spread over the highest score it achieves, making both algorithms

much less reliable than hyperbolic regularization.

AE only requires 24,000 rewards to learn, providing close to 95% improvement over A2C

baseline and suggesting that denser external rewards might be more prone to reward skipping

by the agent (Table 5.3). The improvement observed in the parking domain is the highest

among all environments I use. However, due to the poor performance of AE algorithm the
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Table 5.3: Summary Results for Parking Environment.

Algorithm Median Score Rewards to Conv.

A2C -5.53 431,000
AE -8.88 24,000

AE Exp. Reg. -5.55 174,000
AE Hyper. Reg. -7.50 99,000

AE+ RE -9.15 27,000
AE+ RE Exp. Reg. -6.13 150,000

AE+ RE Hyper. Reg. -5.51 101,000

extreme reduction in feedback we see does not by itself make the algorithm more ef�cient. It

is safe to say that AE + RE with hyperbolic regularization provides a better balance between

reducing the feedback and improving the performance of the agent since it obtains a median

highest score of -5.51 while reducing the amount of feedback to around 100,000, which is a 75%

improvement over A2C, almost the same percentage as the results obtained in the fetch-push

environment (Table 5.3). The other EFD algorithms provide improvements in the range of 50%

to 75% (Table 5.3). AE+ RE with hyperbolic regularization, AE with exponential regularization

and A2C give the best median scores among all algorithms being around -5.5 and the small

difference between them mainly comes from the variation among the multiple executions I

perform (Table 5.3).

5.2.4 Choosing the Best Performing EFD Approach

Having a speci�c EFD method that can provide consistent improvements across multiple

domains is crucial since it would be impractical to try all regularization methods and en-

tropy metrics every time the algorithm is adapted to a new domain or framework. Due to the

variations in performance of EFD algorithms on different domains, there emerges the need

for selecting the proper approach that would be suitable for most domains and real-world

applications. Based on the analysis I performed in the previous subsections, we see that AE

+ RE with hyperbolic regularization produces the best performance for the fetch-push do-

main. We also see that AE + RE with hyperbolic regularization shows the lowest number of
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rewards required to converge in the parking domain while having an asymptotic performance

close to the best performing AE approach. Only in the key-lock environment, AE + RE with

hyperbolic regularization falls behind AE + RE in terms of asymptotic performance but the

difference between the two methods is narrow enough that it is fair to conclude AE + RE with

hyperbolic regularization presents the best option for performing feedback diminution in all

of the domains I employ. Therefore, based on the results generated on three domains, AE + RE

with hyperbolic regularization proves to be the choice of EFD method for use in complete RL

frameworks.

5.2.5 Sample Collector Simulation Results

I use AE + RE with hyperbolic regularization for the EFD approach that I integrate into the

sample collector simulation since it is the best performing variant among all of the EFDmethods.

I report the average of 2,000 simulations where each simulation is repeated 25 times for the

test data. Figure 5.10 shows the cumulative number of samplers required during the outbreak

period for each algorithm. The �rst column denotes the results obtained by taking blood

samples from each animal and the second column denotes the results obtained by retrieving

oral �uids. Each row requires a different amount of downtime for the sample collectors after

�nishing the sampling of a particular farm, namely 72 hours for the �rst row, 24 hours for

the second row and 0 hours for the third row. The dashed vertical line represents the median

duration of the outbreaks. The epidemic runs for 150 days after which the ASFV simulation is

terminated.

The RL approaches signi�cantly outperform the hill climbing method under all of the con-

ditions and provide near 33% reduction in most of the experiments (Figure 5.10). EFDperforms

better than the regular RL algorithm when blood samples and oral �uids are considered with

the exception of oral �uid samples having 0 downtime but the difference between the two

remains within the margin of error for most experiments (Figure 5.10A,C,E). Using EFDmethod,

sample collector simulation minimizes the average cumulative number of sample collectors to
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