
ABSTRACT

MILLER, MATTHEW JOHN. Bayesian Methods for Large Spatial Data Sets with Materials
and Environmental Science Applications. (Under the direction of Brian Reich.)

Prediction and inference for spatially-dependent data quickly become computationally

challenging as the number of observations increases. Bayesian hierarchical modeling is popular

for spatial data settings, and with it Markov chain Monte Carlo (MCMC) methods. MCMC

samplers require repeatedly evaluating the likelihood function, which due to spatial correlation

includes performing computationally expensive operations on covariance matrices with dimensions

determined by the number of observations. As the number of observations grows, even storing

these matrices may be burdensome. As such, there is a growing body of literature that seeks to

lower the cost of spatial data analysis while still providing useful results. Here, we contribute

three new methods to this literature and apply them to materials and environmental science

problems.

The first project explores location measurement error in the context of Scanning Transmission

Electron Microscopy (STEM), which can directly image the atomic structure of materials. When

properly aligned, STEM images of crystalline materials display projected columns of atoms.

The local relationships between the intensities and distances of these projected atom columns

can inform our understanding of structure–property relationships to ultimately improve the

materials. Measurement error in the atom column locations can, however, introduce bias into

parameter estimates. Here, we create a spatial Bayesian hierarchical model that treats the

locations as parameters to account for measurement error, and lower the computational burden

by approximating the likelihood using a non-contiguous block design around the atom columns.

We conduct a simulation study and analyze real data to compare our model to standard spatial

and non-spatial models. The results show our method corrects the bias in the parameter of

interest, drastically improving upon the standard models.

The second and third projects both take advantage of the spectral representation of Gaussian

processes to create low-rank approximations of spatial random effects in univariate and multi-

variate settings, respectively. Spectral methods are important for both theory and computation

in spatial data analysis. When data lie on a grid, spectral approaches can take advantage of

the discrete Fourier transform for fast computation. If data are not on a grid, then low-rank

processes with Fourier basis functions may be sufficient approximations. In our second project,

we introduce new approach called Bayesian Random Fourier Frequencies (BRFF). BRFF treats

the spectral frequencies as random parameters, which unlike other low-rank methods, allows

us to recover the true correlation function of the Gaussian process. We apply this method in

simulation to non-gridded continuous and binary data, and in practice to counts of annual poor

air quality days in the United States. We compare BRFF to another popular low-rank method,

the predictive processes (PP) model. BRFF is faster than PP, and outperforms or matches the



predictive performance of the PP model in settings with high numbers of observations.

The third and final project extends the low-rank spectral approach of the second project

to multivariate data. In multivariate spatial data analysis, we are interested in modeling the

spatial correlation for multiple outcomes as well as the cross-correlation between them. We

connect the spatial correlation for each outcome via frequencies following an underlying spectral

density. We model the cross-correlation as a function of the magnitude of these frequencies

by using a convex combination of correlation matrices, allowing for the cross-correlation to

vary at different resolutions. Our low-rank method is computationally reasonable and flexible,

allowing for different spatial correlation functions for each outcome. We compare our method

via simulation study to the Linear Model of Coregionalization (LMC) approach in bivariate

and trivariate simulations, as well as to the Bivariate Matérn (BM) approach for bivariate

simulations. Our model is competitive with LMC, and we use it to make annual mean pollution

prediction maps for twelve air pollutants throughout the United States.
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CHAPTER1

Introduction

Spatial data analysis that encompasses point-referenced observations is named geostatistics, so

it is not surprising that it originated in the earth sciences (Krige, 1951). Originally developed for

mining applications, geostatistics has since branched out and is now widely used in environmental

science (Rouhani et al., 1996; Webster and Oliver, 2007). Although there have been some

applications of spatial statistics to materials science (e.g. Ohser and M•ucklich, 2000; Pegel et al.,

2009; Miranda et al., 2012), there is a large opportunity for the development of new methods.

Materials science examines chemical structures that are spatial in nature. Imaging techniques

often allow us to directly view these structures, and make inferences about them using spatial

statistics.

Geostatistical data are commonly modeled as stochastic processes with a covariance function

that decays with distance, allowing for nearby observations to be highly correlated and far away

observations to be less so. This type of model quickly becomes a computational challenge. For

instance, imagine an image of a material that consists of 1024� 1024 pixels. That is over one

million pixels, and our covariance matrix would have over 1012 entries! Clearly, we need to think

carefully about how to apply standard geostatistical models to large data sets. The following

chapters detail three new methods for handling large spatial data and use these methods in the

context of imaging data of crystalline materials (Chapter 2) and air quality data (Chapters 3

and 4). Here, we provide an application-focused introduction to our work.

1.1 Materials Science and Measurement Error

A main goal of materials science research is to understand how a material's macroscopic properties

are determined by its atomic structure, and by disorder in that structure. Understanding this

relationship is key to constructing new materials with enhanced properties of interest (Keen

1



and Goodwin, 2015). Materials scientists have traditionally studied atomic-level structure and

disorder indirectly using techniques such as x-ray and neutron di�raction (Ehrhart, 1978), and

more recently have taken direct imaging approaches, such as Scanning Transmission Electron

Microscopy (STEM) (Kumar et al., 2020, 2021).

In Chapter 2, we introduce a method to model and study structure and disorder of crystalline

materials via STEM images. We characterize the relationship between chemical disorder in

one type of atom column and the physical displacement of neighboring atom columns of a

second type. Successfully inferring this relationship will help materials scientists manipulate

local chemistry to improve material properties. More speci�cally, simulating STEM images can

contribute to our understanding how macroscopic and atomic properties are related (Esser et al.,

2016; Ishizuka, 2002; Yamazaki et al., 2006). One could simulate STEM images with known

parameter values of a property of interest and use our method to compare those values to the

parameter in our model relating local disorder and displacement.

The challenge is that without knowing the precise locations of the atom columns, we will

underestimate the magnitude of the relationship between disorder and displacement (Carroll

et al., 2006). From a statistical perspective, our main contribution is developing a way to account

for error in measuring the locations of these bodies without prior knowledge of the measurement

error variance. We are able to do this because we can �nd information about the location

measurement error within the image itself. The method described here can be applied to types of

crystalline materials other than the one we examine, and more broadly to any images comparing

multiple bodies of interest.

Every pixel of an image has an associated intensity. We use these intensities as responses in

the data layer of a Bayesian hierarchical model, and incorporate the atom column locations into

the layer as random parameters. However, because the pixel-level residuals in the data layer are

spatially correlated, we run into the computational issues described above. We mitigate this by

splitting our image into non-contiguous blocks around the atom columns and discarding pixels

with little information about the column locations. After addressing the computational problem,

we propagate what we learn about the atom column locations through the process layer, where

we infer the parameter relating disorder and displacement. In Chapter 3, we take the idea to

use locations as parameters and apply it in a spectral setting, where we develop a new low-rank

method for approximating Gaussian processes.

1.2 Predicting Air Quality Using Low-Rank Spectral Methods

The Environmental Protection Agency (EPA) reports air quality assessments by using pollutant

measurements at monitoring sites throughout the country. Figure 1.1 shows an example of

ozone measurements that are converted into Air Quality Index (AQI) colors. These data and

assessments are used to make policy and public health decisions, including setting National

Ambient Air Quality Standards under the Clean Air Act (US Environmental Protection Agency,
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Figure 1.1 An example of EPA monitoring data generated using their website.

2020). At a local level, if you hear about a summer camp having an inside day because of \code

red" ozone, that corresponds to the 8-hour average of monitored ozone values being above 86

parts per billion (US Environmental Protection Agency, 2018).

We see in Figure 1.1 that while there are many monitoring sites, they do not blanket the

entire United States. Thus, a common goal is to use the pollutant information measured at

monitoring sites to create a complete map of air quality information. In other words, we want

to make spatial predictions.

As the number of measurements and types of pollutants grow in a data set, the preferred

classical spatial prediction method known as Kriging (Cressie, 1990) is no longer a viable

option due to the computational challenges described at the beginning of this introduction. One

approach to alleviate these challenges is to approximate the process of interest by a low-rank

linear combination of processes (e.g. Wikle, 2010). In Chapters 3 and 4, we use this framework

to predict air quality throughout the United States.

If we model the spatially correlated error in our data as a stationary Gaussian process, then

Bochner's theorem tells us that the covariance function of the process is uniquely determined by

a spectral density function (Fuentes and Reich, 2010). Therefore, if we estimate the parameters of

the spectral density, we have also estimated the parameters of the covariance function. Through

the spectral representation theorem, we can create a low-rank approximation of the process

using trigonometric basis functions.

In Chapter 3, like in Chapter 2, we treat variables as random parameters that are usually

assumed to be �xed. In Chapter 2, these were the locations, but in Chapter 3, we treat the
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spectral frequencies as random. We show that this allows us to recover the true covariance

function, not just an approximation. We apply this method to annual aggregated counts of

high ozone days. The resulting prediction map appears much more reasonable than the map

produced from a popular low-rank method. We take a similar approach in Chapter 4, where we

simultaneously produce prediction maps for annual air pollution for twelve pollutants. Here, we

treat frequencies as �xed, but do so on a grid of plausible values from a spectral density. Our

model allows for di�erent spatial correlation for each pollutant, and allows the cross-correlation

between pollutants to vary with the magnitude of the frequencies (i.e. spatial resolution).
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CHAPTER2

Accounting for Location Measurement Error in Imaging Data with

Application to Atomic Resolution Images of Crystalline Materials

2.1 Introduction

A common task in the physical sciences is to identify the location and movement of objects of

interest via imaging. The locations of these objects often provide information about properties

of some system containing the object, so if these location measurements are inaccurate then

estimates of these properties will be as well. For instance, astronomers use light intensity at star

locations over time to plot light curves and infer rotation periods from these curves (Aigrain

et al., 2016; Douglas et al., 2016), or trace orbits of star locations around black holes (Sch•odel

et al., 2002). Another example is estimating a source's contribution of air pollution where

the source's location is uncertain, such as Larsen et al. (2018)'s study of forest �re emissions

on ambient air pollution. Materials scientists study atomic-scale material properties through

imaging techniques like scanning transmission electron microscopy (STEM). STEM images of

properly aligned crystalline materials show a projection of columns of atoms (Figure 2.1). The

locations of these columns are measured with error, which can impact our understanding of

material properties.

From the analysis of atomic resolution STEM images, researchers can determine atom column

locations and intensities that reveal a material's local atomic structure and chemical composition,

which can govern material properties. Recently, STEM investigations have illustrated how changes

in chemical composition of a material modi�es its chemical distribution and atomic structure,

thereby signi�cantly modifying the material properties (Kumar et al., 2021). Engineering and

controlling material behavior require accurate and precise characterization of chemical and

structural relationships (Keen and Goodwin, 2015), so it is important that these relationships

are properly modeled. In particular, in relaxor ferroelectric materials like the one shown in
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Figure 2.1, local polarization in the material corresponds to macro-level properties that make the

material useful in a variety of applications, including ultrasound imaging, sensors and actuators

(Kumar et al., 2021).

Polarization is related to displacement of atom columns from their expected position, which in

turn may be related to the chemistry of neighboring atom columns. We use a Bayesian framework

to model and quantify the uncertainty of the relationship between neighboring chemistry and

atom column displacement. While materials have an average chemical composition, locally the

chemical distribution can deviate from this average. This is known as chemical disorder (Keen

and Goodwin, 2015). If a material is perfectly ordered, then we expect the intensity of each atom

column in a STEM image to have the same intensity because the intensity of an atom column is

determined by the atoms in the column (both the type and number of atoms). For example,

if an atom column contains more higher atomic-number atoms in a column than the average

composition would suggest, then the intensity will be greater in some imaging modes (LeBeau

and Stemmer, 2008). This deviation in local composition can push or pull the neighboring atom

columns and cause them to move, leading to an association between local chemical disorder

and local structural disorder (i.e. displacement). These displacements are of particular interest

because they can lead to changes in the local polarization, and thus macroscopic material

properties.

While the model we develop is in the setting of crystalline materials and STEM microscopy,

the underlying techniques could apply to any image containing objects with locations that are

measured with error. Our analysis tests hypotheses about and estimates a parameter representing

the relationship between the positions of neighboring atom columns shown in Figure 2.1. Error

from these location measurements can alter this analysis. Therefore, it is important that we

account for this measurement error (ME) in our statistical model to make correct conclusions.

ME in covariates in linear regression settings results in biased parameter estimates that

attenuate towards zero (Carroll et al., 2006). There are a variety of methods to correct for

this bias in models with independent error terms, including regression calibration (Carroll and

Stefanski, 1990; Gleser, 1990), simulation extrapolation (SIMEX) (Cook and Stefanski, 1994),

and Bayesian hierarchical modeling with informative priors on the ME variance based on expert

knowledge or repeated measures. Mu� et al. (2015) provide a review of Bayesian ME models

with several applications and use integrated nested Laplace approximations to carry out their

analysis.

The STEM data in Figure 2.1 exhibit spatial dependence, and so we are interested in ME

methods for spatial settings. ME methods for spatial statistics have particularly been developed

for spatially misaligned data where covariates are observed at locations di�erent from where the

response is observed (Gryparis et al., 2008; Szpiro et al., 2011). Li et al. (2009) create a spatial

linear mixed models ME framework and show that regression coe�cient attenuation and variance

in
ation occur with naive estimates in spatial settings as well. Alexee� et al. (2016) introduce

SIMEX for spatial settings where either the data is misaligned or the model is misspeci�ed, and
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Huque et al. (2016) present a spatial analogue to regression calibration. Recently, Tadayon and

Torabi (2018) and Tadayon and Rasekh (2019) have developed ME models for non-Gaussian

settings by incorporating the ME variance into the spatial covariance. These methods all require

knowledge of the ME variance, the ability to estimate it, or assumptions about the ME to make

the model parameters identi�able.

Spatial statistical models incorporate observation locations into the model design via covari-

ates and covariance functions, and thus ME in the locations themselves will impact prediction

and inference in these models. There has been some work addressing location ME speci�cally.

Location ME for geostatistics was �rst explored by Gabrosek and Cressie (2002) and Cressie and

Kornak (2003), who developed kriging equations in the context of location ME. Fanshawe and

Diggle (2011) developed likelihood-based methods for location ME and Fronterr�e et al. (2018)

use a composite likelihood approach to speed up these methods and apply them to geomasked

data. Again, these methods require knowledge or an estimate of the location ME variance. In

imaging applications, we might not have access to information about the ME variance. We

develop a model that uses the information in the image itself to infer the variance.

Instead of including informative priors on the ME variance, we expand the model into a

hierarchical setting that incorporates every pixel and treats the locations as parameters of the

model. The data layer of the hierarchy treats pixel intensities as responses and weights each

pixel's contribution to locations of interest by its distance from the location. In STEM images,

because atom column locations provide information about material chemistry and structure,

ME in these locations could lead us to believe the relationship between chemistry and structure

is weaker than in reality. Therefore, these images are natural candidates for the described

hierarchical framework. Spatial correlation between pixels, however, creates computational

issues, as the large size of the image results in an enormous covariance structure and a likelihood

that is impossible to compute. Thus, we must approximate the likelihood or the covariance

matrix (or both) in order to implement a computationally tractable Bayesian hierarchical model

that accounts for ME in the atom column locations.

Heaton et al. (2019) compare the performance of various low rank and sparse covari-

ance/precision approximations for large data sets. Low rank approximations are popular, but

Stein (2014) showed that contiguous independent block likelihood approximations outperform

low rank models when the nugget variance is small and the observations are dense. He points out

that the independent contiguous block assumption is troubling, and suggests using composite

likelihood methods instead (Fronterr�e et al., 2018; Katzfuss and Guinness, 2017; Varin et al.,

2011; Vecchia, 1988). These STEM images, however, are the ideal candidates for independent

blocks. The purpose of using the image is to �nd the atom column locations and propagate the

uncertainty of those locations through our model, and the pixels between the atom columns

do not contain information about the center of those columns. We see in Figure 2.1 that atom

columns appear as bright circles in the images with dark, low-information areas around them. We

put boxes around the atom columns and treat the observations in one box as independent from

7



the observations in another. We discard the observations outside of the boxes since they contain

little information about atom column positions. Thus, we have a collection of non-contiguous

boxes that we can reasonably assume are independent, as opposed to the contiguous blocks

described by Stein (2014).

This approach di�ers from other methods because it uses the data in the image to account

for the ME, instead of estimating it or assuming something about the underlying process.

Additionally, the computational time scales linearly with the number of atom columns, making it

feasible to use for very large data sets. Furthermore, while Den Dekker et al. (2005) and Van Aert

et al. (2005) characterize structural parameters in atom columns using frequentist methods,

they treat residuals as uncorrelated. We incorporate spatial correlation between pixels and atom

columns into our model, use Bayesian methods to quantify uncertainty in our parameters, and

take advantage of a hierarchical framework to perform inference on parameters that characterize

physical and chemical relationships between atoms columns.

The rest of this chapter proceeds as follows. In Section 2.2, we explain how we collected the

data, how the intensity of the atom columns relates to the chemistry of those columns, and

introduce our notation. We describe the hierarchical model and approximate likelihood of the

data layer in Section 2.3. In Section 2.4 we discuss the Markov chain Monte Carlo (MCMC) setup.

We compare the hierarchical model with standard spatial and simple linear regression models in

Section 2.5 via a simulation study. We apply and compare these methods on collected STEM

image data in Section 2.6, �nding a negative relationship between atom column displacement

and the weighted intensity of their neighbors. We conclude in Section 2.7.

2.2 STEM Imaging Data and Description

Pb(Mg1=3Nb2=3)O3 (PMN) is a relaxor ferroelectric material with perovskite structure. Perovskite

crystals have two main types of atom sites, generically called A- and B-sites. In PMN, the

A-sites are exclusively lead, while one third of the B-sites contain magnesium and two thirds

contain niobium on average. High angle annular dark-�eld (HAADF) STEM imaging allows

us to directly view and identify columns of A- and B-sites based on intensity. The intensity

of a pixel is a unitless representation of the 
ux of electrons that hit the detector at the pixel.

The intensity is dependent on the atomic number (Z) and the thickness of a sample. Assuming

a uniformly thick specimen, an atom column consisting of Pb (Z = 82) will appear brighter

than a column containing Mg (Z = 12) and Nb (Z = 41) (LeBeau and Stemmer, 2008). B-site

pixel intensities increase with the proportion of the column that is Nb, as it has a higher atomic

number than Mg.

Figure 2.1 shows a 551� 551 pixel image with 192 = 361 identi�ed B-site columns (blue boxes)

and 182 = 324 identi�ed A-site columns (red boxes). Appendix A describe the atom column

identi�cation and location estimation processes. Atomic arrangement in relaxor ferroelectrics

such as PMN drive their unique material properties. Relaxor ferroelectrics and their properties
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Figure 2.1 Left : Scanning Transmission Electron Microscope (STEM) image of Lead Magnesium Nio-
bate (PMN), with larger red boxes placed around the A-site columns and smaller blue boxes around
the B-sites columns.Bottom Right : Zoomed in view of atom columns with plotted centers of the
columns found from nonlinear least squares, wherêsBj and ŝAk are the estimated locations of thej th

B-site column and kth A-site column, respectively. Top Right : Rendering of the crystal structure of
PMN, showing the A-sites as columns of lead (gray) and the B-sites as alternating columns of niobium
(green) and magnesium (yellow).
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are highly sensitive to their chemical make up as evidenced by a recent study that demonstrated

a material property of interest could be doubled by substituting < 1% of one constituent element

for another (Li et al., 2019). Understanding how individual atoms in
uence their surrounding

structure is important for understanding the origin of material properties, and in turn, how to

engineer them for even greater properties (Keen and Goodwin, 2015).

We are particularly interested in the relationship between the intensity of the B-site columns

and the displacement of the neighboring A-site column from its expected location. We introduce

the notation and framework for modeling this relationship in Figure 2.2. We denote thej th B-site

column location and the kth A-site column location as sBj and sAk , respectively. In Figure 2:2,

sB 1; : : : ; sB 4 are the locations of the B-site columns that are the neighbors of the A-site column

at sA1. Here, the column at sB 1 has a higher intensity than the other three B-site columns.

According to the perovskite crystal structure of PMN, the location of the A-site column should

be at the unweighted mean location of the neighboring B sites, denoted asuA1 in the �gure. We

model the displacement of the A-site,sA1 � uA1 as a function of wA1 � uA1, where wA1 is the

intensity-weighted average of the neighboring B-site locations. In Figure 2.2 there is a negative

relationship between displacement andwA1 � uA1; becausesA1 is displaced in the opposite

direction of wA1 relative to uA1.

The magnitude of the e�ect of this relationship may be small, possibly less than one pixel.

Therefore, even small errors in estimates of atom column locations due to the algorithm or to

the resolution of the image may result in attenuation of the estimate of this e�ect. Thus, we

develop a hierarchical model to account for these errors. In the hierarchical model, the estimated

locations are used as initial values and as references to form the non-contiguous blocks in the

approximate likelihood, but are not treated as the true locations.

Knowing the relationships between local chemistry and structure can help guide the opti-

mization of composition to maximize properties, such as piezoelectricity, an important property

present in relaxor ferroelectric materials. While the composition can be empirically iterated

until an optimum is reached, access to the underlying structural information is invaluable

to gain rational control over the design process. For example, such relationships can suggest

target compositions or the introduction of alternative elements that can introduce a stronger

correlation.

2.3 Model Description

We use the Bayesian hierarchical framework for our statistical model. The data layer encapsulates

the relationship between the intensities associated with each pixel and the atom column locations

and intensities. The process layer models the association between the displacement of the A-site

locations from their expected position and the intensities of neighboring B-sites. We compare the

hierarchical model to the described spatial and simple linear regression models with �xed atom

column locations. In this section, we explain the model in detail, but also provide a reference of
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Figure 2.2 Diagram of negative A-site displacement in response to the di�erence in intensity-
weighted and unweighted averages of neighboring B-sites.sBj are the B-sites neighboring A-sitesA 1,
wA 1 is the intensity-weighted average of the locations of the B-sites anduA 1 is the unweighted aver-
age. The black B-site is more intense than the three gray B-sites.
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Table 2.1 Description of parameters, hyperparameters and associated prior distributions for the
hierarchical model. The hyperparameters for the variance of the� ij come from setting the mean to

be the sample variance of the OLS estimates and the variance to be 252, with ai =
�̂ 2

� i
252 + 2 and

bi = �̂ 2
� i

(
�̂ 2

� i
252 + 1). � Aj is the mean de�ned in equation 2.6 and~� Bj is the grid location described in

Section 2.3.3.

Parameter(s) Description Prior
� 0 Intercept for pixel intensity Normal(0 ; 10002)
� ij Slope associated with pixel inten-

sity for atom j of type i
Normal(� � i ; � 2

� )

� � A ; � � B Hyperparameters; means of the
A- and B-site � 's

Normal(0; 10002)

� 2
� A

; � 2
� B

Hyperparameters; variance of� 's InvGamma(ai ; bi )
 A ;  B Bandwidth for A- and B- site in-

tensities
LogNormal(0; 100)

� 2 Pixel intensity variance InvGamma(:01; :01)
r; r pix Proportion of variance that is spa-

tial for atoms and pixels, respec-
tively

Uniform(0; 1)

�; � pix Spatial range for atoms and pix-
els, respectively

LogNormal(0; 100)

sAj Coordinates of the j th A-site Normal( � Aj ; � 2
A I 2)

sBj Coordinates of the j th B-site Normal(~� Bj ; � 2
B I 2)

� 0; � 1 Intercept and slope for A-site
displacement vs di�erence of
weighted and unweighted B-site
averages

Normal(0; 10002)

� 2
A ; � 2

B A-site and B-site variance InvGamma(:01; :01)

the names, descriptions and priors of the parameters in Table 2:1.

2.3.1 Data Layer

In the data layer we model the relationship between image intensityY (p) at the 2 � 1 pixel

location vector p and the locations of the atom columns. Letsij be the 2� 1 coordinate vector

of the j th atom column of type i 2 f A; B g and � ij be the corresponding intensity parameter for

that atom column. Let � 0 represent the background intensity,  i be the bandwidth parameter

that determines the area spanned by type i atom columns in the image and� (p) be a spatial

error term.

The model for the observed intensities is

Y (p) = � 0 +
X

i 2f A;B g

N iX

j =1

� ij exp
�

�
kp � sij k2

2 2
i

�
+ � (p); (2.1)
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where k�k is the Euclidean norm. The expected intensity decays from the atom column location

following a Gaussian kernel to place higher intensity value on pixels closer to the center of the

nearest atom column. We use the imaging data from Figure 2.1 to justify the use of the Gaussian

kernel in our model, and provide the details for this justi�cation in the appendix.

For the residuals, let � 2 be the variance,rpix be the proportion of variance that is spatial, and

� pix be the spatial range. The residuals� (p) follow a Gaussian process denotedGP(� 2; rpix ; � pix )

with mean 0 and exponential covariance function

C
�
� (p); � (p0)

�
= � 2

h
(1 � rpix )I (p = p0) + rpix exp

�
�

kp � p0k
� pix

� i
; (2.2)

where I (�) is the indicator function. The exponential covariance function is a part of the desirable

Mat�ern class of covariance functions where the smoothness parameter is12 (Gneiting and

Guttorp, 2010). We use exponential covariance functions in both the data and process layers

after examining empirical variograms of the residuals of OLS estimates of the data layer model

and �tting exponential covariance functions to the variograms. We provide the details of this

justi�cation in the appendix.

The model in (2.1) is not feasible from a computational perspective, so here we present a

justi�able approximation. We approximate our model as independent across windows surrounding

the atom columns, as shown in Figure 2.1. We only consider pixels within square windows

W ij around column sij , thus moving from the contiguous blocks described by Stein (2014) to

non-contiguous blocks of equal sizes for each atom column type. Since the atom columns outside

of the window are far from the pixels inside the window, we treat their contributions as negligible.

This is justi�ed for multiple reasons. First, the bandwidths for the Gaussian kernels are narrow

enough that nearby atom columns will only minimally contribute to the intensities of the pixels

near the atom column centers. Second, the spatial range in the empirical variograms is small

(see appendix). Third, from an error structure perspective, we are pooling the information across

sites to �nd the correlation parameters, so while each individual window might not be enough

to cover these, the combination is. Finally, the error from approximating via independent blocks

is spatial, so this error will be absorbed into the spatial error term when �tting the model.

Let Y (p ijk ) be the intensity of the kth pixel in window W ij and p ijk inside W ij be the 2� 1

location vector of that pixel. Then, we approximate our model from (2.1) as

Y(p ijk ) = � 0 + � ij exp
�

�
kp ijk � sij k2

2 2
i

�
+ � (p ijk ): (2.3)

The covariance for pixels within W ij follows (2.2), and is 0 for pixels that are not in the same

window. Therefore, within window W ij there is a single atom column location to be estimated,

sij . As described below, this resolves potential identi�ability issues with the atom column

locations.
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2.3.2 Process Layer

The objectives of our study are to test for and quantify the association between the displacement

of the A-sites from the unweighted center of their neighboring B-sites and the intensity of those

B-sites. For the B neighboring B-sites of thej th A-site, the unweighted center is

uAj =
1
B

X

k� j

sBk : (2.4)

where k � j denotes thekth neighbor of the j th site. The parameters � Bk in the data layer

represent the intensities of the B-sites, so the intensity-weighted center is

wAj =

P
k� j � Bk sBk

P
k� j � Bk

: (2.5)

For l 2 f x; yg, let sAjl ; uAjl , and wAjl be the l th coordinates ofsAj ; uAj , and wAj , respectively.

The process layer models the A-site column locations, conditioned on all B-site column locations

sB = f sBk for all kg:

sAjl jsB ; � ; � 0; � 1; � 2
A = uAjl + � 0 + � 1(wAjl � uAjl ) + " (sAjl ): (2.6)

The residuals" are independent between x- and y- coordinates and follow a mean-zero Gaussian

processGP(� 2
A ; r; � ) with the exponential covariance structure de�ned in (2.2), where � 2

A is the

A-site variance, r is the proportion of variance that is spatial and � is the spatial range.

The 2 � 1 vector sAj � uAj is the x� and y� displacement of the A-site from the central

position, and the displacement resembles simple linear regression with covariatewAj � uAj .

The intercept parameter is � 0. The slope parameter� 1 models the linear relationship between

displacement of the A-site and the di�erence between the weighted and unweighted averages

of its neighboring B-sites. In other words, a relatively high-intensity B-site is associated with

greater A-site displacement. This model frames the study's objectives as testing whether� 1 = 0

and quantifying � 1.

We model the B-site locations as

sBj j~sBj ; � 2
B

ind.� N (~sBj ; � 2
B I 2); (2.7)

where~sBj is the expected location of the B-site based on the symmetric properties of the crystal

structure of the material. � 2
B controls B-site displacement from the crystal structure. We treat

the B-sites as uncorrelated because we expect the deviation of the sites from their expected

location on the crystal lattice to be small. The knowledge of the crystal structure grounds our

model around where the B-sites should be and is propagated through (2.6) via the unweighted

and weighted averages of the B-sites in the covariates and the A-site displacement. This prior

structural knowledge ensures the atom column locations are identi�able, which is con�rmed
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under various conditions in our sensitivity analysis in the appendix.

2.3.3 Prior Layer

In general, we choose weakly informative priors for our parameters. The means for the B-sites are

on an equispaced grid~� B calculated from the corner sites, which corresponds to the perovskite

structure of PMN (see the appendix for a visualization). We use OLS estimates of the� ij to

ground the hyperparameters� 2
� i

at reasonable values. In particular, we set the mean for� 2
� i

at the sample standard deviation of the OLS estimates of� ij and the variance of � 2
� i

at 252.

We let the priors for � 2
i follow Inverse Gamma distributions, so we solve for the shape and rate

parameters based on the mean and variance settings.

2.4 Computing

We use Gibbs and Metropolis sampling in an MCMC framework to sample from the joint

posterior distribution of the parameters. The description of the prior distributions of the

hierarchical model parameters is in Table 2.1. For the non-hierarchical models, the regression

coe�cients � 0 and � 1 have conjugate N (0; 10002) priors. We also use a Gibbs sampler for

variance � 2
A , with an InverseGamma(0:01; 0:01) conjugate prior. In the spatial linear regression

model, we use Metropolis samplers for the correlation parametersr and � with Uniform(0 ; 1)

and LogNormal(0; 10) priors, respectively.

The hierarchical model contains 3(NA + NB ) + 16 parameters, whereN i is the number of

type-i columns. As such, the number of parameters scale linearly with the number of atom

columns. To mitigate the large computational burden we break the image into independent

blocks, placing boxes around each column as described in Section 2. The boxes must not overlap,

or we will count pixels more than once in our analysis and have an invalid model. Therefore, the

size of the boxes is important, as they must contain the atom column while not overlapping

with the other boxes. It is helpful to orient the image so that it is not necessary to rotate the

boxes to be in line with the rows of atom columns.

After selecting box half-widths of hA and hB for the A- and B-sites, respectively, we create

the boxes by rounding the estimates for the atom column locations to the nearest pixel, then

adding and subtracting the half-widths from the x- and y-coordinates to get the pixels inside

of the box. Thus we have square boxes of width 2hi + 1 around each atom column of interest,

where i 2 f A; B g. The approximate likelihood is then

p(Y j� ) �
Y

i 2f A;B g

N iY

j =1

p� (Y ij jsij ; � ); (2.8)

where p� (�) is the density from the approximate model in (2.3), Y ij is the vector of pixels in

window W ij , and � is the vector of parameters other than the location of the j th atom column

of type i .
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Because these boxes are the same size for each atom type, we need only to compute the two

pixel-pixel distance matrices (one for A-sites and one for B-sites) for the covariance matrices in

the likelihood, making likelihood calculations very e�cient. See the appendix for the derivations

of the sampler updating steps. The code for our MCMC algorithm, simulations, and �gures is

available at https://github.com/reich-group/HierarchicalSTEM.

2.5 Simulation Study

We simulate 100 data sets for each model setting, drawing 10,000 posterior samples for each

data set after a 10,000 iteration burn-in period. We compare the hierarchical model against

the spatial and simple linear regression models with �xed atom column locations described in

Section 2.5.2. The window half-widths are 6 pixels for the A-sites and 5 pixels for the B-sites.

2.5.1 Data Generation

We generate data to have similar properties to the real data plotted in Figure 2.1. We also consider

simulations with slightly di�erent true parameters to understand the operating characteristics

of the proposed method.

2.5.1.1 Atom Column Locations

We �rst draw 19 2 B-sites from a normal distribution where the mean is a grid of points 40 pixels

apart and the standard deviation � B = 0 :25. To simulate the locations of the corresponding 182 A-

sites, we �rst need to generate the� 's. We set � 0 = 87, and independently draw � ij � N (� � i ; � 2
� i

),

where � � A = 3060, � � B = 1425; and � 2
� A

= � 2
� B

= 150. Letting the A-site distance matrix d be

de�ned by the unweighted means of neighboring B-sites in the mean grid, with� 0 = � 0:08,

� 1 = � 0:15 , � A = 0 :4; r = 0 :73; and � = 100, we draw the A-sites from the distribution de�ned

in (2.6).

2.5.1.2 Pixel Intensities

We examine �ve model settings by �xing correlation parameter rpix = 0 :57 and varying intensity

standard deviation � between 140, 220, and 300 for the �rst three settings. For the last two, we

�x � = 140 and changerpix to be 0.7 and 0.9. We set the bandwidth parameters A = 4 :3 and

 B = 3 :7 and pixel spatial range� pix = 5 :5. We draw the pixel intensity values based on (2.1)

for pixels within a 2(hi + 2) + 1 width box around each atom of type i . The purpose of this is to

ensure that the boxes with half-widths hi drawn around the estimated atom locations contain

pixels that follow the proper distribution. The remaining pixel intensities come from an i.i.d.

N (� 0; 25) distribution.
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2.5.1.3 Initial Atom Column Locations

The algorithm described in the appendix chooses the initial atom column locations by �rst

�nding the intensity-weighted average of the nearby pixels and then using nonlinear least squares

to re�ne this estimate. Because we already know the general location of each atom based on

the boxes, we skip the Normalized Cross-Correlation (NCC) step, using the pixels inside each

corresponding box. In most cases, the nonlinear least squares �t and the intensity-weighted

average produce the same location.

2.5.2 Non-Hierarchical Models

Bayesian spatial and simple linear regression using �xed atom column locations provide faster

and more straightforward analyses at the cost of bias and variance in
ation from naive parameter

estimates. We estimate the atom locations using the non-linear least squares method described

in the appendix, and assume them to be known for the remainder of the analysis. We modify

the models from Cabral (2018) by combining the x- and y-displacements into one vector. The

new models are of the form

� (sAj ) = � 0 + � 1	 (sAj ) + � (sAj ); (2.9)

where � (sAj ) = sAj � uAj , 	 (sAj ) = w �
Aj � uAj , and Cov(� (sAj )) = � 2

A I 2. uAj is de�ned in (2.4)

and

w �
Aj =

P
j � k Ŷ (ŝBk )ŝBk

P
j � k Ŷ (ŝBk )

; (2.10)

which is the analogue for (2.5) when every pixel is not in the model.̂Y (ŝBk ) is the intensity

found from the nonlinear least squares �t described in the appendix. The covariance structure

for the spatial linear regression model is the same as for the hierarchical model and the residuals

for the simple linear regression model are i.i.d. normal with mean 0 and variance� 2
A .

2.5.3 Results

We are primarily interested in the slope parameter� 1. Table 2.2 displays the bias of the posterior

means, mean posterior standard deviation, coverage and estimated Mean Squared Error (\MSE )

for � 1 in all model settings. The hierarchical model has the highest coverage and lowest\MSE

for � 1 compared to simple and spatial linear regression for every setting. The hierarchical

model captures the true regression coe�cient, while the posterior mean estimator of� 1 in

the spatial and simple linear regression models attenuates towards zero, as expected from the

ME literature. The attenuation contributes to poor coverage in the naive models, whereas the

hierarchical models perform well until the intensity standard deviation � increases drastically.

We see the hierarchical model performance decline slightly when� = 220, and perform much

worse when� = 300. We also examined the sensitivity of the model to the choice ofai and
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Table 2.2 Summary of simulation study performance for estimating� 1 = � 0:15 under various param-
eter settings for simple linear regression (SimpLR), spatial linear regression (SpatLR), and our new
Bayesian hierarchical model (Hierarch). We simulated 100 data sets for each parameter setting. Monte
Carlo standard errors are in parentheses.

Statistics Model rpix = 0 :57 rpix = 0 :57, rpix = 0 :57, rpix = 0 :7, rpix = 0 :9
� = 140 � = 220 � = 300 � = 140 � = 140

SimpLR 0.037 (0.0013) 0.070 (0.0013) 0.092 (0.0013) 0.042 (0.0013) 0.052 (0.0013)
Bias SpatLR 0.037 (0.0013) 0.069 (0.0013) 0.091 (0.0013) 0.042 (0.0012) 0.052 (0.0012)

Hierarch -0.002 (0.0016) 0.001 (0.0020) 0.046 (0.0020) -0.004 (0.0018) -0.004 (0.0020)
SimpLR 0.016 (0.0001) 0.015 (0.0001) 0.015 (0.0001) 0.016 (0.0001) 0.015 (0.0001)

Mean Post. SD SpatLR 0.012 (0.0001) 0.012 (0.0001) 0.012 (0.0001) 0.012 (0.0001) 0.012 (0.0001)
Hierarch 0.017 (0.0002) 0.023 (0.0003) 0.025 (0.0003) 0.018 (0.0002) 0.020 (0.0002)
SimpLR 37 (4.8) 0 (0) 0 (0) 21 (4.1) 3 (1.7)

% Coverage SpatLR 22 (4.1) 0 (0) 0 (0) 7 (2.7) 0 (0)
Hierarch 95 (2.2) 94 (2.4) 51 (5.0) 97 (2.0) 97 (1.7)
SimpLR 0.15 (0.011) 0.50 (0.018) 0.86 (0.024) 0.20 (0.011) 0.29 (0.014)

\MSE � 100 SpatLR 0.15 (0.010) 0.49 (0.018) 0.85 (0.023) 0.19 (0.010) 0.28 (0.013)
Hierarch 0.03 (0.004) 0.05 (0.006) 0.25 (0.019) 0.03 (0.005) 0.04 (0.005)

bi , the hyperparameters on the variance� 2
� i

of the intensity parameters � ij , where i 2 f A; B g.

These parameters depend on OLS estimates of the intensity parameters as well as a chosen

variance, and we found model performance to be robust to increases and decreases of 50% in

this variance. We also found that coverage of� 1 slightly dropped when we decreased the window

size from 132 pixels to 112 pixels for A-sites and from 112 pixels to 92 pixels for B-sites (see

appendix).

Table 2.3 displays the results of more parameters from the initial model setting. For the

parameters common between the three models, the hierarchical model has the best coverage,

though the spatial linear regression model has tighter posteriors for the correlation parameters,

which is re
ected in MSE estimates. The data layer parameters have less than 95% coverage,

but the bias and means of the posterior standard deviations show that they are close to the

truth for the most part. The low coverage may be explained by the pixels inside the windows

not capturing all of the information in the model. However, the parameters of interest are in the

process layer, not the data layer, and this model sees better performance in the process layer

parameters than the spatial and simple linear regression models.

2.6 STEM Image Analysis

The PMN image in Figure 2.1 contains 192 A-sites and 182 B-sites for analysis. We run the

MCMC for each model for 90,000 iterations after a 10,000 iteration burn-in and check convergence

visually via trace plots. We compare the hierarchical model with half-width 6 for the A-sites and

5 for the B-sites against the spatial and simple linear regression models described in Section

2.5.2.

The results of the analysis are as expected based on our simulation study �ndings. Table 2.4
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Table 2.3 Simulation study results for 100 simulated data sets with� 1 = � 0:15 for simple linear
regression (SimpLR), spatial linear regression (SpatLR), and our new Bayesian hierarchical model
(Hierarch). Coverage is the percent of 95% highest posterior density credible intervals that contain the
parameter.

Mean
Post. Coverage

Parameter Model Truth Bias (SE) SD (SE) (%) (SE) \MSE (SE)
� 0 SimpLR -0.08 0.019 (0.008) 0.018 (0.0001) 40 (4.9) 0.0064 (0.0001)

SpatLR -0.018 (0.007) 0.070 (0.0017) 92 (2.7) 0.0055 (0.0008)
Hierarch -0.034 (0.007) 0.096 (0.0046) 95 (2.2) 0.0061 (0.009)

� A SimpLR 0.4 0.053 (0.002) 0.013 (0.0001) 6 (2.4) 0.0032 (0.0002)
SpatLR 0.064 (0.002) 0.027 (0.0001) 13 (3.4) 0.0045 (0.0003)

Hierarch 0.034 (0.005) 0.049 (0.0002) 94 (2.4) 0.0034 (0.0008)
r SpatLR 0.73 -0.048 (0.008) 0.082 (0.0015) 88 (3.2) 0.0091 (0.0016)

Hierarch -0.114 (0.007) 0.085 (0.0015) 80 (4.0) 0.0174 (0.0020)
� SpatLR 100 -5.5 (3.2) 31.0 (1.30) 86 (3.5) 1053 (19.3)

Hierarch 64.5 (9.9) 98.4 (10.11) 97 (1.7) 1385 (386.4)
� 0 Hierarch 87 7.59 (0.45) 4.78 (0.014) 67 (4.7) 77.4 (7.67)

� A100 Hierarch 3006.21 63.04 (13.6) 79.4 (0.017) 69 (4.6) 22204 (3571)
� Hierarch 140 -2.22 (0.13) 1.18 (0.001) 47 (5.0) 6.62 (0.675)

 A Hierarch 4.3 -0.01 (0.0007) 0.008 (0.0000) 79 (4.1) 0.0001 (0.00002)
rpix Hierarch 0.57 -0.01 (0.0008) 0.008 (0.0000) 48 (5.0) 0.0003 (0.00003)
� pix Hierarch 5.5 -0.33 (0.024) 0.217 (0.0021) 63 (4.8) 0.17 (0.019)

shows that the posterior means for� 1 in the simple and spatial linear regression models are

much closer to zero than in the hierarchical model, and the variance is in
ated, as we expect

because of ME. The magnitude of the estimated e�ect is 53% larger for the full model than for

the standard models. We visualize these results in the density plots in Figure 2.3. We also see

the posterior intervals and means for the atom column locations in Table 2.4. The spatial linear

regression model puts a wider interval on the intercept term� 0 than the simple linear regression

model, which allows for a narrower interval around the regression coe�cient of interest � 1. The

spatial linear regression credible interval for� 1 does not overlap with the interval from the

hierarchical model, providing strong evidence of attenuation.

All three models indicate strong evidence of a negative relationship between A-site column

displacement and B-site intensity through the parameter � 1. In other words, A-site column

locations tend to be further from B-sites with higher proportions of niobium. These �ndings

are consistent with observations made with x-ray di�raction that propose the distribution of

magnesium and niobium directly in
uences the bonding between lead and oxygen (Chen et al.,

1996; Jeong et al., 2005). In addition to what we present here, we have found overwhelming

evidence� 1 6= 0 using Bayes Factors through stochastic search variable selection. However,

marginal likelihoods in this setup are notoriously sensitive to untestable model assumptions

(Gelman et al., 2013), so we relegate these results to the appendix.

When interpreting these �ndings, we need to be careful that spatial confounding is not

biasing our estimate of � 1 (Hodges and Reich, 2010; Paciorek, 2010). Spatial confounding is
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Figure 2.3 Posterior densities for the �ve common parameters between the hierarchical, spatial linear
regression, and simple linear regression models. The regression parameter� 1 attenuates towards zero
in the simple and spatial linear regression models.

most prevalent when the covariates have strong spatial dependence, but in our exploratory

data analysis, we found no evidence of spatial correlation in our covariate and no evidence of

correlation between the covariate and the residuals of OLS estimates. Furthermore, the posterior

means of� 1 for the simple and spatial linear regression models are equal and the posterior

standard deviation for the spatial linear regression model is less than that of the simple linear

regression model. Finally, our results align with our simulation study. This leads us to conclude

that the di�erence in the posterior distributions of � 1 for the hierarchical model compared to

the simple and spatial linear regression models is due to measurement error, not confounding.

2.7 Discussion

Electron microscopy imaging techniques will continue to improve and provide us with an ever

clearer picture of how local physical and chemical di�erences contribute to global material
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Figure 2.4 95% posterior regions (circles) and means (points) for atom column locations from the
inset image in Figure 2.1.

21



Table 2.4 Posterior mean and highest posterior density 95% credible intervals for the 5 common
parameters among the hierarchical, spatial linear regression, and spatial linear regression models.

Hierarchical Model Spatial LR Simple LR
Mean Credible Int. Mean Credible Int. Mean Credible Int.

� 0 -0.06 (-0.34, 0.21) -0.09 (-0.32, 0.15) -0.09 (-0.12, -0.06)
� 1 -0.29 (-0.36, -0.23) -0.19 (-0.22, -0.16) -0.19 (-0.24, -0.13)
� A 0.38 (0.28, 0.53) 0.42 (0.34, 0.52) 0.40 (0.37, 0.42)
r 0.72 (0.56, 0.87) 0.83 (0.73, 0.91) � �
� 205 (58, 440) 122 (54, 225) � �

properties. This article describes a spatial Bayesian hierarchical model that accounts for ME

in locations for atomic-scale images of crystalline materials. Our new method is a dramatic

improvement over the standard analysis techniques, and as such we hope it will become an

impactful tool for materials scientists. We apply this model to real and simulated STEM images

of PMN, and show that it outperforms spatial and simple linear regression where the estimated

locations are treated as the truth. We �nd a negative relationship between the displacement of

lead atom columns and the weighted intensity of neighboring magnesium/niobium columns, which

corresponds to the proportion of niobium in those columns. The magnitude of the parameter

associated with this relationship is 53% larger in our model compared to the non-ME models,

which along with our simulation study strongly suggests attenuation of the parameter in the

non-ME models.

We present a statistical framework that can both test for and quantify the aforementioned

relationship. Both testing and estimation are important goals in the emerging �eld of correlated

disorder. Testing is important to establish fundamental physical relationships, and estimation is

key for predicting the performance of a material. For example, the speci�c value of the slope

parameter would be required to approximate the energy needed to reverse an electric �eld in

a ferroelectric material such as PMN. In a recent review paper inNature, Keen and Goodwin

(2015) summarize the value of full characterization of material:

\Ultimately, of course, the goal will be to control and exploit correlated disorder.

This reverses the paradigm of seeking to understand the disorder responsible for

interesting physical properties to one of intentionally employing it as a design element

in its own right, in order to engineer materials with novel functionalities. But the

crucial �rst step towards that goal is developing the ability to fully characterize

correlated disorder..."

Our simulation study shows that compared to simpler methods, our procedure gives a more

reliable test and reduces bias in the parameter estimates. Therefore, we believe this is a valuable

contribution to this rapidly-emerging literature.

This method is computationally intensive compared to the naive models, as the number of
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parameters scale with the number of atom columns and the data layer uses intensities at each

pixel as responses. However, using independent non-contiguous blocks around the atom columns

allows the time to scale linearly with the number of columns. For the type of data explored

in our application, the non-contiguous block method is limited by the maximum size of the

windows around the atom columns. The blocks cannot overlap, because the information in the

overlapping region would be counted twice. Rotating the image so that the angle of the rows of

atom columns aligns with the blocks will help maximize the block size. We can also modify this

model to apply it to di�erent types of crystal structures and zone axes.
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CHAPTER3

Bayesian Random Fourier Frequencies (BRFF): A Spectral, Latent Gaussian

Approach for Modeling Non-Gridded Spatial Data

3.1 Introduction

Modeling geo-referenced spatial data using Gaussian processes has become common practice

(Banerjee et al., 2014; Gelfand et al., 2010; Stein, 1999). However, modern spatial data sets are

often too large to evaluate the likelihood. This is because a Gaussian process realization with

observations at n locations requires storage of a covariance matrix of sizen2 and calculations of

determinants and inverses withO(n3) 
oating point operations. These computational problems

are particularly acute in Bayesian hierarchical settings using Markov chain Monte Carlo (MCMC)

to sample from the posterior distribution, where the likelihood needs to be evaluated repeatedly.

Because of this computational complexity, spatial data sets are considered \big" when the

number of observations is smaller than other types of data. Thus, there is a broad literature

of methods to approximate the likelihood and make computation tractable. A popular class of

these approximations is low-rank methods.

Low-rank methods approximate the true spatial surface byL � n basis functions in order to

reduce the number of operations fromO(n3) to O(L 3) and make computation feasible. Popular

low-rank methods include �xed rank Kriging (Cressie and Johannesson, 2008), kernel convolution

(Higdon, 2002) and predictive processes (Banerjee et al., 2008), where approaches vary based

on the choice of basis function. There are some limitations with these methods, as explored by

Stein (2014). Namely, low rank methods over-smooth high frequency data where there is short

spatial range. Stein (2014) shows that contiguous block approximations to the likelihood perform

better than low rank approximations in this context. However, low-rank methods remain a useful

approach, especially when applied as part of a hierarchical model for non-Gaussian data where

the marginal likelihood of the observations is intractable and inference relies on MCMC.
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The spectral representation theorem provides the option to use trigonometric functions as

basis functions for a spectral low-rank approach. When data are regularly spaced, spectral

methods work quickly via the discrete Fourier transform (DFT) to �nd the Whittle approximation

to the likelihood (Fuentes and Reich, 2010). Fuentes (2007) extended this approach to lattices

with missing values and irregularly spaced data by �rst dividing the data into blocks before

calculating the Whittle approximation. Guinness and Fuentes have recently developed new

approaches to account for incomplete lattice data (Guinness, 2019; Guinness and Fuentes, 2017).

For a comparison and further explanation of low-rank methods, spectral methods on lattices

and other methods for large spatial data sets, see Heaton et al. (2019).

Spectral methods based on the DFT are restrictive in that they require data to be on a grid

or to be approximated by a grid. For irregular data, a �xed grid of frequencies can still be used

to approximate the process with the amplitudes estimated from the data (e.g. Royle and Wikle,

2005). However, methods have been proposed to adapt the frequencies to the observed data,

including Random Fourier Features (RFF's). RFF's were introduced for stationary Gaussian

processes with known spectral density by Rahimi and Recht (2008), who sampled frequencies

from a known spectral density to approximate Gaussian processes in a kernel machine setting.

For a good introduction to RFF's in spatial analysis, see Milton et al. (2019). L�azaro-Gredilla

et al. (2010) used an optimization algorithm to �nd the optimal frequencies and hyperparameters

for classes of stationary covariance functions, and Ton et al. (2018) have expanded this approach

to nonstationary spatial and spatiotemporal settings.

In this paper, we use a fully Bayesian approach that treats the frequencies as random

parameters in the model, which we name Bayesian Random Fourier Frequencies (BRFF). BRFF

has several advantages over other spectral and basis function methods. First, marginalizing

over both the amplitudes and frequencies means that the correlation function of the low-rank

and full-rank processes are equal. This means that we can sample frequencies from the tails

of the spectral density and alleviate the over-smoothing problems with other basis-function

approaches (Stein, 2014). This contrasts with RFF approaches, where the correlation function of

the low-rank process is an approximation to true correlation function. Second, it can use standard

Bayesian methods and software (e.g. Carpenter et al., 2017) and quanti�es the uncertainty of all

parameters of interest. Third, unlike random Fourier feature methods that optimize the marginal

likelihood, it can easily be applied to non-Gaussian data and be embedded in a hierarchical

model (e.g., binary with latent Gaussian process). Finally, the covariance function does not need

a closed form, as we can use any probability density function that is symmetric about zero as a

prior distribution for the frequencies.

The rest of this chapter proceeds as follows. In Sections 3.2 and 3.3 we describe our model

and the associated computational algorithm. In Section 3.4 we conduct a simulation study

for Gaussian and binary data that compares our method to the predictive process approach

of Banerjee et al. (2008). In Section 3.5 we apply our method in a binomial data setting to

interpolate the yearly number of bad air quality days throughout the United States. We conclude
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in Section 3.6.

3.2 Method Description and Background

Before we describe our spectral approach, we �rst review modeling spatial data using Gaussian

processes. Let observationZ (s) at location s 2 D � R2, be modeled using spatial random e�ects

as

Z (s) = x(s)T � + w(s) + � (s); (3.1)

where x(s) is a p � 1 vector of spatial covariates,� is a p � 1 parameter vector of coe�cients,

spatial random e�ects w(s) follow a mean-zero Gaussian Process with a spatial covariance

function, and � (s) is an independent Gaussian error term known as the nugget. Low-rank

methods approximate the spatial random e�ect term as

w(s) �
LX

l=1

B l (s)� l ; (3.2)

where B l (s) are basis functions and parameters� = ( � 1; � 2; : : : ; � L )T � N (0; � ). Spectral

approaches use trigonometric functions as the basis functions and the parameters� represent

corresponding amplitudes, as detailed below.

3.2.1 Review of Spectral Methods

We model the spatial processw in (3.1) using spectral methods. Assumingw is a stationary

Gaussian process, the spectral representation theorem states that it can be written as

w(s) =
Z

exp(i ! T s)
�

a(! ) + ib(! )
	

d! (3.3)

where Eka(! ) + ib(! )k2 = � 2f (! ), � 2 is a variance parameter andf (! ) is the spectal density

(Fuentes and Reich, 2010; Lindgren, 2012). An advantage of this representation is that it expresses

the spatial process in terms of amplitudesa(! ) and b(! ) that are independent across frequency

! .

The spectral density function determines the spatial correlation function. Bochner's theorem

states that a continuous function is a valid covariance function (i.e. nonnegative de�nite) if and

only if it can be expressed as the Fourier transform of a positive �nite measure (Fuentes and

Reich, 2010). For real-valued frequencies, the spatial correlation is

Corf w(s); w(s + h)g = C(h) =
Z

R2
exp (i ! T h)f (! )d! : (3.4)

Any symmetric probability density function su�ces for the spectral density. In particular, if
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f (! ) is symmetric about zero, then

C(h) =
Z

R2
cos (! T h)f (! )d! ; (3.5)

since exp (i ! T h) = cos(! T h) + i sin(! T h) and sine is an odd function.

We use the Mat�ern spectral density

f (! ) =
�( � + 1)(4 � ) �

� �( � )( �� )2�

� 4�
(�� )2 + ! T !

� � (� +1)
(3.6)

that gives correlation function

C(h) =
1

�( � )2� � 1

� 2
p

� khk
�

� �
K �

� 2
p

� khk
�

�
; (3.7)

where K � is the modi�ed Bessel function of the second kind with order� > 0 (Paciorek, 2007).

The Mat�ern correlation is de�ned by two parameters, spatial range� and smoothness� . This

correlation function is widely used because of its 
exibility. For instance, if � = 1
2 , the Mat�ern

correlation function reduces to the exponential correlation function and if � ! 1 , then it

becomes the squared exponential correlation function.

The Mat�ern spectral density is equivalent to the bivariate Student t density function with

location (0; 0), degrees of freedom 2� and scale matrix 4
(�� )2 I 2; we denote this as! � BVT (�; � ).

It follows then that the frequencies for the spectral density associated with an exponential

covariance function follow a Cauchy distribution (Student t with 1 degree of freedom). Similarly,

the frequencies for the squared exponential covariance function follow a normal distribution

(Student t with � ! 1 ).

For computational purposes, the integrals in (3.3) and (3.4) can be approximated using a

�nite sum. For �xed frequencies f ! 1; :::; ! J g the approximation is

wJ (s) =
JX

j =1

cos(! T
j s)aj + sin( ! T

j s)bj ; (3.8)

where aj ; bj
indep
� Normal

n
0; � 2

J f (! j )
o

, independent acrossj . For example, on anL � L lattice

the frequencies could be taken as the Fourier frequencies! j = 2�
L j , where j 2 JL , with

JL = fb� (L � 1)=2c; : : : ; L � b (L � 1)=2cg � fb� (L � 1)=2c; : : : ; L � b (L � 1)=2cg (3.9)

and b�c is the 
oor function (Fuentes and Reich, 2010). Marginalizing over the random amplitudes

aj and bj , the covariance function approximation is

CJ (h) = Cor f wJ (s); wJ (s + h)g =
1
J

JX

j =1

cos(! T
j h)f (! j ) (3.10)
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which converges to (3.5) asJ increases.

3.2.2 Bayesian Random Fourier Frequencies (BRFF)

To recover the true covariance function, we allow both the amplitudes and theJ frequencies to

be random variables. The BRFF model is

wJ (s) =
JX

j =1

cos(! T
j s)aj + sin( ! T

j s)bj (3.11)

! j
iid� f (! )

aj ; bj
iid� Normal

�
0;

� 2

J

�
:

As shown in Appendix B.1, marginalizing over both the amplitudes and the random frequencies

gives the correlation

CJ (h) = Cor f wJ (s); wJ (s + h)g =
Z

R2
cos(! T h)f (! )d! : (3.12)

Therefore, by allowing the frequencies to be random the correlation of the low-rank process

matches the desired covariance in (3.5).

The BRFF process can naturally be embedded in hierarchical models. For example, for

Gaussian data we �t the model combining (3.1) and (3.11) with wJ (s) approximating w(s).

BRFF can also be incorporated in a generalized linear model with

h
h
E

�
Z (s)

	 i
= x(s)T � + wJ (s) (3.13)

for link function h. In our analyses, we use theMat�ern correlation function and latent Gaussian

model. We representY (s) as a function of the latent Gaussian processZ (s), i.e.,

Y (s) = g
�

Z (s)
	

(3.14)

Z (s) = x(s)T � +
JX

j =1

cos(! T
j s)aj +

JX

j =1

sin(! T
j s)bj + � (s)

! j j�; � iid� BVT( �; � )

aj ; bj j� 2 iid� Normal
�

0;
� 2

J

�

� (s)j� 2 iid� Normal(0; � 2)

� i
iid� Normal(0; 1002)

log(� ); log(� ) iid� Normal(� 2; 1)

� 2;
� 2

J
iid� InverseGamma(0:1; 0:1)
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for some non-decreasing transformation functiong, with i 2 f 1; : : : ; pg and j 2 f 1; : : : ; J g.

3.3 Computing

For Gaussian data with Z (s) = x(s)T � + wJ (s) + � (s), we use a Markov chain Monte Carlo

(MCMC) approach to sample from the joint posterior distribution of our model. The algorithm

uses Gibbs updates for the mean (� ), variance (� 2; � 2) and amplitude (aj ; bj ) parameters, a

Metropolis update for the covariance function parameters (�; � ) and Hamiltonian Monte Carlo

(HMC) for the frequencies (! j ). Computation for the BRFF model is challenging because of

the label-switching problem, i.e., the spatial term w(s) is invariant to exchanging f aj ; bj ; ! j g

and f ak ; bk ; ! kg for any j and k. HMC is well-suited for this problem because it is designed to

sample from irregular posterior distributions and the gradient of the posterior under this model

is simple combinations of trigonometric functions. Because the frequency parameters are not

identi�able due to label switching, we study convergence by examining the trace plots ofwJ (s)

at each location, as well as the trace plots of the identi�able parameters� ; �; �; � 2; and � 2. The

Metropolis and HMC samplers adapt during burn-in in order to have close to optimal acceptance

rates (Gelman et al., 1996; Neal, 2011). We have code written using both Stan (Carpenter et al.,

2017) and our own tailored code, but found the tailored code to be faster and it is therefore

used here. See the appendix for further computing details.

3.3.1 Non-Gaussian Data

The MCMC algorithm must be modi�ed for non-Gaussian data. For the binary data analyzed

in Section 3.4 and count data in Section 3.5 we use the latent Gaussian model in (3.14). For

binary data, Y (s) 2 f 0; 1g the transformation function is g
�

Z (s)
	

= I (Z (s) > 0); for count data

Y (s) 2 f 0; 1; :::; N g, we let Y � (s) = log
�

Y (s) + 1
	

= g
�

Z (s)
	

. Then,

g
�

Z (s)
	

=

8
>>><

>>>:

log(1) Z (s) < log(1 + 0:5)

log(k) log(k � 0:5) � Z (s) < log(k + 0 :5)

log(N ) Z (s) � log(N � 0:5)

(3.15)

In both cases, the sampler augments the Gaussian sample with an additional Gibbs set that

draws the latent process Z(s) from truncated normal distribution corresponding the observed

Y(s). The remaining steps are the same as the Gaussian case.

3.4 Simulation Study

We conduct a simulation study to compare the predictive performance of BRFF to predictive

processes for both Gaussian and non-Gaussian (binary) data. We simulate 200 data sets with

2000 observations from Mat�ern covariance functions with range 0:1, partial sill 0 :9, nugget 0:1
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Figure 3.1 Gaussian process realizations on the unit square with constant mean 10 and Mat�ern
covariance function with range 0:1 and smoothness 0:5 (left) and 1:5 (right).

and constant mean 10 at uniformly distributed locations on the unit square. One hundred of

the data sets were simulated with low smoothness (� = 0 :5) and the other 100 were simulated

with moderate smoothness (� = 1 :5). Figure 3.1 shows an example data set for each smoothness

value. We obtain the binary data sets for our simulation study by subtracting the constant mean

from the simulated Gaussian data sets, setting negative values to zero and positive values to

one as shown in Figure 3.2.

3.4.1 Gaussian Data

For each of the data sets, we set aside 1000 observations for prediction and use training sets of

100 and 1000 observations. We compare BRFF to Bayesian Kriging (BK, i.e. the full spatial

random e�ects model) and predictive processes using the spLM function with adaptive MCMC

in the spBayes R package (Finley et al., 2015; Roberts and Rosenthal, 2009). Predictive process

(PP) models use location-based knots, with the number of knots corresponding to the number

of basis functions in (3.2). BK obtains the best linear unbiased predictor for Gaussian data,

but is computationally expensive. Therefore, we only use BK in the scenarios with 100 training

observations.

We also include a fourth approach, �xed Fourier features (FFF). Here we �x 100 frequencies

on a uniform grid from zero to the 99th percentile of the true spectral density. For the �xed

frequency model, the prior the amplitudesal ; bl
iid� N

�
0; � 2

J f (! l )
�

for l 2 f 1; : : : ; 100g. Note

that in practice we typically do not know the true spectral density and that we include this

method to measure the di�erence in performance when including random frequencies.
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Figure 3.2 Example of binary observationsY(s) = I
�

Z (s) > 0
	

(left) obtained by thresholding a
realization of a mean-zero latent Gaussian processZ (s) (right).

Because frequencies are two-dimensional, we compare BRFF models withJ frequencies to

the predictive process model with 2J knots, placing the knots on a uniform grid throughout the

space. To ensure the knots are on a square grid, we set 2J = 16; 36 and 100. The total number of

MCMC draws is 10,000, with 5,000 draws being discarded as burn in and the remaining draws

being used for prediction.

We use three methods to measure and compare predictive performance: prediction mean-

squared error (MSE), the correlation between predicted and true observations, and the 95%

prediction interval coverage. Table 3.1 displays the results of the simulation study. For the

N train = 1000 scenario, BRFF outperforms predictive processes in terms of the MSE and

correlation metrics, while reaching nominal coverage. PP perform better in some of the smaller

training set scenarios, particularly in the 100 basis functions setting. However, the large data

setting is more important because we can implement Kriging when we have smaller data sets

and do not require approximations by basis functions. Furthermore, BRFF is much faster

than predictive processes in all scenarios, as we will see at the end of this Section. FFF is not

competitive in most scenarios.

3.4.2 Binary Data

Using the same set up for number of frequencies, knots and iterations as in Section 3.4.1, we

use the spGLM function with adaptive MCMC in the spBayes package to �t the PP and BK

models, and again �t the FFF model. We compare performance by calculating the area under

the curve (AUC) of the receiving operator characteristic (ROC), which plots the true positive

rate against the false positive rate. The AUC takes values between 0 and 1, with 1 signifying
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Table 3.1 Simulation study results with continuous observations drawn from the Matern correlation
function. The study compares our Bayesian random Fourier frequencies (BRFF) method to predictive
processes (PP) and �xed Fourier features (FFF), as well as to Bayesian Kriging (BK) in the low N train

scenarios. Monte Carlo standard errors are in parentheses.

smoothness N train Nbasis Method MSE Cor(Ŷp; Yp) 95% Coverage

0.5 100 16 BRFF 0.747 (0.011) 0.468 (0.012) 0.944 (0.003)
PP 0.821 (0.013) 0.363 (0.018) 0.956 (0.002)

36 BRFF 0.722 (0.011) 0.502 (0.011) 0.935 (0.004)
PP 0.711 (0.010) 0.501 (0.013) 0.953 (0.002)

100 BRFF 0.704 (0.011) 0.533 (0.009) 0.929 (0.004)
PP 0.623 (0.007) 0.589 (0.009) 0.954 (0.002)

200 FFF 0.703 (0.009) 0.520 (0.009) 0.951 (0.002)
NA BK 0.602 (0.006) 0.607 (0.008) 0.954 (0.002)

0.5 1000 16 BRFF 0.528 (0.006) 0.658 (0.007) 0.954 (0.001)
PP 0.685 (0.008) 0.515 (0.010) 0.955 (0.001)

36 BRFF 0.423 (0.003) 0.740 (0.005) 0.953 (0.001)
PP 0.554 (0.005) 0.637 (0.007) 0.955 (0.001)

100 BRFF 0.365 (0.003) 0.781 (0.003) 0.952 (0.001)
PP 0.414 (0.003) 0.746 (0.005) 0.955 (0.001)

200 FFF 0.494 (0.006) 0.690 (0.004) 0.953 (0.001)
1.5 100 16 BRFF 0.340 (0.007) 0.781 (0.009) 0.942 (0.003)

PP 0.459 (0.010) 0.693 (0.011) 0.958 (0.002)
36 BRFF 0.319 (0.005) 0.796 (0.008) 0.933 (0.003)

PP 0.312 (0.005) 0.799 (0.008) 0.960 (0.002)
100 BRFF 0.295 (0.004) 0.813 (0.007) 0.933 (0.003)

PP 0.246 (0.003) 0.846 (0.006) 0.958 (0.002)
200 FFF 0.454 (0.009) 0.691 (0.012) 0.952 (0.002)
NA BK 0.241 (0.003) 0.849 (0.006)) 0.958 (0.002)

1.5 1000 16 BRFF 0.239 (0.007) 0.851 (0.005) 0.954 (0.001)
PP 0.365 (0.007) 0.760 (0.008) 0.957 (0.001)

36 BRFF 0.152 (0.001) 0.907 (0.003) 0.953 (0.001)
PP 0.222 (0.003) 0.861 (0.005) 0.956 (0.001)

100 BRFF 0.135 (0.001) 0.917 (0.003) 0.952 (0.001)
PP 0.141 (0.001) 0.914 (0.003) 0.956 (0.001)

200 FFF 0.237 (0.004) 0.850 (0.006) 0.955 (0.001)
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Figure 3.3 Mean area under the ROC curve (AUC) for binary data simulation study. The study
compares our Bayesian random Fourier frequencies (BRFF) method to predictive processes (PP) and
Bayesian Kriging (BK). Black lines represent results when smoothness is 0:5 and red when smoothness
is 1:5. Vertical line segments represent 95% con�dence intervals using Monte Carlo standard errors.

(a) N train = 100 (b) N train = 1000

perfect prediction. Figure 3.3 shows the results. In most of the settings with a lower number

of basis functions, BRFF outperforms PP, particularly when N train = 1000. The AUC values

are nearly equivalent in the 100 basis functions,N train = 1000 case, where for lower smoothness

scenario the AUC's are both 0.88 and for the higher smoothness scenario the AUC's are 0.98 for

BRFF and 0.99 for PP.

FFF again performs poorly relative to the other methods. WhenN train = 100, the mean AUC

is 0:745 (SE = 0:005) when� = 0 :5 and 0:861 (SE = 0:007) when� = 1 :5. When N train = 1000,

the mean AUC is 0:854 (SE = 0:002) when� = 0 :5 and 0:961 (SE = 0:003) when� = 1 :5. BRFF

with 18 and 50 frequencies outperforms FFF in all scenarios. We do not include FFF in the

Figure 3.3 in order to maintain readability.

Figure 3.4 shows the time savings of the spectral method over the predictive process method.

For the N train = 1000, 100 basis function scenario predictive processes took an average of 91:5

minutes to complete, while the spectral method took only an average of 10:5 minutes for the

same number of iterations.

3.5 Application to Ambient Air Pollution Data

We apply our method to create an interpolated map of the total number of unhealthy tropospheric

ozone days in 2019 throughout the continental United States. A poor air quality day is de�ned

by the US Environmental Protection agency (EPA) as any day where the EPA's air quality

index is above 100, which corresponds to the 8-hour ozone average being above 70 parts per

billion (EPA, 2018). The EPA provides annual summary data at ozone monitoring sites across
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Figure 3.4 Mean simulation study time for 1,000 training locations and 1,000 prediction locations on
Gaussian (black) and binary (red) data. Time includes 10,000 total MCMC iterations for �tting and
5,000 iterations for predicting.

the country (EPA, 2019). In 2019, there were 1176 sites with complete data, which are used as

observations. The number of poor air quality days,Y (s), are modeled as described in Section

3.1 and (3.15), with N = 365.

We compare BRFF with 200 frequencies (400 basis functions) against predictive processes.

The predictive process model isY (s) � Binomial(365; p(s)) where logit (p(s)) is modeled as a

predictive process with 400 knots. We place the knots on a 20� 20 grid over the map and replace

the knots outside of the borders by uniformly sampling coordinates until all of the knot locations

are inside the borders. Like in the simulation study, we �t the predictive processes model using

the spGLM function in the spBayes package with adaptive MCMC. The model was slow to

converge, so we �xed the smoothness parameter at three values:� = 0 :5; 1:5 and 2:5, selecting

the model with the lowest DIC value (� = 2 :5) to compare to BRFF. Due to slow convergence,

we drew 15,000 posterior samples after a 85,000 iteration burn-in period, which took 55 hours

to run. The 95% highest posterior density credible interval for the range is (0:053; 0:070).

For BRFF, we ran three parallel chains with 9000 burn-in iterations and 5000 samples after

burn-in, with each chain taking about 1.5 hours to run. Trace plots show chains converging

for all parameters of interest. The 95% highest posterior density credible interval for the range

parameter is (0:010; 0:013) and the 95% highest posterior density credible interval for the

smoothness parameter is (1:2; 3:9).

Figures 3.5, 3.6 and 3.7 show maps of the observed data, and the posterior means and

standard deviations of the prediction points. Both models predict a higher number of poor air

quality days near monitors with a high number of days, notably on the southern California

coast. Note that in areas with no nearby monitors, BRFF predicts a low number of high Ozone
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Figure 3.5 Observed mean high ozone days over threshold.

days. For the predictive process model we see that several regions with few monitors have a

high number of predicted poor air quality days. Figure 3.7 shows a possible reason for this. The

BRFF latent Gaussian model has much lower uncertainty, with the highest posterior standard

deviation being around 4 days. The predictive process binomial model has uncertainty climbing

over 100 days in areas with few observations.

In addition to �tting the full data set, we also �t both models on 80% of the data and

calculate prediction metrics on the remaining 20% of the data for thresholds from 0 to 9. Namely,

we calculate accuracy, precision and recall, de�ned as

Accuracy =
TP + TN

TP + TN + FP + FN
; (3.16)

Precision =
TP

TP + FP
;

Recall =
TP

TP + FN
;

where TP and TN are the number of true positives and negatives, andFP and FN are the

number of false positives and negatives. Figure 3.8a shows BRFF starts around 0.85 for precision

and accuracy and 0.9 for recall when thresholding at 0 days, and steadily increases as the

threshold increases. Figure 3.8b shows BRFF outperforms predictive processes at all thresholds

for accuracy and recall, while they both have about the same precision values for each threshold.

The results of these metrics along with the large di�erences in posterior standard deviation

strongly suggest that BRFF is preferable over predictive processes.
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Figure 3.6 Posterior mean high ozone days. The white points are the monitoring sites.

(a) Bayesian random Fourier frequencies

(b) Predictive processes
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Figure 3.7 Posterior standard deviation high ozone days. The white points are the monitoring sites.

(a) Bayesian random Fourier frequencies

(b) Predictive processes
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Figure 3.8 Performance metrics for the air quality application when setting thresholds at each of
0 through 9 days to measure the models correctly predicting locations above and below the thresh-
old. Panel (a) shows the classi�cation accuracy for our method, BRFF, and (b) shows the di�erence
between the results in BRFF and the predictive process (PP) approach.

(a) BRFF (b) BRFF - PP

3.6 Discussion

We have expanded on the random Fourier features literature by developing Bayesian Random

Fourier Frequencies (BRFF), a fully Bayesian approach that can be applied to both Gaussian

and non-Gaussian data settings. This new method performs well in large data environments, and

is markedly faster than the predictive process approach. In the ozone study, posterior predictive

standard deviations were much more reasonable for BRFF when compared to predictive processes.

Due to the e�ciency of HMC, fewer iterations were needed for convergence, resulting in a

drastically faster run time compared to the predictive processes.

This improved speed will be helpful for data and models with more complicated structures.

For example, BRFF could be extended to spatiotemporal settings, such as using past spatial

air quality observations to predict future poor air quality days. Correlation between multiple

types of pollutants over space and time is also of interest. We could extend the model to

multivariate spatial or spatiotemporal scenarios, using multiple spectral densities to model

the cross-covariance between di�erent types of pollutants. Even with the addition of more

observations, the speed and e�ciency of BRFF will make prediction and inference feasible.
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CHAPTER4

A Low-Rank Spectral Model for Multivariate Spatial Data

4.1 Introduction

Multivariate spatial data arise in many �elds of environmental science. For example, in Section

4.2 we analyze several types of air pollution across the US. For multivariate spatial data, we

are interested in modeling both dependence between variables at a particular location, and the

correlation between measurements across locations, which can be depicted with cross-covariance

functions. Valid cross-covariance functions require that for any number or any choice of locations,

the resulting covariance matrix has to be non-negative de�nite. Various constructions of cross-

covariance function have been proposed, including separable cross-covariance functions (Mardia

and Goodall, 1993), linear model of coregionalization (LMC) (e.g., Banerjee et al., 2004; Gelfand

et al., 2004; Wackernagel, 1995), convolution-based models (e.g., Gaspari and Cohn, 1999; Ver

Hoef and Barry, 1998) and a Mat�ern class of covariance functions (Apanasovich et al., 2012;

Gneiting et al., 2010).

LMC models multivariate dependence structure with a linear combination of independent

processes, which provides a separable cross-covariance by construction. A main drawback of the

LMC is that the smoothness of any component of the multivariate process is restricted to that

of the roughest underlying univariate process (Genton and Kleiber, 2015). Convolution based

methods construct multivariate process by convolving a process with a smoothing kernel function

(Ver Hoef and Barry, 1998) or cross-convolving univariate covariance functions (Majumdar and

Gelfand, 2007), which usually requires numerical integration and its parameters can be di�cult

to interpret. The Mat�ern family of covariance functions is popular in spatial modeling (Stein,

1999) due to its predictive properties and a special link between Mat�ern and the stochastic partial

di�erential equation (SPDE) approach (Lindgren et al., 2011). Gneiting et al. (2010) introduced

a class of Mat�ern cross-covariance functions with a full characterization of parameters up to
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bivariate cases and a parsimonious model for trivariate and above. Apanasovich et al. (2012)

provided a general characterization of the parameters that yield a valid multivariate Mat�ern

model for any number of components allowing for each process to have distinct smoothness and

scale parameters. Another recent idea extends the SPDE approach of Lindgren et al. (2011) to

a multivariate setting (Bolin and Wallin, 2020; Hu et al., 2013; Hu and Steinsland, 2016).

While most of the cross-covariance constructive methods do not account for asymmetry,

Apanasovich and Genton (2010) build cross-covariance functions with univariate spatial co-

variances by incorporating additional latent dimensions that represent the variables, which

introduced asymmetry by maneuvering the latent dimensions associated with each variable. And

Qadir et al. (2021) proposed a model that allows for asymmetric cross-covariance by modeling

the phase component of the constrained cross-spectral features in the spectral domain.

Beside the di�culty of cross-covariance construction, computation for multivariate spatial

�elds is also challenging. Gong (2018) adapted the latent dimension approach (Apanasovich

and Genton, 2010) to multi-resolution approximation framework (Katzfuss and Gong, 2020).

Kleiber et al. (2019) proposed a multi-resolution approach (Nychka et al., 2015) to a massive

multivariate process modeling with multiple scales of variation.

In this chapter, we propose a low-rank spectral mixture model for stationary Gaussian

processes on non-gridded spatial domains. Here, the basis functions are sines and cosines and the

parameter vectors represent associated amplitudes. The covariance matrices of these amplitudes

(i.e. cross-covariance) are de�ned as a weighted mixture that correspond to di�erent resolutions.

The weights are determined by the magnitude of the corresponding spectral frequency. Parker

et al. (2015) use this mixture approach along with the discrete cosine transform to tackle a

similar problem, but on a gridded domain. There are three main advantages of our approach.

First, because the model is low-rank, the computation (i.e. Markov chain Monte Carlo) is

feasible. Second, the spatial correlation can be di�erent for each pollutant. And �nally, the

spectral mixture approach allows for cross-correlation to vary with frequency. This is a 
exible,

computationally reasonable model.

The remainder of the chapter proceeds as follows. The motivating data are described in

Section 4.2. Sections 4.3 and 4.4 introduce the statistical method associated computation. We

apply our method to the Section 4.6 to the motivating data and conclude in Section 4.7.

4.2 Data Description

Our work is motivated by ambient air pollution data collected by US Environmental Protection

Agency (EPA) via Air Quality System (AQS), which is regulatory monitoring networks covering

the continental US. Daily air pollution concentration measurements are acquired for the period

2005{2014. We include 7 particulate pollutants (PM2:5; PM10; NO �
3 ; NH +

4 ; EC; OC; and SO2�
4 )

and 5 gases (CO; NOx ; NO2; SO2; and O3). Particulate pollutants are recorded as daily averages,

ozone is recorded as the daily maximum 8-hour averages, and other gases are recorded as the
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Figure 4.1 Pairwise cross-correlation for 5 pollutants measured in 2014

maximum 1-hour average. The daily AQS data (US EPA, 2017) consist of total 2,644 stations

that measure at least one pollutant. Some pollutants are available every day, while others are

only measured every 3 or 6 days. A comparison of monitor coverage with additional summary

statistics are provided in Senthilkumar et al. (2019). An explanatory analysis in Gong et al.

(2021+) shows that there are many strong correlations between pollutants, which motivate using

a multivariate model for prediction. A pairwise cross-correlation comparison among a subset of

the pollutants in Figure 4.1 show di�erent shapes of the pairwise covariance functions, and thus

suggests a non-separable cross-covariance structure. The cross-correlation is calculated with

co-located daily measurements of 5 pollutants (NO �
3 ; NH +

4 ; EC; OC, and SO2�
4 ) in 2014. To

illustrate our multivariate spatial method, we aggregate the annual mean for 2014, which has

the same spatial correlation structure as the daily data plotted in Figure 4.1.

4.3 Statistical Methods

Let Yj (s) be the observation for response (e.g., pollutant)j 2 f 1; :::; pg at spatial location

s 2 D � R2. The model is

Yj (s) = x j (s)T � j + wj (s) + " j (s); (4.1)

where x j (s) is a covariate vector with e�ect � j , wj (s) is a multivariate spatial process and

" j (s)
indep
� Normal(0; � 2

j ) is error. We assume the multivariate spatial process is Gaussian and

stationary with Ef wj (s)g = 0, spatial covariance functions Cjj (h) = Covf wj (s); wj (s + h)g and

the cross-covariance functionsCjk (h) = Cov f wj (s); wk (s + h)g.
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4.3.1 Review of Multivariate Spectral Methods

A stationary multivariate spatial Gaussian process has spectral representation

wj (s) =
Z

R2
exp(i ! T s)f aj (! ) + ibj (! )gd! ; (4.2)

for frequency ! 2 R2 and random amplitudes aj (! ) independent of bj (! ). The random

amplitudes are Gaussian, independent across! and have mean zero. The covariance of

a(! ) = [ a1(! ); :::; ap(! )]T is identical to the covariance ofb = [ b1(! ); :::; bp(! )]T and is described

by

Varf aj (! )g = � 2
j f j (! ) (4.3)

Corf aj (! ); ak (! )g = 
 jk (! )

for variance parameters� 2
j > 0, spectral densitiesf j (! ) � 0 and coherence functions
 jk (! ) 2

[� 1; 1] . The spectral densities satisfy
R

f j (! )d! = 1 for all j , and the coherence parameters

form a valid p � p correlation matrix R (! ) = f 
 jk (! )g for all ! . Any stationary multivariate

spatial Gaussian process can be written in this form.

If real-valued frequencies have marginal spectral density that is symmetric about zero, then

the marginal spatial covariance function for responsej is

Cjj (h) = � 2
j

Z

R2
cos(! T h)f j (! )d! ; (4.4)

which is the same representation of the spatial covariance discussed in the previous chapter.

Similarly, the cross covariance for responsesj and k is

Cjk (h) = � j � k

Z

R2
cos(! T h)

q
f j (! )f k (! )
 jk (! )d! : (4.5)

Generally this formula is imposing, but in the special case of a separable covariance with

f j (! ) = f 0(! ) for all j and 
 jk (! ) = 
 �
jk for all ! , the cross covariance reduces to

Cjk (h) = � j � k 
 �
jk � 0(h)

for the common spatial correlation function � 0(h) =
R

cos(! t h)f 0(! )d! with � (0) = 1. In the

separable case,
 �
jk is the cross correlationCorf Yj (s); Yk (s)g for all s. The more general case

with 
 jk (! ) varying across ! allows for di�erent relationships between responses at di�erent

resolution, and therefore a rich model to capture complex dependence structure.

For a real-valued process, the spectral representation in (4.2) is equivalent to

wj (s) =
Z

R2

�
cos(! T s)aj (! ) + sin( ! T s)bj (! )

	
d! : (4.6)
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For computational purposes, we also consider a reparameterization of (4.6),

wj (s) =
Z

R2

�
cos(! T s)A j (! ) + sin( ! T s)B j (! )

	 q
f j (! )d! ; (4.7)

where A j (! ) = aj (! )=
p

f j (! ) and B j (! ) = bj (! )=
p

f j (! ). De�ning

A (! ) = [ A1(! ); :::; Ap(! )]T and B (! ) = [ B1(! ); :::; Bp(! )]T , the covariances are

Covf A (! )g = Cov f B (! )g = �( ! )

where the (j; k ) element of �( ! ) = � j � k 
 jk (! ).

4.3.2 Spectral Mixture Model

Following Parker et al. (2015), we model the spatial cross covariance as a mixture model across

frequencies. Let� = jj ! jj , and de�ne

�( ! ) =
KX

k=1

 k (� )
 k (4.8)

with mixture weights  k (� ) > 0 and
P K

k=1  k (� ) = 1 and covariance matrices 
 1; ::::; 
 K .

Although other weights are possible, in this chapter we setK = 2 and assume the weights have

logistic form

 1(� ) =
1

1 + expf� � (� � � � )g
(4.9)

and  2(� ) = 1 �  1(� ), with centering magnitude � � and bandwidth 1
� > 0. The covariance

matrices have conjugate prior 
 k
iid� InvWishart( c1; c2I p).

To understand the properties of this model, we consider two extreme cases. First, if the

model is simpli�ed to K = 1, or equivalently if 
 1 = ::: = 
 K , then the marginal spatial

covariance functions become (4.4) with thej th diagonal element of 
 1 denoted � 2
j , and thus

the model allows for each process to have a separate (and unconstrained) spatial covariance

function while allowing for cross-correlation. Therefore, the model is arbitrarily 
exible for the p

spatial correlation functions, but has the same coherence for all! . On the other extreme, as

K ! 1 and � ! 1 , the model for both the spatial covariance functions and coherence matrix

are arbitrarily 
exible.

4.4 Computational Details

The multivariate spatial covariance functions (4.4) and (4.5) have complicated form, and

we use a discrete approximation when implementing the model. The approximate model is
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Yj (s) = x j (s)� j + ~wj (s) + " j (s) where ~wj (s) is an approximation to the integral in (4.7),

~wj (s) =
1

p
L

LX

l=1

"

cos(! T
l s)

�
f j (! l )
f 0(! l )

� 1=2

A jl + sin( ! T
l s)

�
f j (! l )
f 0(! l )

� 1=2

B jl

#

; (4.10)

where ! l � f 0(! ). Further, the mixture model in (4.8) is represented using auxiliary variables

gl 2 f 1; :::; K g with prior probability Prob(gl = k) =  k (� ) and A l ; B l jgl = k
indep
� Normal(0; 
 k )

for A l = ( A1l ; :::; Apl )T and B l = ( B1l ; :::; Bpl )T . The appendix shows that integrating over the

! l , the multivariate spatial covariance of ~wj (s) matches the covariance ofwj (s).

As in the previous chapter, we select Mat�ern spectral density function for j 2 f 0; 1; :::; pg

f j (! l ) =
�( � j + d=2)(4� j ) � j

� d=2�( � j )( �� j )2� j
(4� j =(�� j )2 + � l

2) � (� j + d=2) ; (4.11)

where � j and � j are the smoothness and range parameters, respectively, andd is the dimension

of the spatial domain. We restrict ratio 4� j =� 2
j = 4 � 0=� 2

0 = � for j 6= 0 so that the kernels of f j

and f 0 are equal. This reduces the ratio of spectral densities

f j (! l )
f 0(! l )

=
�( � j + d=2)�( � 0)
�( � j )�( � 0 + d=2)

� �
� + � 2

l

� � j � � 0
: (4.12)

This constraint allows for us to keep track of only one range parameter,� 0, instead of p + 1,

since the other ranges are determined by their corresponding smoothness parameters and� 0.

For our analysis, we set weakly-informativeLogNormal(� 2; 1) priors for the range parameter

as well as thep + 1 smoothness parameters. The prior distribution for the nugget variances

are � 2
j

iid� InverseGamma(0:1; 0:1), and c1 = c2 = p + 1 :1 for the covariance matrices' Inverse

Wishart priors. We de�ne the frequencies on a regular grid with endpoints corresponding to

the outer quantiles of the Mat�ern spectral density with range 0:1 and smoothness 1. Further

information about the choice of frequencies is in Sections 4.5 and 4.6. The MCMC algorithm

that draws posterior samples from this model is described in the appendix.

4.5 Simulation Study

Our simulation study compares the prediction accuracy of the proposed spectral model (\S")

with the linear model of coregionalization (\LMC"; Banerjee et al., 2004) and bivariate Mat�ern

(\BM"; Gneiting et al., 2010) covariance models on bivariate (p = 2) data sets. Because the BM

model requires more restrictions and is more di�cult to �t for p > 2, we also only compare S

and LMC on trivariate ( p = 3) data. For both simulation settings, we compare the multivariate

methods to �tting separate univariate Mat�ern (UM) models to each outcome using theRpackage

geoR(Ribeiro Jr et al., 2020).
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4.5.1 Data Generation and Fitting Processes

We generate bivariate and trivariate spatial data on the unit square, with 1000 observations for

each outcome. For each spatial process we set the mean to be zero (i.e.,� j = 0). We generate

data from three models for the multivariate spatial terms wj (s). We describe the location and

observation generating processes, as well as the �tting process below.

4.5.1.1 Bivariate Simulation Study

S: We simulate p-variate data using our spectral approach by calculating ~wj from (4.10) with

a large number of frequencies to get a reasonable approximation ofwj . First, we draw

L = 2500 spatial frequencies from the underlying spectral densityf 0(! ) with smoothness

parameter � 0 = 1 :5 and range parameter� 0 = 0 :1. For the cross-covariance mixture we set

K = 2,


 1 =

 
1 0:9

0:9 1

!

; 
 2 =

 
1 � 0:9

� 0:9 1

!

;

� � = 1
L

P L
l=1 � l and � = 1. Figure 4.2 shows the corresponding logistic k (� ) functions.

Here, amplitudes associated with high frequencies have high probability of covariance
 1,

and amplitudes corresponding to lower frequencies having high probability of covariance


 2. After drawing amplitude cross-covariance assignmentsgl with probabilities  1(� l )

and  2(� l ), we draw L � 1
2 A l ; L � 1

2 B l
indep
� Normal(0; 
 gl ). We set the marginal Mat�ern

smoothness parameters� 1 = 1 and � 2 = 2 :5, which because of the constraint established

above correspond to range parameters� 1 = 0 :08 and � 2 = 0 :13. Finally, we set nugget

standard deviations � 1 = 0 :5 and � 2 = 0 :1, calculate ~wj (s) as in (4.10), and draw obser-

vations Yj (si )
iid� Normal( ~wj (si ); � 2

j ) with locations si ; i = 1 ; : : : ; 1000 drawn uniformly

from the unit square. Figure 4.3 shows an example data set decomposed into low- and

high-frequencies.

LMC: The LMC simulates the bivariate spatial processes asw1(s) = 0 :9z1(s) + 0 :436z2(s) and

w2(s) = 0 :436z1(s) + 0 :9z2(s), where z1(s) and z2(s) are independent Gaussian processes

with mean zero, variance one and Mat�ern covariance functions with range parameters

� 1 = 0 :12; � 2 = 0 :05 and smoothness parameters� 1 = 1 ; � 2 = 1 :5. The nugget standard

deviation parameters � 1 = � 2 = 0 :1. We draw observationsYj (si )
iid� Normal(wj (si ); � 2

j )

with locations si ; i = 1 ; : : : ; 1000 drawn uniformly from the unit square.

BM: We also simulate data from a Gaussian process with bivariate Whittle-Mat�ern cross-

covarianceC12(h) = c12M � 12 (jjhjj=� 12) where M is the Mat�ern correlation function with

smoothness� 12 = 1, range � 12 = 0 :06 andc12 is calculated according to the upper bound of

Equation (13) in Gneiting et al. (2010). Each marginal covariance is a Mat�ern function with

unit variance, smoothness� 1 = 1 ; � 2 = 1 :5 and range� 1 = 0 :08; � 2 = 0 :06. Observations

are drawn with the speci�ed bivariate Mat�ern covariance on a 32 � 32 grid within the unit
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Figure 4.2 Functions used to assign cross-correlation matrices based on frequency when generating
the bivariate spectral simulation study data sets.

square with RpackageRandomFields (Schlather et al., 2015, 2020). Then a subset of 1000

locations are randomly chosen to match the size of the other two simulated data.

Figure 4.4 shows examples of the three types of bivariate data. For each simulated dataset

we �t three models. First is the spectral model with 256 frequencies and with k (� ) as described

in the data generating section. We set the endpoints of the grid to be� 35:5 and 35:5, which

correspond to the 5th and 95th percentiles of a spectral density with range 0.1 and smoothness 1.

We compare this with the LMC using INLA (Integrated Numerical Laplace Approximation) for

fast Bayesian inference. Finally, we �t the bivariate Mat�ern using maximum likelihood estimation.

For this method, we �rst estimate the marginal spatial covariance parameters separately using

univariate analyses in the R packagegeoR(Ribeiro Jr et al., 2020). For the joint model, we

assume the parsimonious model of Gneiting et al. (2005) with the same spatial range for each

response and the cross-correlation, and set the common range to be mean of the two ranges

from the univariate analyses. We then estimate theMat�ern smoothness for the cross-correlation

and the cross-correlation parameters using MLE with all other parameters �xed, subject to the

constraints given in Gneiting et al. (2005).

We generate 48 complete datasets for each of the three data-generating scenarios. For each

dataset, we randomly select 50 sites where the only �rst response is set to be missing, 50 sites

where only the second response is set to be missing and 100 sites where both are missing. We

compare the three multivariate methods along with UM in terms of Prediction Root Mean

Squared Error (PRMSE), separately by sites with one and two missing observations, in Table

4.1.
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Figure 4.3 A data set with our data-generating method broken up by frequency, where outcome 1
has marginal smoothness� 1 = 1 and outcome 2 has marginal smoothness� 2 = 2 :5.

Figure 4.4 Examples of simulated bivariate observations from each data generation method.
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4.5.1.2 Trivariate Simulation Study

S: The trivariate simulated data is set up similarly to the bivariate, with the same underlying

spectral density f 0(! ), number of frequencies, and marginal smoothness parameters for

the �rst two outcomes. The third outcome has marginal smoothness parameter� 3 = 0 :5

and the covariance matrices for the amplitudes are now


 1 =

0

B
@

1 � 0:8 0

� 0:8 1 0

0 0 1

1

C
A ; 
 2 =

0

B
@

1 0:8 0:8

0:8 1 0:8

0:8 0:8 1

1

C
A ;

with � � = 10� and � = 3 :41. This corresponds to positive correlation between all outcomes

at low frequencies (i.e.� < 5� ), negative correlation between outcomes 1 and 2 at high

frequencies (i.e.� > 15� ) and independence between outcome 3 and outcomes 1 and 2 at

high frequencies.

LMC: In the trivariate case, the LMC simulates the spatial processes asw1(s) = 0 :9z1(s) +

0:6z2(s) + 0 :3z3(s), w2(s) = 0 :2z1(s) + 0 :7z2(s) + 0 :4z3(s), and w3(s) = 0 :387z1(s) +

0:387z2(s) + 0 :866z3(s), where z1(s), z2(s), and z3(s) are independent Gaussian processes

with mean zero, variance one and Mat�ern covariance functions with range parameters

� 1 = 0 :12; � 2 = 0 :05; � 3 = 0 :03 and smoothness parameters� 1 = 1 ; � 2 = 1 :5; � 3 = 0 :5. The

nugget standard deviation parameters� 1 = 0 :1; � 2 = 0 :5; � 3 = 0 :1. We draw observations

Yj (si )
iid� Normal(wj (si ); � 2

j ) with locations si ; i = 1 ; : : : ; 1000 drawn uniformly from the

unit square.

Figure 4.5 shows examples of the two types of trivariate data. We again generate 48 complete

data sets for each scenario. We randomly remove all three outcomes from 100 sites to predict

on, and compare our method to LMC and UM via PRMSE in Table 4.2.

4.5.2 Results

In the bivariate case, we see in Table 4.1 our method outperforms LMC in 9 out of 12 scenarios

and outperforms UM when the datasets are not generated by BM. Our method performs

particularly well compared to LMC in outcome 2, where the marginal smoothness parameter

was higher. However, the winning method for each scenario was BM. As stated before, the BM

approach is more di�cult to �t for p > 2 outcomes, so we compare LMC and our method in

the trivariate case. As seen in Table 4.2, our method and LMC perform comparably, with our

method having lower PRMSE in three scenarios and LMC having lower PRMSE in the other

three. Both our method and LMC outperform UM in all scenarios.
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Figure 4.5 Examples of simulated trivariate observations from each data generation method.

Table 4.1 Bivariate observation simulation study mean PRMSE comparing Spectral (S), Linear
Model of Coregionalization (LMC), Bivariate Mat�ern (BM) and Univariate Mat�ern (UM) predic-
tion methods with data generated from S, LMC and BM methods. Monte Carlo standard errors are in
parentheses.

Data-generating model
Other Outcome Present Both Outcomes Missing

Prediction Method Outcome S LMC BM S LMC BM

S 1 0.761 (0.008) 0.346 (0.005) 0.814 (0.008) 0.828 (0.006) 0.315 (0.003) 0.801 (0.006)
LMC 1 0.773 (0.013) 0.485 (0.009) 0.781 (0.011) 0.778 (0.009) 0.492 (0.008) 0.777 (0.007)
BM 1 0.597 (0.009) 0.169 (0.003) 0.403 (0.007) 0.605 (0.007) 0.194 (0.002) 0.546 (0.006)
UM 1 1.145 (0.021) 0.916 (0.027) 0.577 (0.009 ) 1.158 (0.022) 0.910 (0.025) 0.581 (0.005)

S 2 0.164 (0.003) 0.407 (0.006) 0.477 (0.007) 0.150 (0.001) 0.373 (0.004) 0.354 (0.003)
LMC 2 0.203 (0.004) 0.619 (0.013) 0.559 (0.011) 0.204 (0.003) 0.623 (0.008) 0.582 (0.007)
BM 2 0.110 (0.002) 0.186 (0.004) 0.166 (0.003) 0.109 (0.001) 0.216 (0.002) 0.214 (0.002)
UM 2 0.712 (0.021) 0.983 (0.026) 0.217 (0.003) 0.734 (0.021) 0.961 (0.023) 0.222 (0.002)
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Table 4.2 Trivariate observation simulation study mean PRMSE comparing Spectral (S), Linear
Model of Coregionalization (LMC), Bivariate Mat�ern (BM) and Univariate Mat�ern (UM) prediction
methods with data generated from S and LMC methods. Monte Carlo standard errors are in parenthe-
ses.

Data-generating model
Spectral LMC

Prediction Method Outcome 1 Outcome 2 Outcome 3 Outcome 1 Outcome 2 Outcome 3

S 0.825 (0.007) 0.151 (0.001) 1.004 (0.038) 0.546 (0.004) 0.995 (0.007) 1.085 (0.008)
LMC 0.799 (0.010) 0.213 (0.004) 1.012 (0.026) 0.586 (0.008) 0.978 (0.010) 0.946 (0.009)
UM 1.189 (0.019) 0.805 (0.025) 1.313 (0.022) 0.989 (0.022) 1.221 (0.019) 1.094 (0.013)

4.6 Application to Multivariate Ambient Air Pollution Data

We use our method to make prediction maps of mean annual air quality data for the seven

particulate pollutants and �ve gases described in Section 4.2. We set the number of frequencies

L = 400, � � = 10� and � = 3 :41. We choose frequencies to be on a two-dimensional regular grid

from � 50 to 50, which correspond to the 2:5th and 97:5th percentiles of a spectral density with

range 0:1 and smoothness 1. In one dimension,� � corresponds to a period of15 . For context, the

width of the United States is about 4300 kilometers, so this is a period of approximately 860

kilometers. We transform the coordinates to the unit square so we can use the same weakly-

informative priors as in the simulation study, with the details in the appendix. The pollutant

measurements were log-transformed and centered before performing this analysis. The MCMC

algorithm ran for 2500 iterations after a 7500 iteration burn-in period, and trace plots were

visually inspected for convergence.

Figure 4.6 shows maps of measurements at monitoring stations forO3 and EC. These are

displayed here to provide examples with high (1255) and low (122) numbers of stations, but

the maps of the other 10 pollutants are in the appendix. Figures 4.7 and 4.8 show the posterior

predictive mean and standard deviation maps ofO3 and EC. We see in the standard deviation

maps that O3 has similar values throughout the map, while EC has higher standard deviations

in areas where the closest monitors are far away. Maps of the other pollutants are located in the

appendix.

We also investigate the correlation between pollutants at lower frequencies (Figure 4.9) and

higher frequencies (Figure 4.10). At lower frequencies, 12 (18%) pollutant pairs are positively

correlated (95% credible interval is above 0) and 12 (18%) pollutant pairs are negatively

correlated (95% credible interval is below 0). At higher frequencies 35 (53%) pollutant pairs are

positively correlated and 2 (3%) pollutant pairs are negatively correlated. Figure 4.11 shows that

the correlations at lower and higher frequencies di�er for 22 (33%) pollutant pairs (95% credible

interval does not contain 0), which we would not have known without using a mixture approach

for the cross-correlation. The largest change is in the correlation betweenSO2 and CO, which

have a posterior mean correlation of� 0:57 at lower frequencies and 0:28 at higher frequencies.
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Figure 4.6 2014 Log transformed and centered annual mean observations forO3 (top) and EC (bot-
tom) at 1255 monitoring sites for ozone and 122 monitoring sites for EC.
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Figure 4.7 Posterior predictive mean maps forO3 (top) and EC (bottom). The white points are the
monitoring sites.
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Figure 4.8 Posterior predictive standard deviation maps for O3 (top) and EC (bottom). The white
points are the monitoring sites.
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Figure 4.9 Posterior mean for the correlation matrix corresponding to the covariance matrix
 1

(lower frequencies). Number present indicates 95% credible interval for that entry does not contain
zero.
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Figure 4.10 Posterior mean for correlation matrix corresponding to the covariance matrix
 2 (higher
frequencies). Number present indicates 95% credible interval for that entry does not contain zero.
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Figure 4.11 Posterior mean for di�erence in correlation matrices between higher and lower frequen-
cies. Number present indicates 95% credible interval for that entry does not contain zero.

56



4.7 Discussion

In this chapter, we have developed a new fully Bayesian low-rank spectral method for modeling

multivariate data. Our method uses spectral frequencies, but observations do not need to be on

a grid. Furthermore, we use a spectral mixture of covariance matrices with weights determined

by the magnitude of the frequency to provide 
exibility in modeling the cross-covariance. In

simulation, we show that our method outperforms LMC, a popular method for multivariate

spatial data analysis, in terms of prediction for a variety of settings. In other settings, LMC

does slightly better. On an applied data set of 12 air pollutants, our model �nds in many cases

the correlation between pollutants di�ers signi�cantly at higher and lower frequencies, which

demonstrates the usefulness of the spectral mixture approach.

There are some limitations to our model. Firstly, in simulation studies, the BM model

outperformed both our model and LMC in the bivariate outcome settings. However, it is di�cult

to generalize BM to higher numbers of outcomes, and our model performed similarly to LMC

in the trivariate case. Another limitation is that choosing the �xed underlying frequencies is

di�cult. We choose frequencies to be on a two-dimensional grid, and consequently making this

grid �ner requires a squared increase number of frequencies. Therefore, maintaining a low-rank

approximation that is also precise is di�cult.

We see two paths forward that will likely make major improvements to our method. First,

treating the frequencies as random as in the previous chapter will alleviate the problems with

�xed frequencies described above. In addition, random frequencies recover the true covariance

function, which will likely reduce over-smoothing in predictions. Along with random frequencies,

implementing a more 
exible class of functions such as B-splines will likely increase predictive

performance and act as a more precise tool to understand the cross-correlation between outcomes

at di�erent resolutions.
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CHAPTER5

Conclusions

This dissertation describes three main contributions to the literature on Bayesian spatial statistics

in large data settings. Here, we summarize those contributions and consider possible extensions

to this work.

In Chapter 2 we presented a method for accounting for location measurement error in

imaging data without having prior knowledge of the measurement error variance. We showed

that we can alleviate the attenuation of parameter estimates from measurement error by treating

the locations as parameters in a Bayesian hierarchical model. Traditional measurement error

methods require some prior knowledge of the measurement error variance, which is often not

available. We successfully accounted for this error while only using the information in the

image itself. Furthermore, our non-contiguous block approach for approximating the likelihood

alleviates the computational burden created from treating the image as a large spatial data set.

This work could be applied to numerous settings in the physical and biological sciences.

However, there are also many opportunities to expand the impact of this work in the materials

science world. One extension that would be easy to implement is to incorporate point-referenced

covariates in order to relax the assumptions we make about the imaged sample. For example, in

order to interpret the intensities of atom columns as proxies for their chemical composition, we

make the assumption of uniform thickness. In cases where this assumption may be violated, we

could incorporate the local thickness of the sample as a covariate.

In Chapter 3, we developed Bayesian Random Fourier Frequencies (BRFF), a new low-

rank spectral method for stationary univariate spatial data. We treated the frequencies as

random parameters in our model, which provided two related advantages over current low-rank

approaches. First, we showed that BRFF recovers the true covariance function instead of an

approximation like in other low-rank methods. Second, by recovering the true covariance function,

our method samples from the tails of the spectral density, which means that it does not su�er
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from over-smoothing problem that is present in other low-rank methods.

There are several theoretical and methodological avenues we can explore to learn more about

BRFF and expand its impact. First, we would like to examine the relationship between the

number of frequencies (i.e. basis functions) used and the predictive performance. We saw in

our simulation studies that increasing the number of basis functions improves performance, but

being able to calculate ratios between number of operations and prediction metric improvement

would help practitioners decide on a reasonable number of basis functions for their needs. Second,

we would like to quantify the relationship between the �xed and random Fourier frequency

approaches to further understand the value added from BRFF. Finally, while the Mat�ern class

of spectral densities is 
exible, thinking about non-parametric and semi-parametric approaches

for spectral densities in BRFF would allow for even greater 
exibility in how practitioners could

apply this method.

In Chapter 4, we expanded the framework of BRFF to the multivariate setting and created

an extremely 
exible multivariate spatial model. We again showed that using random frequencies

allows us to recover the true covariance. Furthermore, we incorporated a spectral mixture

model for the cross-covariance that allows variation by resolution (i.e. frequency magnitude).

This allowed us to �nd that the relationships between ambient air pollutants change based on

frequency.

In practice, we kept the frequencies as �xed for the multivariate case and saw evidence of

over-smoothing that is common in low-rank approaches. Using random frequencies instead as we

did in Chapter 3 should result in immediate improvements. We would also like to expand the

number and types of weighting functions for the spectral cross-covariance mixture. Furthermore,

it would be interesting to explore examples where the outcomes are not all modeled as Gaussian.

For example, we could use the latent Gaussian approach of Chapter 3 to model multivariate

data where some observations at a location are binary, some are count, and some are continuous.

Finally, we could also explore data where the Mat�ern spectral density is not appropriate for all

outcome types and we need to model the underlying or the marginal spectral densities di�erently.

All three of these projects involved creating tailored MCMC code. The code used in Chapter

2 is available on Github, and the code for the other main chapters will also be placed online.

However, in order to make the developments in this work more accessible, we would like to create

R packages that allow these methods to be easily implemented. If the tools we have developed

are easy for materials scientists, environmental scientists and others to �nd and use, then they

will have a greater impact on the scienti�c community at large, and not just within the �eld of

statistics.
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APPENDIXA

Accounting for Location Measurement Error in Imaging Data with

Application to Atomic Resolution Images of Crystalline Materials

A.1 Finding Initial Atom Column Locations

We adopt the methods described by Sang et al. (2014) to �nd the initial estimates of the atom

column locations, �rst by using the NCC to �nd the region for each column and then using the

intensity-weighted average of the pixels as an initial location estimate. We use nonlinear least

squares to �t the equation

g(x; y) = A exp

(

�
h�

(x � x0) cos� + ( y � y0) sin �
� 2

� 2
1

�

�
(x � x0) sin � � (y � y0) cos�

� 2

� 2
2

i
)

+ Z; (A.1)

where g(x; y) is the atom column intensity, Z is the background intensity at pixel (x; y), A is

the peak intensity with background removed, � is the rotation angle, and � 1 and � 2 are the

standard deviations along the axes of the ellipse. The initial value for background intensity

Z0 is the di�erence in the median and standard deviation of the column intensity, and the

initial amplitude estimate A0 is the di�erence betweenZ0 and the maximum intensity for the

column. The coordinates (x0; y0) are the true atom column position. We use non-linear least

squares to minimize (overf A; �; � 2
1; � 2

2; z; x0; y0g) the average squared error betweeng(x; y) and

the �tted model and obtain estimates of x0 and y0. The spatial and simple linear regression

models described in Section 2.3 used these �tted values as the known atom column locations

and intensities, and the hierarchical model uses them as initial values for the MCMC algorithm

used to sample from the posterior.
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A.2 Justi�cation for Model Choices

A.2.1 Gaussian Kernel for Intensities

In (2.1) we assume a Gaussian kernel for the intensity decay moving away from an atom column

location. We justify the use of a Gaussian kernel by �tting Gaussian curves to the mean of the

horizontal and vertical transects through the centers of the atom columns. Figure A.1 shows a

subset of the image in Figure 2.1, and the white line segments through each atom column depict

a transect for the column. For each column, the image intensity along this transect appears

as a gray line in Figure A.2. The black line in Figure A.2 is the average of the gray curves to

which a Gaussian kernel function is �t. The agreement between the observed and �tted curves

strongly suggest that a Gaussian kernel is appropriate. The correlation between the mean and

�tted curves is at least 0:999 for each atom column type and direction.

A.2.2 Exponential Covariance Functions

We assume an exponential correlation function in (2.2). In addition to exponential covariance

functions being in the desirable Mat�ern class, they are relatively straightforward to incorporate

into an MCMC sampling framework. We justify their use in our model by �tting exponential

covariance functions to empirical variograms of the residuals of OLS estimates. In the data layer,

we �x bandwidths  A = 5 and  B = 4 and examine the residuals of the OLS estimates from

equation (2.3) based on the data from Figure 2.1. We then use thegeoRpackage (Ribeiro Jr

et al., 2007) to calculate, �t and plot the empirical variogram seen in Figure A.3. Similarly, we

�t the empirical variogram of the residuals of the OLS estimates from equation (2.6) in Figure

A.4. We see in both �gures that the exponential covariance function �ts the data well, and that

the use of exponential covariance functions in our model is appropriate.

A.2.3 Using Crystal Structure to De�ne Prior Means of the Atom Column
Locations

As described in Sections 2.3.2 and 2.3.3, we use the known structure of perovskite materials like

PMN to determine the prior means of the atom column locations. In any crystalline material

the atoms are arranged in a regular grid similar to the top right illustration in Figure 2.1 and

we are only interested in the small deviations from this grid. Figure A.5 visualizes this grid

and structure. The left sub�gure shows a full simulated data set. The black grid represents the

regular grid on the B-sites as de�ned by the crystalline structure of PMN. The red dots are

used in the prior mean for the atom column locations, where the lattice points of the grid are

the mean B-site locations and the mean coordinates of the lattice points around an A-site is the

unweighted average location term found in the prior mean for that A-site.

The right sub�gure zooms into a single atom column, where again the red dot is the prior

mean. The green dot is the true atom column location used to simulate the data, and the blue
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Figure A.1 Horizontal and vertical transects through the centers of the A-site and B-site columns
from Figure 2.1.
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Figure A.2 Intensity plots of the horizontal and vertical transects through the centers of the A-site
and B-site columns as shown in Figure A.1. The gray curves are from the original columns, the black
curves are the means and the red curves are Gaussian �ts of the means.
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Figure A.3 Fitted empirical variogram of residuals of OLS estimates on A- and B-site column intensi-
ties using the exponential covariance function.
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Figure A.4 Fitted empirical semivariogram of the residuals of OLS estimates on x- and y- displace-
ments of A-site atom columns using the exponential covariance function.
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Figure A.5 True and estimated atom column locations for a simulated dataset.Left: The crystalline
structure of the B sites (black lattice) determine the prior means for the A- and B-site locations. The
red dots on the lattice points are the prior means for the B-sites. The dots on the A-sites are the
unweighted averages of their neighboring lattice points, which are a term in the prior mean of the
A-sites. Right: A zoomed in atom column where the red dot is the prior mean location, the green dot
is the true location used to simulate the image and the blue dot is the posterior mean location.

dot is the posterior mean. Given the locations of the pixels with highest intensity (lighter colors)

it is clear from the image that the true atom column location (blue dot) is about a pixel up and

to the right of the regular grid (red dot), and thus the �tted value (green dot) is very close to

the true location. We hope these plots illustrate how the known regular crystal structure, which

is available in any study of atomic structure, anchors the prior for the atom column locations

and leads to these parameters being identi�ed in the model.

A.3 Hypothesis Testing Using Stochastic Search Variable Se-

lection

Our analysis relied on inspecting the posterior interval of � 1 to test whether it was zero.

Alternatively, we can introduce a Bayes factor hypothesis testing approach into our models using

stochastic search variable selection. Let slope parameter� 1 = 
� , where 
 � N (0; 102) and

� � Bernoulli (0:5). If � = 0, then � 1 = 0 and if � = 1, � 1 � N (0; 102). We use MCMC as before

to collect 90,000 posterior samples after a 10,000 iteration burn-in. We �nd� = 1 for all posterior

samples in each model, providing overwhelming evidence that� 1 6= 0. The 95% highest posterior

density intervals for � 1 are (� 0:21; � 0:11) for the simple linear regression model, (� 0:20; � 0:13)

for the spatial linear regression model and (� 0:40; � 0:24) for the hierarchical model, which are

similar to the intervals in Table 2.4, and again we see strong evidence of attenuation. We plot

the posterior densities of the common parameters in Figure A.6, and see that the plots are

almost identical to the ones in Figure 2.3.
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Figure A.6 Posterior densities in the �ve common parameters between hierarchical, spatial linear
regression, and simple linear regression models, where stochastic search variable selection is included.
The plots are almost identical to the ones seen in Figure 2.3.
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Table A.1 Sensitivity analysis results when decreasing and increasing variance on the prior of the
atom column intensity variances by 50% and when decreasing the width the A-sites and B-sites by 2.

Original Dec. Variance Inc. Variance Smaller Window
Bias -0.002 (0.0016) 0.002 (0.0015) -0.003 (0.0016) 0.009 (0.0015)
Mean Post. SD 0.017 (0.0002) 0.016 (0.0001) 0.017 (0.0002) 0.016 (0.0002)
Coverage 95 (2.2) 97 (1.7) 96 (2.0) 92 (2.7)
\MSE � 100 0.03 (0.004) 0.02 (0.003) 0.03 (0.003) 0.03 (0.004)

A.4 Sensitivity Analysis

We examine the sensitivity of the hierarchical model to the choice ofai and bi , the hyperparam-

eters on the variance� 2
� i

of the intensity parameters � ij , where i 2 f A; B g. These parameters

depend on OLS estimates of the intensity parameters as well as a chosen variance, so we

perform a simulation study on increases and decreases of 50% in this variance. We also examine

performance when shrinking the widths of the A-site and B-site windows by two pixels. For this

study, we use data generated with� = 140 and rpix = 0 :57, the same parameters as Table 2.3,

column 1. Table A.1 shows that increasing and decreasing the variance of these hyperparameters

do not meaningfully change the coverage or the MSE of� 1 from the original. We also see the

coverage of� 1 slightly lower with the smaller window, but that it is still within two Monte Carlo

standard errors of 95%.

We also verify that the atom column locations are identi�ed. The maximum distance between

the true atom column location and the posterior mean atom column location in all settings is

1.68 pixels. This con�rms that all estimates of the atom column locations are assigned to the

correct atom column, since atom columns are many pixels apart from each other.

A.5 MCMC Derivations

Here we provide the derivations of the full conditional derivations used for MCMC. Let N i be

the number of atoms of type i and M ij be the the number of pixels in windowW ij .

A.5.1 Data Layer

A.5.1.1 Background Intensity Parameter � 0

Let the prior distribution for � 0 be N (0; � 2
� 0

), and Q i be the pixel-pixel precision matrix for a

box around atom columns of typei . Let X ij =
h

exp
�

� kp ij 1 � si j k2

2 2
i

); : : : ; exp(�
kp ijN i � si j k2

2 2
i

� i T

and u ij = � 01M i + � ij X ij . Then, using the approximate likelihood from (2.8),
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p(� 0jY ; � [� � 0 ]) / p(Y j� )p(� 0)

�
Y

i 2f A;B g

N iY

j =1

p(Y ij jsij ; � ) exp (�
� 2

0

2� 2
� 0

)

/ exp (�
� 2

0

2� 2
� 0

)
Y

i 2f A;B g

N iY

j =1

exp
�

�
1
2

(Y ij � � ij )T Q i (Y ij � � ij )
�

/ exp (�
� 2

0

2� 2
� 0

)

�
Y

i 2f A;B g

N iY

j =1

exp
n

�
1
2

�
� 2

01T
M i

Q i 1M i � 2� 0(Y ij � � ij X ij )T Q i 1M i

� o

/ exp
n

�
1
2

�
� 2

0(
1

� 2
� 0

+
X

i 2f A;B g

N i (1T
M i

Q i 1M i ))

� 2� 0

X

i 2f A;B g

N iX

j =1

(Y ij � � ij X ij )T Q i 1M i

� o

/ exp
n

�
1
2

� 1
� 2

� 0

+
X

i 2f A;B g

N i (1T
M i

Q i 1M i )
�

�
�
� 2

0 � 2� 0(
1

� 2
� 0

+
X

i 2f A;B g

N i (1T
M i

Q i 1M i ))
� 1

�
N iX

j =1

(Y ij � � ij X ij )T Q i 1M i

� o
:

If we let V� 0 = 1
� 2

� 0

+
P

i 2f A;B g N i (1T
M i

Q i 1M i ) and M � 0 =
P N i

j =1 (Y ij � � ij X ij )T Q i 1M i , then

� 0jY ; � [� � 0 ] � N (
M � 0

V� 0

;
1

V� 0

): (A.2)

A.5.1.2 A-site Intensity Parameters � Aj

Let the prior distribution for � Aj be N (� � A ; � 2
� ), and let � Aj , X Aj and QA be de�ned as in the

previous subsection. Then,
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p(� Aj jY ; � [� � Aj ]) / p(Y j� )p(� Aj )

�
Y

i 2f A;B g

N iY

j =1

p(Y ij jsij ; � ) exp(�
(� Aj � � � A )2

2� 2
� A

)

/ p(Y Aj jsAj ; � ) exp(�
(� Aj � � � A )2

2� 2
� A

)

/ exp
n

�
1
2

�
(Y Aj � � Aj )T QA (Y Aj � � Aj ) + ( � Aj � � � A )2� o

/ exp
n

�
1
2

�
� 2

Aj (X T
Aj QA X Aj +

1
� 2

� A

)

� 2� Aj ((Y Aj � � 01M A )T QA (Y Aj � � 01M A ) +
� � A

� 2
�

)
� o

Let M � Aj = ( Y Aj � � 01M A )T QA (Y Aj � � 01M A ) +
� � A
� 2

�
and V� Aj = X T

Aj QA X Aj + 1
� 2

� A

. After

factoring out V� Aj and completing the square, we see

� Aj jY ; � [� � Aj ] � N (
M � Aj

V� Aj

;
1

V� Aj

) (A.3)

A.5.1.3 B-site Intensity Parameters � Bj

Because the B-sites are used in determining the A-site locations, we cannot derive a full

conditional, and must use Metropolis sampling instead. However, we draw from aN (
M � Bj
V� Bj

; 1
V� Bj

)

to get our candidate instead of using the standard method.M � Bj and M � Bj are calculated the

same way asM � Aj and M � Aj , but with replacing the A's for B 's.

A.5.1.4 Variance Parameter � 2

Let the prior distribution for � 2 be InvGamma(c; d). Let � ij be de�ned as before andQ �
i = � 2Q i .

Then,

p(� 2jY ; � [� � 2 ]) / p(Y j� )p(� 2)

�
Y

i 2f A;B g

N iY

j =1

p(Y ij jsij ; � )( � 2) � c� 1 exp(�
d
� 2 )

/ (� 2) � (
N a + N b

2 + c)� 1 exp
n

�
1

2� 2

�
2d

+
X

i 2f A;B g

N iX

j =1

(Y ij � � ij )T Q �
i (Y ij � � ij )

� o
;
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which is the kernel of an inverse gamma distribution. So,

� 2jY ; � [� � 2 ] � InvGamma
� Na + Nb

2
+ c; d+

1
2

X

i 2f A;B g

N iX

j =1

(Y ij � � ij )T Q �
i (Y ij � � ij )

�
(A.4)

A.5.2 Process Layer

Let � x = ( � x1; � x2; � � � ; � xa )T , where � xj = sA j x � UA j x , the di�erence of the x-coordinates of the

j th atom column location and the 2� 1 vector de�ned in (3.4). Let 	 x = (	 x1; 	 x2; � � � ; 	 xa )T ,

where 	 xj = WA j x � UA j x , the di�erence of the x-coordinates de�ned in (2.5) and (2.4),

respectively. De�ne � y and 	 y similarly. Then, the distributions of their likelihoods are:

� i j�
ind.� N (� 01a + � 1	 i ; V ); (A.5)

where

V = � 2
A

�
(1 � r )I a + r exp (�

1
�

D A )
�
: (A.6)

� = ( � 0; � 1; � a; r; �; SB ; � B 1; : : : ; � Bb)T , where SB is the b� 2 matrix of B-site locations and

b is the number of B-sites.1a is an a � 1 vector of 1's, D A is the Euclidean distance matrix

between the A-sites andI a is the a � a identity matrix, where a is the number of A-sites. Finally,

let � [� p] be the vector � with parameter p removed.
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A.5.2.1 Intercept Parameter � 0

Recall from Table 2.1 the prior distribution for � 0 is N (0; 10002). We will generalize here and

let � 0 � N (0; � 2
� 0

). Let � i = � i � � 01a � � 1	 i Then, we derive the full conditional distribution:

p(� 0j� x ; � y ; � [� � 0 ]) / p(� x j� )p(� y j� )p(� 0)

/ exp
n

�
1
2

� X

i 2f x;y g

(� T
i V � 1� i ) +

� 2
0

� 2
� 0

� o

/ exp
n

�
1
2

� X

i 2f x;y g

(� 2
01T

a V � 11a

� 2� 0(� i � � 1	 i )T V � 11a) +
� 2

0

� 2
� 0

� o

/ exp
n

�
1
2

�
� 2

0(2(1T
a V � 11a) +

1
� 2

� 0

)

� 2� 0

X

i 2f x;y g

(� i � � 1	 i )T V � 11a
� o

/ exp
n

�
2(1T

a V � 11a) + 1
� 2

� 0

2

�
� 2

0

� 2� 0

P
i 2f x;y g(� i � � 1	 i )T V � 11a

2(1T
a V � 11a) + 1

� 2
� 0

� o
:

If we let V� 0 = 2( 1T
a V � 11a) + 1

� 2
� 0

and M � 0 =
P

i 2f x;y g(� i � � 1	 i )T V � 11a, we see after

completing the square that

� 0j� x ; � y ; � [� � 0 ] � N
� M � 0

V� 0

;
1

V� 0

�
: (A.7)
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A.5.2.2 Slope Parameter � 1

As we did with � 0, we will generalize the prior for � 1 and let � 1 � N (0; � 2
� 1

). Again let � i be

de�ned as above. Then,

p(� 1j� x ; � y ; � [� � 1 ]) / p(� x j� )p(� y j� )p(� 1)

/ exp
n

�
1
2

� X

i 2f x;y g

(� T
i V � 1� i ) +

� 2
1

� 2
� 1

� o

/ exp
n

�
1
2

� X

i 2f x;y g

(� 2
1	 T

i V � 1	 i � 2� 1	 T
i (� i � � 01a)) +

� 2
1

� � 1

� o

/ exp

(

�

P
i 2f x;y g 	 T

i V � 1	 i + 1
� 2

� 1

2

�
h
� 2

1 � 2� 1

P
i 2f x;y g 	 T

i (� i � � 01a)
P

i 2f x;y g 	 T
i V � 1	 i + 1

� 2
� 1

i
)

Letting V� 1 =
P

i 2f x;y g 	 T
i V � 1	 i + 1

� 2
� 1

and M � 1 =
P

i 2f x;y g 	 T
i (� i � � 01a), after completing

the square we have

� 1j� x ; � y ; � [� � 1 ] � N (
M � 1

V� 1

;
1

M � 1

): (A.8)

A.5.2.3 Variance Parameter � 2
A

Let the prior distribution for � 2
A be InvGamma(f; g ). Let V � = 1

� 2
A

V , and � i be de�ned the

same as in the previous subsections. Then,

p(� 2
A j� x ; � y ; � [� � 2

A ]) / p(� x j� )p(� y j� )p(� 2
A )

/ j � 2
A V � j � 1 exp

n
�

1
2� 2

A

X

i 2f x;y g

� T
i (V � ) � 1� i

o

� (� 2
A ) � f � 1 exp

�
�

g
� 2

A

�

/ (� 2
A ) � (f + NA )� 1 exp

(

�
1

� 2
A

�
g +

P
i 2f x;y g � T

i (V � ) � 1� i

2

�
)

;

which is the kernel of an inverse gamma distribution, so

� 2
A j� x ; � y ; � [� � 2

A ] � InvGamma
�

f + NA ; g +

P
i 2f x;y g � T

i (V � ) � 1� i

2

�
: (A.9)
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A.5.3 Prior Layer

A.5.3.1 Mean and Variance for � A and � B

The mean and variance parameters for� A and � B have priors determined by the OLS estimates

of the � 0
ij s, as described in Table 2.1. Let ^� � i be the mean of the OLS estimates for the� ij 's,

and ai and bi be de�ned as in the Table 2.1 caption. Then we have conjugate posteriors, with

� � i j� A ; � 2
� i

; ^� � i � N

 ^� � i
10002 +

P N i
j =1 � ij

1
10002 + N i

� 2
� i

;
1

1
10002 + N i

� 2
� i

!

(A.10)

and

� 2
� i

j� � i ; � A ; ai ; bi � InvGamma
�

ai + N i =2; bi +
1
2

N iX

j =1

(� ij � � � i )
2
�

(A.11)

A.5.3.2 B-site variance � 2
B

Because the B-site locations are modeled as independent, the conjugate full conditional for� 2
B

is standard. Let � 2
B � InvGamma(l; m). Let � B be the matrix of grid locations described in

Section 2.3.3 andsB the matrix of B-site locations. Then,

� 2
B j ~� B ; sB � InvGamma

�
NB + l; m +

1
2

NBX

j =1

ksBj � ~� Bj k2
�

: (A.12)
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APPENDIXB

Bayesian Random Fourier Frequencies (BRFF): A Spectral, Latent Gaussian

Approach for Modeling Non-Gridded Spatial Data

B.1 Equality of the BRFF Correlation Function and the True

Correlation Function

For J frequencies and mean zero symmetric spectral densityf (! ), let frequencies

! 1; : : : ; ! J
iid� f (! ) and the amplitudes a1; : : : ; aJ ; b1; : : : ; bJ be i.i.d. with mean zero and �nite

variance � 2

J (note in our model these follow a normal distribution). De�ne


 s =
�

cos(! T
1 s); : : : ; cos(! T

J s); sin(! T
1 s); : : : ; sin(! T

J s)
� T

;


 s+ h =
�

cos
�

! T
1 (s + h)

	
; : : : ; cos

�
! T

J (s + h)
	

; sin
�

! T
1 (s + h)

	
; : : : ; sin

�
! T

J (s + h)
	 � T

;
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and recall � = ( a1; : : : ; aJ ; b1; : : : ; bJ )T and wJ (s) = 
 T
s � from (3.11) and (3.14). Then, since

E[wJ (s)] = 0,

Cov
�

wJ (s); wJ (s + h)
	

= E
�

(
 T
s � )( 
 T

s+ h � )
	

= E
h
E

�

 T

s (�� T )
 s+ h

�
�
� ! 1; : : : ! J

	 i

= E
n


 T
s

� � 2

J
I 2J

�

 s+ h

o

=
� 2

J
E

�

 T

s 
 s+ h
	

=
� 2

J

JX

j =1

E
h

cos(! T
j s) cos

�
! T

j (s + h)
	

+ sin( ! T
j s) sin

�
! T

j (s + h)
	 i

=
� � 2

J

�
J

Z

R2
cos

n
! T s � ! T (s + h)

o
f (! )d!

= � 2
Z

R2
cos(! T h)f (! )d! :

Note we used the trigonometric identity for the di�erence of cosine,

cos(x � y) = cos(x) cos(y) + sin(x) sin(y), and the fact that cosine is an even function. The

variances

V
�

wJ (s)
	

= V
�

wJ (s + h)
	

= � 2
Z

R2
cos(! T 0)f (! )d! = � 2;

and thus

CJ (h) =
Cov

�
wJ (s); wJ (s + h)

	

V
�

wJ (s)
	 1

2 V
�

wJ (s + h)
	 1

2

=
Z

R2
cos(! T h)f (! )d! = C(h) �

B.2 Computing Details

Here we give more information about the MCMC sampler based on the BRFF model in (3.14).

B.2.1 Initial Values and Discrete Data Transformations

We found it helpful in the ambient air quality application (Section 3.5) to use stage-wise

regression to �nd the initial values of the frequencies (Efron et al., 2004), as this greatly reduced

the burn-in length. Let MJ be the number of initial frequency candidates, whereM is a large

multiplier, say 50. We sampleMJ frequencies from an initial spectral density and perform the

stage-wise regression procedure until we haveJ frequencies to use for initial values.

For binary data, we initially map observed zeroes to� 1 and the initial values of the observed

ones to 1. During sampling, the normal distributions are truncated above and 0 for observed

zeroes and below 0 for observed ones. The nugget variance� 2 is �xed at 1 to ensure identi�able
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of parameters of interest.

For count data, we set the initial values to Z (s) = log
�

Y (s) + 1
	

. During sampling, if

Y (s) = 0, then Z (s) is drawn from a normal distribution truncated above at log
�

Y (s) + 1 :5
	

,

but with no lower truncation point. Nonzero observations are truncated above in the same

manner, but also truncated below at log
�

Y (s) + 0 :5
	

.

B.2.2 Additional Notation

Let

B =

0

B
B
@

X 1(s1) : : : X p(s1) cos(! T
1 s1) : : : cos(! T

J s1) sin(! T
1 s1) : : : sin(! T

J s1)
...

. . .
...

...
. . .

...
...

. . .
...

X 1(sn ) : : : X p(sn ) cos(! T
1 sn ) : : : cos(! T

J sn ) sin(! T
1 sn ) : : : sin(! T

J sn )

1

C
C
A

and � = ( � T ; a1; : : : ; aJ ; b1; : : : ; bJ )T . Let X ; B cos and B sin be submatrices ofB containing

columns 1 through p, (p + 1) through ( p + J ) and (p + J + 1) through ( p + 2 J ), respectively.

In other words, X is the design matrix for the �xed spatial e�ects, B cos is the columns ofB

with a cosine, B sin is the columns ofB with a sine, and B = ( X ; B cos; B sin). Let ( p + 2 J ) � 1

precision matrix � � 1 = diag( 1
1002 ; : : : ; 1

1002 ; J
� 2 ; : : : ; J

� 2 ), with the diagonal being p consecutive

entries of 1
1002 followed by 2J consecutive entries of J

� 2 . Finally, let 
 = ( ! 1; : : : ; ! J )T be the

J � 2 matrix of frequencies .

B.2.3 Full Conditionals for Gibbs Sampling

Let Z =
�

Z (s1); : : : ; Z (sn )
� T

. Then,

ZjB ; � ; � 2 � Normal(B � ; � 2I n ); (B.1)

where I n is the n � n identity matrix. First we �nd the full conditional distribution for the �xed

e�ect and amplitude parameters � . Let V � =
�

1
� 2 B T B + � � 1

� � 1
and M � = 1

� 2 B T Z. Then, by

conjugacy,

� jB ; Z; � 2 � Normal
�

V � M � ; V �

�
: (B.2)

Next, we �nd the full conditionals for the variance parameters. Amplitude variance

� 2

J
j� � InverseGamma

�
0:1 + J; 0:1 +

1
2

� T �
�

(B.3)

and nugget variance

� 2jB ; � ; Z � InverseGamma
�

0:1 +
n
2

; 0:1 +
1
2

(Z � B � )T (Z � B � )
�

: (B.4)
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B.2.4 Metropolis Update for the Covariance Parameters

Recall that the Mat�ern spectral density corresponds to a bivariate t distribution with degrees of

freedom 2� and scale 4
(�� )2 I 2. We reparameterize, letting � � = 2 � and � � = ��

2 , so that the t

distribution has degrees of freedom� � and scale matrix (� � )2I 2. Then, log(� � ) � Normal
�

log(2)�

2; 1
�

and log(� � ) � Normal
�

log(2) � log(� ) + 2 ; 1
�
. Let c� � and c� � bet the step sizes for the

Metropolis step that adapt through burn in (default sets each to 0:1). We use correlated

Metropolis proposal candidates� �
can = exp

�
log(� � ) + c� � e� �

�
and � �

can = exp
�

log(� � )c� � e� �
�
,

where  
e� �

e� �

!

� N

(  
0

0

!

;

 
1 � M

� M 1

! )

: (B.5)

For the real data analysis, � M = 0 :5 and for the simulation study, � M = 0. From here we follow

the standard (blocked) Metropolis algorithm. We overlay a 100� 100 grid of interpolation points

onto the map to de�ne the 5715 prediction locations. To apply the same priors as described in

(3.11), we transform locations to the unit square using the maximum and minimum continental

United States coordinates.

B.2.5 Hamiltonian Monte Carlo

We use Hamiltonian Monte Carlo (HMC) updates for the frequencies and optionally for the

�xed e�ect parameters and amplitudes as well. We implement HMC using a leapfrog integrator,

where the number of leapfrog steps is �xed at ten and the mass matrix is the identity. We let the

step sizecH = eH 
 H , where 
 H � Exponential(1) and eH is tuned during burn-in, with default

initial value 0 :005. The negative log posterior for the �xed e�ect parameters, amplitudes and

frequencies is

V = � log
�

p(� ; 
 jZ)
	

/
1

2� 2 (Z � B � )T (Z � B � ) +
1

2(100)2
� T �

+
J

2� 2 � T � + J log(� � ) +
� � + 2

2

JX

j =1

log
�

1 +
! T

j ! j

� � (� � )2

�
:

(B.6)

The gradient of the negative log posterior with respect to� is

@V
@�

= �
1
� 2 B T (Z � B � ) + � � 1� : (B.7)

Now, let S be the n � 2 matrix containing locations s1; : : : sn , and Sk and ! k be the kth column

of S and 
 , respectively. Let � be the Hadamard (elementwise) product. De�ne

D = B T
sin � (a; : : : ; a)T

J � n � B T
cos � (b; : : : ; b)T

J � n ;


 � = ( � � + 2) diag
�
� � (� � )21J + ! 1 � ! 1 + ! 2 � ! 2

� � 1
 ;
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and r = Z � B � . Then, the J � 2 gradient matrix for the frequencies is

@V
@


=
1
� 2

�
D (r � S1); D (r � S2)

�
+ 
 � : (B.8)
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APPENDIXC

A Low-Rank Spectral Model for Multivariate Spatial Data

C.1 Equality of the Approximate and True Covariance

This proof is similar to the proof in the Appendix for Chapter 3. First, let

X j (s) = L � 1
2

�
cos(! T

1 s)
f j (! 1)
f 0(! 1)

; : : : ; cos(! T
1 s)

f j (! L )
f 0(! L )

;

sin(! T
1 s)

f j (! 1)
f 0(! 1)

; : : : ; sin(! T
1 s)

f j (! L )
f 0(! L )

� T
;

� j = ( A j 1; : : : ; A jL ; B j 1; : : : ; B jL )T , and D jmL = diag(� j � m 
 jm (! 1); : : : ; � j � m 
 jm (! L )). Then

for �xed frequencies ! 1; : : : ! L
iid� f 0(! ),

Cov
�

~wj (s); ~wm (s + h))
	

= E
�

X T
j (s) (� j � T

m )X m(s+ h )

�
� ! 1; : : : ! L

	

= E
�

X T
j (s)D jmL X m(s+ h )

�
� ! 1; : : : ! L

	

=
1
L

LX

l=1

h�
cos(! T

l s) cos(! T
l (s + h)) + sin( ! T

l s) sin(! T
l (s + h))

	

�
n f j (! l )

1
2 f m (! l )

1
2

f 0(! l )

o
� j � m 
 jm (! l )

i

=
1
L

LX

l=1

cos(! T
l h)

n f j (! l )
1
2 f m (! l )

1
2

f 0(! l )

o
� j � m 
 jm (! l ):

Note we used the trigonometric identity for the di�erence of cosine,

cos(x � y) = cos(x) cos(y) + sin(x) sin(y), and the fact that cosine is an even function. Now,
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taking the expectation over the frequencies,

E
�

X T
j (s) (� j � T

m )X m(s+ h )

	
=

1
L

LX

l=1

Z

R2

n f j (! l )
1
2 f m (! l )

1
2

f 0(! l )

o
� j � m 
 jm (! l )f 0(! l )d! l

= � j � m

Z

R2
cos(! T h)

q
f j (! )f m (! )
 jm (! )d! ;

which is identical to the covariance shown in (4.5)�

C.2 Computational Details

Here we provide the full conditional distributions for the Gibbs updates as well as information

about the Metropolis updates for the Mat�ern parameters and further details about the choice of

 (�) functions for the cross-covariance weights.

C.2.1 Amplitude Parameters

For the l th frequency and thei th location, let

D 1li = diag

(

cos(! T
l si )

� f 1(! l )
f 0(! l )

� 1
2 ; cos(! T

l si )
� f 2(! l )

f 0(! l )

� 1
2 ; : : : ; cos(! T

l si )
� f p(! l )

f 0(! l )

� 1
2

)

;

and D 2li be similarly de�ned, but with replacing cosine by sine. Then p-variate spatial random

e�ect for the i th location

W i =
LX

l=1

�
D 1li al + D 2li b l

�
:

Let D � = diag(� 1; : : : ; � p)). Recall that

Y i jW i � Normal(W i ; D � )

and that

A l ; B l jgl = k iid� Normal(0p; 
 k ):

Now, de�ne

Z i = Y i �
LX

l=1

D 2li B l �
X

m6= l

D 1mi A m :

Then, by conjugacy,

al jrest � Normal

 
n


 � 1
k + D � 1

�

nX

i =1

D T
1il D 1il

o � 1n
D �

nX

i =1

D 1li Z i

o
;

n

 � 1

k + D � 1
�

nX

i =1

D T
1il D 1il

o � 1
!

:

(C.1)
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The full conditional for B l is similarly de�ned.

C.2.2 Nugget Variance Parameters

Recall � 2
j

iid� InverseGamma(0:1; 0:1). By conjugacy,

� 2
j jrest � InverseGamma

�
0:1 +

n
2

; 0:1 +
1
2

nX

i =1

�
Yij � Wij

� 2
�

: (C.2)

C.2.3 Cross-Covariance Matrix Parameters

The prior for the cross-covariance matrices is


 k
iid� InverseWishart

�
p + 1 :1; (p + 1 :1)I p

�
;

which is set so that E
�

 � 1

k

�
= I p and so the degrees of freedom are low (i.e. weakly informative),

but E
�

 � 1

k

�
still exists. By conjugacy,


 k jrest � InverseWishart

 

2
LX

l=1

I (gl = k)+ p+1 :1; (p+1 :1)I p+
X

f l :gl = kg

n
al aT

l + b l bT
l

o
!

: (C.3)

C.2.4 Posterior Probability for g

The posterior probability for g can be directly calculated using Bayes' Theorem. If the prior is

P(gl = k) =  k (� l ); then the full conditional posterior is

P
�
gl = kjrest

�
=

j
 k j � 1 exp
n

� 1
2

�
aT

l 
 � 1
k al + bT

l 
 � 1
k b l

� o
 k (� l )

P K
m=1 j
 m j � 1 exp

n
� 1

2

�
aT

l 
 � 1
m al + bT

l 
 � 1
m b l

� o
 m (� l )

: (C.4)

C.2.5 Metropolis updates for Mat�ern Parameters

We use two Metropolis updates: one for the smoothness� 0 and range � parameters of the

underlying spectral density f 0(! ) and another for the smoothness parameters� j for each

f j (! ), where j = 1 ; : : : ; p. Each parameter follows weakly informative prior distributions

LogNormal(� 2; 1). We draw the candidates from log-normal distributions. We draw the � 0 and

� candidates with correlation 0:5, and the candidates for� 1; : : : ; � p are drawn independently.

Every 100 iterations during burn in, the proposal standard deviations for the parameters are

increased or decreased by 20% if the acceptance rates for their corresponding updates go below

10% or above 40%, respectively.
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Figure C.1 2014 Log transformed and centered annual mean observations forCO (top) at 310 moni-
toring sites.

C.2.6 Further Information on the Cross-Covariance Weights

If the bandwidth parameter 1
� is not known in the  (�) functions, we assign it aLogNormal(0; 1)

prior and incorporate it into the MCMC sampler via a Metropolis update. Alternatively, we can

assign speci�c probabilities for high and low frequencies below or above a given threshold and

solve for the centering and bandwidth parameters.

C.3 Observation, Prediction and Standard Deviation Maps for

Other Pollutants
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Figure C.2 Posterior predictive mean (top) and standard deviation (bottom) maps for CO. The
white points are the monitoring sites.
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Figure C.3 2014 Log transformed and centered annual mean observations forPM2:5 (top) at 755
monitoring sites.
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Figure C.4 Posterior predictive mean (top) and standard deviation (bottom) maps for PM2:5. The
white points are the monitoring sites.
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