ABSTRACT

BARNES, TIFFANY MICHELLE. The Q-matrix Method of Fault-Tolerant Teaching in
Knowledge Assessment and Data Mining. (Under the direction of Donald L. Bitzer).

A major challenge for today’s schools is to create individualized instruction in
inexpensive, expandable ways. To achieve this goal, educational systems must adapt to
each student, mining student data to determine what a student knows and does not know.
Using this knowledge, teaching systems can guide students in the learning process.

This dissertation investigates the g-matrix method of fault tolerant teaching
(FTT). FTT systems are adaptive teaching systems that tolerate student, teacher, and
system errors in diagnosing student misconceptions. The g-matrix method is easily
applied to any tutorial system data, independent of topic, and can be used to model
student behavior and guide student knowledge remediation. We found that, in addition,
the model is easily interpretable and can be used to understand large sets of student data,
pinpointing problem areas for student learning.

In this work, we applied the g-matrix method in three computer tutorials,
presenting the first experiment to use the method on a large group of students. Overall,
students felt that these tutorials were beneficial. For each tutorial, the g-matrix method
was used to create a student knowledge model. When compared with other data
mining/knowledge discovery methods, including factor analysis and cluster analysis, the
g-matrix method was superior in that it was able to fit the observed data well, while still
offering the interpretability needed to devise remediation methods. Our results indicate
that the g-matrix model may predict student misconceptions at least as well as students
were able to predict themselves, and students generally felt that the tutorial knew which

concepts each student least understood.



For our logic proofs tutorial, we devised g-matrices as data mining tools, used to
extract the axioms needed to solve a proof. In this analysis, we were able to isolate sets
of students using similar strategies, and to interpret the strategies of these groups using
the g-matrix model.

We also compared extracted g-matrix models to expert models, and found that the
extracted and expert g-matrices were not a good match, but that extracted g-matrix
models were quite useful in understanding student data. This shows that expert models
do not necessarily predict student behavior and more accurate student knowledge models,
such as g-matrices, are needed to understand student knowledge. An extracted g-matrix
can reveal student behavior that might not be predicted by an expert’s understanding.

This work resulted in the construction of a fully automated, fault tolerant,
intelligent tutoring system, which can diagnose and correct student misconceptions. This
system also provides an interpretable model for each topic that relates each tutorial
question to its underlying concepts. The experimental analysis provides valuable insight
into the factors that influence the extraction and interpretability of these models, as well
as their value in automatically assessing student knowledge. In addition, the q-matrix
method is used as a general data mining tool in one tutorial where a traditional
application of the g-matrix method would not be appropriate. This application and its
favorable comparison with other data mining tools mark the gq-matrix method as a viable

data clustering and interpretation tool for data mining and knowledge discovery.
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1 Introduction

As the world becomes more interconnected, information can be shared between
people as never before. While this opens up exciting possibilities for communication and
research, it also results in an overwhelming amount of information that each person must
process every day in order to function. With each new person joining the ‘global
village,” the need to develop automated methods to filter, sort, search, and share
information in meaningful ways grows exponentially. The popularity of effective web
search engines, such as Yahoo [YahO3], Google [Goo03], and Alta-Vista [Alt03]
demonstrates only a small part of the need for ‘data mining’ in society today.

Our schools are facing an even greater need for the benefits that data mining
promises to deliver. Both teachers and students are faced with teaching and learning an
ever-growing number of ideas — all in the same school day as before. Ideally, as more
issues are addressed, schools would add more teachers and classes to cover new topics.
Instead, schools face teacher shortages, inadequate teacher training, and growing
classroom sizes.

At the same time, the typical demographic of universities is changing — from
young on-campus students to diverse professionals of all ages taking classes in the
evenings, online, or even at a distance. Colleges and universities are now challenged to
deliver quality service to students of widely ranging abilities and backgrounds across all
distances. To rise to this challenge, information technology assisted education must pair
individuals with expert instruction that is interactive, adaptive, and accessible. The
promise of information technology assisted education is great, but research into methods

for the delivery of education with information technology is still a rich, open field.



We believe that one new area of research, termed data mining and knowledge
discovery, can be applied to educational problems to achieve our goal of individualized
instruction, at hopefully much lower costs than more traditional adaptive teaching
systems that use knowledge-based models to understand and direct student learning.
Many excellent intelligent tutoring systems exist today [Dav03, Kav02, Bur88, Cla86,
Fra96, Ger00, Hum95, Kav00, Kav02, Mis96, Mor84, Sel98, Ste91, Tye96, VNO1]
However, the majority of these intelligent tutoring systems require the construction of
complex models that are applicable only to a specific tutorial in a specific field,
necessitating a large number of experts to create and then test these models on students.
Data mining and knowledge discovery, on the other hand, might be applied to the
problem of understanding student knowledge, and using this understanding to direct
knowledge remediation. In this dissertation we show that the g-matrix method of fault
tolerant teaching is one such application of a data mining approach to understanding and
directing student learning.

In this Introduction, we continue to discuss the motivating factors behind this
research. In Section 1.1, we discuss data mining as a specific method for helping assess
student knowledge automatically, and improve teaching in a way that tolerates both
student and teacher errors to the benefit of both. Section 1.2 expands this discussion to
show how important assessment is to adaptive tutorials, which are important aspects of
effective education systems. The following Section 1.3 gives an overview of the
challenges researchers face in developing online educational systems. Sections 1.4 and

1.5 discuss the main research objectives, questions, and hypotheses addressed in this



dissertation. The final section of this chapter, Section 1.6, outlines the format of this
dissertation.
1.1 Data mining, teaching, and assessment

Data mining is the process of finding hidden characteristics or common concepts
in a large amount of data. For example, a researcher may wish to find all the documents
related to computer-based education in universities. However, many documents may
contain each of the words: computer, based, education, and university, but still not be
related to using computers to teach at the university level. In many other cases, relevant
documents may use another name for computer-based education, such as computer-
assisted instruction, computer-based training, web-based education, online instruction,
etc. For the most part, researchers must create their own associations to discover related
items, and filter through many irrelevant items while searching.

Data mining is often used in what is called knowledge discovery, to discover
common attributes in data as a person might understand them. Based on this idea, we
might be able to apply data mining techniques to understand student knowledge: in other
words, to determine what a student does and does not know during the course of
instruction. In the classroom, teachers perform this type of ‘knowledge discovery and
data mining’ every day, using information from classroom behavior, assignments, and
tests to assess each student’s level of knowledge and expertise. From this assessment,
teachers decide how best to adapt their teaching to fill in the gaps in student knowledge.
It is a challenge for teachers to adapt their classroom style to accommodate each student

— but it is much easier for a personal tutor to do so for each student he or she teaches.



Not only can a personal tutor assess student knowledge more rapidly and
effectively than a classroom teacher, but a tutor can also develop ways to best instruct
that particular student, based on their past experiences together. For both teachers and
private tutors, a great deal of real intelligence and intuition are usually required to
achieve the greatest teaching results. Students are not always consistent, committing
errors on one question and not on the next, understanding one topic quickly and another
only after repeated tries, interpreting examples in unique ways, attacking problems in
completely unexpected ways, guessing correct answers without knowing how to achieve
them, and making mistakes on items they clearly understand. Teachers can also be a
source of added complexity and confusion, by miswording problems, asking questions
that require more knowledge than has been taught, not asking enough questions for each
separate topic, etc. These issues confound the task of determining what a student knows
— to the point of seeming impossible!

Human get things wrong for the right reasons, and get things right for the wrong
reasons. The complex task of assessment requires admittance of such errors while still
robustly measuring student knowledge. In real classrooms, teachers combine tests,
observance of classroom behavior, and assignments to understand of student knowledge.
An entire field of research is devoted to the issues of student knowledge assessment [see
AA96, Air91, Ash98, Die91, Cha87, Ebe91, Fla85, Lin87, Wis98].

Two commonly used tools for student modeling include overlay models and
Bayesian networks. An overlay model assumes that student knowledge is a subset of
expert knowledge. In the fields of science and mathematics, procedural knowledge

models are often constructed to represent knowledge, and student behavior is understood



by comparing their actions to the model. As these systems were implemented,
researchers discovered that student beliefs do not always coincide with expert knowledge.
In Chapter 2, we discuss how several prominent procedural knowledge models were
adapted to explain “buggy” behavior of students [Bro78, Bro80 and others]. Another
type of student knowledge model is a Bayesian network that probabilistically reasons
about a student’s knowledge state based on their behavior [Mar95,VM98]. These and
other systems including neural networks have also been used to model student behavior
for use in intelligent tutoring systems [Hum95]. In general, most of these intelligent
tutoring systems included models that were specific to a particular domain or application
and are not re-usable [Tye96]. Each of these models requires significant investment of
time and effort to build, making it very desirable to build knowledge models and
diagnostic tools that can be applied independently of the knowledge domain.

Though assessment is a difficult task, many teachers are able to assess what their
students understand, and use that knowledge to guide the teaching process. This requires
a human with real intelligence - our goal is to use a computer to perform these key
elements of data mining with artificial intelligence. We hope to build fault tolerant
teaching systems that capture that ability: to assess student knowledge in a way that
tolerates performance errors, and effectively guides the teaching process. We also wish
to make this ability available to any and all students, in any topic, across any distance.

To that end, this dissertation explores the promising g-matrix method of fault
tolerant teaching (FTT), which will provide distance education tools with the ability to
adapt tutorials for any subject to all types of students, and whose application can also be

used to measure and tailor the effectiveness of varied teaching strategies. We propose



that the g-matrix method can also be used as a data mining tool, not just to mine for
student knowledge, but also to find relationships in many other types of data [see
discussion of data mining and the g-matrix method in Section 2.5].

1.2 Adaptive tutorial systems and student assessment

The goal of any tutorial system is to guide students from understanding little or
nothing of a topic to a higher level of understanding and ability. Instructors typically
determine a minimal level of prerequisite knowledge, and design instruction assuming
that students understand the prerequisites and have no other preparation for the material.
In reality, many students may have met prerequisites without truly understanding them,
or may understand much more than the basics when starting a course.

Adaptive tutorial systems, on the other hand, strive to meet the same instructional
goals, while tailoring the learning experience to the actual knowledge a student can
demonstrate. This approach can address many of the problems of traditional instruction,
offering students the chance to build prerequisite skills before moving on to more
complex material, or the chance to move ahead more quickly as they become ready. In
order to provide this individualized instruction, adaptive teaching systems must include
knowledge assessment that can guide the teaching process.

There are many types of adaptive tutoring systems [Dav03, Kav02, Bur88, Cla86,
Fra96, Ger00, Hum95, Kav00, Kav02, Mis96, Mor84, Sel98, Ste9l, Tye96, VNO1]. As
discussed before, most of these systems are based on complex user models, including
Bayesian networks, neural networks, procedural models, and other domain-specific
models. These systems have generally been shown to be effective in assisting student

learning, allowing systems to adapt and give hints to students based on their behavior.



However, most of these systems also require extensive work on the part of area experts to
develop models capable of directing student learning.

The Alberta Research Council (1995) reports “in order to allow instruction to be
individually designed, it is first necessary to capture the student’s understanding of the
subject.” [Sta96] Knowledge assessment is an essential component of any adaptive
teaching system. Without knowledge assessment, there is no way of measuring the
results of teaching, or tailoring further education.

In their article, “What does research say about assessment?” Dietel, et al., write:

The results of a good test or assessment, in short, represent something beyond

how students perform on a certain task or a particular set of items; they represent

how a student performs on the objective which those items were intended to
assess. [Die91]

A good assessment, in other words, does not just report those questions a student
missed, but offers a stronger reflection of the skills and understanding underlying a
student’s performance. The results of a good assessment, then, offer reliability and
robustness across time and circumstance [Die91, AA96].

When we are assured of a good assessment, we can then use that assessment to
make decisions about the teaching process. Not only will a good assessment provide an
adaptive tutorial system with a method to measure student understanding and readiness to
move on, it will also provide education researchers with a method for comparing teaching
strategies across students. Since an assessment provides a measure of success in
teaching, we can compare the results of assessments before and after the application of

several teaching strategies across a large group of students to determine which strategies

are the most effective.



1.3 Research challenge

Computer technology may be an efficient and versatile tool for teaching, but all

computer-based instruction must be governed by the same theories and research

applicable to all teaching tasks. [Ove94]

One of the most effective teaching methods is private tutoring [Blo84b].
However, the expense of private tutoring is prohibitive for most people and schools. On
the other hand, with lowering computer and Internet access costs, most US schools and
many students have access to computer-based educational systems like never before.

Ideally, computer based educational systems can approximate the benefits of
private tutoring at a much lower cost. To deliver this performance, researchers must
develop a systematic approach to designing, implementing, and evaluating online
educational systems.

As discussed in the previous section, one of the main challenges of creating
tutoring systems online is assessing just what a student does and does not know [Sta96].
In other words, a computer tutor must be able to diagnose and correct student
misconceptions, and distinguish these from careless errors or guesses. Indeed, much of
the research in diagnosing misconceptions acknowledges the importance if distinguishing
‘slips’ from true misconceptions [Bro78, Bro80, Tat83, Bir93, Mar95, Van98 and others].
Once student knowledge is assessed, a tutor, human or computer, must then determine the
path to best lead a student to reach her educational goals.

This dissertation explores the g-matrix method, which examines the inputs of
many students to automatically extract relationships between questions and underlying
concepts, and then uses those relationships in diagnosing and correcting student

misconceptions. This system builds fault tolerance and robustness, optimizes for student



performance, and can be used to optimize teaching strategies for effectiveness. This
combination of assessment and the ability to optimize teaching strategies will help make
it possible to deliver individualized, high quality education at a distance — near or far.

1.4 Research objectives & questions

One primary goal of this research is to further develop scientific, fault tolerant
methods to improve education. Most intelligent and adaptive tutoring systems do have
methods for determining student knowledge states, but many of these require the
construction of domain-specific knowledge models. One of the most important
improvements FTT methods, such as the g-matrix method, offer is to provide a reliable
way to determine student knowledge states that is domain-independent. Once student
knowledge can be assessed automatically, computer-based educational systems can be
tailored to each student’s learning needs in an expandable way, without human
intervention [as in Kav00, Kav02, and others]. In addition, once we can assess student
knowledge, we have a framework for the scientific investigation into the effectiveness of
different teaching strategies.

In particular, this research solidifies the foundations of fault tolerant teaching
methods through further experimentation and analysis. To study FTT methods further,
we developed a new adaptive tutorial, and augmented 2 existing tutorials with FTT
methods. These experiments compare the effectiveness of the g-matrix models across
varied difficulty levels and topics, and also between remediation paths chosen by the
student versus those prescribed by our methods.

A combinatorial experiment design allows the comparison of FTT methods across

three different topics, topic difficulty, and student ability. This research analyzes the



validity of FTT methods for diagnosis and interpretability. It also compares automated
diagnosis and topic decomposition with those determined by field experts, and compare
self-guided student work to that guided using FTT method.

The evolution of g-matrix theory lead to several questions that will determine its
validity and usefulness in the field of fault tolerant teaching and its applications to other
fields. Some of these questions are:

e Can we effectively guide remediation?

e (Can we interpret g-matrix scores?

e What factors affect g-matrix extraction and accuracy?

e How well does the g-matrix method compare with other data mining methods?
e How do extracted g-matrices compare with expert-constructed q-matrices?

The answers to these questions will provide guidance in future uses of g-matrix
theory and fault-tolerant teaching systems. This research found that g-matrices can be
useful in guiding remediation, their scores can be easily interpreted, and that the gq-matrix
method compares well with both factor analysis and cluster analysis for data mining for
student knowledge.

The question, “Can we effectively guide remediation?” is a complex question to
answer. This really refers to the teaching strategy that underlies the remediation
technique. In this research, the remediation technique is to direct students to review one
question related to the concept they least understood. For one half of the students, the
tutorial automatically took students to the section we predicted they should review. For

the other half, the students were asked which section they felt they most needed to
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review. This provided us a comparison of the students’ self-diagnosis as compared with
the g-matrix knowledge assessment.

The meaning of g-matrix scores is extremely important in applying the g-matrix
method to other fields of research. If, in fact, we have determined a method which will
provide researchers with an understandable and usable model of a large set of data, this
will be an advance over other data mining methods, which often partition data into
groups without providing interpretations of these groupings. Our findings indicate that g-
matrix scores are easily interpreted, and can be used to predict and analyze data sets.

In this research, we compare the g-matrix method with other data mining
techniques of factor and cluster analysis to determine guidelines for the application of g-
matrix methods in both fault tolerant teaching systems and data mining. As in Patrick
Brewer’s research, we found that the g-matrix method provides a fault tolerant extraction
technique in the presence of noise and smaller data sets, making the g-matrix method a
good tool for preliminary data mining applications.

Since the diagnostic accuracy of the g-matrix method has not before been tested,
this aspect of the research is important in determining future applications of the method.
Our research suggests that the g-matrix method can predict the topics that students most
need to study to improve their knowledge.

1.5 Research hypotheses

Several hypotheses about the answers to our research questions were made based
on preliminary findings at the beginning of this study:

e (Q-matrix scores will converge to zero and one values.

e (Q-matrix scores will demonstrate latent relationships among questions.
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e Factors that might affect the extraction of Q-matrices are: the number of
questions, the redundancy of questions and the existence of relations among the
questions, etc.

e (Q-matrix diagnosis of concept states will correspond well with human knowledge
assessment. In other words, student misconceptions could be diagnosed at least as
well as students themselves could determine which topics they misunderstood.

e The g-matrix method provides a good guide for remediation.

e The g-matrix method can perform the data mining task of data clustering and
assist in the resulting cluster interpretations.

The purpose of this dissertation was to investigate these hypotheses in a more in-
depth, multi-faceted study to reveal the strengths and weaknesses of the q-matrix method
as applied for knowledge assessment and remediation, and also as a data mining tool. In
the next section, we briefly outline the remaining chapters of this dissertation.

1.6 Dissertation Outline

In this chapter, we have provided the motivation and challenge to create a fault-
tolerant teaching system that is adaptive, inexpensive, and expandable. As we have
mentioned before, numerous teaching systems exist with excellent performance in
teaching students, but few systems with general application to all domains exist. Thus,
the development of the g-matrix method as a tool to make any educational system
adaptive is an important step in improving educational systems. We have also shown
some of the commonalities between data mining, teaching, and assessment. After these
motivating questions, we listed our primary research objectives, questions, and

hypotheses. In the course of this dissertation, we discuss the foundations of fault tolerant
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teaching, and how we have built and assessed our own fault-tolerant teaching system.
We have also shown how the g-matrix method, the central aspect of this system, can be
applied as a data mining tool.

In Chapter 2, we trace the history of the g-matrix method from its inception to its
current state as a statistical method for student knowledge modeling. The g-matrix
method began as the rule-space method to diagnose student errors in basic math. Later,
as it was applied to quizzes on several thousand students, researchers began to wonder if
expert models would ever be useful in diagnosing student misconceptions, and came up
with ways to build models using actual student data. We also discuss related procedural
models of student knowledge and how they have contributed to the field of knowledge
assessment.

The methodology and experimental design for this dissertation are given in
Chapter 3. In this chapter, we discuss our experimental design, the population and study
environment, and the data collection and analysis procedures used in this dissertation.

Chapter 4, entitled “Student Model Extraction,” compares the g-matrix method
with two other major data-modeling methods, including factor analysis and cluster
analysis, to determine its differences and the advantages of applying each method to
student data to build a student knowledge model that can be effectively used for
knowledge remediation.

One of the central aspects of this dissertation, Knowledge Assessment is the
subject of Chapter 5. In this chapter, we examine the g-matrix method in three important
ways. First, we use the g-matrix model to predict student test scores. Second, we

compare the extracted g-matrices with those generated by area experts for this and other
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research. Finally, we compare the g-matrix predictions of the concepts that students least
understood with student choices in their own learning process. With these three
comparisons, we can determine the usefulness of the g-matrix method as a model for
knowledge assessment, how closely it correlates to models that instructors might build
for their own topics, and also its effectiveness in choosing a learning path for students.

In the course of this research, students use three tutorials to learn three topics in a
Discrete Mathematics course. The sixth chapter discusses the findings of our tutorial
surveys, where students were able to comment on the tutorials, and their effectiveness
when compared to other learning methods.

Chapter 7, Proofs Analysis, demonstrates the use of the g-matrix method as a true
data-mining tool. In this chapter, we see the g-matrix method applied in a novel way, and
use our knowledge of the subject area to determine if this method builds models we can
use to understand and interpret observed data.

In Chapter 8 we summarize our findings. First, we give a brief overview of each
of these chapters. We then summarize the conclusions drawn from each of these
chapters. Finally, we make suggestions for promising areas of future work in the field of
g-matrix methods in teaching and data mining. At the end of this dissertation, we include

our References and Appendices.
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2 Theoretical background and related work in FTT

Many experts have dedicated their lives to better education. In this chapter, we
will discuss the work of others in the field of fault tolerant teaching. In the Introduction,
we have mentioned several adaptive and intelligent tutoring systems that are also
effective learning tools. In this section, we focus on the systems that led to the
development of the g-matrix method as a domain-independent knowledge model that can
be used for directing student learning. We first examine rule-based systems used to
predict and diagnose student errors in mathematics, including work by Tatsuoka, Brown,
VanLehn, and others. In Section 2.2 we then discuss Robert Hubal’s comparisons of
Tatsuoka’s predictions and randomly generated rules with actual student performance.
Section 2.3 discusses how Patrick Brewer tested the theory that rules can be derived
strictly from student responses without knowledge of the subject area. In Section 2.4, we
discuss the work of Susan Jones and Jennifer Sellers, who wrote interactive lessons using
question generators and answer judging, and collected data for small empirical tests of q-
matrix theory. In addition, we show how Jennifer Sellers compared Q-matrices derived
from student data with those determined by subject instructors, testing the interpretability
of the extracted “rules” or concepts. In the final section of this chapter, we discuss some
very basic concepts in data mining, and how the q-matrix method can be thought of as a
data-mining tool.

2.1 Procedural models of student knowledge

As discussed above, student knowledge assessment is imperative in the design of

individualized instruction. One way to assess student knowledge is to create a model of

the subject being taught and a corresponding model of the knowledge a student has
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attained so far. These two models can be used together to evaluate and guide a student’s
learning until his knowledge model closely corresponds to the subject area model.

Researchers investigating learning processes have typically built models such as
these in areas such as mathematics and the sciences, where the structure of knowledge is
assumed to be highly procedural [e.g. Bir93, Bro78, Bro80, Bur82, Ste82, Tat83, Mar95].
J.S. Brown and his associates have built a procedural model for solving arithmetic
problems, and have designed similar procedural models of how students solve arithmetic
problems as their understanding is growing [Bir93, Bro78, Bur82, Van90]. Van Lehn
extended these ideas to build Bayesian networks to model student procedures while
learning basic physics [VM98, VNO1]. These and other systems offered researchers
important insights into human learning and cognition.

Like Brown, Van Lehn, and others, Kikumi Tatsuoka and her associates began
investigating the procedures students use in solving algebra problems [Tat83, Bir93,
Mor84, Edd84]. However, since Tatsuoka’s goal was to diagnose and correct
misconceptions, rather than to understand and model human cognition, her research took
a practical turn that led to the development of g-matrix theory and eventually to the idea
of fault tolerant teaching.

Procedural models of knowledge have been very important in building
understanding of human cognition and learning, as we will discuss below, but have
several drawbacks in adaptive tutorial systems. These models require extensive time and
effort to construct — and are good only for one specific subject area. After they are
constructed, research has shown that even extensive libraries of errors cannot predict all

the procedural errors that students commit, and not all student errors can be explained by
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erroneous procedures (for example, when a student only makes mistakes when a zero is
present). In cases where erroneous procedures can account for student errors, it is not
certain that these procedures are those being used by students. Student errors are also not
consistent over time, so these diagnoses may not consist of an accurate assessment of
student knowledge.

Because of these limitations, procedural models of student knowledge may not be
the best choice in teaching and assessment in adaptive tutorial systems. However, these
models have formed the basis of the theory of fault tolerant teaching methods. In this
section, we will discuss these procedural models, and the beginnings of their evolution
into q-matrix theory and fault tolerant teaching methods.

2.1.1 Buggy, repair theory, and Sierra theory

In the late seventies, J.S. Brown et al. found that students are “remarkably
competent” rule followers, but often follow erroneous rules [Bro80]. Based on this idea,
Brown and his colleagues developed Buggy, a diagnostic model that would simulate
students with ‘buggy’ arithmetic skills — using procedures that are slight variants of
correct rules [Bro78, Bro80, Bur82]. Brown et al. constructed “an extensive catalogue of
precisely defined systematic errors” made by students learning new arithmetic skills.
Based on this catalogue, Brown built a diagnostic model that solves problems using
procedural networks containing variants of correct rules. Using the model, educators
could learn about ‘buggy’ student behavior and practice diagnosing student errors.

Buggy was an important step in understanding student misconceptions. However,
because of its procedural structure, its application is restricted to well-defined procedural

domains. In addition, Buggy depends on a fixed library of bugs, which requires
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considerable effort to construct, and restricts the power of the model to already known
errors. Another deficiency in the model is that students do not always consistently apply
the same rules to similar problems, as Buggy does.

To better model student behavior, Brown and VanLehn incorporated learning
theories into the model, evolving into repair theory and eventually Sierra theory [Bro80,
Bur82, Van90]. These systems are also simulations of students learning new skills. In
repair theory, it is postulated that students learn when they reach in impasse, or a place in
a problem where more than one learned rule can apply. At an impasse, the learner model
implements a ‘repair’ — a heuristic used to continue solving the current problem.

Sierra (VanLehn’s learner model) produces rule sets, which are predictions of
procedures that students could learn during a lesson. These rule sets are passed to a
solver, which implements the rules determined to solve problems. These generated
answers are diagnosed as buggy or not by an automated diagnosis tool called Debuggy
[Bur82]. Sierra is evaluated by comparing the overlap between observed and predicted
bugs. In one study of 1175 test items, 75 bugs were observed [Van90]. Sierra predicted
28 of these, failed to predict 47, and also predicted 21 unobserved bugs. Most of the
unpredicted bugs are ‘pattern errors,” such as n*0=n, which could be easily incorporated
into the Sierra model. However, VanLehn resists including such errors, saying,
“empirical quality is not the only measure of theoretical validity. It must be balanced
against explanatory adequacy...” [Van90]

The motivation behind developing these systems was to understand basic
knowledge structures and the development of human cognition. If these systems display

behavior similar to human learning and problem solving, then they will be judged as
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plausible explanations of the processes that students may go through while learning.
However, when designing a model to diagnose student learning, we must measure its
performance against its effectiveness in identifying areas in which students need
remediation. Students often display behavior that is unexplained by these systems.
However, they have provided a strong basis of theory with which to develop further
research into learning.

2.1.2 OLAE and POLA

VanLehn has continued his work in the field of student modeling, using Bayesian
nets to model student learning [Ger00, Mar95, VM98, VNO1]. The OLAE (Online
Assessment of Expertise) system observes students doing introductory physics problems
and computes probabilities that a student knows and is using each of the rules in a given
knowledge domain. Van Lehn’s POLA (probabilistic online assessment) system is
similar, but turns the knowledge tracing of OLAE into a system of probabilistic
reasoning, generating predictions about the solution path the student is taking. This
results in an assessment of student mastery of knowledge.

POLA and OLAE are similar to the Buggy system in that they still require an
expert to construct a procedural model of the domain. In POLA and OLAE, the
procedural networks are augmented with probabilities that a student has used each step in
the model. These probabilities provide more specific understanding of the rules that
students may be using, and can help direct remediation. However, Bayesian networks
still require extensive time and effort to construct, are not extendable to other subject

areas, and may not accurately predict or assess the actual procedures that students are
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using. In addition, these systems have no ability to explain, predict, or remedy non-
procedural errors that students may commit.
2.1.3 Rule space theory and Q-matrices

The original inspiration for the g-matrix method came from Kikumi Tatsuoka and
her associates, who, over the course of more than a decade, explored student
misconceptions as they learned basic math concepts, such as adding fractions [Bir93,
Edd84, Mor84, Tat83, Tat87]. The main goals of this research were diagnosis of
students’ misconceptions that could be used to guide remediation, assess group level
performance as a measure of teaching effectiveness, and discover difficult areas for
students [Bir93].

Tatsuoka, et al. began their exploration by hypothesizing erroneous rules that
students may apply to solve problems. However, it takes countless hours of work by
expert teachers and researchers to diagnose all the possible misconceptions that students
may have — and in many cases, instructors may have little time or data to solve this
problem. To address these issues, Tatsuoka developed the rule-space method to diagnose
the rules used by students in fraction addition. In the rule-space method, all question
responses resulting from erroneous and correct addition rules derived by experts are
mapped into a plane, and student responses are compared to these points. The point in
rule space closest to the student response corresponds to the rule the student is assumed
to be using. This method improves on other procedural models, by creating a space
where all student responses can be mapped and compared to expert predictions.

This idea of determining a student’s knowledge state from her responses to test

questions resulted in the creation of a g-matrix, originally a binary matrix showing the
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relationship between test items and latent or underlying attributes, or concepts [see
Bir93]. In Tatsuoka, et al.’s work, a g-matrix is the result of expert analysis of questions
into their underlying attributes. To build the g-matrix, experts constructed a relationship
between test questions and concepts (referred to as attributes) and students taking the test
were assigned knowledge states based on their test answers and the constructed g-matrix
[see Ham85 for a discussion of item-response theory].

An example of a binary g-matrix is given in Table 1. In Tatsuoka’s work, a g-
matrix, also called an attribute-by-item incidence matrix, contains a one if a question is
related to the concept, and a zero if not. Brewer later extended these to values ranging
from zero to one, representing a probability that a student will answer a question
incorrectly if he does not understand the concept [Bre96]. In Table 1, question 1 depends
on concept 2 but not concept 1. Therefore, if a student understands concept 1 and
concept 2, he will ideally answer all questions correctly. If a student understands concept
2 and not concept 1, then he will answer questions 1 and 2 correctly and 3, 4, and 5

incorrectly.

Table 2-1 Binary g-matrix example

Questions
1 2 3 4 5
Concept 1 0 0 1 1 1
Concept 2 1 1 1 1 0

Using the rule space method, Tatsuoka et al. were able to identify students in need
of remediation, un-predicted student errors, and topics of difficulty, and to construct

“partial mastery charts” which would guide in remediation strategies for instructors.
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Partial mastery charts are paths through the rule space from a current student knowledge
state to the desired state. Tatsuoka and her associates assumed that the easiest transitions
for students to make in correcting their misconceptions were to move from one
knowledge state to the next best (higher mastery level) state, which is closest in its
associated ability level. This assumption corresponds to Vygotsky’s theory that learners
best learn concepts that are only slightly more difficult or complex that those they already
understand [Vyg86].

Tatsuoka’s rule space research opened a new space of possibilities, showing it
possible to diagnose student knowledge states in an automatic way, based solely on
student item-response patterns and the relationship between questions and their concepts.
The rule space method, however, is very time consuming and topic-specific, and requires
expert analysis of questions. Its other weakness is that, it is well known that experts and
novices differ greatly in problem-solving strategies. The rule space method has no way
to measure or validate that the rules and relationships derived by experts are in fact those
used by students. In fact, in [Bir93] two separate Q-matrices were used on the same
questions and each g-matrix resulted in different difficulty measures for the same
question. Although we know that different students may perceive the same question in
different ways, we wish to find a diagnostic method that can be used across all problems,
and that will differentiate among those students with different mastery levels.

2.2 Prediction of student data and changing Q-matrices

Tatsuoka’s g-matrix methods appear promising, offering researchers an

automated way to diagnose student misconceptions, partially bridging the gap between

procedural models of knowledge and student behavior. Q-matrices were originally
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designed to encompass the procedures that experts believed to be important in solving
problems, but also included problem “attributes” that don’t necessarily correspond to
procedures; for example, having a negative number in a problem would be one attribute
of that problem. The strength of this idea is that it has created a model that encompasses
both rules and attributes in a way that has transcended rules, assuming that students with
similar responses have similar understandings and misunderstandings of the topic.

Though Q-matrices seemed to allow the diagnosis of errors that may not be
procedural, research was still needed to compare actual student responses with g-matrix
predictions.

In his 1992 Master’s Thesis, Robert Hubal investigated how well student data in
Tatsuoka’s experiments supported the Q-matrices she created [Hub92]. In his
experiment, Hubal used Tatsuoka’s database of thousands of student responses to a 20-
question math quiz. Hubal then used Tatsuoka’s g-matrix of these 20 questions and 8
concepts to analyze student responses to determine how well the data supported the
hypothesized q-matrix.

Since it was unclear whether the student responses were saved in order from left
to right or right to left, the student responses were compared to the g-matrix in both
directions. The assumption was that it would be apparent from the g-matrix comparison
which ordering of the question responses was valid. Instead, the correlation of student
responses with those predicted by the given g-matrix was the same in either direction,
suggesting that the g-matrix made by hand did not well predict student behavior.

In further explorations, Hubal randomly generated rules that students may use to

solve problems, and selected those which resulted in solutions that were similar to those
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found by students. Hubal found that students did seem to be using a small set of possible
rules, but that none of these rules was predicted by Tatsuoka’s gq-matrix.

In using Q-matrices to understand student behavior, we can choose to either: 1)
select a g-matrix and try to create or find questions whose relationships to underlying
questions are supported by student data, or 2) use questions we already have and try to
construct a g-matrix based on actual student data. In his research, Hubal experimented
with the first option, by generating questions, testing them on students, and deleting those
questions that did not exhibit the relationships predicted by Tatsuoka’s q-matrix.

For several reasons, limiting questions to those that exhibit behavior predicted by
a hand-constructed g-matrix may not be the best choice. First, the questions have been
designed by an instructor to test student performance, and a g-matrix is a much more
abstract measure of the relationships of questions to concepts. We might assume that the
questions designed to test students are a more accurate reflection of the teaching
objectives than an abstract construct which relates questions to underlying concepts.
Second, the selection of questions requires many students to answer questions that will
later be ignored, and data from these questions is then lost. It is quite possible that
questions that do not exhibit the relationships predicted by a g-matrix can reveal
unknown aspects of student behavior and understanding.

The alternative to this strategy is to design a method to extract a q-matrix, which
explains student behavior, and reveals the underlying relationships between questions.
Using such a strategy, student responses to existing questions would be analyzed to create

a g-matrix that can explain the observed data. Experts can examine the resulting q-matrix
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to ensure that the extracted relationships seem to be valid, and then use that g-matrix to
guide the generation of new problems.
2.3 Q-matrix extraction methods and fault tolerance

Inspired by Hubal and Tatsuoka’s work, Patrick Brewer [Bre96] investigated
methods of extracting the g-matrix directly from student data. Since it is impossible to
truly know what a student knows, Brewer created “ideal” students on the computer, to
design an experiment to study the feasibility of extracting the g-matrix when we know
what students do and do not know.

Starting with a pre-determined g-matrix, Brewer generated all possible concept
states to create “ideal” students. He then generated their predicted response vectors based
on the g-matrix. Random bit flips in their 0/1 answers were added at rates from no flips
up to fifty percent changes. For each noise rate, Brewer extracted the g-matrix using two
techniques: the “g-matrix method:” an iterative hill-climbing technique, and common
factor analysis. Comparing the two techniques, Brewer found that the g-matrix method
was able to recover the original g-matrix for as few as 25 students with error rates as high
as fifteen to twenty percent, whereas factor analysis required hundreds or thousands of
students for equal recovery.

Brewer’s research demonstrated that g-matrix extraction could succeed in spite of
noise, introducing the possibility of fault tolerance in assessing and diagnosing student
knowledge. In the following sections, we will discuss the two g-matrix extraction

methods implemented in Brewer’s research.
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2.3.1 Extraction methods

The goal of g-matrix construction is to extract underlying, or latent, variables,
which account for students’ differential performance on questions. This extraction may
employ any method that will successfully account for student response patterns. Some
methods that might apply would include: traditional iterative hill-climbing methods,
neural networks, cluster analysis, and factor analysis. We do not propose to explore the
differences between these methods. However, Brewer’s research, along with preliminary
work on this thesis, have shown that traditional iterative hill-climbing techniques
augmented with several random starting positions to be as effective, if not more effective,
than factor analysis. In the next two sections, we will give a brief overview of common
factor analysis and the g-matrix method devised by Patrick Brewer.
2.3.2 Factor analysis

In the social sciences, researchers often wish to measure a phenomenon, e.g.
general intelligence, which cannot be directly observed or measured, often referred to as
a latent variable. For example, to measure ‘intelligence,’ researchers would construct a
survey with questions requiring verbal, spatial, mathematical, and other skills. Factor
analysis would then be used to extract the underlying characteristics that might account
for a respondent’s survey answers. It is assumed in this case that general intelligence
would influence all responses. In general, thousands of observances are necessary to
extract reliable factors — the latent variables.

There are extensive works including details of factor analysis, including [Bre96,
Kl1i94, Tat71, Thu47]. Here we will provide a brief overview of factor analysis. Factor

analysis is a statistical process that attempts to extract latent (i.e. unknown and
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unobservable) variables from observed data. It starts using a correlation matrix, and then
iteratively extracts eigenvalues and eigenvectors from the correlation matrix until a
certain percentage of the variance in that matrix is explained by the extracted factors.
Once the factors are extracted, they are rotated to better understand their meaning.

For our application, the variables to be analyzed are binary student responses to
questions. Using this data, we compute the correlation matrix that represents the
relationship between each pair of questions. These correlations are intended to give a
measure of the predictability of the value of one variable with another. Elements on the
diagonal of the correlation matrix are said to be communalities, a measure of how often
observances of the same variable will coincide. In the case of test questions, students
may not necessarily answer the same question in the same way a second time. Therefore,
though the computed correlation matrix will have all ones on the diagonal, it is standard
practice to modify these values when each variable is expected to have its own unique
variance, as in the case of test questions. Communalities can be estimated in several
ways, but it is often most effective to set the communality of each variable to the
maximum correlation it had with any other variable.

Once the correlation matrix and communalities are prepared, factor analysis is
applied iteratively to find ‘factors.” The procedure finds the first eigenvalue of the
matrix, whose magnitude is the variance accounted for by the first factor, and its
corresponding eigenvector, which is the factor. Next, the residual matrix is calculated by
subtracting the variance due to the first factor from the correlation matrix. (I.e. the
residual matrix is calculated by subtracting the magnitude of the eigenvalue from each

diagonal element of the correlation matrix). The values on the diagonal of the residual
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matrix represent the remaining variance to be accounted for by extracting factors. We
apply the procedure iteratively to the residual matrix until the remaining variance or
eigenvalues reach a pre-determined stopping criterion.

We could theoretically extract as many factors as there are variables, but since our
goal is to reduce the dimensionality of the data, we wish to extract many fewer factors
than there are variables. A common stopping criterion for factor analysis is to stop when
the change in consecutive eigenvalues is leveling off.

When the factors are all found, they can be used to recover values near those in
the original correlation matrix. It is difficult, however, to interpret the factors. Since the
factors are extracted in magnitude order, the first factor tends to influence all the
variables much more than the other factors. In addition, an infinite number of rotations
of the factors are equally mathematically valid explanations of the data.

To address the problem of interpreting factors, several methods of rotation have
been developed that attempt to create factors that have equal influences on all the
variables, but have the most simple structure possible — meaning that the values of each
factor are as close as possible to zero or one [Thu47]. Varimax rotation is most
commonly used, since it obtains an easily interpreted orthogonal simple structure.

Mathematically, the extracted factors are orthogonal linear combinations of the
observed variables. This has raised some controversy in the field since the goal of factor
analysis is to reduce the dimensionality of the observed data. Some have argued that,
instead, factor analysis adds dimensions to the data, since in the final analysis we have a
set of factors, which are linear combinations of the original variables, and a

representation of each of the original variables in terms of the factors.
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In addition to this problem, Brewer found that in terms of analyzing generated
student data, factor analysis was much less tolerant to noise (random flips in student
responses) than the g-matrix method with small numbers of students (less than 100).
This may be explained by the fact that factor analysis first reduces data to a correlation
matrix, which represents a loss of information. The g-matrix method is optimized to
minimize the prediction error for each individual student, which may explain some of the
difference in prediction between the two methods.

2.3.3 The q-matrix method

The g-matrix method is a simple hill-climbing algorithm that creates a matrix
representing relationships between concepts and questions directly. The algorithm varies
c, the number of concepts, and the values in the q-matrix, minimizing the total error for
all students for a given set of n questions. To avoid of local minima, each hill-climbing
search is seeded with different random Q-matrices and the best of these is kept.

First, c, the number of concepts, is set to one, and a random g-matrix of concepts
versus questions is generated with values ranging from zero to one. Also, 2° concept
states are generated. A binary string of length ¢ represents each state where a zero in
position k represents that a student in this state does not understand concept k, and a one
represents that he does. For each concept state q, its corresponding ideal response vector
is generated based on the g-matrix.

For example, for the state 01, and the following 3 by 5 g-matrix (Table 2), the
ideal response vector would be 11000. To find this response vector, we examine the
column for each question to determine a student answer. For question 1, the g-matrix tells

us that concept 1 is not needed for the concept, while concept 2 is. Since the student does
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not know concept 1 and does know concept 2, the student should answer question 1
correctly. Similarly, the student will answer question 2 correctly. However, questions 3,
4, and 5 all require understanding concept 1 to answer each correctly. Therefore, we
predict that this student will answer questions 3, 4, and 5 incorrectly, giving us the final
predicted “ideal” answer vector of 11000.
Table 2-2: Example binary q-matrix

Questions

1123 |4

Concept1 | 0|0 | 1] 1
Concept2 |1 |11 |1

o=

For g-matrix values other than 0 or 1, the g-matrix value (x, y) is interpreted as
the probability that a student will answer question y incorrectly given that he does not
understand concept x [Bre96]. Using this value, the most probable ideal response vector
is calculated for each concept state.

The next step is to compute the total error for the g-matrix computed over all
students. For efficiency, we create an array of size 2" of all possible response vectors,
and the ith element of the array contains the number of students with response vector i.
Each observed response vector is compared with each ideal response vector, and is
assigned to the one that is closest to it in Hamming distance. This distance is the error for
that response vector. To compute the total error for the g-matrix, the individual errors for
each observed response vector are multiplied by the total number of students with that
response, and summed over all observed response vectors.

After the error has been computed for a g-matrix each value in the g-matrix is
changed by a small amount, and if the overall g-matrix error is improved, the change is
saved. This process is repeated for all the values in the g-matrix several times, until the

error in the g-matrix is not changing significantly.
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After a g-matrix is computed in this fashion, the algorithm is run again with a new
random starting point several times, and the g-matrix with minimum error is saved, to
avoid falling into a local minimum. It is not guaranteed to be the absolute minimum, but
provides and acceptable g-matrix for a given number of ¢ concepts.

To determine the best number of concepts to use in the g-matrix, this algorithm is
repeated for increasing values of c. The final g-matrix is selected when adding an
additional concept does not decrease the overall g-matrix error significantly, and the
number of concepts is significantly smaller than the number of questions.

Brewer found this hill-climbing method to be effective in extracting Q-matrices
for small groups of ideal students with random noise added to their responses. This
method was more effective for small groups of students than factor analysis. This
difference in performance is most probably a result of pre-processing the student
response data into a correlation matrix before implementing factor analysis. When
forming a correlation matrix, we lose individual student data in favor of calculating
average relationships between questions. The g-matrix method is optimized to assign
each student the most appropriate knowledge state, using all available response data for
each student.

2.4 Question generation and q-matrix extraction with actual students

Once Brewer verified the g-matrix extraction is feasible even in the presence of
noise, it was important to test this idea with real questions and students. Soon after
Brewer completed his research, Susan Jones [Jon96] and Jennifer Sellers [Sel98] both
wrote interactive lessons on NovaNET, developing techniques for question generation

and automatic answer judging. They each also collected preliminary student data and
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created Q-matrices from these data. In both experiments, and in recent work, students
have felt positive about the online lessons. In both experiments, the extracted Q-matrices
appeared reasonable, even with small numbers of students (7 and 17). These results
suggest that it is feasible to extract Q-matrices from larger groups of student responses.
Jennifer Sellers also compared the extracted Q-matrices to those constructed by
instructors. For two of her Q-matrices, expert and extracted Q-matrices corresponded in
all but one matrix value. In Table 3, element (2,6) shows the only difference between the
expert and extracted Q-matrices for one set of questions. In this case, instructors
indicated that concept 2 indicated the application of more than one definition, and had a
zero in position (2,6) since it corresponds to applying the definition of a transitive
relation. However, the extracted g-matrix, with a one in that position, reflects that
students find applying this definition much more complex than applying any combination
of two other properties of binary relations. Upon a second look, experts agreed that this

extracted g-matrix was appropriate.

Table 2-3: Expert versus extracted q-matrix

Question

314|5
Concept1 (11111 1 1
Concept2 |O|(O|OfO|1| 011 [1]1

For more complex problems, expert and extracted Q-matrices differed more
greatly. In fact, instructors were less sure of their partitioning of questions into concepts.
This raises the questions: is this characteristic of complex problems, or the small sample
size? (There were only 17 students so Sellers chose to extract a 3-concept q-matrix). This
suggests that computer extraction of concepts from real student data may be preferable to

expert analysis.
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Some of Sellers recommendations for future research are: 1) use few concepts for
many questions and many students, 2) compute Q-matrices for small chunks of questions,
3) design a thorough experiment to test the correlation of g-matrix information and
teacher assessment and question analysis, 4) further investigate the meaning of g-matrix
values, and 5) to test the validity of using the g-matrix to guide teaching for remediation.
2.5 Data mining and q-matrix methods

Q-matrix methods are used to extract underlying relationships among observed
variables, which is also one of the main goals of data mining. J. H. Friedman defines
data mining as “the computer automated exploratory data analysis of (usually) large
complex data sets” [Friedman 1998]. More specifically, “Data mining is a set of methods
used in the knowledge discovery process to distinguish previously unknown relationships
and patterns within data” [Ferruza, quoted in Friedman 1998].

Data mining researchers today often use principal components analysis, one form
of factor analysis, as a preliminary step in processing large data sets. Since factor
analysis and the g-matrix method described herein both offer methods of understanding
larger data sets in terms of a much smaller set of “concepts,” it is quite feasible that q-
matrix methods can be used as data mining techniques. The advantage of applying g-
matrix methods to data mining is the potential improvement in interpretability that g-
matrix methods may offer. As Sellers found in her research, the results obtained through
g-matrix analysis seem to describe relationships among variables in interpretable ways.
Factor analysis and principal components analysis, on the other hand, do not readily offer

interpretable results.
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There are several important steps in a typical data mining process. The first step
is data selection, where variables for analysis are selected. The second step is data
clustering, usually achieved using cluster analysis, factor analysis, or other pattern-
recognition algorithms. After this step, researchers analyze the resulting data clusters to
interpret the meaning of each group of data. These results can then be used for other
applications. We believe the g-matrix method will offer a new tool that can be used for
data clustering and interpretation.

Data mining is an extremely important and ever-growing area of research [Cle93,
Ede98, EId98, Fay98, Fay96, Kol98, Mit97, Rip96]. As they are developed, new
methods of pattern finding and recognition will be extremely important in gaining
advances in the field of data mining.

2.6 Summary of related works

In this chapter, we have highlighted several works that led to the development of
the g-matrix method. The theory began in parallel with research in procedural models of
knowledge, but was developed as more of a diagnostic tool. Later researchers found that,
although the g-matrix model was a good way to compare student data to a concept model,
expert-constructed g-matrices did not correspond to student data any better than random
g-matrices did. As a result, the g-matrix method of deriving g-matrices from student data
evolved. The fault-tolerance of this statistical method was measured and compared with
that of factor analysis on simulated students. Finally, two experiments extracted g-
matrices from two small sets of actual student data, demonstrating that it was possible to
determine useful g-matrices from real data. This dissertation is the first application of the

q-matrix method on a large set of student data.

34



In our literature review, we discussed data mining and how its major goals are
aligned with those of the g-matrix method. This research represents the first application
of the g-matrix method as a general data mining tool — not to extract student knowledge,

but to extract and understand basic relationships among a set of observed data.
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3 Methodology

To compare performance of FTT methods, this research compared the Q-matrix
methods in three NovaNET lessons in discrete mathematics: two existing lessons in
binary relations and propositional calculus, and an additional new lesson in counting
(combinations and permutations), which is a difficult area for students [Gar89]. These
three lessons provide insight into the performance of Q-matrix methods in several levels
of thinking, from knowledge and its application, to synthesis and evaluation [see Blo84a].

The binary relations and counting lessons provide students with instruction in
basic definitions and asks questions relating to the application of those definitions, with
most of its questions residing in the first three levels of Bloom’s taxonomy of thinking.
The propositional calculus lesson provides students with proofs to solve, allowing
students to apply what they know at the highest level of Bloom’s taxonomy: synthesis.

For the proofs tutorial, traditional gq-matrix extraction was not appropriate. The
tutorial is broken into two separate sections. The first section is designed to acclimatize
students to the entry of logic symbols into the system, along with an elementary review of
some basic logic axioms. These questions were not designed with underlying concepts
tying them all together, so a g-matrix extraction for these questions is not appropriate.
The second section of the tutorial is where students have ten different proofs to solve. In
order to use the g-matrix method, we need a list of questions that all students answer, so
we can build a model of relationships among these questions. However, section 2 of the
proofs tutorial does not have simple questions whose answers we could compare across
students. Instead, this section is more like a proof verifier, where students can each take

their own path to a solution and the program verifies that their path is a valid one.
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Because the format of its questions did not lend itself to g-matrix analysis, we
used the g-matrix method as a data mining tool for the Proofs tutorial. Instead of
comparing student responses on questions, we looked at the components of their
solutions, and for each proof, we created a vector for the proof showing which of the
possible components they used. The idea was to find underlying concepts relating the
components used to solve a problem. This kind of application of the g-matrix method
can have a tremendous impact in the field of data mining. A traditional data mining
approach typically looks at a set of data and attempts to find patterns in that data, by
some form of cluster or pattern analysis. After that step, the data miner looks for
explanations for the discovered patterns. As a data mining tool, we hypothesized that the
g-matrix method would succeed in simultaneously creating clusters of data and
explaining the purpose of each cluster. In the Proofs tutorial, these clusters would
represent the axioms that were necessarily used in conjunction to arrive at a successfully
completed proof.

In the fall of 2002, students in CSC 226 Discrete Mathematics were required to
use the three programs as supplements to their course. We planned to guide half of these
students through remediation using FTT methods described herein, and to allow half to
review and repeat parts of the lessons as they saw fit.

For each tutorial, we compared the attitudes and performance of both guided and
self-guided students. The paths the self-guided students take through the lesson was
compared with the path the diagnostic engine prescribed for them using FTT methods.
We also compared performance for each of these groups to determine if there is a

significant difference between the groups. This research will not be insignificant if these
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groups have similar performance. The most important aspect of this research is whether
we are able to ascertain correctly what a student knows, in a way that can help us direct
future study.

3.1 Adaptive tutorial design

The following figure demonstrates the design of the adaptive tutorial system used
for the Binary Relations tutorial in this experiment. In the diagram, a student is using a
NovaNET lesson, containing a Question Engine and a Diagnostic Engine. The Question
Engine corresponds to the tutorial along with its question generators and answer judgers.
The Diagnostic Engine contains the concept and student models, and a teaching strategy
to apply with each student. When a student is using the lesson, they will be given
examples and asked questions. The binary scores of the answers to these questions are
fed to the Diagnostic Engine, which determines the student knowledge state and uses the
prescribed teaching strategy to direct the student to the next portion of the lesson, by
selecting new material within the Question Engine.

From the student perspective, this system can be a static system or an adaptive
one. A static system will have a teaching strategy that corresponds to allowing the
student to progress through the lesson as it is written, in the order prescribed by the
lesson author. If the teaching strategy calls for redirecting students to review material,

the system becomes adaptive to meet student needs, changing the path for learning.
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There are several changes going on at all times within the system, even with a
static teaching strategy. As a student learns, the Diagnostic Engine will track how his
knowledge state changes. In addition, the Q-matrix contained in the Diagnostic Engine
can change with the results of each student, or allow updates only after a batch of
students have completed the lesson. In theory, even the teaching strategy can change
along with student performance. This will be an important application of the Q-matrix

method in future research.

Question
Engine

Select new material
Ask questions

Vo

Diagnostic

. w Y
— | Engine @
student Strategy

Figure 3-1 Adaptive tutorial system flow

The three lessons in discrete mathematics: binary relations, proofs, and counting,
were administered to over 100 students in the Fall 2002 Discrete Mathematics course,
CSC 226, at NC State University. The tutorials were required for credit in the class, but
only a completion grade was assigned to each student. Students were randomly assigned
to guided or self-guided groups.

The tutorials were administered both on NovaNET terminals in our office and

students were also allowed to download a NovaNET client called Portal to complete the
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tutorials on their home computers. Since all of our data collection was electronic, the
location where students took the tutorials should not affect our results. However, we note
here that students taking the tutorial in our office almost always had quick access to help
if they had trouble with the tutorials, and would probably cause their experience with the
tutorials to be more positive, affecting their survey data.

3.2 Testing our research hypotheses

The hypotheses of this research, as we listed in the Introduction, are:

1. Q-matrix scores will converge to zero and one values.

2. Q-matrix scores will demonstrate latent relationships among questions.

3. Factors that might affect the extraction of Q-matrices are: the number of
questions, the redundancy of questions and the existence of relations among the
questions, etc.

4. Q-matrix diagnosis of concept states will correspond well with human knowledge
assessment. In other words, student misconceptions could be diagnosed at least as
well as students themselves could determine which topics they misunderstood.

5. The g-matrix method provides a good guide for remediation.

6. The g-matrix method can perform the data mining task of data clustering and
assist in the resulting cluster interpretations.

Hypothesis 1 was tested throughout the research through inspection of each
extracted g-matrix. Hypotheses 2 and 3 are tested in Chapter 4 (Student Model
Extraction). First we analyze our collected tutorial data using factor analysis, cluster
analysis, and the g-matrix method, comparing these results to determine the validity of

the relationships found by the g-matrix method. Second, we compare these methods to
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determine the factors that affect the performance of the g-matrix method when compared
to other methods.

In Chapter 5 (Knowledge Assessment), we examine our g-matrices as knowledge
assessment tools, testing our fourth and fifth hypotheses with the Binary Relations
tutorial. In this chapter, we compare student and g-matrix based choices for knowledge
remediation. We also compare the extracted g-matrices with those created by area
experts, and determine if the extracted g-matrices make sense in the topic areas.

In the next chapter, Survey Data, we examine the results of our tutorial surveys to
determine areas for improvement in the surveys. A question that is particularly important
for this research asks students if they felt the Binary Relations tutorial (the only one
augmented with automated question review) knew which questions they least understood,
offering support for our hypotheses 4 and 5.

Proofs Analysis, Chapter 7, offers an in-depth study of the g-matrix method as a
data mining tool. Of particular importance in this chapter is our interpretation of each g-
matrix model, offering us an in-depth understanding of the data, helping us investigate

hypotheses 2 and 6.
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4 Student Model Extraction

One major goal of this research was to compare the g-matrix model of student
knowledge with other potential data-based models of student knowledge. In this section,
we compare several methods to extract student knowledge with the g-matrix method.

4.1 Q-matrix method

The g-matrix method of model extraction is a hill-climbing method that varies g-
matrix values to minimize the error in student answer predictions.

In the g-matrix method, student responses are also grouped into clusters by
concept states. Each cluster in the g-matrix method is represented by its concept state, a
vector of bits where the ith bit is 0 if the students do not understand concept i, and a 1 if
they do. Each concept state also has associated with it an ideal response vector (IDR).
We use the concept state with the g-matrix to determine the IDR. For each question q in
the g-matrix we examine the concepts needed to answer that question. If the concept state
contains all those needed for q, we set bit q in the IDR to 1, and otherwise to 0. When the
g-matrix contains only binary values (not probabilities between 0 and 1), this can be
calculated for a concept state ¢ and the g-matrix Q by the following procedure,
composing —¢ with Q:

IDR = = ((=0)Q)

For example, given concept state ¢ = 0110 and the g-matrix Q given in Figure 4-1
below, —¢ = 1001, (=¢)Q = 101001. Therefore, IDR = —((—c)Q) = 010110. This can be
explained by viewing (—c)Q as all the questions that require knowledge in the concepts

that are unknown for a student in concept state c. Thus, the IDR for c is exactly the
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remaining questions, since none of these require concepts that are unknown for a student
in concept state c.

Figure 4-1 Example q-matrix

q1 q2 q3 q4 g5 | g6
c1 1 0 0 0 0 1
c2 1 1 0 1 0 0
c3 1 1 1 0 0 0
c4 1 0 1 0 0 0

When the g-matrix consists of continuous probabilities, we compute the IDR as
explained above, but the negation symbol is interpreted as the probability of the opposite
outcome, so in each case where a not appears, we interchange any following values x
with 1-x.

4.2 Factor Analysis

Factor analysis is a statistical process that attempts to extract latent (i.e. unknown
and unobservable) variables from observed data. The final results of a factor analysis
include a factor matrix and factor loadings, respectively, the eigenvectors and
eigenvalues of the correlation matrix of the observed data. Factor loadings are
interpreted to tell us the relative significance of each of the factors. The factor matrix is
typically interpreted to demonstrate which observed variables correspond to the latent, or
underlying, factors that caused the observations. Ifthe magnitude of a factor matrix score
is 0.3 or more, it is said that the corresponding variable is related to the factor. Ifiit is less
than 0.3, the corresponding variable is assumed to be unrelated to the factor. Before
interpretation, this factor matrix has been “rotated” to yield factors that are distinct from
one another and also account for most of the observed variance. [Thu47]

In this analysis, we used SAS to perform a factor analysis on student answer

vectors for the binary relations and counting tutorials, and on each proof solved in the
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proofs tutorial. (Please see the Proofs chapter for a discussion of how student proofs were
mapped into answer vectors).

The SAS “proc factor” was used to perform a common factor analysis, as opposed
to a principle components analysis. The difference between these two methods is in the
communalities assumed for each variable in the analysis. For principle components
analysis, the communalities are assumed to be one for each variable — in other words,
variables are expected to vary perfectly with themselves. When we make this
assumption, if the same experiment were to be run again with the same students in the
same conditions, we would expect their answers to be identical to their first response.
However, in this experiment we assume that student responses are subject to several
factors that would influence their answers, such as random mistakes, and slightly
different readings of the question. For this reason, common factor analysis is more
appropriate, where the communalities at each stage in the analysis are estimated to be the
maximum of the variance between one variable and all other variables in the experiment.
In SAS, we set “PRIORS=max” in proc factor to obtain this analysis.

The stopping criterion for extraction of factors was the percent of variance
criterion. This criterion stops extracting factors when 100% of the variance in the
correlation matrix is accounted for by a combination of the extracted factors and the
communality estimates. With this criterion, most of the experiments yielded a four-factor
solution. For a fair comparison of the methods, the g-matrix analysis for each experiment
was performed with the number of concepts determined by the number of factors in the
factor solution. Then, for the factor method, the factor matrix was converted to zero and

one values, where a one represents that the variable relates to the factor (meaning that the
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factor score magnitude was at least 0.3), and a zero represents that it does not (the factor
score magnitude was less than 0.3). For the g-matrix method, the final g-matrix was
converted to binary values as well using the same criteria. Note that these criteria were
much more than was needed, since the g-matrix values were already near 0 or 1.

For both factor and g-matrix methods, the error per student is calculated in the
same way. Since the factor matrix is used as a g-matrix, we’ll describe the error

computation based on a g-matrix of zeroes and ones. First, we create an array whose

indices are concept states, from 0 up to 2q-1, where q is the number of questions in the

tutorial. We then tally the number of student responses in each state. Then, for each

concept state, 0 up to 2C-1, where c is the number of concepts in the g-matrix, we

compute its ideal response vector (IDR). For each question q in the g-matrix we examine
the concepts needed to answer that question. If the concept state contains all those needed
for q, we set bit q in the IDR to 1, and otherwise to 0. This can also be calculated for a
concept state ¢ and the g-matrix Q by the following procedure:

IDR == ((=¢)Q)

Then, for each response with at least one student, we compare the response with
all IDRs and choose the one closest in Hamming distance. This distance is called the
“error” for the student response. We sum all errors over all students to determine the
overall error for the g-matrix.

In all experiments, the g-matrix method had a lower error per student measure
than factor analysis. However, the difference between the factor analysis error and q-

matrix error varied widely. In Figure 4-2 the error per student is shown for both methods.
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As we will see in the Figure 4-3, the largest differences in performance for the two

methods occur when the number of distinct observations is small.
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Figure 4-2 Factor analysis and q-matrix errors per student
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Figure 4-3 Ratio of q-matrix to factor error and relative # of distinct observations
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Figure 4-3 shows that the difference in performance between the factor analysis
and g-matrix methods can be primarily understood by examining the relative number of
distinct observations made in each experiment. For each experiment, the first column
plotted, # diff ans/max, is the actual number of distinct observations, divided by the
maximum number of distinct observations made in an experiment. The third section of
the binary relations tutorial, denoted by bing3, displayed the largest number (78) of
distinct answer vectors, as shown by a value of 1 in the graph. The second column
represents a ratio of the g-matrix error per student over the factor analysis error per
student. Here, we can see that the higher the number of distinct observations, the higher
the ratio of q-matrix error to factor error. In effect, this means that the advantage of using
the g-matrix method is best seen when there are fewer distinct observations. As the
number of distinct observations increases, the performance of the factor method more
closely approximates the performance of the g-matrix method.

This observation corresponds to the findings in Brewer's previous research, which
found that the factor analysis method performed poorly in comparison with the g-matrix
method when fewer observations were available.

From this graph we can also note that the errors per student for the g-matrix
method in each experiment are all less than 1.25, while the errors for the factor analysis
method range from less than one to almost 3 errors per student. In each experiment, there
were less than 10 questions in each quiz, making an error rate of 2 per student more than
20% error in answer prediction. Our goal is less than 1 error per student per quiz. This is

much more consistently attained using the g-matrix method.
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The difference in performance between factor analysis and the g-matrix method
can be explained simply through an examination of the two methods of model extraction.
In factor analysis we pre-process our data to create a correlation matrix, and the goal of
our analysis is to create a model from which we can reproduce the observed correlation
matrix. This pre-processing doesn’t allow the model to explain the differences in
individual student responses, as the g-matrix can do, since the g-matrix method builds its
model by minimizing the sum of all individual student errors.

As Patrick Brewer predicted, the factor analysis method would require much more
data to produce a reliable and accurate model to get an equivalent fit to student data
[Bre96]. He estimated that the amount of data needed would be 100-1000 students,
which is infeasible for most classes.

4.3 Cluster Analysis

Cluster analysis is a common technique of data mining that forms clusters of data
based on a distance criterion. This type of data mining can provide researchers with a
way to classify data without a priori knowledge of the classification types. In a similar
way, the g-matrix method also forms clusters of data by concept states.

We performed several analyses to compare cluster and g-matrix analysis methods.
The first method we used was to compare the g-matrix and cluster analyses in a
straightforward way, as we did with the factor analysis results. As we might expect,
cluster analyses generally created clusters that fit the student data better (since clusters
are not constrained as g-matrix clusters are to have relationships between the clusters).
However, in addition to clusters, the g-matrix method offers us one more step in the data

mining process towards cluster interpretation. Second, we created graphs to demonstrate
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the overlap in the clusters created by these 2 methods, and found that the two methods
did tend to keep groups of responses together, even if their clusters did not always
correspond well. Finally, we considered each extracted q-matrix clustering as a step in an
iterative k-means cluster analysis, to see if they met the convergence criteria for a k-
means cluster analysis.
4.3.1 Comparison of q-matrix to cluster analysis error

In this section, we describe a straightforward comparison of the g-matrix and
cluster analysis models using the total error for the model as we did with factor analysis.
First, we ran the g-matrix analysis for each experiment, and determined the number of
concept states that student responses were divided into. These states form a partition of
the student responses, much as a cluster analysis would. Therefore, we then ran a SAS
cluster analysis for each data set using the number of clusters actually used in the g-
matrix analysis. Finally, we compared the error for the q-matrix with cluster analysis.

To compare the performance of cluster analysis with the g-matrix method, we ran
a cluster analysis for each experiment using the SAS procedure fastclus, with parameters
least = 1 and maxclusters set to the number of clusters set to match the number of clusters
found in the g-matrix analysis. The “least = 1” parameter sets the distance metric to the
Hamming distance metric, so that the distance between two observations is measured by
the number of differing bits in the two strings.

The proc fastclus algorithm is an iterative algorithm. First, a random seed is
chosen from the data set for each cluster (where the number of clusters is set by the
maxclusters parameter). Then, each observation is compared with the seeds, and

assigned to the cluster whose seed is nearest (using the Hamming metric). At the end of
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an iteration, each cluster seed is reset to be the median of the cluster. The observation
clusters are recalculated, and cluster seeds reset, iteratively, until the maximum relative
change in the cluster seeds is less than 0.0001. The relative change in a cluster seed is the
difference between the new and old seed values, divided by the mean absolute deviation
from the cluster seeds in the current iteration. [See SAS help system]

The number of clusters generated for each experiment is given in Table 4-1.
These were the number of clusters created when the g-matrix method was run using 2, 3,
and 4 concepts for the same experiment. When generating each cluster analysis, we set
the number of clusters to that used in the g-matrix method for a fair comparison.

Note that, though the gq-matrix method can potentially model students falling into

2" concept states (or clusters) when the number of concepts is n, it does not always do so.

When the g-matrices were generated, student response vectors of all zeroes or all ones
were disregarded. In a final analysis, students with all-one responses would be placed in
the state of knowing all concepts, which students will all-zero responses would be placed
in the state of knowing no concepts. For most experiments, when 2 concepts were used,
all 4 possible concept states were used. When 3 concepts were used, students could fall
into 8 difference concept states, but most analyses used 6 or 7 of these states. When 4
concepts were used, the number of clusters used ranged from 7 to 11 clusters in each

experiment, though 16 different states were available with 4 concepts.

Table 4-1 Number of clusters generated by 2, 3, & 4 concept q-matrices

bing1|bing2|bing3|count| p1 | p2 | p3 | p4 | p5 | p6 | p7 | p8 | P9 | p10
2-con clus:| 4 4 4 4 3 4 4 4 4 4 4 4 4 4
3-conclus:| 7 7 8 8 6 6 5 6 6 6 7 6 7 6
4-conclus:] 11 | 14 | 16 | 16 | 10 | 9 7 110 | 8 7 110 110 | 11| 11
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Figure 4-4 is a chart of the ratio of cluster over g-matrix error for each run of the
experiment. In all cases, except for Proof 2 with 2 concepts, and Proof 3 with 3 concepts,
the cluster analysis method resulted in a much smaller error for students than the q-matrix
method. In the exceptional cases, there were fewer distinct answers in the data set, so a
skew towards a g-matrix predicted IDR could cause this difference in performance.

In our comparison of factor analysis with the g-matrix method we found that the
number of distinct answer vectors determined the performance difference between those
2 methods. We therefore plotted the difference in performance for cluster and g-matrix
analysis versus the number of distinct answer vectors in Figure 4-5. However, the pattern
of differences between the two methods does not seem to vary with the number of

distinct answers in the data set.
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Figure 4-4 Ratio of cluster over q-matrix error for 2,3, & 4 concept q-matrices
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Figure 4-5 Average ratio of cluster/q-matrix error v. relative number of distinct observations

Since cluster analysis does, in general, perform better as measured by the total
error summed over all students, we may conclude that cluster analysis would be a better
tool for student knowledge assessment. However, this conclusion assumes that the error
here relates well to truly understanding what it is that a student has learned. In the g-
matrix method, we have deduced a student knowledge state, whereas in cluster analysis
we have only a “cluster seed” that we compare each student response to. When guiding
students through further remediation, what good would this cluster seed do us? It tells us
only which questions students in this particular cluster missed in common. Using this
information, we could guide students to repeat lessons on commonly missed questions.
However, there are some drawbacks to this approach:

e What do we do when the cluster seed has values other than 0 or 1? In other words,
when the “representative” cluster seed has a value of 0.5, do we or don’t we direct

a student to review this question?
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e We may not be able to understand the meaning of a cluster seed — do the students
truly understand those questions all marked with 1 responses?

e We do not generate a concept model that can make it easier to diagnose student
misconceptions.

e When a new student population is analyzed, cluster seeds can shift greatly since
they are created as something like averages of each cluster. When this shift
occurs, how do we interpret it? Students with similar response vectors can be
treated quite differently after a new analysis.

In the g-matrix method, we can hold a g-matrix constant when analyzing a new
student population. Both the cluster analysis and the g-matrix method may have
convergence problems when analyzing new data but trying to preserve an old model.
However, with the g-matrix method we have additional states available in a model that
may not already be used, allowing a fixed g-matrix model more flexibility than a fixed
cluster analysis model. In addition, the g-matrix model has offered us a way to interpret
the relationships among questions in a tutorial, where cluster analysis does not.

4.3.2 Graphical comparison of g-matrix concept states and clusters

From the concept states and cluster analyses we also created a graphical representation
for the clusters to determine the overlap in these two procedures. These graphs often
demonstrate that the two procedures keep the same groups of responses together.

In each of these diagrams, we demonstrate the overlap in “clustering” between the
g-matrix analysis and a SAS cluster analysis. To produce these diagrams, a g-matrix
analysis for 2 concepts was run on each experiment. Then, each response was assigned

to a concept state based on the g-matrix. These assignments are demonstrated in the
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diagrams by 4 colored circles. For any 2-concept g-matrix model, there are up to 4
concept states: 0,1,2, and 3. In each diagram, the concept states are labeled by Con0,
Conl, Con2, and Con3, and after each of these we list the ideal response vector
associated with that concept state. (These responses are in octal reverse; e.g. 10111 = 35

in octal reverse).

24,30,34,
25,31,35

15
Con0-15

Binary Relations Section 1 Q-matrix Clusters none diff Binary Relations Section 2 Q-matrix Clusters 10/51 diff
Figure 4-6 Binary sec. 1 clusters Figure 4-7 Binary sec. 2 clusters

For Proof 1, only 3 concept states are used. For each experiment, we ran a SAS
fastclus cluster analysis to place responses in clusters (3 clusters for Proof 1; 4 for the
rest). Circles overlaid on the 4 g-matrix concept states show these clusters. For the
Binary Relations Section 1 tutorial, the g-matrix and fastclus cluster assignments
correspond exactly, as we can see in Figure 4-6. Section 2 contained many more
responses, and its cluster diagram, given in Figure 4-7, is therefore more complex.
However, this diagram shows that although the clusters for each method do not
correspond exactly, large groups of responses were in the same groups in each method.

To obtain a mathematical measure of the overlap of these groups, we mapped
each concept state to a cluster based on the highest overlap, and these matches are shown
in bold in the diagram. Those responses that are not considered to be in “matching”

concept states/clusters are in normal typeface. For example, in the Section 2 diagram in
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Figure 4-7, in concept state Conl, responses 67-367 are bolded and match with one
cluster. The other response in this cluster is 225, which is assigned to concept state
Con0, so it is not shown in bold. Likewise, response 147 is in concept state Conl but is

not in this cluster, so it is also not in bold typeface.

160,141,134 Q
164,145,115 174,15 Con1 7

Con2-2
136,166,176,0
125, 19913165, 107 155,165 73BT AT 13157,143
L2 2H0%080055, 63,167,173,175,177

;

34,35,16,17 36,37,57

onl-11 on3-177
10,11,14,15,5 W

115,30,31,71,131
12,13,53,113 273
121,143,22,23,123 )
26,27,32,3

Binary Relations Section 3 Q-matrix Clusters 36/77 diff Count 1 Q-matrix Clusters 22/54 diff

C

2,4,102,20
1,5,6,26,106,7

Figure 4-8 Binary sec. 3 clusters Figure 4-9 Count clusters

In most diagrams, there does seem to be a significant overlap between at least 3
clusters and three concept states. Even in partitions of the largest response sets, large
groups of responses are kept together in states. For example, in the Count clusters shown
in Figure 4-9, three clusters corresponding to concept states 1, 2, and 3 strongly overlap.

In Figure 4-20 we have graphed the ratio of different cluster assignments to the
total number of responses for each experiment. This graph demonstrates that less than
half of the responses were placed in different clusters for each experiment, and in some
cases a very small ratio of the total were placed in different clusters. These are: Binary
Relations Sections 1 and 2, and Proof 3. For these problems, the ideal response vectors
were probably not so different from the cluster medians found in the cluster analysis.

We did not expect these graphs to have total overlap, simply to show that groups
of similar responses are kept together in both g-matrix and cluster analysis. In this, we

wished to show that the g-matrix method does keep similar responses together. We can
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Figure 4-12 Proof 3 clusters
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Figure 4-13 Proof 4 clusters
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Figure 4-14 Proof 5 clusters
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Figure 4-15 Proof 6 clusters
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explain the differences in these two methods through the nature of the clusters we extract.
In the g-matrix method, the clusters are called concept states, and these states can be
modeled with a matrix where the actual number of concepts is approximately the log of
the number of clusters. Sometimes, two responses that are close together in distance
might be assigned to two different concept states. In this case, we believe that these
responses were separated into two separate states because the responses in which they
differ are important in distinguishing concept states.

We could use a cluster analysis with k resulting clusters to determine k concepts,
with “ideal response vectors” of the cluster medians. Then, when a student was assigned
to a cluster, these medians could be used to decide which questions a student needed to
review. However, this has several drawbacks. First, the number of clusters is much
larger than the number of concepts in the g-matrix method. Second, we would have to
choose a method to determine the number of clusters to extract. Third, it might require
an expert analysis to determine the next step to take given a cluster and its median. The
q-matrix method allows us to determine our next step automatically.

In the case of large data sets, if the g-matrix method is too costly to run, a fast
cluster analysis could be used to first group the data set into clusters, and the medians of
these clusters could be analyzed to determine possible ideal response vectors for the data.
4.3.3 Q-matrix concept states as one step of a cluster analysis

Finally, we treat the g-matrix analysis as one step in a cluster analysis to
determine how close to cluster “convergence” we might be. This comparison may be
more fair than our other comparisons, since several different cluster groupings could

conceivably have a similar error pattern for the students. Table 4-2 demonstrates the
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evaluation of the g-matrix method as a step in a cluster analysis for each of the Proofs
tutorial sections. In the first column we list the experiment. In the second column, we
list “Yes” if the g-matrix extracted using the g-matrix method meets the convergence
criteria for a cluster analysis, and “No” if it does not. Four of the 10 g-matrices tried met
the convergence criteria for a cluster analysis. Of the remaining six, 4 of these converged
after one more iteration of a cluster analysis, as we can see in the third column. The 2
remaining q-matrices for Proof 5 and Proof 6 converged after 2 more iterations of a
cluster analysis. In the last column, we list the error over all students for each g-matrix
before and after cluster convergence.

For this analysis, a k-means cluster analysis was performed using SAS. In a k-
medians cluster analysis, k seeds are iteratively chosen for the k clusters in an analysis.
The first set of seeds is chosen at random from the data set. Then, each data point is
assigned to the cluster whose seed is closest. Then, for each cluster, the median of the
new cluster is then taken as the new seed and the process is repeated. We reach
convergence when the medians do not change significantly [see SAS help for a

description of the stopping criteria].

Table 4-2 Convergence of g-matrix "clusters' using cluster criterion

Experiment Converged? Converged on next?

Proof 1 No Yes

Proof 2 Yes -

Proof 3 Yes -

Proof 4 No Yes

Proof 5 No No, +2 iterations
Proof 6 No No, +2 iterations
Proof 7 No Yes

Proof 8 Yes -

Proof 9 No Yes

Proof 10 Yes -

These results indicate that the clusters formed by a g-matrix analysis are similar to

those formed by a cluster analysis. The reason that not all of the cluster formations
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created by the g-matrix analysis meet the convergence criterion is probably that, for the
g-matrix clusters, there are relationships imposed on the clusters created so that the g-
matrix model can explain the clusters using approximately the log base 2 of the number
of clusters for its number of concepts. The advantage we gain by these relationships,
along with the fact that the clusters created by g-matrices are “close” to the results of a
converged cluster analysis, outweighs the difference in error for the two models. In
addition, the extra generality of the g-matrix model, which may offer more concept states
than are actually used, probably allows an advantage for the g-matrix model over the
cluster analysis model when applying these models statically to new data.
4.4 Discriminant analysis

Discriminant analysis is one form of data mining that assumes each observation in
a data set has been classified into categories, and the analysis is used to determine which
of the observed variables has the greatest effect on the classifications. For example, if we
were to track high school students using all types of data including socioeconomic status,
family income, high school grades, et cetera, and then recorded whether or not a student
went to college, we could analyze these data to find any factors that might have the
greatest influence on whether a student went to college. We could use this analysis to
identify the factors that we might want to target in a program designed to improve the
numbers of high school graduates who went on to attend college.

In the case of analyzing student responses to questions, we do not have a priori
knowledge of the classification of different students. We could classify students based on
percentage scores an dividing the class into A, B, C, D and F students, and run a

discriminant analysis to determine which minimal set of questions would best predict the
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grade a student would get. However, with the data available to us in a computer tutorial,
we do not have pre-classifications of students. Therefore, we chose not to compare the q-
matrix method with discriminant analysis.

4.5 Summary

As a data mining method, we can see that the g-matrix method has several
advantages over other types of data mining, including factor analysis, cluster analysis,
and discriminant analysis. The g-matrix method builds an interpretable model for data,
without a priori knowledge of concepts or clusters needed for a group of students, in a
fully automated process. It needs much less data for acceptable performance than
methods such as factor analysis that are based on a covariance analysis. This is important
when using the g-matrix method for data mining student knowledge states, where classes
of students number in the tens and hundreds instead of the thousands.

Cluster analysis can be used to group students into groups with lower response
prediction errors, but the restriction of this method is that it may not apply well to a new
group of students, and does not allow for a clear interpretation of knowledge model. In
addition, the number of clusters for analysis must be pre-determined, or a method of
convergence must be chosen before analysis. These drawbacks will make it necessary to
run a cluster analysis for each class and each tutorial while changing parameters to suit
each problem. The g-matrix method can be set to choose the number of concepts
automatically, based either on a maximum error per student or by comparing the relative
change in error as the number of concepts increases.

In finding the appropriate number of concepts or clusters, the g-matrix and cluster

analysis methods are somewhat similar. However, cluster analysis does not offer the
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benefit of cluster interpretation as a g-matrix does. A g-matrix is a more abstract model

of the concepts used in the tutorial. Although the creation of the gq-matrix model is data-
dependent, the concept model created always leaves 2° concept states for students. A

given g-matrix analysis with ¢ concepts may not use all of these states, but they are still
available for use when applying a gq-matrix to a new set of student data. Cluster analysis
will also be even more sensitive than the g-matrix method to student sets that are strongly

skewed toward understanding some concepts and not understanding others.
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5 Knowledge Assessment

Originally, g-matrices were invented as simple mathematical tools to compare
student performance with pre-conceived concepts that experts determined were related to
solving the given problems. In later research, it was postulated that a g-matrix could be
created from student responses, to get a better match to actual student performance. In
his research, Patrick Brewer created simulated students to test this idea for feasibility
[Bre96]. He found that, in fact, with a given original gq-matrix and student states, the
original g-matrix could be recovered from simulated student data with added noise.
Jennifer Sellers and Susan Jones both applied the g-matrix method to small groups of
students [Sel98 & Jon96].

In this research, we apply the g-matrix method to a larger group of students and
analyze the results in several ways. This chapter examines the effects of the Binary
Relations tutorial on student grades, compares g-matrices with expert models, and
compares student and automated knowledge remediation paths. First, we investigate
whether the Binary Relations tutorial scores predict final exam grades in Section 5.1. In
Section 5.2 we compare expert-created g-matrices with extracted g-matrices, and analyze
the extracted g-matrices for interpretability. Third, we determine if q-matrices could be
used for the purpose of student remediation, choosing which question(s) students might
need to review, and these results are presented in Section 5.3.

5.1 Comparison of Binary Relations tutorial scores with student grades

During the course of the Fall 2002 semester, students were required to take all

three tutorials and a final exam. We hypothesized that taking the tutorials would have a

positive effect on students’ final exam scores in those topics. To determine this effect, we
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compared students’ Binary Relations tutorial scores with their scores on the final exam.
A chi-squared analysis for each of the questions in common between the tutorial and the
final exam resulted in chi-squared values of less than 1, so we were unable to reject the
null hypothesis that the scores that occurred on each test question and tutorial were
unrelated. In this analysis, a table was made for each question, crossing B and —B with E
and —E, where B represents answering the question correctly on the tutorial, and E
represents answering the question correctly on the final exam.

A conditional probability analysis was done for all students on the three sections
of the binary relations tutorial to test whether or not their tutorial scores would predict
their performance on the final exam. The results of that analysis are given in Table 5-1,

Table 5-2, and Table 5-3. In each table, questions that were asked in both the
tutorial and the final exam for the fall 2002 CSC 226 course are listed according to their
number in the tutorial. In these tables, E denotes that a student answered a question
correctly on the exam, while —E is its logical opposite. B denotes that a student answered
the question correctly during the binary relations tutorial, and —B denotes that they
missed the question on the tutorial. P(E|B) denotes the probability that a particular
question was answered correctly on the final exam (E), given that the corresponding

question was answered correctly in the binary relations tutorial (B).

Table 5-1 Binary Relations Tutorial Section 1 Comparison with Student Exam Grades

q1.2 q1.4 q1.5

P(E) 0.95 0.929 0.721

P(E|B) 0.95 0.923 0.71
P(E|-B) 0.923 1 0.767

Abs. Difference 0.027 0.08 0.06
SE (P(E|B)-P(E|-B)) 0.271 0.289 0.15
P(-E|B) 0.05 0.077 0.29
P(-E|-B) 0.077 0 0.233

Abs. Difference 0.027 0.08 0.06
SE (P(-E|B)-P(-E|-B)) 0.018 0 0.053
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Table 5-2 Binary Relations Tutorial Section 2 Comparison with Student Exam Grades

q2.1 q2.2 q2.3 | q2.4 q2.5 g2.6 | Q2.7 | q2.8
P(E) 0.81 0.83 0.73 | 0.80 0.76 0.56 0.98 | 0.9

P(E|B) (a) 0.83 0.83 0.72 | 0.82 0.75 0.6 0.98 | 0.95
P(E|-B) (b) 0.63 0.75 0.8 0.75 0.8 0.37 1 0.94
Abs. Diff. |a-b] (1) 0.2 0.08 0.1 0.07 0 0.23 0 0.01
Std. Error for (1) 0.19 0.24 0.21 0.16 0.16 0.1 0.27 | 0.18
P(-E|B) (c) 0.17 0.17 028 | 0.18 | 0.25 0.4 0.02 | 0.05
P(-E|-B) (d) 0.38 0.35 0.3 0.35 0.2 0.63 0 0.06
Abs. Diff. |c-d| (2) 0.2 0.08 0.1 0.07 0 0.23 0 0.01
Std. Error for (2) 0.07 0.06 0.06 | 0.04 0.05 0.11 0 0.01

Table 5-3 Binary Relations Tutorial Section 3 Comparison with Student Exam Grades

q3.1 q3.2 Q3.3 q3.6 q3.7

P(E) 0.674 0.851 0.865 0.809 | 0.716

P(E|B) (a) 0.674 0.854 0.842 0.819 | 0.708
P(E|-B) (b) 0.674 0.846 0.963 0.787 | 0.733
Abs. Diff. |a-b] (1) 0 0.008 0.12 0.032 | 0.03
Std. Error for (1) 0.121 0.148 0.193 0.143 | 0.13
P(-E|B) (c) 0.326 0.146 0.158 0.181 | 0.292
P(-E|-B) (d) 0.326 0.154 0.037 0.213 | 0.267
Abs. Diff. |c-d| (2) 0 0.008 0.12 0.032 | 0.03
Std. Error for (2) 0.059 0.026 0.016 0.035 | 0.05

Our hypothesis was that a student who answered a question correctly on the
tutorial would be more likely to answer its corresponding question correctly on the final
exam, in other words, that P(E|B) would be high and P(-E|B) would be low. In addition,
these probabilities would need to be significantly different, respectively, from P(E|-B)
and P(-E[-B). To test this hypothesis, we calculated each conditional probability in the
tables below. We also computed the standard error (SE) for the differences
P(E|B)-P(E|-B) and P(E|-B)-P(-E|-B). In order for these differences to be significant,
these differences should be greater than twice their corresponding standard errors.

Standard error for the difference in two conditional probabilities is as follows:

SE(| p(a|b)=(p(a|=b)|) =/ p(a|b)* pa|-b)*(1/w+1/z2)

where w= (the number of occurrences of b) and z= (the number of occurrences of —b).
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Each absolute difference |P(E[B)-P(E|-B)| and |P(-E|B) - P(-E|-B)| was computed
and compared with the standard error for that difference. In all cases except questions
2.1, 2.6, and 3.3, these differences were not found to be significant.

For question 2.1, |[P(-E|B) - P(-E|-B)| was 0.2, while the standard error of the
difference was 0.07. Since the difference was more than twice the standard error, we can
conclude that a significant dependence exists between -E and -B for this question.
Students were much more likely to miss the final exam question in this case if they had
also missed the tutorial question for it. This question asks whether a particular binary
relation is reflexive. The relationship between -E and -B implies here that if a student did
not understand this question in the tutorial, they were more likely to miss this question on
the final exam as well.

Question 2.6 asks whether a given binary relation is transitive. This is notoriously
the most difficult property for students to determine for a given binary relation. Our
analysis shows that dependencies exist between both E with B and -E with -B. The
absolute differences |P(E|B)-P(E|-B)| and P(-E|B) - P(-E|-B)| are both 0.23, while their
standard errors are 0.1 and 0.11, respectively. Since these differences are each more than
twice their respective standard errors, we can conclude that each of these differences is
significant. In other words, students who answered question 2.6 correctly on the tutorial
were more likely to answer its corresponding exam question correctly when compared to
students who missed this question on the tutorial. Likewise, students who missed
question 2.6 in the tutorial were more likely to miss this question on the exam as well.

Question 3.3 is about minimal elements in Hasse diagrams. In this case, P(-E|B)

is larger than P(-E|-B), indicating that more students who answered this question
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correctly on the binary relations tutorial answered this question incorrectly on the final
exam. This is the opposite relationship from what we might expect. However, there are
several factors that can explain this occurrence. The Hasse diagrams given in the tutorial
were drawn by the tutorial program, while on the final exam, the students were required
to draw their own Hasse diagrams. The tutorial almost always lines up all the minimal
elements in a row on the bottom of the diagram, which assists in determining which
elements are minimal. When drawing their own diagrams, students are not as careful, and
may miss seeing minimal elements when they draw them in places other than the very
bottom of their pictures. Another explanation may be that, students who missed this
question on the tutorial reviewed this question again until they understood the concept
better, so that it was unlikely that they would miss this question on the exam.

For each question, P(E), the probability that any student answered the question
correctly on the final exam, is also given in the tables for each section of the binary
relations tutorial. The finding that there are no significant dependencies between the
tutorial answers and the final exam answers can also be seen by examining the
differences between P(E), P(EB), and P(E|-B). For all questions but 2.1 and 2.6, these
probabilities are all similar. For questions 2.1 and 2.6, these probabilities are not within
0.1 of one another, as they are for the other questions, further supporting that exam
performance and tutorial performance are related for these two questions.

To better determine the strength of the relationship between tutorial and exam
scores, a correlation analysis was run for each tutorial section. As expected from the

probability analysis, the correlations are low (below 0.1) for all questions except 2.1, 2.6,
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and 3.3. Question 2.6, with a correlation of 0.28 between the tutorial and final exam

scores, has the strongest relationship, while the other two are weaker.

Table 5-4 Correlation of Binary Relations Tutorial Section 1 Scores with Final Exam Scores

q1.2 q1.4 q1.5
Correlation 0.03 -0.08 -0.05

Table 5-5 Correlation of Binary Relations Tutorial Section 2 Scores with Final Exam Scores

q2.1 q2.2 q2.3 q2.4 q2.5 q2.6 q2.7 q2.8
Correlation 0.16 0.06 -0.05 0.07 -0.04 0.28 -0.05 0.01

Table 5-6 Binary Relations Tutorial Section 3 Comparison with Student Exam Grades

q3.1 q3.2 q3.3 q3.6 q3.7
Correlation 0 0.01 -0.14 0.04 | -0.03

This analysis shows that there is no correlation between tutorial and exam scores
for the binary relations tutorial, except for questions 2.1, 2.6, and 3.3. Questions 2.1 and
2.6 demonstrated a positive correlation, suggesting that correct answers on these
questions in the tutorial predict correct answers on these final exam questions. Question
3.3 showed a negative correlation, and our probability analysis suggests that those
students who missed this question on the tutorial were more likely to get this question
correct on the final exam.

The lack of correlation between the tutorial and final exam scores can be
understood by examining the circumstances of this class and final exam. In general, the
students performed well on the final exam, leaving little variance for us to account for in
a correlation analysis. There was a time lapse of several weeks between students taking
the tutorial and taking the final exam. In the interim, several confounding factors can
influence a student’s exam score, including the amount each student studied, and the

resources a particular student used to study the given topic.
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5.2 Comparison of model with expert analysis

Jennifer Sellers [Sel96] designed the binary relations tutorial and conducted an
experiment to determine if the g-matrix extracted from student responses corresponded
well with expert-created g-matrices. With her small sample of students, she found that
Sections 1 and 2 corresponded well with expert analysis but that section 3 did not. We
further tested the hypotheses that the g-matrices formed through analyzing student
responses will be interpretable and perhaps also comparable to an expert analysis of the
subject. In this section we compare the three g-matrices extracted for the Binary
Relations tutorial in Fall 2002 with the expert g-matrices generated in Sellers’
experiment. (See Chapter 7 for the interpretation of Proofs q-matrices).
5.2.1 Expert v. extracted q-matrices for the binary relations tutorial section 1

Section 1 of the binary relations tutorial covers Cartesian products and binary
relations in general. The topics in this section are listed in Table 5-7. In this section we
will discuss how experts related these topics (and their cquestions) by concepts, and

compare this to the g-matrix extracted from the fall 2002 discrete math class.

Table 5-7 Topics in Binary Relations Tutorial, Section 1

Section 1 | Cartesian Products & Binary Relations
Question Topic
q1.1 Cartesian product (one point)
q1l.2 Cartesian product (all points)
q1.3 Relations as subsets of Cartesian products
q1.4 Matrix representations of relations
q1.5 Composite of two relations

Table 5-8 lists the Section 1 matrix extracted by the g-matrix method both in
Sellers” work and in our fall 2002 experiment. Table 5-9 lists the Section 1 matrix
created by 3 instructors in Sellers’ experiment. Concept 1 in Table 5-8, the extracted g-

matrix, corresponds to concept 3 in Table 5-9, the expert g-matrix. The extracted g-
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matrix tells us several things: most students answered questions 1-4 correctly, because
their predicted answers to those questions would be correct answers. Students found
question 1.5, that on composite relations, the most difficult. This corresponds with the
expert analysis of this tutorial. It is no surprise that the q-matrix method did not find the
expert concept 1, since this concept consists of a relationship to all the tutorial questions.
In other words, this concept was the over-arching concept that relates all questions in this
tutorial, so most students would understand the main concept by the time they took the
quiz, and their answers would not reflect this relationship among all the questions.
Concept 2 in the expert matrix relates those questions dealing with relations, which are
subsets of Cartesian products. In this tutorial, there was not enough difference in student

responses to extract this concept.

Table 5-8 Binary Relations Section 1 Extracted q-matrix

q1.1(qg1.2|{q1.3|q1.4|q1.5
con1| 0 0 0 0 1

Table 5-9 Binary Relations Section 1 Expert q-matrix

q11|q1.2 | gq1.3 | q1.4 | q1.5 Description
con 1 1 1 1 1 1 Cartesian Products
con 2 0 0 1 1 1 Relations
con3| O 0 0 0 1 Composites

Concept 1 represents question 5, which is composition of relations. This is a
difficult concept for most students to understand. This g-matrix agrees with that
determined for Section 1 in Seller’s thesis, both by g-matrix analysis and by expert
analysis.

5.2.2 Expert v. extracted g-matrices for the binary relations tutorial section 2
The topics taught in Section 2 of the Binary Relations tutorial are given in Table

5-10. This section gives definitions and examples of the properties of binary relations.
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In this section we discuss how experts related these topics by concepts, and compare this

to the g-matrix extracted from the fall 2002 discrete math class.

Table 5-10 Topics in Binary Relations Tutorial Section 2

Section 2 | Properties of Binary Relations
Question | Topic

q2.1 Reflexive

q2.2 Symmetric

q2.3 Irreflexive

q2.4 Antisymmetric

q2.5 Asymmetric

q2.6 Transitive

q2.7 Equivalence relation

q2.8 Partially-ordered set (poset)

Jennifer Sellers compared her extracted Q-matrices to those constructed by
instructors. For two of her Q-matrices, expert and extracted Q-matrices corresponded in
all but one matrix value. In Table 3, element (2,6) shows the only difference between the
expert and extracted (auto) Q-matrices for one set of questions. In this case, instructors
indicated that concept 2 indicated the application of more than one definition, and had a
zero in position (2,6) since it corresponds to applying the definition of a transitive
relation. However, the extracted g-matrix, with a one in that position, reflects that
students find applying this definition much more complex than applying any combination
of two other properties of binary relations. Upon a second look, experts agreed that this

extracted g-matrix was appropriate.

Table 5-11 Binary Relations Section 2 Sellers’ Expert v. Extracted Q-matrices

q2.1(9g2.2| g2.3| q24 | q2.5| q2.6 | q2.7 | q2.8 Expert
Description
Con1 1 1 1 1 1 1 1 1 Special properties
of relations
Con2| O 0 0 0 1 exp 0/ 1 1 Multiple properties
auto 1
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In the analysis of fall 2002 data, we extracted a g-matrix with 4 concepts. In
Seller’s work, with only 17 students, it was more appropriate to extract a q-matrix with
fewer concepts. With 2 concepts, we have 4 concept states available and expect about 4
students to be assigned to each concept state. With so few students, even a 1-concept g-
matrix might have been more appropriate for her data. With 142 students, the fall 2002
data can support a more complex model. With 4 concepts, there are 16 concept states
available, so we’d expect an average concept state to contain about 8-9 students each. If
we had used 3 concepts, we’d expect about 18 students in each of 8 states, perhaps a bit
high for our purposes.

The 4-concept g-matrix for fall 2002 is given below in Table 5-12. This g-matrix
is quite different from those given by both experts and Seller’s previous analysis. In this
matrix, questions on antisymmetric (q2.4), equivalence relations (q2.7), and partially
ordered sets (q2.8) were all partitioned into separate concepts. These questions were the
biggest separators among students, since 74 out of 142 students missed 1 question. Out
of the remaining students, 39 missed only two questions. This skew towards missing
only one question caused the g-matrix analysis to work harder to separate these large
groups of students into groups with the lowest error. This resulted in the simple
separation by the questions causing the most single errors.

In Table 5-12, concept 1 relates questions on irreflexive (q2.3), asymmetric
(g2.5), and transitive (q2.6) properties of binary relations. Out of the properties given in
this section, asymmetric and irreflexive are the two properties whose definitions contain

negations. These are notorious for causing student difficulty. However, these two
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properties are relatively easy to check in a matrix. Transitivity, on the other hand, has a
more complex definition, and is also difficult to check for in a matrix.

It makes sense for the irreflexive and asymmetric properties to be paired, since an
asymmetric relation must be both antisymmetric and irreflexive. Antisymmetric (q2.4)
was not paired with these since it was grouped on its own to explain students who missed
this as the only question they answered incorrectly. The transitive property (q2.5) was
probably grouped with irreflexive and asymmetric since, if a student missed more than
one question, it was probably in this group of three questions.

Concept 2 is only for the antisymmetric property, which causes the most difficulty
for students in remembering and applying its definition. Concept 3 represents only
equivalence relations, and concept 4 represents only partially ordered sets. Answering
these questions on a matrix is much more complex than the other properties since each of
these requires the student to check for three properties. Equivalence relations must be
reflexive, symmetric, and transitive. Partially ordered sets must be reflexive,
antisymmetric, and transitive. The difficulty in checking each of these usually lies in
checking for transitivity. In addition, it is easy to make a mistake in checking for so
many properties in one question.

Table 5-12 Binary Relations Section 2 Fall 2002 Extracted q-matrix, 4 concepts, Err/stud: 0.74
q2.1(92.2|q2.3|q2.4(q2.5|q2.6 (2.7 | q2.8
con1| 0 0 1 0 1 1 0 0

con2| 0 0
con3| O 0
cond4| 0 0

0 1 0 0 0 0
0 0 0 0 1 0
0 0 0 0 0 1

We have also listed the g-matrices for Section 2 fall 2002 data with 3 concepts in

Table 5-13, and for 2 concepts in Table 5-14. As we stated before, the 3-concept model
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for this problem would place about 18 students in each concept state, and we’d expect
about 36 students per concept state for the 2-concept model. As we see below, the errors
for each of these are more than 1 per student. The two-concept g-matrix does not
correspond to the 2-concept expert g-matrix given in Table 5-11.

As we can see by comparing Table 5-14 with Table 5-12, concepts 1 and 4 in the
4-concept g-matrix correspond exactly with the concepts in the 2-concept g-matrix.
Although each run of the g-matrix method starts with random values, it is often the case
that g-matrices with increasing numbers of concepts have similar or even identical
concepts. Similarly, concept 3 in the 3-concept g-matrix appears again in the 4-concept

model as concept 2.

Table 5-13 Binary Relations Section 2 Fall 2002 Extracted q-matrix, 3 concepts, Err/stud: 1.11

q2.1 | q2.2 | q2.3 | q2.4 | q2.5 | q2.6 | q2.7 | q2.8
con 1 0 0 0 0 1 1 0 1
con2| 0 0 1 0 0 1 1 0
con3 | 0 0 0 1 0 0 0 0

Table 5-14 Binary Relations Section 2 Fall 2002 Extracted q-matrix, 2 concepts, Err/stud: 1.27

q2.1 q2.2 q2.3 q2.4 g2.5 | Q2.6 | q2.7 q2.8
con 1 0 0 0 0 0 0 0 1
con 2 0 0 1 0 1 1 0 0

The recurring nature of concepts in increasing g-matrix models indicates that the
g-matrix models created are fairly robust. In addition, although the gq-matrix method is a
heuristic hill-climbing method, running the g-matrix analysis again has almost always
returned the same g-matrix, even though the g-matrices are started with random values

each time. This is another indication that the g-matrix method is a robust algorithm.
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5.2.3 Expert v. extracted g-matrices for the binary relations tutorial section 3
Section 3 of the binary relations tutorial covers Hasse diagrams and properties of

these diagrams. The topics in this section are listed in Table 5-15. In this section we will

discuss how experts related these topics (and their corresponding questions) by concepts,

and compare this to the g-matrix extracted from the fall 2002 discrete math class.

Table 5-15 Topics in Binary Relations Tutorial Section 3

Section 3 | Posets and Hasse Diagrams
Question | Topic

q3.1 Hasse Diagrams

q3.2 Maximal elements

q3.3 Minimal elements

q3.4 Upper bounds

q3.5 Lower bounds

q3.6 Least upper bound

q3.7 Greatest lower bound

The expert-generated g-matrix for the binary relations tutorial, section 3, from
Sellers’” work is given in Table 5-16. Instructors broke this section of 7 questions down
into 3 concepts. The first concept was named “Hasse diagrams” and contained all
questions, since this is the general topic of this section. The second concept grouped
together questions that examined subsets of partially ordered sets for upper and lower
bounds. The third concept grouped together questions relating to maximal and minimal
elements. This description is as given by Sellers in her thesis. However, upon examining
these tables we question whether concept 3 ought to combine 3.2 and 3.3 and concept
2 the last 4 questions, or if the general explanation of this expert gq-matrix was in error.
Another interpretation of these concepts, assuming that the g-matrix below is the true
expert g-matrix, as given in Sellers’ work, is that the last 2 questions combined the ideas

of maximal and minimal elements with upper and lower bounds.
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Using the g-matrix method, we would be very unlikely to extract concept 1 from
this tutorial. If these questions were grouped with a significant group of tutorial
questions, not all of which were based on Hasse diagrams, we might expect the g-matrix
method to extract this concept because of the relative relationships among these questions
in comparison to other quiz topics. When comparing this matrix to that extracted for fall
2002, we notice that 3.6 is singled out both in the expert and the extracted g-matrices.
This agreement between instructors and the tutorial indicates that, as perceived by experts
and by students, questions relating to lower bounds are likely to give students trouble.
We also see q3.2 and q3.4 grouped together in concepts in both models. This means that
more students are missing questions on maximal elements and upper bounds together,
suggesting that students may have a hard time interpreting the meaning of upward

movement in a Hasse diagram.

Table 5-16 Binary Relations Section 3 Expert q-matrix

q3.1193.2 | q3.3| qg3.4| q3.5| q3.6 | q3.7 Expert
description
con 1 1 1 1 1 1 1 1 Hasse diagrams
con2| 0 1 1 1 1 0 0 Groups of elements
con3| O 0 0 0 0 1 1 Max & min

194 students completed the Binary Relations Section 3 quiz, and we extracted a 3
concept g-matrix for this data. We have 8 concept states, so we expect an average of 25
students per state. This is quite a good number for our error to be less than one per
student on this section, indicating that there was quite a bit of overlap in student
responses. In fact, there were only 78 distinct answers on this tutorial. The g-matrix
extracted from fall 2002 data for the binary relations tutorial, section 3 is given in Table

5-17. When we compare this g-matrix with the expert g-matrix in Table 5-16, we find
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that concept 3 is similar in both of these — in both, q3.6 and q3.7 are related, but in the
fall 2002 g-matrix, these are also related to q3.4.

In the fall 2002 g-matrix, concept 3 combines questions q3.4, q3.6, and q3.7.
These questions are on upper bounds, least upper bounds, and greatest lower bounds.
Concepts 2 and 3 both refer to q3.4 and q3.6, implying that these two questions, by being
related to 2 concepts each, are more complex than other questions. This concept
grouping would indicate to instructors that upper bounds and least upper bounds were not
as well understood as the other questions. This might encourage instructors to add more
practice working with these ideas, or improving these two sections of the tutorial.

In Table 5-17, concepts 1 and 4 both select one question each: concept 1
represents only q3.1 on Hasse diagrams. and concept 4 contains only q3.5 on lower
bounds. This suggests that some significant groups of students had difficulty with these

two questions, or that these questions were missed alone in the tutorial (i.e. no other

questions were missed when a student missed one of these).

Table 5-17 Binary Relations Section 3 Fall 2002 Extracted q-matrix, 4 concepts, Err/stud: 0.72

q3.1 q3.2 q3.3 q3.4 q3.5 q3.6 q3.7
con 1 1 0 0 0 0 0 0
con 2 0 1 0 1 0 1 0
con 3 0 0 0 1 0 1 1
con 4 0 0 0 0 1 0 0

Concept 2 combines questions 3.2, q3.4, and 3.6 into one concept. These

questions are on maximal elements, upper bounds, and least upper bounds.

This

combination is significant, since least upper bounds depend on understanding upper

bounds. We might also suppose that, due to the arrangement of Hasse diagrams, with
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edges leading upward, that students have more difficulty interpreting behavior in the
poset moving up the diagram, as in finding a maximum or an upper bound.
5.2.4 Summary of comparison of expert and extracted q-matrices

In this section, we have compared the extracted g-matrices with expert g-matrices
created for the Binary Relations tutorial. We have found that there is sometimes overlap
in the expert and extracted g-matrices, but often these g-matrices do not correspond.
Since the g-matrix method of extraction was designed since expert g-matrices did not
correspond well with student data, we would not expect expert g-matrices to correspond
particularly well with those extracted from student data. In some cases, we did find a
correspondence, and this usually occurred on the most difficult or complex questions.

In addition to comparing the expert and extracted g-matrices, we also examined
the extracted g-matrices to understand the relationships in the questions in this tutorial.
In both Sections 2 and 3, the extracted q-matrices separated out several questions into one
concept each. In this tutorial, we would expect something like this since the questions
here are very much the application of definitions. Many students taking this section
missed only 1 or 2 questions at a time, making a g-matrix with several 1-question
concepts a good model. As we hypothesized, understanding the relationships shown in
the g-matrices was not difficult, and our interpretations can be used to both understand
student data and determine which questions were most difficult.

5.3 Comparison of predicted direction vs. student for remediation

In this experiment, the g-matrix method was effective in automatically choosing

questions that students least understood. When compared with the choices that students

made on their own, the g-matrix method chose the same question as students did for more
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than half the students in all three sections of the binary relations tutorial, as demonstrated
in Table 5-18. Our intention was to have half of the students choose their own progress,
and half to be self-guided, but concurrently-running students were often assigned the

same value for this choice, so fewer students to guided their own remediation process.

Table 5-18 Student v. g-matrix Selection of Least-Understood Question

Section 1 | Section 2 | Section 3
Total Students 255 251 246
Auto-guided 106 204 199
Self-guided 149 47 47
# self-guided who chose other than 11 14 20
predicted least understood concept
Percentage 7.38% 29.78% 42.55%

In this experiment, random students were chosen to select the question they least
understood upon completion of each section of the binary relations tutorial. Most of
these students chose a question related to the g-matrix predicted “least understood
concept”. In Table 5-18, we see that on Section 1, only 7% of self-guided students chose
to review a different question than selected by the g-matrix. Since our g-matrix was a
one-concept g-matrix relating only to question 5, the most difficult on the quiz, this is not
a surprising result. On section 2, 30% of self-guided students chose a different question
to review than the g-matrix would have. This means that 70% of the time the g-matrix
method predicted the same concept to review as students did. On section 3, however,
43% of students chose differently that the g-matrix method would have. Since this
number is high, we cannot conclude that the g-matrix choice corresponds to student
choices often. This result is not discouraging, though, since on a more complex topic

such as this one, students may need to review more than one concept. In order to better

measure the choices made by the g-matrix method, for students who chose to review
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questions that the system would not have chosen for them, we examine student
performance on these two questions on the final exam.

Table 5-19 lists the performance on the final exam of those students who chose
differently than predicted. On the final exam, these students performed equally or worse
on the g-matrix predicted questions than they did on the questions they selected as those
they least understood. This indicates that sometimes, a student does not realize when he

should review a particular topic.

Table 5-19 Final Exam Performance for Self-Directed Students

Section 1 | Section 2 | Section 3
# students with diff choices 11 14 20
# of these with finals 7 10 13
# who missed the self-directed question on the 0 2 0
final exam
# who missed the g-matrix predicted question 2 2 1
# who performed the same on both 5 6 12

Based on this small sample, the g-matrix method did at least as well as the
students did in choosing their “least understood question”. Since we had such a small
sample size, we cannot conclude more from these data. Further experiments will be
needed to determine if the “least-understood question” method is truly a good educational
choice. We refer to the survey data given in Chapter 6 to get the students’ opinions on
whether this tutorial knew what they did not understand.

5.4 Summary of Knowledge Assessment

In this chapter, we examined the results of our experiment using the Binary
Relations tutorial in fall 2002. In the first section of this chapter, we compared student
scores on the tutorial with their scores on the final exam. Since the final exam scores on

the Binary Relations problems were, on average, quite high, we were unable to conclude

much from this analysis. In addition, these questions all reside in the lower levels of
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Bloom’s taxonomy, relating to definitions and their applications. Since these are simple
processes, we would expect students to be able to apply these definitions with ease on a
take-home exam, where it is possible to look up definitions and apply them.

In the second section of this chapter, we compared extracted and expert g-
matrices for each section of the Binary Relations tutorial. As we predicted, expert and
extracted g-matrices did not often coincide. In this section, we also examined the
extracted g-matrices for interpretability, and were able to understand student responses
based on these interpretations.

In the last section of this chapter, we compared the questions that self-guided
students chose to review with the questions that the g-matrix method would have chosen
for them. We found that the g-matrix method often chose the same questions for review
as the self-guided students chose for themselves. We also found that students who chose
differently than the g-matrix method could have benefited from reviewing a g-matrix
selected concept. However, due to the small sample size of self-guided students,
choosing to review different questions than would have been suggested, who also took
the final exam, these findings are preliminary and not conclusive.

In the next Chapter, we review the results of our tutorial surveys. In the tutorial,
students were asked if the tutorial seemed to know which concepts they understood and
redirected them to study those concepts again. We use these subjective results to

measure some of the effectiveness of our remediation method.
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6 Survey Results

In this chapter, we present the results of our surveys on the three tutorials studied
in this dissertation. As discussed in the Methodology chapter, we administered the
tutorials to a portion of the students in the Fall 2002 CSC 226 Discrete Mathematics
course. The surveys were offered via a web-based homework administration system
called WebAssign, which was developed at NC State University. Completing the
tutorials as well as the surveys on the tutorials were required for student grades. The
tutorial survey was developed and used by Jennifer Sellers in her master’s thesis, and was
added into WebAssign in the course of this experiment. WebAssign provided automated
summaries of the survey data, whose results we present here. In the first section of this
chapter, we list the results of the Likert-scale portions of the three surveys, and in the
next three sections we discuss the free-response question results. In the final section of
this chapter we summarize these survey results.

6.1 Tutorial Survey Results, Questions 1-10

The questions used on the survey are listed below. The first ten of these questions
were answered on a Likert scale with 5 replies, including: Strongly Agree, Agree,
Neutral, Disagree, and Strongly Disagree. The remaining four questions were free-

response questions.
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Table 6-1 Tutorial Survey Questions

I feel that I know the material with more confidence now that I have been through the tutorial.
Overall, I feel that taking this tutorial was a beneficial exercise.

I feel that this tutorial was more effective than a traditional lecture.

I feel that taking this tutorial was more effective than working homework problems alone.

I feel that taking this tutorial was more effective than working problems with others.

The audio lectures and slides (if available) were a valuable addition to the tutorial.

The examples were very important in understanding the material.

There were enough examples presented.

I felt like the program knew which concepts I did not understand, and directed me back to
lessons on concepts I understood the least.

10. T would recommend this tutorial to other students in my class.

11. Was the feedback offered helpful and clear? Was there enough?

12. What aspects of the tutorial did you like least?

13. Are there any other features or improvements you would like to see included in the tutorial?
14. What aspects of the tutorial did you like best?

WX B W=

These questions were created to measure the effectiveness of the NovaNET
tutorials in comparison with class lectures and homework, and also to determine the
effectiveness of features such as the audio lectures supplied in the Binary Relations
Tutorial and the remediation guidance provided to a portion of the students after they
took each quiz.

The results of the first 10 questions on the surveys are given in Table 6-2. For
each question, the five responses are listed in a row, and beneath these titles a percentage
of the responding surveyed students answering with this response is given. There were
283 students responding to each of the three surveys administered. There were not 283
students who completed each of the tutorials; many students started but did not complete
the tutorials, and a small number probably filled out the survey hoping to get credit for
completing the tutorials.

Note in Table 6-2 that 14-17 percent of students did not respond to each question;
this accounts for 29-48 students, bringing the total to about 240 students, much closer to
those who actually did take the tutorials. The students were informed that their responses

would not affect their grade; they would receive credit for taking the tutorial, so students
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in general did not have reason to make their responses more or less positive than they

would be inclined to answer.

Table 6-2 Tutorial Survey Results for Fall 2002 Data, by Percentage of the 283 Respondents

1 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 20 48 13 4 1 14
Count 17 49 12 4 1 17
Proofs 18 34 18 8 4 17

2 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 22 43 16 4 1 14
Count 23 43 11 4 3 16
Proofs 17 33 14 10 9 17

3 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 19 27 25 12 3 14
Count 21 33 20 7 2 17
Proofs 11 23 22 16 10 18

4 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 19 37 18 11 1 14
Count 13 22 25 18 5 16
Proofs 14 26 19 15 8 17

5 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 9 14 30 25 6 15
Count 13 22 25 18 5 16
Proofs 9 12 25 24 12 18

6 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 8 20 43 10 5 15
Count 5 17 50 6 4 18
Proofs 6 13 51 9 4 18

7 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 30 42 11 2 1 14
Count 28 41 9 4 2 17
Proofs 14 33 17 11 7 18

8 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 18 40 11 16 1 14
Count 17 48 10 7 1 17
Proofs 14 32 20 11 6 17

9 Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 10 36 29 10 3 14
Count 14 41 17 8 3 17
Proofs 7 25 23 17 11 17

10 |[Strongly Agree| Agree Neutral | Disagree | Strongly Disagree |No response
Binary 19 41 16 8 2 14
Count 21 39 14 5 4 17
Proofs 16 26 16 15 11 17
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Question 1 asks whether student confidence is improved because of the tutorials.
A plot of their responses is given in Figure 6-1. As the bar chart shows, the majority of
students in all three students agreed that they were more confident in the topics after
taking the tutorials. Although responses for the Proofs Tutorial were less positive, more
than half of the students feel more confident in proofs after taking the tutorial. Question
2’s responses were similar to those in question 1, indicating that students generally felt

that taking the tutorials was a beneficial exercise.
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Figure 6-1 Question 1 confidence responses
Question 3 asked the students if each tutorial was more effective than a traditional

lecture. As we see in Table 6-2 by adding “Strongly Agree” and “Agree” responses, 48%
of students agreed that the Binary Relations tutorial was more effective, while 54%
thought the Counting tutorial was. For the Proofs tutorial, 34% percent felt the tutorial
was more effective, while 26% felt it was less. For all three tutorials, about 20% of the
responses were neutral. In general more students agreed that the tutorial was at least as

effective as a lecture.
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Question 4 compares the effectiveness of the tutorials with homework. For the
three tutorials, 35 to 56 percent of students agreed that the tutorials were more effective
than homework. The Binary Relations tutorial was much more often judged to be more
effective than homework, at 56 percent, while 35 and 40 percent of students felt the
Counting and Proofs tutorials were more effective. For both of these tutorials, about 23
percent felt that homework as more effective, and about 60 percent felt that the tutorials
were at least as effective as homework.

Audio lectures were only provided with the Binary Relations Tutorial, so this
question only truly applies to that tutorial. In Table 6-2 we see that 28 percent of students
felt that the audio lectures were a valuable addition to the tutorial, while 58 percent were
neutral or had not response and 15 percent responded that they were not valuable. From
these responses, we’d deduce that most students did not use the optional audio lectures,
but those that did choose to use them felt that they were valuable.

Our analysis of free responses overwhelmingly showed that students appreciated
having many examples available in the tutorials, and their responses to questions 7 and 8
support this finding as well. For the Binary Relations and Counting Tutorials, 58 to 65
percent of students agreed that the examples were important in understanding the material
and that there were enough examples. 17 percent wanted more examples in the Binary
Relations tutorial, and as we’ll see later in the free response analysis, students wanted
more variety in examples in both of these tutorials. The Proofs tutorial responses
indicated that students weren’t as satisfied with the quality and number of examples, 46-

47% agreeing that they were important and were enough, but 17-18% disagreeing with
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those statements. In the free responses, many students asked for more examples of proof
solutions and help when they were stuck on proofs.

Question 9 asks students to agree or disagree with the statement, “I felt like the
program knew which concepts I did not understand, and directed me back to lessons on
concepts I understood the least.” Forty-six percent of students agreed that the Binary
Relations tutorial seemed to know what they did not understand and directed them to
study the concepts they least understood, and 55 percent of students agreed that the
Counting tutorial did so. Only 11-13% of students disagreed, feeling that these tutorials
did not know which concepts they least understood. This indicates that most students felt
that the Binary Relations and Counting tutorials were able to determine what they
understood and redirect their progress to learn more.

On question 9, 32 percent agreed and 28 percent disagreed that the Proofs tutorial
knew which concepts they least understood. This is appropriate since this was more of a
free-form answer program. Section 2 of the Proofs tutorial had no assessment and
redirection of student responses.

Our last question on the Likert scale, question 10, asks students if they would
recommend using this tutorial to other students. For both the Binary Relations and
Counting tutorials, 60% of students responding would recommend this tutorial to other
students, while 10% or less would not. Forty-two percent of students would recommend
the Proofs tutorial, while 26% would not, showing students have more ambivalence over
the Proofs tutorial. From the free responses, we can determine that this ambivalence has
to do with the nature of the program, since it takes a lot of effort to enter answers and

there is little help when you get stuck. In general, these survey results indicate that
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students found these tutorials were beneficial in learning and were at least as effective as
lectures and homeworks.

The remaining questions 11-14 were free response questions. In the following
sections, we will discuss the free response answers to these questions for each of the three
tutorials. In the interest of brevity, we have compiled these results by classifying each
response into categories and show examples of the most common types of responses.

6.2 Binary Relations Tutorial Free Response Questions

In this section we describe the results of the free response portion of the Binary
Relations tutorial Survey. In general, students liked the feedback and examples offered
on this tutorial, and felt that it clarified some topics for them. Students often wanted to
know why their answers were correct or incorrect, as they commented in this survey.
One student put the reason for this into words:

The first section was probably the most helpful and most well done because the

practice questions were a little more difficult. Making them too difficult however

would just discourage people from doing this format, so it is a delicate balance.

In this tutorial, most of the questions in sections 2 and 3 were yes/no questions,
where students were more able to guess the responses, whereas in section 1, students
were required to enter free response answers to the questions. We believe this is the
cause of this student’s observation, and also explains why students needed more feedback
on why certain answers were correct or not. Students also wanted a larger variety of
examples in this tutorial, saying that the examples often did not cover the variety of types
of problems they could expect. One student wrote, “If the matrix or Hasse diagrams are
picked randomly change that and instead specifically design diagrams to test for

understanding of the particular subject. Also, matrix math could be included in the
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tutorial.” His point is taken; students need to see both positive and negative examples of
each type of problem so they can determine the overall differences between them.
Students often learn by examples, and the depth and breadth of your example set can
determine the depth and breadth of student knowledge.

Question 11 asks, “Was the feedback offered helpful and clear? Was there
enough?” Most students answered this question yes or no, with 75% of the 243 students
replying to this question answering yes, that the feedback offered was helpful and clear,
and that there was enough. Nineteen percent stated that there was not enough; as we
discussed above, they would like to know why their answers were right or wrong.

Question 12 asked each student “What aspects of the tutorial did you like least?”
About 20% of the responses were “none,” and the second most popular response was that
students wished to have more variety in the examples presented. Some students picked
out particular topics they needed more help on even after the tutorial, including (ordered
in decreasing frequency): Hasse diagrams, upper and lower bounds, transitivity, and
composition. In general, students felt that Section 3 of the tutorial, on Hasse diagrams,
was the most difficult, and wished for more graphics and animations, and less confusing
explanations of these topics. This is understandable, since this area required the use of
pictures along with matrices and relations, and was the most complex of the three
sections. Students also needed more help in understanding matrix composition and
transitivity, two of the most challenging subjects in Binary Relations. About 11 percent
of the students felt that the interface and navigation could be improved. The NovaNET
system is not difficult to navigate, but since students are used to browsers with forward

and back buttons, they found the use of control keys for navigation archaic, and many of
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them did not read the supplemental material provided which listed the navigation
commands and also how to get buttons for these commands to appear.

Survey question 13 asked, “Are there any other features or improvements you
would like to see included in the tutorial?” Forty percent of students responding said no,
making no suggestions for improvements. Twenty-four percent of respondents wanted
more variety in the examples, with more in-depth explanations of answers, and some of
these wished for more challenging questions. Twelve percent wanted improved
navigation with an indicator of their progress through the tutorial, while five percent felt
that NovaNET was a slow old style program, and they would prefer a web-based or other
format for the tutorial. Still other students requested more graphics and animations to
better explain some of the concepts, and a few students suggested more variation in the
answer types to make sure students understood the material and weren’t simply guessing.

The final survey question asked the students which aspects of the tutorial they
liked best. Thirty-two percent of responses cited the number of examples and the ability
to have more when you need them as the best feature of the Binary Relations tutorial.
Ten percent answered “none,” while 22 percent felt that they learned a lot through the
tutorial and the practice it offered. Nine percent liked the feedback offered, while five
percent thought the explanations were the strong point of this tutorial. Other responses
listed that they liked being able to do the tutorial at home at their own pace, and also
liked the variety this tutorial and its audio lectures offered in teaching the course material.
Six percent felt that the best aspect of the tutorial was its ability to take students back to

review material they did not understand. Some of these pointed out that it would be more
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useful to review these sections a different way, or that they wanted to review more than
just one topic after taking a section test.

In general, these survey results indicated that students found the Binary Relations
tutorial to be informative and very useful as a supplement to the class. Several students
wished for more topics to be taught using lessons such as these. One final student
comment in the Binary Relations tutorial is given below:

The multiple examples and detailed explanations ... helped me understand the

topics. I liked being able to see multiple examples of concepts I did not

understand as well. I understood Binary Relations better after doing this tutorial. I

learned more from the tutorial than from WebAssign homework.
6.3 Counting Tutorial Survey Free Response Questions

In this section we describe the results of the free response portion of the Counting
tutorial Survey. Question 11, asking if the feedback was helpful and clear and whether
there was enough, received a yes answer from 82% of the responses, and only 9% of the
responses were no. The remaining responses specified that formatting instructions for
questions was needed, and that the feedback was somewhat helpful and clear.

Question 12 asked each student “What aspects of the tutorial did you like least?”
Twenty-four percent of those responding answered none, while another 24% answered
that they had trouble determining the right format for answers, and that some formats
should have been accepted. Twelve percent wanted more variety in the questions, to
demonstrate the many different types of counting questions they see in class. Eight
percent felt that the tutorial was too long. Five percent thought the tutorial was good as it
was, while 3% disliked the whole tutorial. Another 5% found parts of the tutorial vague

or confusing. About 5% disliked aspects of the interface, suggesting a web interface,

better navigation, and indicators of their progress in the tutorial. Of the remaining
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students, some felt that the tutorial was slow, or that the program did not know what
material they needed to review.

Survey question 13 asked, “Are there any other features or improvements you
would like to see included in the tutorial?” Forty-nine percent of the responses were
“none.” Seventeen percent wanted more variety in the questions and to see more
examples. Twelve percent wanted more instructions on the format of answers, or for the
program to accept more answer formats. Five percent wanted a different interface that
would be easier to use; a few of these suggested a web or graphical user interface. 5%
liked the program as it was, and 3% referred to their answers to question 11.

The final survey question 14 asked students to list their favorite aspects of the
counting tutorial. Twenty-four percent of the responses cited the examples in the tutorial
as the best aspect. Thirteen percent chose no features as the best. Eight percent thought
the tutorial was good overall, while 7% really appreciated how much they learned from
this tutorial. Another seven percent liked the feedback on this tutorial, which differed
from the others in that, while students were working practice examples, successively
more detailed hints were given as students missed the questions. Yet another seven
percent said they liked the tutorial’s ability to determine what they misunderstood and
given them more practice on these topics. Eight percent appreciated the detailed, step-
by-step explanations while some others liked how this one used pictures and diagrams to
explain concepts. Five percent liked this tutorial since it was easy, but another five
thought that having a test at the end of the tutorial made them learn more. The remaining
students cited aspects like learning at their own pace, the concise and clear nature of the

tutorial, and that this tutorial was a good supplement to what they learned in class.
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6.4 Proofs Tutorial Survey Free Response Questions

In this section we describe the results of the free response portion of the Proofs
tutorial Survey. Question 11, asking if the feedback was helpful and clear and whether
there was enough, received a yes answer from 65% of students responding, and no from
24%. Five percent found the feedback confusing or vague, while four percent found the
feedback somewhat helpful.

Question 12 asked each student “What aspects of the tutorial did you like least?”
A large 24% portion of the students found this tutorial to be quite long, and felt that it
should have required them to do about half of the 10 proofs offered in section 2. Another
21% felt that the interface was hard to use, making it harder to enter proofs in the tutorial
than it is to do them by hand. Eleven percent felt that there was not enough help or
feedback in the program, particularly when you got stuck on a problem, and another six
percent describe the program as being “hard.” Five percent of the students listed the
process of entering variables for substitutions in verifying the truth of a proof line as the
more difficult and least useful aspect of the tutorial (although some later said that this
made them understand how they actually used axioms in a proof). Five percent asked for
more examples relevant to solving and entering proofs in the tutorial. Still other students

Survey question 13 asked, “Are there any other features or improvements you
would like to see included in the tutorial?” 24% of the responses listed “none,” while
12% thought this tutorial was not worth doing on NovaNET — they felt it was too
cumbersome and preferred doing proofs on paper or perhaps with a newly written

program. 8% wanted more examples, to learn the use of the tutorial and some strategies

93



in doing proofs. 12% wanted a better interface for this program, or to somehow make the
program easier to use.

Eight percent of students wanted improved navigation within and without writing
proofs. Within proofs, students want to be able to go back and edit completed lines of a
proof and edit incorrect lines (currently the program erases incorrect lines). Some
students also wished to be able to go back to the main menu or stop and resume the
program later. These functions do exist in the program and are explained to students in
their instructions for installing and running NovaNET, but these comments make it
apparent that they are not reading and using the instructions as they might.

Eight percent of students wanted better feedback, which would be more specific
about what the student did wrong on a proof line. 7% wanted help while writing proofs,
and another 7% wished to work fewer proofs. Two percent of students wanted the
program itself to determine the correctness of their statements without having to input
variable substitutions (which is admittedly the most tedious part of the proof entry
process). Some other suggestions made by the remaining students included: breaking the
proofs into groups and listing them in order by difficulty, having better instructions on
how to input proof lines, entering axioms by name instead of number, having the axiom
list available during proofs (it is but students did not always realize how to get it),
allowing more shortcuts in proofs, and having the program be less picky in general.

In general, students found the proofs tutorial to be hard to use, but appreciated
that when the tutorial accepted their answers, they could be pretty sure they had a correct

proof. In addition, after working so many of the problems, students became much better
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at writing proofs. However, students often got stuck and were unable to continue in some
cases, as demonstrated by this student’s suggestion:

I would like there to be less proofs to prove by yourself. I believe the tutorial

would be better if there were maybe 5 proofs that it helped you do and then

maybe 5 that you have to do on your own. I was not able to finish all the proofs
because I got stuck on certain parts. If I the tutorial gave clues when you get stuck

I believe it would be more beneficial.

The final survey question 14 asked students to list their favorite aspects of the
counting tutorial. Twenty-eight percent of students listed “none.” However, 33% of
students appreciated the practice and depth of learning they achieved using this tutorial.
Eight percent liked how the program checked for proof correctness; that feedback was
reassuring to them. Ten percent of the students liked the first section of the tutorial,
which provided a brief outline of proof methods and provided a few small examples of
how to use the axioms. Five percent of the students appreciated the format of the
program (using the correct symbols for logic, etc) and that it was online, so they could
practice proofs any time and from home.

Three percent responded that the best aspect of the program was that it was
intelligent enough to understand their proofs and whether or not they were correct. For
example, one student wrote: “I did enjoy how the [program] lets you know that you are
skipping steps, or just lets you know that you might have a line, rule, or number missing
or messed up on one of your lines.” Other students commented that the program was fun
and neat, lenient in accepting skipped steps or other shortcuts, allowed you to work on

proofs step by step, it was interactive, and it built some students confidence in being able

to work proofs.
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Overall, students found the proofs tutorial hard to use, but felt that once they got
used to the program, appreciated its ability to check their work and allow them to solve
proofs in any order. Students wanted an added help feature in the program, which would
assist them in the course of writing proofs, and thought that a few examples of completed
proofs, shown step-by-step, would help them understand the process of entering proofs.
6.5 Summary of Tutorial Results

As we have seen in both the Likert-scale questions 1-10 and the free-response
questions 11 through 14, students generally had positive experiences using the three
NovaNET tutorials. With each of these tutorials, students felt that using the tutorials was
at least as effective as traditional lectures and homework. Many students liked the
individual pacing of the tutorials, and several requested that videos be added to each of
the three tutorials.

For the Counting and Proof tutorials, students most disliked the form that answers
were required to be written in. In the case of Counting, the tutorial expected answers
written out with factorials, not computed on a calculator, and wasn’t always flexible
about the order they wrote their answers in, or whether or not they placed parentheses
around parts of their answers. In the case of the Proofs tutorial, students grew weary of
entering variable substitutions that would allow the program to verify the correctness of
each line in their proof. In each case, these input methods can be addressed and
improved. However, we also feel that these issues are important in mathematics. In
counting, a student needs to know how to write answers in factorial form. In solving
proofs, a student should be able to explain just how they used a rule to combine two lines.

In future work, we can require that students perform these tasks a certain number of times
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until we feel they have learned enough, and then allow students to skip more of these
steps as they understand more.

Some students did not like the process of installing NovaNET and running it on
their home computers. Although they were provided with quite detailed instructions,
many students still had problems with installation and connecting to NovaNET. Some
students who waited to run the tutorials right before the deadline could not always log in,
since our service is limited to 20 logins at once. (Note that this is not inherent in
NovaNET, just in our service). Several students felt that putting the tutorial material on
the web would have been beneficial, since they would have forward and back buttons and
freer navigation. We chose to use NovaNET because these functions are available and
display formatting and response parsing are much easier. We would like to eventually
move these kinds of tutorials to the Internet to allow more students to access them.

Question 9 asks students to agree or disagree with the statement, “I felt like the
program knew which concepts I did not understand, and directed me back to lessons on
concepts I understood the least.” This question is important in providing us with a
subjective measurement of the success of our remediation process, particularly in the
Binary Relations tutorial, the only tutorial we had enough data to have a previously-
extracted g-matrix to use to determine student misconceptions. For this tutorial, 46% of
students surveyed agreed with the statement, and 13% disagreed. The remaining students
were neutral or gave no response. These data indicate that a much larger portion of
students felt the tutorial was able to direct their review. Subjectively, we consider this a

success for the g-matrix method.
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7 Proofs Analysis & Data Mining

One finding of this research is the application of the g-matrix method as a general
data mining tool. There are several steps in any data mining process. Two of the major
steps in any data mining process are 1) data clustering and 2) interpretation of the data
clusters. The g-matrix method combines these two steps into one, providing data
clusters, and a first pass at understanding the meaning of the clusters created.

Use of the g-matrix method was clear in the Binary Relations and Counting
Tutorials, and their structure permitted the extraction of concepts that related the
questions in each. However, with the Proofs Tutorial, the first section did not lend itself
to g-matrix extraction. There are 10 questions, design to train students to enter logic
symbols on the computer. These questions were not necessarily expected to have
underlying concept relationships.

The problems in Section 2 of the Proofs Tutorial were not well-suited to a
traditional application of the g-matrix method, where we analyze student responses as
answers to questions common to all students. Section 2 can be thought of as a proof-
verifier, rather than a quiz with right and wrong answers. Instead of answering a single
question, students type in consecutive lines of a proof, which consist of 4 parts: the
statement, reference lines, the axiom used, and the substitutions which allow the axiom to
be applied in this particular case. After the student enters these 4 parts to a line, the
program verifies that:

1. The statement given is true, based on the previous lines of the proof.

2. The axiom and appropriate substitutions listed correspond to the given

reference lines and statement.
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The program prompts the student to continue if the proof line is valid, or warns

the student that there was a problem with the line if it is not. In each case, the student is

returned to entering his proof.

For the g-matrix method to work, students must all answer the same question,

whose answers can be graded as correct or incorrect. For the proofs in Section 2, we

could have compared whether the students completed proofs or did not complete them.

However, eventually most students complete all of the proofs, and this comparison would

yield little information. In this case, it would be much more useful to compare more

detailed information from each student response.

There are several reasons that a straightforward g-matrix analysis could not be

used for the proofs in Section 2. These are:

1.

The program does not accept “wrong” proof lines. Therefore, there is no data
to make a model that discriminates based on right verses wrong answers.

A proof can be incomplete for many reasons, including: lack of time, or the
inability to continue.

Statements in one student’s proof may or may not appear in another’s.
Students solve proofs with different methods and in different orders.

There are too many valid proofs to anticipate every one.

If we did anticipate all possible valid proofs, considering each different
answer as a “question” would require considerably more student data. Also,

many proofs would really be the same approach executed in different orders.

We note here that although the program does not display invalid proof statements,

these data were collected and saved along with each student proof. This type of data can

99



later be analyzed to determine the types of errors students make in proof writing. Here
we did not use this data, in favor of modeling the steps needed in correct proofs.
7.1 Method

Since the data for the proofs program did not lend itself easily to interpretation
using the g-matrix method, we looked for data that would overlap in each student’s
responses. It is common practice in data mining and other data modeling applications to
select only some of the observed variables for an analysis. This corresponds to ignoring
outliers in a curve-fitting exercise. Since, for proofs, we looked for general relationships
among axioms, and classes of problem solutions, axioms used by only one student
solving a proof were not considered for analysis. For each problem, we found the rules
that more than 2 students used, that were rules that resulted in a change of the knowledge
base in the proof (for example, use of the commutative axiom was not considered to
change the knowledge base in the proof). Then for each student we constructed a bit
string for each proof that indicated which axioms the students used in each proof. If an
axiom was used, the bit string contained a 1 in that place, and otherwise a 0. For
example, if the rules used in a proof were Hypothetical Syllogism, Modus Ponens, and
Contrapositive, and a student used only Contrapositive, then his answer vector is 001.

Once we determined the major rules used for a proof, we ran a gq-matrix analysis
for these answer vectors. Our hypothesis was that the concepts found by the g-matrix
correspond to groups of rules that students must use together to complete parts of a proof.

To solve each proof, students chose rules from an Axiom List, which is included
in the Appendix. There are 36 rules on this list, several of which are very similar. The

first 10 of these rules are logical implications, meaning that these axioms result in more
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than a simple rearrangement of the variables; usually a variable is eliminated or added
using one of these rules. For example, Modus Ponens combines a — b with a to find b is
true. In a way, we have eliminated the variable a. These types of rules are most powerful
in logic proofs. The remaining rules are logical equivalences, and only a few of these are
extracted for analysis in this section.

For each proof, there are many possible solutions. However, our conjecture was
that many student proofs, though appearing different, might be using the same underlying
approach. Fundamentally, these approaches should overlap in the axioms that students
used in the process of finding a solution. Therefore, our goal was to find groups of rules
that, when used together, would devise all or part of the most crucial steps in solving a
particular proof. To do so, we first narrowed the list of axioms we would consider as
those most important in solving proofs. As in the general data mining process, this step
was necessary to restrict our analysis to those items we felt were most important.

When compiling our list of rules, we first grouped rules that were only slightly
different ways of writing the same approach. For example, we grouped DeMorgan’s
(27+29) for AND and for OR together as one rule. We also grouped Constructive
Dilemma for AND and OR together (7+8). Modus Tollens and Modus Ponens (3+4) are
nearly equivalent; we can prove Modus Tollens by using Modus Ponens and
Contrapositive (29).

The rules considered for extraction for each proof are:

e Hypothetical Syllogism (1)
¢ Disjunctive Syllogism (2)

e Modus Ponens and Modus Tollens (3+4)
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e Constructive Dilemma (7+8)

e Idempotent (p A p) < p (19) —used only in proof 9

e Tautology & Contradiction (25+26) — used in proofs 4,6,7, and 8
e DeMorgan’s (27+28)

e Contrapositive (29)

e Implication (30+31)

e Negation of Conclusion (36)

The most important rules in writing proofs are those that result in a “change in the
knowledge base” of a proof. In other words, the structure of the knowledge in the proof
undergoes a change when these rules are applied. Most of these rules result in the
removal of variables, such as Hypothetical Syllogism (1), Disjunctive Syllogism (2),
Modus Ponens and Modus Tollens (3+4). Some of these rules result in the addition of or
combination of variables into one line, including Constructive Dilemma (7+8) and
Addition (9). We also included Negation of Conclusion (36), which differentiates direct
proofs from proofs by contradiction. In our analysis, we also considered rules that would
be crucial steps in being able to apply those rules listed above. The rules include
Implication (30+31), Contrapositive (29).

In proof 4, we also included Tautology and Contradiction (25+26). In proof 6, we
also used the Idempotent rule (19). These rules were used often by students, and seemed
important in the solutions that students found for these two problems.

Rules that do not result in a “change in the knowledge base” of the proof include
Simplification, Conjunction, and the remaining logical equivalences, including rules such

as Double Negation, Commutative and Associative rules. An addition reason for

102



eliminating these rules from consideration was that the proofs program often lets students
skip these simple of steps, so we’d have no way of knowing whether students skipped
these steps or not.

It is important to note two important properties of gq-matrices, before we enter our
proofs analysis discussion. In a g-matrix, items that relate to all concepts (i.e. with 1°s
for every concept) are the least frequently answered items. Therefore, for all concept
states except the all-one concept state, their ideal response vectors will predict that these
items are not used. In other words, these items will have zeroes in most ideal response
vectors. On the other hand, items related to no concepts (i.e. with 0’s for all concepts)
are the most frequently used items. In this case, all ideal response vectors will predict a 1
for these items. These values have the least change over all students. In a g-matrix, we
can then interpret the rows as ideal response vectors if we first reverse the bits for these
two types of questions.

7.2  Proof models & discussion

In Section 2 of the Proofs Tutorial, students select proofs to solve from a given
list, which is shown in Table 7-1. As students work each proof, their work is saved. We
later process their proofs to extract the rules used by each student in a particular proof,
creating “answer vectors” for each student — where the ith bit of the answer vector

contains a one if the student used the ith rule, and a zero if not.
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Table 7-1 Proofs Tutorial Section 2 Proofs

Given: Prove:
Il a—>b,c—d ~(a—d) b"—c

2 a—>b, ¢—d ~bv—d a—c

3 (bha)—c a—(b—c)
4 av(b—c),bvc,c—a a

5 a—»b,c—((@"d),b rd)—(a"e),e a——c

6 a—b,c—b —avVv—c

7 avb,b—d,a—c dve

8 (dvb)—a,cvd,—cvb a

9 —avd,(a”—c)—Db,b a—(c”Nd)
10 a—(bve),b—d a—(cvd)

In the following sections, we discuss the concept extraction for each of these
individual proofs. For each proof, we first list the proof to be solved. We then list the
rules students used to solve this proof, and the gq-matrix extracted from the student data.
We interpret the g-matrix model of the proof, and compare this interpretation with actual
student proofs and analyze this model to determine its validity for the problem given.
7.2.1 Proof 1 Discussion

The problem to be solved for Proof 1 is given below. In this proof, students used
the rules: Hypothetical Syllogism (1), Disjunctive Syllogism (2), Modus Ponens and
Modus Tollens (3+4), Constructive Dilemma (7+8), DeMorgan’s (27+28), Contrapositive
(29), Implication (30+31), and Negation of Conclusion (36), for a total of eight rules used
in this proof. Therefore, if a student used rules Modus Ponens, Contrapositive, and
Implication, his answer vector would be 00100110, since these are the third, sixth, and
seventh rules in our list.

Proof 1: Given: a — b, c(d, ((a(d) Prove: b ((c

"1 REF _Ref54352132 \h [J[1Table 7-2[] lists the q-matrix extracted from student

data in Fall 2002. By analyzing this g-matrix, we can draw several conclusions about
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student proofs without seeing them. First, we notice that columns 2, 7+8, and 29
(Disjunctive Syllogism, Constructive Dilemma, and Contrapositive, respectively), are
related to all concepts. This means that most students do not use these rules in their
proofs. We also note that columns 27+28 and 30+31 (DeMorgan’s and Implication) are
not related to the extracted concepts, so we can conclude that most students do use these

rules in their proofs.

Table [ STYLEREF 1\s [170]-[1 SEQ Table \* ARABIC \s 1 [12[] Proof 1 q-matrix
112 3+4 | 7+8 | 27+28 | 29 | 30+31 | 36
Con1|1]|1 0 1 0 1 0 1
Con2 |01 1 1 0 1 0 0

Now we examine the extracted concepts. Aside from those rules in common
between both states, concept 1 includes Hypothetical Syllogism (1) and Negation of
Conclusion (36). Forty responses were assigned to this state 01, whose ideal response
vector represents a proof that uses Hypothetical Syllogism, Negation of Conclusion,
Implication, and DeMorgan’s. Most students were assigned to state 10, using rules from
concept 2 but not concept 1, indicating that most solutions in this state required the
combination of DeMorgan’s and Implication with Modus Ponens and Modus Tollens.

By examining concept 2, we conclude that most direct proof solutions for Proof 1
require the use of Modus Ponens and/or Modus Tollens, DeMorgan’s, and Implication.
This combination makes sense, since we would pull apart the statement ( (a ( d) by using
Implication and DeMorgan’s to conclude that a and (d are true, and then use Modus
Ponens/Tollens to combine these with the other givens to get b and (¢ separately.

An example student proof using these rules is given in Table 7-3. The resulting

answer vector for this proof is 00101010 (124 in octal reverse). As shown in
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Table 7-4, 40 students used these same rules for their proofs, making this answer vector
the most common. However, instead of having to read each proof separately in order to
determine the most-used strategy, an instructor can view the extracted q-matrix for her
students to determine which strategies they are applying.

Concept 2 of our g-matrix indicates that indirect proofs require the use of
Negation of Conclusion along with Modus Ponens/Tollens, Implication, and Hypothetical
Syllogism, and this set of rules corresponds to 23 of the 40 responses in state 10 (as we

can see n
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Table 7-4). Eight responses in this state used all these rules except for Modus
Ponens/Tollens, indicating that this proof can be solved using Negation of Conclusion,

Hypothetical Syllogism and Implication. An example of this type of student solution is

given in Table 7-5.

Table 7-3 Proof 1 Example of Direct Proof

Given:a —>b, ¢c—>d,—(a—>d) Prove: ba—c

1. a—>b Given
2. c—>d Given
3. —-(a—>d) Given
4. = (—| av d) 3

4. an-d 4

5. a 4

6. —-d 4

7. b 1,5

8. —C 2,6

9 bA—c 7,8

rule 30 implication
rule 27 demorgans
rule 6 simplification
rule 6 simplification
rule 3 modus ponens
rule 4 modus tollens
rule 10 conjunction
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Table 7-4 provides a summary of Proof 1 responses, and their corresponding concept
states. In this table, we first list the concept states and their corresponding ideal response
vectors (IDRs). We then list actual student responses in each of these states and the
number of students responding with this vector. Finally, we list the error associated with
assigning each actual response to a concept state (by counting the number of different bits
in the IDR and actual response) and the total error for all the students with a given actual
response vector. The last row of the table sums the student and total error columns. The

“octal reverse” columns list the response vectors in reverse-order octal.
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Table 7-4 shows that concept state 10 is the most important state for understanding Proof
1, since most students fall into this state (132/189). Concept 01 seems to correspond to
proofs where Negation of Conclusion (36) is used, since all students in that state use that
rule. There are students with octal responses 304 and 324 that were assigned to state 10
who also used Negation of Conclusion. This seems to show that there are 2 distinct ways
to use Negation of Conclusion in this proof, one using Hypothetical Syllogism, as in state
01, and the other using Modus Ponens/Tollens, as in state 10. This rich understanding of
solutions to Proof 1 resulted solely in examining the g-matrix, and verifying our
conclusions with actual student data.

For this gq-matrix, we extracted 2 concepts. This matches with our heuristic for
choosing the number of concepts to use, log g (189) = 2, so our number of concepts

should have been near 2, and the error for 1 concept was more than 1 per student.
We conclude that using the g-matrix method to analyze student responses for
Proof 1 is an effective tool in understanding the groups of rules important in solving

Proof 1. In the next section we discuss our data mining analysis of Proof 2.

109



Table 7-4 Proof 1 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*#
State IDR Reverse | Responses | Reverse | Students Error Stud
00 00001010 120 00000010 100 1 1 1
01000010 102 1 2 2
01001010 122 1 1 1
01001110 162 2 2 4
00000011 300 1 2 2
01 10001011 321 10000011 301 3 1 3
10001011 321 23 0 0
01001011 322 2 2 4
10101011 325 8 1 8
01101011 326 1 3 3
00001111 360 1 2 2
10001111 361 2 1 2
10 00101010 124 00100010 104 11 1 11
01100010 106 1 2 2
00110010 114 1 2 2
00101010 124 40 0 0
10101010 125 2 1 2
01101010 126 24 1 24
11101010 127 1 2 2
00111010 134 13 1 13
00100110 144 1 2 2
10100110 145 1 3 3
00110110 154 1 2 2
00101110 164 13 1 13
00111110 174 18 2 36
00100011 304 2 2 4
00101011 324 3 1 3
11 11111111 377 10110110 155 1 3 3
01111110 176 8 2 16
11101011 327 1 2 2
01100111 346 1 3 3
189 175

Table 7-5 Proof 1 Example of Proof by Contradiction

Given:a —>b, ¢c—>d, ~(a—d)

1
2
3
4.
5.
6
7
8
9

a—>b
c—>d
—(a—>d)
—(bA—c)
b—c¢
a—c
a—>d

(a—>d) A=(a—>d)

. contradiction

Prove:

Given
Given
Given

1,5
2,6
3

bA—c

Neg of Conclusion (36)
rule 31 implication
rule 1 hyp. syllogism
rule 1 hyp. syllogism
rule 10 conjunction
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7.2.2 Proof 2 Discussion

The problem to be solved for Proof 2 is given below. In this proof, students used
the rules: Hypothetical Syllogism (1), Modus Ponens and Modus Tollens (3+4),
Constructive Dilemma (7+8), DeMorgan’s (27+28), Contrapositive (29), Implication
(30+31), and Negation of Conclusion (36), for a total of seven rules used in this proof.
Therefore, if a student used rules Modus Ponens, Contrapositive, and Implication, his
answer vector would be 0100110, since these are the second, fifth, and sixth rules.

Proof 2: Given: a — b, ¢ — d, -bv—-d Prove:a — ¢

Analysis of the g-matrix for this proof will show us the varying methods that
students used to approach solutions to Proof 2. The g-matrix for Proof 2, listed in Table
7-6, consists of two concepts. Rule 7+8 (Constructive Dilemma) is related to all
concepts, indicating that most students do not use this rule in their proofs. Most student
proofs used rule 30+31 (Implication), as shown by its all-zero column in the g-matrix.
This common usage of the implication rule makes sense; it is easiest to combine the
given statement —b v —d with other statements (using rules like Hypothetical Syllogism

and Modus Ponens or Modus Tollens) by first converting it to an implication (b — —d).

Table 7-6 Proof 2 q-matrix
1| 3+4 | 7+8 | 27+28 | 29 | 30+31 | 36
Con1|0]| 1 1 1 0 0 1
Con2|1| O 1 0 1 0

Concept 1 in the g-matrix contains rules Modus Ponens/Tollens (3+4),
DeMorgan’s (27+28), and Negation of Conclusion (36), while concept 2 contains
Hypothetical Syllogism (1) and Contrapositive (29). From this division of rules into

concepts, we might assume that proofs by contradiction correspond to concept 1, using
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rules 3+4, 27+28, and 30+31. We also deduce that concept 2 corresponds to direct
solutions, using rules 1, 29, and 30+31.

If we assume that concept 2 corresponds to direct proofs, our g-matrix indicates
that they will use the rules Hypothetical Syllogism, Implication, and Contrapositive. An
example proof using these rules is given in Table 7-7. This combination makes sense,

since we can convert all our givens into implication using the Implication rule, reverse

Table 7-7 Proof 2 Example of Direct Proof

Given: a—b,c—d,~bv—d Prove: a — ¢
STATEMENTS REASONS

1 a—b Given

2 —c—d Given

3 —bv—d Given

4 b——d 3 rule 30 implication

5 a——d 1,4 rule 1 hyp. syllogism
6 ~d—c 2 rule 29 contrapositive
7 a—c 5,6 rule 1 hyp. syllogism

the order of one using Contrapositive, and combine them using Hypothetical Syllogism to
get our result. Table 7-9 shows that 1000110 is indeed the most popular answer vector in
concept state 10, with 83 students completing the proof using these rules. Eighteen
students in this state did not use Contrapositive in their proofs, probably using
commutative and the implication rule to change the positions of variables.

Concept 1 in the g-matrix corresponds to solving Proof 2 using proof by
contradiction. As we can see in Table 7-9, 41 of the 46 students assigned to concept state
01 completed proofs by contradiction for Proof 2 (using rule 36 corresponds to proof by
contradiction). Table 7-8 gives an example of the most popular type of solution in this

state. This proof corresponds to answer vector 0101011, used by 23 students in this state,
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with solutions using the rules Modus Ponens/Tollens (3+4), DeMorgan’s (28),
Implication (30+31), and Negation of Conclusion (36). The remaining students in this
state sometimes used Hypothetical Syllogism in addition to the above rules, or in place of

using Modus Ponens/Tollens.

Table 7-8 Proof 2 Example of Proof by Contradiction

Given: a—b, ¢ —d,~bv—d Prove: a — ¢
STATEMENTS REASONS

1 a—-b Given
2 —c—d Given
3 —bv—d Given
4 —(a—>c) Negation of Conclusion
5 an—c 4 rule 31 implication
6 a 6 rule 6 simplification
7 —c 6 rule 6 simplification
8 d 2,7 rule 3 modus ponens
9 b 1,6 rule 3 modus ponens
10 (bad) 3,9 rule 10 conjunction
11 =(bad) 3 rule 28 DeMorgan’s
12 =(bad)Aa(bAad) 10,11  rule 10 conjunction

Table 7-9 provides a summary of Proof 2 student responses and the concept states
they were assigned to during the g-matrix analysis. As in Table 7-9, we list first the
concept states and their corresponding IDRs, then actual responses, and finally the error
associated with assigning responses to concept states. We can understand the g-matrix
model created by examining the frequency of each student response; large numbers of
students with one response tend to cause concepts to match IDRs with those most
frequent responses. Since we run the g-matrix extraction routine until the average error
per student is less than 1, we know that most student responses are within 1 or 2 of one of
the ideal response vectors extracted. Therefore, we can have confidence in our
conclusions drawn from a g-matrix analysis based on the concept states and ideal

response vectors associated with those states.
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Table 7-9 Proof 2 Ideal and Student Response Vectors

Octal Actual Octal # Err* #
State IDR Reverse | Responses | Reverse | Students Error Stud

00 0000010 040 1000000 001 3 2 6
0100000 002 1 2 2

0000010 040 1 0 0

0100010 042 1 1 1

0000110 060 1 1 1

01 0101011 152 0111010 056 5 2 10
0100011 142 6 1 6

1100011 143 3 2 6

0001011 150 2 1 2

1001011 151 1 2 2

0101011 152 23 0 0

1101011 153 4 1 4

0011011 154 2 2 4

0111011 156 1 1 1

10 1000110 061 1000010 041 18 1 18
1001010 051 2 2 4

1000110 061 83 0 0

1100110 063 3 1 3

1010110 065 1 1 1

1001110 071 6 1 6

1000111 161 5 1 5

11 1111111 177 0110110 066 3 3 9
0111110 076 2 2 4

1010011 145 1 3 3

178 98

For this g-matrix, we extracted 2 concepts.

This matches our heuristic for

choosing the number of concepts to use; log 7 (178) = 2 so our number of concepts

should have been near 2, and the error for 1 concept was more than 1 per student.

From the g-matrix analysis of student responses, we were able to determine the

groups of rules that students used to solve Proof 2. We verified that the solutions

predicted by the g-matrix were viable solutions to Proof 2 through actual proofs

demonstrating the combination of rules found in the ideal response vectors for each state.

From these results, we can conclude that using the g-matrix to determine groups of rules

that are crucial in proof solving was effective.

discussion with an analysis of Proof 3.

In the next section we continue our
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7.2.3 Proof 3 Discussion

The problem to be solved for Proof 3 is given below. In this proof, students used
the rules: Modus Ponens and Modus Tollens (3+4), DeMorgan’s (27+28), Contrapositive
(29), Implication (30+31), and Negation of Conclusion (36), for a total of five rules used
in this proof. Therefore, if a student used rules Modus Ponens, Contrapositive, and
Implication, his answer vector would be 10110, since these are the first, third, and fourth
rules in our list.

Proof 3: Given: (bra) — ¢ Prove: a — (b — ¢)

In this section, we will demonstrate the differences in our extracted model when
we extract two different numbers of concepts for the same problem. The one-concept
extracted g-matrix for Proof 3 is given in Table 7-10. The error associated with this g-
matrix on this problem is 46, or about 46/42 students, or 1.1 per student. This is above
the threshold of less than one student per concept, but we will show how even this first
level of concept extraction can be effective in understanding student proofs.

For a one-concept g-matrix, all the relationships we observe will relate to “all” or
“none” of the concepts, so it will differ slightly from an analysis with multiple concepts.
First we notice that columns 3+4, 29, and 36 (Modus Ponens/Tollens, Contrapositive, and
Negation of Conclusion, respectively) are related to all concepts. This means that most
students do not use these rules in their proofs. We also note that columns 27+28 and
30+31 (DeMorgan’s and Implication) are not related to any extracted concepts, so most
students do use these rules.

Table 7-10 Proof 3 1-concept q-matrix

3+4 | 27+28 | 29 | 30+31 | 36
Con1 1 0 1 0 1
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Since this g-matrix contains only one concept, we have two concept states for
students. As we can see in Table 7-11, State 0 has IDR 01010, and 27 of the 42 response
vectors are assigned to this state, meaning that most student responses included rules

DeMorgan’s and Implication.

Table 7-11 Proof 3 Ideal and Student Response Vectors for One Concept

Concept Octal Actual Octal # Err*
State IDR | Reverse | Responses | Reverse | Students Error # Stud
0 01010 12 00010 10 5 1 5

01010 12 4 0 0

00110 14 5 2 10

01110 16 2 1 2

00011 30 2 2 4

01011 32 9 1 9

1 11111 37 10011 31 1 2 2
11011 33 13 1 13

01111 36 1 1 1

42 46

There were 16 direct proof solutions for Proof 3, and 26 proofs by contradiction.
An example direct proof demonstrating the answer vector 01010, using rules DeMorgan’s
and Implication, is given in Table 7-12. Note that this proof also includes both
associative and commutative rules, but these rules were not considered for analysis, since
they only affect the order of the statement they modify. A large group of students in state
0 also used Negation of Conclusion (36), solving this proof by contradiction, and using

DeMorgan’s and Implication.

Table 7-12 Proof 3 Example of Direct Proof

Given: (baa)—c Prove: a — (b —¢)
STATEMENTS REASONS

1 (bra)—c Given

2 —(bara)vec 1 rule 31 implication
3 —(aab)vc 2 rule 13 commutative
4 (rav-b)vec 3 rule 28 DeMorgan’s
5 —av(Tbvc) 4 rule 14 associative

6 a—(bvc) 5 rule 30 implication
7 a—(b—c) 6  rule 30 implication
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Table 7-13 lists a solution of Proof 3 using proof by contradiction. Since this
proof uses Modus Ponens, DeMorgan’s, Implication, and Negation of Conclusion, its
answer vector is 11011, which corresponds to 13 student responses in Table 7-11. These
students are in state 1, whose ideal response vector (IDR) is all ones, so the error
associated with assigning these students to state 1 is just 1 per student. State 1
corresponds to understanding concept 1, which is the only concept extracted here for

Proof 3, and also corresponds to using all or most of the extracted rules.

Table 7-13 Proof 3 Example of Proof by Contradiction

Given: (bana)—c Prove: a — (b —¢)

STATEMENTS REASONS
1 (bra)—c Given
2 ~(a—>(b—c) Negation of Conclusion
3 ~(—a Vv—(b—c) 2 rule 30 implication
4 an(ba—c) 3 rule 27 DeMorgan’s
5 anb 4 rule 6 simplification
6 c 1,5 rule 3 modus ponens
7 —c 4 rule 6 simplification
8 cA—cC 6,7 rule 10 conjunction
9 Contradiction

We now contrast the one-concept g-matrix extraction with the 2-concept
extraction to determine its added effectiveness in understanding solutions to Proof 3. The
2-concept g-matrix for Proof 3 is given in Table 7-14. The error associated with this g-
matrix is 19/42 = 0.48 per student. Since this error is less than 1, we choose this as the g-
matrix appropriate for Proof 3, since most students will have responses that differ from
their predicted responses by 1 or less on average. We now examine the differences
between the Proof 3 solution model created for 1 and 2 concepts.

Comparing Table 7-14 with Table 7-10, we see that with one concept, our g-

matrix row 1 was 10101, indicating frequent use of rules 27+28 and 30+31, and relatively
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infrequent use of rules 3+4, 29, and 36. Our 2-concept g-matrix shows that rule 30+31 is
truly used by most students, and our 1-concept solution did not use 27+28 to separate
students between the 2 concept states it had available. Using 2 concepts, we now have 4
concept states available, and between these concepts, rule 29 differentiates the 2 concepts

the most strongly.

Table 7-14 Proof 3 2-concept q-matrix
3+4 | 27+28 | 29 | 30+31 | 36
Con1 1 1 0 0 1
Con 2 0 0 1 0 0

In Table 7-15 we see that the 4 ideal response vectors for our 4 states are 00010,
11011, 00110, and 11111. State 00 demonstrates the “default rules” — those that all
students use. State 11 demonstrates the combination of all rules, so students who use
almost all the rules are placed in this state. State 01 groups students primarily using rules
in the ideal response vector (IDR) for concept 1: 11011. This means that students in this
group used most of the rules except for Contrapositive. State 10 is comprised of students
whose IDR is 00110 — using rules Contrapositive and Implication. Comparing the
concept states between the two extractions, we observe that State 0 for the 1-concept
solution was split mainly into two groups to form concept states 00 and 10 in the 2-
concept solution. The largest change was in the formation of concept state 01 in the 2-
concept solution; its combination of rules from states 0 and 1 in the 1-concept solution
resulted in better IDR predictions by the 2-concept g-matrix.

In using the g-matrix method, as in many other data mining methods, we must set
criteria for the number of clusters for our data; in other words we must choose how many
concepts to extract in a given situation. In this case, we have demonstrated the

differences between selecting 1 or 2 concepts for Proof 3. In both cases, we were able to
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understand the sets of rules students used to solve Proof 3. If a quick analysis is needed
where we simply want to determine the most and least occurring variables, a 1-concept
solution suffices. However, since we have 42 observations, and only 5 variables, we can
justify a 2-concept solution that separates responses into 4 concept states. In this case,

we have an expected value of 10 students per state, an acceptable number.

Table 7-15 Proof 3 Ideal and Student Response Vectors for Two Concepts

Concept Octal Actual Octal # Err*
State IDR Reverse Responses | Reverse | Students Error # Stud

00 00010 10 00010 10 5 0 0
01010 12 4 1 4

00011 30 2 1 2

01 11011 33 10011 31 1 1 1
01011 32 9 1 9

11011 33 13 0 0

10 00110 14 00110 14 5 0 0
01110 16 2 1 2

11 11111 37 01111 36 1 1 1
42 19

Our range of possible numbers of concepts is 1-5, the number of variables. The
number of concept states, or clusters, for these is 2, 4, 8, 16, and 32. With 42 responses,
the respective expected number of responses per cluster is 21, 10, 5, 2, and 1 (rounding
down). The use of 4 or 5 concepts does not give a sufficient level of abstraction; these
would be almost like examining the full data set. In some cases, where there is little
variance in responses, one concept will suffice to explain the data, while in most cases
two or three concepts are better used. A rule of thumb for the number of concepts, aside
from our error criterion of an average of less than one per response, would be the log
(base = number of variables) of the number of responses collected This heuristic can
reduce the g-matrix method run time by providing a target number of concepts.

From this analysis, we conclude that proof 3 could be solved using only 2 rules,

DeMorgan’s and Implication. This tells us that this proof is a transformation of the
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givens into the final solution — because Modus Ponens/Tollens was not necessary in a
direct proof, and the remaining rules cause changing of symbols, not the elimination of
any variables. We continue our analysis in the next section with Proof 4.
7.2.4 Proof 4 Discussion

In Proof 4, students used the rules: Hypothetical Syllogism (1), Disjunctive
Syllogism (2), Modus Ponens and Modus Tollens (3+4), Tautology & Contradiction
(25+26), DeMorgan’s (27+28), Contrapositive (29), Implication (30+31), and Negation
of Conclusion (36), for a total of eight rules. Therefore, if a student used rules
Hypothetical Syllogism, Modus Ponens, Contrapositive, and Implication, his answer
vector would be 10100110, since these are the first, third, sixth, and seventh rules in our
list. The problem to be solved for Proof 4 is given below.

Proof 4: Given: av(b—<c),bvc,c—a  Prove:a
Table 7-16 lists the Proof 4 g-matrix extracted from student data in Fall 2002.
Our heuristic for the number of concepts is log g (143) = 2, but 3 concepts were needed to

reduce the error sufficiently. In this g-matrix, rule 27+28 (DeMorgan’s) is not related to
the extracted concepts, so most students do use these rules in their proofs. Rule 1
(Hypothetical Syllogism) is related only to concept 1, meaning that this rule will
discriminate between responses assigned to concept 1 and those not assigned to concept
1. Rule 30+31 relates only to concept 2, so this rule will be common among responses
assigned to concept 2. Rules 3+4 and 36 are related only to concept 3, so these will
similarly be common among concept 3 responses, so we see that most proofs by
contradiction will involve use of concept 3. No rules are related only to concept 4; this

indicates that this concept is used to separate responses among the other concepts.
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Table 7-16 Proof 4 q-matrix

1|2 | 3+4 | 25426 | 27+28 | 29 | 30+31 | 36
Con1|1|/0| O 1 1 1 0 0
Con2|0|0| O 1 1 1 1 0
Con3 |0 |1 1 0 1 0 0 1
Cond4 |0 1] O 0 1 1 0 0

Table 7-17 lists student responses to Proof 4 by concept state. Since we have 4
concepts for Proof 4, we have up to 16 concept states for students, but only 11 are used.
The two most common student responses are 01100001 (0206) and 00100011 (0304),
each with 10 student responses. Response 01100011 (0306) runs a close third with 9
student responses. These responses correspond to the ideal response vectors for three
concept states: 0110, 1100, and 1110. This indicates that concept 3, combined with
concept 2 or concept 4, or both, covers a large portion of the responses (66 of the 143
total are in these three states). This indicates that Modus Ponens/Tollens (3+4) and
Negation of Conclusion (36) are commonly used in popular responses.

Table 7-18 lists a proof with response 0110001 (0206), using Disjunctive
Syllogism (2), Modus Ponens (3+4), and Negation of Conclusion (36). Proofs with
response 0110011 (0306) are similar, but also use Implication. Proofs with response
00100011 (0304) replace all uses of Disjunctive Syllogism with Implication and Modus
Ponens/Tollens.

Direct proof responses are generally those not using concept 3. This corresponds
to concept states 0001 (4 responses), 0010 (7 responses), 0011 (11 responses), and 1011
(15 responses), whose ideal response vectors (in octal reverse) are ol, 0100, o111, and
0151, respectively. An example of a direct proof solution to Proof 4 is given in Table

7-19. In this solution, note that the “Given” statement on line 3 us used twice in the proof
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(on lines 5 and 9). This is an uncommon occurrence in simple proofs; most of the time
students use a given statement only once. This proof was also difficult in that it required
many conversions of the form of each statement to combine lines together — this can be
seen in the many uses of the implication rule in this solution.

In examining these proofs, we found that a few students were able to arrive at
proof solutions that are not technically valid (e.g. ol = 10000000, using only
Hypothetical Syllogism), so later versions of the Proofs Tutorial will need to be
corrected. These invalid proofs arose when students entered proof statements that were
true, but were not direct results of the rules they cited. While the proof tutorial checks for
commonly skipped steps, such as commutative, double negation, and distributive, and
allows these, we’ve discovered that it sometimes allows a student to skip several steps
that are necessary in the proof.

It is excellent news that the g-matrix analysis reveals places that need
improvement in the tutorial. Since there are few of these invalid responses, they do not
affect g-matrix error significantly, so we have not removed these data points from the set.
We also note here that although some responses may appear to be invalid, our extraction
method did not always extract all the rules that students may have used in a proof; at least
2 students had to use a rule before it would be extracted. Therefore, some response
vectors do not reflect all the rules that students used in solving proofs. We feel that this
drawback to the method is affordable, since we are concerned with general proof solution

methods, and not specific or rare responses.
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Table 7-17 Proof 4 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err* #
State IDR Reverse | Responses | Reverse | Students Error Stud
0001 10000000 001 10000000 001 4 0 0
0010 00000010 100 01000010 102 3 1 3

00010010 110 3 1 3

00000011 300 1 1 1

0011 10010010 111 10000010 101 5 1 5
10100010 105 1 2 2

10010010 111 3 0 0

10000011 301 1 2 2

10010011 311 1 1 1

0100 00100001 204 00100000 004 1 1 1
00101001 224 1 1 1

0110 00100011 304 00100010 104 2 1 2
00110010 114 1 2 2

00100011 304 10 0 0

00101011 324 6 1 6

00100111 344 5 1 5

00101111 364 1 2 2

0111 10110011 315 10110010 115 1 1 1
10100011 305 2 1 2

00110011 314 6 1 6

10110011 315 5 0 0

11110011 317 2 1 2

10100111 345 1 2 2

10110111 355 3 1 3

1011 10010110 151 10000110 141 3 1 3
10100110 145 1 2 2

00010110 150 5 1 5

10010110 151 4 0 0

00010111 350 1 2 2

1100 01100001 206 01100001 206 10 0 0
01110001 216 1 1 1

01101001 226 1 1 1

01111001 236 1 2 2

01100101 246 2 1 2

1101 11100001 207 11000001 203 1 1 1
11100001 207 1 0 0

11110001 217 2 1 2

11100011 307 5 1 5

1110 01100011 306 01000011 302 2 1 2
01100011 306 9 0 0

01010011 312 2 2 4

01110011 316 7 1 7

01101011 326 5 1 5

01100111 346 1 1 1

1111 11111111 377 11100110 147 1 2 2
11101011 327 1 2 2

11100111 347 2 2 4

01110111 356 1 2 2

11110111 357 3 1 3

00111111 374 1 2 2

01111111 376 1 1 1
4 183

—_
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Table 7-18 Proof 4 Example of Proof by Contradiction

Given: av(b—c),bvc,c—a Prove: a
STATEMENTS REASONS

1 av(b—c) Given
2 bve Given
3 c—a Given
4 —a Negation of Conclusion
5 b—oc 1,4 rule 2 disj. syllogism
6 —c 3,4 rule 4 modus tollens
7 b 2,6 rule 2 disj. syllogism
8 ¢ 5,7 rule 3 modus ponens
9 —cnhc 6,8 rule 10 conjunction

Table 7-19 Proof 4 Example of Direct Proof

Given: av(b—c),bvc,c—a Prove: a
STATEMENTS REASONS
1 av(b—c) Given
2 bve Given
3 c—a Given
4 “b—c 2 rule 30 implication
5 “b—a 3,4 rule 1 hyp. syllogism
6 —a—b 5 rule 29 contrapositive
7 av-bvec 1 rule 30 implication
8 —“(av—b)—c 7 rule 30 implication
9 —“(av—b)—a 3,8 rule 1 hyp. syllogism
10 av—bva 9 rule 30 implication
11 av~—b 10 rule 19 idempotent
12 avb 6 rule 30 implication
13 av(ba —b) 11,12 rule 16 distributive
14 avoi 13 rule 26 contradiction
15 a 14 rule 20 identity

Proof 4 offered a challenge for students, as we can see in the large number if
different response vectors for this proof. We believe this also caused students to attempt
entering statements into the program without understanding how to use the rules to get
those results. The good news is that the q-matrix analysis still revealed the main methods
of proof for this problem, and indicates that most students preferred proof by
contradiction for this proof. These findings can help us build a help program, which will

be able to suggest popular solution paths to students who get stuck on a proof. We
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continue our exploration of the g-matrix method as applied to Proof 5 solutions in the
next section.
7.2.5 Proof 5 Discussion

The problem to be solved for Proof 5 is given below. Although its given
statements appear to be complex, student proofs used only about five different rules to
solve this proof, including: Disjunctive Syllogism (2), Modus Ponens and Modus Tollens
(3+4), DeMorgan’s (27+28), Implication (30+31), and Negation of Conclusion (36).
Therefore, if a student used rules Modus Ponens and Implication, her answer vector
would be 01010, since these are the second and fourth rules in our list.

Proof 5: Given: a—>b,c—(and),(bad) > (ane),e Prove:a—c

Table 7-20 lists the Proof 5 g-matrix extracted from Fall 2002 student data. Since
this is a one-concept g-matrix, all relationships demonstrated in the g-matrix are “all” or
“none” relationships. Here, rule 2 (Disjunctive Syllogism), relates to all concepts, while
the remaining rules do not relate to any concepts. In this case, we would predict that

most students used a combination of rules 3+4, 27+28, 30+31, and 36 in their proofs.

Table 7-20 Proof S q-matrix

2| 3+4 | 27+28 | 30+31 | 36
Con1|1]| O 0 0 0

Table 7-21 lists the responses used in Proof 5 solutions, grouped by concept state.
We have listed the ideal response vectors associated with each concept state, and
compared these with actual student responses to obtain the error associated with
assigning responses to their particular concept states. We can see in Table 7-21 that the
most common actual student response is Ol111, corresponding to using Modus

Ponens/Tollens, DeMorgan’s, Implication, and Negation of Conclusion. This response
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corresponds to our prediction, using only the g-matrix, that most student proofs used
these four rules. An example proof by contradiction with this answer vector is given in
Table 7-22. Students also solved this problem with similar proofs, but using perhaps
Implication (31) instead of Implication (30) and DeMorgan’s as in Table 7-22, resulting
in a response vector of 01011. However, combinations of rules that do not use either
Disjunctive Syllogism (2) or Modus Ponens/Tollens (3+4) cannot be valid solutions to
this proof, since at least one of these rules is needed to combine multiple lines together.
We cannot combine multiple given lines using rules DeMorgan’s, Implication, or
Negation of Conclusion. This helped us to detect incomplete response vectors, including
00110 (1 response), 00001 (2 responses), and 00011 (1 response). These responses could
have been invalid, as we discussed for Proof 4 in the previous section, or, more likely, we
simply did not extract all the rules that students might have used in their solutions. The
incompleteness of these response vectors does not adversely affect our analysis, though,

since it represents only 4 out of 124 responses and the total error on this subset is 10.

Table 7-21 Proof 5 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse Responses | Reverse | Students Error # Stud
0 01111 36 01010 12 1 2 2

00110 14 1 2 2
01110 16 3 1 3
00001 20 2 3 6
01101 26 1 1 1
00011 30 1 2 2
01011 32 16 1 16
00111 34 2 1 2
01111 36 92 0 0

1 11111 37 10110 15 4 2 8
10111 35 1 1 1
124 43

Direct proof solutions to Proof 5 correspond to those not using Negation of

Conclusion. In Table 7-21 we see that there are a total of 9 responses not using rule 36,
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indicating that few students used direct solutions for Proof 5. These 9 students had
response vectors 01010, 00110, 01110, and 10110, with rule 30+31 in common.
Although a specific concept was not extracted for this, we can still conclude that
Implication was commonly used in direct solutions to Proof 5. A sample direct proof is
given in Table 7-23. Note that this proof uses the Addition rule (9) and Hypothetical
Syllogism (1). However, there were not sufficient responses using these rules to extract
them for processing.

Most students found Proof 5 to be among the most difficult to solve; most were
unable to solve it by direct proof and attempted it by contradiction. From our extracted
g-matrix, we determined that proofs by contradiction applied Modus Ponens/Tollens,
DeMorgan’s, Implication, and Negation of Conclusion. This makes sense, since
Negation of Conclusion must be converted to an OR before using DeMorgan’s, and then
the simplified results (a and c¢) demand the use of Modus Ponens with the givens. This

technique is how the students were taught to solve proofs by contradiction.
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Table 7-22 Proof 5 Example of Proof by Contradiction

Given: a—b,c— (a Ad),(b Ad)—(a Ane), e Provera— —c
STATEMENTS REASONS

1l a—b Given

2 c—(and) Given

3 (bad)—(ane) Given

4 —e Given

5 —(a——c) Negation of Conclusion (36)
6 —(—av-—c) 5 rule 30 implication
7 anc 6 rule 27 DeMorgan’s
8 a 7 rule 6 simplification
9 ¢ 7 rule 6 simplification
10 b 8,1 rule 3 modus ponens
11 and 9,2 rule 3 modus ponens
12 d 11 rule 6 simplification
13 bad 10, 12 rule 10 conjunction
14 ane 13,3  rule 3 modus ponens
15 e 14 rule 6 simplification
16 e A—e 15,4  rule 10 conjunction

Table 7-23 Proof 5 Example of Direct Proof

Given: a—b,c—>(and), (b Ad)—(a ne),e Provera— —c
STATEMENTS REASONS

1 a—b Given
2 c—(and Given
3 (bad)—(ane) Given
4 —e Given
5 (ane)—oe rule 6 simplification
6 —(ane) 4,5 rule 4 modus tollens
7 —(bnad 3,6 rule 4 modus tollens
8 b——d 7 rule 31 implication
9 a——d 1,8 rule 1 hyp. syllogism
10 —av—d 9 rule 30 implication
11 = (and) 10 rule 28 DeMorgan’s
12 —¢ 2,11  rule 4 modus tollens
13 —av—c 12 rule 9 addition
14 a— —c 13 rule 30 implication

A difficult problem to solve is how to help a student when he or she is stuck on a
proof. The g-matrix method can help us solve this problem by showing us which rules

are most applicable to a proof solution. Then, when a student becomes stuck on the
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problem, a help program could suggest some of the most popular rules used, determined
from the g-matrix analysis. For this, we could choose the rules in the ideal response
vector of the concept state containing the largest number of student responses. This
choice is justified, since it most likely corresponds to the simplest, or easiest to
understand, solution. We continue our discussion with Proof 6 in the next section.
7.2.6 Proof 6 Discussion

The problem to be solved for Proof 6 is given below. Although it has few givens,
students used a variety of rules to solve this problem, demonstrating the richness of
possible proof solutions, even in the simplest of cases. Students used seven rules to solve
Proof 6: Hypothetical Syllogism (1), Modus Ponens/Tollens (3+4), Tautology/
Contradiction (25+26), DeMorgan’s (27+28), Contrapositive (29), Implication (30+31),
and Negation of Conclusion (36). Therefore, if a student used rules Modus Ponens,
Tautology, and Implication, his answer vector would be 0110010, since these are the
second, third, and fifth rules in our list.

Proof 6: Given: a —>b,c— b Prove: —aVv —c

Table 7-24 lists the Proof 6 g-matrix extracted from Fall 2002 student data. In
this two-concept g-matrix, rule 25+26 relates to all concepts, while the remaining rules
relate to one concept each. Accordingly, we’d expect students using concept 1 to include
rules 1, 29, and 30+31, while students using concept 2 would use rules 3+4, 27+28, and
36. Therefore, most students solving Proof 6 by direct proof should be in concept state
00 or 01 while proofs by contradiction would fall into concept states 10 or 11. We would

expect most students in state 11 to use all or most of the extracted rules.
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Table 7-24 Proof 6 q-matrix
1|3+4 | 25+26 | 27+28 | 29 | 30+31 | 36
Con 1 0 1 0 1 1
Con2|0] 1 1 1 0 0

—

~|o

Table 7-25 lists the actual responses used to solve Proof 6, grouped by concept
state. Here we see that almost half (79 of 160) of the responses were 1000110 (061),
corresponding to the ideal response vector for concept state 01. Concept state 10’s ideal
response vector, 0101001 (0112), corresponds to the second most popular response, used

by 29 students.

Table 7-25 Proof 6 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse | Responses | Reverse | Students Error # Stud

00 0000000 000 1000000 001 2 1 2
0011000 014 3 2 6

0011100 034 1 3 3

0000010 040 1 1 1

0010010 044 1 2 2

0011010 054 3 3 9

0000001 100 1 1 1

0010011 144 1 3 3

01 1000110 061 1000100 021 1 1 1
1000010 041 17 1 17

1010010 045 1 2 2

0000110 060 1 1 1

1000110 061 79 0 0

1100110 063 2 1 2

1001110 071 1 1 1

10 0101001 112 0100001 102 1 1 1
0110001 106 1 2 2

0001001 110 2 1 2

0101001 112 29 0 0

0011001 114 1 2 2

0111001 116 3 1 3

0001011 150 3 2 6

0101011 152 1 1 1

11 1111111 177 0111010 056 1 3 3
0011011 154 2 3 6

1001111 171 1 2 2

160 79

Table 7-26 lists a sample solution of Proof 6 with response: 1000110 (061). This

popular direct solution uses rules Hypothetical Syllogism, Contrapositive, and
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Implication to solve Proof 6. The second most used solution in concept state 01 is
1000010, without using Contrapositive. These proofs used Implication and Commutative

rules to achieve the same result.

Table 7-26 Proof 6 Example of Direct Proof

Given: a—b,c— b Prove: —av —¢
STATEMENTS REASONS
1 a—b Given
2 ¢c—b Given
3 b—>-—c 2 rule 29 contrapositive
4 a—>—c 3 rule 1 hyp. syllogism
5 —av-—c 4 rule 30 implication

Table 7-27 lists an example of proof by contradiction with response vector
0101001 (0112), the ideal response vector and most common response in concept state
10. This proof uses the most straightforward approach for proof by contradiction,
immediately combining the results of the Negation of Conclusion with the givens using

DeMorgan’s and Modus Ponens/Tollens.

Table 7-27 Proof 6 Example of Proof by Contradiction

Given: a—b,c— b Prove: —av —¢
STATEMENTS REASONS

1l a—b Given
2 ¢c—>b Given
3 —(—av—c) Negation of Conclusion
4 anc 3 rule 27 DeMorgan’s
5 a 4 rule 6 simplification
6 c 4 rule 6 simplification
7 b 5,1 rule 3 modus ponens
8 —¢ 2,7 rule 4 modus tollens
9 cA—cC 6,8 rule 10 conjunction

Our g-matrix analysis of Proof 6 drew out the 2 most popular solutions, letting us

know which rules could be combined for its solution. The g-matrix analysis also
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assigned other solutions in groups with these, allowing us to see alternative paths with the
same general solutions. We continue our analysis with Proof 7 in the following section.
7.2.7 Proof 7 Discussion

The problem to be solved for Proof 7 is given below. In this proof, students used
the rules: Hypothetical Syllogism (1), Modus Ponens/Tollens (3+4), Tautology/
Contradiction (25+26), DeMorgan’s (27+28), Contrapositive (29), Implication (30+31),
and Negation of Conclusion (36), for a total of seven rules. Therefore, if a student used
rules Modus Ponens, Tautology, and Implication, his answer vector would be 0110010,
since these are the second, third, and fifth rules in our list.

Proof 7: Given: avb,b—d,a—c¢c Prove: dvec

Table 7-28 lists the Proof 7 g-matrix extracted from Fall 2002 student data. As in
proof 6, rule 25+26 (Tautology & Contradiction) is infrequently used, and relates to all
concepts. Concepts 1 and 2 could be combined to create proofs by contradiction, since
we see rule 26 split between these two concepts. Concept 1 is distinguished by the use of
Modus Ponens/Tollens (shown by a single 1 relating concept 1 to rule 3+4 in the g-
matrix) and Constructive Dilemma, while we’d expect responses employing concept 2 to
use Hypothetical Syllogism, Contrapositive, and Implication instead. Responses using
concepts 1 and 2 use DeMorgan’s and Negation of Conclusion. Direct proof solutions
seem to correspond to concept 3, but since this concept does not contain an exclusive
relationship to any of the extracted rules, we expect this concept to be combined with

others to find direct solutions.

Table 7-28 Proof 7 q-matrix

1| 3+4 | 7+8 | 25+26 | 27+28 | 29 | 30+31 | 36
Con1|0 1 1 1 1 0 0 1
Con2 |1 0 0 1 1 1 1 1
Con3 |1 0 1 1 0 1 1 0

132



Table 7-29 lists the actual response vectors for proof 7, arranged by the concept
state assigned to each by the g-matrix analysis. We use this data to verify our conjectures
made by examining the g-matrix. First, we note that very few responses correspond to
using any one concept. Concept state 011 corresponds to using both concepts 1 and 2,
suggesting that in these solutions rules 27+28 and 36 are both used. This can be seen in
this state’s ideal response vector, 01001001 (0222), which includes Modus
Ponens/Tollens (3+4), DeMorgan’s (27+28), and Negation of Conclusion (36). Thirty-
one students were assigned to this state, and 13 of these had responses equal to the IDR.

As we predicted, direct proof solutions use concept 3, but are divided between
also using concept 1 or concept 2. Concept state 101, using concepts 1 and 3, contains a
group of 45 students solving proof 7 using rules Modus Ponens/Tollens and Constructive
Dilemma. In contrast, concept state 110 combines concepts 2 and 3, where the ideal
response vector of 10000110 shows that students in this state used Hypothetical
Syllogism, Contrapositive, and Implication. As we can see in Table 7-29, most students
in this state did use these rules, while a significant subset used Hypothetical Syllogism
and Implication but not Contrapositive.

Table 7-30 demonstrates a sample proof assigned to concept state 101, whose
response vector of 01100000 indicates that students used Modus Ponens/Tollens and
Constructive Dilemma to solve this proof. This straightforward proof was evident to
students familiar with Constructive Dilemma, since the given statement a vV b and the
result d v ¢ clearly matched with the hypotheses and conclusions of the given statements

2 and 3. Students not comfortable with Constructive Dilemma fell into concept state 110.
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Table 7-29 Proof 7 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse | Responses | Reverse | Students Error # Stud
000 00000000 000 10000000 001 3 1 3
00010100 050 1 2 2
00010001 210 1 2 2
00000011 300 1 2 2
001 01000000 002 01000000 002 1 0 0
011 01001001 222 01001001 222 13 0 0
01011001 232 3 1 3
01001101 262 2 1 2
00001011 320 1 2 2
01001011 322 6 1 6
11001011 323 1 2 2
00011011 330 2 3 6
01011011 332 1 2 2
01001111 362 2 2 4
101 01100000 006 01100000 006 45 0 0
01100010 106 3 1 3
110 10000110 141 10000010 101 10 1 10
10100010 105 2 2 4
10110010 115 5 3 15
10000110 141 47 0 0
10000111 341 1 1 1
111 11111111 377 11101010 127 1 2 2
10111010 135 2 3 6
11001111 363 3 2 6
01011111 372 2 2 4
tot: 159 87

Table 7-30 Proof 7 Example of Direct Proof

Given: avb,b—d,a—c¢c Prove:dv ¢
STATEMENTS REASONS
1 avb Given
2 b—d Given
3 a—>c Given
4 (bva)—(dvc) 2,3 rule 7 const dilemma
5 (avb)—(dve) 4 rule 12 commutative
6 dvc 1,5 rule 3 modus ponens

Students in concept state 110 used rules Hypothetical Syllogism, Contrapositive,
and Implication to solve Proof 7. An example proof using these rules is given in Table

7-31. Using first commutative on line 1 to get b v a and then applying the Implication

134




rule would result in the equivalent proof without using Contrapositive, resulting in a

response vector of 10000010, which is used by 10 students to solve this proof.

Table 7-31 Proof 7 Example of Direct Proof (State 110)

Given: avb,b—d,a—c¢ Prove: dv ¢
STATEMENTS REASONS

1 avb Given
2 b—d Given
3 a—c Given
4 —a—>b 1 rule 30 implication
5 ra—d 2,4 rule 1 hyp. syllogism
6 d—a 5  rule 29 contrapositive
7 ~d—c 3,6 rule 1 hyp. syllogism
8 dvec 7  rule 30 implication

Students solving Proof 7 by contradiction were assigned to states 011 and 111.
State 011's ideal response vector is 01001001 (0222), which includes Modus
Ponens/Tollens (3+4), DeMorgan’s (27+28), and Negation of Conclusion (36). Thirty-
one students were assigned to this state, and 13 of these had responses equal to the IDR.

A sample proof using these rules plus Implication is given below.

Table 7-32 Proof 7 Example of Proof by Contradiction

Given: avb,b—d,a—c¢ Prove: dvc
STATEMENTS REASONS

1 avb Given
2 b—d Given
3 a—c Given
4 —(dvce) Negation of Conclusion
5 =~da—c 4 rule 27 DeMorgan’s
6 —d 5 rule 6 simplification
7 —c 5 rule 6 simplification
8 —b 6,2 rule 4 modus tollens
9 —a 7,3 rule 4 modus tollens
10 —a—b 1 rule 30 implication
11 b 9,10 rule 30 modus ponens
12 bA—bok 8,11 rule 10 conjunction
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The g-matrix analysis of Proof 7 yielded rich insights into the types of proofs used
by students, and was supported by the actual data. Further exploration of the q-matrix
method used to data mine proofs continues in the next section discussing Proof 8.

7.2.8 Proof 8 Discussion

The problem to be solved for Proof 8 is given below. The complex given
statements and the many ways students can apply rules to solve this proof resulted in the
use of more rules than any other proof in our analysis. Students used nine rules in
solving Proof 8, including Hypothetical Syllogism (1), Disjunctive Syllogism (2), Modus
Ponens/Tollens (3+4), Constructive Dilemma (7+8), Tautology/Contradiction (25+26),
Contrapositive (29), Implication (30+31), and Negation of Conclusion (26).

Proof 8: Given: (dvb) —a,cvd,—cvb Prove: a

The g-matrix extracted from our Fall 2002 data is given in Table 7-33. In this g-
matrix we can see that the Implication rule relates to no concepts, suggesting that this rule
was used in most responses. Only 2 questions related exclusively to a single concept,
namely rule 1 relates to concept 1 and rule 3+4 relates to concept 3. Because of this,
we’d expect that students employing concept 1 to use rule 1 and students using concept 3
to use rule 3+4. Since Negation of Conclusion relates to 2 concepts, we expect that
students who solved this proof by contradiction employed both concepts 2 and 3. In
addition, since DeMorgan’s also relates only to these concepts, we expect that proofs by
contradiction almost always used DeMorgan’s. Direct proofs would probably be any

combination of the four concepts, except those that combine both concepts 2 and 3.
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Table 7-33 Proof 8 q-matrix

1|2 | 3+4 | 7+8 | 25+26 | 27+28 | 29 | 30+31 | 36
Con1|1|0]| O 1 1 0 1 0 0
Con2|(0|1]| O 1 1 1 0 0 1
Con3 |0 |1 1 0 0 1 1 0 1
Con4 |0 |1 0 1 1 0 1 0 0

Table 7-34 lists the student responses to Proof 8, grouped by concept state. Since
we have 4 concepts to explain this model, there are 16 possible states that responses
could have been assigned to. As in Proof'4, which also used 4 concepts, we do not use all
16 in this case. There were 5 unused states: 0010, 0011, 0100, 1001, and 1010. This
suggests that concept 2 was most often used in conjunction with 2 or more other concepts
to explain student responses. This makes sense since using this concept alone would
result in a predicted answer vector of 000000010, the same as the all-zero state, because
each rule this concept relates to is also related to at least one other concept. We also see
that concept 2 combined with neither concepts 1 nor 4 were used by students. Again, this
result makes sense since these combinations still predict the same IDR as the all-zero
state. The remaining unused state is 1001, the combination of concepts 1 and 4. This
combination brings no new values to the ideal response vector than those of concept 1 or
4 alone, so its use is not necessary.

From Table 7-34 we can see that there is great diversity in the responses to Proof
8. There are a total of 37 distinct response vectors, and no one vector has more than 28
students with that response. The concept states with the most assigned responses are:
1101, 0110, 1110, and 0101. These states all contain concept 3, which indicates that
Modus Ponens/Tollens is a commonly used rule in this proof. Also we can note that 2
states combine concepts 2 and 3 with and without concept 4, and the other 2 combine

concepts 1 and 3 with and without concept 4. This suggests that the most common
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responses are combinations of concepts 2 and 3, and 1 and 3, and we add in concept 4

when Disjunctive Syllogism or Contrapositive is used.

Table 7-34 Proof 8 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse | Responses Reverse | Students Error # Stud
0000 000000010 200 000000001 400 1 2
0001 100000010 201 100000000 001 4 4

100000010 201 2 0
0101 101000010 205 101000010 205 17 0
101000011 605 1 1
0110 001001011 644 001001001 444 1 1
001011001 464 1 2
001100011 614 1 2
001001011 644 14 0
001011011 664 12 12
001001111 744 3 3
0111 001001011 644 101010011 625 1 3
111001011 647 1 2
101101011 655 1 2
1000 000000010 200 000010011 620 1 2
000000111 700 1 2
1011 100110010 231 100110010 231 7 0
101110010 235 1 1
001111010 274 1 3
1100 001000010 204 001100010 214 1 1
8
28
1
1
2
5
2

N2 (O NWININ=2IN =2 W2 NOIN[2W =2 OINNININ W =2 ONN (=[O0~ N

001110010 234 16

1101 101000110 305 101000110 305 0
100100110 311 2

101010110 325 1

001110110 334 6

101000111 705 5

101010111 725 4

1110 011001011 646 011001001 446 13 13
011011001 466 1 2

011001101 546 3 6

010010011 622 2 6

011010011 626 1 2

010001011 642 1 1

011001011 646 5 0

011011011 666 2 2

1111 111111111 777 011111001 476 1 3
011111011 676 2 4
tot: 150 116

The most common concept state is 1101, with an ideal response vector of
101000110 (0305), corresponding to the use of rules Hypothetical Syllogism (1), Modus

Ponens/Tollens (3+4), Contrapositive (29), and Implication (30+31). An example proof
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using these rules is given in Table 7-35. A similar response of 101000010 (0205)
replaces Contrapositive with an application of commutative before applying the

Implication rule to the given in line 2, and this is the ideal response vector for state 0101.

Table 7-35 Proof 8 Example of Direct Proof

Given: (dvb)—a,cvd,—cvb Prove: a
STATEMENTS REASONS
1 (dvb)—a Given
2 cvd Given
3 —cvb Given
4 —c—d 2 rule 30 implication
5 -d—>c 4 rule 29 contrapositive
6 c—b 3 rule 30 implication
7 -d—b 5,6 rule 1 hyp. syllogism
8 dvb 7 rule 30 implication
9 a 1,8 rule 3 modus ponens
Table 7-36 Proof 8 Example of Proof by Contradiction
Given: (dvb)—a,cvd,—cvb Prove: a
STATEMENTS REASONS
1 (dvb)—a Given
2 cvd Given
3 —cvb Given
4 —a Negation of Conclusion
5 —(dvb) 1,4 rule 4 modus tollens
6 —da-b 5 rule 27 DeMorgan’s
7 —d 6 rule 6 simplification
8 —¢c—d 2 rule 30 implication
9 ¢ 2,8 rule 4 modus tollens
10 —b 6 rule 6 simplification
11 —c 3,10  rule 2 disj. syllogism
12 cA—c 9,11  rule 10 conjunction

Another common concept state for Proof 8 is 1110, with a response vector of
011001011 (0646), where students used the rules: Modus Ponens/Tollens, DeMorgan’s,
Implication, and Negation of Conclusion.  An example proof using these rules to solve
Proof 8 is given in Table 7-36. Response 001001011 (0644), the IDR for concept state

0110, is a similar response that doesn’t use Disjunctive Syllogism (2). In the example
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proof, we could apply Implication to line 3 before combining it with line 10 to get —c.
Similarly, this proof could be easily modified not to use the implication rule.

Proof 8 yields a rich diversity of student answers, but from the g-matrix analysis
we were able to understand how proof rules interact and can be substituted for one
another, and to determine how the combination of concepts would affect the different
concept states. We continue our analysis with Proof 9 in the following section.

7.2.9 Proof 9 Discussion

The problem to be solved for Proof 9 is given below. In this proof, students used a
total of eight different rules, including: Disjunctive Syllogism (2), Modus Ponens/Tollens
(3+4), Constructive Dilemma (7+8), Addition (19), DeMorgan’s (27+28), Contrapositive
(29), Implication (30+31), and Negation of Conclusion (36). A student using the rules
Constructive Dilemma, Addition, and Contrapositive would have a response of 00110100
since these are the third, fourth, and sixth of the 9 rules used to solve this proof.

Proof 9: Given: —avd,(aAn—c)—b,b Prove: a — (¢ Ad)

The g-matrix extracted for Proof 9 solutions in Fall 2002 is given in Table 7-37.
In this g-matrix, rules 3+4, 27+28, and 30+31 are not related to the extracted concepts, so
the majority of students used these rules in their proofs. Rules 19 and 29, on the other
hand, were related to all concepts, indicating that they were seldom used in student
proofs. Concept 1 is distinguished by rules 2 and 36, meaning that responses in concept
state 01 will be proofs by contradiction that use Disjunctive Syllogism (2). Concept 2 is
independent from concept 1 only in rule 7+8, so responses in concept state 10 will

probably be direct proofs using Constructive Dilemma. Since we have so many rules in
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common among all responses, it is not surprising to find a large number of responses

assigned to concept state 00, as we see in Table 7-38.

Table 7-37 Proof 9 q-matrix

2| 3+4 | 748 | 19 | 27+28 | 29 | 30+31 | 36
Con1|1]| O 1 0 1 0 1
Con2|0| O 1 1 0 1 0 0

Table 7-38 lists the response vectors collected in Fall 2002, ordered by their
assigned concept states. As we predicted, concept state 01 contains students who solved
Proof 9 by contradiction, and most students in this state also used Disjunctive Syllogism
in their proofs. Concept state 10 consists of direct proofs, all using Constructive
Dilemma along with those rules in common among most proofs. Concept state 00
consists of students using primarily the common rules: Modus Ponens/Tollens,
DeMorgan’s, and Implication. Concept state 11 contains only 3 students, who used most
of the extracted rules.

Concept state 00 contains the rules that most students use, regardless of their
concept states. An example of a complete proof using these “default rules” with answer
vector 01001010 (0122) is given in Table 7-39. This proof uses rules Modus Tollens,
DeMorgan’s, and Implication. Other responses, such as 0121, replace the use of Modus
Tollens with Disjunctive Syllogism, or replace DeMorgan’s with Contrapositive and
Implication (0142). Some students simply skipped DeMorgan’s, which is allowed in the
tutorial, to get answer vector 0102.

Many students combined the “default rules” with Constructive Dilemma to solve
Proof 9. These students were in state 10, with an ideal response vector of 01101010
(0126). This type of proof would continue from line 6 in Table 7-39, but would use

Implication to convert —a v ¢ and —a v d into implications a — ¢ and a — d, and combine
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these using Constructive Dilemma to get the final result. As in state 00, students could
also replace DeMorgan’s with Contrapositive and Implication (0146) or also use the

Idempotent rule (19) after applying a different version of Constructive Dilemma (0136).

Table 7-38 Proof 9 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse | Responses | Reverse | Students Error # Stud

00 01001010 122 01000010 102 2 1 2
10001010 121 2 2 4

01001010 122 19 0 0

01000110 142 1 2 2

00000011 300 1 3 3

00001011 320 1 2 2

01 11001011 323 10001011 321 4 1 4
01001011 322 10 1 10

11001011 323 13 0 0

11101011 327 1 1 1

01001111 362 1 2 2

11001111 363 2 1 2

10 01101010 126 01100010 106 8 1 8
01110010 116 2 2 4

00101010 124 1 1 1

10101010 125 2 2 2

01101010 126 46 0 0

01111010 136 10 1 10

01100110 146 2 2 4

01101110 166 10 1 10

11 11111111 377 10111010 135 1 3 3
01111110 176 1 2 2

10111011 335 1 2 2

tot: 141 78

Proofs by contradiction generally added two rules to the “default rules,”
Disjunctive Syllogism (2), and Negation of Conclusion (36). This is seen in the ideal
response vector for state 01, 11001011 (0323). An example proof using these rules is
given in Table 7-36. The use of Disjunctive Syllogism is the simplest way to combine
the results of Negation of Conclusion with the given statement on line 1; given a and —a v

d, the simplest way to combine these is rule 2.
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Table 7-39 Proof 9 Example of Direct Proof

Given: —avd,(aAn—c)—b,—b Prove: a — (c Ad)
STATEMENTS REASONS

1 —avd Given

2 (an—c)—b Given

3 b Given

4 —(an—c) 2,3 rule 4 modus tollens

5 —avece 4 rule 28 DeMorgan’s

6 —av(cad) 1,5 rule 16 distributive

7 a—(cad) 6 rule 30 implication

Proof 9 is an example of a problem whose solutions truly called for a set of rules
that is always used in its solution. First, the given statements were in different formats
(both ors and implications), meaning that eventually the implication rule would be
needed. Also, the number of negation signs in the proof made DeMorgan’s a necessary
step in most proofs. Finally, either Modus Ponens/Tollens or Disjunctive Syllogism was
needed to combine the givens to eliminate unneeded variables in the conclusion. The g-
matrix method was able to quickly show us this set of default rules by the ideal response
vector for concept state 00. We were also able to quickly tell the main differences
between proof by contradiction and direct proofs by simple examination of the g-matrix.
We continue our discussion of the use of the g-matrix method in data mining proof

solutions in the following section.
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Table 7-40 Proof 9 Example of Proof by Contradiction

—avd
(an—c)—b
—b
~(a—(cAd))
an—(cad)
a

—(cAd)

d

—cv—d

10 —c

11 an—c

12 b

13 ba—b

O 001 NN K~ W~

STATEMENTS

Given: —avd,(a”—c)—b,~b

Given
Given
Given

Prove: a — (c Ad)

REASONS

Negation of Conclusion

4

W — QN 0 3 — L
AN M

— 2 = \O [e)
Do o

rule 31 implication
rule 6 simplification
rule 6 simplification
rule 2 disj. syllogism
rule 28 DeMorgan’s
rule 2 disj. syllogism
rule 10 conjunction
rule 3 modus ponens
rule 10 conjunction

7.2.10 Proof 10 Discussion

The problem to be solved for Proof 10 is given below. Although this proof
appears simple, yet again students used a variety of approaches in its solution. Students
used a total of seven rules in Proof 10 solutions, including: Hypothetical Syllogism (1),
Disjunctive Syllogism (2), Modus Ponens/Tollens (3+4), DeMorgan’s (27+28),
Contrapositive (29), Implication (30+31), and Negation of Conclusion (36). A response
containing rules 2, 3+4, 29, and 36 would then have response vector 0110101.

Proof 10: Given: a— (bvc),b—d

The g-matrix extracted for Proof 10 in Fall 2002 is given in Table 7-41. Here,

rule 30+31 relates to no concepts, being used frequently, while rules 2 and 29 relate to all

concepts, being used sparingly in student proofs.

Prove: a — (c vd)

Table 7-41 Proof 10 g-matrix

12| 3+4 | 27+28 | 29 | 30+31 | 36
Con1|0 |1 1 1 1 0 1
Con2 |11 0 0 1 0 0
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The remaining proof rules are split between the two concepts, suggesting that
concept 1 users preferred rules 3+4, 27+28, and 36. This means that proofs by
contradiction generally used rules Modus Ponens/Tollens, DeMorgan’s, Implication, and
Negation of Conclusion. Concept 2 users preferred rule 1, so their direct proofs would
include rules Hypothetical Syllogism and Implication. Responses in concept state 11
would use a combination of these rules. Students who used few rules other than
Implication are placed in state 00.

Student responses are shown according to their concept states in Table 7-42. As
predicted, most direct proof solutions are in concept state 10, using Hypothetical
Syllogism and Implication, for an ideal response vector of 1000010 (0041). Most proofs
by contradiction were assigned to concept state 01, and were distinguished by their use of
the four rules discussed above. In other proofs, we’ve often seen most large sets of
student responses separated into separate concept states, where here, our two most
popular responses, 0154 and 0156, are both placed in concept state 01. Since these
responses differ in the use of only one rule (Disjunctive Syllogism), and we had only 4
concept states, it makes sense that these two large responses were assigned to the same
concept state. Were we to run a g-matrix analysis with more concepts, we’d expect an
additional concept state to differentiate these two groups to minimize error. This does

happen eventually, but not until the method is run using 4 concepts.
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Table 7-42 Proof 10 Ideal and Student Response Vectors

Concept Octal Actual Octal # Err*
State IDR Reverse | Responses | Reverse | Students Error # Stud
00 000010 040 0000010 040 7 0 0

0001010 050 1 1 1

0010110 064 2 2 4

0000011 140 1 1 1

01 0011011 154 0010011 144 2 1 2
0001011 150 3 1 3

0101011 152 3 2 6

0011011 154 32 0 0

1011011 155 3 1 3
0111011 156 27 1 27

0011111 174 6 1 6

10 1000010 041 1000000 001 7 1 7
1000010 041 21 0 0

1001010 051 9 1 9

1000110 061 8 1 8

11 1111111 177 1101011 153 1 2 2
1011111 175 3 1 3

0111111 176 2 1 2
tot: 138 84

As with each proof, we give two sample proofs to verify that the extracted ideal
response vectors are valid proof solutions. A direct proof solution using response
1000010 (0041) is given in Table 7-43. Because of the format of the given statements,
repeated uses of the implication rule were necessary to manipulate the result to the
desired form. Some solutions in the same concept state used only Hypothetical
Syllogism for this proof (0001), implying that these students probably used rules that
were not extracted to manipulate the forms of each statement. For example, a special
case of Constructive Dilemma can be applied to b — d to get (b v ¢) — (d v ¢) and we
can combine this statement with line 1 and Hypothetical Syllogism to arrive at our result.

Proofs by contradiction were generally placed in concept state 01, whose ideal
response vector is 00110110 (0154). These proofs applied rules Modus Ponens/Tollens,
DeMorgan’s, and Implication in addition to Negation of Conclusion. The proof given in

Table 7-44 demonstrates the other primary answer vector of 01110110 (0156) in concept
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state 01, which also uses Disjunctive Syllogism. (This proof could be modified to
replace Disjunctive Syllogism with Implication and Modus Ponens/Tollens, this
demonstrating the most common answer vector of 00110110.) This proof shows that
these rules must be used in concert to arrive at a contradiction.

Table 7-43 Proof 10 Example of Direct Proof

Given: a— (bve),b—d Prove: a — (c vd)
STATEMENTS REASONS
Il a—(bve) Given
2 b—d Given
3 —avbve 1 rule 30 implication
4 —avcvb 1 rule 12 commutative
5 =(ravc)—b 4 rule 30 implication
6 ~(ravc)—d 572 rule 1 hyp. syllogism
7 —avcvd 6 rule 30 implication
8 a—(cvd) 7 rule 30 implication
Table 7-44 Proof 10 Example of Proof by Contradiction
Given: a— (bve),b—d Prove: a — (c vd)
STATEMENTS REASONS
Il a—>(bve) Given
2 b—d Given
3 ~(a—(cvd) Negation of Conclusion
4 —(—av(cvd) 3 rule 30 implication
5 an—(cvd) 4 rule 27 DeMorgan’s
6 aAncan—d 5 rule 27 DeMorgan’s
7 a 6 rule 6 simplification
8 —cA—d 6 rule 6 simplification
9 —c 8 rule 6 simplification
10 —d 8 rule 6 simplification
11 bvece 1,7 rule 3 modus ponens
12 =bvd 2 rule 30 implication
13 b 9,11  rule 2 disj. syllogism
14 —b 10, 12 rule 2 disj. syllogism
15 ba—b 13, 14 rule 10 conjunction

The g-matrix method was successful in determining sets of rules used to solve
Proof 10, separating direct and indirect proofs into two main concept states, and finding
those rules that were common among most student solutions to Proof 10. We also found

that response vectors falling into each concept state were similar enough to the ideal
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response vectors to feel confident that these different responses were variations on the
main themes. In the following section, we discuss the strengths and weaknesses of the q-
matrix method as a data mining tool for proof solutions.
7.2.11 Q-matrix method as a data mining tool

The g-matrix method evolved as a process for data mining student responses to
tutorials to build concept models of the topic area. A novel and much less obvious
application of the g-matrix method is its application as a general data mining tool in
creating concepts which are not either “known” or “unknown,” but are simply
relationships inherent in an observed data set. In this chapter, we have discussed our
application of the g-matrix method for data mining student proofs. The results of these
analyses have shown that the g-matrix method can, in fact, be used to data mine proofs to
find rule sets that are important in solving proofs. This application of the g-matrix
method as a general data mining tool is one of the major contributions of this dissertation.

As we have discussed in the Introduction, data mining contains several steps,
including data selection, data clustering, and cluster interpretation. Our hypothesis was
that the g-matrix method would be and effective tool in combining the data clustering and
cluster interpretation steps. For each of the proofs in the Proofs Tutorial program on
NovaNET, we applied the g-matrix method to find a g-matrix for each, and used these g-
matrices to make predictions about the data we extracted them from. The ease of
interpretation of a g-matrix of zeroes and ones allowed us to determine the common
responses in each cluster formed in the gq-matrix analysis, and their interactions in the g-
matrix allowed us to predict which concept states would or would not be used in the

cluster assignments.
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In these proofs, we were able to easily see the main approaches to proof solutions
by simple examination of our g-matrices. When few concepts were used, we were able to
quickly get an idea of the main rules used and not used in student proofs. When more
concepts were used, we were also able to determine more subtle differences among
solutions, such as how the use of one rule would place a response in a different cluster.

Our observations for each proof were supported by a table demonstrating the
student responses and their assignments to concept states, which correspond to clusters in
a data mining approach. These tables were used to verify that the predicted responses for
each concept state corresponded well to the data in each of these states, and to expose the
different responses that were used in each solution. The number of clusters, and therefore
concepts, for each proof was determined individually for each proof by our error criteria
of an average of less than one error per response, assuring that data in each concept state,
or cluster, were similar enough to be placed together. As we saw in most proofs, the
error for a particular response was never more than 3, and was usually 0 or 1.

Along with a table of student responses, we’ve included sample student solutions
for each proof that demonstrate the use of ideal response vectors in the most populated
concept states for each proof. An important outcome of this study was that the ideal
response vectors are valid proof solutions, since we were looking for general sets of rules
that could be used in conjunction to create proof solutions.

In our discussion of Proof 3, we demonstrated some of the differences that occur
in our g-matrix model when we use varying numbers of concepts for extraction. We
found that, although one number of concepts was best when we wanted low error per

student, models with fewer concepts could also be quite useful in understanding the
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general use of rules in student proofs. In addition, the models constructed in successively
larger g-matrix analyses usually are similar to previous models, but offer better
predictions for large subsets of the data. As in most data mining methods, the larger the
number of clusters we allow, the more precise our cluster assignments will be. It’s
comforting to know, though, that even though the gq-matrix method is a heuristic method,
the extracted concepts in successive models are quite similar, and the cluster assignments
do not make drastic jumps. This shows that the method is robust and can offer good and
reliable results even when the optimal number of concepts is not known.

Our heuristic of log (base = number of variables) of the number of responses
turned out to be a pretty good measure of the number of concepts extracted for each
proof. The validity of this heuristic in other applications of the g-matrix method will
have to be checked, but as in other clustering and latent variable analysis methods, our
choice of abstraction level will determine the size of our model.

These analyses were particularly useful to us in understanding the general use of
rules in student proofs. Teachers who teach logic proofs are familiar with basic concepts
and probably have a good sense of when several rules can be replaced with other
equivalent sets of rules, but the g-matrix analysis of these 10 proofs has demonstrated
their actual application in proof solutions. Some proofs, such as proof 3, were
manipulations of the order and format of the given statements, while most others required
a combination of the given statements to eliminate several variables to arrive at the proof
conclusion.

Even in the course of a more complex proof where variable elimination is

necessary, “formatting” rules such as DeMorgan’s, Implication, and Contrapositive were

150



very important in transforming statements into forms useable by the “elimination” rules
Modus Ponens/Tollens, Hypothetical Syllogism, and Disjunctive Syllogism. These rules
are differentiated on our Axiom List (see Appendix D) as logical implications, instead of
logical equivalences.

We know that these rules are important in solving complex proofs, and can often
be interchanged, but the exciting finding is that the gq-matrix models extracted for these
proofs often demonstrated when students could substitute one method for another, as we
see when Disjunctive Syllogism is used for some students while others use Modus
Ponens/Tollens to solve the same proof. These rules, along with Negation of Conclusion,
were often those that differentiated concepts from one another. This indicates that our
intuitive knowledge that rules can be interchanged is often found by the g-matrix method.

In conclusion, we believe that the q-matrix method offered a way to examine and
predict student proof solutions without having to examine student data. The zero-and-
one g-matrix model and its easy conversion into predicted responses allowed us to

understand concepts and concept states without actually reading student proofs.
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8 Summary

In the first section of this chapter, we briefly discuss the material presented in this
dissertation. We then discuss the conclusions and contributions of this work, and finally,
end by listing some promising areas for future work in the area of g-matrix analysis and
data mining.

8.1 Chapter Overviews

Chapter 1 motivated our research, discussing the growing need for automated,
individualized instruction that is inexpensive, expandable, and accessible. We also listed
the qualities that such educational tool would need, finding a commonality in assessment
and teaching needs with data mining. We then introduced the idea of Fault Tolerant
Teaching and how the g-matrix method could be used to augment a computer-based
tutorial with a student knowledge model. This model could be used both for student
knowledge assessment and for evaluating tutorial questions. We also suggested that this
method might be used as a data mining tool, performing the tasks of clustering data and
also extracting a data model that explained the clusters in an easy-to-interpret way.

The g-matrix method is the product of evolution of several research threads over
the years. In Chapter 2, we discuss the evolution of the ideas and research that led to the
development of the g-matrix method, from procedural models of knowledge, to the
modern statistical method for building our concept models. Tatsuoka’s first use of the
rule-space model to diagnose student misconceptions in basic math represented a
revolutionary idea in the field of education: that we can use a concept of distance from
expected types of performance to determine what strategies a student uses to solve a

problem. This idea eventually led to the g-matrices of concepts versus questions that we
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use today. A detailed explanation of the g-matrix method and the foundational research
in its use as an educational tool are given in this chapter. Also in this chapter, we discuss
some of the basic qualities of data mining, and its importance in today’s informational
world. One contribution of this research is the novel application of the g-matrix method
as a data mining tool.

Chapter 3 discusses the overall design of this experiment, including a model for
Fault Tolerant Teaching and the application of the g-matrix method in this model. Also
in this section we outline our data collection methods, the population we analyzed, and
the results we expected to find, based on our research hypotheses.

After deciding to use a g-matrix model for concepts versus questions, there are
still many ways we can arrive at such a model given a set of student data. In Chapter 4,
we discuss three methods to derive a g-matrix model of questions verses concepts,
including the hill-climbing heuristic algorithm devised by Patrick Brewer, factor analysis
(as used by social scientists and others in extracting latent variables from observed ones),
and cluster analysis, a tool often used in data mining. Our results showed that the g-
matrix method had several advantages over both factor analysis and cluster analysis, yet
also showed commonalities with these methods that suggest that the g-matrix method is
suitable for applications in other areas.

As discussed in depth in the Introduction, knowledge assessment is a very
important aspect of every adaptive tutorial system. Ours is no exception, so Chapter 5 is
devoted to Knowledge Assessment. In this chapter, we used three approaches to
determine the validity of the g-matrix method used as a knowledge assessment tool.

First, we compared student grades on their final exams with their scores on the tutorials,
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to determine if there were a relationship between these scores. We found no significant
relationships between most scores on the tutorial and the final exam, but determined that
this was probably due to the simple nature of most of the tutorial questions, and the fact
that the final exam was an open-book take-home exam. In this case students could look
up definitions and would be likely to get simpler questions correct.

The second section of Chapter 5 compares the g-matrices extracted from the
Binary Relations tutorial from those predicted by area experts (instructors of the Discrete
Mathematics course). In general we found that expert g-matrices did not correspond well
to those extracted from student data. This was not unexpected, since in the origin of g-
matrix theory researchers found that expert knowledge models did not correspond with
student data with any higher probability than randomly generated models [Hub92]. In
fact, as the size of a g-matrix grows, predicting the concept relationships among the
observed variables or questions becomes a much more complex process, and even experts
may have trouble constructing useful relationships in this case. In this sense, the q-matrix
method is truly a data mining tool, finding relationships latent in data that even area
experts might not be able to see.

In the last section of Chapter 5 we compare the questions chosen for remediation
by the g-matrix method with those chosen by individual students, to determine if student
perception of what they misunderstood corresponded with our g-matrix predictions.
Since these two were found to correspond well, we believe that our remediation method
will be at least as good as a student choosing which concepts to review. In some cases,

the g-matrix method indicated that a student should review a topic that the student did not
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review, and later scores on their exams showed that these students would have done well
to review the topics suggested by the g-matrix method.

Along with each tutorial, the students were asked to complete a survey of their
experience with the tutorial, to compare its effectiveness with that of homework and
lectures, and also to determine areas in the tutorials that could use improvement. In
Chapter 6, we discuss the results of these surveys. In general, we found that students
found the tutorials to be effective in learning and reinforcing the topics they learned in
class, particularly by providing extra practice and examples that expanded their
understanding of the tutorial topics. Students appreciated another form of learning and
several expressed wishes for tutorials to be developed for all topic areas in their discrete
math class. Some students did have trouble with the delivery system, such as inputting
answers and learning to navigate, but these types of problems are often inherent in using
a new tool for teaching and for the solutions to mathematics problems. In general,
students felt that the Binary Relations Tutorial was able to determine what they did not
understand and direct them for more study.

We see the application of the g-matrix method as a data mining tool in Chapter 7,
where we use the method to build models of axioms used to solve proofs. In this
chapter, we found the g-matrix method to be an effective tool in both clustering and
understanding groups of student responses. Using the extracted gq-matrices, we were able
to make predictions about the student responses that were supported by student data.
Using the predicted response vectors, we could also almost always create proofs that used
only the predicted responses in the solution. This data analysis yielded a much better

understanding of the influence of student data on the creation of a g-matrix. We found
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that large clusters of similar student responses skewed the q-matrix model towards these
responses, but that a balance was still maintained by keeping the number of concepts
extracted low, so that we never created a model that could not accommodate and explain
new student responses at a later time.
In the proofs analysis of Chapter 7, and in our other g-matrixes in this experiment,
we found each extracted g-matrix to converge on binary values, even though the g-
matrices were allowed to vary as probabilities between 0 and 1. This finding leads us to
believe that good g-matrix models will usually converge to binary values, making the g-
matrix method very valuable in understanding a data set. If g-matrix values were to
converge to probabilities between 0 and 1, we would have a much harder time predicting
binary student responses and understanding the relationships among concepts and
variables in the analysis.
8.2 Conclusions
To guide our conclusions, let us reconsider the questions we raised in Chapter 1:
e Can we effectively guide remediation?
e (Can we interpret g-matrix scores?
e What factors affect g-matrix extraction and accuracy?
e How well does the g-matrix method compare with other data mining methods?
e How do extracted g-matrices compare with expert-constructed q-matrices?
In this research, we sought to determine if the g-matrix method would be able to
effectively guide remediation of student knowledge. For those students who guided their
own study, we found that the q-matrix method often chose the same topics for review as

they chose for themselves. We also found that students who did not choose to study the
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topics that would have been suggested by the system could have benefited from
reviewing those topics, since their exam scores on those questions was low. However,
due to the final sample size of this group of students, these findings are preliminary and
not conclusive. Subjective results showed that a large portion of students felt that the
Binary Relations tutorial was able to determine what they least understood. Although our
results in this area are not conclusive, we have also provided a framework and design for
future educational experiments that can compare methods of choosing topics for student
review.

In answer to our second question, we have found that binary g-matrix scores can
be simply and quickly interpreted by a person to determine predicted answer vectors and
the variables that were most important in the g-matrix creation. We found that the
behavior of a variable is demonstrated not only by the single concept-variable
relationships, but is also very much determined by the combination of these concept
relationships. For example, our proof analyses all began by considering those variables
that were related to either all or none of the extracted concepts, since the predicted values
for these variables would be determined by the state of the whole column, and not just
one row. So, although the g-matrix model creates and forces us to consider multi-concept
relationships, with practice we were able to more clearly understand the relationships
they described.

Our fourth question asks what factors that affect the accuracy of extracted g-
matrices. Here, we define accuracy as the total error over all responses when these
responses are compared to predicted responses. First, we found that not only the total

number of observations but also the number of distinct observations used in the
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extraction determined the performance of the g-matrix method, especially when
compared with the factor analysis extraction method. In the case of fewer distinct
observations, the g-matrix was able to model the data with much better accuracy than the
factor method. As the number of total observations and distinct observations increased,
the lead the g-matrix method has over the factor method closes.

In determining factors that affect the gq-matrix method, we also found that, when
there were truly no inherent relationships in the data, such as in Section 1 of the Proofs
tutorial, the g-matrix method as we applied it never converged on a solution. We believe
this is because of the scattered nature of the student responses in this section. As with
other data modeling and analysis tools, the effectiveness of a model is based on whether
the assumptions needed for the model correspond well with the observed data. Since
there are really no concepts relating the questions in this tutorial, we should not expect to
be able to find a g-matrix that predicts student responses well.

Our fifth question asks how the g-matrix method compares to other data mining
methods. In this research, we found that the models created by the g-matrix analysis fit
student data well, created meaningful clusters, and was useful in the interpretation step of
a data mining process. The g-matrix method modeled student data better than factor
analysis, and not as well as cluster analysis. However, its added benefit in interpretation,
we felt, makes the g-matrix method a better choice when attempting to both cluster and
understand a data set.

Our final question was an investigation that extends previous research in g-matrix

theory: whether extracted g-matrices compare well with expert g-matrices. We found

158



that these two models do not necessarily correspond well, as we predicted based on
previous research findings.

The hypotheses we offered in our introduction are given below:

e (Q-matrix scores will converge to zero and one values.
e (Q-matrix scores will demonstrate latent relationships among questions.

o Factors that might affect the extraction of g-matrices are: the number of
questions, the redundancy of questions and the existence of relations
among the questions, etc.

¢ (Q-matrix diagnosis of concept states will correspond well with human knowledge
assessment. In other words, student misconceptions could be diagnosed at least as
well as students themselves could determine which topics they misunderstood.

e The g-matrix method provides a good guide for remediation.

e The g-matrix method can perform the data mining task of data clustering and
assist in the resulting cluster interpretations.

Each of these hypotheses was confirmed in this research, though further research
is needed to determine the effectiveness of the remediation method we chose. However,
this research did demonstrate that we could choose and implement a teaching strategy,
and measure its effectiveness. Future research will be needed to find the best remediation
strategy for teaching.

This experiment was designed to test the g-matrix method in several ways. First,
the g-matrix method was used as a tool to create a student knowledge model. The nature
of the g-matrix method causes the extracted g-matrices to fit the observed data as well as

a researcher wishes. In this research, we wished to fit the data so that student responses

159



were predicted with an error of about one per student. When compared with other
methods of knowledge model extraction, including factor analysis and cluster analysis,
the g-matrix method was superior in that it was able to fit the observed data well, while
still offering the interpretability we need to devise remediation methods for students.

The second aspect of this research was to determine the effectiveness of the g-
matrix method as a tool in knowledge assessment. Our final goal was not to determine a
grade for a student, but a prediction of the next step needed in a student’s learning
process. We were able to achieve this goal, leading most students to review topics they
misunderstood in each tutorial.

As done in previous work, we also compared extracted q-matrix models to expert
models, and found that the extracted and expert g-matrices were not a good match, but
that extracted g-matrix models were quite useful in understanding student data. This
shows, as in previous research, that expert models do not necessarily predict student
behavior and more accurate student knowledge models, such as gq-matrices, are needed to
understand student knowledge. In addition, using an expert-created g-matrix to analyze
tutorials created by the same expert will not necessarily find the flaws in that tutorial,
while an extracted g-matrix can reveal student behavior that might not be predicted by an
expert’s understanding of the tutorial topic.

In our Proofs Analysis chapter, we devised g-matrices as data mining tools, used
to extract the axioms needed to solve a proof. Although we discussed this method as a
data mining method, it also revealed different groups of students, giving us an idea of
which rules certain groups of students understood better. For example, when a direct

proof required the use of a rarely-used rule, students most often solved the proof using an
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indirect proof. In other cases, concepts were differentiated by single rules, and a
student’s preference for one rule over another would place him in a different concept
state. These analyses can help us understand in which rules students might need more
instruction, and which are well understood.

8.3 Future Work

This research lays the groundwork for future work in fault tolerant teaching and
computer-based education. Any online lesson with the capability to assess student
answers can be augmented with the g-matrix method of FTT. As FTT methods are
applied to more lessons and more students, they can be further validated and improved.

Fault tolerant teaching methods can be applied to other topics, not limited to
mathematics, since they rely only on the correctness or incorrectness of student answers.
They may be applied to multiple-choice tests and much more open-ended questions.
These results are limited only by the automation of judging responses, and not by the type
of student response. Future work could extend the model to include partial credit for
student responses.

Future experiments can compare teaching strategies by applying different
teaching strategies to different groups of students and comparing the time students take to
master a set of concepts. Future research also might test the effectiveness of different
strategies on individual students, comparing the change in student knowledge before and
after each strategy is applied.

In a similar extension to this work, g-matrix methods might be used to extract
other student characteristics, such as student learning style. Such an experiment could

determine students’ learning styles using a test such as the Felder-Silverman Index of
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Learning Styles independently, and administer a lesson with two styles, such as visual
and verbal examples, and attempt to extract students’ learning styles using the q-matrix
extraction method. This type of experiment would suppose that a student’s learning style
has an effect on question responses similar to the effect of “concepts” supposed in the
current research.

Automated student knowledge assessment can be applied in research to
understand the changes in student knowledge as they learn. In this case, researchers
would map student knowledge states after each question or group of questions to track
changes. This could be used in several different ways. First, it could be used to
determine the most effective areas of a tutorial, and identify those that are not causing
changes in student knowledge. It could also be used to further understand the process of
human learning, assessing whether students are learning in great leaps or with small,
gradual changes. Alternatively, this could also be used to redirect a student’s learning.
Tracking changes in student knowledge can alert an automated system to change its
strategy.

Another major future application of this work is in data mining and latent variable
analysis. Since g-matrix extraction techniques in the research yielded interpretable
results, this can be applied in other areas, such as data mining, knowledge discovery, and
latent variable analysis. To date, these areas use many different artificial intelligence
techniques to detect underlying relationships in data. As an example, a search engine on
the web could record the occurrence of all keywords in a document, and use g-matrix

analysis to find concepts that relate keywords, and related documents to these concepts.
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Then, when a user entered a keyword search, the search engine can look for concepts and
not just word occurrences.

In conclusion, this research has provided an in-depth analysis of the factors that
affect the use and interpretation of g-matrix models in online tutorials and also as a data
mining tool. From our findings, we conclude that the g-matrix method of fault tolerant
teaching is robust, extracting data relationships similar to those found using other data
mining techniques, while also providing a tool to interpret these extracted relationships.
These findings, the application of the g-matrix method in diagnosing student
misconceptions, and its application as a data mining tool as we performed with the Proofs
tutorial analysis make a significant contribution to the fields of computer based

education, fault tolerant teaching, and data mining.
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Appendix A: Glossary of Terms

Fault Tolerant Teaching (FTT) — FTT will be used to refer to systems that tolerate
student, teacher, and system errors in diagnosing student misconceptions.

Data mining — Data mining is the practice of searching for a group of items in a large
database which are related in a non-obvious way.

Q-matrix — A Q-matrix is a matrix relating observed variables to latent variables, or in
this research, questions to concepts needed to understand and answer the
questions.

Concept — In this research, a concept is not necessarily what a human might label as a
concept. It is, rather, a construct which explains the differences in responses to
questions, given a set of student data. It is an underlying variable which will
help differentiate performance.

Concept State — A concept state is, given a list of concepts and a particular student, a
guess at the student knowledge or predicted performance on each of the
concepts.

Response Vector (ideal/actual) — A response vector is a vector containing student
responses to questions, in this research after being judged correct or incorrect.
An ideal response vector would be the result of a student acting exactly as
predicted given his concept state and a Q-matrix, whereas an actual response
vector would be his real responses to questions.

Question generation & answer judging — Question generation refers to the creation of
new problems from a framework by a computer. Answer judging refers to the
ability of a computer system to determine if a given student answer is correct or
incorrect.

NovaNET — NovaNET is a computer-based educational network which evolved from the
first computer-based educational network, PLATO [REF]. NovaNET is a
system-quality network with response times in fractions of seconds. Its
programming language, TUTOR, is particularly effective for writing educational
lessons, including modes for answer judging and integrated help. Lessons on
NovaNET integrate text and graphics, and can also be linked to Internet
resources, including audio-visual presentations, like those using WLS.

Web Lecture System (WLS) — WLS is an NCSU-developed system for creating and
transmitting on-line presentations on the Internet. One NovaNET lesson has
been augmented with WLS lectures to add audio and visual slides as an
alternative teaching strategy.
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Appendix C: Q-matrix Pseudo-code
Main Q-matrix Algorithm {
Set Delta = 0.1
Maxlterate = 5
NumberofConcepts=0
KeepGoing=1

Do
NumberofConcepts += 1
Create Q-matrix[NumberofConcepts][NumberofQuestions]

Randomlnitialize(Q-matrix) /* random numbers between 0 and 1 */
MinError(NumberofConcetps) = ErrorCalc(Q-matrix)
For lterate = 1 to Maxlterate /* repeat to avoid local min */

For ques = 1 to NumberofQuestions
For con = 1 to NumberofConcepts
Fori=1to 2 /* +/- delta */
If i=2 then Delta = -2*Delta
Q-matrix(con,ques) += Delta
CurrError = ErrorCalc(Q-matrix)
If CurrError < MinError(NumberofConcepts) then
Refine(Q-matrix) (run loop w/ delta<<Delta)
BestQ-Matrix(NumberofConcepts) = Q-matrix
MinError(NumberofConcepts) = CurrError
endIf
endFor(+/- Delta)
endFor(con)
endFor(ques)
endFor(lterate)
If MinError(NumberofConcepts) is significantly better than
MinError(NumberofConcepts-1) then
BestQ-matrix = BestQ-matrix(NumberofConcepts)
MinError= MinError(NumberofConcepts)
KeepGoing=1
Else KeepGoing=0 /* Previous Q-matrix is kept */
While (KeepGoing = 1)

Procedure ErrorCalc(Q-matrix) /* Returns error for current Q-matrix */
{

NumConStates = 2**NumberofConcepts

NumberofResponses = 2**NumberofQuestions

TotalError = 0

For ConState = 0 to NumConStates-1
Calculate IDR(ConState)
endFor(ConState)

For Response = 0 to NumberofResponses
If ResponseArray[Response] > 0 then /* Calcuate error */
MinRespError = 100000
For ConState = 0 to NumConStates — 1
CurrRespError = BitDifference(Response, IDR(ConState))
If CurrRespError < MinRespError then
MinRespError = CurrRespError
endIf
endFor(ConState)
TotalError += MinRespError * ResponseArray[Response]
endIf
endFor(Response)
Return TotalError

}

Procedure CreateResponseArray
Zero(ResponseArray) /* Set to all zeroes */
For Student= 1 to NumberofStudents

ResponseArray[StudentResponse(Student)] += 1
endFor(Student)
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Appendix D: Axiom List

Logical Implications

N A el

0.

[(P>PAr@—>D]=(pP—1)
[(PvaA-pl=q

PA(P—>9l=q

[(p—>9 A—q]=—p

(p—>0)=-p

(Pr@=p
[(P>DAC—>9)]=[(pVvr)—>(qvs)]
[(P>DACT—>9)]=[(pAT) > (qAs)]
p= (pvaq

[pAdl= (pAQ)

Logical Equivalences

11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.
31.
32.
33.

(Ppvq)<(qQvp) }
Prq)<=(@QAp)

[(pvavrl<[pv(qvr)] }
[(Pprar]<[pa(qar)]
[pv@an]lelpvdalpvl
pAr@vDlepAg v (pAaD)]
(Ppvp ep }
(PpAp) <P

(pv0)ep

pvDhel

PAr0)<=0

pArl)ep

p—opel

(pv-p <1

(pA=p)<=0

=(pvq < (—pA—Qq) }
—(pAqQ < (—pVv Q)
(p—>q <= (—q—>-p)
P>9<=(=pva
P2>9e-(PAq)
[(Pp>DA(@o>D]=[(pVvg—r1]
[(P>PA(p—>D]=[p—>(AT1)]

Additional Logical Implications

34.
35.

P->d=>[pvr)—>(@Qvr)]
Po>d=>[pArr)>(QAr)]

Hypothetical Syllogism
Disjunctive Syllogism
Modus Ponens
Modus Tollens
Absurdity
Simplification

Constructive Dilemma (V)

Constructive Dilemma (A)
Addition
Conjunction

Double Negation
Commutative Laws (12-13)

Associative Laws (14-15)
Distributive Laws (16-17)

Idempotent Laws (18-19)

Identity Laws (20-24)
Tautology (25)
Contradiction (26)

DeMorgans (27-28)
Contrapositive (29)

Implication (30-33)

Transitivity of —
Transitivity of —
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