ABSTRACT

NGUYEN, HIEP CHI. Onsite Fault Localization and Failure Reproduction for Diagnosing
Production System Anomalies. (Under the direction of Dr. Xiaohui (Helen) Gu.)

Large-scale shared hosting infrastructures such as multi-tenant cloud computing systems
have become increasingly popular by providing computing resources and software services in
a cost-effective way. However, such systems are prone to system anomalies (e.g., performance
degradation, software hang, incorrect output) due to their inherent complexity, sharing nature,
and large scale. Although application developers perform rigorous testing before the deploy-
ment, many bugs only manifest during the production run. The traditional way of debug-
ging production-run failures mainly relies on offline bug reproduction. However, reproducing a
production-run failure execution offline outside the production environment is challenging due
to lack of environment information (e.g., system variables, configuration files), insufficient hard-
ware resource, and unavailable third-party software. Many system anomalies are still manually
diagnosed and recovered, causing long service down time and significant financial loss.

In this dissertation, we explore onsite techniques which aim to localize the fault and repro-
duce the production-run failure execution within the original computing environment immedi-
ately after the failure occurs. We also investigate techniques to enable debugging production-run
failures at the developer’s site.

First, we present a black-box online fault localization system that can pinpoint faulty compo-
nents in a distributed system immediately after a performance anomaly is detected. We propose
a robust and efficient algorithm to discover the onset time of abnormal behaviors at different
components and distinguish those abnormal behaviors from dynamically changing behaviors
caused by normal workload fluctuations. Faulty components are then pinpointed based on ab-
normal change propagation patterns and inter-component dependency relationships. We also
propose a runtime validation technique using resource scaling to further filter out false alarms.
We observe that our technique is efficient and light-weight, making it suitable for localizing root
cause components in distributed systems.

Second, online service failures in production computing infrastructures are notoriously dif-
ficult to debug once they happen. When those failures occur, software developers often have
little information for debugging. We design and build a practical and efficient in-situ framework
for inferring possible failure paths inside production environments immediately after a failure is
detected. We use virtual machine live cloning to dynamically create a shadow component of the
production server and perform guided binary execution exploration on the shadow component
to infer how the failure occurs. We leverage both environment data (e.g., input logs, configu-

ration files, states of interacting components) and runtime outputs (e.g., console logs, system



calls) to guide the failure path inference.

Third, we design and develop an offline replay debugging system that can synthesize the
failure-triggering input and the complete failure execution of a failed production run at the
developer’s site. The synthesized input and execution might not be the exactly same as those of
the original failure run. However, we view this as a debug determinism tool which guarantees to
replay the execution that exhibits the same failure symptom (e.g., error messages) and includes
the same root cause. The failure-triggering input and the complete execution path can then be

fed into any interactive debugger (e.g., GDB) for further analysis.
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Chapter 1

Introduction

Virtualized hosting infrastructures such as Infrastructure-as-a-Service (IaaS) cloud systems [3,
5,10, 14] have become fundamental platforms for many real world production systems such
as enterprise web services, key-value storage systems, and data-intensive computing frame-
works [4,48,53]. Virtualization technology enables multi-tenant resource sharing by using vir-
tual machine monitor (VMM) [8,15,25] to allow multiple virtual machines (VMs) of a variety
of operating systems to share a common physical infrastructure. Virtualized hosting infrastruc-
tures are becoming increasingly popular by offering a more cost-effective solution than dedicated
in-house computing infrastructures [21].

The emergence of virtualized hosting infrastructures has had a tremendous impact on the in-
formation technology industry over the last decade. In contrast to previous technologies such as
grid computing and utility computing, virtualized hosting infrastructures provide many com-
pelling features which makes them attractive to business owners: they require zero up-front
investment and lower operating cost. Users can lease the computing resources in a pay-as-
you-go fashion according to their needs; they provide agility, allowing users to choose and use
their own technological infrastructures such as operating systems; and they provide scalability
and elasticity via dynamic on-demand provisioning of resources. However, as virtualized host-
ing infrastructures continue to grow, management task has become challenging [69, 70]. The
management cost has become the dominating cost component in hosting infrastructures, which

significantly exceeds the cost of hardware and software [79].

1.1 Motivation

Virtualized hosting infrastructures offer unprecedented advantages in terms of cost, agility,
elasticity, and scalability. However, applications hosted by those hosting infrastructures are

prone to various runtime problems due to the large-scale and sharing nature. Common runtime



problems include resource contentions, performance degradations, misconfigurations, and other
unexpected behaviors. These problems can be originated from applications running inside the
hosting infrastructure or from the hosting infrastructure itself. Performance unpredictability
and software bugs have been listed as two major obstacles negatively impacting the growth of
cloud computing [21].

Application developers often perform rigorous testing before the release. However, modern
software systems often consist of a large number of components deployed in distributed envi-
ronments. Components often interact with each other dynamically, adding complexity to the
management task. As a result, many bugs only manifest during the production run. Due to the
lack of automatic diagnosis tools for virtualized hosting infrastructures, many problems are still
manually diagnosed and recovered, causing prolonged service down time and significant financial
loss [12]. Thus, it is imperative to develop automatic system anomaly management techniques
that can capture the behavior of unexpected runtime problems, localize the root cause, and
provide diagnosis support. Furthermore, it is often difficult to reproduce production-run fail-
ures for offline diagnosis due to lacking environment information. The production environment
provides many useful clues including user inputs, configuration files, states of the faulty com-
ponent, interactions with other production servers, and runtime outputs (e.g., low-level system
metrics, console logs, system call traces). Thus, handling production-run failures at the very
moment of failure can potentially provide more efficient and accurate diagnosis, shortening the

service downtime.

1.2 Production System Anomalies

Due to the large-scale and sharing nature of virtualized hosting infrastructures, production sys-
tem anomalies are unavoidable. We define system anomalies as any unexpected behaviors that
deviate from normal behaviors. Typically, system anomalies are indicative of abnormal situa-
tions that need to be investigated and resolved. Different from crashing failures, which make the
application to stop operating and cause immediate attention, many types of system anomalies
do not crash the application server, but instead slow down the application’s performance or
reject valid user requests. In this dissertation, we focus on two types of system anomalies which
do not cause the application to crash.

Performance anomalies: By performance anomaly we mean that the observed application
performance fails to meet the user expected performance that is often defined by service level
objectives (SLOs). A SLO violation can be detected by monitoring end-to-end metrics (e.g.
response time, throughput) and then comparing them with pre-defined thresholds. A typical
SLO predicate can be “average response time < K milliseconds”, where K is a threshold agreed

upon by the user and the hosting infrastructure provider. Typically, performance anomalies do



not generate explicit error messages. Thus, when an application does not perform as expected,
system administrators may need to manually look into each component of the application to
find out the root cause of the performance anomaly.

Non-crashing failures: By non-crashing failures we mean failures that do not crash the
application. Different from crashing failures which often receive immediate attention, many
non-crashing failures go unnoticed. Different from performance anomalies, non-crashing failures
may not affect application performance. Instead, they may cause the application to reject valid
user requests, leading to user dissatisfaction. For example, rejecting a valid web request may

cause users to stop using the web service.

1.3 Summary of the State of the Art

A flurry of research work has been proposed to address the fault localization problem in dis-
tributed systems. They can be categorized as intrusive, and non-intrusive approaches. Intrusive
techniques such as white-box and grey-box approaches [24,35,51,92] require modifications or
instrumentations to applications or underlying middleware platforms. Although these intrusive
techniques can provide more detailed diagnosis, they are often heavy and hard to deploy, mak-
ing them impractical for production systems. In contrast, black-box approaches [17, 18,23, 36,
36,66,86,89,108] are more generic and can be applied for a broader range of systems. However,
existing black-box approaches require certain assumptions about the application workload or
need to assume application knowledge, which may not be practical for IaaS clouds.
Debugging production-run failures remains challenging. Traditional failure troubleshooting
techniques mainly rely on offfine failure reproduction. Previous work [40,54,55,59,80,87,88,96,
97,114] has proposed to use application-level or system-level instrumentation to infer the failure
path based on the instrumentation data. However, production systems are reluctant to adopt
continuous intrusive system recording approaches due to overhead, deployment, and privacy
concerns. Onsite debugging has been proposed to provide failure diagnosis at the end-user
site [103]. In contrast to offline debugging, by performing diagnosis right after a failure in the
production environment, onsite solutions can effectively leverage all environment information
without incurring high recording overhead and violating end users’ privacy concerns. However,
existing onsite techniques require checkpointing and perform debugging on the production server

directly, causing significant service downtime.

1.4 Thesis Statement

This dissertation focuses on studying new onsite anomaly diagnosis techniques to improve the

robustness of production systems. The discoveries and observations made in our studies of onsite



techniques formulate the following thesis statement:

Leveraging runtime environment and execution information on the production computing
site can enable us to achieve more efficient and effective fault localization and failure reproduc-
tion than existing offline schemes.

Studies in this dissertation cover different aspects of onsite system anomaly diagnosis. We
quantify the effectiveness and efficiency of our techniques using standard measurements. For
example, we use precision and recall metrics to evaluate the effectiveness of our fault localization
scheme. We measure the run-time overhead and performance impact on production systems to
justify the efficiency. Other effectiveness and efficiency metrics can be found in each of our
studies. Our first study develops an online scheme to pinpoint the root cause components
of a performance anomaly in distributed systems. In the second study, we propose to perform
failure path inference on the pinpointed anomalous components inside the production computing
environment without requiring any intrusive system recording. Finally, our last study extends
the failure path inference by providing a framework to bridge the gap between the information

collected in the production environment and the debugging at the developer’s site.

1.5 Research Challenges

Providing a practical, efficient, and effective solution for production system anomaly manage-

ment requires overcoming following challenges:

e No source code access: The application source code is typically not available in the pro-
duction environment. Therefore, we cannot assume source code access and the anomaly

management needs to be performed over binaries directly.

o Timely diagnosis: Handling production system anomalies in the virtualized cloud environ-
ment is a challenging task. Delayed anomaly handling can cause long service downtime,
which is often associated with a large financial penalty. Thus, it is highly desirable to
provide automatic anomaly management techniques that can identify the problem and
infer the root cause in a timely manner. By performing diagnosis immediately inside the
production environment, onsite techniques can leverage the “fresh” environment data to

achieve timely diagnosis.

e Non-intrusive: As we mentioned before, intrusive approaches such as white-box and grey-
box techniques can provide more detailed and accurate diagnosis. However, these tech-
niques require modification and instrumentation to applications or underlying middleware
platforms. As a result, it may not be practical to apply these approaches in production

systems.



e Low overhead: To provide a practical solution for production systems, the management
system needs to be lightweight. Otherwise, the overhead will outweigh the benefit of

deploying the management scheme in production systems.

1.6 Summary of Contributions
In this dissertation, we make the following contributions:

e Black-box online fault localization for distributed systems [84]: We propose a
practical online fault localization system for large-scale IaaS clouds. Our system does not
require any intrusive application monitoring, and can diagnose both previously seen and
unseen anomalies. We use a predictability-based abnormal change point selection scheme
that can distinguish abnormal behaviors related to the fault manifestation from those
normal behaviors caused by workload fluctuations. We introduce an integrated fault lo-
calization scheme which considers both fault propagation patterns and inter-component
dependencies to achieve higher pinpointing accuracy. Furthermore, we also build a se-
lective online validation mechanism to further improve the pinpointing accuracy without
imposing a high cost to the cloud system. Our experimental results show that our tool
can achieve higher accuracy (i.e., up to 90% higher precision and up to 20% higher recall)
than existing schemes. In addition, our system is light-weight and non-intrusive, making

it practical for large-scale IaaS cloud computing infrastructures.

e In-situ online service failure path inference in production computing infras-
tructures [82]: We design and implement a framework for inferring the failure path
immediately after a failure is detected. Our system performs in-situ failure path inference
on a dynamically created shadow server inside the production computing environment
to decouple analysis from the production server. We propose a guided binary execution
exploration algorithm that can leverage the environment data (e.g., user inputs, configu-
ration files, and states of interacting components) and runtime outputs (e.g., console logs,
and system calls) as guidance to quickly find the failure path using only the binary code.
We evaluate our technique using real system failures. Our experiments show that in-situ
failure path inference is feasible. Furthermore, our tool can efficiently use the environment
data and runtime outputs when they are present to find high fidelity failure paths within

minutes.

e Replay debugging for production failures at the developer’s site: We design
and implement a system that is able to replay production-run failures at the developer’s

site. We use symbolic execution along the path discovered by the in-situ failure path



inference to collect path constraints. We then use a constraint solver to compute the
failure-triggering input and the complete failure execution of the production-run failure.
To handle the infeasible path issue, we propose a guided symbolic execution exploration
that can leverage the information collected in the production environment to quickly
find a feasible execution path. We evaluate our system using a set of real failures. Our
experiment results show that our system can efficiently handle the infeasible path issue

and is able to synthesize the failure-triggering input within seconds.

1.7 Dissertation Outline

This dissertation is organized as follows. Chapter 2 describes specific problems addressed by this
dissertation. Chapter 3 describes a black-box online scheme for localizing the fault in distributed
systems. In Chapter 4, we present an onsite framework for inferring the failure path which is
helpful for developers to fix the problem. Chapter 5 presents a replay debugging system that
extends the previous work in Chapter 4. Chapter 6 compares our work with previous related

work. Chapter 7 concludes the thesis and discusses our future research work.



Chapter 2

Problem Formulation

This chapter provides an overview of research problems we identified in this dissertation. Fig-
ure 2.1 shows a typical Infrastructure-as-a-Service (IaaS) cloud. Although this dissertation fo-
cuses on virtualized hosting infrastructures such as [aaS clouds, many observations and insights

can be applied to general distributed computing infrastructures.

CS’ Infrastructure-as-a-Service Cloud
Cloud User

Figure 2.1: Fault localization in Infrastructure-as-a-Service cloud infrastructure.
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2.1 Fault Localization in Distributed Systems

One of the most difficult challenges in cloud computing is to guarantee user satisfaction in large-
scale distributed systems. Although cloud users do not have the ability to control underlying
computing resources, they do need to ensure the quality and performance of their applications
hosted in the cloud. Typically, these are provided through service level agreements (SLAs)
that specify service level objectives (SLOs) between cloud users and providers. However, it
is impossible to completely protect production systems from performance anomalies. When a
performance anomaly occurs, the very first step is to localize the anomalous components that
are responsible for the problem.

It is challenging to diagnose the performance anomaly appearing in distributed applications
running inside cloud. Those applications often consist of multiple interacting components where
anomaly on one component may cause its dependent components to exhibit anomalous behavior
as well. Identifying faulty components among numerous distributed application components
is a non-trivial task. Moreover, the application often appears as a black box to the service
provider, making it difficult to apply existing white box or grey box diagnosis techniques which
require modifications or instrumentations to applications or underlying middleware platforms.
Additionally, many subtle software bugs only manifest during large-scale runs, making it difficult
for application developers to perform in-house debugging since they often do not have the
infrastructure or workload to reproduce the anomaly.

The first goal of this work is fault localization: identify the root cause components of a
performance anomaly. Figure 2.1 shows a typical distributed application hosted in a laaS in-

frastructure. The application consists of multiple components deployed in multiple virtual ma-



chines (VMs). Once the performance anomaly occurs, we want to pinpoint which components

are responsible for the symptoms of that given problem.

2.2 Failure Path Inference

323
324
325

main (int argc, char **argv) {

case 't’:
if (! posixtime (...))
error (EXIT FAILURE, 0, (“invalid date
format %s”), quote (optarg));

192
193

211
212
213
214
215
216
217

220

posixtime (time t *p, const char *s,
unsigned int syntax bits)

{

if (posix_time parse (&tm0, s, syntax_bits))
return false;

/* Reject dates like “September 317
and times like 725:617. %/
if ((tm0. tm_year =~ tm—>tm_year)
| (tm0. tm mon ~ tm—>tm mon)
| (tm0. tm mday ~ tm—>tm mday)
| (tm0. tm hour ~ tm->tm hour)
| (tm0. tm min ~ tm—>tm min)
| (tm0. tm sec ~ tm—>tm sec))
return false;

return true;

}

—»{ touch. c:324

touch. ¢:325

posixtm. c:192

‘posixtm.c:le‘

Failure execution path

Figure 2.4: The failure path for a bug in the touch program.

Performance anomalies caused by resource problems such as resource contention can be

fixed by dynamically adjusting resource allocation or migrating production components to dif-

ferent physical hosts with more resource capacity. However, non-crashing failures require deeper

understanding in order to completely remove the problem from production systems.

In order to diagnose a production-run failure, it is important to understand what happened



during a failed production run. Specifically, we need to infer the execution path that causes
the failure (i.e., failure path). Figure 2.4 shows an example of a failure path for a bug in the
touch program. The bug is triggered when the user uses an input having a leap second (e.g.
08080808.60) with an option “-t” for the touch program. The branch condition at line number
211 in function posixtime is false when tm0.tm sec = 60, causing program to fail the user
request.

The traditional way of debugging production-run failures is to manually examine console
log messages produced by the original failure run. However, it is a daunting task for system
administrators to manually examine a large number of log messages to achieve timely diagno-
sis. Existing work has also developed various record and replay schemes for failure diagnosis.
However, production systems are not willing to adopt these approaches due to various reasons
such as runtime overhead, privacy concerns, and deployment challenges. Our research problem
is to design an efficient and effective framework that can perform failure path inference without

paying the cost of deploying intrusive recording systems.

2.3 Failure Reproduction

To completely remove anomalies from production systems, it may be necessary to patch the
source code and recompile the application binary. The goal of this task is to provide a framework
that is able to replay the production-run failures at the developer’s site and support interactive
debugging.

Although we can infer the execution path of a failed production run, replaying production-
run failures at the developer’s site has two key challenges. First, the original input that triggers
the failure is generally not provided to developers because it may contain sensitive user data.
For example, a web request can include an user name and a credit card number. Second, the
production environment may be different from the environment at the developer’s site. As a
result, the interaction between the faulty component and the external environment is not always
available.

Our research problem here is to design a system that can synthesize the failure-triggering
input and the complete and feasible execution path of a given failed production run. The

synthesized input and execution path can be replayed in a regular debugger such as GDB.
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Chapter 3

Black-box Online Fault Localization

for Cloud Systems

3.1 Introduction

Infrastructure as a Service (IaaS) clouds [3,14] allow multiple tenants to share a common phys-
ical computing infrastructure in a cost-effective way. However, applications running inside the
IaaS cloud are prone to performance anomalies such as service level objective (SLO) violations
due to various reasons such as resource contentions, software bugs, or hardware failures. It is
particularly challenging to localize the faulty components in a complex distributed application
that consists of many inter-dependent components.

Previous work on distributed system debugging can be categorized as white-box, grey-box,
or black-box techniques. White-box and grey-box techniques (e.g., [24,35,51]) require modifica-
tions or instrumentations to applications or underlying middleware platforms. Those intrusive
techniques are often heavy and hard to deploy, which makes them impractical for production
systems. Existing black-box failure diagnosis techniques [42, 43, 50] often rely on supervised
learning methods which can only diagnose previously seen anomalies and require labelled train-
ing data that are often hard to obtain in production cloud systems. Other schemes [23,67, 86]
only work for certain types of faults or applications.

In this chapter, we present FChain, a black-box online fault localization system for diagnos-
ing performance anomalies in TaaS clouds. FChain can pinpoint faulty components immediately
after a performance anomaly is detected. FChain does not perform any intrusive tracing in the
cloud system and only relies on low-level system metrics (e.g., CPU, memory, network statistics)
that can be easily obtained from the guest OS and hypervisor. FChain also does not assume any
prior application knowledge, making it practical for ITaaS clouds. Moreover, FChain does not

require any training data for anomalies, which can diagnose both previously seen and unseen
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Figure 3.1: The overall architecture of the FChain system. The FChain slave continuously
collects system-level metrics (e.g., CPU, memory) on different application VMs running inside
the cloud and learns normal fluctuation patterns. When a SLO violation is detected, the FChain
master triggers all related FChain slaves to look for abnormal change points. The FChain
master then pinpoints faulty components based on the change point timing information and
inter-component dependencies. FChain also performs online validation to remove possible false
alarms.

performance anomalies. Figure 3.1 shows the overall architecture of the FChain system.

When a performance anomaly is detected, FChain first discovers abnormal changes at all
system metrics of different components. Next, FChain extracts abnormal change propagation
paths for the diagnosed performance anomaly and localizes the faulty components based on
the abnormal change propagation patterns. Our design is based on two key observations: 1)
performance anomalies often manifest as abnormal system metric fluctuations that are distinc-
tive from the normal fluctuation patterns; and 2) the abnormal system metric changes often
start from the faulty components and then propagate to other non-faulty components via inter-
component interactions.

To achieve robust fault localization, FChain needs to address a challenging problem: how
to distinguish the abnormal change point that marks the onset of the fault manifestation from
many other change points that are caused by normal workload fluctuations. It is insufficient
to use a fixed filtering threshold since some applications are inherently more dynamic than
others. To address this problem, FChain captures the normal fluctuation patterns using online
system metric value prediction models [58] and uses a predictability metric to identify abnormal
fluctuations. As we will show later in Section 3.3, this abnormal change detection scheme can
achieve higher accuracy than traditional anomaly detection schemes (e.g., [86]).

Due to inter-component interactions, abnormal changes in the faulty component(s) often

propagate to other normal components. If we examine each component in an isolated way, we
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might produce many false alarms by mistakenly pinpointing normal components as faulty ones.
Although it is feasible to pinpoint faulty components by sorting all affected components based
on their fault manifestation time and identifying the component with the earliest manifestation
time as the faulty one. However, we observe that it is insufficient to only rely on the chronological
order to perform fault localization since we may derive spurious abnormal change propagations
by connecting the abnormal change points of two independent components. To address the
problem, FChain integrates the dependency relationships with the fault propagation model to
achieve more accurate pinpointing than existing schemes.

We make the following contributions:

e We propose a black-box fault localization system for diagnosing performance anomalies
for TaaS cloud systems. FChain does not require any prior application knowledge, which

can diagnose both previously seen and unseen anomalies.

e We describe a predictability-based abnormal change point selection scheme that can dis-
tinguish abnormal change points that are related to the fault manifestation from those

normal change points that are caused by normal workload fluctuations.

e We introduce a new integrated fault localization scheme considering both fault propaga-

tion patterns and inter-component dependencies to achieve higher pinpointing accuracy.

We have implemented FChain on top of the Xen platform and tested it on NCSU’s Virtual
Computing Lab (VCL) [14], a production cloud computing system that operates in a similar way
as Amazon EC2 [3]. We conducted extensive experiments using a set of benchmark applications
(IBM System S data stream processing system [53], Hadoop [4], and RUBIS online auction
benchmark [11]). Our experimental results show that: 1) FChain can achieve up to 90% higher
precision and 20% higher recall than existing black-box fault localization schemes; 2) FChain
is robust to different types of faults and applications; and 3) FChain is light-weight, imposing
less than 1% CPU overhead to the Domain 0 in each host during normal executions.

The rest of the chapter is organized as follows. Section 3.2 describes the design of the FChain
system. Section 3.3 presents our experimental evaluation. Finally, the chapter concludes in
Section 3.4.

3.2 System Design

In this section, we first present an overview of the FChain system. We then describe the ab-
normal change point identification algorithm and the integrated faulty component pinpointing

scheme.
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Figure 3.2: Abnormal change propagation in an IBM System S application. The fault prop-
agates along the path: PE3s — PFEg — PFEs. The propagation PEg — PFEs is caused by the
back-pressure effect.

3.2.1 System Overview

FChain is decentralized consisting of a set of slave modules (i.e., normal fluctuation modeling,
abnormal change point selection) and master modules (i.e., integrated fault diagnosis, online
pinpointing validation), shown by Figure 3.1. The slave modules run inside the domain 0 of
different cloud nodes while the master modules run on dedicated servers. FChain treats each
guest virtual machine (VM) as one component.

The normal fluctuation modeling module continuously monitors the system metrics for
each VM to capture its normal fluctuation pattern. We employ a light-weight online learning
model [58] to continuously learn the evolving pattern of each system metric value. If the change
is caused by normal workload fluctuations, the prediction model must have seen and learned
the change before. Thus, the prediction errors on those normal change points will be small. In
contrast, the fluctuations caused by faults are not captured by the online learning model, which
will probably incur high prediction errors.

When a performance anomaly (e.g., SLO violations) is detected,! the FChain master is
invoked to pinpoint the faulty components in the failing distributed application. The FChain
master first contacts the slaves on all related distributed hosts to identify whether a component
exhibits abnormal changes and when the abnormal change begins. If the performance anomaly
occurs at time t,, the FChain slaves check a window ([t, — W,t,]) (e.g., W = 100) of recent
metric values before t,,. The abnormal change point selection module uses the normal fluctuation
model to filter out those change points that are caused by normal workload fluctuations.

The integrated fault diagnosis module comprehensively examines the abnormal change point

information from all components and the inter-component dependency information to pinpoint

Note that FChain focuses on fault localization rather than performance anomaly detection that has been
addressed by previous work(e.g., [28,100]).

14



the culprit component(s). FChain first derives the abnormal change propagation pattern in the
examined distributed application by sorting the timestamps of the abnormal change points of
different components.? For example, Figure 3.2 shows the abnormal change propagation path in
a sample IBM System S application consisting of seven distributed components called processing
elements (PEs). The application consists of one faulty component PFE3 with a memory leak bug.
The memory usage metric of PE3 shows the abnormal change at time t;. The anomaly first
propagates to the component PFEg at time t5 and then to the component PEs at time t3. Since
t1 < to < t3, FChain pinpoints PFEj3 as the suspicious root cause component. Note that our
scheme does not assume any knowledge about the application including its topology. FChain
leverages the black-box dependency discovery tool [23] to filter out spurious abnormal change
propagations between independent components.

Finally, FChain performs online pinpointing validation using the dynamic resource scaling
technique in a similar way as [102]. Since FChain monitors various system metrics, it can not
only pinpoint faulty components but also identify which system metrics are related to the
fault. We can then adjust those metrics on the faulty components to validate the accuracy of
the pinpointing results by observing the resource adjustment impact to the application’s SLO

violation status.

3.2.2 Abnormal Change Point Selection

To localize the faulty components, FChain first examines i) which components exhibit abnor-
mal changes in different system-level metrics; and ii) when those abnormal changes start. As
mentioned before, system-level metrics are inherently fluctuating under dynamic workloads. We
identify the onset of the anomalous behavior at each component by extracting critical change
points in all system-level metrics associated with that component. The abnormal change point
selection algorithm examines a set of metric samples in a look-back window [t, — W + 1,t,]
where t, is the time when the SLO violation happens and W is the length of the look-back
window. The look-back window should be sufficiently large to cover any relevant critical change
points. In our experiments, we used W = 100 under a one-second sampling interval. We de-
veloped a four-step robust critical change point detection algorithm to accurately identify the
onset of the anomalous behavior at each system-level metric. We will use the metric time series
X = {z1,...,xw} for the look-back window [t, — W + 1,t,] as an example to explain each
algorithm step.

2Since FChain relies on timing information to infer abnormal change propagations, we synchronize the clocks
of all hosts using the network time protocol (NTP), which has an error of less than 0.1 ms in LANs and less than
5 ms on the Internet [78]. In our experiments, we observe that all of the anomaly propagation delays between
two dependent components are at least several seconds. Therefore, our system can tolerate small time skews (i.e.,
tens of milliseconds).
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Step 1: Preprocess X using smoothing to tackle the data fluctuation issue. Figure 3.3 shows
the result of data smoothing for a real network traffic trace. We can see that the change points
detected over the smoothed data are more meaningful than those detected on the original
trace, which are often just random peak and bottom points. The tricky issue here is that if we
smooth the data too much, we may run into the risk of filtering out the critical change point
as well. We have tried both Kalman filter and moving average filter, and found that Kalman
filter often filters the critical change points as well. Thus, the current PAL prototype adopts a
5-length moving average filter that calculates one average value for each sliding window of five
consecutive data samples.

Step 2: Detect the change points using time series change point detection algorithms. There
are many algorithms for change-point detection [26]. We used a combination of cumulative sum
(CUSUM) charts and bootstrapping to detect a set of change points. We chose CUSUM because
it does not require any assumption about the data distribution and its computation overhead
is negligible compared with other methods. The CUSUM chart for X is constructed as follows:
Si =81+ (x; — X), where 1 <i < W, Sy = 0, X is the mean of X. We then calculate a
magnitude of change using: S = maxi<j<w S; — minj<j<w ;.

We then employ bootstrap analysis to automatically interpret CUSUM charts. A bootstrap
of X is one permutation of X generated by randomly reordering X. If X has a larger S than
most bootstraps (e.g., 95%), we say that X contains one change point that is located at x.
where |S,| is the maximum among {|S1], ... |Sw|}.

We apply the same algorithm on {z1,...,2.—1} and {xc41,..., 2w} recursively to discover
more change points.

Step 3: Identify the critical change point that marks the onset of the anomalous behavior

from the change points detected in Step 2. We define a separation level metric for each change

16



50 : . : ; .
1 ® Change points
40 @ Outlier change points

—_ CPU usage of Reduce node
» i 4100 __
o LR . . X
g 304 . = L1 - Disk write of Map node | %
g 2
= _ [72)
s 209 . 50 5
ﬁ . . Normal E
o 10 (@)
04 0
0 25 50 75 100
Time (s)

Figure 3.5: Abnormal change point selection for the DiskWrite metric of a faulty map node
and the CPU usage metric of a normal reduce node in a Hadoop sorting application.
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Intuitively, the above equation compares the normalized difference between the mean of the
time series before the change point and the mean of the time series after the change point.
Next, we extract the critical change point whose separation level values are the outliers (e.g.,
larger than mean plus 1.5 x standard deviation). If there are multiple outlier change points,
we pick the one that is closest to the SLO violation time as the critical change point.

Step 4: During our experimental study, we found that the critical change point discovered
above may sometimes reside in the middle of one sloped line such as ¢py in Figure 3.4. Since
our goal is to discover the onset of the anomalous behavior, we want to extract the change
point at the beginning of the sloped line. We compare the slope angle at the current critical
change point with that of its preceding change point. If their slope angles are similar (e.g., less
than 30% difference), we replace the critical change point with its preceding change point. For
example, in Figure 3.4, we start from cps and roll back to ¢p; since ¢p; and cps are on the same
sloped line.

After the above four steps, we identify one critical change point for each system-level metric
associated with each application component. We use the earliest critical change point among

all system-level metrics to denote the onset of the anomalous behavior at that component.
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Figure 3.6: FExpected prediction error for the CPU usage metric on a dual-core host.

However, it is insufficient to only rely on smoothing and outlier detection to select abnormal
change points since some metrics (e.g., the “Disk Write” metric in Figure 3.5) have large
variations during normal execution.

FChain uses a predictability metric to achieve robust abnormal change point selection. We
employ an online learning model [58] to continuously learn the change pattern of each system
metric. The online learning model can capture the transition probability between different
metric values using a discrete time Markov chain model. Intuitively, the value transition patterns
at a normal change point should be able to be captured by the online learning model and thus
easier to predict. We calculate a prediction error for each outlier change point by comparing
the predicted value with its true value. If the prediction error is high, we consider this outlier
change point as an abnormal change point. However, it is a non-trivial problem to pick a proper
prediction error threshold for filtering normal change points since some metrics (e.g., bursty
ones) are inherently harder to predict than others and vary from application to application.
Thus, it will be imprecise to apply a fixed filtering threshold.

To address this problem, FChain dynamically computes a proper prediction error threshold
for each change point based on the burstiness of the time series surrounding the change point.
The intuition behind our scheme is that a bursty metric is expected to have a higher predic-
tion error than a non-bursty metric. Thus, we want to use a higher prediction error threshold
when the metric values are bursty. Specifically, we extract a small window of time series data
surrounding the change point z;: X = x;_¢,...,z¢1Q (e.g., @ = 20 seconds) and apply the
fast Fourier transform (FFT) algorithm on X to determine the coefficients that represent the
amplitude of each frequency component. We consider the top k (e.g., 90%) frequencies in the
frequency spectrum as high frequencies. We apply inverse FFT over the high frequency com-
ponents to synthesize the burst signal. We then use the burst signal magnitude (e.g., 90th
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Figure 3.7: Faulty component pinpointing for the RUBiS online auction benchmark applica-
tion.

percentile of the burst value) as the expected prediction error for the change point z;. If the
real prediction error exceeds the expected prediction error, the change point is selected as one
abnormal change point. For example, Figure 3.6 illustrates the expected prediction errors for
a system metric time series. We can see that the expected prediction error is higher when the
original time series are bursty, and is lower when the time series become stable. In Figure 3.5,
our scheme correctly filters out the outlier change point on the normal reduce node and only
selects the abnormal change point on the faulty map node.

After identifying a component exhibiting any abnormal change, we need to know when
the abnormal change starts. During our experiments, we found that the selected abnormal
change point sometimes resides in the middle of the fault manifestation process instead of
at the beginning, depending on the evolving pattern of the fault manifestation (e.g., gradual
change or bursty change). Thus, FChain performs tangent-based rollback to identify the precise
start time of the abnormal change. Specifically, starting from the abnormal change point, we
compare the tangent of the current change point with that of its preceding change point. If
their values are close (e.g., < 0.1), we roll back to the preceding change point. We repeat the
roll-back process until the tangents of two adjacent change points are distinct. If a component
has multiple metrics exhibiting abnormal changes, we pick the earliest abnormal change start

time as the component’s abnormal change start time.

3.2.3 Integrated Faulty Component Pinpointing

Our faulty component pinpointing algorithm consists of three steps: 1) deriving the abnormal
change propagation paths in the examined distributed application by sorting the start time

of abnormal changes at different components; 2) pinpointing faulty components based on the
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selected abnormal change propagation paths; and 3) refining pinpointing results by filtering out
spurious abnormal change propagation paths using inter-component dependency information.
For example, Figure 3.7 shows the pinpointing process for the RUBIS online auction benchmark
application [11].

If the abnormal change onset time of C is earlier than that of Cs, we say that the abnormal
change propagates from the component C; to the component Cs. For example, in Figure 3.7,
the application server 1 starts to exhibit abnormal change at time ¢#; = 200 seconds and the
database server starts to show abnormal change at time t3 = 210. Thus, we can infer that the
abnormal change starts at the application server 1 and propagates to the database server.

To pinpoint faulty components, FChain first sorts all the components into a chain based
on their fault manifestation time. We first pinpoint the source component in this chain as the
faulty component since it has the earliest fault manifestation. We continue to examine the other
components in the chain following the time order. If the fault manifestation time of the next
component is close to the pinpointed component (e.g., time difference < 2 seconds), we infer
that the component’s abnormal behavior is probably not caused by the anomaly propagation
but a concurrent fault that occurs at a similar time. Thus, we will pinpoint this component as
one faulty component as well.

If all the application components contain fault manifestations and the changes at all the
components follow the same upward or downward trend, FChain infers that the performance
anomaly is probably caused by some external factors such as workload increases (i.e., upward
trend) or a NF'S server problem (i.e., downward trend). In this case, FChain will not pinpoint
any component within the application as faulty. Although previous work [37] has also addressed
the problem of distinguishing workload changes from anomalies within a single component, our
work provides workload change detection for distributed applications.

We may derive spurious abnormal change propagations between independent components.
For example, in Figure 3.7, we will derive an abnormal change propagation path from the ap-
plication server 1 to the application server 2 based on the timestamps of their abnormal change
points. However, this propagation actually does not exist. We propose to use inter-component
dependency relationships to filter out spurious propagation paths. For each suspicious com-
ponent that contains the abnormal change point, we examine whether there is a path in the
dependency graph from any pinpointed faulty components to this component. If no path in the
dependency graph can be found, we pinpoint this component as a faulty one since the anomaly
propagation is unlikely and the component’s anomalous behavior must have been caused by an

independent fault. We leverage previous black-box dependency discovery tools [23] to discover
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Table 3.1: Per-VM monitoring metrics.

Metrics Description
CPUUSAGE percentage of CPU cycles used by VM
MEMUSAGE memory used by VM

NETWORKIN number of received bytes of VM

NETWORKOUT number of transmitted bytes of VM
DISKREAD number of bytes read from disk by VM
DISKWRITE number of bytes written to disk by VM

inter-component dependencies.?

However, we cannot solely rely on the dependency information for fault localization since
the abnormal change propagation does not always follow the dependency path. For example,
in RUBIS, the faulty application server can cause its upstream component (the web server)
to exhibit abnormal behavior due to a back-pressure effect, that is, a faulty component might
cause its upstream component to show anomalous behavior.? If we only rely on the dependency
information, we will pinpoint the normal web server as the faulty component and miss the true
culprit component, that is, the application server. Our experimental results in Section 3.3 will
confirm this observation.

We also found that existing network trace based dependency discovery scheme fails to dis-
cover any dependency information in the data stream processing system [53]. The reason is
that the dependency discovery algorithm relies on the gap between network packets to separate
network flows. However, the stream application processes continuous data packets, which do
not contain gaps between network packets. Note that FChain can still pinpoint faulty com-
ponents based on the abnormal change propagation paths when the dependency information
is unavailable. In contrast, the dependency-only scheme will fail the fault localization task for

distributed stream processing systems.

3.3 Experimental Evaluation

We have implemented the FChain system on top of the Xen platform [25], and conducted exten-

sive experiments using the RUBIS multi-tier online auction benchmark (EJB version) [11], the

3To achieve high accuracy, the black-box dependency scheme needs to accumulate sufficient amount of net-
work trace data [23]. Luckily, the application dependency information rarely change during application runtime.
We perform the dependency discovery offline and store the results in a file for later reference.

4The cause of the back-pressure varies among different applications. One common reason is that after the
input buffer of the faulty component becomes full, it forces the upstream component to drop data or pause
processing.
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Figure 3.9: SystemS topology.

IBM System S data stream processing system [53], and the Hadoop MapReduce framework [4].

In this section, we first describe our evaluation methodology followed by the experiment results.

3.3.1 Evaluation Methodology

Our experiments were conducted on the NCSU’s Virtual Computing Lab (VCL), a production
cloud computing infrastructure that operates in a similar ways as Amazon EC2 [3]. All the VCL
hosts used in our experiments have a dual-core Xeon 3.00GHz CPU, 4GB memory, and 30GB
disk, which are connected to Gigabit networks. Each host runs 64 bit CentOS 5.2 with Xen 3.0.3.
The guest VMs also run 64 bit CentOS 5.2. FChain monitors each guest VM from Domain 0
using the libxenstat and libvirt libraries. Monitored metrics are cpu usage, memory usage,
network in, network out, disk read, and disk write as shown in Table 3.1. The metric sampling
interval is 1 second. To evaluate FChain in multi-tenant cloud computing environments, we

run three benchmark systems concurrently on the same set of VCL hosts. We first describe the
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benchmark systems used in our experiments as follows.

RUBIS online auction benchmark: We use the three-tier online auction benchmark
system RUBIS (EJB version). The topology of the RUBIS system is shown in Figure 3.7. We run
each application component in one guest VM. In order to evaluate our system under workloads
with realistic time variations, we use a client workload generator that emulates the workload
intensity observed in the NASA web server trace beginning at 00:00:00 July 1, 1995 from the
IRCache Internet traffic archive [7] to modulate the request rate of our RUBiS benchmark. The
client workload generator also tracks the response time of the HT'TP requests it made. An SLO
violation is marked if the average request response time is larger than 100ms.

Hadoop: We run Hadoop sorting application, one of the sample applications provided by
the Hadoop distribution. The application consists of three map nodes and six reduce nodes as
shown in 3.8. The data size we process is 12GB, which is generated using the RandomWriter
application. We measure the progress score of the job by calling the Hadoop API. An SLO
violation is marked when the job does not make any progress for more than 30 seconds.

IBM System S: We use the commercial high-performance data stream processing sys-
tem [53], System S, developed by IBM. In our experiments, we used a tax calculation applica-
tion, one of the sample applications provided by System S product distribution. The topology
of the System S application is shown in Figure 3.9. Each PE runs in a separate guest VM.
In order to evaluate our system under workloads with realistic time variations, we used the
workload intensity observed in the ClarkNet web server trace beginning at 1995-08-28:00.00
from the IRCache Internet traffic archive [7] to modulate the data arrival rate. We measured
the average per-tuple processing time and an SLO violation is marked if the average processing
time is larger than a pre-defined threshold (e.g., 20ms).

Fault injection. We inject different faults (e.g., common software bugs, bottleneck) during
an application runtime. Fach application run lasts one hour. We inject one fault at a random
time instant to test FChain under different workload conditions. For each fault, we use 30 to 40
application runs. We test both single-component faults and multi-component concurrent faults.

For RUBIS, single-component faults include: 1) MemLeak: we start the program that has a
memory leak bug in the VM running the database server; 2) CpuHog: a CPU-bound program
competed CPU with the database server inside the same VM; and 3) NetHog: we use httperf [6]
tool to send a large number of HI'TP requests to the web server. Multi-component concurrent
faults include: 1) OffloadBug: the application server 1 wants to offload some EJBs to the ap-
plication server 2. However, the program bug (JIRA #JBAS-1442) in the application server 1
makes the remote server lookup return the local server binding by mistake; and 2) LBBug: a
load balancing bug (mod_jk 1.2.30) causes the web server to dispatch requests unevenly. These
two faults are real software bugs found in the JBoss and Apache load balancer software.

For Hadoop, we injected concurrent faults in all the map nodes: 1) Concurrent MemLeak:
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we injected a memory leak bug into all the map tasks, which allocated memory from the heap
without releasing; 2) Concurrent CpuHog: we injected an infinite loop bug in all the map tasks;
and 3) Concurrent DiskHog: we start a disk I/O intensive program in the Domain 0 of each
host running the map tasks.

For System S, we inject the following single-component faults: 1) MemLeak: We inject a
small snippet of code that has a memory leak bug into a randomly selected PE; 2) CpuHog:
a CPU-bound program competes CPU with a PE within the same VM; 3) Bottleneck: we
make one randomly selected PE the bottleneck by setting a low CPU cap over the PE. The
multi-component concurrent faults include: 1) Concurrent MemLeak: we start the memory leak
program simultaneously in two randomly selected PEs; and 2) Concurrent CpuHog: we start
the CPU intensive program simultaneously in two randomly selected PEs.

We compare FChain with a set of existing black-box fault localization schemes:

1) Histogram: This scheme computes an anomaly score for each system-level metric using
Kullback-Leibler divergence [72] between the histogram of the most recent data contained in
the same look-back window as FChain and the histogram of the whole data. It then pinpoints
abnormal components based on the anomaly scores. We vary the anomaly score threshold to
show the tradeoff between the true positive rate and the false positive rate. This scheme has
been used by previous work for detecting anomalies (e.g., [86]).

2) NetMedic [66]: It is a recently developed application-agnostic multi-metric fault local-
ization tool. The abnormal component pinpointing is based on the application topology and
the inter-component impact learned from the historical data. This scheme needs to assume the
knowledge of the application topology. For estimating the inter-component impact, we use the
same 1800 seconds of recent data as specified in [66]. Different from FChain, NetMedic just
gives a ranked list of all components based on their likelihood of being the faulty components.
We first pinpoint the top impact component as the faulty component. We also pinpoint the
following components whose impact difference with the top ranked component is less than a
certain threshold 6. We adjust the value of § to show the tradeoff between the true positive rate
and the false positive rate that can be achieved by NetMedic.

3) Topology: This scheme assumes the knowledge of the application topology. It first
detects abnormal components using the outlier change point detection algorithm developed
in our previous work PAL [85]. It then pinpoints faulty components based on the topology
information, that is, if the abnormal component Cs depends on the abnormal component C1,
we pinpoint Cy as the faulty component. By comparing FChain with this scheme, we want
to show that it is insufficient to just consider the application topology for pinpointing faulty
components.

4) Dependency: Instead of assuming the application topology knowledge, this scheme

uses the black-box dependency discovery tool [23] to dynamically extract the inter-component
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dependency information. It first detects abnormal components using the same outlier change
point detection algorithm as the Topology scheme. It then pinpoints faulty components based
on the discovered dependency information. If no dependency information is discovered, this
scheme will output all the components that have outlier change points as faulty components.
By comparing FChain with this scheme, we want to show that it is insufficient to just rely on
the dependency information for pinpointing faulty components.

5) PAL [85]: This is the initial version of our change propagation based fault localization
system. However, different from FChain, PAL does not perform predictability-based abnormal
change point selection or consider the dependency information in fault localization. It also does
not support online validation.

6) Fixed-Filtering: This scheme uses the same pinpointing algorithm as FChain except
that it employs a fixed prediction error filtering threshold to select the abnormal change points.
We varied the filtering threshold to show different accuracy results that can be achieved by this
scheme. We compare FChain with this fixed filtering scheme to show the effectiveness of our
burst based filtering scheme.

To quantify the accuracy of different fault localization schemes, we use the standard precision
and recall metrics. Let Ny, Ny, and Ny, denote the number of true positives (correctly pinpoint
a faulty component), false negatives (miss a faulty component), and false positives (pinpoint a
normal component as faulty), respectively. We calculate the precision and recall metrics in the

standard way as follows,

N, N,
Precision = #, Recall = 2

_ 3.2
th—l-pr th—l-an ( )

We evaluate the accuracy of different pinpointing algorithms using the commonly used “receiver
operating characteristic” (ROC) curve whose X-axis and Y-axis show the recall and precision,
respectively. A perfect pinpointing scheme should achieve 100% precision and 100% recall.

In our experiments, we configure the FChain system as follows. We set the look-back win-
dow (W) to be 100 seconds for all the tested faults except the DiskHog fault in the Hadoop
application. The reason is that the DiskHog fault takes much longer time to manifest than the
other faults. The 100 seconds look-back window will not cover the initial stage of the fault
manifestation. Thus, we used a longer look-back window (500 seconds) for the DiskHog fault.
We use a concurrency threshold of 2 seconds to classify concurrent faults, that is, if the abnor-
mal change point time difference between two components is less than 2 seconds, we consider
these two components as concurrent faulty components. The burst extraction window (@ is
set as 20 seconds. We use the top 90% frequencies to synthesize the burst signal and use the
90th percentile of the burst value as the expected prediction error. We found those parameter

configurations work well for all the applications tested in our experiments. We also conduct

25



MemLeak

1.0

K

0.8+
0.6

0.4+

Precision
Precision
Precision

0.2

0.0 T T T T f 0.0 T T T T f 0.0 T T T T f
00 02 04 06 08 1.0 00 02 04 06 08 1.0 00 02 04 06 08 1.0

Recall Recall Recall
—O— Histogram —— NetMedic —¢— Topology —&— Dependency —>— PAL —¥— FChain \

Figure 3.10: Fault localization accuracy comparison for the single-component faults for RUBIS.

sensitivity study on those parameters and will show the results in Section 3.3.6.

3.3.2 Single-Component Fault Localization Results

Figure 3.10 shows the pinpointing accuracy results for RUBiS under three single-component
faults. We observe that FChain consistently achieves the highest precision and recall for all
the faults. We observe that the Histogram scheme does not work well for the CpuHog and
NetHog faults that manifest very quickly. The reason is that when the performance anomaly
is detected, the histogram of the recent data has not shown significant difference from the
histogram of all historical data yet since the fault manifestation duration is very short. The
histogram scheme works better for gradually changing faults such as memory leak although it
is still less accurate than FChain. We observe that NetMedic could not achieve high accuracy
during this set of experiments. After examining the logs, we found that the pinpointing errors
are caused by unseen states that make the system assign inaccurate impact values.® During the
fault injection, the faulty component and the other affected components often have a state that
is not present in the historical data. In contrast, we observe that FChain is not susceptible to
the problem of unseen values.

By employing predictability-based filtering and leveraging dependency information, FChain
effectively removes irrelevant change points caused by normal workload fluctuations. Thus,
FChain can achieve higher accuracy than the other change point based schemes such as Topol-
ogy, Dependency, and PAL. Since the dependency discovery scheme accurately identifies all

the dependencies in the RUBIS system, the Dependency scheme has the same accuracy as the

5NetMedic assigns a default high impact value (0.8) to an edge connecting to the abnormal component with
a previously unseen state.
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Figure 3.11: Fault localization accuracy comparison for the single-component faults for System

S.

Topology scheme in this case. Particularly, the Topology and the Dependency schemes have
very low accuracy for the MemHog and CpuHog faults. The reason is that we injected those
two faults at the database server that is the last tier in the RUBIS system. We observed the
“back-pressure” symptom mentioned in Section 3.2.3. The faulty database server causes its up-
stream component (the web server or the application server) to exhibit anomalous behaviors. If
we perform pinpointing based on the dependency or topology, we will mistakenly pinpoint the
upstream component of the culprit component as the faulty one. We injected the NetHog fault
in the web server that is the first tier in RUBIS. Thus, both Topology and Dependency perform
well since the back-pressure problem does not exist. In contrast, FChain is not sensitive to the
location of the faulty component, which can achieve high accuracy for all situations. Although
FChain also considers the dependency information, we observe that when a fault propagates
back to the upstream components, its impact becomes smaller. The abnormal change point
selection step can effectively filter out those change points.

Figure 3.11 shows the fault localization accuracy comparison results for the System S single
component faults. Similar to the RUBIS experiments, FChain consistently achieves the highest
precision and recall values for all the tested faults. The dependency discovery scheme fails to
detect any dependency relationship for System S due to the reason mentioned in Section 3.2.3.
Thus, the Dependency scheme pinpointed all the components that have outlier change points.
This is reason why the Dependency scheme has low precision for all the cases. The Topology
scheme does not perform well for the MemHog and the bottleneck faults because of the same
back-pressure problem mentioned in the RUBIS results. We also observe that all the schemes
have low precision for the bottleneck fault. The reason is that the fault propagates very quickly

due to high-throughput communication between stream processing components. Thus, it is
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Figure 3.12: Fault localization accuracy comparison for the multi-component faults in RUBIS.
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Figure 3.13: Fault localization accuracy comparison for the multi-component faults in System
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Figure 3.15: Online validation effectiveness for two challenging System S faults.

difficult to distinguish single-component faults from concurrent multi-component faults, which
explains why the precision is low. Luckily, we can use the online validation to quickly remove

those false alarms, which will be shown in Section 3.3.4.

3.3.3 Multi-Component Concurrent Fault Localization Results

We now evaluate FChain using multi-component concurrent faults. Figures 3.12, 3.13, and 3.14
show the pinpointing accuracy results for RUBIS, System S, and Hadoop, respectively.

We observe that FChain consistently achieves high precision and recall results in all the
tested cases except the concurrent CPUHog in System S. After examining the log file, we find
the diagnosis errors are mostly caused by the side-effect of smoothing. Although our previous
work [85] showed that smoothing helps to remove the random noise in the raw monitoring
data, smoothing in this case causes the time of the abnormal change point in the affected
normal component to become earlier than those of true culprit components. We need to perform
adaptive smoothing to address this problem, which is part of our on-going work.

Compared to RUBIS and System S, Hadoop is much more dynamic with highly fluctuating
system metrics. In this case, the simple change point detection schemes such as PAL have low
accuracy, especially for the CpuHog and DiskHog faults. In the Hadoop experiments, we inject
faults into all the map nodes that are the first components in the topology order. The “back-
pressure” problem does not exist in this case. This explains why Topology and Dependency
achieve high accuracy. NetMedic also achieves high precision and recall values in the MemLeak
and CPUHog faults. The reason is that the default high impact value for unseen states happen

to be correct. However, for the DiskHog fault, the default high impact value is incorrect, which

29



LBBug in RUBIS Concurrent DiskHog in Hadoop

10> oo 10 S
0.8 ; 0.8
S 0.6 | S 0.6
(7] | @
o | (&)
L 044 | ® 044
o ! o
0.2- 0.2-
0.0 . . . . 1} 0.0 . : : . d
00 02 04 06 08 1.0 00 02 04 06 08 1.0
Recall Recall

| —¥— FChain —>— Fixed-Filtering|

Figure 3.16: Fault localization accuracy comparison with the Fixed-Filtering scheme for LBBug
in RUBIS and DiskHog in Hadoop.

causes NetMedic to have low accuracy. In contrast, FChain can handle previously unseen values

and consistently achieve high accuracy.

3.3.4 Online Pinpointing Validation Results

We now evaluate our online validation scheme. We pick two most challenging faults where all
the schemes do not perform well. They are the Bottleneck fault and the concurrent CpuHog
fault in System S. Figure 3.15 shows the pinpointing accuracy results for different schemes. The
“FChain+VAL” denotes the FChain scheme with the online pinpointing validation activated.
Note that the results for the FChain scheme shown before are the results achieved by FChain
without the online validation. We observe that our online validation scheme can successfully
remove most false alarms for these two faults. FChain can quickly identify the true faulty com-
ponent(s) by properly scaling the right resource metric. However, our current online validation

scheme cannot help to improve the recall value, which is part of our on-going work.

3.3.5 Comparison with Fixed Filtering Schemes

We now compare FChain with the Fixed-Filtering scheme. Due to space limitations, we only
show a subset of our results. Figure 3.16 shows the accuracy of the Fixed-Filtering scheme for
a subset of faults in RUBIS and Hadoop. We observe that the Fixed-Filtering scheme is very
sensitive to the prediction error filtering threshold value. In contrast, FChain can automatically

infer the optimal (or near optimal) filtering threshold based on the burstiness in the metric
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Table 3.2: Precision (P) and Recall (R) values under different configurations of the key FChain
parameters.

FChain parameters|NetHog CPUHog Diskhog

RUBIS System S Hadoop
Look-back |100 P=1, R=1 [P=0.97, R=1 |P=0.56, R=0.63
window W 300 P=0.98, R=1{P=0.95, R=0.95|P=0.88, R=0.9
(sec) 500 P=0.98, R=1{P=0.92, R=0.95|P=0.88, R=0.92
Concurrency|2 P=1, R=1 |P=0.97, R=1 |P=0.88, R=0.92
threhold 5 P=1,R=1 |P=0.93, R=1 |P=0.88, R=0.88
(sec) 10 P=0.97, R=1/P=0.93, R=1 |P=0.83, R=0.88

Table 3.3: FChain overhead measurements.

System Modules CPU cost

VM monitoring (6 attributes) 1.0340.09 milliseconds
Normal fluctuation modeling (1000 samples) [22.9 £ 2 milliseconds
Abnormal change point selection (100 samples)|602.4 4+ 105.2 milliseconds
Integrated fault diagnosis 22 4+ 1 microseconds
Online validation (per-component) 30 + 1 seconds

values.

3.3.6 Sensitivity Study

We have conducted sensitivity study to evaluate the impact of key FChain system parameters to
its pinpointing accuracy. Due to space limitations, we only show a subset of our results in Table
3.2 with the optimal parameter settings highlighted in bold. Overall, we found that FChain is
not sensitive to different parameter values. We observe that FChain can achieve the optimal
performance using default setting (100 seconds look-back window, 2 seconds concurrency thresh-
old) for all the tested faults except one case that is the look-back window size for the DiskHog
fault in Hadoop. The reason has been described in Section 3.3.1. Generally, the look-back win-
dow should be long enough to capture the fault manifestation. We are currently investigating

an adaptive look-back window configuration scheme by examining the metric changing speed.

3.3.7 FChain System Overhead Measurements

We now evaluate the overhead of the FChain system. Table 3.3 lists the CPU cost of each
key module in FChain. We observe that most modules in FChain is light-weight. The most
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computation-intensive module is the abnormal change point selection component, which is
triggered only when a performance anomaly occurs. FChain also distributes the change point
computation load on different hosts and executes them in parallel to achieve scalability. The
online validation takes about 30 seconds for each component since we need some time to observe
scaling impact for deciding whether we have made a pinpointing error. However, the online
validation is only performed on those suspicious components pinpointed by the integrated fault
diagnosis module. The FChain daemon running inside the Domain 0 of each host imposes less

than 1% CPU load and consumes about 3MB memory during normal execution.

3.4 Summary

In this chapter, we have presented FChain, a robust black-box online fault localization sys-
tem for IaaS cloud computing infrastructures. FChain can quickly pinpoint faulty components
immediately after the performance anomaly is detected. FChain provides a novel predictability-
based abnormal change point selection scheme that can accurately identify the onset time of
the abnormal behaviors at different components processing dynamic workloads. FChain com-
bines both the abnormal change propagation knowledge and the inter-component dependency
information to achieve robust fault localization. FChain can further remove false alarms by
performing online validation. We have implemented FChain on top of the Xen platform and
conducted extensive experimental evaluation using IBM System S data stream processing sys-
tem, Hadoop, and RUBIS online auction benchmark. Our experimental results show that FChain
can achieve much higher accuracy (i.e., up to 90% higher precision and up to 20% higher recall)
than existing schemes. FChain is light-weight and non-intrusive, which makes it practical for

large-scale IaaS cloud computing infrastructures.
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Chapter 4

In-situ Online Service Failure Path
Inference in Production Computing

Infrastructures

4.1 Introduction

I are expected to be operational 24x7, recent production service out-

Although online services
ages [1,2] show great challenge to meet such an expectation. Unfortunately, when those online
services experience failures in a production computing environment, the software developer is
often given little information for debugging.

Particularly, we focus on non-crashing failures where the server does not crash but fails
to process some requests. Different from crash failures that often receive immediate attention,
those non-crashing failures often go unnoticed. We observe that those failures are common in
online services based on our experience with the virtual computing lab (VCL) [14] which is a
production cloud computing infrastructure. Users who experience frequent service failures will
be seriously discouraged to use the service again. Most production servers are well engineered
to avoid fatal crash failures and strive to capture all the request failures with error messages.
However, those error messages do not tell us why a service request has failed and can be
misleading sometimes [22,107].

To debug a production-run failure, software developers generally need to reproduce the
failure at the developer-site to understand what happened during the production run in order
to infer the root cause. Much effort has been devoted to explore the right balance between

recording overhead and debugging effectiveness, ranging from deterministic record-replay tech-

!The online services considered in this chapter refer to those request and response services such as a web
server or a virtual machine (VM) reservation service in an infrastructure-as-a-service cloud.
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niques [40, 54,55, 59] to partial record-replay [19,44]. However, production infrastructures are
often reluctant to adopt any intrusive system recording approaches due to deployment and
privacy concerns

In this chapter, we present Insight, a system that can infer the execution path of a failed
service request inside the production environment without any intrusive system recording. We
view Insight as a first-step failure inference tool for the developer to gain useful knowledge about
how a service request fails in the production computing environment. Insight can significantly
expedite the debugging process by narrowing down the scope of diagnosis from thousands of
functions to a few of them. Moreover, the failure paths reproduced by Insight can be fed into
a debugger (e.g., GDB) or a symbolic execution engine [30,32] for further analysis.

The key idea of Insight is to perform in-situ failure path inference inside the production
environment. The rationale behind our approach is that the production computing environ-
ment provides many useful clues for us to perform failure inference more efficiently than offline
approaches. Those clues include both environment data (e.g., input logs?, configuration files,
state of the faulty component, interaction with other production servers such as database query
results) and runtime outputs (e.g., console logs, system call traces). Our experiments show that
using environment data and runtime outputs can greatly reduce the failure path search scope
and provide important guidance for us to find the correct failure path.

When a request failure is detected, Insight dynamically creates a shadow component of
the faulty production server which produced the error message or was identified by an online
server component pinpointing tool [35,66,84]. We detect a request failure by intercepting error
messages or employing system anomaly detection tools [46,102]. Since the production server
is still alive during non-crashing failures, the shadow component can inherit the failure states
of the faulty production server. Moreover, the shadow component allows us to decouple failure
inference from the production operation. The production server can continue to process new
requests without worrying about losing important diagnostic information. Our current proto-
type implements dynamic shadow component creation by augmenting the live virtual machine
(VM) cloning technique [31,73,83]. Our scheme allows the shadow component to acquire envi-
ronment data and runtime outputs from the production environment while imposing minimum
disturbance to the production operation. To leverage the production environment, we allow the
shadow component to interact with the environment in terms of read operations (e.g., running
a select query on a database server). However, we filter out any update operations from the
shadow component to avoid significant disturbance to the production run.

Insight proposes a novel guided binary execution exploration scheme that can efficiently

2We observe that most production servers buffer a set of recent inputs. Although it might be impractical to
assume the input log access for offline diagnosis (e.g., the privacy concern), it is easy to acquire the input log
within the production computing environment.

34



leverage the production environment data and runtime outputs as guidance to search the failure
paths. We make careful design choices in our failure inference algorithm in order to meet the
following requirements: 1) binary-only since we cannot assume source code is available in the
production environment; 2) fast path search in order to leverage the “fresh” environment data
at the failure moment (i.e., the environment does not change much and the failure-triggering
inputs or similar inputs are still in the buffer of the recent input log.); 3) no intrusive recording;
and 4) support both interpreted and compiled programs.

Our guided binary execution exploration starts by replaying the last input in the input log
when a failure is detected. However, Insight does not require the exact failure-triggering input
to find the failure path since our binary execution exploration scheme can inherently handle
incorrect environment data (e.g., different inputs, outdated or missing query results). During
replay, we use the runtime outputs as guidance to stop searching along wrong paths, that is, if
the replay produces a mismatched output, we roll back the execution to the previous branch
point and flip the branch condition value (e.g., from true to false) to search a different path.
If no matched path is found using the current input, we replay the next input in the input log
and repeat the above process. We also support concurrent multi-path search to further shorten
the failure path search time. Multi-path search also allows Insight to find multiple candidate
failure paths that match the output of the production run.

We consider both console log messages and system call traces in the output matching. Most
production servers already record console logs. If the production program produces many console
log messages, our experiments show that Insight can rely on console log messages to produce
high fidelity failure paths. However, if the production program includes very few console log
messages, we propose to use system calls as hints to search paths between console logs. We
chose to match system calls because they often represent key operations and can be collected
using kernel-level tracing tools [13,49] with low overhead (< 1%).

We intentionally skip the constraint checking during the binary path search in order to
achieve fast failure path inference in the production computing environment. With the help of
environment data, we observe that Insight only needs to flip a small number of branches and
the chance of finding an infeasible path is small. To filter out infeasible paths in our final result,
we can apply constraint solver [39,77,93] to the candidate failure paths found by Insight, which
is much faster than applying constraint solver during the path search.

We make the following contributions:

e We propose to perform in-situ failure path inference using a dynamically created shadow

server inside the production computing environment.

e We present a guided binary execution exploration algorithm that can use available en-

vironment data (e.g., inputs, configuration files, states of interacting components) and
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runtime outputs (e.g., console logs, system calls) as guidance to quickly find the failure

path over binary code directly.

o We evaluate Insight using real system failures. Experiments show that in-situ failure path
inference is feasible. Insight can efficiently use the environment data and runtime outputs

when they are present to find high fidelity failure paths within minutes.

The rest of the chapter is organized as follows. Section 4.2 presents the design and implemen-
tation of Insight. Section 4.3 presents the experimental results. Finally, the chapter concludes

in Section 4.4.

4.2 System Design and Implementation

In this section, we describe the design and implementation details of the Insight system. We
first present the dynamic shadow server creation scheme. We then describe our guided binary

execution exploration algorithms.

4.2.1 Dynamic Shadow Server Creation

When a service request failure is detected, Insight dynamically creates a shadow component of
the production server on a separate physical host using live VM cloning [31,73]. Since Insight
targets non-crashing failures and performs immediate cloning, we assume that the state of the
shadow component is similar to the state of the production server when the failure occurs. We
found this assumption holds for all the server failures we tested in our experiments.

The current prototype of Insight uses a pre-copy live KVM VM cloning system [83]. However,
we can integrate Insight with other VM cloning techniques easily. Our live VM cloning scheme is
similar to previous VM /process migration systems [41,113], which consists of a pre-copy phase
where the dirty memory pages of the source VM are copied iteratively in multiple rounds without
stopping the source VM and a stop-and-copy phase where the source VM is paused temporarily
(e.g., millisecond level) for transferring the remaining dirty pages. AGILE also performs disk
cloning to make the new VM independent of the source VM. In IaaS clouds, the VM’s disk is
typically located on a networked storage device. Because a full disk image is typically large and
would take a long time to copy, Insight performs incremental disk cloning using the QEMU
Copy On Write (QCOW) image format. When we pause the source VM to perform the final
round of memory copy, we make the disk image of the source VM a read-only base image, and
build two incremental (copy-on-write) images for the source VM and the new VM. We can
associate the new incremental image with the source VM on-the-fly without restarting the VM
by redirecting the disk image driver at the hypervisor level. This is transparent to the guest OS
of the source VM.
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Figure 4.1: Our field study production server: VM reservation servers in the VCL cloud com-
puting infrastructure [14]. The user makes a VM reservation request via a web interface. The
request is stored in a database which is continuously polled by the reservation server. The
reservation server forks a new process for handling each VM reservation request. First, the
reservation server allocates a set of physical hosts for the user. If these hosts do not have the
VM images required by the user, the reservation server then loads requested images from an
image database. The reservation server then starts the ssh service and creates a user account
for the user.

Insight only requires a brief stop-and-copy phase (e.g., < 100 milliseconds [83]) where the
production component is paused temporarily for transferring any remaining dirty pages. During
the stop-and-copy phase, the production server just pauses its processing but can continue to
receive the user requests in its input buffer. For all the server systems we tested, Insight can
complete the whole shadow component creation process within tens of seconds.

After the cloning is done, we need to reconfigure the shadow server to prepare it for the
failure reproduction. Note that all the reconfigurations do not require any modification to the
server software. Because live VM cloning makes the shadow server inherit all the state from the
production server, which includes the IP address, the shadow server may immediately send out
network packets using the same IP address as the production server, causing duplicate network
packets and application errors. To avoid this, we first disconnect the network interface of the
shadow server, clear the network buffer, and then reconnect the network interface of the shadow
server with a new IP address.

To leverage the production environment for failure reproduction, we need to allow the

shadow server to interact with other servers in the production environment for retrieving needed
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information. Figure 4.1 shows our field study production server which is a VM reservation server
in an infrastructure-as-a-service cloud. The reservation server needs to interact with a MySQL
database server to search for available physical hosts, look up the VM image name, and up-
date the reservation state. Insight registers the shadow server with the database server using
event-driven application auto-configuration [83]. Other interactions can be enabled in a similar
way.

If the interaction requires the shadow server to read information from the environment
(e.g., query from a database), the interaction is allowed. However, if the interaction requires
the shadow server to update some information in the environment (e.g., write to a database),
the interaction will be filtered to avoid undesired disturbance to the production server. We use
an interaction filtering proxy to intercept outputs from the shadow server and drop selected
outputs based on the query type. The proxy runs outside the shadow server software but on
the same physical host with the shadow server. For example, our field study production server
is written in Perl. We implemented the interaction filtering proxy within the Perl interpreter.
We can also perform interaction recording on the shadow server to log important environment
data which will be helpful for developers to diagnose a failure caused by an environment issue.

Insight is resilient to false alarms by providing light-weight runtime failure path inference
and flexible cloning. If a false alarm is confirmed by the online anomaly detection tool before
the shadow server is started, we simply cancel the live VM cloning operation. If a false alarm is
confirmed after the shadow server is already started, we issue a delete command to the shadow
server and release all resources allocated to the shadow server. In our field study server system,
we use the critical error messages for detecting failures, which has few false positives [68]. We
can also combine the error message detection with other failure prediction tools [101] to further

reduce the false alarms.

4.2.2 Guided Binary Execution Exploration

Insight performs guided binary execution exploration in the shadow component to find the
failure path. The execution exploration engine intercepts conditional jump statements (e.g., JZ,
JNE, JE) in the binary code and explores different execution paths by manipulating the jump
conditions (true or false). We assume all the conditional statements including the switch
statements are translated into one or multiple conditional jump statements in the binary code.
For example, in C/C++ program, we can compile the code using the fno-jump-tables option
in gcc.

To start the execution exploration, we first replay the last input in the input log when
the failure is detected. We employ an input replay proxy to retrieve the input log from the

production server when the failure is detected. As mentioned in the Introduction, most pro-
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duction servers buffer recent inputs in an input log file. For example, a web server stores its
input (i.e., HTTP requests) in the access_log file. For VCL reservation server, the inputs
(i.e., VM reservation requests) are stored on a database server. Although our experiments show
that inputs play a crucial role in the failure path inference, Insight does not require the exact
failure-triggering input to find the failure path.

During the replay, we check whether the shadow component produces the same outputs (i.e.,
console log messages, system call sequences) as the failed service request. We will describe the
output matching scheme details in the next section. A replayed path can produce mismatched
outputs either because we did not replay the exact failure-triggering input or because some
environment data (e.g., database content) was changed during the shadow component creation.
We use an unmatched output as a hint to stop searching along a wrong path. Under those
circumstances, the execution is rolled back to the previous branch point and we flip the branch
condition to search a different path. If rolling back to the previous branch point still cannot
produce any matched failure path, we rollback to the branch point before the previous branch
point and so on. To avoid redundant search, we stop the rollback process when we see the
previous console log message again. If no matched path is found using the current input, we
replay the next input in the input log and repeat the above process. To support the above
mechanism, Insight performs process checkpointing at each branch point and each console log
output. We implement the process/thread checkpointing using fork.

Insight supports concurrent multi-path search to achieve fast failure reproduction. We imple-
ment the concurrent multi-path search by using a set of probing processes/threads called probes
to explore different execution paths simultaneously. When the probe encounters a conditional
jump statement, it forks a new child probe for exploring both the true and the false branches
concurrently. To avoid overloading the system with a large number of concurrent searches, we
set a concurrency quota C'QQ to limit the number of probes that can simultaneously run. When
the number of probes exceeds CQ, we make the parent probe wait and allow the child probe to
explore either the true or false branch. If the child probe produces an unmatched output, we
kill the child probe to discontinue the search along the wrong path and release one concurrency
quota. If the parent probe of the terminated child probe is waiting for the quota, the parent
probe will be signaled to continue its exploration. When a probe produces the next matched
output (i.e., console log message or system call), we stop the exploration and switch back to
concrete execution mode (i.e., continue the execution without forking).

If an explored path contains a loop, Insight forks a new child probe at the beginning of each
iteration by default. The parent probe will then exit the loop (i.e., the false branch) and allow
the child probe to continue to execute the next iteration of the loop (i.e., the true branch).
However, if the program does not produce any console log messages or system calls within the

loop, Insight will never get any hint on when to stop exploring the loop. To avoid unnecessary
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loop explorations, Insight performs loop detection by checking for repeated program counters
within one function. If no console log message or system call is produced within the loop, we
disable exploration for that loop branch statement (i.e., do not fork new child probe) and let
the loop exit naturally as its normal execution.

When a probe produces the same complete console log and system call sequences as the
failed request, Insight marks the execution path explored by the probe as one matched failure
path. Our approach can also find multiple matched failure paths simultaneously. The failure
path inference will be terminated after the target number of matched failure paths are found
or the search process times out. We also annotate each reproduced path with useful diagnostic
information such as which branch points were manipulated by our exploration process and what
the environment values were when the branch points were flipped by our system. Developers
can use this information to decide the fidelity of the reproduced paths and perform informed
value inferences.

Since Insight works on binaries directly, most Insight components can be applied to compiled
or interpreted programs written in different languages without any modification. The only
program-specific parts are how to intercept branch statements and change branch conditions.
Insight currently supports Perl and C/C++ programs. For Perl programs, we modified the Perl
interpreter to intercept the conditional jump statement. The jump condition value is stored in
the interpreter’s execution stack. We modify the jump condition value by changing the execution
stack value. For C/C++ programs, Insight uses the Pin tool [75] to intercept the conditional
jump statements and modify the jump conditions by changing the appropriate flags (i.e., jump
flag, carry flag, overflow flag, and parity flag) in the EFLAGS register. Note that the above
system modification and instrumentation are only applied to the shadow server during the
execution exploration time. Insight does not perform any modification or instrumentation to

the production server.

4.2.3 Runtime Output Matching

Insight uses runtime outputs as hints to check whether it explores a correct or incorrect path.
We chose to match two different types of runtime outputs: console log messages [106,109] and
system calls for the following reasons. Production systems often produce console log messages
for debugging production-run failures [106,109]. In today’s practice, console logs often provide
the sole information source for diagnosing production run failures. Since console log messages
are inserted by software developers for recording operations considered to be important, they
are often able to provide useful clues about key program execution states. However, we also
observe some systems (e.g., open source software) contain a limited number of log messages.

Under those circumstances, we propose to match system call traces because system calls can be
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easily collected using kernel-level tracing tools with negligible overhead (< 1% CPU load) and
system calls often denote the key operations in the program. Different from user-level tracing
tools such as ptrace [9], kernel-level tracing tools impose little overhead by avoiding context
switches. We use SystemTap [13] in our current prototype.

During binary execution exploration, we continuously match the console log messages and
system call sequences produced by the explored execution path with those from the failed
production-run request. For console log matching, we adopt the same strategy as previous
work [106, 109] by only considering the static text parts called message templates since the
variable parts (e.g., timestamp, variable values) typically differs over different runs. Those
message templates can be easily extracted from the source code and provided to Insight by
software developers. Alternatively, we can extract the message templates directly from log
files [104], which is however orthogonal to our work. We can also leverage parameter run-time
values in the console log messages to extract more hints about the failure. We might be able to
increase the failure path accuracy using those parameter values by incorporating Insight with
taint analysis techniques. However, doing so will probably increase the runtime overhead. Our
current results show that Insight can still successfully infer the failure paths without using those
parameter values.

If the console log is too sparse, Insight still faces the challenge of large exploration scope.
Thus, we use system calls as hints to guide our path search between any two consecutive console
log messages Ly and Lo. We observe that each console log message is written into the console log
file using a sequence of sys_write system calls. The system call sequence S in-between those two
groups of sys_write calls are marked as the system call sequence between L; and Ls. We use
readlink and file descriptor contained in each sys_write to identify whether it writes into the
console log file. When we perform failure path search between Ly and Lo, we match the system
call sequence S. We currently only consider system call types when we perform matching. We
could also consider system call arguments or return values, which, however, might increase the
system call tracing and matching overhead significantly.

When a mismatched system call is encountered, we roll back the exploration to the previous
branch point and flip the branch condition to execute a different path. During our experiments,
we observe that requiring an exact match sometimes prevents us from finding any matched
path. The reason is that the same function call such as malloc might invoke slightly different
numbers of system calls (e.g., mmap) depending on the application’s heap usage. During those
circumstances, we allow k& mismatches (measured by string edit distance) to occur during system
call sequence matching. We start from k& = 0 and gradually increase k until we either find a
matched path or our search times out. During our experiments, we find k£ needs to be no more
than 2.
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4.3 System Evaluation

In this section, we present the experimental evaluation for the Insight system. We first present

our evaluation methodology followed by our experimental results.

4.3.1 Evaluation Methodology

Case study systems. We first test Insight using the virtual computing lab (VCL) [14] which
is a production cloud computing infrastructure. VCL has been in production use for 9 years
and has over 8000 daily users. Figure 4.1 shows the architecture of VCL. The key control part
in VCL is the cluster of reservation servers which are written in about 145K lines of Perl code.
The database server is configured to allow access from hosts in the same subnet, thus allowing
the access from the shadow component. In our experiments, we deploy the Insight system on
all the reservation servers and perform the in-situ failure path inference over the reservation
servers which produce the reservation failure messages.

We also test Insight with several real software bugs in a set of open source softwares (Apache,
Squid, Lighttpd, PBZIP2, aget, and GNU Coreutils).

Case study failures. We evaluated Insight using a set of real failures listed in Table 4.1. We
also report the number of function calls and branch points contained in each failure execution
path along with the root cause function of each failure. Each failure contains one error message.
In our experiments, we detect failures by intercepting error messages: console log messages
containing critical or fatal keyword or are written into stderr.

Evaluation metrics. We first evaluate whether the reproduced failure execution path is
useful for debugging by checking whether the reproduced execution shows the same failure
symptom (i.e., throwing out the same error messages), covers the root cause functions and
branch statements. We then evaluate the precision and efficiency of Insight using the following
metrics:

1) Call path difference denotes the deviation of the call path discovered by Insight from the
original call path of the failed production run. The call path consists of a sequence of invoked
functions during the execution. We used the string edit distance to measure the deviation
between two compared call paths. We instrumented all the tested programs to record the
original call path of the failed production run. Generally, the call path difference reflects how
close the reproduced execution is to the original execution.

2) Normalized branch difference. We use the branch difference to denote the deviation at
the branch level between the path reproduced by Insight and the original failure path. We also
use the string edit distance to measure the branch difference between two execution paths. To
perform comparison between different application failures, we normalize the branch difference

of each failure using its maximum string edit distance between the reproduced path and the
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Table 4.1:

message produced during the failure run.

Real system failures used in our experiments. All the failures have one error log

System [System Failure path |[Num. . o Root cause
ane descrip- LOC leﬁgth of con- | Failure description function
tion Num. off Num.|sole
func- of|log
tions |branchegmsgs
VCL VM reserva-| 145K 112 378 132|Overlapping reservation failure:|computer_-
(v2.2.1) [tion server User tries to request the same VM| not
reservation twice. _being_used
VCL VM reserva-| 145K 299 1331 290 | Network failure: The management | _ssh_status
(v2.2.1) [tion server node fails to create the VM reserva-
tion on a physical host due to the
network failure on the host.
VCL VM reserva- | 145K 298 1328 409| Authentication failure. The man-|run_ssh
(v2.2.1) [tion server agement node is unable to login into|_command
the reservation host due to a missing
public key.
VCL VM reserva- | 145K 147 601 178 | Image corruption failure. The VM |load
(v2.2.1) [tion server image file corresponding to the user
request is corrupted and cannot be
copied.
Apache |Web server |176K 176 21212 1| Authentication failure. Apache re-| groups_for _-
(httpd- jects a valid request due to incorrect|user
2.0.55) file name setting for AuthGroupFile
option (#37566).
Apache |Web server |209K 164 4983 1| CGI failure. Apache does not handle| ap_scan
(httpd- a malformed header generated by CGI |_script
2.2.0) script correctly (#36090). _header_err
_core
Squid Web  cache|110K 588 19679 195|Non-crashing stop failure. Squid|aclParseAcl
(v2.6) |and proxy is not able to handle a long value of| List
server “ACL name” option (#1702).
Lighttpd| Web server | 38K 730 4308 3|Proxy failure. Lighttpd could not|mod_prozy _-
(v1.4.15) find the back-end server when config-| check _exten-
ured as a reverse proxy for 1 back-|sion
end server with round-robin policy
(#516).
PBZIP2 | Multithreaded3.9K 41 58 14|Decompression failure. The pro-|decompress
(v1.4.15)|data gram fails to decompress files with|ErrCheck
compression trailing garbage (#886625). Single
aget Multithreadedl.5K 2 8 1|Download failure. The program |hitp_get
(v0.4.1) |download fails to download a file when setting
accelerator the number of threads bigger than
the maximum concurrent connection
allowed in the server holding the file.
rmdir GNU 0.2K 2 24 2|Option failure. The program does|remove _par-
(v4.5.1) |coreutils not handle trailing slashes with the “-|ents
p”.
In GNU 0.6K 1 47 1|Option failure. The program does|do_link
(v4.5.1) |coreutils not handle “target-directory” cor-
rectly.
touch GNU 0.5K 1 7 1|Time failure. The program rejects a|main
(v7.6) |coreutils valid input with the leap second.
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Table 4.2: Summary of Insight failure path inference accuracy results.

Failure name |Environment setting Call path Branch Cover root Cover root
difference difference cause cause
functions branches
VCL Complete environment data 0 0 Yes Yes
overlapping Partial environment data 0 0 Yes Yes
reservation No environment data 0 0 Yes Yes
failure Complete environment data 0 0 Yes Yes
VQL network Partial environment data 0 3.4% Yes Yes
failure No environment data Failed Failed N/A N/A
VCL Complete environment data 0 0 Yes Yes
Authentication |Partial environment data 0 2.7% Yes Yes
failure No environment data Failed Failed N/A N/A
VCL Image | Complete environment data 0 0 Yes Yes
corruption Partial environment data 0 3.1% Yes Yes
failure No environment data Failed Failed N/A N/A
Apache Original input 0 0 Yes Yes
authentication |Same input type + console log 17 66% Yes Yes
failure Same input type + console log + 11 61.5% Yes Yes
system call
Original input 0 0 Yes Yes
Apache CGI San%e inputp type + console log 140 41.8% Yes Yes
failure Same input type + console log + 9 14.8% Yes Yes
system call
Original input 0 0 Yes Yes
Squid failure Same input type + console log 0 0.0001% Yes Yes
Same input type + console log + 0 0.0001% Yes Yes
system call
. Original input 0 0 Yes Yes
Ll‘ghttpd Same input type + console log 0 0.8% Yes Yes
failure Same input type + console log + 0 0.8% Yes Yes
system call
Original input 0 0 Yes Yes
PBZIP2 failure |Same input type 4 console log 1 4.4% Yes Yes
Same input type + console log + 0 1.3% Yes Yes
system call
Original input 0 0 Yes Yes
aget failure Same input type + console log 0 0 Yes Yes
Same input type + console log + 0 0 Yes Yes
system call
Original input 0 0 Yes Yes
rmdir failure Same input type + console log 0 17.5% Yes Yes
Same input type + console log + 0 5.3% Yes Yes
system call
Original input 0 0 Yes Yes
In failure Same input type + console log 0 25.3% Yes Yes
Same input type + console log + 0 9.1% Yes Yes
system call
Original input 0 0 Yes Yes
touch failure Same input type + console log 0 53.5% Yes Yes
Same input type + console log + 0 0 Yes Yes
system call
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original path (i.e., no overlapping at all).

Generally, the call path difference and the branch difference reflect how close the reproduced
execution is to the original execution. The branch difference is a more fine-grained comparison
than the call path difference.

3) Percentages of flipped branches denotes the percentage of the branches whose conditions
are manipulated by Insight due to incomplete environment information or different input.

4) Exploration time defines the time taken by Insight to discover the target number of the
matched failure paths.

5) Number of explored paths defines the number of paths that Insight traverses before dis-
covering the failure execution paths.

6) Performance impact and overhead. We evaluate the runtime performance impact of In-
sight to the production system by comparing the per-request processing time between with
and without the Insight system. We also report the overhead of the Insight system in terms of
additional resource consumptions.

Impact of environment data. To understand the impact of the environment information
on the accuracy of our in-situ failure path inference, we compare the failure inference accuracy
results under three different environment contexts in the VCL system: 1) complete environment
data where all the query results from the database are assumed to be the same during the
whole failure path inference process; 2) partial environment data where all the database entries
that are related to the failed reservation request are deleted to emulate the case when the
failure inference is triggered after the reservation server clears up the failed requests. However,
the shadow server can still access some general database information such as “computer load
state” and “OS type” needed by the failure path finding; and 3) no environment data where
all the query results from the database are unavailable. This emulates the case of offline failure
reproduction.

Since all the C/C++ program failures are produced under stand-alone mode, we could not
evaluate the impact of the environment data on the open source systems. Instead, we focus on
evaluating the impact of input on the in-situ failure inference. We also evaluate the effectiveness
of using system call sequences in the systems where console log messages are sparse.

Impact of input. We evaluate the impact of the input by performing failure reproduction
using the original failure triggering input or using a different input that does not trigger the
failure but is of the same type as the original input.

We define the same type of input for different open source systems as follows: 1) Apache
authentication failure: the same type of input is a http request to access a webpage with a
correct AuthGroupFile setting; 2) Apache CGI failure: the same type of input is a http request
to execute a normal CGI script; 3) Squid failure: we use a default configuration file with a

normal “ACL name”; 4) Lighttpd failure: we use a http request using a reverse proxy with two
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back-end servers instead of one back-end server that makes the system fail; 5) PBZIP2 failure:
we use a compressed file with no trailing garbage; 6) aget failure: we use a request that does not
have restriction on the maximum concurrent connection; 7) rmdir failure: we use a command
without the “-p” option; 8) In failure: we use a command without the “target-directory” option;
and 9) touch failure: we use an input that does not have a leap second.

Since the inputs (i.e., reservation requests) in the VCL system are stored in the database,
they are considered as part of the environment data.

We conducted all the experiments on a computer cluster in our lab. Each cluster node is
equipped with a quad-core Xeon 2.53GHz CPU, 8GB memory, and is connected to Gigabit
network. Each host runs CentOS 6.2 64-bit with KVM 0.1.2. The guest VMs run CentOS 6.2
32-bit and are configured with one virtual CPU and 2GB memory. We repeated each experiment
five times and report the mean and standard deviation values. In all experiments, we set the

concurrency quota C'QQ=20.

4.3.2 Results and Analysis

Failure path accuracy result summary. Table 4.2 summarizes the accuracy of the failure
paths reproduced by Insight for different failures. We observe that the environment data in VCL
allows Insight to find the exact failure paths for all the VCL failures. With partial environment
data, Insight can still achieve high accuracy with 0 call path difference and small (< 5%)
branch difference. However, when we remove all the environment data, emulating the offline
failure reproduction situation, we cannot find any matched path for three out of four VCL
failures after searching for several hours. This indicates that environment data plays a crucial
role in timely failure path finding because they can greatly reduce the search scope for the
binary execution exploration.

For the open source software systems, we observe that with the original failure-triggering
inputs, Insight can always reproduce the exact failure path for each failure. When given the
same type of input (see Section 4.3.1 for the definition of the same input type), Insight can
still reproduce high fidelity failure paths with 0 call path difference and small (< 10%) branch
difference for most failure cases. The only exceptions are those failures that include only 1 error
message without any other console log messages. This is expected as Insight has too few runtime
outputs to guide the exploration. However, we observe that system call sequences can greatly
help improve the failure path inference accuracy for the failure cases where sparse console logs
are present. The branch difference reduction can be up to 100% (i.e., the branch difference of
the touch time failure is reduced from 53.5% to 0).

We then validate whether the failure paths reproduced by Insight cover the root cause
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Figure 4.2: Percentage of flipped branches for VCL failures.

functions and branches by manually analyzing the source code. We observe that the failure
paths found by Insight always cover the root cause functions and branches. Another interesting
observation we observe is that the root cause branch points often do not appear right before
the error message is produced, but reside in the middle of the execution path. For example, in
the VCL overlapping reservation failure case, the error message “Reservation failed on vmsk1:
process failed because computer is not available” does not provide the correct clue that the
reservation failure is caused by an overlapping reservation not by the machine is not available.
However, the failure path found by Insight covers the root cause branch where pgrep returns a
process matching the request ID, indicating the same reservation has been made on the machine.
For the Lighttpd failure, the reproduced path shows that the failure is caused by the back-end
server lookup operation returning empty when the round-robin policy is employed and there
is only one back-end server. The buggy code segment does not appear right before the error
message.

We also examined how VM cloning helps Insight to find the failure paths. For example, the
shadow component of the VCL reservation server inherits the configuration files that specify
the supporting VM types (e.g., xCat, KVM), VM image locations, and public keys. Without
those configuration parameters, it is extremely difficult to perform any replay. Similarly, the
configuration file of Squid defines the permissions associated with the “ACL” name which are
needed by the failure reproduction. In Lighttpd, code modules such as mod_proxy and back-end
servers are specified in the configuration file. Additionally, VM cloning also ensures the same
third-party libraries are installed on the shadow component.

Detailed VCL failure reproduction results. We now present the detailed failure re-
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Figure 4.3: Total failure reproduction time (i.e., the shadow component creation time + failure
path search time) for reproducing VCL failures.

production results for all the VCL failures. Table 4.2 shows the branch difference for different
VCL failures. As mentioned in the accuracy result summary, Insight can find a failure path
with little branch difference compared to the original failure path when in-situ failure inference
is performed.

Figure 4.2 shows the percentage of branch points that are flipped by our binary execution
exploration engine during path finding. We observe that Insight only flips a small number of
branches when part of the environment data is not available.

Figure 4.3 shows the failure reproduction time for the VCL failures. The reproduction time
includes the time for Insight to create the shadow component and the time taken to search
the failure path. We observe that Insight can reproduce the failure path within a few minutes.
It took Insight about 30 seconds to create the shadow component using live VM cloning. We
also observe that the environment data has an impact on the failure reproduction time. When
complete environment data is available, Insight can quickly reproduce the failure path within
tens of seconds. When part of the environment data is missing, the reproduction time is longer,
taking up to 250 seconds to complete. As mentioned before, when no environment data is
available, Insight cannot find any matched failure paths after searching for several hours.

Detailed open source software failure reproduction results. We now present the
results for the open source software bugs. Table 4.2 shows the normalized branch difference for
the open source system failures. Figure 4.4 shows the failure reproduction time. We observe
that with the original inputs, Insight can always reproduce the exact failure paths within tens
of seconds including the shadow component creation time.

Given the same types of inputs, Insight can still reproduce the failure paths for Squid,
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Figure 4.4: Failure reproduction time results for open source software bugs.

PBZIP2, aget, and all the Coreutils failures within several minutes. However, Insight cannot re-
produce the Apache authentication failure, the Apache CGI failure, and Lighttpd failure within
a short period of time (< 1 hour) which is a requirement for our in-situ failure reproduction.
The reason is that those open source systems produce zero or very few (i.e., 3) console log mes-
sages except the error message during their failure executions. With such little guidance, Insight
is faced with a large path search scope. Under those circumstances, Insight uses a code selec-
tor in a similar way as S2FE [39] to limit the path exploration within a specified target code
module. For the Apache authentication failure, the target code module is the authentication
module. For the Apache CGI failure, the target code module is the CGI component that han-
dles CGI scripts. For Lighttpd, mod_proxy is the target code module. After limiting the path
exploration scope, Insight is able to find the failure paths within tens of seconds.

We observe that system call sequences can greatly reduce the branch difference for those
failures with few console logs. We also notice that the branch difference in the Apache authenti-
cation failure is significantly larger than the other failure cases when the original input is absent.
The reason is that the program includes a large loop that includes many branch points but does
not generate any console log message or system call. Because of the input difference, Insight ex-
ecutes the loop with a different number of iterations from the original failure execution, which
causes the high branch difference.

Generally, we observe a higher branch differences in the open source failures than those in
the VCL failures. This is expected as the open source software systems have less environment
data to leverage under the stand alone mode and contain fewer console logs than the VCL

system. Insight can definitely benefit from a rich set of environment data and a system with
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Figure 4.5: Number of explored paths for reproducing different open source software bugs.

Table 4.3: Performance impact of the Insight system. Request rate in VCL: 120 VM reservation
requests per minute. Request rate in Apache: 50 HTTP requests per second.

System With system call tracing With shadow component
VCL N/A < 0.3%
Apache < 1% < 0.2%

a good number of console logs. Based on our observation and feedback from our industry
partners, we believe most production systems do contain abundant console logs as they are the
sole information source for the software developer to diagnose production failures.

Figure 4.5 shows the number of explored paths during our in-situ failure inference for the
open source systems. With the original input, Insight can infer all the failures by exploring only
one path. However, without the original input, Insight needs to explore up to 11018 paths to
find the matched failure path. We observe that using system call sequences may help Insight
to narrow down the search space quickly in In failure. However, it may also cause Insight to
search more number of paths to find those which are more similar to the failure path.

We also wish to compare Insight with existing static analysis and symbolic execution
approaches. Unfortunately, none of them can support the Perl program that forms the main
part of the VCL production cloud management service. For open source software systems, we
found that Insight can achieve much faster failure reproduction. For example, static analysis

techniques need up to 28 minutes to analyze an Apache failure [109]. Symbolic execution requires
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Table 4.4: Shadow creation overhead of the Insight system.

System Shadow creation time Stop-and-copy time
VCL 26.7 & 2.3 s 49.6 + 15.9 ms
Apache 23+ 1.3 s 38.6 £ 6.5 ms

Table 4.5: Logging overhead of the Insight system.

System Console log Input log| Interaction log| System call log
VCL 0.49 £ 0.01 GB| 0.13 £ 0.01 GB| 0.86 + 0.01 GB N/A
Apache 0.3 £ 0.01 MB 19.6 +£ 0.1 MB N/A| 11.9 £ 0.01 MB

up to 6 hours to explore a program with 1.3 KLOC [39]. This is expected as Insight can leverage
many environment data and runtime outputs to greatly reduce the path search scope.
Insight system overhead. Table 4.3, Table 4.4, and Table 4.5 show the performance
and resource overhead of the Insight system for the VCL reservation server and the Apache
server. The results for other open source servers are omitted as they are similar to the Apache
results. Insight does not require any system instrumentation during the production run except
the system call tracing. We observe that the system call tracing imposes < 1% performance
impact and <1.5% CPU load to the production server. The performance impact is measured by
comparing the per-request processing time when running systems without system call tracing
and with system call tracing. We also measure the performance impact for the production
operation when the production server runs concurrently with the shadow server. Again, we
observe very little performance impact. We also study the logging overhead incurred by Insight.
We can see the logging overhead is small compared to the capacity of modern storage systems.
Finally, we measured the shadow component creation time and stop-and-copy time for different
servers. The results show that we can finish the live VM cloning and shadow server configuration
within 30 seconds. During the shadow server creation, we only need to pause the production

server for less than 100 milliseconds.

4.4 Summary

We have presented Insight, an in-situ failure path inference system for online services running
inside the production computing environment. Insight uses a shadow component to achieve
efficient onsite failure inference while imposing minimum interference to the production service.

Insight employs a guided binary execution exploration process to achieve accurate failure path
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inference by exploiting the production-site environment data and two different types of runtime
outputs (i.e., console logs, system calls).

Our initial prototype implementation shows that Insight is both feasible and efficient. We
tested Insight using real request failures collected on a production cloud computing infrastruc-
ture and a set of real software bugs in open source software systems. Our experiments show that
Insight can efficiently use the environment data and runtime outputs to find the failure paths
with high fidelity (i.e., little difference from the original failure path) within a few minutes.

Insight is lightweight and unobtrusive, imposing negligible overhead to the production service.
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Chapter 5

Replay Debugging for Production

Failures

5.1 Introduction

Production systems require high reliability and availability. Unfortunately, it is a great challenge
to release a bug-free application due to the size and complexity of the modern software. Despite
extensive software testing and analysis, many failures still occur during the production run.
To diagnose a production-run failure, software developers generally need to replay the failure
at their site and use interactive debugging tools (e.g., GDB) to understand what happened
during the production run. Unfortunately, offline production-run failure replay remains chal-
lenging. Much effort has been conducted to minimize recording overhead while maintaining
debug determinism [110] in which the replay exhibits the same failure symptom and includes
the same root cause. Researchers have proposed different techniques, ranging from complete
execution recording [54, 59, 62, 91] to partial record-replay [19, 38, 63, 64, 87,97, 111, 112], to
achieve debug determinism. However, production infrastructures are often reluctant to adopt
these approaches due to the recording overhead, deployment complexity, and privacy concerns.
In the previous chapter, we have presented Insight, an in-situ system that is able to infer
the failure path of a failed production run immediately after the failure is detected without
requiring any intrusive system recording. Although Insight can infer high fidelity failure paths,
providing valuable information for understanding the problem, it does not offer any explicit
support for replaying the failure at the developer’s site. Moreover, Insight intentionally skips
constraint checking during the failure path inference in order to achieve fast path search. Thus,
it would be invalid if Insight mistakenly flips a branch in which its branch condition is already
determined (e.g., assigning a true value for the branch “if(x > 5)” where the variable z already

has a value of 5). As a result, the failure path discovered by Insight may be infeasible, creating
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Figure 5.1: A high-level overview of RDE.

difficulty for developers to examine the failure. Furthermore, the original input that triggers the
failure is generally not provided to developers because it may contain sensitive user data [34].
Therefore, debugging production-run failures remains challenging, leading to long diagnosis
time. To address this problem, we provide offline replay debugging support for developers,
allowing them to replay production-run failures in their favorite debuggers.

In this chapter, we introduce a system called RDE (Replay DEbugging for production-run
failures) that can synthesize the failure-triggering input, interaction results with the external
environment, and the complete, feasible failure path of a given failed production run. These
synthesized data can be fed into debuggers for further analysis. Although the synthesized data
RDE generates may not be the exactly same as those of the original failure run, RDE aims
at providing debug determinism. This is based on the observation that in order to diagnose a
given software bug, it is not necessary to replay the exactly same failed execution that occurs
during the production run.

Figure 5.1 shows an overview of our RDE system. RDE first takes the failure path discovered
by Insight as the input plus the source code of the application. It then synthesizes the failure-
triggering input, interaction results with the external environment, and the complete, feasible
execution path that causes the reported failure.

To synthesize the input and interaction results, RDE executes the program symbolically
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along the failure path discovered by Insight. Symbolic execution [32,39,60] is a program anal-
ysis technique that executes program symbolically, using symbolic rather than concrete input
and interaction results. During the execution, symbolic execution engine collects predicates in
branch statements along the executed path to encode the constraints that the symbolic input
and interaction results need to satisfy in order to reach a certain program point. Symbolic
execution has been used extensively for dynamic test generation [33,57] in which programs are
systematically executed to explore all feasible execution paths while detecting various types of
errors using run-time checking tools.

By performing symbolic execution along the failure path, RDE collects a set of path con-
straints that the symbolic input and interaction results must satisfy in order to cause the
program to follow the path. RDE then uses a Satisfiability Modulo Theories (SMT) solver [45,52]
to solve the path constraints and infer concrete values for the input and interaction results. In the
remainder of the chapter, we discuss how RDE synthesizes the input. Synthesizing interaction
results is done in a similar way, by making interaction results symbolic before performing
symbolic execution.

As we mentioned before, the failure path discovered by Insight, denoted by Insight path,
may be infeasible. Under those circumstances, there will be no solution that satisfies the path
constraints. In order to solve this problem, we propose to find a feasible execution path that is
similar to the Insight path. The rationale behind this is that although the Insight path may be
infeasible, most branches in the path are the same as those in the original failure path. RDE
proposes a novel guided symbolic execution exploration scheme that can efficiently leverage the
Insight path as guidance to find a similar, feasible execution path.

Our guided symbolic execution exploration first annotates branches in the Insight path to
identify through which branches the failure execution must go. During the symbolic execution,
RDE uses those branches as anchor points to guide the exploration. In addition, instead of
exploring those branches (i.e., following both paths corresponding to the ¢rue and false branch
condition values), RDE uses their condition values recorded in the Insight path to prune out
the irrelevant path, thus reducing the search space. Furthermore, path constraints are checked
at each branch to ensure the feasibility of the path.

Once the symbolic execution is done, RDE uses the SMT solver to generate a solution
that satisfies the path constraints and extracts a corresponding concrete value for the failure-
triggering input. Software developers can then use the synthesized input to replay the failure in
a debugger and perform interactive debugging in a normal way such as repeating the execution,
placing breakpoints, examining runtime stack, and checking variables to identify the root cause.

We have implemented a prototype of the RDE system and evaluated it using a set of
real failures found in online bug repositories. The results show that we can generate failure-

triggering inputs that allow software developers to replay production-run failures at their site.
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Additionally, the generated input causes the program to exhibit the same failure symptom
(i.e., producing the same sequence of console log messages) and reveal the root cause of the
production-run failure.

We make the following contributions:

e We propose to perform failure reproduction at the developer’s site using the information

collected from the in-situ failure path inference.

e We present a guided symbolic execution exploration scheme that can leverage the inferred
failure path to synthesize the failure-triggering input, interaction results with the external

environment, and the complete, feasible execution path of the production-run failure.

e We evaluate RDE using a set of real failures and show that RDE can be effectively used

for debugging real-world production failures.

The rest of the chapter is organized as follows. Section 5.2 presents the design of our RDE
system. Section 5.3 describes the implementation of RDE. Section 5.4 presents our experimental

results. Finally, the chapter concludes in Section 5.5.

5.2 System Design

In this section, we first present our input synthesis scheme. We then describe how we handle
the infeasible failure path problem. Finally, we describe how developers would use our RDE

framework for debugging production-run failures.

5.2.1 Input synthesis using symbolic execution

The goal of RDE is to be able to reproduce production-run failures at the developer’s site
using the information collected by the in-situ failure path inference. When a failure is detected
in the production system, Insight dynamically creates a shadow component of the production
server and performs failure path inference on the shadow component. The inferred failure path
discovered by Insight is an ordered list of branch points associated with their condition values.
Insight then sends the discovered failure path to RDE for failure reproduction.

When the Insight path is received, RDE performs symbolic execution along the Insight
path to compute path constraints. Path constraints are constraints on the input of the failed
execution such that any input that satisfies the path constraints will lead the program to follow
the same execution to the failure point. We collect path constraints from the point where the
input is first received by the program to the point where the failure is detected (i.e. error
message is produced). These constraints are then fed into an SMT solver [45,52] to compute a

solution and then extract concrete values for the input.
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To compute path constraints, the symbolic execution engine first makes the input of the
program symbolic. It then executes the program along the Insight path while keeping track
of instructions on symbolic operands. Instructions are executed symbolically if at least one
of their operands is symbolic. Moreover, when the symbolic execution engine encounters a
branch instruction in which the branch condition depends on at least one symbolic variable (i.e.,
symbolic branch), it adds a new path constraint that the input has to satisfy in order to make
the program follow the path. Symbolic execution engine also generates path constraints when
executing indirect calls or jumps if their target operands are symbolic. Similarly, constraints are
also generated when load and store instructions are executed on symbolic address operands.

Symbolic execution maintains symbolic states when executing the program. Each symbolic
state consists of a register file, stack, heap, program counter, and path constraints on the
input that cause the execution to reach a given point in the program. RDE performs symbolic
execution along the Insight path and uses recorded values to determine the branch condition
at each branch instruction. However, as we mentioned before, Insight does not record branches
belonging to external libraries (e.g. libc) to avoid mismatch between the execution environment
of the production site and that of the developer’s site (e.g., libc vs. ulibc). Thus, for symbolic
branches in external libraries, RDE forks two symbolic states to follow both branch directions.

RDE finishes executing the program when there is at least one symbolic state reaching the
end of the Insight path. Once the symbolic state reaches the end of the Insight path, its path
constraints contain all the predicates that the input must satisfy. RDE then uses the SMT
solver to solve the path constraints and extract an appropriate value for the input. The current
prototype of RDE uses STP solver [52].

Insight may produce an infeasible path due to missing information during the in-situ failure
path inference. As a result, the STP solver would not find any possible solution that satisfies
path constraints if we follow the Insight path strictly. In order to solve this problem, we propose
to find a feasible path that is similar to the Insight path. We explain how we handle the infeasible

failure path issue in Section 5.2.2.

5.2.2 Infeasible path handling

Branch annotation. Upon RDE detects that the Insight path is infeasible (i.e., the SMT
solver cannot find any solution that satisfies the path constraints), RDE stops following the
Insight path strictly. Instead, RDE uses the Insight path as guidance to find a similar, but
feasible execution path. To do so, RDE first annotates branches in the Insight path to identify
through which branches the failure execution must go and through which branches the failure
execution may not need to go. It then uses those annotated branches to perform guided symbolic

execution exploration. Our idea is that although the Insight path is infeasible, it is still similar
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Figure 5.2: Annotated branches in the path discovered by Insight.

to the original failure path as we showed in Chapter 4. Thus, we could find a similar and feasible
execution path by relaxing the constraint.

During the failure path inference, Insight operates on two modes, concrete mode and
exploration mode, depending on whether the environment data is changed or unchanged after
the failure occurs (see Chapter 4 for more details). Given this information, branch points are
annotated with either concrete or explored. Figure 5.2 illustrates this idea.

A concrete branch indicates that the environment data which influences its branch condition
is unchanged, thus Insight does not need to explore it. An explored branch indicates that the
environment is changed and Insight has to explore the branch to find the path. Insight may
not infer correct branch condition values for explored branches because Insight skips constraint
checking. Therefore, we mark concrete branches as non-flippable and explored branches as
flippable. During the symbolic execution, RDE uses recorded values for non-flippable branches
to determine their branch conditions. For flippable branches, RDE does not follow them strictly.
Instead, RDE performs normal symbolic execution by forking two symbolic states corresponding
to two possible branch condition values.

We also rely on console log messages to determine whether a branch is flippable. Production
systems often produce console log messages for debugging production-run failures. Since console
log messages are inserted by software developers for recording operations considered to be

important, they are often able to provide useful clues about program execution. Thus, we mark
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Algorithm 1 Guided Execution Exploration

1: procedure ExecuteBranch
2: Input:
3 currentStateSet: set of current symbolic states
4 curState: state being executed
5: br: branch being executed
6 maxBranchIndex: global variable to maintain maximum branch index
7: begin
8 if br is a next non-flippable branch in the Insight path then
9 curState.cur BranchIndex = index of br in the Insight path
10: if curState.cur BranchIndex > maxBranchIndex then
11: maxBranchIndex = curState.cur BranchIndex
12: if br is symbolic then
13: trueState = fork(curState)
14: /* curState explores the subtree corresponding to the false condition */
15: curState.addConstraint(br, false)
16: /* trueState explores the subtree corresponding to the true condition */
17: trueState.addConstraint (br, true)
18: currentStateSet.append(trueState)
19: end
20:
21: procedure SelectNextState
22: Input:
23: currentStateSet: set of current symbolic states
24: mazxBranchIndex: global variable storing maximum branch index
25: Qutput:
26: nextState: candidate state to execute next
27: begin
28: if maxBranchIndex advances then
29: candidateSet < ()
30: for state; € currentStateSet do
31: if state;.cur BranchIndex == maxBranchIndex then
32: candidateSet < state;
33: nextState = random(candidateSet)
34: Remove nextState from candidateSet
35: return nextState
36: end

59



Insight path

S3

(curBranIndex = 1)

s

(curBranchlIndex = 1

(curBranch
Index = 3)

Figure 5.3: An example to illustrate the search algorithm. B;, Bs, Bg are non-flippable
branches. By is a flippable branch. Among three candidate symbolic states Si, S3, S3, our
algorithm would pick S5 to execute first because So matches the non-flippable branch that has
the largest index in the Insight path.

all the branches in the Insight path which are right before logging statements as non-flippable
branches in addition to those we annotated in the previous step.

Guided symbolic execution. Given an annotated failure path, RDE uses symbolic exe-
cution exploration to find a feasible path that goes through all the non-flippable branches in
the path. Those branches are used as intermediate goals during the exploration.

To start the guided symbolic execution, RDE also needs to initialize the input to be symbolic.
It then executes the program using this initialized symbolic input. During the exploration,
RDE intercepts conditional branch instructions and checks if they are non-flippable. For the
non-flippable branches in the Insight path, RDE uses the recorded branch condition values
in the Insight path to determine the direction of the execution. For flippable branches in the
Insight path or the branches not present in the Insight path (e.g., those branches in the external
libraries), RDE performs normal symbolic execution by forking symbolic states to follow possible
branch condition values.

Symbolic execution suffers from the “state space explosion” problem because the execution
tree grows exponentially [29] and computing satisfiability over a constraint set at each branch
point is CPU-intensive. In order to perform efficient path search, RDE skips exploring non-
flippable branches and uses them as anchor points to narrow down the search scope.

We also propose a heuristic search strategy to achieve efficient path search. At any time,

the symbolic execution engine may be executing a large number of symbolic states. The key
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void foo (int a) {
if (a>=2)
//do something
if (a<=2)
//do something

S DN

Figure 5.4: Simple code example to illustrate input synthesis.

question is which state needs to be executed first in order to reach the failure point. We
first index the branches in the Insight path, starting from the beginning of the path. Our
algorithm then priorities the symbolic state that matches the largest non-flippable branch index
in the Insight path. The search algorithm is shown in Algorithm 1. The symbolic execution
engine invokes procedure ExecuteBranch whenever it encounters a branch. FxecuteBranch
updates the current branch index of the state being executed and forks new states to explore
possible branch condition values at symbolic branches. When the engine needs to select a
new state to execute (e.g., current state is terminated due to un-satisfiable path constraints),
Select NextState checks all the possible states and picks the most promising one (i.e. closest to
the failure point). Figure 5.3 shows an example of our search algorithm. In this example, there
are three candidate symbolic states that the symbolic execution engine can choose to execute.
Si.cur BranchIndex is 1 which is the largest index of non-flippable branches that S; already
matches. Similarly, Se.cur BranchIndex is 2 and Ss.cur BranchIndex is 1. Thus, our algorithm

would pick S5 to execute first in order to quickly reach the failure point.

5.2.3 Replay debugging

Once the symbolic execution finishes executing a complete path, RDE solves the path con-
straints, extracts a concrete value for the program input, and uses it to replay the failure
execution. To illustrate the input synthesis, consider the code snippet in Figure 5.4. If the
symbolic execution follows the following path: 1 — 2 — 3 — 4, the corresponding path
constraints are ((a > 2) A (a < 2)). In this example, a must be 2 in order to satisfy the
path constraints. To perform replay, we use a driver which reads the synthesized input and
passes it to the program during the replay. More specifically, the driver intercepts accesses to
symbolic variables and replaces them with concrete values.

Developers can run the buggy program with the synthesized input and attach it with
a debugger (e.g. GDB) to perform debugging. They can also replay the program with the

synthesized input after fixing the bug to ensure that the patch code is correct.
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401ac9: 8038 2f cmpb  $0x2f,(%rax) %cmp33 = icmp eq i32 %conv, 47

401acc: 0f8438000000 je 401b0a br i1 %cmp33, label %if.else37, label %if.then35
401ad2: 48 8d3c256e65401lea 0x40656¢,%rdi if.then35:

%30 = load 132* %cwd_errno, align 4

401b0a: b8 ff ff ff ff mov  SOxfFfffet, %eax if.else37:
401b0f: 416901000000 mov $0x1,%r9d %31 = load i8** %dir, align 8

Figure 5.5: The binary branch and its corresponding LLVM branch.

5.3 Implementation

In this section, we present the implementation of our RDE system. We first describe the
mechanism to map branches in the binary to branches in the LLVM bitcode on which we
perform symbolic execution. We then present the implementation of the driver that can replay

the synthesized input.

5.3.1 Path Alignment

The current prototype of RDE is built on top of KLEE [32], a symbolic execution engine for C
programs. The first challenge is to map the branch instruction in the binary with the branch
representation in the symbolic execution engine. Since KLEE works on the LLVM bitcode [74],
RDE has to map branches in the Insight path (i.e., conditional jump instructions such as JE, JL)
to the corresponding branches in the LLVM bitcode (i.e., br). We rely on the semantic of branch
instructions and the basic code block layout of the binary and the LLVM bitcode to perform path
alignment. This requires the binary and the LLVM bitcode to have the same basic code block
layout. We first use Clang to compile the program to LLVM bitcode. Since KLEE performs
transformations (e.g., simplifying the control flow graph, converting switch statements to a
serial of if — then statements) on the LLVM bitcode before performing symbolic execution, we
then apply the same set of transformations to the LLVM bitcode before compiling it to binary.
This ensures that both binary and the LLVM bitcode have the same basic code block layout.
All branch instructions in the binary are conditional jump instructions which jump to a
target of the branch or go to the next instruction depending on the EFLAGS register value.
Insight interprets a branch instruction with a true condition value if the execution jumps to the
target of the branch, otherwise it assigns a false condition value for the branch. In addition
to the branch value, Insight also records the branch target address (i.e., the location of basic
code block corresponding to the ¢true condition value) and the next instruction address (i.e., the

location of the basic code block corresponding to the false condition value). This helps RDE
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Table 5.1: Real system failures used in our experiments. All the failures have one error log
message produced during the failure run.

System|System de- Failure path [Num. [Num. ] . Root
ane sg;iption LOC leﬁgth of con- |of sys- Failure description cause
Num. Num. |sole tem function
of of|log calls
func- | branchegmsgs
tions
mkdir [GNU 0.4K 2 42 2 202 |Input failure. The program |mkdir_-
(5.92) |coreutils rejects a valid input ending with | dir_parent
A
rmdir |GNU 0.2K 2 23 3 198 |Input failure. The program |remove_-
(4.5.1) |coreutils does not handle a valid input|parents
with trailing slashes at the end
when using with the “-p” op-
tion.
In GNU 0.6K 2 43 2 186 |Option failure. The program |do_link
(4.5.1) |coreutils does not handle option “target-
directory” correctly.
touch |GNU 0.5K 1 7 1 188 |Input failure. The program |main
(7.6) coreutils rejects a valid input with leap
second.
cp GNU 1.9K 13 116 2 199 |Input failure. The program |copy_in-
(5.92) |coreutils rejects a valid input if the desti- | ternal
nation of the copy command is
already present in the system.

determine the basic code block layout of the binary branch. Note that if the branch target or the
next instruction after the branch is a jump instruction, Insight keeps following the instruction
until seeing a non-jump instruction and record that non-jump instruction’s address rather than
the address of the original instruction. It is because the compiler may perform optimization
and insert some extra jump instructions when compiling program to the binary.

Using the branch value and the basic code block layout information, RDE determines the
corresponding branch and its condition value in the LLVM bitcode. Similar to the conditional
jump instruction in the binary, each conditional branch instruction in the LLVM bitcode as-
sociates with two basic blocks corresponding to the true and false condition values. RDE
identifies the order of these basic blocks and maps to the basic code block order of the branch
in the Insight path in order to determine the branch value for the LLVM branch. Figure 5.5
shows an example of a binary branch and the corresponding LLVM branch. In this example,
the basic code block address corresponding to the true condition value of the binary branch is
greater than the basic code block address corresponding to the false condition value. Thus, if
the condition value of the binary branch is true, the condition value of the LLVM branch is
also true because the basic block i f.then37 is after the basic block i f.then3b and otherwise.
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5.3.2 Input Replay

For the input replay, we use Klee’s driver that can replace symbolic inputs with synthesized
values recorded in the trace. This is done through a custom library which intercepts the function
called klee make symbolic and returns the value read from the log file. Developers simply need

to link the buggy program with the custom library before attaching it to debuggers.

5.4 System Evaluation

In this section, we present the experimental evaluation for the RDE system. We first present

our evaluation methodology followed by our experimental results.

5.4.1 Evaluation Methodology

Case study failures. We evaluate RDE using a set of real software bugs in GNU Coreutils.
Table 5.1 shows the list of failures we use in our experiments. We report the number of function
calls and branch points contained in the original failure path of each case. Similar to the failures
we used in Chapter 4, each failure contains one error message. We detect failures by intercepting
error messages: console log messages containing error and are written into stderr.

Evaluation metrics. We evaluate the precision and efficiency of RDE using the following
metrics:

1) Call path difference. Similar to the metric we used to evaluate Insight, the call path
consists of a sequence of invoked functions during the execution. The call path difference,
measured by the string edit distance, denotes the deviation of the call path reproduced by RDE
from the original call path of the failed production run.

2) Branch difference. We use the branch difference, also measured by the string edit distance,
to denote the deviation at the branch level between the path reproduced by RDE and the original
failure path. This metric is a more fine-grained comparison than the call path difference. We
also show the branch difference of the Insight path to show the accuracy improvement by RDE.

3) Number of explored paths denotes the number of paths that RDE traverses before syn-
thesizing the input.

4) RDE overhead. We evaluate the time taken by RDE to perform path alignment and input
synthesis.

Impact of the infeasible failure path. We also evaluate the impact of the infeasible
failure on the failure reproduction. As we mentioned before, Insight may produce an infeasible
path under certain circumstances [82]. To study the impact of the infeasible path, we provide
two types of input to the Insight failure path inference engine. Original input denotes that

the original failure-triggering input is provided to Insight for the path inference. Same input
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Table 5.2: Summary of RDE failure reproduction results.

Failure Input setting Insight RDE
name Call Branch Feasible Call Branch Feasible
path difference path? path difference path?
difference difference
mkdir |Original input 0 0 Yes 0 0 Yes
failure |Same input type 0 4 (4.8%) No 0 0 Yes
rmdir |Original input 0 0 Yes 0 0 Yes
failure |Same input type 0 0 Yes 0 0 Yes
In Original input 0 0 Yes 0 0 Yes
failure |Same input type 0 0 Yes 0 0 Yes
touch |Original input 0 0 Yes 0 0 Yes
failure |Same input type 0 0 Yes 0 0 Yes
cp Original input 0 0 Yes 0 0 Yes
failure |Same input type| 2 (8.3%) 40 (20.2%) No| 2 (8.3%) 34 (17.1%) Yes

type denotes a different input that does not trigger the failure but is of the same type as the
original input. Using same type of input may cause Insight to output an infeasible execution
path, causing RDE to find another, but feasible execution path. We define the same type of
input for different programs as follows: 1) mkdir failure: we use an input that does not end
with “/.”; 2) rmdir failure: we use an input without any trailing slash at the end; 3) In failure:
we use a command without the “target-directory” option; 4) touch failure: we use an input that
does not have a leap second; and 5) ¢p failure: we use an input in which the destination does
not exist.

Our experiments were conducted on a computer cluster in our lab. Each cluster node is
equipped with a quad-core Xeon 2.53GHz processor, 8GGiB memory, and is connected to Gigabit
network. Each host runs running 64 bit Ubuntu 10.04, with KVM 0.1.2 and LLVM 3.1. We

repeated each experiment five times and report the mean and standard deviation values.

5.4.2 Results and Analysis

Failure path accuracy result summary. Table 5.2 summaries the result of the failure
reproduction for different failures. We observe that with the original input, both Insight and
RDE can always reproduce the exact failure path. Given the same input type, Insight can
still reproduce the exact failure path for rmdir, In, and touch failures. The exceptions are
the mkdir failure and the cp failure. As we mentioned above, these differences are caused by
lacking guidance during the in-situ failure path inference. The same input type also causes

Insight to produce infeasible paths in mkdir and cp failures. The reason is that these failures
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bool make_dir_parents (...)

136 if (((parent_mode & WX _USR) != WX USR)
137 || ((owner != (uid_t) -1 || group !=(gid_t) -1)
138 && (parent_mode & (S_ISUID | S_ISGID | S_ISVTX)) !=0))

139 {

140 tmp_mode =S _IRWXU;
141 re_protect = true;

142}

143 else

144 ¢

145 tmp_mode = parent_mode;
146 re_protect = false;

147 }

216 if (re_protect) //This must be true if branch condition
// at line 136 is true

217 |

218 struct ptr_list *new = (struct ptr_list *)
219 alloca (sizeof *new);

230 new->dirname_end = slash;

231 new->next = leading_dirs;

232 leading_dirs = new;

233}

Figure 5.6: A code snippet for mkdir failure. Insight infers an infeasible path with the true
value for the branch condition at line 136 and the false value for the branch condition at line
216. RDE corrects it by solving path constraints and infers that the branch condition value at
line 216 must be true if the branch condition value at line 136 is true.

do not generate many console log messages and system calls. Thus, Insight does not have enough
guidance to infer proper condition values for all the branches. RDE not only is able to detect
and find a feasible execution path but also can discover a more similar failure path compared
to Insight.

Figure 5.6 shows an example of the infeasible path problem in Insight in the mkdir failure
caused by lacking guidance during the in-situ path inference. Insight infers a true condition
value for the branch at line 136 and a false condition value for the branch at line 216, which is
infeasible. RDE detects this and fixes the problem by inferring that the branch condition value
at line 216 must be true if the branch condition value at line 136 is true.

We also observe that those reproduced paths are useful for debugging production-run failures
as they cover the root cause functions and branches [82]. Furthermore, RDE is able to correct
the infeasible path issue and synthesizes the failure-triggering input. Developers can then take

the synthesized input to feed into any debuggers for further debugging.
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int main (...) ¢

rmdir. c:217
rmdir. c:219

218

219 if (fail)

220 { rmdir. c:228
227 }

228 else if (empty_paths) rmdir. c:230
229 {

230 errors += remove_parents (dir);

231 }
l

int remove_parents(char *path)

217 fail = rmdir (dir);

rmdir. ¢:103
rmdir. c¢:104

103 slash = strrchr (path, '/');
104 If (slash == NULL)

rmdir. ¢:108
106 /* Remove any characters after the slash, skipping any extra rmdir. ¢:109

107 slashes in a row. */
108 while (slash > path && *slash =="/") rmdir. c:110

109 --slash; o
110 slash[1] =0;

rmdir. c:116
116 fail = rmdir (path);
118  if (fail) rmdir. c:118

119 {

128 error (0, errno, "%s", quote (path)); rmdir. c:128
129 }

Failure execution path

Figure 5.7: A subset of the call graph for the rmdir failure. The failure point is highlighted in
bold. When an input with a trailing slash at the end is used, only that trailing slash is removed
in the function remove_parents, causing rmdir to try removing the same directory twice (at
line 217 and line 116).

Case study. To demonstrate how developers can use RDE to debugging production-run
failures, we now discuss one of our failure cases in detail. Figure 5.7 shows a subgraph of the call
graph for the rmdir failure. The failure-triggering input which RDE synthesizes is “\x01\x01/”.
In fact, only the last character must be ¢/’. The first two characters only need to be different
with the null character (‘\x00’). Thus, the STP solver picks the next character in the ASCII
table (‘\x01’) for these two characters. There are two external interactions with the filesystem
via system calls at line 116 and line 217. By solving path constraints, RDE infers that the
interaction result at line 116 is 1 and the interaction result at line 217 is 0. Developers can
replay the failure in an interactive debugger (e.g., GDB) and place break points at line 116 and
line 217. They would see that the dir variable at line 217 is “\x01\x01/” and the path variable
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Figure 5.8: Number of explored paths.

at line 116 is “\x01\x01”. At this point, they would know that only the last trailing slash is
removed in function remove_parents, causing the program to try removing the same directory
twice. Thus, inserting a duplication check would fix the problem.

Number of explored paths. We next show the number of execution paths explored by
RDE before being able to perform failure reproduction. Note that Insight only records branches
inside the user source code. It does not record branches belonging to external libraries (e.g. libc)
to avoid mismatches between difference library implementations (e.g. libc vs. ulibe, libe-2.10
vs. libc-2.11). Thus, RDE still needs to explore branches inside external libraries even the path
discovered by Insight is the same as the original failure path. Figure 5.8 shows that RDE can
explore hundreds of paths within seconds. We will discuss the time overhead in detail later
in this section. We also observe that the input provided to Insight also causes impact on the
number of explored paths. The same input type makes RDE to explore a larger number of
execution paths, especially when it causes the infeasible path issue.

RDE overhead. We now evaluate the overhead of RDE on difference failures. We show
the time taken for RDE to perform path alignment (see Section 5.3.1 for the details) and time
taken for RDE to synthesize the input and external interaction results. Table 5.3 shows the time
overhead of RDE for each failure. As the table shows, RDE takes about 1 second to perform
path alignment and less then 4 seconds to perform synthesis, which is significantly faster than
performing test generation using symbolic execution. Symbolic execution requires up to 6 hours
to explore a program with 1.3 KLOC [39]. This is expected as RDE performs guided symbolic
execution to narrow down the search scope.

Discussion. RDE may not always be able to synthesize the failure-triggering input for a

production failure. Although we leverage the in-situ failure path inference and the heuristic
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Table 5.3:

RDE overhead.

Failure name |Input setting Path Input
alignment| synthesis

o Original input 09 +0.1s| 234+04s
mkdir failure Same input type 094+02s| 24 +03s
Lo Original input 0.8 +0.1s] 1.8 +0.2s
rmdir failure Same input type 0.8+ 0.1s| 1.8 +£0.3s
. Original input 1.0+ 01s| 3.2+04s

In failure Same input type 1.0+ 0.1s8] 3.3+ 05s
. Original input 1.1 £01s| 2.1 £03s

touch failure o o input type 124+ 02s| 22 +03s
ep failure Original input 1.14+01s| 3.8 £04s
Same input type 1.1 +0.1s8] 39+ 03s

search to narrow down the search space, large programs may still lead to the “path explosion”
problem. We have experienced this situation with large programs with hundred thousands
line of code such as Squid. Since we cannot assume that the execution environment of the
production site is identical with that at the developer’s site, we do not record the path inside
external libraries (e.g. libc). As a result, RDE has to explore a large number of external function
calls when dealing with large programs. For example, in the Squid bug #1702, there are more
than 30K external function calls, thus increasing the exploration time significantly. To address
this problem, we need to further reduce the search space. We can see a clear opportunity
to integrate RDE with static analysis techniques [61, 95, 109]. Although static analysis tools
generally produce a large number of false positives, they are fast and complete. Thus, RDE

could leverage these techniques to further improve the scalability.

5.5 Summary

We have presented RDE, a framework for reproducing production-run failures at the devel-
oper’s site. RDE uses symbolic execution to synthesize the failure-triggering input and external
interaction results from an inferred failure path. RDE employs a guided symbolic execution
exploration scheme to achieve effective and fast failure reproduction.

Our initial prototype implementation shows that RDE is both feasible and efficient. We
have tested RDE using a set of real software bugs in GNU Coreutils. Our experiments show
that RDE can efficiently use in-situ path inference to replay production-runs failure at the

developer’s site.
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Chapter 6

Related work

6.1 Fault localization in distributed systems

Our online fault localization scheme, FChain, is first closely related to previous black-box fault
localization techniques. For example, NetMedic [66] provided detailed application-agnostic fault
diagnosis by learning inter-component impact. NetMedic first needs to assume the knowledge
of the application topology. To perform impact estimation, NetMedic needs to find a historical
state that is similar to the current state for each component. However, for previously unseen
anomalies, we might not be able to find a historical state that is similar to the current state
for the faulty components. Under those circumstances, NetMedic assign a default high impact
value, which sometimes lead to inaccurate diagnosis results as shown in Chapter 3, Section 3.3.
In comparison, FChain can diagnose previously unseen anomalies and does not assume any
prior application knowledge.

Oliner et al. [86] proposed to compute anomaly scores using the histogram approach and cor-
relate the anomaly scores of different components to infer the inter-component influence graph.
As shown in Chapter 3, Section 3.3, it is difficult for the histogram-based anomaly detection
to perform online fault localization over suddenly manifesting faults. Moreover, unrelated com-
ponents can have indirect correlations caused by workload fluctuations, which will cause their
system to raise false alarms. In comparison, FChain is more robust to different types of faults
and workload fluctuations.

To achieve black-box diagnosis, researchers have also explored various passive network traffic
monitoring and analysis techniques such as Sherlock [23], Orion [36], and SNAP [108]. How-
ever, those analysis schemes can only achieve coarse-grained machine-level fault localization.
Additionally, during our experiments, we found that previous network trace analysis techniques
cannot handle continuous data stream processing applications due to the lack of gaps between

packets for extracting different network flows. Project5 [18] and E2EProf [17] perform cross-
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correlations between message traces to derive causal paths in multi-tier distributed systems.
WAPS [89] extends the black-box causal path analysis to support wide-area distributed sys-
tems. Orion [36] discovers dependencies from network traffic using packet headers and timing
information based on the observation that the traffic delay distribution between dependent ser-
vices often exhibits typical spikes. SNAP [108] provides a network performance troubleshooting
tool by correlating TCP statistics and socket-call logs across shared resources and connections
to pinpoint the location of the problem. LWT [20] proposed to discover the similarity of the
CPU usage patterns between different VMs to extract the dependency relationships between
different VMs. E2EProf [17] applies cross-correlation techniques over network traffic traces to
discover service-specific causal paths. However, as shown in our experiments, dependency-based
fault localization techniques are not robust, which can make frequent pinpointing mistakes due
to various reasons (e.g., the “back pressure” effect in distributed applications). Furthermore,
existing dependency discovery techniques need to accumulate a large amount of trace data to
achieve reasonable accuracy. Particularly, network trace based techniques only support request-
and-reply types of applications, which fail to discover any dependency in continuously running
applications such as data stream processing systems. In contrast, FChain provides online fault
localization, which does not require any training data for anomalies or a large amount of train-
ing data for normal behaviors. FChain is fast, which can quickly localize faulty components
with high accuracy after the performance anomaly is detected.

A flurry of research work has proposed to use end-to-end tracing for distributed system
debugging. Magpie [24] is a request extraction and workload modeling tool that can record fine-
grained system events and correlate those events using an application specific event schema
to capture the control flow and resource consumption of each request. Pinpoint [35] takes a
request-oriented approach to tag each call with a request ID by modifying middleware plat-
form and applies statistical methods to identify components that are highly correlated with
failed requests. Monitor [27] tracks the requests exchanged between components in the system
and performs probabilistic diagnosis on the potential anomalous components. X-Trace [51] is an
integrated cross-layer, cross-application tracing framework, which tags all network operations
resulting from a particular task with the same task identifier to construct a task tree. Spectro-
scope [92] can diagnose performance anomalies by comparing request flows from two executions.
In contrast, our approach does not require any instrumentation to the application or middle-
ware platform to collect request flows. Thus, it is much easier to deploy FChain in large-scale
TaaS clouds.

Blacksheep [98] correlates the change points of system-level metrics (e.g., CPU usage) with
the changes in the count of Hadoop application states (i.e., events extracted from logs of DataN-
odes and TaskTrackers) to detect and diagnose the anomalies in a Hadoop cluster. Kahuna [99]

correlates black-box data (system-level metrics) and white-box data (Hadoop console logs)
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across different nodes of a MapReduce cluster to identify faulty nodes. In comparison, FChain
is a black-box fault localization system, which is application-agnostic and does not require
any knowledge about the application internals. We believe that FChain is more practical and
attractive for TaaS cloud systems than previous white-box or gray-box techniques.

Recent studies have shown that it is possible to apply statistical learning algorithms over
system-level metrics to achieve automatic system diagnosis. Cohen et al. applied Tree-Augmented
Bayesian Networks (TAN) to perform metric attribution [42], and proposed a signature con-
cept to capture the essential characteristic of a system state [43]. Fa [50] proposed a clustering
method which groups instances based on how they are different from the failure instances.
Shen et al. proposed a change profile based approach to detect system anomaly symptoms by
checking performance deviation between reference and target execution conditions [94]. One
key limitation of existing learning approaches is that they rely on labeled failure data that are
often difficult to obtain on production cloud infrastructures. In contrast, our approach does not
require any prior knowledge about different failure instances.

There has been extensive study on change point detection and its applications [26]. In the
context of system anomaly detection, the common approach is to correlate change points in
system-level metrics with the change points of application activities. Wang et. al. [105] studied
the change point correlation between requests and corresponding replies to detect DoS attacks.
Agarwal et. al. [16] monitored the change correlation between response time and load balancer’s
weights to detect a storm drain condition: the load balancing system is confused by the fast
response time of faulty server and tries to shift more requests to the faulty server. In comparison,
our approach applies the change point detection in the context of distributed application fault

localization.

6.2 Failure execution path inference

Production run failure debugging is a well known challenging task. In this section, we focus on
reviewing the work that is most related to our in-situ failure path inference scheme, Insight,
and describing the difference between Insight and previous approaches.

Triage [103] first proposed an onsite production run failure diagnosis framework. It uses
checkpoint-replay with input/environment modification to perform just-in-time problem diag-
nosis by comparing good runs and bad runs. Although Insight shares the same idea of onsite
failure analysis with Triage, Insight differs from Triage in the following major ways. First, Triage
performs on-site debugging on the production server directly, which can cause significant down-
time to the online service. In contrast, Insight creates a shadow server to decouple the failure
inference from the production operation. Second, Insight does not rely on repeated input/envi-

ronment modification, which can incur a long failure analysis time and sometimes difficult to

72



achieve in distributed production computing environments. Instead, Insight proposes a fast bi-
nary execution exploration approach guided by environment data and runtime outputs to find
the failure path quickly.

Alternatively, previous work (e.g., [19,40, 54, 55,59, 80,87,97,114]) has proposed to intro-
duce application-level or system-level instrumentation and infer the failure path based on the
instrumentation data. However, large-scale production computing environments are reluctant
to adopt continuous intrusive system recording approaches due to overhead and deployment
concerns. For example, Aftersight [40] proposed to decouple complex program analysis from
normal executions using VM record and replay techniques. However, VM recording can im-
pose high overhead to the normal production execution (e.g., worst case overhead reached 31%
and 2.6x for some workloads [40]). In comparison, Insight does not record any branch during
production run but exploits production environment data and runtime outputs to find the cor-
rect failure path onsite immediately after the failure occurs. Similarly, Crameri et al [44]., use
instrumentation to first identify the branches depending on input. They then use those anno-
tated branches to drive their symbolic execution engine. In comparison, Insight does not require
source code and performs in-situ failure reproduction. Insight chose not to use symbolic exe-
cution to search the failure paths in order to achieve fast reproduction while being general to
different programs. Additionally, these works mainly focus on crash causing failures while In-
sight focuses on non-crash causing failures. Lastly, the authors themselves describe how relying
on branch constraints to prune infeasible paths is not always possible. For example, if branches
contain one-way hash functions, solving branch constraints require solving the inverse function
of the one-way hash function [112].

Another alternative is to perform offline failure inference using static source code analy-
sis [109,112]. For example, Sherlog [109] uses static source code analysis to infer the code path
of a failure from console logs. ESD [112] uses program source code and bug reports (i.e., core
dump information) to reproduce a failure execution. ESD first statically analyzes the source
code to infer the control path capable of reaching the bug location, and then symbolically exe-
cutes the program along the inferred control path to reproduce the failure execution. Because
reproducing a production run failure outside the production environment is challenging [103],
offline analysis cannot leverage the production environment data (e.g., inputs, configuration
files, interaction results) or some runtime outputs that are difficult to obtain offline (e.g., sys-
tem calls). Moreover, it is difficult for the offline approach to localize environment issues (e.g.,
network failure, wrong database query results). S2E [39] provides an in-vivo multi-path analy-
sis framework using selective symbolic execution over binaries for finding all potential bugs. In
contrast, Insight aims at quickly finding the execution path for a specific occurring production
run failure. S?E also does not consider runtime outputs during the path finding.

We view Insight as the first-step light-weight failure inference that can be used inside the
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production environment. We believe Insight is complementary to previous offline program anal-
ysis and symbolic execution schemes. For example, we can apply the static/dynamic program
analysis or symbolic execution to the candidate failure paths found by Insight to further validate
the feasibility of the failure path and localize root cause related branches.

Our idea resembles S2E [39] in terms of in-vivo analysis and binary-based execution path
search. However, S2E does not consider console logs during execution path search. Instead,
its goal is to find all potential bugs in the analyzed software while the goal of Insight is to
enable in-situ diagnosis of a production failure that has already occurred. Since S%E uses
symbolic executions to search execution paths, it needs to tackle the same constraint solving
problem encountered by ESD. In comparison, Insight tries to fully exploit the live production

environment to achieve efficient and practical onsite failure reproduction.

6.3 Failure reproduction and diagnosis

Previous work has proposed different techniques to reproduce production failures at the de-
veloper’s site for debugging. This section focuses on reviewing the work that is related to our
replay debugging framework. Broadly, these approaches can be classified into full record and
replay approaches and partial record and replay approaches.

Full record and replay. Replaying the failure execution deterministically from a fully
recorded log has been studied extensively, with the focus on using different mechanisms to
improve the runtime overhead and log sizes, ranging from application-level record and replay
techniques [54,59,62,91] to VM-level record and replay techniques [40, 71]. These approaches
generally impart high recording overhead, thus they are not widely used in production systems.
In contrast, RDE does not require intrusive system recording, making it more practical for
production systems.

Partial record and replay. Researchers have also proposed different partial recording
techniques to reduce the performance impact on production systems. ADDA [111] first proposes
to detect control channels in distributed systems using user’s annotation and the burtiness of
the channel. It then records only the data exchanged on the control channel to reduce the
recording overhead while still being able to reproduce the failure.

bbr [38] only records a subset of branch sequences and uses symbolic execution and con-
straint solver to infer the missing data of long running application without performing expensive
checkpointing and maintaining full logs. In [44], the authors first combine symbolic execution
and static analysis to discover branches depending on the program input. They then propose
to record only those branches for the failure replay to reduce the recording overhead. Bugre-
dux [64] uses symbolic execution to study the trade-off between the cost of data collection and

the ease of synthesizing failure execution based on such data. For each failure, the authors col-
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lect four different types of execution data including point of failure, call stack, function call
sequence, and complete branch sequence.

ESD [112] first statically analyzes the source code to infer control paths that are capable
of reaching the bug location in bug reports (i.e. core dump). It then symbolically executes the
program along the inferred control paths to reproduce the failure execution. However, without
additional guidance, symbolic execution techniques are unlikely to be successful to find the
failure path.

In [34], the authors use symbolic execution along the recorded path of a failed execution to
generate a set of inputs that are different from the original input but still lead to the same bug.
They also propose to use dynamic flow analysis to remove the constraints that are not related
to the failure to further improve the privacy of the generated input.

These above techniques require instrumentation to the application or the middleware plat-
form to partially record function calls, events, and/or branches. In contrast, we leverage the
information collected from the in-situ failure path inference, which does not require intrusive
system recording. Furthermore, RDE is able to handle the infeasible path issue by finding a
similar, feasible failure path.

PRES [87] first selectively records certain events such as global orders of synchronization,
system calls. It then coordinates multiple replay runs to infer the interleaving order for re-
playing concurrency bugs on multiprocessors. ODR [19] records program inputs and selective
synchronization operations. It allows some degree of inconsistency between the actual execu-
tion and the replay to reduce recording overhead of concurrency bugs. Clap [63] first records the
local execution of each thread in multithreaded applications. It then uses symbolic execution
and constraint solver to infer the thread interleaving that results in the same bug manifesta-
tion. TRANSPLAY [97] proposes to use partial checkpointing to record a small but necessary
amount of data just the last moment before a failure. LEA P [62] uses static analysis along with
static shared variable identification to prune away a significant portion of redundant recording
operations. Stride [114] infers the interleaving order to avoid synchronizing shared read oper-
ations to achieve recording overhead reduction. Above work focus on replaying issues that are
specific for concurrency bugs, thus they are complementary to our approach.

Next, we discuss complementary approaches that rely on failure reproduction to further
identify the faulty code block.

Faulty code block localization. F [65] first uses symbolic execution to generate many
similar failing and passing executions that meet the same requirement (e.g. generating the same
function call sequence). The authors then use statistical methods to rank the most likely root
cause branches.

Triage [103] uses checkpoint-replay together with changing input/environment to generate

multiple good runs and bad runs. It then uses delta debugging and dynamic back-ward slicing
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on the most similar bad run and good run to infer the basic blocks that are related to the
failure.

In [90], the authors propose to compute likely invariants by using a small set of generated
training inputs that are close to the given failing input. They then use dynamic backward slicing
to filter out invariants that are not related to the observed failure symptom to further narrow
down the root causes of the failure.

RDE complements these root cause analysis techniques by proving a mechanism to replay

production-run failures at the developer’s site.
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Chapter 7

Conclusion and Future Work

Diagnosing production-run failures is an important task. This dissertation focuses on develop-
ing three key techniques for diagnosing production-run failures: online fault localization, in-situ
failure path inference, and failure reproduction at the developer’s site. These three techniques
motivate and complement each other as shown in Figure 7.1. They have been proven to be effi-
cient and effective for expediting the diagnosis of production-run failures in virtualized hosting
infrastructures.

The organization of this chapter is as follows. We first summarize our main contributions.

We then briefly describe possible future research directions.

7.1 Contributions

This dissertation makes the following specific contributions in an attempt to design and imple-

ment novel techniques to handle production-run failures:

e We developed FChain, a black-box online fault localization for distributed systems. FChain
uses a robust critical change point discovery algorithm to accurately capture the onset
of anomaly symptoms at different application components. Furthermore, FChain employs
a predictability-based abnormal change point selection algorithm to distinguish abnor-
mal behaviors from those normal behaviors caused by workload fluctuations. To achieve
high accuracy, FChain uses an integrated fault localization scheme considering both fault
propagation patterns and inter-component dependencies. In addition, we also integrate
Fchain with a selective online validation mechanism to further improve the pinpointing
accuracy. Our experimental results show that our FChain system can achieve higher ac-
curacy (i.e., up to 90% higher precision and up to 20% higher recall) than alternative
schemes. FChain is able to diagnose both previously seen and unseen anomalies. In addi-

tion, FChain is light-weight and non-intrusive, making it practical for production systems.
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Figure 7.1: The relationship among the three contributions of this dissertation.

e We developed Insight, an in-situ online service failure path inference for production com-
puting infrastructures. Insight performs failure path inference immediately after a failure
is detected. To avoid performance impact on production systems, Insight performs analy-
sis on dynamically created shadow servers inside the production computing environment.
Insight leverages the environment data (e.g., user inputs, configuration files, states of in-
teracting components) and runtime outputs (e.g., console logs, system calls) to guide the
failure path search. Furthermore, Insight performs guided binary execution exploration
directly on the binary without requiring the source code. We evaluate Insight using real
system failures. Our experiment results show that Insight can efficiently use the environ-

ment data and runtime outputs to quickly find high fidelity failure paths within minutes.

e We developed RDE, a debugging framework for replaying production-run failures at the
developer’s site. RDE uses symbolic execution to collect path constraints and generates
failure-triggering inputs. RDE leverages the information collected by the in-situ failure
path inference to guide the symbolic execution and to alleviate the path explosion prob-
lem. The synthesized input and the complete execution can be replayed in an interactive
debugger at the developer’s site. Our experiments show that RDE can efficiently handle

the infeasible path issue and replay the execution that exhibits the same root cause.

7.2 Future Work

In this thesis, we have shown that our onsite system anomaly management framework can
effectively localize the faulty components, infer the failure execution path, reproduce production
failures at the developer’s site, and support interactive debugging. We discuss several future

research directions as follows.
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e Fault localization for those faults that do not manifest as abnormal changes
in system-level metrics. Our fault localization scheme is based on the assumption
that the fault manifests as abnormal changes in system-level metrics (e.g. CPU utiliza-
tion). Although this assumption is valid for most of the performance anomalies we have
tested and shown in Chapter 3, there is a class of performance anomalies that do not
manifest as abnormal changes in system-level metrics. For example, data corruption or
unnecessary synchronization could cause performance anomalies without manifesting as
abnormal changes in system-level metrics. One potential approach is to leverage hard-
ware performance counters. Modern architectures support a relatively large number of
performance events which allow us to capture a broader range of performance anomalies.
Another approach is to integrate with system call analysis techniques [47] or gray-box
techniques [23, 35, 81].

e Explore more environment data for the in-situ failure path inference. Our In-
sight system uses console log messages and system call sequences for inferring the failure
path. However, many existing systems produce limited console log messages, making fail-
ure path inference challenging. Adding more logging statements into the source code may
be nontrivial and may cause impact on the production performance. Although Insight can
leverage system call sequences to improve the accuracy of the failure path inference, ap-
plications may not generate any system call when executing non-kernel related operations
such as computational loops. Thus, we need to explore and use other types of environ-
ment data that can be collected with low overhead to further improve the accuracy. For
example, we could use hardware performance counters such as number of executed in-
structions and number of executed branches as guidance to further improve the accuracy

of the path between any two consecutive system calls.

o Efficient failure reproduction for large programs. Symbolic execution suffers from
the well-known “path explosion” problem, especially with large programs. Although RDE
uses a guided symbolic execution scheme to alleviate the path explosion problem, it is still
challenging to synthesize failure-triggering inputs for large programs. Since Insight does
not record branches in external libraries to avoid the environment inconsistency problem,
RDE needs to explore a large number of branches and solve complex path constraints
for large programs, incurring high computational overhead. One potential approach for
addressing this problem is to record the path inside external libraries and ensure that
both production site and development site use the same library implementation. Another
approach is to use static analysis [112] to narrow down the search scope before performing
symbolic execution. Alternatively, we could also tackle the path explosion problem by

using other search strategies such as shortest-distance symbolic execution, call-chain-
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backward symbolic execution [76], or compositional symbolic execution [56]. We need to

investigate these approaches and integrate with RDE to further improve the scalability.

A broader and more open-ended question that needs further investigation is how to design
a complete, efficient, and effective framework to make production-run failure diagnosis easy.
Although there are a lot of investigations on how to design more reliable software (i.e., with fewer
bugs), production-run failures are unavoidable and diagnosing production-run failures remains
a challenging task. Our work presented in this dissertation attempts to make production-run
failure debugging more efficient. However, I believe there are a lot more opportunities to do
better.
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