
ABSTRACT

SUI, QUN. Subsampling and Active Learning. (Under the direction of Sujit Ghosh).

The information revolution has brought data volume and complexity to an unprece-

dented level. The significant sample size has disabled some complex but efficient machine

learning models. Downsizing the training data or using only part of it clearly solve the

problem. It could either be passively processed through subsampling or actively processed

through active learning. As for subsampling, we select a representative set from the full data

and only use this part to train the model. On the other hand, active learning could select

whichever instance it thinks could contribute most to the model and only label the selected

instance. Active learning has been a popular method to circumvent the labeling cost in

machine learning methods, while subsampling reduces the computational cost from the

source. Subsampling approaches for regression problems and active learning algorithms

for basic classification models and ensemble learning models are investigated in this thesis.

In Chapter 2, we introduce two different subsampling approaches: Bayesian-based Opti-

mal Subdata Selection (BBOSS) and Likelihood-based Optimal Subdata Selection (LBOSS),

both motivated by the entropy-based methods. The BBOSS approach could effectively se-

lect the optimal subdata size when it is not pre-determined. However, the time-consuming

Markov Chain Monte Carlo process violates the original intention of subsampling. Mo-

tivated by this, the proposed LBOSS approach regards the subsampling scheme as an

optimization problem and solves it by coordinate descent. Apart from offering theoret-

ical guarantees, we also provide comprehensive numerical illustrations to compare the

proposed methods with recently published approaches in the literature. Through these

comparisons, we demonstrate that the proposed methods exhibit superior computational

efficiency and statistical accuracy when compared to some of these alternative methods.

In Chapter 3, we present a naive active learning algorithm called Similarity-Based

Active Learning (SBAL). SBAL selects instances based on their ability to optimize a target

function, which is a tradeoff between two categories of similarities: the average similarity

between a candidate and the unlabeled dataset, and the average similarity between a

candidate and the labeled dataset. Additionally, we expand the notion of label complexity to

encompass a broader set of classification metrics, which serves as a fundamental criterion

for comparing various algorithms. The numerical illustrations reveal that, taking into

account the classification metric, labeling cost, and label complexity, SBAL surpasses other



hybrid methods, such as Adaptive Active Learning (AAL) and Maximizing Variance for

Active Learning (MVAL), in terms of performance.

Ensemble learning has become an essential technique in machine learning that can

significantly enhance the predictive performance of basic models. In Chapter 4, we shift

our attention from basic machine learning models to ensembles, specifically focusing

on boosting and stacking. When active learning is implemented after ensemble learning,

we call it ensemble learning on top of active learning (ELTAL), as compared to active

learning during ensemble learning (ALDEL). We propose algorithms for ELTAL and ALDEL

in Stacking and Boosting with various algorithm-specific query strategies. We evaluate the

proposed active learning algorithms with the Support Vector Machine (SVM) model using

simulated data and two real-world applications, comparing their accuracy when certain

instances are selected. Our findings demonstrate that: (i) The accuracy of a boosting or

stacking model, using the same uncertainty sampling, is higher than that of the SVM model,

highlighting the strength of ensembling; (ii) Active learning can enable the stacking model

to achieve comparable accuracy to the SVM model using the full dataset, with only a small

number of instances, illustrating the strength of active learning.

The limitations and potential future directions of my research study have been outlined

at the conclusion of each chapter.
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CHAPTER

1

INTRODUCTION

1.1 Background

Each day, everyone learns new knowledge. Outside of the statistical world, the term “learn-

ing" is used to describe the process of obtaining knowledge from information. The learning

process becomes much more complicated when information grows, but inevitably, infor-

mation expands continually in all domains. This exponential growth encompasses diverse

sources, such as our social media posts, the temperature displayed on a thermometer, or

the scores from a recent soccer match.

According to IDC, Statista, and Techjury, it is projected that the total volume of data

in the world will reach a staggering 120 zettabytes (equivalent to over 1023 bytes and the

big data analytics market is expected to reach a value of $103 billion by the end of 2023.

Meanwhile, as reported by Connectiva Systems, Internet users generate approximately 2.5

quintillion bytes of data on a daily basis. Furthermore, Google processes an astounding

8.5 billion searches, and WhatsApp users exchange up to 65 billion messages each day.

According to Strategic Tech Investor, Facebook users send a staggering 31 million messages
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and view approximately 2.7 million videos every single minute.

Data growth is determined by several key characteristics, commonly known as the 5

V's: Volume, Velocity, Value, Veracity, and Variety (Naeem et al. 2022). In the 21st century,

we have unparalleled access to vast amounts of information. However, this abundance

of data also brings numerous challenges and issues, such as data security, privacy, and

poor data quality (Tole et al. 2013; Zicari 2014). As statistical researchers, our primary

focus lies in addressing the challenges related to big data, including storage, management,

transformation, computation, and analysis.

Instead of relying on human learning or individual expertise, statisticians utilize models

to acquire information and analyze data. Concepts similar to the terminology “machine

learning" was initially proposed by a psychologist, Frank Rosenblatt at the Cornell Aero-

nautical Laboratory in 1950s (Fradkov 2020). Over the past three decades, a wide range of

statistical models have been employed to extract patterns and characteristics from data.

When the data includes labeled responses, the models fall under the category of supervised

learning (Cunningham et al. 2008). Supervised learning models can be further divided into

classi�cation models and regression models, depending on the nature of the responses. On

the other hand, unsupervised learning encompasses scenarios where the data either lacks

labeled responses or has no responses at all (Barlow 1989).

The rise of powerful machine learning models enables us to learn from more data

simultaneously and by more complex models, but the concurrent computation burden has

become a critical issue.

1.2 Motivation

Computation becomes signi�cantly challenging for machine learning models under the

big data settings. To address this issue, one approach is to utilize the advanced big data

framework known as Hadoop (Shvachko et al. 2010) and the distributed processing pro-

gram called MapReduce(Dean and Ghemawat 2008). These frameworks enable parallel

processing of vast amounts of data on a cluster, showcasing remarkable computational

capabilities. However, they primarily rely on leveraging computing resources to tackle the

problem.

Another direction for solving this challenge involves shifting the focus to the data itself.

Before passing the massive amount of data to the machine learning models, a straightfor-
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ward question arises: Do we need all of them?

Big data carries a vast and varied collection of information from millions of individuals,

rendering it more advantageous than small data (Picciotto 2020). However, as the sample

size and dimensionality of the data increase, we encounter challenges associated with poor

data quality. These issues can arise from various sources, including unreliable data sources,

data duplication, heterogeneity, experimental variations, reading errors, noise, missing

values, and statistical biases (Fan et al. 2014; Taleb et al. 2018). Even after we successfully

address all these problems, utilizing all the data in a model may still be unnecessary.

In both real-life situations and data analysis, not all information carries equal impor-

tance or signi�cance. This holds true in the �eld of machine learning as well. The variations

and diversity among instances within a dataset contribute to its meaningfulness and value.

To illustrate this point, consider a scenario where ten consecutive measurements of a pa-

tient's blood pressure are taken at 9 in the morning. In comparison, only two measurements

are taken at 4 in the afternoon. Although the morning measurements effectively reduce

variance, they provide less additional information compared to the afternoon measure-

ments. This discrepancy can be explained using concepts from different areas of statistics.

In Information Theory, entropy helps explain the varying information carried by different

measurements (Gray 2011). The entropy captures the uncertainty and amount of informa-

tion in a dataset, highlighting the importance of diverse and informative instances. Another

perspective can be derived from reinforcement learning, where the monitoring process can

be treated as an agent. In this context, the patient's blood pressure measurement timeline

represents an exploration-exploitation dilemma (Sutton and Barto 2018). This dilemma

arises when deciding whether to explore new information (exploration) or exploit existing

knowledge (exploitation) to optimize learning. Overall, these examples demonstrate that

the signi�cance and value of data lie in the diversity and informative nature of the instances

it contains. Understanding and utilizing this diversity is crucial in extracting meaningful

insights and making informed decisions in data analysis and machine learning.

This shed light on another direction of performing statistical analysis or training ma-

chine learning models, which is to use only a small subset of the data. In practical terms,

reducing the full dataset to a smaller, informative subset and conducting the same analysis

can often yield similar estimation ef�ciency. However, the key challenge with this subsam-

pling technique lies in striking the right balance between computational cost reduction

and potential loss in ef�ciency. The ef�ciency in question is typically characterized as the

worst-case error in an algorithmic context, while from a statistical standpoint, it may be
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referred to as consistency, asymptotic variance, or mean squared error.

Statistical models based on full data and selected subsamples follow the same learning

and prediction processes. The primary distinction lies in whether all instances or only

a small portion are utilized for learning. When given the full dataset and speci�ed sub-

sampling approaches, the subsamples are selected and passed to the statistical model

for learning and prediction. In this process, the model remains passive and receives data

passively without participating in the subsampling procedure. Consequently, subsam-

pling techniques fall under the traditional category of machine learning known as passive

learning.

In contrast, the framework of Active Learning empowers the model to actively update

its hypothesis by sequentially selecting instances from which it wishes to learn (Settles

2012). In other words, a model operating within the active learning framework plays an

additional role in choosing the data it learns from, unlike a model in the passive learning

framework. Leveraging this capability, an active learning algorithm can design a strategic

path that approximately reaches the optimal performance by selecting only a few instances.

This selective approach enables the model to focus on the most informative and in�uential

data points, effectively improving learning ef�ciency and reducing the amount of labeled

data required for achieving desirable performance.

Active learning literature predominantly emphasizes base models like logistic regression

models (Kleinbaum et al. 2002) because of their inherent probabilistic nature. These models

provide point predictions and estimates of the probability associated with each prediction.

This probabilistic framework allows for principled uncertainty estimation, which is a key

aspect of active learning. By selecting instances that are uncertain or likely to yield infor-

mative data, active learning algorithms can strategically query additional labels to improve

the model's performance. The principles and techniques developed in active learning can

be extended to more sophisticated and intricate models.

In the machine learning �eld, aggregating the predictions of multiple models and mak-

ing a collective decision tends to be more accurate and robust than that of any individual

model. This approach, namely Ensemble Learning, leverages different models' diversity and

complementary strengths to overcome limitations and biases in a single model (Breiman

1996b). Under a PAC learning setting, the core idea of ensemble learning is to convert a set of

weak learners to strong learners (Valiant 1984). In ensemble learning, the base models can

be homogeneous or heterogeneous. Homogeneous ensembles consist of multiple models

of the same type, such as using multiple decision trees or neural networks. Heterogeneous
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ensembles, on the other hand, combine different types of models, such as decision trees,

support vector machines, and logistic regression models. The idea is to bene�t from the

unique perspectives and strengths of different categories of models. There has been a huge

variety of research on different ensemble learning approaches and their theoretical proper-

ties, including boosting (Schapire 1990; Freund et al. 1996; Freund and Schapire 1996, 1997;

Friedman 2002), bagging (Breiman 1996a; Quinlan et al. 1996), random forest (Breiman

2001), random subspace methods (Ho 1998) and stacking (Van der Laan et al. 2007).

The essential steps of ensemble learning include 1) training each base model indepen-

dently on different subsets of the training data or using different algorithm variations; 2)

combining the predictions from all base models. Ensemble learning presents computa-

tional challenges due to the training of base learners and the integration process. Achieving

a balance between improved model performance and computational ef�ciency neces-

sitates downsizing the training data and therefore motivates one to use active learning.

In other scenarios where fewer labeled instances are available, but an ef�cient model is

desired, the integration of ensemble learning with active learning can also be valuable.

However, there is a lack of research exploring ensemble learning within an active learning

framework. This dissertation also aims to bridge this gap by investigating the combination

of ensemble learning and active learning.

1.3 Open Questions

Despite the aforementioned distinctions between subsampling and active learning, there

are also certain similarities shared by the two approaches. Both methods involve assign-

ing importance to individual instances and learning from a subset of the available data.

The crucial question that arises is how models should determine the signi�cance of each

instance and subsequently utilize this information to select informative examples.

The criteria for subsampling in existing literature can generally be categorized into

probabilistic and deterministic approaches. In the probabilistic framework, a sampling

probability is assigned to each instance based on its informational value. Several examples

of this approach include leveraging estimators (Ma et al. 2014; Ma and Sun 2015), gradient-

based estimators (Zhu 2016), and in�uence function estimators (Ting and Brochu 2018).

On the other hand, deterministic approaches rank instances according to their informa-

tional content and select the top-ranked examples. One example of such an approach is
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the Information-Based Optimal Subdata Selection (IBOSS) algorithm (Wang et al. 2019).

However, it should be noted that the IBOSS algorithm requires sorting each column of

the data, which can be time-consuming. Additionally, an aspect that has received limited

discussion is the selection of the subsampling size.

When it comes to active learning, there are two main ways in which potential instances

for training are considered: they either arrive in a stream or are stored in a pool. This disser-

tation primarily focuses on Pool-Based Active Learning, where instances are available in a

pool for selection. In general, there are three major categories of querying strategies used to

select instances from the pool: informative-based, representative-based, or a combination

of both. Informative-based algorithms assess the importance of an instance based on a

target function concerning the current hypothesis. Examples of informative-based active

learning methods include uncertainty sampling (Lewis and Gale 1994; Settles 2009) and

Expected Error Reduction (Roy and McCallum 2001). On the other hand, representative-

based algorithms examine the structure of the training data and choose representative

points from it. Density-based approaches are examples of representative-based active

learning methods (McCallumzy and Nigamy 1998; Zhang and Chen 2002). While there have

been some attempts to combine both informative and representative selection criteria,

developing effective and robust strategies for such combinations remains an open question

in active learning research.

We will also delve into the intricate aspects of deploying active learning within the

ensemble learning framework. Constructing a comprehensive active learning framework

within ensembles is more complex than with a basic model. A crucial aspect to consider

is the timing of instance selection. It can be done either after integrating the results from

multiple basic learners or before that integration step. The query strategy requires meticu-

lous customization to attain optimal performance as we employ diverse machine learning

models, potentially from different categories. For example, in stacking models, various

lower-level models may prefer different query strategies. When a single instance is cho-

sen from each lower-level model, determining the �nal instance among these candidates

becomes an additional consideration.

In conclusion, this dissertation addresses the following questions.

1. Could we design a subsampling scheme that could beat IBOSS in terms of both

computation time and ef�ciency?

2. How should one select the subsample size?
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3. How can we establish a more systematic approach for combining informative-based

and representative-based active learning methods?

4. What are the effective strategies to merge informative-based and representative-based

selection criteria?

5. How to design a general framework to use active learning in ensemble learning models

such that informative points are selected effectively?

6. For boosting models, how to determine the weight for the newly labeled instance,

and what selection criteria should we use?

7. In the case of stacking models, what are the recommended query strategies for select-

ing instances from lower-level models and the overall stacking model? How can the

active learning process be designed to prevent over�tting in stacking models?

1.4 Thesis layout

In this Section, I will discuss the layout of this dissertation. In Chapter 2, I propose two naïve

subsampling approaches, both motivated by optimizing the information content in the sub

data. Section 2.1 gives an overview of the subsampling approaches' background and some

of the work's primary contributions. Section 2.2 introduces the history of subsampling

from different views. Subsampling could be treated as an acceleration process of the solver

of a least squares problem in Section 2.2.1. It could also be deployed under a statistical

framework in Section 2.2.2. Subsampling could also be regarded as a design of experiments

w.r.t different optimality criteria in Section 2.2.3. Section 2.2.4 talks about some recent

research on subsampling in a Bayesian view. Other than simple linear regression models,

there is also some literature about subsampling in generalized linear models and quantile

regressions, introduced in Section 2.2.5 and 2.2.6, respectively. In Section 2.3.1, I propose a

general framework for subsampling in multiple linear regression. In Section 2.3.2 and 2.3.3, I

propose two subsampling approaches BBOSS and LBOSS, respectively. Section 2.4 provides

a general criterion to measure the information content in the given data and use this

entropy criteria to measure the performances of different subsampling criteria. Section 2.4.1

gives some technical details behind LBOSS and BBOSS. In Section 2.5, I perform different
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subsampling approaches on simulated datasets and real-world applications. Section 2.6

concludes the Chapter by summarizing the proposed subsampling approaches.

In Chapter 3, I give a general framework for different active learning algorithms and pro-

pose a new active learning approach that combines informative-based and representative-

based querying strategies. In Section 3.2, we present a comprehensive framework for com-

bining informative-based and representative-based querying strategies. Furthermore, we

introduce a novel active learning algorithm, named Similarity-Based Active Learning (SBAL),

which optimizes a function based on the similarity between a candidate and the labeled

and unlabeled datasets. In Section 3.3, we expand the concept of label complexity to a

broader range of classi�cation metrics and employ it as a criterion for comparing various

active learning algorithms. Section 3.4 presents a detailed evaluation of the performance of

SBAL against benchmark approaches, using simulated datasets and real-world data from

the COVID-19 diagnosis task. In Section 3.5, we summarize the main contributions of our

work and offer recommendations for future research directions.

Chapter 4 provides some ideas for combining ensemble learning with the active learning

framework. In Section 4.1, we give a general overview of the transition from basic classi�ca-

tion models to ensemble learning models and provide some prospects for �lling the gap

between ensemble learning and active learning. Section 4.2 gives a review of the sequential

and parallel ensemble learning approaches. Section 4.3 introduces a naïve algorithm of

ALDEL in Boosting named Active Real AdaBoost. In Section 4.4 and 4.5, we introduce the

active learning technique in AdaBoost-related and stacking models, respectively. In Section

4.6, we numerically illustrated the performance of different ensemble active learning algo-

rithms using simulated datasets and real-world applications. In Section 4.7, we conclude

the Chapter by discussing the strength and weaknesses of our work.

Appendix A provides additional tables and �gures for Chapter 2. Appendix B discusses

the extension of BBOSS and LBOSS for generalized linear models. Appendix C provides

technical proofs for the theoretical details introduced in Section 2.4.1. Appendix D intro-

duces the binary search method for selecting the sub data size based on entropy methods.

Appendix E investigates whether the order of covariates in the design matrix in�uences the

performances of different subsampling approaches. Appendix F provides some numerical

veri�cations for the theoretical results in 2.4.1. In Appendix G, we provide more details

about various AL algorithms in past literature, but the list is certainly not exhaustive, as the

literature on AL methods is extensive.
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CHAPTER

2

ENTROPY-BASED SUBSAMPLING

METHODS FOR BIG DATA

2.1 General Overview

One of the major challenges in the era of big data is the development of a methodology

that enables the creation of a representative subsample from the vast amount of data

while retaining almost the same amount of information as the original dataset. Another

perspective to consider is that once such a subsample of big data is determined, it can

alleviate the computational burden involved in parameter estimation when dealing with

large sample sizes. For instance, in the case of the simple linear regression model with an

n � d design matrix, the well-known least squares estimator (LSE) requires a staggering

O(nd 2) operations when n � d . Therefore, it is both motivating and critical to identify

data points that can represent the full dataset in order to accelerate the regression process

and save storage. This chapter proposes entropy-based methodologies that address the

following objectives: (i) assuming a given and known subsample size m , and (ii) developing
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a data-dependent method to select m and quantify the associated uncertainty. While the

former problem has been explored to some extent in the literature, the latter problem (ii),

which focuses on quantifying the uncertainty associated with the estimation of m , has

received limited attention.

The previous articles primarily focused on comparing the performance of estimators

using different subsampling approaches. In this Chapter, we propose two new approaches

for determining subsample for the multiple linear regression setting that we call Likelihood-

based optimal subdata selection (LBOSS) andBayesian-based optimal subdata selection

(BBOSS). Unlike traditional subsampling techniques that discard data points, our methods

concentrate on identifying informative points within the full dataset for reference. This

idea is reminiscent of recent research on support points (Mak et al. 2018). In this case, the

full data and the estimator using full data are fully available in implementing LBOSS. Both

methods are motivated by optimizing information content in data by entropy criteria which

is broadly applicable even beyond the multiple linear regression setting.

One aspect that has received less attention in traditional subsampling techniques is

the lack of guidance in determining the optimal choice of the subsample size, denoted as

m . In contrast, the BBOSS approach addresses this issue by providing an estimate of the

optimal subsample size, allowing for implementation with or without specifying a �xed

subsampling size. The methodology of BBOSS utilizes Markov Chain Monte Carlo (MCMC)

to simultaneously determine the optimal subset of the full data and its size. However, it

should be noted that the current formulation of the method may require further optimiza-

tion for computational ef�ciency. On the other hand, LBOSS offers an alternative approach.

Given a desired subsample size of m , LBOSS identi�es the best subset from the full data

that exhibits a comparable entropy to that of the full data. This method ef�ciently selects a

subset while ensuring that the selected subset retains similar information as the original

data. Thus, some of the primary contributions of this Chapter are:

(i) Data-based determination of subsample size : the BBOSS method that provides an

estimate of the optimal subset of the data not only for a given subsample size but

also capable of determining it based on observed data;

(ii) Computational ef�ciency for a given subsample size and statistical accuracy: the LBOSS

method which is computationally very ef�cient in selecting the best subset in terms

of entropy measure. The proposed methods are shown to fair well or above some of

the recently developed methods, such as IBOSS;
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(iii) Broadly applicable entropy-based method: the entropy-based criteria to measure the

information loss due to subsampling is broadly applicable to any likelihood-based

method and not simply restricted to generalized linear models. More details can be

found in Appendix B.

2.2 Literature Review of Subsampling

In this Section, I will provide a review of relevant literature that is related to the topic of

subsampling.

2.2.1 Subsampling: an Algorithmic View

The subsampling problem originated from accelerating the solver of a least squares problem.

Given an n � d matrix X = (x1, x2, . . . ,xn )T and a response vector y = ( y1, y2, . . . , yn )T , the

solution to a least squares problem like below,

ˆ� = argmin
� 2Rd




 y � X �




 2

, (2.1)

is ˆ� = X + y (Golub and Van Loan 2012), where X + is the Moore-Penrose inverse of X . To

decrease the running time from O(nd 2) when the volume n is large, a popular approach is

to apply the transformation ỹ = S y and X̃ = SX, where S = (Sj k ) is an m � n sparse matrix

with only one non-zero element per row and m < n . Solving problem (2.1) can then be

reformulated as solving the following problem, which reduces the running time to O(md 2).

˜� = argmin
� 2Rd




 ỹ � X̃ �




 2

= argmin
� 2Rd




 S y � SX�




 2

. (2.2)

S is called the random sampling matrix, which is a special case of the random sketching

matrix that might not have exactly one non-zero element in each row (see Drineas et al.

2011; Pilanci and Wainwright 2015, 2016; Raskutti and Mahoney 2016; Wang et al. 2017a).

The question yet to be answered is how to construct a subsampling matrix S that yields the

best estimator ˜� . Drineas et al. (2006) proposed a randomized algorithm, namely SampleLS,

that assigns nonuniform sampling probability for each row of (X , y ) and builds matrix S by

sampling from those rows with replacement. The non-zero element in each row is set as 1
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initially and then rescaled by a weight, which is proportional to its corresponding square

root inverse of the sampling probability.

Uniform subsampling probability � UNIF
i = 1=n , i = 1,2, . . . ,n is one of the choices for

f � i gn
i =1, but the estimator ˜� UNIF may be inef�cient when X has high coherence. After nor-

malizing all columns of X , i.e., kxi k = 1, i = 1,2, . . . ,n , the coherence of X is de�ned as

C = max
1� i < j � n

jx T
i x j j. If X contains a row that is linearly independent from the rest of the rows,

removing it will reduce the rank of X (Cohen et al. 2015). Intuitively, more informative rows

should be selected for X̃ and ỹ , which motivates one to choose the sampling probabilities

based on leverage scores (Drineas et al. 2006, 2008; Mahoney et al. 2011; Drineas et al. 2011).

Motivated by the literature on robust statistical methods (Huber 2011), the leverage score

is a quanti�cation of how much an observation deviates from the others (Chatterjee et al.

1986; Hampel et al. 2011). Here, the leverage score can be interpreted as a measure of the

in�uence of that particular observation on the least-squares estimator. If X is full column

rank, then the leverage score for the i -th sample is formally de�ned as si = x T
i (X T X )� 1xi ,

which can be computed using Singular Value Decomposition in O(nd 2) time (Hoaglin

and Welsch 1978; Golub and Reinsch 1971). Drineas et al. (2012) implemented the fast

Johnson-Lindenstrauss transform (FJLT) on X (Ailon and Chazelle 2006) and derived an

approximation s̃i of the leverage scores with relative errors of � 1 in o(nd 2) time, i.e., jsi � s̃i j �

� 1si . For sparse X , Clarkson and Woodruff (2017) improved this to O(nnz(X )logn + r 3log2r +

r 2logn ), where nnz (X ) and r represent the number of non-zero elements and the rank of

X , respectively.

Drineas et al. (2006) implemented the SampleLSAlgorithm using the normalized lever-

age scores� LEV
i = si =d , i = 1,2, . . . ,n as sampling probabilities and derived a leveraging

estimator ˜� LEV. They further showed that if m = O(� � 4d 2), the following inequality holds

with high probability:

jj y � X ˜� jj � (1+ � )jj y � X ˆ� jj.

The required subsampling size m can be further reduced to O(d logd + d � � 1) for the same

approximation error (see Mahoney and Drineas 2009; Wang 2014). Avron et al. (2010)

claimed that the emerging randomized linear algebra algorithms could be more ef�cient

than traditional deterministic algorithms when implemented with high quality.
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2.2.2 Subsampling: a Classical Statistical View

The above discussion is based on the research in the matrix approximation �eld in an

algorithmic view where both y and X are deterministic. Ma et al. (2015) reconstructed the

l 2 problem under a linear regression setting. To be more speci�c,

y = X � + � , E(� ) = 0, Var(� ) = � 2In . (2.3)

We write � = f � 1, � 2, . . . ,� n g, where � i is the number of times that the i -th sample is selected

in the subsample. Denote Sm = f i 1, i 2, . . . ,i m gas the set of subsampling indices, XSm
and ySm

as the sub-matrices of X and y indexed by Sm , respectively. Then the solutions to (2.1) and

(2.2) are identical to the following negative log-likelihood minimization problems.

ˆ� = argmin
� 2Rd

nX

i =1

ci (� ), ˜� = argmin
� 2Rd

X

k 2Sm

1

m � k
ck (� ). (2.4)

Here, ci (� ) = (yi � x T
i � )2, which is also referred to as the loss function. It is proportional

to the negative log-likelihood for the i -th observation. In addition to (2.4), there have been

other estimators with different f � i gn
i =1 listed below.

• The Shrinkage Leveraging Estimator(SLEV) ˜� SLEV: The conditional and unconditional

variances for the leveraging estimator tend to in�ate to arbitrarily large values when

there are negligible leverage scores. To address this issue, the sampling probabili-

ties for the SLEV estimator are determined as a linear combination of f � LEV
i gn

i =1 and

f � UNIF
i gn

i =1. This ensures that a lower bound is set for f � i gn
i =1 to prevent in�ation.

Speci�cally, � SLEV
i = 
� LEV

i + (1 � 
 )� UNIF
i , where 
 2 (0,1) is a tuning parameter (Ma

and Sun 2015);

• The Unweighted Leveraging Estimator(ULEV) ˜� ULEV: If the primary interest is the

true value � , then the unweighted estimator is a better choice. This is because it

is an unbiased estimator for � and has a smaller variance compared to ˜� LEV. The

sampling probabilities remain the same as those for the leveraging estimator, but
˜� ULEV minimizes the unweighted negative log-likelihood instead (Ma and Sun 2015);

• The Gradient-Based Estimator(GRAD) ˜� GRAD: Zhu (2016) introduced the concept of

binding the information contained in an individual observation with the gradient of

its contribution to the overall loss function. This approach establishes a connection
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between the magnitude of the gradient and the signi�cance of minimizing the loss

function de�ned in (2.4). Intuitively, observations with larger gradients are considered

more crucial in the pursuit of �nding the minimum of the loss function. Here, � GRAD
i /





 @ci (� )

@ � j ˆ�






 ;

• The In�uence Function Estimator(INF) ˜� INF : For asymptotically linear estimators that

can be expressed as the mean of in�uence vectors, Ting and Brochu (2018) extended

the idea in gradient-based sampling and further proposed the in�uence function

estimator. Here, � INF
i /




 � ˆ� (xi , yi )




 , where � ˆ� is the in�uence function. The in�uence

function (originally de�ned as the in�uence curve) � � (xi , yi ) is a pointwise Gateaux

derivative (see Hampel 1974).

Both ˜� GRAD and ˜� INF can be generalized to M-estimators in other models. For maximum

likelihood estimators (MLE) under a correctly speci�ed model, � � (xi , yi ) = I � 1
�

@ci (� )
@ � , where

I � is the Fisher information matrix. In the case of multiple linear regression, f � GRAD
i gn

i =1 and

f � INF
i gn

i =1 become

� GRAD
i /




 (yi � x T

i
ˆ� )xi




 , � INF

i /



 (yi � x T

i
ˆ� )
 � 1xi




 , i = 1,2, . . . ,n , (2.5)

where 
 = 1
n X T X . Since the expressions in (2.5) depend on ˆ� , a �rst-stage pilot estimator

� 0 is required to calculate the estimated sampling probabilities in practice. If there is no

available prior knowledge for the pilot estimator, � 0 could be derived using a uniform

subsampling procedure of size m0 < m in advance (Zhu 2016).

To measure the performance of the above estimators, different statistical measurements

were proposed by Ma et al. (2015) and Raskutti and Mahoney (2016). Ma et al. (2015) derived

exact expressions for the conditional expectation E[ ˜� jy ], variance Var[ ˜� jy ], unconditional

expectation, and variance of ˜� using �rst-order Taylor expansions. Unlike the worst-case

error in an algorithmic view, where ˜� LEV is superior to ˜� UNIF , it is shown that neither ˜� LEV

nor ˜� UNIF dominates the other from a statistical perspective. On the other hand, Raskutti

and Mahoney (2016) provided an upper bound for the prediction ef�ciency and residual

ef�ciency for any general random sketching matrix S.
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2.2.3 Subsampling: a Design of Experiments View

Another major viewpoint for subsampling approaches comes from the design of exper-

iments (Fisher et al. 1960; Pukelsheim 2006). Generally, the optimization problem for a

given function f is solved, which can be formulated as follows:

minimize
� 1,� 2,��� ,� n

f

‚
nX

i =1

� i xi x T
i

Œ

, subject to
nX

i =1

� i = m , rank

‚
nX

i =1

� i xi x T
i

Œ

= rank(X ).

(2.6)

The condition can even be relaxed to
P n

i =1 � i � m or
P n

i =1 � i = O(m ) (Wang et al. 2017b).

Different optimality criteria lead to different target functions commonly chosen, including,

but not limited to:

fA(� ) = tr (� � 1), fD (� ) = det(� � 1), fT (� ) = 1=tr (� ).

Solving the optimization problem in (2.6) has been appealing in the column subset selection

�eld in the past two decades, but the exact solution is NP-hard for many different optimality

criteria (Welch 1982; Nikolov et al. 2019).

For the A-optimality criterion, Avron and Boutsidis (2013) proposed a greedy algorithm

that achieves a ( n � d +1
m � d +1)-approximation when m � d . The approach has been improved

by Li et al. (2017) with derandomization for the same error bound in polynomial time

O(n 4d ). Wang et al. (2017b) introduced an approach that requires solving a computationally

tractable convex programming problem. The estimator can achieve a (1+ � )-approximation

with O(d 2=� ) subsamples, which is further improved to O(d =� + � � 2log(1=� )) using propor-

tional volume sampling (Nikolov et al. 2019).

For the D-optimality criterion, Wang et al. (2019) proposed the Information-Based Op-

timal Subdata Selection (IBOSS) approach, inspired by the lower bound of fD (
P n

i =1 � i xi x T
i ).

The IBOSS algorithm selects bm =2d cdata points with extreme values from both sides for

each covariate. If the subsample size m needs to be exact, the number of data points

to choose from each covariate can be dynamically adjusted. The exact IBOSS method is

described in Algorithm 1, where X includes an additional column as an intercept.

Wang et al. (2019) also showed that the conditional variances for ˜� UNIF , ˜� LEV, ˜� SLEV are

bounded below by a �nite quantity proportional to the order 1=m . However, the conditional
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Algorithm 1 Information-Based Optimal Subdata Selection (IBOSS) Algorithm

Input: X 2 Rn � d , y 2 Rn ,m < n
Output: ˜� D

1: Initialize Sm  �
2: for j = 1,2,� � � ,d do
3: Partial sorting for f xi j gf 1,��� ,n gnSm

and obtain the largest bm
2d cand the smallest bm

2d cvalues,

with the corresponding collection of indices f i (1)
j , i (2)

j , � � � , i bm =d c
j g

4: Sm  Sm [ f i (1)
j , i (2)

j , � � � , i (bm =d c)
j g

5: end for
6: Return ˜� D = argmin � 2Rd +1

P
k 2Sm

ck (� )

variance for the j -th element of the IBOSS estimator ˜� D is given by

V ( ˜� D
j jX ) = Op

§
d

m (x(n � � +1)j � x(� ) j )2

ª
,

where x(� ) j and x(n � � +1)j are the order statistics for the j -th covariate, and � = bm
2d c. Intuitively,

if the distribution of the covariates is heavy-tailed and the full data size n ! 1 , the squared

term in the denominator tends to explode. This implies that ˜� D dominates the other

algorithmic leveraging estimators in terms of asymptotic variance. Furthermore, it is also

superior to other subsampling approaches in the following aspects:

• The sampling step only takes O(nd ) time since the partial sorting for each covariate

can be implemented in O(n ) using algorithms like Quickselect and Quicksort (see

Hoare 1961, 1962; Knuth 1998) via the partial_sort function in the C ++ Standard

Template Library (STL) (Stroustrup 2000).

• It works well for regularizations, such as Lasso (Tibshirani 1996), Ridge (Hoerl and

Kennard 1970), and Elastic Net (Zou and Hastie 2005).

• It can be extended to the Divide-and-Conquer IBOSS (Wang 2019a) when the full

data cannot be loaded into the RAM.

Another sampling technique related to A-optimality and D-optimality is volume sampling,

which originated from matrix approximation and column subset selection problems (Desh-

pande et al. 2006; Deshpande and Rademacher 2010). Unlike the previous algorithms, vol-

ume sampling selects the index set jointly with the set probability, which is proportional to
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the square volume of the corresponding sub-matrix, i.e., � Sm
/ det(X T

Sm
XSm

). Some related

works include Reverse Iterative Volume Sampling (Derezinski and Warmuth 2017; Derez-

iński and Warmuth 2018), � -Regularized Volume Sampling (Derezi ński and Warmuth 2017),

Leveraged Volume Sampling (Derezinski et al. 2018), Volume-Rescale Sampling (Derezinski

et al. 2018; Dereziński et al. 2019a,b), and Proportional Volume Sampling (Nikolov et al.

2019).

2.2.4 Subsampling: a Bayesian inferential View

It is also worth discussing downsizing the data volume in Bayesian hierarchical models,

which are very appealing due to their complex and �exible structures. The burdensome

computation in the Metropolis-Hastings algorithm has inspired some recent subsampling

methodologies that focus on approximating the posterior distribution or acceptance ratio

(Bardenet et al. 2017). Maclaurin and Adams (2015) proposed a heuristic approach called

FlyMC, which introduces an auxiliary Bernoulli random variable as an inclusion indica-

tor for each datum. Suppose the likelihood function for the i -th response is denoted as

l i (� ) = P(yi j� ) and is lower bounded by Bi (� ). A set of auxiliary Bernoulli variables f zi gn
i =1

is established with conditional distribution

P(zi jyi , � ) =
•
l i (� ) � Bi (� )

l i (� )

˜ zi
•
Bi (� )

l i (� )

˜1� zi

, i = 1,2, . . . ,n .

The posterior distribution could then be augmented and rearranged as

P(� , f zi g
n
i =1jf yi g

n
i =1) / v (� )

nY

i =1

Bi (� )
Y

i :zi =1

l̃ i (� ), i = 1,2, . . . ,n ,

where v (� ) is the prior distribution for � and l̃ i (� ) is de�ned as l̃ i (� ) = (l i (� ) � Bi (� ))=Bi (� ).

If the product
Q n

i =1 Bi (� ) can be expressed in a simple form and computed in O(1) time in

each iteration, the cost of computing the posterior distribution is roughly the same as that

of computing the product of likelihoods only for those "turned on" observations.

2.2.5 Subsampling for Generalized Linear Models

In Generalized Linear Models (Nelder and Wedderburn 1972), responses are generated

from a distribution that belongs to the exponential family. The probability density function
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is usually written in canonical form as

f (y j� ,  ) = h (y,  )exp
•

y � � b (� )

a ( )

‹
.

Here,  is the dispersion parameter and � is the canonical parameter of interest. The link

function g establishes a relationship between the linear predictors and the expectation

of the response variable, i.e., E(y ) = g � 1(X � ). If the link function g is chosen such that

g(� ) = X � , then g is called the canonical link function. Here, we focus only on GLMs with

a canonical link function. As an extension to the multiple linear regression case in (2.4),

estimators from the full data and sub-data are obtained as

ˆ� = argmin
� 2Rd

nX

k =1

� [yk x T
k � � b (x T

k � )], ˜� = argmin
� 2Rd

mX

j =1

�
1

m � i j

[yi j
x T

i j
� � b (x T

i j
� )]. (2.7)

Generally, the Newton-Raphson method is implemented to solve (2.7). Since the sampling

probabilities usually depend on the MLEs, a two-step algorithm is required to approximate

f � i gn
i =1. The detailed implementation is shown in Algorithm 2. In the rest of this subsec-

tion, we mainly discuss logistic regression models, which are more popular than other

generalized linear models.

The responses yi 's are binary, and in logistic regression models, b (x ) = log(1 + ex ).

We denote pi (� ) = E(yi jxi , � ) = 1=(1+ exp(� x T
i � )) as the conditional mean, and M X (� ) =

n � 1
P n

i =1 pi (� )(1 � pi (� ))xi x T
i . There has been a huge variety of applications where the

number of observations is highly unbalanced between the case group ( y = 1) and the

control group ( y = 0), including medical diagnosis and email spam �ltering. To deal with

this marginal imbalance, case-control sampling (Fears and Brown 1986; Breslow and Cain

1988; Scott and Wild 1991) and weighted case-control sampling (Scott and Wild 1991, 2002)

oversample the minority class and undersample the majority class. However, traditional

case-control sampling strategies suffer from inconsistency (Manski and Thompson 1989;

Xie and Manski 1989) and inef�ciency in inferring the true values of coef�cients under

conditional imbalance. Conditional imbalance occurs when the value of the response is

easy to predict for most values that xi takes. For example, if the xi 's are binary valued and

both P(yi = 1jxi = 0) � 1, i = 1,2, . . . ,n and P(yi = 0jxi = 1) � 1, i = 1,2, . . . ,n hold, the model

suffers from conditional imbalance.

To handle both marginal imbalance and conditional imbalance, Fithian and Hastie
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Algorithm 2 Subsampling framework for Generalized Linear Model

Input: X 2 Rn � d , y 2 Rn , m0 < n as the sample size in pilot estimation, m < n as the
sample size in ultimate estimation, and pilot sampling probabilities f � 0

i gn
i =1

Output: ˜�

1: First Step (Pilot Estimation): According to f � 0
i gn

i =1, one derives the pilot subsampling
index set Sm0

and computes the pilot estimator ˜� 0 as

˜� 0 = argmin
� 2Rd

X

j 2Sm0

� 1

jSm0
j� 0

j

[yj x T
j � � b (x T

j � )]

2: Second Step (Subsampling): Compute the estimated sampling probabilities f �̃ i gn
i =1

and derive the subsampling index set Sm either using sampling with replacement or
poisson sampling.

3: Third Step (Ultimate Estimation): Compute the �nal estimate ˜� as

˜� = argmin
� 2Rd

§ X

j 2Sm0

� 1

jSm0
j� 0

j

[yj x T
j � � b (x T

j � )] +
X

k 2Sm

� 1

jSm j�̃ k
[yk x T

k � � b (x T
k � )]

ª

(2014) proposed the local case-control (LCC) sampling estimator. Instead of assigning sub-

sampling probabilities based only on the responses, LCC sampling assigns subsampling

probabilities to each observation based on their estimated l 1 risk. To achieve unbiased-

ness, the ultimate estimator is a post-adjustment for the pilot estimator, using only the

subsamples from the second step, instead of combining subsamples from both sampling

steps. Under a Poisson sampling setting, the acceptance probability for the i -th sample is

� LCC
i = jyi � pi ( ˜� 0)j. If the pilot estimator is consistent, ˜� is also consistent, with an asymp-

totic variance twice that of ˆ� . Han et al. (2016) further generalized the above idea to the

Local Uncertainty Sampling for multi-class logistic regression. The proposed acceptance

probability for each sample is based on the maximum estimated probability assigned over

all K classes using the pilot estimator.

Wang (2019a) showed that the two-step estimator ˜� is conditionally consistent and

provided its asymptotic distribution. Given a univariate function h � (x ), Wang (2019b)

introduced a more general notation for the subsampling probabilities as follows:

� i =
jyi � pi ( ˆ� )jh ˆ� (xi )

P n
j =1 jyj � p j ( ˆ� )jh ˆ� (x j )

, i = 1,2, . . . ,n . (2.8)
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ˆ� could be replaced by ˜� 0 for an approximation in (2.8). Speci�c choices of h � (x ) would

lead to some previously developed subsampling algorithms. If h � (x ) =



 M � 1

X (� )x



 , the

subsampling probabilities become � A
i i = 1n , which minimize the trace of the asymptotic

variance matrix V = M � 1
X Vc M � 1

X ; if h � (x ) = kx k, the subsampling probabilities become

� L
i i = 1n , which minimize the trace of Vc (see Wang et al. 2018a). Initially, � mV

i i = 1n and

� mVc
i i = 1n were introduced as � mV

i i = 1n and � mVc
i

n
i =1

in the OSMAC algorithm, inspired by

A-optimality and L(inear)-optimality (Atkinson et al. 2007), respectively. Yao and Wang

(2019) leveraged the same idea in softmax regression. Ai et al. (2018) constructed the optimal

subsampling strategy for GLMs based on A-optimality and L-optimality and investigated

their corresponding behaviors theoretically. In cases where the responses are not fully

available, Zhang et al. (2019) introduced the OSMUC algorithm and corresponding optimal

subsampling probabilities, which only rely on X and the pilot estimator.

Wang (2019b) proposed an improved estimator that combines the unweighted pilot

estimator and the unweighted ultimate estimator. The unweighted estimators are estab-

lished in the same way as Algorithm 3, except that the negative log-likelihood is substituted

by an unweighted one in both the �rst step and the third step. The unweighted estimator is

further shown to have a smaller asymptotic variance in the Loewner ordering.

For other generalized linear models, the two-step randomized algorithm with subsam-

pling probabilities inspired by A-optimality and L-optimality can also be implemented.

For example, suppose the responses are generated from a Poisson regression model yi �

Pois(x T
i � ), i = 1,2, . . . ,n with mean � i (� ), i = 1,2, . . . ,n . If pi (� ) is replaced by � i (� ) and

M X (� ) is replaced by n � 1
P n

i =1 � i (� )xi x T
i , respectively, the subsampling probabilities can

be computed similarly to (2.8).

Finally, the Gradient-based sampling and In�uence function sampling can be general-

ized to both Logistic Regression Models and Poisson Regression Models. The subsampling

probabilities for the two methods are identical to those for f � A
i gn

i =1 and f � L
i gn

i =1, respectively.

2.2.6 Subsampling for Quantile Regression and Other Topics

Quantile Regression is another regression problem that focuses on estimating the con-

ditional median or other quantiles (Koenker and Hallock 2001). Unlike typical linear re-

gression problems, quantile regression enjoys the bene�ts of robustness and increased

�exibility. Suppose the responses yi , i = 1,2, . . . ,n are independently and identically gen-

erated from the cumulative distribution function F (�). For a given quantile 0 < � < 1, the
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conditional quantile of yi is linear in xi , i.e.,

F � 1
yi jxi

(� ) = x T
i � (� ), i = 1,2, . . . ,n .

The loss function for a given � is de�ned as � � (t ) = t [� � I (t < 0)], where I (�) is the indicator

function. The solution to the quantile regression problem is then given as follows:

ˆ� (� ) = argmin
� 2Rd

nX

i =1

� � (yi � x T
i � ). (2.9)

One aspect where quantile regression differs from linear regression is that it can be imple-

mented for different choices of the quantile � . However, performing quantile regressions

on multiple quantile levels might lead to results that violate the monotonicity of the quan-

tile function. This phenomenon is referred to as the crossing of quantile curves. Instead

of subsampling, bootstrapping is a much more commonly used technique for quantile

regression with various quantiles (Freedman et al. 1981; Hahn 1995). Portnoy et al. (1997)

proposed a method to accelerate quantile regression by combining loss functions for sam-

ples with the same "guessed" signs of residuals. Knowledge of the "guessed" signs can be

obtained by a pilot estimator and the corresponding Scheffé con�dence band (Scheffe

1999). Chernozhukov et al. (2019) further extended this idea by repeatedly updating the

estimator in the quantile regression process.

Though the loss function in (2.9) is not differentiable, the subdifferential function �� �

can be obtained as �� � (t ) = � � I (t < 0). Then both Gradient-based sampling and In�uence

function sampling can be implemented in quantile regressions as well. The subsampling

probabilities for both methods are given below:

� GRAD
i /




 �� � (yi � x T

i � )xi




 , � INF

i /



 �� � (yi � x T

i � )
 � 1xi




 , i = 1,2, . . . ,n .

Subsampling methods and corresponding analyses have also been investigated in dif-

ferent research areas other than l 2 regression. Some heuristic works include l 1 regression

(Clarkson 2005; Meng and Mahoney 2013), l p regression (Dasgupta et al. 2009; Clarkson et al.

2016), subspace embedding (Sohler and Woodruff 2011; Meng and Mahoney 2013; Yang

et al. 2013), low-rank approximation (Clarkson and Woodruff 2017), coreset construction

(Agarwal et al. 2005; Feldman and Langberg 2011; Feldman et al. 2011), m out of n bootstrap

(Bickel et al. 1997), "bag of little bootstraps" (BLB) (Kleiner et al. 2014), and orthogonal EM

21



(Xiong et al. 2016), which accelerates the l 2 regression procedure by adding more rows to

the design matrix to make it orthogonal.

2.3 Proposed Subsampling Methods

The proposed subsampling methodologies are broadly applicable to almost any likelihood-

based method. However, we start with the simplest model among all, and in this section,

we primarily focus on the multiple linear regression setting.

2.3.1 Multiple Linear Regression Case

Followed by the same setting as in (2.3), we consider a multiple linear regression model with

an n � 1 response vector y = ( y1, y2, . . . , yn )T and an n � d design matrix X = (x1, x2, . . . ,xn )T :

y = X � + � , E(� ) = 0, Var(� ) = � 2In .

The Ordinary Least Squares (OLS) estimator of � is given by ˆ� = (X T X )� 1X T y . The com-

putational cost for obtaining ˆ� is O(nd 2) �ops. Given a desired subsample size m � n ,

our goal is to �nd an optimal subsampling index set Sm = f i 1, i 2, . . . ,i m g � f 1,2, . . . ,n gthat

achieves a desired criterion. We denote the selected design matrix and response vector as

X �
m = (xi 1

, xi 2
, . . . ,xi m

)T and y �
m = ( yi 1

, yi 2
, . . . , yi m

)T , respectively. The selected data still follows

a linear model:

y �
m = X �

m � + � �
m , E(� �

m ) = 0, Var(� �
m ) = � 2Im ,

where � �
m is the corresponding error term for the selected indices. The OLS estimator

for the subdata is denoted as ˆ� m = (X � T

m X �
m )� 1X � T

m y �
m , which requires O(md 2) �ops. The

statistical accuracy of the OLS based on the chosen subsample is in�uenced by various

factors, such as the subsampling ratio r = m =n and, most importantly, the choice of Sm .

We represent the subset as Sm = f i : � i = 1g, where � i = 1 denotes the inclusion of the i -th

observation (yi , xi ) and � i = 0 denotes its exclusion from the full data for i = 1,2, . . . ,n . Some

previous work implemented randomized algorithms and assigned nonuniform values to

� i := P(� i = 1), i = 1,2, . . . ,n (see Drineas et al. 2006; Ma et al. 2014; Zhu 2016; Ting and

Brochu 2018). In Section 2.3.2 and Section 2.3.3, we introduce two different subsampling

approaches for estimating Sm : (i) Bayesian method that may use a given m or estimate m
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based on the full data and (ii) likelihood-based method with a given m , both guided by a

newly proposed entropy criterion.

2.3.2 Bayesian-Based Optimal Subdata Selection (BBOSS)

We rewrite the model in (2.3) as yi � N (x T
i � , � 2)� i , i = 1,2, . . . ,n , where the power term

� i = 1 indicates a contribution of the i -th observation to the likelihood of the Bayesian

model. Conversely, � i = 0 means there is no contribution to the likelihood function. More

concisely, this de�nition �ts into a likelihood function given by:

L(� , � 2, � ) /
nY

i =1

f (yi jxi , � , � 2)� i , (2.10)

where f (yi jxi , � , � 2) is the conditional probability density function (PDF) of the i -th

observation given the covariates and a set of parameters. To complete the full hierarchical

Bayesian model speci�cation, we propose using the following standard prior distributions:

� j� 2 � Nd (0, � 0), � 2 � InverseGamma(a0,b0), (2.11)

� i
i .i .d
� Bernoulli (� i ), � i � Beta

•
m0

n
,
n � m0

n

‹
, i = 1,2, . . . ,n , (2.12)

where � 0 is a �xed positive de�nite matrix (e.g., � 0 = 10Id ) and a0 > 0,b0 > 0 are �xed

numbers (e.g., a0 = b0 = 2.1). We write � = (� 1, � 2, � � � , � n )T as the subsampling indicator

vector. Note that, a priori, E [
P n

i =1 � i ] = m0, which may serve as an initial guess or desired

subsample size. Also note that Var[
P n

i =1 � i ] = m0(1 � m0=n ) � m0 (when m0 � n ), which

quanti�es the uncertainty of the (random) subsample size.

Markov Chain Monte Carlo (MCMC) is constructed based on the hierarchical Bayesian

model in (2.10)-(2.12). More sampling details are introduced in Algorithm 3. One signi�cant

contribution of the proposed method is its ability to automatically select the sub-data

size if it is not speci�ed in advance. In this case, m0 can be regarded as an initial guess of

the sub-data size (e.g., m0 = d� n efor some known � 2 (0,1)). More formally, we de�ne the

random subsample size as m = m (� ) =
P n

i =1 � i and use the posterior mode of m (� ) as an

estimate of the subsample size.

For instance, if �̂ (l ) = (�̂ (l )
1 , �̂ (l )

2 , . . . ,�̂ (l )
n )T and �̂ (l ) = (�̂ (l )

1 , �̂ (l )
2 , . . . ,�̂ (l )

n )T denote the l -th

sample of subsampling indicators and subsampling probabilities obtained by the MCMC
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procedure, respectively, we compute m̂ (l ) = m (�̂ (l )) for l = 1,2, . . . ,L and estimate m using

the posterior mode of f m̂ (l )g1� l � L , i.e., m̂ = argmax1� k � n
1
L

P L
l =1 I (m̂ (l ) = k ), where I (�) is the

indicator function.

Once the estimated sub-data size m̂ is determined, we build the subsampling index set

Sm̂ from the m̂ largest modes of the posterior distribution of f �̂ (l )
i g1� l � L , i.e.,

Ŝm̂ = f î 1, î 2, . . . ,î m̂ g �̂ î 1
= �̂ (n ), �̂ î 2

= �̂ (n � 1), . . . ,�̂ î m̂
= �̂ (n � m̂ +1), (2.13)

where f �̂ i g1� i � n are the posterior modes and f �̂ (i )g1� i � n are their corresponding ordered

statistics. Additionally, the associated uncertainty estimate of m can also be obtained from

the corresponding posterior distributions of m = m (� ) using MCMC samples.

Algorithm 3 MCMC Procedure for BBOSS Algorithm

1: Input : data f (yi , x T
i )g, yi 2 R, xi 2 Rd , i = 1,2, . . . ,n , a0,b0 as the parameters in the prior

distribution of � 2, � 2
0 as the diagonal elements of � 0, m as the sub data size if one is

given.

2: Initialize � (0) = (0,0, . . . ,0)T , � (0) = (1,1, . . . ,1)T , � (0) = ( 1
2 , 1

2 , . . . , 1
2)T , � 2(0)

= 1

3: for iteration l = 1,2, . . . ,L do

4: Compute S(l ) = ( 1
� 2(l � 1)

P n
i =1 � (l )

i xi x T
i + 1

� 2
0
Id )� 1

5: Sample � (l ) � N (S(l ) 1
� 2(l � 1)

P n
i =1 � (l � 1)

i yi xi ,S(l ))

6: Sample � 2(l )
� InverseGamma(a0 + 1

2

P n
i =1 � (l � 1)

i ,b0 + 1
2

P n
i =1 � (l � 1)

i (yi � x T
i � (l ))2)

7: Sample � (l )
i � Bernoulli

•
� (l � 1)

i f (yi jxi ,� (l ),� 2(l )
)

1� � (l � 1)
i +� (l � 1)

i f (yi jxi ,� (l ),� 2(l ) )

‹
, i = 1,2, . . . ,n .

8: if m is given then

9: Sample � (l )
i � Beta(� (l )

i + m
n ,2 � � (l )

i � m
n ), i = 1,2, . . . ,n .

10: else

11: Sample � (l )
i � Beta(� (l )

i + 1
2 , 3

2 � � (l )
i ), i = 1,2, . . . ,n .

12: end if

13: end for

On the other hand, one could also specify the sub data size m in advance. Under this

circumstance, we set m0 = m in (2.12) and substitute m̂ by m in (2.13) to get the estimated

subsampling index set Ŝm .
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2.3.3 Likelihood-Based Optimal Subdata Selection

The Bayesian method described in the previous subsection can be computationally de-

manding. It is prudent to develop an approach that works almost as accurately as the full

hierarchical Bayes method but is computationally faster. Therefore, we describe a coordi-

nate descent approach that optimizes the log likelihood in (2.10). In other words, the goal

is to solve the following optimization problem:

max
� ,� 2,�

log L(� , � 2, � ) =
nX

i =1

� i log f (yi jxi , � , � 2),

s.t.
nX

i =1

� i = m , � 2 Rd , � 2 > 0.

(2.14)

Likelihood-Based Optimal Subdata Selection (LBOSS) is another proposed subsampling

procedure that focuses on iteratively deriving the representative subset. It is introduced in

Algorithm 4.

In terms of time complexity, let's suppose the algorithm takes q steps before satisfying

the stopping criterion. The algorithm selects m samples that contribute the most to maxi-

mizing the log likelihood for the given parameters, and then performs another regression

using the selected subdata. Sorting can be viewed as selecting the m -th largest elements

from an unordered array. The optimization can be implemented by combining quickselect

and partial quicksort. As described in Hoare (1961), Hoare (1962), and Knuth (1998), the

m -th largest element can be selected and placed in the correct position in linear time.

Elements greater or less than this pivot are left unsorted on the right or left. Then, another

quicksort is performed only on the elements greater than the pivot, which takes O(m log m )

time. Since m is usually chosen such that m � n , the entire LBOSS method would take

O(q (nd + n + md 2)) time.

2.4 Entropy as Measure of Performance

Since the primary motivation of this chapter is to provide subsampling approaches that

obtain a representative subset of the full data, it is critical to de�ne a quantity that measures

the "informativeness" of the selected subdata compared to the full data. Here, we introduce

a general criterion for measuring the information content in the given data.

Let's assume that yi � f (yi jxi , � ), i = 1,2, . . . ,n , where � 2 � � Rd . We de�ne l 0
i as the
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Algorithm 4 Likelihood-Based Optimal Subdata Selection (LBOSS) Algorithm

1: Initialize the parameter (� (0), � 2(0)
) and denote the full log likelihood as L (0) =P n

j =1 log f (yj j� (0), � 2(0)
).

2: Let k = 1, choose m subsampling indices which maximize the log likelihood w.r.t the
initial parameters, i.e. choose Ŝ(1)

m = f i (1)
1 , i (1)

2 , . . . ,i (1)
m gs.t.

log f (yi (1)
1

j� (0), � 2(0)
) � log f (yi (1)

2
j� (0), � 2(0)

) � � � � � log f (yi (1)
m

j� (0), � 2(0)
) � . . . .

Obtain the estimation using only the sub data, i.e., solving the problem

(� (1), � 2(1)
) = argmax

� ,� 2

mX

j =1

log f (yi (1)
j

j� , � 2)

Denote the 1-st sub log likelihood as L (1) =
P m

j =1 log f (yi (1)
j

j� (1), � 2(1)
) and log likelihood

difference D = jL (1) � L (0)j � � jL (0)j
3: While D > 0, let k  k + 1 and update Ŝ(k )

m = f i (k )
1 , i (k )

2 , . . . ,i (k )
m gs.t.

log f (yi (k )
1

j� (k � 1), � 2(k � 1)
) � log f (yi (k )

2
j� (k � 1), � 2(k � 1)

) � . . .

4: Obtain the estimation using the subsamples derived, i.e., solving the optimization
problem

(� (k ), � 2(k )
) = argmax

� ,� 2

mX

j =1

log f (yi (k )
j

j� , � 2)

Denote the k -th sub log likelihood as L (k ) =
P m

j =1 log f (yi (k )
j

j� (k ), � 2(k )
) and log likelihood

difference D = jL (k ) � L (k � 1)j � � jL (k � 1)j.
5: Repeat Step 3 and Step 4 until D � 0, and let Ŝ(k )

m = f i (k )
1 , i (k )

2 , � � � , i (k )
m g.

entropy contributed by the i -th observation at the true parameter � 0, given by:

l 0
i = � log f (yi jxi , � 0), i = 1,2, . . . ,n . (2.15)

The true average entropy (TAE) is de�ned as TAE= 1
n

P n
i =1 l 0

i . Given a subsampling data

size m , we can order the entropy contributions of each observation as follows:

l 0
(1) � l 0

(2) � � � � � l 0
(m ) � � � � � l 0

(n ).
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Note that the above ordering remains unchanged if a term in l 0
i that doesn't depend on

i but may depend on � 0 is dropped. For example, when yi � N (x T
i � , � 2), we can use

l 0
i = 1

2(yi � x T
i � )2=� 2 and drop the term 1

2 log(2�� 2).

Using entropy as a measure, the true best subset entropy with size m (TBSEm ) is de�ned

as the mean of the m least-contributed entropies:

TBSEm :=
1

m

mX

i =1

l 0
(i ) = min

� i 2f 0,1g
P n

i =1 � i =m

P n
i =1 � i l 0

iP n
i =1 � i

.

The second equality above is guaranteed by Lemma 2.4.1. The difference between TBSE m

and TAE is de�ned as the true differential entropy (TDE m ), given by TDEm = TBSEm � TAE.

For estimation, the estimated average entropy (EAE) is de�ned in the same way as TAE.

Let l i ( ˆ� ) be the entropy contributed by the i -th observation at the maximum likelihood

estimate (MLE) ˆ� using the full data, given by:

l i (� ) = � log f (yi jxi , � ) and ˆ� = argmin
� 2�

1

n

nX

i =1

l i (� ).

Thus, the estimated average entropy (EAE) is de�ned as EAE= 1
n

P n
i =1 l i ( ˆ� ). Similarly, the es-

timated best subset entropy with size m (EBSEm ) is constructed as EBSEm = 1
m

P
i 2Ŝm

l i ( ˆ� m ),

where

( ˆ� m , �̂ ) = argmin
� 2� ,� i 2f 0,1g

P n
i =1 � i =m

1

m

nX

i =1

� i l i (� ), Ŝm = f i j�̂ i = 1g.

The difference between EBSEm and EAE isEDE= EBSEm � EAE. It is noteworthy that TBSE m

is the mean of the m least entropy contributions from the overall samples, which should

clearly be less than the average entropy contributed by all samples:

TBSEm =
1

m

mX

i =1

l 0
(i ) �

1

n

nX

i =1

l 0
(i ) = TAE. (2.16)

Similarly, TBSEm should be an increasing function of the subsampling size m . In this

case, for any given � 1 > 0, one could use binary search (Knuth 1998) to �nd the smallest m

such that:

jTBSEm � TAEj < � 1jTAEj. (2.17)
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Note that for real data, the true parameters are not given, so TAE and TBSE m are replaced

by EAE and EBSEm . More details about �nding m using binary search are discussed in

Appendix D.

2.4.1 Technical Details

In this Subsection, we give some theoretical results which provide justi�cation behind

Algorithm 4 described earlier.

Lemma 2.4.1. Consider the function g(� ) =
P n

i =1 � i l i where l i 2 R,� i 2 f 0,1gand
P n

i =1 � i =

m . Without loss of generality assume that l 1 � l 2 � � � � � l n , then g(� ) � g (�̂ ) =
P m

i =1 l i where

�̂ i = 1 for i = 1,2, . . . ,m and �̂ i = 0 for i > m.

Theorem 2.4.2. DenoteL(� , � ) = �
P n

i =1 � i logf (yi j� )where � 2 Rd . De�ne l i (� ) = � logf (yi j� ).

Suppose that ˆ� (0) = argmin � 2Rd

P n
i =1 logf (yi j� ), �̂ (0) = 1n and we have

l î (t )
1

( ˆ� (t � 1)) � l î (t )
2

( ˆ� (t � 1)) � � � � � l î (t )
m

( ˆ� (t � 1)) � � � � � l î (t )
n

( ˆ� (t � 1)) for t = 1,2,� � � .

De�ne the sub index set as Ŝ(t )
m = f î (t )

1 , î (t )
2 , . . . ,î (t )

m g, t = 1,2, . . . . In addition, �̂ (t ) = (�̂ (t )
1 , �̂ (t )

2 , . . . ,�̂ (t )
n )

and ˆ� (t ), t = 1,2, . . . are iteratively derived as follows,

�̂ (t )
j = 1 if j 2 S(t )

m ; �̂ (t )
j = 0 if j =2 S(t )

m , (2.18)

ˆ� (t ) = argmin
� 2Rd

L(� , �̂ (t )) = argmin
� 2Rd

X

i 2Ŝ(t )
m

log f (yi j� ). (2.19)

Then L( ˆ� (t ), �̂ (t )) is a decreasing function in t .

The LBOSS algorithm primarily consists of two steps: sorting and regression. The previ-

ously given Lemma 2.4.1 and Theorem 2.4.2 have demonstrated that the objective function

in (2.14) is optimized at each step and decreases over steps. Since the proofs are solely based

on the entropy for each observation, L(� , � ) is also applicable to the cases of generalized

linear models (GLMs). In order to further investigate the subsampling size in entropy-based

subsampling methods, the following lemmas and theorem provide an approximation to

the probability that (2.17) holds for linear models.

Lemma 2.4.3. Supposez1, z2, . . . ,zn
i .i .d .
� � 2

1 and z1n � z2n � � � � � znn are their corresponding

order statistics. If we de�ne l 0
i = ( yi � x T

i � )2=2� 2 in eq. (2.15), the probability that (2.17) holds
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is identical to that of the following expression

1 � � 1

2n

nX

i =1

zi n �
1

2m

mX

i =1

zi n < 0. (2.20)

Lemma 2.4.4. If we further denote D = 1� � 1
2n

P n
i =1 zi n � 1

2m

P m
i =1 zi n , ci n = (m � n � m � 1)=2m

when i � m and (1 � � 1)=2 otherwise, the asymptotic distribution of D is given as D �

AN (� n ,n � 1� 2
n ), where

� n = n � 1
nX

i =1

ci n G � 1
•

i

n + 1

‹
, � 2

n = n � 1
nX

j =1

� 2
j n , (2.21)

� j n =
1

n � j + 1

nX

i = j

ci n
n � i + 1

(n + 1)g [G � 1( i
n +1)]

, j = 1,2, . . . ,n . (2.22)

In the above, g and G denote the probability density function and cumulative distribution

function of a � 2
1 random variable, respectively.

The above lemma is an immediate result from the asymptotic theory for linear order statis-

tics (Chernoff et al. 1967, Theorem 1). Considering that the expression for � j n is in a com-

plicated form, we derived a linear approximation �̃ j n for � j n by �tting a linear function to

(1 � u )=g[G � 1(u )]. We denote the approximated asymptotic variance of D as �̃ 2
n =

P n
i =1 �̃ 2

j n .

If the subsampling ratio r = m =n is assumed to be constant in practice, the asymptotic

behavior of � n and � 2
n can be summarized in Theorem 2.4.5.

Theorem 2.4.5. Suppose n! 1 ,m ! 1 and m =n ! r , then D � AN (� n ,n � 1� 2
n ) where

� n
P
!

1 � � 1

2
�

1

2r

Z r

0

G � 1(x )d x ,

�̃ 2
n �

70a 2(1 � � 1)2(1+ r )2 + 16a 2r 3 � 5a 2(1 � � 1)(3r 4 + 11r 3 + 8r 2)

480(1+ r )2
,

(2.23)

and a � 1.91 is the slope of linear approximation a u of the function (1 � u )=g[G � 1(u )] for

u 2 (0,1).

Lemma 2.4.4 also applies to other models as long as we could write D as a linear statistic. g

and G could be replaced by corresponding PDF and CDF of zi 's. Appendix C provides proof

of the above lemmas and theorems, while Appendix F gives some numerical veri�cations.
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2.5 Numerical Experiments

2.5.1 Simulated Data Based on Linear Regression Models

To compare the performance of different subsampling methods, we simulate data from a

linear regression model following the setup in Wang et al. (2019):

yi = � + x T
i � + � i = � +

pX

j =1

xi j � j + � i , i = 1,2, . . . ,n , (2.24)

where the true value of � is a 50-dimensional vector of unity and � 2 = 9. Let � be a covari-

ance matrix with the (j , j 0) element equal to (0.5)I ( j 6= j 0) for j , j 0= 1,2, . . . ,d , where I (�) is the

indicator function. Covariates x 0
i s in (2.24) are generated from

• Case 1:x 0
i s have a multivariate normal distribution, that is, xi � N (0, � )

• Case 2:x 0
i s have a multivariate t distribution with degrees of freedom � = 2, that is,

xi � t 2(0, � )

• Case 3:x 0
i s have an equally weighted mixture distribution of �ve different distribu-

tions N (1, � ), t 2(1, � ), t 3(1, � ), U [0,2] and LN (0, � ).

• Case 4:x 0
i s consist of multivariate normal variables with interaction and quadratic

terms. To be speci�c, denote v = (v1, . . . ,v20)T � N (0, � 20� 20), where � 20� 20 is the 20 by

20 upper diagonal sub-matrix of � . Let x = (v T , v1v T , v2v11, v2v12, . . . ,v2v20) and xi 's

are generated from the distribution of x .

Each of the four cases is repeated for S = 1000times, and the following quantities are used to

measure the performance of the proposed methods in comparison with the IBOSS method

in Wang et al. (2019):

• Empirical Mean Squared Error (MSE) is derived as MSE0 = S� 1
P S

s=1(
ˆ� (s)

0 � � )2 and

MSE1 = S� 1
P S

s=1 jj ˆ� (s) � � jj2 for intercept and slope estimators using full samples and

subsamples from different subsampling methods, where ˆ� (s)
0 and ˆ� (s) are estimators

in the s-th Monte Carlo repetition.

• True Average Entropy (TAE), true best subset entropy (TBSE m ), estimated average

entropy (EAE), and estimated best subset entropy (EBSE m ).
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(a) Case 1 (b) Case 2

(c) Case 3 (d) Case 4

Figure 2.1: True differential entropy and estimated differential entropy using both sub-
sampling methods. The subdata size is �xed at m = 1000 and the full data size n varies.(a)
x i 's are multivariate normal (b) x i 's are multivariate t 2 (c) x i 's are mixture (d) x i 's include
interaction terms.
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• CPU running time for subsampling methods.

The subsampling size is �xed at m = 1000, and the threshold parameter � is initially set

to 10� 3. Full data sizes are chosen as n = 5 � 103,104,105, and 106. In Figure 2.1 and Figure

2.2, the simulation results for TDE m and EDEm are presented. EDEm represents the average

information content from each data point in the sub-data relative to that in the full data. It

can be observed that both EDE m for LBOSS and TDEm deviate slightly from 0 but are close

to each other. This outcome is expected since TBSE m captures the most extreme part of

TAE, while EBSEm and EAE serve as reliable estimators for TBSEm and TAE, respectively.

As depicted in Figure 2.3 and Figure A.6 in the Appendices, both the full data and

LBOSS exhibit a decreasing trend in MSE, while IBOSS shows a relatively �at behavior for

case 1 and case 4. According to (Wang et al. 2019, Theorem 6), the convergence rate for

variances in case 1 is as slow as d =m
log n . This explains why increasing the size of the full data

does not immediately result in a decrease in IBOSS's ef�ciency. For case 2 and case 3, both

subsampling methods lead to a reduction in MSE, but it is evident that LBOSS outperforms

IBOSS. A detailed result of the MSE can be found in Table A.1 in the Appendices.

In Figure A.7 and Figure A.8 from the Appendices, TBSE m and EBSEm are calculated

for different methods in all cases. It can be observed that both TBSE m and EBSEm remain

relatively stable as the total sample size increases. TBSEm is de�ned as the average of the m

smallest entropy contributions based on the full data, which means it should be smaller

than TAE. The decreasing variations of TBSE m and EBSEm are also supported by standard

asymptotic theory. EBSE m , which can be viewed as a standardized negative log-likelihood,

measures how well the parameters are estimated based on the selected subset of the data.

In this case, the LBOSS method outperforms IBOSS as the EBSEm curve for LBOSS almost

overlaps with TBSEm , while the EBSEm curve for IBOSS is signi�cantly higher. This suggests

that LBOSS effectively estimates both the slope parameter and the subsampling index set

based on the entropy method.

In the second part of the simulation, the full data size is �xed at n = 106, while different

subsampling sizes are used: m = 200,400,500,1000,2000,3000,5000. Based on Figure A.1,

Figure A.2, Figure A.10, and Figure A.11, it can be observed that TBSEm and EBSEm for

LBOSS remain relatively stable. However, there is a more noticeable variation in the EBSE m

for LBOSS compared to the TBSEm . As the subsampling ratio increases, the EBSEm curve

for IBOSS deviates even further from the TBSE m curve, indicating a decrease in estimation

accuracy. This suggests that LBOSS consistently outperforms IBOSS as a subsampling
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method, considering both MSE and entropy.

(a) Case 1 (b) Case 2

(c) Case 3 (d) Case 4

Figure 2.2: Boxplot for TDE m and EDEm for LBOSS which gives more clear visualization
for the variations. The subdata size is �xed at m = 1000 and the full data size n varies. In x
axis ticks,“T" and “E" stand for TDE m and EDEm , respectively, while “1", “2", “3" and “4"
stand for a full data size of 5 � 103,104,105,106, respectively. (a) x i 's are multivariate normal
(b) x i 's are multivariate t 2 (c) x i 's are mixture (d) x i 's include interaction terms.

It is evident from Figure A.3 and Figure A.9 that the MSE using the LBOSS method

remains �at, implying that the estimation ef�ciency remains constant as the subsampling

size varies. As the sub-data size increases, the MSE for IBOSS estimation decreases slowly

but much slower than that of LBOSS. This can be explained by (Wang et al. 2019, Theorem

6(i)), which suggests that the MSE using the IBOSS method should be of order O(m � 1).
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(a) Case 1 (b) Case 2

(c) Case 3 (d) Case 4

Figure 2.3: MSE for estimating slope parameter, sub data size is �xed at m = 1000 and the
full data size n varies. Logarithm with base 10 is taken of MSEs for better presentation of
the �gure. (a) x i 's are multivariate normal (b) x i 's are multivariate t 2 (c) x i 's are mixture (d)
x i 's include interaction terms.
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In addition, Table 2.1 and Table 2.2 present the CPU running times for different sampling

methods for case 1. The simulation study is performed using parallel computing on a

16-core cluster. As evident from the tables, both the running time of IBOSS and LBOSS

increases linearly as n increases while �xing m . However, when the full data size n is �xed,

the running times of both methods remain relatively stable as m increases. Recall that if we

denote the number of iterations in LBOSS as q , since LBOSS performs partial sorting and

sub-data regression within each loop, the time complexity would be O(q (nd + n + md 2)).

In the LBOSS algorithm, even with a fairly strict stopping criterion � = 10� 3, it yields fast

convergence. Observing the simulation results, it takes about only q = 3 steps for almost all

simulation scenarios that we have performed. This implies that LBOSS outperforms IBOSS

in terms of running time.

Table 2.1: CPU running time (s) using 16-core parallel processing. The sub data size is
�xed at m = 103 and the full data size n varies.

n 5000 104 105 106

Method
LBOSS 0.02 0.03 0.19 2.72
IBOSS 0.02 0.04 0.28 3.67

Table 2.2: CPU running time (s) using 16-core parallel processing. The full data size is �xed
at n = 106 , while the sub data size m varies.

m 200 400 500 1000 2000 3000 5000

Method
LBOSS 2.50 2.41 2.57 2.72 2.71 2.66 2.72
IBOSS 3.09 3.22 3.28 3.67 3.58 3.59 3.71

In the third part of the simulation, we compared the estimation performance of the

BBOSS methods with and without specifying the sub data size. The data were generated

from case 1 discussed above, where xi 's have a multivariate normal distribution, speci�cally

xi � N (0, � ). We chose full data sizes as n = 1000,2000,3000,5000, and 10000. We denoted

the BBOSS algorithm without specifying a sub data size as BBOSS0, and the one with a sub

data size determined as BBOSSm . For a �xed data set, BBOSS0 automatically selected the
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optimal sub data size and the corresponding optimal sub data. The selected m was then

applied to BBOSSm using the same full data set.

In a Monte Carlo simulation with a size of S = 100, we compared the MSEs of dif-

ferent BBOSS algorithms. The sub data size selected by BBOSS0 was found to be m =

84,189,288,482,967 when n was chosen as 1000, 2000, 3000, 5000, and 10000, respectively.

According to Figure 2.4a, it is evident that the MSE curve for the various BBOSS algorithms

does not consistently show one algorithm outperforming the others. However, when the

full data size is smaller, BBOSS0 appears to perform better than BBOSS m .

(a) (b)

Figure 2.4: (a) MSE for estimating slope parameters using the full and sub data selected
by different subsampling methods. (b) Subsampling ratio. The sub data size is selected
automatically by BBOSS0 and set as �xed for other subsampling methods, while the full
data size varies. BBOSS0 denotes the BBOSS method without specifying a sub data size,
while BBOSSm denotes the BBOSS method using the sub data size selected by BBOSS0. The
logarithm with base 10 is taken of MSEs for a better presentation of the �gure.

Figure 2.4b presents boxplots for subsampling ratios selected automatically by BBOSS

in different scenarios. The subsampling ratios are controlled to be almost under 0.1 with

negligible �uctuation, which partially agrees with the inequality for the expectations of the

sum of the posterior Bernoulli random variables � i 's when � i = 1
2 , i = 1,2, . . . ,n , i.e.,

E
• nX

i =1

� i

�
�
�
� y,X , � , � 2

˜
=

nX

i =1

Pr(� i = 1jyi , xi , � , � 2) �
n

1+ (2�� 2)
1
2

. (2.25)
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The last term in (2.25) can be obtained from MCMC samples � 2(l )
, l = 1,2, . . . ,L by

1
L

P L
l =1 n

•
1 +

p
(2� �̂ 2(l ))

˜ � 1

. Figure A.4 shows the result for estimating � using different

BBOSS algorithms. It can be observed that BBOSSm performs excellently in estimating � .

From the simulation results, the subsampling ratio, which is the factor of the upper bound

in (2.25), is roughly 0.116 for different full data sizes.

2.5.2 Chemical Sensor Data

This example utilizes time series data obtained from 16 chemical sensors exposed to gas mix-

tures with varying concentration levels. The data is acquired from the UCI data repository,

which can be accessed at archive.ics.uci.edu/ml/datasets/Gas+sensor+array+
under+dynamic+gas+mixtures. For the purpose of this real data application example,

we will focus speci�cally on the mixture of Ethylene and CO in the air.

Each measurement in the dataset consists of the continuous acquisition of signals from

the 16-sensor array for approximately 12 hours without interruptions. More information

about this dataset can be found in the work by Fonollosa et al. Fonollosa et al. (2015).

To preprocess the data, we exclude readings from the second sensor that contain neg-

ative values. A log transformation is applied to the readings of all the other sensors. The

reading data from the last sensor is considered the response variable, while readings from

the remaining sensors are treated as independent variables.

There are 14 covariates in this example, which represent the readings from 14 inde-

pendent sensors. As suggested in Wang et al. (2019), we also exclude the �rst 20,000 data

points recorded in less than 4 minutes of system run-in time. Thus, the full data set contains

n = 4,188,261 data points.

To gain more intuition on the characteristics of the data points that each subsampling

method selects, we provide a scatter plot for data points in Figure 2.5. For better visual-

ization, only 10,000 randomly selected data points are plotted, including m = 280 points

selected by each method. As expected, in each dimension, extreme values are selected by

IBOSS, while no clear pattern could be visualized on how LBOSS selects sub data.

We use bootstrapping to calculate the estimated MSEs of different estimators on the

slope parameters. The estimated MSE is computed as follows: ÕMSE = 1
B

P B
b =1k ˆ� b � ˆ� k2,

where B = 100 represents the bootstrap size. Here, ˆ� denotes the ordinary least squares

(OLS) estimator using the full data, while ˆ� b refers to the parameter estimates obtained from

either the full data or the sub data using subsampling methods on the b -th bootstrap sample.
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For both subsampling methods, we consider the sub data size as m = 4d ,6d ,10d ,20d .

Figure A.5 displays the bootstrap MSE for different sub data sizes and subsampling methods.

Notably, it is evident that LBOSS yields signi�cantly smaller MSEs compared to IBOSS.

Finally, we propose a new measure of how representative the sub data is among the full

data. We denote Sm as the index set induced by the subsampling approach with size m . For

a randomly selected index set SR
m with size R = 104, we de�ne its Mean Distance (MD) from

Sm as

MD (SR
m ,Sm ) =

1

mR

X

i 2Sm

X

j 2SR
m

�
jjxi � x j jj

2
2 + ( yi � yj )

2
�
,

For this real data set, we experimented with various sub data sizes ranging from 30 to

600, with an increment of 10. The Monte Carlo simulation size was set to S = 100. In Figure

2.6, we present the results of the Mean Distance for both IBOSS and LBOSS. The Mean

Distance effectively measures how representative and centered the sub data is around

the real data. Therefore, a smaller Mean Distance indicates a better performance of the

method. Let's denote the index set selected by IBOSS and LBOSS as SI
m and SL

m , respectively.

From Figure 2.6, it is evident that MD (SR
m ,SL

m ) (ranging around 3.8 - 4.2) is signi�cantly

smaller compared to MD (SR
m ,SI

m ) (ranging around 8.55 - 8.75) for each choice of m . This

observation highlights the superiority of LBOSS over IBOSS in terms of Mean Distance.

Minimizing Mean Distance can also be considered a criterion for selecting the optimal sub

data size. However, unlike the entropy-based method, this approach does not consider the

information content.

In addition, as discussed in Section 2.4, the relative difference between the subset

entropy and total entropy is used to determine the optimal sub data size. Since the true pa-

rameter remains unknown to us in this real data application, the true entropy is substituted

by the estimated entropy. In other words, we �nd the smallest m such that

jEBSEm � EAEj < � 1jEAEj. (2.26)

Table 2.3 shows the chosen subsampling ratios from (2.26) for IBOSS and LBOSS. A

noticeable discrepancy can be observed in the selected r values across different � 1 values

when using the LBOSS method. This discrepancy arises from the accurate estimation of

TBSEm using EBSEm . With LBOSS, the estimated best subset entropy deviates from EAE

when the sub data size m is relatively small. As m increases, the EBSEm for LBOSS becomes

diluted by less informative points, leading to a growth in the selected r value. In contrast,
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Figure 2.5: Scatterplot of 10,000 random samples from the chemical sensors data, including
all the sub data selected by at least one of the methods. The sub data size is �xed at m = 280
for both methods. Blue dots denote the data points selected by IBOSS, while the red ones
denote the data points selected by LBOSS. The logarithm is taken for values in the response
variable and independent variables.
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(a) (b)

Figure 2.6: Mean distance between randomly selected 10,000 samples and sub data se-
lected by each method. (a) shows result for IBOSS, while (b) shows result for LBOSS. Sub
data size is taken from m = 30 to 600 with increment 10. Result is averaged over S = 100
Monte Carlo Simulations. Noticed that the y-axis limit of the two sub�gures are different.

the sub data selected by IBOSS is less representative than those selected by LBOSS. As a

result, the selected r value for IBOSS is more likely to increase gradually as � 1 increases,

without exhibiting signi�cant gaps as seen with LBOSS.

Table 2.3: The chosen subsampling ratio r by setting different maximum relative entropy
difference � 1 for both methods.

� 1 0.2 0.15 0.1 0.05 0.01

Method
LBOSS 6.7� 10� 6 0.549 0.549 0.549 0.998
IBOSS 3.7� 10� 5 1.5� 10� 4 9.7� 10� 3 0.047 0.071

We conducted another simulation to determine the value of m that achieves a rel-

ative entropy difference of � 1 = 0.05. Various full data sizes were selected, namely n =

5000,104,105,106, and both IBOSS and LBOSS subsampling procedures were performed.

In this case, we denote m as the minimum value for which (2.17) holds. Therefore, the

estimated minimum value m̂ satisfying (2.26) serves as an estimator for m . Figure 2.7 only

includes boxplots that display the selected m from (2.17) and (2.26) using LBOSS, as the

result from IBOSS is negligible in comparison to the full data and LBOSS. As EAE and EBSE m
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(a) n = 5 � 103 (b) n = 104

(c) n = 105 (d) n = 106

Figure 2.7: The minimal m that attain the relative entropy differences � 1 = 0.05 for both
true parameters and estimated parameters. LBOSS derives the estimated Best Subset En-
tropy. Full data size n varies.
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are excellent estimators for TAE and TBSE m , respectively, the selected m̂ for LBOSS closely

approximates m .

2.6 Conclusion and Future Work

In this chapter, we proposed two novel subsampling algorithms, LBOSS and BBOSS, for ob-

taining representative subdata. Both methods were inspired by the entropy-based approach.

When the subsampling size is not explicitly speci�ed, we determine it by calculating the

posterior mode of the sum of subsampling indicators, allowing us to select data points with

the highest sampling probabilities. Alternatively, if a predetermined subdata size m is given,

it can be directly used as the subsampling size. To enhance the ef�ciency of subsampling,

we introduced the LBOSS method, which involves solving an optimization problem through

iterative sorting and regression. Both approaches aim to identify the most "informative"

points within the full data, which can be utilized for further analysis and investigation.

The proposed methods offer several advantages: 1) The selected subset represents the

full data well compared to existing subsampling approaches. 2) Since both methods are

primarily based on entropy, they can also be generalized to Generalized Linear Models. 3)

BBOSS can automatically select the optimal subdata size, which is a rarely investigated

topic in the existing literature. However, there are some limitations that can be addressed

in future work. Although the Bayesian model automatically selects the subdata size, the

subsampling ratio cannot be controlled within a certain range. Additionally, the running

time of BBOSS remains relatively high due to its reliance on Markov Chain Monte Carlo,

making this subsampling method feasible only for certain datasets. We hope that this work

will inspire further research in the �eld of subsampling.
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CHAPTER

3

SIMILARITY-BASED ACTIVE LEARNING

METHODS

3.1 Introduction

Classical supervised machine learning methods are typically built to achieve the desired

level of accuracy. However, such algorithms may not be practically implementable as the

number of observations required to achieve such desired accuracy is often very high. In

particular, for image classi�cation problems that often require human interventions to

label the images, it becomes increasingly prohibitive to label many images accurately.

Examples are abundant as given in Beck et al. (2021), for medical diagnosis (Wu et al. 2021;

Budd et al. 2021), semantic segmentation (Vezhnevets et al. 2012; Qiao et al. 2021), object

detection (Brust et al. 2018; Haussmann et al. 2020) and video annotation (Vondrick and

Ramanan 2011), among many others. The root cause of the huge cost of labeling can be

several different practical challenges. It could arise from massive computation overload,

the lack of experts in the topic area, the lack of workforce, etc. For example, during the
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coronavirus epidemic (COVID-19) outbreak, it became almost essential to process and

analyze the CT scans as accurately as possible in a timely fashion. Due to the fast spread of

this pandemic virus, it became increasingly unrealistic for health professionals to process

and analyze all CT scans accurately through human interventions. In such situations,

using active learning (AL) methods can aid professionals' processing of medical images

by building an effective model. The model should maintain high accuracy and perhaps

require only a few human interventions by selecting more informative images in a timely

fashion (Wu et al. 2021). Therefore, more informative images must be selected when the

resources are limited. Under the AL framework, the algorithm is initiated with a small set

of labeled instances. It selects instances from the unlabeled pool using readily available

predictors (which are often must less costly) during the iterative process and requests labels

from an expert. The selected instances are then added to the labeled set to update the

learner. The cost of this learning algorithm can be substantially reduced by not labeling

every instance in the training dataset.

Among many applications of active learning methodologies, classi�cation problems

are far more prevalent and relevant than regression and clustering problems. The problem

is usually set up under a pool-based framework where a huge pool of unlabeled instances

is available. Denote by X = (x1, x2, . . . ,xn )T as the input matrix with n instances, where xi =

(xi 1, xi 2, � � � , xi d )T is the vector of predictors for i -th observation, which are assumed to be

readily available and not costly (e.g., demographics, age, gender, etc.). Let y = ( y1, y2, . . . , yn )T

denote the binary-valued label vector whose values are likely to be very costly in practice

(e.g., classi�cation of images based on MRIs, etc.). The framework can be easily extended

to the multi-class classi�cation problem with K classes. However, we restrict most of our

methodologies to binary classi�cation problems only for ease of notation. Let L1 and U1

denote the indices of the labeled and the unlabeled dataset, respectively. During the myopic

learning process, the learner selects whichever instance is the most “valuable" and is worth

inquiring the expert for the label at a given iteration. At the t -th iteration, the instance

selected and labeled is denoted as � t . Suppose l (f (x ), y ) denotes a loss function (e.g., the

logistic loss function) for predicting the label y using the predictor x based on classi�er

function f (x ). The steps to execute the AL based on logistic ridge regression is outlined in

Algorithm 5.

In Algorithm 5, a regularization parameter � is needed to circumvent the fact that the

number of current instances is often small relative to the dimension of parameter w . The

algorithm learns a mapping f : X ! f 1,2, . . . ,K g. The loss function is usually taken as logistic
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Algorithm 5 The general AL framework for l 2-regularized logistic regression
input : L1,U1,g (�j�), �
output : wT ,LT ,UT

t  1
while the stopping criterion is not met do

w t  argmin w

P
x 2L t

l (f (x ), y ) + �
2 kw k2

� t = argmin x 2Ut
g(x jL t )

Query the label of � t as � t

L t +1  L t [ f (� t , � t )g, Ut +1  Ut nf� t g
t  t + 1

end

loss or hinge loss when K = 2. A general active learning algorithm works as the following

�owchart.

Input Initially

labeled pool L1

with (instance,

label) pairs

and unlabeled

pool U1 with

only instances

Learner

f t trained

on L t

Stopping

criterion

is met.

AL selects instance � t

based on some criterion.

Then it is labeled by

the annotator as � t .The

labeled dataset and

unlabeled dataset are then

L t +1 = L t [ f (� t , � t )g and

Ut +1 = Ut nf� t g, respectively.

Output the ultimately labeled dataset LT , unlabeled dataset UT

t  1

yes

no

t  t + 1

In Algorithm 5, a crucial aspect is selecting a criterion function g(�j�) that is conditioned

on the current labeled set that allows the user to select the next `best' instance x from

the unlabeled set. A selection criterion function that balances the number of instances

retrieved with the learner's performance is necessary to optimize the trade-off between the
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number of instances retrieved and the learner's performance. There have been a massive

amount of active learning approaches and the key differences stem from the selection of

(i) different criteria to classify those approaches (e.g., whether they are model-based or

model-free), (ii) informative-based or representative-based or both, and (iii) whether the

model is retrained after adding a new instance.

Informative-based query strategies (IBQS) annotate instances that are most uncertain

or most informative with respect to the current learner. However, such approaches consider

instances' responses to the model individually and do not utilize the natural structure of the

unlabeled dataset, thus might end up selecting outliers. In contrast, representative-based

query strategies (RBQS) study the structure and correlation within the unlabeled dataset.

They tend to select instances that are more representative than the rest, which often lies in

the dense region of the input space.

The most famous informative-based active learning algorithm is uncertainty sampling

(Lewis and Gale 1994; Settles 2009). This method selects the instance that has the lowest (i)

maximum predicted probability: g(x jL) = Pr(f (x )jx ,L)(K ), or (ii) difference of two largest

class probabilities, i.e.,

g (x jL) = Pr(f (x )jx ,L)(K ) � Pr(f (x )jx ,L)(K � 1), (3.1)

where Pr(f (x )jx ,L)(1),Pr(f (x )jx ,L)(2), . . . are the order statistics of the predicted probabilities

for the instance x given the current labeled set L, or (iii) the negative entropy (Shannon

1948)

g(x jL) =
KX

k =1

Pr(f (x ) = k jx ,L)logPr(f (x ) = k jx ,L) (3.2)

Typical representative approaches include density-based approaches (McCallumzy and

Nigamy 1998; Zhang and Chen 2002), diversity-based approaches (Brinker 2003; Wu et al.

2006; Yang et al. 2015), and clustering-based approaches (Nguyen and Smeulders 2004;

Ienco et al. 2013; Krempl et al. 2015). Since informative-based and representative-based are

two different directions of active learning, there has been some literature about combining

both. Density-based approaches usually adopt a prior density function of each instance,

which will be updated during the selection process (Zhang and Chen 2002) or used for

weighting (McCallumzy and Nigamy 1998). This heuristic idea has inspired some work

incorporating the density function with the uncertainty measure. Li and Guo (2013) applied

the active learning problem within the context of the Gaussian Process Framework. They
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utilized mutual information as the density measure and proposed the Adaptive Active

Learning (AAL) approach. Once the kernel function Ker is de�ned for the process and

denote � 2
i = Ker(xi , xi ), i = 1,2, . . . ,n , then

g(x jL) = � (� H1(x jL))� d (x )1� � , (3.3)

where H1 is the entropy de�ned in (3.2) and d (x ) is the mutual information for the instance

x and � is the tuning parameter which controls the trade-off between the information

and density measure. Yang and Loog (2018) proposed a heuristic sampling algorithm

named maximizing variance for active learning (MVAL), which combined the variances

that account for IBQS and RBQS, respectively.

We provide a practical example in the �eld of medical image analysis, where active learn-

ing is widely used. Assume the learning algorithm is provided with a pool of 50 instances

for examining breast cancer. Each data point (tumor) has only two dimensions: texture

and radius. Each image requires medical experts to annotate if the tumor is benign or

malignant. Thus, it would be costly (both in terms of time and money) to obtain the correct

labels for each patient. We illustrate the selection process of active learning algorithms

using simulated data sets, using two popular criterion functions g(�jL): (i)ENTROPY: the

algorithm selects the tumor based on (3.2); (ii) UNIF : the algorithm selects a random tumor

from the unlabeled dataset.

• ENTROPY: In each iteration, the algorithm selects the tumor from the unlabeled

dataset that has the highest information entropy criterion, i.e., g (x jL) =
P K

k =1 Pr(f (x ) =

k jx ,L)logPr(f (x ) = k jx ,L) (see Algorithm 5).

• UNIF : In each iteration, the algorithm selects a random tumor from the unlabeled

dataset.

As shown in Figure 3.1, both algorithms start with the same initial labeled dataset containing

four labeled tumors: two benign and two malignant. Each learner will then build their

classi�cation models, starting with only these four instances. Based on different selection

criteria, the instance chosen by ENTROPYand that chosen by UNIF is annotated in the

subsequent sub-�gures, respectively. Both classi�cation models are then updated once

the newly selected instance is added to their labeled dataset. The selection process is

terminated until enough medical image data are collected, or the accuracy of the classi�er

is deemed suf�cient. Since not all medical image data is rendered to the expert for analysis
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in this example, the cost of labeling the training data has been substantially reduced. The

learner only picks the informative data points to make the inquiry, while the possible cost

of labeling unselected instances is saved.

Figure 3.1: An example of the active learning process for the ENTROPYand UNIF algo-
rithms in a medical diagnosis problem

To compare the performance of ENTROPYand UNIF , we compute the ratio between the

in-sample error of the classi�er induced by each algorithm on each iteration and that from
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the classi�er given the full training set. According to Figure 3.2, if the classi�er is restricted

to produce at most a half more of the in-sample errors that the full classi�er makes, the

algorithm UNIF will need to annotate eight instances, but ENTROPYwill only need �ve. In

this case, we could claim that ENTROPYis more ef�cient than UNIF .

Figure 3.2: The ratio of in-sample classi�cation error at each step between the learner
induced by different active learning approaches and that from the full training set.

This Chapter presents a new active learning algorithm that integrates informative-

based and representative-based query strategies. Our proposed algorithm is based on a

hybrid approach introduced in Settles and Craven (2008), where the representative part

is determined by calculating the average similarity between a candidate instance and

all the unlabeled instances. We further improve upon this method by also considering

the similarity between the candidate instance and the labeled instances. In addition, we

present a method for comparing various active learning algorithms, as applied in the

aforementioned medical image analysis scenario. This approach relies on quantifying the

number of instances required by a classi�cation model to achieve a particular level of
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classi�cation metric. The active learning algorithm and the comparison approach mark

the major contribution of this Chapter.

3.2 Proposed AL Algorithm

3.2.1 General Framework

Generally, we could summarize the query strategy that combines both information and

representativeness at iteration t as

� t = argmin
x 2Ut

D1(x jL t ) + � t D2(x jL t ), (3.4)

where D1 is an informative-based measure, D2 is a representative-based measure, and � t is

a dynamic tuning parameter that controls the trade-off between two measures during the

t -th selection. According to Yin et al. (2021), the unannotated instances outnumber the

annotated instances when the active learning algorithm just starts. Thus D2 should be more

highly weighted than D1 in the early stage of the query process. On the other hand, the

representative points have mostly been removed from U as the selection process continues.

Thus, D1 should outweigh D2 in the late stage. Generally speaking, � t should be decreasing

in terms of t and we set the two measures equally weighted when half of the samples are

selected. Different decay rates of � t are explored in Section 3.4 as 1) Linear : � t = n
2t , 2)

Quadratic : � t = ( n
2t )2, 3) Cubic : � t = ( n

2t )3, 4) Square Rooted : � t =
Æ

( n
2t ), 5) Logarithmic :

� t = log( n
2t ) + 1.

3.2.2 Similarity-Based Active Learning (SBAL)

Representative-based approaches tend to select instances that lie in the dense regions of the

input space, as noted by McCallumzy and Nigamy (1998); Zhang and Chen (2002); Kumar

and Gupta (2020). Consequently, many studies have explored the connection between

querying strategies and clustering-based approaches. These approaches often employ

distance or similarity measures to quantify the relationships between unlabeled instances.

Heuristically, the representativeness could be achieved by selecting the instance that ex-

hibits a high degree of similarity to other unlabeled data points and this idea could be

found in (G.3). Moreover, this approach could serve as a safeguard against the selection
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of outliers in the unlabeled dataset, which is a prevalent issue when relying solely on

informative-based measures.

Despite the importance of the labeled dataset in active learning, however, most exist-

ing representative-based querying strategies only consider the structure of the unlabeled

dataset, neglecting the valuable structural information from the labeled dataset. To address

this problem, we will also consider the similarity between a candidate and all labeled in-

stances in this Chapter. If the newly selected point is dissimilar to all labeled data points,

labeling and using this instance could enhance the learner's overall understanding of the

labeled dataset. Hence, the objective of our querying strategy is to minimize the dissimi-

larity between an instance and the labeled dataset while simultaneously maximizing the

similarity between the instance and the unlabeled dataset.

Figure 3.3: A visualization of the Similarity-based query strategy at iteration t . The blue
solid line and the red solid line represent the average similarity between a candidate and
the labeled dataset and unlabeled dataset, respectively.
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We use the function sim(�, �) to capture the similarity between two points and the pa-

rameter 
 to control the tradeoff between those two categories of average similarity. We call

this new approach Similarity-Based Active Learning (SBAL). The selection of � t for SBAL

turns out to be an optimization step as

� t = argmin
xi 2Ut

D1(xi jL t ) + � t f
1

jL t j

X

x j 2L t

sim(xi , x j ) �



jUt j

X

xk 2Ut

sim(xi , xk )g (3.5)

Some classic uncertainty-based active learning algorithms tend to select outliers. How-

ever, in SBAL, the preference for selecting the most representative instance from all unla-

beled instances effectively resolves the problem. Due to the low similarity between outliers

and the other unlabeled instances, the optimization step prevents selecting outliers. An-

other major advantage of our algorithm over some past active learning approaches comes

from the simple and fast implementation. When the tuning parameter 
 has been prede-

termined and the similarity matrix has been preprocessed prior to the selection of any

instance, the D2 term in (3.5) can be computed by solely summing the rows of a speci�c

portion of the similarity matrix. Within the literature, certain selection processes necessi-

tate the retraining of classi�cation models (Roy and McCallum 2001; Yang and Loog 2018),

matrix inversion (Li and Guo 2013), or solving a convex optimization problem (Wang and

Ye 2015). These methods are much more time-intensive than SBAL.

As discussed in Section 3.2.1, the parameter � j , which controls the tradeoff between the

informative-based measure and the representative-based measure, is set as decreasing. The

Euclidean distance is used as the similarity function in Section 3.4 for numerical illustration.

The parameter 
 could be selected either in a pre-determined way or be auto-tuned. In

practice, there is no harm in giving equal importance to both the unlabeled and the labeled

sets. If 
 lies between 0 and 1, the similarity between a candidate and L t is more signi�cant

than between the candidate and Ut . If 
 is greater than 1, the similarity between a candidate

and Ut is more signi�cant.

Following Li and Guo (2013), we propose a similar tuning process with the help of

retraining classi�cation models for a candidate set G = f 
 1, 
 2, . . . ,
 g gof 
 . We select one

instance for each value of 
 2 G using (3.5). Denote SG as the collection of selected instances

using different 
 . Afterward, we use an additional step to select the instance that leads to
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Algorithm 6 The general AL framework for Similarity-based Representative Measure Ap-
proach
input : L1,U1,sim, D1, � = (� 1, � 2, . . . ,� T ), 
 0,G = (
 1, 
 2, . . . ,
 g ),m
output : wT ,LT ,UT

for t  1 to T do
w t  argmin w

P
xi 2L t

l (f (xi ), yi ) + �
2 l V e r t w k2

if The algorithm is auto-tuned then
SG  fg
for i  1 to g do

� i ,t = argmin x j 2Ut
D1(x j jL t ) + � t f 1

jL t j

P
xk 2L t

sim(x j , xk ) � 
 i
jUt j

P
xl 2Ut

sim(x j , xl )g
SG  SG [ f � i ,t g

end

� t = argmin x 2SG

P
y 2f 0,1gPr(y jx ,L t )

• P
x j 2Ut

min yj 2f 0,1gPr(yj jx j ,L t [ f x , y g)
‹

end
else

� t = argmin x j 2Ut
D1(x j jL t ) + � t f 1

jL t j

P
xk 2L t

sim(x j , xk ) � 
 0
jUt j

P
xl 2Ut

sim(x j , xl )g

end
Query the label of � t as � t and L t +1  L t [ (� t , � t ),Ut +1  Ut nf� t g

end

the least expected prediction loss for the retrained model after it has been selected, i.e.,

� t = argmin
x 2SG

X

y 2f 0,1g

Pr(y jx ,L t )
• X

x j 2Ut

min
yj 2f 0,1g

Pr(yj jx j ,L t [ f x , y g)
‹

(3.6)

The full similarity-based active learning algorithm is given in Algorithm 6.

3.3 Criteria for Evaluating Active Learning Approaches

As the primary motivation of the active learning framework is to reduce the cost of labeling

the entire training set while maintaining a desired classi�cation accuracy, a good approach

should be a trade-off between classi�cation accuracy and the labeling cost. Assuming

the costs of obtaining all instances are the same, the superiority of an AL algorithm is

determined by the number of labeled instances required to attain a certain accuracy (or

equivalently reducing the classi�cation error). More speci�cally, we are interested in �nding

an upper bound on the number of labeled instances that would be required to train a
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probably approximately correct classi�er (PAC) in this sense.

Here we denote the instance space and label space as X and Y , respectively. We assume

instances X = f x1, x2, . . . ,xn gand labels y = f y1, y2, . . . , yn gcome from a joint distribution

DX Y . Denote Sn = f (x1, y1), (x2, y2), . . . ,(xn , yn )g as the data pool of all instances and the

marginal distribution of X is DX . The learner space F is de�ned as the mapping space

from X to Y .

Under a two-class classi�cation setting, we de�ne the sensitivity, speci�city, precision,

negative predictive value (NPV), F1-score, balanced accuracy, and accuracy of a classi�er

f 2 F on Sn as

sensSn
(f ) =

P n
i =1 1[ f (xi ) = 1, yi = 1]

P n
i =1 1[yi = 1]

, (3.7a)

specSn
(f ) =

P n
i =1 1[ f (xi ) = 0, yi = 0]

P n
i =1 1[yi = 0]

, (3.7b)

preSn
(f ) =

P n
i =1 1[ f (xi ) = 1, yi = 1]
P n

i =1 1[ f (xi ) = 1]
, (3.7c)

NPVSn
(f ) =

P n
i =1 1[ f (xi ) = 0, yi = 0]
P n

i =1 1[ f (xi ) = 0]
, (3.7d)

F1Sn
(f ) =

2preSn
(f )sensSn

(f )

preSn
(f ) + sensSn

(f )
, (3.7e)

baccSn
(f ) =

sensSn
(f ) + specSn

(f )

2
, (3.7f)

accSn
(f ) =

1

n

nX

i =1

1[ f (xi ) = yi ]. (3.7g)

The class of all criteria for any f 2 F is de�ned as

M Sn
(f ) = f sensSn

(f ),specSn
(f ),preSn

(f ),NPVSn
(f ),F1Sn

(f ),baccSn
(f ),AUCSn

(f ),accSn
(f )g.

where AUC stands for the area under curve, while the others are de�ned in (3.7). Let f �
n be

the classi�er trained on Sn when the entire dataset is labeled. Let A be the active learning

algorithm space. For a given data pool Sn and an initially labeled dataset L1, active learning

algorithm A 2 A selects the instance � t from Sn and adds it to L t in the t -th iteration. The

classi�er induced by A and trained on L t is further denoted as f t (A).

Given mSn
(f ) 2 M Sn

(f ), � > 0 and 0 < � < 1, we say the algorithm A is (� , � ,m )� ef�cient
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on Sn if for all t 0� t ,

Pr[mSn
(f t 0(A))> (1 � � )mSn

(f �
n )] > 1 � � . (3.8)

The active learning algorithm A is said to be m � admissible on Sn if it is (� , � ,m )� ef�cient

for any combination of � and � .

We investigate the minimum number of queries t A(m ,Sn ) required for (3.8) to hold

given an m � admissible active learning algorithm A and a realization of DX Y , Sn . We call the

number t A(m ,Sn ) as the label complexity of the metric m . Intuitively, we want the algorithm

to have as small as its label complexity. Given two active learning algorithms A1,A2 2 A , Sn

and a �xed combination of � and � , we say A1 � A2 or algorithm A1 has better ef�ciency in

terms of m than algorithm A2 if there exists a positive real number R and a real number n0

such that t A1
(m ,Sn ) � R tA2

(m ,Sn ) for all n � n0, i.e., t A1
(m ,Sn ) = O(t A2

(m ,Sn )). We sayA1 � A2

or A1 has worse ef�ciency than A2 if t A2
(m ,Sn ) = O(t A1

(m ,Sn )). We say A1 = A2 or A1 has

same ef�ciency as algorithm A2 if t A1
(m ,Sn ) = O(t A2

(m ,Sn )) and t A2
(m ,Sn ) = O(t A1

(m ,Sn )).

We try to �nd an active learning algorithm A 2 A with lowest label complexity for �xed �

and � .

3.4 Numerical Illustrations

3.4.1 AL for Logistic Regression

In this Section, we will investigate the performance of different active learning algorithms

in a binary classi�cation task. Here the covariates come from a normal distribution, i.e.,

xi j � N (0,1), i = 1,2, . . . ,n , j = 1,2, . . . ,5, while the response vector is taken as

Pr(yi = 1) =
exp(w T xi )

1+ exp(w T xi )
, i = 1,2, . . . ,n .

The true parameter is set as w = (0,0,0,0,0,0)T which provides a balanced data in terms of

labels across simulated data sets. Each full dataset is split into the training set and the test

set with a ratio of 70:30. The initially labeled dataset is obtained by randomly selecting one

single instance from each class. Every active learning algorithm selects one instance from

its unlabeled set at each step and adds it to its labeled set. After selection, different metrics

are used to measure the performance on both the training set and the test set of all active

learning algorithms based on their current labeled set. The selection process is terminated
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at iteration t if

mSn
(f t (A))> (1 � � )mSn

(f �
n ) for A 2 A . (3.9)

Here f �
n is taken as the classi�er based on the full training set and � is taken as 0.005. By

default, we use AUC as the metric that controls the stopping of active learning algorithms

in (3.9). Considering that the target function in the optimization step of equation (3.5)

involves a weighted combination of two quantities, it is crucial to perform rescaling on

both of them to ensure the attainment of accurate and dependable results. In this case, we

use

D̃1(x jL t ) =
D1(x jL t )

1
jU1j

P
xi 2U1

D1(xi jL1)
, D̃2(x jL t ) =

D2(x jL t )
1

jU1j

P
xi 2U1

D2(xi jL1)

to replace D1(x jL t ) and D2(x jL t ) in the t -th iteration, respectively. The tuning set is G =

f 0.1,0.2,0.3,0.4,0.5,0.6,0.7,0.8,0.9,1.0gand the following active learning algorithms are

performed:

• MVAL in Yang and Loog (2018). The algorithm constructs two matrices, denoted as

P = (pi j ) and N = (n i j ). Here, pi j and n i j represent the predicted probabilities that

the j -th unlabeled instance belongs to the positive class using the retrained model

when the i -th unlabeled instance is added as positive and negative, respectively. After

reweighting both matrices by the information entropy column-wise, we stack them

vertically as M 1 and take their differences as M 2. The algorithm picks the instance

that maximizes the product of the column-wise variance of M 1 and the row-wise

variance of M 2.

• ENTROPYin (3.2). The algorithm employs the uncertainty sampling approach, specif-

ically the entropy variant, as its query strategy. In simpler terms, an instance is chosen

for labeling if it maximizes the information entropy among all unlabeled instances.

• AAL in Li and Guo (2013). The algorithm selects the instance that minimizes Equa-

tion (3.3). In this equation, H1 represents the information entropy given the current

classi�cation model, while d represents the mutual information between the can-

didate instance xi and the unlabeled dataset after removing xi , denoted as U nfxi g.

The tuning parameter � in Equation (3.3) is chosen from G, which aligns with the

original paper. For each � in G, the algorithm selects one candidate instance. Then

the algorithm selects the �nal instance from the candidate set using (3.6), which is

similar to SBAL.
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• UNIF . During each iteration, a random instance is selected from Ut .

• auto-tuned SBAL . The information-based measure is taken as the entropy measure

in (3.2). The parameter 
 is auto-tuned from G. The step parameter � j is taken to be

linearly decreasing. The similarity measure in Algorithm 6 is taken as the Euclidean

Distance.

• SBALin Algorithm 6. The informative-based measure is taken as the entropy measure

in (3.2). Different tuning parameters are used. The step parameter � j decreases in

linear, quadratic, cubic, square rooted or logarithmic. The similarity measure in

Algorithm 6 is taken as the Euclidean Distance.

The �rst simulation has a size of S = 100 and n = 500 instances in each full dataset.

Boxplots of the label complexity for different algorithms are displayed in Figure 3.4 and

Figure 3.5 when the classi�cation metric is set as Accuracy and AUC, respectively. The

selection process is terminated until the Accuracy or AUC of the classi�cation models built

by the �nally labeled dataset from every active learning algorithm is at least 99.5% of that

by the training data.

Figure 3.4 is aimed at comparing the auto-tuned SBAL, SBALs with 
 = 0.4 and the

non- SBAL algorithms. In both sub�gures, MVAL, along with auto-tuned SBAL, linearly-

decayed SBAL, logarithmicly-decayed SBAL and square-rootedly-decayed SBAL requires

fewer instances than the rest of the active learning algorithms. The difference is signi�cant

under a t-test with a signi�cant level of 0.05. Figure 3.5 comes from the same setting as

Figure 3.4 but only SBALs are reported. According to Figure 3.5, the performances of SBALs

with a �xed step parameter are unordered for different choices of 
 , which makes the auto-

tuning process indispensable. In general, SBALs with slowly-decayed step parameters are

superior to those with fast-decayed step parameters.

Table 3.1 shows the mean and standard error of the label complexity for some active

learning algorithms based on different stopping criteria. The top three active learning

algorithms were formatted as bold ,italic and underlined in each column based on the

mean label complexity for the corresponding stopping criterion, respectively. According

to the result, MVAL earned three �rst places and one third place but performed mediocre

under the rest of the metrics. SBAL with linear, quadratic and logarithmic step parameters

were top three in terms of almost every stopping criterion and their standard deviations
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Figure 3.4: Label Complexity for different active learning algorithms when the classi-
�cation accuracy and AUC are set as the stopping criterion, respectively. Results from
non-auto-tuned SBALs with different step parameters and only 
 = 0.4 are displayed for
better visualization.
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(a)

(b)

Figure 3.5: Label Complexity for SBAL algorithms with different step and tradeoff param-
eters. The stopping criterion is set as AUC in sub�gure (a) and classi�cation accuracy in
sub�gure (b).
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were generally less than the competitors. This matched with the boxplots in Figure 3.4 and

Figure 3.5.

As an alternative to Euclidean distance, cosine distance could also be used. We devised

another variant called the random-selected SBAL to show the supremacy of the additional

step in the auto-tuned SBAL. The random-selected SBAL selects a random instance from

SG rather the one that minimizes the expected prediction loss in (3.6). The simulation with

a size of S = 100 and n = 500 instances inspected the performance of both aspects of the

aforementioned variants. Table 3.2 shows the mean and standard error of label complexity

for auto-tuned SBALs and random-selected SBALs for different step parameters, while

similarity is measured by Euclidean distances and cosine distances, respectively. All other

auto-tuned algorithms perform much better than random-selected algorithms except for

SBALs with logarithmic step parameter. Meanwhile, the cosine distance is inferior to the

Euclidean distance.

The last simulation has a size of S = 50 and n = 1000 instances in each full dataset. The

stopping criterion in (3.9) is disabled in this simulation for the performance to be recorded

throughout the whole process. The classi�cation Accuracy and AUC are measured on both

the training and test sets. They are averaged across all simulated datasets at each step until

all instances are selected into the labeled set. For better visualization and comparison, only

results from MVAL, ENTROPY, UNIF, AAL, auto-tuned SBAL, and SBALs with different

step parameters and 
 = 0.4 are reported. According to Figure 3.6, AAL, ENTROPY, UNIF

are much inferior to the rest of the algorithms in all sub�gures. SBAL with quadratic and

cubic step parameters perform slightly worse than MVAL, auto-tuned SBAL and SBAL

with linear, logarithmic and square rooted step parameters. MVAL did well in terms of all

measurements except for the accuracy on the training set, while auto-tuned SBAL and

SBAL with linear, logarithmic and square rooted parameters performed well in terms of all

shown measurements.

In addition, the CPU running time for selecting an instance at each step was recorded

for all active learning algorithms in Table 3.3. There are only minor differences between

the algorithms regarding computation time, so their results are averaged. Since the kernel

matrix in AAL and the similarity matrix in SBALs could be obtained prior to the selection

process, the result at the preparation step is summarized in the �rst row. Generally, SBAL

algorithms outperform MVAL and AAL in terms of running time at whichever stage or

on average. By adding each candidate instance to the labeled set, MVAL computes the

matrices P and N , which requires retraining many new classi�cation models. The mutual
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Figure 3.6: Classi�cation Accuracy and AUC are measured on each training set and test set
and averaged across all simulated datasets. Algorithms are not stopped until all instances
are selected.
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Table 3.2: The mean and standard error of Label Complexity over S = 100 simulations for
auto-tuned SBAL and random-selected SBAL with different step parameters and different
similarity measures. The classi�cation metric is set as AUC.

Euclidean
auto-tuned

Euclidean
random-selected

Cosine
auto-tuned

Cosine
random-selected

Linear 27.29 (1.62) 30.66 (2.01) 45.98 (2.68) 49.95 (2.66)
Quadratic 37.74 (2.10) 44.96 (2.37) 53.59 (2.92) 64.56 (2.62)

Cubic 44.93 (2.42) 52.55 (2.85) 62.42 (3.63) 74.67 (3.02)
Square Rooted 29.64 (1.98) 33.98 (2.28) 37.24 (1.97) 40.75 (2.30)
Logarithmic 29.45 (2.12) 28.34 (2.09) 38.94 (2.35) 36.17 (2.27)

information function d (xi ) in (3.3) relies on computing the unlabeled part of the kernel

matrix. Though the size of the matrix to be inverted diminishes during the process, the

computational burden is still substantial. In contrast, the non-auto-tuned SBALonly needs

to compute the summation of some rows of the similarity matrix. The auto-tuned SBAL

repeats multiple times of the non-auto-tuned SBAL, but the additional tuning step merely

retrains a few new classi�cation models.

Table 3.3: The running time for each active learning algorithm in seconds during prepara-
tion, during the �rst selection, when 25% of the unlabeled instances are selected, when 50%
of the unlabeled instances are selected, when 75% of the unlabeled instances are selected
and on average.

MVAL ENTROPY AAL auto-tuned SBAL non-auto-tuned SBAL
Preparation N / A N/ A 0.0349 0.0139 0.0139

First 0.8076 Instant 182.3 0.0456 0.0046
25% 9.434 0.0067 58.67 0.2839 0.0111
50% 11.55 0.0148 12.47 0.5421 0.0183
75% 8.808 0.0215 1.380 0.7955 0.0259

Average 8.161 0.0152 36.97 0.5391 0.0187

Active learning is about optimizing classi�cation performance by querying only part

of the instances. With a limited budget, different active learning algorithms might be

able to select a different number of instances. To simplify the real-world situation, we

assume that the limitation only comes from the time budget in this simulation. Figure

63



3.7 shows the classi�cation Accuracy and AUC for different algorithms with a given time

budget. For better clarity, all non-auto-tuned SBALs algorithms are displayed in the primary

�gure, while the rest are put in the nested �gure. The performance of one algorithm is

measured when its total selection time exceeds the time budget. Since UNIF and ENTROPY

execute instantly and AAL is not even able to select one single instance when SBALs have

selected all instances, the performance of UNIF , ENTROPYand AAL are removed from the

Figure. Though MVAL is comparable to the SBALs when the number of instances is �xed,

SBALs could select much more instances within a given time budget. In addition, since its

running time is much higher, the auto-tuned SBAL is inferior to the non-auto-tuned ones.

In practical situations such as medical diagnosis, costs come from analysis by an oracle

and accumulate by the number of instances as well. When the number of instances is �xed

in Figure 3.6, the performances of UNIF and ENTROPYare much inferior to that of SBALs.

Figure 3.7: Averaged classi�cation Accuracy and AUC measured on each training set for
different time budget in seconds.
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3.4.2 COVID-19 Image Classi�cation Task

The COVID-19 pandemic has been an unprecedented global event that signi�cantly im-

pacted the world over the past three years. Its effects have been far-reaching, encompassing

various aspects of our lives, including the economy, healthcare systems, education, and

the environment (Usher et al. 2020; Debata et al. 2020). The accurate diagnosis of COVID-

19 has become a prominent and crucial topic within the biotech �eld since the onset of

the initial outbreak. A faster and more accurate diagnosis are essential for controlling the

rapid spread of the contagious virus and identifying the individuals who may have been ex-

posed to COVID-19. This could further be bene�cial for intervention planning and effective

quarantine.

Various diagnostic methods have been utilized, including nasopharyngeal swab, oropha-

ryngeal swab, chest computed tomography (CT) scan, X-ray, and reverse transcription-

polymerase chain reaction (RT-PCR) (Filchakova et al. 2022). Studies conducted by Karam

et al. (2021); Long et al. (2020) have explored the sensitivity and accuracy of these different

diagnostic approaches. They have also discussed the potential necessity of combining

multiple diagnostic methods or conducting repeated measurements for enhanced diag-

nostic reliability and accuracy. However, the con�rmation of a positive COVID-19 case by

RT-PCR testing is carried out in certi�ed labs, which requires medical professionals, spe-

cialized equipment, and well-developed specimen management infrastructure (Mardian

et al. 2021). Due to the rapid spread of the virus and the need for large-scale testing, such

strict conditions are impossible to be satis�ed. As an alternative approach, researchers

have increasingly turned to machine learning and deep learning models to assist medical

professionals in the diagnostic process (Alyasseri et al. 2022). However, manually labeling

instances within such vast datasets still suffers from the aforementioned problems like

limited healthcare resources and the slowness of advanced tests. In this context, we aim to

highlight the effectiveness of active learning and speci�cally our proposed SBAL algorithm

in COVID-19 diagnosis through the following example.

We attempt to build a classi�cation model to predict whether the CT scan image shows

a positive COVID-19 result or not. 1 There are 317 images in total, with 251 images in the

training set and 66 in the test set. The images are originally classi�ed as positive for COVID-

19, normal or viral pneumonia. An example of CT scan images in each class is shown in

1The CT scan images dataset comes from Covid-19 Image Dataset on https://www.kaggle.com/
datasets/pranavraikokte/covid19-image-dataset
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